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Abstract. This thesis develops mathematical tools used to model and
forecast different economic phenomena. The primary starting point is
the temporal graphical model. Four main topics, all with applications
in finance, are studied.

The first two papers develop inference methods for networks of con-
tinuous time Markov processes, so called Continuous Time Bayesian
Networks. Methodology for learning the structure of the network and
for doing inference and simulation is developed. Further, models are
developed for high frequency foreign exchange data.

The third paper models growth of gross domestic product (GDP)
which is observed at a very low frequency. This application is special
and has several difficulties which are dealt with in a novel way using a
framework developed in the paper. The framework is motivated using a
temporal graphical model. The method is evaluated on US GDP growth
with good results.

The fourth paper study inference in dynamic Bayesian networks us-
ing Monte Carlo methods. A new method for sampling random variables
is proposed. The method divides the sample space into subspaces. This
allows the sampling to be done in parallel with independent and dis-
tinct sampling methods on the subspaces. The methodology is demon-
strated on a volatility model for stock prices and some toy examples
with promising results.

The fifth paper develops an algorithm for learning the full distri-
bution in a harness race, a ranked event. It is demonstrated that the
proposed methodology outperforms logistic regression which is the main
competitor. It also outperforms the market odds in terms of accuracy.



Sammanfattning. Denna avhandling utvecklar matematiska verktyg
som används för att modellera och förutspå olika finansiella fenomen.
Utgångspunkten är den temporala grafiska modellen. Fyra ämnen, alla
med tillämpningar inom finans, studeras.

De två första artiklarna utveklar inferensmetoder för nätverk av tid-
skontinuerliga Markovprocesser, så kallade tidskontinuerliga Bayesian-
ska nätverk. Metodik för att lära nätverkens struktur och för att göra
inferens samt simuleringar tas fram. Vidare så utvecklas modeller för
hög frekventa valutapriser.

Den tredje artikeln modellerar tillväxt av Bruttonationalprodukt (BNP)
vilken observeras med mycket låg frekvens. Denna tillämpning är speciell
och har flera svårigheter som behandlas på ett nytt vis med ett ramverk
som tas fram i artikeln. Ramverket motiveras med hjälp av en temporal
grafisk modell och utvärderas på USAs BNP-tillväxt med goda resultat.

Den fjärde artikeln studerar inferens i ett dynamiskt Bayesianskt
nätverk med hjälp av Monte Carlo metoder. En ny metod för att sampla
stokastiska variabler föreslås. Metoden delar in tillståndsrummet i un-
derrum. Detta gör att samplingen kan utföras parallelt med oberoende
och distinkta metoder för vart och ett av underrummen. Metodiken
demonstreras på en volatilitetsmodell för aktiepriser och några simuler-
ade exempel med lovande resultat.

Den femte artikeln utvecklar en algoritm som tar fram den fulla
fördelningen i ett travlopp, ett så kallat “ranked event”. Den föreslagna
metoden presterar bättre än logistisk regression som är huvudkonkur-
renten. Metoden presterar också bättre än marknadsoddsen.
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1. Introduction

This thesis consists of five papers ranging from A to E. In the five pa-
pers different statistical learning methods are developed and used in different
economic applications.

The topic of Paper A and B is graphical models in continuous time with a
focus on causality. The main contributions are tools that simplify inference.
The new tools allow us measure causality between stochastic processes and
by doing so learn the structure of the graphical model.

Paper C studies the so called nowcasting problem where macroeconomic
data with a special structure is investigated. A framework for forecasting is
developed.

Paper D proposes a new method for sampling random variables. The idea
of the method is to divide the sample space into parts, and then generate
independent samples on the parts. This gives two major benefits; first the
method can run in parallel. Second, the method can dramatically increase
convergence rate.

Finally, paper E studies ranked events in the setting of harness racing. The
object of the paper is to forecast the outcome of a harness race. A new method
which allows greater freedom in choice of model is proposed and demonstrated
to outperform both competing methods and the market odds.

2. Applications

The data investigated in the thesis are related to different economic phe-
nomena. The first two papers study high frequency currency data. The third
paper models GDP growth. The fourth paper models volatility of daily stock
returns. The fifth paper models the odds in a harness racing market.

2.1. Paper A-B: Currency Data. For many problems daily updates of the
price is a well sufficing resolution. However, with all the available market data
taken into account, the daily returns paints just a minute part of the picture.
In Paper A we focus on the so called high frequency prices. In particular, we
model the euro to US dollar exchange rate (EUR/USD). A single currency
pair generates hundreds of thousands of data points weekly, and during the
most intense periods many data points are generated every second. The data
is of microsecond resolution; using a grid of this resolution result in almost
half of a trillion data points for a single week; out of those that points only a
small minority would carry changes in the price. This problem is avoided by
using a continuous time framework.
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The smallest possible price movement for any instrument is called a tick.
Data with a resolution high enough to capture every price change is called
tick data.

2.1.1. Paper A. In the first paper we consider the absolute returns,

S(k)− S(k − 1),

at time tk. That is, we have observations only and always when the price
changes. Here S(k − 1) denotes the price at time tk−1, the time for the most
recent price change before tk. Let X(k) be the process counting all the upward
price movements and Z(k) the downward ditto and define

Y (k) = X(k)− Z(k),(1)

that is, the cumulative sum of the absolute returns. As the smallest possible
value of Y (k) is a tick it will be an integer valued process. This can be seen
as an extentsion of Barndorff-Nielsen et al. (2012) who modeled the absolute
returns as the difference of two independent Poisson processes X and Z, a so
called Skellam process.

2.1.2. Paper B. Paper A models just a single currency. In Paper B a network
of several currencies is studied.

The model from A is simple and direct but crude; it uses just a single tick
to determine the state of process. The model suggested in Paper B is more
sophisticated and aims to capture not just a snapshot of the market. It is
instead inspired by speech recognition and assumes that there is some—short
term—meaning to the prices. The short intervals of price data are mapped
to an alphabet which is the state space of a Markov process in the network.
Specifically, we study the logarithmic returns

L(k) = log
S(k)

S(k − 1)
≈ S(k)− S(k − 1)

S(k − 1)
,

and take windows of the samples as inputs to our model. For each observation
of L we create a set of features comprising the last ` observations. If we denote
the raw features by FRaw then

FRaw(k) = [L(k − `+ 1), L(k − `+ 2), . . . , L(k − 1), L(k)].

The last value, L(k), is observed at time tk so the full FRaw(k) can not be
observed untill then; therefore we say that that FRaw(k) was observed at tk.

The cepstrum, introduced by Bogert et al. (1963), is calculated in two
steps: First compute the Fourier transform of a signal and take the natural
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logarithm; then, in the second step, compute the inverse Fourier transform:

FCeps = Real(FFT−1(log(FFT(FRaw))).

Finally, the cepstrum is mapped to an alphabet

Char(FCeps(k)) 7→W (k),

where W is a component in a network of processes. The mapping is done in
an unsupervised fashion using the K-means++ clustering algorithm by Arthur
and Vassilvitskii (2007).

The cepstrum is commonly used in audio processing, see for instance Sand-
berg et al. (2010). In financial applications it is much more unusual; however,
at least one macro-economic example exists in Gupta and Uwilingiye (2012).

Each observation FRaw(k) takes values in R`. The cepstrum

FRaw(k) 7→ FCeps(k)

can be higher or lower in dimension but both the dimension of the cepstrum
and ` are design parameters.

In the paper we study currency pairs but the network is in no way restricted
to work with this data. For instance, one of the processes could be an audio
sample from a central banker giving a press conference.

2.2. Paper C: Macroeconomic data. The third paper has the aim to fore-
cast US Gross Domestic Product (GDP) growth on a quarterly basis.

The GDP figure is released by the US Bureau of Economic analysis who
defines it as “the market value of goods, services, and structures produced by
the Nation’s economy during a given period less the value of the goods and
services used up in production.”, McCulla and Smith (2007). Details on how
the figure is computed are given in Fox and McCully (2009).

Macroeconomic forecasters and policy makers process large quantities of
data when forming expectations about the future. In practice, “large amount
of data about the state of the economy and the rest of the world ... are col-
lected, processed and analyzed before each major decision” by central bankers
according to Svensson (2005).

Nowadays the macroeconomic forecaster has a large number of potentially
relevant features (economic indicator variables) at disposal. This richness of
data prompted a literature on Big-Data macroeconomic forecasting. Starting
with Evans (2005) and Giannone et al. (2008), a particular strand of this
research has focused on “nowcasting” The object of nowcasting is to estimate
the GDP growth, which is seldom observed, using several other economic
indicators which are frequently observed.
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The term nowcasting originated from meteorology and was first used by
Scofield and Weiss (1977) who designed a methodology to give “timely and
detailed weather information”. Pioneering work in the field was done by Mar-
shall and Palmer (1948) where the size of raindrops was correlated to radar
measurements, obtained from Marshall et al. (1947), which are difficult to ob-
serve compared to the raindrops. Like radar measurements, a key statistic on
the present state of the economy such as Gross Domestic Product (GDP) is
difficult, or rather impossible, to observe in a timely manner. The first official
estimate of GDP in the United States, sampled at a quarterly frequency, is
released approximately one month after the end of the reference quarter.

2.3. Paper D: Stock price data. In the fourth paper we model the volatility
of daily stock returns. Let Sk denote the stock price at day k. The logarithmic
returns, defined as

Yk = log
Sk
Sk−1

,(2)

are assumed to be Gaussian with zero mean but with a possibly complex
model for the volatility. The simplest and perhpas most common model,
by Black and Scholes (1973), assumes constant volatility; in practice, this is a
gross oversimplification. A natural extension is the stochastic volatility models
which let the volatility fluctuate by modeling it as a stochastic process.

Taylor (1982) introduced a stochastic volatility model for sugar prices given
in Section 3.1.2. It has become a popular example in the sequential Monte
Carlo literature and an extension of the model is calibrated in paper D.

2.4. Paper E: Prediction markets. The previous papers have explored
several different types of financial instruments where the physical represen-
tation is in paper form—if it even exists. In the final paper the underlying
product is more tangible: There are horses participating in a harness race and
we make forecasts on the outcome of the race. Using a database on the horses
and the sulky drivers we predict the probability distribution for the placement
of the horses. On a prediction market the probabilities can be interpreted as
prices.

Mathematically this is a ranking problem. The ranking problem is impor-
tant and well studied in AI-applications. A prominent example is DeepQA,
featured in IBMs Watson, Ferrucci et al. (2010). Other examples are Ko et al.
(2010). In a similar field but with different application Breese et al. (1998) use
a ranking approach for recommendation engines in e-commerce applications.
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3. Technical background

The technical background necessary for the models in the papers is given
here. In Papers A, B and D temporal graphical models are studied in discrete
and continuous time. Paper C treats a particular time series problem which
is formulated such that it allows a regression formulation.

3.1. Temporal Graphical Models. A graphical model is a representation of
the dependence structure between random variables. In the thesis we consider
graphical models with temporal aspects. Continuous and discrete time is
studied. The two seemingly similar ideas produce very different mathematical
frameworks.

Below we give a brief introduction to Markov chains in continuous time.
Let X be a continuous time random process taking values in a finite alphabet.
If P(X(t) = x | Fs) = P(X(t) = x | Xs) for t > s the process is said to be a
Markov process.

Let x′ 6= x. Then X is said to be a continuous time Markov chain if

lim
h↓0

1

h
P(Xt+h = x′ | Xt = x) = q(x′ | x),(3)

exists. If the limit exists, q(x | x) =
∑
x′ q(x′ | x). If q is constant in t the

Markov chain is said to be homogenous. All chains in the thesis are assumed
to be homogenous taking values in finite alphabets. They are also assumed
to be regular, meaning that only a finite number of jumps occur during any
finite interval. Further, we assume A to be a finite alphabet. The stationary
distribution is the distribution of Xt as t grows large. A famous theorem
states, see for instance Norris (1998) ??, that for any finite regular Markov
process there exist a stationary distribution.

3.1.1. Continuous Time. Continuous time Bayesian networks are graphical
representations of the dependence structures between continuous time random
processes with finite state spaces. An example of a CTBN is seen in Figure 1.
The model for the exchange rates represented as a graph moving in continuous
time.

The continuous time Bayesian networks have dependence between the full
processes in contrast to the discrete time dynamic Bayesian networks where
dependence is exhibited only between the individual variables. The name and
underlying idea of CTBNs are both similar to dynamic Bayesian networks
but the shared mathematical properties are few. Continuous time Bayesian
networks were introduced by Schweder (1970), who called them Composable
processes, and independently rediscovered by Nodelman et al. (2002). An
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Figure 1. Example of a Continuous time Bayesian Network

important feature of the CTBNs is their ability to express causality. In time
series analysis, a process has a causal effect if other time series are more
precisely predicted given the causing process. The concept was introduced by
Granger (1969). Schweder’s Composable processes can be seen as a continuous
time version of Granger’s causality, although the distinction has a large impact
on the theory needed.

Let X and Z be continuous time processes with discrete state spaces. In
order for (X,Z) to form a CTBN we require that X | Z and Z | X are
both continuous time Markov processes. This means that for every state zk
of Z there is a corresponding conditional intensity matrix QX|zk driving the
Markov process X | zk. Another way to put it, formulated by Schweder
(1970), is

lim
h→0

1

h
P(Xt+h 6= x ,Zt+h 6= z | Xt = x, Zt = z) = 0.(4)

In Paper A it is shown that the two definitions are equivalent. The continuous
time Bayesian network W = (X,Z) will also have an intensity matrix. An
operator producing that matrix is the central result of Paper A. The ubiq-
uitous Kronecker product, see Loan (2000), plays an important role in the
design of the operator. In Paper B the results are generalized and a mixed
radix representation is given; it is based on the Kronecker product but does
not rely on actually computing the Kronecker product.
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Figure 2. Hidden Markov model

3.1.2. Discrete time. A dynamic Bayesian Network is a directed acyclical gr-
pahical model of a discrete time system. A well known such a model is the
hidden Markov model. It comprises two components: observations and the
unobserved, or hidden, states driving the observations. An example of a hid-
den Markov model is Taylor’s stochastic volatility model. Let X and Y be
random processes corresponding to the hidden and observed process respec-
tively. Taylor’s volatility model for the logarithmic returns in Equation (2) is
given as

Yk = βeXk/2uk,

Xk = φXk−1 + σwk,
(5)

where β, φ and σ are parameters; and uk and wk are independent standard
Gaussian variables for each k. A Bayesian network is a graph induced by a fac-
torization of a probability distribution, see Koski and Noble (2011). Consider
the variable Yk, Xk | Xk−1 in time slice k from the volatility model above. Its
distribution p(yk, xk | xk−1) can be factorized as p(yk | xk)p(xk | xk−1). Thus,
for each slice of time we have a Bayesian network. The slices are independent,
so the full distribution factorizes as the joint distribution of all slices of times:

p(y0:T , x0:T ) = p(y0, x0)

T∏
k=1

p(yk | xk)p(xk | xk−1).

Such a factorization of time slice distributions is called a dynamic Bayesian
network. Its graphical representation is seen in Figure 2. The figure shows
the independency of the time slices. Thus, in this Bayesian network there are
pairwise relationships between the variables within each slice of time, but not
between the full processes. Note that, as seen in the factorization above, the
structure of the graph is constant over time. Murphy (2002), gives a thorough
treatment of dynamic Bayesian networks and their relation to hidden Markov
models.
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The factorization for the volatility model in (5) is not special, but holds
for all hidden Markov models. Dealing with inference, two specific hidden
Markov models stand out: the linear Gaussian model and the finite state
space hidden Markov model both have tractable distributions which allow ef-
fective algorithms for maximum likelihood path and state estimation, and for
parameter identification. Monte Carlo methods are typically applied to other
models, including Taylor’s volatility model. Paper D employs a Bayesian
framework where the parameters are viewed as random variables. Particle
MCMC methods, by Andrieu et al. (2010), are used to calibrate the model.
The paper proposes a method that reduces computing time for the computa-
tionally intensive particle MCMC framework.

3.2. Nowcasting. Let Z be the all available information at time t. The data
Z comprises many data series. Some of them, such as the interest rate, behaves
as any ordinary time series. But the majority of the series are published with
delay and may be revised later. Thus, there is no clear distinction between the
sample period and the forecast period, this is called the ragged edge problem
Wallis (1986).

Let Gn denote the logarithmic GDP growth, then we want to estimate

p(Gn | Z).

The data Z is very large and only a small portion of it will be related to
every quarter. Let us call the mapping which relates data to each quarter an
alignment and denote it by A(Z, k). That is, we seek the distribution

p(Gn | A(Z, n)).

The current quarter n have not yet been fully observed at time t. Due to the
ragged edge structure of that data this may be true for other quarters as well.
However, the current quarter is the one we want to forecast; this makes the
current quarter different from all other quarters. The idea of masking is to
force the alignment of old quarters to take the same structure as that of the
incomplete current quarter. This is done by masking out the old data through
another alignment M :

M(Z, n) = A(Z, n),

so M keeps the structure of the data for the current quarter but the structure
of the old quarters are forced to comply with the current one so M(Z, k) 6=
A(Z, k) for k other than n. Applying the mask leaves the nowcast unchanged
since

p(Gn | A(Z, n)) = p(Gn |M(Z, n)).
8



Let the distribution be parametrized by θ. The effect of the mask is visible if
we consider the calibration

θ ← argmax
θ

n∏
i=1

p(Gk |M(Z, k)).

We see that the unmasked estimates coincide, in general, with the masked
estimate only if

p(Gk | A(Z, k))
?
= p(Gk |M(Z, k)).

This equality can be interpreted in a causal or graphical setting. Given a set
A and a partiion B,B′ we say that B′ does not cause G whenever

p(G | B,B′) = p(G | B),

a definition due to Florens and Fougere (1996). But since M(Z, k) ⊆ A(Z, k)
this is precisely the assumption made without employing the mask: Define
B = A(Z, k) \M(Z, k) then the assumption above reads

p(Gk | A(Z, k)) = p(Gk | B,M(Z, k))
?
= p(Gk |M(Z, k)).

This equality is true only if B is not causing G. But B is precisely the
information gained between today, at time t and the rest of the quarter. If
this information does not cause G then what is the point of doing a nowcast
with incremental information?

Summary of papers

Paper A: Testing for causality in continuous time Bayesian network
models of High-Frequency Data.
continuous time Bayesian networks are investigated with a special focus on
their ability to express causality.

A framework is presented for doing inference in these networks. The central
contributions are a representation of the intensity matrices for the networks
and a causality measure.

We also present a novel model of high-frequency financial data, which is
calibrated to market data. By the causality measure the new model fits the
data better than the previously proposed Skellam model.

LetW be a continuous time stochastic process, with two components (X,Z)
taking values in the finite space W = X×Z. The process W is called a contin-
uous time Bayesian network (CTBN) if it satisfies the composable property

lim
h→0

1

h
P(Xt+h 6= x , Yt+h 6= y | Xt = x, Yt = y) = 0,

9



from Equation (4). That is, for a sufficiently small interval, the probability
that more than one of the two component processes changes their state tends
to zero. The intensity matrix QW of a CTBN is a function of the conditional
intensity matricesQX|Z andQZ|X . In the paper this function is designed using
Kronecker products. As a result we get a map directly from (QX|Z ,QZ|X) to
QW . That is, any element of QW can be computed from the conditional
intensity matrices. This facilitates inference since the full matrix QW does
not need to be explicitly computed.

Let QX|∅ be the intensity matrix for X under the hypothesis that Z has no
impact on X. If for instance X is independent of Z then the hypothesis, that
Z has no causal impact onX, is true. We measure this as the Kullback–Leibler
divergence between the probability measures parametrized by QX|∅ and QX|Z
respectively and denote it DKL(PQX|∅‖PQX|Z ). The distance depends on the
behavior of the process Z, i.e. it is random in the Z-component. Therefore
we define the causal measure as the expected Kullback-Leibler distance

E[DKL(PQX|∅‖PQX|Z )]

where the expectation is taken with respect to Z.
We consider the model for absolute returns from (1) Yt = Xt − Zt. The

model parameters, QX|Z and QZ|X are calibrated to EUR/USD tick data.
The results indicate that the upticks X are not independent of the downticks
Z, something that is assumed in the Skellam model.

A simulation study on a toy example demonstrates the capabilities of the
causality measure.

Paper B: Structure learning and mixed radix representation in con-
tinuous time Bayesian networks.
This paper stems from the work of Paper A and some of the theoretical foun-
dations used in this paper can be found there.

Here we generalize the ideas of Paper A and use them to learn the full
structure of a CTBN. In Paper A the structure was assumed to be known.
It is established that a process is composable if and only if its conditional
intensity matrices can be formulated through the CTBN formulation.

The proposed causality measure is linked to the information geometric in-
terpretation of the Integrated Information Theoric measure by Tononi (2004)
by the work of Oizumi et al. (2015).

A mixed radix representation of the network which greatly facilitates in-
ference and simulation is also provided. With the mixed radix representation
we compute expressions for the conditional intensity matrices so that they are
obtained directly from the intensity of the full network.
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A new model for tick-by-tick financial data is proposed and calibrated using
the tools developed in the paper. The proposed measure of causality is demon-
strated on tick-by-tick exchange rates and a simulated example proposed by
Schweder (1970).

Paper C: Nowcasting with dynamic masking.
For a sequence of nowcasts following the real-time data flow, each subsequent
nowcast occasion is based on the input data exhibiting a specific ragged-
edge structure. In this paper, we propose to take this ragged-edge structure
into account when training, or estimating the model. Instead of using all the
available data, we propose to first mask the historical data such that if reflects
the pattern of availability, i.e. the ragged edge. Since each nowcast occasion
exhibits a specific ragged-edge structure, we propose to re-estimate the model
at each juncture employing the accompanying mask, hence dynamic masking.
Training or estimating on dynamically masked data thus tailors the model to
the specific data availability structures at the consecutive nowcast occasions.
We show how tailoring improves precision employing ridge regressions with
and without dynamic masking replicating the real-time nowcasting exercise
of Banbura et al. (2013). Moreover, masking provides modeling flexibility.
Adding the lags of the features to the input data disposes the time series
aspect, so each nowcast occasion faces a pure regression problem allowing
the application of machine learning techniques. The mask can be interpreted
as a graphical model. Following Granger (1969); Sims (1972) and Florens
and Fougere (1996) we give a causal interpretation of the mask in the paper.
Additionally, we will show the precision of neural networks in the nowcasting
exercise.

To the best of our knowledge, the strategy of dynamic masking is novel to
the econometrics literature. In the traditional econometric approach, nowcast
models are re-estimated or updated on an expanding information set as more
and more data becomes available. However, we argue that these models are
misspecified as even historical data whose equivalent at the nowcast occasion
is not yet available, is being employed.

We give the nowcasting problem in a regression setting and introduce mask-
ing. This gives great flexibility in modeling and facilitates the use of modern
machine learning methods in nowcasting. In the real time nowcasting exercise
masking clearly outperforms those we compare against. We analyze the mask
from a graphical model point of view. The graphical interpretation helps mo-
tivate the logic of the mask. A parallel way of training neural networks is
proposed.
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Paper D: Decomposition Sampling applied to Parallelization of
Metropolis-Hastings.
The Metropolis–Hastings algorithm, by Metropolis et al. (1953) and Hastings
(1970), generates a chain which after reaching stationarity produces samples
from a specified distribution. Metropolis–Hastings belongs to the class of
Markov chain Monte Carlo (MCMC) methods. The Markovian framework
implies that, in general, every iteration depends on its predecessor. Because
of this, parallel computing strategies are complicated to implement for the
otherwise versatile MCMC methods.

Based on a simple idea, the main decomposition sampler divides the sample
space into several parts, subsets, and then samples on these subsets indepen-
dently of each other. If the probability of landing in one subset is higher than
in another, some of the samples in the less likely subset are discarded. If the
probabilities are unknown, estimates are obtained by evaluating integrals on
the intersections of the subsets. An important point is that while in the paper
the algorithm is only applied to MCMC methods it is not limited to MCMC
and there may be advantages in applying the algorithm to other simulation
methods such as importance or rejection sampling. The decomposition sam-
pler divides the sampling process into subproblems by dividing the sample
space into overlapping parts. The subproblems can be solved independently
of each other and are thus well suited for parallelization. On each of these
subproblems we can use distinct and independent sampling methods. In other
words, we can design specific samplers for specific parts of the sample space.

The Decomposition sampler is demonstrated on a particle marginal Me-
tropolis–Hastings sampler and on two toy examples. The method produces
significant speedup and decrease of total variation.

Assume that we want to sample a random variable taking values in some
space. Further assume that there exists a specific finite cover of that space
such that every element of the cover shares two distinct and exclusive subsets
of itself with the previous and following element in the cover. Call this cover a
linked cover of the state space. Estimating integrals on the intersection of two
distinct members of a linked cover must produce the same result, regardless
of which member the samples originated from. The first step of the algorithm
generates samples from all the individual subsets. A sample from the full
space would not contain an equal number of samples from the subsets. By
looking at the ratio between the integrals we find a probability distribution
for sampling on the subsets. In the second step of the algorithm we use the
distribution to sample from the already generated samples on the subsets.
Theoretical results establishing convergence are given in the paper.
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Recall the volatility model from Section 3.1,

Yk = βeXk/2uk,

Xk = φXk−1 + σwk,

where the parameters β, φ, σ are considered random variables. To calibrate the
model using MCMC methods we generate a large number of samples of these
variables. The variables are sampled using the particle MCMC framework
developed by Andrieu et al. (2010). The hidden variable X0:T is sampled
with sequential Monte Carlo methods. Thus, the number of observations
determines the size of the sample space. In the paper we study the price of
the Disney Co (NYSE:DIS) stock over one year producing a sample space with
over 250 dimensions.

Applying decomposition sampling and dividing the space in two allows
the sampling to be distributed over two independent computing agents. It
results in an additional 60% samples within a fixed time constraint. This
demonstrates parallelization, the first of the two nice properties of the method.

The second property, that convergence improves, is demonstrated on a
multimodal discrete space example. The decomposition sampler thrives in
the multimodal environment resulting in very fast convergence. Indeed, the
decomposition sampler is a thousand times faster than the traditional meth-
ods.

Paper E: Forecasting ranking in harness racing using probabilities
induced by expected positions.
The problem of finding the outcome of a harness race is studied. Formally,
that is the problem of obtaining a probability distribution from a set of ordered
expectations.

A prediction of the outcome of a competitive event is sought. Predicting
the outcome can, for instance, mean predicting the winner but the approach
here suggested predicts the full distribution of the outcome of the race. The
method produces the probability that a certain horse finishes in a specific
position.

The motivation for this methodology is that it allows more freedom for the
user in specifying and building models.

Sometimes heuristics can be implemented in the model. Therefore it can
many times be easier to create a model for the positions rather than for the
probabilities. As an example it can be known that one horse always finishes
before another horse. While mathematically different, this motivation is sim-
ilar to that of Freund et al. (1999) who introduced the AdaBoost algorithm,
also with applications in horse racing.
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There are n horses participating in a race and their expected finishing
positions are given. What can then be said about the induced probability
distribution? This paper proposes a method where the distribution is given as
the solution to a convex optimization problem. A two-step procedure emerges:
the expected positions are estimated and then the distribution is obtained by
solving a convex optimization problem.

The main contribution of this paper is the two-step procedure, an algorithm
which yields a probability distribution from a set of expected values in a ranked
competitive event. The problem of finding the distribution is expressed as a
convex optimization problem. Estimates of the expectations are required as
input to solve the problem.

There are no restrictions on how the expectations are obtained. The
method is a relevant competitor to logistic regression which is considered a
standard method. The suggested approach supersedes logistic regression both
in performance and in speed.

References

Christophe Andrieu, Arnaud Doucet, and Roman Holenstein. Particle Markov
chain Monte Carlo methods. Journal of the Royal Statistical Society: Series
B (Statistical Methodology), 72(3):269–342, 2010.

David Arthur and Sergei Vassilvitskii. k-means++: The advantages of careful
seeding. In Proceedings of the eighteenth annual ACM-SIAM symposium on
Discrete algorithms, pages 1027–1035. Society for Industrial and Applied
Mathematics, 2007.

Marta Banbura, Domenico Giannone, Michele Modugno, and Lucrezia Reich-
lin. Now-casting and the real-time data flow. 2013.

Ole E Barndorff-Nielsen, David G Pollard, and Neil Shephard. Integer-valued
Lévy processes and low latency financial econometrics. Quantitative Fi-
nance, 12(4):587–605, 2012.

Fischer Black and Myron Scholes. The pricing of options and corporate lia-
bilities. The journal of political economy, pages 637–654, 1973.

Bruce P Bogert, Michael JR Healy, and John W Tukey. The quefrency alanysis
of time series for echoes: Cepstrum, pseudo-autocovariance, cross-cepstrum
and saphe cracking. In Proceedings of the symposium on time series analysis,
volume 15, pages 209–243. chapter, 1963.

John S Breese, David Heckerman, and Carl Kadie. Empirical analysis of
predictive algorithms for collaborative filtering. In Proceedings of the Four-
teenth conference on Uncertainty in artificial intelligence, pages 43–52. Mor-
gan Kaufmann Publishers Inc., 1998.

14



Martin D D Evans. Where Are We Now? Real-Time Estimates of the Macroe-
conomy. International Journal of Central Banking, 1(2):127–175, September
2005. URL https://ideas.repec.org/a/ijc/ijcjou/y2005q3a4.html.

David Ferrucci, Eric Brown, Jennifer Chu-Carroll, James Fan, David Gondek,
Aditya A Kalyanpur, Adam Lally, J William Murdock, Eric Nyberg, John
Prager, et al. Building Watson: An overview of the DeepQA project. AI
magazine, 31(3):59–79, 2010.

Jean-Pierre Florens and Denis Fougere. Noncausality in continuous time.
Econometrica: Journal of the Econometric Society, pages 1195–1212, 1996.

Douglas R Fox and Clinton P McCully. Concepts and methods of the us
national income and product accounts. NIPA Handbook, 2009.

Yoav Freund, Robert Schapire, and N Abe. A short introduction to boost-
ing. Journal-Japanese Society For Artificial Intelligence, 14(771-780):1612,
1999.

Domenico Giannone, Lucrezia Reichlin, and David Small. Nowcasting: The
real-time informational content of macroeconomic data. Journal of Mone-
tary Economics, 55(4):665–676, 2008.

Clive WJ Granger. Investigating causal relations by econometric models and
cross-spectral methods. Econometrica: Journal of the Econometric Society,
pages 424–438, 1969.

Rangan Gupta and Josine Uwilingiye. Comparing south african inflation
volatility across monetary policy regimes: an application of saphe crack-
ing. The Journal of Developing Areas, 46(1):45–54, 2012.

W. Keith Hastings. Monte Carlo sampling methods using Markov chains and
their applications. Biometrika, 57(1):97–109, 1970.

Jeongwoo Ko, Luo Si, and Eric Nyberg. Combining evidence with a probabilis-
tic framework for answer ranking and answer merging in question answering.
Information processing & management, 46(5):541–554, 2010.

Timo Koski and John Noble. Bayesian networks: an introduction, volume
924. John Wiley & Sons, 2011.

Charles F Van Loan. The ubiquitous kronecker product. Journal of compu-
tational and applied mathematics, 123(1):85–100, 2000.

John S Marshall and W Mc K Palmer. The distribution of raindrops with
size. Journal of meteorology, 5(4):165–166, 1948.

JS Marshall, RC Langille, and W Mc K Palmer. Measurement of rainfall by
radar. Journal of Meteorology, 4(6):186–192, 1947.

Stephanie H McCulla and Shelly Smith. Measuring the economy: A primer
on gdp and the national income and product accounts. Bureau of Economic
Analysis, US Departament of Commerce, 2007.

15



Nicholas Metropolis, Arianna W Rosenbluth, Marshall N Rosenbluth, Au-
gusta H Teller, and Edward Teller. Equation of state calculations by fast
computing machines. The Journal of Chemical Physics, 21:1087, 1953.

Kevin Patrick Murphy. Dynamic bayesian networks: representation, inference
and learning. PhD thesis, University of California, Berkeley, 2002.

Uri Nodelman, Christian R Shelton, and Daphne Koller. Continuous time
Bayesian networks. In Proceedings of the Eighteenth conference on Uncer-
tainty in artificial intelligence, pages 378–387. Morgan Kaufmann Publish-
ers Inc., 2002.

James R Norris. Markov chains. Number 2009. Cambridge university press,
1998.

Masafumi Oizumi, Naotsugu Tsuchiya, and Shun-ichi Amari. A unified frame-
work for information integration based on information geometry. arXiv
preprint arXiv:1510.04455, 2015.

Johan Sandberg, Maria Hansson-Sandsten, Tomi Kinnunen, Rahim Saeidi,
Patrick Flandrin, and Pierre Borgnat. Multitaper estimation of frequency-
warped cepstra with application to speaker verification. Signal Processing
Letters, IEEE, 17(4):343–346, 2010.

Tore Schweder. Composable Markov processes. Journal of applied probability,
7(2):400–410, 1970.

Roderick A Scofield and Carl E Weiss. A report on the Chesapeake Bay region
nowcasting experiment. 1977.

Christopher A Sims. Money, income, and causality. The American economic
review, 62(4):540–552, 1972.

Lars EO Svensson. Monetary policy with judgment: Forecast targeting. In-
ternational Journal of Central Banking, 2005.

S.J. Taylor. Financial returns modelled by the product of two stochastic
processes – a study of daily sugar prices 1961-79. in o.d. anderson (ed.).
Time Series Analysis: Theory and Practice, (1):203–226, 1982.

Giulio Tononi. An information integration theory of consciousness. BMC
neuroscience, 5(1):42, 2004.

Kenneth F Wallis. Forecasting with an econometric model: The ragged edge
problem. Journal of Forecasting, 5(1):1–13, 1986.

16


