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Abstract
Digital signal processors and their variants have provided significant benefit to efficient implementation of Physical Layer (PHY) of
Open Systems Interconnection (OSI) model’s seven-layer protocol processing stack compared to the general purpose processors. Protocol
processors promise to provide a similar advantage for implementing
higher layers in the OSI’s seven-layer model. This thesis addresses the
problem of designing customizable coarse-grain reconfigurable protocol processing fabrics as a solution to achieving high performance and
computational efficiency. A key requirement that this thesis addresses
is the ability to not only adapt to varying applications and standards,
and different modes in each standard but also to time varying load and
performance demands while maintaining quality of service.
This thesis presents a tile-based multicore protocol processing architecture that can be customized at design time to meet the requirements of the target application. The architecture can then be reconfigured at boot time and tuned to suit the desired use-case. This architecture includes a packet-oriented memory system that has deterministic
access time and access energy costs, and hence can be accurately dimensioned to fulfill the requirements of the desired use-case. Moreover,
to maintain quality of service as predicted, while minimizing the use of
energy and resources, this architecture encompasses an elastic management scheme that controls run-time configuration to deploy processing
resources based on use-case and traffic demands.
To evaluate the architecture presented in this thesis, different case
studies were conducted while quantitative and qualitative metrics were
used for assessment. Energy-delay product, energy efficiency, area efficiency and throughput show the improvements that were achieved
using the processing cores and the memory of the presented architecture, compared with other solutions. Furthermore, the results show
the reduction in latency and power consumption required to evaluate controlling states when using the elastic management scheme. The
elasticity of the scheme also resulted in reducing the total area required
for the controllers that serve multiple processing cores in comparison
with other designs. Finally, the results validate the ability of the presented architecture to support quality of service without misutilizing
available energy during a real-life case study of a multi-participant
Voice Over Internet Protocol (VOIP) call.
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Sammanfattning
Digitala signalprocessorer (DSP:er) och deras varianter har visat
sig ge signifikanta fördelar vid implementering av det fysiska lagret
(PHY) i Open Systems Interconnection (OSI)-modellens sju-lagriga
protokoll-stack jämfört med vanliga CPUer. Protokollprocessorer verkar på ett liknande sätt lovande för implementering av de högre lagren
av OSI’s sju-lagriga modell. Denna avhandling behandlar konstruktion av anpassningsbara grovkorniga rekonfigurerbara protokollprocessornätverk som en lösning till att erhålla hög prestanda och beräkningseffektivitet. Ett nyckelkrav som avhandlingen adresserar är inte
bara förmågan att anpassa till olika applikationer och standarder, och
olika moder i varje standard, utan också till tidsvarierande last och
prestandakrav med bibehållen kvalitet på tjänsten.
Denna avhandling presenterar en rutnäts-baserad flerkärnig protokollprocessorarkitektur som kan anpassas vid design för att uppfylla
kraven i målapplikationen. Arkitekturen kan sedan konfigureras vid
uppstart för att finjustera det önskade användningsområdet. Denna
arkitektur innefattar ett paketorienterat minnessystem som har deterministiska åtkomsttider och energi-förbrukning och kan således dimensioneras för att uppfylla kraven i det önskade användningsfallet. För
att upprätthålla kvaliteten på tjänsterna, samtidigt som man minimerar användningen av energi och resurser, har denna arkitektur även ett
elastiskt managementsystem som kontrollerar konfigurationen under
körning för att distribuera processorkraft enligt användningsfall och
trafikkrav.
För att utvärdera arkitekturen har olika fallstudier genomförts
där både kvantitativa och kvalitativa mått använts i utvärderingen.
Energi-fördröjningsprodukt, energieffektivitet, area, och genomströmning visar alla på de förbättringar som uppnåddes, jämfört med andra
lösningar, med processorkärnor med den i avhandlingen presenterade
arkitekturen. Vidare visar resultaten en minskning av latenstid och
strömförbrukning vid utvärdering av kontrolltillstånd i det elasitiska
managementsystemet. Smidigheten i metoden resulterade också, jämfört med andra konstruktioner, i en reducering av den den totala ytan
som krävs för styrning av flerkärniga processorer. Med tanke på anpassningsbarheten i den föreslagna arkitekturen visar de presenterade
resultaten på precisionen hos tröskelvärden och kvantifierar latenstiden
vid anpassning och därmed antalet paket som ackumulerats i minnet.
Slutligen validerar resultaten förmågan hos den presenterade arkitekturen att kunna garantera kvaliteten på servicen, utan att överutnyttja
tillgänglig energi, i en verklig fallstudie med flera deltagare i ett Voiceover-IP (VOIP) samtal.
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Chapter 1

Introduction
1.1

Background

Protocol processing as well as data exchange in modern communication applications have increased the needs for Hardware (HW) architectures that,
not only meet speed and energy efficiency demands, but also provide flexibility to suit diverse protocols. However, the de facto trade-off between
flexibility on the one hand, and energy efficiency, area efficiency as well as
speed on the other hand [7][8][9][10], has become an important characterizing factor of protocol processing architectures as well as a key cause for the
variation in protocol processing architectures.
Fig. 1.1 illustrates how different protocol processing solutions are distributed over the flexibility-vs-efficiency spectrum. As shown in Fig. 1.1,
protocol processing solutions implemented as custom Application-Specific
Integrated Circuit (ASIC) as well as General Purpose Processor (GPP)based solutions occupy opposite ends of the aforementioned trade-off spectrum [11][12][13]. Considering the ASIC solution, it provides the highest
speed as well as energy efficiency, and since it is not programmable, it does
not include an area for instruction store and therefore no additional overhead will be added to its inherently small area. However, the absence of
programmablity makes the ASIC-based solution inflexible and limits its usability to the target protocol only. In contrast, the fully programmable
GPP-based solution, which has a large instruction store, is found to be the
most flexible solution. Unfortunately, this flexibility comes at the expense
of speed, energy efficiency as well as area efficiency.
1
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GPP
Flexibility
Instruction Sotre Size

GPP + Accelerators
ASIP
Coarse-grained
Reconfigurable
Fine-grained
Reconfigurable
ASIC
Speed
Energy and Area Efficiency

Figure 1.1: Flexibility-vs-Efficiency Spectrum

As a remedy for this inefficiency, the GPP-based solution was extended
and equipped with one or more customized accelerators that can be of the
same or different types [14] [15][16]. Equipping the GPP with customized
accelerators improved its speed and energy efficiency as long as the tasks performed by the accelerators are required for the application; otherwise these
accelerators become an overhead on energy and area. In is worth mentioning that some research works considered using a Graphics Processing Unit
(GPU) as an accelerator to increase the throughput of packet processing.
However, the communication between the Central Processing Unit (CPU)
and the GPU might involve buffering arriving packets in the CPU’s memory space before moving it to the GPU’s memory space. This buffering
and movement of data might increase packet processing latency and reduce
energy efficiency [17].
Rather than equipping the GPP with accelerators, another solution was
presented and suggested customizing the instruction-set of the processor to
effectively suit certain application domains, hence called a Application-Specific Instruction-set Processor (ASIP)[18][19][20]. ASIP-based solutions can
have different instruction-sets and can be either single-core or multi-core architectures. Besides, the multi-core ASIP-based architecture can also differ
in the degree of parallelism that can be exploited, since parallelism depends
on how the cores are organized and interconnected. Based on these factors, the gain in speed, energy efficiency and area efficiency might vary and
accordingly, the degree of flexibility might vary.
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Alternatively, fine-grained as well as coarse-grained reconfigurable devices [21][22][23] can be utilized for protocol processing since they can be
reconfigured to suit the required application. The fine-grained solution is
the most flexible reconfigurable solution and consequently requires larger
memory for configuration data yet longer reconfiguration time. Therefore,
the fine-grained solution cannot cope with the use cases that demand rapid
run-time reconfiguration. On the other hand, the coarse-grained solution,
which has smaller configuration memory and can be rapidly reconfigured,
provides higher speed and energy efficiency. However, the coarse-grained
solution is less flexible.
Regardless of the solution adopted, designing protocol processing architectures must also consider the nature of data to be exchanged besides
considering protocol diversity. For example, smart mobile devices need to
support variant applications and communication modes and consequently,
the characteristics of their exchanged data might vary. Similarly in sensor
networks, an end-node might abruptly need to switch to a routing-node and
forward around twice the amount of data it accepts [24]. Basically, data
communication between transmitter and receiver is performed in terms of
data sets like frames, packets or datagrams, generally referred as packets in
this thesis, otherwise specified. To be able to handle such communication,
protocol processor design must consider the characteristics of these packets.
That is, packets have variable size, varying inter-arrival time and demand
different processing functions. Besides, these packets might be assumed to
have instantaneous arrival and might arrive in fragments or in different order compared to its transmission order; however, some transmitted packets
might arrive corrupted or even never arrive. Such packet communication
attributes, not only complicate processing, but also complicate memory accesses. That is because memory accesses become irregular and have patterns
that are difficult to predict. These attributes play a significant role in distinguishing packet processing architectures from other processing architectures,
like Digital Signal Processor (DSP) for instance [25][26], where samples are
ordered, have fixed width as well as fixed sampling rate. Consequently, regular memory accesses are observed in such a case. Fig. 1.2 and Fig. 1.3
illustrate the different requirements for packet processing and digital signal
processing. As a result, the presence of such packet attributes emphasizes
the need for efficient memory to support the success of protocol processing
architecture. In addition, it emphasizes the need for control mechanisms
that handle such irregularity in processing and memory accessing.
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1.2

Problems and Design Requirements

The diversity of protocol processing and their use cases requires an increased
flexibility that is coupled with increased processing speed and energy efficiency. As shown earlier, it becomes obvious that the solutions residing at
the extreme ends of the flexibility-vs-efficiency spectrum can poorly cope
with these requirements together. Instead, ASIPs and reconfigurable architectures are found to be more promising for coping with these requirements
together, since each solution can provide a certain balance between flexibility and efficiency. Unfortunately, diversity in use cases is not an issue that
can be considered independently, since it affects the shape of the data to
be exchanged. Simply put, diversity in use cases affects the communication
traffic and leads to variant traffic attributes, such as rate and burstiness.
The presence of such variant traffic attributes complicates designing protocol processing architectures and impacts the anticipated energy efficiency,
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speed and area efficiency of the processor. Besides, traffic variation leads
to increased irregularity of memory accesses and to memory fragmentation,
it affects memory size constraints and increases potential port and address
space conflicts in case of multi-core structures. More importantly, QoS provisioning for such use cases that have variant traffic requirements becomes a
critical challenge for protocol processing architectures, especially when the
energy budget is limited.
In order to support QoS in the presence of variant traffic attributes, the
common practice is to design and dimension the protocol processing architecture based on the worst-case scenario, such that the desired performance
is sustained in all application cases [27][28]. Unfortunately, worst-case based
design might lead to energy misutilization as long as worst-case is not the
dominant case. Attempting to overcome energy misutilization caused by
worst-case based design while still permitting the desired QoS to be sustained, adaptive protocol processing architectures were brought into the
image [29][30][31]. The key distinctive property of adaptive1 architectures
is the ability to employ resources upon demand, in other words, according to the requirements of the use case. However, successfully designing
and employing adaptive architecture is not a straightforward process, but
rather involves solving different architectural challenges and fulfilling several
requirements.
To elevate processing efficiency, improve memory support and permit
QoS provisioning, designing and employing adaptive protocol processing architectures must consider the following requirements:
1. An efficient datapath for packet processing is required since packet processing involves different compute-intensive functions. Such computeintensive functions not only constrain processing speed, but also account for considerable amount of energy consumption [33].
2. Since the datapath is the processing core of the adaptive architecture,
the structure and resources of the datapath must be agilely adaptable2 .
3. Memory support is required to efficiently handle the irregular accesses
during packet processing, meaning that, it provides the access latency
and energy that satisfies processing requirements. In addition, memory
support is required to assist the adaptation process.
1
2

Adaptivity is system’s ability to adjust its state based on self-initiated decision. [32]
Adaptability is system’s ability to adjust its state based on external decision. [32]
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4. Collecting information regarding processing and memory status must
be rapid and needs to avoid interfering with the main execution flow.
That is, slow collection will provide outdated status information. On
the other hand, interfering with the main execution flow might significantly increase the workload on processing resources [34].
5. Monitoring the status of QoS and evaluating the need for adaptation
must have low-latency to avoid wrong decisions [35].
6. Initiating adaptation must neither occur early nor late. Note that this
requirement differs from the previous requirement. This requirement
defines the reference cases where adaption needs to start while the
previous requirement is to rapidly detect such cases.
7. Performing and completing adaption must not lead to violating the
agreed-upon QoS attributes. This means that the adaptation process
that results in changing the configuration of the architecture must not
corrupt processing results. Moreover, it must not have large latency,
like the case of a single context fine-grained reconfigurable device where
complete reconfiguration is needed.

1.3

Contribution

The adaptive coarse-grain reconfigurable protocol processing architecture
presented in this thesis targets protocol processing nodes with limited energy
budgets and performance constraints. It basically targets battery operated
and mobile end-node devices or nodes that have variant roles within the
network. This adaptive protocol processing architecture can be customized
at design time and reconfigured at boot time as well run time to fulfill the
requirements of the use case and to cope with its varying traffic attributes.
The design and the utilization of the presented adaptive protocol processing
architecture results in the following contributions:
1. It introduces a reconfigurable data processing path that has a regular
design and can be customized at design time to encompass an arbitrary
number of programmable as well as task-specific Processing Elements
(PEs). Consequently, it provides the end designer with the freedom
to shift the characteristics of the processing path along the flexibilityvs-efficiency spectrum, and hence finely suit the target application.
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2. It equips the datapath and its PEs with a run-time reconfiguration
mechanism to support agile adaptability. Through adaptability, the
PEs can be enabled, disabled and re-clustered upon demand to facilitate coping with the varying performance needs and stringent energy
budgets.
3. Introducing a memory system that is tailored to support packet processing requirements and to assist the datapath during adaptation.
Besides, the memory system can be customized and dimensioned at
design time in terms of size and access latency. Dimensioning the memory aims to elevate the processing efficiency and to support processing
when performance guarantees are required.
4. It introduces a programmable and reconfigurable management scheme
that can elastically deploy control resources upon demand, such that,
control resources can be enabled, disabled or re-interconnected in clusters to associate datapath clusters. Similarly to the datapath, the
management scheme can be customized at design time to encompass
arbitrary number of control resources.
5. It distributes the resources that collect status information regarding
the system and the service in the different parts of the architecture,
such that they are working concurrently without interfering with the
main processing flow. These collectors are designed to feed the management system that assesses the status of QoS and evaluates the need
for adaptation with low-latency.
6. It introduces an approach to determine accurate reference cases upon
which adaption must start, to ensure that adaptation is initiated at
the right time, neither early nor late.
7. The integration of these contributions enables QoS provisioning and
energy-retaining through agile adaptation.
The contribution of this thesis is mainly based on the contribution published in [6][5][4][3][2] and submitted in [1].
• This conference paper [6] was the first paper and presented a conceptual design for a coarse-grained reconfigurable protocol processor. The
paper was focused mainly on design customizability, and the trade-off
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between flexibility and efficiency and it illustrated the vision for programmability. At the time of this paper, design decisions were made
to only include task-specific processing units. Example cases for these
units were implemented as proof of concept and evaluation results were
reported.
The first author contributed design ideas, performed the literature
review, used the outcomes to make design decisions and to produce
the initial design. The first author implemented the example cases,
performed the experiments and wrote the manuscript.
The second author contributed ideas regarding the coarse-grain reconfigurable protocol processor, contributed in improving the text and
presentation of the manuscript and provided important reviews and
feedback.
• This conference paper [5] conducted a case study on a GPP-based
programmable protocol processing offloading engine. The paper was
based on an experimental setup that enabled empirical results to be
collected and conclusions to be deduced. The deduced conclusions
were used to qualify later design decisions, and the collected results
were used as references for later evaluations and comparisons.
The first author contributed the research ideas, setting research goals,
designing the experimental setup, and writing the manuscript.
The first and second authors contributed together implementing the
experimental setup, performing the experiments and collecting the results.
The third and fourth authors contributed improving the text and presentation of the manuscript besides reviews and feedback.
• This conference paper [4] was focused on the datapath and presented
an energy-efficient and multi-core implementation of the packet processing fabric, which is the datapath powering the adaptive architecture presented in this thesis. The datapath introduced in this paper
was improved to include different types of cores in order to enable
different degrees of balance between flexibility and energy efficiency.
More importantly, the paper presented the run-time adaptability of
the datapath to elevate performance and improve energy efficiency for
the use cases that have variant requirements.
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The first author performed the literature review, and designed and
implemented the datapath presented in this paper. The first author
also conducted the experiments and wrote the manuscript.
The second and third authors contributed discussions on the ideas
and solutions, improving the text and presentation of the manuscript
besides offering reviews and feedback.
• This conference paper [3] presented a memory system that serves parallel protocol processing. Besides being customizable to meet latency,
energy and area requirements, the memory presented in this paper
provided deterministic performance. Furthermore, this memory can
be methodologically dimensioned to support packet processing with
service guarantees and to support lossless service during adaptation.
The first author performed the literature review, and designed and
implemented the memory system presented in this paper. The first
author also conducted the experiments and wrote the manuscript.
The second and third authors contributed discussions on ideas and
solutions, besides giving reviews and feedback.
• This conference paper [2] presented the management scheme that complements the protocol processing architecture presented in this thesis
and enables the adaptivity. The management scheme followed the
customizablity trend adopted in the entire design and permitted rapid
run-time adaptation. It included the required mechanisms to use the
status information coming from the datapath and memory to assess
QoS. The management scheme is also responsible for initiating adaptation to provision QoS and to conserve energy.
The first author performed the literature review, and designed and
implemented the management system presented in this paper. Besides,
the first author conducted the experiments and wrote the manuscript.
The second and third authors contributed discussions on ideas and
solutions, besides giving reviews and feedback.
• This article [1] is submitted and is currently under review. The article
is based on combining the contributions in the conference papers to
make the complete image of the adaptive processing protocol processing architecture. It includes additional formulations, further design
details and it has an enhanced results section.
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The first author performed the literature review, tuned the implementation, designed and conducted the experiments and wrote the
manuscript.
The second and third authors contributed discussions on ideas and
solutions, besides providing reviews and feedback.

The next section provides an overview of the adaptive coarse-grain reconfigurable protocol processing architecture and its main subsystems.

1.4

Design Overview

The adaptive coarse-grain reconfigurable protocol processing architecture
presented in this thesis targets payload processing and header processing applications in network devices with limited energy budgets and performance
constraints. It can be utilized to offload protocol processing functionality
from application processors in network nodes with varying roles. Since this
design uses PEs as building blocks, it is considered coarse-grained. This
adaptive coarse-grained architecture is mainly composed of the following
four subsystems, as illustrated in Fig. 1.4:
1. Packet Processing Path (PPP)
The PPP is a versatile and energy efficient packet processing path.
It is designed to regularly encompass an arbitrary number of energy
efficient programmable and task-specific PEs. It contains statistics
collection that works independently and concurrently with other resources in the architecture. It can be rapidly adaptable at run time
to permit different levels of parallelism as well as different degrees
of processing granularities, where processing granularity is the ratio
between communicated control instruction and computed data [36].
That is possible since the PEs within the PPP are triggered by control arguments; therefore the processing granularity of each PE can be
dictated by the ratio between these control arguments and the function
performed by the PE.
2. Packet-Oriented Memory (POM)
The POM holds packet data and provides parallel accesses that fulfills the needs of the application-layer processor, the PPP and PHY
controller when they are operating in parallel. The design of POM’s
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management unit allows it to keep track of memory usage in order to
correctly accommodate arriving packets. However, the same resources
that collect information for the memory manager are used to feed monitors within the management scheme. This means that the design of
the POM, inherently, has status information collectors and can avoid
the overheard associated with the resources that are specifically added
for this purpose.
3. Elastic Management Scheme (EMS)
The EMS encompasses programmable control resources, called Finite
State Machine (FSM) tiles, that associate PEs within the PPP. These
control resources can be elastically clustered and employed to match
the clusters within the PPP and to fulfill their control needs. Besides,
the EMS has the role of monitoring system and service status and
initiating adaptation to cope with the dynamic variation in use-case
and traffic requirements.
4. Configuration Store (CS)
The CS stores reconfiguration data that are to be loaded in the corresponding configuration registers at boot time as well as run time.
Such configuration data result in enabling, disabling, tuning and reinterconnecting the resources within the architecture. Besides, it stores
the control arguments that are used to dictate the functionality of the
PEs.
Besides design-time customization that sets the dimensioning parameters
in the architecture, such as the number and the types of PEs, interconnect
size and memory space, there are three reconfiguration levels:
• Architecture-level reconfiguration:
This level of reconfiguration is responsible for enabling, disabling and
interconnecting resources in clusters. It can be applied at boot time
as well as run time.
• Resource-level reconfiguration:
This level of configuration is responsible for selecting or defining the
tasks of each of the PEs and for deciding their operation mode. In
addition, this level of reconfiguration is responsible for defining the
function of each FSM tile within the management scheme. To clarify
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further, selecting the task of the PE is possible if the PE has a parameterized task and resource-level reconfiguration is used to set the
exact parameter(s). On the other hand, defining the task of the PE is
done in the case of a programmable PE where the instruction memory
of the PE is completely or partially loaded. Selecting and defining the
task of the PE is considered as boot-time reconfiguration. However,
deciding the operation mode of any PE can be done at boot time as
well as run time.
• Dynamic control codes:
This level of reconfiguration can only be applied at run time to start
and suspend the execution of the PEs. In the context of the PPP, the
dynamic control codes are used in the form of offloading instructions,
called task pointers, to control the task that is performed by each of
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the PEs. These task pointers will be further elaborated in chapter 2
and chapter 5.
The generation of all configuration data represents the programmability
of the adaptive architecture presented in this thesis. Although such configuration data was generated manually for the experiments presented in this
thesis, there is a vision for mapping application onto the adaptive architecture in an automated and efficient way. This vision expects the adaptive
architecture to be exposed to the programmer via Application Programming
Interfaces (APIs) like Berkeley sockets [37]. Hence, the program is expected
be written using such APIs and some directives and constraints. Compiling
and mapping such API-based programs in presence of these directives and
constraints can be performed with the help of library-based approach, such
that a library that is built from pre-compiled protocol processing functions
can be used to generate the needed configuration binaries, as illustrated in
fig.1.5.
Application Code Described Using APIs
#Directive: Traﬃc Attributes
#Directive: Energy Constraints
#Directive: QoS Constrains
#Constants: HW Addresses, IP Addresses, Port Numbers
1: Create Socket (Protocol type)
2: Check Socket Creation Status
3: Set PORT number and IP address
4: Connect Socket (Port, IP, Network Interface)
5: Check Socket Connection Status
6: Write (Socket, Packet = Request, Packet Length)
7: Read (Socket, Packet = Responce, Packet Length)
..............
Application Processing on Payload
..............
8: Close Socket

Compiler

CS Contents
PEs Functions
Application-Processor's Instructions

Figure 1.5: Compiling with the Help of Pre-built Library

1.5

Thesis Organization

The remaining parts of this thesis are structured in the following flow:
• Chapter 2 describes the architectural details of the PPP, its constituent PEs and their types. It also demonstrates the rapid adapt-
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ability of the PPP as well as its supporting mechanisms. This chapter
is based on the contribution published in [4] and [6].
• Chapter 3 discusses the POM and how it can support deterministic
access latency that helps memory dimensioning. It also describes the
methods used to enable accurate dimensioning, where such dimensioning is required to support packet processing when QoS guarantees are
required. This chapter is based on the contribution published in [3].
• Chapter 4 describes the design and architectural features of the EMS
that enables adaptivity. It also elaborates how the EMS can be used to
provide QoS provisioning through adaptation. This chapter is based
on the contribution published in [2] and submitted in [1].
• Chapter 5 presents the configuration storage, how it is organized and
the structure of its fields. This chapter is based on the contribution
submitted in [1].
• Chapter 6 reports and discusses the results collected from different use
cases. It also shows comparisons between the architecture presented in
this thesis and other solutions that have been proposed by academia
and industry. This chapter is based on the contribution published
in [6][4][3][2] and submitted in [1].
• Chapter 7 reviews different solutions proposed by academia as well
as industry, and provides a comparative study between these solutions and the adaptive coarse-grain protocol processing architecture
presented in this thesis.
• Chapter 8 draws the conclusions based on the design features, collected
results and comparisons against other solutions.
• Chapter 9 provides a vision for research plans that are consequent to
the research conducted and presented in thesis.

Chapter 2

Packet Processing Path
This chapter presents the PPP and explains its architectural features. In
addition, it illustrates the customizability and reconfigurability of the PPP
and demonstrates its rapid run-time adaptation, which facilitates coping
with the dynamic variation in traffic attributes and use-case demands.
The PPP is designed as regular fabric and can be customized at design
time to encompass an arbitrary number of PEs. As illustrated in Fig. 2.1,
the PPP consists of a reconfigurable interconnect, a simple configuration
register and a set of low-power reconfigurable PEs. These PEs can be reconfigured to operate individually or in clusters, and such reconfiguration
is simply achieved by loading the configuration register. Because of this
simplicity in reconfiguration and the regularity of the design, PEs can be
flexibly clustered at boot time or rapidly re-clustered at run time. This
flexibility in clustering permits the exploitation of different degrees of parallelism as well as processing granularity [36], which gives the PPP potential
to sustain desired performance and energy efficiency.
Customizing the PPP at design time allows the desired number of PEs
and the type needed to selected. That is, each PE can either be a Customized Application-Specific Instruction-set Processor (CASIP) or a Custom Reconfigurable HW Block (CRHB). Consequently, the PPP can be homogeneously constructed from CASIPs only or heterogeneously constructed
from CRHBs or a mix of CASIPs and CRHBs. Hence, it provides the enddesigner with the possibility to tune the characteristics of the PPP across
flexibility-efficiency spectrum, in order to meet application needs. Note that
homogeneous PPP is more suitable to serving protocols residing at higher
15

16

Modes

Token Interconnect

PE

PE

PE

PE
Grouping
Styles

Conﬁguration Register

Events

Task Pointer

Events

Task Pointer

Events

Task Pointer

Events

Task Pointer

CHAPTER 2. PACKET PROCESSING PATH

Figure 2.1: Overview of the Packet Processing Path [4]

layers, according OSI model [38], where packet-wise and context-aware processing is required. On the other hand, heterogeneous PPP can be more
adequate for the protocols at lower layers of OSI model, which are closer
to the PHY layer, where bit-wise operations are dominant. Appendix B
provides an illustration for the seven-layer OSI model.
In addition to design-time customization, reconfiguration can be used to
tune the PPP at boot time as well as run time in order to suit the desired
case use. Reconfiguring the PPP involves using the three reconfiguration
levels mentioned in chapter 1. As was also mentioned in chapter 1, the
adaptive architecture presented in this thesis adopts the approach of diffusing performance monitors in each subsystem. Thus, performance as well
as system state statistics can be concurrently collected without disturbing
the main execution flow of the application. Considering, the PPP, each of
its PEs contains a reconfigurable counter/timer unit to collect information
about packet processing. In this way, the PE passes such information concurrently through a dedicated event port to the EMS to qualify adaption
decisions, as will be farther elaborated in chapter 4. Collecting information
about packet processing is illustrated in the next section, which provides the
complete image of the PE and explains its internal resources.
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Processing Element

The PPP includes specially designed PEs that can be either CASIP or
CRHB. Both types of PEs provide interfaces to the POM, the EMS, reconfiguration (and programming), in addition to the interface that enables interPE connection through the reconfigurable interconnect. Each PE within the
PPP is fed from the configuration register with two pieces of information.
The first is an architecture-level reconfiguration to enable/disable and interconnect the PEs, such that unused PEs are disabled to reduce power
consumption and to participate in improving energy efficiency of running
PEs. Reduction in power consumption is possible since disabled PEs have
no switching activity and power consumption is proportional to the switching activity (switching capacitance and frequency) [39] [40]. The second
is resource-level reconfiguration to select the grouping style and mode-ofoperation of the PEs. Grouping style forces PEs to operate individually
(single style) or as an integrating group within a cluster (multiple style),
given that the corresponding interconnection is present. On the other hand,
the mode-of-operation dictates the PE to operate either in step mode or in
iterative mode. In step mode, the PE performs its function only once and
sends a signal to the EMS upon completion. In iterative mode, the PE performs its function repeatedly as long as it is enabled and sends a signal to
the EMS at the end of each iteration.
Supplying the EMS with the information about packet processing boundaries is important during the run-time adaptation of PEs to facilitate power
management, changing degree of parallelism or changing processing granularity. That is, the EMS uses the knowledge about packet processing boundaries to ensure that the packet at which adaptation is requested will be
completely processed and no packet is left incompletely processed: simply
put, ensuring lossless service. In this way, the mechanism for ensuring complete service of packets is inherent in the design of the PPP and its PEs.
However, ensuring packet processing completion was stated as a challenge
for adaptability in [41], and additional resources, that have processing and
power overhead, have been added to overcome this issue. It is worth mentioning that since this adaptation occurs rapidly at run-time and it is aware
of packet processing boundaries, it is called time-critical adaptability; it will
be discussed in detail in section 2.4.
In addition to architecture-level and resource-level reconfiguration, PEs
utilize dynamic control codes by means of task pointers. A task pointer is
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passed through the EMS and used to trigger the required function inside the
PE. However, in some use cases, the role of the EMS ends by issuing only
one task pointer for each PE at boot-time, where PEs continue operating in
iterative mode and rely on their internal controllers for synchronization.
The rest of this section continues focusing on the PEs and discusses each
type in detail.

The CASIP
The CASIP 1 is an instruction-set based PE that is designed for packet processing operations. Furthermore, the CASIP is cacheless and non-pipelined,
consequently, the CASIP can have smaller area and power consumption.
The motive for its being cacheless and non-pipelined is that the cache, which
is a power hungry resource, can improve the throughput; however the anticipated improvement depends on the match between cache configuration
and the application, ie. locality of reference [42]. While using cache and
pipelined execution can increase the throughput, the small size and small
energy consumption of the CASIP permits the use of several CASIPs to
operate in parallel within a cluster, such that throughput can be elevated.
The CASIP has fixed width 16-bit instructions that are placed in its local
instruction memory; hence it is possible to reduce the size of its instruction
store and to avoid shared instructions among integrating PEs within the
same cluster. The size of the instruction memory can have significant effects
on performance, energy consumption and the overall area needed for the
design. Moreover, the size of the instruction memory might constrain the
use case that is to be mapped, since some use cases need large instruction
stores while others benefit from small access time and energy associated
with small instruction memory. To resolve this issue, the fetch unit of the
CASIP can be customized at design-time to address a single-bank or multibank instruction memory containing up to 2G instructions. This fetch unit is
dictated by the task pointer that defines the starting and the ending address
of the task to be executed. Thus, the CASIP sends a signal to the EMS once
the end address is reached, then it either iterates the execution or stops and
waits for a new task pointer, depending on the mode of operation. Note
that the correspondence between task pointers and the function it triggers
1

Further design details are available in Appendix A
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determines the processing granularity of the CASIP, which can range from
fine-grain to coarse-grain.
Since task pointers dictate processing granularity, they play a key role
during the time-critical adaptability of the PEs, which is performed to manage power or to suit variation in use-case needs. That is, time-critical adaptability might involve changing the processing granularity of the CASIPs at
run time, which is only achievable using the task pointers since they force
the fetch unit to adjust the address space of execution. Because of that,
time-critical adaptability must be planned ahead, where the code functions
inside the instruction memory of the CASIPs are organized in a special flow
and linked together using code segments called unite-divide sections.
Each unite-divide section is composed from a group of specialized control
and data moving instructions. The instructions that can be used in a unitedivide section depend on the use case; however, they can be selected from
he following types:
1. Jump and mode-based Jump instructions.
2. In/Out instructions to read from/write to other PEs within the cluster.
3. Load and Store with by-pass instructions, which are used to propagate
to other PEs a value that is read (or to be written) from (or to)
memory.
4. Set flag/Clear flag instruction to assert and disassert request or acknowledgment signals.
5. Wait instruction that suspends processing until the occurrence of the
intended request or acknowledgment, to enable and synchronize blocking operations.
Fig. 2.2 illustrates how the code functions are organized inside the instruction memory of the CASIP. As illustrated in Fig. 2.2, the unite-divide
section works in conjunction with task pointers, as well as grouping style
and mode-of-operation signals that come from the configuration register.
The cooperation between these together permits the task performed to be
changed by each of the CASIPs, changing their organization and forcing
them to start or stop communicating with other PEs within the cluster.
As a result, modifying the degree of parallelism and processing granularity
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of the PEs at run-time can be done in a few cycles, since it can be simply achieved by re-writing the configuration register and issuing a new task
pointer, as will be further elaborated in section 2.4.
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Figure 2.2: Enabling Time-critical Adaptability in CASIP
Besides the specialized control and data-moving instructions, the reset of
the instruction-set of the CASIP includes instructions that are customized
for certain packet processing operations in addition to some general purpose instructions 2 . Nevertheless, the general purpose instructions are also
selected to serve within the packet processing operations domain, but not
beyond that. The instruction-set of the CASIP can be classified into following groups:
• Arithmetic Instructions support basic arithmetic operations like
addition, subtraction, comparison and a special Fold-Add instruction
used commonly in calculating checksum. Note that these arithmetic
instructions do not support multiplication, division and floating-point
arithmetic since such operations are not commonly used in packet
processing within the protocols that belong to higher layers according
2

The complete instruction-set of CASIP is available in Appendix A
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to the OSI model. Therefore, omitting these instructions makes room
in the instruction set to add instruction that are tailored for packet
processing.
• Logic Instructions are similar to common Reduced Instruction Set
Computer (RISC) logic instructions; however, an instruction for calculating odd/even parity is introduced.
• Data Manipulation Instructions include parallel shift with selectable number of bits (up to 8), bit-set and bit-clear operations,
IN/OUT to communicate with other PEs and Load/Store to read
from/write to memory. Furthermore, data manipulation instructions
include Load-and-bypass and Store-and-bypass instructions, which are
used to reduce total memory accesses. Load-and-bypass instruction is
used to by-pass a data word that is loaded from the memory, to the
next PEs. Store-and-bypass instruction is used to by-pass a data word
that is to be stored into the memory, to the next PEs.
• Control Instructions include several conditional and unconditional
jump instructions with register-indirect (long) addressing, mode-based
jump that controls the access to unite-divide section, and wait instructions that are used for synchronization.
• Custom Instructions include checksum calculation and pattern matching.
While the above instructions mainly support operation on packet-data,
timing information is still important. Besides, the architecture presented
in this thesis adopts diffusing performance monitoring and statistics collection resources within all parts of the architecture. Therefore, CASIP
includes a customizable and reconfigurable timing/counting unit that operates independently from and concurrently with its datapath. This timing/counting unit can be activated and deactivated using bit-set bit-clear
instructions. The registers in the timing/counting unit can be addressed
as part of the register addressing space of the CASIP. Consequently, the
content of the timing/counting unit’s registers can be optionally read and
written through the datapath, to facilitate user-defined initialization as
well as post-timing/counting processing. Moreover, the results of the timing/counting unit can be directly provided, or after post processing, to the
EMS through CASIP-EMS interface.
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The timing/counting unit can be configured into different modes, lengths
and resolutions. It offers either up or down time/count stepping and can
operate either as single-run or iterating with auto-reload. Besides, it can optionally trigger a HW interrupt upon turn-around, where CASIP’s instruction memory has three different addresses for HW interrupt handlers. As
illustrated in Fig. 2.3, the timing/counting unit includes three 16-bit count
registers as well as a controller. These three registers can be reconfigured to
operate in the following structures:
• Three 16-bit separate timers/counters.
• One 16-bit used as resolution provider and two separate 16-bit timers
with the same or different resolution, where the system clock can be
the other resolution provider.
• One 16-bit used as resolution provider and one separate 32-bit timer;
in the case of the finest resolution, this configuration is equivalent to
a 48-bit timer/counter.

Configuration Register

Controller

Clock
Count Register 2
Count Register 1
Clock
Count Register 0 (Resolution)
Clock

Figure 2.3: Reconfigurable Timing and Counting Unit
CASIP supports four different interrupts, where each of them has an
associated location in CASIP’s instruction memory to hold its interrupt
handler 3 . Three of these interrupts are HW interrupts and can be triggered
through the timing/counting unit. The fourth interrupt is Software (SW)
3

The addresses of all interrupt handlers are available in Appendix A
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interrupt and can be triggered by the program, upon demand, using the bitset instruction. Interrupts can be used to avoid losing processing context
when an event with more priority needs to be served before completing the
current processing function.

The CRHB
The CRHBs are low-power reconfigurable blocks that are customized for certain high-performance or low-power packet processing functions, and hence
can better suit the protocols residing at lower layers of the OSI model.
Each of these blocks is specialized in a particular protocol operation but
commonly found in different protocols. The CRHB contains an internal
configuration register to store resource-level reconfiguration, such that the
function of the CRHB can be further tuned to meet the desired use case. Examples of CRHB are Cyclic Redundancy Check (CRC) generator, checksum
computation, bit-field analyzer, data manipulation and security functions.
The CRHB can be implemented to perform any task as long as the interface
structure is respected. Therefore, it is possible to construct a heterogeneous
PPP from a set of CRHBs connected together to perform the desired protocol funtion(s). As mentioned earlier, the CRHBs improve energy efficiency
at the expense of flexibility. Thus, to elevate the flexibility of the heterogeneous PPP, it can be constructed using a mix of CASIPs and CRHBs, where
CASIPs provide generality while compute intensive tasks are performed using the CRHBs. Note that CRHBs can only have coarse-grained processing,
since task pointers are only used to start or stop the CRHB, regardless of
their mode-of-operation. Since there is no instruction memory memory, the
task pointer starts the CRHB if the start and end addressed provided by
the task pointer are different, otherwise the CRHB stops. However, the
CRHB provides a HW mechanism to facilitate time-critical adaptability, instead of the SW instructions used in CASIP. In this thesis, CRC Generator
and checksum computation are considered as case examples for CRHB, as
discussed next.
The CRC generator supports CRC-8 , CRC-16 , CRC-32 , and CRC-40 .
Using resource-level, its configuration register can be loaded to determine
required polynomial and the output bit-width. The bit-width of the input
can be customized at design time, such that a word of the same bit-width
can be read from POM in each cycle. Once the end of the input message
is reached, the check polynomial is outputted. As illustrated in Fig. 2.4,
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the CRC generator consists of a configuration register, a mask decoder, a
bit-width selector, a result register, and 40 CRC cells, where each cell contributes one bit in the output. Each cell contains five combinatorial logic
generators. One combinatorial logic generator represents the computation
that is common between all of the aforementioned polynomials. Each of the
other four combinatorial logic generators represent the computation that is
remaining for the corresponding polynomial after extracting the common
computations. Upon processing, the value loaded in the configuration register is decoded to mask the unused logic generators and to pass the desired
logic generator. The output of the common computation is always passed to
the result where it is combined (using XOR) with the result of the required
polynomial. Note that the value loaded in the configuration register is also
passed to the width selector which adjusts output signals accordingly.

Input
Word

Output

Width
Selector

Mask Decoder

Feed-back

Configuration Register

Cell 0
Cell 39

Figure 2.4: The Internal Structure of CRC Generator
The checksum CRHB can be configured to perform a checksum4 for the
Internet Protocol (IP) header, Transmission Control Protocol (TCP) segment or User Datagram Protocol (UDP) datagram, as illustrated in Fig. 2.4.
Using its configuration register, the desired checksum can be selected. For
the IP checksum configuration, it calculates the checksum for the IP header.
On the other hand, for TCP segment or UDP datagram checksum configuration, it calculates the checksum over the segment, or datagram, and
includes the pseudo header. According to the value of the configuration register, the address generator produces the address of the data words that are
4

Appendix B illustrates checksum calculation and the packet headers that are involved
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required for calculations. This address generator is required since the data
words of the pseudo header are not consecutive within the packet. Moreover,
the checksum of the pseudo header needs to be calculated before including
payload data words in the checksum. Nevertheless, the address generator
produces addresses that are relative to the beginning of the packet, while
the final physical address is resolved in the POM. Note that, further clarification about checksum calculation and the pseudo header is available in
Appendix B.

Sum Register
Data Word

One's complement
Addition

Result

Ready
Address Generator
Configuration Register

Figure 2.5: The Internal Structure of Checksum Unit

2.2

The Interconnect

The reconfigurable interconnect supports inter-PE communication and can
be reconfigured at boot time as well as run time using architecture-level reconfiguration. It consists of two parts that are fed with configuration signals
from the configuration register. The first part is the message interconnect
that is used to transfer data or instruction messages between PEs within the
cluster. The second part is the token interconnect that carries the synchronization signals (tokens). With both parts put together, the interconnect
permits PEs within the cluster to perform blocking and non-blocking read
and write operations between each other. Note that, the area required for
both parts of the interconnect depends on the number of PEs within the
PPP, regardless of their types.
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With the help of the reconfigurable interconnect, PEs in the PPP can
be differently organized while enabling shared memory, message passing as
well as a hybrid of both. This thus provides the user (or mapping tool)
with the freedom to select the organization that permits the exploitation
of parallelism, elevating energy efficiency or coping with limited memory
band-width. Fig. 2.6 illustrates how flexibly the PEs can be clustered and
organized with the support of the reconfigurable interconnect, where common organizations are:
• Multiple independent PEs.
• Pipelined PEs.
• Reduced memory access; using load/store bypass.
• Hybrid (combinations from above).
PE0

PE1 PE2

PE4

PE0

PE1

PE2

PE4

Memory
(c) Reduced Memory Access

PE2

PE4

Memory
(b) Pipelined

Memory
(a) Independent
PE0

PE1

PE0

PE1

PE2

PE4

Memory
(d) Hybrid

Figure 2.6: Example of Supported Organizations
The simplest case is shown in Fig 2.6 (a), where each PE operates individually to perform an independent task while accessing its own space within
the POM. Another organization is shown in Fig 2.6 (b), where the four PEs
are clustered together to operate in a pipeline but each PE loads and stores
data independently from/into the POM. As an example for shared memory,
PEi writes data into POM that PEi+1 reads; other read/write patterns are
also possible. In addition, this organization allows PEs to communicate with
messages throughout the interconnect. Fig 2.6 (c) shows a third organization, where the four PEs are clustered together; however, only the first PE
has access to the POM while each of the other PEs reads the data/result
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from its predecessor. Note that this organization can be useful in the case
of limited band-width or limited ports provided by the packet memory. Finally, Fig 2.6 (d) shows an example of hybrid organization. In this hybrid,
PE0 -PE2 are clustered together, implementing a hybrid between pipelined
and reduced memory access organization while PE3 is clustered to operate
individually.

Message Interconnect
Message interconnect implements the uni-directional connections between
PEs to transfer data or instruction messages. Message interconnect connects
the data I/O ports of the PEs, which are called Data_in and Data_out, as
shown in Fig. 2.7. The PE uses Data_in to receive data/message from its
predecessor while it uses Data_out, via the message interconnect, to:
• Forward a calculated result to its successor PE in the cluster.
• Send an instruction message to its successor PE in the cluster.
• By-pass a data loaded from packet memory or to be stored in memory to its successor PE in the cluster, hence reducing total memory
accesses.
• By-pass data that is received from its predecessor PE to its successor
PE in the cluster.
It is worth mentioning that the message interconnect can be configured
to implement one-to-one connections and one-to-many connections, such
that uni-cast and multi-cast transfers, respectively, are supported. However, these transfers need to be synchronized and therefore cannot be accomplished without the help of the token interconnect.

Token Interconnect
Token interconnect carries the request/acknowledge tokens that synchronize
inter-PE communication. As illustrated in Fig. 2.7, the token interconnect
includes token-resolving blocks, simply called token blocks, where each of
them associates with a single PE. Each of these token blocks receives a
mask from its associate PE, where the number of bits in the masks equals
the number of PEs minus one; in the case of Fig. 2.7 the mask has three
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bits. This mask is used besides the information coming from configuration
resister, to decide the token’s destination and to resolve the final value of the
acknowledgment. In order to synchronize blocking and non-blocking interPE communication via the reconfigurable interconnect, the tokens are used
with or without the company of the waiting mechanism implemented inside
the PEs, respectively. Note that, the waiting mechanism is implemented
in CASIP using the unite-divide section shown in Fig. 2.2; however, it is
implemented in HW in CRHB.
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Figure 2.7: Token Interconnect and Configuration Register [4]

Fig. 2.7 demonstrates the one-to-many connection where PE0 , PE1 and
PE2 are clustered together and running in multiple style, such that PE0
sends a token to both PE1 and PE2 . PE1 and PE2 consume the token
then each of them sends an acknowledgment. Their acknowledgments are
then combined in the token block0 , which supplies PE0 with the final result.
Fig. 2.7 also illustrates how the mask and the configuration register are
used. In addition, it shows the corresponding values needed for this example;
however, the meaning of these values is explained in next section. It is worth
mentioning that for this example, transmitting data between PEs can either
be blocking or non-blocking depending on whether the waiting mechanism in
the PEs is used or not. The next section discusses the configuration register
and explains the meaning of its fields.
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Configuration Register

The configuration register dictates the use of the interconnect. That is, it
controls how PEs are clustered and interconnected, in addition to deciding
the mode-of-operation of each PE. Similar to the other parts of the interconnect, the size of the configuration register depends on the number of PEs
in the PPP, regardless of their types. The configuration register is divided
into four fields, as illustrated in Fig. 2.7. These fields are summarized as
follows:
• Enable field that contains architecture-level reconfiguration to decide
active/power-down PEs.
• Source PE field that contains architecture-level reconfiguration describing the source PE for each connection within message interconnect; a zero value is used to describe disconnection.
• Destination PE field that contains architecture-level reconfiguration describing the destination PE for each connection within message
interconnect; a zero value is used for disconnection.
• Mode/Style field that contains resource-level reconfiguration describing the mode-of-operation as well as the grouping style of each
of the PEs.
The size needed for each of the aforementioned fields as well as the total
size of configuration register, in bits, can be calculated as follows:
SizeSourceP E = N o. P Es × ⌈log2 (N o. P Es)⌉
SizeDestinationP E = N o. P Es × ⌈log2 (N o. P Es)⌉
SizeM ode/Style = 2 × N o. P Es
SizeEnable = N o. P Es
SizeT otal = 2 × N o. P Es × ⌈log2 (N o. P Es)⌉ + 3 × N o. P Es
A key purpose of placing these fields in the configuration register rather
than distributing them among the PEs is to decrease the time and number of access required to change the configuration. This is an important
requirement for the time-critical adaptability, which is presented in the next
section.
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Time-critical Adaptability

As mentioned earlier, energy conservation is crucial for protocol processing
devices with limited energy budgets. This means, when the needs of the use
case is low, it might be desirable to place unneeded resources to power-down
into order to reduce energy consumption. On the other hand, when the use
case demands more processing capabilities, additional processing resources,
available as standby, can be rapidly employed. However, both cases need
to take into consideration the traffic being processed, so that no packet is
corrupted or lost during adaptation of PEs. Thus the PPP enables rapid
run-time adaption of PEs and possesses the mechanism to prevent packet
loss; therefore it is called time-critical adaptability. To ease comprehension,
this section demonstrates time-critical adaptability through an example.
Demonstrating time-critical adaptation of PEs within the PPP assumes
the example illustrated in Fig. 2.2, where CASIP0 sequentially executes F0
and F1 in iterative mode and single style. Upon the increase of the workload
on CASIP0 , or if the use case demands higher performance, additional PE,
for instance CASIP1 , can be enabled and used. As a result, both CASIPs
operate as a pipeline in iterative mode and multiple style, where CASIP0
executes F0 and CASIP1 executes F1 ; hence average throughput can be
elevated.
Adaptation from one PE configuration to two pipelined PEs involves
several events, as visually illustrated in Fig. 2.8 and summarized as follows.
The adaptation process starts at cycle 4, where the EMS decides to reconfigure the mentioned cluster within the PPP, to reduce power consumption
or to increase throughput. Note that the role of the EMS in making the
decision is beyond the scope of this section and will be discussed in detail in
chapter 4. In cycle 5, the configuration register is loaded with a new value
in order to i) enable CASIP1 and to set it to iterative mode and multiple
style and ii) force step mode on CASIP0 such that it enters a state called
the last-packet state. The last-packet state is the state at which the CASIP
continues processing the packet it has started until processing is completed,
and once processing is done, the CASIP stops and does not process more
packets. Therefore, the last-packet state is used to ensure that no packet will
be left incompletely processed, and consequently lossless service of packets
can be guaranteed. As mentioned earlier, reconfiguration needs few cycles;
however the time duration for last-packet state at CASIP0 , which is denoted by TlpP E0 in Fig. 2.8, may be longer depending on packet length and
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the task to be performed. In this example, the worst-case TlpP E0 equals the
time needed for one iteration of the task assigned to CASIP0 , specifically,
F0 and F1 together. Simply put, this assumes that time-critical adaptability
is requested once CASIP0 starts processing a newly arrived packet.
As shown in Fig. 2.8, the last-packet state ends once CASIP0 asserts
the finish signal where the packet processing end is reached. Next to that,
the configuration register is loaded again to force the iterative mode and
the multiple style on CASIP0 . In the following cycle, EMS issues new task
pointers to trigger the new execution on both CASIPs, where CASIP0 only
executes F0 and CASIP1 executes F1 . Note that, since CASIP0 finished the
last packet while it was in step mode, it will not perform any further processing without the new task pointer. Similarly, since CASIP1 was enabled
but has no task assigned to it, using task pointer, it will not perform any
processing without the new task pointer.

Figure 2.8: Timing Demonstration of Time-critical Adaptability
It is worth mentioning that placing the code functions in these CASIPs
to enable time-critical adaptability might cause some code redundancy, resulting in increasing the memory space required for instruction. However,
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the absence of such code structuring means that performing the reconfiguration requires re-programming both of CASIPs. Consequently, hundreds
or thousands of cycles are consumed, leading to a big impact on QoS, for
instance, violating desired packet processing latency or violating lossless service if packets are dropped when memory becomes full.
While processing capabilities can be provided by PPP, the anticipated
performance cannot be achieved without efficient memory support. The
next chapter discuss the proposed POM in detail and illustrates how it can
enhance processing efficiency and assist adaptation.

Chapter 3

Packet-Oriented Memory
This chapter presents the POM, which provides parallel and energy efficient accesses to support protocol processing in the case of a limited energy
budget. This chapter also demonstrates how the POM enables deterministic access latency, which allows accurate memory dimensioning to support
lossless and latency guaranteed service.
Employing parallel protocol processors as illustrated in Fig. 3.1 has the
potential to improve performance and energy efficiency. However, such improvements mandate the support of packet memory and depend on how the
data words of the packet are stored. That is, when the packet is fragmented
in the memory due to dynamic allocation, accessing data words belonging to
the same packet might require variant latency and energy costs depending
on their physical memory location. Moreover, in multi-layer memory hierarchies where caches are present, fragmentation of packet data in memory
leads to further variation in access latency and energy, since some words can
be accessed at the cost of cache hit latency while other words are accessed at
the cost of main memory latency upon cache miss [43]. On the other hand,
such packet data fragmentation causes potential PE-memory port conflict,
especially when different PEs try to access data words of different packets
stored in the same memory bank. Consequent to these issues, a variable
yet non-deterministic overhead is added to packet-processing time as well as
packet waiting time in memory.
In the presence of such access latency non-determinism, accurate prediction of packet processing latency becomes intractable. This puts the system
at risk of violating the predicted worst-case packet processing latency, and
33
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Figure 3.1: POM and Parallel Processing [3]

consequently failing to guarantee service latency, or it forces the designer
to stretch predicted worst-case processing latency to eliminate the risk. In
addition, such non-determinism leads to an increase in the number of packets accumulated in memory while waiting to be processed, and if memory
becomes full, newly arriving packets are dropped. Consequently, the system
fails to guarantee lossless service for all packets.

3.1

Overview

There are three necessary requirements for the packet memory to be able
to provide deterministic behavior and facilitate the prediction of processing
latency as well as the number of accumulated packets. Hence, memory can
be diminsioned to support lossless and latency guaranteed service [3]. These
requirements are:
1. All data locations belonging to the same packet have to be accessed
in equal time, regardless of their physical location in memory.
2. Latency non-determinism occurring as a consequence of cache and/or
port conflict is eliminated.
3. Every arriving packet is guaranteed a space in memory during its waiting time as well as service time.
The POM presented in this chapter can guarantee the service since it
fulfills these aforementioned requirements, as follows.
• The POM fulfills requirements (1) and (2) since it provides deterministic access, such that every word belonging to the same packet can
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be accessed in a single cycle, regardless of the physical memory location of these words. Moreover, the memory space needed to hold the
packet can be allocated with a few yet deterministic number of cycles,
depending on packet length.
• The POM fulfills requirement (3) since packets that arrive at the memory are always guaranteed a space. This is possible since the POM is
dimensioned based on accurate estimations, as will be further elaborated in the next sections.
Based on deterministic access and deterministic allocation latency, it
becomes possible to determine the maximum packet processing latency as
well as the maximum number of packets that accumulate in memory while
waiting to be processed, for the target application. Note that maximum estimated packet processing latency is called delay bound [44], while the maximum estimated number of accumulated packets is called buffer bound [44].
Consequently, these two bounds can be used to dimension memory size
and access latency in order to support latency-guaranteed and losslessguaranteed service, as will be shown in section 3.4. It is worth mentioning
that the design of POM has an inherent mechanism to concurrently feed the
EMS with statistical information regarding packet accumulation, as will be
shown in section 3.3.
The POM consists of the following three components, as illustrated in
Fig. 3.1 and Fig. 3.2.
1. A set of single-port Static Random Access Memory (SRAM) blocks
that have equal size, equal access time and equal access energy.
2. A reconfigurable circuit-switching multi-port interconnect.
3. Customizable Memory Manager (CMM).
The integration of these components enables the POM to overcome the
cost associated with true multi-port memory as well as large memory blocks.
That is, it uses the small SRAM blocks and the interconnect to emulate the
behavior of multi-port memory. However, the presented memory system is
called packet-oriented memory since a memory space called packet-residence
is allocated for every arriving packet, such that it will always be accessed
via the same PE-memory port during packet processing. This, therefor, provides the PEs with a packet-wise addressing space instead of exposing the
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Figure 3.2: The POM [3]

entire memory space, as illustrated in 3.2. This in turn facilitates independent parallel accesses and prevents port conflict when different PEs access
different packets, as will further be explained in 3.3. Due to packet-wise
addressing and since packet-residence is formed by one or more single-port
SRAM blocks having equal access time, it becomes possible to access all
data words belonging to the same packet in equal time regardless of their
physical location in memory. The next section discusses the packet-residence
in detail and illustrates how elastic memory space is possible.

3.2

Elastic Packet Residence

Before explaining the details of the elastic packet residence, it is important
to highlight the obstacle that the elastic packet residence intends to overcome. That is, contiguous placement of packet data within the same physical
memory block supports the elimination of variation in access latency. However, when different packets are stored in the same memory block, potential
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port conflict arises since different processors need to access different packets, leading to a non-deterministic latency overhead. Furthermore, storing
packet data contiguously demands the use of larger memory block which
consequently has larger access time and access energy. Fig. 3.3, Fig. 3.4,
Fig. 3.5 and Fig. 3.6 demonstrate the growth of access time, access power
consumption, standby power consumption and area in proportion to memory block size, respectively. To ease visual comparisons, Fig. 3.3, 3.4, 3.5
and 3.6 show normalized values.
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Figure 3.3: Memory Characteristics: Area
Therefore, to avoid the cost associated with large memory blocks, besides avoiding the costly true multi-port memory, the POM uses a set of
smaller memory blocks that are connected to multiple PEs using the multiport interconnect. Thus, the POM emulates the multi-port memory. In this
structure, the addressing space exposed to each PE becomes one logically
contiguous memory space containing a single packet. This logically contiguous memory is the packet-residence which has the following three main
properties.
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Figure 3.4: Memory Characteristics: Access Time

First, it permits packet data to be stored in the same physical space
from the time the packet arrives until its departure, hence the name packetresidence was used. The packet-residence can be customized to either store
packet data only or packet data together with its processing context. In
any case, the first location within the packet-residence corresponds to the
starting location of the packet.
Second, the packet-residence is elastic, meaning that it can be extended
or shrunk to encompass a different number of SRAM blocks depending on
the length of the arriving packet, and can thus accommodate packet data and
its optional context. This elasticity leads to improved memory occupancy,
which the ratio between utilized memory space and total memory space provided for the use case. That is, instead of customizing the memory bank to
fit the largest packet and paying for the overhead when processing a smaller
packet, the length of packet-residence is adjusted upon demand. Note that,
besides improving occupancy, this property leads to reduced access energy
compared to an equivalent single memory block that can accommodate the

39

3.2. ELASTIC PACKET RESIDENCE
Access Power of Memory Bank (Word Size = 32 bits)
1.5

1.45

1.4

Normalized Access Power

1.35

1.3

1.25

1.2

1.15

1.1

1.05
READ Power
WRITE Power
1

64 128

256

384

512
768
Memory Size in Bytes

1024

Figure 3.5: Memory Characteristics: Access Power

largest packet. The reason is that each access to the packet-residence costs
the energy of accessing the smaller SRAM block in addition to the standby
energy of the rest of the SRAM blocks. Fig. 3.7 illustrates how write and read
power consumption, which are nearly equal, are up to orders of magnitude
larger than standby power consumption depending on operating frequency.
Third, packet-residence exposes a contiguous addressing space to the PE
without restricting the SRAM blocks that are used to being contiguous or in
order. For instance, the packet-residence P R0 which is illustrated in Fig. 3.2
is composed of several SRAM blocks starting from SRAM4 , adding more
blocks including SRAMn then turning around to end with SRAM0 . This
property helps prevent memory fragmentation yet complements improving
occupancy. Besides, it helps eliminate port conflict since each PE addresses
the memory as one packet-residence. Note that exposing this contiguous
addressing space is achieved with the support of the Customizable Memory
Manager (CMM) that is explained next.
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Figure 3.6: Memory Characteristics: Standby Power

3.3

Customizable Memory Manager

The HW CMM, which is illustrated in Fig. 3.8, is responsible for two key
roles. The first is allocating a packet-residence upon the arrival of each
packet. The second is supporting parallel accesses while allowing the PE to
view the memory as a contiguous addressing space containing a single packet.
The CMM has a mechanism to keep track of busy and free SRAM blocks
and to relate every busy SRAM block to the corresponding packet-residence.
This mechanism also concurrently feeds the EMS with statistical information
regarding packet accumulation. However, to support addressing, the CMM
uses the most significant bits of the address line of each PE, as denoted by
ADDM in Fig. 3.2, as well as EMS’s scheduling signals to control the SRAM
blocks and the interconnect. Consequently, it enables only the SRAM block
that the PE requires, and making it accessible.
As illustrated in Fig. 3.8, CMM is composed of the following components
• A set of packet residence pointers.
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Each packet residence pointer contains a group of small-sized address
registers that have a common reset signal coming from the EMS. Each
address register points to (holds the address of) a single SRAM block.
In other words, the packet residence pointer includes the addresses of
all SRAM blocks that store the data words of the same packet. It is
worth mentioning that the number of packet residence pointers equals
the number of lpacket-residence units while the bit-width
of the block
m
pointer equals log2 (N umber of SRAM Blocks) [3].

• Multiplexers.
The CMM includes two groups of multiplexers, which are selection
multiplexers and address multiplexers. The selection multiplexers are
fed from the packet residence pointers and used for selecting the SRAM
block required for access. The address multiplexers are fed with the
most significant bits, ADDM , coming from the parallel PEs and they
pass the addresses belonging to the PEs that gain the accesses based
on scheduling signals coming from the EMS.

• A set of decoders.
Each decoder is fed from its corresponding selection multiplexers and
generates the signal that enables the SRAM block required for access.
• The status interpreter.
It is a combinatorial function that determines the number of free
SRAM blocks as well as the address of the free SRAM block that
has the lowest address.
• The allocator.
It is an FSM used to allocate the SRAM to accommodate the packet
that arrives from the PHY controller or application processor.
Exposing memory to each PE as a contiguous addressing space containing one packet can be achieved since the address line of each PE is split
into most significant and least parts, as respectively denoted by ADDL
and ADDM in Fig. 3.2. However, the ADDM of the PE that is scheduled
to access the packet is resolved at the address multiplexer. This resulting
ADDM feeds the corresponding selections multiplexer to individually enable the SRAM containing the required data word. On the other hand,
ADDL represents the least significant address bits, which are directly used
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to address the required data word within the SRAM block. Accessing the
required word can be achieved within the same clock cycle since ADDM
is translated using the selection multiplexers and the decoders, while the
packet residence that is to be accessed is selected using the address multiplexers. Simply put, the PE sends addresses within the packet’s address
space boundaries and the CMM, using the scheduling signals, directs the
interconnect and enables the needed bank to make the access.
Packet-residence can be allocated with the support of the status interpreter, which determines the number of free SRAM blocks and the address of
the free block having the least address. These two results are then supplied
to the allocator, which allocates the packet residence needed to accommodate the packet that is received from the PHY controller or produced by
the application processor. Note that the output of the status interpreter
repressing the number of free SRAM blocks is passed to EMS to be used for
assessing memory space and backlog size.
To allocate a packet residence, the allocator operates according to the
state diagram illustrated in Fig. 3.9. However, packet residence allocation
can be summarized as follows. The PE (application processor or PHY controller) that needs to place a packet in the memory sends a request to the
allocator and supplies the size of the packet. Next, the allocator checks the
free space in the memory and if it is less than the length of the packet, it
generates an error signal; otherwise it starts allocating SRAM blocks starting from the smallest available address. Allocating an SRAM block is done
by writing its address to a block pointer and as SRAM blocks are allocated,
the status interpreter updates the smallest available address and the number
of free SRAM blocks. As a result, the entire packet is accommodated in the
memory within a bounded number of cycles. According to this process, the
maximum number of cycles needed to allocate a packet residence is given
as [3]:
'
&
max. P acket Size + Context size
Size of SRAM Block
It is worth mentioning that when the packet is completely processed by
all PEs, the EMS sends a reset signal to its corresponding packet residence
pointer, such that the SRAM blocks within that packet residence become
free.
Note that the allocator can be used to support lossy service in case of
insufficient memory as well as lossless service; however, the POM needs be
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diminsioned as explained in the next section to guarantee lossless service.
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Figure 3.9: CMM: Allocator State Diagram

3.4

Memory Dimensioning Parameters

This subsection discusses the approach adopted to determine the two key
parameters required to dimension the POM such that lossless and latency
guaranteed service can be supported. The first parameter is the minimum
memory size that is necessary to support lossless service for all packets. The
second is the maximum time a packet is accommodated in memory; this
parameter limits the worst-case latency and is necessary to support guaranteeing service latency. These two parameters, which are respectively called
buffer bound and delay bound, and are determined using a well-established
theory for deterministic queuing systems called the Network Calculus [44].
Determining these two parameters allows the number of SRAM blocks and
the size of each block to be determined. Consequently, the size and access
latency of the POM can be set, such that it supports lossless and latency
guaranteed service.
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Determining the buffer bound as well as the delay bound starts by describing the system using a network calculus model as in illustrated Fig. 3.10.
The input to this model is denoted by Fu in Fig. 3.10 and it represents the
use-case flow arriving to the memory through the network interface. Using
the flow Fu , it becomes possible to calculate the accumulated arrival of the
packets then determine an affine curve that bounds the accumulated arrival.
The affine arrival curve is denoted by ασu ,ρu in Fig. 3.11, where σu and ρu
bound arrival burstiness and arrival rate, respectively. The bottom right
of Fig. 3.11 illustrates how the affine arrival curve ασu ,ρu bounds the accumulated arrival of Fu packets. Note that, this case describes a reception
scenario since Fu represents packets arriving through the network interface
while the model in Fig. 3.10 includes the application processor node. In
the case of transmission, Fu must represent packets arriving through the
application processor while the model in Fig. 3.10 must include a network
interface node after a protocol processor node.

Protocol Processor

Fu

Bp

Applicaon Processor

Ba

Figure 3.10: Protocol and Application Processor Model [3]
Fig. 3.10 demonstrates that arriving traffic needs to be processed by
the two pipelined PEs, for example a protocol processor and an application
processor. The service offered by the protocol processor for the arriving
packets is modeled as the rate-latency curve [45] denoted by βRp ,Tp , where
Rp and Tp represent protocol processing rate and protocol processing latency respectively. Upon the completion of the protocol processing stage,
the packet is processed by the application processor. The service provided
by the application processor can be modeled as the rate-latency curve denoted by βRa ,Ta , where Ra and Ta represent application processing rate and
application processing latency respectively.
Fig. 3.10 assumes that both processors have to process every packet
within the flow. To express that, a service curve representing the equivalent
service provided by the complete system is built. The equivalent service
can be modeled using concatenation of nodes according to Theorem 1.4.6
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Figure 3.11: Accumulated Arrival, Arrival Curve and Service Curve [3]

in [44], such that the resulting service curve of the entire system can be
determined from the min-plus convolution [46][47] of the service curves of
both processors as follows:
βRsys ,Tsys = βRp ,Tp ⊗ βRa ,Ta = βmin(Rp ,Ra ),Tp +Ta
Fig. 3.11 visually illustrates the traffic arrival curve as well as the equivalent
service curve offered by the entire system.
As illustrated in Fig. 3.11, the traffic arrival curve and system service
curve cross each other at some point. This means that the system can serve
the flow with bounded size of memory and bounded latency [44]. Conσu
u Ta
+ σu +ρ
+ Tsys (Thesequently, delay can be calculated as Dsys = R
Ra
p
orem 1.4.6 in [44]) while the buffer bound can be calculated as Bsys =
σu +ρu Tsys . Note that the accurate calculation of delay and buffer bounds is
critical to avoid the failure in guaranteeing the service and to avoid inefficient
resources utilization, if these bounds are underestimated or overestimated,
respectively.
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To ensure the accuracy of the calculated bounds, they need to be assessed
and validated against worst-case measures collected from simulations. That
is, the calculated bounds must be close to and greater than worst-case simulation measures. This assessment and validation can be achieved using a
quality metric called Tightness [48], which is given by:
ζ=

BoundSimulated
× 100%
BoundCalculated

While processing capabilities can be elevated and become easier to analyze with the support of POM, the anticipated QoS provisioning cannot be
achieved without the support of management that can monitor and adapt
resources. The EMS which is the focus of the next chapter is responsible for
this role.

Chapter 4

Elastic Management Scheme
This chapter discusses the EMS and illustrates its role in monitoring, management and performing rapid run-time adaptability, such that QoS can be
maintained without misutilizing energy and resources.
QoS (lossless and latency guaranteed service) provisioning in the usecases with varying traffic characteristics imposes a critical challenge to protocol processing architectures, especially in the presence of energy budget
constraints. Such a challenge arises since guaranteeing QoS requires using
sufficient processing and storage resources to handle traffic peak and worstcase scenario. However, worst-case based resource allocation can satisfy the
needs of the use case, but it is only beneficial when the traffic peak is long
and when a worst-case scenario is often encountered; otherwise energy and
resources are inefficiently utilized. Alternatively, efficient utilization of resources as well as energy budget can be achieved by resource adaptation.
Employing adaptable processing resources together with a memory system
that provides the necessary support facilitates QoS provisioning. However,
adaptable processing and memory resources cannot make the decisions required to initiated adaptation; therefore, QoS provisioning through adaptability of resources is not possible without effective management.
As shown earlier, the adaptable PPP presented in chapter 2 is designed
to facilitate rapid run-time PEs adaptation upon demand. In addition,
the POM presented in chapter 3 is designed to support lossless and latency guaranteed service. The EMS builds on top of them and provides the
management that is necessary for QoS provisioning through adaptation to
succeed. Nevertheless, there are three necessary requirements for achieving
49
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QoS provisioning as well as efficient resource and energy utilization through
adaptation [2]. These three requirements are:
1. The Latency of evaluating the need for adaptation must be low. This
means that assessing service quality based on the workload and the
status of the resources must have low latency.
2. Adaptation must be initiated neither early nor late. This requirement
is related to the reference values that are used to assess the status of
the service.
3. The latency required for adaptation must not violate delay and/or
buffer bounds, which define the limits for lossless and latency guaranteed service. This requirement considers the time required to adjust
all resources that are subject to adaptation, including resources PPP,
POM and EMS.
The EMS is designed to provide control and management for the resources within the entire architecture, such that it satisfies the aforementioned necessary requirements. The EMS is a customizable and reconfigurable tile-based structure, where each tile contains an SRAM-based FSM
and associates single PE within the PPP, as illustrated in Fig. 4.1. The
design of the EMS is regular, thus enabling the number of these FSM tiles
and their bit-width to be customized at design time. These FSM tiles can
be rapidly clustered at boot time and run time to match clustering of PEs
within the PPP. In other words, when multiple PEs operate in multiple
style within a cluster, an equal number of FSM tiles can be cascaded in one
cluster to satisfy control needs.
In addition to the FSM tiles, the EMS encompass a single configuration
register and a synchronizer, as illustrated within the dashed box in Fig 4.1.
The configuration register can be loaded with both architecture-level and
resource-level reconfiguration. Loading the configuration register leads to
enabling/disabling the FSM tiles, enabling/disabling their internal resources
and interconnecting the FSM tiles in clusters. Besides, the configuration
register is used to configure the synchronizer, which supplies the needed
synchronization signals. As a result, the FSM tiles can be elastically utilized,
where, an arbitrary number of FSM tiles can be activated, interconnected
and synchronized to implement the desired control functionality.
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Note that the FSM tile is designed to reduce the energy consumption
as well as the latency of state evaluation, compared to conventional SRAMbased FSM. More important, the total size of SRAM required for these
programmable FSM tiles when they are clustered can be reduced. Such
reduction in memory size and energy consumption is possible due to the
special design of the FSM tile, which is discussed in detail in the next section.

Packet-Oriented Memory
Figure 4.1: The EMS within the Adaptive Architecture [2]

4.1

The FSM Tile

The FSM tile is composed of five components connected together as shown
in Fig. 4.2. These five components are State register, Sliced state-transition
table, Multi-table output block, Input multiplexer and QoS surveillance unit.
The rest of this section discusses the details of these components.

State Register
This stores the current state and can be enabled upon demand. The state
register has a customizable bit-width denoted by v, hence supporting a maximum of 2v states.
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Figure 4.2: The FSM Tile [2]

Sliced State Transition Table
This is an SRAM-based table that is responsible for mapping the currentstate to next-state upon the occurrence of an i-bit input event. The sliced
state-transition table has a bit-width of 2v and contains 2vi entries. Consequently, it can represent all possible state transitions that result from the
cross-product of the set of states and the set of input events.
The key advantage of implementing the state-transition table as SRAM
is that it enables reusability and programmability. Nevertheless, employing
a single SRAM might impact performance and energy consumption since
access latency and access energy grow proportionally with respect to the
SRAM size (total number of transition entries), as illustrated earlier in section 3.2. To prevent access latency and access energy from growing according
to the total number of transition entries, the sliced state-transition table is
divided into 2v slices, as illustrated in Fig 4.2. Each of these slices contains
2i entries and all slices are connected to a common i-bit address line that
supplies the input event. Simply put, a single slice corresponds to a single state, hence can map that state to the next state in case of all input
events. Such mapping is achievable since the state bits stored in the state
register (representing current state) are decoded to select the corresponding
slice while the input-event is supplied through the common address. As a
result, during every state, only one slice within the sliced state-transition
table is activated and accessed and the rest of the slices are disabled. Con-
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sequently, access latency and energy can be reduced. It is worth mentioning
that the sliced state-transition table is boot-time programmable and can be
programmed with resource-level reconfiguration.

Multi-table Output Block
This is a set of SRAM-based output tables that equal the number of FSM
tiles. Each of these tables contains 2v words with customizable bit-width
and is supplied by the v-bit address line that is commonly used by all output tables. However, these output tables can by individually activated and
deactivated through the configuration register, such that only one output
table can be activated and accessed during each configuration.
The multi-table Output Block is responsible for mapping the control
word corresponding to the evaluated state that is supplied on its address
line, as shown in Fig. 4.2. However, the encompassed output tables can be
programmed to implement different output functions in order to facilitate
the rapid run-time adaptability, as will be further discussed in section 4.2.
Note that, since the number of control words within the out table is relatively
small (equals number of states), the area overhead resulting from having
multiple output tables can be neglected.

Input Multiplexer
This provides a flexible binding between each FSM tile and the PE it associates with regardless of their physical locations. The underlying PPP and
POM supply the inputs to the multiplexer which produces a two-part output. The first part represents packet processing status events coming from
the PEs. This part is denoted by p in Fig. 4.2 and it is directly supplied to
the sliced state-transition table. The second part represents the statistical
information collected in the PEs and the POM and it is supplied to the QoS
surveillance unit.

QoS Surveillance Unit
This encompasses a group of monitors that can be individually enabled upon
demand, i.e when the use-case requires QoS provisioning. The bit-width of
the monitor and the number of monitors included in the QoS Surveillance
Unit can be customized at design time. Each of these monitors can be
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assigned to evaluate one QoS attribute based on the statistical information
received from its associate PE and the POM. The outcome of evaluating
the QoS attribute is then supplied to the sliced state-transition through
its address lines. Consequently, the output of all monitors together, which
are denoted by q in Fig. 4.2, complete the address lines of the sliced statetransition table.
Monm-1

Setting

Threshold
Register

External status

Comparator

Mon1
Mon0
EQ,GT,LT
3

1

Timer

Figure 4.3: The QoS Surveillance Unit [2]
Each monitor consists of a comparator, a counter/timer and a loadable
threshold register, as illustrated in Fig. 4.3. The threshold register holds
the reference value to compare the desired QoS attribute against statistical information provided by its associate PE or POM. Upon surpassing
the threshold, the monitor makes a notification by sending the corresponding event to the sliced state-transition table. This notification has singlecycle latency, thus satisfying the first necessary condition for supporting
QoS through adaptation.

4.2

The Elastic Structure

This subsection demonstrates EMS reconfiguration and explains how the
FSM tiles can be clustered to support adaptabilitly; hence, efficient utilization of resources and energy can be maintained. Reconfiguring and interconnecting FSM tiles can be achieved by loading the configuration register. As
mentioned earlier, the configuration register is loaded with architecture-level
and resource-level reconfiguration. The former is used to enable/disable and
cluster the FSM tiles, besides reconfiguring the synchronizer accordingly.
The latter is used to enable/disable the internal resources of the FSM tile,
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such as QoS surveillance unit and the desired output table. Note that, since
the configuration register has a small size, it can be loaded at boot time or at
run time within a few cycles and consequently, the FSM tiles can be rapidly
re-clustered. It is possible to cluster FSM tiles in three types of clusters
which are single-tile cluster, cascaded-tile cluster and adaptable-tile cluster. These three types of clusters are respectively illustrated in Fig. 4.4 (a),
Fig. 4.4 (b) Fig. 4.4 (c) and explained next.
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(c) Adaptable-Tile Cluster

Figure 4.4: FSM-tile Clustering [2]

Single-tile Cluster
This type of cluster is illustrated in Fig. 4.4 (a), where each cluster encompasses only one FSM tile operating independently to control one PE. Since
the FSM tile in this cluster operates independently, its state register must
be enabled to hold the current sate and the synchronization signal coming
from the synchronizer must be masked. Upon next-state evaluation, one table within the multi-table output block of the FSM tile is enabled to supply
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a control word to the associated PE. It is worth mentioning that this type
does not target facilitating adaptability and consequently does not allow the
FSM tile to be re-interconnected at run time. Nevertheless, run-time reconfiguration can be used to enable/disable QoS surveillance unit or to switch
the active table within the multi-table output block.

Cascaded-tile Cluster
This type of cluster is illustrated in Fig. 4.4 (b). This type is used to support
the use-cases where multiple PEs are clustered to operate in multiple-style,
such that an equal number of FSM tiles are interconnected together to fulfill
control needs. Constructing this type of cluster is achieved by interconnecting the FSM tiles in cascade with a feedback. Such an interconnection forms
a ring where the input of one FSM tile is the output of the previous, and the
input of the first is the output of the last. Consequently, the control task
is realized equivalently to one FSM. To cluster FSM tiles in a cascade, the
state register of the first FSM tile (master tile) must be enabled to store the
current-state while the state registers of tiles next in the cascade (slave tiles)
are disabled. Thus, the input of each slave FSM tile is directly passed to its
sliced state-transition table. In addition, the synchronizer must be utilized
to synchronize next-state evaluation throughout all FSM tiles within the
cluster.
To illustrate next-state evaluation in detail, the state register of the master FSM tile holds the current state as an explicit state which is supplied to
the sliced state-transition in the same FSM tile. The sliced state-transition
table of the master FSM tile then produces an implicit state that is supplied
to the sliced state-transition of the slave FSM tile next in the cascade. Consecutively, implicit state is produced by all slave FSM tiles except for the
last FSM tile in the cascade where the sliced state-transition table completes
the evaluation of the next state and returns it back to the state register of
the master tile as an explicit state. Upon next-state evaluation, one table
within the multi-table output block in each FSM tile in the cascade produces
a control word for its associate PE. It is worth mentioning that this type
does not target facilitating adaptability and consequently does not permit
re-interconnecting of the FSM tiles at run time. Nevertheless, run-time reconfiguration can be used to enable/disable the QoS surveillance unit or to
switch the active table within the multi-table output block.
The cascaded-tile cluster uses implicit states as denoted by IS0 and ISx
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in Fig. 4.4, explicit states as denoted by ES0 and ESx in Fig. 4.4 as well
as the synchronizer during next-state evaluation. Besides, each FSM tile is
solely fed with the inputs coming from its associate PE, as denoted by I0
and In in Fig. 4.4. Therefore, the number of entries required for all statetransition tables in the cluster is reduced, compared to the single SRAMbased FSM or to the solutions that have common input of (I0 + · · · + In ) bits
for all cascaded FSMs, as can be found in [49][50][51][52][53][54]. Hence,
the cascade cluster requires maximum total entries of n2v+i to control n
PEs rather than the 2n(v+i) entries required for the approaches that use
common input to all cascaded FSMs. As a result, the state-transition tables
of the cascaded-tile cluster have smaller area, lower access latency and lower
access energy. Note that, using synchronized and cascaded FSM tiles results
in further reduction in the energy consumed during next-state evaluation.
This additional reduction is achieved since only one slice within a single
state-transition table is activated for access during any time instance.

Adaptable-tile Cluster
This type of cluster is illustrated in Fig. 4.4 (c). This type is a special case of
cascaded clustering and is used to enable FSM tiles to be re-interconnected
at run time to support QoS provisioning and to retain efficient use of energy
and resources. Thus, this type of clustering better suits the use-cases where
input traffic has variant attributes.
As visually illustrated in Fig. 4.4 (c), as long as input traffic has a lower
rate, energy conservation can be achieved by disabling unneeded FSM tiles
together with their associate PEs. Upon the increase of input traffic rate, the
standby FSM tiles together with their associate PEs can be activated and
employed to retain the desired QoS. However, this elastic adaptation of FSM
tiles must be planned ahead, such that the standby FSM tiles are accordingly
programmed and ready to act upon demand. Therefore, preparing FSM
tiles to be enabled, disabled and re-interconnecting at run time requires the
following:
• The sliced state-transition tables of the FSM tiles within the cluster
are pre-programmed to permit the desired adaptation. This means
that the explicit-state representing the next state is produced from
the last active FSM tile in the cascade, regardless of the organization
of the FSM tiles.

58

CHAPTER 4. ELASTIC MANAGEMENT SCHEME
• The multi-table output block of the FSM tile within the cluster must
also be pre-programmed and prepared. This means that, in each multitable output block, a number of tables equaling the number of possible
organizations need to be programmed.
• The QoS surveillance unit must be enabled. This means that the
desired monitors are enabled and loaded with the thresholds that correspond to QoS attributes.
• The synchronizer must be reconfigured to orchestrate the cascaded
FSM-tiles.

Note that this planning comes in conjunction with planning time-critical
adaptability in the associate PEs within the PPP. That is, adaptation
for QoS (lossless and latency guaranteed service) provisioning and energy
conservation involve the FSM tiles within EMS and their associate PEs
within the PPP.
Elaborating this adaptation starts from its initialization as follows. Adaptation is initiated from a monitor upon a surpassed threshold, where the
monitor notifies, within single cycle latency, that a threshold is surpassed.
In the next cycle, the control task represented by the activated FSM tiles
within the cluster moves to a waiting state until the packet being processed
in PPP is completely served, such that lossless service of all packets is ensured. This waiting state was mentioned earlier as the last-packet state
in section 2.4 and denoted by TlpP E . Once all PEs involved in the packet
processing task serve the packet completely, new values are loaded into the
configuration registers of the EMS and PPP. Re-writing the configuration
register of the EMS results in enabling/disabling, interconnecting and synchronizing the desired FSM tiles in the new organization. In addition, the
new value loaded into configuration register results in switching active tables
within the multi-table output blocks of these FSM tiles, thus outputting the
control words that correspond to the newly adapted configuration.
It is worth mentioning that pre-allocating and pre-programming FSM
tiles together with the low-latency notification upon surpass threshold enabled rapid adaption of FSM tiles at run time. However, such adaptation
was not achievable without the support of the multi-table output block which
includes different images for output control words. The reason is that preprogramming different output tables and switching the active image upon
demand overcame the problem of conflicting outputs, which was mentioned
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by Girault et al. in [55]. That is, when the functionality of the FSM is
changed, its output function must be changed with either reprogramming
or additional HW to resolve the conflicts. Instead, the multi-table output
block switches table images to change the functionality of the FSM.

4.3

QoS Thresholds

Since run-time adaptation to support QoS is initiated upon a surpassed
threshold, these thresholds must be accurately determined. That is, when
thresholds are overestimated, adaptation will suffer late initiation leading to
violation of the desired QoS attributes. On the other hand, when thresholds are underestimated, adaptation will suffer early initiation leading to
misutilize energy and resources. This means that these threshold, which are
statically calculated, must fulfill the second necessary requirement for adaption, which was mentioned in the beginning of this chapter. This section
explains the approach that facilitates accurate calculation of the adaptation
thresholds that are required to support lossless and latency guaranteed service in the presence of variable-rate input traffic. This approach utilizes the
Network Calculus [44], which is the same theory for deterministic queuing
systems utilized in section 3.4 .
Using a pre-collected traffic corresponding to the flow of the use-case,
the accumulated arrival of the packets is determined, as represented by the
stair-case function in Fig. 4.5. This accumulated arrival is then divided into
different windows, where the arrival rate within each window is constant.
Then, a group of affine arrival curves to bound accumulated arrival are
determined in an iterative manner, considering the first arrival window at
the beginning, then including one more consecutive window at each iteration.
These arrival curves are denoted by ασ,ρj , where σ bounds arrival burstiness
and ρj bounds arrival rate during the j th window. Fig. 4.5 illustrates how the
arrival curves bound accumulated traffic that is divided into two windows.
After modeling the arrival curves, the service offered by the PEs involved
in the use-case is modeled. The service can be modeled as a rate-latency
curve denoted by βR,T , where R and T represent processing rate and processing latency respectively [45].
Adaptation thresholds are calculated using the service curve of the PEs
when organized for energy conservation as denoted by βRs ,Ts in Fig. 4.6.
For energy conservation, the number of enabled PEs fulfills the needs of
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Figure 4.5: Dividing Arrival into Different Windows [2]

the use-case during lower-rate input traffic, but not traffic peak. Then the
buffer bound as Bs = σ + ρj Ts [44] and the delay bound as Ds = Rσs +
Ts [44] are determined for each arrival curve. Note that buffer bound is
an estimate for the worst-case number of packets accumulated in memory
while the delay bound is an estimate for the worst-case packet processing
latency. Consequently, the buffer and delay bounds that are determined
from the bounded service case, where Rs ≥ ρj , with highest arrival rate
are selected as adaptation thresholds for packet accumulation and packet
processing latency, respectively. These selected thresholds prevent early
triggered adaptation and avoid inefficient utilization of energy and resources.
However, to ensure that these adaptation thresholds prevent adaptation
from being triggered late, and consequently avoid violating the desired QoS,
the adaptable service curve must be built to validate that the adaptable service is also bounded. Consequently, corresponding buffer and delay bounds
are determined.
An adaptable service curve is illustrated in Fig. 4.8 and can be built
from the following two service curves. The first is the delay service curve
denoted by δTwaiting and representing the last-packet waiting state mentioned
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Figure 4.6: Selecting Adaptation Thresholds [2]

in section 2.4 and subsection 4.2. The second is the rate-latency curve
representing the case where processing resources are employed to satisfy the
needs of the use case during the worst-case scenario and traffic peak, as
denoted by βRp ,Tp in Fig. 4.7. The adaptable service curve can be achieved
by applying a concatenation of nodes according to Theorem 1.4.6 in [44] and
performing the min-plus convolution [46][47] of both service curves. Thus,
the adaptable service curve βRa ,Ta can be calculated as:
βRa ,Ta = δTwaiting ⊗ βRp ,Tp = βmin(∞,Rp ),Twaiting +Tp
As shown in Fig. 4.8, the adaptable service curve and arrival cross each other.
This means that, given such use-case and traffic attributes, the adaptive system can guarantee lossless service for all packets with bounded latency. Consequently, the delay and the buffer bounds for the adaptable service can be
determined as Da = Rσa + Ta + LatT hreshold and Ba = σ + ρTa + AccT hreshold,
where ρ represents the arrival rate when all windows are included. Note
that, the latency threshold (LatT hreshold) is added to the delay bound to
take into account the case where the packet at which adaptation is initiated
has already suffered worst-case Latency. Similarly the accumulation thresh-
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old (AccT hreshold ) is added to the buffer bound to take into account the case
where the memory already contains the maximum number of accumulated
packets when adaptation is initiated.

w1

w0

Volume(bit)

ρ1

ρ0

σ

Rp>ρ1>ρ0
Tp

Time(sec)

Figure 4.7: Service Model in Full Performance [2]
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Figure 4.8: Adaptable Service Model [2]

Chapter 5

Configuration Storage
This chapter describes the CS and illustrates its structure as well as the
contents of its fields. Besides, it illustrates the relation between the fields
within the CS and other resources within the adaptive architecture presented
in this thesis.
The CS stores the three levels of reconfiguration discussed in previous
chapters, which are architecture-level reconfiguration, resource-level reconfiguration and dynamic control codes. It contains a set of SRAM blocks
that are organized based on their contents into two storage regions. The
first region stores the dynamic control codes, which are task pointers; thus
it is called task pointer store. The second region stores the architecture-level
reconfiguration and resource-level reconfiguration; thus it is called reconfiguration store. However, both of these regions must be customized according
the customization of the PPP, POM, and EMS.
In principle, it would be possible to design the EMS so that it generates
all reconfiguration bits. However, generating the reconfiguration bits at the
FSM tile increases the size of memory required for the output table and
consequently, leads to higher latency and energy consumption for next-state
evaluation. Besides, it increases the overhead area in the multi-table output
block, where such an overhead results from the redundant output tables that
support rapid adaptability through switching between tables. Therefore, the
CS was separated.
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Task Pointer Store

This region encompasses a number of SRAM blocks that equal the number
of FSM tiles within the EMS. Each of these SRAM blocks associates one
FSM tile, such that the address line of the SRAM is supplied from the
FSM tile. The number of entries within such an SRAM block is determined
based on the number of bits within the control word of the FSM tile that
are assigned to address the task pointers. In other words, the number of
words contained in this SRAM block equals the the maximum number of
possible task pointers, which is initially selected while customizing the PEs
within the PPP.

However, the bit-width of each word in this SRAM is determined based
on the length of the task pointer, as illustrated in Fig. 5.1(a). Similarly,
the length of the task pointer is selected while customizing the PPP and
depends on the presence of CASIPs. That is, each SRAM block in this
regions is physically bound to its associate FSM tile, while the FSM tiles
within the EMS and the PEs within the PPP can be flexibly bound, through
interconnect, regardless of their physical locations. Thus, each of these
SRAM blocks and its associate FSM tile needs to be able to serve the PEs
of CASIP type. Therefore, if at least one CASIP is used, the number of
bits within the task pointer equals twice the number of bits in the address
line of the fetch unit of the CASIP, as illustrated in Fig. 5.1(b). That is,
the task pointer that is supplied to the CASIP contains the start and end
addresses of the task to be formed by the CASIP, which is residing in the
CASIP’s instruction memory. On the other hand, if the PPP is composed
of CRHBs only, number of bits within the task pointer equals the number of
bits required to determine start/stop signal in the CRHBs. This means that
the CRHBs is working as long as the task pointer has different values in its
start and end fields, otherwise the CRHBs stops, as illustrated in Fig. 5.1(c).
Note that, the number of bits required to determine start/stop signal in the
CRHBs is small; hence it is made equal for all CRHBs within the PPP. It
is worth mentioning that in the case of the CRC generator and checksum
unit presented in section 2.1, a four-bit task pointer was used.

67

5.2. RECONFIGURATION STORE
TP0

Task Pointer

TPn

Start Address End Address
Field
Field

Address
(From FSM-Tile)
(a) SRAM Contents and Task Pointer
Instruction Memory

Fetch Unit
Start Address

Function Start:

End Address

Function Body

CASIP

Function END:
Addressable Space
(b) Using Task Pointer in CASIP
CRHB

Start Address
=

Start/Stop

End Address
(b) Using Task Pointer in CRHB

Figure 5.1: Memory Holding Task Pointer Data

5.2

Reconfiguration Store

This region includes one SRAM block that stores architecture level as well
as resource level reconfiguration bits that can be loaded into the different
configuration registers within the adaptive architecture. However, resourcelevel reconfiguration that are used to program the PEs and the FSM tiles
are not stored in the CS since they can only be loaded at boot time.
The address line of this SRAM is supplied form all FSM tiles together,
as illustrated in Fig. 5.2. To from the address line of this SRAM, the bits
that are assigned to address reconfiguration entries within the control word
of each FSM tile are aggregated and passed to the SRAM. The number
of bits used to address the reconfiguration entries is equal in all FSM tiles
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and it is decided during design-time customization based on reconfiguration
possibilities within the architecture. After determining the number of aggregate address bits, the total number of words within the SRAM can be
determined.
However, the word size of this SRAM is determined depending on the
width of the reconfiguration bits that are required for the PPP, the POM
and EMS, which are decided during design-time customization. Each entry
in this SRAM has three fields. The first field stores the reconfiguration bits
that are used by the configuration register of the PPP. The second stores
the reconfiguration bits that are used within the POM. The third stores
the reconfiguration bits that are used by the configuration register within
the EMS. Fig. 5.2 illustrates the fields included in each word within this
SRAM.
When any FSM tile requests a reconfiguration, it sends the address corresponding to the reconfiguration entry. However, the reconfiguration entries
need to be programmed, such that the reconfiguration must affect the target
resource(s). In other words, the fields that are not involved in the reconfiguration need to have the same value as in the previous state. It is worth to
mention that generating these configuration bits depends on the effectiveness of the compiler, which might be further considered in future research
work.
Configuration 0

Address

Configuration n

FSM-tile 0 FSM-tile n
PPP
Configuration

POM
Configuration

EMS
Configuration

PPP

POM

EMS

Figure 5.2: Memory Holding Reconfiguration Binaries

Chapter 6

Results and Discussion
To assess the adaptive protocol processing architecture presented in this
thesis, several case studies were conducted to provide quantitative and qualitative evaluation of the design and to enable comparison against other solutions, so that advantages, gain and overhead can be demonstrated. This
chapter presents and discusses the results collected from these case studies. These results are discussed through two main perspectives. The first
perspectives is quantitative where it focuses on the evaluation of the components of the architecture presented in this thesis and the comparison against
other solutions. The second perspective is more qualitatively-oriented and
it focuses on the efficiency of the adaptivity that can be achieved using
presented architecture to provision QoS and avoid energy misutilization.

6.1

Evaluation and Comparison

This section represents the quantitative perspective since it presents the results of evaluation and compares, against other solutions, the gain and overhead associated with using the protocol processing architecture presented in
this thesis. The discussion considers each composing subsystem within the
architecture and starts by focusing on the PPP, then moves on to the POM
and finally moves the focus to EMS.
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Efficiency of the PPP
To assess the packet processing efficiency achieved using the PPP, two different case studies were conducted. The first case study considered processing
traffic packets for the widely spread protocol UDP/IP. The second considered performing basic IP forwarding. The outcomes of these case studies
were represented by different quantitative metrics that permitted the PPP
to be compared with other solutions. These quantitative metrics are energy
delay product [56], energy efficiency [56], area efficiency and throughput.
Next, these case studies are discussed and then followed by reporting the
speed, energy and area characteristics of the PPP.
UDP/IP Case Study
UDP/IP is used to support packet communication in a wide range of applications, including video streaming, online gaming and the popular VOIP
calls. Due to this widespread use for packet processing, UDP/IP was selected as a use case to evaluate the PPP and compare it against an opensource GPP-based solution, a commercial GPP-based solution and a custom
ASIC solution. Note that GPP-based as well as ASIC-based solutions were
selected since they occupy the opposite ends of the flexibility-vs-efficiency
spectrum, hence enables assessment of the PPP with respect to both ends
of the spectrum.
In this case study, PPP was customized to be homogeneous encompassing
four CASIPs. All of them were operating in single style and iterative mode.
The PPP was synthesized, as will be further explained later in this section,
for 300 M Hz and 96 M Hz. Then, a synthetic UDP/IP traffic was processed
by the PPP, which was acting as reception node, using a Register Transfer
Level (RTL) simulation. The PPP was employed for processing the synthetic
traffic and this experiment was performed twice, once using four PEs and
the other using one enabled PE while the rest of the PEs are standby, where
they have no switching activity, attempting to elevate energy. Consequently,
per-packet processing delay as well as average throughput were determined.
In addition, per-packet processing energy consumption was determined using timing results from RTL simulation together with power results from
synthesis.
In the case of the open-source GPP-based solution, a resource-constrained
SW implementation of UDP/IP called µIP [57] [58] was mapped to a 32-bit
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high-performance and low-power RISC GPP called LEON3 [59] [60]. Then,
the same synthetic UDP/IP traffic was processed, such that LEON3 performed the reception of traffic packets. Consequently, traces of executed
instructions were collected, and thus per-packet delay and energy consumption were estimated. However, estimating per-packet energy consumption
utilized gate-level energy characterization of LEON3 instructions reported
in [61], given that the processor core was synthesized for 300 M Hz frequency.
It is worth mentioning that LEON3 has instruction and data caches, however, energy values reported in [61] take into account the cache controller
but not the cache memory itself. This means that, calculated energy consumption of LEON3 might be underestimated.
In the case of the commercial GPP-based solution, a “TCP/IP Networking Suite" from ARM was considered [62]. This suite is designed specifically
for small, ARM and Cortex-M processor-based microcontrollers. The suite
provides performance characteristics of a UDP/IP example running on a
32-bit Cortex-M3 processor-based device operating at 96 M Hz [63]. Using
the performance characteristics reported in [62] together with the power and
area characteristics reported in [63], it was possible to estimate per-packet
delay and energy consumption.
In case of the custom ASIC solution, an open-source RTL implementation of single port UDP/IP was used [64]. The RTL model was synthesized
similarly to the PPP, as will be explained later in this section, to operate at
300 M Hz. Then, the same synthetic UDP/IP traffic was processed through
RTL simulation, where the ASIC implementation acted as reception node.
Using the timing information from the simulation together with the power
collected from synthesis process, per-packet processing delay and processing
energy consumption were determined.
Table 6.1 reports per-packet UDP/IP delay and energy consumption for
the PPP with one enabled PE, LEON3 and ASIC solution. On the other
hand, Table 6.2 reports per-packet UDP/IP delay and energy consumption
for the PPP with one enabled PE and for Cortex-M3 .
The results show that when packets are large, the per-packet delay of
the PPP with one enabled PE is 8.1 times larger than the case of ASIC, 1.6
times larger than the case of LEON3 and the same as the case of CortexM3 . In contrast, when packets are small, the per-packet delay of the PPP
with one enabled PE is approximately the same as the per-packet delay of
LEON3 but smaller than the per-packet delay of Cortex-M3 .
However, the per-packet energy consumption for the PPP with one en-
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Table 6.1: Delay and Energy: ASIC, PPP(1PE) and LEON3 @300MHz [4]
Packet
(Bytes)

Delay (µs)
ASIC PPP LEON3

Energy (nJ)
ASIC PPP LEON3

64

0.212

1.92

2.00

0.914

4.66

40

128

0.422

3.63

3.33

1.83

8.79

58.6

256

0.845

7.04

5.33

3.65

17.05

105.4

512

1.69

13.87

9.16

7.31

33.58

195.5

1024

3.38

27.5

16.66

14.62

66.63

299.1

Table 6.2: Delay and Energy: PPP(1PE) and Cortex-M3 @96MHz [4]
Packet
(Bytes)

Delay (µs)
PPP Cortex-M3

Energy (nJ)
PPP Cortex-M3

200

17.35

46.79

15.22

78.24

400

34.02

57.17

29.85

152.77

600

50.68

70.27

44.47

258.04

800

67.35

83.68

59.10

390.96

1000

84.02

96.43

73.72

546.96

1200

100.68

109.64

88.35

731.57

1400

117.35

122.85

102.97

819.65

abled PE is smaller than LEON3 and Cortex-M3, regardless of the packet
size. Consequently, the PPP with one enabled PE has an energy-delay
product that is 2.7 times smaller than LEON3 and 8.3 times smaller than
Cortex-M3, as illustrated in Fig. 6.1.
Furthermore, Fig. 6.2 shows that the PPP with one enabled PE is 5-8.5
times more energy-efficient than LEON3 and 5.4-8.3 times more energyefficient than Cortex-M3 while retaining nearly 20% of the energy efficiency
ASIC UDP/IP implementation.
However, enabling and utilizing the four PEs within the the PPP improves energy efficiency. Thus, the energy efficiency of the PPP is 20-34
times higher than the energy efficiency of LEON3 and 21-25 times higher
than the energy efficiency of Cortex-M3 . Note that the PPP with four en-
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Figure 6.1: Energy-Delay Product [4]

abled PEs retains around 78% of the energy efficiency of the ASIC UDP/IP
implementation.
Utilizing the four PEs within the PPP not only improves energy efficiency, but also improves average aggregate throughput as well as area efficiency, as shown in Table 6.3. The average aggregate throughput using the
four PEs was found to be 2.4 times higher than the throughput of LEON3
and 4.1 times higher than that of the throughput of Cortex-M3 while retaining 53% of the throughput achieved by ASIC implementation. Considering
area efficiency, the PPP with four enabled PEs was found to be 1.3 and 1.4
times more area-efficient than LEON3 and Cortex-M3, respectively. Note
that the area efficiency of LEON3 did not include the area of cache memory.
This means that, if the area of cache memory was included, the cache-less
PPP would appear more area-efficient.
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M bit
Table 6.3: Throughput ( Gbit
s ) and Area Efficiency ( s·Kgate ) [4]

Metric

ASIC

PPP
(1PE)

PPP
(4PEs)

LEON3

Cortex-M3

Throughput
@ 300MHz

2.24

0.3

1.19

0.49

-

Throughput
@ 96MHz

-

0.0954

0.38

-

0.0911

Area Efficiency
@ 300MHz

137.6

4.47

17.7

13.4 *

-

Area Efficiency
@ 96MHz

-

1.59

6.34

-

4.37

* Estimated including the area of cache tag only
Basic IPv4 Forwarding
IPv4 forwarding is used to demonstrate the gains in performance and area
efficiency that are achieved by the PPP and compare them against the solu-
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tion from the same reconfigurable family. This case of IPv4 forwarding was
selected since the reference solution has selected it for performing the data
plane functionality of the forwarding task. Hence, the PPP and this reference solution can be comparable using this task since each of them targets
packet processing.
This vanilla IPv4 forwarding of 40-bytes packets was selected to evaluate the performance of PRO3 [65] [66], which is a programmable protocol
processor operating at 200 M Hz. The functions performed by this vanilla
IPv4 forwarding are to decrement the Time To Live (TTL) field within IPv4
header and to update the checksum using Incremental Update method [67].
The same vanilla IPv4 forwarding was performed using the PPP where packets also have the same length. However, to enable accurate comparison
against PRO3, the PPP was re-synthesized for 200 M Hz.
Table 6.4 shows that using the PPP that employs 2 PEs leads to an
average aggregate throughput gain of 131% compared to PRO3 with 2 packet
processing elements. Moreover, when all the four PEs within the PPP are
employed in the same task, the gain in throughput reaches 265%, given that,
the PPP with 4 PEs requires one third of the gate count required by PRO3
with 2 packet processing elements. Note that energy comparison was not
possible for this case since energy measures were not presented in [65] [66].
Table 6.4: Vanilla IPv4 Forwarding [4]

Metric

1 PE

PPP
2 PEs

Throughput Gbps

2.1

4.2

Core area K gate

60.42

4 PEs
8.5

PRO3[65]
1 PPE 2 PPEs
1.8

3.2

180.6 [66]

Synthesis Characteristics of the PPP
This subsubsection provides the details of synthesizing the PPP and reports
the collected results. First, it reports the results of the homogeneous PPP
used in the UDP/IP and IP forwarding experiments. Then it reports the
results for synthesizing the examples of CRHBs presented earlier in section 2.1.

76

CHAPTER 6. RESULTS AND DISCUSSION

The PPP was synthesized using a 65nm low-power and a standard cell
library with typical case condition. Synthesis was performed using Cadence
RTL Compiler in Physical Layout Estimation (PLE) mode [68].
The homogeneous PPP
As mentioned earlier, a homogeneous PPP with 4 CASIPs was used in all
experiments above. Each of these CASIPs has independent access to a 2KB
instruction memory that is organized in 4 banks.
Table 6.10 shows the outcomes, in terms of area and power, when synthesizing the PPP for 96 M Hz, 200 M Hz and 300 M Hz frequencies.
Table 6.5: Synthesis Results: Homogeneous PPP With Four PEs [4]

Characteristic

Frequency (MHz)
96
200
300

Cell Area µm2

42 388

42 503

48 775

µm2

43 693

44 491

47 869

86 061

86 994

96 644

Total Area(Gates)

59 844

60 412

67 113

Static Power uW

1.525

1.581

2.241

Dynamic Power mW

3.049

6.049

9.220

Net Area

Total Area

µm2

CRHB Examples
The CRC generator and checksum unit were synthesized similarly to the case
of homogeneous PPP. These results are reported to elaborate the efficiency
of the PPP when it is heterogeneously customized to target certain protocol
functionalities.
Table 6.6 reports the area and power collected from the synthesis process
of the CRC generator, which was customized to have an 8-bit input port.
On the other hand, Table 6.7 reports the area and power representing the
checksum unit, which was customized to have 16-bit input and output ports.
Both CRHBs were synthesized for three different frequencies, which were
selected to be similar to the case of the homogeneous PPP. Note that area
is slightly reduced with the increase of frequency. In contrast, the power
increases since it is proportional to the switching capacitance as well as
frequency.
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Table 6.6: Synthesis Results: CRC Generator

Characteristic

Frequency (MHz)
96
200
300

Cell Area µm2

1 525

1 525

1 519

Net Area µm2

1 088

1 080

1 084

2 613

2 605

2 603

Total Area (gates)

1 815

1 810

1 080

Static Power nW

78.862

78.743

77.061

Dynamic Power µW

325.983

507.048

646.021

Total Area

µm2

Table 6.7: Synthesis Results: Checksum Unit

Characteristic
Cell Area µm2

Frequency (MHz)
96
200
300
1 211

1 211

1 267

675

688

700

1 886

1 899

1 967

Total Area (gates)

1 310

1 319

1 366

Static Power nW

60.802

60.799

64.202

Dynamic Power µW

166.890

294.645

420.497

Net Area

µm2

Total Area

µm2

Efficient memory Access
The performance and energy efficiency of packet processing cannot be considered independently, since they are affected to a large extent by the capabilities of the memory system. This subsection considers a use case of VOIP
call to show the improvements in access latency, access energy efficiency and
memory occupancy achieved by using the POM.
In this case study, the system illustrated in Fig. 3.1 was modeled using
SystemC [69] to process received traffic. According to this model, the network interface places the packet in the POM, then the protocol processor,
which represents 1 CASIP, processes the packets for UDP/IP and Real-time
Transport Protocol (RTP) and lastly, the application processor decodes the
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payloads using a SPEEX [70] codec at 27799 bps. The systemC model used
as input real VOIP call traffic that was pre-collected upon its arrival to the
network interface. The traffic was collected by performing a VOIP call between two mobile devices and a packet sniffer called wireshark [71] was used
to collect the received packets. To allow the systemC model to simulate
this input traffic, the use case was firstly simulated using an instruction-set
simulator called SimpleScaler [72] then the timing information was used to
annotate the systemC model. Note that this experiment studies the improvements that could be achieved using the POM but does not focus on
CASIP’s or PPP’s efficiency. Since the PPP can only be simulated at RTL,
such a use case will be difficult and time-consuming to simulate. Thus, timing results from the instruction-set simulation were used instead of CASIP’s
timing results.

To show the improvements and the overhead associated with the use of
the POM, it was compared against a single-port single-bank SRAM, since
it similarly enables deterministic accesses latency and access energy. Both
the SRAM and the POM have the same size, where the size was calculated
according to the method presented earlier in section 3.4. Therefore, both
memories can guarantee a lossless service for the use case. Table 6.8 reports
quantitative measures for access speed-up, gain in energy efficiency, gain in
occupancy and area overhead. Note that, the single SRAM solution does
not guarantee parallel access. Hence, to make this possible, packets must
be placed in different SRAM blocks. Since this SRAM block is dimensioned
for the worst case, using several of them in replicated fashion to support
parallelism led to an impact on memory occupancy.

The POM achieved such improvements in terms of access latency and
access energy since it is composed of smaller SRAM blocks, which consequently have smaller access time and energy. Moreover, upon each access,
only the desired SRAM block is enabled while the rest are standby. In this
way, energy efficiency could be elevated since access power can be on orders
of magnitude greater than standby power, as shown earlier in Fig. 3.7. It
is worth mentioning that the overhead in area of the POM results from the
replicated multiplexers of the included SRAMs blocks; this overhead will be
illustrated in Fig 6.3.
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Table 6.8: Gain and Overhead of POM
Characteristic

Value %

Access Speed-UP

32.52 %

Read Energy Efficiency

78.36 %

Write Energy Efficiency

69.31%

Area Overhead

276.50%

Occupancy Improve

694.34%

Synthesis Characteristics of the CMM
The CMM was synthesized using 65 nm standard cells similarly to the synthesis of the PPP. However, the operating frequency was selected to be
300M Hz. The CMM was customized and synthesized in different versions.
These versions are different from each other in terms of the number of bytes
contained in each SRAM bank and the maximum number of banks that the
CMM can support. Table 6.9 reports the area occupied by the CMM and
its power consumption, which result from synthesizing each version.
As shown in table 6.9, the number of bytes within each bank affects
neither the area nor the power consumption of the CMM. On the other
hand, area and power consumption grow with the increase of the maximum
number of banks that the CMM can support. Note that the granularity of
the memory is dictated by these two parameters. That is, the increase in
number of banks in conjunction with the decrease in number of bytes within
the bank lead to finer granularity. Simply put, the finer the granularity, the
larger the area and power consumption for the CMM. Fortunately, reducing
memory granularity leads to increased memory occupancy, which in turn
contributed to reducing the size of the memory required for the use case
and consequently reducing the area, latency and energy of the memory.
Memory Customization
As mentioned earlier, the POM permits the packets to be stored in multiple
memory blocks and addressed contiguously, such that the parallel access
is maintained and access latency is guaranteed. Via customization, the
number of SRAM blocks and the size of each SRAM block can be selected
at design time. However, there are different possible selections leading to
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Table 6.9: Synthesis Results of the CMM
Bytes/Bank

Banks

Total Power nW

Total Area µm2

8

112

47 833.643

737 277

16

56

15 544.475

198 649

32

32

5 343.088

58 520

64

16

1 186.213

10 635

128

8

139.189

2 239

192

8

139.189

2 239

256

8

139.189

2 239

different system characteristics in terms of access time, access energy, area
and occupancy.
Fig. 6.3 shows these characteristics for different memory organizations,
where each organization is represented on the horizontal axis by two values
separated by a colon. In this representation, the first value is the block size
in 32-bit words and the second is the maximum number of SRAM blocks
that can be within the packet residence. Note that memory granularity
depends on these two values, such that it decreases when the number of
words per block decreases while the number of blocks increases; otherwise
granularity increases. Fig. 6.3 shows the POM characteristics compared to
the characteristics of one block of equivalent size that contains the same total
number of words. Before starting the selection, the maximum size of packet
residence and the number of packet residence units need to be calculated
based on packet size for the target use case. These two parameters are
determined using the bounds calculated according to section 3.4. The use
case considered here is the same VOIP use case described earlier in this
section. Based on this use case as well as its traffic, the packet size was 106
bytes while the buffer bound was 776 bytes, as reported in 6.11.
Speed-Up
As shown in Fig. 6.3 (a), using the POM led to smaller latency, meaning
that processing speed-up can be achieved. Since the access latency of the
equivalent SRAM block increases with respect to its size, the speed-up that
is anticipated from using the POM compared to the single block increases
when the size of the latter increases.
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Energy Reduction
The read and write energy of the POM is less than that of the single SRAM
block with the same size, as shown in Fig. 6.3 (b). Similarly to access latency,
the access energy of the equivalent SRAM block increases with respect to
its size. Thus, the access energy of the POM, compared to the single block,
reduces when memory granularity is reduced, where smaller blocks are used.
That is, the access energy of the POM is equal to the write or read energy of
one block in addition to the standby energy of the rest of the blocks within
the packet residence, taking into account the energy of the CMM.
Area Overhead
The area of the single memory block increases logarithmically with respect
to its size. However, the area required for the SRAM blocks within the
POM leads to a linear increase in area with respect to total size. In other
words, the area required for the SRAM blocks within the POM increases
as memory granularity decreases. This happened since every SRAM block
has its internal multiplexer; thus an overhead in area is introduced due to
these replicated multiplexers. As shown in Fig. 6.3 (c), the more blocks in
a packet residence, the more area overhead it has.
Occupancy Improvement
Occupancy is the amount of used memory locations in comparison to total
allocated locations. Since the single SRAM block with equivalent size cannot support parallelism, several redundant blocks of same size are assumed
to support parallelism. The number of these equivalent SRAM blocks equals
the number of accumulated packets in the worst-case, which can be calculated for the buffer bound. Fig. 6.3 (d) shows the improvement in occupancy
that is achieved when using POM compared to the case where several equivalent SRAM blocks are used to support parallelism. Note that, in the case
of POM, the finer the granularity, the higher the improvement in occupancy
it yields.
Gain
It is important to select an organization that increases speed-up, reduces
energy, improves occupancy and reduces the overhead in area. The organization that provides the best case for all these characteristics is considered
optimal and not necessarily possible. However, the best organization can be
selected, such that it maximizes the value of the following function.
G=

Speed − U p ∗ Energy Reduction ∗ Occupancy
AreaOverhead
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Fig. 6.3 (e) shows the value of G for different organizations where the packet
size that needs to be stored is 106 bytes. Note that the function G showed
such a trend since the codec had a constant bit-rate and packets were small.
Since packets were small, it was possible to accommodate the packet in a
packet residence containing one SRAM block in the case of the 32:8 organization that is shown in Fig. 6.3 (e).
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Figure 6.3: Selecting POM Organization

Efficient State-Evaluation
The design of the POM has inspired the design of a sliced state-transition table within the FSM tile in the EMS, which consequently resulted in reducing
access latency and power consumption during next-state evaluation. Besides
reducing access latency and power, the design of the FSM tile led to reduced
area (number of entries) required by all state-transition tables upon cascade
composition. The results presented in this subsection quantify the reduction in access latency and power achieved using the sliced state-transition
table compared to the conventional state-transition table in SRAM-based
FSM. Furthermore, the results quantify the reduction in area required for
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the state-transition tables when using cascaded-tiles clusters compared to
cascading an equal number of FSMs that have common input-event bits.
Fig. 6.4 shows normalized read and write access power achieved due to
the use of a sliced state-transition table compared to the conventional statetransition table. To study the effect of number of input bits and number of
state bits, 4-state FSM as well as 16-state FSM were considered in the case
of 8, 9, 10 and 11 bits for the input-event (primary input). As shown in
Fig. 6.4 (a) and Fig. 6.4 (b), the access power of the sliced state-transition
table slightly increases with respect to the number of input bits and number
of states; however, the access power of the conventional state-transition table
increases considerably. In other words, energy reduction anticipated from
using sliced state-transition becomes more significant as the number of input
and state bits increases. Note that next-state evaluation only requires read
accesses for the state-transition tables; however, Fig. 6.4 (c) and Fig. 6.4 (d)
consider write access power to show reduction in power consumption during
FSM programming.

0

8

9
10
11
Primary Input Bits
(d) Maximum Number of States = 16
3
Conventional
EMS
2

1

0

8

9
10
11
Primary Input Bits

Figure 6.4: Read and Write Power [2]
Fig. 6.5 shows the normalized access latency achieved by using the sliced
state-transition table compared to the conventional state-transition table.
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To study the effect of number of input bits and number of state bits, 4-state
FSM as well as 16-state FSM were considered in the case of 8, 9, 10 and
11 bits for the input-event (primary input). As shown in Fig. 6.5, latency
reduction anticipated from using sliced state-transition becomes more significant as the number of input and state bits increases. Note that access
latency dictates the speed of the next-state evaluation, meaning that the
results reported in Fig. 6.5 illustrate the potential speed-up that can be
achieved by using a sliced state-transition table.
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Figure 6.5: Access Latency [2]
Fig. 6.6 (a) and Fig. 6.6 (b) show the percentage reduction in the area
required for state-transition tables that is achieved by a cascaded-tile cluster
containing two FSM-tiles compared to a cascaded containing two FSMs that
have common input event bits. To study the effect of number of input
bits and number of state bits, 4-state FSM as well as 16-state FSM were
considered in the case of 8, 9, 10 and 11 bits for an aggregate input-event
(primary input). Considering the number of entries required by the statetransition tables, the cascaded-tile cluster with two FSM-tiles required 2 ∗
2v+i entries while the two FSMs cascaded with common input event bits
required 22(v+i) entries, as quantified in Fig. 6.6 (c).
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It is worth mentioning that replicated multiplexers lead to area overhead
when comparing a single sliced state-transition table with a single conventional state-transition table with the same state and input-event bits. However, this overhead becomes negligible considering the reduction in the area
required for state-transition tables when FSM-tiles are cascaded.
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Figure 6.6: Area and Number of Entries [2]

Synthesis Characteristics of the EMS
As mentioned in chapter 4, EMS can be customized in terms of number of
FSM-tiles, their bit-width and their internal resources, which consequently
leads to variant area and power characteristics. To assess its area and power
characteristics, the following four different instances of the EMS were considered.
• EMS encompassing two FSM-tiles with two state bits.
• EMS encompassing two FSM-tiles with four state bits.
• EMS encompassing four FSM-tiles with two state bits.
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• EMS encompassing four FSM-tiles with four state bits.

This selection helps demonstrate the relation between area and power
on the one hand and number of FSM-tiles, their bit-width and their internal resources on the other hand. However, EMS with four FSM-tiles was
selected since it is compatible with the PPP presented earlier in this section. To reduce the number of variables and to make comparison easier,
the FSM-tile in each of these instances contains 2 monitors and has equal
bit-width for monitors, input-event and control-word which are 32, 8 and
16, respectively. The four instances mentioned above were synthesized using
standard cells and 65nm technology in PLE [68], similarly to the synthesis
of the PPP. However, each of these instances was synthesized for 100 M Hz
and 250 M Hz. Table 6.10 shows the outcomes of the synthesis process in
terms of area, as well as power per active FSM-tile.
Table 6.10: Synthesis Results of the EMS [2]

Tiles/State-bits

6.2

Area µm2
100 MHz 250 MHz

Power/Active Tile µW
100 MHz
250 MHz

4/2

21 712

21 494

309.132

512.709

4/4

24 692

24 474

326.185

536.797

8/2

48 317

47 881

311.894

508.206

8/4

53 914

53 478

327.216

531.548

Rapid Adaptation at Run Time

As mentioned earlier, the architecture presented in this thesis facilitates QoS
provisioning and energy conservation through resource adaptation. This section demonstrates adaptability starting from the time-critical adaptability
of PPP. Then this section illustrates the determinism of the POM, which
facilitates dimensioning memory size and latency, such that service guarantees can be supported. Finally, this section demonstrates and validates QoS
provisioning through adaptation while conserving energy consumption.
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Time-critical Adaptability at the PPP
Demonstrating the time-critical adaptability at the PPP and quantifying its
latency is done considering the use case of UDP/IP packet reception and
the decryption of the payload by performing an XOR between data words
and the key.
To ease the comprehension of this use case, it was established according
to the example presented earlier in section 2.4 and illustrated in Fig. 2.8. In
this demonstration, the organization of the PPP cluster is changed from one
CASIP (CASIP0 ) executing UDP/IP reception with checksum enabled (F0 )
and payload decryption (F1 ) sequentially, to two pipeline CASIPs, where
CASIP0 performs F0 and CASIP1 performs F1 .
While a cycle-based waveform of events was illustrated earlier in Fig. 2.8,
this subsection quantifies time-critical adaptability including the variable
part denoted by TlpP E0 . Since time-critical adaptability targets scenarios
with real-time requirements, the UDP/IP traffic used for this quantification
belonged to the same VOIP use case used for evaluating POM’s access efficiency in the previous section. Then simulation was performed, considering
the homogeneous PPP instance presented in the previous section, to determine the worst-case time and average-case time needed to perform timecritical adaptability. To determine worst-case time, every packet within the
traffic was considered, such that request for adaptation is assumed just after
packet arrival. On the other hand, average-case time was determined by considering every packet within the traffic, such that the request for adaptation
is assumed when the packet is exactly half-processed. Figure 6.7 shows the
worst-case time and the average-case time needed to perform time-critical
adaptability as well as their mean and variance. Note that the use of timecritical adaptability facilitates switching to pipelined CASIPs, which leads
to a speed-up of 33%. Nevertheless, enabling time-critical adaptability in
this example leads to a 53% overhead in code size.

POM: Determinism and Guaranteed-Service
As mentioned earlier, adaptation needs the support of memory that provides
deterministic service. Due to deterministic access, the memory can be dimensioned in terms of size and access time, such that it can support losslessand latency-guaranteed service. This section demonstrates the deterministic
behavior of the POM compared to conventional cache-based memory sys-
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Figure 6.7: Adaptation from one PE to two PEs

tems. Moreover, it shows the accuracy of memory dimensioning that could
be achieved due to the determinism. This subsection uses the same VOIP
call traffic that was used for evaluating the access efficiency of the POM in
the previous section.
Deterministic Service
The goal of this case study is to demonstrate the difference between deterministic and non-deterministic memory access latency and to quantify the
consequent effects on packet processing latency. This case study compares
packet processing latency achieved when using the POM, which has deterministic service, against packet processing latency achieved when using systems that employ conventional memory hierarchy, where non-deterministic
variation in memory access is present.
To investigate the overhead in packet processing latency due to memory hierarchy, a conventional uni-processor as well as multi-processor cachebased systems were used, as illustrated in Fig. 6.8 (a) and Fig. 6.8 (b),
respectively. Note that in such cache-based systems, memory locations can
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either be accessed at cache latency upon hit or at main memory latency
upon miss. The effect of this non-determinism on packet processing latency
was measured as an overhead in packet processing latency compared to the
service-guaranteed memory as [3]:
Overhead =

LatencyConventional − LatencyP OM
LatencyConventional

The selected uni-processor and multi-processor cache-based systems were
simulated as ARM processors using SimpleScalar [72]. Each processor has
separate direct-mapped instruction and data caches with similar configuration; however, only data cache is relevant to the latency of accessing packet
data. In both cache-based systems, the main memory has the same access
latency. Note that different cache configurations and replacement policies
lead to different profiles for packet processing latency variation; however,
they still cause non-deterministic latency variation. Since this experiment
aims at showing the presence of memory access non-determinism, it is sufficient to study a case example instead of investigating all configurations. It
is worth mentioning that the case of the multi-processor is assumed to be
ideal where no port conflict occurs and caches are ideally coherent, meaning
that the costs of cache coherence protocols were not taken into account.
Furthermore, this experiment considers the behavior of the POM but not
the the PPP; therefore the mentioned instruction set simulator was used.
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Figure 6.8: Conventional Cache-based Systems
When the uni-processor cache-based system was simulated, the complete
VOIP application was executed as a single task performing UDP/IP, RTP
and payload decoding using SPEEX [70] codec. This experiment was repeated while setting the access latency of main memory to 1, 2, 4 and 8
cycles and forcing equal access latency on the service guaranteed memory.
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Fig. 6.9 shows the non-deterministic variation in packet processing latency
overhead observed on a per-packet basis. Note that the mean value is represented by the horizontal line.
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Figure 6.9: Single Task Application
When the multi-processor cache-based system was simulated, the VOIP
application was divided into a protocol processing task encompassing UDP/IP
and RTP, and an application task for the payload decoding using SPEEX [70]
codec. Each of these processors was simulated separately while having the
same configuration for caches and main memory to emulate the ideal cache
behavior. This experiment was repeated while setting the access latency
of main memory to 1, 2, 4 and 8 cycles and forcing equal access latency
on the service guaranteed memory. Fig. 6.10 and Fig. 6.11 show the nondeterministic variation in packet processing latency overhead observed on a
per-packet basis.
It is worth mentioning that upon packet reception, the network interface
requires Direct Memory Access (DMA) support to place the packet inside
the memory. However, in absence of such support, packet data is moved
by one of the processors (eg. executing memcpy()). To study the non-
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Figure 6.10: Protocol Processing (UDP/IP + RTP)

deterministic variation in the packet processing latency overhead resulting
from performing the packet data movement, this task was simulated separately. Fig. 6.12 shows the non-deterministic variation in latency overhead
observed when copying each packet.
As shown in Fig. 6.9, Fig. 6.10, Fig. 6.11 and Fig. 6.12, the mean overhead increases when the latency of the main memory increases. Such behavior means that the inaccuracy encountered when estimating the processing
latency of such conventional solutions grows with respect to the access latency of the main memory.
Guaranteed Service
As explicated in section 3.4, the deterministic behavior of POM enabled
accurate memory dimensioning in terms of size and latency based on predetermined buffer and delay bounds. Consequently, lossless- and latencyguaranteed service can be supported. In this subsection, the case study
of performing UDP/IPRTP and decoding payloads with SPEEX is used to
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Figure 6.11: Application Processing (SPEEX Codec)

validate the accuracy of the dimensioning method presented in section 3.4.
In this case study, the VOIP call is considered according to the model
illustrated in Fig. 3.10, where the flow collected from the VOIP call represents Fu . According to the model, the protocol processor extracts the
packets from Ethernet frames and performs UDP/IP and RTP processing
while the application processor decodes the payloads using SPEEX at 27799
bps.
To validate the accuracy of the calculated buffer and delay bounds, a
SystemC model equivalent to the model used for calculation was simulated
to process the same flow. The SystemC [69] model was annotated with the
timing information collected from the instruction-set simulation using an
ARM-based SimpleScaler [72]. Note that this experiment considers the behavior of the POM but not the the PPP, therefore the mentioned instruction
set simulator was used.
Table 6.11 reports the calculated buffer bound and delay bound that
are required to dimension the memory, such that lossless- and latency-
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Figure 6.12: Cache Latency Overhead for Memory-to-Memory Copy

guaranteed service can be achieved. In addition, it reports the worst-case
values for the number of packets accumulated in memory and packet processing latency resulting from the simulation. The results in Table 6.11
show that the simulated worst-case values do not exceed calculated bounds,
meaning that the service is bounded for this use case, thus validating the fact
that the POM can support guaranteed service. Furthermore, the simulated
worst-case values validate that the calculated bounds were accurate and not
overestimated. That is, they have a Tightness to the calculated bounds by
ζB = 94.84% and ζD = 86.46% for buffer bound and delay bound, respectively.

QoS Provisioning Through Adaptivity
The discussion so far has shown how the adaptation of the PPP together with
the POM determinism provide a support for QoS provisioning. However,
neither the PPP nor the POM can initiate adaptation, and using them
alone does not permit adaptivity. Enabling adaptivity is the responsibility

94

CHAPTER 6. RESULTS AND DISCUSSION
Table 6.11: Buffer Bound, Delay Bound and Tightness [3]
Buffer Bound

Delay Bound

Simulated

736 (bytes)

108.791 (msec)

Calculated

776 (bytes)

125.823 (msec)

Tightness

94.84%

86.46%

of the EMS, which monitors the service and makes the decision to initiate
adaptation upon demand. As mentioned earlier, the decision to initiate
adaptation results from comparing service statistics against accurately precalculated QoS thresholds. Besides, adaptation must fulfill the necessary
requirements for adaptation, which were mentioned in chapter 4.
In this subsection, a real-life multi-participant VOIP call is considered to
validate the accuracy of the approach used to determine adaptation thresholds and to show how QoS provisioning through adaptation can be achieved
using the EMS. The VOIP call used in this case study has four participants.
This case study focuses on the aggregate traffic that is received by one of
the participants. However, to force the input traffic arriving at the selected
node to have periods with different rates, the four participants joined the call
one after another. In all participating nodes, packet communication was performed using RTP, UDP and IP over Wireless Local Area Network (WLAN)
while a SPEEX [70] codec was used for payload processing. The selected
node was then examined to determine its ability in supporting lossless- and
latency guaranteed-service.
The node considered in this case-study follows the system model presented in Fig. 4.1 in chapter 4. However, it encompassed two PEs of CASIP
type operating at 100 M Hz, which are supported by POM and EMS.
The EMS was employed as an adaptable-tile cluster, which is illustrated
in Fig. 4.4 (c), allowing available PEs to be utilized either for energy-saving
or full performance. In the case of energy-saving, only one PE is activated
to perform protocol processing (RTP, UDP and IP) as well as payload decoding. In this case, the PE operates in single style and iterative mode.
The PE signals the enabled FSM-tile when packet processing boundaries
are reached and it supplies packet processing latency information. In the
case of full performance, both PEs were activated to operate as a pipeline,
such that one PE performs protocol processing (RTP,UDP and IP) while
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the other performs payload decoding. In this case, both PEs operate as a
pipeline in multiple style and iterative mode. These two PEs signal their associate FSM-tile upon reaching of packet processing boundaries and supply
them with information reading packet processing latency. Note that, in both
of these modes, ie. energy-saving and full performance, the FSM tile that
associates with each PE supplies it with the control words including task
pointers to start/stop PE’s execution or to change PE’s processing function.
The procedure adopted in this case-study is performed according to the
following three steps:
1. Determining the latency required for the protocol processing task, the
payload decoding task and the task that encompasses both protocol
processing and payload decoding. The latency was determined by simulation, where these tasks were compiled for an ARM-based processor
and simulated using simplescalar [72].
2. Modeling arrival and service curves, according to section 4.3, using
the traffic generated by the multi-participant call together with the
latency information collected from the first step. These curves were
used to calculate adaptation thresholds for packet processing latency.
In addition, packet processing latency bounds were calculated in the
case of energy-saving only, full performance only and in the case of
adapting from energy-saving to full performance.
3. Validating that adaptation fulfills the second and third necessary requirements mentioned in chapter 4. For this purpose, the node selected for this study was simulated as SystemC [69] model, which was
annotated with the timing information collected in step 1. Note that,
the SystemC model that is used represents the CASIPs; however, the
model was annotated with timing information from the ARM-based
instruction-set simulation for two reasons. First, this experiments
demonstrates the adaptivity of the architecture but does not focus
on the value of packet processing latency itself. Second, there is no
instruction set simulator for the CASIP and simulating payload decoding for VOIP call in RTL is infeasible. Thus, using timing information
from other simulator was justified.
Using the annotated SystemC model, the node was simulated as an
energy-saving case, a full performance case and an adaptable case.
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During the simulation of the SystemC model, the same traffic generated by the multi-participant VOIP call was processed. As a result,
per-packet processing latency as well as worst-case processing latency
were determined. In addition, the number of packets that are accumulated in memory upon the arrival of each packet together with the
worst-case packet accumulation were determined.

Fig. 6.13 represents the SystemC simulation for the energy-saving case,
where only one PE is enabled to serve the aggregate traffic. As illustrated in
Fig. 6.13 (a), the PE served the aggregate traffic of three calls, but failed to
serve the increased rate of the aggregate traffic when the fourth call started.
As a result, service became unbounded, meaning that packet processing
latency and the number of packets accumulated in memory are infinitely
increasing, as illustrated in Fig. 6.13 (b) and Fig. 6.13 (c), respectively.
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Figure 6.13: Packet Processing Latency and Accumulation: 1 PE [2]
Fig. 6.14 represents the SystemC simulation for the full performance
case, where both PEs are pipelined to serve the aggregate traffic. As illustrated in Fig. 6.14 (a), both PEs succeeded in serving the aggregate traffic
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in the four calls. That is, the simulated worst-case value for packet processing latency and packet accumulation were bounded with the corresponding
analytical bounds, as illustrated Fig. 6.14 (b) and Fig. 6.14 (c), respectively. Unfortunately, activating both PEs during the entire service consumes around twice the amount of energy consumed by the energy-saving
case. However, considering that one PE was able to fulfill the needs of the
aggregate traffic until the start of the fourth call, it becomes obvious that
the full performance case misutilized the energy until the start of the fourth
call.
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Figure 6.14: Packet Processing Latency and Accumulation: 2 PEs [2]
Fig. 6.15 represents the SystemC simulation for the case where adaptation is used to maintain the lossless- and latency-guaranteed service. As
illustrated in Fig. 6.15 (a), only one PE is enabled to serve the aggregate
traffic (as energy-saving) until the threshold for packet processing latency
is surpassed, which happened just after the start of the fourth call. Consequently, adaptation was initiated and the other PE was enabled, such that
both are operating as full performance case to maintain the desired packet
processing latency and to avoid dropped packets if memory becomes full.
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Note that initiating adaptation at the right time validates fulfilling the second necessary requirement, which was mentioned in chapter 4. The time for
initiating adaptation is represented by the packet arrival upon which adaptation was started, as highlighted with red in Fig. 6.15(b) and Fig. 6.15(c).
It is worth mentioning that packet processing latency and the number of
accumulated packets increased during a short period after adaptation was
initiated, which consequently led to the worst-case values. This increase
represents adaption time which is mainly the duration of the waiting time
to ensure that the last packet is completely processed, as denoted earlier by
TlpP E in chapter 2. However, an important observation from Fig. 6.15(b) and
Fig. 6.15(c) is that the worst-case values for packet processing latency and
packet accumulation did not exceed their corresponding analytical bounds.
This means that input traffic was offered a bounded service using the adaptable PEs. Therefore, this observation validates fulfilling the third necessary
requirement mentioned in chapter 4 and shows how the adaptive architecture
presented in this thesis succeeded in provisioning QoS without misutilizing
available available energy.
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Figure 6.15: Packet Processing Latency and Accumulation: Adaptable [2]

Chapter 7

Literature Review
This chapter provides a review of high performance and low power packet
and protocol processing architectures. It also reviews different memory systems as well as different monitoring and management approaches. The reviewed works are discussed below in three groups: packet processing, memory and control and management.

7.1

Packet Processing

The past two decades have witnessed an exceptional growth in information
communication speed, which was fueled by the advances in protocol processing architectures. Thus, variant designs have been proposed by industry
and academia [73] [74] [75] [20]. This section discusses some of these designs to illustrate their interesting features and to highlight the similarities
and differences between these designs and the adaptive protocol processing
architecture presented in this thesis.
The IXP1200 [76] is an example of a high performance multi-core packet
processor that supports separating between data plane and control plane.
It targets different protocols that are distributed between layers 2 to layer
4 of the OSI model and can be employed as an offloading engine since it
provides interfaces to host processor (application processor), physical controller and memories. The IXP1200 encompasses six RISC-based and cacheless PEs called micro engines used for packet processing in addition to one
cache-based RISC-based processor used to handle control tasks. The use of
cache-less micro engines constitutes a similarity to the PPP, where cache99
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less CASIPs can be used. However, instead of using a single RISC-based
controller that is scaled to support all PEs, the presented architecture has
EMS, where resources are employed upon demand to fulfill control and management requirements. Considering the micro engines of the IXP1200, each
of them has a local instruction and can exploit thread level parallelism, such
that up to four threads can run while sharing the the local instruction store.
Unfortunately, since it permits sharing of instructions, larger instruction
stores might be required while performance degradation and complexity in
programmability might occur [19][77]. In contrast, the PPP aims at exploiting parallelism between different PEs that have local instruction stores, and
thereby avoids sharing instruction stores between different threads.
IXP2800 [78] is a successor to the IXP1200 aiming to improve performance and flexibility, where more micro engines and larger instruction stores
were used. However, it has a key distinguishing architectural feature: it enables neighbor-to-neighbor connections between micro engines. The IXP2800
has a similarity to the PPP where inter-PE connections are enabled. However, in the case of the PPP, one-to-one and one-to-many inter-PE connections can be utilized between neighbor and non-neighbor PEs, such that
blocking and non-blocking communication can be performed. Furthermore,
inter-PE connections in case of the PPP are reconfigurable and can be enabled and employed upon demand, which facilitates clustering of PEs and
supports exploiting different degrees of parallelism.
Martin Labrecque [79] presented a soft multi-threaded multi-processor
architecture for packet processing on an Field Programmable Gate Array
(FPGA). Labrecque has adopted run-to-completion organization, where
each thread performs same the task on different packets from start to end.
In contrast to IXP1200/IXP2800, the the solution proposed in [79] simplifies
programability and avoids shared instructions, but does not avoid sharing
packet data. In addition, it might lead to reduced energy efficiency and area
efficiency, especially when input traffic does not require the use of all threads.
The PPP can be reconfigured to support different organizations including
the run-to-completion. Moreover, the PPP permits run-time adaptation
to support QoS and maintain energy utilization when traffic has variant
characteristics.
In [80], T. Henriksson presented a shared memory protocol processor.
The design in [80] encompasses a RISC-based management processor and a
non-pipelined processor loosely-coupled with five custom accelerators. This
design aims at accelerating certain compute-intensive packet processing tasks

7.1. PACKET PROCESSING

101

that are commonly required by different protocols. Hence, once the processor core has detected one of these tasks, it dispatches it to an accelerator
to be processed independently from and in parallel to the main instruction
flow, which represents the non-accelerated protocol processing tasks. However, efficient utilization of the core and the accelerators in parallel is not
always possible. That is, when dispatching an instruction to a corresponding
accelerator, other instructions within the core flow need to be scheduled to
fill the time gap until the accelerator’s result is returned; otherwise, the anticipated gain in performance and energy efficiency is impacted. Note that
using these custom accelerators might lead to performance gain; however,
they restrict the processor’s flexibility. With some similarity, PRO3 [65] is
yet another programmable protocol processor adopting the use of pipelined
custom HW blocks besides a RISC-based controller in both of its available
cores. In contrast to PRO3 and to Henriksson’s architecture, the PPP presented in this thesis can be customized to suit the desired flexibility and
energy efficiency by including either CRHB or CASIP, or both. Besides, the
PEs, regardless of their type, can be utilized in different shared memory and
message passing organizations to facilitate the achievement of the required
performance and energy. Moreover, instead of using a RISC-based controller
that is dimensioned for the entire design, the architecture presented in this
thesis relies on the EMS for providing upon demand employment of control
resources to better utilize the energy budget.
Attempting to improve energy efficiency through customization and reconfiguration, Syed Waqar Nabi presented in [81] a dynamically reconfigurable Media Access Control (MAC) processor. Based on an extended RISC
processor and reconfigurable hardware co-processors, Nabi’s processor was
designed to target the MAC layer in multi-standard hand-held devices. This
MAC processor was expected to be more energy-efficient since it is based on
three "flexibility levels" [81] for reconfiguration to effectively match the target application. Using these "flexibility levels", the MAC processor exploits
the overlap in functionality between three different wireless standards and
performs a reconfiguration on per-packet bases to execute uncommon tasks.
However, reconfiguration on per-packet bases might leads to considerable
latency and energy overhead. To avoid such overhead, the architecture presented in this thesis proposed time-critical adaptability, where only a small
register needs to be loaded; therefore the reconfiguration is performed with
low latency to help maintain QoS.
Govindaraju et al in [82], proposed improving energy efficiency by ex-
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tracting common and repetitive instruction traces and building them as customized HW functions. These HW functions are then grouped and interconnected together as a mesh within an accelerator. The accelerator is attached
to the pipeline of a cache-based GPP. According to [82], the HW functions
can be reconfigured at run time by loading their configuration registers, to
suit corresponding instruction bodies detected in the main instruction trace.
This accelerator is fed with inputs from the processor pipeline or through
memory access. However, the communication between the accelerator’s HW
functions is carried through a circuit switching network. Considering the
adaptive architecture presented in this thesis, the PEs within PPP can be
used in different organizations including the pipeline. Each of these PEs, has
an independent interface to the memory, while intercommunication between
these PEs can be message passing, shared memory or both. In contrast to
the CPU used for control in [82], the adaptive architecture presented in this
thesis uses the EMS, which can be employed upon demand to fulfill control
and management needed for the active PEs.
Yan Luo et al. in [41] considered the case of energy misutilization during
reduced workload and presented a power management technique based on
clock-gating to disable unused PEs in IXP1200. This technique, achieved
up to a 30% reduction in dynamic power. However, using this technique
needed additional tasks for terminating the threads running on the PE which
is selected for clock-gating in order to prevent corrupting the packet being
processed. In contrast, the design of the presented architecture possesses a
mechanism to ensure that no packet is left incompletely processed during
adaptability. Furthermore, the presented architecture can ensure that no
packet will be lost or dropped because of insufficient memory space during
adaptability.

7.2

Memory

Xelerated1 [83] produced a data-flow architecture that is designed as a multistage pipeline formed of programmable elements. This pipeline can be up
to 400 stages where each stage is performed in one clock-cycle using one
packet instruction-set computer. Every packet traversing the pipeline is
associated with an execution context that contains some registers flags as
well the first 256 bytes of the corresponding packet. In contrast, the POM
1

Note that the company Xelerated has been acquired by Marvell
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allows the packet to be associated with its execution context in the same
packet residence, such that no data movement is required during different
stages of the pipeline.
Cao et al. [84] presented an approach for analyzing program variables and
allocating a set of memory banks with different sizes. In this approach, the
memory banks are organized in a hierarchy, such that the smallest are on top
and closest to the processor. Cao proposed placing the most frequently used
variables into the smallest banks to benefit from their reduced access latency
and access energy. The POM similarly aims to benefit from the small access
latency and access energy of the small banks, where the desired bank size
is set during dimensioning and customization. However, in contrast to [84]
where latency and energy increase towards the bottom of the hierarchy, all
locations in POM have the same access latency and access energy.
S. Ur Reehman et al. proposed an approach for conflict-free memory
mapping based on analyzing data accesses and accordingly customizing the
interconnection network [85]. In this approach, the conflicts are resolved
through introducing additional switching units to the interconnect. However, introducing additional switching units not only increases the access
latency, but also results in access latency variation since the paths where no
conflict is detected remain without additional switching units. The POM has
an interconnect and management unit that prevent conflicts by supporting
parallel accesses to memory locations with constant latency.
K. Chang et al. in [86] proposed a memory centric communication architecture to solve the conflicts that appear due to sharing. This architecture
is built from multiple single port memories connected to an equal number
of masters via crossbar interconnect. In addition, an additional set of true
multi-port memories was used to serve as the shared region. The POM has
some similarity to this architecture since POM uses single port memories
and interconnect to emulate a multi-port memory system. In contrast to
Chang’s memory architecture, the POM avoids using the conflict-prone and
expensive multi-port shared region since accesses are performed as a result
of the cooperation between the interconnect and the CMM.
Oh et al. in [87] proposed an approach to minimize the size of memory
buffers required for non-primitive data in synchronous data-flow-based applications. This approach starts by allocating the minimum required buffer
size, then binds it to the rest of the buffer that resides elsewhere in the memory. This approach has a potential to improve memory access efficiency in
the case of header processing applications, like packet forwarding. However,
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to serve such applications using the POM, it can be customized to work
within a hierarchy such that the packet residence only accommodates the
packet header together with a pointer to the rest of the packet in a larger
memory.
Y. Iosifidis et al. in [88] combined static and dynamic memory management to enable efficient data access and efficient memory storage. Static
data management utilizes compile-time analysis to find an optimized mapping of data across memory hierarchy, and places frequently accessed data
in memories that are smaller and closer to the processor. Dynamic memory management customizes the dynamic memory allocators and uses a fit
algorithm to find available fit or to make one. In the case of POM, a static
analysis is used during memory dimensioning and customization in order to
provide service guarantees. Besides this, the allocator within the CMM fits
the coming packet in an elastic group of memory blocks forming a storage
entity that has single-cycle access time. In contrast to the fit algorithm
used in [88], where search time is non-deterministic, allocation in POM is
deterministic.

7.3

Control and Management

In [89], Bonesana et al. proposed an adaptable architecture together with a
compiler that aimed to exploit parallelism in regular expression matching.
As described in [89], the architecture is built upon a data path of clusters
that are organized in parallel, thus permitting the user to decide the number
of parallel components that fulfills the demands of the use case. The number
of parallel components is decided at compile time using a cost function,
which determines different trade-offs between performance, power and area.
Similarly to [89], the adaptive architecture presented in this thesis permits
compile time adaptation based on static analysis of the use case. Moreover,
the presented adaptive architecture enables run-time adaptability, which is
crucial to maintaining the desired QoS attributes.
In [90], Shiyanovskii et al. presented a SW run-time adaptation manager
for scheduling of reconfigurable HW fabric used in board-level systems. the
authors in [90] assumed a pre-configured tile of hardware that is tailored
for certain attributes like power and performance. The adaptation manager
assigns application functions to the HW. This is done by selecting, from
a library, the function configuration that meets the requirement and loads
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it into the HW. The adaptation manager collects data related to power
and time and uses them to enrich its knowledge-base, which is used for
future adaptation decisions. The architecture presented in this thesis, which
is chip-level, also assumes pre-configured tiles of resources to enable rapid
adaptability. However, it proposes a complete HW system where monitors
run concurrently and adaptation decisions are embedded within the preconfigured resources.
In [91], Wu et al. proposed an elastic architecture that is based on an
instruction-set type of CPU. The design in [91] uses run-time adaptation at
micro-architecture level in order to achieve the trade-off between power and
performance, such that it can suit the requirements of the use case. The
adaptive architecture presented in this thesis uses a management scheme
that can control and manage homogeneous and heterogeneous multi-core
datapaths without restricting the PEs to be instruction-set based. Besides,
the presented architecture enables the balance between energy consumption
and performance through rapid adaptability.
However, an essential requirement for successful management of resources
as well as adaptivity is to efficiently collect status information about the
system and the processing. Hence, SW, HW or hybrid monitors can be
employed in order to collect information like QoS, buffer usage or power
while considering events at different levels of implementation detail [92][93].
Dubach et al. in [34], proposed a method for collecting run-time status information using HW monitors and then supplying collected information to
a predictive model. As a result, the predictive model makes decisions for architecture adaptation in order to suit the performance and energy demands
of each phase of the application phases. As mentioned in [34], collecting
status information using the proposed monitors led to the risk of saturating
processing resources. Consequently, the authors of [34] proposed a remedy
to the problem by profiling the configuration that represents the largest resource structures, then using the outcomes to reconfigure the system for the
required use case, thus capturing the worst-case scenario. In contrast, the
adaptive architecture presented in this thesis adopts the diffusion of status
collectors in all parts of the architecture. These collectors are associated
with monitors that can be customized in terms of type and size. Thus,
information collectors concurrently feed their associate HW QoS monitors,
which evaluate the need for adaptation with low-latency compared to the
SW evaluation method proposed in [34].
In [93], Ruaro et al. proposed a scheme that supports QoS manage-
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ment in real-time applications at run time. With some similarity to the
adaptive architecture presented in this thesis, the approach in [93] determines QoS thresholds statically and utilizes run-time monitoring to detect
surpassed thresholds. Regarding management of resources, the approach
proposed in [93] adopts the use of direct and indirect task migration to allocate more resources. That is, direct task migrations stops the task and
moves it together with its context to other resource. On the other hand,
indirect task migration is performed by offloading the tasks that share the
processing resource together with the prioritized task. In contrast, the architecture presented in this thesis enables and brings the resource into the
computational space of the task of interest.
Azimi et al. in [94] claimed that HW performance monitors have a limited number of counters and they only capture micro-architectural details.
Therefore, they proposed solving this problem by counter-multiplexing. However, the components of HW performance monitor and the number of HW
counters required for the system depends on the target application and the
nature of events to be captured. Besides, the crucial point is concurrency
as well as low-latency notification in the case of surpassed threshold(s) [35].
The adaptive architecture presented in this thesis uses HW monitors that
operate concurrently and have single-cycle notification latency upon threshold surpass. Besides, the presented architecture adopts using customizable
monitors, where the size and the components of these monitors can be selected at design time, thus satisfying application needs without resource
overhead. Specifically, the CMM in the POM supplies the EMS a continuous track of memory in terms of busy/free space and backlog size. Similarly,
the PPP supplies the EMS with information regarding processing latency
and throughput.
Since the adaptive architecture presented in this thesis uses a set of
FSM tiles that can be elastically clustered upon demand, it is helpful to
consider different solutions for FSM cascade. FSM decomposition combined with clock-gating techniques has been studied in several research works
[49][95][96][50][97][51][52][53][54]. In contrast to these works where cascaded
FSMs are supplied with the common input bits, the clustered FSM-tiles
within EMS have separate inputs when cascaded. The use of common input
bits was avoided in cascaded FSM-tiles since the next-state realization can
be achieved using explicit and implicit states. Thus, the information about
current state and input events occur at each FSM tile propagating through
the cascade. Consequently, it was possible to reduce the total size of the
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state-transition tables within the cascade. Note that the EMS also uses a
clock-gating approach at FSM-tile level when FSM tiles are cascaded and
synchronized, as well as at state evaluation level within the single FSM due
to the use of a sliced state-transition table.
In [98], García-Vergas et al. proposed implementing FSMs using Read
Only Memory (ROM). Since the size of ROM increases depending on the
number of inputs, the authors of [98] proposed overcoming this issue by using
an input multiplexing mechanism, such that only effective inputs are taken
into account. The technique proposed in [98] shows a potential to reduce
the size of needed ROM; however, the reduction depends on the number of
effective inputs while. Unfortunately, in the worst-case no reduction can be
achieved, giving that the overhead of the multiplexers remain present. The
architecture presented in this thesis uses FSM tiles with independent input
event bits and uses a per-state activated state-transition table to exploit the
possible energy reduction when the use case has less event bits.
In [99], Sklyarov proposed using Random-Access Memory (RAM)-based
FSM to permit usability as well as the possibility to modify the functionality
FSM at run time. The technique in [99] is based on special state assignment
together with input vector encoding. However, enabling usability in this
work came at the cost of increased RAM size. With some similarity to the
adaptive architecture presented in this thesis, using SRAM enabled reusability and run-time adaptation. However, EMS is different since it relies on
pre-programmed images of the functionality inside the FSM tiles. Thus,
rapid adaptation can be achieved by switching these function images, which
takes constant time regardless of minor or major change in functionality.

Chapter 8

Conclusion
This thesis has presented an adaptive coarse-grain reconfigurable protocol
processing architecture that has led to improved performance, energy efficiency and area efficiency. In addition, it has enabled QoS provisioning
through agile adaptation while avoiding energy misutilization. Furthermore, it has prevented packet loss or packet corruption when adaptation
of resources is performed.
The results have shown that the PPP that encompasses CASIPs, which
are tailored for protocol processing, has retained flexibility and has led to
improved energy and area efficiency. Furthermore, since these CASIP were
designed to have small area and low power consumption, it was possible to
integrate them in parallel and consequently, aggregate throughput has been
increased. Permitting the customizing of the PPP to encompass CRHBs has
led to further reduction in energy which is beneficial for lower-layer protocols
according to OSI’s seven-layers model.
Since the assessment of processing quality need not be isolated from the
memory support, the results have demonstrated the effect of using the POM
on reducing access latency and energy. Specifically, they have demonstrated
how it was possible, by dividing memory into smaller slots and emulating
multi-port memory, to reduce access latency, reduce access energy and improve occupancy compared to a single memory bank of the same total size.
In addition, the results have shown that the use of POM has enabled deterministic access to all data words within the packet, has eliminates latency
overhead and has permitted the accurate dimensioning required to guarantee
the service.
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Further to the improvements achieved due to using the PPP and the
POM, the results have shown how slicing the state-transition table of the
FSM tile has led to reduced latency and energy consumption during nextstate evaluation. Moreover, the elastic structure of the FSM tiles within the
EMS, where input events from associate PEs are split, has led to significant
area reduction upon cascade composition. In addition, the use of multitable output block has made run-time re-clustering possible and has solved
the problem of conflicting outputs when the functionality of the FSM is
changed. That is, it becomes possible to change functionality of the FSM
without requiring re-programming or extra HW.
The thesis has shown how diffusing information collectors in different
parts of the design besides using monitors with low-latency notification has
resolved the problem of interfering and saturating main processing follow
and has provided concurrent update for system state.
The outcome of integrating the aforementioned features has permitted
rapid and agile adaptation at run time to provision QoS; however, nothing
comes for free. Enabling time-critical adaptability required pre-planning,
such that the PEs within the PPP needed to be prepared. In the case of
CASIP, preparing time-critical adaptability required some code overhead.
Similarly, the associate FSMs tiles needed to be pre-programmed accordingly. Fortunately, this overhead helped avoid the long re-programming
process of these resources upon adaptation; otherwise re-programming latency would have impacted QoS.
Finally, it worth highlighting the fact that the design has a rich set of
customization options, thus providing the end-designer with the freedom to
balance between flexibility and efficiency according to application needs. In
addition, customization involved methodological dimensioning of resources
in order to facilitate service guarantees. Due to this customization, employing the architecture presented in this thesis has the potential to reduce engineering efforts to finely suit target application. Business-wise, this translates
into reducing Time To Market (TTM) and improving design and operating
cost effectiveness.

Chapter 9

Future Work
This thesis has presented an adaptive protocol processing architecture that
can be customized at design time and reconfigured at boot time as well as
run time to effectively suit use case and traffic demands. However, a few
issues need to be considered for future research to ease the applicability of
this architecture. This section briefly mentions these issues.

Compiler and Configurator
The compiler facilitates programming and generates configuration binaries
for the entire architecture. The vision of the compiler is to be able to
translate a program written using Berkeley sockets [37], together with some
directives that describe traffic and processing constraints, such as traffic
rate, burstiness, QoS thresholds and energy constraints. Then the compiler
generates configuration binaries that are not only required to fill the CS, but
also used to program the FSM tiles and the PEs. Compilation can also use
a library of pre-compiled common functions to facilitate rapid generation
of configuration, such that missing functions can be completely compiled
and used to enrich this library. Note that the research work regarding
the compilation and the automatic generation of configuration binaries will
affect the CS and will likely lead to an improved structure of the CS.

Memory
The capabilities of the POM need to be enhanced, such that it can handle
multiple PEs within the same cluster in addition to the PHY controller
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and application processor. Besides this, further improve is required for the
CMM, such that available memory space can be partitioned and distributed
among different clusters.

Case studies
Further case studies need to be considered to help demonstrate the capacity and efficiency of the architecture. An interesting case study considers
how cache coherence protocols affect variation in latency overhead and compares the result to the latency of the POM. Another case study considers
the adaptivity of the architecture during complex applications, like video
streaming.

Appendix A

CASIP: Design Details
Overview
The CASIP has different customization options. This Appendix provides a
description of a CASIP instance. CASIP is an instructions-based processing
element with 32-bit datapath. It is single cycle processor. It has instruction length is fixed to 16 bits. It assumes local instruction memory that is
organized in one or more banks.
It contains five main units which are:
1. Register Structure
2. Arithmetic and Logic Unit
3. Data Manipulation Unit
4. Timing/Counting Unit
5. Control Unit
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This PE is connected to the external world by ports and signals as described by Table A.1.

Table A.1: I/O Signal Description
Name
Input_Port
Output_Port
Input_Programming port

Direction
IN
OUT
IN

Size
32
32
16

Program_Enable signal

IN

1

Output_Programming_Port

OUT

16

Input_Port_IM0
Input_Port_IM1
Input_Port_IM2
Input_Port_IM3
Address_Out_IM

IN
IN
IN
IN
OUT

16
16
16
16
8

Write_Enable_IM

OUT

1

Task_Pointer_Port

IN

22

Equal_Out_Signal

OUT

1

Auto_Reload_Signal

IN

1

Clock_Signal
Reset_signal
Produce_Token signal

IN
IN
OUT

1
1
1

Consume_Token signal

OUT

1

Data_IN_OUT

IN/OUT

32

Address_Out

OUT

16

Counts_Out

OUT

32

Description
Connects to other PEs
Connects to other PEs
Connects to the controller;
carry instruction
to be written in instruction memory
Connects to the controller;
Active low; enables writing
instruction memory and
stalls processor execution
Connects to Instruction Memory;
carry instruction to be
written in instruction memory
Read instruction from bank0
Read instruction from bank1
Read instruction from bank2
Read instruction from bank3
Address to all banks
in the instruction memory
Active low;
set write operation for
instruction memory for write
Connects to the controller,
contains the start and end
address of the
instructions-block to be executed
Active High; indicates end of
execution as specified by TP
Active High, reloads the start
address given by TP and continue
execution;
processor keep looping automatically
clock
Reset; Active High
Active High; indicates
a token is produced
(works with or without data out)
Active High; indicates
a token is consumed
(works with or without data in)
Input/Output data to
packet memory
Address to packet
memory
Statistics to the controller
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Architecture
This section describes the units that build up the CASIP as well as the
instruction-set.

Register Structure
The processing element includes general purpose registers, special purpose
registers, control registers and (optionally) counter registers. Register structure has 4-bit address space and its used to address registers within these
groups.
General Purpose Registers (Register File)
The register File includes the general purpose registers. The register File has
eight 32-bit registers, two read ports (RA, RB) and one write port (RW)
as illustrated in Figure A.1. The registers are addressed by 3 bits which
are the least significant 3 bits of register structure address space. Read
registers have the addresses provided by the first and second operand-fields,
respectively while Write register have the same address as the first read
(RA) address. Registers names and addresses are given in Table A.2.

Figure A.1: Register File

Special Purpose Registers
Includes two 16-bit registers where both are bit accessible. Each of them has
an address within the register structure address space, while its individual
bits are addressed by other 4-bit address coming as an operand. Table A.3
shows the addresses of these two registers.
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Table A.2: General Purpose Registers (Register File)
Name
R0
R1
R2
R3
R4
R5
R6
R7

Address (within RS)
0000
0001
0010
0011
0100
0101
0110
0111

Table A.3: Special Purpose Registers
Name
Flag Register
Counter Setup

Address
1000
1001

1. Flag Register is the register that stores information regarding ALU
operations or the handshaking signals. The fields of this register are
listed in Table A.4.
2. Counter Setup is the register that configure, start and stop counters
and records their cout bits. The fields of this register are listed in
Table A.5.
Timing/Counting Unit
This section explains addressing and accessing details of timing/counting
unit. Addresses are shown in Table A.6.
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Table A.4: Flag Register
Bit
Name
C
LT
EQ
GT
ODDP
Cout0
Cout1
Cout2
IEC0
IEC1
IEC2
IESW
PUT_OUT
GET_OUT
imml
immh

Bit
No.
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Accessing
Address
0000
0001
0001
0001
0100
0101
0110
0111
1000
1001
1010
1011
1100
1101
1110
1111

Description
Carry out from ALU
Less Than from ALU
Equal from ALU
Grater Than from ALU
Odd Parity;reduce out from ALU
Counter0 cout form counter unit
Counter1 cout form counter unit
Counter2 cout form counter unit
Enable interrupt on Cout0
Enable interrupt on Cout1
Enable interrupt on Cout2
Enable and issue SW interrupt
Handshake signal
Handshake signal
Used in controlling lower 16-bit immediate
Used in controlling higher 16-bit immediate

Instruction Set Description
This processing element is an instruction-set-based. Its instructions set has
been defined to provide the common operations required for protocol processing. Each instruction has a fixed length of 16 bits and must be executed
in one clock cycle; except of immediate instructions (IML and IMH). The
addressing mode used is register indirect [100]. Note that the address space
of the instruction memory is customizable; therefore, if the address is less
than 32 bits, the least significant bits of the register are used. Similarly,
the address space of the packet memory is customizable; therefore, if the
bit-width of the address together with the request-length command is less
than 32 bits, the least significant bits of the register are used. OPcodes are
6 bits and each operand is 4 bits. Instructions forming the instruction set
and are categorized in the Table A.7, Table A.8, Table A.9 and Table A.10.
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Table A.5: Counter Setup
Bit
Name
en0
up_down0
en1
up_down1
auto_reload1
res1_0
res1_1
res1_2
en2
up_down2
auto_reload2
res2_0
res2_1
res2_2
load_C1
load_C2

Bit
No.
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Access
Address
0000
0001
0010
0011
0100
0101
0110
0111
1000
1001
1010
1011
1100
1101
1110
1111

Description
Enable counter0; count unit
Up/down select for counter0
Enable counter1 count unit
Up/down select for counter1
Auto reload for Counter1
Bit0 of resolution select for Counter1
Bit1 of resolution select for Counter1
Bit2 of resolution select for Counter1
Enable counter2; count unit
Up/down select for counter2
Auto reload for Counter2
Bit0 of resolution select for Counter2
Bit1 of resolution select for Counter2
Bit2 of resolution select for Counter3
Loads the Count_Reg1 to Count_Control1
Loads the Count_Reg2 to Count_Control2

Table A.6: Timing/Counting Unit
Name
C0
C1
C2
C3

Address
1100
1101
1110
1111

Notes
Used to Write-Read C0
Used to Write-Read C1
Used to Write-Read C2
Used to Write C1&C2 in 32-bit mode
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Table A.7: ALU Instructions
Symbolic
OPcode
ADD
ADDC
SUB
INC
DEC
COMP
AND
OR
XOR
NOT
RED
FOLD
SHL
SHR

Arguments
Rx, Ry
Rx, Ry
Rx, Ry
Rx
Rx
Rx, Ry
Rx, Ry
Rx, Ry
Rx, Ry
Rx
Rx
Rx
Rx, Ry
Rx, Ry

Length
6+4+4
6+4+4
6+4+4
6+4
6+4
6+4+4
6+4+4
6+4+4
6+4+4
6+4
6+4
6+4
6+4+4
6+4+4

Description
Rx = Rx + Ry
Rx = Rx + Ry + FR(C)
Rx = Rx - Ry
Rx = Rx + 1
Rx = Rx - 1
FR(LT,EQ,GT) = Compare(Rx, Ry)
Rx = Rx and Ry
Rx = Rx or Ry
Rx = Rx xor Ry
Rx = not Rx
FR(ODDP) = reduce(Rx)
Rx = Rx[31:16] + Rx[15:0]
Rx = Rx ≪ positions(Ry)
Rx ≫ positions(Ry)

Table A.8: Data Manipulation Instructions
Symbolic
OPcode
MOV
LD
ST
LDBP
STBP
IML

Arguments
Rx, Ry
Rx, Ry
Rx, Ry
Rx, Ry
Rx, Ry
Rx

Length
6+4+4
6+4+4
6+4+4
6+4+4
6+4+4
6+4

IMH

Rx

6+4

IN
OUT
STB
CLB

Rx
0000,Ry
Bit_Name
Bit_Name

6+4
6+4+4
6+4+4
6+4+4

Description
Rx = Ry
Rx = DATA_MEMORY(Ry)
DATA_MEMORY(Ry) = Rx
Rx = OUTPORT = DATA_MEMORY(Ry)
DATA_MEMORY(Ry) = Rx = IN
Rx[31:16] = 0 &
Rx[15:0] = INST_MEMORY(PC+1)
Rx[31:16] = INST_MEMORY(PC+1) &
Rx[15:0]
Rx[31:16] =INST_MEMORY(PC+2)
Rx = INPORT
OUTPORT = Ry (second operand)
SPR(Bit_Name) = 1
SPR(Bit_Name) = 0
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Table A.9: Control Instructions
Symbolic
OPcode
JMP
JEQ
JLT
JLEQ
JC
JP
JSM
NOP
RET
WAITP
WAITG

Arguments
Rx (ADDR)
Rx (ADDR)
Rx (ADDR)
Rx (ADDR)
Rx (ADDR)
Rx (ADDR)
Rx (ADDR)
-

Length
6+4
6+4
6+4
6+4
6+4
6+4
6+4
6
6
6
6

Description
PC = [Rx]
FR(EQ) ⇒ PC = [Rx]
FR(LT) ⇒ PC = [Rx]
FR(LT) OR FR(EQ) ⇒ PC = [Rx]
FR(C) ⇒ PC = [Rx]
FR(ODDP) ⇒ PC = [Rx]
SINGLE_MODE = 0 ⇒ PC = [Rx]
NO Operation
Return from interrupt
Idle until PUT_IN = 1
Idle until GET_IN = 1

Table A.10: Custom Instruction
Symbolic
OPcode
CSUM

Arguments
Rx, Ry

Length
6+4+4

MATCH

Rx, Ry

6+4+4

Description
Rx = checksum from [Rx] to [Ry]
Performs checksum for
the data placed between
these two addresses.
Each Iteration is performed in
a single cycle
Rx = match from [Rx] to [Ry]
Performs match for
the pattern placed between
these two addresses.
Each Iteration is performed in
a single cycle
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Instruction Memory
Instruction memory is divided into three sections:
1. Boot Section is the first part of the instruction memory and is booked
for initialization code.
2. Interrupt handler Section is the second part of instruction memory
and is booked for the handler of all interrupts.
3. Code Section is the third part of instruction memory and is booked
for the instruction of the program.
The boot section has 10 locations must end with a JMP to the starting address of the code section, otherwise the PC with enter the interrupt
section.
The code section starts after interrupt section and ends by the end if the
instruction memory.
The PE supports four interrupts. Three interrupts are associated with
the counting/timing unit and one software interrupt that can be triggered
by the user using an STB instruction. The interrupt redirects the PC to
the corresponding address in the instruction memory. Each interrupt has 10
locations in the instruction memory. If more than 10 locations are needed
to serve the interrupt, a JUMP instruction can be used to jump to the area
that resides elsewhere in the instruction memory and stores the rest of the
interrupt-handler’s instructions. Returning from interrupt is done by issuing
a RET instruction. In case of SW interrupt, the first instruction must clear
IESW bit so that PC start incrementing and fetching the instructions of the
interrupt handler.
Structure and addresses of instruction memory are listed in Table A.11.

Instruction Decoding
Table A.12 shows the symbolic representation (OPCodes) of the instructions
as well as their corresponding binary codes.
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Table A.11: Instruction Memory Address Space
Section
Boot
Interrupt C0
C1
C2
SW
Code

Address (Hex)
00 - 09
0A - 13
14 - 1D
1E - 27
28 - 31
32 - END

Table A.12: Instruction Decoding
Symbolic OPcode
NOP
ADD
ADDC
SUB
INC
DEC
COMP
OR
AND
NOT
XOR
RED
FOLD
SHL
SHR
MOV

Binary Code
000000
000001
000010
000011
000100
000101
000110
000111
001000
001001
001010
001011
001100
001101
001110
001111
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Instruction Decoding (cont.)
Symbolic OPcode
LD
ST
LDBP
STBP
IML
IMH
IN
OUT
STB
CLB
JMP
JEQ
JLT
JLEQ
JC
JP
JSM
RET
WAITP
WAITG
CSUM
MATCH
reserved

Binary Code
010000
010001
010010
010011
010100
010101
010110
010111
011000
011001
011010
011011
011100
011101
011110
011111
100000
100001
100010
100011
100100
100101
100110 - 111111

Appendix B

Background Information
The OSI Model
Layer number and name

7 Application Layer

Protocol or function examples

Example: FTP, TFTP, HTTP

5 Session Layer

Session establishment & support

4 Transport Layer

Example: UDP, TCP

3 Network Layer

Example: IPv4, IPv6

2 Data-Link Layer

Ethernet MAC

1 Physical Layer

Example: Data Encoding

Figure B.1: The Seven-Layer OSI Model
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Lower Layers

Upper Layers

6 Presentation Layer Example: Encryption, Compression
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Common Packet Headers
IPv4 Header
0

4

8

Header
Version
Length

16

Total Length

Type of Service
Flags

Identiﬁcation
TTL

31

19

Protocol

Fragment Oﬀset
Header Checksum

Source Address
Destination Address
Options & Padding

Figure B.2: IPv4 Header

UDP Header
31

15 16

0
Source Port Number

Destenation Port Number

Length

Checksum

Dtata and Padding (if any)

Figure B.3: UDP Header

Pseudo Header
31

15 16

0

Source IP Address
Destentaion IP Adress
Zero

Protocol

UDP Length

Figure B.4: Pseudo Header
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Checksum Calculation
Packet

16-bit block

+
Sum

+

No
MSB=1

Yes Upper Half
of Sum

Figure B.5: Checksum Calculation [5]

Lower Half
Of Sum
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