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Abstract

In biology, many different kinds of microscopy are used to study cells.
There are many different kinds of transmission microscopy, where light is
passed through the cells, that can be used without staining or other treatments
that can harm the cells. There is also fluorescence microscopy, where fluores-
cent proteins or dyes are placed in the cells or in parts of the cells, so that
they emit light of a specific wavelength when they are illuminated with light
of a different wavelength. Many fluorescence microscopes can take images
on many different depths in a sample and thereby build a three-dimensional
image of the sample. Fluorescence microscopy can also be used to study par-
ticles, for example viruses, inside cells. Modern microscopes often have digital
cameras or other equipment to take images or record time-lapse video.

When biologists perform experiments on cells, they often record image
sequences or sequences of three-dimensional volumes to see how the cells be-
have when they are subjected to different drugs, culture substrates, or other
external factors. Previously, the analysis of recorded data has often been
done manually, but that is very time-consuming and the results often become
subjective and hard to reproduce. Therefore there is a great need for technol-
ogy for automated analysis of image sequences with cells and particles inside
cells. Such technology is needed especially in biological research and drug
development. But the technology could also be used clinically, for example
to tailor a cancer treatment to an individual patient by evaluating different
treatments on cells from a biopsy.

This thesis presents algorithms to find cells and particles in images, and
to calculate tracks that show how they have moved during an experiment.
We have developed a complete system that can find and track cells in all
commonly used imaging modalities. We selected and extended a number of
existing segmentation algorithms, and thereby created a complete tool to find
cell outlines. To link the segmented objects into tracks, we developed a new
track linking algorithm. The algorithm adds tracks one by one using dynamic
programming, and has many advantages over prior algorithms. Among other
things, it is fast, it calculates tracks which are optimal for the entire image se-
quence, and it can handle situations where multiple cells have been segmented
incorrectly as one object. To make it possible to use information about the
velocities of the objects in the linking, we developed a method where the
positions of the objects are preprocessed using a filter before the linking is
performed. This is important for tracking of some particles inside cells and
for tracking of cell nuclei in some embryos.

We have developed an open source software which contains all tools that
are necessary to analyze image sequences with cells or particles. It has tools
for segmentation and tracking of objects, optimization of settings, manual
correction, and analysis of outlines and tracks. We developed the software to-
gether with biologists who used it in their research. The software has already
been used for data analysis in a number of biology publications. Our system
has also achieved outstanding performance in three international objective
comparisons of systems for tracking of cells.
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Sammanfattning

Inom biologi används många olika typer av mikroskopi för att studera
celler. Det finns många typer av genomlysningsmikroskopi, där ljus passerar
genom cellerna, som kan användas utan färgning eller andra åtgärder som
riskerar att skada cellerna. Det finns också fluorescensmikroskopi där fluore-
scerande proteiner eller färger förs in i cellerna eller i delar av cellerna, så
att de emitterar ljus av en viss våglängd då de belyses med ljus av en annan
våglängd. Många fluorescensmikroskop kan ta bilder på flera olika djup i ett
prov och på så sätt bygga upp en tre-dimensionell bild av provet. Fluore-
scensmikroskopi kan även användas för att studera partiklar, som exempelvis
virus, inuti celler. Moderna mikroskop har ofta digitala kameror eller liknande
utrustning för att ta bilder och spela in bildsekvenser.

När biologer gör experiment på celler spelar de ofta in bildsekvenser eller
sekvenser av tre-dimensionella volymer för att se hur cellerna beter sig när de
utsätts för olika läkemedel, odlingssubstrat, eller andra yttre faktorer. Tidi-
gare har analysen av inspelad data ofta gjorts manuellt, men detta är mycket
tidskrävande och resultaten blir ofta subjektiva och svåra att reproducera.
Därför finns det ett stort behov av teknik för automatiserad analys av bildse-
kvenser med celler och partiklar inuti celler. Sådan teknik behövs framförallt
inom biologisk forskning och utveckling av läkemedel. Men tekniken skulle
också kunna användas kliniskt, exempelvis för att skräddarsy en cancerbe-
handling till en enskild patient genom att utvärdera olika behandlingar på
celler från en biopsi.

I denna avhandling presenteras algoritmer för att hitta celler och partiklar
i bilder, och för att beräkna trajektorier som visar hur de har förflyttat sig
under ett experiment. Vi har utvecklat ett komplett system som kan hitta
och följa celler i alla vanligt förekommande typer av mikroskopi. Vi valde
ut och vidareutvecklade ett antal existerande segmenteringsalgoritmer, och
skapade på så sätt ett heltäckande verktyg för att hitta cellkonturer. För
att länka ihop de segmenterade objekten till trajektorier utvecklade vi en ny
länkningsalgoritm. Algoritmen lägger till trajektorier en och en med hjälp
av dynamisk programmering, och har många fördelar jämfört med tidigare
algoritmer. Bland annat är den snabb, den beräknar trajektorier som är opti-
mala över hela bildsekvensen, och den kan hantera fall då flera celler felaktigt
segmenterats som ett objekt. För att kunna använda information om objek-
tens hastighet vid länkningen utvecklade vi en metod där objektens positioner
förbehandlas med hjälp av ett filter innan länkningen utförs. Detta är betydel-
sefullt för följning av vissa partiklar inuti celler och för följning av cellkärnor
i vissa embryon.

Vi har utvecklat en mjukvara med öppen källkod, som innehåller alla verk-
tyg som krävs för att analysera bildsekvenser med celler eller partiklar. Den
har verktyg för segmentering och följning av objekt, optimering av inställning-
ar, manuell korrektion, och analys av konturer och trajektorier. Vi utvecklade
mjukvaran i samarbete med biologer som använde den i sin forskning. Mjukva-
ran har redan använts för dataanalys i ett antal biologiska publikationer. Vårt
system har även uppnått enastående resultat i tre internationella objektiva
jämförelser av system för följning av celler.
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Chapter 1

Introduction

Time-lapse microscopy is an important tool for biomedical research [Coutu and
Schroeder, 2013]. The term time-lapse means that images are recorded with a
much lower frame rate than in normal video. This makes it possible to study
processes which are too slow for a human to observe. Time-lapse microscopy allows
researchers to monitor dynamic phenomena such as proliferation [Rapoport et al.,
2011], migration [Bise et al., 2011a], mitosis [Neumann et al., 2010, Huh et al., 2011],
and cell death [Ellis and Horvitz, 1986] on a single cell level. Time-lapse microscopy
has for example been used to study differentiation of stem cells [Gilbert et al., 2010],
to evaluate the effects of cancer drugs on the migration and proliferation of cancer
cells [Adanja et al., 2010, Chen et al., 2006], and to follow individual cells during
embryogenesis to understand how they give rise to different tissues [Sulston et al.,
1983, Amat et al., 2014].

Time-lapse microscopy is a very powerful analysis technique because it gives
information about how parameters of single cells change over time. Most other
analysis techniques are limited to analysis of population averages or snap-shot
measurements of single cells. Population averages do not provide any information
about variability within the populations, and snap-shot measurements do not pro-
vide information about how the properties of the cells change over time. Snap-shot
measurements often overestimate variability in cell populations, because temporal
variations show up as variations between cells [Etzrodt et al., 2014]. As an exam-
ple, a single image could indicate that a cell population consists of 25 % round
cells and 75 % elongated cells, when in reality all cells are round 25 % of the time
and elongated 75 % of the time. Time-lapse microscopy is also the only technique
which gives full information about the lineage trees of dividing cells, and therefore
it gives unique opportunities to study how and why cell populations change over
time [Etzrodt et al., 2014].

In time-lapse microscopy, cells can be studied either in cell cultures (in vitro),
in live organisms or embryos (in vivo), or in live tissue (in situ). In early works
like [Sulston et al., 1983, Ellis and Horvitz, 1986] cells were observed using trans-
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Figure 1.1: Examples of input and output of an automated cell tracking system.
(a) shows the last image of an image sequence with 1376 images which was given as
input to the system. The scale bar is 100 µm. (b) shows the tracking results that
the system produced as output. The computed tracks for the last 50 time points,
and the outlines in the last time point are plotted on top of the last image. (c)
shows a lineage tree which visualizes the time points when cell divisions occurred,
and the mother-daughter relationships between all cells.

mission microscopy, and the images were sketched by hand at appropriate time
intervals, or recorded on video tape in cases where all cells of interest were in the
same focal plane. Nowadays, a large number of microscopy techniques are avail-
able, the cells or their nuclei can be labeled using fluorescent proteins or dyes, and
sequences of images can be recorded digitally. Many fluorescence microscopes can
also take images on different depths in a sample and thereby build a 3D repre-
sentation of the sample, which is often referred to as a z-stack. The analysis of
the time-lapse sequences is however still performed manually in most cases, and is
often very demanding [Coutu and Schroeder, 2013]. Manual analysis is generally
very time-consuming and hard to reproduce, and can sometimes be subjective or
biased by the expectations of the person performing the analysis. For these reasons,
there is a large demand for automated or semi-automated methods to perform the
analysis.

The objective of the automated or semi-automated methods is to find cells in the
images or z-stacks of the time-lapse sequence and calculate tracks that show how
they moved and divided during the experiment. Often, the outlines of the cells are
also needed for the analysis. The task of producing these outputs is usually referred
to as cell tracking. Once the tracks and the outlines have been computed, they can
be analyzed using algorithms that extract biologically interesting information, such
as lineage trees, cell sizes, and migration speeds. Figure 1.1 shows an example with
raw data, tracking results, and a lineage tree for muscle stem cells (MuSCs).

Automated cell tracking algorithms can reduce the manual labor required, and
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make the analysis more quantitative and reproducible. Frequently, automated anal-
ysis not only reduces manual labor, but also enables experiments that would have
been too labor intensive to perform using manual techniques. A good example of
this can be found in [Neumann et al., 2010], where ∼190,000 image sequences were
analyzed automatically to search through the entire human genome for genes asso-
ciated with mitosis, migration, and survival. Furthermore, automated algorithms
can be used to analyze subtle changes that are hard for a human to observe or
quantify, as done in [Cohen et al., 2010], where the fates of neural progenitor cells
were predicted by looking at their appearances and motions. The cell tracking
problem is however very challenging, and more research is required, as existing au-
tomated methods are still considered too error-prone for most long-term imaging
experiments [Coutu and Schroeder, 2013].

A lot of effort has been put into the development of algorithms and software
for automated tracking of cells, but there are still no systems that can handle the
tremendous diversity that time-lapse experiments of cells exhibit. General purpose
systems do not achieve state-of-the-art performance in challenging applications and
specialized systems can only be used for a specific application. Furthermore, most
solutions are not available in the form of user-friendly software, that can be used
by biologists. Most papers present new algorithms and leave the challenging work
of producing usable software as future work [Carpenter et al., 2012].

The goal for this thesis project has been to make cell tracking practically usable
by biologists who need it in their research. The focus has been both on developing
better algorithms and on turning existing and developed algorithms into software
tools which are easy to use even for someone who has no background in computer
science. The project was conducted in close collaboration with cell biologists, to
ensure that we worked on relevant problems and developed solutions that would
work in real world scenarios. During the project, we have developed a complete
system for automated cell tracking.

In addition to being directly useful in cell biology, the system will be valuable
in the field of cell tracking. A system for cell tracking generally consists of a large
number of components, such as algorithms for image preprocessing, segmentation,
track-linking, and post-processing of tracks. In order to use the system in biological
research, the system must also have functions for parameter optimization, manual
correction, visualization of tracking results, and data analysis. All of these modules
take considerable time to develop, and oftentimes the scientific contribution of a
paper lies in a single module. By providing a complete system for cell tracking,
where all modules are of high quality, we will enable others to reuse our modules,
and focus on the module where they want to develop novel solutions. It will also
become possible to test a single module in isolation, by replacing the corresponding
module in our system.
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1.1 Cell types

One reason why there are no satisfactory general solutions to the cell tracking
problem is that the cell populations of interest in cell biology show a huge diversity.
The cells can come from different organisms as well as from different tissues and
therefore differ a lot in appearance and behavior. Some cells, like MuSCs, adhere
to the substrate and to each other so that the cells form clusters in which they
are extremely hard to track. Other cells, like hematopoietic stem cells (HSCs), are
non-adherent and therefore exhibit Brownian motion [Lahooti et al., 1995]. These
cells can be tracked at higher densities, but once the density is high, it becomes
challenging to keep track of the individual cells.

1.2 Imaging techniques

In addition to the variability across cell types, the cells can be cultured in different
ways, and imaged using different imaging techniques, magnifications, and micro-
scope settings. Because of this, images of the same cell type can look extremely
different. The imaging techniques are divided into transmission microscopy and
fluorescence microscopy.

In transmission microscopy, light passes through the cells. The simplest type
of transmission microscopy is bright-field microscopy, where the image contrast is
created through absorbtion and scattering of light. This normally produces images
of low contrast. To get higher image contrast, more advanced imaging techniques,
like phase contrast and differential interference contrast (DIC) can be used. In
both techniques, the image contrast is created by phase shifts caused by differences
in refractive index between the cells and their surrounding medium. The imaging
setups are however very different and the images therefore have different charac-
teristics. Compared to fluorescence microscopy, transmission microscopy has the
advantage that it can be used on unmarked cells and that it has very low photo-
toxicity (light-induced cell damage).

In fluorescence microscopy, the cells are marked by fluorescent proteins or dyes,
which emit light of one wavelength when they are excited by light of another slightly
shorter wavelength. Fluorescent dyes can be added to any cell, but the dyes will
often fade over time due to photobleaching. The dyes can also be phototoxic, or
affect the cells negatively in other ways. This is particularly true for nuclear dyes,
such as Hoechst. The phototoxicity is higher for dyes with short excitation wave-
lengths, and therefore one should try to use dyes with long excitation wavelengths
and completely avoid dyes which are excited by UV-light [Coutu and Schroeder,
2013]. The phototoxicity can be reduced by genetically modifying the cells to ex-
press fluorescent proteins, instead of using dyes. This can be done by generating
transgenic animal strains or by performing virus mediated gene transfer in culture.
The use of transgenic animals is preferable, as the fluorescence intensity varies less
from cell to cell. For a lot of applications, such as research on human cells, virus
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mediated gene transfer is however the only option. The fluorescent proteins that
are introduced can either be expressed in all cells, to enable tracking, or they can be
put under specific promoters, so that they are expressed only in specific cell types.
Through the use of confocal microscopy and light sheet microscopy, it is possible
to generate time-lapse microscopy sequences in 3D. Confocal microscopy is a well
established technique which is easy to use, while light sheet microscopy can offer
faster acquisition, lower phototoxicity and higher image quality.

Fluorescence microscopy images are often easier to process than transmission
microscopy images, due to the direct correspondence between light intensity and
sample thickness. From a tracking perspective, nuclear fluorescence microscopy
is by far the best microscopy technique to use, as the nuclei of cells are often
well separated even when the cells themselves are not. Nuclear fluorescence does
however not allow the study of cell morphology. It is often easier to track cells in 3D
microscopy than in 2D microscopy, as cells which are co-localized in the xy-plane
can often be well separated on the z-axis.

1.3 Existing software

There are several cell tracking software. Some of them are commercial, others are
free, and some are open source. An overview of existing software can be found
in [Meijering et al., 2012]. Common to all existing systems is however that they are
either limited in scope or that they do not achieve sufficient performance on com-
plex datasets. The cell tracking problem is extremely challenging, and the image
data is highly variable and can suffer from countless problems with the imaging or
the imaged cells. Because of this, it has up until now not been possible to produce
a solution which achieves high performance across a wide spectrum of cell tracking
problems. In this thesis, we present a system which offers substantial improvements
in applicability, performance, and useability, compared to existing systems. Our
system can handle both transmission microscopy and fluorescence microscopy, it
can handle almost any cell type, and it works for both 2D and 3D data. Many ex-
isting systems, like CellProfiler [Carpenter et al., 2006] and LEVER [Winter et al.,
2011] are written exclusively for 2D applications and many systems are intended
for specific cell types and imaging conditions. There are several commercial soft-
ware which can perform cell tracking. Imaris and Metamorph are two commercial
general purpose image processing software for biomedical imaging, that have mod-
ules for cell tracking. Both software have advanced visualization tools, but they
are extremely expensive and suffer from poor performance on complex cell tracking
problems.

1.4 Cell tracking challenges

To stimulate development of better algorithms for cell tracking, three Cell Tracking
Challenges (CTC-13, -14, and -15) [Maška et al., 2014, CTC website, 2015] were
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held in connection with the ISBIs of 2013, 2014, and 2015. The challenges allowed
researchers from academia and industry to test their software on a number of real
and simulated datasets, so that their methods could be compared on fair and equal
terms. In CTC-13 we achieved the highest performance on four out of eight datasets
and in CTC-14 we achieved the highest performance on all 14 datasets of that
challenge. In CTC-15 we achieved the highest performance on 10 out of 15 datasets.
For CTC-14 and -15, Bitplane gave out attendance awards to the teams which
were among the top three performers on most datasets. This shows that one of
the leading commercial players acknowledges the need for further development of
tracking systems. In CTC-15 we were among the top three performers on all 15
datasets while the other awardees were among the top three performers on only
five to six datasets. This clearly shows that our system is unique in its ability to
achieve state-of-the-art performance in a broad range of applications. On all but the
simplest of the datasets, all software, including our own, have a long way to go before
they can compete with a human observer, let alone a trained expert. As shown
by the results of the challenges, our system is however currently the best system
available in terms of tracking performance and we believe that it also represents a
substantial improvement over existing systems when it comes to usability.

1.5 Algorithms

Reviews of existing algorithms for cell tracking can be found in [Rohr et al., 2010,
Kanade et al., 2011, Meijering et al., 2012, Maška et al., 2014]. Most cell tracking
algorithms can be classified as either model evolution algorithms [Zimmer et al.,
2002, Li et al., 2008, Dzyubachyk et al., 2010] or tracking by detection algorithms
[Al-Kofahi et al., 2006, Kachouie et al., 2006, Bise et al., 2011b, Padfield et al.,
2011, Schiegg et al., 2013]. In model evolution algorithms, a mathematical model
of each cell is propagated through time and updated to fit the image data in each
time point. This is often done by representing the cell boundaries using active
contours or level sets. These methods are well suited for image sequences with
high magnification and high temporal resolution where the objective is to study
cell morphology in detail. Tracking by detection algorithms on the other hand are
separated into two different steps that we will refer to as segmentation and track
linking. In the segmentation step, the outlines of the cells are found independently
in the different images or z-stacks. In the track linking step, the detected outlines
are then linked into tracks. Model evolution has the advantage that temporal
context can be used to create more accurate cell boundaries, while tracking by
detection has the advantage that temporal context can be used to create more
accurate tracks. In general, model evolution algorithms are slower than tracking
by detection algorithms, as the entire cell boundary is tracked instead of just the
cell location. There have however been recent efforts to make model evolution
algorithms faster [Dufour et al., 2011, Maška et al., 2013]. Tracking by detection
has the advantage that one track linking algorithm can be used together with
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multiple segmentation algorithms and vice versa. This makes it possible to adapt a
cell tracking system to new types of data by developing either a new segmentation
algorithm or a new track linking algorithm. The segmentation is usually more
application dependent than the track linking, and therefore it often makes sense
to use the same track linking algorithm together with multiple application specific
segmentation algorithms. We have worked exclusively with tracking by detection
algorithms. In CTC-13 and -14, tracking by detection algorithms generally achieved
higher performance than model evolution algorithms. It is however hard to assess
the full potential of either paradigm based on the challenge results alone. The
results of CTC-15 are not yet publicly available.

1.6 Source code

We believe that the release of open source code is important for the progression of
the cell tracking field. It is important for reproducibility, and it allows researchers
to learn from each other’s implementations and build on what others have already
created. The release of software, and open source software in particular, puts high
demands in terms of usability [Carpenter et al., 2012]. We have spent a lot of
time and effort to meet these demands, because just like the authors of [Carpenter
et al., 2012], believe that this is necessary in order to serve the broader community.
This has been extremely time-consuming, and we hope that others will be able to
produce work with the same level of usability with much less effort by incorporating
their work into our system, or by reusing parts of our system in a system of their
own.

1.7 Datasets

A big problem in the field of cell tracking is that very few datasets with ground
truth have been made publicly available. The number of available datasets have
increased markedly through the CTCs, but the issue is far from solved. Most
published algorithms are tested on proprietary datasets and therefore the results
cannot be reproduced exactly, and it is not possible to compare the performance
to future algorithms. It is also wasteful to use a dataset only once, as the creation
of ground truth datasets is extremely tedious and time-consuming. We think that
the release of data is just as important as the release of open source code, and we
therefore hope that it becomes a standard in the field.

1.8 Manual correction

Cell tracking applications range from the study of how a single cell deforms between
two images to tracking of every single cell in a developing embryo. Some track-
ing tasks can be performed manually, some can be performed semi-automatically
through automated tracking followed by manual correction, and some have to be
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performed in a completely automated fashion. The use of manual correction in cell
tracking systems used to be frowned upon among computer scientists, as it indicates
that the systems do not have sufficient performance. In large screening experiments,
it is not feasible to perform manual correction, as the datasets are simply too large.
But semi-automated systems can reduce the manual labor required to get a desired
readout by orders of magnitude [Gilbert et al., 2010] compared to manual tracking,
and that often makes new types of projects worthwhile. In our experience, most cell
tracking problems are reasonable to solve using manual correction. Manual correc-
tion does not decrease the need for accurate cell tracking algorithms, as it greatly
increases the applicability of cell tracking, and as every increase in performance
decreases the amount of manual work required. Manual correction has received
more and more interest in recent years, as cell tracking has started to go from proof
of concept research to something which is used in biological research. The systems
presented in [Cohen et al., 2010] and [Amat et al., 2014] both have functionalities
for manual correction. There is also recent research on how to speed up manual
correction by automatically finding parts of tracks which are likely to be incorrect,
and presenting them to the user [Amat et al., 2014, Li and Yin, 2014, Schiegg et al.,
2015]. Furthermore, the TRA measure used to evaluate tracking performance in
the CTCs was designed to measure the amount of time that would be required to
manually correct all errors made by a tracking algorithm. An alternative to manual
correction is to exclude tracks which are likely to contain tracking errors [Rapoport
et al., 2011, Sadanandan et al., 2016]. This strategy does not require any manual
labor, but it can bias the results of biological studies, as some sub-populations of
cells may be more difficult to track correctly than others. The measured speed of
the cells would for example be underestimated in experiments where fast cells are
harder to track than slow cells. Just like manual correction, exclusion of incor-
rect tracks does not reduce the need for accurate cell tracking algorithms, as more
accurate algorithms will allow analysis of a larger population of cells and thereby
decrease both the bias and the variance in this type of analysis. Manual tracking
is normally used as a gold standard when the performance of automated systems
are assessed. Humans can almost always achieve higher tracking accuracy than au-
tomated methods, but this assumes that the human is both skilled and thorough.
Usually, there is a tradeoff between speed and accuracy, and when manual tracking
is used in biological studies there is often not enough time to produce the best
possible results.

1.9 Particle tracking

Biologists are not only interested in how cells behave. They also want to know
what goes on inside the cells. To do this, they often record time-lapse sequences
of moving subcellular objects, such as vesicles, microtubules, receptors, or viruses,
using fluorescence microscopy. These objects are often referred to as particles. As
for cells, manual tracking is extremely time-consuming and has problems with sub-
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jectivity and reproducibility. Automated methods for particle tracking are reviewed
in [Chenouard et al., 2014, Meijering et al., 2012, Rohr et al., 2010]. In contrast to
cell tracking algorithms, particle tracking algorithms often achieve higher accuracy
than manual analysis [Smal et al., 2008]. In particle tracking, the tracked objects
are usually small enough to be represented as point objects, and they usually in-
teract less with each other than cells do, but the tracking problem is similar to
cell tracking in many other aspects. The particles are normally smaller than the
diffraction limit, so that their appearances are given by the point spread function
(PSF) of the microscope. This means that the identities of the particles must be
determined based on their motion as they all look the same. Just as in cell tracking,
the lack of publicly available datasets and standardized performance measures have
made it difficult to assess the relative merits of different algorithms. Therefore a
particle tracking challenge (PTC-12) was organized in connection with the Inter-
national Symposium on Biomedical Imaging (ISBI) of 2012. We were one of 14
participating teams in the challenge. The results of the challenge are described in
Chapter 6, and have been published in [Chenouard et al., 2014].

1.10 Contributions

Most of the material in this thesis is taken from publications with multiple authors
where I was the main author or from contributions to challenge publications where
I was the main contributor in a team. However, to acknowledge the contributions
of everybody involved, the pronoun ”we” is used throughout the thesis.

The scientific contributions of this thesis consists of a number of algorithms, a
complete open source software package, participation in a number of challenges in
cell and particle tracking, generation of ground truth datasets, improved perfor-
mance metrics for segmentation and tracking, and a number of collaborations with
biology labs which have led to publications in biology journals.

In [Magnusson and Jaldén, 2012, Magnusson et al., 2015], we present novel
methods for track linking. The main scientific contributions are a scoring func-
tion which ranks different tracking hypotheses and a greedy search algorithm with
low complexity, which searches for a set of tracks that maximize the scoring func-
tion. The scoring function is probabilistically motivated and can handle migration,
mitosis, apoptosis, appearance, disappearance, false negatives, false positives, and
migration in and out of the field of view. Very few tracking algorithms can handle
all of these event types. Apoptosis for instance is very rarely included. The main
novelty of the scoring function is however that it allows more than one cell to oc-
cupy each segmented region. This is very important as clusters where multiple cells
have been segmented as one are often the main problem in cell tracking [Rapoport
et al., 2011]. A very similar scoring function was later used in [Schiegg et al., 2013],
together with a track linking algorithm based on integer programming. The track
linking algorithm that we proposed maximizes the scoring function globally for the
whole image sequence at once. This was pioneering work in the field of cell tracking,
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as it was the first global track linking algorithm which could be applied directly to
the segmented regions without first linking them into track fragments (tracklets) to
lower the complexity. It was also the only algorithm which could allow multiple cells
to occupy the same segmented region. Recently, an extension of our track linking
algorithm was published in [Haubold et al., 2016a]. It has higher complexity but is
capable of finding solutions with higher scoring function values and thereby better
tracking performance. The successes of our track linking methods in international
challenges and the fact that others have built on them show that they have had an
important impact in the field.

In [Magnusson and Jaldén, 2015], we present a novel way to incorporate dynamic
motion models into the track linking paradigm presented in [Magnusson and Jaldén,
2012, Magnusson et al., 2015]. In most cell tracking applications, the objects to
be tracked move very unpredictably, and therefore there is no motivation to use
a dynamic motion model. In tracking of subcellular particles on the other hand,
the objects to be tracked will often exhibit directed motion, or switches between
directed and undirected motion. Therefore there is a clear benefit to using dynamic
motion models. In [Magnusson and Jaldén, 2015] we show that this can be done by
preprocessing the detected regions using a Gaussian Mixture Probability Hypothesis
Density (GM-PHD) filter and then perform track linking using the algorithm from
[Magnusson and Jaldén, 2012, Magnusson et al., 2015]. This is an important finding,
as very few global track linking algorithms can handle dynamic motion models.

For segmentation of cells and particles, we have composed a suite of segmenta-
tion algorithms which as a whole can handle almost any cell or particle of interest
in tracking applications. Most of them have been used previously in some form, but
we have evaluated many different algorithms and collected a set of algorithms which
are state-of-the-art in terms of both performance and usability. Due to the absence
of standardized testing procedures and available implementations, the relative mer-
its of previously published segmentation algorithms are often not known [Meijering,
2012]. For detection of labelled particles in fluorescence microscopy, we adapted
a method which had been published for segmentation of cells in transmission mi-
croscopy [Yin et al., 2010]. This method is based on deconvolution and gave very
good results on the image sequences from PTC-12. For segmentation of cells in
transmission microscopy we threshold a local variance image. This method has
been known for a long time [Wu et al., 1995], but we propose an extended version
where weights from a Gaussian kernel are applied to the pixels in the variance com-
putation. This extension can give smoother boundaries for cell images with high
magnification. For segmentation of cells in fluorescence microscopy, we use band-
pass filtering with a difference of Gaussians filter. This approach has been used
previously, but we show how the performance can be increased by putting unequal
weights on the two Gaussians in the filter. We have also developed a novel seg-
mentation algorithm for segmentation of tightly packed cells in DIC. The method
is based on ridge detection and closing of gaps in contours, and had the best per-
formance on a dataset with HeLa cells in CTC-14. It was however beaten by a
deep learning technique in the CTC-15. Correct parameter tweaking is a major
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challenge in segmentation of cell images, and to overcome that challenge, we have
introduced a coordinate ascent algorithm for automated parameter tuning.

In addition to algorithm development, we have designed a software for auto-
mated segmentation and tracking of cells and particles. Even though countless
algorithms for segmentation and tracking have been published, very few of them
are made available as usable software [Carpenter et al., 2012]. Almost all algo-
rithms that are developed end up as proof of concept papers without a software
implementation. The relatively few existing software are too error prone to be
used in most long-term imaging experiments [Coutu and Schroeder, 2013]. We de-
veloped our software both to help biologists process their data and to help other
algorithm developers make their work available to biologists. The software has all
tools that are necessary to process time-lapse sequences, including tools for im-
age stabilization, optimization of segmentation parameters, manual correction of
tracking results, and analysis of tracks. Some of these tools, such as the tool for
manual correction offers considerably better usability than prior tools. To make
it easy to learn the software, we have written a user guide and recorded 16 video
tutorials. The software that we developed is not only useful to biologists. It is also
an excellent recourse for other researchers in the field of cell tracking who want to
test a specific processing module without developing all other modules necessary
to evaluate tracking performance, or want to make their algorithms available to
biologists without developing the necessary user interfaces.

We have also created three datasets for benchmarking of algorithms for segmen-
tation and tracking of cells. The first two datasets are datasets for lineage tracking
of MuSCs and HSCs imaged using bright-field microscopy. These datasets have
great scientific value because no datasets with ground truth were available with
these cell types or with bright-field microscopy. And most importantly, tracking of
entire lineages is made possible as the cells are confined in microwells so that they
cannot leave or enter the field of view. Benchmark datasets where it is possible to
reconstruct complete lineages have previously only been available for in toto imag-
ing of developing embryos. The third dataset features MRC-5 cells imaged using
the five most commonly used imaging modalities, bright-field, phase contrast, DIC,
cytoplasmic fluorescence, and nuclear fluorescence. This gives unique opportunities
to test the strengths and weaknesses of algorithms for segmentation and tracking
on different types of images. I proposed to create the three datasets, performed
most of the manual labeling, and performed cell culture and imaging for the dataset
with multiple imaging modalities.

We have contributed to the knowledge about strengths and weaknesses of differ-
ent algorithms for segmentation and tracking of cells and particles by participating
in PTC-12 and CTC-13, -14, and -15. We also performed the testing in [Magnusson
and Jaldén, 2015] on the datasets from the particle tracking challenge. In many
cases we have defined the state-of-the-art on various datasets, and thereby provided
valuable information to biologists on which methods to use and to developers on
what types of algorithms to work on in the future. The participation in PTC-12 re-
sulted in co-authorship on [Chenouard et al., 2014] and the participation in CTC-13
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resulted in co-authorship on [Maška et al., 2014]. A paper reporting the results of
all three cell tracking challenges is currently in preparation. For this paper we have
not only contributed supplementary material in the form of method descriptions,
but also text to the main manuscript.

Last but not least, we have participated in a number of collaborations with
biology labs that have used our software in their research. This has led to a number
of publications. Together with the Blau lab at Stanford University we have worked
on tracking of MuSCs. This collaboration led to co-authorship on the publications
[Gilbert et al., 2010], [Gilbert et al., 2012], and a paper which is currently under
review at a journal. The software was also used in [Cosgrove et al., 2014]. Together
with the Wählby lab, and the Elf lab, both at Uppsala University, we developed
tracking tools for Escherichia coli (E. coli) bacteria. This resulted in co-authorship
on [Sadanandan et al., 2016]. Later, the Elf lab used our software to perform the
data analysis in [Wallden et al., 2016]. We have also had many collaborations with
other biology labs which have not yet resulted in published results. The company
COR Innovations used our software to characterize mechanical properties of a gel
material in [Krone et al., 2013], and thereby showed that it has applications outside
biology.

1.10.1 Contributions outside the scope of this thesis
During my PhD studies, I contributed to the paper ”Optimal scheduling for inter-
ference mitigation by range information” [Yajnanarayana et al., Submitted in Feb.
2016]. The paper describes a number of scheduling protocols for transmissions in a
communication network where the message packets are short in comparison to the
propagation times between the nodes, such as in under water sonar networks. The
scheduling protocols use a time division paradigm where the nodes are allowed to
send messages, as long as no messages collide when they are received by other nodes.
The nodes send messages of the same length in a fixed order, and the locations of
the nodes are assumed to be known. I contributed to the paper by designing a
fast algorithm to compute a transmission schedule given a fixed node order, and a
convex constraint saying that messages have to be received on all nodes in the order
that they were transmitted. I also formulated a traveling salesman problem that
can be used to find the node order which maximizes the data rate in the network.

1.11 Overview

Chapter 2 describes segmentation algorithms that we use to segment cells in differ-
ent imaging modalities, and Chapter 3 describes the global track linking algorithm
that we developed for tracking of cells and particles. In Chapter 4, we describe
how dynamic motion models can be incorporated into the global track linking al-
gorithm through preprocessing with a GM-PHD filter. Chapters 6 and 7 describe
our contributions to the particle tracking challenge and the cell tracking challenges
respectively. In Chapter 8 we draw conclusions and discuss future work.



Chapter 2

Segmentation

The task of finding outlines of cells is called segmentation. A good segmentation
result is the foundation for a good tracking result. With a perfect segmentation,
all sound track linking algorithms will produce good results, and with a very bad
segmentation algorithm, no track linking algorithm will be able to produce good
results. The track linking algorithm determines how poor the segmentation can be
before the tracking breaks down, and how much manual correction will be required
to produce acceptable tracking results. The segmentation algorithm on the other
hand will often decide whether or not the data can be processed in an automated
fashion at all.

Convolutional neural networks are currently considered to give state-of-the-art
performance for cell segmentation in transmission microscopy [Ronneberger et al.,
2015]. The training of the networks is however complicated and therefore the meth-
ods have not yet been widely adopted. Another approach with good performance
is to model the optics of the microscope and solve an inverse problem to find the
optical thickness of the cells in each pixel [Yin and Kanade, 2011]. These methods
do however require a lot of knowledge about the optics and have therefore not been
widely adopted. For fluorescence microscopy, simple algorithms based on filter-
ing techniques, such as difference of Gaussians filtering or Laplacian of Gaussians
filtering, followed by thresholding produce very competitive results.

Our system has a number of segmentation algorithms which can be used for
transmission microscopy in 2D and fluorescence microscopy in both 2D and 3D. The
algorithms have been selected and designed so that at least one of the algorithms
will produce reasonable results for almost all cell types and imaging techniques,
and all algorithms are robust and easy to use. Very difficult cases may require spe-
cialized algorithms, but our system provides good performance on a larger portion
of the commonly used cell types and imaging conditions than previously published
systems.

In Section 2.1 we describe an algorithm for image stabilization, which can be
used to reduce camera jitter caused by positioning errors of the stage. In Section 2.2

13
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we describe algorithms that can be used to remove static backgrounds from the
images. After that, we describe three of the segmentation algorithms that can
be used in our system, and discuss what cell types and imaging techniques they
are best suited for. Section 2.3 describes bandpass filtering, which is suitable for
fluorescence microscopy, Section 2.4 describes local variance segmentation, which is
suitable for transmission microscopy, and Section 2.5 describes template matching,
which is suitable for segmentation of tightly packed round cells. In Section 2.6,
we describe post-processing algorithms which can be applied to the output of any
segmentation algorithm in order to improve the segmentation accuracy and make
the track linking problem easier. Finally, in Section 2.7, we finally describe how the
parameters of the segmentation algorithms can be optimized automatically with
the help of a manually created ground truth.

In addition to the algorithms described in this chapter, the thesis also contains
two other segmentation algorithms. The first algorithm, described in Section 6.6,
segments subcellular particles using deconvolution. The algorithm was placed in
Chapter 6 because it fits in nicely together with the other algorithms for processing
of particle tracking data. The second algorithm, described in Section 7.4.3, uses
ridge detection to segment tightly packed cells imaged with high magnification using
DIC microscopy. This algorithm is described in Chapter 7, because it was designed
specifically for a dataset in the CTCs.

2.1 Image stabilization

In time-lapse experiments, multiple fields of view are usually imaged in parallel.
This is done using a motorized stage which moves the sample between the image
acquisitions so that different parts of the sample, or even different experimental
conditions, can be imaged in parallel. When the stage returns to a previously
imaged position, there will always be a small positioning error. The shifts between
images are normally on the order of a few pixels, but much larger shifts can occur if
a media change is performed manually during the experiment or if the sample or the
stage is touched for some other reason. If not corrected, these positioning errors
will result in over-estimation of the cell velocities and can in extreme cases also
cause tracking errors. The errors also degrade the performance of the background
subtraction algorithms described in Section 2.2, as the background image cannot
be computed properly and as it will be subtracted from the wrong pixels in each
image.

Our system can perform image stabilization to correct the positioning errors.
The stabilization module uses the Lucas-Kanade algorithm [Lucas et al., 1981] and
is a reimplementation in MATLAB of the image stabilization plugin for ImageJ [Li,
2008]. The implementation only contains the parts of the plugin which deal with
translation, as these are the only shifts possible in time-lapse microscopy. We
have not made any changes to the algorithm, but we have added GPU support so
that computations can be run faster on a graphics card. The stabilization module
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achieves the same excellent performance as [Li, 2008].
We have also added the option to crop away pixels with unknown values from

the image boundaries. When the images are aligned, they are shifted to match the
first image of the image sequence. That means that pixels that used to be outside
the field of view are shifted into the field of view. In [Li, 2008], these pixels are given
the value of the closest boundary pixel. This maintains the original image size, but
can cause strange artifacts in the segmentation. We therefore added the option to
crop away all pixels which have an unknown value somewhere in the sequence. This
results in slightly smaller images, but gets rid of all segmentation artifacts.

2.2 Background subtraction

It is pretty common to have features in the background which interfere with the
segmentation. These features can be stationary debris, a microwell, or regions of
non-uniform illumination. Most segmentation algorithms are not specific enough
to exclude these regions, and therefore it is often necessary to perform background
subtraction. Our system can do that by computing a background image and then
subtracting it from all images of the sequence. The background image is computed
by taking the median or minimum over the time dimension of the space-time volume
spanned by the image data. If the voxel with spatial coordinate (x, y) at time point
t is denoted I(x, y, t), the corresponding background pixel is given by

Ibg(x, y) = median
t∈{1,2,...,T }

I(x, y, t) (2.1)

or
Ibg(x, y) = min

t∈{1,2,...,T }
I(x, y, t). (2.2)

The first equation is usually best for transmission microscopy and the second equa-
tion is usually best for fluorescence microscopy.

Media changes during a time-lapse experiment can change the images by shifting
the focus, introducing spatial shifts, or altering properties of the light path. There-
fore we allow the user to specify time points when media changes have taken place.
Then, separate background images are computed for the time intervals before and
after each media change. When changes are gradual, it may however not be enough
to use a number of static background images. For that situation, we have designed
a background subtraction algorithm which fits a linear combination of background
images to each image. We refer to the background images between media changes
as Ik

bg(x, y) where k = 1, 2, . . . , K, and the weights in the linear combination as
a =

[
a1 a2 . . . aK

]
. The background image in frame t is given by

Ibg(x, y, t) =
K∑

k=1
a∗

kIk
bg(x, y), (2.3)
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where a∗ =
[
a∗

1 a∗
2 . . . a∗

K

]
is given by

a∗ = argmin
a

∑
x,y

(
I(x, y, t)−

K∑
k=1

akIk
bg(x, y)

)2

. (2.4)

If background features still show up in the segmentation of transmission mi-
croscopy images after the background image has been subtracted, the background
subtracted image Isub(x, y) can be attenuated in regions with strong background
features. The attenuated image is computed as

IA(x, y) =
{

max(Isub(x, y)− γItex(x, y), 0) if Isub(x, y) > 0,

min(Isub(x, y) + γItex(x, y), 0) if Isub(x, y) < 0,
(2.5)

where Itex(x, y) is a texture image computed from the local variance image ILV(x, y)
defined in equation (2.9) of Section 2.4. The local variance image is first transformed
to log(1 + ILV(x, y)), and then values which are less than 5 times the median value
are set to 0, to avoid altering regions with low background. The parameter γ
determines how much attenuation is applied.

2.3 Bandpass filtering

For fluorescence microscopy we use a generalization of the difference of Gaussians
filter. The filter is a bandpass filter which gets rid of noise by removing high spa-
tial frequencies and non-uniform background illumination by removing low spatial
frequencies. The filtered image IBF is given by

IBF = I ∗G1 − αI ∗G2, (2.6)

where I is the original image, G1 and G2 are two Gaussian kernels, and α is a
tuning parameter. The expression is equivalent to

IBF = I ∗ (G1 − αG2), (2.7)

which is a traditional difference of Gaussians filter if α = 1. The Gaussian kernels
G1 and G2 have standard deviations σ1 and σ2, where σ2 > σ1. The filter is imple-
mented using (2.6), as the two Gaussian filtering operations can be performed very
efficiently thanks to the separability of the Gaussian kernel. The separability means
that a convolution with an N -dimensional kernel can be computed by performing
N convolutions with 1-dimensional kernels. For z-stacks, the covariance matrix of
the Gaussian kernel is

Σ =

σ 0 0
0 σ 0
0 0 σ/r

 (2.8)
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(a) (b) (c)

Figure 2.1: Bandpass filtering segmentation of embryonic mouse stem cells. The
original image is shown in (a), the bandpass filtered image is shown in (b), and the
final segmentation is shown in (c). The image is from the first challenge sequence in
the Fluo-N2DH-GOWT1 dataset in Chapter 5, and the parameters for segmentation
and post-processing can be found in Tables 7.1 and 7.2 respectively. The scale bar
is 100 µm.

where r is the voxel height divided by the voxel width. This gives a kernel which
is isotropic in the coordinate system of the sample but not necessarily in the voxel-
based coordinate system of the z-stack. The final segmentation mask is created by
applying a threshold tBP to the filtered image. Figure 2.1 shows an example where
bandpass filtering segmentation is applied to embryonic mouse stem cells.

The bandpass filter will usually work well when α is set to 1, but it is sometimes
possible to achieve an even better result by using a slightly smaller α. If α is set to 0,
the algorithm is equivalent to Gaussian smoothing followed by thresholding. That
is a very simple and often fairly effective algorithm, but the bandpass filtering has
a couple of important advantages. By subtracting the low spatial frequencies, the
algorithm removes some non-uniform illumination, and makes it easier to segment
cells with different brightness. When Gaussian smoothing is applied to an image
with cells of different brightness, it will not be possible to find a threshold which
accurately segments all objects. If the threshold is set so that the dim objects are
segmented accurately, the outlines of the bright objects will be too large due to
the spreading effect of the Gaussian kernel. If the threshold is instead set so that
the bright objects are segmented accurately, the outlines of the dim objects will
shrink or even disappear. This is not the case with the bandpass filter, because it
subtracts a lot of intensity from the bright objects when the low spatial frequencies
are removed. The intensity subtraction also prevents merging of nearby objects. A
comparison between segmentations produced by Gaussian smoothing (α = 0) and
bandpass filtering is shown in Figure 2.2.

The bandpass filter is suitable for all types of fluorescence microscopy in both 2D
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(a) (b) (c)

Figure 2.2: Comparison between Gaussian smoothing and bandpass filtering on
the image in Figure 2.1a. The segmentation parameters are the same as in Figure
2.1, but preprocessing of the image and post-processing of the contours have been
removed to show the effects of the filters more clearly. As in Figure 2.1, small dim
regions are removed based on the total amount of fluorescence. Panels (a) and
(b) show segmentations produced using Gaussian smoothing and panel (c) shows a
segmentation produced using bandpass filtering. In (a), a low threshold is used, so
that all the dim nuclei are included in the segmentation. This causes problems with
too large outlines around bright nuclei, merging of adjacent nuclei, and false positive
objects from non-uniform illumination. In (b), the threshold is higher so that the
bright nuclei are segmented more accurately. This avoids the false positive regions,
and separates a nucleus from a cluster of merged nuclei, but it also removes many
of the dim nuclei. The bandpass filter in (c) segments both bright and dim nuclei
accurately and does not merge adjacent nuclei into clusters to the same extent as
Gaussian smoothing.

and 3D. It works equally well for cytoplasmic and nuclear fluorescence. In addition
to fluorescence microscopy, the algorithm can also be used for segmentation in
transmission microscopy techniques where there is an intensity difference between
the cells and the background, such as dark field microscopy and oblique illumination
microscopy. In the CTCs, this algorithm achieved very good performance on nuclear
and cytoplasmic fluorescence microscopy in both 2D and 3D, as well as on a phase
contrast dataset with pancreatic stem cells at low magnification.

2.4 Local variance

In most transmission microscopy images, some parts of the cells will be brighter than
the background while others are darker. Therefore it is seldom possible to produce
a segmentation by thresholding the image itself. The spatial distribution of bright
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and dark regions differ between different imaging techniques, but all techniques
have in common that the cells have more texture than the background. To segment
the images, we quantify the amount of texture in each pixel by computing the
intensity variance in a region around the pixel. Then we threshold the image of
local variances to produce a binary segmentation mask. This method has been used
to segment cells in transmission microscopy in [Wu et al., 1995] and [Magnusson
et al., 2015]. For a square 2m + 1× 2m + 1 region, the local variance of a pixel is
given by

ILV(x, y) = 1
N(x, y)− 1

m∑
i=−m

m∑
j=−m

(
I(x + i, y + j)− Ī(x, y)

)2
, (2.9)

where

Ī(x, y) = 1
N(x, y)

m∑
i=−m

m∑
j=−m

I(x + i, y + j). (2.10)

Terms in (2.9) and (2.10) which reference coordinates outside the image are ignored,
and N(x, y) is the number of included terms in the sums for pixel (x, y).

We have also implemented a version of the algorithm which uses a round region
and another version which applies weights from a Gaussian kernel to the pixels.
The latter version uses a Gaussian kernel G with covariance matrix Σvar = σ2

varI2,
where I2 is the 2 × 2 identity matrix. Pixel (x, y) of the weighted local variance
image ILV is given by

ILV(x, y) =
{

G ∗ I2} (x, y)
{G ∗ J} (x, y) −

(
{G ∗ I} (x, y)
{G ∗ J} (x, y)

)2
, (2.11)

where I2 is an image with squared pixel intensities, J is an image with all ones,
and {·}(x, y) denotes pixel (x, y) of a computed image. The Gaussian version of
the algorithm gives the smoothest contours for large regions.

When the local variance image has been computed, we apply a threshold tLV to
log(1 + ILV), to produce a binary segmentation mask. The logarithm is applied to
make low parameter values visible when the texture image is displayed. The pixels
on the borders of the cells contribute to the local variance m pixels away from
the borders, so that the segmented regions become too large. To deal with this
issue, we apply morphological erosion [Gonzalez and Woods, 2006], with a square
2me +1×2me +1 structuring element, to the regions. We have also made it possible
to use a circular disk with radius 2me as a structuring element. Figure 2.3 shows
an example where local variance segmentation is applied to MuSCs.

2.5 Template matching

Template matching is a segmentation algorithm which works well for round cells
in transmission microscopy. The local variance segmentation gives good results for
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(a) (b) (c)

Figure 2.3: Local variance segmentation of MuSCs. A stabilized and background
subtracted image where the mean intensity of the background image has been added
is shown in (a), the local variance image is shown in (b), and the segmentation is
shown in (c). The image is taken from the first testing sequence in the MuSC
dataset in Chapter 5, and the parameters for segmentation and post-processing are
described in Section 5.5.2.1. The scale bar is 100 µm.

all cell shapes, but for round cells, template matching can separate cells in clusters
much better. In template matching, the cells are compared to a template, which in
our case is a tightly cropped image of a single representative cell. Our cell tracking
system has a graphical user interface (GUI) to create templates by clicking on cells
in images.

The segmentation algorithm computes the correlation coefficient between the
template and all image regions of the same size as the template. This produces a
correlation coefficient image which has local maxima on the centers of the cells. To
handle cells of different sizes, the template is scaled to a number of different sizes.
The cells are then detected as local maxima in a maximum intensity projection
over the different sizes. For each local maximum, the cell size is taken to be the
size which had the highest value for the local maximum pixel. The detections are
then converted into pixel masks. Circular pixel regions of the same sizes as the
templates are created around the local maxima. Pixels that are inside multiple
circles are assigned to the closest local maxima.

A secondary segmentation algorithm can be used to deal with cells that do not
fit the template. Usually, the local variance algorithm is the best choice, but it
is possible to use any of the other algorithms. The secondary algorithm is used
to create a binary segmentation mask, the pixels segmented by template matching
are removed, and then morphological opening [Gonzalez and Woods, 2006] is used
to get rid of thin fragments that have been segmented between the cells detected
by template matching. To our knowledge, this approach has never been published
before.
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(a) (b) (c)

Figure 2.4: Template matching segmentation of HSCs. A stabilized and background
subtracted image where the mean intensity of the background image has been
added is shown in (a), the maximum intensity projection of correlation coefficient
images for different template sizes is shown in (b), and the segmentation is shown
in (c). The image is taken from the second testing sequence in the HSC dataset in
Chapter 5, and the parameters for segmentation and post-processing are described
in Section 5.5.2.1. The scale bar is 100 µm.

Figure 2.4 shows an example where template matching segmentation is applied
to HSCs. Other template matching techniques have been used to detect HSCs
previously [Eom et al., 2010, Kachouie et al., 2006], but these techniques did not
provide any tools to create templates and are therefore not as useful in a general
purpose software.

2.6 Post-processing

The software has a number of post-processing techniques that can be used to im-
prove segmentation results. Some of them improve the segmentation accuracy based
on prior knowledge about the cell shapes. Others remove objects that are known
not to be cells, or split clusters into individual cells. The post-processing techniques
are independent from the segmentation algorithms and can therefore be applied to
segmentation masks created by any of the algorithms in our software, or to seg-
mentation results that have been imported from another application.

The segmented regions can be pruned by removing regions which are larger or
smaller than user defined thresholds. In fluorescence microscopy, regions can also
be removed based on the total amount of fluorescence inside the regions.

The segmentation accuracy can often be improved by filling holes in the seg-
mented regions. Unwanted holes can be caused by dark spots on cell nuclei in
fluorescence microscopy, and cell regions that look like the background in transmis-
sion microscopy. It is also possible to apply morphological operators to the regions.
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Morphological closing [Gonzalez and Woods, 2006] smooths the contours by adding
pixels, and will in addition to filling holes also fill in cracks. Morphological open-
ing [Gonzalez and Woods, 2006] smooths the contours by removing pixels and can
be used to remove thin extensions from the segmented regions. Taking the convex
hull of the regions can be useful when parts are missing from objects that are known
to be convex. That can improve the results for low quality images of cell nuclei.

2.6.1 Watershed transforms
A watershed transform [Gonzalez and Woods, 2006] can be used to separate clus-
ters into individual cells. The algorithm operates on an image where there are local
minima inside each region to be segmented. The algorithm can be visualized by
treating the image as a landscape where holes have been drilled at all local minima.
The landscape is then submerged into water, so that the water flows into the holes.
All of the lakes that emerge in the landscape correspond to segmented regions. If
two lakes meet, a barrier (watershed line) is created between them on the pixels
where they meet. When the landscape is fully submerged, it consists entirely of
lakes and barriers between them. We implemented a constrained watershed trans-
form where the background pixels in the binary segmentation mask are treated
as preexisting barriers. This watershed transform only performs computations on
foreground pixels, and is therefore a lot faster than the regular watershed transform
in many cases.

The input to the watershed transform can be the original image, the processed
image that was thresholded to create the binary mask, or the distance transform
of the binary segmentation mask. All of these images are inverted to create images
with local minima inside the cells. The distance transform gives the distance to
the closest background pixel. For 2D data, the Euclidian distance is used. For
3D data, it is possible to use the Euclidian voxel distance, the Euclidian distance
in the coordinate system of the sample, or the Euclidian distance to the closest
background pixel in the same z-plane. For z-stacks where the voxel height is many
times larger than the voxel width, the voxel distance will usually not work at all, and
the distance in the coordinate system of the sample will generate strange artifacts
close to the boundaries between cells. Therefore, we added the option to create a
more densely sampled z-stack using interpolation in the z-dimension. This makes
it possible to interpolate the z-stack so that the voxel height becomes roughly the
same as the voxel width when the watershed transform is applied. The interpolated
z-planes are then removed from the watershed transform, to create an artifact free
segmentation with the same number of z-planes as the original z-stack.

The watershed transform will usually produce severe over-segmentation if it is
applied directly to a noisy image. Therefore we have made it possible to apply
Gaussian smoothing with a standard deviation of σw and/or an h-minima trans-
form with an h-value of hw to the image before it is processed. Both techniques
reduce over-segmentation, but the Gaussian smoothing also gives smoother water-
shed lines.
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In the traditional watershed transform, watershed lines belong to the back-
ground. There is however normally no empty space between the cells that are
separated by watershed lines. Therefore we have developed an algorithm that as-
signs the pixels of the watershed lines to the cell regions. Each pixel is assigned to
the region which has the closest pixel value in an adjacent pixel. The watershed
pixels are processed in the order of increasing values.

2.7 Segmentation optimization

It can be challenging to set parameters for segmentation algorithms. Especially
for someone who does not know how the segmentation algorithm works. Given
that most of the segmentation algorithms in our software are relatively simple, it
is usually straightforward to get fairly good segmentation results without being
an expert, but it can be difficult to reach the full potential of the algorithms.
This became evident in CTC-14, where we were able to improve our segmentation
results from CTC-13 significantly using automatic parameter optimization. The
optimization tools that we used are now included in our cell tracking system. This
makes it possible for all users to achieve state-of-the-art performance, even if they
have no prior knowledge in image segmentation.

The optimization requires a ground truth segmentation, which the user can
create manually in the manual correction GUI described in Section 5.2.2.2. The
ground truth segmentation does not have to include all cells. We have gotten
good results with representative subsets of about 100 cells. The segmentation
optimization can be performed for the local variance segmentation and the bandpass
filter segmentation. For the local variance segmentation, the parameters m, me,
and tLV can be optimized, and for bandpass segmentation it is possible to optimize
the parameters σ1, σ2, α, tBP. If a watershed transform is used, the parameters σw

and hw can also be optimized. The optimization can be done on any subset of the
parameters.

The optimization maximizes the SEG measure from the CTCs, which is de-
scribed in Section 5.5.5. If a tracking ground truth is available, the optimization
can also maximize the mean of the SEG measure and the AOGMN measure de-
scribed in Section 5.5.6, which measures tracking performance. Given that the
segmentation does not contain any track links, all links will be considered missing
in the AOGMN measure, but that does not matter as all segmentation parameters
get the same linking penalty. The penalties for missing objects, merged objects,
and false positives will however penalize different segmentations differently. Adding
the AOGMN measure to the optimization will drive the optimization towards seg-
mentations which produce better tracking results, while the SEG measure gives
accurate segmentation boundaries. The SEG measure only requires a subset of
the images to be segmented, and can therefore be optimized faster. Given that
the SEG measure does not penalize false positives, the optimized segmentation can
sometimes contain a lot of false positives. These can however often be removed by
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post-processing or count classifiers. The cells in images with high background noise
can sometimes be over-segmented after the optimization, but this can usually be
corrected by simply increasing the binarization threshold slightly.

The optimization procedure is a modified version of the optimization procedure
that was used to tweak parameters for classification of drivable and non-drivable
terrain, in the autonomous vehicle that won the 2005 DARPA Grand Challenge
[Thrun et al., 2006]. The optimization is performed using coordinate ascent. The
starting point for the optimization is the initial parameter values specified by the
user, or the default values if the user has not specified any values. The step lengths
are set to 25 % of the initial parameter values. The algorithm goes through the
parameters one by one and evaluates the utility function after adding or subtracting
the step length from the current parameter value. Then the parameter is set to
the value which gave the highest performance, and the optimization moves to the
next parameter. If the parameter was changed, the step length is increased by 20
% and if it was not changed, the step length is decreased by 20 %. By default, the
optimization is run for 25 iterations over all parameters.

The optimization is performed from a GUI where the user can select which image
sequences to process, which parameters to optimize, which scoring function to use,
and how many iterations to perform. The scoring function and the optimized seg-
mentation parameters are plotted in real time during the optimization. Figure 2.5
shows the plots at the end of the parameter optimization for the MuSC dataset
described in Section 5.4.1.1. Examples of segmentation results before and after the
optimization are shown in Figures 2.5a and 2.5b respectively. The optimization
increased the SEG measure from 0.42 to 0.62.
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Figure 2.5: Automated optimization of parameters for segmentation of MuSCs.
Panels (a) and (b) show the segmentation before and after the optimization re-
spectively. The green outlines show the manually created ground truth and the
red outlines show the outlines produced by the segmentation algorithm. Before the
optimization, both cells were under-segmented, and the right cell was broken into
two fragments. After the optimization, the under-segmentation was reduced, par-
ticularly for the left cell, and the right cell was no longer broken into two fragments.
The scale bar is 100 µm. Panel (c) shows how the SEG measure evolved in the
optimization, and panel (d) shows how the optimized parameters evolved.





Chapter 3

Viterbi Track Linking

In this chapter we propose a global track linking algorithm, which links cell outlines
generated by a segmentation algorithm into tracks. The algorithm adds tracks
to the image sequence one at a time, in a way which uses information from the
complete image sequence in every linking decision. This is achieved by finding
the tracks which give the largest possible increases to a probabilistically motivated
scoring function, using the Viterbi algorithm. We also present a novel way to alter
previously created tracks when new tracks are created, thus mitigating the effects of
error propagation. The algorithm can handle mitosis, apoptosis, and migration in
and out of the imaged area, and can also deal with false positives, missed detections,
and clusters of jointly segmented cells. The algorithm performance is demonstrated
on two challenging datasets acquired using bright-field microscopy, but in principle,
the algorithm can be used with any cell type and any imaging technique, presuming
there is a suitable segmentation algorithm. This chapter is based on [Magnusson
et al., 2015], and videos with all tracking results are available as supplementary
material for [Magnusson et al., 2015].

3.1 Introduction

The main challenge of the track linking problem is to perform data association
despite errors in the segmentation. The segmented outlines in a single image can
often be ambiguous in the sense that it is hard or impossible to determine how
many cells the outlines contain, and the ambiguities can often persist for a large
number of images. This makes it desirable to use information from a large number
of future images, or ideally the entire image sequence, when the track linking is
performed. An algorithm which makes use of the entire image sequence is called a
batch algorithm [Pulford and La Scala, 2010]. Examples of batch algorithms can
be found in [Pulford and La Scala, 2010, Bise et al., 2011b]. In cell tracking ap-
plications, the image sequences are normally recorded ahead of time and analyzed
later, so there is very little explicit demand for algorithms that process the image

27
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sequences sequentially and causally, like conventional multiple target tracking al-
gorithms used in for example surveillance applications. Despite this, there were
almost no prior batch algorithms for cell tracking before [Magnusson and Jaldén,
2012] was published.

Given the above, we propose a batch algorithm for track linking, which uses in-
formation from all images in the image sequence in a probabilistic manner to make
individual track linking decisions. The algorithm incorporates mitosis, apoptosis,
and other events into the same probabilistic framework without using heuristic
post-processing algorithms or separate detection algorithms that make hard detec-
tion decisions ahead of time. The algorithm can handle false positive detections
(also referred to as spurious detections or clutter), missed detections, and clusters
of cells that are segmented jointly.

Many existing track linking algorithms for cell tracking perform the linking im-
age by image. The algorithms thereby create tracks sequentially in time and extend
the tracks in one image to detections in the next image, often by solving integer
programming problems [Al-Kofahi et al., 2006, Li et al., 2010]. Sometimes, infor-
mation from future images is incorporated into the track linking using heuristics for
initiation and termination of tracks, or using heuristic post-processing algorithms.
The capabilities of these methods are however limited, and the number of future
time-points that can be considered is usually small. There are examples of more
sophisticated algorithms where information from all future images can be used to
make tracking decisions [Bise et al., 2011b, Padfield et al., 2008], but the use of in-
formation from future images is still limited. In [Bise et al., 2011b], track fragments
with a low level of ambiguity are created using image by image matching and then
the fragments are linked into longer tracks using integer programming. In [Padfield
et al., 2008], cell outlines are grouped into spatiotemporal tubes and then the tubes
are either merged or split to maximize a set of likelihoods. Both [Bise et al., 2011b]
and [Padfield et al., 2008] optimize tracks over the entire image sequence, but [Bise
et al., 2011b] makes final choices for most track linking decisions when the track
fragments are created, and [Padfield et al., 2008] is limited in the types of oper-
ations that can be performed on the spatiotemporal tubes. The method that we
propose performs global optimization over all track linking decisions of the entire
image sequence, and can thereby make use of more information from future images
than [Bise et al., 2011b, Padfield et al., 2008].

In addition to performing global data association using information from all
time-points, the proposed algorithm can handle joint segmentation of multiple cells
in clusters. Joint segmentation of multiple cells has been identified as the most
problematic segmentation error for cell tracking [Rapoport et al., 2011], and is
seldom treated explicitly by track linking algorithms. An example of an algorithm
that can handle joint segmentation is [Padfield et al., 2008], where outlines can be
split at branching points where two outlines in one image overlap with the same
outline in the prior or following image. Another example can be found in [Bise
et al., 2011a, Bise et al., 2009], where extreme points on cell boundaries in one
image are matched to extreme points on cell boundaries in the following image, to
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break clusters of cells. The method that we propose incorporates jointly segmented
cells into the global track linking algorithm and does not rely on having accurate
cell outlines, or outlines that overlap in adjacent images.

The proposed track linking algorithm starts with the hypothesis that there
are no cells in the image sequence and then adds one cell track at a time, in
a greedy way, which maximizes a probabilistically motivated scoring function in
each iteration. The algorithm stops when the scoring function cannot be further
increased by adding an additional track. Every track addition is however optimal
in the sense that no other single track addition can increase the scoring function
more. This optimality is ensured by solving a dynamic programming problem over
a state space diagram using the Viterbi algorithm. We also introduce a novel way of
altering preexisting tracks at the same time as a new track is created, by introducing
a notion of swap operations.

The idea of using dynamic programming to create entire tracks that are opti-
mal with respect to some scoring function has been used for tracking of a single
biological particle in [Sage et al., 2005]. Furthermore, the authors of [Sage et al.,
2005] emphasize the power of the global track linking and they also call for a dy-
namic programming algorithm that can be used to track multiple objects, thereby
providing inspiration for the algorithm we now present.

Dynamic programming has also been used to track multiple objects in [Berclaz
et al., 2006, Pirsiavash et al., 2011], where people are tracked in video recordings,
with good results. In [Berclaz et al., 2006, Pirsiavash et al., 2011] tracks are added
one at a time using dynamic programming, without editing of previously gener-
ated tracks. This works well for tracking of people, but it often gives rise to a
lot of tracking errors in cell tracking applications where a large number of cells are
tracked. In [Pirsiavash et al., 2011], the authors also present an alternative dynamic
programming algorithm which allows some editing of previously generated tracks.
That algorithm is however not well suited for tracking of dividing cells, as the edit-
ing mechanism would not enforce the constraint that a daughter cell of a mitotic
event must have a mother cell and a sister cell. Furthermore, the algorithm of [Pir-
siavash et al., 2011] does not allow multiple objects to occupy the same detection,
which is important for tracking of cells that form clusters. The use of dynamic pro-
gramming is also well established in tracking for defense applications. The states
in the state space diagram can in these applications correspond to discrete target
states [Barniv, 1985], manoeuvres of a target [Pulford and La Scala, 2002], or as in
our case, to measurements [Pulford and La Scala, 2010]. In [Pulford and La Scala,
2010], two different multiple target tracking algorithms are presented. The first
algorithm is similar to [Berclaz et al., 2006] in that there is one state space trellis
per target, but the tracks are generated in parallel. The trellises are updated in
a random order and a detection is included in a trellis if it fits the motion model
of the tracked target sufficiently well. When a detection is included in a trellis,
it cannot be used in other trellises. The other algorithm tracks all of the targets
using a single trellis. In this case, the states of the trellis represent data asso-
ciations between all targets and all measurements. Gating is used to reduce the
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computational requirements of the algorithm, but the algorithm is still too compu-
tationally expensive to be suitable for cell tracking where there is a large number
of targets. Furthermore, the algorithm would need to be extended to handle an
unknown number of targets and initialization and termination of tracks, and that
would most likely come at a very high computational price. Finally, it is unclear if
cell tracking specific challenges like mitosis and groups of cells occupying the same
detection could be incorporated into the algorithm. In general, traditional mul-
tiple target tracking algorithms designed for defense and surveillance applications
perform poorly on biological tracking problems [Chenouard et al., 2013]. This is
because they assume that the tracked targets exhibit smooth and predictable tra-
jectories, while the motion of cells and other biological objets is very erratic and
unpredictable [Chenouard et al., 2013].

Before the algorithm described in this chapter was presented in the journal pub-
lication [Magnusson et al., 2015], a precursor of the algorithm had been presented
in the conference publication [Magnusson and Jaldén, 2012]. In [Magnusson et al.,
2015], the prior algorithm was extended to handle cells that enter and leave the field
of view, missed detections, and situations where the daughter cells in a mitotic event
are not segmented in the same outline. Furthermore, we presented a version of the
algorithm with reduced complexity, which allows image sequences with thousands
of cells to be processed, without sacrificing performance. We participated, with
two different precursors of the algorithm described here, in PTC-12 [Chenouard
et al., 2013] and CTC-13 [Maška et al., 2014]. We also participated in CTC-14 and
CTC-15 with the algorithm described here, but the results of those challenges have
not yet been presented in a scientific publication. Our full cell tracking system
achieved outstanding performance in the CTCs, and on many datasets this was
primarily due to the cell tracking algorithm. More information about our contribu-
tions to PTC-12 and the CTCs can be found in Chapters 6 and 7 respectively. A
very early version of the proposed track linking algorithm was used in [Gilbert et al.,
2010] to investigate how the rigidity of the culture substrate affects the stemness
and viability of MuSCs. The examples above show that the track linking algorithm
that we propose can be applied to a broad range of tracking problems and that it
can be used to answer biologically relevant questions.

In Section 3.2 we formulate the track linking problem in more precise terms,
and in Section 3.3 we describe the scoring function used to score different solutions
to the track linking problem. The track linking algorithm, which is the main con-
tribution of this work, is described in Section 3.4. We then test the algorithm in
Section 3.5 on two very challenging 2D datasets with MuSCs and primary myoblasts
imaged using bright-field microscopy and compare our tracking results to tracking
results produced using CellProfiler [Carpenter et al., 2006]. We also briefly discuss
suitable algorithms for segmentation and scoring of tracking hypotheses. We do
however stress that the proposed track linking algorithm also can be used to track
other cell types imaged using other imaging techniques in both 2D and 3D, as was
done in [Maška et al., 2014], as long as a suitable segmentation algorithm is avail-
able. The scoring function can, just like the segmentation algorithm, be replaced
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by a different scoring function, as long as it satisfies certain Markov properties de-
scribed in Section 3.3.2, but the described scoring function is much less sensitive to
variations in the data than the segmentation algorithm is.

3.2 Problem statement

The proposed algorithm can be used to link a set of detected cell outlines, produced
by an application specific cell segmentation algorithm, into tracks. We assume
that the segmentation algorithm outputs a set of detections D = {Dt,i}t=1:T,i=1:Nt

,
where Dt,i is detection number i in image t, Nt is the number of detections in image
t, and T is the length of the image sequence. Every detection is a representation of
an object in the image. Round cells are often represented using centroid coordinates
and radii [Kachouie et al., 2006], while cells with variable morphology are often
represented using pixel or voxel regions in the image or z-stack [Al-Kofahi et al.,
2006], but other representations are also possible. In tracking by model evolution,
cells are usually represented using contours described by either parametric functions
or by the zero level set of a scalar function defined over the image or z-stack
[Zimmer et al., 2006], but such representations are not normally used for tracking
by detection.

Ideally, every detection should correspond to exactly one cell. In all non-trivial
cell tracking problems, there are however errors in the segmentation, so that a de-
tection can correspond to zero cells, a single cell, or multiple cells. Figure 3.1 shows
an example with detections generated using the segmentation algorithm described
in Section 3.5.3.

3.2.1 Representation of tracks

Given the set of detections D, we try to generate an accurate set of cell tracks. We
represent a set of cell tracks and the mother-daughter relationships between them
using an acyclic graph F with one or more connected components. Such a graph
is usually referred to as a forest, or as a tree if it consists of a single connected
component. The nodes of F represent individual cells at different time-points,
and are labeled with the indices of the detections that the cells occupy at those
time-points. Furthermore, the last node of cells that undergo apoptosis are marked
with a black cross, to differentiate them from cells that leave the imaged area. Cell
migration is represented by links between pairs of nodes, and mitotic events are
represented by two links from the last node of the mother cell, to the first nodes
of the respective daughter cells. Figure 3.2 shows an example of a forest graph F
representing a set of cell tracks.



32 CHAPTER 3. VITERBI TRACK LINKING
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Figure 3.1: Detections of MuSCs imaged using bright-field microscopy, generated
using the segmentation algorithm described in Section 3.5.3. Detection Dt,1 con-
tains two cells, detection Dt,2 is a false positive containing no cells, and detections
Dt,3 and Dt,4 are both detections containing a single cell. The scale bar is 50 µm.
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Figure 3.2: A forest graph F representing a set of four cell tracks in an image
sequence with four images. In the first image, there are two cells that occupy
detections D1,1 and D1,2 respectively. The cell that starts in D1,2 migrates through
detections D2,2 and D3,2 in images 2 and 3 and then undergoes apoptosis. The cell
that starts in D1,1 first migrates to detection D2,1 in image 2 and then undergoes
mitosis between image 2 and image 3. In image 3, the daughter cells are segmented
jointly in D3,1 and in image 4, they have migrated to D4,1 and D4,2 respectively.
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3.3 Scoring function

In order to score different solutions to the tracking problem, we introduce a set of
event variables E = {Em}m=1:|E|, that represent possible events that can take place
in the image sequence. For every set of proposed tracks F , there is a unique set
of assignments to the event variables E(F ) = {Em(F )}m=1:|E|. We then define a
score g(F ) for the set of tracks F , as the sum of the logarithmic probabilities of the
assignments to the individual event variables, i.e.,

g(F ) =
|E|∑

m=1
log(Pr(Em = Em(F ))). (3.1)

If all event variables are assumed to be a priori independent, the scoring function
corresponds to the logarithm of the probability of the joint assignment to the set
of event variables, required to produce the set of tracks F . In reality, there will
surely be some dependence between the variables, but the forced independence
assumption gives a scoring function which can be optimized effectively and which
still has a strong probabilistic motivation.

3.3.1 Events
The set of event variables should be defined so that it contains events associated
with cell counts in detections, migrations, and all mechanisms by which cells appear
and disappear in the image sequence. In this chapter, we include event variables
associated with the number of cells in each detection (Ct,i), migrations inside the
imaged area (Mt,i,j,τ ), mitotic events (St,i), apoptotic events (At,i), migrations into
the imaged area (It,i), and migrations out of the imaged area (Ot,i). The different
variable types are explained further in Table 3.1. The time index t goes between 1
and T for Ct,i, between 2 and T for It,i, and between 1 and T −1 for all other event
variables. Apoptotic events are not considered in the last image, as it is impossible
to determine if a cell is dead one time step after the last time point. The detection
indices i and j go from 1 to Nt and from 1 to Nt+1 respectively. Missed detections
are handled by letting a migration event occur between detections in images that
are τ = 1, . . . , τmax time-points apart. A mitotic event that takes place between
time t and time t+1, where the mother cell occupies Dt,i and the two daughter cells
occupy detections Dt+1,j and Dt+1,k, is represented by the mitotic event St,i and
the two migration events Mt,i,j,1 and Mt,i,k,1. In the event variables associated with
the forest F in Figure 3.2, M1,1,1,1 = 1, as there is a cell migrating between D1,1
and D2,1, S2,1 = 1 and M2,1,1,1 = 1, as there is a mitotic event in D2,1 after which
both daughter cells occupy D3,1, and M1,1,2,1 = 0, as there is no cell migrating
between D1,1 and D2,2.

To optimize the performance of the track linking algorithm, it is judicious to
include only the event types that occur in the data to be processed. If it is known
a priori that none of the cells undergo mitosis, the mitotic events do not need to
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Table 3.1: Event variables in the scoring function. If multiple cells meet the criteria
of a binary event variable, the value is 1.

Variable Event Values
Ct,i cell count The number of cells in detection Dt,i.
Mt,i,j,τ migration 1 if a cell migrates between Dt,i and Dt+τ,j ,

0 otherwise.
St,i mitosis 1 if a cell divides in Dt,i so that the daugh-

ter cells appear in image t + 1, 0 otherwise.
At,i apoptosis 1 if a cell undergoes apoptosis (dies) in Dt,i,

0 otherwise.
It,i migration into image 1 if a cell is outside the imaged area at time

t− 1 and migrates into Dt,i, 0 otherwise.
Ot,i migration out of image 1 if a cell is in Dt,i at time t and has left

the imaged area at time t + 1, 0 otherwise.

be included in E , if no cells undergo apoptosis, the apoptotic events do not need to
be included, if the cells are confined to some type of microwell the event variables
for entering and leaving the field of view do not need to be included, and if there
are no missed detections, τmax should be set to 1.

3.3.2 Scoring function requirements
All track linking algorithms have some kind of explicit or implicit scoring of tracks
to choose between different linking options, and different track linking strategies
impose different constraints on how the tracks can be scored. The proposed track
linking algorithm, described in Section 3.4, requires a scoring function which is
memoryless in the sense that the score associated with an event in a cell track does
not depend on prior events in the track. This is equivalent to a Markov property
saying that the event following the current time-point is independent of prior states
of the cell, given the current state of the cell. For migration probabilities based on
the locations of detections, the Markov property requires that the score associated
with the migration Mt,i,j,τ must not depend on the location of the cell in images
prior to image t, given that the location in image t is known. In many other tracking
problems, this would be a severe limitation, as it effectively precludes the use of
dynamic motion models. In cell tracking however, there is usually not a lot of
performance to be gained from using a dynamic motion model, as cells frequently
violate the assumption of smooth motion made by dynamic motion models. The
Markov property also precludes the probability of mitosis, apoptosis, and other
events from depending on the cells age, motility, or other properties that require
data from multiple time-points. In Chapter 4, we present a method based on
preprocessing with a Gaussian Mixture Probability Hypothesis Density (GM-PHD)
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filter, which can be used to incorporate dynamic motion models into the track
linking without violating the requirements on the scoring function.

The scoring function proposed in (3.1) is not the only possible scoring function
satisfying the necessary Markov properties, but we have found that it is a good
choice, as it defines an easily interpreted probabilistic framework and achieves high
tracking performance. The event probabilities in the individual terms of the scoring
function can be computed from the detections using either parametric probabilistic
models for the different events, or classification algorithms, such as (multiclass)
logistic regression and Gaussian discriminant analysis, trained on a manually gen-
erated ground truth dataset. The probabilities can also be set to fixed values as
done for cell counts and mitosis in Chapter 7. Yet another alternative is to replace
the probabilities by heuristically chosen functions of detection features, as done in
for example [Li et al., 2010]. In Section 3.5.4, we present suggested parametric
models for the migration probabilities and for the probabilities that a cell enters or
leaves the field of view in a particular detection. In Section 3.5.5 we present a way
to model probabilities of cell counts in detections, mitosis, and apoptosis, using
logistic regression. The models described in Section 3.5 have been shown to work
well for tracking of adherent cell types imaged using bright-field microscopy, but
they might require some modifications to handle other cell types and microscopy
techniques.

3.4 Track linking algorithm

Given a set of detections D and the scoring function (3.1), the problem of generating
an optimal set to tracks is a combinatorial optimization problem which cannot be
solved exactly, except for extremely small tracking problems. The track linking
algorithm that we propose in this chapter finds an approximate solution to this
optimization problem by iteratively adding individual tracks to the image sequence
in a greedy way. The following sub-sections explain the algorithm in detail.

3.4.1 Generating tracks using operations

The addition of a track to F can be broken down into a sequence of operations,
where each operation adds an additional node to F , links it to a preexisting node
if necessary, and updates the appropriate event variables. If we assume that the
track linking algorithm has created two of the three tracks in Figure 3.2, so that
there is one track passing through the detections D1,1, D2,1, D3,1, and D4,1, and
one track passing though the detections D1,2, D2,2, and D3,2, the third track can
be created using a sequence of two such operations. The first operation adds an
additional node labeled D3,1, creates a link from the node labeled D2,1 to the new
node, changes the value of the mitosis variable S2,1 from 0 to 1, indicating that a
mitotic event occurs in detection D2,1, and increases the value of the count variable
C3,1 from 1 to 2. The value of the migration variable M2,1,1,1 is already 1, so it is
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not changed. The second operation adds a node labeled D4,2, creates a link from
the node added by the first operation to the new node, and increases the value of
the migration variable M3,1,2,1 and the count variable C4,2 from 0 to 1. The change
in the scoring function is induced by the changes to the values of the event variables.
The set of allowed operations at a certain position in the sequence of operations
is restricted based on the previous operation. For example, the second operation
described above cannot be replaced by an operation which adds a migration from
D3,2 to D4,2, as the first operation created a cell in D3,1. These restrictions ensure
the internal consistency of F after each addition of a track. The set of allowed
operations and the constraints that the sequence of operations has to satisfy can
be represented nicely using a state space diagram, as described in the next section.

3.4.2 State space diagram
The track linking algorithm that we propose starts from an empty set of tracks F
and adds one track at a time until the scoring function cannot be increased further
by adding an additional track. In each image, an added track can either pass
through one of the detections, not be present because the cell has yet to appear in
the image sequence, or not be present because it has disappeared from the image
sequence. These possibilities can be represented as states in a state space diagram,
as shown in Figure 3.3. A track also has the possibility to skip one or multiple
images where the cell is missing from the segmentation, but that is represented
using arcs spanning multiple layers of the state space diagram, as described later in
this section. The state space diagram has one state associated with each detection
Dt,i in the image sequence, a chain of ”born later” states Yt for cells that have not
yet appeared, a chain of ”dead” states Xt for cells that have disappeared, a starting
state A and an ending state B. The detection states have the same labels as the
detections themselves. The arcs that leave a state represent the operations that
can be performed on F , when a track under creation is in that state, so that every
track that can be added to F corresponds to a path from A to B in the state space
diagram.

The operations associated with the arcs can either start the creation of a new
track in F , append an additional node to the end of the track under creation, or
end the track under creation. Every such operation is associated with a change to
the scoring function and that score change is placed as a utility on the arc in the
state space diagram. The total change in the scoring function, that occurs when a
particular track is added to F can therefore be computed as the sum of the utilities
on the arcs in the corresponding path through the state space diagram.

An operation that initiates a track in detection i of the first image corresponds
to an arc from state A to state D1,i, and an operation that initiates a track that
enters the field of view in detection i of image t corresponds to an arc from state
Yt−1 to state Dt,i. An operation that terminates a track in detection i of image
t, through either apoptosis or migration out of the field of view, corresponds to
an arc from state Dt,i to state Xt+1. An arc between two detection states Dt,i
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and Dt+τ,j represents an operation which appends detection Dt+τ,j after Dt,i in
the track under creation. Mitotic events are introduced by creating an additional
branch from a preexisting tree of nodes in F . If the mitotic event to be created
occurs in detection Dt,i, which is already linked through migration to Dt+1,j , one of
the daughter cells has to appear in Dt+1,j , and the other daughter cell can appear in
any detection Dt+1,k of the next image. Operations which add such branches to F
have arcs that go from Yt to Dt+1,k, and a utility which reflects the changes in St,i

and Mt,i,k,1. Note here also that the introduction of a mitotic event in a preexisting
track corresponding to a single cell creates a mother cell and two daughter cells in
F : The mother cell and one of the daughter cells simply inherit the former and
latter parts of the preexisting track, respectively, while the track of the second
daughter cell is created by the remaining linking operations. Mitotic events cannot
be added at the end points of preexisting tracks. In Section 3.4.4, we define an
additional type of arcs called swap arcs, which allow links in preexisting tracks to
be changed during the creation of a new track. The main ideas of the algorithm are
however easier to describe without swap arcs, so we save the description of them
for later.

Given that the scoring function (3.1) has one term associated with every event
variable, the utilities of the arcs in the state space diagram will involve only a
small number of terms associated with the relevant event variables. For example,
the utility associated with a migration arc between the detections Dt,i and Dt+τ,j

corresponds to updating the values of the migration variable Mt,i,j,τ and the count
variable Ct+τ,j , and can be written as

∆g = log(Pr(Mt,i,j,τ = 1))
− log(Pr(Mt,i,j,τ = Mt,i,j,τ (F )))
+ log(Pr(Ct+τ,j = Ct+τ,j(F ) + 1))
− log(Pr(Ct+τ,j = Ct+τ,j(F ))). (3.2)

The first two rows of (3.2) correspond to changing Mt,i,j,τ from its current value
to 1, and the last two rows correspond to adding 1 to Ct+τ,j . The score updates
associated with other event types are a little more complicated, but follow the same
pattern and can be found in Appendix 3.A.

3.4.3 Finding the highest scoring path
In the previous section, we showed that the change in the score of F , that occurs
when a track is added, can be computed as the sum of the arc utilities along the
corresponding path through the state space diagram. This means that finding the
track which increases the score of F the most is equivalent to finding the path
from A to B in the state space diagram, with the highest summed utility. This is
equivalent to solving an instance of the well known shortest path problem. Given
that the state space diagram has a trellis structure, we can solve the problem
with linear complexity in T using a dynamic programming algorithm known as
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Figure 3.3: State space diagram (b) for the addition of a track to an image sequence
with three images (a). There is a preexisting track shown in blue, and the state
space diagram describes all the possible ways to add a second track. The roles of
the nodes and the arcs between them are explained in Section 3.4.2. The arrows
that go out of the ”born later” states Y1, Y2, and Y3 represent both mitosis arcs and
arcs for migration into the field of view. The arrows that go into the ”dead” states
X2 and X3 represent both apoptosis arcs and arcs for migration out of the field of
view. Note that there is no X1 state, as we do not include cells in the tracking if
they are dead in the first image. To avoid cluttering the state space diagram, we
have set τmax to 1 so that only migrations between detections in adjacent images
appear in the trellis. Even though this is a very small example with only three
images and τmax = 1, there are 42 different paths through the state space diagram,
assuming that only the maximum utility arcs between pairs of nodes are included
in the trellis, so that each arrow represents a single arc. The path going through
the three ”born later” states represents the option of not adding a second track at
all, but all of the other paths represent different ways in which a second track can
be added. The correct way to add a second track, as sharing D1,1 with the blue
track and then passing through D2,2 and D3,2 is shown as a green dashed track
through the image sequence and a corresponding green path through the state space
diagram. The scale bar is 50 µm.
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the Viterbi algorithm [Forney Jr, 1973] in the communications literature. The
value and computational efficiency of the Viterbi algorithm becomes evident when
considering that the number of possible paths from A to B grows exponentially
with T : A sequence with T = 100 images and 10 detections per image allows for
more than 10100 different tracks in any iteration of the algorithm, even without
considering swaps.

The Viterbi algorithm finds a solution to the optimization problem by using the
fact that only the highest scoring path from A to an arbitrary state of image t can
be the beginning of the highest scoring path from A to B. We let Et,i denote state
number i at time-point t, and let Jt be the number of states at this time-point. The
time index t goes from 0 to T + 1, as there is a state A before the first image and a
state B after the last image. There can be multiple arcs between a pair of states, but
only the arc with the highest utility can be a part of the optimal path from A to B,
so we define the arc set A, containing the maximum utility arcs between all pairs of
states. A path from A to an arbitrary state E corresponds to a set of operations that
can be performed on F . We let gmax(E) denote the score of F after the operations
corresponding to the maximum utility path from A to E have been performed.
Furthermore we let the utility of an arc in A, between the states Et,i and Et+τ,j , be
denoted by ∆g(Et,i, Et+τ,j). The Viterbi algorithm starts from the beginning of the
state space diagram and finds the optimal paths to the states at each time-point. For
t = 0, the optimal path consists of only the state A, and for subsequent time-points,
the algorithm uses the fact that the optimal paths to states at earlier time-points
are known. For each state Et,i at time t > 0, the algorithm determines the second
to last state, denoted φ(Et,i), in the optimal path. The second to last state is
found by comparing all candidates E, for which there is an arc (E, Et,i) in A, and
choosing the one for which gmax(E) + ∆g(E, Et,i) is maximal. When the algorithm
reaches B, the second to last state in the optimal path to every node is known,
so then the algorithm can back-track from B to A to recreate the optimal path
through the state space diagram, P = {A, . . . , φ(φ(B)), φ(B), B}. Pseudo-code
for the Viterbi algorithm can be found in Figure 3.4. If gmax(B) > g(F ), the
sequence of operations corresponding to the optimal path are applied to F , the
state space diagram is updated, and another iteration of the Viterbi algorithm is
performed. Otherwise, g(F ) cannot be increased by adding an additional cell, P
will be {A, Y1, . . . , YT , B}, gmax(B) will be equal to g(F ), and the track linking
algorithm is terminated.

While the states in the trellis are the same for each application of the Viterbi
algorithm, the possible arcs and the arc utilities are changed in each iteration
due to the change in F induced by the track added to F following the previous
application of the Viterbi algorithm. It is also important to note that while the
Viterbi algorithm solves the shortest path problem in a sequential manner from A
to B (and then back to A in the back-tracking step), this does not mean that the
track linking itself is causal or sequential in time: The Viterbi algorithm achieves
a globally and non-causally optimal track by propagating all candidates for the
optimal track, and could have been implemented in the reverse order to find the
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Find the optimal utilities of paths from A to the other states and keep track of
the second to last state in each path.
gmax(A)← g(F )
for t = 1, . . . , T + 1 do

for i = 1, . . . , Jt do
gmax(Et,i)← max

E:(E,Et,i)∈A
gmax(E) + ∆g(E, Et,i)

φ(Et,i)← arg max
E:(E,Et,i)∈A

gmax(E) + ∆g(E, Et,i)

end for
end for

Back-track through the state space diagram to recreate the optimal path P from
A to B.
Emax ← B
P ← {Emax}
while Emax 6= A do

Emax ← φ(Emax)
P ← {Emax,P}

end while

Figure 3.4: Description of the Viterbi algorithm, which is used to find the highest
scoring path from A to B in the state space diagram.

optimal path from B to A, without altering the final solution.

3.4.4 Swaps

The state space diagram described in Section 3.4.2 does not allow previously created
tracks to be altered. This is problematic because track linking errors in preexisting
tracks cannot be corrected, and furthermore, incorrect links can hinder the creation
of correct tracks in subsequent iterations, as illustrated in Figure 3.5. In order to
mitigate these problems, we introduce a swap operation, which modifies links in
preexisting tracks during the creation of a new track. This is done by splitting a
preexisting track in two parts and linking the second part of the preexisting track to
the end of the track under creation. The same operation will also link a new state to
the end of the first half of the preexisting track, so that the track linking algorithm
can continue from there and generate a new continuation of the preexisting track.
The scores at subsequent time-points are the same when a preexisting track is
extended, as when a new track is extended, so the highest scoring way to modify
F can still be found using the Viterbi algorithm, as described in Section 3.4.3. The
only difference is that the added track can consist of multiple fragments linked to
preexisting tracks at the time-points when swap operations are performed. In this
way, the swap operation lets the track under creation take over a path which is
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already occupied by the second half of a preexisting track, and starts the process
of finding a new continuation for that preexisting track.

To formalize what a swap operation does, we consider a swap arc between the
trellis states Dt,i and Dt+τ1,j , which removes a link between detections Dt+τ1−τ2,m

and Dt+τ1,n from a preexisting track. The procedure is exemplified in Figure 3.5,
for τ1 = τ2 = 1. In the general case, the track under creation, to which Dt,i was ap-
pended by the previous operation, takes over the second half of the preexisting track,
starting with detection Dt+τ1,n. Detection Dt+τ1,j is appended after Dt+τ1−τ2,m at
the end of the first half of the preexisting track, which will be extended further or
possibly terminated by the next operation.

The swap operation described above adds two new migration events and removes
a preexisting migration event. The swap operations can however be generalized to
allow other types of events to be added and removed. We do this by thinking of the
beginnings of preexisting tracks as links from ”born later” states to detection states
in the state space diagram, and the terminations of tracks as links from detection
states to ”dead” states. This lets us treat the ”born later” states and the ”dead”
states like detection states in the description above, so that swap events can change
how and if tracks begin and end. As an example, the track under creation can
take over the second half of a preexisting track and make the first half end in an
apoptotic event. A more formal definition of generalized swap operations can be
found in Appendix 3.A.

3.4.5 Complexity and implementation
If we assume that the length of the image sequence is T , that the maximum number
of detections in an individual image is N , and that the number of tracks to be
created is proportional to N , the worst case complexity of a naive implementation
of the algorithm described above is O

(
τmaxTN4). This is because the complexity

of the Viterbi algorithm is linear in T , there can be N2 pairs of detections in images
t and t + τ , for τ = 1, . . . , τmax, and every such pair can have as many swap arcs
between them as there are preexisting tracks. Since the number of tracks to be
created is proportional to N , the average number of preexisting tracks will also be
proportional to N , and the overall complexity of the algorithm will therefore be
O
(
τmaxTN4).
In practice, one can however restrict the number of migration and mitosis arcs

entering and exiting detection states in the state space diagram. This can be done
by discarding all but the L most likely migration events from and to every detection
and the L most likely mitotic events for entering and leaving of any detection state.
This reduces the number of swap arcs associated with a time-point in a preexisting
track from O

(
N2) to O

(
L2), and the overall complexity of the modified algorithm

is therefore O
(
TN2L2), where the constant L needs to be chosen so that correct

events are not discarded when the set of arcs is pruned. In the experiments in
Section 3.5, and in many other cell tracking problems that we have worked on,
L = 3 results in a very fast algorithm with the same performance as with larger
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Figure 3.5: Illustration of a swap operation. The first row (a) shows the tracks
before the swap operation is performed. Detection D3,2 should be linked to the end
of the green track under creation, but the incorrect preexisting blue track prevents
this from being done using a migration arc in the state space diagram, as increasing
the count variable C3,2 to 2 would lower the scoring function significantly. Instead,
the shortest path through the state space diagram goes through a swap arc from
D2,2 to D3,1. The swap operation associated with that arc links D3,2 to the end of
the green track and changes the incorrect link between D2,1 and D3,2 in the blue
track at the same time, as shown in (b). First the swap operation removes the
incorrect link. Then it appends the second half of the preexisting blue track to the
end of the green track under creation, and links D3,1 to the end of the first half of
the preexisting blue track. The tracks after the swap operation are shown in (c).
The next arc in the shortest path through the state space diagram determines how
the blue track continues from D3,1, so to produce a correct tracking result, the next
arc should be the migration arc from D3,1 to D4,1. The scale bar is 50 µm.
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values of L. With L = 3, the algorithm is fast enough to track thousands of objects
in the same field of view.

Further, as the state space trellis changes from one iteration to the next, one
can either generate a new trellis in each iteration (i.e., application of the Viterbi
algorithm) or modify the trellis from the previous iteration, to reflect the changes
that were made to F . The algorithm complexity is the same in both cases, but
the run time is lowered significantly if the trellis is kept in memory and updated
iteratively.

3.4.6 Post-processing

When detections are assigned more than one track in the solution of the tracking
problem, it is often necessary to split the detections so that each cell gets an outline
of its own for the subsequent data analysis. Before the detections are split, the
track links entering (or leaving) a detection with multiple cells can be interchanged
without changing the assignments to the event variables, and consequently, by the
structure of (3.1), without changing the score of F . After the splits, the different
linking choices will however have different scores and it can therefore be necessary
to change the links generated by the initial track linking in addition to just splitting
the detections.

If the detections are represented using pixel or voxel regions, the problems of
splitting detections and changing associations can be solved using the algorithm
described in Section 3.5.7, which splits detections using k-means clustering and
changes the associations by solving an assignment problem. This chooses the best
linking alternative for tracks through detections with multiple cells, based on the
scoring function (3.1) and can also correct some tracking mistakes which cannot
be corrected by swap operations. The splitting of detections and the changes of
assignments can however be performed using other algorithms. In [Bise et al.,
2009], the problem of splitting outlines with multiple cells is solved by matching
extreme points on the outline boundaries in adjacent images. The method in [Bise
et al., 2009] has the potential to separate the cells more accurately than the method
presented in Section 3.5.7, but the algorithm requires that the number of cells in
each detection is small and that the cell outlines have been segmented accurately.
The algorithm in Section 3.5.7 does not suffer from these limitations and has the
advantage that it can be used on both 2D images and 3D z-stacks.

3.5 Experiments and real life performance

To test the proposed track linking algorithm, we implemented it in C++ and incor-
porated it into the cell tracking system that we have developed in MATLAB. The
track linking algorithm is most easily implemented in an object oriented language
and we chose C++ because of its efficiency. The cell tracking system is called the
Baxter Algorithms, and is described in Chapter 5.
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The track linking algorithm was tested on two datasets with MuSCs and my-
oblasts respectively. The datasets are described in Section 3.5.1, preprocessing of
the images is described in Section 3.5.2, the segmentation algorithm used to gen-
erate the detections is described in Section 3.5.3, and the tracking performance is
evaluated in Section 3.5.8.

3.5.1 Data

For the performance evaluation, we use two bright-field microscopy datasets with
MuSCs and myoblasts respectively. We chose these cell types because they are
challenging to track due to their changing morphology, their motility, and the fact
that the cells form clusters that are hard for segmentation algorithms to sepa-
rate into individual cells. Bright-field microscopy was chosen because it gives less
contrast than most other imaging techniques and therefore serves as a good bench-
mark. For display purposes, we have adjusted the brightness and contrast of the
example images included in this chapter to improve legibility. To someone who is
used to looking at raw bright-field images, the problem of segmenting the cells may
therefore seem easier than what it actually is.

3.5.1.1 MuSCs

In the first dataset, we use murine MuSCs, isolated and cultured according to pro-
tocols described in [Gilbert et al., 2010]. The dataset was analyzed from a biological
perspective in [Gilbert et al., 2010], using an earlier version of the cell tracking sys-
tem described here. In [Gilbert et al., 2010], the authors look at how the rigidity
of the culture substrate affects the stemness and viability of MuSCs in culture,
by culturing the cells on tissue culture plastic and a polyethylene glycol hydrogel
respectively. The cells therefore come from two different culturing conditions, but
that does not impact the performance evaluation.

The cells are confined in circular microwells, with a diameter of 600 µm, so
that they cannot leave the field of view. The dataset consists of 115 sequences of
1388×1040 pixel 8-bit images with cells imaged every 3 minutes for 33 hours, using
bright-field microscopy with 10× magnification. The image sequences start with
0-2 live cells and end with 0-14 live cells. When the fields of view to be imaged
were chosen, they all contained at least one live cell, but a few of the cells died
before the imaging started, and therefore there are a few image sequences without
live cells. Image sequences where all cells die are truncated about 100 minutes after
the last cell dies. Figure 3.6 shows an image with 14 live cells and one dead cell at
the end of the experiment.

The MuSC dataset is challenging to process because the cells move a lot and
adhere to each other so that they cannot be segmented into individual detections.
In addition to this, there are a lot of background features and debris from the
isolation procedure that can give rise to false positive detections. Furthermore, it
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Figure 3.6: Image from the end of the MuSC dataset. The scale bar is 100 µm.

is challenging to detect mitotic and apoptotic events as the events lack distinctive
features in bright-field microscopy.

To estimate the parameters in the motion model described in Section 3.5.4 and
to train the classifiers described in Section 3.5.5, we use a separate training dataset
with 52 image sequences of MuSCs isolated, cultured, and imaged in the same
way as in the test dataset. The training dataset is 23 hours long and has ground
truth tracks generated through manual correction of tracks created using an earlier
version of the algorithm described in this chapter.
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Figure 3.7: Image from the end of the myoblast dataset. The scale bar is 100 µm.

3.5.1.2 Myoblasts

To show that the algorithm can handle denser cultures and cells that enter and leave
the field of view, we have also included a dataset with murine primary myoblasts,
isolated and cultured according to the protocols described in [Rando and Blau,
1994]. The dataset consists of three sequences of 1384 × 1036 pixel 8-bit images
with myoblasts imaged every 3 minutes for 24 hours using bright-field microscopy
with 10× magnification. The image sequences start with 25-32 live cells and end
with 74-92 live cells. Figure 3.7 shows an image with 92 cells at the end of one of
the experiment. A fourth training image sequence generated in the same way as the
others was used to estimate parameters and train classifiers. This image sequence
was first tracked using the parameters and the classifiers from the MuSC dataset
and then corrected manually to produce a ground truth.

The myoblast dataset can be segmented with fewer false positive detections than
the MuSC dataset, as there is no microwell and significantly less debris. Further-
more, the tracking is made easier by the fact that the number of apoptotic events
is negligible. The high cell number in combination with rapid movement, severe
clustering, and mitotic events that are hard to detect does however make the my-



3.5. EXPERIMENTS AND REAL LIFE PERFORMANCE 47

oblast dataset slightly more challenging than the MuSC dataset. But the proposed
track linking algorithm performs well on this dataset as well.

3.5.2 Preprocessing
The MuSC dataset has circular microwells that need to be removed before the
images can be segmented. To do this we first align the images in the image sequences
as described in Section 2.1. Then we detect the microwell border using a Hough
transform for circular objects, applied to a gradient magnitude image computed
using the Sobel operator, and crop the image to get a slightly smaller image with the
microwell in the center. Finally, we subtract a median background image computed
using (2.1). The illumination intensity in the images varies slightly over time, so to
prevent this from causing problems in the background subtraction, the images are
shifted using additive offsets so that they all have a mean intensity of 127.5.

3.5.3 Segmentation
For both datasets, we use the segmentation algorithm described in Section 2.4,
which computes the sample variance of the pixels in a small square region around
every pixel and then applies a threshold. We separate clusters of cells into individual
cells by applying a watershed transform to the variance image, as described in
Section 2.6.1. To avoid over-segmentation we apply some Gaussian smoothing and
an h-minima transform before the watershed transform is computed. To further
reduce over-segmentation, we merge watershed regions without cells into adjacent
watershed regions with cells, once the tracking has been performed.

3.5.4 Motion model
There is no problem with missed detections in either of the datasets that we pro-
cess in this section, and therefore we set τmax = 1, and consider only migrations
between detections in consecutive images. To simplify the notation, we drop the
last subscript on the migration variables and let Mt,i,j denote Mt,i,j,1.

In traditional multiple target tracking used in for example radar surveillance
applications, it is very important to use an accurate dynamic motion model where
the motion in one time-step depends on the motion in earlier time-steps. In cell
tracking however, the objects to be tracked move very randomly and can make
sudden large moves in unexpected directions, so there is not a lot to be gained from
using a dynamic motion model.

We therefore model the motion of a cell as a Brownian random walk performed
by its centroid. If xt is the centroid position of a cell in image t, the probability
density of the centroid location in image t + 1 is assumed to follow a uniform
Gaussian distribution with the mean xt and the covariance matrix σ2I2, where I2
is the 2×2 identity matrix and σ2 is the variance of the cell displacement, projected
on one of the coordinate axes. The probability density at a candidate location xt+1



48 CHAPTER 3. VITERBI TRACK LINKING

in image t + 1 is therefore given by

f(xt+1; xt, σ2I2) = 1
2πσ2 exp

(
||xt+1 − xt||2

2σ2

)
. (3.3)

At the same location, the distribution of detections coming from other cells, debris,
and background features is modeled as a uniform distribution over the image,

fu(xt+1) = 1/A, (3.4)

where A is the area of the image.
If we assume that the prior probability for migration Mt,i,j to occur is pMt,i,j

,
we can use Bayes’ rule to compute a posterior probability for the migration, given
the distance between the centroids of Dt,i and Dt+1,j . If the centroids of Dt,i and
Dt+1,j are denoted xt,i and xt+1,j , the posterior probability can be written

Pr(Mt,i,j = 1) =
pMt,i,j

f(xt+1,j ; xt,i, σ2I2)
pMt,i,j

f(xt+1,j ; xt,i, σ2I2) + (1− pMt,i,j
)fu(xt+1,j) . (3.5)

The prior probability pMt,i,j
is taken to be independent of t, i, and j, and is esti-

mated from detection pairs in the training data.
Both datasets contain a lot of stationary or slowly moving debris, which fits

the above motion model very well. To prevent such objects from giving rise to
tracks, we truncate the posterior migration probabilities at 0.5, so that adding a
migration (i.e., changing Mt,i,j from 0 to 1) cannot increase the scoring function in
and of itself. This prevents tracks through detections that look like debris based on
the count classifier from being created due to positive migration arc utilities. The
truncation of the migration score is however removed when the assignment problem
described in Section 3.4.6 is solved, as the algorithm will otherwise be unable to
distinguish between different migrations with positive scores.

The probability that a cell in detection Dt,i migrates out of the field of view
between time t and time t+1 is computed as the product between a prior probability,
pOt,i

, that there is a cell migrating out of Dt,i, and the probability that a cell
migrating out of Dt,i ends up outside the field of view. The probability that the
cell ends up outside the field of view is estimated as the fraction of the probability
density, for the predicted centroid location in image t+1, that is outside the imaged
area. This gives the expression

Pr(Ot,i = 1) = pOt,i

(
1−

∫
image

f(xt+1; xt,i, σ2I2)dxt+1

)
, (3.6)

where the prior probability pOt,i
is estimated from the data, and is taken to be

independent of t and i. The probability Pr(It,i = 1), that a cell migrates from
outside the imaged area into Dt,i is set equal to Pr(Ot,i = 1), as the cell culture is
assumed to have the same properties on both sides of the image borders.
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3.5.5 Classification
To estimate the probabilities of cell counts, apoptosis, and mitosis, we compute
74 different features for each detection and then use (multiclass) logistic regression
[Bishop, 2006] to compute posterior probabilities for different assignments to the
event variables, given the features. The feature set is based on the feature set
described in [Theriault et al., 2012], but has some additional features described in
Appendix 3.B.

It is hard to train accurate cell count classifiers for detections with many cells,
because the number of training examples is very small or even zero, and the features
in different classes have similar values. To avoid these problems, we pool all of the
training examples with K or more cells, so that the classifier returns the posterior
probabilities Pr(Ct,i = 0), Pr(Ct,i = 1), . . . , Pr(Ct,i ≥ K). We then assume that the
cell counts in the last class with probability Pr(Ct,i ≥ K) are given by a geometric
distribution, so that

Pr(Ct,i = k) = Pr(Ct,i ≥ K)g(k −K), for k ≥ K, (3.7)

where
g(κ) = ρ(1− ρ)κ. (3.8)

In the experiments presented in this chapter we choose K = 2, and the parameter ρ
is computed from the training dataset using maximum likelihood estimation. The
use of the geometric distribution can be motivated by assuming that single cells
attach to other cells or clusters of cells at a rate λ and that cells leave the clusters
at a higher rate µ. This implies that the number of surplus cells in each detection
follows a birth-death process, with a birth rate of λ and a death rate of µ, which
results in a the geometric distribution (3.8), with ρ = λ/µ [Gross et al., 2013].

The apoptotic events are also hard to classify, because it is often hard to de-
termine the exact time-point of apoptosis, and because the changes in the cell
appearance are often subtle. Because of this, and the fact that the mitosis classifier
can have false positives, the scoring function can sometimes be increased by adding
a mitotic event followed by an apoptotic event killing one of the daughter cells one
or a few time-steps later. To prevent this from happening, we truncate the clas-
sification probabilities for apoptosis at 0.5, just like we do with the probabilities
for migration, so that the introduction of an apoptotic event (i.e., changing At,i

from 0 to 1) cannot increase the scoring function in and of itself. In a case where
a cell actually undergoes apoptosis, the apoptotic event will be introduced by the
algorithm anyway to avoid the decrease in the scoring function that would be as-
sociated with continuing the track through detections of other cells or detections
that should not have any cells at all.

3.5.6 Track linking
For the track linking, we used the algorithm described in Section 3.4. In the MuSC
dataset, the cells were confined to microwells and therefore we did not include
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variables for migration into and out of the field of view in the set of event variables.
In the myoblast dataset, there were only two apoptotic events, and therefore we
did not include any apoptosis variables in the set of event variables. We use the
generalized form of swap events, described in Section 3.4.4, that can change how
preexisting tracks begin and end, but to simplify the implementation we do not
allow swap operations to create new mitotic events. We do however allow swap
operations to remove mitotic events and thereby change the origin of one of the
daughter tracks and link the other daughter track to the end of the mother track
using a migration event.

3.5.7 Post-processing

To solve the post-processing problem described in Section 3.4.6 and give cells in
detections with multiple cells separate outlines, we split the binary segmentation
masks of the detections using k-means clustering [Bishop, 2006] applied to the x-
and y-coordinates of the mask pixels. The seeding of the clusters is done randomly
with one seed per cell, and once the pixel clusters have been determined, they are
assigned to the cells in the previous image by solving an assignment problem using
the Hungarian algorithm [Papadimitriou and Steiglitz, 1998]. Migrations in and
out of the imaged region are handled by introducing dummy cells and dummy pixel
clusters with matching-scores that correspond to migration in and out of the imaged
region respectively. To keep the problem simple, we do not change the identities
of the cells that undergo mitosis and apoptosis. The mother cells in mitotic events
are however entered twice into the matching problem, so that the identities of the
two daughter cells can be determined based on the migration distances from the
mother cell, in accordance with how mitotic events are scored in Section 3.3.

3.5.8 Algorithm performance

The tracking results on representative image sequences of the MuSC dataset and the
myoblast dataset are shown in Figures 3.8 and 3.9 respectively. In both figures, the
tracks and the outlines of the cells at the end of the image sequence are overlayed on
the last image. For the MuSCs, the tracks of the entire image sequence are shown,
but for the myoblasts, only the last 100 time-points of the tracks are shown, as the
tracks would otherwise cover most of the image, making the figure hard to interpret.
The tracking results shown in Figures 3.8 and 3.9 can be viewed in their entirety
in supplementary videos associated with [Magnusson et al., 2015]. The images and
the videos provide some qualitative evidence that the proposed algorithm performs
well on both cell types, but we will also provide quantitative performance measures
to show that the method works well on all image sequences of the datasets, and
provide some means to compare the algorithm performance to existing and future
works. We also compare our tracking results with tracking results produced using
CellProfiler [Carpenter et al., 2006]. In Section 3.5.8.1 we describe how CellProfiler
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was used to track the cells, in Section 3.5.8.2, we evaluate tracking performance,
and in Section 3.5.8.3 we evaluate run time.

3.5.8.1 Tracking using CellProfiler

In order to compare the proposed method to existing methods and software, we
used the freely available software CellProfiler [Carpenter et al., 2006] to process our
datasets. We saved the segmentation results produced by the algorithm described
in Section 3.5.3 to images with object labels and loaded these into CellProfiler,
so that we would be able to evaluate the tracking performance in isolation from
the segmentation performance. For track linking, we used the LAP method in the
TrackObjects module, which is an implementation of the track linking method pre-
sented in [Jaqaman et al., 2008]. The algorithm is similar to [Bise et al., 2011b] in
that it first links detections into tracklets and then links the tracklets into longer
tracks by solving a combinatorial optimization problem. In [Jaqaman et al., 2008],
the tracklets are created and linked into tracks by solving two different linear as-
signment problems (LAPs). Like most other existing tracking systems, CellProfiler
cannot reason about the probability that a detection is a false positive. To increase
the tracking performance, we therefore removed all objects with an area smaller
than 250 pixels prior to tracking. We also introduced a minimum cell lifetime of 10
frames, so that short tracks caused by false positives would be excluded. Further, we
disallowed merging of cells and adjusted parameters expressed in pixels to the scale
of the images. Once we had made these relatively natural problem specific adjust-
ments, we spent several days testing different values for the remaining parameters,
to maximize the performance measures described in Section 3.5.8.2. There were
too many parameters to cover the entire parameter space in a systematic search,
but nevertheless we are confident that all parameters were given sensible values.
CellProfiler project files, containing all of the tracking parameters used for tracking
of MuSCs and myoblasts are available as supplementary material for [Magnusson
et al., 2015].

3.5.8.2 Tracking performance

To evaluate the tracking performance, we compare the computer generated tracks to
ground truths created through automated tracking followed by manual correction.
The overall accuracy of the tracks is measured using the track purity [Smith et al.,
2005] and the object purity [Smith et al., 2005]. The accuracies with which the
algorithms determine how many cells each detection contains is evaluated by looking
at the confusion matrices for classification of detections into detections with 0, 1
and 2 or more cells. The accuracies by which mitotic and apoptotic events are
detected are measured using the precision and the recall, with which the events
were detected. The precision and the recall are defined as

precision = tp

tp + fp
(3.9)
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Figure 3.8: Representative tracking result from the MuSC dataset. The scale bar
is 50 µm. The image (a) shows the tracks and the outlines at the end of the image
sequence, overlayed on the last image of the sequence. The same image is shown
without annotation in Figure 3.6. The plot (b) shows the lineage tree corresponding
to the tracks. Mitotic events are shown as black dots and apoptotic events are shown
as black crosses.
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Figure 3.9: Representative tracking result from the myoblast dataset. The image
(a) shows the last 100 time-points of the tracks, and the outlines at the end of the
image sequence, overlayed on the last image of the sequence. The scale bar is 50
µm. The same image is shown without annotation in Figure 3.7. The plot (b)
shows the lineage trees corresponding to the tracks. Mitotic events are shown as
black dots. Line segments that start after the first image, without a mitotic event,
represent cells that migrate into the imaged area. Line segments that end before
the last image represent cells that migrate out of the imaged area.
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and
recall = tp

tp + fn
, (3.10)

where tp is the number of correctly detected events (true positives), fp is the
number of falsely detected events (false positives), and fn is the number of events
that were not detected (false negatives).

There is not yet any consensus, in the field of cell tracking, about what perfor-
mance measures should be used to evaluate algorithm performance. We chose the
parameters presented above because they are easy to compute and because they
capture the most important aspects of the track linking performance. Another
important reason for choosing these performance measures is that they make it
possible to compare our results to the results presented in [Magnusson and Jaldén,
2012] and [Bise et al., 2011b]. The performance measures track purity, object pu-
rity, and mitosis recall are used for performance evaluation in [Bise et al., 2011b],
but in [Bise et al., 2011b], object purity is referred to as target effectiveness and
the mitosis recall is referred to as mitosis branching correctness.

We think that it is important to strive for a consensus about which performance
measures to use for evaluation of cell tracking algorithms. The CTCs [Maška et al.,
2014, CTC website, 2015] is a great initiative to achieve this goal. In [Maška et al.,
2014, CTC website, 2015], many different types of tracking errors are combined
into a single performance measure called TRA. We however chose not to use this
measure in this chapter, because we want to study different aspects of the tracking
performance separately. Furthermore, the TRA measure is designed to indicate how
much time it would take for a human to correct all tracking errors, and therefore
the measure gives high weights to tracking errors where cells are missing, and lower
weights to linking errors. The TRA measure is therefore an appropriate measure
when entire systems for cell tracking are evaluated, but given that the focus of this
chapter is on track linking, we found the measures presented above to be more
appropriate.

Track purity is a measure of the degree to which the computer generated tracks
follow ground truth objects and object purity is a measure of the degree to which
the ground truth objects are followed by computer generated tracks. The track
purity of a single track is computed by finding the object that the track follows in
most images and dividing the number of images where the object is followed by the
length of the track in frames. Object purity is computed in the same way, but with
the roles of the tracks and the objects reversed. This means that the object purity
of a single object is the largest number of images that it is followed by the same
track, divided by the length of the object trajectory in frames.

For simplicity, a track is said to be following an object in a frame if its outline
overlaps with the outline of the object in at least one pixel in that frame. This
corresponds to an F -measure coverage threshold of 0 in [Smith et al., 2005]. This
allows cells to be misplaced inside clusters, as long as the outlines overlap in at
least one pixel. The outlines of cells which are not in clusters are the same in the
ground truth and in the tracking results, so they either overlap in all pixels or in no
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pixels. To formalize this, we let ni and nj denote the lengths (in frames) of track
i and object trajectory j respectively. Further, we let nij denote the number of
images in which track i follows object j, and let nji denote the number of images
in which object j is followed by track i. Then the track purity of track i can be
written as [Smith et al., 2005, Eq. (9)]

TPi = maxj nij

ni
(3.11)

and the object purity of object j can be written as [Smith et al., 2005, Eq. (10)]

OPj = maxi nji

nj
. (3.12)

The track or object purity of a set of tracks or objects is computed by averaging
the values of the individual tracks or objects in the set. We use a weighted average
where the trajectories are weighted by their length to prevent short trajectories
of cells that move back and forth across the image boundary from skewing the
results. For two mitotic events to be considered matching, they are not allowed to
be separated in time by more than 50 minutes, the mother cells have to match in
the last image of the mother cell that divided first, and each daughter cell has to
match the corresponding ground truth daughter cell, in the first image of the cell
that appears last of the two cells to be matched. The threshold of 50 minutes is
taken from [Bise et al., 2011b], so that our results can be compared to the results
in that publication. For two apoptotic events to be considered matching, they are
not allowed to be separated in time by more than 50 minutes, and the cells have to
match in the last image of the cell that dies first. For mitotic and apoptotic events,
cells can be considered to match if their outlines overlap in at least one pixel, but
an event in the computer generated tracks can only match one ground truth event
and vice versa.

The performance measures achieved by the proposed algorithm and by CellPro-
filer on the MuSC dataset and the myoblast dataset are shown in Tables 3.2 and
3.3 respectively1. The track and object purities of the proposed algorithm are very
high on both datasets considering the challenges of false positive detections and
clustering of cells. CellProfiler achieves lower (worse) values on both measures in
the MuSC dataset. On the myoblast dataset CellProfiler achieves a track purity
comparable to the track purity of the proposed method at the cost of a significantly
lower object purity. Both the precision and the recall of mitotic events are high on

1If the track purities and the object purities of the individual tracks or objects are not weighted
by the lengths of the trajectories, the average track purities of the proposed method would be
0.90 and 0.78, and the average object purities would be 0.84 and 0.90, for MuSCs and myoblasts
respectively. For the MuSC dataset, the unweighted measures are very close to the weighted
measures, as most tracks are of similar length. For the myoblast dataset however, the unweighted
measures are slightly different, as equal emphasis is put on long tracks and short track fragment at
the image boundary. We think that the weighted measures are more appropriate, but we present
the unweighted measures as well, to allow comparisons with as many other works as possible.
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the MuSC dataset for the proposed method. The performance measures for mitosis
are slightly lower on the myoblast dataset, but the performance is still good consid-
ering that the cell density is much higher and that there is more clustering of cells
than in the MuSC dataset. When the cell culture is dense and has a lot of clusters,
it becomes very challenging to detect mitotic events as the tracks in consecutive
images provide less context and as the mitotic cells that are segmented jointly with
other cells are very hard to identify using classification techniques. As noted above,
the problem of detecting apoptotic events correctly is more challenging than detect-
ing mitotic events, as the changes in appearance when the cell dies are often very
subtle. Therefore the proposed method achieves slightly lower precision and recall
for apoptosis than for mitosis in the MuSC dataset. The performance is however
still very good considering that classification of dead and live cells can be challeng-
ing even for a human observer. CellProfiler detects many of the mitotic events in
both datasets and even has a higher mitosis recall than the proposed method in
the myoblast dataset. CellProfiler does however introduce a lot of incorrect mitotic
events as well, so the mitosis precision is very low on both datasets. Typically,
the algorithm generates a lot of spurious tracks by introducing mitotic events and
later the tracks disappear through incorrect apoptotic events. Like almost all other
cell tracking algorithms, CellProfiler does not model apoptotic events explicitly,
and therefore both the precision and the recall are very low for apoptosis. The
mitotic events that were correctly detected by the proposed algorithm in the MuSC
dataset had delays with an average and a standard deviation of 2.0± 9.1 min and
the corresponding delays for apoptotic events were 0.35± 16 min. For CellProfiler,
the same delays were 27± 13 min and 5.5± 26 min. On the myoblast dataset, the
mitosis delays were −0.78± 12 min and 5.7± 19 min for the proposed method and
CellProfiler respectively. From the delay values it is clear that the proposed method
is a lot better at determining the exact time of the different events and that it is
harder to determine the exact time of an apoptotic event than a mitotic event. The
detection of mitotic events is very often delayed in CellProfiler as a result of the
two daughter cells being segmented together in a number of images following the
mitotic event. In the myoblast dataset, the amount of apoptosis was negligible, and
it was therefore not meaningful to include any performance measures for apoptosis
in Table 3.3.

Even though we optimized the settings in CellProfiler for our datasets, we rec-
ognize that the developers of the algorithms and the CellProfiler software were not
using our datasets during the development phase of their cell tracking method. We
do however still believe that the comparison supports our claim that the tracking
results that we have produced cannot be achieved using existing methods and soft-
ware. To give the reader an additional indication about what the numbers in Tables
3.2 and 3.3 mean in terms of tracking performance, we note that the method pre-
sented in [Bise et al., 2011b] achieves a track purity of 0.81, an object purity of 0.87,
and a mitosis recall of 0.65. The method in [Bise et al., 2011b] achieves very good
tracking results on cells from the cell line C2C12 imaged using phase-contrast mi-
croscopy, and is shown to outperform the highly cited, earlier work [Li et al., 2008].
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Table 3.2: Tracking performance on the MuSC dataset.

Parameter proposed CellProfiler
track purity 0.92 0.68
object purity 0.83 0.69
mitosis precision 0.79 0.17
mitosis recall 0.80 0.55
apoptosis precision 0.72 0.01
apoptosis recall 0.66 0.10

Table 3.3: Tracking performance on the myoblast dataset.

Parameter proposed CellProfiler
track purity 0.85 0.86
object purity 0.81 0.54
mitosis precision 0.59 0.17
mitosis recall 0.60 0.67

Table 3.4: Confusion matrices for the number of cells in each detection in the MuSC
dataset.

tr
ue

# 0 64249 1009 252 39884 25626 0
1 9422 68986 253 4522 74139 0
≥ 2 172 1167 4166 0 5505 0

0 1 ≥ 2 0 1 ≥ 2
estimated # estimated #

proposed method CellProfiler

Table 3.5: Confusion matrices for the number of cells in each detection in the
myoblast dataset.

tr
ue

# 0 3012 336 41 2071 1318 0
1 1716 39472 2809 1048 42949 0
≥ 2 3 2189 11520 3 13709 0

0 1 ≥ 2 0 1 ≥ 2
estimated # estimated #

proposed method CellProfiler
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Given that we have applied our algorithm to other datasets, we cannot objectively
compare our performance values to the performance values in [Bise et al., 2011b].
The fact that the proposed method achieves similar and in some cases higher per-
formance values than the method in [Bise et al., 2011b] does however support our
claim that the proposed method produces tracks of high quality. Furthermore,
phase-contrast microscopy is normally preferred to bright-field microscopy for cell
tracking applications as it gives higher image contrast and as mitotic events can be
identified by an increased brightness. It is therefore noteworthy that our algorithm
produces good tracking results, and especially that mitotic events are identified
with both high precision and high recall. In [Bise et al., 2011b], mitotic events are
handled using a mitosis detection algorithm specifically designed for phase-contrast
microscopy [Huh et al., 2011]. Compared to the method used in [Bise et al., 2011b],
the proposed algorithm for handling of mitotic events has the advantages that it
is independent of the microscopy technique used, and that it treats mitotic events
in a probabilistic manner without making hard classification decisions before the
tracking is started.

For further comparisons to other track linking algorithms, we refer the reader to
Chapter 7 which describes our participation in the ISBI Cell Tracking Challenges.
In the CTCs, our cell tracking system was compared on equal terms to a large
number of other systems, most of which used the tracking by detection paradigm.
On most datasets, our track linking algorithm achieved outstanding performance
in combination with relatively simple segmentation algorithms.

3.5.8.3 Run time

To give the reader a rough idea about the run time of the proposed algorithm we
measured the time it took to process the MuSC dataset and the myoblast dataset.
The processing was done on a desktop computer with an Intel Core i7-3930K 3.2
GHz processor with six cores, and 64 GB of RAM memory, running MATLAB
2013b in Windows 7. It took 26 hours and 48 minutes to process the MuSC dataset
and 1 hour and 6 minutes to process the myoblast dataset. This corresponds to 1.6
seconds per image for the MuSC dataset, and 2.8 seconds per image for the my-
oblast dataset. Table 3.6 shows how this run time was distributed among different
processing tasks. Most of the time was spent on image stabilization, segmenta-
tion, and feature computation. In the myoblast dataset, no image stabilization was
performed, and the segmentation took less time than in the MuSC dataset as no
background subtraction was performed, but the myoblast dataset still took almost
twice as long to process per image, as the feature computation took much longer
due to the large number of detections. In both datasets, the time consumed by the
track linking algorithm was negligible compared to the other tasks, showing that it
would be possible to process datasets where the number of cells per image is signif-
icantly higher, before the processing power becomes the limiting factor. The track
linking algorithm itself processed 65 images per second in the myoblast dataset and
12 000 images per second in the MuSC dataset.
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Table 3.6: Run times of different processing steps, in seconds per image.

Task MuSCs Myoblasts
stabilization 0.47 NA
cropping 0.067 NA
segmentation 0.54 0.44
feature computation 0.48 1.7
computation of scores 0.0068 0.18
track linking 0.000082 0.015
post-processing 0.0053 0.25
other 0.048 0.15
all 1.6 2.8

In the run time evaluation, we processed a single image sequence at a time, to
simplify the evaluation and the interpretation of the results. By processing one
image sequence on each processor core, the run time for the MuSC dataset was
reduced to 7 hours and 44 minutes and the run time for the myoblast dataset
was reduced to 24 minutes, corresponding to speed-ups by factors of 3.5 and 2.8
respectively. For the MuSC dataset, the speed-up was much less than a factor of 6,
indicating that the processor speed is not the limiting factor when all six cores are
used in parallel, but the limited speedup is partly explained by the fact that the
segmentation algorithm is implemented using the Fast Fourier Transform, which
has built in parallelization in MATLAB. CellProfiler uses parallel processing by
default, and required 35 hours and 26 minutes to process the MuSC dataset and
44 minutes to process the myoblast dataset, even though the tasks of stabilization,
cropping, and segmentation had been replaced by loading of label images. This
shows that our cell tracking system as a whole is competitive when it comes to run
time.

3.6 Conclusions

We have presented a global track linking algorithm for cell tracking, which uses
information from all images in an image sequence to make local linking decisions.
The algorithm can handle false detections, missed detections, detections containing
multiple cells, mitosis, apoptosis, and cells migrating in and out of the field of view.
All of the different types of events are incorporated into the same probabilistic
framework and there is no need for heuristic post-processing algorithms or hard
decisions made by detection algorithms, to handle for example mitosis or apoptosis.

The algorithm starts from an empty set of tracks and adds one track at a time
in a greedy way which gives the maximum increase to a probabilistically motivated
scoring function, until the scoring function cannot be increased further by adding
an additional track. During the addition of a new track, preexisting tracks can be
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modified, so that a large number of cells can be tracked without problems with
incorrect tracks blocking the creation of correct tracks in subsequent iterations. In
each iteration, the track to be added is found by solving an optimization problem
using the Viterbi algorithm. The track linking algorithm can be made to have
linear complexity in the number of images and quadratic complexity in the number
of detections in each image, and it is therefore suitable for tracking in long image
sequences with a large number of cells in each image. The track linking algorithm
is independent of the method used for image segmentation and can therefore be
applied to a broad spectrum or problems in both 2D and 3D. The algorithm has
been shown to give good performance on two very challenging datasets with MuSCs
and myoblasts imaged using bright-field microscopy.

3.A Scoring function updates

This section describes the utilities of the different arc types in the state space
diagram described in Section 3.4.2. These utilities are equal to the change in the
scoring function g(F ), that occurs when the operation associated with the arc is
performed on F .

• An arc from A to Dt,i represents adding a new cell, which is present in the
first image, to F , and has the utility

∆g = log(Pr(Ct+1,j = Ct+1,j(F ) + 1))
− log(Pr(Ct+1,j = Ct+1,j(F ))). (3.13)

• A migration arc from Dt,i to Dt+τ,j represents appending the detection Dt+τ,j

to the end of the track under creation, which currently ends in detection Dt,i,
and has the utility

∆g = log(Pr(Mt,i,j,τ = 1))
− log(Pr(Mt,i,j,τ = Mt,i,j,τ (F )))
+ log(Pr(Ct+τ,j = Ct+τ,j(F ) + 1))
− log(Pr(Ct+τ,j = Ct+τ,j(F ))). (3.14)

• A mitosis arc from Yt to Dt+1,j represents adding a new daughter cell starting
in detection Dt+1,j , by introducing a mitotic event in a preexisting track.
This breaks the preexisting track into two segments, where the first segment
becomes the mother cell, and the second segment becomes the other daughter
cell. This corresponds to adding an additional branch to one of the trees in
F . If the preexisting track that will become the mother cell passes through
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detection Dt,i, the utility of the arc is given by

∆g = log(Pr(St,i = 1))
− log(Pr(St,i = St,i(F )))
+ log(Pr(Mt,i,j,1 = 1))
− log(Pr(Mt,i,j,1 = Mt,i,j,1(F )))
+ log(Pr(Ct+1,j = Ct+1,j(F ) + 1))
− log(Pr(Ct+1,j = Ct+1,j(F ))). (3.15)

• An apoptosis arc from Dt,i to Xt+1 represents terminating the cell under
creation with an apoptotic event, and has the utility

∆g = log(Pr(At,i = 1))− log(Pr(At,i = At,i(F ))). (3.16)

• An arc from Yt to Dt+1,j for migration into the image adds a new cell to F ,
and has the utility

∆g = log(Pr(It+1,j = 1))
− log(Pr(It+1,j = It+1,j(F )))
+ log(Pr(Ct+1,j = Ct+1,j(F ) + 1))
− log(Pr(Ct+1,j = Ct+1,j(F ))). (3.17)

• An arc from Dt,i to Xt+1 for migration out of the image terminates the track
under creation, and has the utility

∆g = log(Pr(Ot,i = 1))− log(Pr(Ot,i = Ot,i(F ))). (3.18)

• A swap arc from Dt,i to Dt+τ1,j , which breaks a migration link between
detections Dt+τ1−τ2,m and Dt+τ1,n in a preexisting track, will append the
later section of the preexisting track after Dt,i at the end of the track under
creation, append Dt+τ1,j at the end of the first section of the preexisting
track, and let the now extended first section be the new track under creation.
This arc has the utility

∆g = log(Pr(Mt,i,n,τ1 = Mt,i,n,τ1(F ′)))
− log(Pr(Mt,i,n,τ1 = Mt,i,n,τ1(F )))
+ log(Pr(Mt+τ1−τ2,m,j,τ2 = Mt+τ1−τ2,m,j,τ2(F ′)))
− log(Pr(Mt+τ1−τ2,m,j,τ2 = Mt+τ1−τ2,m,j,τ2(F )))
+ log(Pr(Mt+τ1−τ2,m,n,τ2 = Mt+τ1−τ2,m,n,τ2(F ′)))
− log(Pr(Mt+τ1−τ2,m,n,τ2 = Mt+τ1−τ2,m,n,τ2(F )))
+ log(Pr(Ct+τ1,j = Ct+τ1,j(F ) + 1))
− log(Pr(Ct+τ1,j = Ct+τ1,j(F ))), (3.19)
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where F ′ is a modified version of F , where the swap operation has been
performed.
In a generalized swap, which can change if and how a preexisting track starts
and ends, the three migrations can be replaced by migration into the field of
view, mitosis followed by migration, migration out of the field of view, and
apoptosis. In particular, the first migration Mt,i,n,τ1 can be replaced by It+1,n,
St,k1 followed by Mt,k1,n,1, Ot,i, or At,i, the second migration Mt+τ1−τ2,m,j,τ2

can be replaced by It+τ1,j , St+τ1−1,k2 followed by Mt+τ1−1,k2,j,1, Ot+τ1−1,m, or
At+τ1−1,m, and the third migration Mt+τ1−τ2,m,n,τ2 can be replaced by It+τ1,n,
St+τ1−1,k3 followed by Mt+τ1−1,k3,n,1, Ot+τ1−1,m, or At+τ1−1,m, where k1 ∈
[1, . . . , Nt] and k2, k3 ∈ [1, . . . , Nt+τ1−1]. To produce a valid swap operation,
the third event must start in the same state of the state space diagram as the
second event and end in the same state as the first event.

3.B Features used for classification

For classification of cell counts, mitosis, and apoptosis, we use the feature set de-
scribed in [Theriault et al., 2012], combined with some additional features. The
feature set in [Theriault et al., 2012] has 18 shape-based features derived from
the binary segmentation mask and 21 appearance-based features derived from the
pixel intensities inside the segmented outline. Out of the 18 shape-based features,
13 are based on different image moments of the whole pixel region and five are
based on the boundary of the region. The appearance-based features are the mean,
standard deviation, and skew of the image itself, the gradient computed at three
different scales, and the Laplacian computed at three different scales. The feature
set in [Theriault et al., 2012] was designed to classify morphologies of individually
segmented cells and identify false positive detections. Therefore we had to extend
the feature set for detection of temporal events like mitosis and apoptosis, and for
classification of detections containing multiple cells.

To increase the classification performance in cell tracking applications, we re-
moved the cell centroid from the original feature set, for classification of myoblasts.
For classification of MuSCs we instead replaced the centroid by the distance be-
tween the centroid and the center of the microwell. Furthermore, we extended the
appearance-based features by using the minimum, maximum, mean, standard de-
viation, and skew of the image itself, the gradient and Laplacian images described
above, the background image, the difference between the previous image and the
current image, and the difference between the next image and the current image.
In addition to these features, we also added the mean absolute difference from the
mean intensity, of the image itself, and the two difference images.

We also added the two features f⊥(Dt,i) and f‖(Dt,i), which measure the
amounts of image gradient that are perpendicular and parallel, to the boundary of
detection Dt,i, respectively. To compute the features, we first compute the distance
transform of the segmented pixel region, where the pixel values of the transform
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represent the distance to the closest background pixel. Then we compute the gra-
dient components of the distance transform, Gd

x(x, y) and Gd
y(x, y), and use them

together with the gradient components of the original image, Gx(x, y) and Gy(x, y),
to define the features

f⊥(Dt,i) = mean
(x,y)∈Dt,i


∣∣∣∣∣∣G

d
x(x, y)Gx(x, y) + Gd

y(x, y)Gy(x, y)√
Gd

x(x, y)2 + Gd
y(x, y)2

∣∣∣∣∣∣
 (3.20)

and

f‖(Dt,i) = mean
(x,y)∈Dt,i
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d
y(x, y)Gx(x, y)−Gd

x(x, y)Gy(x, y)√
Gd

x(x, y)2 + Gd
y(x, y)2

∣∣∣∣∣∣
 , (3.21)

where (x, y) represents pixel coordinates. These two features can for example be
used to identify detections with multiple cells, as the image gradients at the borders
between the cells have large components that are parallel to the detection boundary.
A similar idea is used in [Kachouie et al., 2006], where the amount of false positive
detections is reduced by observing that the image intensity is close to constant
along the boundaries of HSCs imaged using phase-contrast microscopy.





Chapter 4

Dynamic motion models

In this chapter we present a global tracking algorithm for tracking of particles with
dynamic motion models. The tracking algorithm augments the track linking al-
gorithm presented in Chapter 3 with a Gaussian Mixture Probability Hypothesis
Density (GM-PHD) filter. This allows the tracking algorithm to use the target
velocities to link tracks. The algorithm can handle clutter, missed detections, and
random appearance and disappearance of particles in the field of view. The algo-
rithm can also handle targets that switch between different motion models according
to a Markov process. The algorithm is evaluated on the synthetic datasets used in
PTC-12, which simulate vesicles, receptors, microtubules, and viruses at different
particle densities and signal to noise ratios. The evaluation shows that our algo-
rithm performs well across a wide range of particle tracking problems in both 2D
and 3D. This chapter is based on [Magnusson and Jaldén, 2015].

4.1 Introduction

In particle tracking, the states of individual particles are often estimated using
Kalman filters with motion models assuming Brownian motion (constant position),
directed motion (constant velocity), or random switching between different types
of motion. The challenging task of keeping track of the particle identities is called
data association and can be solved in many different ways. One common strategy,
is to generate many different motion hypotheses for each target and then search
for a set of hypotheses which maximize a scoring function. This approach is taken
in [Chenouard et al., 2013], where integer programming is used to find a good set
of non-overlapping tracks among the hypotheses for all particles. Another common
strategy, exemplified in [Jaqaman et al., 2008], is to generate short, non-overlapping
tracks which are unlikely to contain linking errors, and then link them into longer
tracks by solving global optimization problems.

Most state-of-the-art algorithms for particle tracking depend on ad hoc rules
for initiation and termination of tracks. In this work, we propose an algorithm

65
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which handles initiation and termination implicitly and combines information from
the full image sequence into a single global optimization problem. This is achieved
by augmenting Viterbi Track Linking (VTL) [Magnusson and Jaldén, 2012, Mag-
nusson et al., 2015], which is a global track linking algorithm based on the Viterbi
algorithm, with a GM-PHD filter [Vo and Ma, 2006, Panta et al., 2009]. Variations
of the GM-PHD filter have been used for particle tracking previously [Rezatofighi
et al., 2013], but to our knowledge it has never been used in combination with a
global track linking algorithm. Previously, VTL could only be used with Brownian
motion models, as the linking scores must satisfy a Markov property which states
that the scores must not depend on how the tracks are linked in prior images.
This does not pose any serious problems when cells are tracked [Magnusson et al.,
2015, Maška et al., 2014], but it does not work well for particles with non-Brownian
motion [Chenouard et al., 2014]. By preprocessing the detected particle locations
with a GM-PHD filter, we get a target distribution for each image, with Gaussian
components representing possible locations and velocities of particles. We then link
the Gaussian components into tracks using VTL. This makes it possible to distin-
guish closely spaced particles based on their velocities, without losing the required
Markov property.

The Viterbi algorithm has been used for particle tracking previously in [Sage
et al., 2005], where a single telomere was tracked inside a cell nucleus. This showed
how effective the Viterbi algorithm is for tracking at very low SNRs, but the algo-
rithm in [Sage et al., 2005] can only be used to track a single particle and cannot
handle dynamic motion models. In the radar literature, the Viterbi algorithm
has been used to track multiple targets with dynamic motion models [Pulford and
La Scala, 2010]. These methods do however either track all targets independently,
leading to poor performance for high target densities, of jointly as a single high
dimensional entity, leading to very high complexity [Magnusson et al., 2015].

In the PTC-12, 14 different particle tracking algorithms were compared on four
synthetic datasets [Chenouard et al., 2014]. We participated in PTC-12 with a pre-
cursor to the algorithm in [Magnusson et al., 2015]. The algorithm performed well
on particles with Brownian motion models, but had difficulties with non-Brownian
motion models. All of the results can be found in Chapter 6. The datasets of
PTC-12 are now publicly available, and we have therefore used them to benchmark
the proposed algorithm.

4.2 Methodology

4.2.1 Viterbi Track Linking
Normally, particle detection algorithms consist of denoising, signal enhancement,
and thresholding [Smal et al., 2010], and produce a set of detection coordinates
Dk = {dk,i}i=1:Nk

for every image k.
VTL uses dynamic programming to maximize a scoring function, by iteratively

adding one track at a time to an image sequence. For each time point, a given



4.2. METHODOLOGY 67

particle may have given rise to a detection, may have disappeared, or may not have
appeared yet. In VTL, these possibilities are represented by states in a state space
diagram. The state space diagram also has arcs with scores, which represent track
linking decisions. A path through the state space diagram corresponds to a track
that can be added to the image sequence, and the sum of the arc scores along the
path is equal to the corresponding change in the scoring function. In each iteration,
VTL uses the Viterbi algorithm to find the track which gives the largest increase
to the scoring function. To prevent error propagation, the state space diagram has
swap arcs which change links in previously added tracks while new tracks are being
added.

In Chapter 3, the state space diagram has different states for particles which
have not yet appeared and for particles which have disappeared. Herein, we will
instead use a single state for both events, as this allows multiple tracks to be added
in the same iteration and therefore gives faster convergence and slightly higher
performance in datasets with many appearing and disappearing particles.

4.2.2 GM-PHD filtering

The GM-PHD filter is a Probability Hypothesis Density (PHD) filter where the
distribution of targets is represented by a mixture of Gaussians. A PHD filter
tracks a distribution of targets without keeping track of target identities. The
distribution of targets is referred to as the hypothesis density and the number of
targets in a region is assumed to follow a Poisson distribution where the mean value
is the integral of the hypothesis density over the region. In a GM-PHD filter, the
hypothesis density at time k is a mixture of Gaussians

fk(x) =
Jk∑

j=1
w

(j)
k N (x; m(j)

k , P(j)
k ), (4.1)

where w
(j)
k are weights representing the expected number of targets in the corre-

sponding components, and N (x; m, P) is a Gaussian density with mean m and
covariance P, evaluated for the state x. For particles in 3D, x is [x y z]T for Brown-
ian motion and [x y z vx vy vz]T for directed motion. For particles in 2D, the position
z and velocity vz are omitted.

The Gaussian components are propagated in time according to a linear motion
model so that the predicted distribution at time k is given by fk|k−1(x), where
w

(i)
k|k−1 = pSw

(i)
k−1, m(i)

k|k−1 = Fm(i)
k−1, and P(i)

k|k−1 = Q + FP(i)
k−1FT . Here, pS is

the probability that a target which is present at time k − 1 will be present also
at time k, F is the state transition matrix, and Q is the process noise covariance.
The propagated PHD is updated using the detections in Dk, to produce the PHD
fk(x) = fk|k(x). The first Jk−1 Gaussian components of fk(x) represent undetected
particles and are equal to (1 − pD)fk(x), where pD is the probability of detection.
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The parameters of the remaining components are given by

m(j)
k = m(i)

k|k−1 + K(i)
k (dk,l − η

(i)
k|k−1) (4.2)

P(j)
k = (I−K(i)

k H)P(i)
k|k−1 (4.3)
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k|k−1 (4.4)
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(j)
k = pDw
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(i)
k|k−1, Si

k) (4.8)

j = lJk|k−1 + i (4.9)

Here, i and j, are indices of Gaussian components in images k − 1, and k, and l
is an index of a detection in Dk. Further, H is the observation matrix, R is the
covariance of the measurement noise of the detection algorithm, and κ is a clutter
intensity.

The updated intensity above has Jk−1(Nk +1) components. Therefore it is nec-
essary to prune the Gaussian mixture, to prevent the number of components from
growing exponentially with k. The pruning algorithm in [Vo and Ma, 2006] first re-
moves all Gaussian components with weights below a threshold wmin. Then it goes
through the components one by one in order of decreasing weight and merges them
with other components if the Mahalanobis distance from the original component to
the means of the other components are smaller than a threshold Umin. Finally, it
keeps only the Jmax largest components. We use the same procedure, but we have
replaced Umin with a threshold KLDmin on the maximum Kullback-Leibler diver-
gence between the Gaussian distributions. This ensures that merged components
have similar covariances and not just similar means.

4.2.3 Using a GM-PHD filter as preprocessing for VTL

This section describes how the Gaussian components produced by the GM-PHD
filter can be linked into a set of tracks T = {Tt}t=1:|T | using VTL. The problem is
posed as a maximum aposteriori probability (MAP) optimization problem where the
objective is to find a set T with maximal probability given the Gaussian components
of the GM-PHDs in all images. First, we define a scoring function, which is similar
in structure to that used in [Zhang et al., 2008], and then we show how it can be
maximized using VTL.

The tracks are represented using a number of assignment variables ak(Tt), for
k = 1, 2, . . . , K and t = 1, 2, . . . , |T |, that specify which Gaussian component is
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assigned to Tt in image k. If Tt is not present in image k, ak(Tt) is 0. In the
scoring function, we consider the links between the Gaussian components separately
from their weights. Given only the means and the covariances of the Gaussian
components, we generate a prior probability for each track p(Tt). The priors of the
tracks are taken to be independent, so the prior of a set of tracks is the product of
the priors of the individual tracks p(T ) =

∏|T |
t=1 p(Tt). We then look for the most

likely tracks given the set of Gaussian component weights W. According to Bayes’
rule, that is equivalent to maximizing the scoring function

log (f(W|T )p(T )) . (4.10)

The prior probability of a track is broken down into the product of a number of
conditional probabilities according to

p(Tt) = pa1(a1(Tt))pa2|a1(a2(Tt)|a1(Tt)) . . . paK |aK−1(aK(Tt)|aK−1(Tt)). (4.11)

The starting probability pa1(i) is set to 1 for all i, and the conditional linking
probabilities pak|ak−1(j|i) are set to 1 for links between idle states (i.e. if i = j = 0).
For other links where i = 0 or j = 0, the probabilities are set to pA and pL
respectively. The parameters pA and pL are constants and correspond to the prior
probabilities that a given detection in a track is the beginning of the track or the
end of the track respectively. For movements between detections, we compute the
linking probabilities according to

pak|ak−1(j|i) =
N (m(j)

k ; m(i)
k|k−1, P(i)

k|k−1 + P(j)
k )pMk

N (m(j)
k ; m(i)

k|k−1, P(i)
k|k−1 + P(j)

k )pMk + fother(1− pMk)
, (4.12)

fother =
{

1/V Brownian motion,
N (Gm(j)

k ; 0, σ2
vI)/V directed motion.

Here, pMk = pS/Jk, G = [ 0 I ], and σ2
v is the particle velocity variance. Assuming

that the weights are independent given T ,

f(W|T ) =
K∏

k=1

Jk∏
j=1

f(w(j)
k |T ). (4.13)

The conditional likelihood of a weight given T is taken to be

f(w(k)
j |T ) = fw|C(w(j)

k |Ck,j(T )) (4.14)

where Ck,j(T ) is the number of tracks in T which pass through component j in
image k.

Given a preexisting set of tracks Te, we assign scores to the arcs in the state
space diagram so that the summed scores along a path equal the difference in the
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scoring function that would occur if the corresponding track was added to Te. The
score on an arc from node i at time k − 1 to node j at time k is set to

sk−1,i,j = log(pak|ak−1(j|i)) + log(fw|C(w(j)
k |Ck,j(Te) + 1))

− log(fw|C(w(j)
k |Ck,j(Te))). (4.15)

Instead of computing fw|C directly using density estimation, we train a logistic
regression classifier using equal priors for all values of C. Assuming that the poste-
riors produced correspond to the output of a Bayesian classifier applied to the true
densities fw|C , we get that

pC|w(c|w) =
fw|C(w|c)1/Cmax∑Cmax

c′=0 pw|C(w|c′)1/Cmax
= αfw|C(w|c), (4.16)

where Cmax is the highest particle count handled by the classifier. If fw|C is replaced
by pC|w in (4.15), the factor α will contribute log(α) to the first term and − log(α)
to the second term, and the arc score is therefore not changed. VTL can handle
particle counts above 1, but for simplicity we let Cmax be 1 and pC|w(c|w) be 0 for
c > 1.

4.2.4 Switching motion models
Many types of particles switch between different motion models [Chenouard et al.,
2013]. To handle such particles, we propose an extended version of the algorithm
described above, in which two GM-PHD filters are run in parallel. We propagate
one GM-PHD fk(x) using Brownian motion and one GM-PHD gk(x) using directed
motion. Before each propagation step, the GM-PHDs are modified so that

fk(x) = Λ1,1fk|k(x) + Λ1,2g
′

k|k(x) (4.17)

gk(x) = Λ2,2gk|k(x) + Λ2,1f
′

k|k(x), (4.18)
where Λ is the transition matrix of a Markov chain which defines how particles
switch between motion models. In g

′

k|k(x), m′ (i)
k|k = Bm(i)

k|k and P′ (i)
k|k = BP(i)

k|kBT ,
where B = [ I 0 ]. In f

′

k|k(x)

m
′ (i)
k|k =

[
m(i)

k|k
0

]
, P

′ (i)
k|k =

[
P(i)

k|k 0
0 σvI

]
.

The propagation equations and the update equations are the same as in Sec-
tion 4.2.2, except that the sum of unnormalized weights associated with detection
l in (4.7) is replaced by a sum of unnormalized weights from both PHDs. The
pruning step is performed separately for each PHD, with a maximum component
count of Jmax/2. In the state space diagram, f

′

k|k(x) and g
′

k|k(x) are represented by
the same states as fk|k(x) and gk|k(x). The linking scores are computed separately
for each PHD, and the prior pMk in (4.12) is multiplied by the element of Λ which
multiplied component i at time k − 1.
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4.3 Experiments

We tested the proposed algorithm, on the four datasets from PTC-12. First we
optimized parameters on the training sequences and then we ran the algorithm on
the challenge sequences to evaluate the performance. The algorithm was executed
in MATLAB 2013b on a Windows 7 computer with a 3.33 GHz Intel i5 processor
and 16 GB of RAM.

4.3.1 Datasets
The four datasets simulate the motion of vesicles, microtubules, receptors, and
viruses. Each dataset has three particle densities and for each particle density there
are image sequences with the SNRs 1, 2, 4, and 7. Each image is 512× 512 pixels,
and each sequence has 100 time points. The virus dataset consists of 3D z-stacks
with 10 images in each stack, and the other datasets consist of 2D images. The
vesicles follow Brownian motion, the microtubules follow directed motion, and the
receptors and the viruses switch between Brownian and directed motion. Example
images and a more detailed description of the datasets can be found in Section 6.2.

4.3.2 Detection
For detection, we used the same deconvolution algorithm as in PTC-12. It is
described in Section 6.6. The algorithm assumes that white Gaussian noise has
been added to the true pixel values and performs deconvolution with an L1 penalty
to promote a sparse solution. We used grid search over the L1 penalty to optimize
the F1-score of the detection in the training dataset. To get sub-pixel particle
coordinates, we computed the weighted mean coordinates of the 3× 3 pixel regions
or the 3× 3× 3 voxel regions around the local maxima in the deconvolved image.

4.3.3 Parameters
We estimated κ and pD from the training data, and used the true particle properties
from [Chenouard et al., 2014]. This gave us a slight advantage, as the properties
were unknown in PTC-12, but it is straightforward to estimate the properties from
the training data. In the microtubule dataset, the particle locations are shifted
from the centers of the PSFs, in the direction of motion. To compensate for this, we
estimated the shift from the training data and applied it to the computed locations.
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Table 4.1: Performance values for the proposed algorithm. RMSE is measured in pixels/voxels and timing is measured
in seconds.
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low 1 0.20 0.15 2.49 838 0.15 0.06 2.48 1842 0.11 0.02 2.07 6680 0.33 0.23 1.75 11916
low 2 0.75 0.72 1.03 708 0.57 0.55 1.36 609 0.54 0.47 1.14 725 0.75 0.74 0.95 10961
low 4 0.84 0.82 0.59 666 0.75 0.74 1.20 605 0.87 0.86 0.58 617 0.83 0.82 0.83 10883
low 7 0.83 0.80 0.56 623 0.77 0.77 1.05 611 0.86 0.85 0.56 617 0.84 0.84 0.81 10956
mid 1 0.12 0.10 2.27 1667 0.14 0.09 2.16 6152 0.07 0.07 1.60 1500 0.27 0.23 1.66 15332
mid 2 0.59 0.52 0.96 1764 0.48 0.41 1.40 3409 0.57 0.45 0.99 8177 0.71 0.68 0.94 13619
mid 4 0.65 0.58 0.73 1407 0.63 0.59 1.05 2230 0.75 0.72 0.68 1775 0.74 0.72 0.89 12346
mid 7 0.65 0.59 0.71 1398 0.70 0.67 0.84 1937 0.75 0.72 0.64 1708 0.75 0.72 0.85 12709
high 1 0.08 0.07 2.29 4396 0.09 0.07 2.03 6893 0.12 0.09 1.93 27285 0.35 0.30 1.44 28051
high 2 0.37 0.31 1.27 5828 0.39 0.33 1.55 13469 0.49 0.43 0.98 12778 0.64 0.60 0.99 23573
high 4 0.52 0.44 0.90 4349 0.54 0.49 1.13 12862 0.65 0.60 0.74 7486 0.67 0.63 0.92 19590
high 7 0.54 0.46 0.87 4066 0.56 0.50 1.09 13892 0.68 0.63 0.71 6999 0.68 0.63 0.90 20266
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4.4 Results and discussion

Two tracking results from the microtubule dataset are shown in Figures 4.1 and
4.2. Figure 4.1 shows tracks at the medium density for SNR 4. This figure illus-
trates how much better the tracks are compared to the tracks in Figure 6.6, that
we submitted to PTC-12. Figure 4.2 shows tracks at the low density for SNR 2,
with color coded tracking errors. We evaluated the performance measures defined
in [Chenouard et al., 2014] using the ISBI Tracking Challenge Batch Scoring plugin
for Icy [de Chaumont et al., 2012]. Table 4.1 shows α, which measures how well
true particles can be matched to tracks, β, which is similar to α but also penalizes
spurious tracks, the root mean square localization error, and the run time. The
parameters α and β are 0 if there are no correct tracks, and 1 if all tracks are cor-
rect. Given that β penalizes spurious tracks while α does not, β ≤ α. To compare
with the algorithms in [Chenouard et al., 2014], we have plotted the β-values as a
function of SNR for different scenarios and particle densities, in Figure 4.3. The
parameter β considers the particle localization accuracy as well as false negative
tracks, false positive tracks, and track linking errors and is therefore a good mea-
sure of overall tracking performance. Figure 4.3 shows that the proposed algorithm
performs well across all particle types, particle densities, and SNRs, and that it
works equally well in 2D and 3D. It outperforms the algorithms in [Chenouard
et al., 2014] on the microtubules and on low SNRs in many of the other plots.
The benefits of preprocessing with a GM-PHD filter are largest for microtubules
where the predictive power of the dynamic motion model is high. For receptors
and viruses, the benefits are smaller, as only some of the particles follow a dynamic
motion model. For high particle density and high SNRs, the old algorithm per-
forms better than the proposed algorithm on the virus dataset, but that could be
explained by the fact that the old algorithm used an anisotropic covariance matrix
for particle displacements while the proposed algorithm assumes that displacements
in all directions are equally likely. For vesicles, the performance is roughly the same
as without preprocessing, as the motion is Brownian. In low SNRs the proposed
method has the advantage that it can handle missed detections while our method
in PTC-12 could not. Since PTC-12, VTL has however been extended to handle
missed detections (see Chapter 3).
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Figure 4.1: Tracking result on microtubules with medium density and SNR 4. The
image shows the tracks in the last 25 images overlaid on the last image. The scale
bar is 10 µm.
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Figure 4.2: Tracking errors for microtubules at low density and SNR 2. The image
shows all tracks overlaid on the last image. Green dots are true positives, red
triangles are false positives, and blue squares are false negatives. Positions in the
last image have larger symbols. The scale bar is 10 µm.
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Figure 4.3: Plots showing how β depends on the SNR. The proposed method is
blue, our method in PTC-12 is red, and all other methods in PTC-12 are gray.
Dashed red lines show our method from PTC-12 after fixing a bug which set all
z-coordinates to 0.



Chapter 5

Baxter Algorithms

In this chapter, we present a software called the Baxter Algorithms (BA). The
software is named after the Baxter International Foundation which provided ini-
tial funding to start the project. The BA is a general purpose software for cell
tracking, which achieves state-of-the-art performance over a broad range of cell
types and imaging conditions. The software has user-friendly graphical user inter-
faces for all necessary processing steps, including segmentation, tracking, manual
correction, and analysis of tracks. We test the performance of the software by per-
forming linage tracking of MuSCs and HSCs imaged in bright-field microscopy, and
a Caenorhabditis elegans (C. elegans) embryo imaged using confocal microscopy
with nuclear fluorescence. We also test the software’s ability to handle different
imaging techniques on a dataset with MRC-5s imaged using bright-field, phase
contrast, DIC, and nuclear and cytoplasmic fluorescence. The BA achieves excel-
lent performance in terms of both segmentation and tracking on all datasets, and
thereby outperforms the commercial software Imaris and the open source software
ilastik. We demonstrate the tools for analysis of tracks, by analyzing how cell size
is connected to parameters of the lineage tree for MuSCs, C. elegans, and HSCs.
This chapter is an extended version of a paper which is in preparation. When the
paper is published, the software, a user guide, video tutorials, the source code, the
image datasets, the manually created ground truths, processing files for ilastik and
Imaris, algorithm parameters for the BA, and videos with tracking results will be
made publicly available as supplementary material.

5.1 Introduction

In this chapter, we present a complete system for automated cell tracking. The
system combines state-of-the-art algorithms for segmentation and tracking of cells,
with graphical user interfaces (GUIs) which are both powerful and easy to use,
even for someone who has no background in engineering. The software has been
developed in close collaboration with cell biologists, and earlier versions of it has

77
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been used in several biological studies [Gilbert et al., 2010, Cosgrove et al., 2014,
Wallden et al., 2016].

The system is capable of tracking a large variety of cell types in different types
of transmission microscopy and in both 2D and 3D fluorescence microscopy. In
this chapter, we describe the different components of the software and discuss how
it can be used in biological studies. We also describe how to perform time-lapse
experiments, to achieve the best possible tracking results. We show the capability
and versatility of our software, by performing lineage tracking of MuSCs and HSCs
imaged with bright-field microscopy, and fluorescently labeled nuclei in a develop-
ing C. elegans embryo imaged with confocal microscopy. The first two experiments
show that our system can handle both adherent cells (MuSCs) and non-adherent
cells (HSCs), in the challenging imaging conditions of bright-field microscopy. The
third dataset, with C. elegans embryos, shows that the system can handle fluores-
cence microscopy with low signal to noise ratios and that it can perform tracking ef-
ficiently and accurately in 3D. In a fourth experiment, we imaged the same MRC-5
fibroblast cells using bright-field, phase contrast, DIC, cytoplasmic fluorescence,
and nuclear fluorescence, to evaluate the respective merits of the different imaging
conditions, and show that our system can handle all of them. To our knowledge,
this is the most complete evaluation of different imaging techniques for cell tracking
applications to date.

In almost all existing cell tracking publications, the focus has been on either
using cell tracking to answer novel biological questions, or to develop new tracking
algorithms that perform well on one or a few datasets. We think that more focus
should be put on developing functioning cell tracking systems which perform well on
a broad range of datasets and which are easy to use for people without a background
in engineering.

Most publications on automated analysis of biomedical images do not provide
source code, and the ones that do, often provide a command line application written
to work on a specific dataset [Carpenter et al., 2012]. We hope to change this
practice by providing the BA, which is a modular programming framework where
it is easy to implement a new algorithm for a specific task as a new module. The
GUIs of the framework make the algorithm much more accessible to users, and
the flexibility of the other modules can broaden the applicability of the algorithm.
While this is possible to some extent in software like ImageJ, Icy, and CellProfiler,
these software packages are not ideal for prototyping, as they are not designed
specifically for cell tracking, and as they are written in programming languages
like Java and Python, in which development takes much longer than in MATLAB
which has a simple syntax and a comprehensive library of algorithms for image
processing and mathematics. In our experience, MATLAB is the most commonly
used tool among developers of cell tracking algorithms. This was also seen in
CTC-13, where four out of six participants submitted solutions written in MATLAB
[Maška et al., 2014]. Today, developers who use MATLAB need to re-implement
their algorithms as plugins for existing software packages for biomedical image
processing, and they can often not use components from that software package
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during development, as the interoperability with MATLAB is limited. Now, they
will instead be able to insert their algorithm directly as a module in the BA. The
start-up time for new researchers in the field will become shorter, because they can
start from a functioning framework and try their new ideas without having to write
code for all the other tasks which are necessary to perform cell tracking. It will
also become easier to perform fair comparisons between different algorithms, as it
is easy to compare a module implementing a new algorithm to the corresponding
module in the BA, which as a whole can be considered state-of-the-art based on its
performance in the CTCs (see Chapter 7). As new, better modules are developed
by us and others, the performance will continue to improve, and it will still be
possible to evaluate new algorithms against the current state-of-the-art solution.
The 15 datasets of the CTCs make it possible to evaluate the performance in many
different applications, and the datasets presented in this chapter complement and
broaden the set of applications further. The BA has already been optimized and
evaluated on these datasets, so those who wish to test their algorithms against it do
not need to tweak parameters or even run the BA on the datasets themselves. This
makes the performance evaluation easy and the algorithm comparison completely
fair, as the algorithm parameters were optimized for the specific dataset by us. We
find this type of comparison to be more fair than comparisons where the authors of
one paper optimize parameters for someone else’s algorithm, or even re-implement
the algorithm. While such comparisons can be of value too, there is always some
uncertainty about whether or not the algorithm would have performed better if the
work had been done by the original authors.

The BA is not a general purpose image processing software like ImageJ [Abrà-
moff et al., 2004], FIJI [Schindelin et al., 2012], Icy [de Chaumont et al., 2012],
CellProfiler [Carpenter et al., 2006], or BioImageXD [Kankaanpää et al., 2012].
Instead it is a research platform for cell tracking, intended for both algorithm de-
velopers and cell biologists. The software is self-contained in the sense that it has
all the necessary functions to perform segmentation, tracking, visualization, manual
correction, and data analysis. It is however possible to load segmentation results
that have been saved to label images using other software.

5.2 Software

The BA is a software for automated segmentation and tracking of cells in micro-
scope images. The software is written in MATLAB, but some computationally
expensive functions have been implemented in C++ and compiled into mex-files
which can be executed in MATLAB. The software is well documented through a
user manual, video tutorials , information dialogs, and comments in the source
code. The software consists of 423 MATLAB files (61863 lines) and 70 C++ files
(5438 lines).

We provide both the source code and distributed versions of the software for
PC and Mac. The source code allows users with a MATLAB licence to run the
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software directly from within MATLAB, and to make modifications and extensions
to all parts of the software. The distributed versions allow users without a MATLAB
license to install and run the software as a regular program.

The software is, like CellProfiler [Carpenter et al., 2006], designed for batch
processing of large datasets. It is therefore easy to open datasets with multiple im-
age sequences and process the different image sequences using the same workflow.
While most software packages, like ImageJ, require macros and other constructs to
perform batch processing, the Baxter Algorithms make it just as easy to process
100 image sequences as it is to process one image sequence. The program can pro-
cess multiple image sequences in parallel using different processor cores, and can
thereby parallelize all the processing steps fully and gain a speedup factor which
is close to the number of processor cores. If a single image sequence is processed,
the software will instead parallelize the segmentation step over the different time
points. In addition to the parallelization offered by multi-core processors, the im-
age stabilization routine has support for GPU computations, which speeds up the
processing further.

5.2.1 Settings
Processing in the BA is controlled by csv-files with settings. These files can be edited
from within the program, but also using text editors and spread sheet programs
like Excel. Settings from previously processed image sequences can be loaded, and
the program also has a number of built in settings files for common applications.
Furthermore, the settings are saved after each processing round, along with infor-
mation about the version number of the program, to make it possible to reproduce
the processing results exactly. To make it easier to choose the correct settings for
a specific task, there is a user interface, shown in Figure 5.2, where the user can
look at images and meta-data from previously processed datasets, and choose the
settings file from the dataset which is most similar to the dataset to be processed.
The database of previously processed datasets include the datasets processed in
this chapter, the datasets from the CTCs, and the datasets processed in [Magnus-
son et al., 2015]. To make it even easier to choose settings, the settings have been
grouped into ”basic” settings and ”advanced” settings. The basic settings are im-
portant settings which need to be specified correctly to give good performance. The
advanced settings can be used to improve the performance further, by changing a
parameter from a default value or by adding an additional processing step. The
advanced settings can be turned on and off in a dropdown menu labeled ”Level”.
The ability to hide the advanced settings helps new users learn the software faster,
and speeds up the workflow for more experienced users.

5.2.2 Graphical user interfaces
The software has a number of user-friendly GUIs, for specification of parameters,
visualization, manual correction, and data analysis. The program has a main win-
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Figure 5.1: User interface for execution of functions.

dow, shown in Figure 5.1, where users can select image sequences to process, or open
in other GUIs. There is one user interface where settings for the image sequences
can be specified either individually or in groups. The settings are grouped into
the categories ”image”, ”segmentation”, ”tracking”, and ”analysis”, which specify
parameters for how the images were acquired, parameters for image segmentation,
parameters for track linking, and parameters that will be used for analysis and
visualization of the tracking data.

5.2.2.1 Segmentation GUI

This GUI lets the user specify segmentation parameters and preview the segmen-
tation results. The segmentation results are displayed as outlines on top of the
images. For 3D data, outlines can be shown in slices or maximum intensity projec-
tions aligned with the coordinate axes. The contours are updated continuously as
the settings are changed, and therefore the tweaking of parameters is very efficient.
A screenshot of the GUI is shown in Figure 5.3. Most algorithms are fast enough
that the processing delay is a few seconds or less, but for 3D data or very complex
segmentation workflows it can be much longer. In such cases, it is possible to zoom
in on a part of the image, and only process that part. For advanced users, it is
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Figure 5.2: User interface for loading of settings.

also possible to visualize intermediate segmentation steps. This makes it easier to
understand how the algorithms work and how the different parameters affect the
performance. For most applications, the GUI will have at least one suitable segmen-
tation algorithm, but it is also possible to import segmentation results from other
software, in the form of 16-bit label images. This was done in [Sadanandan et al.,
2016], which presents a novel segmentation algorithm for E. coli in phase contrast
microscopy. Users who develop their own segmentation algorithms in MATLAB
can also insert their algorithms directly into the software and make all parameters
tunable in the GUI.

5.2.2.2 Manual correction GUI

Once the cells have been tracked, the results can be visualized and corrected in
the manual correction GUI. The tracks and outlines of the cells are plotted on top
of the images, and a lineage tree can be drawn in a separate plot. The cells are
color coded so that the tracks can be identified with the branches of the lineage
trees. There is also a special tool which highlights one track and the corresponding
branch in the lineage tree. A screenshot of the GUI can be seen in Figure 5.4. The
interface lets the user edit both the links in the tracks and the outlines of the cells.
The links are edited by clicking on dots corresponding to the centroids of the cell
outlines. There are simple editing tools to for example add new links, add new
cells, and specify daughter cells after a mitotic event. In addition to these tools,
there are also tools to correct commonly occurring tracking errors. For example,
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Figure 5.3: User interface for adjustment of segmentation parameters.

there is a tool to move a mitotic event to a different time point and to split a cluster
composed of two cells into two separate tracks in multiple frames. Cell outlines can
be edited using a brush tool which can add or remove pixels. In 2D, the brush is a
circular disk and in 3D it can be either a circular disk in a single x-, y-, or z-slice,
or a voxel ellipsoid which is scaled so that the drawn region is a spherical ball in
real world coordinates.

Traditionally, the most time-consuming corrections have been to add missing
parts of tracks and separate cells that have been under-segmented in multiple
frames. In the performance measure for track linking in the CTCs, it was esti-
mated that missing regions take 10 times longer to correct than spurious regions
and that under-segmented regions take five times longer to correct [Maška et al.,
2014]. In our GUI, both error types take roughly the same time to correct as
a spurious region. The problem with missing parts of tracks is solved effectively
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Figure 5.4: User interface for visualization and correction of computer generated
tracks.

Figure 5.5: User interface for analysis of single cells over time.
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Figure 5.6: User interface for analysis of individual cells in populations.

by introducing false positive tracks consisting of objects which were detected by
the segmentation algorithm, but which were not included in any tracks. After the
track linking step, the false positive objects are linked into false positive tracks as
described in Section 5.3. The false positive tracks can then be turned into normal
cell tracks with a single click in the manual correction GUI. This saves a lot of
time compared to drawing and linking the outlines of all missed cells manually.
Under-segmented cells are handled by storing the outlines originally segmented by
the segmentation algorithm and breaking clusters with multiple cells using k-means
clustering, as described in Section 5.3. If an additional track is added to a region
or a sequence of regions during manual correction, the original regions are auto-
matically re-broken into the appropriate number of fragments. This makes the
correction process much more efficient than it would have been if the clusters had
to be broken in every frame through manual segmentation.

The manual correction GUI can be used to create outlines and tracks from
scratch. This can be used to analyze datasets which cannot be tracked automati-
cally with sufficient accuracy, and to create manual ground truths for segmentation
and tracking. The manually created ground truths can then be exported in the
ground truth formats that were used in the CTCs. The BA is thereby the first pub-
licly available software that can create such ground truths. This feature strengthens
the framework developed in the challenges, and makes it easier to extend it with
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new datasets. We have also incorporated the tools which compute the performance
measures of the CTCs into the BA, to make benchmarking of different cell tracking
algorithms as easy as possible. Tracking ground truths can either be created from
scratch or through correction of automatically generated tracking results.

5.2.2.3 Analysis GUIs

Once the image sequences have been tracked, and possibly corrected, the tracking
data can be analyzed in different ways. The software has one GUI where parameters
of individual cells can be plotted over time. In this GUI, one curve is plotted for
each cell in either an image sequence or in a clone that originates from a single cell
in the first image. This GUI makes it easy to see how a cell parameter, such as the
axis ratio, varies over time for individual cells. This GUI is shown in Figure 5.5.
In a different GUI, shown in Figure 5.6, time averages of cell parameters can be
visualized using different plotting techniques, such as scatter plots, histograms, and
cumulative distribution functions. This GUI makes it easy to compare different
populations of cells with single cell resolution. In a third GUI, time averages of
cell parameters can be plotted against each other in a two-dimensional coordinate
system, to produce plots like the ones shown in Figures 5.12b and 5.12c.

In addition to the GUIs described above, there is a user interface where the
user can select various plotting functions from a list. The plotting functions vi-
sualize different aspects of a cell population, such as the proliferation in different
cell generations, and the cell viability. Some of the plotting functions were used to
create the figures in [Gilbert et al., 2010]. Users with knowledge in programming
can easily add their own plotting functions to the list.

5.3 Tracking

Once the cells or nuclei have been segmented, regions are linked into tracks using
the track linking algorithm presented in Chapter 3. The algorithm optimizes a
probabilistic global scoring function by greedily adding one track at a time using
dynamic programming. The algorithm has been shown to perform well compared
to other algorithms in the CTCs.

The scoring function that the algorithm maximizes is a sum of scores associ-
ated with different track linking decisions. Scores are computed for cell counts in
segmented regions, migrations, mitotic events, apoptotic events, appearances, and
disappearances. Each linking decision has a variable associated with it. The value
of a cell count variable is the number of cells in the corresponding region. All other
variables are 1 if the event occurs and 0 otherwise. The score of a variable value
is the logarithm of the probability of that value. The probabilities are either fixed
values defined by the user, or outputs from classifiers operating on features of the
segmented regions. The total score of a tracking result is the sum of the scores of
all variable values.
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The probabilities of cell migrations are normally computed by assuming that
the centroid x of a cell region is distributed according to an isotropic Gaussian
distribution fp(x), centered around the centroid of the cell region in the previous
frame. The positions of other objects are assumed to follow a uniform distribution
fn(x) over the image. The probability of cell migration is computed using Bayes’
rule as

pmigfp(x)
pmigfp(x) + (1− pmig)fn(x) , (5.1)

where pmig is the prior probability that the migration is correct. We assume that
pmig = 0.8/N , where N is the number of detected objects in the frame. The scores
of migration variables can also be computed by using the Jaccard similarity index
between cell regions in the current and the previous frame as pseudo-probabilities.
The index is the number of pixels in the intersection between the regions divided
by the number of pixels in the union. An index of 1 indicates perfect overlap and
an index of 0 indicates no overlap. The Jaccard index is useful for cell regions that
are known to overlap in consecutive images and in particular for tightly packed
elongated regions. We have used it to track E. coli bacteria, with good results
[Sadanandan et al., 2016].

The probabilities of appearance and disappearance are computed as the sum of
a fixed probability and a term which depends on the distance to the boundary. The
distance dependent term for disappearance is computed as the probability that a cell
which follows the motion model defined above will end up outside the image. The
distance dependent term for appearance is equal to the term for disappearance,
because the cell density is assumed to be the same on both sides of the image
boundary. The distance dependent term can be set to 0, if the cells are unable to
leave the field of view.

The probabilities of cell counts in segmented regions, mitosis, and apoptosis can
either be set to fixed values defined by the user, or be computed using (multinomial)
logistic regression classifiers. The classifiers are trained on image sequences with
manually corrected tracks. Often, a user will start by selecting classifiers that
were trained on a slightly different type of data, or by setting fixed probabilities
manually. Then the user corrects that tracking results and trains classifiers for
the experimental conditions of interest. These classifiers will normally give higher
tracking performance, and they can be used for all subsequent experiments with the
same experimental conditions. Count probabilities are normally set or computed
for three region classes where the cell counts are 0, 1, and above 1. The probabilities
for cell counts of 2, 3, . . . are computed by assuming that the cell counts in the last
class follow a geometric distribution (see Section 3.5.5).

When the track linking is finished, multiple tracks can pass through the same
segmented region. Regions with multiple tracks are split using k-means cluster-
ing [Bishop, 2006] of the pixel coordinates in the segmented region, and then track
links are updated using the Hungarian algorithm [Papadimitriou and Steiglitz,
1998]. The process is described in detail in Section 3.5.7. The Hungarian algo-
rithm maximizes the same scoring function as the global track linking algorithm,
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and in addition to finding the best links to the newly generated regions, it can also
take care of some tracking errors caused by the greedy nature of the track linking
algorithm.

Segmented regions which are not assigned to a track are considered to be false
positives. Such regions are linked into tracks, to make them easier to incorporate
into the cell tracks in the manual correction step. The linking is performed with the
track linking algorithm that was used to create cell tracks. The migration scores
are the same as during the linking of cell tracks, but the count scores are changed
so that each region is guaranteed to be assigned to exactly one track, and the scores
for appearance and disappearance are set so that migrations are not created if they
have a probability below 0.01.

5.4 Data

To demonstrate the performance of the BA, we show tracking results on a number
of different datasets. In Section 5.4.1, we demonstrate that the software can handle
a broad range of cell types, by performing linage tracking of MuSCs, HSCs, and
fluorescent nuclei in a developing C. elegans embryo. The three datasets show
that the software can process adherent cell types, non-adherent cell types, and
entire embryos. In Section 5.4.2 we demonstrate that the software can handle
many different imaging conditions by tracking MRC-5s, imaged using bright-field,
phase contrast, DIC, and cytoplasmic and nuclear fluorescence. Parameters of
the datasets and the imaging can be found in Table 5.1. We have generated all
datasets ourselves, except the C. elegans dataset which was taken from CTC-14
[CTC website, 2015]. Each dataset consists of two training sequences and two
testing sequences.

5.4.1 Lineage tracking
Lineage tracking is the most demanding of all cell tracking applications, as a small
number of tracking error can change the appearance of a lineage tree completely
[Meijering et al., 2009]. For this type of analysis, careful manual correction is
always necessary [Meijering et al., 2009]. In this section, we present datasets with
MuSCs, HSCs, and C. elegans nuclei. Lineage tracking is particularly important in
stem cell biology and developmental biology. In stem cell biology, researchers want
to understand how stem cell populations are maintained, and how they expand
and differentiate into other cell types. In developmental biology, researchers try to
understand embryogenesis by studying how cells divide, move and die in embryos.
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Table 5.1: Properties of the MuSC, HSC, C. elegans, and MRC-5 datasets. Each testing dataset consists of two image
sequences. When the values differ between the two sequences, the two values are separated by a ”/”. The ∼-sign indicates
approximate values. We do not have access to a tracking ground truth for the C. elegans testing dataset. Therefore we
report the values of the training dataset. The C. elegans dataset has 250 time points, but only the first 190 have ground
truths.

MuSC HSC C. elegans MRC-5
Magnification 10 10 63 10
Image dimensions (pixels/voxels) ∼ 1150× 1050 ∼ 1150× 1050 712× 512× 31 ∼ 1380× 1000
Pixel/Voxel size (µm) 0.645× 0.645 0.645× 0.645 0.09× 0.09× 1.0 0.645× 0.645
Time between frames (min) 5 5 1/1.5 15
Number of frames 1,376 1,798/1,764 250 269
Number of cell regions 8,853/6,403 56,189/128,641 35,612/43,460 5,286/5,679
Number of cells in last frame 34/23 154/411 290/422 16/23
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Lineage analysis of stem cells is often performed in vitro, using 2D transmission
microscopy. In vitro imaging makes it possible to study how the cells respond to
different treatments, in isolation from the rest of the organism. Furthermore, it
requires less expensive equipment than in vivo imaging, and makes it possible to
image the cells for much longer periods of time. Transmission microscopy has lower
phototoxicity than fluorescence microscopy, and allows the study of unperturbed
cells. To allow reconstruction of entire lineage trees it is often essential that the
cells are confined to a microwell. In our experiments, we have used microwells of
the type described in [Gilbert et al., 2010].

Lineage analysis of developing embryos is often performed in toto, using nuclear
fluorescence and confocal or light sheet microscopy. Phototoxicity is often a prob-
lem, and light sheet microscopy is often preferred over confocal microscopy as it
reduces the amount of light that each cell is exposed to.

5.4.1.1 MuSCs

MuSCs is a cell type which resides on top of muscle fibers, under the basal lamina.
Because of that placement, the cells are also referred to as satellite cells. The cells
are normally quiescent, but if the muscle is damaged they go though an activation
process and start migrating and proliferating to repair the damage. The cells are
studied to find cures for muscle diseases, such as Duchenne muscular dystrophy.
The dataset that we use here is a subset of the data that was used in [Cosgrove
et al., 2014]. The cells are primary mouse cells that were isolated using fluorescence
activated cell sorting. The cells were cultured in laminin coated hydrogel microwells
with a diameter of 600 µm. The imaging was performed every 5 minutes using
a Zeiss PALM/AxioObserver Z1 microscope with 10× bright-field optics. More
details regarding the isolation, culture, and imaging can be found in [Cosgrove
et al., 2014]. Figure 5.7a shows an image from the end of a sequence.

The cells are difficult to track, because they move fast and change shape. The
biggest problem is however that the cells are hard to segment individually because
they adhere to each other in clusters. The bright-field imaging makes it hard to
segment thin parts of the cells. It is also hard to distinguish the cells from the
microwell edge, and it is hard to remove the background because of changes in the
images caused by media changes.

5.4.1.2 HSCs

HSCs are located in the bone marrow and regenerate all blood cells through pro-
liferation and differentiation. HSCs are studied to find cures for blood diseases.
HSCs can be transplanted from one patient to another, to replace the recipients
immune system. This can cure many severe diseases, such as leucemia. It is how-
ever hard to find donors, and therefore there is a lot of research on how to expand
populations of HSCs in vitro. Our HSC dataset features HSCs from mouse cultured
in hydrogel microwells with a diameter of 600 µm. The cells were imaged every
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3 minutes using a Zeiss PALM/AxioObserver Z1 microscope with 10× bright-field
optics. Figure 5.7b shows an image from the end of a sequence.

HSCs are hard to track, because they form a dense culture where the cells are
very close to each other, and move quickly an unpredictably. As in the MuSC
dataset, it is hard to distinguish the cells from the microwell. Individual HSCs are
easier to segment that MuSCs because they are all round and have similar sizes. In
a dense mono-layer however, the segmentation becomes just as challenging, as gaps
between cells often look like cells. The total number of cell regions to be tracked is
larger than in the other datasets, and puts demands on the efficiency of the tracking
algorithm.

5.4.1.3 C. elegans

C. elegans is a 1 mm long nematode which lives in soil. It is commonly studied
as a model organism, because the embryonic development has an invariant lineage.
This makes it possible to study how the lineage is affected by for example genetic
modifications. The lineage tree of the wild-type worm was determined through
manual cell tracking in DIC microscopy [Sulston et al., 1983]. The tracking was
done in real time by manually focusing the microscope and documenting how the
cells divided. This was possible only because of the invariant lineage. The dataset
that we present results on here is taken from CTC-14 [CTC website, 2015], and
was contributed to the challenge by the Waterston Lab at the George Washington
University. The imaging was done on a Zeiss LSM 510 Meta confocal microscope
using nuclear fluorescence. Figure 5.7c shows three maximum intensity projections
of a z-stack in the C. elegans dataset.

In the C. elegans dataset, we only have access to ground truths for the training
sequences, as the ground truths for the testing sequences were not released in the
CTCs. Therefore, we present tracking results on the training data. This is not ideal,
but none of the tested algorithms used the ground truth for automated parameter
tuning or training of classifiers. Therefore the difference between the training data
and the testing data is only that the manual parameter tweaking can be guided
by the performance values, and not just by the visual appearance of the tracking
results. Given that the algorithms were compared on equal terms, we do not think
that this is a problem. The results in Chapter 7 show that the BA had outstanding
performance on the testing sequences of the C. elegans dataset, compared to the
other algorithms in CTC-14. The performance on the testing data can also be
assessed to some extent from Figure 5.11b, which was generated using tracking
data from the BA on the first testing sequence.

The dataset is challenging because of the low signal to noise ratio and the tight
packing of the nuclei. Another difficulty is that the nuclei become very hard to
detect during mitosis.
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5.4.2 Tracking using different imaging techniques

To evaluate how well the BA can cope with different imaging modalities, we imaged
the same MRC-5 cells using bright-field, phase contrast, DIC, cytoplasmic fluores-
cence, and nuclear fluorescence. This dataset is unique in that it allows direct
comparison between more imaging modalities than any other dataset in the liter-
ature. It is common to acquire nuclear and/or cytoplasmic fluorescence together
with a single transmission microscopy channel, but it is very uncommon to acquire
multiple transmission microscopy channels. To our knowledge, the only publicly
available dataset with multiple transmission microscopy channels is the dataset used
in [Rapoport et al., 2011], where phase contrast microscopy and oblique illumination
microscopy were used together. Our dataset gives unique opportunities to evaluate
the performance of segmentation algorithms in different imaging modalities.

MRC-5 is a fibroblast cell line derived from human fetal lung tissue. The cell
line is often used in research, and can for example be used to generate induced
pluripotent stem cells. The MRC-5 cells are different from the MuSCs and the
HSCs in that they come from a cell line, and in that they are human cells. This
dataset therefore complements the other datasets well. Like MuSCs, the MRC-5
cells are adherent cells, but the cells migrate slower and have a different morphology.
Different types of fibroblasts are heavily used in research and their morphology
makes them very hard to segment. It is therefore a good cell type to evaluate
segmentation accuracy on.

All of the imaging was done using a Zeiss PALM/AxioObserver Z1 microscope
with 10× magnification. We used the three transmission microscopy techniques:
bright-field, phase contrast, and DIC. Bright-field is the simplest type of microscopy,
where intensity differences are caused by absorption and scattering of light. In phase
contrast, differences in the phase of the light, caused by variations in the refractive
index of the sample are converted into differences in intensity. In DIC, two spatially
shifted images are combined, so that gradients in the refractive index of the sample
are highlighted. Both phase contrast and DIC give higher contrast than bright-field,
but they require more advanced optics. Phase contrast is available in most biology
labs, but DIC is often not. Another disadvantage with DIC is that no plastic can be
placed in the light path. Petri dishes and plates used for cell culture are normally
made out of plastic, and in some cases plastic chambers are used to administer CO2
to the cells. Phase contrast is hard to use in tissue culture plates with small wells,
because the walls of the wells block some of the illuminating light, so that proper
phase contrast is only seen in the center of the well. In some cases, bright-field is
used simply because of limited knowledge of other techniques.

We cultured the cells in a glass bottom 24-well plate. The CO2 chamber of
the microscope was made out of plastic, so to enable DIC imaging, we removed
the camber, placed the CO2-tube on top of the plate, and covered the plate with
plastic wrap. Plastic wrap is thin enough that it does not interfere with the DIC
optics. To get good phase contrast images, we only chose fields of view close to the
centers of the wells. The cytoplasm of the cells was labeled using CellTrackerTM
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Red CMTPX (Thermo Fisher Scientific) dye. The nuclei of the cells were labeled
using virus mediated gene transfer of H2B-GFP, which introduces green fluorescent
protein in the histones. The last image in each channel of an image sequence are
shown in Figures 5.7d - 5.7h.

The MRC-5 dataset is challenging because the cells are hard to segment and
because they form clusters where it is hard to find the boundaries of the individual
cells. In the transmission microscopy datasets, the segmentation is challenging due
to the complex intensity patterns that occur in different parts of the cells. In the
bright-field dataset, the limited contrast makes it hard to detect the thin protrusions
of the cells. The fluorescence datasets are challenging due to the low signal to
noise ratios and the relatively high background. The cytoplasmic fluorescence is
challenging because it is hard to see the protrusions of the cells and because the
nuclei create dark spots.

5.5 Results

5.5.1 Other software
To show that the BA can produce state-of-the-art tracking results, we compare it to
Imaris 8.3.1 (Bitplane) and ilastik 1.1.9. Imaris and ilastik were chosen because we
believe that they are state-of-the-art among general purpose software for cell track-
ing. Both software are relatively user-friendly, and they can produce meaningful
outputs on all of the datasets described in Section 5.4.

5.5.1.1 Imaris

Imaris is arguably the most popular commercial software for cell tracking. The
software has very advanced 3D visualization, where cells and tracks can be rendered
and rotated smoothly in 3D. The software has high demands on computer hardware,
and a license is very expensive. Therefore, the software is normally used only in labs
where biomedical image analysis is at the core of the research. Imaris is a closed
source commercial software, but it is possible to write plugins (so called XTensions)
in MATLAB, Python, and Java. There is also a developer program through which
developers can get a license for free. The software focuses on analysis of fluorescent
images in 3D, but it can be used on 2D data and transmission microscopy images
as well.

5.5.1.2 ilastik

ilastik is an open source toolkit for interactive analysis of biomedical images. The
software started out as an interactive software for image segmentation [Sommer
et al., 2011], and recently a module for tracking was introduced [Haubold et al.,
2016b]. The segmentation is performed by having the user label pixels as fore-
ground or background. Then the software trains a classifier on pixel features taken
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(a) (b) (c)

(d) (e) (f) (g) (h)

Figure 5.7: Panels (a) and (b) show final images in image sequences from the
MuSC and HSC datasets respectively. Panel (c) shows maximum intensity pro-
jections from the C. elegans dataset, in time point 190, which is the last time
point with ground truth. The remaining panels show MRC-5 cells imaged using
bright-field microscopy (d), phase contrast microscopy (e), DIC microscopy (f), and
fluorescence microscopy with cytoplasmic (g) and nuclear (h) markers. The scale
bars are 100 µm in all images except (c) where it is 10 µm. The images in (a)-(h)
are referred to as BF-C2DL-MuSC_01, BF-C2DL-HSC_02, Fluo-N3DH-CE_02,
BF-C2DL-MRC5_02, PhC-C2DL-MRC5_02, DIC-C2DL-MRC5_02, Fluo-C2DL-
MRC5_02, and Fluo-N2DL-MRC5_02 in the performance tables of Section 5.5.



5.5. RESULTS 95

from a number of filtered versions of the image. Predictions from the classifier are
shown to the user, who can improve the classifier by labeling pixels with incorrect
predictions. The track linking is performed using Conservation Tracking [Schiegg
et al., 2013], which is a tracking by detection algorithm that solves a global opti-
mization problem using integer programming. The optimization problem is very
similar to the optimization problem that is solved by our track linking algorithm.
Classifiers for mitosis and cell counts in segmented regions are trained interactively
in the same way as the pixel classifier for segmentation, while the user labels regions
with the mouse. ilastik is an open source software, but it relies on the commercial
solver CPLEX to perform integer programming.

5.5.2 Algorithm parameters

This section describes what algorithms and parameter values we used for processing
in the BA, Imaris, and ilastik.

5.5.2.1 Baxter Algorithms

To remove the microwell from the images in the HSC dataset, we used the back-
ground subtraction defined in (2.1), with a media change in frame 600 and back-
ground attenuation with γ = 1. For the MuSC dataset, which has a much more
dynamic background, we used the background subtraction defined in (2.3), with
media changes in frames 322, 422, 867, 909, and 1377, and γ = 5.

In the datasets BF-C2DL-MuSC, BF-C2DL-MRC5, PhC-C2DL-MRC5, and
DIC-C2DL-MRC5 we segmented the cells using the local variance algorithm de-
scribed in Section 2.4, with the parameters in Table 5.2. In the fluorescence datasets
Fluo-N3DH-CE, Fluo-C2DL-MRC5, and Fluo-N2DL-MRC5 we used the bandpass
filtering algorithm described in Section 2.3, with the parameters in Table 5.3. For
the HSC dataset we used the template matching algorithm described in Section 2.5.
We used a 25 × 25 pixel template from one of the training sequences and a corre-
lation coefficient threshold of 0.45. To catch cells that did not fit the template, we
used the local variance algorithm, with the parameters in Table 5.2, as a secondary
segmentation algorithm. The morphological opening of the secondary segmentation
mask was performed using a circular disk with a radius of 6 pixels. In all datasets,
we removed small regions and broke clusters using watershed transforms according
to the parameters in Table 5.4.

The tracking was performed using the algorithm described in Section 5.3. For
the MuSC and HSC datasets, we trained classifiers for cell counts and mitosis on
both training sequences. For the other datasets, we used the fixed probabilities for
cell counts and mitosis in Table 5.4. The probabilities for appearance, disappear-
ance, and cell death were set to 0 for all datasets. We allowed cells to move in
and out of the images in the MRC-5 datasets, but not in the datasets for lineage
tracking.
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Table 5.2: Parameters for local variance segmentation in the BA.

Dataset region shape erode shape m me tLV
BF-C2DL-MuSC square square 3 3 1.6
BF-C2DL-HSC square square 2 3 2
BF-C2DL-MRC5 gaussian round 3.44 7.97 0.6
PhC-C2DL-MRC5 gaussian round 2.33 9.26 0.5
DIC-C2DL-MRC5 gaussian round 2.61 6.36 1.32

Table 5.3: Parameters for bandpass segmentation in the BA. When two values are
given for σ1 and σ2, the first value is used for the first frame and the second value is
used for the last frame. For frames between the fist and the last frame, the values
are computed using linear interpolation.

Dataset σ1 σ2 α tBP
Fluo-N3DH-CE 15-8 20-12 1 0.01
Fluo-C2DL-MRC5 4.63 3.87 0.719 0.0032
Fluo-N2DL-MRC5 2 5 1 0.001

5.5.2.2 Imaris

In Imaris, images can be preprocessed using Gaussian smoothing with a size pa-
rameter σS, and background removal through the subtraction of a smoothed image.
We used background removal on all datasets except Fluo-N3DH-CE. For BF-C2DL-
MRC5 and PhC-C2DL-MRC5 we had to use a lot of smoothing to make the seg-
mented regions cover the cells. With less smoothing, the regions were broken into
fragments along the borders of the cells.

The segmentation is controlled by a maximum diameter Dmax of the objects
to be segmented, and a threshold tI. Clusters can be broken using seeded region
growing by specifying a seed diameter R and a seed quality parameter Q. Once
regions have been segmented, unwanted regions can be removed using user defined
filters. We excluded regions that were too small to be cells by removing regions
with fewer than Amin voxels. In the MuSC and HSC datasets we also removed
regions with more than Amax voxels, to get rid of false positive regions caused
by the microwell boundary. We also removed regions with an intensity standard
deviation below σmin, to get rid of false positives with low contrast. In the HSC
dataset we further removed regions with a sphericity below 0.54, as the cells are
known to be more or less round.

In the tracking step, we used the lineage tracking algorithm for all datasets.
We specified the maximum migration distance Vmax, and the maximum gap length
τmax for missing detections in tracks. Once the tracking had finished, we defined a
filter to remove all tracks with less than Nmin segmented regions.
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Table 5.4: Parameters for segmentation post-processing and tracking in the BA. For the C. elegans dataset, σV is 10 for
the first image sequence and 15 for the second, because the time between images is 50 % longer in the second.

Dataset Amin watersheds σw hw σv p0 p1 p2 pS
BF-C2DL-MuSC 96 local variance 5.88 0.184 11.1 - - - -
BF-C2DL-HSC 40 - - - 2 - - - -
Fluo-N3DH-CE - bandpass - 0.001 10/15 0.2 0.7 0.1 0.01
BF-C2DL-MRC5 300 shape - 6.33 12 0.001 0.6 0.4 0.1
PhC-C2DL-MRC5 1000 local variance 10 0.115 12 0.001 0.6 0.4 0.1
DIC-C2DL-MRC5 300 shape - 5.5 50 0.2 0.7 0.1 0.01
Fluo-C2DL-MRC5 300 shape - 3.22 50 0.2 0.7 0.1 0.01
Fluo-N2DL-MRC5 100 shape - 0.75 10 0.2 0.7 0.1 0.01

Table 5.5: Parameters for Imaris.
Dataset σS Bg-sub Dmax tI R Q Amin Amax σmin Vmax τmax Nmin
BF-C2DL-MuSC 1.29 true 10 3 - - 100 5000 10 50 2 5
BF-C2DL-HSC 1.5 true 2 3.11 - - 20 200 6.48 20 2 3
Fluo-N3DH-CE 0.5 false 0.675 175 3 2.85 10 - - 5 1 3
BF-C2DL-MRC5 10 true 25 0.2886 - - 1000 - - 100 2 3
PhC-C2DL-MRC5 20 true 20 0.137 - - 500 - - 100 2 3
DIC-C2DL-MRC5 2 true 25 30.6 - - 1000 - - 100 2 3
Fluo-C2DL-MRC5 2 true 25 0.446 10 3.49 - - - 60 2 3
Fluo-N2DL-MRC5 1 true 10 0.778 8 0.346 50 - - 40 2 3
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All parameters can be found in Table 5.5. We have defined the parameter names
ourselves.

5.5.2.3 ilastik

In ilastik, the user trains a segmentation algorithm by labeling pixels manually. We
followed the labeling instructions in [Haubold et al., 2016b]. We started by labeling
some representative regions of the cells and the background. Then we browsed
through the dataset to label pixels where the predictions from the segmentation
algorithm were incorrect. We also labelled pixels on cell boundaries in clusters
as background so that the segmentation algorithm would separate the cells. We
trained the pixel classifiers on both training image sequences in all datasets. We
used all available features except in the C. elegans dataset where the number of
z-slices was too small to use the largest filters with a standard deviation of 10
voxels.

Once the pixel classifiers had been trained, we exported prediction maps. The
prediction maps were then loaded in the automated tracking workflow, where they
were turned into a segmentation. First, Gaussian smoothing with a standard de-
viation of σP was applied to the prediction maps. Then they were thresholded
at the default value of 0.5. We tried to apply just enough smoothing to remove
irregularities which were not present in the true boundaries. Finally, regions with
fewer than Amin pixels were removed.

After creating the segmentation, the user gets to train classifiers for division
and cell counts in the regions. These steps are said to be optional, and we wanted
to exclude them for the MRC-5 datasets, to give ilastik the same type of input as
the BA, but we did not manage to run ilastik without training the classifiers. We
chose to classify regions with up to two cells in all datasets except the C. elegans
dataset where we classified regions with up to three cells, because the dataset had
more severe clustering than the other datasets. We used both training sequences
in each dataset for training, and trained on all available features.

For the tracking, the user gets to select the weights wT and wD for transition
and division, and the costs cA and cD for appearance and disappearance. The
default values for wT, wD, cA, and cD are 10, 10, 500, and 500 respectively, but
empirically we found that we got better results by decreasing these values to 1, 1,
50, and 50. The weight of the results from the count classifier is fixed to 10, so
this puts a larger emphasis on the count classifiers. That seemed reasonable, given
that their predictions were generally very accurate. For the C. elegans dataset we
decreased wT and wD to 0.1, because all regions were classified as false positives
when the parameters were 1. For the MuSC and HSC datasets, we left cA, and cD
at 500, to favour long tracks and prevent creation of short false positive tracks.

All parameter values discussed in this section can be found in Table 5.6. We
have defined the parameter names ourselves.



5.5. RESULTS 99

Table 5.6: Parameters for ilastik.
Dataset σP Amin Mmax wD wT cA cD
BF-C2DL-MuSC 2 100 2 1 1 500 500
BF-C2DL-HSC 1 20 2 1 1 500 500
Fluo-N3DH-CE 1 10 3 0.1 0.1 50 50
BF-C2DL-MRC5 3 100 2 1 1 50 50
PhC-C2DL-MRC5 3 100 2 1 1 50 50
DIC-C2DL-MRC5 2 100 2 1 1 50 50
Fluo-C2DL-MRC5 1 100 2 1 1 50 50
Fluo-N2DL-MRC5 1 10 2 1 1 50 50

5.5.3 Computer generated tracks

Tracking results from the BA on the MuSC, HSC, and C. elegans datasets are
shown in Figures 5.8a - 5.8c and tracking results on the MRC-5 datasets are shown
in Figures 5.8g - 5.8k. The figures show the last frame of an image sequence with
outlines and tracks overlaid. The same images are shown without annotations in
Figure 5.7. The lineage trees for MuSCs, HSCs, and C. elegans are shown in Figures
5.8d - 5.8f. Note that the time between divisions is much shorter for C. elegans than
for the mammalian cells. The plotted lineage trees look similar, but the C. elegans
experiment is only 3 hours long while the MuSC and HSC datasets are 115 and
88 hours respectively. Some very short branches in the lineage trees, in particular
for the HSCs, indicate that there are tracking mistakes. When a cell has divided,
the daughter cells need to go through a full cell cycle before they can divide again.
That takes at least 5 hours for MuSCs and HSCs and 10 minutes for C. elegans,
and values below that indicate that cell identities have been swapped.

Figures 5.9 and 5.10 show the same plots as Figure 5.8 for tracking results
produced by Imaris and ilastik.

5.5.4 Ground truth

To measure segmentation performance and tracking performance, we compared the
computer generated tracking results to manually created ground truths of the types
used in the CTCs. In the tracking ground truth, each cell is marked in the center,
by a region which is smaller than the cell. In the segmentation ground truth, a
subset of the cells have been segmented manually, as precisely as possible. For
the C. elegans dataset, we used the ground truths from CTC-14. For the MuSC
dataset, we created a tracking ground truth from scratch using the user interface for
manual correction. For the HSC dataset, we corrected the tracks and the outlines
produced by the BA. Then we applied morphological erosion with a disk shaped
structuring element with a radius of 5 pixels, to avoid giving the BA an unfair
advantage. For the MRC-5 dataset, we manually corrected the tracking results
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Figure 5.8: Tracking results from the BA for the image sequences shown in Fig-
ure 5.7. The tracks are overlayed on the images. All panels except (c) show tracks
in the last image of the sequence, while (c) shows the tracks in frame 190 out of
250, which is the last frame with ground truth. The displayed tracks in (a) and (b)
consist of 50 and 5 time points respectively, and the tracks displayed in (g)-(k) all
consist of 20 time points. In (c), only the segmentation outlines are shown. The
plots (d)-(f) show lineage trees that correspond to the tracks in (a)-(c). The scale
bars are 100 µm in all images except (c) where it is 10 µm.
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Figure 5.9: Tracking results from Imaris for the image sequences shown in Fig-
ure 5.7. The tracks are overlayed on the images. All panels except (c) show tracks
in the last image of the sequence, while (c) shows the tracks in frame 190 out of
250, which is the last frame with ground truth. The displayed tracks in (a) and (b)
consist of 50 and 5 time points respectively, and the tracks displayed in (g)-(k) all
consist of 20 time points. In (c), only the segmentation outlines are shown. The
plots (d)-(f) show lineage trees that correspond to the tracks in (a)-(c). The scale
bars are 100 µm in all images except (c) where it is 10 µm.
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Figure 5.10: Tracking results from ilastik for the image sequences shown in Fig-
ure 5.7. The tracks are overlayed on the images. All panels except (c) show tracks
in the last image of the sequence, while (c) shows the tracks in frame 190 out of
250, which is the last frame with ground truth. The displayed tracks in (a) and (b)
consist of 50 and 5 time points respectively, and the tracks displayed in (g)-(k) all
consist of 20 time points. In (c), only the segmentation outlines are shown. The
plots (d)-(f) show lineage trees that correspond to the tracks in (a)-(c). No tracks
are shown in (h), because the tracking failed. The scale bars are 100 µm in all
images except (c) where it is 10 µm.
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from the BA on the nuclear fluorescence channel and used that as a tracking ground
truth. The segmentation ground truths were created using the protocol from the
CTCs [Maška et al., 2014]. We used a single human annotator to create both
tracking and segmentation ground truths. That is less rigorous than in the CTCs
where the ground truths were generated through majority votes between three
annotators. But that should have a very small effect on the results, as the error
rate of a human annotator is negligible compared to computer generated results on
the given datasets.

5.5.5 Segmentation performance
To evaluate the segmentation performance, we used a relaxed version of the SEG
measure from the CTCs [Maška et al., 2014]. The traditional SEG measure is de-
fined as the average Jaccard index for ground truth regions and matching computer
generated regions. A computer generated region is said to match a ground truth
region if it covers more than half of it. The Jaccard index of two overlapping regions
is the number of pixels in the intersection of the regions divided by the number of
pixels in the union of the regions. Ground truth regions which do not have a match-
ing computer generated region are given a Jaccard index of 0. The SEG measure
takes values between 0 and 1, where 1 indicates a perfect segmentation. The relaxed
SEG measure, SEGR, is different from the traditional SEG measure in that it asso-
ciates the ground truth regions with the computer generated regions which give the
highest Jaccard indices without requiring that more than half of the ground truth
region is covered. That gives a much more fair evaluation of algorithms that can
find the cells but have a hard time outlining them in their entirety. False positives
are not penalized by either measure, but they are considered in the track linking
performance. The SEGR measures for the MuSC, HSC, and C. elegans datasets
are given in Table 5.8 and the SEGR measures for the MRC-5 datasets are given in
Table 5.10. The corresponding SEG measures are given in Tables 5.9 and 5.11 to
allow comparisons with the results from the CTCs. The segmentation performance
is not evaluated for the MRC-5 dataset with nuclear fluorescence, as the ground
truth outlines the cells in their entirety and not just the nuclei.

5.5.6 Track linking performance
We evaluate the track linking performance using the AOGM measure [Matula
et al., 2015], which is a further development of the TRA measure that was used in
CTC-13 [Maška et al., 2014]. The main difference compared to the TRA measure
is that all links that connect segmented regions that contain more than one cell
are considered to be incorrect. The AOGM measure is a weighted sum of different
tracking errors. The number of missed detections (FN), missing separation lines
between cells in clusters (NS), false positives (FP), missing links (EA), incorrect
links (ED), and links with incorrect semantics (EC) are counted, multiplied by the
weights in Table 5.7, and then summed to give a total score. The AOGM mea-
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Table 5.7: Penalties associated with different tracking errors. The error types are
missed detections (FN), missing separation lines between cells in clusters (NS), false
positives (FP), missing links (EA), incorrect links (ED), and links with incorrect
semantics (EC).

Error FN NS FP EA ED EC
Penalty 10 5 1 1.5 1 1

sure is not normalized by the size of the dataset, and therefore it does not allow
comparisons between different datasets. To allow such comparisons, we have nor-
malized the AOGM measure in the same way as the TRA measure was normalized
in CTC-14 and -15 [CTC website, 2015]. The normalized measure is defined as

AOGMN = 1− min(AOGM, AOGM0)
AOGM0

, (5.2)

where AOGM0 is the AOGM measure of an empty set of tracks. The AOGMN
measure will be used to evaluate tracking performance in a paper reporting the
results of all three CTCs, which is currently in preparation. In that paper, the
measure is called TRA, but we chose the name AOGMN to distinguish it from
the TRA measure used in Chapter 7. The AOGM measure was designed to be
proportional to the time required to correct all tracking errors manually. The
AOGMN measure is therefore a measure of how much time is saved by performing
manual correction instead of performing the tracking from scratch by hand. A value
of 0.9 means that 90 % of the time is saved. The AOGMN measures for the MuSC,
HSC, and C. elegans datasets are given in Table 5.8 and the AOGMN measures
for the MRC-5 datasets are given in Table 5.10. The error counts that were used
to calculate the AOGM measures for the BA, Imaris, and ilastik can be found in
Tables 5.12, 5.13, and 5.14 respectively. These tables also show the performance
measures AOGM, AOGMN, SEG, and SEGR for the individual image sequences.

5.5.7 MuSCs

On the MuSC dataset, the BA produces the best results by far, both in terms
of segmentation and tracking. The biggest problem in the tracking is that the
wrong number of cells are sometimes placed in clusters. Another problem, which
only affects the segmentation is that some thin protrusions from the cells are not
included in the segmented regions.

Imaris only includes the central bright part of each cell in the segmentation
and therefore gets a low SEGR score. Given that the segmented regions rarely
cover over half of the ground truth regions, the traditional SEG measure is 0.
This is an example where the proposed SEGR measure is more fair than the SEG
measure. The tracking performance is brought down mostly by false negatives and
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Table 5.8: Tracking and segmentation performance of the BA, Imaris, and ilastik
on the MuSC, HSC, and C. elegans datasets. An asterisk indicates that the value is
based on a single image sequence, because the processing failed on the other image
sequence.

MuSC HSC C. elegans
SEGR

BA 0.67 0.78 0.66
Imaris 0.24 0.33 0.54
ilastik 0.44 0.56 0.10∗

AOGMN
BA 0.97 0.97 0.92
Imaris 0.82 0.94 0.92
ilastik 0.77 0.94 0.10∗

Table 5.9: SEG measures for segmentations produced by the BA, Imaris, and ilastik
on the MuSC, HSC, and C. elegans datasets. An asterisk indicates that the value is
based on a single image sequence, because the processing failed on the other image
sequence.

MuSC HSC C. elegans
BA 0.66 0.78 0.61
Imaris 0.00 0.00 0.54
ilastik 0.36 0.49 0.09∗

Table 5.10: Tracking and segmentation performance of the BA, Imaris, and ilastik
on the MRC-5 datasets. An asterisk indicates that the value is based on a single
image sequence, because the processing failed on the other image sequence.

BF PC DIC Fluor. cell Fluor. nucleus
SEGR

BA 0.59 0.63 0.69 0.51 NA
Imaris 0.23 0.26 0.36 0.40 NA
ilastik 0.45 0.42∗ 0.45 0.51 NA

AOGMN
BA 0.75 0.75 0.73 0.75 0.90
Imaris 0.52 0.68 0.54 0.67 0.91
ilastik 0.67 0.61∗ 0.57 0.73 0.91
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Table 5.11: SEG measures for segmentations produced by the BA, Imaris, and
ilastik on the MRC-5 datasets. An asterisk indicates that the value is based on a
single image sequence, because the processing failed on the other image sequence.

BF PC DIC Fluor. cell Fluor. nucleus
BA 0.52 0.62 0.68 0.43 NA
Imaris 0.16 0.24 0.18 0.29 NA
ilastik 0.33 0.40∗ 0.45 0.41 NA

unsplit clusters. The lineage tree is distorted by incorrect mitotic events which are
introduced when cells are incorrectly broken into two fragments in the segmentation
step.

The performance of ilastik is brought down significantly because multiple seg-
mented objects are assigned to the same track label in the first image sequence.
This could be due to some feature which tries to join fragments of the same cell,
but we believe that it is a bug. It is present in some other image sequences as
well, but there it affects the performance only marginally. The performance on the
MuSC sequence which is not affected by the bug lies between Imaris and the BA
in terms of both segmentation and track linking. It seems like the generalization
from training data to test data is causing some problems in both the segmentation
and the region classification.

5.5.8 HSCs
For the HSC dataset, the BA has the best tracking performance, but the perfor-
mance gap to Imaris and ilastik is smaller than for the MuSC dataset. Imaris and
ilastik have the same AOGMN value, but ilastik produced a lineage tree of higher
quality. The lineage tree produced by Imaris is severely obscured by false positives
which appear as daughter cells in incorrect mitotic events. These incorrectly linked
false positives stand out together with false negatives in the error distribution of
Imaris in Table 5.13. In Table 5.12 for the BA, false negatives stand out because
false positives between the cells end up in tracks and leave the true cells untracked
for one frame or sometimes more. In Table 5.14 for ilastik, incorrectly merged re-
gions stand out. That is probably caused by differences between the training data
and the testing data, and the fact that there is no post-processing mechanism to
split clusters. Imaris and ilastik have lower segmentation performance than the BA
because they segment only the central part of each cell. This seems to be the case
for all low magnification transmission microscopy in Imaris. For ilastik it happens
because pixels between the cells are labelled as background in the training of the
segmentation algorithm, to prevent the cells from merging into clusters.



5.5.
R

ESU
LT

S
107

Table 5.12: Tracking and segmentation performance of the BA, for each image sequence. The first six columns show the
number of tracking errors in each category. The last four columns show the unnormalized AOGM measure, the normalized
AOGM measure, the SEG measure and the relaxed SEG measure.

Sequence FN FP NS EA ED EC AOGM AOGMN SEG SEGR
BF-C2DL-MuSC_01 11 252 405 1164 110 18 4261.0 0.96 0.65 0.65
BF-C2DL-MuSC_02 2 647 84 487 47 19 1883.5 0.97 0.67 0.69
BF-C2DL-HSC_01 821 1598 0 2829 1144 197 15392.5 0.98 0.77 0.77
BF-C2DL-HSC_02 2723 1716 62 5397 1215 472 39038.5 0.97 0.78 0.79
Fluo-N3DH-CE_01 57 173 3248 6455 187 202 27054.5 0.90 0.64 0.68
Fluo-N3DH-CE_02 210 306 1209 3164 221 213 13631.0 0.95 0.59 0.64
BF-C2DL-MRC5_01 28 1786 1732 3272 3 2 15639.0 0.74 0.54 0.60
BF-C2DL-MRC5_02 9 1003 1914 3526 10 3 15965.0 0.76 0.50 0.58
PhC-C2DL-MRC5_01 115 544 1699 3264 9 5 15099.0 0.75 0.62 0.63
PhC-C2DL-MRC5_02 91 753 1934 3705 14 4 16908.5 0.74 0.62 0.64
DIC-C2DL-MRC5_01 21 1069 1831 3397 5 3 15537.5 0.74 0.70 0.71
DIC-C2DL-MRC5_02 54 1419 2152 3835 13 0 18484.5 0.72 0.67 0.68
Fluo-C2DL-MRC5_01 81 446 1653 3192 11 3 14323.0 0.76 0.45 0.52
Fluo-C2DL-MRC5_02 112 924 1912 3555 18 2 16956.5 0.74 0.40 0.51
Fluo-N2DL-MRC5_01 239 82 234 811 41 2 4901.5 0.92 NA NA
Fluo-N2DL-MRC5_02 293 80 525 1553 105 6 8075.5 0.88 NA NA
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Table 5.13: Tracking and segmentation performance of Imaris, for each image sequence. The first six columns show the
number of tracking errors in each category. The last four columns show the unnormalized AOGM measure, the normalized
AOGM measure, the SEG measure and the relaxed SEG measure.

Sequence FN FP NS EA ED EC AOGM AOGMN SEG SEGR
BF-C2DL-MuSC_01 678 80 765 2739 188 76 15057.5 0.85 0.00 0.29
BF-C2DL-MuSC_02 1026 271 183 1954 300 177 14854.0 0.80 0.00 0.18
BF-C2DL-HSC_01 2167 9558 54 11373 7051 1904 57512.5 0.91 0.00 0.32
BF-C2DL-HSC_02 2229 6428 36 13482 8836 2425 60382.0 0.96 0.01 0.34
Fluo-N3DH-CE_01 3 828 2391 5791 338 529 22366.5 0.92 0.57 0.58
Fluo-N3DH-CE_02 80 4097 1528 3974 176 472 19146.0 0.93 0.50 0.50
BF-C2DL-MRC5_01 1480 2507 1106 3744 18 35 28506.0 0.53 0.20 0.26
BF-C2DL-MRC5_02 1441 2252 1787 4663 14 17 32622.5 0.50 0.12 0.19
PhC-C2DL-MRC5_01 159 3012 1873 3627 13 27 19447.5 0.68 0.22 0.25
PhC-C2DL-MRC5_02 53 2336 2441 4216 6 29 21430.0 0.67 0.26 0.28
DIC-C2DL-MRC5_01 1480 730 1039 3758 66 37 26465.0 0.56 0.20 0.35
DIC-C2DL-MRC5_02 1823 1115 1207 4224 41 13 31770.0 0.51 0.15 0.37
Fluo-C2DL-MRC5_01 875 1286 932 3021 55 73 19355.5 0.68 0.34 0.44
Fluo-C2DL-MRC5_02 958 1666 1132 3506 80 79 22324.0 0.66 0.23 0.35
Fluo-N2DL-MRC5_01 82 203 444 1208 66 42 5163.0 0.91 NA NA
Fluo-N2DL-MRC5_02 20 141 685 1762 145 79 6633.0 0.90 NA NA
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Table 5.14: Tracking and segmentation performance of ilastik, for each image sequence. The first six columns show the
number of tracking errors in each category. The last four columns show the unnormalized AOGM measure, the normalized
AOGM measure, the SEG measure and the relaxed SEG measure.

Sequence FN FP NS EA ED EC AOGM AOGMN SEG SEGR
BF-C2DL-MuSC_01 134 12 4539 7368 2 2 35103.0 0.65 0.30 0.34
BF-C2DL-MuSC_02 32 3358 507 1268 65 6 8186.0 0.89 0.42 0.53
BF-C2DL-HSC_01 729 5273 2906 13486 3849 170 51341.0 0.92 0.55 0.58
BF-C2DL-HSC_02 1433 7714 1536 11165 3951 437 50859.5 0.97 0.43 0.54
Fluo-N3DH-CE_01 - - - - - - - - - -
Fluo-N3DH-CE_02 19195 133 1450 21663 161 38 232026.5 0.10 0.09 0.10
BF-C2DL-MRC5_01 657 784 1512 3557 4 6 20259.5 0.67 0.34 0.45
BF-C2DL-MRC5_02 433 855 2022 4076 12 8 21429.0 0.67 0.32 0.46
PhC-C2DL-MRC5_01 1033 267 1467 3774 6 6 23605.0 0.61 0.40 0.42
PhC-C2DL-MRC5_02 - - - - - - - - - -
DIC-C2DL-MRC5_01 1650 427 1330 4083 4 4 29709.5 0.51 0.38 0.38
DIC-C2DL-MRC5_02 898 476 1810 4158 11 2 24756.0 0.62 0.53 0.53
Fluo-C2DL-MRC5_01 340 449 1500 3178 10 5 16131.0 0.73 0.42 0.49
Fluo-C2DL-MRC5_02 295 628 1852 3709 11 5 18417.5 0.72 0.41 0.52
Fluo-N2DL-MRC5_01 154 184 293 904 34 4 4583.0 0.92 NA NA
Fluo-N2DL-MRC5_02 169 391 508 1514 135 13 7040.0 0.89 NA NA
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5.5.9 C. elegans

For the C. elegans dataset, the BA and Imaris have the same tracking performance,
but the BA has better segmentation performance. The regions produced by Imaris
are too large. Towards the end of the image sequence, the entire embryo is split
into regions with no empty space between them anywhere. This does not give an
accurate representation of the nucleus morphology, but it makes sure that more
than half of the ground truth markers for the tracking are covered, so that the
tracking performance remains high. Due to the large regions produced by Imaris,
the difference in segmentation performance between the BA and Imaris is smaller if
we look at the traditional SEG measure, so Imaris would have produced competitive
results if it had participated in the CTCs. As for the MuSC and HSC datasets,
the lineage tree from Imaris is obscured by incorrect mitotic events. The lineage
tree from the BA on the other hand is accurate enough that the uncorrected tree
can be used as input to some types of further analysis. ilastik failed to produce
any usable results. The processing failed on one of the training sequences and
one of the test sequences because the software cannot perform tracking when there
are frames without segmented objects. Because of that, we decided to train the
tracking procedure on only one of the training sequences. The segmentation had
problems with regions that merged. The problem was most severe for regions
that were on top of each other. The tracking ran without errors on the training
sequence, but only a small fraction of the segmented regions were assigned to tracks.
We cannot find a logical explanation for this in the trained classifiers or in the
parameters for the tracking, so we think that it may be the result of a bug. Even
if the tracking had performed flawlessly given the limitations of the algorithm, the
tracking performance would have been considerably lower than for the BA and
Imaris, because of the segmentation errors.

5.5.10 MRC-5s

In the tests on MRC-5s, the BA clearly outperformed the other software on trans-
mission microscopy datasets. On the fluorescence datasets, all three software had
roughly the same performance, except on the cytoplasmic fluorescence where Imaris
had slightly worse performance than the other two.

Imaris had severe problems outlining the cells in the transmission microscopy
datasets. For bright-field and phase contrast, the best segmentation that we found
was coarse and had very smooth boundaries. For the DIC dataset, it was possible
to get a more detailed segmentation, but only the bright regions of the cells were
found.

ilastik produced detailed and reasonably accurate segmentations on the trans-
mission microscopy datasets. The biggest problem for ilastik on those datasets was
that the testing datasets contained more clusters than the training datasets, and
for some reason the object classifiers classified many of them as debris instead of
clusters. The results would probably have been better if it had been possible to use
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fixed probabilities instead of the classifier outputs. The processing failed on one of
the challenge sequences for phase contrast, and therefore the performance values
for that imaging technique are based on a single data point. The processing also
failed on one of the training sequences for phase contrast, but that did not seem to
affect the training of the tracking.

Nuclear fluorescence produces the best tracking accuracy by far, but it gives
no information about cell morphology. With the BA, the other imaging modalities
seem to give roughly the same tracking accuracy. That is probably because all
imaging modalities have sufficient contrast, so that no cells are missed completely.
For Imaris, the best tracking results seem to be achieved using phase contrast or
cytoplasmic fluorescence. For ilastik, cytoplasmic fluorescence seems to perform
the best, but that may be due to the classification problems in the transmission
microscopy datasets.

When it comes to segmentation, the BA performs the worst in bright-field,
better in phase contrast, and even better in DIC. The contrast enhancing effects
of phase contrast and DIC make it possible to segment thin protrusions from the
cells which are lost in bright-field. The halo effects of phase contrast reduce the
performance and therefore DIC gives the best results. The segmentation results
for Imaris show exactly the same trend, but with much lower performance values.
Note that the SEGR values are much higher than the SEG values because many seg-
mented regions fail to cover more than half of the ground truth region. For ilastik,
the segmentation performance is roughly the same for all transmission microscopy
techniques. It is interesting that cytoplasmic fluorescence gives better segmentation
results than transmission microscopy for Imaris and ilastik, but not for the BA. This
is because the BA had outstanding performance on the transmission microscopy,
while all algorithms performed well on the cytoplasmic fluorescence.

5.5.11 Data analysis
Figures 5.11 and 5.12 show plots where we have extracted biologically relevant in-
formation from the raw tracking data. Before the analysis, we corrected all tracking
errors for the MuSCs and the HSCs. For the C. elegans dataset we left that dataset
uncorrected to show that reasonable analysis results can be achieved without cor-
rection.

One way to analyze the data is to plot different properties of the individual cells
over time. Such a plot is shown in Figure 5.5, where the total distance travelled by
the cells and their ancestors are plotted for MuSCs. The plot shows that the initial
cell moves slowly in the beginning and speeds up before it starts dividing. That is
a part of the activation process that MuSCs go through after muscle injures. The
same process is triggered when the cells are taken out of the muscle and placed in
culture. After the activation process, there are no drastic changes in cell speed for
the population as a whole, but some cells move slightly faster than others.

Another way to perform single cell analysis is to treat each cell as one data-point,
as in flow cytometry [Shapiro, 2005]. Figure 5.6 shows the cell size averaged over
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time for each MuSC in the two test sequences. The cells are separated into different
generations, where the cells that were present at the beginning of the experiment
are generation 1, their progeny are generation 2, and so forth. Cells which do not
divide before the end of the experiment are colored blue. These cells would probably
have been bigger if the experiment had continued for longer. From this plot it can
be seen that the cell size increases from generation 1 to generation 2 and that it
then decreases again. The initial increase in size happens due to the activation of
the cells, and the subsequent decrease is probably caused by differentiation.

Parameters of the cells can also be studied together with the lineage information
of the cells, by coloring the branches of the linage tree based on parameter values
of the cells. Figures 5.11a and 5.11b show such plots of the cell size for MuSCs and
the nuclear size for C. elegans respectively.

The MuSC tree provides a lot of information. It clearly shows how the initial
cell starts out very small and increases in size as it becomes activated. The cells are
smallest right after cell division, before they have had a chance to stretch out. It
can also be seen how the cell sizes fluctuate up and down as the cells stretch out and
contract while they migrate. The cell furthest to the left in the lineage tree sticks
out. It exits the cell cycle early in the lineage tree, and then grows to become much
larger than the other cells. This could be caused by either differentiation or senes-
cence. This plot is a good example of how snap-shot measurements, time averages,
and population averages can be misleading. A snap-shot measurement of the cell
size at a single time point would show large variability among the cells. That could
lead researchers to think that the population is very heterogenous, while in reality
all cells except one have similar sizes when their entire life spans are considered.
Similarly, time-averages like the ones shown in Figure 5.6 miss the fact that the
initial cell starts out much smaller than the other cells and then grows to become
larger than most of its progeny. Instead, the two extremes are averaged into some-
thing which is close to the average cell size across all generations. A population
average on the other hand would completely miss the small subpopulation of large
cells that have left the cell cycle. Snap-shot measurements, time averages, and pop-
ulation averages can all be valid and valuable representations of the data, but one
needs to remember that a lot of information is missing and that some conclusions
cannot be drawn based on that type of data alone. Therefore, the abilities to look
at single cell parameters over time, and single cell parameters together with lineage
information are crucial.

In the C. elegans tree it can be seen that the nuclei become smaller and smaller as
the embryo develops. The nuclei are small right after cell division, and they decrease
slightly in size right before they divide. An interesting observation is that some of
the branches in the lineage tree have much smaller nuclei than the other branches.
These branches occur in the center of the linage tree, but branch fragments with
small nuclei also occur in other places. We find it likely that the smaller nuclei
belong to a specific part of the linage tree and that the small fragments that are
found in other places are due to tracking errors. The tracking accuracy is relatively
high, but some tracking errors can be seen clearly in the colored lineage tree. Abrupt
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changes in cell size which do not occur in connection with mitosis are caused by
tracking errors. One example can be seen one hour into the experiment, in the
leftmost branch of the linage tree.

For the HSCs, we have looked at sub-populations of cells by coloring them
and then visualizing properties of them in different plots. We colored cells with a
time between divisions of more than 18 hours green and cells with a time between
divisions of less than 8.3 hours red. We colored all other cells black. Note that all
cells at the end of the experiment are colored black unless they are already 18 hours
old, in which case they are colored green. Figure 5.12a shows that both the green
and the red sub-population are located in distinct branches of the lineage tree. This
indicates that the differences in time between divisions are inherited from mother
cell to daughter cell. We can however see that there are asymmetric divisions in
both sub-populations, where a colored cell gives rise to a black cell and a colored
cell. One of the green cells even gives rise to two black cells. The scatter plot in
Figure 5.12b, of the cell area versus the time between divisions shows that the green
cells are smaller than all other cells, and that the red cells are among the largest
of all cells. There is also a correlation between increased size and decreased time
between divisions. Figure 5.12c, with a scatter plot of the time between divisions
versus the time when the cell first appears, shows that the time between divisions
decreases over time for the population as a whole. This pattern is most pronounced
for the fastest dividing cells. The green cells constitute a distinct sub-population in
Figures 5.12b and 5.12c while the red cells are at the far end of a gradual variation.
The green cells are most likely long term HSCs which maintain a pool of stem cells
as the rest of the cell population turns into transient amplifying cells which expand
and differentiate into mature blood cells. The red cells are probably on their way
to differentiate into a specific type of blood cell.

5.6 Discussion

We have done our best to tweak parameters and inputs to make Imaris and ilastik
perform as well as possible. That said, we acknowledge that a comparison made by
others than the original authors can never be completely fair. The presented results
do however support our claim that the BA achieves state-of-the-art performance.
That has also been shown in the CTCs, where the fairness of the comparisons
cannot be questioned (see Chapter 7).

Imaris has advanced tools for 3D visualization. 3D volumes can be played and
rotated fast without any lag. When working with an image sequence, Imaris keeps
data for the entire sequence in RAM, so that user commands can be executed
quickly. The software therefore requires a lot of RAM, and waiting times can
be long when data is loaded or generated. Imaris has had object tracking for
a long time, but the capability to track cell lineages was added in 2015. The
segmentation works well for all types of fluorescence microscopy. It works on many
different kinds of transmission microscopy too, but the results are not as good. In



114 CHAPTER 5. BAXTER ALGORITHMS

30
40
50
60
70
80
90

100
110
120
130

T
im

e
(h

ou
rs

)

250

500

1000

2000

Si
ze

(µ
m

2
)

(a)

0

1

2

3

T
im

e
(h

ou
rs

)

1

10

100

Si
ze

(µ
m

3
)

(b)

Figure 5.11: Analysis plots generated from the tracking results of the MuSC and
C. elegans datasets. (a) A MuSC lineage tree after correction, where the branches
are colored based on the cell area seen from above. (b) A C. elegans lineage tree
without correction, where the branches are colored based on the nucleus volume.

high magnification, the segmented regions will often not cover the entire cell, and
can sometimes be next to cells. In low magnification, the algorithm will often
find the cells correctly, but the segmented regions are usually too small. The
track linking algorithm cannot handle false positives or segmented regions that
contain multiple cells. False positives can be removed to some extent by removing
tracks in a post-processing step, but that is hard given that entire lineage trees
have to be removed. There is no way to remove a single cell from a lineage tree.
Because of this, the lineage trees are distorted by large numbers of short false
positive tracks when the segmentation contains false positives. False positives can
be removed from the segmentation by manually specifying thresholds for different
region properties. This is transparent and gives the user a lot of options, but it does
not give as good performance as rejecting false positives in the track linking step.
It is possible to correct computer generated tracks, but not tracks that have been
created using batch processing. That is unfortunate, as batch processing speeds
up the processing of datasets with many image sequences significantly. The user
interfaces are relatively user-friendly, but our impression is that more emphasis has
been put on visualization tools than on algorithms for data processing.

ilastik has a very powerful segmentation framework. The pixel classifiers include
variations of our local variance segmentation and bandpass filter segmentation as
special cases. We were impressed by how well the framework was able to remove the
microwells in the MuSC and HSC datasets without the use of background subtrac-
tion. The segmentation can be trained on any images or z-stacks, and can be used
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Figure 5.12: Analysis plots generated from the tracking results of the HSC dataset.
(a) An HSC lineage tree after correction, where the branches are colored based on
the time between divisions. Cells with a time between divisions below 8.3 hours are
red, cells with a time between divisions above 18 hours are green, and all other cells
are black. (b) Scatter plot where the time between divisions of the HSCs in (a) is
plotted against the cell area seen from above. The cells are colored as in (a). (c)
Scatter plot where the time between divisions of the HSCs in (a) is plotted against
the time when the cell was created through division. The cells are colored as in (a).
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without detailed algorithm knowledge. The training phase where the user labels
pixels with incorrect predictions also serves as a type of manual correction as it fixes
errors that the algorithm would have made otherwise. The main weaknesses of the
framework are generalization and reproducibility. The pixel classifier will often be
over-trained to give good results for a particular dataset, and will therefore often
perform worse on other datasets. Furthermore, the actual segmentation algorithm
is a black box which cannot be analyzed.

A more severe weakness is the lack of robustness in the automatic tracking
workflow. While the pixel classification workflow seems to be a mature software
with almost flawless reliability, we found several bugs in the automatic tracking
workflow. In some cases, the tracking failed. For the C. elegans dataset, it was clear
that it crashed because the program could not handle images without segmented
objects, but in other cases the error message did not provide an explanation to
someone who is not familiar with the code. There also seems to be an error in
the export of tracking results, which merges multiple cells into one by giving all
of them the same track label. In the batch processing, it was only possible to
process one image sequence at a time, as some files were otherwise overwritten
due to incorrect file naming. While the bugs that we have mentioned here may
be relatively easy to fix, it is likely that the software contains additional bugs that
we did not find. Therefore it will probably require significant effort to make the
tracking workflow as reliable as the segmentation workflow. The possibilities for
post-processing are very limited. It is only possible to smooth the pixel predictions
and remove small objects. While these post-processing steps are probably the
most important ones, other algorithms such as hole-filling and breaking of clusters
using watershed transforms would probably increase the performance significantly
in many applications. In such cases, it is possible to export segmentation results
from ilastik and perform post-processing and track linking in the BA. That is likely
to give the best results in situations where ilastik produces a better separation
between foreground and background than the BA.

The track linking is very similar in ilastik and the BA. The same type of opti-
mization problem is solved by both algorithms, but ilastik uses integer programming
while the BA uses a greedy search algorithm. The integer programming may give
ilastik an advantage, as it is guaranteed to give the optimal solution to the problem
it is solving. But to make the problem tractable, the detections are linked into
track fragments (tracklets), which may contain errors, before the integer program-
ming is applied. The main disadvantages of the integer programming are however
that it has higher complexity and that it requires a CPLEX license. ilastik relies
on CPLEX 12.5.1, which is an obsolete version that IBM can provide on request.
Furthermore, free academic licenses for CPLEX are only available for persons who
teach at academic institutions. Like the BA, ilastik allows multiple cells to occupy
the same segmented region. ilastik does however not allow more cells than what
the classifier has been trained for. The BA on the other hand extrapolates the
predictions of the classifier to higher cell counts, so that more cells can be added
if the temporal context indicates that the cell count should be higher. That is an
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advantage as there are often too few examples to train reliable classifiers for the
highest cell counts. In ilastik, the classifiers for mitosis and cell counts are gen-
erated using a training framework of the same kind as the one used to train the
pixel classifier. This requires the user to label training examples by hand. In the
BA, classifiers are trained using manually corrected tracks. The correction process
is often more time-consuming, but on the other hand, manual correction is usually
performed as a part of the analysis anyway, and the process as a whole may therefor
be more efficient. ilastik cannot play the tracking results as a video, and cannot
visualize the lineage tree or cell positions in earlier frames. This makes it hard
to optimize the parameters of the algorithms and even harder to spot biologically
interesting behaviours. The software does not have any tools for data analysis, and
therefore users have to write their own code to analyze tracking results exported
from the software. This is time-consuming and requires programming skills which
many biology labs do not have. Furthermore, there is no user interface for man-
ual correction, and that makes it impossible to use ilastik for lineage tracking and
many other applications unless it is pared with another software, such as the BA,
which has that feature. There is a manual tracking workflow in ilastik, but it is not
possible to perform corrections on automatically generated tracking results in it.

The BA saves tracking results in an object oriented structure where cells and
segmented regions are objects. Each cell object has an array of region objects which
represent its shape in the individual frames, and the cell objects link to each other
to represent mother-daughter relationships. This structure is very user-friendly
for researchers in biology labs who want to write their own analysis functions.
By looking at the documentation and existing analysis functions, users with very
limited programming knowledge can quickly start writing custom analysis scripts.
In Imaris and ilastik, the tracking results are saved in formats which are suitable
for storage but not for further analysis. The segmented regions in the individual
frames are saved one by one, along with information about how they should be
linked into tracks. In Imaris, the regions are represented as surfaces built up by
triangles and in ilastik they are saved to label images where the pixel values indicate
which object a pixel belongs to. These formats require that the user extracts data
from the files and collects it in data structures that they have created themselves.
This is time-consuming and requires much more programming skills than what is
required to load and analyze data from the BA.

In the BA, scores for track linking can be created using either trained classifiers
or prior probabilities specified by the user. That makes it possible to process
datasets without any manual labeling, and still achieve good performance. Once
some data has been manually corrected, it can be used to train classifiers which
can give even better performance. Imaris takes the first approach without manual
labeling and ilastik takes the latter with manual labeling, but neither software can
handle both paradigms. The BA can use both paradigms, and it even lets the user
combine them by training classifiers for a subset of the scores and specifying priors
for the rest. The BA is also the only software that we know of that can distinguish
apoptosis from other events where cells disappear. That is a key feature when
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studying the viability of cell populations. That capability is showcased in [Gilbert
et al., 2010, Cosgrove et al., 2014]. Given that neither Imaris nor ilastik has this
feature, we have not included that type of data in the comparison.

Correct parameter selection is important for all cell tracking software, and it
can often be hard to achieve for inexperienced users. To alleviate this problem, we
have provided a user interface for training of segmentation parameters based on a
manually created segmentation ground truth (see Section 2.7). We think that this
is a significant step in the right direction. But we also think that further research
is necessary, so that cell tracking algorithms developed by us and others can be
guaranteed to always perform at their best.

The plotting GUIs of the software can be used as tools to both explore the data
and answer specific questions. They make it possible to view the data from many
different angles and enable an almost complete characterization of cell populations
in cases when one does not know what to look for ahead of time.

5.7 Conclusions

We have developed a general purpose tool for segmentation and tracking of cells in
2D transmission microscopy and 2D and 3D fluorescence microscopy. The software
will be made available open source code and contains all necessary modules to ana-
lyze time-lapse data, including visualization, preprocessing, segmentation, tracking,
manual correction, and analysis of tracks. This chapter explains in detail how the
software works, and how it can be used in biological applications.

The BA is the first general purpose cell tracking software to achieve state-of-
the-art performance in a broad range of cell tracking applications. This has been
shown by its outstanding performance in the CTCs, but also through the com-
parisons that we made to Imaris and ilastik in this chapter. Imaris and ilastik
are current state-of-the-art software for general purpose cell tracking. Imaris is a
commercial software while ilastik is an open source software, which relies on the
commercial optimization software CPLEX. One advantage of the BA over Imaris
and ilastik is that all components required to run the software are freely available.

We tested all software on four different cell types and five different imaging tech-
niques. In the tests of different cell types, we performed lineage tracking on MuSCs
and HSCs imaged using 2D bright-field microscopy, and a C. elegans embryo with
nuclear fluorescence imaged using confocal microscopy. In the tests of different
imaging techniques, we performed tracking of MRC-5 cells imaged using bright-
field, phase contrast, DIC, cytoplasmic fluorescence, and nuclear fluorescence. The
MuSC, HSC, and MRC-5 datasets are previously unpublished, and will be made
publicly available as supplementary material when the results are published in a
journal. The MRC-5 dataset is unique in that it compares all commonly used
imaging techniques for 2D cell tracking side by side on the same cells.

Tracking accuracy is evaluated using the AOGMN measure and segmentation
accuracy is evaluated using the SEGR measure. The AOGMN measure is a nor-
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malized version of the AOGM measure defined in [Matula et al., 2015]. The SEGR
measure on the other hand is relaxed form of the SEG measure used in the CTCs,
that we propose in this chapter. The SEGR measure is shown to give a more fair
evaluation of segmentation results where a small fraction of each cell is segmented.
We also present values on the original SEG measure for comparison.

In comparison to other software, the BA has better tracking performance and
a more efficient user interface for manual correction. That combination makes it
possible to create error free tracking results faster in the BA than in any other
software. These conclusions can be drawn based on the comparisons to Imaris and
ilastik presented in this chapter, and the results of the CTCs.

The comparison between different imaging techniques show that the use of con-
trast enhancing techniques improves the segmentation performance, but that the
effect on tracking performance is small. DIC seems to give better segmentation per-
formance than phase contrast, at least for the BA and Imaris. For Imaris and ilastik,
the segmentation performance is increased by using cytoplasmic fluorescence, while
the BA achieves even better performance on the transmission microscopy datasets.
Nuclear fluorescence achieves the best tracking performance by far.

Given that the BA is an open source project in MATLAB with no dependencies
on other proprietary software, it is easily extendible by others who work on seg-
mentation and tracking of cells. We have already seen projects where researchers
have used their own functions for segmentation in the BA.

The BA has a large number of tools for data analysis and a data format which
makes it easy for users with limited programming experience to produce custom
analysis functions. In this chapter, we demonstrate how cell size can be analyzed
using colored lineage trees of MuSCs and C. elegans. We also show how the rela-
tionship between lineage trees, time between divisions, cell size, and cell fate can
be visualized for HSCs.





Chapter 6

Particle Tracking Challenge

In 2012, we participated in the Particle Tracking Challenge of the International
Symposium on Biomedical Imaging (PTC-12). This chapter describes the challenge,
the methods that we used in the challenge, and the results of the challenge. The
challenge is also described in [Chenouard et al., 2014], and the method description
that we present here is an extended version of the method description that we
provided as supplementary material for [Chenouard et al., 2014].

6.1 Background

Tracking of fluorescent biological particles inside cells is a very important tool in
cell biology. It makes it possible to study the biochemical processes inside cells in
great detail and has led to many ground breaking discoveries. The objects that are
tracked are usually smaller than the resolution of the microscope. Given that the
particles are so small, their shape in the images is determined by the point spread
function (PSF) of the microscope. Therefore the particles all look the same and
can only be distinguished from each other by position and motion.

Many algorithms for particle tracking have been published, and there are also
a number of software available. It has however been hard to compare performance
values for the algorithms, because there have not existed any publicly available
datasets for benchmarking. When a new method is published, it is normally tested
on a new and often proprietary dataset. The tests normally include at least one
other algorithm, but the parameters are usually tweaked by the authors of the new
method, and the other methods are often also reimplemented by them. Even if
nothing is done deliberately to mislead the reader, one can always question if the
right methods were tested, if they were implemented correctly, and if the parameters
were set properly.

To overcome these issues and encourage the development of better methods,
PTC-12 was organized in connection with ISBI in 2012. Researchers from all over
the world were invited to submit algorithms for evaluation on a number of datasets
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created for the challenge. First, a set of training datasets were released. The train-
ing datasets contained both images and ground truth positions for the particles,
so that the participating teams could develop their methods, or tweak the param-
eters of existing methods. Later, a number of challenge datasets were released.
The ground truths for the challenge datasets were not released, to make it possible
to test how well the methods generalize on new data. The participating teams
processed the challenge datasets themselves and submitted the results to the orga-
nizers. Then a workshop was held at ISBI 2012, where the participants presented
their methods and the organizers presented the results. 14 teams participated in
the challenge.

6.2 Data

The datasets used in the challenge were generated using simulations. An alterna-
tive would have been to use images from real time-lapse microscopy experiments
and create ground truths manually. This would have tested the methods under
more realistic circumstances, but it would have been much harder to perform con-
trolled variations of dataset parameters such as SNR and particle densities. The
most important reason to use simulated datasets was however that manual ground
truths cannot be made exact enough. It has been shown that automated track-
ing algorithms can provide better accuracy that manual tracking [Smal et al.,
2008, Chenouard et al., 2014] and therefore it is not meaningful to compare al-
gorithms to a manually created ground truth.

The training and challenge data both consisted of four datasets with 12 image
sequences in each. The four datasets were designed to resemble images of vesicles,
microtubules, receptors, and viruses. These particle types are described briefly
in Sections 6.2.1, 6.2.2, 6.2.3, and 6.2.4 respectively. The virus dataset was a
3D+t dataset with 10 z-slices and the other three were 2D+t datasets. The vesicle
dataset simulated wide field microscopy, and the other datasets simulated confocal
microscopy. All sequences had 100 frames, and all images were 512 × 512 pixels.
Example images of the different particle types are shown in Figure 6.1. For each
dataset, three different particle densities were paired with four SNRs, to produce
12 combinations. The particle densities are illustrated in Figure 6.2 and correspond
to roughly 100, 500, and 1000 particles in each image, except in the microtubule
dataset where they correspond to 60, 400, and 700 particles. The SNRs were 1, 2, 4,
and 7. SNR 7 corresponds to optimal imaging conditions, SNR 4 are more realistic
imaging conditions, SNR 2 are very challenging imaging conditions for which it was
not known whether or not any algorithms would produce usable results, and SNR
1 is so low that hardly any particles can be tracked correctly. Example images with
the different SNRs are shown in Figure 6.3.
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(a) (b)

(c) (d)

Figure 6.1: The different particle types used in the challenge. Panels (a), (b),
(c), and (d) show vesicles, microtubules, receptors, and viruses respectively. All
images show the medium density at SNR 7. The images have been scaled to have
a maximum intensity value of 1. The scale bars are 10 µm.
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(a) (b) (c)

Figure 6.2: The different particle densities used in the challenge. Panels (a), (b),
and (c) show the low, medium, and high densities respectively. All images show
vesicles at SNR 7. The images have been scaled to have a maximum intensity value
of 1. The scale bars are 10 µm.

6.2.1 Vesicles
Vesicles are tiny droplets enclosed in lipid membranes inside the cell. The vesicles
are important for many different functions in the cell, because the chemical prop-
erties inside the vesicles can be made different from the chemical properties of the
cytoplasm. They are for example used to transport and store chemicals and to
enable chemical reactions which cannot take place in the cytoplasm. The simulated
vesicles are assumed to be floating freely in the cytoplasm and therefore exhibit
Brownian motion.

6.2.2 Microtubules
Microtubules are filament shaped structures in the cytoskeleton. They give the
cell its shape and are used as transport cables by motor proteins that transport
vesicles and other objects inside the cell. When a cell deforms and migrates, the
microtubules grow or shrink at the ends to modify the cytoskeleton. Specific pro-
teins bind to the ends of growing microtubules, and these proteins can be tracked
to investigate microtubule creation. The microtubules are relatively straight and
therefore the extending tips exhibit directed motion. The fluorescent region at the
microtubule tip is elongated, and this is simulated using an anisotropic Gaussian
PSF which is elongated along the direction of motion.

6.2.3 Receptors
Receptors are surface proteins which trigger reactions in the cell when they come
in contact with a specific molecule outside the cell. The simulated receptors switch
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(a) (b)

(c) (d)

Figure 6.3: The different SNRs used in the challenge. Panels (a), (b), (c), and (d)
show SNRs of 1, 2, 4, and 7 respectively. All images show vesicles with medium
density. The images have been scaled to have a maximum intensity value of 1. The
scale bars are 10 µm.
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(a) Vesicles (b) Microtubules

(c) Receptors (d) Viruses

Figure 6.4: Particles in time point 100 of the PTC-12 datasets with low particle
density and SNR 7. The images in (a), (b), and (c) are 150 × 150 pixels, and (d)
shows three maximum intensity projections of a 150×150×10 voxel volume. Tracks
from 20 time points are shown. The scale bars are 5 µm.
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back and forth between Brownian and directed motion with a transition probability
which is equal for all particles and all time points.

6.2.4 Viruses

Viruses are packages of DNA and/or RNA enclosed in a protein shell. They have
no metabolism and reproduce by infecting living cells and forcing them to produce
copies of themselves. The viruses in this challenge switch between Brownian and
directed motion, to simulate how they switch between moving freely in the cyto-
plasm of a cell and being transported by motor proteins along microtubules or other
structures.

6.3 Our approach

The tracking system that we used to track the particles had previously only been
used to track cells in transmission light microscopy such as bright-field, phase con-
trast and DIC. Cell tracking is different from particle tracking in that the motion
of a cell is more unpredictable and that the cells change each other’s trajectories
when they come close to each other. Because of this and the fact that cells, un-
like the particles in the challenge, can be distinguished based on their appearance,
our tracking algorithm focused on data association and used a very simple motion
model.

To detect the particles in the challenge data, we first estimated the PSF of the
simulated microscope used to create the images, and then we used the precondi-
tioning technique presented in [Yin et al., 2010] to detect the particles. To link the
particle detections into tracks, we used the algorithm presented in [Magnusson and
Jaldén, 2012], extended so that tracks could start and end at any point in time.
We also made changes to the implementation to decrease the complexity of the
algorithm.

6.4 Detection

To detect the particles, we used the preconditioning technique presented in [Yin
et al., 2010], with an L1 penalty on the pixel values, to favor a sparse solution. To
make this possible, we first estimated the PSF used to create the images. A few of
the 2D images were processed with a different algorithm that was similar but less
robust.

6.5 PSF estimation

We assume that in a noiseless 2D scenario, the observed m×n pixel image I would
be generated through convolution between an m×n pixel particle density image G
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and a q × q pixel PSF P . This can be written as

I = G ∗ P (6.1)

where ∗ denotes convolution. Taking the 2D discrete Fourier transform (DFT) of
6.1 gives

Fd {I} = Fd {G}Fd {P} , (6.2)
so an estimate of the PSF can be found in the frequency domain as

P̂ = F−1
d

{
Fd {I}
Fd {G}

}
(6.3)

This PSF estimator is optimal if the noise is additive white Gaussian noise. In the
challenge data, the noise is Poisson noise, so the estimator is not optimal, but it
works well nevertheless. In the 3D case, the 2D convolution and DFT are replaced
by their 3D counterparts, but otherwise the estimation algorithm is exactly the
same. All of the DFTs mentioned above were evaluated using the fast Fourier
transform with zero padding. In the microtubule scenario, we did not take into
account that the particles have different orientations, and therefore the estimated
PSF was an average taken over all orientations.

In the creation of G, the ground truth particles were distributed among the four
closest pixels. In the 2D case, a particle located at (m + µ, n + ν), where m, n ∈ N
and µ, ν ∈ [0, 1), added the values (1 − µ)(1 − ν), µ(1 − ν) , (1 − µ)ν, and µν to
the pixels G(m, n), G(m + 1, n), G(m, n + 1), and G(m + 1, n + 1) respectively. In
the 3D case, we used an equivalent algorithm to distribute the particles among the
8 closest voxels. Once the PSF had been computed using 6.3, we truncated it to a
41× 41 pixel matrix in the 2D case and a 21× 21× 9 voxel tensor in the 3D case.

6.6 Preconditioning

Assuming that the images were generated according to (6.1), we posed an inverse
optimization problem to recover the particle distribution G from the image I. To
get a simple formulation, we concatenated the columns of G into a vector x and
represented the convolution with a Gaussian kernel as multiplication with a matrix
A. We posed the optimization problem

minimize ‖y −Ax‖2
2 + λ ‖x‖1 (6.4)

subject to x ≥ 0 (6.5)

where y = vec {I}, x = vec {G}, and Ax = vec {G ∗ P}. This is a preconditioning
problem like the one presented in [Yin et al., 2010], with an L1 penalty to favor
a sparse solution. The optimization problem was solved using the multiplicative
update rule used in [Yin et al., 2010]

x
(t+1)
i =

max
([

AT y
]

i
− λ/2

)[
AT Ax(t)

]
i

x
(t)
i , (6.6)



6.7. DETECTION OF PARTICLES 129

where x
(t)
i denotes element i of x in iteration t, and [·]i denotes element i of an

array. The optimization was started from the initial condition

x
(0)
i = 1 for i = 0, 1, . . . , mn− 1. (6.7)

As in the estimation of the PSF, the algorithm can be extended to the 3D case by
simply replacing the 2D convolutions by 3D convolutions.

The multiplicative update algorithm has been proven to converge to the global
optimum of (6.4) [Yin et al., 2010]. In the 2D case, we performed 10 iterations,
after which the preconditioned image hardly changed at all for the images we looked
at. In the 3D case, we performed only 5 iterations to reduce the run time of the
algorithm. It would have been better to use more iterations, but the potential
benefits seemed to be small.

6.7 Detection of particles

Once the preconditioning algorithm had converged, we arrived at a particle density.
Then we applied a threshold tP to produce a number of detections, or particle can-
didates, to be tracked. We applied a global threshold and considered local maxima
above the threshold to be individual detections. Even though the true particles
were supposed to be point objects, we considered the connected component of the
thresholded image, around each local maximum to be an outline of that detection.
Whenever there were multiple local maxima in the same connected component, we
used a seeded watershed transform, with seeds at the local maxima, to break the
pixel regions into individual detections. In order to get sub-pixel positioning of the
particles in the 2D scenarios, we fitted parabolas in the x- and y-dimensions, to
the three pixel values closest to the maxima in the preconditioned image and used
the coordinates of the maxima of the parabolas as particle coordinates. In the 3D
scenario, we did not perform sub-pixel positioning.

6.8 Parameters

To determine what λ to use in 6.4 and where to set the threshold tP, we used a
grid search to minimize the objective function fn + 0.5fp, where fn is the number
of missed particles and fp is the number of false alarms. We chose to put more
emphasis on fn than on fp, because our tracking algorithm is more sensitive to
missed particles than false alarms. In the grid search, we only had to generate
the grid explicitly for λ, as the objective function can be evaluated easily for all
thresholds, given the values at the local maxima of the preconditioned image. The
computed values of λ and tP for the four datasets are given in Tables 6.1-6.4.
The tables also show the estimated probabilities pA and pD for appearance and
disappearance of particles, which were used to compute scores in the track linking.
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Table 6.1: Parameters used for the vesicle dataset.
Density Low Mid High
SNR 1 2 4 7 1 2 4 7 1 2 4 7
β - - 0 0 - 15.536 0 0 15.536 10.647 5 0
tP - - 10.830 21.091 - 1.753 7.197 13.267 0.355 2.659 4.911 9.986
pA - - 0.043 0.041 - 0.044 0.043 0.043 0.043 0.043 0.043 0.044
pD - - 0.040 0.041 - 0.042 0.042 0.043 0.043 0.042 0.042 0.043

Table 6.2: Parameters used for the microtubule dataset.
Density Low Mid High
SNR 1 2 4 7 1 2 4 7 1 2 4 7
β - 1.048 0.391 0.596 15.536 22.671 0.391 0.072 15.536 15.536 0.072 0.020
tP - 0.002 0.022 22.755 0.000 0.000 1.330 34.361 0.000 0.462 4.747 16.715
pA - 0.082 0.085 0.082 0.083 0.082 0.083 0.082 0.083 0.082 0.082 0.081
pD - 0.078 0.080 0.084 0.082 0.082 0.084 0.083 0.083 0.083 0.083 0.082
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Table 6.3: Parameters used for the receptor dataset.

Density Low Mid High
SNR 1 2 4 7 1 2 4 7 1 2 4 7
β - 5.690 0.041 0.000 10.647 0.110 0 10.647 10.647 0.015 0
tP - 0 17.372 42.730 2.545 13.001 29.852 0.430 3.346 16.719 26.470
pA - 0.062 0.058 0.059 0.061 0.061 0.061 0.061 0.061 0.061 0.061
pD - 0.063 0.058 0.060 0.063 0.063 0.064 0.063 0.063 0.062 0.062

Table 6.4: Parameters used for the virus dataset.
Density Low Mid High
SNR 1 2 4 7 1 2 4 7 1 2 4 7
β 23.680 30.825 23.680 18.190 23.680 23.680 23.680 6.335 18.190 23.680 18.190 8.246
tP 0.184 1.659 3.739 7.533 0.000 0.855 2.434 4.164 0.000 0.205 2.189 4.597
pA 0.050 0.054 0.055 0.054 0.053 0.054 0.053 0.054 0.054 0.054 0.052 0.054
pD 0.053 0.054 0.054 0.054 0.054 0.053 0.054 0.054 0.054 0.053 0.053 0.053
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6.9 Track linking

To link the detected particles into tracks, we used a precursor of the algorithm
presented in Chapter 3. The algorithm starts with an empty set of tracks and
adds tracks iteratively in a greedy way that gives the largest possible increase to a
scoring function based on the appearance and motion of the detections in the added
tracks. To find the optimal tracks to add, the algorithm uses a state space diagram
that represents all of the different states that an added particle can be in, in the
different images. The state space diagram is the same as the state space diagram
in Figure 3.3 without mitosis, except that the ”born later” state Yt and the ”dead”
state Xt in each frame t has been replaced by a single ”idle” state Zt. This makes
it possible to add multiple track fragments in the same iteration of the algorithm,
and thereby speeds up the tracking process. The track fragments will always be in
disjoint sets of images, as paths through the state space diagram can pass through
only one of the states associated with a particular image.

6.10 Motion models

The motion model used in all scenarios was Brownian motion, where the probability
density function of the particle position at time t + 1 was taken to be a Gaussian
distribution centered around the particle position at time t. In the 2D scenarios, the
covariance of the Gaussian distribution was taken to be a scaled identity matrix. In
the 3D virus scenario, a non-diagonal covariance matrix was used instead, as there
was a correlation between the Cartesian components of the particle displacements.
The covariance matrices were estimated separately from the training data of every
image sequence.

6.11 Classifiers

As in Chapter 3, we trained classifiers to determine how likely detections were to
contain different numbers of particles. Here we used a classifier based on Gaussian
Discriminant analysis, instead of multinomial logistic regression as in 3, as the
former classifier turned out to be more accurate and faster to train. In the 2D
scenarios, the features used for classification were the number of pixels in each
detection, the sum of the preconditioned image taken over these pixels, the axis
ratio of the pixel region, the standard deviation of the x- and y-coordinates of the
pixels, and the standard deviation of the pixel coordinates weighted by the intensity
of the preconditioned image. In the 3D scenario, we only used the number of voxels
and the sum of the preconditioned image in the voxels. A separate classifier was
trained on the training data of every image sequence.



6.12. BUGS 133

6.12 Bugs

We participated in PTC-12 very early in the project, and therefore a lot of develop-
ment and implementation of algorithms had to be done in order to submit results
for the challenge. Therefore, the processing was finished right before the submission
deadline, and unfortunately we had made a few mistakes in the implementations
which brought down the performance on some of the datasets.

The sub-pixel positioning on some of the image sequences involved taking the
logarithms of pixel values around local maxima. In some images with low SNR,
some local maxima were surrounded by zeros, and since log(0) is not defined, the
processing failed. Therefore we did not get results for six image sequences. Five of
them did however have SNR 1, so the results would not have been very interesting
for the challenge anyway.

On the virus dataset, the z-coordinates were set to 0 for all exported results due
to a bug in the export script. The internal representation of the tracks was correct,
and therefore we did not find the bug until we saw the results of the challenge. We
asked if we could submit new results, as the results did not reflect the performance
of the algorithms that we presented, but we were not allowed to do that as it would
have been unfair to the other teams in the challenge.

6.13 Performance measures

The algorithms were evaluated using a number of performance measures. Here, we
will report the performance measures α, β, RMSE, and run time. The measures
α and β, quantify both positioning accuracy and track linking accuracy while the
RMSE quantifies only positioning accuracy.

To compute α and β, the distance between two tracks x and y is taken to be

d(x, y) =
∑

t

‖x(t)− y(t)‖2,ε (6.8)

where ‖·‖2,ε = min(‖·‖2 , ε) is the 2-norm truncated at the value ε. In all perfor-
mance values that we report, ε is 5 pixels. The distance between two sets of tracks
X and Y is taken to be

d(X, Y ) = min
l(k)

|X|∑
k=1

d(xk, yl(k)), (6.9)

where l(k) is a matching between the tracks in X and {Y, Θ}, where Θ is a set of
infinitely many dummy tracks. The dummy tracks all have the maximum distance
to all xk. The optimal matching l(k) is computed by solving a bipartite matching
problem using the Hungarian algorithm [Papadimitriou and Steiglitz, 1998].

Based on these distance measures, the performance measures α and β are defined
as

α = d(X, Θ)− d(X, Y )
d(X, Θ) (6.10)
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and
β = d(X, Θ)− d(X, Y )

d(X, Θ) + d(Ȳ , Θ)
, (6.11)

where Ȳ is the set of tracks in Y which were not matched to a track in X. We see
from the definitions that β penalizes spurious tracks while α does not. Therefore
β is a good measure of overall tracking performance. The measure α on the other
hand is a good measure of how well the particles were followed.

The positioning accuracy is measured separately using the RMSE measure,
which is the root mean square of the distances between points in matched tracks
that were smaller than ε.

6.14 Results

Tracking results for our algorithm on vesicles, microtubules, receptors, and viruses
can be found in Figures 6.5, 6.6, 6.7, and 6.8 respectively.

All performance values for our algorithm on the metrics defined in Section 6.13
are given in Table 6.5. The corresponding rankings of our algorithm against the
other algorithms of the challenge are given in Table 6.6. A graphical representa-
tion of how the beta-values vary with the SNR for the different particle types and
densities for all algorithms in the challenge can be found in Figure 4.3. That plot
also includes performance curves for the algorithms described in Chapter 4, that
we developed after the challenge.

Relative to the other algorithms, our algorithm performed the best on the vesicle
datasets, where the assumption about Brownian motion made by our algorithm was
correct. For the microtubule dataset the performance degraded with higher particle
densities as the algorithm did not leverage the predictability of the directed particle
motion. For the receptor dataset, the performance was relatively good, but because
some particles followed directed motion, it was not as good as on the vesicle dataset.
The performance on the virus dataset was catastrophic because of the export error
that set all z-coordinates to 0. In Figure 4.3, there are however dashed lines which
show the performance after removing that error. Without that error, the algorithm
actually had better β values than all other algorithms on two thirds of the image
sequences. Our algorithm was one of the slowest on all datasets.

The segmentation algorithm performed very well on all image sequences, due
to its ability to handle low SNRs and separate tightly packed particles. These
strengths probably explain the outstanding performance on the virus dataset after
the export bug had been removed. The track linking algorithm performed well
due to its ability to use information from all frames at the same time. The main
shortcomings of our approach were that it cannot handle dynamic motion models
and that it cannot fill in gaps in tracks when a particle is not detected for one
or multiple frames. Both these shortcomings have been addressed in Chapter 4,
where the detected positions are preprocessed using a GM-PHD filter before they
are linked.
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Figure 6.5: Tracking result on vesicles with medium density and SNR 4. The image
shows the tracks in the last 25 images overlaid on the last image. The scale bar is
10 µm.
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Figure 6.6: Tracking result on microtubules with medium density and SNR 4. The
image shows the tracks in the last 25 images overlaid on the last image. The scale
bar is 10 µm.
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Figure 6.7: Tracking result on receptors with medium density and SNR 4. The
image shows the tracks in the last 25 images overlaid on the last image. The scale
bar is 10 µm.



138 CHAPTER 6. PARTICLE TRACKING CHALLENGE

Figure 6.8: Tracking result on viruses with medium density and SNR 4. The image
shows the tracks in the last 25 images overlaid on the last image. The scale bar is
10 µm.
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Table 6.5: Performance values for our method in PTC-12. RMSE is measured in pixels/voxels and timing is measured in
seconds.
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low 2 - - - - 0.30 0.27 1.21 265 0.26 0.21 0.69 319 0.20 0.14 2.80 13040
low 4 0.81 0.73 0.43 622 0.76 0.72 0.88 305 0.88 0.83 0.38 364 0.26 0.18 2.77 12992
low 7 0.88 0.84 0.40 632 0.69 0.64 0.62 300 0.91 0.87 0.23 383 0.25 0.18 2.82 13021
mid 1 - - - - 0.14 0.10 2.47 3233 - - - - 0.04 0.04 2.98 15259
mid 2 0.57 0.48 0.91 5240 0.18 0.13 2.29 3094 0.45 0.34 1.08 6449 0.23 0.16 2.69 16480
mid 4 0.69 0.62 0.67 4714 0.15 0.14 1.30 758 0.67 0.61 0.63 2925 0.25 0.17 2.68 16204
mid 7 0.69 0.62 0.65 4310 0.27 0.22 1.04 2725 0.71 0.67 0.48 2719 0.25 0.18 2.67 16480
high 1 0.01 0.01 2.23 10279 0.11 0.09 2.47 3435 0.03 0.03 1.72 43375 0.07 0.05 2.86 38270
high 2 0.38 0.31 1.19 13214 0.08 0.06 2.25 7291 0.39 0.32 1.01 9505 0.21 0.15 2.62 25788
high 4 0.48 0.42 0.83 16802 0.07 0.06 1.42 4260 0.56 0.50 0.70 9873 0.23 0.16 2.61 26680
high 7 0.53 0.46 0.84 15479 0.06 0.04 1.65 6623 0.58 0.52 0.69 9545 0.25 0.18 2.62 26038
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Table 6.6: The ranking of our method on the different performance measures in PTC-12. The columns labeled ”teams”
indicate how many teams submitted results for the different image sequences.
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Chapter 7

Cell Tracking Challenges

7.1 Background

In the past it has been difficult to evaluate the performance of cell tracking algo-
rithms. There have been almost no publicly available datasets with ground truths
available to test on, and there has not been any consensus about which perfor-
mance measures to use. Therefore, most published algorithms have been tested on
proprietary datasets, and the tests have been performed using a variety of differ-
ent performance measures. Because of that, the performance values from different
publications cannot be compared. To make comparisons, the developers of new
methods have to re-implement, or at least specify parameters for the algorithms
that they want to compare to. Given how complex cell tracking systems are, there
is always some uncertainty about whether or not the competing algorithms are
implemented correctly and whether or not they are given appropriate parameters.
To overcome all of the above mentioned problems, Cell Tracking Challenges were
organized in connection with ISBI in 2013, 2014, and 2015.

The goals of the challenges were to make test datasets for a broad spectrum
of cell tracking applications publicly available, introduce standardized performance
measures, and facilitate objective and fair comparisons of existing cell tracking
systems.

In CTC-13, only fluorescence datasets in 2D and 3D were used. There were
datasets with both cytoplasmic and nuclear fluorescence in both 2D and 3D. All
datasets except two were generated in biological experiments. The other two were
simulated datasets of fluorescent nuclei in 2D and 3D. In CTC-14, three transmis-
sion microscopy datasets, two datasets with more realistic simulations of fluorescent
nuclei in 2D and 3D, and a dataset with fluorescent nuclei in a developing C. el-
egans embryo were added to the datasets of CTC-13. In CTC-15, a dataset with
fluorescent nuclei in a developing Drosophila melanogaster embryo was added to
the datasets of CTC-14.

CTC-13, -14, and -15 had 6, 8, and 11 participants respectively, and a total of
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17 teams entered at least one of the challenges. In each challenge, datasets which
had not been released in a previous challenge were released to the participants a
few months before the submission deadline. First, training datasets with ground
truths were released, and later challenge datasets were released without ground
truths. Then the participants had to submit tracking results on the challenge
datasets before a deadline. The objective was to see how well the algorithms would
generalize to unseen data, and therefore the ground truths for the challenge datasets
were never revealed to the participants.

At ISBI 2013, 2014, and 2015, the organizers presented the results of the respec-
tive challenges, and the participants got to present their methods. A full report of
CTC-13 was published in [Maška et al., 2014]. A journal paper describing all three
challenges is currently in preparation, and therefore we cannot report all the details
of CTC-14 and -15. Instead we will focus on our contributions to the challenges,
and summarize information which is available on the CTC website [CTC website,
2015]. We will report the results of CTC-14 which are available on the website,
and mention qualitative differences in the results of CTC-15 which relate to our
method.

7.2 Data

The ground truths were created using manual tracking and segmentation. Separate
ground truths were created for segmentation and tracking. In the tracking ground
truth, a pixel region inside each cell or nucleus was marked with a track label.
The pixel regions did not cover the whole cells or nuclei, but segmented regions
had to cover more than half of them to be considered true positives. In addition
to the labels which defined tracks, the tracking ground truths contained informa-
tion about mother-daughter relationships between the tracks. In the segmentation
ground truth, at least 100 cells or nuclei were segmented manually. Objects were
first segmented in random frames, and then it was ensured that deviating appear-
ances were represented with enough examples. For both tracking and segmentation
ground truths, the scoring was done independently by three experts. The final
ground truths were generated from the three independent ground truths through
majority voting. To deal with cells and nuclei in the process of entering or leav-
ing the field of view, ground truth objects were not created in a margin around
the borders in the x- and y-dimensions of the images or z-stacks. Parts of ground
truth objects were allowed to be in the margin, but no objects with only margin
pixels were created. The margin width was 50 pixels for the datasets DIC-C2DH-
HeLa, Fluo-C2DL-MSC, Fluo-C3DH-H157, Fluo-N2DHGOWT1, Fluo-N3DH-CE,
Fluo-N3DH-CHO, and PhC-C2DH-U373, 25 pixels for Fluo-C3DL-MDA231, Fluo-
N2DL-HeLa, and PhC-C2DL-PSC, and 0 pixels for Fluo-N2DH-SIM, Fluo-N2DH-
SIM+, Fluo-N3DH-SIM, Fluo-N3DH-SIM+, and Fluo-N3DL-DRO.

In particle tracking, algorithms can produce more accurate tracking results than
humans, and therefore simulated datasets had to be used in the particle tracking
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challenge described in Chapter 6. In cell tracking, algorithms can still not compete
with humans, and therefore it was possible to use manually created ground truths
as a gold standard. There are of course errors in the manually created ground
truths as well, but the errors are negligible compared to the errors produced by
automated systems. The challenges did however include simulated datasets as well.
CTC-13 included two simulated datasets with nuclei in 2D and 3D. In CTC-14,
two additional datasets with more realistic simulations of nuclei in 2D and 3D were
added. The ground truths for all simulated datasets included exact segmentations
of all objects, and not just a subset.

The datasets are described in Sections 7.2.1-7.2.15. We discuss the cell types
and microscopy techniques used, the biological applications that require tracking
of the datasets, and reasons why the datasets are challenging to track. Images
from real world 2D datasets are shown in Figure 7.1, images from real world 3D
datasets are shown in Figure 7.2, and images from simulated datasets are shown
in Figure 7.3. The datasets Fluo-N2DH-SIM and Fluo-N3DH-SIM had six training
sequences and six test sequences, while all other datasets had two image sequences
for each purpose.

7.2.1 DIC-C2DH-HeLa

HeLa cells is a very commonly used cell line derived from cervical cancer cells. They
are used for a lot of basic research in cell biology, as they are very easy to culture.
The DIC-C2DH-HeLa dataset was acquired using DIC microscopy, which is a type
of transmission microscopy. The cells are very tightly packed, and the borders
between the cells are hard to find due to the complex intensity patterns inside
the cells. Furthermore, the borders between the cells are similar to the borders
between the nucleus and the cytoplasm. Another problem is that the cells change
appearance when they divide.

7.2.2 Fluo-C2DL-MSC

The Fluo-C2DL-MSC features mesenchymal stem cells imaged using cytoplasmic
fluorescence. Mesenchymal stem cells are stem cells derived from the bone marrow,
which do not differentiate into blood cells. These cells have many potential clinical
applications in cell therapies. Expansion in culture would be necessary to get
sufficient cell numbers for many applications, but that is currently not possible.
Therefore there is a lot of research on better culture conditions for expansion,
just as there is for MuSCs and HSC which we have tracked in earlier chapters.
The cells have very irregular shapes and sizes, and the cytoplasm in protrusions
often appear to be disconnected from the cell bodies. Therefore the cells are hard
to segment correctly. The problem is made even harder by the relatively high
background and intensity variations between cells and between different parts of
cells. The problematic segmentation makes the track linking problem extremely
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challenging, as even state-of-the-art segmentation algorithms will have plenty of
over-segmentation, under-segmentation, and false positives.

7.2.3 Fluo-C3DH-H157

The cells in the Fluo-C3DH-H157 dataset are H157 human lung cancer cells imaged
in 3D using cytoplasmic fluorescence. This type of experiment is performed to
understand how cancer cells migrate in 3D, and find ways to prevent them from
migrating using drugs or other treatments. Inhibition of cell migration is important
in cancer treatment, as it prevents the cancer from spreading. The most challenging
feature of this dataset is that it requires segmentation of both bright and dim objects
in the same image. The tracking problem is relatively easy, as most of the cells are
far apart.

7.2.4 Fluo-C3DL-MDA231

The Fluo-C3DH-H157 dataset features MDA231 human breast carcinoma cells im-
aged using cytoplasmic fluorescence. These cells are used in research for the same
reasons as H157 lung cancer cells. This dataset has much lower magnification than
Fluo-C3DH-H157, and the cells are much closer together. Therefore, the tracking
problem is much harder. The cells form clusters which are hard to segment into
individual cells, and many segmentation algorithms will segment protrusions from
the cells as separate objects.

7.2.5 Fluo-N2DH-GOWT1

In the Fluo-N2DH-GOWT1 dataset, embryonic stem cells from mice have been
imaged using nuclear fluorescence. Embryonic stem cells are studied to understand
cell differentiation, and the cells also have potential clinical applications in cell
therapies. The main tracking challenges are that the images contain both very
bright and very dim objects, and that the signal to noise ratio is very low for the
dim objects. The segmentation is made even harder by dark spots on the nuclei,
which can be hard to include in the segmentation. The nuclei do not move much,
and therefore the tracking problem is relatively easy.

7.2.6 Fluo-N2DH-SIM

The Fluo-N2DH-SIM has six image sequences with simulated fluorescent nuclei in
2D. The segmentation problem is relatively easy, given that all cells have similar
appearances, but the darker parts of the nuclei can be hard to catch. The tracking
problem is relatively easy, because the nuclei do not move much.
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7.2.7 Fluo-N2DH-SIM+

A more realistic simulation of fluorescent nuclei in 2D can be found in the Fluo-
N2DH-SIM+ dataset. This dataset has more cells, and it is much harder to find
the dim regions of the nuclei than in Fluo-N2DH-SIM. Therefore the problem is
harder in terms of both segmentation and tracking, but it is still easier than many
of the real datasets.

7.2.8 Fluo-N2DL-HeLa

Just like DIC-C2DH-HeLa, the Fluo-N2DL-HeLa dataset features HeLa cells. The
difference is that these cells are imaged using nuclear fluorescence, and therefore
they are much easier to track. This is an excellent example of how important the
imaging is for successful tracking. For tracking in dense cultures, nuclear fluo-
rescence gives much higher tracking accuracy than transmission microscopy tech-
niques. The biggest challenge in this dataset is the variability in intensity, size, and
shape among the nuclei.

7.2.9 Fluo-N3DH-CE

The Fluo-N3DH-CE dataset features C. elegans embryos which are imaged using
nuclear fluorescence. C. elegans is a 1 mm long roundworm which lives in soil.
It is studied as a model organism because the embryonic development is identical
among all worms with the same sex. This makes it possible to study the functions
of different genes by looking at how genetic modifications affect the embryonic
development. This dataset is challenging to track because it has low signal to noise
ratio and because the nuclei are very tightly packed at the end. Another challenge in
the segmentation is that the cells are large in the beginning of the experiments and
then become smaller and smaller. A problem in the tracking is that the fluorescence
can disappear when the cells divide.

7.2.10 Fluo-N3DH-CHO

In the Fluo-N3DH-CHO dataset, Chinese hamster ovarian cells have been imaged
using nuclear fluorescence. The cell type is a cell line which is commonly used in cell
biology. The cells are used for industrial production of therapeutic proteins. The
dataset consists of z-stacks with only five z-slices, so the amount of 3D information
is limited. The biggest challenge is that the fluorescent protein goes out of the
nucleus and into the cytoplasm when the cells divide. Therefore it is hard to detect
the nuclei and assign daughter cells correctly in the cell divisions. It is also hard
to avoid including cytoplasm in the segmentation.



146 CHAPTER 7. CELL TRACKING CHALLENGES

7.2.11 Fluo-N3DH-SIM
The Fluo-N3DH-SIM dataset has six image sequences with 3D simulations of flu-
orescent nuclei. The properties of the nuclei are very similar to those in the 2D
dataset Fluo-N2DH-SIM. As in Fluo-N2DH-SIM, both the segmentation and the
tracking are relatively easy, except that the dark parts of the nuclei can be hard to
catch.

7.2.12 Fluo-N3DH-SIM+
The Fluo-N3DH-SIM+ dataset is a more realistic 3D simulation of fluorescent nu-
clei. The properties of the nuclei are very similar to those in the 2D dataset Fluo-
N2DH-SIM+. As in Fluo-N2DH-SIM+, the biggest challenge is to include the
dim parts of the nuclei in the segmentation. The dataset is more difficult than
Fluo-N3DH-SIM, but easier than many of the real datasets.

7.2.13 Fluo-N3DL-DRO
In the Fluo-N3DL-DRO dataset, Drosophila melanogaster fruit fly embryos with
fluorescent nuclei have been imaged using selective plane illumination microscopy.
Like C. elegans, the fruit fly embryo is studied to understand different processes
in embryogenesis. The fruit fly embryo has a lot more cells, and in contrast to
C. elegans, the development is not identical in different embryos on the cell level.
The large number of tightly packed cells, combined with low SNR in parts of the
embryo makes both the segmentation and the tracking very challenging. In these
images the cells form a hollow shell, so there are no cells to track in the center
of the embryo. During embryogenesis, the tissue of the embryo deforms, and that
makes the nuclei move on smooth trajectories. This type of directed motion is
not found in any of the other datasets. Towards the end of the dataset, the cells
move so fast, that in some parts of the embryo none of the correct track links are
between nearest neighbors. That makes it necessary to model the directed motion
of the nuclei in order to track them correctly. Because the number of cells is so
large, it was not feasible to create a tracking ground truth for all cells manually.
Therefore, only cells in the developing nervous system of the fruit fly were included
in the tracking ground truth. All other cells were counted as false positives in the
algorithm evaluation. The participants were given the first image of the manually
created ground truth, so that they would know which cells to track. It was however
still harder to achieve good performance results than on the other datasets, as most
tracking mistakes resulted in large penalties in the form of false negatives and false
positives in the tracking, and missing regions in the segmentation.

7.2.14 PhC-C2DH-U373
This dataset features human glioblastoma astrocytoma U373 cells imaged using
phase contrast microscopy. Like the H157 lung cancer cell and the MDA231 breast
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carcinoma cells, these cells are studied to understand the migration of cancer cells
and find ways to prevent the cells from migrating. The phase contrast microscopy
has lower phototoxicity than fluorescence microscopy, but also makes the segmen-
tation problem more challenging. The cells are hard to segment because of the
complex intensity patterns inside the cells and the bright halos around the thick
parts of the cells. The cell culture is very sparse, and therefore the tracking problem
is relatively easy, provided that the cells are detected correctly by the segmentation
algorithm.

7.2.15 PhC-C2DL-PSC

This dataset features pancreatic stem cells imaged using phase contrast microscopy.
Like MuSCs, HSCs, and mesenchymal stem cells, these cells are studied to find
culture conditions in which stem cell populations can be expanded without losing
their stem cell properties. In the case of pancreatic stem cells, the goal is to develop
treatments for type 1 diabetes which occurs when the immune system destroys
insulin producing cells in the pancreas. This dataset is not typical for phase contrast
microscopy, as all cells are bright against a darker background. Furthermore there
are no halos around the cells, and the cells do not change intensity when they
divide. The visual appearance of the images is actually closer to oblique illumination
microscopy. Given that the cells are bright against a darker background, they can
be segmented effectively using algorithms designed for fluorescence microscopy. The
main challenges of the dataset are that the cell culture is dense and that there is a
lot of debris which is hard to distinguish from the cells.

7.3 Our submissions to CTC-13, -14, and -15

We submitted results for all datasets in all three challenges. In this section we only
present the algorithms and the parameters that we used in CTC-15. For datasets
that were introduced in CTC-13 and -14, we used the same algorithms in the subse-
quent challenges. But we often changed the algorithm parameters, and sometimes
added processing steps, to improve the performance. In CTC-13 we did not have a
lot of time to try different parameter values, and therefore the parameters that we
used were far from optimal in many cases. In CTC-14, we introduced automated
optimization of the segmentation parameters, and optimized other parameters by
hand. This improved the performance noticeably on many of the datasets. In
CTC-15, we worked almost exclusively on the new Fluo-N3DL-DRO dataset and
made only minor changes to the processing of other datasets. A compiled version
of the software that we used in CTC-13 was made available when [Maška et al.,
2014] was published, and can be downloaded from [CTC website, 2015].
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(a) (b)

(c) (d)

(e) (f)

Figure 7.1: 2D datasets used in the CTCs. Panels (a)-(f) show the last time
points of the datasets Fluo-C2DL-MSC, Fluo-N2DH-GOWT1, Fluo-N2DL-HeLa,
DIC-C2DH-HeLa, PhC-C2DH-U373, and PhC-C2DL-PSC respectively. The scale
bars are 20 µm.
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(a) (b)

(c) (d)

(e)

Figure 7.2: 3D datasets used in the CTCs. Panels (a)-(e) show the last time
points of the datasets Fluo-C3DH-H157, Fluo-C3DL-MDA231, Fluo-N3DH-CHO,
Fluo-N3DH-CE, and Fluo-N3DL-DRO respectively. The scale bars are 20 µm.
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(a) (b)

(c) (d)

Figure 7.3: Simulated datasets used in the CTCs. Panels (a)-(d) show the last time
points of the datasets Fluo-N2DH-SIM, Fluo-N3DH-SIM, Fluo-N2DH-SIM+, and
Fluo-N3DH-SIM+ respectively. The scale bars are 20 µm.
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7.4 Segmentation

We used three different segmentation algorithms, described in Sections 7.4.1, 7.4.2,
and 7.4.3, to generate binary segmentation masks, which we then post-processed to
extract cell regions, as described in Section 7.4.4. When possible, we used a search
algorithm, described in Section 7.4.5, to optimize the segmentation parameters,
but in some cases we got better results by optimizing the parameters manually in a
graphical user interface. Automatically optimized parameter values are underlined
in the text and the tables. In the descriptions below, we have converted all images
to 64-bit double images with a saturation intensity of 1.

7.4.1 Bandpass segmentation

To segment all of the fluorescence datasets and PhC-C2DL-PSC, we used the band-
pass filtering based segmentation algorithm presented in Section 2.3. To avoid
under-segmentation of dim objects that are close to bright objects, we preprocessed
some of the datasets using intensity clipping, where all pixel values above Imax
are set to Imax. In Fluo-C2DL-MSC there was a bright background region in the
upper part of the image, which was not removed entirely by the bandpass filter. To
deal with this, we subtracted a background image computed using equation (2.2).
In Fluo-N3DH-CE the noise properties are different in all three image dimensions,
and therefore we used a 5× 1× 3 (dx× dy × dz) median filter to reduce the noise
before we applied the bandpass filter. In Fluo-N3DH-CE and PhC-C2DL-PSC,
we used different values for σ1 and σ2 for the first and the last time point of the
sequence, and used linear interpolation to compute different values for each time
point in between. The parameter values used for the different datasets are given in
Table 7.1.

7.4.2 Variance segmentation

To segment the cells in PhC-C2DH-U373, we used the segmentation algorithm
presented in Section 2.4, which thresholds a weighted local variance image with
weights taken from a Gaussian kernel. We used the parameter values σvar = 1.88
and tLV = 1.5309. To get rid of background features, we first subtracted a median
background image computed using (2.1).

7.4.3 Ridge segmentation

To segment cells in DIC-C2DH-HeLa, we developed an algorithm inspired by the
algorithm used to segment muscle fibers in [Sertel et al., 2011]. We first applied a
ridge detection filter similar to the filter described in [Sertel et al., 2011], to highlight
the boundaries between the cells. The ridge detection was performed by smoothing
the image with Gaussian kernels with standard deviations σ of 5, 6, 7, 8, 9, and 10
pixels, and computing the Hessian at each pixel of the six resulting images. The
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Table 7.1: Bandpass filtering parameters. For parameters with different values
in the first and the last time point, the value for the last time point is given in
parentheses.

Dataset seq. σ1 σ2 α tBP Imax

1 3.04 14.8 0.582 0.031Fluo-C2DL-MSC 2 2.58 19.2 0.532 0.0398 0.25

1 0.01Fluo-C3DH-H157 2 5 50 0.8 0.019 1

Fluo-C3DL-MDA231 1,2 1 NA 0 0.125 1
1 0.005Fluo-N2DH-GOWT1 2 1.8 22 1 0.00157 0.2

Fluo-N2DH-SIM 1-6 1.07 55.6 1.01 0.00732 0.4
1 1.25 13.6 1.01 0.00408 0.440Fluo-N2DH-SIM+ 2 2.53 23.40 1 9.91E-4 0.371

Fluo-N2DL-HeLa 1,2 2.59 4.6 0.931 9.74E-5 1
Fluo-N3DH-CE 1,2 15(8) 20(12) 1 0.01 1
Fluo-N3DH-CHO 1,2 3 40 1.5 0.005 1
Fluo-N3DH-SIM 1-6 1.49 11.1 1 0.00367 0.36

1 1.27 4.22 0.00234 0.6Fluo-N3DH-SIM+ 2 1.78 12.4 1 0.00139 0.633
PhC-C2DL-PSC 1,2 2.32(0.740) 4.61(2.12) 1 0.00226 1
Fluo-N3DL-DRO 1,2 1.5 8 1 0.01 0.3

ridge image ν0(σ) at the scale σ was then computed from the eigenvalues λ1 and
λ2, where λ1 ≤ λ2, of the corresponding Hessians as

ν0(σ) =
{

0 if λ1 > 0
e−RB/γ2(1− e−S/β2) otherwise

(7.1)

where RB = |λ2| / |λ1| and S = λ2
1 + λ2

2. We used γ = 1 and β = 10. The fi-
nal ridge image was obtained by taking the pixel-wise maximum of ν0(σ) over all
σ and smoothing using a Gaussian kernel with a standard deviation of 1 pixel.
Once we had the ridge image, we transformed the intensities using the function
f(x) = asinh(20x), to enhance dim ridges, and divided by the mean intensity of
the transformed image. Then we thresholded the ridge image at 0.75, and skele-
tonized the resulting binary mask to extract cell boundaries. To determine which
of the resulting regions were cells and which were background, we computed a local
variance image where each pixel value represents the sample variance in a 9 × 9
pixel neighborhood of the corresponding pixel in the original image. Regions with
an average local variance above 0.0005 were considered to be cell regions. To fill in
gaps in the skeletonized boundaries, we detected all end points of the skeleton and
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Table 7.2: Parameters for segmentation post-processing. For datasets where two
watershed transforms were used sequentially, the parameter for the second trans-
form are given in parentheses.

Dataset seq. Amin Smin watersheds σw hw

DIC-C2DH-HeLa 1,2 0 0 shape 0 10
1 100 intensity(shape) 10 10(8)Fluo-C2DL-MSC 2 0 150 shape(shape) 20(10) 0(10)

Fluo-C3DH-H157 1,2 5000 100 shape 0 10
Fluo-C3DL-MDA231 1,2 100 0 intensity 0 25

1 30Fluo-N2DH-GOWT1 2 0 5 shape 0 5

Fluo-N2DH-SIM 1-6 0 3 shape 3 3
1 10 0 5Fluo-N2DH-SIM+ 2 0 25 shape 7 0.1

Fluo-N2DL-HeLa 1,2 0 0.25 shape 0 1
Fluo-N3DH-CE 1,2 0 0 bandpass 0 0.001
Fluo-N3DH-CHO 1,2 0 100 xy-shape 0 5

1,2,6 3Fluo-N3DH-SIM 3-5 0 7 shape 0 5

1 500 100Fluo-N3DH-SIM+ 2 0 500 shape 0 5

PhC-C2DH-U373 1,2 1200 0 none NA NA
PhC-C2DL-PSC 1,2 20 0 bandpass(shape) 0 0.0293(0.75)
Fluo-N3DL-DRO 1,2 100 0 bandpass 0 0.02

connected pairs of end points by straight lines of pixels. End points were connected
if they were no more than 50 pixels apart, and if the added line cut through a single
segment without generating a fragment smaller than 7500 pixels. If one of the new
regions would become a background region, the size threshold was instead set to
200 pixels, as the operation would not split a cell in two. After joining end points,
we removed cracks in regions by erasing all boundary pixels which were bordering a
single region. Then we merged the background regions and the border pixels into a
single background region. Finally we merged cell regions with less than 7500 pixels
into adjacent cell regions until all cell regions either had at least 7500 pixels or were
surrounded by background pixels.

7.4.4 Post-processing

To break regions with multiple cells into individual cell regions, we applied a seeded
watershed transform to the image intensity, the bandpass filtered image, or the dis-
tance transform of the binary segmentation mask. The pixel values in the distance
transform are the Euclidean distances to the closest background pixels. The dis-
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tance transform is computed so that the transform value is the Euclidean distance
to the closest background pixel. For z-stacks, where the voxel height was differ-
ent from the voxel width, we used the anisotropic distance transform [Mishchenko,
2015], where the distance between z-planes is different from the distance between
neighboring voxels in the same plane. In Fluo-N3DH-CE and Fluo-N3DL-DRO,
this did however give poor separation boundaries between the watersheds, as the
distance between z-planes was too large. To avoid these problems, we inserted
virtual z-planes between adjacent z-planes in the distance transform. We assigned
values to the virtual z-planes using linear interpolation, ran the watershed trans-
form and then removed the virtual planes. We set the number of virtual z-planes
between adjacent z-planes to nine in Fluo-N3DH-CE and two in Fluo-N3DL-DRO.
For all datasets, the watershed transform was constrained to the foreground pixels
of the binary segmentation mask, to speed up the computation, and to avoid getting
watersheds which overlap with multiple cell regions. To avoid over-segmentation we
applied Gaussian smoothing with a standard deviation of σw, and/or an h-minima
transform with an h-value of hw. In Fluo-N2DH-GOWT1 we also removed wa-
tershed seeds with a distance transform value below 10 pixels, to further reduce
over-segmentation. In Fluo-C2DL-MSC and PhC-C2DL-PSC, we applied an addi-
tional watershed transform with other parameters, after the first one, to break even
more clusters into individual cells.

To get rid of regions without cells, we removed regions with fewer than Amin
voxels, and regions where the summed voxel intensity was below Smin. To com-
pute the summed voxel intensity, we subtracted the minimum value of the image,
and summed all voxels inside the segmented region. In Fluo-N3DL-DRO, we also
removed regions larger than 10000 voxels.

For some datasets, we applied morphological operators to the extracted cell
regions. We filled in holes in the segments of all datasets. In the Fluo-N2DH-
SIM+-02 image sequence and in Fluo-N3DH-SIM+, we added all pixels inside the
convex hulls of the original regions. Whenever a pixel was in the convex hull of mul-
tiple regions, we did not add it to any of them. In Fluo-N2DH-GOWT1 there were
also pieces missing from the segments, but the true regions were not always convex,
so to fill in missing parts, we instead applied morphological closing with a circular
structuring element with a radius of 12.2 pixels. The variance based segmentation
of PhC-C2DH-U373 tends to give too large regions, due to the large kernel used to
compute the variance. To overcome this problem, we applied morphological erosion
with a circular structuring element with a radius of 8.31 pixels.

In DIC-C2DH-HeLa there was quite a lot of over-segmentation, but in many
cases over-segmented regions were correctly segmented in adjacent images. We
therefore tried to reduce the over-segmentation by looking for cases where multiple
cells overlapped with the same region in an adjacent image. If the fragments were
smaller than 15000 pixels and had at least 60 % of their pixels in common with the
region in the adjacent image, they were merged into a single region.
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7.4.5 Parameter optimization

For many of the datasets we used the automated search algorithm presented in
Section 2.7 to optimize the segmentation parameters. When we participated in the
challenges, the initial step length was set to 10 % of the initial values. Since then
we have increased that parameter to 25 % of the initial values. Except for that
difference, we used the optimization parameters given in Section 2.7. We used the
SEG-measure as utility function for the optimization. For Fluo-C2DL-MSC, Fluo-
N2DH-SIM+, and Fluo-N3DH-SIM+, the parameters were optimized separately
for each image sequence, but for all other datasets, the optimization was performed
over all image sequences simultaneously, on the average SEG-measure.

7.5 Track linking

For all datasets except Fluo-N3DL-DRO we applied our global track linking algo-
rithm described in Chapter 3 directly to the detected cell regions. For Fluo-N3DL-
DRO we used the detection preprocessing algorithm described in Chapter 4, which
takes advantage of the dynamic nature of the nuclei motion by preprocessing the
detected locations using a Gaussian Mixture Probability Hypothesis Density (GM-
PHD) filter [Vo and Ma, 2006]. Once we had preprocessed the locations, we linked
them using the track linking algorithm in Chapter 3.

7.5.1 Global track linking

For track linking we used the global track linking algorithm presented in Chapter 3.
The scoring function is a sum of logarithmic probabilities of tracking events which
describe migration, mitosis, appearance, disappearance, and the number of cells in
each detection. The probabilities of migration events are computed as described
in Section 3, using a Brownian motion model where the location of a cell in one
image is assumed to follow a Gaussian distribution with covariance matrix σ2

VΣ,
centered around the location of the cell in the previous image. In 2D, Σ is the
2× 2 identity matrix, and in 3D Σ = diag(1, 1, 1/r2), where r is the ratio between
the voxel height and the voxel width. This corresponds to isotropic motion in the
coordinate system of the sample. For Fluo-N3DH-CE there was significantly less
motion in the z-dimension than in the other dimensions, and therefore we used
Σ = diag(1, 1, 1/(4r2)). The values for σV were set manually for all datasets, and
are given in Table 7.3. In Fluo-N3DH-CE, we used different values for σV in the
first and the last image of the sequence, and used linear interpolation to compute
a different value for each image in between. The prior probabilities that segmented
regions contain 0, 1, or more than 1 cell are denoted p0, p1, and p2. The probability
that a cell undergoes mitosis in a region is denoted pS, and the probabilities that
a cell appears or disappears randomly in a region is denoted pA. All of these
probabilities were set manually, and are given in Table 7.3.
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Table 7.3: Track linking parameters. For parameters with different values in the
first and the last time point, the value for the last time point is given in parentheses.

Dataset seq. σV p0 p1 p2 pS pA FP
DIC-C2DH-HeLa 1,2 25 0.1 0.7 0.2 0.01 0 yes

1 20 noFluo-C2DL-MSC 2 40 0.1 0.8 0.1 0 0 yes
1 20Fluo-C3DH-H157 2 40 0.07 0.83 0.1 0 0.001 no

Fluo-C3DL-MDA231 1,2 7.5 0.2 0.7 0.1 0 0 yes
Fluo-N2DH-GOWT1 1,2 5 0.1 0.8 0.1 0.01 0.001 no
Fluo-N2DH-SIM 1-6 15 0.05 0.95 1E-6 0.01 0.001 no
Fluo-N2DH-SIM+ 1-2 10 0.05 0.94 0.01 0.01 1E-5 no
Fluo-N2DL-HeLa 1,2 5 0.1 0.8 0.1 0.01 1E-6 yes

1 20(10)Fluo-N3DH-CE 2 30(6) 0.01 0.99 0.01 0.01 1E-6 no

Fluo-N3DH-CHO 1,2 10 0.1 0.89 0.01 0.01 1E-6 no
1,2,5 10
3-4 5Fluo-N3DH-SIM
6 20

0.01 0.99 0.01 0.01 0 no

Fluo-N3DH-SIM+ 1,2 12 0.2 0.7 0.1 0.01 0 no
PhC-C2DH-U373 1-2 12 0.1 0.8 0.1 0 0 no
PhC-C2DL-PSC 1,2 2 0.05 0.9 0.05 0.01 0 no

Once the Viterbi algorithm is done generating tracks, the segmented regions
with multiple cells are separated using k-means clustering of the pixel coordinates
as described in 3.4.6, so that each cell gets a region of its own. Then the track
linking is updated, to account for the new centroid positions of the individual cells,
by solving an assignment problem which maximizes the scoring function of the track
linking problem. For the image sequences which have ”yes” in the last column of
Table 7.3, we included segmented regions in the results even if the track linking
algorithm found them to be false positives. This was done to maximize the TRA
and SEG measures, which penalize false negatives a lot more than false positives.

7.5.2 Global track linking with detection preprocessing

The cells in Fluo-N3DL-DRO form a tissue which deforms as the embryo devel-
ops. Because of this, the nuclei follow smooth and predictable trajectories. The
track linking procedure described in 7.5.1 assumes that the nuclei follow Brownian
motion, and can therefore not take the velocities of the nuclei into account when
it predicts where they are going to be in the next frame. To enable tracking of
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fast moving nuclei, we therefore used the algorithm described in Chapter 4. That
algorithm first runs a GM-PHD filter on the centroids of the nuclei and then links
the Gaussian components (which include velocity states) of the computed hypoth-
esis densities into tracks using the track linking algorithm in Chapter 3. For the
GM-PHD we used the directed linear motion model that we used to track simulated
microtubules in Chapter 4, with a scale factor q = 0.5 for the process noise, and an
observation noise covariance of R = 22Σ. For the remaining parameters described
in Chapter 4 we used the following values: pS = 0.9999, pD = 0.999, κ = 4E−6,
wmin = 0.001, KLDmin = 1, Jmax = 10000, and σv = 2.

We first tracked all of the nuclei using the algorithm described above, and
then we selected the tracks which overlapped with one of the manually marked
nervous system nuclei in the first image. For nervous system nuclei which had no
overlapping tracks, we selected the closest non-overlapping track. We also had the
a priori information that all of the selected tracks should reach the end of the
video. We therefore extended broken selected tracks by linking them to fragments
of unselected tracks. This was done by propagating the state of the broken track
to the frame after the break, using the directed linear motion model, and then
linking it to the closest unselected track in that frame. This was done iteratively
until all selected tracks reached the end of the image sequence. The extension
of broken tracks was expected to improve the results significantly as the rate of
false positive tracks was found to be very low on the training data before this
step. The performance increase on the training data was however small. Tracking
all cells is computationally more demanding than tracking just the cells that are
counted towards the final score, but we wanted to take the opportunity to push the
boundaries of our tracking solution using the Fluo-N3DL-DRO dataset.

7.6 Segmentation corrections after tracking

To remove segmentation errors that were due to over-segmentation in the water-
shed transforms, we iteratively merged region fragments without cells into adjacent
regions with cells, after the tracking had been completed.

We took this idea one step further in the image sequence Fluo-C2DL-MSC-01,
where we also merged region fragments without cells in image t, into cells with
which they overlapped in one of the images t − 3, t − 2, t − 1, t + 1, t + 2, and
t + 3. The fragments were merged with the regions of the cells in image t, provided
that the cells were present in that image. The merging was done iteratively until
no more fragments could be merged.

7.7 Results

Tracking results produced by our algorithms are shown for all datasets at the end
of this chapter, in Figures 7.9-7.23. The segmentation performance was measured
using the SEG measure defined in Section 5.5.5. The tracking performance was
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measured using the TRA measure explained in Section 5.5.6. The run times of the
algorithms were also measured. In CTC-13, a final ranking of the algorithms was
computed using the formula

rankFINAL = rankSEG + rankTRA + 1
N

rankTIM, (7.2)

where rankSEG, rankTRA, and rankTIM are the ranks of an algorithm on the SEG,
TRA, and TIM measures respectively, and N is the number of participating al-
gorithms. The algorithm with the lowest rankFINAL value was considered to be
best. This aggregated performance measure produced reasonable ranking lists in
CTC-13. But it is problematic because the ranking of one algorithm depends on
which other algorithms participated in the challenge, and the ordering of two meth-
ods can change if a third method resigns from the challenge. Another problem is
that the ranking does not say anything about how big the performance difference
between two methods is. In CTC-14, and -15, these shortcomings were addressed
by instead using the sum of SEG and TRA to rank the methods. The TIM measure
was still reported, but was not used in the ranking. In CTC-13 we had the best
performance on four out of eight datasets, in CTC-14 we had the best performance
on all 14 datasets, and in CTC-15 we had the best performance on 10 out of 15
datasets. Our methods have been among the three best methods on all datasets
in all challenges. The SEG, TRA, and TIM values for our methods in CTC-14 are
reported in Table 7.4, together with the ranking against the other methods on the
individual measures and on SEG+TRA. We describe the strengths and weaknesses
of our methods on the different datasets in Sections 7.7.1-7.7.12. We also describe
large deviations between Table 7.4 and the results of CTC-15, but we do not present
the exact performance values for CTC-15 as they are not published yet.

7.7.1 DIC-C2DH-HeLa
The segmentation algorithm that we used for the DIC-C2DH-HeLa dataset only
found some of the boundaries between the cells correctly, and therefore the final
tracking results look terrible. Because of the difficulty in the segmentation task,
only one other team in CTC-14 submitted results, and they were even worse than
ours. In CTC-15, one of the participating teams achieved much better segmentation
results using a convolutional neural network technique called u-nets [Ronneberger
et al., 2015] and thereby outperformed our approach. That team did however use
a very simple track linking algorithm, and we believe that a combination of their
segmentation algorithm and our track linking algorithm would have achieved even
better results.

7.7.2 Fluo-C2DL-MSC
Our system had the best performance on the Fluo-C2DL-MSC dataset primarily be-
cause of the global track linking algorithm which can reason probabilistically about
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Table 7.4: Performance measures and rankings for our algorithms on the different
datasets. The column labeled ”Teams” specifies the number of teams that submit-
ted tracking results for each dataset.

Avg. SEG Avg. TRA TIM FinalDataset SEG Rank TRA Rank TIM Rank Teams Rank
DIC-C2DH-HeLa 0.4607 1 0.8260 1 747 2 2 1
Fluo-C2DL-MSC 0.5896 1 0.7699 1 97 1 6 1
Fluo-C3DH-H157 0.8880 1 0.9872 1 22176 3 4 1
Fluo-C3DL-MDA231 0.6308 1 0.9062 1 274 1 5 1
Fluo-N2DH-GOWT1 0.9267 1 0.9762 1 460 2 6 1
Fluo-N2DL-HeLa 0.8932 1 0.9920 1 362 1 6 1
Fluo-N3DH-CE 0.4785 1 0.9157 1 25950 3 3 1
Fluo-N3DH-CHO 0.8782 4 0.9583 1 215 1 7 1
PhC-C2DH-U373 0.7953 1 0.9818 1 44 1 3 1
PhC-C2DL-PSC 0.6042 1 0.9497 1 4552 3 4 1
Fluo-N2DH-SIM 0.8763 1 0.9953 1 68 2 8 1
Fluo-N2DH-SIM+ 0.7915 1 0.9584 1 281 2 7 1
Fluo-N3DH-SIM 0.8602 1 0.9941 1 4391 1 5 1
Fluo-N3DH-SIM+ 0.7459 1 0.9497 1 1381 2 5 1

migrations, mitosis, the cell counts in the segmented regions, and appearances and
disappearances. A very important feature of the track linking algorithm is its abil-
ity to handle segmented regions that contain more than one cell. The track linking
algorithm was a strong feature of our system on all datasets, but Fluo-C2DL-MSC
is one of the datasets where it was most important for the performance.

7.7.3 Fluo-C3DH-H157
On the Fluo-C3DH-H157 dataset, our system had the best performance because the
segmentation algorithm can segment bright and dim cells accurately in the same
image.

7.7.4 Fluo-C3DL-MDA231
Our system had the best performance on the Fluo-C3DL-MDA231 dataset because
the track linking algorithm was able to correct both under- and over-segmentation
errors made by the relatively simple segmentation algorithm. The track linking
algorithm corrects under-segmentation by assigning multiple tracks to the same
region and then splitting the region. Over-segmentation is corrected by assigning
a track to only one of the fragments when a single cell is segmented as multiple
fragments. Fragments without tracks are then merged into adjacent fragments
which have tracks. Examples of segmentation corrections that the track linking
algorithm made in the Fluo-C3DL-MDA231 dataset can be seen in Figure 7.4.
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(a) (b)

Figure 7.4: Processing example on Fluo-C3DL-MDA231. (a) Original segmenta-
tion. (b) Tracking result. The cell outlines show how the segmentation has been
corrected by the track linking algorithm and the subsequent post-processing. The
larger of the two regions on the left side has been split into two cells. The cell pro-
trusion which had been segmented as a separate region in the upper right corner
has been merged with the cell body.
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7.7.5 Fluo-N2DH-GOWT1
Our system had the best performance on the Fluo-N2DH-GOWT1 dataset because
the segmentation algorithm could handle the low signal to noise ratio and the vary-
ing intensities of the nuclei. A small weakness in the segmentation is that it misses
parts of dim nuclei which are close to bright nuclei, because the bandpass filter
suppresses regions next to bright object. Figure 7.5 shows an example where some
pixels are missing from a dim nucleus, in an otherwise very accurate segmentation.

7.7.6 Fluo-N2DL-HeLa
We had the best performance on the Fluo-N2DL-HeLa dataset partly because the
segmentation algorithm can segment bright and dim objects accurately in the same
image. The performance could probably be improved by adding classifiers to com-
pute the scores for cell counts and mitotic events in segmented regions. That is also
the case for many other datasets, such as Fluo-C2DL-MSC and PhC-C2DL-PSC,
but the track linking algorithm performed well on most datasets anyway.

7.7.7 Fluo-N3DH-CE
On the Fluo-N3DH-CE dataset we had the best performance by a relatively large
margin. The segmentation algorithm consisting of a bandpass filter and a seeded
watershed transform handled the tightly packed cells and the high noise level very
well. Another important feature was that the standard deviations of the bandpass
filter varied linearly over the time points of the dataset. They started out large
to smooth out irregularities in big nuclei and then shrunk to produce detailed
segmentations of tightly packed small nuclei.

7.7.8 Fluo-N3DH-CHO
We had the best performance on the Fluo-N3DH-CHO dataset. Our segmentation
and track linking both worked well. The biggest challenge in the dataset is that the
cytoplasm becomes fluorescent when the cells divide. The segmentation algorithm
could not exclude all of the cytoplasm without also excluding some of the dim
nuclei. An example is shown in Figure 7.6.

7.7.9 Fluo-N3DL-DRO
Our system achieved the best performance by a large margin on the Fluo-N3DL-
DRO dataset. The segmentation algorithm handled the tightly packed nuclei and
the high noise level relatively well. Before the track linking step, the nuclei were
preprocessed using a GM-PHD filter, to exploit the smooth and predictable mo-
tion of the nuclei which is unique to this dataset. This improved the performance
noticeably. The algorithm tracked all nuclei in the embryo and then extracted the
manually labelled nuclei of interest. It would have been possible to achieve roughly
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Figure 7.5: Processing example on Fluo-N2DH-GOWT1. The segmentation algo-
rithm produced accurate outlines for both bright and dim cells. A piece of the blue
cell at the top of the image is missing. That is an artifact of the bandpass filtering,
which suppresses regions around bright objects. This provides effective separation
of tightly packed objects, but can produce artifacts like this one when dim objects
come close to bright objects. The scale bar is 20 µm.
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Figure 7.6: Processing example on Fluo-N3DH-CHO. Most of the nuclei were seg-
mented very accurately, but one of the nuclei close to the left border was not found
by the segmentation algorithm. It could have been included in the segmentation by
lowering the segmentation threshold, but that would also have included cytoplas-
mic regions which became fluorescent when the cells divided. Two such cytoplasmic
regions can be seen in the center of the image. A small part of the left region was
included in the segmentation already at the chosen threshold level. The scale bar
is 20 µm.
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the same performance by tracking only the nuclei of interest using ordinary Kalman
filters, but this approach is not practical for sequences where all cells need to be
tracked or where corrections need to be performed. Figure 7.7 shows how the
preprocessing with a GM-PHD filter improved the tracking performance.

7.7.10 PhC-C2DH-U373
On the PhC-C2DH-U373 dataset, our texture based segmentation algorithm achieved
much higher segmentation accuracy than the other algorithms in CTC-14. The
other two teams that submitted results got relatively high tracking performance,
indicating that they were able to detect the cells correctly, but that they were not
able to find the outlines of the cells as accurately as we did. In CTC-15, two new
algorithms achieved better segmentation results. The first was u-nets, which pro-
duced an almost perfect segmentation result. The second was based on graph cuts
with asymmetric boundary costs [Bensch and Ronneberger, 2015]. This approach
had only slightly better performance than our approach.

7.7.11 PhC-C2DL-PSC
In the PhC-C2DL-PSC dataset, our segmentation algorithm created accurate out-
lines and separated cells in clusters well. Its biggest shortcoming was that it had
difficulties distinguishing debris from cells. In CTC-14, we had the best performance
by a large margin, but in CTC-15 a new participant achieved better performance.
The winning approach used ilastik [Sommer et al., 2011] for segmentation, and
conservation tracking [Schiegg et al., 2013] for tracking, just like the approach that
we use for comparison in Chapter 5. The tracking performance was the same as
ours, but the segmentation performance was better. The segmentation in ilastik is
done by training a pixel-wise classifier by interactively drawing manual labels. The
classifier produced by ilastik was probably able to extract more information about
the intensity patterns of the cells than the bandpass filter in our segmentation al-
gorithm. We believe that it would be possible to improve the tracking performance
of our approach by adding classifiers to compute the scores for cell counts and
divisions in segmented regions, instead of using fixed prior probabilities.

7.7.12 Simulated datasets
Our segmentations were very accurate on all of the simulated datasets thanks to au-
tomated parameter optimization and effective post-processing. In CTC-14 we won
all datasets, and in CTC-15 we won Fluo-N2DH-SIM and Fluo-N3DH-SIM+ while
the methods based on u-nets and ilastik won Fluo-N2DH-SIM+ and Fluo-N3DH-
SIM respectively. On Fluo-N2DH-SIM+ and Fluo-N3DH-SIM+, our segmentation
algorithm was made very sensitive to include the dark parts of the nuclei. Therefore
false positive regions appeared in the background, but the track linking algorithm
discarded them effectively. Figure 7.8 shows an example.
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(a)

(b)

Figure 7.7: Processing example on Fluo-N3DL-DRO. (a) Tracking result produced
by the track linking algorithm that we used on the other datasets. Towards the
end of the image sequence, the nuclei in parts of the embryo move so fast that none
of the correct links are between nearest neighbors in consecutive frames. Therefore
the track linking algorithm failed to create correct tracks. The scale bar is 20
µm. (b) Submitted tracking results, where the nuclei positions were preprocessed
using a GM-PHD filter before the track linking was performed. The preprocessing
incorporated a dynamic motion model into the track linking step and thereby made
it possible to create better tracks.
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Figure 7.8: Processing example on Fluo-N3DH-SIM+. Tracks are shown in color
and segmented regions that were rejected are shown in black. The segmentation
algorithm was very sensitive and picked up even very dim parts of the nuclei. This
came at the price of creating false positive regions, but they were rejected effectively
by the track linking algorithm. The scale bar is 20 µm.
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Figure 7.9: Tracking results on DIC-C2DH-HeLa. The scale bar is 20 µm.
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Figure 7.10: Tracking results on Fluo-C2DL-MSC. The scale bar is 20 µm.
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Figure 7.11: Tracking results on Fluo-C3DH-H157. The scale bar is 20 µm.
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Figure 7.12: Tracking results on Fluo-C3DL-MDA231. The scale bar is 20 µm.
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Figure 7.13: Tracking results on Fluo-N2DH-GOWT1. The scale bar is 20 µm.
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Figure 7.14: Tracking results on Fluo-N2DH-SIM. The scale bar is 20 µm.
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Figure 7.15: Tracking results on Fluo-N2DH-SIM+. The scale bar is 20 µm.
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Figure 7.16: Tracking results on Fluo-N2DL-HeLa. The scale bar is 20 µm.
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Figure 7.17: Tracking results on Fluo-N3DH-CE. The scale bar is 20 µm.
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Figure 7.18: Tracking results on Fluo-N3DH-CHO. The scale bar is 20 µm.
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Figure 7.19: Tracking results on Fluo-N3DH-SIM. The scale bar is 20 µm.
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Figure 7.20: Tracking results on Fluo-N3DH-SIM+. The scale bar is 20 µm.



7.7. RESULTS 179

Figure 7.21: Tracking results on Fluo-N3DL-DRO. The scale bar is 20 µm.
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Figure 7.22: Tracking results on PhC-C2DH-U373. The scale bar is 20 µm.
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Figure 7.23: Tracking results on PhC-C2DL-PSC. The scale bar is 20 µm.





Chapter 8

Conclusions

We have presented a complete system for cell tracking, including algorithms for pre-
processing, segmentation, track-linking, manual correction, and analysis of created
tracks. We have shown that the system as a whole achieves higher performance
than the state-of-the-art systems Imaris and ilastik, in terms of both segmenta-
tion and tracking. Through participation in the CTCs, we have also shown that
it achieves higher performance than a large number of other systems, in a broad
range of tracking applications. The results from the CTCs are particularly strong,
because the correctness and fairness of the comparisons cannot be questioned, as
all the systems participated on equal terms.

We have presented a novel global track linking algorithm with low computa-
tional complexity and high performance. The algorithm operates directly on the
regions produced by the segmentation algorithm and can handle false positives,
false negatives, division, death, appearance, disappearance, jointly segmented cells,
and migration in and out of the field of view. The algorithm has been shown to
give good performance when our complete cell tracking system was compared to
other systems. Furthermore, it has been shown to give better performance than
the track linking algorithm used in Cell Profiler, in a comparison where identical
segmentation results were given as input to the two algorithms. The track linking
algorithm itself cannot handle dynamic motion models, but we have shown that
dynamic motion models can be incorporated into the tracking by preprocessing the
detected object positions with a GM-PHD filter. This preprocessing can be used to
improve the tracking performance for subcellular particles, and nuclei in developing
Drosophila melanogaster embryos. The reason that the performance is improved
in the developing embryos is that the nuclei exhibit directed motion due to the
smooth rearrangements of the tissue.

We strongly believe in reproducible research and open sharing of source code
and data. Therefore we have contributed to a number of cell and particle tracking
challenges connected to the International Symposium on Biomedical Imaging. We
have also worked on source code and datasets with ground truth, for public use.
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Our system has proven to be useful in practical applications, through many
successful collaborations with biologists in different fields. These collaborations
have resulted in a number of biology publications where our system was used for
data analysis. We have also seen that the system can be understood and used
without our involvement, with the help of a user guide and video tutorials. We
hope that our system will help many more biology labs answer their biological
questions once it is released publicly.

8.1 Future work

In the future, more and more time-lapse sequences of cells will be recorded, thanks
to constantly improving microscope hardware. The recorded datasets are likely to
become larger and larger to answer new questions, test more experimental condi-
tions, and lower the statistical uncertainty in the results. Therefore, the demands
for user-friendly cell tracking systems with high performance is likely to increase in
the future.

To improve the tracking performance produced by our system, we believe that
improved segmentation performance is most important. When tracking errors oc-
cur, it is usually because the segmentation contained too many errors. The tracking
rarely fails for objects which have been segmented correctly. In most applications
it is however unlikely that error free segmentation algorithms will appear in the
near future. Therefore it is worthwhile to develop the scoring function and the
search algorithm further. There have already been a number of publications in this
direction by others since we published [Magnusson and Jaldén, 2012]. The search
algorithm already gets pretty close to the optimal solution, and therefore we believe
that the biggest improvements would come from improving the scoring function.

It would be interesting to use more information about the segmented cell regions
to compute the migration scores in the scoring function. Currently, we are only
using the centroid position or the Jaccard similarity index to compute the scores.
This discards a lot of information about what the cells look like. The scores could
instead be generated using feature based classifiers, or classifiers based on convo-
lutional neural networks. Migration in and out of segmented regions with multiple
cells is however problematic, as the regions that need to be matched are usually
very different. It may be necessary to train separate classifiers for such migrations.
Another option could be to match small objects to fragments of larger objects to
see if the small objects are moving into or out of clusters.

The use of dynamic motion models in the track linking in Chapter 4 could
easily be augmented by replacing the GM-PHD filter by one of its extensions, such
as the cardinalized GM-PHD filter. We used the GM-PHD filter in [Magnusson and
Jaldén, 2015] to keep the algorithm as simple as possible, but a more advanced filter
may produce better results. The performance may also be improved by replacing
the filter with a smoother, and thereby use information in both prior and future
frames to estimate particle positions.
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In the CTC datasets, we used fixed prior probabilities to compute the scores for
different cell counts and mitotic events in the segmented regions. This completely
discards all information about what the segmented regions look like. It is likely
that better results could be achieved, at least for some datasets, by replacing the
fixed priors with appropriate classifier outputs. Some of the datasets do however
have a lot of variability among the objects to be tracked, or differences between
training data and challenge data, that could make it hard to improve the already
very good results.

When it comes to segmentation algorithms, promising results have been achieved
using convolutional neural networks. But the methods for training need to become
faster, more robust, and less demanding when it comes to computer hardware to
become practically useful in biology labs. We believe that learning based methods
have the potential to achieve better performance than parameter based methods,
but they have the disadvantage that they require ground truths which are extremely
time-consuming to produce. Interactive labeling and classification in user interfaces
like ilastik may be used to reduce the manual labor required. Another alternative
would be to use a ”big data” approach where a single general purpose algorithm is
trained on a large number of diverse datasets.

More datasets with ground truth are needed for development and testing of cell
tracking algorithms. Currently, simulated datasets are rarely used, because they
cannot model the large variability and the complex behaviours found in real cell
populations. We do however think that the use of simulated data will increase in the
future, as better simulators are developed. Simulated datasets have the advantage
that dataset parameters such as the signal to noise ratio and the cell density can be
varied systematically. Another advantage is that the ground truth is known exactly,
and that no manual labor is needed to create it. The accuracy of the ground truth
will become more and more important as cell tracking algorithms become better
and better. When the performance of the algorithms exceeds that of humans, the
only way to evaluate them will be to use simulated data. This is already the case
for particle tracking algorithms.

A big challenge in automated cell tracking is that the algorithms have many
parameters that need to be set properly to achieve good performance. We have
addressed this by hiding advanced parameters with modest impact on the perfor-
mance by default and by providing video tutorials on how to tweak the parameters.
For segmentation algorithms, we have also introduced an automated optimization
routine which optimizes the segmentation against a ground truth. We think that
more research should be done on automated parameter tweaking for both segmenta-
tion algorithms and track linking algorithms. To avoid the labor of creating ground
truths manually, we think that methods for unsupervised learning of parameters
should be developed. The parameters for segmentation algorithms could for ex-
ample be optimized against a metric based only on the segmented regions and the
original image.

Automated cell tracking is still a young field, and biologists have just started
to use cell tracking software in their research. In the years to come, we think that
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automated cell tracking will become an established tool which is used routinely in
most cell biology labs. We are convinced that this will lead to many biological
discoveries with great importance for health care and our understanding of living
organisms. The work that we and others have done on algorithm development, open
source code, publicly available datasets, and performance evaluations in challenges
have created great conditions for future research in the field of cell tracking. It
is now easier than ever before to build on what others have done, and therefore
we think that the performance of cell tracking systems will improve rapidly in the
future. It is only a matter of time before they outperform human experts.
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