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Abstract 

Nanofibrillar cellulose (NFC) is a cellulose-based material that can be used to create 
porous foams. The material has several advantages over various synthetic polymers 
that can be used to create foams as NFC is both abundant and biodegradable. 

Both the microstructure of the NFC foam and the material properties of the NFC affect 
the foam’s mechanical properties, with the material properties being difficult to 
extract experimentally due to difficulties associated with performing micro-scale 
experiments. This work has been aimed at investigating whether it is possible to 
indirectly determine the material properties by using X-ray microtomography to 
reconstruct the microstructure of an NFC foam for use in finite element (FE) 
simulations. 

Through the use of different thresholding levels, multiple foam structures with similar 
geometries but different porosities can be obtained. These were then be used to 
obtain the macroscopic material properties through FE simulations of the uniaxial 
compression response of these geometries. The data from these simulations used to fit 
a power law relation equivalent to the classical scaling laws for foams. The relation was 
then used to determine the yield stress and Young’s modulus of the NFC material in 
the cell walls by extrapolating it to the known porosity of a foam used in a previous 
laboratory experiment and the measured material properties of this foam. 
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Sammanfattning 

Nanofibrillerad cellulosa (NFC) är ett cellulosabaserat material som kan användas för 
att tillverka poröst skum. Materialet har flera fördelar över diverse syntetiska 
polymerer som kan användas för att tillverka skummaterial eftersom NFC både är 
vanligt förekommande och nedbrytningsbart. 

Både NFC-skummets mikrostruktur och materialegenskaperna hos NFC påverkar 
skummets mekaniska egenskaper, och materialegenskaperna är svåra att bestämma 
experimentellt då det är svårt att utföra experiment på mikroskala. Detta arbete har 
undersökt om det är möjligt att bestämma materialegenskaperna indirekt genom att 
utföra simuleringar med hjälp av finita elementmetoden (FEM) på NFC-
skumgeometrier som återskapats med hjälp av mikrotomografi. 

Olika tröskelvärden användes för att få flera olika geometrier med olika porositet men 

liknande struktur. Dessa användes sedan för att bestämma de makroskopiska 

materialegenskaperna med hjälp av FEM-simuleringar där effekten av enaxlig 

kompression studerades. Data från dessa simuleringar användes sedan för att 

bestämma ett potenslagssamband liknande klassiska potenslagssamband för 

skummaterial. Detta samband användes sedan tillsammans med resultaten från ett 

tidigare laboratorieexperiment på NFC-skum och porositeten hos detta skum för att 

extrapolera elasticitetsmodulen och sträckgränsen hos NFC-materialet.  
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1. Introduction 

Cellular solids are common in nature as well as in man-made form. Naturally occurring 
cellular solids include, among others, wood, cork, and the honeycombs in beehives. 
Some of these naturally occurring cellular solids have been used in man-made 
applications for centuries or even millennia, but in recent decades more and more 
man-made cellular solids have been produced. These cellular solids are used in 
applications such as packaging, shock absorption, filtration, and insulation [1]. 

As an alternative to using synthetic polymers to create foams, nanofibrillar cellulose 
(NFC) has been suggested. The abundance the material, its high strength, and the fact 
that it is biodegradable [2] are all reasons why the use of nanofibrillar cellulose to 
create foams (NFC foams) is being considered. However, in order to be able to use 
these foams it is important to discover how the microstructure of these foams affects 
the mechanical properties [3]. 

This thesis aims to investigate whether the use of X-ray microtomography (see Chapter 
4), a non-destructive technique to ascertain the microstructure of a material, can be 
used in order to perform finite element simulations on NFC foams. 

Chapter 2 gives an overview of cellular solids, both as a whole and for the separate 
cases of foams and honeycombs. The properties that are known to be true for regular 
cellular solids are discussed, as well as whether these properties can be expanded to 
less ideal conditions. Relative density and porosity, two important concepts, are also 
outlined in this chapter. 

In Chapter 3, cellulose, nanofibrillar cellulose, and NFC foams are discussed. Earlier 
work on NFC foams is outlined, as well as what remains unknown about these foams. 

Chapter 4 goes through X-ray microtomography and how it can be applied to the 
characterization of porous materials. A few approaches for turning the geometrical 
information gained from tomography scans into something that can be used in finite 
element simulation are discussed, as well as the drawbacks of these methods. 

The approach used here, and the steps taken during that approach in order to arrive at 
the final finite element meshes, are discussed in Chapter 5, along with the reasoning 
behind these steps. 

In Chapter 6, the results from the finite element simulations are presented. These 
results are discussed in Chapter 7, and Chapter 8 contains the conclusions that can be 
drawn from these results. 
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2. Cellular solids 

2.1 Introduction 

Cellular solids occur frequently in nature, with wood, cancellous bone, and cork being 
a few examples of naturally occurring cellular solids [1], [4]–[9]. Some of these 
materials, such as wood, have been used by humans in various applications for 
thousands of years. Synthetic cellular solids also exist and have started to become 
widely used in areas such as packaging, shock absorption, insulation, flotation, and the 
construction of lightweight structures [1], [4]–[6], [10], [11]. 

Cellular solids are made up of interconnected solid struts or plates. These form the 
edges and faces of the cells. The most basic kind of a cellular solid is a two-dimensional 
array of polygons that pack to fill an area, commonly referred to as honeycombs (see 
Section 2.4). Most cellular solids are foams (see Section 2.5), consisting of polyhedral 
cells that pack to fill a three-dimensional space. If the solid material of the foam is 
contained to the edges so that the cells are connected through open faces, the foam is 
considered open-celled, while foams that have solid faces between the cells are 
considered closed-celled [1], [7]. 

 

2.2 Terminology 

When discussing cellular solids there are a few reoccurring terms that frequently are 
mentioned and that are important to understand. The most important of these for the 
purpose of this thesis are relative density, porosity, and cell shape. 

 

2.2.1 Relative density and porosity 

The relative density of a cellular solid is the relation between the density of the cellular 
solid and the density of the solid from which the cellular solid is made, 

relative density =  
𝜌∗

𝜌s
, (1) 

where 𝜌∗ is the density of the cellular solid and 𝜌s is the density of the solid from 
which it is made. It is possible to create cellular solids with densities of the order of 2-
10 % of the density of the material from which the cellular solid is created with relative 
ease, and, in some cases, the density of the cellular solid can be made as low as 0.3 % 
of the base material [1], [4], [8] 

Porosity is closely related to relative density. It is the percentage of empty space in the 
porous material and is defined as  
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porosity = 1 −  
𝜌∗

𝜌s
.  (2) 

2.2.2 Cell shape 

Both honeycombs and foams can have regular or irregular cells. In the case of 
honeycombs there are six regular unit cells: squares, parallelograms, equilateral 
triangles, isosceles triangles, regular hexagons, and irregular hexagons. Figure 1 shows 
a honeycomb consisting of irregular hexagonal cells. 

 

 

Figure 1:  A honeycomb made from irregular hexagonal cells. 

 

When it comes to foams, there are more than six possible unit cells. The most basic of 
these is the cubic unit cell. Some models for cellular solids, such as the scaling laws [1], 
[5], [6] (see Section 2.6.2), assume that the geometry is regular or otherwise idealize 
the structure. However, the structure of most cellular solids is random [12]–[14], 
which results in the microstructure not being accurately described when using 
simplified methods that do not account for these natural variations [15]. 

Due to the lack of exact results for random structures, large scale computational 
methods have to be used to in order to analyse these random microstructures when 
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seeking to understand their complex structure-property relationships [12]. One such 
approach has been to use periodic random Voronoi tessellations. 

When a Voronoi tessellation is carried out a region is divided into a number of irregular 
cells that fill this space without overlapping, often using a random set of points, or 
nuclei. This results in a topology that is very similar to an isotropic structure that were 
created by a growth process using the following assumptions: all nuclei appear 
simultaneously and remain fixed during the growth process, the growth rate for each 
nucleus is the same in all directions, the linear growth rate is the same for each cell, 
and the cell growth stops when it comes into contact with another cell. When these 
assumptions are fulfilled the final structure is only determined by the initial positions 
of the nuclei [16]. 

Voronoi tessellations can be created in both two and three dimensions and can be 
created with both regular and irregular wall thickness. Figure 2 shows a random two-
dimensional Voronoi tessellation with irregular wall thickness. 

 

 

Figure 2:  A random two-dimensional Voronoi tessellation. 

 

The use of random Voronoi tessellation for finite element (FE) simulations is fairly 
common. These random structures have been modelled either with a uniform wall 
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thickness [17] or with variable wall thickness [3], with the results indicating that the 
effective Young’s modulus and shear modulus grows with increased irregularity while 
the bulk modulus at constant overall relative density shrinks [17]. However, as these 
models simplify the true geometry there are limits as to what results can be obtained 
from these structures. 

 

2.3 General properties of cellular solids 

The properties of cellular solids are largely determined by the density and the material 
from which the solid is made, as well as the geometry of the microstructure [1], [7], 
[12], [14]. There have been some indications that the relative density is the most 
important structural characteristic, followed by anisotropy caused by elongation, 
flattening, and different wall thickness from cell to cell, and other topological aspects 
like connectivity of edges and faces and the number of contact neighbours [1]. 

As cellular solids combine high strength with low mass, they are widely used in areas 
such as packaging, shock absorption, and insulation [1], [4]. Due to energy absorption 
design being common, the onset strain of densification and the densification strain are 
two important parameters when designing cellular solids, as the energy absorption 
capacity in the plateau is determined by these strains. [18]  

Observations on low strain rate compressive loading of honeycombs and foams seem 
to suggest that each of these regimes is related to a particular deformation 
mechanism. The first regime, which is approximately linearly elastic, relates to the 
bending in the cell walls, the second regime, which is the relatively flat stress plateau, 
relates to elastic buckling, plastic yielding, or brittle fracture, and the third and final 
regime, which is the densification regime, relates to the meeting of opposing cell walls 
once complete collapse has occurred, where the stiffness recovers to a great extent  
[7]. Figure 3 shows a typical stress-strain response for an idealized cellular solid. 
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Figure 3:  An example of the stress-strain response for an idealized cellular solid. The 
boundaries between the three regimes are marked in the figure. 

 

The tensile behaviour is slightly different from the compressive behaviour. The first 
regime is still related to bending in the cell walls; however, for brittle and elastomeric 
cellular solids, the stress plateau region vanishes as the brittle foams and honeycombs 
rupture while the elastomeric ones do not buckle [7]. 

For cellular materials, the effective elastic constants depend upon the foam 
morphology, which includes the arrangement and shape of the connecting material 
and the dimensionality of the structure, the principal axes of strain and their relation 
to the orientation of the foam structure, the deformation mechanisms of the 
microstructure, and the elastic properties of the material from which the cell walls are 
created [19]. 

 

2.4 Modelling cellular solids 

It is important to know the microstructure of a foam to determine its bulk mechanical 
response, and thus there have been considerable efforts to understand the 
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relationship between the microstructure and the macro-scale properties of foams. One 
tool used to do this is computational homogenization. This method is useful as it can 
include significant geometric changes, which makes it applicable when studying 
materials undergoing large deformations. As cellular structures used in cushioning and 
impact applications are expected to undergo large-scale deformations it makes 
computational homogenization an attractive tool for analysing the behaviour of these 
foams [10].  

Using a representative volume element (RVE) with periodic boundary conditions, it is 
possible to obtain a homogenized macro-scale response for the material’s behaviour, 
with the accuracy and practicality of computational homogenization depending on the 
use of RVEs that are both computationally efficient and realistic, which might be 
difficult due to these criteria often being at odds with one another. Two important 
considerations are the level of details and the size of the RVE, with regular structures 
only requiring the repeating unit cell while more irregular materials requiring larger 
RVEs as these have more details and the RVE needs to be large enough to statistically 
be representative of the composite. These criteria are often difficult to fulfil at the 
same time as they frequently are at odds with one another, which can impact the 
accuracy and practicality of the computational homogenization [10]. 

It is possible to use RVEs based on actual three-dimensional topologies [20], but due to 
the large number of elements needed in such an RVE it may not be feasible for 
complex structures. It is also possible to make a large number of simplifications in the 
microstructure of the material, such as by creating analogous microstructures using 
numerical algorithms [12], [21] or by reducing the number of elements needed 
through the use of beam or shell elements [22]. With both of these approaches having 
their flaws, it is common to seek a compromise [10]. 

Some findings agree that at least some irregular cells can be adequately modelled with 
the unit cell modelling approach [15], but other findings support the belief that both 
an accurate representation of the geometry of the microstructure and accurate 
modelling of the material behaviour of the base material [8]. It has been suggested 
that the unit cell modelling approach fails to account for material irregularities, making 
the unit cell approach suitable only for structures that are highly periodic [17]. 

Regardless of whether it is possible to obtain an RVE or not and whether this can 
represent the structure or not, the use of random Voronoi tessellations when 
modelling cellular solids simplifies the true geometry and thus limits the results that 
can be obtained, as mentioned in Section 2.2.2. In order to get better results it is 
desirable to attempt to model the actual geometry as opposed to a randomized 
geometry with a specific porosity. One method that could be used to obtain a more 
realistic geometry is X-ray microtomography (see Chapter 4). 
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2.5 Honeycombs 

There are many kinds of honeycombs, both natural and man-made. The most obvious 
natural honeycomb is that of the bee, which lent its name to honeycombs as a whole, 
but many other natural materials behave like, or can be approximated as, 
honeycombs. For example, wood and many other natural materials have elongated 
cells that look and behave like honeycombs in the plane transverse to the plane of 
elongation. As mentioned in Chapter 1, man-made honeycombs are used in a variety 
of applications, with some examples including the crushable aluminium shock 
absorbers in the feet of the Apollo 11 landing module and ceramic honeycombs being 
used as heat exchangers and catalyst carriers for high-temperature processing [1]. 

Like other cellular solids, honeycombs experience three different regimes during 
compression. These regimes are an initial relatively stiff elastic regime, a relatively flat 
stress plateau regime, and a densification regime where the stiffness recovers 
significantly [23]. During in-plane compression of a honeycomb the cell walls bend 
initially, which causes linear elastic deformation. However, beyond a critical strain, the 
cells collapse depending on the material, with the collapse being caused by elastic 
buckling, plastic yielding, creep, or brittle fracture. This collapse stops once the 
opposing cell walls come into contact, which causes densification and rapidly 
increasing stiffness [1]. 

In the case of tensile loading the cell walls bend at first. However, elastic buckling is 
not possible in this case, and the outcome depends on the material of the cell walls. 
The honeycomb will show extensive plasticity if the material in the cell walls yields 
plastically, while it will fracture if the material is brittle. If the loading is out-of-plane, 
the cell walls suffer compression or extension and the collapse stresses and elastic 
moduli are considerably larger [1]. 

 

2.6 Foams 

2.6.1 Overview 

Three-dimensional cellular solids are generally referred to as solid foams, which are 
divided into two subtypes: open-celled foams and closed-celled foams, with the faces 
of the latter being covered by plates or membranes [1], [8]. As with other cellular 
solids, solid foams have many interesting applications due to their low mass and high 
stiffness. When a solid is used to create a foam-like material, properties such as the 
stiffness, the strength, the thermal conductivity and diffusivity, and the electrical 
resistance can be changed by a factor of 1000 or more, with the properties of the 
cellular structure being dominated by the properties of the solid the foam is made 
from, the topology and shape of the edges and faces of the cell, and the relative 
density [11]. 
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As mentioned previously, foams are used in many applications, some of which include 
packaging, insulation, flotation, impact absorption, filtration, and the construction of 
lightweight structures [1], [10], [11]. While it is possible to load a foam with a tensile 
load, most applications result in compression rather than tension [1]. 

During compression, foams behaves differently in the linear elastic regime if they is 
open-celled than if they is closed-celled. In the former case, the cell walls bend when 
the load is applied, while the latter case is more complicated. For closed-celled foams 
there are two important contributions to the elastic moduli that come into play if the 
membranes do not rupture. The first of these mechanics is caused by the deformation 
stretching the membranes, resulting in their tensile stiffness contributing to the 
stiffness of the foam itself, while the second part mechanism is caused by the 
compression of the fluid (usually air) trapped inside the cells [1], [7]. 

As in the case of honeycombs, large compressive strains applied to foams will result in 
the opposing cell walls being crushed together and the material of the walls 
themselves also being compressed. Like in the aforementioned case, this densification 
causes the stress-strain curve to rise steeply [1]. 

If a foam is made from a material which has a plastic yield point, such as a rigid 
polymer or a metal, the foam will collapse plastically when loaded beyond the linear 
elastic regime. Much like in the case of elastic buckling, this results in a long horizontal 
plateau in the stress-strain curve, though in this case the strain is not recoverable. This 
mechanism is used in foams for energy absorption and crash protection [1].  

As mentioned in Section 2.3, the mechanical properties of a foam are governed by the 
microstructure of the foam and the properties of the material from which the foam is 
made [14]. In particular, the tangential modulus of a highly irregular foam is larger at 
low strains while the effective stress at higher compressive strains is lower, compared 
to a more regular foam [13]. Results also indicate that highly irregular low-density 
foams have a higher Young’s modulus and shear modulus and a smaller bulk modulus 
than a perfect foam, while the Poisson’s ratio does not depend on the regularity but 
decreases with increasing relative density [21]. 

 

2.6.2 Scaling laws 

As mentioned in Section 2.2.2, there exists a series of laws developed by Gibson and 
Ashby, which are commonly referred to as the scaling laws. While these laws assume 
an idealized regular foam, they often provide a reasonable estimate for the 
compressive response of a random foam. 

According to the scaling laws, the Young’s modulus E* of an isotropic open-celled foam, 
which is given by the slope of the initial elastic region, is proportional to the relative 
density squared [1], [6], 
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𝐸∗

𝐸s
= (

𝜌∗

𝜌s
)

2

. (3) 

Here, Es is the Young’s modulus of the solid from which the foam is made, 𝜌∗ is the 
density of the foam, and 𝜌s is the density of the solid from which the foam is made. 

Additionally, the plateau stress, 𝜎∗, of a ductile isotropic open-celled foam has been 
found to be related to the relative density as [1], [6] 

𝜎∗

𝜎𝑠
= 0.3 (

𝜌∗

𝜌s
)

3/2

, (4) 

where 𝜎𝑠 is the yield stress of the material in the cell wall. 

The scaling laws for closed-celled foams are slightly different. However, due to the 
compressive response for NFC foams reportedly being well modelled by the open-
celled scaling laws [24] the closed-celled laws are not given here.  
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3. NFC foams 

3.1 Cellulose and nanofibrillar cellulose 

The main structural fibre in the plant kingdom is cellulose [25]. There are four kinds of 
cellulose, types I-IV, of which cellulose I is native cellulose, which is found in nature 
[26]. The cellulose molecules make up micro- and macrofibrils with diameters of 
roughly 3-4 and 10-25 nm respectively, with the microfibrils consisting of both 
crystalline and non-crystalline regions [25]. The non-crystalline regions are the weak 
parts of the fibrils [27]. Using X-ray diffraction during tensile deformation, the Young’s 
modulus for crystalline cellulose has been found to be in the range of 120-140 GPa, 
while tensile testing on plant fibres have given a tensile strength of roughly 750-1000 
MPa [24]. 

Cellulose can be used to create nanofibrillar cellulose (NFC), which is of Interest due to 
its high strength and stiffness, renewability, and biodegradability [2]. NFC has a high 
stiffness in the range of 29-145 GPa [28], [29], a low density of roughly 1500 kg/m3 
[30], and a specific surface area of approximately 482 m2/g [31]. 

 

3.2 NFC foams 

NFC can be used to manufacture NFC foams through freeze drying. The freeze drying 
of the NFC suspension causes the formation of ice crystals [32], which makes the NFC 
foam take on the structure of this ice template rather than the structure it had in the 
wet state [33]. Specifically, the freezing causes the cellulose nanofibers to be 
concentrated around and between the ice crystals, and sublimation of the water 
during the drying phase results in pores being formed and the removal of the water in 
the cell walls of the structure [32]. Figure 4 shows an NFC foam created through freeze 
drying. 
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Figure 4:  A small NFC foam sample. To the naked eye, the cell-like structure is impossible 
to make out. 

 

In the past, cellulose nanofibrils have been used to reinforce the cell walls of polymer 
foams [34], in aerogels with a foam-like structure [35], and to manufacture highly 
porous foams [30]. Among the many potential future applications for highly porous 
NFC foams are thermal and acoustic insulators, drug carriers in pharmaceutical and 
biomedical applications, storage materials with high specific surface area, and kinetic 
energy absorbers [30], with the biodegradability, high availability and high strength of 
the material being reasons for using cellulose nanofibrils [2], as mentioned in Chapter 
1. However, in order to determine the material properties of foams made entirely 
from NFC it is important to determine the impact of the microstructure of the foams 
on the mechanical response [3]. 

As mentioned previously, many cellular solids consist of polyhedral cells, but this is not 
the case for NFC foams. Scanning electron micrograph (SEM) images of NFC foams, 
such as the ones in Figures 5-7, show that they consist of irregular sheets tens of 
microns long that occasionally are connected to one another. These sheets are curved 
and porous, with the size of the pores ranging from hundreds of nanometres to several 
microns. Additionally, there are occasional interconnecting fibrils that are thicker close 
to the sheets and thinner further away from them, with a thickness of about 50 nm 
furthest away from the sheets [24]. 
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Figure 5:  An SEM image of an NFC foam with a porosity of 98.96 %. It is evident that the 
structure is highly irregular even at this scale. 

 

Figure 6:  At four times the magnification in Figure 5, it is possible to make out some cell-
like structures. Some thin fibrils connecting the cell walls can be seen in some places. 
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Figure 7:  At one hundred times the magnification used in Figure 5 the thin interconnecting 
fibrils are clearly visible. Additionally, some large pores in one of the sheets are evident. 

 

It has been found that the compressive stress-strain response of NFC foams has a 
gradual increase in compressive stress levels in the plateau region before densification 
happens [24], [30], [36], which has been attributed to the load-bearing capacity of the 
cell walls [36]. This behaviour can be seen in Figure 8. Some results [24] suggest that 
the compressive response for NFC foams are well modelled by the scaling laws, while 
other results [30], [36], [37] indicate that the scaling laws are not quite in agreement 
with the observed response. 
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Figure 8:  The stress-strain response for an NFC foam, using data from [33]. 

 

Previous simulations on NFC foams have simplified the highly irregular geometry using 
two-dimensional periodic random Voronoi honeycombs, finding that the cell wall 
thickness has a significant influence on the stress plateau region, with an increase in 
the thickness increasing the slope of this plateau [3]. However, while the results from 
these simulations and from earlier experiments [36] agree on the general behaviour 
during compression, the stress values are only in agreement when it comes to the 
order of magnitude. This is believed to be due to the geometry being inadequate and 
honeycombs not being able to capture the response of the three-dimensional 
structure of the actual foam [3]. 
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4 X-ray microtomography 

4.1 Introduction 

X-ray microtomography (also referred to as X-ray computed tomography, X-ray CT, 
XRCT, and tomography) is a non-destructive technique used to obtain information 
about the three-dimensional geometry of a material [20], [38], [39]. An X-ray beam 
passing through a material is attenuated due to absorption by the material. By 
recording the change in the intensity of the beam as it passes through a sample of 
some material, grey-scale images can be obtained. By rotating the sample step by step 
until a complete revolution has been carried out and recording the absorption, the 
resulting images can be used along with reconstruction algorithms to obtain a detailed 
description of the structure of the sample [38]. Figure 9 shows a tomography slice. 
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Figure 9:  A tomography slice from an NFC foam. 

 

As mentioned in Section 2.1, X-ray microtomography can be used to characterize the 
microstructure of a complex cellular material [38] and porous materials [40]. This is 
done by choosing the appropriate grey levels that correspond to the base material of 
the cellular solid, which then can be converted into an FE mesh. The accuracy of this 
mesh depends on the element size and type [38], with tetrahedral elements having 
been found to be the most accurate, at the cost of increased computation time 
compared to a hexahedral mesh [41]. 
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4.2 Modelling with tomography 

There are several approaches that can be utilized to model the structure of a material 
from tomography scans. One such approach is to use data from the scans to create a 
Voronoi description of the microstructure, which can then be meshed, but there are 
also more direct approaches. Two such approaches are creating a mesh from the voxel 
structure of the tomography scans and creating meshes directly from the geometry 
using triangular elements [40]. 

The former of these two approaches results in a jagged mesh that potentially causes 
large errors in the stresses calculated at the boundaries of the model [42], and a model 
large enough to be representative of the whole foam requires a large number of 
elements, which leads to very long computation times [40]. There are methods to 
reduce the computation time [40] and to smoothen the mesh [38], [43], but reducing 
the number of elements can result in a loss of connectivity and accuracy [43]. 

The latter approach, where a triangular surface mesh is created directly from the 
geometry, is, as mentioned previously, probably the most accurate as the architecture 
of the structure can be reproduced exactly [40], [41]. In order to reduce the number of 
elements required for the mesh, it is possible to simplify these geometries using larger 
triangular elements, which can then be used to create a solid mesh [40].  
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5. Methodology 

5.1 Overview 

After an NFC foam sample had been scanned using X-ray microtomography there were 
several steps that had to be taken to transform this sample into a useful mesh for the 
FE simulations. The initial step was to convert the tomography slices into an STL 
geometry using Avizo (see Section 5.2), which included the removal of some of the 
initial noise. Once the STL geometry had been created, the remaining noise had to be 
removed, which was taken care of through the use of a MATLAB script (see Section 
5.3), which provided a clean STL geometry to use for meshing in HyperMesh (see 
Section 5.4). 

The ANSYS mesh exported from HyperMesh was then cleaned up further, which 
required three different procedures. The first of these procedures was to take care of 
the elements that had been meshed in such a way that they did not fulfil the element 
shape criteria in ANSYS (see Section 5.5), giving rise to shape warnings. Secondly, all 
hinges were located through the use of a MATLAB script (see Section 5.6) and then 
removed using ANSYS. The third and final step was to remove any segments of the 
mesh that had become unattached to the main part of the structure after the meshing 
and the previous modifications to the mesh, which also was taken care of in ANSYS 
(see Section 5.7). 

After the bad elements had been removed, one of the meshes was converted back to 
an STL geometry and modified in Avizo through the use of dilation and erosion (see 
Section 5.8) in order to investigate if lower relative densities, and thus higher 
porosities, could be reached through this method. 

With these procedures carried out, the mesh was converted to an LS-DYNA K file with 
boundary conditions, rigid plates, material data, and the loads being applied. With this 
done, the contact definition was finalized and the necessary database and control 
settings were applied, after a series of implicit simulations were carried out using LS-
DYNA (see Section 5.9). 

The full procedure from the creation of the foam to the simulations is outlined in 
Figure 10. The green section had been carried out prior to the work in this thesis, while 
the blue section was carried out on all the geometries obtained from the tomography 
scans. The red section was only carried out on only one geometry, detailed in Section 
5.8. This part of the procedure was only carried out once. 
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Figure 10:  The procedures necessary to prepare an NFC foam for simulation. 

 

5.2 Creating the geometry with Avizo  

A small cylindrical NFC foam sample cut from an NFC foam with a porosity of 98.96 % 
was scanned using X-ray microtomography, resulting in 969 slices much like the one in 
Figure 6. These slices were imported into Avizo, a 3D data visualization and modelling 
software that can be used for tomography imaging resulting in a roughly cubical voxel 
structure in which each voxel had a dimension of 600 × 600  × 600 nm. 

Because the scanned sample was roughly cylindrical there were considerable portions 
of the aforementioned cubical structure that were not part of the NFC foam, which 
made it necessary to cut out a cylinder from the cube so that the parts of the 
tomography slices that were not part of the foam structure would not impact the 
reconstruction of the geometry. Due to the presence of noise in the tomography slices, 
as seen in Figure 8, it was necessary to perform a histogram equalization so that the 
eventual thresholding would be more effective due to the histogram equalization 
improving the contrast between voxels with different greyscale values and thus 
making structural details more apparent. Figure 11 shows the tomography slice in 
Figure 8 after histogram equalization has been performed. 
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Figure 11:  The same tomography slice as in Figure 9 after histogram equalization. Although 
there still is a considerable amount of noise, the main features of the NFC foam are much 
clearer than they were before histogram equalization. 

 

After the histogram equalization had been performed, it was necessary to threshold 
the slices in such a way that there was a clear distinction between the voxels making 
up the NFC foam and the voxels that were part of the empty cells of the structure. 
Figures 12-13 shows the tomography slice in Figure 10 at different threshold values. 
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Figure 12:  The slice in Figure 11 with a threshold value of 190. At this threshold value, there 
is still a considerable amount of noise. 
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Figure 13:  The slice in Figure 11 with a threshold value of 235. While there still is a lot of 
noise in some parts of the structure, the main features are starting to break down at this 
point. 

 

As it was difficult to find a thresholding value that removed as much noise as possible 
while still keeping the main structure and because it was difficult to tell if the sample 
that had been used for the tomography scans was representative or not, a number of 
different thresholds were used. The different thresholds resulted in a geometry that 
was largely similar but that had a somewhat different porosity for the different 
thresholds, which made it possible to investigate how this geometry behaved at 
different porosities in order to determine the material parameters. 
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Once the thresholding had been performed, it was necessary to try to remove as much 
of the remaining noise as possible. To do this, Avizo’s Remove islands feature was 
utilized, with islands smaller than 100 voxels being removed from all slices. Due to the 
amount of noise, this had to be performed on an individual basis on each slice as the 
noise frequently was connected to other 13 of the structure by a single voxel when 
looking at the structure as a whole. Figure 14 shows a slice with a threshold of 210 
after the island removal. 

 

 

Figure 14:  The slice seen in Figure 13 after the island removal had been carried out. Most of 
the noise is gone, and the main structure is retained to a great extent. 
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Once the islands had been removed from the voxel geometry, Avizo’s Generate surface 
method was used to turn the voxel mesh into a triangular surface mesh like the one 
shown in Figure 15a. This resulted in a geometry with a very large number of faces and 
several unconnected volumes that would have to be removed before any simulations 
could be performed. Due to the ability to export the geometry as a STereoLithography 
(STL) file and the structure of such a file, it was decided that the removal of the 
unattached volumes would be performed using MATLAB. 

As the large amount of faces meant that the STL file would be quite large and thus that 
the computation time required for the removal of the unconnected volumes would be 
large as well, it was decided that the surfaces would be simplified in Avizo before being 
exported as an STL file. Figure 15b shows the geometry in Figure 15a after the surfaces 
had been simplified. 

 

 

Figure 15:  (a) The surface created from the tomography slices when using a threshold value 
of 210 and removing islands smaller than 100 voxels. (b) The same surface as in 15a 
simplified to approximately 200,000 faces. Many of the small unattached segments are 
gone while the main structure is retained. It is clear that the cell walls of the main structure 
are slightly smoother than before, but only to a small extent. 

 

5.3 Cleaning up the geometry with MATLAB 

Despite removing some small unconnected volumes in Avizo, the STL files still 
contained several unconnected volumes, as can be seen in Figure 16a. To remove 
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these, a MATLAB script was used to determine the main volume in an STL file, which 
then was written into a new STL file. The result of using this script on the geometry in 
Figure 16a can be seen in Figure 16b. Details about this script can be found in 
Appendix A. 

 

 

Figure 16:  (a) An STL geometry created using Avizo with a threshold of 200. It is clear that 
there are many small segments that are unconnected to the main structure. (b) The same 
STL geometry as in Figure 15a but with all unattached geometries removed through the use 
of the MATLAB script in Appendix A. 

 

After the loose regions had been removed, the volume of a cylinder using the average 
radius of the STL geometry was calculated along with the percentage of the volume 
that was enclosed by the STL geometry, which made it possible to check the porosity 
of the STL geometry. Table 1 shows the porosity for the different thresholds after the 
loose segments had been removed. 
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Table 1:  Volumes, relative densities, and STL porosity at different thresholds 

Threshold Relative density Porosity [%] 

190 0.0333 96.67 

195 0.0316 96.84 

200 0.0298 97.02 

205 0.0277 97.23 

210 0.0255 97.45 

215 0.0231 97.69 

220 0.0208 97.92 

225 0.0187 98.13 

230 0.0161 98.39 

235 0.0125 98.75 

 

5.4 Meshing the geometry with HyperMesh 

Ideally, we would have meshed the geometry with shell elements, but in order to be 
able to do that we would have needed to perform midsurface extraction on the mesh. 
However, the NFC foam geometry was far too complex to be able to do this in 
HyperMesh 13.0, which was the meshing software that we used, and thus we had to 
consider other options. 

Due to the inability to create a mesh with shell elements, a solid tetra mesh was 
generated using the shrink wrap panel, as other meshing options were unable to mesh 
the complex STL geometry. To try to keep the porosity of the STL geometry and the 
meshed geometry as close as possible, a tight wrap was used despite this having the 
potential to result in some jagged edges. An element size of 2.5 μm with a maximum 
tet collapse value of 0.2 was used for the mesh. The meshed geometry was exported 
to ANSYS as four node tetrahedral SOLID185 elements. 

While the 4-node tetrahedral elements elements very likely would give a stiffer stress 
response than 10-node tetrahedral elements, the latter choice would have meant a 
large increase in the number of nodes, and thus degrees of freedom, which in turn 
would increase the computational cost for the simulations. Due to the complex 
geometry already requiring a large number of elements, and thus nodes, it was 
deemed unfeasible to use 10-node elements. However, despite the fact that shell 
elements were unusable and that 10-node elements were deemed too 
computationally expensive to use, it was of interest to investigate to what extent our 
choice of 4-node tetrahedral elements would impact the results. This investigation is 
outlined in Section 5.10. 

The meshes, while generally adhering relatively close to the complex STL geometry, 
potentially had some volumes that would have given rise to problems during the later 
simulations unless they were taken care of. These problems fell into three different 
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categories: Elements causing shape warnings or shape errors, elements at a hinge, and 
unattached elements. The categories had to be taken care of using the different 
approaches in Sections 5.5-5.7. 

 

5.5 Taking care of shape warnings with ANSYS 

The first of the aforementioned problems that was taken care of was that caused by 
shape warnings and shape errors.  The reasons for taking care of these elements first 
were that the solutions to the other issues would not give rise to more shape warnings 
and that the removal of the elements causing shape warnings and shape errors might 
give rise to more unattached elements and more hinges, which would mean that those 
issues would have to be considered again after the elements with geometrical issues 
had been removed. 

While the number of these elements was different for the different meshes, they were 
few enough that the volume was not affected to a great extent when the elements 
were removed, which in turn meant that the porosities were largely unaffected and 
that the simulations would not run into issues due to some of the elements having 
poor shape prior to deformation. 

The remaining elements were saved in a text file so that they would be easily 
accessible from MATLAB, while the whole ANSYS model was saved as an ANSYS 
database in order to make it useable after MATLAB had been used in order to locate 
the hinges (see Section 5.6) so that the second problem with the mesh could be taken 
care of using ANSYS. 

 

5.6 Finding the hinges with MATLAB 

Both before and after removing the elements that gave rise to shape warnings there 
were elements sharing a node that were badly connected to one another, which led to 
parts of the mesh being badly constrained and made finding an equilibrium at a certain 
time step during the compression time consuming at best and impossible at worst. To 
alleviate this problem, the problematic areas had to be discovered and taken care of 
before the simulations. 

The most basic scenario where this problem might arise would be in the case of two 
elements with at least one common node. If the elements only had the one node in 
common it would act similar to a ball joint, allowing one element to rotate freely 
around the common node even if the other element was fixed, provided that the 
rotating element’s free sides, corners, and edges did not come into contact with the 
fixed element. Even if the aforementioned elements shared two nodes – and thus an 
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edge – the element that was free to move would be able to rotate freely around this 
edge until it came into contact with the fixed element in some manner. 

In the case with two elements above, the only way in which the two elements could be 
connected that would not allow one element to move freely while the other was fixed 
would be one where the elements shared a side, which also means that they share a 
side. However, as most nodes in the mesh were shared by more than two elements 
the matter was slightly more complicated, as the elements A, B¸ C, D, and E might 
share one node. If B shared one side each with A, C, and D, and E shared a side with 
one or more of A, C, and D, the elements at the central node would all be constrained 
if at least one of them was constrained, but that would not be the case if D and E 
shared a side with one another but neither of them were in contact with A, B, or C. 
Figure 17 shows a two-dimensional representation of a hinge. 

 

 

Figure 17:  A representation of a hinge in a two-dimensional mesh. The red elements only 
share one node and are located at a hinge. When these are taken out, the blue elements 
will become unattached. In the three-dimensional case, elements are required to share 
three nodes (one side) instead of two nodes (one edge) to be properly attached. 

 

The nodes where one or more groups of elements did not share one or more sides 
with one or more other groups of elements were considered to be hinges. These nodes 
were located using the MATLAB script in Appendix B, which uses the elements 
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exported from ANSYS to generate a text file containing all of the nodes that are hinges, 
which then can be used to take care of these hinges. As the removal of the elements at 
the hinges might give rise to new hinges elsewhere, the MATLAB script goes over all 
the nodes that are part of any element at a previously discovered hinge again until this 
recursion no longer finds additional hinges. 

 

5.7 Removing hinges and islands with ANSYS 

With the hinges located using the aforementioned MATLAB script it was possible to 
select these nodes in the ANSYS mesh. With this done, all of the elements at these 
nodes were selected and then removed to ensure that the two or more sections of the 
mesh that were attached at the hinge would not be attached any longer if the only 
connection was at the hinge. 

Once the hinges had been removed the third and final potential issue with the mesh 
exported from HyperMesh – unconnected – was taken care of. This was taken care of 
after the other issues had been handled as the way these issues were resolved might 
have given rise to further islands. This island removal was carried out by selecting the 
nodes at the upper edge of the mesh, selecting the elements at these nodes, and then 
reselecting nodes and elements iteratively until no further nodes are selected, with all 
elements that still are unselected after this being removed, after which the nodes that 
no longer are used by any element are removed as well. Table 2 contains the porosities 
at the different thresholds after all problematic elements had been removed. 

 

Table 2:  Porosities and number of elements for the different thresholds 

Threshold Porosity [%] 

190 96.02 

195 96.17 

200 96.37 

205 96.60 

210 96.85 

215 97.13 

220 97.40 

225 97.65 

230 97.97 

235 98.41 

 

Comparing Tables 1 and 2, one finds that the porosities have increased slightly from 
what it was directly after the STL geometry had been cleaned up by the MATLAB script, 
even though some elements were removed due to shape warnings, hinges, and loose 
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elements. This is due to the fact that the meshing was unable to capture all features of 
the STL geometry. A finer mesh would capture more features, but it would also 
increase the time required for the meshing, the handling of various problems with the 
initial mesh, and, in particular, the simulations themselves, while a coarser mesh 
would capture less features in exchange for lowering the time required for the various 
steps, making the choice of mesh size a compromise between mesh accuracy and 
computational cost.  

 

5.8 Dilation and erosion in Avizo 

Following the previous steps being carried out it was decided to convert the meshed 
geometry where a threshold value of 190 had been used back to an STL geometry in 
order to investigate if it was possible to reach higher porosities than before through 
the use of dilation and erosion. 

The new STL geometry was imported back into Avizo and converted back to black-and-
white slices much like those that had been obtained from the tomography scans, 
though the various operations carried out on the geometry after the initial surface had 
been generated in Avizo meant that the new slices were slightly different. A dilation 
operation was carried out on these slices [get the amount of dilation from Prashanth], 
which led to the voxels adjacent to the existing structure were coloured in with the 
same colour as the structure, essentially growing the thickness of the structure 
everywhere. 

After the dilation had been carried out, erosion was applied. This was the opposite of 
dilation and removed the outermost voxels from all three-dimensional structures, 
effectively lowering the wall thickness everywhere. Once this had been down a new 
geometrical surface was generated and simplified, with the resulting STL geometry 
going through the steps outlined in Sections 5.3-5.7 in order to arrive at new meshes 
that could be converted to a format that could be used for LS-DYNA simulations. Table 
3 contains the porosities for the different values used for erosion after all the 
operations leading up to, and including, Section 5.7 had been carried out. 

 

Table 3:  The porosities arrived at for the geometries where erosion had been used. 

Erosion amount Porosity [%] 

2 92.32 

3 93.61 

4 94.88 

5 96.89 
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Comparing the porosity of the meshed geometry used for the erosion (96.02 %) with 
the new porosities in Table 3, it is evident that the erosion procedure did not manage 
to achieve a significantly lower porosity. However, with these geometries available it 
was decided that some simulations would be carried out on them in addition to those 
that were carried out on the ten geometries obtained without the use of dilation and 
erosion. More details about this can be found in Section 5.9. 

 

5.9 Mesh conversion to LS-DYNA and finite element simulations 

Once the various potentially problematic parts of the mesh had been dealt with it 
needed to be converted into an LS-DYNA input file in order to run the necessary 
simulations. In addition to this, two rigid plates had to be added at the top and the 
bottom of the foam cylinder, contact had to be defined, both between different parts 
of the foam itself and between the foam and the aforementioned plates, and the 
boundary conditions and displacement load had to be applied on the foam. 

The contact was set up as surface-to-surface contact between the foam elements, 
node-to-surface contact between the nodes at the top of the foam and the top plate, 
and node-to-surface contact between the nodes at the bottom of the foam and the 
bottom plate. Surface-to-surface contact is more precise, but as the top and bottom of 
the foam did not have well defined surfaces that were in contact with the top and 
bottom plates it was necessary to utilize node-to-surface contact in the regions closest 
to the plates. 

Both of the plates and the uppermost and lowermost parts of the foam itself were 
kept fixed in the directions perpendicular to the cylinder axis. In addition to this, the 
bottom plate and the foam close to this plate were kept fixed in the axial direction, 
while the top plate was given a displacement in the axial direction. The rigid plates, 
contact, boundary conditions, displacements, and material properties were applied 
prior to converting the mesh to an LS-DYNA input file that could be used to perform 
the implicit simulations. The plates and the applied displacements and load make use 
of the dimensions calculated during the hinge and island removal. Figure 18 shows the 
undeformed structure with the lowest porosity. 
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Figure 18:  The undeformed structure in LS-DYNA. 

 

An elastic-plastic material model with isotropic hardening was used during the 
simulations.  A density of 1600 kg/m3 was used in all simulations, the same as was used 
in [3], and the initial value used for the Young’s modulus was 20 GPa, which was used 
in the aforementioned work. Due to a large variance in the reported values for the 
yield stress, given as 67 MPa in [30] and 227 MPa in [24], a value of 100 MPa was used 
except in the simulations where the dependency on this parameter was being 
investigated. Finally, the tangent modulus used was 4 GPa, except where this was 
being investigated. 

A number of different features were investigated through the use of simulations. The 
first feature to be investigated was whether the stress-strain response in the 
simulations was as would be expected; that is, if it was similar to what could be seen in 
Figure 8. The second feature to be investigated was the effect of varying the assumed 
Young’s modulus of the NFC material. The results from these simulations and the 
Young’s modulus for an NFC foam obtained from a compression test performed on a 
real NFC foam [33] were then used to calculate the value  of the Young’s modulus of 
the NFC material itself, which was then used when investigating the third feature, 
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which was the effect of varying the Young’s modulus of the solid was kept constant 
and the assumed yield stress was varied. The fourth, and last, feature to be 
investigated was the effect of varying the assumed tangent modulus. 

The first category of simulations was carried out on the ten different porosities 
obtained without the use of dilation and erosion. In order to be able to investigate 
whether stress-strain response was as expected, these simulations required us to 
compress the structure to 80 % strain and then unload it until the reaction forces at 
the plates reached zero. For all other simulations, save for those where the effect of 
varying the tangent modulus was being investigated, it was enough to compress the 
structure to 20 % strain. 

To investigate the effect of varying the assumed Young’s modulus, five different values 
were used for this parameter: 10, 15, 20, 25, and 30 GPa. Both the meshes obtained 
with and without dilation and erosion were used during this investigation, though the 
former were only used for an assumed solid modulus of 20 GPa. The results obtained 
here were used to calculate the value to be used for the solid modulus for the 
simulations where the yield stress was varied. 

The simulations with varying yield stress were tested with five different values for the 
yield stress: 50, 60, 70, 80, and 90 MPa. The result from the prior investigations of the 
Young’s modulus gave the value for the solid’s Young’s modulus that was used in these 
simulations. These simulations all used the meshes that had been obtained without 
the use of dilation and erosion. 

In order to attempt to determine the actual value of the solid’s yield stress, it was 
necessary to determine the plateau stresses for the different porosities. This 
parameter is defined in several different ways, either as the average of the stress 
values in the plateau region or as the stress at the initiation of plastic collapse. Due to 
the stresses during the plateau region increasing as the strain level increases, the 
second definition was used, with the initiation of the plateau, and thus plastic collapse, 
being defined as the point where the slope of the stress-strain curve deviates from the 
slope of the initial linear elastic region by more than 5 %.  

The final category of simulations was carried out to investigate the effect of varying 
the tangent modulus. As we had not set out to attempt to determine the tangent 
modulus of the solid and mainly were interested in studying the trend of varying the 
tangent modulus, these simulations were carried out with the initial assumed solid 
Young’s modulus and yield stress and was only carried out on one meshed geometry, 
specifically the one with a porosity of 97.13 %. The values used for the tangent 
modulus in these simulations were 2, 4, 6, 8, and 10 GPa. As mentioned previously, the 
full loading and unloading had to be used during these simulations as the impact of 
varying the tangent modulus mainly was visible at higher strains. 
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5.10 Investigating the impact of the element choice 

As mentioned in Section 5.4, we would ideally have wanted to mesh our geometries 
using shell elements, but this turned out to be impossible to do, and we deemed 
tetrahedral elements with midpoint nodes to be too computationally expensive to use. 
As four node tetrahedral elements are known to give a stiffer response than shell 
elements and tetrahedral elements with midpoint nodes, it was of interest to 
investigate how much of an impact our element choice had. 

Because of the inability to mesh our geometry with shell elements, the impact of the 
element type had to be investigated using a geometry that could be meshed with 
these elements, ideally one that would be as similar as possible to the NFC foam 
geometry that we were working with. We therefore used a three-dimensional 
hexagonal honeycomb structure with similar cell size and cell wall thickness to the cells 
in our geometry. This structure consisted of 50 cells with a cell wall thickness of 10 μm 
and a nominal size of 150 μm. 

Three different element types were investigated: 4-node tetrahedral elements without 
midpoint nodes, 10-node tetrahedral elements with midpoint nodes, and 4-node shell 
elements. An elasto-plastic material model was used for the investigation of the 
element type’s impact, with the same material parameters as we used for the foam 
during the simulations where we investigated the stress-strain response. A strain level 
of 10 % was deemed enough to investigate the impact of the element choice. Figures 
19-20 show the results of the element type analysis. 

 

 

Figure 19:  The forces measured at the plates for the different element types for strain levels 
up to 1 %. 
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Figure 20:  The forces measured at the plates for strain levels up to 10 % for the different 
element types being investigated. 

 

For both the tetrahedral element with midpoint nodes and the shell elements, the 
solution was very similar when using one and two elements in the thickness direction. 
The meshes using shell elements were stiffer than those using tetrahedral elements 
with midpoint nodes, which can be explained by the fact that there is a slight overlap 
between the shell elements in the corners of the hexagonal honeycombs, resulting in 
an increase of mass there. However, the response for the tetrahedral elements 
without midpoint nodes showed a noticeably softer response even when using four 
elements per thickness. The relative error in the solution for this solution was 
approximately 23 % and 37 % versus the shell element and tetrahedral elements with 
midpoint nodes respectively in the non-linear region, while these errors were 11 % and 
29 % respectively in the linear elastic region. 

While it is clear that the response from the 4-node tetrahedral elements is 
considerably stiffer than the response for shell elements and 10-node tetrahedral 
elements, the inability to use shell elements due to midsurface extraction being 
impossible, as mentioned in Section 5.4, and the significant increase to the 
computational cost associated with the use of 10-node tetrahedral elements made it 
unfeasible to use these elements as the geometry that we were using required a very 
fine mesh to capture its features. However, while even more features would have 
been captured with an even finer mesh and the results for a finer mesh likely would 
have been closer to the results obtained using shell elements and elements with 
midpoint nodes, this would have required an unacceptably large increase in 
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computation time, forcing us to refrain from using smaller elements to attempt to 
capture more features and to decrease the stiffness of the response. 

  



 

42 
 
 

 

6. Results 

6.1 Stress-strain response 

As mentioned in Section 5.9, the first thing to be investigated was whether the stress-
strain response from the simulations was similar to what would be expected for an 
NFC foam. If the response was not similar to what was to be expected, investigating 
the other parameters would not have been feasible. Figures 21-22 show the stress-
strain response obtained from the simulations. 

 

 

Figure 21:  The stress-strain response for the lower porosities. 
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Figure 22:  The stress-strain response for the higher porosities. 

 

Aside from the response for the highest porosity, which was given by the structure 
where a threshold of 235 had been used, where the boundary between the linear 
elastic region and the stress plateau was impossible to make out, the stress-strain 
response was very similar to that in Figure 8, with an initial linear elastic region, a 
stress plateau with incrementally increasing stress levels, a densification region, and 
only part of the deformation being recoverable during the unloading. 

 

6.2 Varying Young’s modulus 

The Young’s moduli E* for the different geometries were calculated from the slope of 
the initial linear elastic region in the stress-strain response. Table 4 contains the 
Young’s moduli for the different thresholds for the different assumed solid Young’s 
moduli Es. As mentioned in Section 6.1 to the start of the stress plateau being 
impossible to discern when the threshold was 235, no results for the Young’s modulus 
for this geometry can be provided. 
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Table 4:  Young’s moduli for the different assumed solid moduli. 𝐸𝑁
∗   is the Young’s 

modulus for the foam when the assumed solid modulus is N GPa. 

Threshold Porosity 
[%] 

𝑬𝟏𝟎
∗  

[MPa] 
𝑬𝟏𝟓

∗  
[MPa] 

𝑬𝟐𝟎
∗  

[MPa] 
𝑬𝟐𝟓

∗  
[MPa] 

𝑬𝟑𝟎
∗  

[MPa] 

190 96.02 2.95 4.42 5.89 7.36 8.84 

195 96.17 2.93 4.40 5.87 7.33 8.80 

200 96.37 2.53 3.20 3.74 4.47 4.92 

205 96.60 1.63 2.44 3.25 4.07 4.88 

210 96.85 1.50 2.25 3.00 3.75 4.48 

215 97.13 0.86 1.29 1.72 2.16 2.59 

220 97.40 0.76 1.14 1.51 1.89 2.27 

225 97.65 0.32 0.48 0.64 0.80 0.72 

230 97.97 0.18 0.27 0.35 0.44 0.52 

235 98.40        - - - - - 

 

It was assumed that the Young’s modulus E* for the foam would be related to the 
porosity as 

𝐸∗

𝐸s
= 𝐶1 (

𝜌∗

𝜌s
)

𝑛1

, (5) 

where Es is the Young’s modulus of the solid NFC, 𝜌∗ is the density of the foam, and 𝜌s 
is the density of the solid NFC. 𝐶1  and 𝑛1  in Equation 5 are both dimensionless 
constants, which can be used with a known Young’s modulus for an NFC foam with a 
known porosity to calculate the solid modulus for NFC. Using data from [33] we arrived 
at a Young’s modulus of 𝐸exp

∗  = 174.3 kPa for an NFC foam with a porosity of 98.96 %, 

which was the density of the foam which had been used to obtain the tomography 
scans, as mentioned in Section 5.2. 

Using the results in Table 4 and the fact that E* for a foam with a relative density of 1 is 
a solid it is possible to calculate the values of 𝐶1 and 𝑛1 for an assumed Young’s 
modulus. Using these calculated values and 𝐸exp

∗  it is possible to calculate what the 

solid modulus of the foam from which 𝐸exp
∗  was calculated should be. Table 5 contains 

the calculated values of the constants 𝐶1 and 𝑛1 for the different assumed Young’s 
moduli, as well as the calculated solid moduli and the average values and standard 
deviations for the results. Table 6 contains the calculated values of 𝑛1 and the solid 
modulus under the assumption that 𝐶1 = 1. 
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Table 5:  Calculated values for  𝐶1, 𝑛1, and Es for the data in Table 4, as well as the 
averaged results with standard deviations. 

Assumed Es [GPa] C1 n1 Es,calc [GPa] 

10 1.2124 2.6715 28.5 

15 1.2016 2.6740 29.1 

20 1.1950 2.6770 29.7 

25 1.1921 2.6777 29.8 

30 1.2101 2.6947 31.8 

Averaged result 1.2022±0.0090 2.6790±0.0091 29.78±1.2438 

 

Table 6:  Calculated values for   𝑛1, and Es for the data in Table 4, as well as the averaged 

results with standard deviations, using the assumption that 𝐶1 = 1. 

Assumed Es [GPa] C1 n1 Es,calc [GPa] 

10 1 2.6167 26.9 

15 1 2.6217 27.6 

20 1 2.6263 28.1 

25 1 2.6276 28.3 

30 1 2.6405 30.0 

Averaged result 1 2.6266±0.0089 28.18±1.1520 

 

Figure 23 shows the relation between the relative Young’s modulus and the relative 

density given by the results in Tables 5-6, as well as the relations given if our foam 

sample had followed the scaling law relation for either an open-celled or a closed-celled 

foam. The porosity for the foam from which our foam sample had been taken is also 

shown in the figure.  
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Figure 23:  The relative elastic modulus as a function of the relative density, using the 
constants and exponents in Tables 5 and 6 as well as for open-celled and closed-celled 
foams. Both of the fitted curves are relatively close together. 

 

For the simulations using the meshes where erosion and dilation had been used the 
values for 𝐶1 and 𝑛1 are 1.1035 and 2.6912 respectively, which gives Es,calc = 34.3 GPa. 
If 𝐶1 was assumed to be one, the simulations gave the result 𝑛1 = 2.6581 and Es,calc = 
32.5 GPa. The values for the constants, exponents, and calculated solid modulus from 
these simulations deviate somewhat from those obtained from the other meshes, but 
are relatively close. 

 

6.3 Varying yield stress 

When performing the simulations where we varied the assumed yield stress of the 
NFC, the value of the Young’s modulus for the NFC material that had been calculated 
from the curve fitting where 𝐶1 was permitted to vary was used, meaning that, a value 
of Es, = 29.78 GPa was used for all of the simulations where we varied the value of the 
assumed yield stress of the NFC material in the cell walls. As before, the fact that it was 
impossible to determine the boundary between the linear elastic region and the stress 
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plateau in the structure with the highest porosity made it impossible to get a value for 
the plateau stress for this structure. The plateau stresses obtained from the different 
simulations can be found in Table 7. 

 

Table 7:  Plateau stress value for the different simulations with a varying assumed yield 
stress. 𝜎𝑝𝑙,𝑁, is the plateau stress at an assumed yield stress of  N MPa 

Threshold Porosity 
[%] 

𝛔𝐩𝐥,𝟓𝟎  

[kPa] 

𝛔𝐩𝐥,𝟔𝟎  

[kPa] 

𝛔𝐩𝐥,𝟕𝟎  

[kPa] 

𝛔𝐩𝐥,𝟖𝟎  

[kPa] 

𝛔𝐩𝐥,𝟗𝟎  

[kPa] 

190 96.02 171.1 190.7 209.0 224.9 243.4 

195 96.17 166.3 186.6 202.5 216.6 228.5 

200 96.37 108.4 126.4 138.7 146.1 155.2 

205 96.60 92.6 100.7 117.5 128.3 135.6 

210 96.85 79.3 92.7 101.0 112.2 121.1 

215 97.13 77.5 77.4 78.3 84.1 88.6 

220 97.40 53.4 57.9 64.7 69.6 74.4 

225 97.65 31.6 47.4 63.9 55.8 55.7 

230 97.97 14.7 22.0 22.5 26.9 23.4 

235 98.40        - - - - - 

 

The relation between the plateau stress and the solid modulus was assumed to be  

𝜎𝑝

𝜎𝑦𝑠
= 𝐶2 (

ρ∗

ρs
)

𝑛2

 , (6) 

where 𝐶2  and 𝑛2  are dimensionless constants, 𝜎𝑦𝑠  is the solid modulus, 𝜎𝑝  is the 

plateau stress, 𝜌∗ is the density of the foam, and 𝜌s is the density of the solid. Data 
from [33] gives us 𝜎𝑝,𝑒𝑥𝑝 = 3.185 kPa for an NFC foam with a porosity of 98.96 %. 

The results in Table 7 were used to determine 𝐶2 and 𝑛2, which then were used along 
with the plateau stress from the experiments in order to determine𝜎𝑦𝑠 . These 

calculations were carried out both with 𝐶2 fixed to 0.3, as given by the classical scaling 
law relation, and with 𝐶2 permitted to vary. Tables 8-9 show the calculated value for 
the constants and the calculated yield stresses for the NFC material for the different 
assumed yield stresses The values for the plateau stress for a porosity of 97.97 % was 
deemed to be an outlier and was disregarded when determining the values for the 
constants and the calculated solid modulus. 
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Table 8:  Calculated values for  𝐶2, 2, and Es for the data in Table 7, as well as the 
averaged results with standard deviations. 

Assumed 𝛔𝐲𝐬 [MPa] C2 n2 𝛔𝐲𝐬,𝐜𝐚𝐥𝐜 [MPa] 

50 37.40 2.8959 47.1 

60 14.0 2.6245 36.3 

70 6.27 2.4022 29.5 

80 13.21 2.6425 41.9 

90 16.61 2.7271 49.0 

Averaged result 17.50±11.76 2.6584±0.1790 40.76±8.0011 

 

Table 9:  Calculated values for   𝑛2, and Es for the data in Table 7, as well as the averaged 

results with standard deviations, using the assumption that 𝐶2 = 0.3. 

Assumed 𝛔𝐲𝐬 [MPa] C2 n2 𝛔𝐲𝐬,𝐜𝐚𝐥𝐜 [MPa] 

50 0.3 1.5005 10.0 

60 0.3 1.5125 10.6 

70 0.3 1.5231 11.1 

80 0.3 1.5481 12.5 

90 0.3 1.5664 13.6 

Averaged result 0.3 1.530 ±0.0268 11.56±1.4673 

 

Figure 24 shows the relative yield stress as a function of the relative density for the 
results in Tables 8-9, as well as the values that would be obtained if the scaling law for 
either an open-celled or closed-celled foam was used for the relation. 
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Figure 24:  The relative yield stress as a function of the relative density. 

 

6.4 Varying tangent modulus 

As mentioned previously, the effect of varying the tangent modulus was investigated 
as well. The results from the simulations where this was done can be seen in Figure 25. 
Unlike the other simulations where a material parameter was varied, it was not of 
interest to attempt to determine the relation between the porosity and this 
parameter, which meant that we only had to study the effect of this on one of the 
meshed geometries. 
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Figure 25:  The stress-strain response for different values of the tangent modulus. 

 

Looking at Figure 25, it can be seen that the stress-strain response for the simulation 
with the lowest tangent modulus is slightly different from the others. While the same 
regimes can be seen, the stresses towards the end of the plateau do not increase at 
the same rate as in the other simulations, Additionally, the peak stress for this 
simulation is somewhat higher than the peak stress for the case when the tangent 
modulus was 4 GPa. While the response is somewhat different, it still has a linear 
elastic region, a plateau region with increasing stresses, and a densification region, so 
it is probable that this is due to errors in the calculated forces at the plates or other 
artefacts from the simulations and thus not significant. 
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7. Discussion 

The stress-strain responses from the simulations are quite similar to what would be 
expected for an NFC foam, with an initial linear elastic region followed by a stress 
plateau where the stresses continue to increase and a densification region. As 
expected, most of the deformation is not recoverable when unloading the foam 
geometry to the point where the forces at the plate reach zero. 

While the stress-strain response for the geometry with the highest porosity also had a 
similar shape to the others, it was impossible to determine where the linear region 
ended and the stress plateau began. This meant that we could not obtain any results 
for the plateau stress and the sample’s Young’s modulus for this geometry.  

It is possible that smaller microstructural features were not captured by the 
tomography scans, such as the small fibrils between the NFC sheets that were 
mentioned in Section 3.2, due to the resolution of the tomography images, and that 
some features were removed before meshing or during the mesh improvement steps. 
However, the features that would not have been captured would be considerably 
smaller than the cell walls, which makes it unlikely that they would have had a 
significant impact on the stress-strain response. It would also have been impossible to 
obtain a useable FE mesh without removing unattached or badly attached geometries, 
and would also have been difficult to determine which unattached geometries should 
have been attached to the rest of the foam geometries, as well as how to attach them 
in that case, making the geometrical simplifications and modifications a necessary step 
in order to be able to perform the simulations at all. 

Our results give a value of 29.78 GPa for the Young’s modulus of the NFC material in 
the cell walls, which is considerably higher than the values of 1.2 and 8.65 GPa 
reported by Sehaqui et al. [30] and Ali and Gibson [24] respectively. Ali and Gibson 
obtained their results through nanoindentation performed on thin NFC films, due to 
being unable to perform these tests on the actual cell walls, which they note might not 
be completely representative of the material in the NFC foam [24]. In particular, the 
nanoindentation tests were performed in the normal direction of the anisotropic cell 
walls, as opposed to the direction being loaded during compression tests. 

Sehaqui et al. reported that their foam had an open-celled polyhedral structure [30], 
while the geometries we obtained from the tomography scans, as can be seen in 
Figure 18, is neither fully open-celled or closed-celled. The constant n1 = 2.679 also lies 
between the values of 2 and 3 for idealised open-celled and closed-celled structures, 
respectively, and suggests that the bending of the plate-like cell wall structures 
dominate during the linear elastic deformation, with direct observations of the cell 
walls of one of our geometries showing that plastic hinges form in the cell walls during 
compression, with the cell walls eventually collapsing around these hinges. 
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While our value for the Young’s us are higher than those previously reported, it is 
similar to the highest reported value for the Young’s modulus of cellulose nanopaper, 
which is 30 GPa [44], [45]. 

Sehaqui et al. obtained a value of 67 MPa for the yield stress [30] and Ali and Gibson 
report a value of 227 MPa [24], both of which are higher than our value of 40.76 MPa. 
While our value for the constant C2 for the best fit is considerably higher than 
previously reported values, it should be noted that the choice of a non-scaling law 
based function for the relation between relative yield stress and relative density would 
not have made this deviation a source for concern. 

The anticipated value for n2 for a closed-celled foam undergoing plastic deformation is 
2, while our value is higher than this, something that usually is attributed to a 
disorganized microstructure. It is also possible that parts of the structure could be 
undergoing elastic collapse or buckling, for which the value of the exponent is 
expected to be 3 for a closed-celled foam. 

The stiffer response of the tetrahedral elements used in our mesh, as compared to 
shell elements and tetrahedral elements with midpoint nodes, could possibly explain 
the difference in the measured material properties. However, as mentioned in 
Sections 5.4 and 5.10, shell elements were unusable for our geometry and the use of 
tetrahedral elements with midpoint nodes would have led to an unacceptably high 
computation time and would also have caused convergence issues due to an increased 
sensitivity to element distortion.  

The simulations where we used different tangent moduli to investigate the impact of 
this clearly showed that the stresses at a given strain increased as the tangent modulus 
increased. Additionally, the strain at which the initial linear elastic region ended and 
the stress plateau began, which is where the plateau stresses were calculated, was 
somewhat higher for higher tangent moduli. This suggests that the calculated value for 
the plateau stresses use when determining the yield stress might have been higher if 
we had use a higher tangent modulus when performing those simulations, which in 
turn would have affected the calculated yield stress for the NFC material. 

It should be noted that the small NFC foam sample we used may not be representative 
for the macroscopic foam, which could affect the results, and that the cell wall 
properties are heavily dependent on the porosity of the macroscopic foam, which 
means that even a minor error in this calculation would have a noticeable impact on 
the measured properties; for example, if the porosity of the macroscopic foam 99 % 
instead of 98.96 % then the calculated Young’s modulus for the porosity of the sample 
would have been approximately 11.1 % higher. Imposing further boundary conditions 
would also have affected the results, with additional constraints such as periodic 
boundary conditions making the response stiffer [46]. The effects of these potential 
issues have not been investigated at this time. 
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8. Conclusion 

In this study we used high resolution images obtained through tomography scans of an 
NFC foam to construct finite element meshes in order to evaluate the material 
properties of the NFC material in the cell walls and to reveal the deformation 
mechanisms. As the porosity of the small NFC sample used to obtain the tomography 
images need not have the same porosity as the macroscopic NFC foam from which this 
sample was taken, we used different thresholding levels to obtain several different 
meshes with different porosities so that the effect on porosity on the stress-strain 
response from the uniaxial compression tests. 

Several different values were used for the assumed Young’s modulus and yield stress 
for the NFC material during the simulations as the true values were unknown. The 
results from these simulations were then used together with the measured values for 
the plateau stress and Young’s modulus obtained from physical experiments on an NFC 
foam in order to calculate the material properties of the NFC material in the cell walls 
of the foam. 

Direct observations of the cell walls of one of the geometries undergoing compression 
showed that plastic hinges form in the walls, with the cells eventually collapsing 
around these hinges as the strain increases. The formation of these plastic hinges is 
the origin of the irreversible response shown by the foam in cyclic loading. 

The stress-strain response given by the simulations is similar to what is shown by an 
NFC foam, with a linear elastic region at the start of the compression, a stress plateau 
with increasing stress levels, a densification region at high stresses, and only part of 
the deformation being recoverable during unloading. Additionally, the simulations 
predicts the Young’s modulus of E = 29.78 GPa and a yield stress of σys = 40.76 MPa for 
NFC. These predictions are strongly dependant on the accuracy of the porosity 
measurement for the foam used in the physical experiment. 

The effect of the sample size and the applied boundary conditions should be 
investigated in the future. Due to the highly disordered microstructure, it would also 
be of interest to study the effect of the scale and higher level structural hierarchy of 
the foam, which can be seen in lower resolution tomography scans, which could 
capture larger foam volumes. 
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Appendix A – STL element cleanup 

As mentioned in Section 5.2, the STL geometries obtained from Avizo contained a 

noticeable amount of loose sections due to leftover noise from the tomography scans, 

which had to be taken care of before the geometries could be converted into useable 

meshes in HyperMesh. This procedure was carried out in MATLAB. 

The STL geometries were imported using a script obtained through the MATLAB File 

Exchange (http://se.mathworks.com/matlabcentral/fileexchange/53736-read-stl-file-

name-), with a few minor modifications to the script to speed up the procedure by 

dimensioning the matrices for the faces, vertices, and normals beforehand using the 

length of the STL file and some knowledge of the ratio of faces, vertices, and normals 

to the length of the file. This Perl script in question can be found as one of the 

responses to a question about how to obtain the number of lines in a file in MATLAB 

(http://se.mathworks.com/matlabcentral/newsreader/view_thread/235126). 

After the geometry had been imported the main structure had to be identified. There 

were a couple of assumptions made to minimize the time needed to do this, which 

were that the main structure would have at least one vertex in the uppermost or 

lowermost percentile of the structure and that the main structure would be the largest 

contiguous section of the STL geometry, which meant that it was unnecessary to check 

the remainder of the geometry if the largest possible segment had been discovered or 

if there were no more segments that reached the uppermost or lowermost percentile 

of the structure. 

The procedure to determine the contiguous sections of the geometry was relatively 

simple. After locating a face where the first of the three vertices was in the upper or 

lower percentile, the numbers of the vertices of this face were added to a vector that 

was to contain all discovered contiguous sections of the STL geometry. After this, all 

vertex groups that had not previously been discovered to be part of a contiguous 

segment of the structure were checked for at least one matching vertex with the initial 

group of vertices, with those with a matching vertex being appended to the vector 

with contiguous segments. 

Once the vertex groups for all faces that had not been previously assigned to a 

segment had been checked, the procedure was repeated using the next three vertices 

in the vector with the contiguous segments, continuing this process until all vertex 

groups in the segment vector had been checked versus the rest of the structure. At 

that point, the size of the largest discovered segment was compared to the number of 

remaining vertices to determine if it was possible to find a larger group. If a larger 

http://se.mathworks.com/matlabcentral/fileexchange/53736-read-stl-file-name-
http://se.mathworks.com/matlabcentral/fileexchange/53736-read-stl-file-name-
http://se.mathworks.com/matlabcentral/newsreader/view_thread/235126
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group potentially could be found, the next group of vertices with the first vertex in the 

uppermost or lowermost percentile was located. If such a group was discovered, it was 

added to the segment vector after a zero had been added in order to mark the point 

where one segment ended and another begun, and the process of checking the 

remaining elements for matching vertices began once more. 

The MATLAB script used for this procedure can be found here: 

http://se.mathworks.com/matlabcentral/fileexchange/59681-stl-geometry-cleanup 

The volume of the STL mesh was calculated using a MATLAB script based on a Java 

script for that purpose (stackoverflow.com/questions/1406029/how-to-calculate-the-

volume-of-a-3d-mesh-object-the-surface-of-which-is-made-up). As mentioned in 

Section 5.2, the volume fraction and porosity for a specific STL geometry was then 

obtained by simplifying the shape of the structure as a cylinder and then calculating 

the volume of this cylinder and comparing that to the volume of the STL geometry 

itself. The actual shape of the base of the structure was slightly elliptical, but the ratio 

between the semi-major and semi-minor axes was close enough to 1:1 to allow for this 

simplification. This script can be found in Appendix A.1. 

After the geometry had been cleaned up it was saved as a new STL file using the script 

in Appendix A.2. 

 

Appendix A.1 – stlvol.m 

function [volume,cylvol,volfrac,porosity] = stlvol(v) 
volume = 0; 
i = 0; 

  
% Calculate the volume of the current vertex group and add it to the 
% maximum volume 
while i < length(v) 
    i = i + 3; 
    v321 = v(i,1)*v(i-1,2)*v(i-2,3); 
    v231 = v(i-1,1)*v(i,2)*v(i-2,3); 
    v312 = v(i,1)*v(i-2,2)*v(i-1,3); 
    v132 = v(i-2,1)*v(i,2)*v(i-1,3); 
    v213 = v(i-1,1)*v(i-2,2)*v(i,3); 
    v123 = v(i-2,1)*v(i-1,2)*v(i,3); 
    volume = volume + (-v321 + v231 + v312 - v132 - v213 + v123)/6; 
end 

  
% Calculate the volume of the cylinder containing the STL volume 
cylvol = ((((max(v(:,1))-min(v(:,1)))+(max(v(:,2))-

min(v(:,2))))/4)^2)*pi*(max(v(:,3))-min(v(:,3))); 

http://se.mathworks.com/matlabcentral/fileexchange/59681-stl-geometry-cleanup
file:///C:/Private/KTH/Exjobb/stackoverflow.com/questions/1406029/how-to-calculate-the-volume-of-a-3d-mesh-object-the-surface-of-which-is-made-up
file:///C:/Private/KTH/Exjobb/stackoverflow.com/questions/1406029/how-to-calculate-the-volume-of-a-3d-mesh-object-the-surface-of-which-is-made-up
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% Calculate the volume fraction and the porosity 
volfrac = volume/cylvol; 
porosity = (1-volfrac)*100; 
end 

 

Appendix A.2 – stlwrite.m 

function stlwrite(filename,x,y,z,n) 
    fid = fopen(filename,'w'); 

     
    % Write the header 
    title_str = sprintf('Output %s',datestr(now)); 

     
    % Write the start of the solid block 
    fprintf(fid,'solid %s\r\n',title_str); 

     
    % Write all triangles 
    i = 1; 
    while i <= length(x)/3 
        fprintf(fid,'facet normal %.7E %.7E %.7E\r\n', 

n(i,1),n(i,2),n(i,3) ); 
        fprintf(fid,'outer loop\r\n');         
        fprintf(fid,'vertex %.7E %.7E %.7E\r\n', x((i*3)-2),y((i*3)-

2),z((i*3)-2)); 
        fprintf(fid,'vertex %.7E %.7E %.7E\r\n', x((i*3)-1),y((i*3)-

1),z((i*3)-1)); 
        fprintf(fid,'vertex %.7E %.7E %.7E\r\n', 

x((i*3)),y((i*3)),z((i*3))); 
        fprintf(fid,'endloop\r\n'); 
        fprintf(fid,'endfacet\r\n'); 
        i = i + 1; 
    end 

     
    % Write the endsolid to cose the solid block 
    fprintf(fid,'endsolid %s\r\n',title_str); 
    fclose(fid); 
end 
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Appendix B – MATLAB hinge checking 

The hinge checking script assumes that four-node tetrahedral elements are used in 
ANSYS, that these elements are saved in a file named elements.txt using the EWRITE 
command, and that neither the number of elements nor the number of nodes exceeds 
ten million. The last criterion is due to the EWRITE command not properly separating 
the columns in the file if this happens. The script itself is found in Appendix B.1. 

 

Appendix B.1 – hingecheck.m 

% Read the element file and figure out the max node number 
t = cputime; 
elements = importdata('elements.txt'); 
nmax = [max(elements(:,1)) max(elements(:,2)) max(elements(:,3)) 

max(elements(:,5))]; 
ncount = max(nmax); 

  
% Create vector for the nodes 
nodes = [1:1:ncount]; 
nloop = 1; 
hinges = 0; 
hingenodes = []; 

  
% Store all elements sharing a specific node in a matrix 
nelem = zeros(ncount,100); % 100 should be far more than the maximum 

number of elements that share the same node 
i = 1; 
while i <= length(elements) 
    j = 1; 
    while nelem(elements(i,1),j) ~= 0 
        j = j + 1; 
    end 
    nelem(elements(i,1),j) = i; 
    j = 1; 
    while nelem(elements(i,2),j) ~= 0 
        j = j + 1; 
    end 
    nelem(elements(i,2),j) = i; 
    j = 1; 
    while nelem(elements(i,3),j) ~= 0 
        j = j + 1; 
    end 
    nelem(elements(i,3),j) = i; 
    j = 1; 
    while nelem(elements(i,5),j) ~= 0 
        j = j + 1; 
    end 
    nelem(elements(i,5),j) = i; 
    i = i + 1; 
end 
while max(nelem(:,end)) == 0 
    nelem = nelem(:,1:end-1); 
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end 
time = cputime - t 

  
% Loop over all nodes if we need to 
while nloop == 1; 
    nloop = 0; 
    check = 1; 

     
    % Loop over all nodes 
    while check <= length(nodes) 

         
        % If a node isn't known to be fine, check it 
       if nodes(check) ~= 0 
           ecount = 0; 
           i = 1; 
           elist = []; 
           time = cputime - t; 

            
           % Take out the elements 
           while i <= length(nelem(1,:)) && nelem(check,i) ~= 0 

                
               % If the element hasn't been removed, store it in elist 

and 
               % increase ecount 
               if elements(nelem(check,i),14) ~= 0 
                   ecount = ecount + 1; 
                   elist = [elist; elements(nelem(check,i),:) 0]; 
               end 
               i = i + 1; 
           end 
           time = cputime - t; 

            
           % Pick one element and look for neightbours 
           elist(1,15) = 1; 
           eloop = 1; 
           while eloop == 1 && ecount ~= 0; 
               eloop = 0; 

                
               % Loop over the elements 
               i = 1; 
               while i <= length(elist(:,14)) 
                   % If an element is known to be in the part, check 

for 
                   % neighbours 
                   if elist(i,15) == 1 
                       % Check all other elements that aren't known to 

be 
                       % in the part for shared sides that also share 
                       % original node 
                       j = 1; 
                       while j <= length(elist(:,14)) 

                            
                           % If we have a new element, check it, else 

do 
                           % nothing 
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                           if elist(j,15) == 0; 

                                
                               % Check if enough nodes are shared 
                               counter = 0; 
                               if elist(i,1) == elist(j,1) || 

elist(i,1) == elist(j,2) || elist(i,1) == elist(j,3) || elist(i,1) == 

elist(j,5) 
                                   counter = counter + 1; 
                               end 
                               if elist(i,2) == elist(j,1) || 

elist(i,2) == elist(j,2) || elist(i,2) == elist(j,3) || elist(i,2) == 

elist(j,5) 
                                   counter = counter + 1; 
                               end 
                               if elist(i,3) == elist(j,1) || 

elist(i,3) == elist(j,2) || elist(i,3) == elist(j,3) || elist(i,3) == 

elist(j,5) 
                                   counter = counter + 1; 
                               end 
                               if elist(i,5) == elist(j,1) || 

elist(i,5) == elist(j,2) || elist(i,5) == elist(j,3) || elist(i,5) == 

elist(j,5) 
                                   counter = counter + 1; 
                               end 

                                
                               % If enough nodes are shared the 

elements 
                               % are attached properly 
                               if counter >= 3 
                                   eloop = 1; 
                                   elist(j,15) = 1; 
                               end 
                           end 
                           j = j + 1; 
                       end 
                   end 
                   i = i + 1; 
               end 
           end 
           time = cputime - t; 

            
           % If we have a hinge, remove the bad elements, re-check the 
           % nodes that now could be hinges, and remember to set the 

outer 
           % loop to run once more 
           if min(elist(:,15)) == 0 
               % Remove the elements and list all the nodes that are 

used by the elements in elist 
               i = 1; 
               nlist = []; 
               while i <= length(elist(:,1)) 
                   if elist(i,14) ~= 0 
                       elements(elist(i,14),14) = 0; 
                       nlist = [nlist elist(i,1) elist(i,2) elist(i,3) 

elist(i,5)]; 
                   end 
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                   i = i + 1; 
               end 

                
               % Re-enable the checking of the nodes again 
               i = 1; 
               while i <= length(nlist) 
                   nodes(nlist(i)) = nlist(i); 
                   i = i + 1; 
               end 

                
               % Enable the outer loop again 
               nloop = 1; 
               hinges = hinges + 1; 
               hingenodes = [hingenodes check]; 
           else 
               nodes(check) = 0; 
           end 
           time = cputime - t; 
       end 
       check = check + 1; 
    end 
end 
time = cputime - t 

  
% Write the hinge elements to a file 
dlmwrite('output.txt',hingenodes,'precision',8,'delimiter','\n') 
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