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ABSTRACT  
The Internet grows extremely fast in terms of number of users and traffic volume, 

as well as in the number of services that must be supported. This development 
results in new requirements on routers—the main building blocks of the Internet. 
Existing router designs suffer from architectural limitations that make it difficult to 
meet future requirements, and the purpose of this thesis is to explore new ways of 
building routers. 

We take the approach to investigate distributed and modular router designs, 
where routers are composed of multiple modules that can be mapped onto different 
processing elements. The modules communicate through open well-defined 
interfaces over an internal network. Our overall hypothesis is that such a 
combination of modularization and decentralization is a promising way to improve 
scalability, flexibility, and robustness of Internet routers—properties that will be 
critical for new generations of routers. 

Our research methodology is based on design, implementation, and experimental 
verification. The design work has two main results: an overall system design and a 
distributed router control plane. The system design consists of interfaces, protocols, 
and internal mechanisms for physically separation of different components of a 
router. The distributed control plane is a decomposition of control software into 
independent modules mapped onto multiple distributed processing elements. Our 
design is evaluated and verified through the implementation of a prototype system. 

The experimental part of the work deals with two key issues. First, transport 
mechanisms for communication of internal control information between processing 
elements are evaluated. In particular, we investigate the use of reliable multicast 
protocols in this context. Results regarding communication overhead as well as 
overall performance of routing table dissemination and installation are presented. 
The results show that even though there are certain costs associated with using 
reliable multicast, there are large performance gains to be made when the number 
of processing elements increases. Second, we present performance results of 
processing routing information in a distributed control plane. These results show 
that the processing time can be significantly reduced by distributing the workload 
over multiple processing elements. This indicates that considerable performance 
improvements can be made through the use of the distributed control plane 
architecture proposed in this thesis. 
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1. INTRODUCTION 
The Internet can be described as a collection of interconnected networks 

to which computers are attached. Computers attached to the Internet can be 
of a wide range of types and are, according to Internet terminology, 
commonly referred to as hosts. The devices that are used to transfer data 
between networks are called routers. The Internet structure according to this 
terminology is sketched in Figure 1.1. 

 

 
Hosts and routers communicate over the Internet by using a set of 

communications standards known as the TCP/IP Internet Protocol Suite. 
These standards specify how hosts communicate, how networks are 
interconnected, as well as how data traffic is forwarded between networks by 
routers. In short, these communications standards are named TCP/IP after 
the two main standards—the Transmission Control Protocol (TCP) and the 
Internet Protocol (IP).  

Hosts

Network
Network

Hosts

Hosts

Network
Router

Router

Router

 
Figure 1.1. The Internet and its main components—hosts, routers, and 
networks. 
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There are several terms that are synonymous with the term router, such as 
Internet router, IP router, and IP gateway. These terms will be used 
interchangeably throughout the thesis.  

TCP/IP can be described as a layered model where different protocols are 
specified at different logical levels. These logical levels are referred to as the 
application layer, the transport layer, the network layer, and the data link 
layer. Each layer provides a set of services that can be used by the layer 
above. The application layer provides services that can be used by programs 
or processes communicating over the Internet. The transport layer provides 
services like a reliable end-to-end transport of data from one host to another. 
The network layer provides services needed for internetworking, i.e., the 
transfer of data from one network to another. TCP/IP runs over virtually any 
type of data link layer and does not specify any protocol at this level. At the 
other three layer layers, TCP/IP specifies a large amount of different 
protocols.  

Figure 1.2 illustrates the communication over TCP/IP between two hosts 
attached to different networks that are interconnected by a router. When data 
is sent from one host to another, it travels down the TCP/IP protocol stack 
until it is finally transmitted onto the physical link connecting the host to the 
network. Each layer adds layer-specific information that will be interpreted 
when the data reaches the corresponding layer at the final destination or at a 
router along the way between sender and receiver. When a router forwards 
data from one network to another, it does not have to deal with transport or 
application layer information. The router uses the information at the network 
layer when it forwards data between networks. 
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Figure 1.2. TCP/IP networking. 



 

 
11 

This thesis deals with new ways to build IP routers, and we are therefore 
mainly concerned with the operations performed by routers. Routers operate 
at the network layer, and the fundamental service at this layer is a data 
delivery service provided by IP, the Internet Protocol.  

IP provides a service where data is divided into units that are sent through 
the Internet. These units are referred to as IP datagrams or IP packets. IP 
gives no guarantees that a packet really gets delivered all the way to the 
receiver. Packets may be lost, duplicated or delayed by the network. Further, 
IP packets are treated independently from each other, meaning that different 
packets from a sequence of packets sent by a host may take different paths 
through the network. Thus, packets may also arrive out of order at the 
destination. For these reasons, the service provided by IP is commonly called 
an unreliable, best-effort, connectionless service. If an application program 
requires a higher degree of service, this has to be provided by higher-level 
protocols, i.e., at the transport layer or the application layer. It is up to the 
end-systems to detect and deal with packet delivery problems, not to the 
routers. Simply put, routers have two main tasks: They decide how packets 
best be forwarded through the network, and then they move packets between 
networks according to this strategy. 

1.1. The IP Router Concept 
Routers constitute one of the main building blocks of the Internet in the 

sense that they bridge between different network technologies so that a large 
amount of different networks can be interconnected to form one logical 
heterogeneous structure—the Internet.  

The basic components of a router are shown in Figure 1.3. External links 
are connected to the router’s line cards, and the attachment point is referred 
to as a port or a network interface. The line cards are attached to some form 
of internal interconnection, which is used to switch data internally between 
line cards in the router. The interconnection is often referred to as the 
backplane of the router. The control processor executes the software that is 
needed to control the router. The most important part of the control software 
is formed by the routing protocols. Routing protocols are used by routers to 
determine how IP packets should be routed through the Internet from sender 
to receiver. The execution of routing protocols results in a routing table, 
which is a database that is consulted when a packet is forwarded by the 
router. The routing table is sometimes denoted RIB (Routing Information 
Base). Terms commonly used for the control processor are route processor 
or routing engine. 
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The traditional way to build routers has been to use a monolithic 

architecture, where line cards are connected to a back plane, and a CPU-
based controller is used to run routing software, network management 
software and other types of control software. The line cards and the 
forwarding functionality are normally referred to as the forwarding plane, 
while the controller and its functionality are referred to as the control plane. 

The forwarding operation can be summarized as follows: A packet enters 
the router through an incoming port on an ingress line card. Every IP packet 
carries control information specifying, among other things, its destination 
address. The destination address is used to perform a lookup in the routing 
table to find the appropriate outgoing port on the egress line card. Thereafter, 
the packet is transferred through the interconnection to the egress line card 
and transmitted onto the outgoing external link. 

1.2. IP Router Generations 
The Internet has been in operation since the 1970s, and IP routers have 

gone through several design generations over the decades. The evolution of 
routers is often described in terms of three generations of architectures [6]. 
The latest trends, which will be mentioned below but described closely in 
Chapter 2, could be thought of as the fourth generation of routers. 

CPU

Routing
table

Memory

Control processor

Line
card

Line
card

Line
card

Line
card

Interconnection

External linksExternal links

 
Figure 1.3. Basic components of a router. 
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1.2.1. First Generation of Routers 
The first IP router generation was based on a general purpose processor, a 

central processing unit (CPU), where the router’s forwarding functionality 
was implemented in software executing on the CPU. The architecture can be 
thought of as a computer where several network interface cards are attached 
to the computer’s shared bus system. An illustration of this shared-bus 
architecture is shown in Figure 1.4. 

 

 
Every packet that passes through the router is processed by the CPU. The 

CPU moves the packet from the line card to the buffer memory, where it is 
temporarily stored while the CPU determines the outgoing line card, through 
route lookup operations in the RIB. Thereafter, the CPU moves the packet to 
the outgoing line card for transmission onto the external link. There are 
several performance limitations with this architecture. First, every packet has 
to cross the bus twice, and the performance of the bus is shared between all 
the line cards in a time division fashion. Second, the CPU must process each 
individual packet passing through the router. Finally, the buffer memory 
residing on the CPU module is shared between all the line cards making 
memory bandwidth another limiting factor. 

An advantage with the architecture is that the software-based forwarding 
is flexible, and new forwarding functionality can be added without changes 
to the hardware. A disadvantage is that packet forwarding can be interrupted 
when the CPU is occupied with other tasks, such as route computations. 

Line
card

Line
card

Line
card

Buffer
memoryCPU RIB

Shared bus backplane 

 
Figure 1.4. The architecture for the first generation of routers. 
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Due to its performance limitations, the architecture does not scale to the 
multigigabit per second line rates available today. 

1.2.2. Second Generation of Routers 
The second router generation addresses several of the performance 

limitations described previously. The architecture is still based on a shared 
bus, but with the difference that line cards are more advanced and can 
perform packet forwarding without involving the main CPU module, i.e., the 
control processor. To achieve this, the line cards have been equipped with 
buffer memory and forwarding functionality in terms of processors or 
specialized hardware. This can be seen as a first step towards a distributed 
design approach, and the resulting architecture is depicted in Figure 1.5. 

 

 
The main improvements compared to the first design generation are that 

most of the packets travel over the shared bus only once and that this can be 
done without the packets being processed by the main CPU. To determine 
the outgoing port, the line card maintains forwarding information that is 
condensed from the RIB in the control processor. This information is kept in 
a local database often called the forwarding information base (FIB), which is 
updated by the control processor. When a packet enters a line card, the FIB 
is consulted by the forwarder. If this is enough to determine the outgoing 
line card, the packet can be forwarded along the fast path, i.e., traveling only 
once over the shared bus. If not, the packet will be handed over to the control 

Buffer
memoryCPU RIB

Shared bus backplane

Line card
Buffer

memory

Line card
Buffer

memory

Line card
Buffer

memory

Forwarder Forwarder Forwarder

 
Figure 1.5. The architecture for the second generation of routers. 
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processor for further processing. This is referred to as the slow path through 
the router. 

Though the second generation was a significant improvement, the shared 
bus still constitutes a severe bottleneck, and the architecture does not match 
the continuously increasing line rates. 

1.2.3. Third Generation of Routers 
To overcome the limitation with a shared-bus router design, the third 

generation of routers is based on a switched backplane instead. A block 
diagram of the third generation switch-based router architecture can be 
found in Figure 1.6. 

 

 
The third generation of routers has been around since the late 1990s and 

has undergone impressive development. Compared to earlier generations the 
performance has been increased by several orders of magnitude. The 
interconnection in terms of a switched backplane allows for significantly 
improved internal throughput, for instance through multiple simultaneous 
packet transfers. Apart from the switched interconnection, the third 
generation of routers has also lead to further distribution of packet 
processing functionality. This has, in turn, made it possible to alleviate 
bottlenecks in processing performance and memory bandwidth. Research 
related to buffering strategies, packet processing hardware, and switch 
scheduling is further explored in Chapter 2. 
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Figure 1.6. The architecture for the third generation of routers. 
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1.2.4. Further Distribution—the Fourth Router Generation 
One current trend in router design is to take the distributed architecture 

even further. The latest high performance routers targeted for backbone 
networks of the Internet today are multi-rack systems where line card racks 
are separated from the rack containing the switch core (the interconnection). 
In such a structure, line card racks may be connected to the switch core using 
optical fiber bundles. Such approaches are sometimes referred to as the 
fourth generation of routers and an example is depicted in Figure 1.7. 

 

 
There are several reasons behind this trend. A router built in the fashion 

depicted above can support a very large number of ports. In addition power 
density is reduced since power is spread over multiple racks. It is further 
claimed that optics can be used inside the switch core to support very high 
switching capacities while also reducing the total power consumption [80]. 
The target for such a router design is to support 160 Gb/s line rates and a 
forwarding capacity of 100 Tb/s.  

These figures are impressive. However, designing routers involves more 
than the sheer scaling of capacity. In the following we will explain why there 
is a strong need to continue research in the area of router architectures. 

Switch core

Optical links

100s
of metres

[Source: N. McKeown, Stanford University]

Line cards

 
Figure 1.7. The architecture for the forth generation of routers. 
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1.3. Motivations, Problem Statements and Hypotheses 
The purpose of this thesis is to study architectures for IP routers. The 

need for research is motivated by two major challenges in this area: 
technology trends and service requirements. 

The first challenge comes from the developments in optics, where the 
capacity of WDM-based transmission systems is rapidly increasing. There is 
no matching development in the electrical domain: processing capacity is 
increasing slower than optical transmission capacity, and DRAM access 
speed is increasing even slower. In addition to this, user traffic on the 
Internet still increases fast (roughly doubling every 12 months). This has 
implications for the architecture of routers, since the modus operandi of a 
router is to take a packet from an optical link, process the packet in order to 
decide how to switch it, and then store the packet in a buffer for later 
transmission on an outgoing link. The problem then is to find ways to 
process and buffer packets that can match the capacity of optical links, since 
an increasing line rate means that the time frame for processing a packet 
decreases. Furthermore, more ports (network interfaces) are needed which 
occupies more space. As the number of ports grows and the ports get faster, 
back planes and internal buses grow faster and wider, occupying more 
physical space. This leads to an increasing power consumption, which is 
sometimes considered a serious future problem when deploying high 
performance routers. 

The second challenge comes from requirements for new functionalities in 
routers. New services appear, which may require modifications of existing 
protocols, entirely new protocols, or modifications of the ways in which 
packets are processed in routers. Examples of such services that have been 
subject to deployment over the latest years are quality of service (QoS), 
virtual private networks (VPN), and the transition to Internet Protocol 
version 6 (IPv6). An important problem with the introduction of new 
services in existing routers is that it requires flexibility in the packet 
processing path.  

In today’s routers, there are normally two data paths available in the 
forwarding plane—a fast path and a slow path. The fast path is often 
implemented in ASICs (Application Specific Integrated Circuit), while the 
slow path typically is based on software executed by a microprocessor. The 
problem with the fast path is that it is not very flexible, since it is costly to 
upgrade ASICs. The problem with the slow path is that it is slow, and the 
introduction of new functionality in routers cannot rely solely on the slow 
path. It can be concluded that the flexibility requirements are in conflict with 
the capacity requirements—an increasing amount of packet processing must 
be performed within a decreasing time frame. 
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The difficulties with an increased complexity in packet processing relates 
to a router’s data plane, but the continuously growing need for new services 
and protocols also affects the control plane of routers. The control plane is 
traditionally a design where a large variety of software functions are 
integrated into an operating system in a monolithic fashion. This means that 
adding new services to a router often is a complex task from the control 
plane point of view. The number of protocols that has to be supported by a 
router is already significant [7]. These protocols, together with other 
functions needed in a router, constitute large amounts of complex software. 
This may consequently result in high demands on the control processing. 
Thus, it is hard to add new functionality in the control plane and meanwhile 
maintain a high degree of robustness and efficient execution of the software. 

In order to meet the challenges that stem from technology trends and new 
service requirements, we explore a decentralized modular approach to 
designing the next generation of routers. It can be noted that router 
development is already in the process of moving away from traditional 
centralized router architectures. Packet processing is being pushed to the line 
cards, where packets can be examined and modified before aggregation of 
traffic. A result of this development is that high performance routers have 
grown larger, sometimes consisting of multiple racks operating as one unit. 
Moreover, the use of optics tends to increase, for performance reasons as 
well as to save electrical power. Distributed multi-rack systems may be a 
way to limit the amount of electrical power that must be provided to one 
unit.  

Our intention is to bring decentralization further and study how a router 
can be modularized for physical separation of control and forwarding 
functions into multiple modules. Such a modularization requires new 
mechanisms like well-defined interfaces between modules and new 
protocols for communication between the modules. 

The overall goal of this work is to investigate router architectures that are 
scalable, both in terms of line speed as well as in number of ports, and at the 
same time flexible and reliable, and can support different traffic classes. Our 
view is that new services and improved functionality are kept back by 
current router architectures. We see decentralization and modularization as 
means to improve flexibility, scalability, and robustness: flexibility can be 
achieved by allowing components to be dynamically added, removed and 
reconfigured; scalability can be achieved by adding more components to the 
system; robustness can be based on replication of critical components. 

This thesis work is divided into two different phases. The first phase is to 
suggest an overall system design, and the second phase is devoted to design 
and analysis of specific parts. The system design work mainly concerns the 
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development of protocols and interfaces that are needed in order to 
modularize a router and physically separate its different components. A 
result of the first phase is an experimental platform for the analysis of 
specific parts of the distributed router. The second phase focuses on 
experiments for evaluating specific parts of the design and this work has 
been conducted in the experimental networking laboratory at LCN, the 
Laboratory for Communication Networks at KTH (Royal Institute of 
Technology). When it comes to the overall system design of a modularized 
router, the architecture suggested within the IETF ForCES working group 
[31] will serve as a starting point. The architecture is based on a network 
element (the NE, i.e., the modularized router), which consists of several 
control elements (CE) and forwarding elements (FE). Such a modularized 
router is depicted in Figure 1.8. 

 

 

Internal Network

NE

Forwarding element

Classifier Forwarder Shaper

Control element

BGP OSPF RSVP

 
Figure 1.8. A modularized router consisting of control 
elements and forwarding elements. 
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The CEs implement functions such as routing protocols (e.g., RIP, OSPF, 
and BGP), signaling protocols (such as the resource reservation protocol 
RSVP), network management functionality, and configuration tools. 
Examples of functions implemented in the FEs are forwarding, 
classification, traffic shaping, and metering. The modules within the NE can 
be physically separated, and interconnected by some type of high 
performance LAN technology, such as Gigabit Ethernet. 

In the following sections, we discuss problem statements and hypotheses 
for different parts of the thesis work. Section 1.3.1 deals with issues 
regarding the overall system design. Thereafter, goals and purposes with 
studies of the internal network and transport mechanisms are discussed in 
Section 1.3.2. Finally, Section 1.3.3 is a motivation for the design and 
analysis of a distributed control plane.  

1.3.1. Overall System Design 
One of the main purposes with our design approach is to demonstrate that 

a decentralized modular router can be realized without building dedicated 
hardware. Our idea is therefore to use existing open source software modules 
and off-the-shelf hardware (such as PCs and network processor development 
platforms) when implementing the system design. Thus, we aim to 
modularize existing components rather than develop modularized 
components from scratch. We will introduce communication overhead when 
we physically separate control and forwarding elements, and building on 
standard hardware is a way to verify that the overhead is limited. Another 
important reason to implement the design in this way is to establish a 
platform for further experimental research. 

The architectural design involves multiple interesting challenges. The 
decentralized router is a heterogeneous environment, where components 
from different vendors must interoperate properly. It should be easy to add 
new services, i.e., implement new packet forwarding functions. It must also 
be possible to scale the router by adding more network interfaces and 
forwarding performance. Finally, the router should be robust in the sense 
that control and forwarding modules can be added or removed during 
operation without disrupting the service of the router as a whole. 

Our research methodology is mainly based on design, implementation, 
and experimental evaluation. We design and implement new mechanisms 
that are needed in order to support physical separation between control 
functions and forwarding functions. These mechanisms can be described as 
protocols and interfaces between the different functional modules composing 
the decentralized router. Further, new abstractions may be needed to make it 
possible to add new services to the router in an elegant way. The design and 
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implementation is followed by experimental phases where the new 
mechanisms are evaluated in order to verify our hypothesis. 

Within the system design phase of the thesis work, we investigate the 
following: 

• The physical separation into control and forwarding elements. 
Such decoupling requires a communication protocol for 
coordination of activities between the different elements. We use 
the emerging protocols within the IETF/ForCES as a starting 
point, and add extensions for our specific purposes. 

• Local representation of physically remote networking objects. 
Physical separation into control and forwarding elements means 
that networking objects, like network interfaces, reside on 
forwarding elements while networking software manipulating the 
networking objects runs on control element located somewhere 
else in the network system. To make it possible to use existing 
networking applications to operate on remote networking objects 
in the forwarding elements, the networking objects must be 
represented locally in the control elements. We explore different 
methods to realize this representation so that existing networking 
applications can be utilized in the distributed system. 

• Operation in a heterogeneous environment, i.e., several different 
types of forwarding engines should be supported. Different types 
of forwarding engines may have different capabilities, and we 
need to come up with interfaces and protocols that can be 
common to a wide range of equipment types. Thus, we evaluate 
the operation of the decentralized router in an experimental setup 
using forwarding elements based on network processors as well 
as general purpose CPUs.  

• Behavior of the router when dynamically adding/removing 
modules to a system that is up and running. We believe that our 
design will be more suitable to such actions than is the case of a 
traditional monolithic router. The reason for this is that the 
physical separation of forwarding engines and control engines 
leads to a more loosely coupled system compared to a monolithic 
architecture, where line cards and control units are connected to 
an electrical back plane. There are generally strong dependencies 
between modules in a traditional architecture due to common 
data/control bus logic, shared memory, interrupt handling, and so 
on. We believe that a decentralized loosely-coupled system has a 
better built-in support for dynamic reconfiguration, and we 
explore this in experimental trials. 
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1.3.2. Internal Network and Transport Mechanisms 
The internal network carries both control and data traffic between the 

constituent parts forming the network system. Data traffic needs high 
capacity and it should be possible to increase the capacity if more 
forwarding elements are added to the system while the capacity requirements 
for control traffic are more relaxed. 

The various types of internal control communication required in a 
distributed router may have different service requirements. For example, the 
distribution of forwarding information requires efficient and reliable transfer 
of relatively large amounts of data, while simple port configuration 
operations probably are best performed using request response transactions.  

Within the thesis work regarding the internal network and transport 
mechanisms, we explore the following: 

 
• Different ways of organizing the internal network. For example, 

control and data traffic could be either mixed or separated 
internally. Furthermore, advantages and disadvantages with layer 
2 (Ethernet) versus layer 3 (IP) switching in the internal data 
network are investigated. It is generally agreed that layer 2 
switching is easier to deal with in terms of e.g., 
autoconfiguration. However, layer 2 switching is limited when it 
comes to scaling in size and number of nodes. Layer 3 switching 
(IP routing) appears attractive due to its robustness and scaling 
properties, but will introduce issues like e.g., the relationship 
between routing in the internal network and routing between the 
external ports. 

• Different transport level mechanisms. The internal protocols for 
communication between elements should be designed to use 
different types of transport protocols for different purposes, such 
as TCP, UDP, and reliable multicast. In particular, we study 
different transport mechanisms for internal control traffic. 

• The communication between control plane and forwarding plane. 
We analyze and identify requirements on this communication 
mechanism. For instance, we measure the response times for 
route updates. Compared to a monolithic architecture, our system 
will introduce a delay between control plane and forwarding 
plane due to the remote operation, message processing, and inter-
process communication. This could affect the behavior of the 
router during, for instance, the download of large forwarding 
tables to the forwarding engines. An interesting question is how 
long internal delay can be tolerated. 
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1.3.3. Distributed Control 
Our work on distributed control is based on the use of multiple control 

elements within the decentralized router. To our knowledge, research on 
how to use multiple control elements in a distributed control plane is very 
limited. 

Our approach to distributed control can be described as a modularization 
of the actual control element. Based on the results from the separation of 
control and forwarding, we bring the idea of modularization further by 
investigating how functionalities of the control element can be separated into 
independent modules. The control element is typically responsible for many 
different functions, such as routing, signaling, network management, and 
configuration. We believe that several of these functions may be suitable for 
modularization, but we intend to focus on the routing software as a start.  

Our hypothesis is that the routing software can be modularized in a way 
that allows the routing information base (RIB) to be replicated and 
maintained on multiple control elements. In addition, the modularization 
should support simultaneous execution of multiple instances of routing 
protocols. Even though multiple instances are used inside the distributed 
router, the external view should be that there is one single control unit. To 
support this, we believe that new internal supervisory functions and 
mechanisms are needed.  

Within the area of distributed control we try to find a structure that allows 
experimentation with different ways of using multiple control elements. 
Examples of issues that are studied throughout this part of the thesis work 
are: 

• Protocols and interfaces that need to be designed and 
implemented in order to realize control plane modularization. 
One interesting aspect of this part of the work is the requirements 
on the communication between control elements. We examine 
what functionality is required by a CE-CE communication 
protocol, and the requirements on the internal network 
interconnecting the control elements. 

• Different ways to utilize the suggested modularization of the 
control plane. For instance, multiple instances of a routing 
protocol can be run on different control elements, where one is a 
primary and the other are secondary instances. When a failure in 
the primary is detected, a secondary will take over its role. A 
standard way of dealing with this is to use triple redundancy with 
voting, which is a rather cumbersome method. Another example 
of how to use control plane modularization is to run different 
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routing protocols on different control elements to distribute 
workload or to limit damages if a control element goes down.  

• Different arrangements in order to be able to suggest how control 
functions of the router can be suitably distributed over multiple 
control elements from different perspectives, such as from a 
redundancy, workload, or manageability perspective. 

 
 

1.4. Contributions of this Thesis 
The major contributions of this thesis are: 

• The system design and implementation of a decentralized 
modular router based on physically separated control and 
forwarding elements. 

• Realization of a well-defined communication interface between 
functional elements composing a distributed router. 

• Extensive experimental studies of internal transport mechanisms 
for communication between control and forwarding elements. 

• The proposal of a distributed and modular router control plane 
architecture for improved control plane robustness and 
performance. 

• Experimental verification regarding the control plane 
performance in terms of route updates processing when the 
computational workload is distributed over multiple processing 
elements. 

The system design and implementation work presented in this thesis has 
been performed in collaboration with Dr. Olof Hagsand and Dr. Peter 
Sjödin, who has been my second advisor throughout the thesis work.  

Olof Hagsand took the first initiative to the implementation work by 
starting the development of the configuration part of the Forz protocol based 
on an application-level reference model of a forwarding element. Olof 
Hagsand also coarsely outlined the software architecture. The work was 
continued by the author of this thesis, who further developed the Forz 
protocol, the reference model of the forwarding element, other types of 
forwarding elements, as well as the major part of the control element 
software. Peter Sjödin contributed to the design work in general and to the 
implementation work in terms of further development of the Forz data 
transfer part. We have also had two master thesis projects working on the 
forwarding elements based on network processors that are briefly described 
in the thesis. 
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All experimental work regarding investigations of internal transport 
mechanisms presented in this thesis has been performed by the author. This 
includes the development of measurement methods, integration and 
adaptation of third-party software in terms implementations of reliable 
multicast protocols, the development of experimental setups, and the actual 
performance measurements. 

The author of the thesis is the main architect behind the proposed 
distributed control plane design, and the suggestions for how control 
functions can be distributed over multiple control elements. The 
experimental work in this area was performed by the author. The 
experimental setup was designed in collaboration with Tomas Klockar, who 
implemented the first version of a session manager for the experimental 
work. Tomas also developed the control traffic generator based on live route 
update traces from the Internet. 
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2. DISTRIBUTED MODULAR ROUTER 
ARCHITECTURES 

The rapid growth of the Internet in terms of traffic volumes and number 
of users, combined with an increasing demand for new services, pose new 
requirements on routers and other network systems when it comes to 
scalability, flexibility, and robustness. 

To meet these requirements, we take the approach to investigate 
distributed and modular designs, where the network system is composed of 
multiple modules (or elements), which communicate through open well-
defined interfaces over an internal network. This allows for a network 
system where modules can be developed and manufactured by different 
vendors. 

We believe that such a design has several advantages. Scalability is 
improved because modules can be added as capacity requirements increase. 
Flexibility comes from the ability to dynamically add, remove and modify 
modules. Robustness is mainly due to two factors: First, the modularity 
makes it possible to use redundancy and replication of critical functionality 
over multiple modules. Second, the modular structure in itself tends to limit 
the impact of faults in individual modules, and encourages sound 
engineering design principles. 

In this chapter we discuss issues associated with distributed router design, 
and report our experiences from designing and implementing a distributed 
router prototype. We consider a distributed router that consists of control 
elements (CEs) and forwarding elements (FEs), which are physically 
separated and interconnected by a general purpose network. CEs implement 
functions such as routing protocols, signaling protocols, and network 
management, while FEs perform for example packet forwarding, 
classification, traffic shaping, and metering. Together the CEs and FEs form 
a network element (NE)—a distributed router. This terminology comes from 
the ForCES [31] working group within the IETF. 

The approach we have taken for our prototype is that it should be based 
on existing, open source software for control, and use different types of 
hardware platforms for packet forwarding. One goal is to be able to use 
networking tools available on current PC-based UNIX platforms for our 
CEs, in combination with special packet forwarding hardware for FEs. We 
focus on two aspects of designing and implementing such a system. The first 
aspect is the design of the protocols for communication between CEs and 
FEs; this involves for example dynamic configuration and discovery, and 
distribution of system management events. The second aspect is the control 
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software in the CEs: our approach to use existing networking applications 
requires an additional, intermediate system level in the CEs. This level 
distributes control information between the local CE, other CEs and remote 
FEs. In addition, this level also makes remote devices on FEs to appear as 
local devices in the CE, so that networking applications may be unaware that 
they are dealing with remote units. 

The rest of this chapter is organized as follows. Section 2.1 describes 
related work. In Section 2.2, we discuss the motivations for a modular and 
decentralized design approach for the next generation of routers. An abstract 
model of a distributed router is provided in Section 2.3, and general system 
design issues are dealt with in Section 2.4. Section 2.5 covers the design of 
internal communication protocols, which is followed by a discussion around 
the internal network in Section 2.6. Design and implementation of the 
elements composing the distributed router are presented in Section 2.7-2.9 
Section 2.10 concludes the chapter and outlines further work. 

2.1. Related Work 
Previous research on router architectures spans over several research 

areas, such as classification/lookups, internal switch architectures, software 
modularization and packet forwarding extensions, queuing strategies and 
scheduling, resource management and QoS. Many of these areas are of 
interest to our research on distributed router architectures, and a broad 
understanding of these areas is useful for the overall system design included 
in our work. 

We have chosen to make a closer description of the state of the art in the 
areas that are most related to the topic of decentralized modular router 
architectures and to try to explain how previous work in these areas are 
related to our work. 

2.1.1. Modular Routers 
Our work in the area of modular routers stems from research previously 

done in the areas of active networks and extensible routers, where a 
considerable effort has been spent on router modularization. The main goal 
there is to support extensibility, i.e. the ability to dynamically reconfigure a 
router to support new services and applications [12], [23], [24], [44], [45], 
[49], [52], [58], [66]. The focus is on support for software extensibility, to 
allow the packet processing software to be dynamically modified. The 
physical configurations are often monolithic, and to our knowledge little 
work has been done in the area of hardware extensibility and 
decentralization. 
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Both active networks and extensible routers are intended to provide 
means for modifying router functionality. The main difference is that active 
networks are designed to let users execute code on the router, while an 
extensible router requires that an entity adding an extension is trusted by the 
router system. Router extensions normally execute in the operating system 
kernel and active network systems usually executes in user space.  

The work on extensible routers is generally motivated by the trend to 
extend the forwarding functions of routers. Modern routers have to deal with 
address translation, packet filtering, quality of service, multi-level routing 
decisions, and so on. 

Generally, the research on extensible routers concerns the router 
operating system and involves both design and software implementation. 
Our work on decentralized router architectures concerns hardware aspects 
and physical separation at the box level as well, but the results presented 
here are interesting from a modularization point of view. Large parts of the 
results are available for further research, and it may be an advantage to make 
use of publicly available code in our system design. 

A specific example of an extensible and modular software framework is 
Router Plugins [24], for implementing routers with extended services, i.e., 
new forwarding functions. The software framework supports dynamic 
loading and unloading of plug-in modules at run time into the OS kernel, the 
networking subsystem. Moreover, this software supports mapping of packet 
to flows, specified by filters, and the binding of flows to plug-in modules. 
The software is implemented in the Net BSD [87] operating system kernel, 
which is an open source Unix operating system.  

Another open-source extensible router platform is XORP (eXtensible 
Open Router Platform) [44], [45]. Similar to an ordinary Unix operating 
system, the software is divided into two subsystems, the higher-level and the 
lower level software. The higher-level subsystem consists of routing 
protocols, routing information base (RIB), and support processes while the 
lower-level subsystem deals with the packet forwarding path. In XORP, the 
routing software has been modularized into one process per protocol and 
extra processes for management, configuration, and coordination. An 
interesting aspect of the work is the creation of a forwarding engine 
abstraction (FEA). The FEA is a process running in the higher-level 
subsystem that abstracts the details of the forwarding plane. This provides 
means for running the higher-level subsystem on top of different types of 
forwarding engines.  

The previously described work is mainly software-oriented, but there is 
related work with a more hardware-orientated approach as well. One such 
example of an extensible router is VERA [58], which is a virtual router 
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architecture hiding the hardware details from the forwarding functions. The 
focus of this work is on the operating system and on defining appropriate 
router abstractions and hardware abstractions. The main purpose with VERA 
is to efficiently support adding new forwarding functions to the router. The 
implementation described is based on commercial off-the-shelf components 
and an open source operating system (Linux). There is a clear separation 
between control plane and forwarding plane in the sense that there is a main 
processor controlling several forwarding modules over a PCI bus. However, 
the architecture is still monolithic in its nature. Physical separation of control 
and forwarding elements at the box level is not targeted in the work 
presented here [58].  

Another extensible router design is the Washington University 
Dynamically Extensible Router (DER) [66]. DER is an experimental open 
platform that achieves both high performance and flexibility. DER is built 
around an ATM (Asynchronous Transfer Mode) switch core and uses 
hardware based packet processing, making it very different compared to the 
VERA implementation described above. The system consists of a control 
processor and several port processors connected to the ATM switch core. 
The control processor runs routing and signaling protocols and controls the 
port processors through the use of ATM control cells over predefined ATM 
virtual circuits.  

Parts of the focus of DER are on performance, which is achieved by 
using FPGAs (Field Programmable Gate Arrays) to process packets along 
the fast path. Non-standard packets are taken care of by processors. Still, 
DER has the flexibility characterized by an extensible router. The 
implementation allows on-demand deployment of executable code in the 
data path of the router, and one example presented in the paper shows how 
video adaptation software can be plugged in to the router. The retrieval and 
installation of such a plug-in is triggered by a video transmission. 

A modular architecture for routers is the flexible service-creation node 
architecture [48]. It is based on decomposition of network nodes (such as 
routers) into modules to address issues like flexible introduction of new 
services, performance scalability, and reliability. Such a system has been 
implemented and evaluated from two different perspectives: First, parallel 
processing of firewall filtering has been demonstrated, where packets are 
dispatched to multiple filter modules. Second, a redundant structure on 
routing modules has been experimentally verified, where two OSPF modules 
are acting in a master-slave fashion. 

To conclude this review on extensible routers we note that different 
approaches have been evaluated and compared by others [35]. This paper 
presents a model of an extensible router, based on queues, classifiers, 
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forwarders, and schedulers. The model is used when comparing the different 
designs and it may prove useful for our system design work. 

2.1.2. ForCES 
In the area of decentralized architectures, our work builds on efforts in 

industry groups and standardization bodies to establish common interface 
specifications between components in switches and routers. Within the 
IETF, the ForCES (Forwarding and Control Element Separation) working 
group aims at defining a protocol for communication between control 
functions in a router (routing protocols, management, etc) and packet 
forwarding functions (classification, metering, forwarding, etc) [31]. The 
functional separation is illustrated in Figure 2.1, and can be seen as a first 
step towards a decentralized modular router. A control element is typically 
based on a general purpose CPU executing control software, while 
forwarding elements can be based on a variety of hardware platforms 
ranging from specialized packet forwarding hardware to general purpose 
CPUs. 

 
The overall purpose of ForCES is to replace proprietary interfaces 

between control plane and forwarding plane in a router with a standard 
protocol. This will allow the mixing of blades (interface cards, forwarding 
modules, control modules and so forth) from different vendors into one 
chassis. Alternatively, a physically distributed router can be built using FE 
and CE boxes interconnected with a high speed LAN technology. The 
network element (NE) built up of these boxes would appear as one 
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Figure 2.1. Separation between control and forwarding functions. 
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monolithic router to other external entities. The ForCES architecture is 
defined in an Internet standards document [111], which deals with the 
logical components comprising an NE and the relationships (reference 
points) between these components. The ForCES architecture is depicted in 
Figure 2.2. 

 
 

 
The ForCES architecture defines the logical components related to a 

ForCES network element and the relationships between the components. In 
addition to CEs and FEs, the ForCES architecture includes two other logical 
components—CE manager and FE manager. The CE manager is responsible 
for determining to which FEs a CE should communicate, and the FE 
manager is responsible for determining to which CEs an FE should 
communicate. CE and FE managers operate during the so called pre-
association phase, before CEs and FEs can form an actual network element. 
During the pre-association phase, it is determined whether an FE and a CE 
should be part of the same network element. CE and FE manager can use 
either static configuration or a pre-association phase protocol to perform its 
tasks. 

Even though ForCES primarily concerns standard mechanisms between 
CEs and FEs that allow physical separation between these logical functions, 
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Figure 2.2. ForCES architecture. 
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the ForCES architecture also defines other interfaces between the logical 
components of an FE. These interfaces are the following (see Figure 2.2):  

• Fp: CE-FE interface over which the ForCES protocol is defined 
• Fi: FE-FE interface, which is the data path between FEs 
• Fr: CE-CE interface, for information exchange between CEs 
• Fc: interface between CE manager and CE (pre-association) 
• Ff: interface between FE manager and FE (pre-association) 
• Fl: interface between CE manager FE manager (optional) 

The ForCES protocol executes over the Fp reference point and includes 
two parts: association establishment and steady-state communication. The 
period of time when the ForCES protocol is executed is referred to as the 
post-association phase. CEs and FEs communicate in a master-slave fashion, 
where CEs are masters and FEs are slaves. 

The purpose of the association establishment phase is to establish 
communication between FEs and CEs within the same NE. The phase is 
initiated by FEs, requesting to join the NE. If the request is granted by a CE, 
the phase will typically continue with the FE being queried of its capabilities 
and given an initial configuration by the CE. When the FE is ready to start 
the forwarding of packets, the association phase is completed. The procedure 
is illustrated in Figure 2.3. 
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Figure 2.3. ForCES association establishment. 
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The association establishment is followed by the steady-state, sometimes 
also referred to as the association established state. In steady-state, the FE is 
continuously updated with configuration information from the CE, queried 
of information by the CE, or spontaneously sending asynchronous event 
notifications to the CE. For example, steady-state involves communication 
of new forwarding information to the FE and the collection of statistics from 
the FE. The ForCES communication during steady-state is illustrated in 
Figure 2.4. 

 

 
CEs execute control and signaling protocols and instruct FEs how to 

process packets. There could be a large variety of FEs, and in order to 
control an FE a CE has to know what functions the FE can perform. Within 
the framework of ForCES, a functional model of the FE is defined, which 
describes the capabilities of the ForCES forwarding elements. According to 
this definition, the FE must be able to express what logical functions can be 
applied to packets as they pass through an FE, so that a CE can query the FE 
about its capabilities. The individual functions of an FE are described as 
logical functional blocks, or FE blocks, and examples of such blocks are 
classifiers, shapers, and meters. An FE block has inputs and outputs and 
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Figure 2.4. ForCES steady state communication. 



 

 
35 

several FE blocks are connected together to form a data path along which a 
packet travels. By controlling the individual FE blocks, a CE can decide how 
an FE should process packets. 

The ForCES architecture permits the use of multiple CEs for purposes 
like redundancy and load sharing. The use of multiple CEs is considered to 
be implementation specific and, accordingly, ForCES does not specify any 
protocols between CEs, i.e., over the Fr reference point. However, ForCES 
claims that the support for dynamic changes to the CE/FE association should 
be able to support CE graceful restart in a straight-forward fashion. Graceful 
restart is a high availability mechanism that has been proposed for routing 
protocols [84], [100] as well as for MPLS (Multiprotocol Label Switching) 
[67], [97] to mitigate the effects of a restarting router. The overall idea with 
graceful restart is to avoid unnecessary re-computation of the routing table 
when a neighboring router is restarting. If the restarting router can inform its 
neighbors of a restart, they can assume that the routes they have received 
from the restarting router before restart are still valid for a certain amount of 
time. In the context of ForCES this means that an FE can continue to 
forward packets according to its forwarding table when its CE performs a 
graceful restart. To support this kind of non-stop forwarding, which is a 
requirement for graceful restart, the FEs should cache and hold on to its 
forwarding state when its CE restarts. In addition, a CE should be able to 
inform its FEs what to do if their CE fails during the ForCES association 
establishment phase. The use of multiple CEs is an important part of this 
thesis and is further discussed in Section 2.8 as well as in Chapter 4. 

To our knowledge, experimental research on ForCES has so far been 
limited, partly due to the fact that the ForCES protocol specification is not 
yet finalized and it is hard to find implementations that can be used for 
experimental work. A prototype implementation of an early proposal for the 
ForCES protocol, called Netlink2, has been evaluated [36], and this work 
covers a throughput analysis of communication between one control element 
and two forwarding elements.  

Recently, work has been done regarding the combination of 
programmable networks with the ForCES architecture. This work has been 
performed within the FlexiNET project [71]. One objective of the project is 
to achieve a dynamic deployment of new services in a distributed router 
environment. Similar to our design (presented later in this chapter), the 
distributed router is built using off-the-shelf boxes interconnected in a LAN. 
To the outside world, the distributed router appears as one single router. 
Within this work, a ForCES gateway, referred to as ForCEG, has been 
introduced between the control plane and the forwarding plane [41]. The 
ForCEG implements the CE side of the ForCES protocol and it also 
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performs translation between configuration commands originating from the 
control plane and ForCES configuration messages sent to the FEs. The main 
purpose is to deal with the complexity caused by an increasing number of 
service APIs in control plane software. ForCEG is also claimed to serve 
another important purpose: In the case of using multiple CEs, there may be 
conflicts due to e.g., inconsistent configuration of forwarding information. 
This may for example occur if two different CEs compute two different best 
routes to a particular destination. ForCEG is responsible for resolving such 
conflicts. 

Finally, research on how to build a ForCES-based experimental network 
to improve security, reliability, and scalability has recently been published 
[46]. 

2.1.3. Router and Switch Architectures 
The term distributed router is sometimes used for single-chassis routers 

where the packet forwarding and lookup operations are performed on the 
line cards—a more limited degree of distributed functionality [16]. We use 
the term in the more general sense to denote a system with several 
independent elements, which are physically separated and interconnected by 
a network.  

Research on router and switch architectures often relates to the actual 
interconnect for line cards, which is an area where a significant amount of 
work has been performed over the years [17], [18], [54], [60], [61], [78], 
[79], [93]. The objective is normally the sheer scaling of switching capacity, 
sometimes in combination with supporting an increasing number of ports. 
From an overview perspective, this type of work often deals with memory 
bandwidth limitations, buffer placement strategies, and switch matrix 
scheduling algorithms.  

One approach that gained attention during the late 1990s was to use 
crossbars together with input queuing to achieve high performance and 
100% throughput [78], [79]. A crossbar is a switched interconnection 
between input and output ports, where a controller is used to activate paths 
between inputs and outputs. One main challenge when using crossbars is the 
switch matrix scheduler, which decides how to configure the crossbar at any 
given time. This scheduler is centralized, and several such schedulers have 
been suggested over the years. One example is the iSLIP scheduler [78], 
which is claimed to be practical to implement and capable of performing 100 
million arbitration decisions per second, using contemporary hardware.  

The use of crossbars, input queuing, and a centralized scheduler was 
successfully adopted in commercial Internet core routers [20]. Still, such a 
centralized approach has limited scaling properties and has therefore been 
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designed for a fairly low number of ports. As a consequence, new solutions 
must be sought when line rates and number of ports increase. 

One current trend is that router and switch architectures are becoming 
more distributed, where decentralized solutions are explored in order to 
eliminate centralized scheduling. Such research efforts to improve the 
scaling of Internet routers can be recognized both within the research 
community and within industry [20], [55], [60]. Recent commercial high-
performance routers are based on distributed multi-chassis solutions, where 
line card chassis are connected to a switch fabric chassis. 

One interesting example of research on distributed router architectures is 
the Stanford 100 Tb/s router [60], [61]. The design is based on a load-
balanced switch architecture originally described by C-S. Chang et al [17], 
[18]. The load-balanced switch forms a recent interesting alternative to 
crossbars with centralized schedulers due to its scaling properties. The load-
balanced switch is based on 3 stages of line cards where optical switching 
can be used between the stages.  

The way the load-balanced switch is used in the Stanford 100 Tb/s router 
architecture, is that the two stages of optical switching are identical. The first 
switching stage spreads the traffic uniformly over the line cards in the center 
stage. The center stage is buffered where one FIFO queue per output is used. 
This arrangement of FIFOs is commonly known as VOQs—Virtual Output 
Queues. The second stage of the optical switch serves these VOQs at a fixed 
rate.  

One of the main virtues with the load-balanced switch is that there is no 
need for centralized scheduling. Instead, the switches walk through a cyclic 
sequence of configurations. Another advantage is that input buffering can be 
used, meaning that there is no need for memories operating faster than line 
rate. Finally, the use of optics allows high switching capacity without 
unrealistic requirements on power consumption. For these reasons, it is 
claimed that the router design based on this load-balanced switch 
architecture has excellent scaling properties in terms of capacity and number 
of ports. 

A prototype implementation of the 100 Tb/s router is under development, 
where line card chassis are connected to the optical switch fabric using fiber 
bundles spanning over 100s of meters. This is truly a distributed approach to 
building routers. However, from a logical viewpoint it is still a closed system 
without open, well-defined interfaces for internal communication.  

2.2. Motivations for a Decentralized Modular Design 
As mentioned earlier, one current trend in the development of routers is a 

decentralized design where control and forwarding functions are physically 
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separated. This can be described as a way of decoupling of packet 
forwarding capability from control functionality.  

The router architecture proposed in this thesis takes this decentralization 
and modularization further and can be described as a network of different 
processing elements (or nodes), running a modularized set of functions with 
a well-defined interface. For instance, some nodes may be responsible for 
control functions like routing protocols, signaling protocols, or network 
management. Others may be responsible for packet forwarding functions, 
differentiated services classification, or firewall functions. The different 
processing elements are interconnected using high performance switches 
(e.g., Gigabit Ethernet or 10-Gigabit Ethernet). Such a router design can be 
seen as a hybrid between a network and a router, but would still be regarded 
as one single router from an external viewpoint.  

We believe that the most important properties of the next generation 
router architectures will be scalability, robustness, and flexibility. In the 
following sections, we discuss the meaning of these properties and what 
requirements they pose on the router design. We also argue that a 
decentralized and modular router would prove beneficial in these aspects. 

2.2.1. Scalability 
Scalability is a multi-facetted issue. Examples of scaling properties are: 

• Number of ports (network interfaces) supported by the router. 
• Data forwarding capacity of the router. 
• Size of the state, e.g., various tables that the control and 

forwarding planes can hold. 
• Amount of signaling that can be handled by the router. 
• Power consumption. 

A router should scale both in terms of number of ports that can be 
connected to the router and in terms of data forwarding capacity. Forwarding 
capacity means both the number of bits per second and, even more 
important, the number of packets per second that the router can forward. It is 
also important that a router can be dynamically extended in these respects. In 
addition, it is required that this can be done without disrupting the router’s 
normal operation, so called in-service upgrades. 

The state of control and forwarding planes refers to various tables that 
must be maintained in the router. Examples of such tables are routing tables, 
forwarding tables, access control lists (ACLs), and so on. These tables tend 
to grow both in size and number of tables over time. The router may have to 
cope with large tables and perform various lookups in these tables without 
sacrificing packet forwarding performance. 
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Another issue related to scaling of the control plane is the amount of 
signaling that can be handled. One example is the number of BGP route 
updates per second that can be processed by the control plane. A router with 
several BGP peers will have to handle large amounts of messages that must 
be authenticated, which in turn consumes significant amounts CPU 
resources.  

Finally, power consumption is becoming a scaling issue. The latest 
commercial high performance core routers consume power in the order of 
what can be provided in a point of presence (POP) today. It is a challenge to 
continue to increase capacity and number of ports and still maintain 
reasonable level of power consumption. 

2.2.2. Robustness 
Reliability in routers is becoming more and more important as the 

commercial use of the Internet grows, and the general meaning of the term is 
that the services provided by the router should be available 99.999% of the 
time. In addition, the services should be provided in an accurate way without 
erroneous handling of traffic. Robustness is important both in the control 
plane and in the forwarding plane of the router. Some examples of 
robustness properties are: 

• Redundant functionality. 
• Maintaining forwarding functionality if control plane temporarily 

goes down. 
• Multiple communication paths in the router’s interconnection. 

Robustness can be achieved in several different ways, e.g., through 
replication, load sharing, and functional separation (distributed control). 

One dimension of robustness is to provide redundancy through the sheer 
replication of functionality. The purpose of replicating functionality is 
obvious; reliable routers should not have single points of failure. The 
challenge is to coordinate the redundant functions. 

An intuitive way of coordinating multiple redundant functions is to run 
them in a master-slave fashion. The slaves are passive copies of the active 
master and a slave can be invoked when the master stops working properly. 

An alternative way is to do load sharing. This means that several copies 
of a computing element are active simultaneously and computational tasks 
are spread out over these nodes. If one of them fails, the others will continue 
to run, and the function will thus still be executed, but with reduced 
performance. Robustness through replication is important for control 
functionality as well as for forwarding functionality and for the 
interconnection between the line cards in a router. 
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Another dimension of robustness is to decouple forwarding functionality 
from control functionality so that forwarding functions can continue to 
operate even if the control plane temporarily goes down. This means that the 
router can serve traffic according to the latest state of forwarding tables 
before the control plane stopped. State changes cannot be dealt with until the 
control plane is up and running again. 

We believe that passive redundancy, load sharing, and separation 
between control and forwarding can be efficiently used in a distributed 
environment, like a decentralized router. For instance, robustness in the 
control plane can be provided through the use of decentralizing separate 
different functions of the router over different processing elements. This can 
be referred to as distributed control. The purpose is to eliminate 
dependencies between functions so that potential errors can be isolated. An 
example can be taken from the routing software. Often, all routing protocols 
supported by a router are executed by one single processor, sometimes even 
as one single large process. Then, if an error in a specific routing function 
causes a crash, all routing protocols may stop working. Instead, the software 
can be modularized and the different protocols be distributed over different 
processing elements. Thus, if one processing element goes down the damage 
will be isolated to a specific routing protocol, and the remaining protocols 
can continue to operate. 

2.2.3. Flexibility 
Flexibility relates to the introduction of new services in the router and has 

several dimensions: 
• Ability to modify the packet processing along the data paths in 

the router. 
• Ability to modify and extend to the control plane of the router. 
• Ability to mix network interfaces of various types to a reasonable 

cost. 
In the context of packet forwarding, flexibility primarily means the ability 

to modify the per-packet processing functions in the router. Many new 
services affect the way packets are processed inside the router. This is a 
challenge due to the fact that increasing external line rate limits the amount 
of time a packet can spend being processed inside the router. The current 
trend is that external line rate increases faster than logic and memory speed, 
meaning that the allowed packet processing time decreases while the amount 
of work that has to be done for each packet increases. 

In addition to flexibility in the data plane, there is a need to be able to 
modify the control plane. Introducing a new service normally means that 
both the control plane and the forwarding plane need to be updated. New 
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services are constantly being developed, which makes the software-intense 
control plane grow in size and complexity. Flexibility is an important issue 
also for the control plane in the sense that it must be possible to add new 
services while still maintaining a robust control plane implementation and 
thus maintaining a high availability.  

Yet another dimension of flexibility relates to the mix of network 
interfaces that can be supported by the router. Technically, this may not be 
an issue since virtually any router can support many types of interfaces. 
However, in the case of high performance routers the interface cards are 
normally attached to a high-speed back-plane. This means that low-speed 
network interfaces become unnecessarily expensive. We refer to flexibility 
in this sense as the possibility to support low-speed network interfaces 
without paying the penalty of a high-speed back-plane connection. 

2.2.4. Meeting the Requirements 
The need for scalability, robustness, and flexibility can be condensed to a 

set of requirements forming the motivations for our model of a router. In this 
section we explain why a decentralized modular router composed of many 
different functional nodes is well suited to meet these requirements. 

We believe that a decentralized modular design where the router is 
composed of a network of different processing elements has attractive 
scaling properties. Both number of ports and forwarding capacity can be 
increased by adding more nodes with forwarding capabilities. Further, 
adding more switch elements in the internal network connecting the nodes 
can increase the switching capacity between nodes. In the proposed 
architecture, nodes operate more independently than components of a 
traditional router, which means nodes can be added, removed or replaced 
with a minimal disturbance to the rest of the system. Scaling the control 
plane can be achieved by adding more control nodes to the system, thereby 
increasing the control plane processing performance. 

Robustness requires that certain functions be replicated in the router. In 
modern existing routers, there is a clear separation into control plane (e.g., 
routing and signaling functions) and forwarding plane (packet processing 
and forwarding). The standard solution to introduce redundancy in the 
control plane is to use two control processors—a primary and a secondary—
running the complete control software system [22], [56]. If the primary fails, 
the secondary will take over the control of the router. In the proposed 
architecture, robustness through replication can be taken much further.  

We believe there would be benefits from a robustness perspective in 
modularizing and decentralizing the control plane into many interoperating 
control nodes. Such a system can implement load sharing by using multiple 
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copies of a specific control node. Further, distributed control can be achieved 
by using different types of control nodes with different responsibilities. The 
challenge is to coordinate the control nodes in this distributed environment.  

When it comes to flexibility, we believe that modularized functionality 
with well-defined standardized interfaces allows different functions to be 
combined in a much more flexible way than is possible in today’s routers. 
Adding new services in the control and forwarding planes can be done in a 
natural way due to the modular structure of the design. Also, the use of a 
switched network between the modules makes it possible to mix 
heterogeneous forwarding nodes with different speeds. Low-speed 
forwarding nodes can use a low-speed connection to the internal network.  

Another form of flexibility in the proposed architecture relates to the use 
of standardized interfaces between the nodes composing the router. If 
vendors adopt standardized interfaces between router modules in the future, 
this would open up for mixing off-the-shelf products, which is not possible 
today. For instance, a system integrator can construct multi-vendor systems 
by combining different heterogeneous control and/or forwarding modules. 
The possibilities with a multi-vendor system would allow different sub-
vendors to specialize in developing specific parts of a router. This means that 
router subsystems can evolve independently, which may improve the router 
development in the future. 

2.3. An Abstract Model of a Decentralized Modular Router 
In the system design of a decentralized modular router we use the abstract 

model depicted in Figure 2.5. Using the terminology of ForCES [31], this 
figure shows a network element (i.e., the decentralized router), which 
consists of several functional nodes. The nodes are of two main categories, 
control elements (CE) and forwarding elements (FE). 

Different control elements have different responsibilities, and typically 
implement functions such as routing protocols (e.g., RIP, OSPF, BGP), 
signaling protocols (such as the resource reservation protocol RSVP), 
network management functions, and configuration tools. Examples of 
functions implemented in the FEs are forwarding, classification, traffic 
shaping, and metering. 

An important part of the model is to find a proper way to divide the router 
into different functional nodes and outline interfaces and communication 
protocols between these nodes. One of the goals with our model is to support 
physical separation between components at the box level, which requires a 
robust internal communication protocol between the nodes. 
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As can be seen in Figure 2.5, several communication paths between the 

processing elements have been identified. There are two types of internal 
traffic in the NE; data traffic and control traffic. Data traffic is either traffic 
to be forwarded from one external network interface to another or traffic that 
are destined to or originating from the NE itself. Packets forwarded by the 
NE are typically sent directly from one FE to another along the NE’s fast 
path, or simply forwarded between interfaces controlled by the same FE. 
Traffic destined to or originating from the NE typically has a CE as the end-
point, e.g., in the case of routing protocol messages (e.g., OSPF or BGP 
messages) that are exchanged between the NE and neighboring routers. 
Thus, data paths are needed also between CEs and FEs. Furthermore, these 
paths may be used when an FE receives a packet that it for some reason 
cannot forward itself. In this case the packet may be sent to a CE along the 
slow path of the NE. 

Control traffic inside the NE is of more complex nature than the data 
traffic. Control information is exchanged between CE-FE, CE-CE, and FE-
FE. An example of CE-FE control information is a route lookup table entry, 
computed by the routing protocols in the CE, that has to be distributed to the 
FEs in order for them to perform the actual lookups when forwarding a 
packet from one external port to another. CE-CE control information is 
exchanged, for instance, to control activities related to CE redundancy or 
load sharing between CEs. These examples of control information concern 

FE1 FE2

External Ports

CE – Control Element
FE – Forwarding ElementCE1 CE2

Data
Control

NE – Network Element

 
Figure 2.5. Abstract model of a decentralized router, with its 
internal communication paths. 
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the NE’s normal operation. In addition, control information is exchanged 
between all cooperating elements (CEs and FEs) to establish and maintain 
association between each other. 

A decentralized modular router is in fact a distributed system, where 
computational tasks are spread out over multiple processing elements and 
databases must be shared between the processing elements. Examples of 
databases in the decentralized modular router model above that must be 
shared among CEs and FEs are routing tables, ARP tables, and traffic filter 
databases. 

In general, the shared database in a distributed system can either be 
centralized or distributed over the elements using the database. A centralized 
database is likely to be less complex to manage, but result in higher 
overhead due to transactions between the elements and the database. In the 
case of a distributed router we cannot rely on centralized databases due to 
performance reasons. For instance, the forwarding elements will need local 
copies of the routing table to be able to perform fast route lookups. This 
issue is emphasized in situations where the router is distributed over a larger 
geographical area. Thus, the communication protocol between elements in 
the NE must ensure that the elements in the NE always have a common and 
up to date view of the routing table. 

2.4. System Design 
A distributed router, consisting of different processing elements 

interconnected using an internal network, is depicted in Figure 2.6. CE 
functions are generally performed in software running on a general-purpose 
CPU. FEs can use different types of hardware depending on forwarding 
properties required from the system. The main types of hardware platforms 
available for packet forwarding are ASICs (Application-Specific Integrated 
Circuit), FPGAs (Field-Programmable Gate Array), network processors, and 
general purpose CPUs. From a performance versus flexibility perspective, 
ASICs can be placed in one end of the spectrum giving high performance 
and very limited flexibility, while general purpose processors are in the other 
end of the spectrum providing limited performance but a high degree of 
flexibility. FPGAs and network processor can be seen as more balanced 
tradeoffs between performance and flexibility. 

There are several interesting design alternatives when it comes to 
building a decentralized router based on the system description above. Our 
approach is to use existing open source software modules and off-the-shelf 
hardware (such as PCs and network processor development platforms) as 
processing elements in the system design. Thus, we will have to modularize 
components rather than develop modularized components from scratch. One 
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purpose with this approach is to demonstrate that our design can be realized 
without building dedicated hardware. 

 

 
 
We use the monolithic PC-based router architecture as the starting point 

for the design work, and we develop internal protocols and mechanisms 
needed for the physical separation of different router functions and 
controlling the router in distributed environment. The design of the protocols 
for distributed router control is influenced by the ways in which internal 
communication takes place in an ordinary PC-based router running UNIX, as 
depicted in Figure 2.7. 

The basic operation of such a router can be described as follows. The 
routing software (routing protocols, configuration tools, etc.) builds up a 
routing information base (RIB). The information in the RIB is condensed 
and communicated to the operating system kernel, where a forwarding 
information base (FIB) is constructed. The FIB is consulted by the kernel-
level IP packet forwarder in order to forward packets from incoming to 
outgoing interfaces (IF). 
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Figure 2.6. Overview of a distributed router with eight network 
interfaces. It consists of three control elements and four forwarding 
elements. 
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The local communication between the routing software and the operating 

system kernel is done through the Netlink protocol [98]. Netlink is used 
locally on Linux systems as a networking application programming interface 
(API) for the Linux kernel. In general, there is a number of networking 
objects that reside in the UNIX kernel, such as FIBs, interfaces, filter rule 
sets, etc. Networking applications use Netlink to access those objects. 

Netlink is designed to operate in a centralized environment and assumes 
that network interfaces and other networking objects exist locally and can be 
manipulated through the operating system. Further, Netlink does not have 
support for communication over a network in a distributed environment, 
such as the distributed system in Figure 2.6. 

The physical separation into CEs and FEs requires a communication 
protocol for coordination of activities between the different elements. As 
mentioned earlier, there are protocols emerging within the IETF ForCES 
working group in this area, but there are currently no implementations 
available that suite our needs. Therefore we have taken the approach to use 
the emerging protocols as a starting point, and add extensions for our 
specific purposes. We call the result Forz, which is a protocol for internal 
communication within the distributed router. Forz deals with CE-FE 
communication as well as CE-CE and FE-FE communication. This differs 
from the ForCES model (see Section 2.1), which uses the ForCES protocol 
for CE-FE communication only. 

Forz is closely described in Section 2.5, and one of its duties in our 
distributed router is to encapsulate Netlink messages and add information 
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Figure 2.7. A Monolithic PC-based router. 
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necessary for distribution in a decentralized router with physically separated 
functional elements. This is illustrated in Figure 2.8. 

 

 
At a conceptual level, the operation between physically separated CEs 

and FEs can be described as follows. Control plane networking applications 
running on the CE will generate Netlink messages that are captured by the 
Forz middleware running on the CE. The messages will then be encapsulated 
and transported to the FE by the Forz protocol. Finally, Forz middleware 
running on the FE will decapsulate the Netlink message and translate it to a 
format which can be used to configure the FE. Recall that FEs can be 
implemented using a variety of hardware and software platforms. Therefore, 
this translation is needed to convert the information in the Netlink message 
to a format that can be interpreted by the specific hardware and software 
platform used by the FE. As we shall see later (in Section 2.7), different 
strategies can be applied when implementing this system. 

Another design issue relates to how the NE should be configured, i.e., 
how to decide which processing elements (CEs and FEs) should cooperate to 
form a certain NE, and how the CEs and FEs establish connectivity between 
each other. This association between elements inside the NE could be either 
fixed or dynamic. Our approach is that a trusted entity decides which 
components should constitute the NE using a basic configuration for the NE. 
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Figure 2.8. Physical separation between control element and forwarding 
element. 
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However, CEs and FEs configured to belong to a certain NE may join and 
leave the NE in a dynamic fashion. Thus, our router model can be described 
as a loosely coupled system. We believe that this will lead to a design that is 
both robust (the NE can continue to operate even if a certain element breaks) 
and flexible (elements can be added and deleted during operation of the NE). 

 Forwarding and control elements that are configured to belong to the 
same NE can be started and stopped at arbitrary times and independently of 
each other. The typical scenario is that a CE is started, begins to announce 
itself and waits for announcements from other elements. Then an FE is 
booted and the CE and FE will associate with each other, verifying that they 
belong to the same NE. The CE will probe the FE for its network interfaces 
(type of interface, number of interfaces etc). The CE will register the 
information and start configuring the interfaces on the remote FE. A CE that 
is responsible for IP routing will then start to exchange routing protocol 
messages with neighbor routers and build up a routing table.  

Routing table entries will be distributed to the forwarding elements, 
which will build local forwarding tables based on this information. There are 
no restrictions on the start-up order among the elements. For instance, a 
forwarding element of an NE can be started when the rest of the system has 
been up and running for a while. When this forwarding element has 
identified itself and associated with the other elements its network interfaces 
will be configured by a CE, and the current state of the databases will be 
transferred to the forwarding element. 

2.5. The Internal Protocols—Forz 
Forz is a protocol with three main parts: association, configuration, and 

data transfer. In the association part of the protocol, the constituting elements 
establish the communication and declare their capabilities. 

The purpose of the configuration part is to convey configuration 
commands and event notifications. For example, if a CE computes new 
routes for a destination, this information is conveyed to the FEs to be 
installed in the forwarding tables. Correspondingly, if a physical link on a 
FE fails, the CEs need to be notified. 

The Forz configuration messages are based on the Netlink protocol. More 
specifically, the networking objects that reside in the Linux kernel, such as 
routing tables, interfaces, filter rule-sets, etc, are managed and controlled 
from user space using Netlink.  

The data transfer part, finally, deals with the switching of data packets 
between FEs, and with data packets that are either destined to or originating 
from the NE itself. Ideally, an FE should be capable of making local 
forwarding decisions so that packets can be forwarded along the fast path. 
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However, there are occasions when higher-level functions must be involved 
in processing the packet along the slow path. The data transfer part of Forz 
deals also with slow path forwarding. 

Forz messages are sent between elements in the distributed router. The 
message data structure consists of a common Forz header followed by a 
type-specific payload. The Forz message structure is shown in Figure 2.9. 

 

 
The Forz header contains the following fields: 

• VER: The version of the Forz protocol. 
• MSG_TYPE: The type of the message. 
• NE_ID: The network element identifier of the distributed router 

to which a set of CEs and FEs belong. 
• SRC_ID: The identifier of the element that sent the message. 
• DST_ID: The destination element identifier, which either 

identifies a single element, a group of elements, or all elements 
within an NE. 

Before Forz can start to operate within the distributed router, a certain 
degree of configuration information is needed by the participating elements.  
In a bootstrap phase, elements must learn their respective roles and be able 
to find each other and establish communication. This pre-association can be 
done through manual configuration of individual elements. However, this 
tends to be cumbersome and time-consuming. Consequently, we have also 

Forz Header Embedded NetlinkConfiguration:

Forz Header Embedded DataData:

Forz Header Hello/ByeAssociation:

VER MSG_TYPE NE_ID SRC_ID DST_ID

 
Figure 2.9. Forz messages have a common header and a type-specific 
payload. 
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experimented with a management tool, called network element manager 
(NEM), which performs the initial configuration of the elements forming a 
distributed router [40]. With it, we can associate individual elements with the 
network element, assign control addresses and interfaces for the internal 
networks, as well as control logging and debugging.  

NEM communicates using a management multicast group address. 
Therefore, the elements need only configure this multicast address to be able 
to bootstrap the system. All other pre-association configuration information 
is conveyed via NEM. 

In the following sections the different parts of the Forz protocol are 
described. 

2.5.1. Association 
After the pre-association procedure, CEs and FEs can enter the 

association part of the Forz protocol with the main purpose to dynamically 
setup the internal relations within the distributed router. The Forz association 
is relatively simple. It consists of a HELLO protocol that periodically 
transmits the status of an element to the rest of the group over IP multicast. 
The HELLO protocol supports the following features: 

• Ability to join and leave a network element. 
• Announcement of addresses for internal control and data 

networks. 
• Announcement of the element capabilities. 

When a new element is started, its Forz database is initially empty. When 
the element joins an existing NE, it sends a HELLO message to the control 
multicast address. This causes all other elements to extend their databases to 
include this new participating element. The initial HELLO also triggers 
HELLO messages from all existing NE members, thus enabling the new 
element to extend its own database until it is complete—i.e., it contains all 
active members of the NE. 

The type-specific part of the HELLO message contains the protocol 
element’s IP address on the internal control and data networks respectively. 

The HELLO message also carries capability information so that a CE or 
FE can inform other participants of the NE about its own capabilities. 
Different CEs may have different functionalities and an FE must have a way 
of knowing which CE is responsible for what functions. As an example, 
routing messages (BGP or OSPF) may be sent to a CE responsible for 
routing and ARP (Address Resolution Protocol) messages to another CE 
responsible for address resolution. When an FE receives a packet that needs 
local delivery to a CE, the capability information can be used to pick the 
appropriated CE for local delivery.  
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Moreover, different FEs may have different forwarding capabilities. 
Some FEs may only be capable of performing plain IPv4 forwarding while 
others may have support for classification, quality of service, and traffic 
shaping. A CE controlling an FE must be aware of such capabilities so that it 
can perform appropriate configuration of the FE. 

When a protocol element is brought down in a controlled manner, it will 
send a BYE message telling the remaining protocol elements that it has left 
the NE. If a protocol element crashes, the absence of HELLO messages 
(heartbeats) will cause the remaining participants in the NE to take the 
appropriate actions. 

Forz association allows for dynamic changes in the element configuration 
so that CEs and FEs can join or leave the NE at any time during operation. 

2.5.2. Configuration 
Forz configuration is based on the Netlink protocol. Netlink specifies an 

extensive set of messages for various IP services. A simple example of an IP 
service is the traditional IPv4 forwarding where the control plane provides 
the routing functionality, and the forwarding plane provides the actual 
forwarding of packets from one link to another. Netlink specifies the 
messages that are needed to communicate information between control plane 
and forwarding plane. There are many IP services defined in Netlink, and the 
Netlink services that are distributed by the current version of the Forz 
protocol are the following: 

• Network interface service 
• IP address service 
• Network route service 
• Neighbor setup service 

The network interface service provides the ability to create, remove, or 
get information about a network interface. Examples of information 
communicated by this service are type of link device, device flags, interface 
name, hardware address, etc. The related Netlink messages that are 
distributed by Forz are: 

• NEWLINK: to create network interface information  
• DELLINK: to remove network interface information 
• GETLINK: to get network interface information 

The IP address service provides the ability to add, remove, or receive 
information about an IP address of an interface. Examples of information 
communicated by this service are IP address, broadcast address, address 
flags, etc. The related Netlink messages are: 

• NEWADDR: to create IP address information 
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• DELADDR: to remove IP address information 
• GETADDR: to get IP address information 

The network router service provides the ability to create, remove, or 
receive information about a route. Examples of information communicated 
by this service are prefix (destination address and address mask), next hop 
address, type of route, etc. The related Netlink messages are: 

• NEWROUTE: to create route information 
• DELROUTE: to remove router information 
• GETROUTE: to get route information 

The neighbor setup service provides the ability to add, remove, or receive 
information about a neighbor table entry, for instance an ARP table entry. 
Examples of information communicated by this service are IP address and 
MAC address. The related Netlink messages are 

• NEWNEIGH: to create neighbor information 
• DELNEIGH: to remove neighbor information 
• GETNEIGH: to get neighbor information 

Forz configuration messages encapsulate Netlink messages, and 
accordingly Forz follows the original Netlink protocol behavior rather 
closely. However, configuration messages need to be reliably transmitted in 
order not to violate the underlying Netlink semantics. For example, if a CE 
changes a route and only succeeds in transmitting it to a subset of FEs, it 
may cause an inconsistent internal state. One way to deal with this issue is to 
use reliable transport protocols for configuration messages. This is further 
discussed in Section 2.6 and in Chapter 3. 

Further, since Forz is distributed and Netlink is not, several changes to 
the Netlink parameters have been made. This includes mapping network 
interface names and indexes from local to global scope. That is, a Netlink 
message may indicate an interface, but a Forz message also needs to indicate 
to which FE the interface belongs. During execution of the Forz protocol, an 
element database is constructed to keep track of the participants forming the 
NE. This element database is consulted in order to map local interface 
information to a global scope and vice versa. 

As an example, consider the situation when a CE and an FE has 
established association within an NE. The FE will then report its interfaces 
through a Forz-encapsulated NEWLINK message for each external interface 
on that FE. The NEWLINK message includes the name and the hardware 
address of each interface. 

The name of the external interface is formed by concatenating the name 
of the FE and the local interface name. Thus, for example, the eth0 interface 
of FE2 is named fe2:eth0. The element identifier is concatenated with the 
local interface index to form a global interface index that can be used 
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universally within the distributed router. When the NEWLINK messages 
arrive at the CE, the interfaces will appear in networking applications for the 
distributed router that executes on the CE. 

When a CE has discovered a new external interface, the CE can assign an 
address to that interface. In our case, we use standard tools like the Zebra 
routing daemon [34], “ifconfig”, and “ip”. This will result in a NEWADDR 
message being captured by the Forz protocol and propagated to the other 
elements. The FEs will install the new addresses and ensure that incoming 
packets destined to that address are forwarded to the CE. Note that this 
applies to all FEs, not only the FE where the physical interface actually 
resides. 

In a similar fashion, routes set by a configuration tool, such as the “route” 
command or by a routing daemon, result in a NEWROUTE message being 
captured by Forz and sent to all other elements. Upon reception of such a 
message, the FEs will install the corresponding route in their FIBs. The FIB 
installation may require some conversion of the routing information 
depending on whether the outgoing network interface is a local interface or 
not. If not, packets forwarded onto the network interface need to be relayed 
to the corresponding outgoing FE over the internal data network. 

2.5.3. Data Transfer 
The main purpose of the data transfer part of Forz is to transfer IP packets 

that are either destined to the NE itself or originating from the NE. Such IP 
packets may have to be transported over the CE-FE interface. A typical 
example of this is when a CE exchanges routing protocol messages (e.g., 
OSPF or BGP messages) with a remote router. An incoming IP packet that is 
to be terminated in a CE will be received by an FE, encapsulated in a Forz 
data message, and sent to the appropriate CE. An outgoing packet 
originating from a CE will be encapsulated in a Forz data message, sent to 
the appropriate FE, which will decapsulate the IP packet and forward it onto 
the external link. 

The data transfer part of Forz could also be used to switch packets 
between FEs—when the incoming and outgoing port of a packet reside on 
different FEs, the packet needs to be transported across the internal network. 
However, it may be argued that Forz level encapsulation can suffer from 
poor performance due to application-level manipulation of data. Therefore, 
Forz level encapsulation of data may not be suitable for data traffic that is 
forwarded between FEs in the distributed router. In contrast, control traffic 
to or from CEs is not likely to be as sensitive to the limited performance 
potentially caused by application level tunneling. Therefore, Forz level 
encapsulation of data may be sufficient as a carrier of IP packets to/from the 
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router’s control plane. As such, Forz level encapsulation is advantageous 
from a simplicity perspective—it can be implemented entirely at the 
application level, without any modifications at the operating system level.  

It should be noted that some form of encapsulation or tunneling is needed 
when transferring data over the internal network in the general case. A 
particular problem that occurs is that the IP header of the packet cannot be 
used for routing over the internal network. This is further discussed in the 
following section.   

2.6. Internal Network 
The design of the internal network for control and data traffic between 

elements opens up different alternatives. The requirement on the internal 
network is that it should scale to a large number of FEs and CEs as well as to 
a geographical area that goes beyond a regular multi-chassis solution. This 
could be fulfilled, for instance, by a layer 2 network (like Ethernet) or by an 
IP network. 

Our design choice is to use an IP network internally, which will give us 
the possibility to use existing well-known APIs and transport protocols 
(TCP, UDP etc.) to implement the protocols for internal communication 
between modularized components (CEs and FEs) in the NE. Further, our 
design uses two internal networks—one control network for internal control 
traffic and one data network for internal data traffic. The reasons behind that 
decision are that these networks should be dimensioned differently. The data 
network should be of very high capacity and possible to extend if more 
forwarding elements are added to the system while the capacity requirements 
on the control network are more relaxed. The separation of data and control 
will prevent control traffic from being starved out by large volumes of data 
passing through the NE. An alternative method could be to use one single 
network and devote a part of the capacity to control traffic or give a higher 
priority to control traffic. 

Another issue regarding internal communication between the elements 
constituting the NE concerns the choice of transport protocol. For simplicity, 
an attractive choice is to use UDP, which also gives the possibility to use IP 
multicast. However, there are many different types of information that are 
communicated between the elements. Some information may require reliable 
transport (e.g., route updates) and others may prefer timeliness rather than 
reliability (e.g., heartbeat messages). There may even be information that is 
sent from one to many that still requires reliable transport. The conclusion is 
that we cannot rely solely on UDP and IP multicast. Some information will 
be communicated internally over TCP and possibly also over a reliable 
multicast transport protocol. 
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The choice of an internal IP network opens up interesting challenges 
related to forwarding of packets internally. The internal IP network may be a 
routed multi-hop network, and the internal routing must thus be separated 
from the external routing. If IP addresses are used for internal addressing, 
those IP addresses have to be taken from a different address space than is 
used for the external routing. Further, an FE that receives a packet on an 
external interface cannot simply process the packet and forward it onto the 
internal IP network. For example, TTL should only be decremented by one 
during the transfer over the internal network from ingress FE to egress FE 
regardless of how the packet is forwarded internally inside the NE.  

For these reasons, packets need to be encapsulated before they are 
transmitted across the internal network. There are several standardized ways 
to hide the internal IP network to the external world, through the use of e.g., 
VLAN 802.1Q, MPLS, or IP in IP tunnels. 

The encapsulation of packets transported from ingress to egress FE is also 
depending on the design of the address lookup operation. Simply put, the 
lookup operation must return the next hop router’s MAC address and the 
outgoing interface to forward the packet properly. 

There are different ways to partition the lookup operation between 
ingress FE and egress FE. One alternative is to let the ingress FE perform the 
complete lookup. In this case, the ingress FE must communicate the result of 
the lookup (i.e., outgoing interface and next hop MAC address in the 
simplest case) along with the actual packet when it is forwarded internally to 
the egress FE. The egress FE can then transmit the packet on the outgoing 
interface without being involved in the lookup operation. This means that the 
complete forwarding decision could be made in one single lookup operation, 
which may be advantageous for efficiency reasons. 

An alternative to performing complete lookup on the ingress FE could be 
to let the ingress FE only look up the egress FE, and leave it to the egress FE 
to complete the forwarding decision by performing a new lookup resulting in 
outgoing interface and next hop MAC address. The advantage is that no 
information must be communicated along with the packet from ingress FE to 
egress FE meaning that a raw data transfer of the packet can be done 
internally. The drawback is that at least two lookup operations must be done 
to make a complete forwarding decision.  

The lookup operation used as an example here is the simplest possible. 
Normally, routers are capable of performing much more advanced lookups 
based on information in link, network, and transport level headers. The 
conclusion is that ingress and egress FE may have to cooperate to do a 
complete forwarding decision and that it must be possible to communicate 
information from ingress to egress FE along with the packet itself. 
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2.7. Control Element Design and Implementation 
This section discusses the implementation of an experimental distributed 

router. The focus is on the control element, for which two design and 
implementation approaches are described.  Both these methods have been 
used for experimental purposes and demonstrations. We also briefly describe 
the design and implementation of various forwarding elements that have 
been used in our prototype. 

The fact that Forz configuration messages encapsulate Netlink messages 
yields a straightforward configuration on Linux-based platforms: Outgoing 
Netlink messages can be captured from the kernel and forwarded over the 
internal network, while incoming Netlink messages can be extracted from 
the Forz messages and communicated to the kernel. On other platforms, 
configuration information needs to be translated between the Netlink format 
and a platform-specific format. 

Depending on the implementation approach, Forz messages may also be 
used for the transfer of data between elements inside the distributed router. 
This is further discussed later in this chapter. 

Before moving on to CE- and FE-specifics we describe a common view 
of a functional element participating in the NE. The internal architecture of 
such a functional element within the distributed router is illustrated in Figure 
2.10.  
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Figure 2.10. Internal architecture of a functional element (CE or 
FE). 
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Each element has a common part, the Forz protocol for internal 

communication between CEs and FEs, and a specialized adaptable part 
connecting to various hardware platforms, operating systems, or 
applications. The Forz protocol can operate over the internal control network 
as well as over the internal data network. 

A CE typically runs a large amount of software applications that are 
needed for the operation and maintenance of the distributed router. This 
includes routing protocols, networking tools, programs for remote access, 
network management software and so on. Existing Unix-based operating 
systems provide a large amount of applications for such purposes, and it is a 
great advantage if these applications can be used in our decentralized 
system. 

The difficulty is that the applications are developed for a traditional 
monolithic system where the router’s network interfaces and the operating 
system are located within the same physical unit. However, from the view of 
a CE in a decentralized router, the network interfaces of the distributed 
router are located remotely at the FEs. As a consequence, the remote 
network interfaces must be represented locally at the CE. This is needed for 
two primary reasons: First, configuration information regarding network 
interfaces must be diverted to the remote FEs, where the physical interfaces 
can be configured. Second, applications running on the CE must be able to 
use a network interface for transmitting and receiving external data (i.e., data 
to and from remote peers). 

Figure 2.11 illustrates a general design approach where the physical 
interfaces residing at the FEs have been made visible to the control software 
on the CE. This has been accomplished through the creation of virtual 
interfaces (VIF in the figure) that represent the physical interfaces (IF in the 
figure).  

A VIF should be seen as an abstract representation of an IF, and as we 
shall see in the continuation of this section, VIFs can be implemented in 
different ways. One alternative is to integrate the Forz protocol directly with 
the control software. This means that any existing piece of control software 
needs to be rewritten to make it usable in a distributed environment. The 
advantage with this method is that the resulting software can be kept 
platform independent and that only user level programming is needed. The 
disadvantage is that there will be no kernel level objects (like network 
interfaces) available locally in the CE since the network interfaces are 
physically located on a remote FE. Instead, such objects must be built inside 
the CE’s applications. 



 

 
58 

 
In a user level CE implementation it is not possible to use the kernel level 

TCP/IP protocol stack communication with external peers (i.e., outside the 
NE itself). The reason for this is that internal and external IP routing and 
addressing are separated. We let the BGP routing protocol serve as an 
example of this situation: 

The BGP daemon runs on a CE and communicates over TCP with 
neighboring routers outside the NE. The BGP daemon expects that the 
physical interfaces are present locally and that packets to/from the daemon 
go through the kernel level TCP/IP stack. Instead, user space interface 
objects must be created and packets to/from the BGP daemon have to go 
through the user level Forz software. This means that a user level TCP/IP 
stack is needed, since the kernel level TCP/IP stack is only aware of the 
NE’s internal IP network. This is illustrated in Figure 2.12.  

An alternative method is to create virtual interfaces in the operating 
system kernel and to let these virtual interfaces serve as local representations 
of the remote physical interfaces. Such an approach allows the control 
applications to remain unchanged and to operate on kernel level objects 
associated with the virtual interfaces. This alternative may be more 
challenging from a programming perspective and also result in a platform-
dependent implementation. Porting the kernel level software from one 
platform to another is not likely to be straightforward. However, it is a great 
advantage to be able to use existing control applications without 
modifications. 
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Figure 2.11. General view of the CE with FEs. 
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In the following, we investigate these two different approaches to the 
representation of network interfaces in the CE. We refer the methods as 
application-level and OS-level interface representation respectively. 

2.7.1. Application-level Interface Representation 
In the first approach, the operating system is unaware of the remote 

network interfaces. Instead, the applications are modified and linked to a 
Forz library in the following way. 

During execution of a configuration tool, control information is sent in 
Netlink messages down towards the kernel. The Forz module will intercept 
such a message and redirect it to the corresponding FE instead of to the local 
kernel interface. Correspondingly, the configuration tool receives Netlink 
messages generated by FEs via the Forz module. 

In addition, data traffic terminating in or originating from an application 
running on a CE needs special treatment. Such traffic needs to be supported 
in some way, and one approach is through a user-space TCP/IP stack 
implementation, since the approach taken here is that the operating system is 
unaware of the remote network interfaces and therefore the operating 
system’s TCP/IP stack cannot be used for traffic to or from the external 
world. It can only be used for communication within the internal network 
used to connect CEs and FEs. 

Figure 2.12 shows an example of a routing daemon (Zebra) that has a 
special Forz library. This is one example of a networking application that has 
been modified according to the application-level approach. The modified 
Zebra software module distributes all queries by invoking the Forz module 
instead of making local system calls. In this way, the OS kernel need not be 
aware of the distributed nature of the router, since this is being managed 
completely in user-space. In particular, the kernel is not even aware of the 
external interfaces of the distributed router. The application-level Forz 
software provides a virtual representation of the remote interfaces. In the 
system depicted in Figure 2.12, the virtual interfaces would be denoted 
fe2:eth0 and fe2:eth1 according to our way of naming virtual interfaces. 
Additionally, the module needs to contain a user-level IP stack for data 
traffic to and from the Zebra software. 
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In Figure 2.13 we show an example of the interaction between CEs and 

FEs. In the example we assume that the association phase is completed and 
that the Zebra routing module is up and running on the CE. Zebra and Forz 
are integrated according to the application-level approach. The figure shows 
the communication between CE and FE, and how the Zebra software triggers 
the communication. 

In this example we illustrate what happens when the Zebra software 
sends a query to find out what links are present in the router. Zebra sends a 
Netlink(GETLINK) message that is being processed by the Forz software. 
The CE side of the Forz protocol then consults its database and sends a 
Forz(GETLINK) message to the FEs that has been found during the 
association phase. Upon reception of this message, the FE side of Forz 
probes its network interfaces. The FE then uses Forz to report its interfaces 
to the CE through the transmission of Forz(NEWLINK) messages. When a 
Forz(NEWLINK) message is received by the CE, it will create a virtual 
interface (VIF) at the CE that can be seen and manipulated by the Zebra 
software. The CE side of the Forz protocol will make sure that any 
manipulation of the VIF will be communicated to the FE to which the 
corresponding physical interface (IF) belongs. 
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Figure 2.12. Application-level interface representation. A user-space IP 
stack is provided for end-to-end communication. 



 

 
61 

 
 
In Figure 2.13 we also show how Zebra sets up a new route that has been 

configured or computed by a routing protocol. Zebra will then generate a 
Netlink(NEWROUTE) message that will be snooped by the Forz module. 
The CE will set this entry in its RIB (Routing Information Base) and the 
Forz protocol will communicate the route to the correct FE through a 
Forz(NEWROUTE) message. Finally, the FE will update the FIB that is 
built up in the forwarding element. 

The advantage with the application-level approach is the flexibility of the 
application: it can be ported to any operating system without kernel 
modifications. The disadvantages are that all applications need to be 
modified to be aware of the non-local interfaces, and that a user-space 
TCP/IP protocol stack must be supplied. 

2.7.2. OS-level Interface Representation 
With this approach, the goal is to keep the CE applications unmodified, 

which requires that the operating system is aware of the network interfaces 
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Figure 2.13. Example of Forz message exchange between CE and FE 
using the application-specific interface representation. 
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remotely located at the FEs so that the native IP stack can be used for 
communication between FEs and CEs. This is achieved in the following 
way. 

For each remote interface on an FE, a corresponding network interface 
object is created in the CE operating system. These interface objects are 
instantiated as tunnel interfaces, i.e., non-physical software-based interface 
structures. Thus, the tunnel interfaces are OS-level representations of the 
remote interfaces, and they are also named according to our interface naming 
conversions (e.g., fe2:eth0). These interface structures can be used by any 
CE application in the same fashion as ordinary local network interfaces. 

Compared to the application-level approach, the Forz module used here is 
augmented with functionality to detect Netlink messages generated by the 
OS kernel. When a CE application performs an operation that changes the 
state of an interface, the kernel announces this state change via a Netlink 
message. The Forz module detects those messages from the kernel and 
encapsulates them in Forz messages for internal distribution to CEs and FEs. 
The modus operandi is similar for other networking objects: for example the 
installation of a new route in the kernel results in Netlink message that 
reflects the state change. The OS-level representation of network interfaces, 
including state changes via Netlink, is illustrated in Figure 2.14. Again, we 
use Zebra as an example of a networking application, and we also show two 
companion processes to Zebra running the routing protocols OSPF and BGP 
respectively. No modifications are done to the applications. 

The fact that Forz detects changes in the networking objects makes 
protocol operation slightly different compared to the application-level 
approach (see Figure 2.13), where interfaces are created when Zebra probes 
the system for available interfaces. With the OS-level approach, this will not 
work. The explanation is as follows: 

Assume that Zebra sends a Netlink(GETLINK) to query the system about 
network interfaces. Such a Netlink message will not cause any state changes 
in any networking objects, and will therefore not be seen by the Forz 
module. Accordingly, another procedure must be used to create the virtual 
interfaces. It cannot be done as a consequence of Zebra generating 
Netlink(GETLINK) interfaces. Instead, Forz(NEWLINK) messages are sent 
spontaneously when the FE is started as well as when a new CE is detected 
through a Forz(HELLO) message. When the CE side of Forz receives the 
Forz(NEWLINK) message, the corresponding Netlink message is created 
and sent down to the OS kernel. This will cause the creation of the tunnel 
interface representing the remotely located physical interface. This change is 
then reflected by the kernel through a Netlink(NEWLINK) message which 
can be seen by the Zebra daemon. 
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Moreover, the tunnel interfaces can be used by any application running 

on the CE that wishes to communicate with the outside world. The socket 
API can be used just as if the remote interfaces were locally attached to the 
CE. Thus, there is no need for a user-level TCP/IP stack in this approach. 
Using the terminology of ForCES, FEs must be able to redirect control 
packets addresses to the IP address of their interface to the CE. This is 
referred to as packet redirect. Further, it must be possible for CEs to create 
packets and have its FEs deliver them to the remote address. To describe 
how packets destined to or originating from the NE itself are dealt with in 
our system, we use BGP as an example.  

BGP communicates over the sockets API using TCP as the transport 
protocol. Accordingly there will be a TCP end point bound to, for example, 
the external IP address A in Figure 2.14. An IP packet from an external peer 
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Figure 2.14. OS-level interface representation. 
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destined to the BGP process through IP address A will be handled as 
follows. The FE will note that the packet requires local delivery to the CE 
since it is destined to one of its own interface addresses. The packet will thus 
be redirected to the Forz module, which will encapsulate the IP packet in a 
Forz DATA message and send it to the CE. Thus, the IP packet is tunneled 
over the internal data network in an application-level Forz tunnel. When 
reaching the tunnel end point at the CE, the packet will be decapsulated and 
redirected to the VIF with IP address A. Thereafter, the packet will travel up 
the TCP/IP stack to finally reach the BGP process through the sockets API. 
From the perspective of BGP, it will look exactly as if the packet arrived on 
a physical interface with IP address A. Packets that are created by the BGP 
process and sent to an external BGP peer will travel down the TCP/IP stack 
to the corresponding outgoing VIF. In our example this is the VIF 
configured with IP address A. The Forz module will read the packet from the 
VIF, encapsulate it in a Forz DATA messages and send it to the FE 
responsible for the physical interface with IP address A. The FE side of the 
Forz protocol decapsulates the IP packet and delivers it to the external 
network.  

The primary advantage with this OS-level approach is that it is a general 
solution that allows existing applications to be used without changes. We 
further believe that the OS-level interface representation is suitable also for 
Unix flavors not using Netlink. For instance, BSD Unix uses routing sockets 
that could be eavesdropped similar to the way we deal with Netlink 
messages in our current implementation. 

However, with this approach there is no distinction in the CE operating 
system between local and remote interfaces—they all appear as local 
interfaces. Therefore an additional level of configuration information is 
needed, in order to specify whether an interface is local or remote. 

2.8. Supporting Multiple Control Elements 
Our prototype implementation supports the use of multiple CEs within 

the same NE. For comparison, it should be mentioned that the ForCES 
framework allows the use of multiple CEs, but that it is outside the scope of 
the current standardization work. 

Multiple CEs in our distributed router means that networking applications 
can be run on different CEs in the system and they will receive a common 
view of the state within the networking element. For instance, when an 
application on a CE sets the IP address of an external interface residing on 
an FE, this state change will be reflected on all other CEs associated with the 
same NE. This section describes how CEs, FEs and the Forz protocol 
support the use of multiple control elements. The description assumes the 
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OS-level system implementation approach described in the previous section 
(Section 2.7.2), but there is nothing that prevents a corresponding support for 
the application-level approach (described in Section 2.7.1). 

The implementation is currently limited to the following networking 
objects: network interfaces, IP addresses, and routing table entries.  

2.8.1. Network Interfaces—Link Objects 
When an FE is started it probes its own external interfaces. Each interface 

has an index number, the interface index, which is unique only within the 
FE. The Forz module will therefore concatenate this local index with the FE 
ID to form an index which is “globally” unique within the NE. Thereafter, a 
Forz(NEWLINK) message will be sent to all CEs to inform them about the 
interfaces residing at the FE. The procedure is the same when an FE receives 
the first Forz(HELLO) from a new CE. There are no requirements on the 
order in which CEs and FEs should be started. Whenever a new FE is started 
it will report its interfaces to all available CEs. Whenever a new CE is 
started, this will trigger the available FEs to report their interfaces. 

Assume that a CE brings up a network interface residing on an FE by 
configuring the corresponding VIF on the CE. This will result in a state 
change on the FE, which in turn will cause a Forz(NEWLINK) message to 
be sent from the FE to all CEs within the NE. Thus, all CEs will be updated 
with the new interface status and their virtual representations of the physical 
interface will correspondingly be configured to reflect the update. 

2.8.2. IP Addresses—Address Objects 
The IP address object is dealt with in a fashion similar to the link object. 

When a CE configures an interface with an IP address (by assigning an IP 
address to the corresponding VIF), this will result in a Forz(NEWADDR) 
being sent from the CE to the FE hosting the physical interface. When the 
address is configured, this state change will cause a Forz(NEWADDR) to be 
sent from the FE to all CEs within the NE to inform them about the state 
change.  

As in the case of link objects, an FE will communicate all its configured 
IP addresses to a CE upon reception of the first Forz(HELLO) message from 
a particular CE.  

2.8.3. Routing Table Entries—Route Objects 
Route objects are treated somewhat differently than link and address 

objects when it comes to communicating state changes between CEs and 
FEs. IP addresses or an interface flags are typically communicated from a 
CE to a particular FE, and the state change in the FE is reflected to other CEs 
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through a Forz message. When a CE computes a new best route, it will 
update its local RIB and its kernel-level FIB. In addition, every local FIB 
that is managed by an FE must be updated with this new best route. If every 
FE that received the new route were to communicate this state change to the 
CEs, each CE could potentially receive a large amount of messages at the 
same time. Considering the scaling requirements of supporting hundreds of 
FEs, such a message explosion is not desirable. 

Therefore, a Forz(NEWROUTE) that is distributed to all FEs within the 
NE is also sent to all other CEs within the NE so that these can install the 
new route in their local copies of the routing table. Accordingly, all CEs will 
have a common view of the routing table.  

The Netlink protocol allows applications to specify if they request an 
acknowledgment of a NEWROUTE message to confirm that the route really 
has been installed in the forwarding table. Such a request for 
acknowledgment is relayed to the FEs when the Forz protocol conveys the 
Netlink messages. However, this will require a CE to process one 
acknowledgment from every FE when a new route has been installed in the 
FEs. 

The CE side of the Forz protocol filters out Netlink messages that are 
generated as a result of state changes caused by Forz itself. Consider a CE, 
CE1, that receives a Forz(NEWROUTE) from another CE, CE2: when CE1 
decapsulates the Netlink message and forwards it down to the operating 
system kernel, this will result in a state change that causes a state change in 
the routing table. Therefore, the kernel will generate a NEWROUTE 
message that will be seen by networking applications as well as by the Forz 
software module. To avoid that this Netlink message is distributed again by 
the Forz protocol, Forz will discard NEWROUTES that are a result of its 
own actions. 

2.9. Forwarding Element Design and Implementation 
The software architecture of an FE may differ depending on the 

underlying hardware platform. To support the use of different hardware and 
software platforms as well as different CE-FE protocols (e.g., it should be 
possible to replace the Forz protocol implementation with a future ForCES 
protocol implementation) FE implementations should be divided into 
protocol-specific parts, generic parts, and platform-specific parts. The 
general structure of an FE is depicted in Figure 2.15. 

The Forz protocol module is responsible for processing of incoming 
protocol messages and generation of outgoing protocol messages. The FE-
generic level maintains generic data structures and support functions that are 
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needed regardless of the platform and protocols used within the distributed 
router. 

 
The FE-specific level is responsible for translating generic information 

received from the protocol modules to platform-specific information and for 
configuring the forwarding platform. Accordingly, it is also responsible for 
translating platform-specific events into generic information that can be 

communicated to other participants through the protocol modules. 

Forz protocol implementation

FE-generic software

FE-specific software

 
Figure 2.15 General structure of an FE. 
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Figure 2.16. General overview of an FE. 
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Within the research project, we have designed a wide variety of 
experimental FEs, using the following platforms: 

• A user-space forwarding application. 
• A regular Linux kernel forwarding element. 
• An Xelerated X10 network processor simulator. 
• An Intel IXP 2400 network processor reference card. 

Each FE implements IPv4 forwarding and interface handling. A general 
overview of an FE can be found in Figure 2.16. 

2.9.1. User-space FE Implementation 
The user-space implementation is a reference implementation (written in 

the C programming language) of a forwarder running on Unix operating 
system. Packets are retrieved from the external network interfaces using 
promiscuous mode and a packet capture library (LIBPCAP), and transmitted 
onto the external network using raw sockets. All networking objects, like 
forwarding tables, interface structures, etc., are kept in the forwarding 
application. The Forz module uses the configuration information from the 
CE, conveyed in Forz configuration messages, to update the networking 
objects. When information is to be communicated from the FE to the CE, 
changes in the networking objects are translated into appropriate Netlink 
messages, which are then encapsulated in Forz messages and sent to the CE. 
Due to application-level packet processing, the performance of this 
forwarder is rather limited. However, it has been of great value during the 
development of the Forz protocol. It has also been used for experiments with 
control plane performance, where the actual packet processing has been of 
less interest (see Chapter 3). 

2.9.2. Kernel-based FE Implementation 
In the Linux kernel FE, the regular kernel level forwarder is used to move 

IP packets between network interfaces. The translation of configuration 
information that has to be done in the FE is straight-forward: the FE Forz 
module simply extracts the Forz-encapsulated Netlink message and sends it 
down to the OS kernel. Conversely, changes in the kernel level networking 
objects will result in Netlink messages being sent by the Linux kernel. In 
addition, the FE Forz module can probe the kernel for status of networking 
objects and get Netlink messages in return. The Netlink messages are then 
encapsulated by Forz and sent to the CE.  

The Linux kernel forwarder is as fast as any other software router, 
possibly with better performance since no control software (except for the 
Forz module) runs in the operating system kernel. One issue that must be 
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dealt with when using the Linux kernel forwarder concerns decrementing the 
time to live (TTL) counter inside the IP packet header when a packet 
traverses through the NE. According to the ForCES requirements (see [62]), 
an NE must support the appearance of a single functional device to the 
external world. Consequently, a packet that passes through two FEs—
typically from an ingress FE to an egress FE—should have its TTL value 
decremented only once. This can be achieved either through modification of 
the kernel level forwarder or by using tunneling over the internal data 
network. 

2.9.3. Intel IXP-based FE Implementation 
The Intel IXP forwarder integrates an Intel IXP2400 network processor 

with the Forz system running an IPv4 forwarder.   
 

 
An overview of the IXP2400 architecture is depicted in Figure 2.17. This 

network processor contains multiple microengines, which are low-level 
devices used for fast packet processing along the data path. An incoming 
packet enters the IXP2400 through a switch access interface, and is 
thereafter buffered in DRAM memory. Microengines are activated to read 
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Figure 2.17. IXP2400 Overview. 
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packet headers from DRAM and perform lookups in the forwarding table 
(FIB), which is located in fast SRAM memory. When the outgoing interface 
has been determined, the packet is forwarded to the outgoing interface 
through the internal switching system. The IXP2400 is further equipped with 
an XScale processor running Linux, which constitutes the platform for the 
Forz software. 

The Forz module controls the IXP2400 microengines using an API 
provided with the IXP2400 platform. Thus, the Forz module for the IXP2400 
converts Netlink messages to the format given by the IXP2400 API. The 
architecture of the IXP2400-based FE is shown in Figure 2.18. 

 
The figure illustrates both the control path and the data path through the 

IXP2400. As can be seen, there is both a fast and a slow data path in this 
forwarder. The fast path uses the microengines and a hardware-specific 
forwarding table. Packets that need more advanced processing than can be 
performed by the microengines are handed over to XScale processor, which 
implements the slow path. The XScale runs a regular Linux operating system 
including a full TCP/IP protocol stack and is capable of performing a broad 
range of packet forwarding functions. 
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Figure 2.18. A forwarding element based on the Intel IXP 2400 network 
processor. 
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2.9.4. Xelerated X10-based FE Implementation 
The Xelerated X10 is a pipeline architecture, meaning that multiple small 

programmable processors are arranged in stages, where each processor 
performs one operation. The X10 uses hardware engines for specific 
purposes, such as for hashing, metering, and counting, as well as for memory 
operations in external SRAM, DRAM, and TCAM memory. The X10 
architecture is illustrated in Figure 2.19. 

 
 
In the Xelereated X10 forwarder, there is no built-in co-processor 

available. Instead, a general purpose CPU running a Unix operating system 
is used as the platform for the Forz software. The Forz module performs 
conversion between Netlink messages and the configuration API provided 
by Xelerated. This API is called ISL (Integrated Support Layer) and can be 
used to configure the X10 simulator (or hardware) over a Gigabit Ethernet 
connection. The X10-based forwarder is illustrated in Figure 2.20. 

The X10 IPv4 forwarder relies heavily on TCAMs. Therefore, a large 
part of the X10-specific Forz module concerned the handling of TCAM 
contents. The X10 forwarder was implemented in a simulator, since X10 
hardware could not be provided. 
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Figure 2.19 The Xelerated X10 architecture. 
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2.10. Conclusions and Further Work 
In this chapter, we have discussed the design and implementation of a 

distributed router based on physical separation between control elements 
(CEs) and forwarding elements (FEs), and open well-defined communication 
interfaces between these elements. Thus, the distributed router is based on 
the principles and standards suggested within the IETF ForCES (Forwarding 
and Control Element Separation) working group.  

Inside the distributed router a protocol for internal communication is 
needed and such a protocol—Forz—has been presented. Forz uses the 
emerging IETF standards as a starting point, but focuses on the 
communication mechanisms and services needed for our specific needs. 

An experimental distributed router has been implemented in our 
laboratory environment. This prototype includes several variants of both CEs 
and FEs. Design choices and various implementation aspects regarding the 
realization of these elements have been investigated. 
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Figure 2.20. A forwarding element based on the Xelerated X10 network 
processor. 
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In particular we have studied CE implementations, where one important 
challenge is how network interfaces can be locally represented in the CE, 
when they in fact are remotely located at the FEs. This issue has been 
elucidated herein. 

The main objective with the current implementation of support for 
multiple control elements is to demonstrate a proof of concept and to 
establish a platform for experimental work with multiple control elements. 
Such experiments are further discussed in Chapter 4. As a result, there are 
limitations with the experimental prototype. For instance there are no 
supervisory functions to decide any levels of authority between multiple CEs 
controlling the same FE. Conflicts may occur if two such CEs have different 
views on how an FE should be configured. There are no guarantees that all 
network objects in the FEs and the virtual representations in the CEs always 
will be synchronized. Inconsistencies may for example occur if one CE fails 
to update an instance of a network object for which a corresponding instance 
has been properly updated by another CE. 
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3. TRANSPORT MECHANISMS FOR 
INTERNAL CONTROL 

The purpose of the internal network is to carry control and data traffic 
between the functional elements constituting a distributed router. As 
mentioned earlier, we have chosen to divide the internal network into two 
separate parts—one for control and one for data. One of the main challenges 
with a decentralized design relates to its distributed nature. There is a certain 
cost associated with the distributed structure since the internal 
communication results in overhead compared to a centralized design. A goal 
with the modular decentralized architecture is to use open well-defined 
communication interfaces between modules to enable heterogeneous 
designs, where modules from different vendors can interoperate. It is 
reasonable to assume that this design choice incurs overhead compared to 
proprietary distributed design, where it should be possible to achieve higher 
degree of optimization. One of the purposes with this work is to investigate 
the cost of having a more general communication interface between the 
modules of a decentralized router. It is our belief that the advantages with a 
distributed design outweigh the additional cost for the incurred 
communication overhead. 

To our knowledge, the performance of control mechanisms for 
distributed routers has not gained much attention previously. An early 
version of such a mechanism (called Netlink2) was evaluated for a small-
scale distributed system [36]. A different approach to speed up the internal 
communication is to use algorithmic methods to reduce the amount of 
forwarding information that needs to be distributed [63]. 

The purpose with this chapter is to investigate transport mechanisms for 
internal control information, and we focus on the CE-FE interface. There are 
different types of internal communication in a distributed router, with 
different service requirements. Some information may require reliable 
transport (e.g., route updates) while others may prefer timeliness rather than 
reliability (e.g., heartbeat messages). Further, the distribution of forwarding 
information requires efficient and reliable transfer of potentially relatively 
large amounts of data, while simple port configuration operations probably 
are best performed using request-response transactions. Therefore the Forz 
protocol is designed to use a variety of transport level mechanisms. 

In particular, we study the communication overhead associated with 
distributing large forwarding tables from a control element, responsible for 
routing, to many forwarding elements, responsible for the actual forwarding 
of packet. Current forwarding tables can have relatively large memory 
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footprints, and the distribution of forwarding information to a large number 
of elements could potentially occupy the internal network for long periods of 
time. Such communication takes place when routing is started or restarted, 
but also during normal operation when there are sudden changes in the 
routing topology (due to route flaps, for instance).  

The communication pattern for distribution of forwarding tables 
according to the above means that the same information is distributed to 
multiple receivers, which suggests that multicast communication could be 
appropriate. However, regular multicast based on UDP and IP multicast may 
not be suitable, due to its unreliable nature. If forwarding information is lost 
during the transport between control and forwarding elements, the 
distributed router will not perform the packet forwarding correctly. Clearly, 
this is not acceptable for a router. An interesting candidate for the internal 
communication may instead be reliable multicast. The purpose of this 
chapter is to investigate how reliable multicast can be used for internal 
communication in distributed routers. 

This chapter is organized as follows. Section 3.1 gives an overview of 
protocols for reliable multicast transport. In Section 3.2, a classification and 
analysis of reliable multicast protocols is made to find a suitable protocol for 
our application. Thereafter, basic performance measurements are reported in 
Section 3.3 with the main purpose to find an ideal reference case. In Section 
3.4 we continue with a performance evaluation of two reliable multicast 
protocol implementations that have been integrated into our experimental 
platform.  In Section 3.5 we evaluate the total control plane performance 
when it comes to extensive dissemination of routing tables within the 
distributed router. A discussion around the results from our measurements is 
presented in Section 3.6. Finally, conclusions are drawn in Section 3.7. 

3.1. Reliable Multicast 
Reliable multicast over IP networks has been an extensive research area 

since the late 1980s, intensifying during the 1990s. Research on reliable 
multicast transport is still active, for example within IETF [96], even though 
the design proposal (or rather solution) space has been shrinking since the 
previous decade. 

An overall problem with reliable multicast is that the requirements of 
multicast applications vary significantly. The situation for multicast transfers 
is very different from the reliable unicast case, where TCP can be used by 
virtually any application with requirements on reliable and ordered delivery 
of data. TCP has been efficiently tuned over the years and can adapt to many 
different network conditions in a point-to-point communication scenario. 
However, the mechanisms for reliability and congestion control in TCP 
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cannot easily be adapted to one-to-many or many-to-many communication 
scenarios. There are several explanations to the difficulties related to reliable 
multicast transmission. In addition to diverse application requirements when 
it comes to parameters like bandwidth requirements, delay requirements, and 
degree of reliability, a multicast scenario is not straightforward to define. 
There may be one or many senders within the multicast group, and members 
may dynamically tune in and disappear during the multicast session. 
Members will also have different conditions for sending and receiving data 
due to the heterogeneous nature of the Internet. Finally, there is no upper 
limit on the number of receivers, and therefore a reliable multicast protocol 
may have to scale to millions of receivers. 

Accordingly, a large variety of multicast protocols have been proposed 
over the years, and several surveys illustrating the contemporary rich flora of 
protocols with various purposes can be found in the literature [68], [92]. Due 
to the large amount of protocols, different types of classification have been 
proposed. One example of a taxonomy is to classify the multicast transport 
protocols (both reliable and unreliable protocols) based on their features like 
data propagation, reliability mechanism, feedback control, congestion 
control, ordering, etc. [92]. Another taxonomy is focused on the interaction 
between data buffering at the sender, error control, and congestion control 
[68]. 

Regardless of the actual taxonomy, multicast transport protocols can be 
divided into the following groups [92]: general-purpose protocols, protocols 
with support for multipoint interactive applications, and protocols with 
support for data dissemination services. The main difference between the 
two latter categories relates to the applications’ requirements for delay and 
reliability. Interactive services favor bounded delay and delay variations 
before a high degree of reliability. Data dissemination applications, on the 
other hand, are likely to tolerate a longer delays and greater delay variations. 
However, they have strong requirements on reliable delivery. In the 
following, a historical overview of reliable multicast protocols belonging to 
the three groups is given. 

The general-purpose category represents earlier protocols that were 
designed without a specific service or application in mind. Examples of such 
protocols are MTP (Multicast Transport Protocol) [5], RMP (Reliable 
Multicast Protocol) [108], and XTP (Xpress Transport Protocol) [99]. MTP 
and RMP are both layered on top of the unreliable IP multicast service. MTP 
uses a centralized control to guarantee ordered and reliable delivery to the 
receivers. It also uses an implicit mechanism for congestion control. RMP 
evolved from the same starting point as MTP, and also provides an ordered 
reliable delivery of data. RMP uses more advanced mechanisms for flow and 
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congestion control, namely the same mechanisms that are used in TCP. XTP 
provides services with full reliability in a TCP-like fashion as well as best-
effort services like the service provided by UDP. Further, the flow control 
offered by XTP can be either window-based or rate-based. 

Examples of multicast protocols with support for multipoint interactive 
applications are SRM [30] (Scalable Reliable Multicast), LBRM (Log-Based 
Receiver-Reliable Multicast) [50], and RAMP (Reliable Adaptive Multicast 
Protocol) [65]. SRM was originally developed for a distributed whiteboard 
application and is built on top of the best-effort IP multicast model. One 
important goal with SRM is to support a large number of receivers, a wide 
range of group sizes, and very large networks. SRM further takes a 
somewhat relaxed approach to reliability in the sense that all data will 
eventually be delivered to all group members, but no particular ordering is 
enforced. LBRM uses a logging server to keep track of all packets sent by 
the source and to perform retransmissions when necessary. Several logging 
servers can be used and organized in a hierarchical fashion where secondary 
logging servers can take care of local recovery for local receivers. RAMP is 
designed for a reliable communication medium (like a circuit-switched 
network) and maintains information about all receivers, which gives limited 
scaling properties compared to protocols based on the IP multicast model. 

In the category of protocols with support for data dissemination services, 
MDP [73] (Multicast Dissemination Protocol), RMTP (Reliable Multicast 
Transport Protocol) [70], and MFTP (Multicast File Transfer Protocol) [82] 
can be found. MDP has been developed primarily for file distribution. A file 
is divided into data units that are distributed to a group of receivers using 
UDP and IP multicast. The sender controls the transmission rate and the 
recovery mechanism is based on both probing by the sender and repair 
requests from the receivers. RMTP supports reliable delivery of bulk data 
from one sender to many receivers. RMTP uses window-based flow control 
and allows receivers to dynamically join and leave a session. The protocol 
further guarantees that all receivers receive all of the data regardless of when 
they joined the session. MFTP is another protocol for distributing files from 
one sender to multiple receivers. MFTP can use unicast, multicast, or 
broadcast depending on the situation. Thus, MFTP does not require IP 
multicast to be activated to work. MFTP includes both a group management 
protocol of its own and a data transmission protocol where the sender 
announces a file transfer session and receivers register to receive the file. 

3.2. Analysis of Reliable Multicast Protocols 
The categorization used in the previous section serves well as an 

orientation in reliable multicast transport. However, when it comes to 
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analyzing the protocols a classification based on the protocol behavior is 
more useful. A common way to categorize the protocols for comparisons and 
analysis is to divide them into sender-initiated (or ACK-based) versus 
receiver-initiated (or NACK-based) protocols, and sometimes also into tree-
based protocols and ring-based protocols [1], [37], [68], [105]. In addition, 
resent work on reliable multicast protocols can also be classified into ALC 
(Asynchronous Layered Coding) protocols and router assist protocols [109]. 
In the following sections, an explanation of the different categories can be 
found. 

3.2.1. Sender-initiated Protocols 
In its simplest form, sender-initiated protocol means that the receivers 

send an ACK for every data packet they receive. Sender-initiated protocols 
are therefore also referred to as ACK-based protocols. This type of protocol 
puts a lot of responsibility on the sender, since it needs to maintain 
information about all the receivers in order to ensure that all ACKs for a 
packet really have been received. This is illustrated in Figure 3.1. 

 

 
Keeping track of the receivers does not cope well with the IP multicast 

delivery model where the sender transmits to a group address and is relieved 
from keeping track of the receivers. This tends to make the task of 
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Figure 3.1. The principle of a sender-initiated protocol where the sender 
receives ACKs from every receiver. 
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maintaining state information about receivers a complicated issue. In fact, it 
may be hard even to just determine the receiver set when using IP multicast. 

In addition, sender-initiated protocols suffer from the well-known ACK 
implosion problem, meaning that the sender may have to process a large 
number of ACK messages from the receivers. As can be deduced from the 
figure above, the ACK implosion problem imposes limited scaling properties 
and the scheme is practical only for small receiver groups.  

One advantage with an ACK-based protocol is that the sender is informed 
when all receivers have received a packet and can thus release the 
corresponding memory from the sending buffer [68]. 

Several of the early protocols for reliable multicast were sender-initiated, 
and one example of such a protocol is the previously mentioned XTP. 

3.2.2. Receiver-initiated Protocols 
A receiver-initiated protocol uses NACKs (Negative ACKs) instead of 

ACKs. This means that instead of sending ACKs for correctly received 
packets, receivers send a NACK when they discover that a packet is missing. 
Accordingly, the burden on the sender is reduced since it must no longer 
keep state information of all receivers. Instead, the receivers are responsible 
for the reliability.  

A pure NACK-based protocol is also subject to message implosion since 
multiple NACKs for a specific lost packet could potentially reach the sender. 
In contrast to ACK-based protocols, it is enough if one NACK for a 
particular packet reaches the sender to trigger a retransmission. It is thus 
possible to apply a NACK suppression scheme to avoid NACK implosions 
at the sender. An example of NACK suppression is to multicast NACKs and 
to use random timers before sending a NACK. The timer avoids multiple 
NACKs to be sent simultaneously and also gives a chance that a receiver 
sees a NACK that has already been sent for a specific packet and can thus 
suppress its own corresponding NACK. Such a scheme is used in SRM [30], 
which is an example of a receiver-initiated protocol for reliable multicast. 

Relieving the sender from the burden of processing ACKs together with 
the use of a NACK suppression scheme has proven to provide for good 
scaling properties and, as a consequence, several receiver-initiated protocols 
have been advocated [1], [30], [105]. 

A problem with pure receiver-initiated protocol where no ACKs are used 
is that it may be impossible for the sender to determine when buffer memory 
can be released since the sender can never be sure when a packet really has 
reached all the receivers [68]. Therefore, NACK-based protocols must 
sometimes be augmented with session-level support for determining when 
transmitted data can be released on the sender side [37]. For instance, ACKs 
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can be used in combination with NACKs but an ACK must not necessarily 
be sent for each packet. Instead, ACKs for larger chunks of data can be sent 
periodically [94] so that the sender can release the corresponding data 
buffers. For many multicast applications, however, this is not an issue since 
data will get stale if it is not consumed within a certain amount time (e.g., in 
certain interactive real-time multicast applications).  

3.2.3. Tree-based Protocols 
Tree-based protocols use, in essence, ACK-based mechanisms for 

retransmission. However, the sender does not need to process ACKs from all 
receivers. Instead, receivers send local ACKs to group leaders, who can then 
send ACKs to the source, which is illustrated in Figure 3.2. Hence tree-based 
protocols eliminate ACK implosions that may appear in a pure sender-
initiated protocol.  

 

 
Furthermore, a tree-based solution avoids forcing the source to be aware 

of the complete receiver set. As a result, the tree-based protocols alleviate 
the scaling problems with sender-initiated mechanisms. There are studies 
where tree-based protocols are considered superior due to their scaling 
properties in combination with clear conditions for when to release buffer 
memory on the sender side [68]. It is also claimed that this category of 

Sender

Receiver Receiver Receiver 

ACKACK

Local ACKs

Receiver

Group
Leader

Group
Leader

Local ACKs

 
Figure 3.2. A tree-based protocol where local ACKs are sent to group 
leaders. 
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protocols must include a self-organizing mechanism for tree formation and 
that such a mechanism is a challenge to design [37]. Manual configuration 
would significantly affect the scaling possibilities.  

An example of a tree-based protocol for reliable multicast is the earlier 
mentioned RMTP. 

3.2.4. Ring-based Protocols 
Ring-based protocols use a combination of ACKs and NACKs for error 

control. Ring-based protocols are designed on top of an unreliable datagram 
service like IP multicast. The basic idea is to arrange the group members into 
a token ring, where one node—a token site—is used to generate ACKs back 
to the source. If an ACK is not received by the source within a certain 
amount of time, it performs a retransmission. Receivers send a NACK to the 
token site upon detection of a lost packet to trigger a selective 
retransmission, performed by the token site. The behavior of such a protocol 
is depicted in Figure 3.3. 
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Figure 3.3. A ring-based protocol, where NACKs are sent to a token 
site, and ACKs are sent from token site to the sender. 
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The role of being token site is shifted between the receivers in a round-
robin fashion, where the token is passed around between the group members. 
The token can be passed to the next receiver, i.e. the new token site, when 
the new token site has correctly received all packets the former site has 
received.  

One of the main original purposes with ring-based protocol was to 
provide atomic and total ordering of transmissions. RMP is an example of a 
ring-based reliable multicast protocol, which can provide total ordering and 
atomicity guarantees. 

3.2.5. Asynchronous Layered Coding (ALC) 
The primary goal with ALC protocol family is to provide massive 

scalability, meaning that bulk-data can be delivered from one sender to 
basically an unlimited number of heterogeneous receivers. ALC protocols 
are built on top of the traditional best-effort unreliable IP multicast service, 
where they provide session management, congestion control, and reliability.  

In contrast to the previously mentioned categories of reliable multicast 
protocols, ALC requires no feedback from the receivers to the sender. This is 
possible through the use of FEC—Forward Error Correction—meaning that 
error-correcting codes are used to detect and correct errors within a packet. 
Using FEC for reliable multicast protocols has been suggested and analyzed 
by several researchers over the years [33], [89], [90]. The basic principle 
behind FEC is that the source sends redundant packets along with a sequence 
of original packets so that receivers can use the redundant information to 
reconstruct data in case of packet losses between sender and receivers. In 
general, FEC can significantly reduce the number of retransmissions needed. 
Despite the overhead introduced by redundant packets, FEC may result in 
improved efficiency, especially for very large multicast groups. If there are 
millions of receivers, the chance for a packet to reach all receivers is 
extremely low even for modest loss rates. Therefore, each packet will 
probably have to be retransmitted at least once anyway. FEC is more 
efficient than retransmission in this case since one single FEC repair packet 
can be enough to reconstruct data at multiple receivers even though these 
receivers may have lost different original packets. For the same reason, FEC 
provides a more efficient NACK suppression—a NACK for one lost packet 
from one receiver can suppress the NACK for another packet lost by another 
receiver. 

The ALC protocols have eliminated the need for feedback from receivers 
to the sender, which obviously scales excellently with the number of 
receivers [72]. An example of an ALC protocol with an FEC approach that 
does not require any feedback from the receivers is the digital fountain [13]. 
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In a digital fountain, the sender inserts a stream of encoding packets 
constructed from the original data into the network, addressed to a multicast 
group. Receivers can join the multicast group at any time and reconstruct the 
data from any subset of these encoding packets as long as the length of this 
subset is the same as the length of the original data. 

ALC protocols use layered multicast [77] for congestion control. The 
layered multicast approach means that the sender transmits data to several 
multicast groups. Data is encoded in layers that are sent on multiple 
multicast groups, and the transmission rate is increased with the number of 
layers, i.e., the number of multicast groups. A receiver can then join one or 
several of these multicast groups depending on the data rate the receiver can 
accept. Thereby, the responsibility of rate adaptation is transferred from the 
sender to the receivers. 

3.2.6. Router Assist 
Yet another reliable multicast protocol family can be recognized that 

make use of advanced router functionality for efficient operation. Such 
protocols can be constructed from basically any of the previously mentioned 
categories and are sometimes referred to as router assist protocols [109]. 
Router assist protocols are normally designed so that they can still operate in 
an environment without any support from the routers since the opposite 
would significantly limit the practical possibilities to deploy the protocol in 
the Internet. However, assistance from the routers can be utilized to increase 
the efficiency of the protocol.  

A modern protocol that fits into this class is PGM—Pragmatic General 
Multicast [33]. PGM is designed for applications that can accept a certain 
level of packet loss, or deal with this limited loss at the application level. 
Applications for which fresh data is more important than recovered old data, 
which might be considered stale, can benefit from using PGM. Stock quote 
dissemination is one such example. PGM uses NACKs with random-based 
back-off timers for NACK suppression together with FEC and NACK 
elimination. A PGM tree is built up using PGM-enabled network elements 
(typically routers with PGM support) along the IP multicast delivery tree. 
Receivers send unicast NACKs to their PGM parent router upon detection of 
lost packets. The PGM parent router forwards the unicast NACK up the tree 
towards the source, and also sends a multicast NACK confirmation to its 
children. This way, a receiver can detect when another receiver has sent a 
NACK and also suppress its own NACK, if necessary.  

PGM does not perform congestion control. Instead, the sender is rate-
limited. PGM can provide feedback about the network state to the 
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application, but the actual congestion control is left to the application 
programmer. 

One of the main purposes of PGM is extreme scalability, which can be 
achieved with router support for PGM. Without router support, PGM uses 
NAK suppression and FEC to provide somewhat limited scaling. 

3.2.7. Current Status 
Today, it is generally agreed that reliable multicast communication 

cannot rely on one single generic transport protocol that sufficiently and 
efficiently fulfills the requirements from a wide variety of target 
applications. Instead, the efficiency of the protocol depends on how well the 
application matches the protocol design [37], [59]. Some of the most recent 
work on protocols for reliable multicast can be found within the RMT 
(Reliable Multicast Transport) IETF working group [96]. 

In the work with standardization of reliable multicast protocols, the IETF 
has taken a modular approach by developing “building blocks” of protocol 
mechanisms, and then standardize protocols as instantiations of 
combinations of building blocks. 

The standardization mainly concerns bulk data reliable multicast 
transport and is based on experiences from the extensive previous work on 
reliable multicast. By extracting protocol components that are common to 
several different reliable multicast protocols, various building blocks can be 
designed [109] and standardized by IETF. Examples of building blocks are 
NACK-based reliability, FEC (Forward Error Correction) coding, congestion 
control, and tree configuration. A building block normally has an application 
programming interface for interfacing to applications or other building 
blocks. 

When it comes to actual protocol instantiation, the current focus is on two 
different protocols: NORM (NACK-Oriented Reliable Multicast) [2] and an 
ALC (Asynchronous Layered Coding) using FEC [72]. In addition, IETF has 
published a specification of PGM as an experimental protocol [102]. ALC 
was covered in Section 3.2.5, and PGM in Section 3.2.6. In the following, a 
closer description of NORM is given. 

NORM [1], [2], [3] is one the most recent reliable multicast protocol 
instantiations currently being standardized within the IETF. NORM is based 
on the use of NACKs to send repair requests back to the sender when data is 
missing at the receiver side. To avoid NACK implosions where many 
receivers simultaneously send NACKs back to the sender, NORM includes 
mechanisms for suppressing redundant NACK transmissions among a group 
of receivers. NACK suppression in NORM is based on exponentially 
distributed random backoff timers, and NORM is measuring round trip 



 

 
86 

timing within the multicast group during the session in a dynamic fashion to 
determine appropriate timer values. NORM also provides optional use of 
positive acknowledgments (ACKs), which are generally used only for 
congestion control purposes. NORM supports rate-based control as well as 
congestion control. The former mode means that a transmission peak rate is 
set while the latter means that the transmission rate is automatically adjusted. 

In addition to retransmissions, NORM includes support for forward error 
correction. NORM is mainly intended for “flat” multicast topologies (in 
contrast to hierarchical, tree-based topologies). Further, NORM is primarily 
thought for a scenario where one sender transmits to many receivers, but 
NORM may also operate with several senders.  

NORM defines three different types of content objects: data, file and 
stream. File and data objects require that the size of the object is known in 
advance, while the stream-oriented service is designed for continuous data 
streams without pre-determined boundaries. In principle, there is no 
difference between file and data object. The differentiation between the two 
is only made to give receivers information about the type of storage that is 
suitable for the content. 

3.2.8. Reliable Multicast for the Internal Network 
In our application of reliable multicast, the geographical size of the 

multicast group is limited and the group is formed in a controlled 
environment (within the internal network of the distributed router). Even 
though it is possible to build a router-based internal network for the 
distributed router, the normal scenario is that high-performance switches are 
used and that there are no routers within the internal network.  

When it comes to studying reliable multicast protocols for our 
application, we draw the following conclusions:  
a) ALC protocols have a strong focus on massive scalability and long-lived 

sessions. This does not really match our application for two main 
reasons. First, even though the distributed router architecture should 
scale to thousands of forwarding elements, this group size is far from the 
million-range targeted by ALC protocols. Second, the dissemination of 
routing tables results in a rather limited session length compared to the 
long-lived sessions addressed by ALC protocols. 

b) Router assist protocols are based on assistance from intermediate routers 
between sender and receivers for efficient operation. Even though router 
assist protocols, like PGM, may work without router support such a 
protocol would not be our first choice since there are no intermediate 
routers in the internal network in our scenario. The fact that we have a 
flat internal structure also leads us to exclude tree-based protocols. 
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c) Finally, pure sender-initiated protocols and ring-based protocols appear 
to be somewhat outdated. To our knowledge, no recent work has been 
made regarding these classes of reliable multicast protocols. 

NORM, on the other hand, seems like an interesting candidate for our 
purposes. The switched-based internal network used in the distributed router 
constitutes an environment that seems to fit well with the model underlying 
the design of NORM. Accordingly, a study of NORM performance seems to 
be well motivated. Out of the three types of content objects supported by 
NORM, the use of stream objects appears most suitable for dynamically 
produced content, which is the general case when it comes to routing table 
updates. 

Even though research on reliable multicast has been extensive, with 
numerous protocol suggestions, simulations, and analytical comparisons, 
experimental work on reliable multicast has been fairly limited [8], [110]. 
Other researchers have searched for different reliable multicast protocol 
implementations with reasonable maturity and support for various operating 
systems, for instance when it comes to studying reliable multicast for Grid 
applications [8]. It can be noted that there are not that many implementations 
to choose from. We have however found two implementations of the NORM 
protocol instantiation. These implementations have support for different 
types of transport services, and are evaluated in the following section. One 
implementation comes from INRIA (Institut National de Recherche en 
Informatique et en Automatique) [53], and the other from NRL (Naval 
Research Laboratory) [91]. We refer to the implementations as INRIA 
NORM and NRL NORM respectively. Both implementations support 
multiple platforms and have turned out to be possible to integrate with our 
middleware for distributed routers.  

INRIA NORM is part of a larger project called MCL (MultiCast Library) 
and NRL NORM stems from an implementation of the earlier mentioned 
protocol MDP [73]. 

3.3. Basic Performance Measurements 
In a decentralized architecture, there is an extra cost due to internal 

communication, compared to a centralized system. We believe that the 
choice of protocols and communication mechanisms has large influence on 
the efficiency of the internal transactions. The purpose of our performance 
evaluation is to investigate how different mechanisms affect the cost in terms 
of time spent on internal communication. We are interested in both the 
absolute values of the time it takes to distribute information over the internal 
network and in how the internal communication scales with the number of 
elements in the system. 
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3.3.1. Experimental Setup 
The experimental platform consists of one CE and up to 16 FEs. The CE 

and FEs are based on rack-mounted PCs with 1.70 GHz Intel Pentium 4 
processors, running the OpenBSD operating system. The internal network 
consists of three 100 Mb/s Ethernet switches (Netgear FSM726S) that 
interconnect the CE and the FEs. The switches are wire-speed Ethernet 
switches, and none of the output ports are overloaded in our measurements. 
Thus, there is no packet loss inside the internal network 

 

 
The measurements focus on the actual communication between the CE 

and the FEs. We do not include the time for updating the FIB in the FEs, 
since the FIB update time depends on the type of forwarding element and the 
design of the FIB. The FIB can be implemented in a variety of ways, such as 
binary trees or hash tables in software based FEs, and content addressable 
memory (CAM) in FEs based on specialized hardware. The time it takes to 
update the FIB may vary significantly between different designs. Therefore 
we chose to only consider the transaction times introduced by Forz and the 
internal network. 

The performance measurements are run in the following way. First, the 
FEs and the CE are started. The CE then reads a configuration file holding 
100,000 routing table entries and distributes the entries to the FEs, and we 
measure the time it takes to send out those entries. All measurements in this 
section have been repeated several times and the variations in the 
measurement points are negligible. 

In the following we study not only NORM, but also TCP and UDP. 
Multiple TCP connections as well as UDP in combination with IP multicast 
are interesting to compare with NORM from several perspectives. First, 
measurements of using TCP and UDP as transport mechanisms for Forz may 

FE 8CE FE 1 FE 9 FE 16
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Switch Switch

 
Figure 3.4. Experimental setup for performance evaluation. 
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serve as a reference to study the gains of using multicast transmissions 
instead of multiple TCP connections. Also, TCP- and UDP-based ForCES 
transport mapping layers over IP networks are currently undergoing 
standardization within IETF. However, to our knowledge, no studies on the 
performance under heavy load of the suggested transport mechanisms for 
ForCES have been published. 

3.3.2. Multiple TCP Connections 
Using multiple TCP connections is a straightforward way to accomplish a 

reliable distribution service. A TCP connection is established to each FE, 
and the route updates are duplicated over the connections. This means that 
there will be several TCP transfers going on in parallel. However, since the 
link is saturated, there is no performance gain from this parallelism. Instead, 
the total distribution time increases linearly with the number of FEs, which 
can be seen in Figure 3.7.  

3.3.3. Ideal UDP Multicast 
In contrast to TCP, UDP lacks mechanisms for flow control, congestion 

control, and segmentation. So in order to use UDP, we have to add support 
for those mechanisms in Forz. For example, we quickly discovered that if we 
use UDP without any flow control, a large portion of the route updates are 
lost since the receivers (the FEs) cannot process the incoming messages fast 
enough. Furthermore, we also found that the packet size has significant 
influence on UDP performance. However, congestion control is not needed 
in our measurements, since they are performed in a controlled environment 
without congestion. 

To implement flow control at the Forz level, a simple ACK strategy is 
used. We introduce an ACK interval specifying the number of Forz messages 
a sender can send before waiting for an ACK. We also implement a form of 
segmentation for UDP by letting the sender accumulate several Forz 
messages and send those messages in one UDP datagram. This can be 
compared with the way TCP tries to send as large segments as possible. We 
experiment with different values of the ACK interval and the number of Forz 
messages per UDP datagram to find suitable values for our further 
experiments. 

The purpose of the first measurement is to investigate how the ACK 
interval affects the total time to distribute the routing table (see Figure 3.5). 
This measurement is done with UDP multicast to 16 FEs, and 8 Forz 
messages accumulated in each UDP datagram. 
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The graph shows that a significant performance improvement can be 
made by increasing the ACK interval, but that the relative gain decreases 
with an increasing ACK interval. Further, there is an upper bound on the 
ACK interval: if the ACK interval is too large, packets will be lost. For 
example, in our experiment, we found that if more than 48 Forz messages 
are sent before waiting for an ACK, receiver buffers will overflow and 
packets will be lost. This ACK interval is specific to our configuration. A 
general solution would be to implement an adaptive flow control, e.g., such 
as sliding windows in TCP. 

The next measurement investigates the UDP datagram size, in terms of 
number of Forz messages per UDP packet. The total distribution time as a 
function of UDP datagram size is shown in Figure 3.6. This measurement is 
performed with UDP multicast to 16 FEs, and the ACK interval is 48 Forz 
messages per ACK. 

The figure shows that the total time is reduced with almost a factor of two 
by going from one to eight Forz messages per UDP datagram, but also that 
there is not much to be gained by increasing the UDP datagram size beyond 
that. There is a small irregularity between the second and the third 
measurement points. This behavior can be explained by the buffer 
management mechanisms in the operating system (OpenBSD), which has an 
optimization for small packets (less than 236 bytes). Accumulating three 
Forz messages per UDP datagram is just above the limit for this optimization 
to be applicable. 

 
Figure 3.5. Time measurements for different ACK intervals when 1 
Forz message per UDP datagram is sent. This example is made for 
multicast transfers to 16 FEs. 
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Based on the results of this initial investigation of ACK intervals and 
packet sizes, we chose to use an ACK interval of 48 Forz messages per 
ACK, and 8 Forz messages per UDP datagram, for the following 
experiment. 

3.3.4. Performance Measurements of TCP and UDP 
In this section, we study how the routing table distribution time varies 

with the number of FEs for the three different transport protocols: UDP 
unicast, UDP multicast, and TCP. We let the number of FEs vary from 1 to 
16, and the results are shown in Figure 3.7. 

For UDP, we employ a rudimentary flow control mechanism, where we 
let one of the FEs be responsible for sending ACKs back to the CE. This is a 
simplification, which works in our homogeneous environment where all FEs 
are identical. It would not be a generally applicable flow-control mechanism 
for UDP; we use it merely as a means to control UDP packet rate in our 
measurements.  

We observe that with UDP unicast, it takes slightly more than 2 seconds 
to communicate the 100,000 route updates to one single FE. When the 
number of FEs increases, there is a linear increase in the time it takes to 
distribute the routing table to all FEs. One might expect that the time would 
increase with 2 seconds for each additional FE, but a certain level of 
parallelism is achieved due to the fact that a set of route updates are 
distributed to all FEs before the CE starts waiting for an ACK. 

 
Figure 3.6. Time measurements for different UDP datagram sizes 
when the ACK interval is 48 messages per ACK. This example is 
made for multicast transfers to 16 FEs. 
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For UDP multicast, the time is constant independently of the number of 

FEs, and the value is roughly the same as for UDP unicast with one FE 
(slightly more than 2 seconds). Thus, in this experimental setup, the system 
can distribute roughly 50,000 route updates per second when the Forz 
protocol uses UDP multicast as the transport mechanism. 

For comparison, we also measure TCP. Thus, the transport is reliable and 
there is no need for Forz level ACKs and segmentation. The drawback is that 
multicast transfers cannot be used. The results show that the total time to 
distribute the routing table is slightly lower for TCP than for UDP unicast, 
which can be explained by TCP’s more efficient flow control mechanism 
and more optimal segmentation. 

3.3.5. Ideal Case for UDP Multicast 
We experiment with different values of the ACK interval and the number 

of Forz messages per UDP datagram to find suitable values for our further 
experiments. When it comes to segmentation, the general rule is that best 
efficiency is achieved with largest possible datagram size as long as it fits 
within the network’s maximum transmission unit (MTU). The maximum 
number of Forz messages that can be fit into the MTU of the internal control 
network is 16. Further there is an upper bound on the ACK interval: if the 
ACK interval is too large, packets will be lost. We also found that when the 
maximum number of Forz messages per datagram is used, the ACK interval 

 
Figure 3.7. Time measurements for distributing 100,000 routing 
table entries to a number of FEs, using different transport 
mechanisms. 
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can be increased even further. For example, in our experiment, we found that 
if more than 160 Forz messages are sent before waiting for an ACK, receiver 
buffers will overflow and packets will be lost. This ACK interval is specific 
to our configuration. A general solution would be to implement an adaptive 
flow control, e.g., such as sliding windows in TCP. 
 

 
To conclude, an ACK interval of 160 combined with a segment size of 16 

Forz messages per UDP datagram gives the best possible performance in our 
experimental setup. The resulting graph is shown in Figure 3.8, together with 
the TCP case for reference. We see this “hand-tuned” UDP as the upper 
bound on the performance that can be expected by NORM since NORM will 
introduce additional protocol activities to achieve reliable multicast 
distribution of data. For the following throughput analysis of the NORM 
protocol the UDP multicast result will serve as a reference. 

3.4. Performance Evaluation of NORM 
This section reports and discusses measurement of the total time to 

distribute the routing table to a number of FEs—varying from 1 to 16—
using the NORM protocol. All measurements in this section have been 
performed several times and the variations in the measurement points have 
been negligible except for the cases where variations have been explicitly 
shown in the graphs.  

 
Figure 3.8. Total distribution time for “hand-tuned” UDP 
multicast, compared with TCP. 
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Figure 3.9 shows the results when INRIA NORM, NRL NORM, TCP 
and UDP multicast, respectively, are used as underlying transport 
mechanisms.  

 

 
The measurements indicate that INRIA NORM and NRL NORM 

perform closely to UDP multicast. There is a small difference, though, which 
we believe is due to the additional information, control information as well 
as NACKs and retransmissions that are communicated to provide reliability. 
However, our results indicates that this overhead has only little influence on 
the performance, and that NORM appears to be an efficient protocol for 
reliable multicast. 

We also note that the total distribution time is independent of the number 
of receivers (FEs), which is desirable from a scaling perspective. It could be 
expected that the total distribution time would increase slightly with the 
number of FEs, since the total amount of packet losses and retransmissions 
would increase. This would lead to a larger total amount of data being sent 
from the CE to FEs. However, we have not observed any such effects in our 
measurements. 

TCP and the ideal UDP multicast reference has been dealt with in Section 
3.3. In the following, we describe and discuss the mechanisms based on 
reliable multicast in more detail. 

 
Figure 3.9. Total distribution time using INRIA NORM, NRL 
NORM, TCP, and UDP multicast. 
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3.4.1. NRL NORM 
With NRL NORM, the sequence of route updates is transmitted using 

stream objects. We found that in order to achieve maximum performance, 
the application must aggregate several route updates into larger units, which 
are then passed to NORM (this is discussed in further detail below in Section 
3.4.4). Figure 3.9 shows the results of the configuration that gives the 
shortest distribution time, which is when Forz aggregates route updates in 
groups of 16. 

3.4.2. INRIA NORM 
INRIA NORM does not support stream objects, so instead we use the file 

object delivery service. With this service the entire object needs to be present 
before it can be transmitted. The naïve approach of using file objects would 
be to represent each route update as a file object. However, there is a high 
cost for setting up a file object session, so this cost should be amortized over 
a large amount of data. Therefore, to achieve optimal performance, all route 
updates are accumulated into one large block of 100,000 messages, which is 
sent as a single file object. To achieve as high efficiency as possible, INRIA 
NORM is configured to use the maximum message size (1500 bytes 
including NORM, UDP, and IP headers). 

3.4.3. Transmission Rates 
NORM is intended to provide dynamic rate control through the use of a 

congestion control mechanism [2]. However, there is no such mechanism 
present in neither INRIA NORM nor NRL NORM, so we have not been able 
to experiment with automatic adjustment of the transmission rate. Instead, 
the application specifies a static transmission rate at the beginning of a 
session, and this rate is used throughout the entire session. In order to study 
the effect of the transmission rate on the total distribution time, we measure 
the distribution time for different static transmission rates. The results of 
these measurements are shown in Figure 3.10. 

In this figure, the total distribution time for both INRIA NORM and NRL 
NORM decreases with increasing transmission rate up to a level of 80-90 
Mbit/s. Above this level the two graphs show different behaviors. The 
distribution time for NRL NORM flattens out while the INRIA NORM 
increases. An explanation to this difference could be that INRIA NORM is 
more sensitive to additional packet losses and retransmissions, leading to this 
degradation. 
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3.4.4. Aggregation 
With the support of stream objects in NRL NORM, the Forz application 

can feed route updates to NORM in a continuous stream. As in many other 
protocols, the message size has large influence on the performance in 
NORM. It is better to send larger message, since it allows the per-message 
cost to be amortized over larger units of data. However, a route update in our 
system is much smaller than what fits in a NORM data message on an 
Ethernet (84 bytes versus 1344 bytes). So in order to reduce the distribution 
time, several route updates should be aggregated into larger NORM 
messages. 

In NRL NORM, there is support for configurable aggregation where the 
application can specify a preferred message size. NRL NORM will then 
aggregate data from the application into messages of the preferred size. 
Alternatively, the application can perform aggregation, by passing several 
route updates as a single data unit to NORM.  

Figure 3.11 shows the results of measuring the distribution time with 
different combinations of aggregation at the user-level and in NRL NORM. 
The target message size used in these measurements corresponds to the 
maximum Ethernet frame size. We get the shortest distribution time with 
application-level aggregation. Yet another possibility would be to use both 
NORM NRL aggregation and application-level aggregation. However, as 
long as the application level aggregates enough data to fill the maximum 
segment size, such a combination will not give any further improvements. 

 
Figure 3.10. Total distribution time for different transmission 
rates, using INRIA NORM and NRL NORM respectively. 
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As might be expected, without any aggregation at all the distribution time 

gets much longer (around 10 times longer compared to application-level 
aggregation). Aggregation in NRL NORM gives an improvement, compared 
to no aggregation, but is still considerably slower than application-level 
aggregation. In addition, for repeated measurements we observe large 
variations in the distribution time with NRL NORM aggregation (minimum 
and maximum values over 10 repetitions are shown in Figure 3.11, together 
with the mean value). We notice that in the cases of shorter distribution time, 
there are more retransmissions taking place. Based on this observation, we 
conjecture that the randomized NACK suppression timers and the packet 
loss patterns sometimes trigger more frequent retransmissions, which tend to 
shorten the total distribution time. 

3.5. Overall Control Plane Performance 
The performance measurements presented in the previous sections 

(Section 3.3 and 3.4) focused on the actual communication overhead 
introduced when physically separating CEs and FEs with an internal IP-
based network. Therefore, we used only simple receivers that performed no 
application-level processing of the data, i.e., the routes that were distributed 
by the CE was never installed in the FEs. 

 
Figure 3.11. Total distribution time using NRL NORM with 
different aggregation methods. All measurements were repeated 10 
times, but only NORM aggregation resulted in noticeable 
variations.  
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To evaluate transport mechanisms for a distributed application it is 
however of great importance to also understand the behavior of the 
application and its requirements. In our experimental scenario, the 
application can be described as follows.  

A certain amount of data—a routing table—is disseminated from one 
sender to many receivers. The receivers will perform some level of 
processing of the data and install the routes in a local forwarding table. The 
forwarding table is implementation-dependent, but the processing of data 
typically involves sorting data, updating of data structures, several memory 
operations, and possibly the crossing of user/kernel operating system 
boundaries. As we will see later, the amount of processing is not negligible. 

In contrast to the performance measurements in the previous sections, 
where we study the distribution times, we now study the throughput that can 
be achieved when the receivers (the FEs) perform the processing of data that 
is required for route installation. For these measurements, the experimental 
platform has been upgraded, which means that the exact measurement values 
presented in this section are not always exactly comparable with the values 
presented in Sections 3.3 and 3.4. However, upgrading the experimental 
platform has not influenced the relative communication overhead that was 
subject to studies in the previous sections. 

The experimental platform of these studies is very similar to the one used 
in previous experiments. It consists of one CE and up to 15 FEs. The CE and 
FEs are based on rack-mounted PCs with 1.70 GHz Intel Pentium 4 
processors, running Linux Fedora Core 4, with operating system kernel 
version 2.6.11. The internal network consists of three 100 Mb/s Ethernet 
switches (Netgear FSM726S) that interconnect the CE and the FEs. The 
switches are wire-speed Ethernet switches, and none of the output ports is 
overloaded in our measurements. Thus, there is no congestion inside the 
internal network. 

We measure the time it takes to for 100,000 routes to be communicated to 
the FEs, installed by the FEs in the operating system kernel, and 
acknowledged back to the CE. Thereafter, the corresponding throughput is 
computed and these are the values that we present in the performance 
measurements. The total amount of data that is distributed is 8.4 MB. 

3.5.1. UDP and IP Multicast 
The first experiment is to study the throughput using UDP for 

transportation. Figure 3.12 shows the throughput of UDP transfers from a 
sender to a single receiver for varying load. Throughput and load are for 
UDP payload, so headers for UDP, IP, Ethernet etc. are not included. The 
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data transmitted in each UDP packet is 16 routes, corresponding to a UDP 
payload of 1344 bytes.  

For the curve “UDP, no FE processing”, we short-circuit the application 
processing at the receiver by letting the receiver process immediately drop 
the data once it enters the application. The throughput follows the load up to 
the full link capacity, so in this case the link can be saturated without packet 
losses.  

When we add application-level processing of the data at the receiver, 
packet losses occur before the link has been filled. This is the “UDP, FE 
processing” case, in which the receiving FE analyses the received data, 
verifies that it contains valid routes, and installs the routes in the local 
forwarding table. Here, throughput follows load up to roughly 70 Mb/s, and 
then packets get dropped due to receiver buffer overflow. 

 
From this rather simple experiment we conclude that the receiver is 

slower than the sender in our application. Thus, without mechanisms to 
throttle the sender, we run the risk of loosing packets in the receiver buffers. 
This motivates the need of a reliable multicast protocol. In addition, we see 
the results of using UDP at 70 Mbit/s as a measure of the best performance 
that could ideally be achieved by NORM, since NORM will introduce 
additional protocol overhead.  

 
Figure 3.12. Throughput versus load for our data dissemination 
scenario. 
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3.5.2. Multiple TCP Connections 
It could be argued that multiple TCP connections and Gigabit Ethernet 

would be an appealing alternative for our scenario. We have measured the 
sender’s maximum transmission capacity, which resulted in slightly below 
200 Mbit/s. Assuming that the capacity of the receiver is the same for TCP 
as for UDP above, our distributed application have a transmission capacity 
of 200 Mbit/s, and a maximum receiving capacity of 70 Mbit/s. Furthermore, 
there is no congestion in the network so the throughput is determined solely 
by the receivers in our case. Hence, our scenario is as follows: With up to 
three receivers, multiple TCP connections would be able to serve the 
receivers at near full speed. Thereafter, the sender is saturated and the 
receiver rate will drop to 200/n, where n is the number of receivers. 
Increasing the number of connections will thus simply decrease the speed of 
each connection. Furthermore, earlier performance measurements of using 
multiple TCP connections, presented in Section 3.3.2, showed a linear 
increase in distribution time (see Figure 3.7). The linear increase in 
distribution time shown in the figure indicates that the scaling properties of 
using TCP in our scenario are rather limited. Considering that a distributed 
router architecture should be scaleable to hundreds of FEs, [62], using 
multiple TCP connections does not appear to be a viable alternative. 

3.5.3. NORM Transmission Rate and Throughput 
Both INRIA NORM and NRL NORM support the setting of a static, 

user-specified transmission rate. We use this mechanism to vary the offered 
load, and Figure 3.13 shows throughput versus user-specified transmission 
rate. Throughput is calculated as the amount of data sent by the sender 
divided by the time it takes until the last receiver is finished. 

NRL NORM supports the use of stream objects. These are suitable for 
dynamically produced content, where there are no pre-determined 
boundaries on the data stream, as in the case for distribution of routes. For 
NRL NORM, there is a significant performance benefit with using larger 
data units within the stream. We therefore aggregate route updates into 
groups of 16 (corresponding to 1344 bytes) before passing them to NORM.  

INRIA NORM does not support stream objects, so instead we use the file 
object delivery service. With this service the entire object needs to be present 
before it can be transmitted. Therefore, to achieve optimal performance, all 
route updates are accumulated into one large block of 100,000 messages, 
which is sent as a single file object. To achieve as high efficiency as 
possible, INRIA NORM is configured to use the maximum message size 
(1500 bytes including NORM, UDP, and IP headers). 
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It can be noted that NRL NORM yields higher throughput than INRIA 

NORM in this experiment. Our explanation for this is that with NRL stream 
objects, data are transferred in a concurrent fashion: portions of the data are 
handed over to the receiving application and the receiver can start processing 
data before all data has been transported by NORM. With the file-oriented 
service provided by INRIA NORM, the behavior is more sequential: all data 
is first produced by the sender, then transported by NORM, and thereafter 
handed over to the receiving application as one large file object. Finally, the 
receivers start processing the data.  

The results indicate a performance penalty for INRIA NORM and NRL 
NORM, compared to the ideal throughput of using UDP with rate control—
the throughput with NORM is around 40 Mbit/s versus around 70 Mbit/s for 
the ideal UDP. However, to what extent the performance degradation is 
inherent to NORM, or related to the particular implementations, is subject 
for further study.  

With NORM’s NACK-based scheme we achieve error recovery through 
retransmissions. An alternative solution would be to use adaptive 
transmission rate control, in order to dynamically adjust the transmission rate 
to reduce the number of packet losses. NORM is intended to provide 
dynamic rate control through the use of a congestion control mechanism [2]. 
However, there is no such mechanism present in the NORM 
implementations used in our studies, so we have not been able to experiment 
with automatic adjustment of the transmission rate. 

 
Figure 3.13. Throughput versus NORM transmission rate for NRL 
NORM and INRIA NORM respectively. Maximum, minimum, and 
mean values over 10 repetitions are shown. 
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3.5.4. Number of Receivers 
One important property of a reliable multicast protocol is that it scales 

well with the number of receivers, so that transmission times do not increase 
too much when the number of receivers increases. In order to study this 
aspect, we measure the throughput while varying the number of receivers 
from 1 to 15. Figure 3.14 shows the results for INRIA NORM in file object 
mode and NRL NORM in stream mode.  To be able to observe variations in 
the distribution time, the measurements were repeated 10 times. In Figure 
3.14, minimum and maximum values are shown, together with the mean 
value. The transmission rate was set to 100 Mb/s. 

 

 
Ideally, when using multicast, the throughput should be independent of 

the number of receivers. However, with the group sizes that have been 
included in our measurements, a tendency of performance decrease can be 
discerned when the number of receivers (FEs in our scenario) increases. It 
can be noted that this degradation is rather modest compared to, for instance, 
earlier experiences of using multiple TCP connections to provide reliable 
transport. 

NORM is intended for small or medium sized groups of receivers [1], 
[88], and, in general, it is not surprising that throughput is affected when the 
group size grows. Even though feedback (NACK) suppression is applied the 
amount of feedback is expected to increase for larger receiver sets since such 

 
Figure 3.14. Throughput versus number of receivers for NRL NORM 
and INRIA NORM respectively. Maximum, minimum, and mean values 
over 10 repetitions are shown. 
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a mechanism is not perfect. However, simulations of NORM have shown a 
high NACK suppression performance for group sizes as small as 15 
receivers [1]. Thus, we did not expect to observe throughput degradation 
with the rather limited group sizes used in our experiments.  

Further analysis of the results in Figure 3.14, indicates that the 
throughput degradation is coupled to the number of retransmissions 
performed by the sender. The performance degradation in our measurements 
appear to depend on the total number of packets that must be transmitted by 
the sender before all receivers can finish their processing of the disseminated 
data and acknowledge back to the sender that receiver processing is 
completed. In Figure 3.15, the number of retransmissions required by the 
sender is plotted versus the number of participating receivers. The number of 
retransmissions is calculated from the same set of data as presented in Figure 
3.14, and we show the average value of the number of retransmissions for 
each measurement point. 

 

 
The results indicate that the number of retransmissions tends to increase 

with the number of receivers, and this seems to be related to the performance 
degradation in our measurements. 

 
Figure 3.15. Number of retransmissions required by the sender versus 
the number of participating receivers. 
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3.6. Discussion 
In the previous sections, communication overhead in terms of distribution 

times as well as overall performance evaluations have been presented. This 
section discusses the relevance of the results that have been presented. 

3.6.1. Communication Overhead 
To assess the results of our measurements, it is relevant to make a 

comparison with local routing updates. However, the update time is strongly 
dependent on the way in which the routing table is implemented. In addition, 
much of the previous work in this area focuses on the address lookup 
problem, and does not primarily deal with issues related to table updates.  

For hardware-based routing tables, a popular device is the ternary 
content-addressable memory (TCAM). A TCAM often requires the routing 
table to be sorted according to prefix length. This means that TCAMs can 
suffer from relatively long update times, which require O(N) memory 
operations, where N is the number of entries in the table. However, by using 
algorithmic methods for TCAM management it is possible to devise update 
schemes with O(L) memory operations, where L is the width of addresses 
[101]. Thus, with TCAM access times in the range of 10 to 100 
nanoseconds, it appears possible to perform TCAM updates in the 
microsecond range. However, this only accounts for the actual accesses to 
the TCAM. In addition, these methods require the use of separate data 
structures that keep track of the layout of the routes in the TCAMs. Those 
data structures also need to be updated, and since they most likely reside in 
DRAM memory, it appears that they may take at least as much time as the 
TCAM updates. 

The update time together with high power consumption are often claimed 
to be limitations of the TCAM technology, which has motivated research on 
alternative solutions. One hardware design that uses regular SRAMs instead 
of TCAMs is described by Taylor et al [104]. This design is claimed to be 
able to support up to 100,000 updates per second, with only modest 
degradations in lookup performance. 

The shortest distribution time we have reached in our measurements is 
around 1.6 seconds for 100,000 updates, or 16 microseconds per update 
(with NRL NORM as well as with hand-tuned UDP multicast). In other 
words, we have been able to achieve distribution times that are of the same 
order of magnitude as update times for sophisticated hardware 
implementations. These results are encouraging, since they indicate that the 
overhead costs are not so high that they would preclude a decentralized 
design. On the contrary, a decentralized design appears to be feasible even 
for advanced, high-performance routers. 
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3.6.2. Overall Performance Using NORM 
The receivers are slower than the sender in our distributed router setup, 

which has large influence on the protocol for route distribution. In particular, 
the protocol needs to provide mechanisms to deal with packet losses due to 
receiver buffer overflow. We believe that this situation is not specific to our 
configuration. In general, it is not uncommon that receivers are more 
complex than senders: a receiver needs to analyze the received data in order 
to verify its validity, and to decide what operations to perform on the data. 
So we believe that our results are relevant for other distributed systems as 
well that are based on high-speed networks, where the links are faster than 
the processing nodes.  

Based on the experiments we have conducted we argue that NORM is a 
better choice for this kind of application compared to alternatives like 
multiple TCP connections and UDP with user-configured rate control over 
IP multicast. The former has poor scaling properties and the latter is not a 
general solution. User-configured rate control means that the rate has to be 
hand-tuned for the specific scenario. Still, it should be noted that it is NORM 
that limits the performance in the distributed application we have studied. 
This is somewhat unexpected since the distributed application in our case, 
and specifically the receivers, are rather complex in their nature when it 
comes to data processing, memory accesses, and operating system activities.  

It has been claimed that NORM is a complex protocol [88], which is also 
indicated by the fact that NORM seems to be the main limiting factor in our 
scenario. Compared with TCP, which also is a complex protocol, the number 
of implementations available for experiments is very low. TCP has been 
extensively studied over the years and modern TCP implementations are 
very efficient. It is possible that NORM software implementations may 
evolve to become more efficient and therefore yield higher throughput. 

Finally, it may be of interest to compare the distributed application we 
have studied with its centralized counterpart. For such a comparison we have 
made performance measurements also for local routing updates by letting the 
CE install the routes locally (i.e., in its operating system kernel) instead of 
distributing the routes to the FEs. In this experiment we observed a 
throughput of roughly 43 Mbit/s. This is well below the best performance of 
70 Mbit/s that could be achieved with UDP, and the experiment indicates 
that we achieve a degree of parallelism in the distributed router where route 
installation is performed by the FEs. It can also be noted that even though 
NORM appears to be a limiting factor in the distributed application, the 
overall performance is still almost as good as in the centralized counterpart. 
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3.7. Conclusions and Further Work 
In this chapter, we have investigated an emerging protocol for reliable 

multicast, NORM, as a transport mechanism for internal communication in 
decentralized routers. In particular, we have studied NORM’s suitability for 
distribution of route updates using two different implementations: INRIA 
NORM and NRL NORM. We have studied the communication overhead 
introduced by a protocol like NORM as well as the overall performance with 
real forwarding elements acting as multicast receivers.  

3.7.1. Communication Overhead 
We have investigated transmissions based on NORM’s file object and 

stream object data representations. The file object representation gives high 
throughput, but requires all route updates to be present before the 
transmission starts. This does not fit well with the way in which route 
updates occur in real life, so the file object representation appears less 
suitable for our application.  

The stream object representation, which is implemented in NRL NORM, 
provides support for reliable distribution of a continuous stream of data. This 
representation fits better with route updates, and gives short update times 
provided that appropriate protocol configuration choices are made. 

 In both cases, our measurements yield results that are close to an ideal, 
hand-tuned UDP multicast. However, a certain amount of protocol tuning is 
required to obtain optimal performance. NORM has more overhead than 
regular unreliable UDP multicast, but the measurements on our system do 
not indicate a significant performance penalty for this. 

3.7.2. Overall Control Plane Performance 
We have investigated the performance of a multicast data distribution 

application in the context of a distributed router. Such a system is 
characterized by an internal high-speed network, where the communication 
links are faster than the processing nodes, and by having receivers that are 
slower than the senders. We argue that for such a system, a reliable multicast 
protocol is suitable in order to distribute data from a sender node to many 
receiver nodes. Neither TCP nor UDP multicast work well in this 
environment: With TCP, the limited I/O capacity of the nodes gives a total 
transmission time that is directly proportional to the number of receivers, so 
it does not scale well. UDP multicast, on the other hand, is too fast, and 
causes packet losses at the receivers.  

We have performed experimental studies with two implementations of 
NORM, from INRIA and NRL, and found that there are significant 
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performance penalties compared to the ideal case with UDP. The results 
indicate that the stream-mode implemented in NRL is better suitable for our 
implementation, compared to INRIA NORM’s file object mode.  

The basic problem we are addressing is simple: we need to protect 
multicast receivers from buffer overflow.  Our experiments indicate that the 
price for using NORM for flow control might be rather high, which prompts 
the question whether it would be possible to design a simpler reliable 
multicast protocol that is optimized for this kind of applications? 

We have used user-configured rate control, and for further work it would 
be interesting to study the effect of adaptive transmission rate for congestion 
control. Both TCP-like congestion control and multi-rate (layered) control 
mechanisms have been simulated and analytically studied by others [15]. We 
believe that comparisons with experimental studies in our environment could 
further contribute to the understanding of reliable multicast for distributed 
systems. 

Furthermore, we have used NACKs as the sole mechanism for error 
control. NORM also provides support for error control through forward error 
correction, and it would be interesting to study the performance of NACKs 
in combination with FEC under different packet loss scenarios. 
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4. DISTRIBUTED CONTROL 
The number of new services required in IP routers is continuously 

growing. New services often require new protocols in the routers, thus 
leading to an increased complexity in the control plane—the software 
controlling the router. It is reasonable to assume that this development calls 
for increased capacity of the control plane, since it has to perform more 
tasks. An increased complexity can also make the control plane more error 
prone. The main purpose of this chapter is to investigate how the control 
plane can be improved when it comes to robustness under the occurrence of 
control plane faults as well as when it comes to control plane performance 
under heavy load.  

The traditional structure of the control plane is that all router control 
software runs on one processing unit, normally denoted the control processor 
or the routing processor. The starting point for our investigation is that this 
centralized monolithic control plane architecture constitutes a design 
weakness and that new solutions should be sought. Instead, the ideas 
presented in this chapter aim at a distributed router architecture where 
control functions as well as forwarding functions can be located to a set of 
processing elements, possibly of different types, in a distributed fashion. 
Such a distributed architecture opens up for several new design 
opportunities. For instance, in such an environment, the control software 
could be partitioned into many independent modules which are executed 
independently on different processing elements within the router. 

We claim that modularization and decentralization of the control plane 
have several advantages. One possibility with control plane modularization 
and decentralization is to functionally separate, for instance, different routing 
protocols and let them be executed on different processing elements. The 
modularization can be taken even further so that e.g., a particular routing 
protocol is partitioned into modules that can interoperate to form the 
complete functionality of the protocol. We believe that both control plane 
performance and availability can be significantly improved with such a 
modular and decentralized design. Performance is improved because 
modules can be replicated and added as capacity requirements increase. 
Availability is mainly due to two factors: First, the modularity makes it 
possible to use redundancy and replication of critical functionality over 
multiple modules. Second, the modular structure in itself tends to limit the 
impact of faults in individual modules, and encourages sound engineering 
design principles.  

It is not our proposal that all control plane software should be rewritten 
from scratch to work in such a distributed environment. Instead, we argue 
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that existing software should be modularized so that modules can be 
executed concurrently on different processing elements and communicate 
over well-defined protocols and interfaces. 

This chapter is organized as follows. Section 4.1 discusses motivations 
for a distributed control plane and related work. Thereafter, Section 4.2 deals 
with approaches for modularization and decentralization of the router control 
plane. Section 4.3 identifies requirements on internal support from our 
distributed router architecture to support modularization and 
decentralization. This is followed by a description of internal mechanisms 
for the design and implementation of a distributed control plane in Section 
4.4. In Section 4.5, we have applied our ideas to a specific control plane 
service, namely BGP, and a performance evaluation of the distributed BGP 
implementation is made in Section 4.6. Finally, conclusions and further work 
are outlined in Section 4.7. 

4.1. Related Work 
Related work has been conducted in the area of control plane 

modularization, for instance within the framework of XORP (eXtensible 
Open Router Platform) [44], [45]. The primary goal of XORP is extensibility 
and the software design allows experimentation with new protocols and 
protocol features. Regarding modularization, XORP is a multi-process 
architecture using one process per routing protocol and additional processes 
for other control plane functions, such as management and configuration. 
Moreover, BGP and the routing information base (RIB), used by BGP and 
other routing protocols, have been modularized into separate processes to 
obtain extensibility of the BGP implementation [45]. Still, to our 
understanding, the experimental work with the XORP control plane has been 
limited to one single CPU executing all the control plane processes. As shall 
be seen later (in Section 4.5), our modularization of BGP differs from the 
XORP design, and the main contribution of our work lies in the distribution 
of functional modules of the control plane to multiple processing elements. 
However, we do not rule out the possibility to combine XORP with our 
decentralized control plane in the future. 

Another example of related work in this area is the distributed control 
plane (DCP) architecture, suggested by Deval et al [25]. They claim that the 
complexity of the control plane increases, and they have observed that the 
amount of control traffic increases. The latter can be explained by the large 
number of routers present in a typical Internet service provider (ISP) 
network. There can be several hundreds of IP routers in such a network [10], 
meaning that control information may be exchanged with hundreds of peers. 
To deal with this increasing burden on the control plane, a software 
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framework that supports the distribution of control plane software parts onto 
the forwarding planes is suggested. To evaluate the architecture the open 
shortest path first routing protocol (OSPF) [83] has been used as an example. 
Apart from exchanging routing database information and computing the 
shortest path to other routers, OSPF uses a Hello protocol to establish and 
maintain relationships with its neighbors. It turns out that this Hello protocol 
can cause high load on the control plane in real ISP networks consisting of 
hundreds of routers, especially during changes in the network state. This 
situation is claimed to be aggravated when the Hello interval time is 
decreased to the subsecond range [25] (current OSPF implementations 
recommend a Hello timer value of 10 seconds and a Router Dead Interval of 
40 seconds, meaning that an OSPF neighbor is considered dropped if no 
Hello messages have been received from it  within the last 40 seconds). 

Experiments with subsecond Hello timer intervals have been done to 
improve network convergence times [10]. As a result, the DCP architecture 
suggests that the processing of Hello messages is offloaded onto the FEs. 
Apart from relieving the processing burden from the control plane, this is 
meant to scale well with an increasing number of line cards, since an FE 
only processes the Hello messages that are received on its particular 
interfaces. It should however be noted that others have claimed that the 
overhead from processing Hello messages is low, even when the time 
interval is as low as 250 ms [10]. Instead, it is argued that the problem with 
subsecond time intervals is rather the processing of routing database 
information due to an increasing number of route flaps. From a control plane 
processing perspective, it can thus be questioned if pushing the processing of 
OSPF Hello messages onto specialized forwarding hardware makes a 
significant improvement.  

Distributed control plane processing has also been used to provide a 
redundant structure on routing modules [48]. In this case, an active OSPF 
routing manager is used together with a similar back-up module which is 
ready to take over when the primary fails. The active routing manager 
receives incoming OSPF messages and duplicates them to the back-up 
module. The back-up module builds its own routing data base, but does not 
communicate with neighboring routers as long as it is in back-up mode. 
When the active routing manager fails, the back-up takes over its role and 
uses the routing database that has been created based on the earlier 
duplicated packets from the active routing manager. 

Both OSPF and BGP fit well as examples of how control plane 
functionality could be improved in terms of performance and robustness 
through the use of modularization and decentralization. We believe that there 
is a general need for further research on BGP due to its importance and wide 
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use. BGP is the de facto standard routing protocol for large scale routing on 
the Internet today, and virtually every full-fledged IP router includes a BGP 
implementation. Current routing tables can be quite large and the 
computation of routes in a router's control plane can potentially occupy a 
routing processor for a significant amount of time. Such intensive route 
computation takes place when routing is started or restarted but also during 
normal operation when there are sudden changes in the routing topology. 

BGP performs many different tasks and new features are continuously 
being added to BGP to make it more flexible. It has accordingly been argued 
that this development of BGP has made it complex and prone to fail [29]. It 
has also been claimed that, as a consequence of the rich feature set, BGP has 
become so complicated that it is hard to establish a consistent configuration 
[27], [37], [75]. One approach to deal with router configuration faults is to 
use specific tools for this purpose. One example of such a tool is the routing 
configuration checker (rcc) [28], which uses static analysis to detect faults in 
the steady state of BGP, potentially caused by misconfigurations. 

Meanwhile, the requirements on Internet uptime are becoming more 
stringent. The Internet is now used for many types of business critical 
applications and for services with minimal tolerance to service disruption. 
For instance, IP telephony has started to replace regular telephony and the 
same high level of availability as that of the public switched telephony 
network (PSTN) is now more or less expected also from the Internet.  

There are several outstanding research issues regarding BGP that we 
believe could be addressed with a modular and decentralized design 
approach. Examples of such issues are discussed in the remainder of this 
chapter. 

The current BGP specification (version 4) [95], was first written in 1995 
and has recently been updated. According to the original specification all 
routers within an autonomous system (AS) have to be connected in a full 
mesh. Due to scaling problems with this restriction, solutions like route 
reflectors [11] and AS confederations [106] have been introduced. Even 
though these techniques solve the original scaling problem, they may also 
introduce instabilities like oscillation and forwarding problems [81], [38]. 
Several solutions to these problems have been suggested [85], [86], [64], [9], 
but how to best deal with these issues is still an open question.  

The behavior of commercial routers under high BGP load has been 
investigated earlier [19]. The impact of routing table size was studied, and it 
was found that there were limitations of how large routing tables that could 
be handled by certain routers. Furthermore, it was observed that route 
overloading, i.e., loading large routing tables, might cause routers to fail or 
oscillate.  
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To summarize, it can be noted that BGP-4 has built-in problems that 
should be solved to increase the stability, and thus there is still a need for 
improved BGP robustness. A traditional centralized design approach tends to 
make the control processor and the control plane software a single point of 
failure. This problem can be circumvented through the use of redundant 
units, ready to take over all the work in case of a failure in the primary 
processing unit.  

Another way to increase the robustness is to run several routers in parallel 
and use election protocols to provide fail-over through the use of a standby 
router should the master (or active) router become unavailable. There are 
several such protocols for router redundancy and/or load balancing that has 
been suggested over the years and also become commercially deployed. 
Some examples of the most commonly known such protocols are HSRP (Hot 
Standby Router Protocol) [69], VRRP (Virtual Router Redundancy Protocol) 
[47], and GLBP (Gateway Load Balancing Protocol) [21]. 

HSRP provides failover to hosts on a local area network (LAN), when a 
host’s first hop router fails and the host is incapable of finding a first hop 
router dynamically. Through HSRP, two or more routers work together to 
form one single virtual router for the hosts on the LAN. From this group of 
routers—the HSRP group (or standby group)—one router is elected 
responsible for forwarding of packets sent through the virtual router. An 
HSRP group uses a virtual IP address and a virtual MAC address. The 
virtual IP address is typically configured as the default router in the hosts. 
The virtual MAC address is advertised to the hosts on the LAN, and IP 
packets sent to the virtual MAC address are forwarded by the active router in 
the HSRP group. There can be only one active router in the HSRP group at a 
time. 

VRRP provides a similar function to the proprietary HSRP. In VRRP, the 
expected duration in master election convergence is quite small, typically 
well below one second. 

A conceptual view of a virtual router serving several hosts in a LAN is 
given in Figure 4.1. 

Typical VRRP scenario is that two routers, R1 and R2, are used. R1 is 
next-hop router for a set of hosts and backup next-hop for hosts with R2 as 
their next-hop router, and vice versa. This provides load sharing when both 
routers are available and full redundancy for robustness. A similar 
configuration can be done using HSRP. 
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Using multiple virtual router groups to provide load balancing between 

routers with VRRP or HSRP constitute an administrative burden since the 
hosts must be configured for different default gateways. To reduce this 
burden, GLBP has been promoted as a simpler administrative approach. 
GLBP is a Cisco proprietary solution for first hop redundancy that provides 
load balancing over multiple routers by default. GLBP uses one virtual IP 
address and multiple virtual MAC addresses. Accordingly, all hosts are 
configured with the same virtual IP address as their default gateway, and all 
routers in the group participate in the forwarding of packets. 

Finally, CARP (Common Address Redundancy Protocol) is another 
redundancy protocol and it first appeared in OpenBSD 3.5 operating system. 
It allows multiple hosts on the same LAN to share a set of IP addresses. The 
main purpose with CARP is to provide failover redundancy, but it can also 
provide load balancing. 

Regarding performance issues of the control plane, it has been recognized 
that a router can experience bursts of BGP UPDATEs from its peers due to 
temporary link failures, oscillating routes or route overloading. If such a 
situation reappears regularly with short intervals and for some reason 
becomes persistent, route flap dampening (RFD) [107] may be triggered. 
RFD gives a penalty to a route each time it changes and if it happens too 
often, that route will not be used in the calculation of the routing table. This 
means that RFD reduces the number of flaps and BGP UPDATE messages 
through the Internet, but also in some cases increases convergence times 
[76]. Bursts of updates can appear at any time during normal operation due 
to the previously mentioned problems. Therefore, it is important that routers 
quickly can handle large burst of BGP UPDATEs.  

host host host host host host

R1 R2

Virtual IP address

VRRP/HSRP

 
Figure 4.1. Virtual router providing first hop router redundancy for 
a set of hosts on a LAN. 
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For the above mentioned reasons, we believe that BGP can be subject to 
improvements in terms of performance and robustness, and that 
modularization and decentralization may be means to realize such 
improvements. The expected result of an experimental study of a modular 
and decentralized BGP is that route computation and installation can be 
made faster through the replication of modules and use of load sharing. 

4.2. Distributed Control for Redundancy and Load Balancing 
The protocols for router redundancy and load balancing discussed in the 

previous section (Section 4.1) have proven to work in scenarios where 
packet forwarding should continue despite the failure in a first-hop router. It 
might be assumed that a similar approach could be taken to make use of 
multiple CEs in a decentralized router (such as the one depicted in Figure 
4.2) for purposes like control plane redundancy and load balancing between 
CEs. However, redundancy when it comes to packet forwarding is quite 
different from redundancy of control plane functionality. The forwarding of 
packets is, in principle, stateless where each IP packet is forwarded 
independently of the others. This simplifies the failover of packet forwarding 
from an active router to a backup router should the active router fail. There is 
no control plane handover involved when the forwarding of packets is taken 
over by a backup router in HSRP or VRRP. Using Figure 4.1 as an example, 
both R1 and R2 run their own control plane and maintain peer-to-peer 
contact with routers on the other side of the LAN. As a consequence, both 
R1 and R2 will have forwarding tables that are up-to-date as long as the 
routing protocols operate properly.  

A CE, on the other hand, typically has application level endpoints where 
session level state with external peers is maintained. This is illustrated in 
Figure 4.2, where a decentralized router with a control plane distributed over 
multiple CEs is peering with a remote router. We refer to the networking 
applications as services, and examples of such services are routing protocols 
like BGP, OSPF, IS-IS, etc. Further, we will refer to redundancy of a control 
plane function, like BGP, as service redundancy. 

An example of a control plane peering scenario is the formation of 
routing adjacencies (such as OSPF or BGP) between the CE and an external 
remote router.  

To leverage on the decentralized modular architecture with multiple CEs, 
we identify several requirements when it comes to redundancy and load 
balancing. 
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First, the handover of a service instance on one CE to a service instance 

on another CE in case of failure should be seamless and preferably not be 
noticed at all by the external peer. We do not wish to tear down the session 
and reestablish it with another CE as the new internal endpoint.  

Second, it should be possible to let several CEs share the processing 
burden, and it must thus be possible to replicate the information received 
from the external peers over service instances running on a set of CEs. This 
may imply that there are multiple internal endpoints for a networking 
application within the NE. 

Third, even if multiple CEs are used within the NE for redundancy or 
load balancing purposes, the NE must always appear as one single entity to 
its external peers. For instance, if control traffic from an external peer is 
spread over multiple CEs internally, such an arrangement must be concealed 
so that external peers can be kept unaware of the internal architecture of the 
NE. The use of multiple CEs should not be exposed to the external world. 

Fourth, the degree to which different types of control functions may lend 
themselves to replication and parallelization may vary. Therefore, it is 
important to find an approach to service redundancy and load balancing that 
can be adopted by various control functions. 

FE1 FE2 FE3

Internal Network

FE4

CE2 CE3
NE

Control plane peer

CE1

 
Figure 4.2. A decentralized router with multiple CEs and an 
external control plane peer. 
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These requirements are different than the ones behind existing router 
redundancy mechanisms, and therefore we argue that other strategies should 
be explored to achieve service redundancy and load balancing over multiple 
CEs. 

The concept of improving robustness through the use of multiple 
redundant units is not new, and there are several standard methods for fault-
tolerance based redundancy that can be used, such as standby, triple modular 
redundancy [73], etc. Still, it can be a significant challenge to make 
redundancy work smoothly in practice. It should be noted that failure 
detection is not the focus of our work. Our focus is rather on protocols and 
mechanisms for configuration and reconfiguration of a distributed control 
plane. 

4.2.1. Decomposition of Control Functions 
One challenge with designing a distributed control plane is to find a 

common basis for modularization that can be used by various control 
functions, or services. We believe that a general approach to control plane 
modularization, onto which different services can be mapped, would 
simplify the internal architecture when using multiple CEs compared to 
taking a new approach for each service that one wishes to modularize and 
distribute over multiple CEs. Moreover, our assessment is that it is possible 
to apply a similar kind of modularization on several different services. We 
use routing protocols as a first example of such services, and we do this for 
two main reasons: First, routing protocols constitute maybe the single most 
important control plane functionality in routers. Second, routing protocols 
are subject to many different interesting problems (this was discussed in 
Section 4.1 above) out of which several may be addressed using replication 
for redundancy and load balancing purposes.  

Through a brief review of different routing protocols we observe that a 
routing protocol can be decomposed into several parts. There is one part that 
establishes and maintains some form of session between protocol peers. 
Another part deals with routing information exchange. The routing 
information is typically processed by a third component of the routing 
protocol. Finally, the actual routing table is a database that can be seen as a 
fourth component of the routing protocol. This way of decomposing a 
routing protocol into several components is illustrated in Figure 4.3.  
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The decomposition described above can be used for routing protocols in 
general. Some examples are BGP [95], OSPF [83], and IS-IS [14], which are 
all widely deployed routing protocol in today’s Internet. How these protocols 
operate is briefly discussed below. The purpose of this discussion is to 
explore how the model for decomposing a router according to Figure 4.3 can 
be used for a general modularization approach. As we shall see, the routing 
protocols discussed here share the use of a session handling component. 
However, there are also important differences in the sense of how the routing 
protocols operate. This includes the use of underlying transport protocol, 
number of peers, processing of routing information, database management, 
etc. 

 
OSPF 

The routing protocol OSPF (Open Shortest Path First) [83] uses five 
different types of packets during its operation:  

• HELLO 
• DATABASE DESCRIPTION 
• LINK STATE REQUEST 
• LINK STATE UPDATE 
• LINK STATE ACKNOWLEDGMENT 

OSPF runs directly over IP and it consists of three sub-protocols. These 
are referred to as the Hello protocol, the Exchange protocol, and the 
Flooding protocol [51]. In addition, OSPF uses a shortest path first 
algorithm, referred to as Dijkstra’s algorithm, to compute a complete 
delivery tree. 

The Hello protocol uses HELLO messages to establish relationships with 
its neighbors and to find out if they are reachable. When two-way 
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Figure 4.3. Decomposition of a routing protocol. 
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connectivity between two OSPF peers has been established through the 
Hello protocol, their databases must be synchronized. An initial 
synchronization is done over the Exchange protocol in a master-slave 
fashion where DATABASE DESCRIPTION messages are used both by the 
master and the slave to give an outline of its database.  

The purpose of the Flooding protocol is to advertise the state of an OSPF 
router’s links, i.e., connections of different types, to all other OSPF 
participants in the network. The Flooding protocol is based on LINK STATE 
UPDATE packets. This can be seen as the main part of OSPF operation, and 
is used to exchange the actual routing information which is used to compute 
the shortest path. The LINK STATE REQUEST and the LINK STATE 
ACKNOWLEDGMENT are used by OSPF to query information about 
specific routes and to acknowledge the receipt of a LINK STATE UPDATE 
respectively. 

In the context of mapping OSPF to our decomposition model, the Hello 
protocol would typically constitute the module responsible for establishment 
and maintenance of connectivity with peers. The Exchange and Flooding 
protocols belong to the routing information exchange module. The path 
computation based on Dijkstra’s algorithm, finally, belongs to the processing 
module. 

 
IS-IS 

The routing protocol IS-IS (Intermediate System to Intermediate System) 
[14] has several similarities with OSPF. IS-IS is a link state routing protocol 
using the same shortest path first algorithm (Dijkstra) to compute the 
shortest path to other routers participating in the IS-IS routing. 

Like OSPF, IS-IS consists of different sub-protocols. A Hello protocol is 
used to discover neighbors. Hello messages are sent regularly to check a 
link’s availability. The flooding and exchange of link state records is taken 
care of by another protocol. 

As a consequence of the similarities with OSPF operation, we believe 
that the same type of decomposition can be applied to IS-IS. 
 

BGP 

The routing protocol BGP-4 (Border Gateway Protocol) [95] specifies 
four messages:  

• OPEN 
• UPDATE 
• KEEPALIVE 
• NOTIFICATION 
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The OPEN message is used to set up a BGP session, KEEPALIVEs are 
sent at negotiated intervals to keep the session open and also to confirm the 
open session. UPDATE messages contain various data related to routes, such 
as withdrawn routes and/or new routes. The NOTIFICATION message is 
used to notify the peer about errors or when a session is being closed. 

BGP uses TCP as the transport protocol and using a reliable transport 
protocol generally simplifies the application level protocol (i.e., BGP in this 
case) since it can be safely assumed that BGP messages will reach the 
remote end uncorrupted and in order. 

BGP lends itself to decomposition according to Figure 4.3 in the 
following straight-forward fashion. BGP routing information is exchanged 
between two BGP peers over a session—a TCP connection. Accordingly, the 
main responsibility of the module responsible for connectivity between 
routing peers would be to establish and maintain this session with external 
peers. Furthermore, the routing information exchange module basically deals 
with UPDATE messages between the processing module and external BGP 
peers. The main responsibility of the processing module is to process 
incoming UPDATE messages, compute the routing table, and generate 
outgoing UPDATE messages. 

The decomposition of BGP based on modularization and decentralization 
is further described in 4.5. 

4.2.2. Modularization Approach 
Our general modularization approach is to decouple the session 

establishment and maintenance from the software forming the actual routing 
protocol implementation. We refer to the former part as the session manager 
and to the latter part as the service process. This modularization is illustrated 
in Figure 4.4. 

Decoupling session management from the processing of control 
information into a separate functional module has several benefits. 
Compared to routing information exchange and routing table computation, 
the session manager can be kept rather simple and would typically not be 
subject to advanced configuration. As a result it should be less prone to fail, 
which is advantageous considering that the session manager is the module 
that exposes the application end-point (such as the one used in a BGP 
session) to an external peer. 
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If the session manager goes down, it may not always be possible to 

seamlessly restart it or hand over the responsibility to a back-up module 
without affecting the remote side of the session. Accordingly, it makes sense 
to keep the session manager simple and robust. Moreover, the session 
manager provides an elegant way to hide the internal structure of multiple 
control plane processing modules performing processing of control 
information and database management. Finally, the use of a session manager 
provides a certain degree of freedom when it comes to how it is 
implemented. The session manager must be mapped onto a processing 
element, but as we shall see later different placement strategies can be 
applied. 

4.2.3. Decentralization over Processing Elements 
Once a control function has been divided into separate modules—the 

session manager and the service process—that can be executed on different 
processing elements, the question is how to distribute the modules and map 
them onto processing elements within the NE. This may involve the 
replication and distribution of a particular service process module, the 
replication and distribution of a particular session manager, or both. How to 
use this decentralization of multiple service processes belonging to the same 
control function depends on how well the control function lends itself to 
parallelization for redundancy and load sharing. In some cases it may be 
possible to spread the received control information over different instances 
of the service process module so that each instance only must process a part 
of the information. In other cases all instances may have to receive all 
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Figure 4.4. Modularization into session manager and service process. 
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control information to be able to perform its task. The former case admits 
both load balancing and redundancy. However, it is important that the load 
sharing strategy does not imply that a specific instance becomes a single 
point of failure. If an instance goes down, another one must in some way be 
able to take over its role, and this may mean that the spreading of control 
information between the instances must be adapted. The case where each 
instance must receive all control information may mean that the replication 
of modules can be used for redundancy purposes only. 

In our basic scenario, service processes would typically be mapped onto 
and distributed over a set of CEs, while the session manager would be 
responsible for the assignment of incoming control information to the set of 
service process instances executed by CEs. This is depicted in Figure 4.5. 

 
 
As noted earlier, it should be possible to keep the session manager simple 

and robust, which may justify other strategies than to use fully redundant 
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Figure 4.5. NE with multiple CEs, multiple service processes, and a 
session manager responsible for the session with a remote peer. 



 

 
123 

modules in the same style as we propose for the service process. However, 
session management does not necessarily have to be implemented as one 
single process. In addition, different internal placements of a session 
manager could be considered: it could be located either in an FE or in a CE. 
In Figure 4.5 above, we show an example where the session manager is 
mapped to an FE. How to locate the session manager and whether to 
replicate it or not depend on the operation of the specific control function 
that is modularized and distributed within the NE as well as on the level of 
redundancy that is to be achieved. The replication of the session manager 
module may also have to be traded off against complexity of the solution as 
a whole.  

A detailed description of how to design and implement distributed control 
plane functions consisting of multiple service processes and session 
managers is given later in this chapter, but for an overview discussion 
around different faults that may occur and for which protection may be 
required, we refer again to Figure 4.5. The figure illustrates a session 
manager that has established communication with an external remote peer, 
and also with two service processes that runs on two different CEs (CE1 and 
CE2). We identify and discuss the following faults: service process failure, 
FE failure, link failure, and session manager failure. 

The situation with a failing service process is straight-forward: If the 
service process module executed by CE1 fails, the service process module 
on CE2 should be capable of taking over its tasks. This is the main type of 
failure that is addressed with our architecture for distributed control and we 
believe that this is the most likely failure from a software perspective. The 
reason behind this assumption is that the service process is much more 
complex than the session manager and thereby likely to be more unstable. 
The service process may also be subject to complicated configuration, which 
may lead to erroneous behavior.  

FE failures and link failures lead to other types of recovery scenarios, 
which may have to be dealt with on a case by case basis depending on the 
type of control function that has been modularized and decentralized into 
service processes and session managers. For instance, in Figure 4.5, if the 
link or the complete FE over which the session manager communicates goes 
down, the session manager will loose connectivity with the remote external 
peer. For some control functions it may be advantageous to try to re-
establish the session to the remote peer quickly over another link (and 
possibly over another FE), or in some way transfer the session to go over a 
new link or FE. For other control functions, like certain routing protocols, 
the session may better be left in the terminated state in order not to disturb 
the operation of the routing protocol. The reason for this is that in some 
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cases the problem of a failing link is better dealt with by the routing 
protocol. 

It is also possible to replicate the session manager, for instance with the 
purpose to minimize the effect of a failing session manager. For some 
control functions, a design choice may be to use one session manager per 
session. This would mean that a failing session manager would basically 
result in lost connectivity with only one peer. Sessions established with other 
peers would not be affected by the failing session manager. Session manager 
could further be mapped onto FEs. An advantage with such an approach 
would be that specialized hardware in the FE could potentially be used for 
extensive session level processing, if needed. An example of such processing 
is authentication for security reasons.  

Replicated session managers could also be used for the pure redundancy 
to avoid making the session manager a single point of failure. An important 
challenge with redundant session managers is to switch over the session 
from to a back-up session manager without exposing this action to the 
remote external peer and without unnecessary disturbance of the internal 
service process modules executing on the CEs within the NE. The 
difficulties related to migrating the session over to a back-up session 
manager depends on the amount of state that is kept within the session 
manager. For example, if the session manager is completely stateless and 
simply performs the task of relaying packets between the service processes 
and the external remote peer, the session switch-over is mainly a question of 
detecting the failure of a session manager and of making the CEs and FEs 
redirect the IP packets belonging to the particular session to the back-up 
session manager. However, for some services it is likely that the session 
manager holds a certain amount of state, maybe both at the application level 
and at the transport protocol level through the use of TCP. The support 
required for session manager fail-over and seamless migration of established 
sessions from a primary session manager to a back-up unit in our distributed 
control plane architecture is further discussed in 4.3. 

4.3. Internal Requirements for Distributed Control 
To realize the distributed control architecture, appropriate support from 

the internal protocols is needed. This involves the Forz protocol as well as 
additional inter-process communication that may be needed between service 
processes and session managers. The purpose with this section is to identify 
the requirements on the internal protocols in terms of protocol messages and 
protocol operation. To do this, we study the basic scenarios resulting from 
the decoupling of session managers from control processing in terms of 
service processes. In these scenarios, service process modules are mapped 
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onto CEs, and session manager modules are mapped onto FEs. Thereafter, 
the mechanisms to support the resulting distributed control plane are 
outlined. The scenarios we focus on are initialization of the distributed 
control function (i.e., association between session managers and service 
processes), service process fault handling, and session manager fault 
handling. 

4.3.1. Initialization of the Distributed Control Function 
The purpose with the initialization of a distributed control function is to 

create the internal communication paths for control information destined to 
or originating from the specific control function that is modularized and 
decentralized. Incoming control information originating from an external 
peer should be directed to the session manager, which then will spread the 
traffic over CEs executing software modules for processing of the control 
information, i.e., the service processes. The initialization of a distributed 

control function according to the above is illustrated in Figure 4.6. 
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Figure 4.6. Initialization of a distributed control function using session 
manager (SM) and service processes (SP). 
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As illustrated in the figure, incoming traffic destined to the distributed 
control function must be redirected to the session manager for further 
distribution to the service processes. Moreover, the corresponding outgoing 
control traffic from the service processes must be sent through the session 
manager for further relaying to the external peer. This means that this 
particular control traffic must be directed by the CEs to the FE executing the 
session manager. 

To achieve this, session managers and service processes must register 
with the Forz protocol when they are started. This registration will allow the 
participating processing elements (CEs and FEs) to inform each other of 
their capabilities and responsibilities through the Forz protocol. Processing 
elements must have this information to be able to direct service-specific 
traffic correctly within the NE.  

During the registration the session manager informs the FEs and CEs 
about its capabilities, i.e., for which service (such as BGP or OSPF) the 
session manager can be used. Each FE will then set up a filter for incoming 
traffic matching the port number (which may be either “well-known” or 
configured) for the specific service and the local IP address of the distributed 
router itself so that this traffic can be redirected to the session manager. The 
session manager will have an address on the NE’s internal network since it is 
mapped to a processing element within the NE, namely to an FE. 

Moreover, service processes and session managers must register with 
each other since they cooperate to provide a certain service in the NE. 
During this procedure, the session manager will be associated with the 
service processes for which it handles the sessions with external peers. 
Depending on the service and how well it lends itself to parallelization, 
different strategies for spreading the control traffic over multiple service 
processes may be used by the session manager. 

Additional internal support that is needed is that Forz may have to deal 
with issues like address translation. On a logical level, a service process 
executing on a CE will establish a session to an external IP address 
belonging to the remote peer. However, the introduction of a session 
manager internally within the NE means that the session will be split in two 
parts: one internal part between the CE and the session manager and one 
external part between the session manager and the remote peer. The former 
part is established between internal IP addresses within the NE. The service 
process communicates with an external peer, and thus the logical remote 
endpoint for the session is an external IP address. How to deal with this two-
step session from the view of the service process is a design choice and have 
to be dealt with on a case-by-case basis depending on the actual service. It 
may be preferable to conceal the use of an intermediate internal IP address 
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for the communication between the service process and its remote peer. One 
way to accomplish this is to let the Forz protocol perform address 
translation. Recall that Forz is used to tunnel data packets that are sent from 
a CE to the external world or vice versa (see Chapter 2, Section 2.5.3). 
Accordingly, Forz may redirect data packets destined to the remote external 
peer to the corresponding session manager by translating IP address and port 
numbers so that the session manager is addressed instead of the remote 
external peer. This issue will be discussed in more detail in Section 4.5, 
where modularization into session manager and service module has been 
applied to BGP. 

In addition to Forz level support like address translation, there is need for 
direct inter-process communication between the service processes and the 
session managers. Therefore, the service process should be designed to use 
the proxy functionality provided by the session manager. The service process 
thus maintains both inter-process communication state related to the session 
manager and end-to-end state related to its remote peer. The direct inter-
process communication may be needed for instance to let a session manager 
inform a set of service processes about their responsibilities when it comes 
to sharing workload, primary versus back-up mode, etc. There must also be a 
way for session managers to detect that a service process has crashed to be 
able to reassign workload between the remaining service processes and to 
invoke service processes that may run in backup mode. 

4.3.2. Service Process Fault Handling 
The main intention with service process fault handling is to ensure that a 

service continues to run without disruption despite the occurrence of either a 
fatal software error in one of the software modules implementing the service, 
i.e., the service process itself, or a crashing CE. For both these types of 
errors two actions must be taken by the remaining involved parties: First, the 
session manager should change the way it dispatches control information 
destined to the specific service so that the information is distributed only to 
the remaining instances of the service process. Second, the remaining service 
process instances must, according to some strategy, cover up for the failed 
instance. The control traffic dispatching mechanism of the session manager 
must not be constructed in a fashion that requires all service processes to be 
up in order to provide the service. The scenario of a failing service process is 
depicted in Figure 4.7.   
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At the Forz level, the failure of a CE is detected through the association 
part of the Forz protocol, which is capable of detecting dynamic changes 
between CEs and FEs within the NE (see Section 2.5.1).  

At the service level, there are different alternatives for the session 
manager to detect that a service process is down. One way to discover this is 
through the absence of session maintenance communication. In that case, we 
rely on the same session level mechanism that is used between service level 
peers, e.g., BGP KEEPALIVE messages or OSPF HELLO messages for the 
internal detection of a crashed service process. The absence of this type of 
messages will then trigger the session manager to adapt the dispatching of 
control messages. Two shortcomings with this approach can be identified. 
First, the internal discovery of a failing service process will occur on the 
same time scale as the peer-to-peer detection of the failure. Accordingly, it 
may not be possible to perform service process failover inside the NE 
without any reactions from the remote external service peer. Second, 
depending on the service and the modularization approach it may be 
desirable to relieve the service process from the burden of processing session 
level maintenance communication. 
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Figure 4.7. Service process fault handling. 
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For these reasons, we use an internal heartbeat mechanism between 
service processes and session managers that is independent of the session 
maintenance communication with external remote peers. The internal 
mechanism could be part of the required inter-process communication used 
for the distributed service inside the NE, or it could be based on the Forz 
level heartbeat mechanism. 

Once a failing service process has been detected, it is up to the session 
manager to recalculate how the workload should be split between the 
remaining service processes and also to inform a service process of a 
possible change in responsibility, such as going from passive to active mode 
for parts of the service (or for the complete service in cases when load 
sharing is not applied).  

As an example, consider a case where SP1, SP2, and SP3 in Figure 4.7 
are responsible for one third each of the work and receive one third each of 
the incoming control traffic according to some dispatching algorithm. 
Further, SP1 can serve as backup for SP2, SP2 as a backup for SP3, and SP3 
as a backup for SP1. Now, assume that SP3 goes down, as in the figure. This 
will be detected by the session manager, which will inform SP1 and SP2 
about the incident. As a result, SP2 will immediately take over the 
responsibilities of SP3 and thus perform two thirds of the work temporarily. 
Meanwhile, the session manager will rerun the dispatching algorithm and 
calculate a new fair load sharing where SP1 and SP2 perform half the work 
each and act as backup for the other half of the work.  

The operation of detecting the service process failure and adapting the 
workload dispatching can be taken care of by the direct inter-process 
communication between session manager and service processes. 

4.3.3. Session Manager Fault Handling 
As previously mentioned, multiple session managers can be used in 

different ways depending on the strategy for how to map session managers 
onto processing elements. For instance, having one session manager per 
external peer may be a typical strategy to limit the damage of a failing 
session manager. Still, it may be desirable also to replicate a session 
manager for redundancy purposes. In this section we restrict the discussion 
to the case where a back-up session manager is used as a fall-back when a 
session manager goes down. Consequently, this means that the back-up 
session manager must take over communication both internally with the 
involved service processes, and externally with the remote peer(s). This is 
illustrated in Figure 4.8. 
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To support session manager fail-over, several approaches can be 

considered. One way is to let both internal and external sessions go down 
and have them reestablish to the back-up unit, thus relying on the restart 
behavior of the service itself. In such a scenario, the service is likely to be 
disrupted for a while, or at least affected in the sense that service state must 
be refreshed both in the service processes and in the external peer. The 
internal support required to achieve this is that the packet redirection in the 
processing elements of the NE is updated upon detection of a lost session 
manager so that packets to and from the external peer go through the back-
up session manager instead.  

An improvement would be to make it possible for a back-up session 
manager to detect that its primary has gone down and to take over the 
session, preferably without affecting either the external peer or the internal 
service processes. The failure detection at the session manager level as well 
as the actual fail-over from primary to back-up session manager must then 
be fast enough to avoid invoking service level failure detection between 
internal service processes and the external peer. Seamless migration of a 
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Figure 4.8. Session manager (SM) fault handling. 
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session in this scenario constitutes an extra challenge for services using TCP 
as the transport protocol. Seamless migration of a TCP connection from a 
failing server to back-up server is a research issue in itself and techniques for 
TCP connection failover have been suggested and implemented earlier [4], 
[103], [112].  

Two examples of failover mechanisms for TCP are M-TCP (Migratory 
TCP) [103] and FT-TCP (Fault-tolerant TCP) [4]. The purpose of M-TCP is 
to perform migration of the TCP endpoint at the server side in transparent 
fashion, so that the service can continue to operate with a new endpoint. A 
drawback with M-TCP is that the client side initiates the migration of the 
connection. This means that if M-TCP is used to seamlessly move TCP 
connections from a primary session manager to a backup unit, M-TCP must 
be implemented also at the remote external peer. It is very unlikely that this 
is the case in practice. With FT-TCP, the TCP connections of a faulty 
process can be kept open until the process has failed over to a backup unit or 
until it has recovered. FT-TCP uses software layers to intercept 
communication between the application and TCP as well as communication 
between IP and TCP, and this wrapping software communicates with an 
external logger, where information needed for the recovery procedure is 
stored. FT-TCP is claimed to be completely transparent to the client side of 
the connection, and could as such be used in our case without requiring any 
changes in the external peers. A disadvantage with FT-TCP may be the use 
of a logger constituting a single point of failure. 

The use of existing protocols for TCP connection failover might be 
considered in the context of multiple session managers in our distributed 
router architecture. In fact, FT-TCP has been devised for a redundant route 
control processor solution in a commercial high-performance router [39], 
[57]. An alternative would be to design a specialized TCP connection 
failover mechanism, tailored for our purposes. 

4.4. Internal Mechanisms for Distributed Control 
To support the scenarios described in the previous section we have 

identified several internal mechanisms that are needed. The mechanisms can 
be divided into three different categories: 

• A Forz API that can be used by the service process and the 
service manager for registering their presence and for specifying 
packet redirect information. 

• Forz level support to distribute information learned through the 
Forz API used by service processes and session managers. 

• Internal communication between service processes and session 
managers. 
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The relationships between these mechanisms are shown in Figure 4.9, 
where service process and session manager are mapped onto processing 
elements using the Forz protocol for internal communication. 

 

 

4.4.1. Forz API 
Over the Forz API, the following primitives have been defined: 

• SERVICE_REGISTER {TYPE, SERVICE} 
• SERVICE_CONFIRM {TYPE, SERVICE} 
• PF_REGISTER {DIR, TYPE, PF_SPEC} 

The parameters of SERVICE_REGISTER and SERVICE_CONFIRM are 
specified as follows: 

• TYPE: Specifies if the user of the Forz API is a service process 
or a session manager. 

• SERVICE: Specifies the service, e.g., BGP, OSPF, etcetera. 
The parameters of PF_REGISTER are: 
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Figure 4.9. Relationships between internal mechanisms for distributed 
control. 
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• DIR: specifies if the filter concerns inbound or outbound traffic. 
• TYPE: specifies the type of filter, e.g., an IPv4 traffic filter. 
• PF_SPEC: is type-specific, e.g., the five-tuple consisting of 

source address, destination address, source port, destination port, 
and protocol for an IPv4 filter. 

Typically, both service processes and session managers will register their 
capabilities using the SERVICE_REGISTER primitives. Furthermore, the 
session manager will register a packet filter specifying the packets it wishes 
to receive for further processing. The session manager can be used for the 
processing of incoming messages for a specific service, outgoing messages 
for a specific service, or both. 

The primitives described above translate into Forz protocol messages 
exchanged between processing elements in the distributed router. 
Capabilities learned through the SERVICE_REGISTER primitive are 
communicated through Forz HELLO messages during the Forz association 
part, earlier described in Chapter 2 (Section 2.5.1). The information 
distributed in this fashion can be used for basic configuration of packet 
redirect. However, we believe that the modularization and decentralization 
of the control plane calls for an extended and more flexible way to deal with 
packet redirect inside the NE. Therefore, we have decoupled this 
functionality from the communication of capabilities and introduced a 
separate Forz message for packet redirect information. We refer to this 
message as a Forz PF_REGISTER protocol message. Upon registration of a 
packet filter from a session manager, the Forz protocol will distribute this 
information to all participants within the NE. Accordingly, all FEs and CEs 
can use the information to filter out packets to be forwarded to the session 
manager for further processing. 

4.4.2. Service-specific Inter-process Communication 
The required inter-process communication between service processes and 

session managers depends on the actual service that is modularized and 
decentralized. The information that is exchanged between the different 
modules may include association and maintenance between service 
processes and session managers forming the service as a whole as well as the 
exchange of service specific information for workload distribution and 
failover methods.  

When it comes to association and maintenance between modules, the 
inter-process communication depends on the level of dynamicity that is 
targeted. The internal relationship between session managers and service 
processes can either be configured or it can be established in a dynamic 
fashion where the different modules find each other automatically. Such a 
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dynamic association and maintenance can be based either on the 
mechanisms supported by the Forz protocols or by a service-specific 
protocol. As described earlier, the Forz protocols include support for 
dynamic association between processing elements, including heartbeat 
functionality. These mechanisms can be used by service processes and 
session managers. 

The session manager side of the service is responsible for distributing the 
workload over service processes and it must thus be possible for the session 
manager to communicate a workload specification to the service processes. 
Moreover, the workload specification comes with a notification whether a 
service process should operate in active or passive mode regarding a specific 
share of the workload. 

Inter-process communication between service processes and session 
managers is further discussed when we describe a modular and decentralized 
BGP implementation in Section 4.5. 

4.4.3. Service Configuration 
As is the case with any routing protocol or other service provided by a 

regular router, the distributed service implemented with service processes 
and session managers, according to the above, is subject to manual 
configurations. Even though the configuration is service-specific, some 
general guidelines should be considered. First, the level of configuration 
needed for the session manager should be kept to a minimum and the general 
design rule should be to keep the session manager as simple as possible. 
Advanced service-specific configuration, like e.g., BGP policies, should be 
done at the service process level and not at the session manager level. The 
main reason for this is that the decoupling of session manager from service 
processes is primarily thought of as a way to protect the system against 
crashing service processes. In particular, the design supports the failover 
from a broken service process to a working service process without affecting 
the remote peer. Even though session manager failover can be realized, it is 
more likely that a session manager failover may accidentally be exposed to 
remote peers for the particular service. 

Still, a certain level of configuration regarding the session manager is 
likely to be inevitable. Examples of such configuration are information about 
external peers, expected number of internal service process, initial workload 
distribution between service process, and failover methods from active to 
passive service processes. 

In addition, it is assumed that configuration information is distributed to 
service processes and session managers by a higher-level mechanism. The 
distribution of configuration information is outside the scope of this work. 
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4.4.4. Session Manager Implementation Aspects 
An interesting aspect with the session manager is the choice of transport 

protocol used by the service. OSPF uses IP directly for communication 
between peers and that may simplify the design and implementation of the 
session manager. BGP, on the other hand, uses the transport service provided 
by TCP for its sessions with peers. A session manager for TCP-based session 
must be designed with care considering that the end-points using TCP 
assumes a reliable connections. If a remote external BGP peer sends a BGP 
message over TCP it assumes that there is a reliable connection all the way 
to the service process. This must not be jeopardized by the fact that the 
session has been split through the use of a session manager acting as a proxy. 

The session manager may handle several internal processes participating 
in a session with one external peer. If large amounts of data are flowing from 
the external peer to the service processes it may be necessary to buffer data 
temporarily in the session manager. Alternatively, the session manager must 
make sure that the sending speed of the external peer is adapted to the 
slowest of the internal service processes.  

Application data being relayed by the session manager must not be lost 
inside the session manager without appropriate actions being taken. For 
instance, if a session manager goes down and the TCP connections are 
migrated over to a backup session manager it must be detected if any 
application data is lost during this migration. If so, the session should be 
terminated and reactivated to make sure that the remote end is informed of 
the problem. 

4.5. Decomposing BGP in a Distributed Control Plane 
In this section we describe our design and implementation of a modular 

and decentralized BGP.  

4.5.1. Traditional BGP Implementation 
A traditional BGP implementation runs on a single CPU that executes the 

complete router control plane in a centralized monolithic fashion. The BGP 
implementation consists of several different parts: BGP neighbor 
negotiation, RIB-Ins (Routing Information Base constructed from incoming 
UPDATEs), RIB-Outs (Routing Information Base containing routes to be 
advertised to BGP peers), Loc-RIB (the routing table that the actual 
forwarding table is constructed from), in-policies, out-policies, and a 
decision process. The decision process operates on routes that exist in the 
RIB-Ins and is responsible for selecting which routes should be placed in the 
Loc-RIB as well as for selecting routes to be advertised to other BGP peers. 
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Neighbor negotiation proceeds according to a finite state machine (FSM) 
[41], and BGP maintains a separate FSM for each configured peer. 

 

 
 
The BGP FSM is illustrated in Figure 4.10, and deals with the 

establishment of a TCP connection for the BGP session and with the initial 
exchange of BGP messages that is needed to reach the final state, referred to 
as the “Established” state. When the FSM is in the “Established” state, the 
two peers can start exchanging UPDATE messages. 

BGP UPDATE messages form the heart of the BGP protocol and these 
are the messages that are used to advertise routes in BGP. A route is an IP 
address prefix encoded in a <length, prefix> format, where the length field 
specifies the number of bits of the IP address prefix. 
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[Source: S. Halabi, Cisco Systems]
 

Figure 4.10. Illustration of the BGP finite state machine. 
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4.5.2. BGP Modularization and Decentralization 
One of the main purposes with modularizing BGP is to spread the 

computational work of BGP over several processing elements. Meanwhile, 
the modularized BGP should appear as a regular monolithic process to its 
external peers, maintaining one TCP connection to each BGP peer for the 
corresponding BGP session.  

To achieve this, two main steps have been taken. First, we decouple the 
BGP FSM from the rest of the BGP software and let the FSM be executed by 
our session manager. Thus the session manager will be responsible for 
managing BGP sessions with external BGP peers. 

In this way the decision process, including the databases (RIBs), can be 
separated from the actual BGP sessions. Second, we split the decision 
process into multiple distributed decision processes. Together, one of the 
distributed decision processes and its related databases form a service 
process. 

Figure 4.11 illustrates how BGP is separated into session managers and 
service processes. 
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Figure 4.11. N Session managers connected to M service processes. 
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By introducing session manager processes, we achieve a level of 
indirection between session management and the actual BGP decision 
making. This gives a certain degree of flexibility in how the service process 
is realized. For instance, it makes it possible to allow the service process to 
migrate between processing elements, and to have multiple service processes 
for purposes such as load sharing and redundancy. 

In such a modular BGP implementation, the service process can be 
replicated to an arbitrary number within the same BGP instance. Further, the 
service processes can be decentralized to different processing elements in 
our target platform—a decentralized modular router. Such a scenario is 
depicted in Figure 4.12, where BGP service processes have been mapped 
onto control elements and BGP session managers have been mapped onto 
forwarding elements.  
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Figure 4.12. Overview of the router with the internal sessions 
between service processes (SP) and session managers (SM). 
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As shown in the figure, we use multiple BGP session managers—
typically one BGP session manager per external peer. However, session 
manager failover, as described in Section 4.3.3, has not been implemented in 
the current version of a distributed BGP implementation. 

4.5.3. Initialization and Internal Communication 
For each configured BGP peer, the session manager maintains one TCP 

connection for the BGP session with the peer and one internal TCP 
connection to each of the service processes. Thus, the session manager relays 
BGP messages between the external peers and the internal service processes. 

As mentioned earlier, BGP specifies four different messages: OPEN, 
KEEPALIVE, NOTIFICATION, and UPDATE. OPEN and KEEPALIVE 
message are dealt with solely by the session manager in our approach to a 
decentralized and modular BGP. NOTIFICATION messages are sent as a 
result of a detected error, and may be generated by either the session 
manager or a service process, depending on the type of error. Outgoing 
UPDATE messages are always generated by a service process and relayed to 
the remote peer by the session manager. Incoming UPDATE messages are 
always relayed by the session manager to a service process. 

According to the BGP specification, UPDATEs can be exchanged only 
when the BGP FSM is in the Established state. The BGP FSM is maintained 
entirely within the session manager, but it will not start until at least one 
service process is detected internally. When the BGP FSM for a BGP 
neighbor reaches the “Established” state, the session manager will notify the 
service processes that participate in the distributed BGP implementation. 
Thereafter, the service processes can receive and generate UPDATEs.  

Each service process has one internal TCP connection for each 
configured peer. A service process maintains a very simple state machine 
compared to the BGP FSM. The basic principle for the service process is as 
follows: For each configured BGP peer it establishes an internal TCP 
connection to the corresponding session manager and creates an SP-FSM. 
(Service Process Finite State Machine) that goes into an idle state. The SP-
FSM remains in an idle state until it gets notified by the session manager that 
the corresponding BGP FSM has entered the “Established” state. The SP-
FSM then enters an active state where it can generate and receive 
UPDATEs. Along with the notification, the session manager can 
communicate workload specifications to the service processes. A workload 
specification is a range of IP address prefixes for which a certain service 
process is responsible. The session manager also informs whether a service 
process should act as primary or secondary for a specific IP address prefix 
range. Finally, information about the peer that the session manager learned 
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during execution of the BGP FSM can be communicated to the service 
processes at this point. 

4.5.4. Robustness and Performance Aspects 
We claim that the decentralized modular design described here improves 

performance as well as robustness. Performance gains can be made by 
sharing the total amount of computational work so that each service process 
handles a part of the total routing table. BGP lends itself to parallelization in 
a natural way. For instance, 8-bit IP address prefix blocks are independent of 
each other and messages can be dispatched over multiple service processes 
based on prefix block belongings. Then, various strategies for assigning such 
address prefix blocks to service processes can be applied to obtain load 
sharing. Such assignment strategies are further described and evaluated in 
the following section (Section 4.6). Under normal operation, the rate at 
which route updates arrive at a router is very modest. However, during short 
periods of time the processing load for the BGP decision process can 
temporarily be very high. This happens for instance at start-up and when 
there are sudden changes in the routing topology (due to route flaps, for 
example). We think that the difficulties related to processing these 
infrequent, sudden bursts of routing updates can be efficiently dealt with in a 
distributed router architecture that allows for load-sharing of the route 
update processing. 

Separating session management from the service process (and thus from 
the BGP decision process) can potentially improve routing robustness. BGP 
decision making is a complex operation, where decision criteria are 
frequently changed, and the software that performs the decisions is often 
upgraded and/or modified. Session management, on the other hand, is in 
comparison a simple task where the requirements remain relatively stable. 
So assuming that the service process is more prone to software failures than 
session management, we gain the advantage of being able to keep sessions 
up even if there are faults in the service process.  

The penalties for restarting BGP sessions come from the overhead 
involved in re-initiating the BGP peering states, and from the loss of 
connectivity at the packet forwarding level. However, using the graceful 
restart mechanisms for BGP [100], it would be possible to restart old 
sessions without loss of forwarding connectivity. A disadvantage with 
graceful restart is that there is no distinction between routing failures and 
link failures: In the case of link failures, the peers will continue to forward 
packets over the failed links, which is not the desired behavior. One of the 
advantages of separating session management from the decision process is 
that it makes it possible to distinguish "true" link failures through the loss of 
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KEEPALIVE messages, since failures in the decision process do not affect 
the sending of KEEPALIVEs. 

Our method for supporting load balancing in combination with 
redundancy is based on division of the routing table, so that each decision 
process handles its own part of the routing table (see Figure 4.13). As a 
consequence, each service process thereby contributes with information to 
the forwarding table (or FIB—Forwarding Information Base). In a 
distributed router, the FIB is typically located at the FE, which implements 
the packet forwarding. 

 

 
Each service process also acts as a backup for one of the other service 

processes. Thus, if a service process crashes there is always another service 
process ready to take over. 

With the current scheme, all service processes receive all route updates 
and store them in their databases. However, the computations are divided so 
that a service process only computes the RIB-Out entries and Loc-RIB 

Service
Process

Service
Process

FIB

Backup BackupRIB RIB

Service
Process

BackupRIB

FE

CE CE CE

RIB: Routing table
FIB: Forwarding table

Table composed from 
three prefix ranges

 
Figure 4.13. Multiple service processes, responsible for a portion 
each of the FIB. 
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entries that fall within that service process’ part of the routing table (this is 
further described in Section 4.6). The idea here is to make sure that service 
processes have all information available in their databases, so that they 
quickly can take over should other service processes fail. The amount of 
computations that each service process needs to perform is reduced, since a 
service process only deals with a smaller part of the routing table. An 
alternative scheme would be to let the session manager perform filtering of 
BGP UPDATEs so that each service process only receives the BGP 
UPDATEs that are within its responsibility. That would somewhat decrease 
the amount of burden on the service processes and also the load on the 
internal network. On the other hand, the information would not be locally 
available in the service process in a fail-over scenario. 

In addition, filtering BGP UPDATEs in the session manager is somewhat 
a delicate issue. A BGP UPDATE received from an external peer can 
contain several routes according to the <length, prefix> format described 
earlier. Moreover, it may contain both withdrawn routes and new routes. 
Different routes may belong to different 8-bit prefix blocks and thus the 
information in one UPDATE may have to split between several service 
processes. Therefore, filtering UPDATEs in the session manager means that 
the session manager must split the external UPDATE message into several 
internal UPDATE messages where one internal UPDATE message contains 
only routes within the prefix block assigned to a particular service process. 

4.6. Performance Evaluation of a Distributed BGP 
In this section, we have applied our ideas on control plane modularization 

and decentralization to BGP [95], to investigate the hypothesis regarding 
improved control plane performance under heavy load. The primary purpose 
with this work is to carry out an experimental evaluation of control plane 
performance using distributed processing. Our approach to make BGP 
performance improvements is to spread the BGP workload over multiple 
processing elements so that each element is responsible for a part of the 
complete routing table. The idea is to reduce the amount of computations 
that each processing element has to perform since it deals only with a subset 
of the routing table. Making such a load sharing efficient requires an 
understanding of how real BGP load affects the computational workload 
related to BGP processing. The focus is on the processing of BGP UPDATE 
messages and installation of routes in the routing table. To gain 
understanding of how the computation of the routing table could be shared 
between processing elements it is of interest to find out what BGP load looks 
like. This includes characteristics like number of routes, distribution of 
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prefix lengths for existing routes, traffic pattern of the BGP load, etc. 
Therefore, an analysis of data from real BGP feeds has been made. 

In the following, we present experiments conducted in order to study the 
performance of route update processing with distributed BGP. For the 
experiments we used an experimental platform depicted in Figure 4.14, 
consisting of one session manager and multiple service processes. This setup 
represents a decentralized router with distributed processing elements. The 
experimental platform is further described in Section 4.6.1 below. 

 

 
The main goal of the performance evaluation is to study how the number 

of service processes affects the total time to process BGP UPDATEs and 
install routes during the BGP startup phase. The basic idea is that each 
service process only processes a subset of the updates, and that by sharing 
the processing load in this way we can reduce the total processing time. The 
basic components of a route are a path and a prefix, and the typical current 
size of a BGP routing table is roughly 160000 entries. 

We use two different methods for assigning updates to service processes. 
In both methods, the address space is divided into 8-bit prefix blocks, which 
are numbered from 0 to 255 (in fact, it is only prefix blocks 0 to 223 that are 
used, since those are the prefixes representing unicast addresses). Prefix 
blocks of 8 bits were chosen because there are no prefixes with a length 
shorter than 8 bits. Consequently, the aggregation of routes will not be 
affected by splitting up the complete routing table into such subsets. The 
prefix blocks are assigned to service processes in a pre-determined, static 
manner, and a service process will deal with all route updates that belong to 
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Figure 4.14. Experimental setup. 
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the prefix blocks assigned to that service process. The selection of which 
route updates to process is done through input filters in the BGP software, so 
that a service process will drop all route updates that do not belong to its 
prefix blocks. As we shall see later, the criteria for assigning updates to 
service processes has influence on performance, since routes are not evenly 
distributed across the address space. 

 

 
Before discussing how prefix blocks could be assigned to multiple 

service processes, we study how routes are distributed over prefix blocks as 
measured during the startup phase of BGP (see Figure 4.15). We have 
analyzed real BGP traffic that was collected from the main router at Luleå 
University of Technology (LTU). It is an edge router of SUNET (Swedish 
University computer NETwork), which peers with several Swedish ISPs in 
Luleå to relay local traffic. The BGP traffic was collected using the BGP 
daemon included in the Zebra software [34] to passively peer with the LTU 
main router. The data plotted in Figure 4.15 indicates that care should be 
taken when selecting how to divide prefix blocks among the processing 
elements. The distribution is very uneven—there are several prefix blocks 
with a large amount of prefixes and several prefix blocks with very few 

 
Figure 4.15. Number of routes for each prefix block. 
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prefixes. It should also be noted that the assignment strategy must be 
possible to perform without first having to process all the BGP UPDATEs.  

The first method (contiguous) assigns prefix blocks consecutively to the 
service processes. Thus, prefix block b will be assigned to service process b / 
n. The second method for assigning updates (interleaved) is by interleaving 
the prefix blocks among the service processes. That is, if there are n service 
processes numbered 0 to n - 1, then prefix block b will be assigned to service 
process b mod n. 

4.6.1. Experimental Setup 
The experimental setup, previously depicted in Figure 4.14, consists of 

one session manager, up to 14 service processes, and one BGP UPDATE 
generator which is responsible for feeding input data into the experiment. 
The units are connected using Gigabit Ethernet switches. The hardware 
platform that is used consists of rack-mounted general-purpose CPUs (1.5 
GHz Pentium 4 processors), all running Linux (Red Hat 9). The service 
processes were “bgpd” daemon processes from the GNU Zebra software 
[34], running on the Linux PCs. The session manager is a Java program also 
running on a Linux PC. 

The experiment is designed for performance measurements of the BGP 
startup phase, where a large number of routes are loaded from a remote peer. 
To achieve this, we emulate the BGP startup behavior by letting the BGP 
UPDATE generator feed the BGP route data set into the session manager at 
full speed. The session manager will then distribute the BGP UPDATE 
messages to the service processes. For each round of measurements the 
number of service processes is varied from one to fourteen. In each service 
process we measure the time it takes from that the first BGP UPDATE is 
received until the last BGP UPDATE has been processed. 

As input data to our experiment we use the real BGP route data set 
collected as described earlier in this chapter. In addition, we have created an 
artificial data set where the routes are evenly distributed over the prefix 
blocks. The artificial data set was created to serve as an ideal reference that 
gives (close to) uniform load sharing over the service processes. 

The creation of the ideal reference data turned out to be more 
complicated than initially was expected. Initial measurements suggested that 
not only the number of routes per prefix block affected the measurement 
results. For the real BGP route data set, there is a variation in the prefix 
length for different routes and this turned out to have a certain impact on the 
time needed by each service process to process the BGP UPDATEs and 
install the routes in the routing table. The ambition with the ideal reference is 
to provide a uniform load sharing over the service processes, but still 
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generate the same amount of computational work for processing the routes. 
Therefore, the prefix length distribution of the total set of routes in the 
recorded BGP data was analyzed. The number of routes versus prefix length 
is plotted in Figure 4.16. 

 

 
The prefix lengths vary between 8 and 32, with the major part (roughly 

89000) of the close to 160000 routes having a prefix length of 24, as can be 
seen in the figure. Out of all prefixes, only 19 class A prefixes were 
received, which could be expected since a class A prefix can contain up to 
16 million hosts. It can be noted that for each of the prefix lengths between 
16 and 24 there are more than 1000 routes. As mentioned earlier there are no 
prefixes shorter than 8 bits. The artificially created data set used as reference 
input in our experiments has been modeled after the prefix length 
distribution described here. 

4.6.2. Performance Measurements 
Figure 4.17 shows the measurement results for contiguous and 

interleaved route assignment for the collected data set (“real”) as well as for 
the artificially created data set (“ideal”). The time measured is the time until 
the last service process has completed its computational work for the startup 

 
Figure 4.16. Number of routes for each existing prefix length. 
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phase. All measurements have been repeated several times, and the 
variations in the measurement points were negligible. 

 

 
Perfect load sharing would result in a curve shaped as 1/n, where n is the 

number of service processes. Figure 4.17 shows that this practically is 
achieved when using the “ideal” data set. Load sharing gives significant 
performance improvements also for the “real” data set, but as we shall see, 
there are additional factors that affect the performance results for this set. It 
should be noted that the measurement with only one service process is 
equivalent with a centralized solution, i.e., this is the time required by an 
ordinary Zebra “bgpd” daemon to process the routes received during the 
startup phase. 

There is a distinct offset between the results for the “ideal” and “real” 
data sets. This is mainly due to two reasons. The first reason is related to 
differences in how routes are packaged in BGP UPDATE messages. In the 
“ideal” case, all UPDATE messages have the same number of routes, 
whereas in the “real” case there are a few large UPDATE messages and 
many small messages. So with a non-negligible cost per UPDATE message, 
it takes more time to handle the larger number of messages in the “real” data 
set. The second reason for the difference is that none of the two assignment 
methods achieves uniform load sharing for the “real” data set. With the 
“ideal” data set, however, the workload gets evenly divided among the 
service processes with both assignment methods. 

 
Figure 4.17. Processing time for round robin and contiguous 
distribution of prefix blocks over the n service processes. 
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With the “ideal” data set, the two assignment methods should distribute 
the routes equally well, so the only real difference between the two methods 
for this set lies in the configuration of “bgpd” filters. Since the two 
assignment methods yield about the same result for the “ideal” data set, we 
conclude that the differences in “bgpd” input filters do not have a significant 
influence on performance. For the “real” data set, however, there is a large 
difference between the interleaved and contiguous route assignment 
methods. The interleaved method gives a more uniform distribution of routes 
for this set, and this has substantial impact on performance. This is discussed 
further in Section 4.6.3. 

For the “real” data set, there is a noticeable effect that the processing time 
increases when the number of service processes increases above ten. This is 
caused by the session manager getting saturated when there are many service 
processes, which is discussed further in Section 4.6.4. 

4.6.3. Assignment of Routes to Service Processes 
The efficiency of the load sharing of UPDATE processing depends on 

how well the workload is actually distributed over the service processes. The 
time it takes for a service process to complete the processing depends 
directly on how many routes are assigned to the service process. This 
assignment is made in a static manner, which means that for any real data set 
the workload will not be split up in a perfectly equal way.  

Figure 4.15 shows the distribution of routes over prefix blocks in the 
“real” data set. It is clear that routes are far from uniformly distributed—
routes are clustered in a few large groups. This is a result of Internet address 
organization and assignment policies. Before classless inter-domain routing 
(CIDR) [32] was introduced prefixes were divided in 4 classes: class A (8-
bit prefixes) starting with the most significant bit set to 0 (prefix blocks 0 to 
127), class B (16-bit prefixes) starting with the most significant bits set to 10 
(prefix blocks 128 to 191), class C (24-bit prefixes) starting with 110 (prefix 
blocks 192 to 223), and class D (multicast prefixes) starting with 1110 
(prefix blocks 224 to 239). The heritage from classful addressing is 
diminishing, but it is still visible in the graph. For instance, only a few 
blocks below 128 have many routes. In the range 128-192 there are still 
many class B networks in use, and within 192-223 there are many routes. 
For each block in the latter range there could be up to 65536 class C 
networks, in the worst theoretical case. From the histogram it can be noted 
that this is not the case, either due to class C network address assignment 
policies or due to later prefix aggregation. 
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Table 4.1 shows the number of routes in service processes for the 

“interleaved” and “contiguous” route assignment methods with the “real” 
data set for varying number of service processes. The table shows the largest 
number of routes in any service process, that is, the number of routes in the 
service process with most routes. Since we measure the time it takes for the 

#SP interleaved contiguous perfect (1/n)

1 159829 159829 159829 

2 93688 118318 79915 

3 63681 110280 53277 

4 52735 103976 39958 

5 35394 102092 31966 

6 42233 102092 26639 

7 30390 102091 22833 

8 35046 83345 19979 

9 20992 77473 17759 

10 25550 66878 15983 

11 16619 57839 14530 

12 26114 57927 13320 

13 18259 60787 12295 

14 23154 68731 11417 

 

Table 4.1. Number of routes in the service 
process with most routes. 
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last service process to finish, which (in all our measurements) is the process 
with the most routes, the largest number of routes in a service process 
determines the overall performance. The table shows that the largest number 
of routes is in general significantly higher with the contiguous method, 
which explains why it takes longer time to process UPDATE messages with 
this method. Furthermore, it can also be seen that for both assignments 
methods, the largest number of routes does not decrease strictly with 
increasing number of service processes, which is also visible from the 
irregularities of the two curves for the “real” data set in Figure 4.17 (at the 
data points for 4 to 6 service processes, for example). 

4.6.4. UPDATE Message Size 
UPDATE messages may contain a variable number of routes. Since there 

is a certain per message cost—the cost associated with transmitting a 
message independent of its size—it is in general more efficient to send 
fewer, large messages compared to many small. This is true also for our 
experimental system, as can be seen in Figure 4.18.  

 
The figure shows the time it takes to assign the routes to the service 

processes versus the number of service processes. The measurements were 
performed using BGP UPDATE messages containing 1, 5 and 20 routes 
respectively. In this experiment we are interested in the performance of the 

 
Figure 4.18. Time to distribute routes to service processes for 
different UPDATE message sizes versus number of service 
processes. 
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session manager and therefore we want to eliminate the influences of route 
processing in service processes as far as possible. Hence, we use service 
processes, with a special version of “bgpd” filter that drops all routes in 
order to prevent the service processes from performing any route processing 
at all. 

From this result the effect of message size on performance is clearly 
visible: larger messages are more efficient than small. We can also see that 
for smaller number of service processes, the distribution time increases only 
marginally with increasing number of service processes (this can be 
expected, since the session manager needs to perform a certain amount of 
work for each service process). However, from a certain point the additional 
cost for adding a service process goes up, e.g., from 6 service processes for 
the “even(1)” curve. The explanation for this is that at this point, the session 
manager is saturated so that it becomes the dominating bottleneck in the 
system. We believe that this effect is visible also in Figure 4.17, and causes 
the increase in processing time for the “real” data set when the number of 
service processes is above 10. The reason why the same effect does not 
appear for the “ideal” data set in Figure 4.17 is that the “ideal” data set has a 
different message pattern, with more large messages.  

 

 
Figure 4.19. Number of BGP UPDATE messages versus number of 
routes per update. 
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It can be seen from Figure 4.18 that with larger messages, this effect has 

smaller influence and occurs for a higher number of service processes. 
For the specific data set used in our experiments, the number of routes 

per BGP UPDATE varies between 1 and 1020, which can be seen in Figure 
4.19. There are 30872 updates that are within the recorded startup sequence. 
It can be noted that approximately half of the BGP UPDATEs contains only 
one route, while the other half contains from 2 up to 1020 prefixes in each 
update. However, the total number of BGP UPDATEs and the number of 
routes per BGP UPDATE during the startup sequence are parameters that are 
likely to differ between various BGP routers in the Internet. 

4.6.5. Discussion 
The experiments indicate that there are significant performance gains to 

be made by utilizing the parallelism through a distributed implementation of 
BGP UPDATE processing. The distribution of the workload, in terms of 
number of routes, has large impact on performance. The two simple, static 
methods that we use differ in this respect. The “contiguous” method gives a 
very unbalanced distribution of the workload for the “real” data set. The 
“interleaved” method is better, but far from perfect.  

It would be possible to devise a more elaborate scheme for workload 
distribution, for example by analyzing routes and computing a route filter 
configuration that gives a good distribution for a particular set or routes. 
Such a method would depend on the assumption that route distributions over 
prefixes do not change rapidly over time, which appear to be reasonable. 
However, there is a certain trade-off with this approach. A filter 
configuration that gives optimal workload may turn out to be very specific, 
and could consist of many filters. In that case the filter processing in the 
service processes may occupy the resources to an extent where filter 
processing dominates the processing time in the service processes. So a more 
sophisticated approach would need to balance filter processing against route 
processing in the service processes. 

The session manager influences performance when the number of service 
processes gets large. There is certainly room for improvements of the session 
manager as well, for instance by exploring parallelism, using multicast for 
distribution of UPDATE messages, etc. In our measurements, the session 
manager becomes a limiting factor when the number of service processes 
gets relatively large. At this point, the theoretical additional gain of adding 
one more service process is lower, so it is unclear whether an optimization of 
the session manager can be justified in terms of the additional performance 
that could be gained. However, there are situations where a session manager 
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could potentially benefit from hardware support. For instance, if BGP 
session authentication is used, the authenticity of each BGP message 
received needs to be cryptographically verified before it can be passed to the 
service processes. This is a processing intensive operation, so if the session 
manager can be implemented on specialized hardware (on a network 
processor for example), it would be a way to significantly improve the 
performance of a session manager. Hardware support for session managers 
has significance also from a robustness point of view. Potential denial of 
service (DoS) attacks against BGP routers involve sending large amounts of 
packets that could potentially lock up the entire BGP packet processing 
resources in the router (such as messages that require authentication). By 
spreading out session management processing over multiple processing 
elements which are optimized for packet processing, the router will be more 
robust against such attacks. 

It should also be noted that improved BPG processing performance 
through replication and load sharing among service processes can implicitly 
improve dependability in a more general sense. For instance, there are 
situations when the router control plane is heavily loaded with control 
traffic. Some examples are during topology changes and route flaps where 
routing computations potentially may lock up the router. The distributed 
BGP computation presented here can be seen as a way to reduce the 
vulnerability of the control plane. 

The BGP processing should also be put in perspective to local forwarding 
table updates in the forwarding plane. It could be argued that forwarding 
table updates constitute the bottleneck rather than the BGP processing in the 
control plane. However, as mentioned earlier (in Section 3.6.1), the update 
time depends heavily on the actual implementation of the forwarding table. 
It was also noted that hardware-based forwarding tables can support up to 
100,000 table updates per second. 

The BGP processing times we have measured include updating the local 
RIB in the control plane, and the shortest time we have reached in our 
measurements is around 5 seconds for roughly 160,000 updates. In other 
words, we have been able to achieve BGP processing times that are in the 
same order of magnitude as the FIB update times for sophisticated hardware 
implementations. These results are encouraging, since with a centralized 
design the corresponding BGP processing would clearly be an overall 
performance bottleneck when a large number of routes are loaded from a 
remote peer during the startup phase. This can be seen in Figure 4.17, where 
the total processing time when using one service process is close to 20 
seconds. 
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4.7. Conclusion and Further Work 
In this chapter, we have proposed a distributed control plane for 

decentralized modular router architectures. The basis for the design is a 
modularization of the control plane, where control functions are partitioned 
into independent modules, referred to as service processes and session 
managers. These modules can then be distributed over a set of processing 
elements in the distributed router. The modularization can be used for 
functional separation, redundancy, and load balancing purposes. The main 
motivations for the partitioning into session managers and service processes 
are as follows. The session manager can be kept rather simple, and it is a 
way to conceal the internal distributed architecture so that modularization 
and decentralization can be accomplished without influencing the way in 
which the router communicates with its remote peers. The suggested 
decoupling of service process from session manager also allows the former 
to be replicated in a straight-forward fashion. 

We have further demonstrated how the control plane of a router can be 
modularized and distributed over multiple processing units. We have 
examined how this design can be used to improve the performance of BGP 
route update processing. Our results indicate that UPDATE messages are 
cumbersome to process, and by distributing the workload over multiple 
units, the processing time can be significantly reduced. This is particularly 
important for speeding up the processing of large amount of routing updates, 
which can occur for instance at router startup time, and during route flaps 
and other sudden changes in the topology.  

We have performed experiments with real data sets that has been 
collected from a border router connected to SUNET; the Swedish university 
network. We have experimented with different approaches for distributing 
the workload over the processing units, and we have found that this has large 
impact on the overall performance. The optimal distribution of the workload 
is dependent on the structure of the routes, and for further work it would 
therefore be interesting to study route data sets from other routers on the 
Internet, and to investigate alternative methods for workload assignment.  

We have dealt mainly with performance aspects of distributed UPDATE 
processing. However, the modularized and decentralized architecture opens 
up interesting possibilities also for using replication of critical functions as a 
means to improve router robustness. We believe that the design devised in 
this chapter provides a solid basis for increased robustness of router control 
functions through the use of redundant processing. As further work, it would 
be interesting to study aspects related to robustness and availability more 
closely, e.g., by exploring in detail how backup units and fail-over handling 
can be implemented on our platform and compared with fail-over 
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mechanisms in existing commercial routers, typically involving redundant 
CPU modules (i.e., the complete control plane) or even redundant routers. 

Finally, we have demonstrated that distributed BGP processing does not 
require the BGP software to be completely redesigned and rewritten. It is 
possible to modularize existing implementations—we have used a more or 
less unmodified version of the GNU Zebra open source implementation of 
BGP for our experiments. To further investigate the flexibility of this 
approach it would be interesting to incorporate also other BGP 
implementations in the experiments. One obvious candidate worth exploring 
in terms of decentralization over multiple processing elements is the BGP 
implementation included in XORP [45]. 
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5. CONCLUSIONS AND FURTHER 
WORK 

In this thesis, we have explored modular and decentralized architectures 
for network systems in order to meet current and future requirements on IP 
routers. The main requirements that we have identified are related to 
scalability, flexibility, and robustness of IP routers. To address these 
requirements, we have proposed a distributed and modular approach to 
network system design, where the network system is composed of physically 
separated functional elements, which communicate over an internal network 
using an open well-defined communication protocol. 

One of the outcomes of this thesis work is the prototype that has been 
developed and used for experiments regarding distributed network systems. 
This experimental platform is modular, which means that new software 
and/or hardware modules can be added to the system, hopefully with a 
limited amount of implementation work. One of our practical design goals 
has been to conform to a modular software architecture where generic code, 
protocol specific code, and platform specific code are kept separated in a 
layered fashion. Consequently, the design should allow for experimentation 
with new types of control plane software, functional elements, internal 
communication protocols, internal transport mechanisms, etc. 

The research methodology for the thesis work has been based on design, 
implementation and experimental verification. Accordingly, we have 
presented system design and implementation work as well as experimental 
analysis of specific parts of the system throughout the thesis. 

The starting point for the design work was the ForCES model [31], where 
control and forwarding functionality in network systems can be physically 
separated and distributed to multiple processing elements. Different design 
alternatives for both control elements and forwarding elements have been 
put forward and various implementation aspects have been elucidated. It has 
been demonstrated that a network system can be designed and implemented 
in a modular and distributed fashion. It has further been shown that such a 
system need not necessarily be built from scratch. Instead, we have proven 
that a traditional monolithic router, such as a PC-based router running a Unix 
operating system, can be modularized into components that are distributed 
over multiple processing elements communicating over an internal IP-based 
network. Specifically we have suggested a protocol—Forz—for internal 
communication. Forz is based on one of the original proposals for the 
ForCES protocol, which is the emerging standard for communication 
between control elements and forwarding elements. 
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The focus of the experimental work for this thesis has been on the 
internal network and internal transport mechanisms for distribution of 
relatively large amounts of data between control elements and forwarding 
elements. In particular, we have investigated various transport level 
mechanisms for the dissemination of large routing tables from a control 
element to a varying number of forwarding elements. The studies include the 
use of TCP, UDP, and protocols for reliable multicast. Specifically, we have 
evaluated NORM (NACK-Oriented Reliable Multicast) as a candidate 
transport level mechanism for routing table dissemination in distributed 
routers. 

We have studied the communication overhead in terms of distribution 
times introduced by Forz and its associated transport mechanisms. We have 
also reported performance figures regarding the overall control plane 
operation performance in our distributed router when receivers in forms of 
forwarding elements must process routing information received from a 
control element and install the received routes in local forwarding tables.  

Our results show that the sheer communication overhead of NORM is 
close to the one introduced by a hand-tuned “ideal” UDP-based transport 
mechanism. Furthermore, the distribution times turned out to be of the same 
order of magnitude as update times for advanced hardware-based routing 
tables. The results are promising, since they indicate that the communication 
overhead does not rule out the decentralized design. 

However, when the experiments include receiver processing of data 
NORM results in a noticeable performance penalty compared to an ideal 
multicast transport based on UDP with rate control. Still, the performance 
decreased only modestly with the number of receivers in our experiments. 
Therefore, we conclude that from a scaling perspective NORM is superior to 
an alternative like using multiple TCP connections to achieve reliable 
multicast transport. 

Furthermore, architectural as well as experimental work regarding the use 
of multiple processing elements in a distributed modular control plane 
design has been presented. The overall purpose with such an approach is to 
improve control plane robustness and performance. In this part of the thesis 
work we have identified internal mechanisms needed to provide the means 
for a distributed control plane. Moreover, a general design and 
implementation approach has been suggested, where control functions such 
as routing protocols can be divided into service processes and session 
managers. The service process implements the actual control function, while 
the session manager establishes and maintains communication with external 
peers. This approach has been applied to BGP and we have examined how 
such a distributed BGP design can be used to improve the performance of 
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BGP route update processing under heavy load. Our results indicate that the 
processing time can be significantly reduced by distributing the workload 
over multiple service processes running on separate processing elements. 

Even though our ideas regarding control plane modularization have been 
implemented only for BGP so far, initial studies of other routing protocols 
indicate that they can be decomposed into several independent modules and 
mapped onto multiple processing elements. We therefore believe that the 
approach is useable for other routing protocols as well. 

One example of future work that we believe is both timely and relevant is 
to replace the Forz protocol with the ForCES protocol that is currently close 
to becoming a new IETF standard. At the time when the thesis work began, 
no such protocol was available, but several different ideas were discussed. 
The Forz implementation was based on one of those ideas. We believe that 
in the near future there is a need for evaluating the performance and 
correctness of the ForCES protocol and also to study how to map ForCES 
onto different types of transport layers. Such experiments could preferably 
be made on the prototype system presented in this thesis.  

Another matter that is suitable for further research relates to the design of 
the internal data network. Throughout this thesis work we have mainly dealt 
with the internal control network and communication of control information 
between control and forwarding elements. The requirements on the internal 
data network are significantly different. There is a need to devise innovative 
designs of high-performance internal data networks for the distributed 
architecture that has been put forward in this thesis. Possible experimental 
research in this area should also include specialized forwarding hardware 
with state-of-the-art performance. 

We believe that the distributed control plane proposed in this thesis opens 
up for a large amount of future work. This includes both a continuation of 
the BGP-specific work as well as to apply our ideas on other control plane 
functions. When it comes to the distributed BGP presented here, the 
performance evaluation was based on rather simple schemes for workload 
distribution over multiple processing elements. Those served well as a proof 
of concept, but more sophisticated methods could be devised and evaluated 
experimentally. Further, the focus of the experimental work presented in the 
thesis has been on performance of the distributed control plane. A natural 
continuation would be to conduct experimental work also regarding service 
process failures and failover times.  

The approach of dividing control functions into service processes and 
session managers has so far been applied in detail only on BGP. An 
interesting topic for further work would be to more closely study how the 
approach can be extended to other control plane functions. 
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As a final point, we believe that there is a gain in allowing components to 
evolve independently and that modularization may be a way to provide such 
a scenario. Such a modularization could, if it proves successful, have impact 
on the router industry. A modular and decentralized approach to building 
routers would ultimately open up for sub-system vendors to develop specific 
parts of a router and for system vendors to focus on integration of modules, 
choosing whatever modules may best fit their needs. 
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APPENDIX: PAPERS PUBLISHED IN 
CONJUNCTION WITH THIS WORK 

Parts of the results described in this thesis have been published in 
conference papers during the work with this thesis. Published work concerns 
the system design and implementation and several studies of internal 
transport mechanisms within a distributed router. The published papers, 
together with their abstracts, are listed below.  

 
[1] M. Hidell, P. Sjödin, "Performance of NACK-Oriented Reliable 

Multicast in Distributed Routers", in Proceedings of the 2006 IEEE 
Workshop on High Performance Switching and Routing (HPSR), 
Poznan, Poland, June 2006. 

Abstract—We investigate a decentralized modular system design for 
routers, where functional modules are connected to a high-performance 
network. In such a distributed system internal reliable dissemination of data 
to multiple receivers is an important issue. We study the use of a reliable 
multicast protocol (NORM—NACK-Oriented Reliable Multicast) for 
routing table dissemination in a distributed router, which has been designed 
and implemented in our networking laboratory. Experimental results of 
using both file- and stream-oriented transport services in NORM are 
presented and compared. We also compare the use of reliable multicast with 
an ideal “hand-tuned” multicast dissemination. We find that NORM is useful 
for this application, but that there is a certain cost in terms of overhead. 

 
[2] O. Hagsand, M. Hidell, P. Sjödin, "Design and Implementation of a 

Distributed Router", IEEE Symposium on Signal Processing and 
Information Technology (ISSPIT), Athens, Greece, December, 2005. 

Abstract—The requirements on IP routers are increasing for every new 
generation of designs. The driving forces are growing traffic volumes and 
demands for new services. We argue that a decentralized modular system 
design would improve the scalability, flexibility, and reliability of future 
routers. We have designed and implemented such a distributed router, based 
on physical separation between different functional modules for control and 
forwarding plane operations. This paper presents the design and 
implementation, focusing on the internal communication protocols and 
implementation aspects of the control plane. 
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[3] M. Hidell, P. Sjödin, and O. Hagsand, "NACK-Oriented Reliable 
Multicast for Routing Table Distribution in Decentralized Routers", 
SNCNW 2005, Halmstad, Sweden, November 2005. 

Abstract—The requirements on IP routers are increasing for every new 
generation of designs. The driving forces behind this development are 
growing traffic volumes and demands for new services. We believe that a 
modular decentralized router design is well-suited to meet future 
requirements. However, a distributed design may, compared to a centralized 
system, introduce an additional cost for internal communication between the 
elements. In this paper we evaluate different transaction mechanisms for the 
internal communication. We study the suitability of reliable multicast for the 
internal distribution of large amounts of routing information. In particular, 
we evaluate NORM (NACK-Oriented Reliable Multicast) as a candidate 
protocol for our purposes. 

 
[4] M. Hidell, P. Sjödin, and O. Hagsand, "Reliablie Multicast for Control in 

Distributed Routers", in Proceedings of the 2005 IEEE Workshop on 
High Performance Switching and Routing (HPSR), Hong Kong, May 
2005. 

Abstract—Growing traffic volumes and demands for new services 
rapidly increase the requirements imposed on network systems, such as IP 
routers. We argue that a decentralized modular system design would 
improve the scalability, flexibility, and reliability of future routers. We have 
designed and implemented such a distributed router, based on physical 
separation between control and forwarding elements. One challenge with the 
design concerns the internal communication between the elements 
constituting the router. This paper presents performance measurements of 
different internal transaction mechanisms between the control and 
forwarding planes. In particular, an existing protocol for reliable multicast 
has been integrated and evaluated in our experimental prototype. The 
prototype consists of one control element and up to 16 forwarding elements, 
interconnected by an internal control network based on Ethernet switches. 

 
[5] M. Hidell, P. Sjödin, and O. Hagsand, "Control and Forwarding Plane 

Interaction in Distributed Routers", in Proceedings of Networking 2005, 
Waterloo, Canada, May 2005. 

Abstract—The requirements on IP routers continue to increase, both from 
the control plane and the forwarding plane perspectives. To improve 
scalability, flexibility, and availability new ways to build future routers need 
to be investigated. This paper suggests a decentralized, modular system 
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design for routers, based on control elements for functionalities like routing, 
and forwarding elements for packet processing. Further, we present 
measurements on the distribution of large routing tables in an experimental 
platform consisting of one control element and up to 16 forwarding 
elements. 

 
[6] M. Hidell, O. Hagsand, and P. Sjödin, "Distributed Control for 

Decentralized Modular Routers", SNCNW 2004, Karlstad, Sweden, 
November 2004. 

Abstract—The requirements on IP routers continue to increase, both from 
the control plane and the forwarding plane perspectives. To improve 
scalability, flexibility, and availability we investigate new ways to build 
future routers. This paper presents a system model of a decentralized and 
modular router architecture. Design alternatives and implementation aspects 
are discussed, and a system implementation is presented. 


