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Introduction

This project evaluates the performance of supervised learning with neural networks to predict service
metrics of cloud applications. Therefore data is collected from a server cluster and is used to train neural
networks and mixture density networks to predict different metrics. The evaluation of the predictions
compares the normalized mean absolute error (NMAE) and the training time. Further discussion will be
done on the scalability of the implementations.

The first section will briefly describe the used server cluster and the run experiments to collect data.
Section 2 gives an introduction to neural networks, introduces the used notation and summarizes common
backpropagation algorithms and modifications. The following section 3 presents and analyzes the results
of different Neural Networks in comparison with a random forrest algorithm, which showed good results
in [7]. While the best performance in [7] with respect to the NMAE and the training time was obtained in
combination with feature selection, this project will only consider training on complete feature sets. Finally
section 4 motivates Mixture Density Networks (MDN) as defined by Bishop in [1] and presents the results
of an first implementation to predict service metrics of cloud applications.

1
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1 Experiment setting

The data used in this project was generated by experiments on a server cluster running a video on
demand (VoD) service or requesting key-value (KV) pairs. The used server structure is described further
and in more detail in [7]. One machine of the server cluster was used as client, whose service metrics should
be trained and predicted by machine learning and one server worked as load generator, which generated
either a Periodic-load pattern or a Flashcrowd-load pattern. The remaining servers were used to provide the
video service as shown in Figure 1a, regarding the key-value service as seen in Figure 1b. An further server
was used to run an OpenFlow Network between the Server cluster and the client and load balancers.

(a) (b)

Figure 1: Testbed configuration for the video-on-demand service (a) and the key-value lookup (b).

4 datasets were generated by running each service with each load pattern and 4 more datasets were
generated by running both services simultaneously under periodic and flashcrowd load. The datasets contain
more than 10 000 server and network statistics, as well as the target variables for each second of the 12h
experiments.

Machine learning was used to predict the video frame and audio buffer rate for VoD experiments and the
key-value read and write latency in the KV experiments. The learning was done based on the full dataset
and several subsets containing only the server cluster parameters, the network/port statistics or the flow
statistics.

All machine learning in this project is based on the same experiments and datasets as presented in [6].
The same splitting to 70 % of the data for training and 30 % for testing is used.

2 Neural Networks Theory

This project will only consider the subset of feedforward neural networks, also known as Multilayer
Perceptron (MLP), without internal states and with deterministic output y = y(x,w). The activation a
of each node is calculated as linear combination of all connected nodes aj =

∑
i wjixi

1 and the output of
each node in the hidden layer, zj is the permutation with a non-linear activation function: zj = h(aj). The
predictions y(xn, w) of the network are evaluated by a cost function. For regression problems it is common

1x0 = 1 is often added to consider a bias (wj0) of the linear combination in a compact form
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to minimize the squared errors as described in [1] and in Appendix A.

E(w) =
1
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(tn − y(xn, w))
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Figure 2: Schematic structure of the used feedforward neural networks.

2.1 Backpropagation

Minimizing the cost function E(w) is commonly done by backpropagation, which is a gradient descent
method. The iterative weight updates wt+1 = wt − η · ∇E(w) use the gradient ∇E(w). With regard to the
network structure and the chain rule, partial derivatives are calculated for each node in the network and
propagated backwards in the network.

In practice several modifications of the basic algorithm are used to make convergence of neural networks
faster and more efficient. Optimization theory shows that the Newton method has good convergence prop-
erties, but calculating the Hessian is computational very expensive so that this method is not very common
for neural networks. However, many common methods follow the idea and try to consider the change of
gradients during the iterations.

The Momentum method and Nesterov’s Accelerated Gradient [2] use the gradient ∇E(w) to modify a
weight update instead of the weight directly. This methods do not only fasten the convergence, they even
tend to avoid local minima.

Improvements in the weight update algorithms are made by resilient backpropagation (RPROP). Authors
in [5] give an overview and suggest a naming convention for RPROP algorithms. The basic idea of RPROP
is to adapt the learning rate for each weight wij dynamically. The learning rate should increase, if the last
2 updates were in the same direction and slow down, if the last updates were in different directions.

An further method to adapt the learning rate dynamically is the ADADELTA algorithm [8]. It calculates
the exponential decaying average of the squared gradients and of the weight updates in each iteration to get
a very simple approximation of the Hessian matrix in a Newton update.

Both RPROP and ADADELTA show good performance ([5], [8]) and reduces the sensibility to hyper-
parameters as the learning rate, momentum etc. However, in contrast to ADADELTA, RPROP can not be
used with stochastic backpropagation.

Stochastic backpropagation picks randomly a small batch from available trainings data in each iteration
and uses only this subset to calculate weight updates. This avoids the expensive computation of the gradient
for all samples from huge training data sets. The smallest possible batch size of 1 can be used for an online
learning algorithm.

2.2 Under-and Overfitting

A common problem of machine learning is under-and overfitting. While underfitting can be tackled with
larger network structures, more iterations and smaller learning rates, there are several strategies to avoid
overfitting as well. Regularization concludes a bunch of methods to influence the convergence property by
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adding weight metrics to the cost function. Adding the absolute or the squared sum over all weights helps
to increase sparsity and to avoid huge weights.

Dropout is an other approach, which randomly sets weights to 0 to reduce the influence of single ob-
servations xn to the network. Dropout directly applied on the input layer reduces the influence of single
features.

Furthermore overfitting can be avoided by early stopping. Therefore the error function can be evaluated
to stop the learning as soon as it stops improving. Defining a validation set and evaluating the error metric
in the validation set between the iterations can improve the reliability and the generalization of the model.

2.3 Scaling the Data and weight initialization

The weights in a neural network are initialized randomly and commonly normal distributed. For faster
convergence it is important, that the input data is scaled. Commonly this is done by linear scaling to the
intervals [0, 1], [−1, 1] or to 0 mean and a standard deviation of 1.

3 Neural Networks in R

One part of this project was the implementation of neural networks into the existing machine learning
framework. This section describes the implemented packages with their features and an evaluation of the
results in comparison with a random forrest algorithm.

3.1 Implementation

Neural networks are commonly used for machine learning and there exist various different packages for
R providing different algorithms and parameters. A simple and easy to use, but slow packet is neuralnet [4].
It offers a implementation of RPROP algorithms.

More advanced is the h2o packet [3]. It offers an R interface, while calculations are done by compiled
and faster java code. Features of this packet are multiprocessing, Stochastic Backpropagation, Regulariza-
tion, Dropout, Early Stopping (optional with a validation set), Various cost functions, activation functions,
backpropagation algorithms and automatic scaling of the data.

A limitation of the h2o package is the missing support of multiple output units and customized error
functions, which could have been used to implement Mixture Density Networks as well.

3.2 Configuration

In this project I used the h2o packet with the following settings:

• The ADADELTA algorithm, as it promises good performance and few dependency on hyper parameters.

• The mean squared error as cost function.

• Rectifier functions as activation. 2

• The automatic data scaling was disabled, as it led to instabilities. 3

• A validation set of 10 % from the training data set. 4

• No regularization or dropout as overfitting hardly occurred or was avoided by early stopping.

2Due to the simple derivative this activation provides better performance than tanh or sigmoidal activations, while it provides
enough non-linearities, especially in large and deep networks to fit complex models.

3The automatic scaling is only based on the training set. In some experiments it occured, that few samples in the test
set contained more extreme values which led to highly infeasible predictions. This problem was tackled by scaling the data
manually considering all available data. For future work a proper preprocessing and cleaning of the data might be beneficial

4The training data has 70 % of the whole experiment data
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3.3 Evaluation

The following evaluation of Neural Networks is based on the VoD and the KV service under periodic
load pattern. Only the predicted video frame rate in the VoD experiments and of the KV read latency in
the KV experiment are presented. Further results of the NMAE and the training time of the experiments
with flashcrowd load pattern and simultaneously running applications, as well as the predictions of the audio
buffer rate and KV write latency are listed in Appendix C.

The following table 1 shows the NMAE and the training time for neural networks, with one and with
two hidden layers with 200 nodes in each layer, in comparison with a random forrest.

NMAE in % Training Time in seconds
full cluster net net&flow flow full cluster net net&flow flow

Video Frame Rate
Random Forrest 9.17 9.21 10.61 10.42 10.84 77428 61416 4225 4974 1228
NN (200 nodes) 10.68 10.80 10.19 10.36 9.95 349 336 66 75 41
NN (200-200 nodes) 9.68 9.31 10.35 10.75 10.35 407 344 123 179 62
KV Read Latency
Random Forrest - 2.14 2.46 2.44 4.37 - 49338 4691 9217 5936
NN (200 nodes) 2.35 2.33 2.57 2.62 4.38 322 292 40 67 51
NN (200-200 nodes) 2.37 2.27 2.53 2.58 4.17 356 355 97 177 63

Table 1: NMAE of the predicted video frame rate and key-value read latency with neural networks and
random forrest for an experiment with periodic load pattern and the respective training time. The value for
the random forrest on the full feature set is missing as the algorithm did not converge.

The prediction error (NMAE) of the neural networks in Table 1 is close to the error of the Random Forrest,
while the training time decreased a lot. Even considering, that the neural network supported multithreading
and run on 10 to 20 cores, the training time times the number of cores is much less than the training time
for the random forrest. Comparing the 90 % quantiles of the Neural Nets with the Random Forrest give a
similar result of worse but similar prediction accuracy (Appendix C).

Good results regarding the NMAE were obtained by training the neural networks with a summed absolute
error as cost function. However those networks converged to a constant value. Regarding the obtained
experiment data, predicting the video frame rate always as 24 frames per second gave good NMAEs of
8-10 %. However, as the expected deviation, as calculated by the root of the squared errors increases, this
cost function is not further evaluated in this project and the NMAE is kept as simple metric for evaluating
different learning algorithms.

Having a closer look at the predictions in Figure 3 shows that neural networks tend to predict an average
value of the video frame rate. In periods of low load, when the frame rate is always close to 24 frames per
second, the predictions are good and close to this frame rate. However, in case of high load the measured
frame rate clusters around 24 and 13 frames per second. The trained neural network can not model this
quick changes. As a consequence of the cost function the predictions tend to be an average of the different
obtained video frame rates.
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Figure 3: Measured video frame rate (blue) and estimated/predicted video frame rate (red) with a neural
network with 2 hidden layers of 200 nodes each. The data is obtained from the VoD experiment with periodic
load pattern. Predictions are based on the full feature set.

3.4 Interpretation

The results in table 1 show, that Neural Networks can give predictions with a similar NMAE as random
forrest algorithm, while the used implementation with the h2o packet was much faster than the R implemen-
tation of the random forrest. Furthermore Figure 3 shows that neural networks are effective at identifying
the busy periods, which means the periods with higher load and the appearance of lower frame rates. The
predictions change clearly as soon as the load increases and also smaller video frame rates are measured.

However, this results show as well, that neural networks, so far, are not able to give a good representation
of the measured video frame rates. The nearly bimodal distribution of the measurements in the busy periods
can not be derived from the predictions.

4 Mixture Density Networks

As seen in the previous section neural networks can hardly predict the quickly changing frame rate around
24 or 13 frames per second properly.

One approach to avoid the averaging property is the use of Mixture Density Networks as defined in [1]
and summarized in Appendix B. This project evaluates this approach to predict the video frame rate as
mixture of 2 gaussian distributions

p(V ideoFrameRate) = p(tn|xn, w) ∼ π1 N (µ1, σ
2
1) + π2 N (µ2, σ

2
2) (2)

and uses the regarding cost function of a MDN:

E(w) = −
∑
n∈N

ln (p(tn|xn, w)) = −
∑
n∈N

ln

(
2∑
k=1

πk
1√

2πσ2
k

e
− (tn−µk)

2

2σ2
k

)
(3)

After a MDN is trained it provides comprehensive information as several kernel center, variances and mixture
coefficients. That information can be used in different ways to predict the target variable tn.

1. The expected value (EV) of the distribution function can be used. However, this result is hardly
expected to differ much from the expected value of a normal—none Mixture Density—neural network
with single output.

tn ≈ EV (xn, w) :=
∑
k

πk(xn, w) · µk(xn, w)
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2. A further alternative is to use the most probable kernel center, which is referred to as probable value
(PV) in this report.

tn ≈ PV (xn, w) := µk(xn, w) with πk(xn, w) ≥ πl(xn, w) ∀ l

3. Several further predictions are possible. Interesting could be a mixed usage of both presented methods,
which tends to the average in case of similar mixture coefficients πk and to the second option in case
of one dominant πk.

4.1 Implementation in R

Most of the available neural network packages in R can not be used to implement MDN, as those
support only one output unit and a small set of cost functions. One packet, that supports custom cost
functions and a proper number of output units is the CaDENCE packet for Conditional Density Evaluation
Networks. The packet trains the neural network using the RPROP algorithm. Tests show that this packet
provides poor performance regarding the computation time. Main reasons for this might be missing stochastic
backpropagation or multi core support, as well as general performance issues of an interpreter language.
Especially the provided flexibility with customized cost functions, which needs to be evaluated very often
might be a bottleneck.

4.2 Evaluation of MDN

Due to the long training times of the used CaDENCE packet, as shown in Table 2, results are only
based on the smallest dataset, containing 24 features about the flow statistics of the network. Only the VoD
experiment with periodic load pattern is considered.

The evaluation will focus on the PV (xn, w), as the EV (xn, w) gave worse predictions (Table 2) and can
be expected to give similar predictions as normal neural networks as presented in the previous section. The
kernel centers µ1(xn, w) and µ2(xn, w) are presented for an further analysis of the prediction quality.

Packet features nodes samples NMAE (EV) NMAE (PV) Training time
CaDENCE 24 5 1800 16 9 3h
CaDENCE 24 15 1800 14 11 4.5h
CaDENCE 24 15 3600 11 11 12h
NN 24 200 25926 10 - < 1min

Table 2: NMAE of the expected value (EV) and the probable value (PV) in the test set. A neural network
trained with the h2o packet is listed for reference.

The result of the probable value for the small network with only 5 nodes in the hidden layer looks
promising. However, having a closer look at the predictions from this MDN reveals, that the MDN is not
predicting as expected. As the measured video frame rate in the experiment is mostly 24 or 13 (Table 3),
it would have been expected, that one kernel center µk would be 24 and the other kernel center around 13,
while the mixture coefficient would distinguish between those two cases.

Video frame rate 0 1-12 13 14 15-22 23 24 25 all
Frequency 21 725 3861 686 858 856 30022 7 37036

Table 3: Measured video frame rate of VoD service under periodic load.
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Figure 4: Predicted Kernel Center µ1(xn, w) and µ2(xn, w) in a MDN with 5 nodes, trained on 1800 samples
of the VoD service under periodic load. Each µ predicts either 24 frames per second or a much lower frame
rate, that was hardly obtained in the experiment.

Figure 4 shows that both kernel center µ1 and µ2 predict mainly 24 frames per second or a lower frame
rate of 6 respectively 16 frames per second. The measured 13 frames per second were hardly predicted,
which makes the predictions of the MDN a bad representation of the real frame rate.

However, the NMAE of the PV (xn, w) is with 9 % quite good as the mixture coefficients πk leads to
predicting mostly 24 frames per second:

Figure 5: Predicted probable value PV (xn, w) in a MDN with 5 nodes, trained on 1800 samples of the VoD
service under periodic load.

A better representation was obtained with a MDN with 15 nodes and smaller tolerance, which is used as
stopping criteria. Figure 6 shows the results, where one kernel center predicts mostly the video frame rate of
24 frames per second, while the other kernel center gives more variating predictions for smaller frame rates.
The combination of both kernel centers, regarding the mixture coefficients πk, leads to sharp predictions in
the not busy periods and variating predictions in the busy periods.
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Figure 6: Predicted probable value PV (xn, w) and kernel center µ1(xn, w) and µ2(xn, w) by a MDN with
15 nodes, trained with 1800 samples of the flow statistics from the VoD service under periodic load in
comparison with the measured video frame rate (in blue) during the experiment.

While this MDN does still not show the bimodal distribution of the frame rate, it predicts, at least, the
full spectrum of measured video frame rates. This means the MDN does not only predict an average around
18 frames per seconds in the busy periods, but very different frame rates between 5 and 25 frames per second.
In this sense the predictions give a better representation of the measured video frame rate. However, the
NMAE of the probable value is with 11 % not better than the result of worse looking predictions and the
results were not reproducible. Repeating the training with the same parameters led to different values and
distributions of µ1 and µ2, while the results regarding the NMAE and training time stayed similar. This
means the shape of the predictions from the MDN depend on a convenient training set and start weights.
This shows a problem of neural networks with randomized initialization in combination with the existence
of various local minima.

4.3 MDN with fixed kernel center parameters

The CaDENCE packet offers the option to keep some of the parameters of the mixture distribution
independent from x. This option can be used to profit from the knowledge, that the frame rate is mostly 24
or 13 frames per second. Considering the kernel centers µk in the MDN approach as fixed, which means that
those values are still learned from the neural networks, but they are constant values instead of a function of
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x. The results on a small test with only 180 samples yields good results:

NMAE in % µ1 µ2 EV PV
test 8.1 40 11.6 9.8
train 6.7 42 8.8 5.7

The kernel center µ1 and µ2 predict 23.99 and 13.53 frames per second. Considering µ1 as the final
prediction gives the best result regarding the NMAE, which is due to the simple frame rate distribution.
However using the most probable value PV represents the ground truth better. Figure 7 shows that knowing
only the PV from the neural network could give an good approximation of the obtained video frame rates.

Figure 7: Measured and most probable video frame rate (PV) of a MDN with constant µk for periodic load
based on the flow statisitcs.

The mixture coefficient π1, in Figure 8, shows the expected result: In the not busy periods the predictions
are very certainly µ1, while in the busy periods the mixture coefficient fluctuates a lot and is often between
0.3 and 0.7, which means the MDN can not certainly predict one video frame rate, but holds both kernel
center for probable.

Figure 8: Mixture coefficient π1 of the MDN. π1 gives the estimated probability that the video frame rate is
µ1 ≈ 24 frames per second.
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5 Conclusion

Neural networks in general and MDN in particular seem to be promising for machine learning. Tests
with the h2o packet for neural networks showed their efficiency. The time of computation was much smaller
than for the random forrest method used as reference. However the predictions were not as good.

This report introduced MDN as potential solution to avoid the averaging property of neural networks
with the objective to improve the prediction accuracy. While the results showed the desired tendency to
predict video frame rates with a similar density distribution as the measured frame rates, the computational
performance in the investigated packet, CaDENCE, was very bad. The usage of an optimized packet,
implemented in a compiled language rather than an interpreted, could tackle this problem. A more powerful
platform would further allow the implementation and evaluation of wider and deeper networks and strategies
against overfitting. Already the small networks showed the tendency to overfit. However, this might be only
a problem of the very small test sets with 180 to 3600 samples to train 161 to 471 parameters.

An other approach than MDN to improve the predictions of neural networks might be further fine tuning
of the used parameters. The result, that the neural networks trained with the h2o package hardly overfit
leads to the impression that changing the parameters could avoid the averaging property and, with careful
adjusting to avoid overfitting, lead to better predictions without the more complex approach of MDN.

6 Further Work

While this project showed the potential of neural networks and mixture density networks, those networks
could not improve the predictions from the random forrest and further work is needed to do so. Further
investigation and evaluation of all the parameters offered by the neural network in the h2o package could
be done to improve the results. The results of MDNs with the CaDENCE package showed the potential
of MDN for the considered case, but the long computation times were a serious drawback and prevented
considering more features in the training set an training on more samples. A more efficient implementation
could overcome those issues and give results wich can be compared to the other learning algorithms.

An further problem which occurred during the project was the scaling of the data. For now it was
sufficient to consider the whole data to find the maxima and minima of each feature that can be used to
scale the data. In practice it could occur, that new data measurements include more extreme values than the
training data. Scaling can cause this values to become very huge and in combination with large weights in
the neural networks unrealistic large or small predictions can be obtained. It seems to be appropriate to use
some clustering methods to clean the trainings data from irrelevant, too extrem values, as well as cleaning
the test data before predicting with a neural network. Also checking the predictions for plausibility could
improve the reliability of neural networks in real applications.
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Appendix

A Probabilistic interpretation of a quadratic cost function

In his book Pattern Recognition and Machine Learning [1] Bishop motivates the use of a quadratic
cost function by the approach to maximize the likelihood of the target variables tn. The assumption that
the target variables tn have a normal distributed error towards the predicted mean y(xn, w) leads to the
conditional probability

p(tn|xn, w) = N (tn|y(xn, w), β−1) =
1√

2πβ−2
e
− (tn−y(xn,w))2

2β−2 (4)

Assuming all observations tn being independent and identically distributed (iid), gives the probability of all
observations in the trainings set N as the following likelihood function:

p(t|x,w) =
∏
n∈N

p(tn|xn, w) (5)

This probability should be maximized by adjusting the weights w of a neural network. This is done by
taking the negative logarithm to get the sum of squared errors as cost function E(w). This function can be
minimized with backpropagation as described by Bishop [1].

max
w

p(t|x,w) ≡min
w
−log(p(t|x,w))

≡min
w

β

2

∑
n∈N

(tn − y(xn, w))2 − N

2
log(

β

2π
)

≡min
w

1

2

∑
n∈N

(tn − y(xn, w))
2

(6)

B Mixture Density Networks

Appendix A deduces the sum of squared errors as cost function from maximizing the conditional proba-
bility of the target variables tn. This probability was modeled as normal distribution and the neural network
was trained to maximize this probability. However, the assumption, that the target variable is normal dis-
tributed might be too simple and could perform very poor for certain data. MDN give a framework to
assume more general distribution functions for the target variable.

Approach

In a MDN the conditional probability of each single target variable/observation tn is modeled as a mixture
of normal distributions 5:

p(tn|xn, w) =

K∑
k=1

πk(xn, w) N (tn|µk(xn, w), σ2
k(xn, w))

This gives the conditional probability for each measurement tn:

p(tn|xn, w) =

K∑
k=1

πk√
2πσ2

k

e
− (tn−µk)

2

2σ2
k (7)

5In general also other probability distributions are possible, leading to different output parameters and derivatives
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Just as described for normal neural networks in section A all observations in N are assumed to be i.i.d. and
the the negative logarithm of the probability function is taken to get an equivalent problem with a more
convenient cost function to be minimized:

E(w) = −
∑
n∈N

ln (p(tn|xn, w)) = −
∑
n∈N

ln

(
K∑
k=1

πk
1√

2πσ2
k

e
− (tn−µk)

2

2σ2
k

)
(8)

The parameters πk, µk, σk of this cost function E(w) are in general not known.
Several different approaches are possible to get those unknown parameters πk, µk, σk. For example, one

could use strong domain knowledge to set the expected values and variances to expected, constant values.
This way only the mixture coefficients would remain unknown and the problem would become a multiclass
problem. However, this report will assume the general case, described by Bishop in [1], where all of those
parameters are unknown and with the simplification, that the target variable tn is scalar.

Network Layout

Evaluating the desired cost function E(w) (Eq. 8) requires the parameters πk, µk, σk. As those are
unknown, Bishop defines 3 · K output units, denoted by aπk , a

µ
k , a

σ
k , to predict those parameters with the

neural network, as shown in Figure 9.

a1

aj

aπk

aπ1

aµ1

aµk

aσ1

aσk

Last Hidden Layer Output Layer

wπkj

wµkj

wσkj

πk = softmax(aπk )

µk = aµk

σk = exp(aσk)

z1 = h(a1)

zk = h(ak)

...

...

...

...

Figure 9: The last 2 layers of a MDN

As the parameters πk, µk, σk have to fulfill certain properties, the output activation functions are defined
as described in the following:

• The mixture coefficients πk must fulfill the property
∑
k πk = 1. This is comparable with a multi-class

problem and the typical softmax output activation function can be used:

πk = πk(xn, w) = softmax(aπk ) =
ea
π
k∑K

l=1 e
aπl

• The expected values µk are similar to the prediction yn(xn, w) in ”normal” neural networks. For
regression problems it is convenient to choose the identity function as output activation function:

µk = µk(xn, w) = aµk



January 17, 2017 Page 15

• The variance σk should be non-negativ:

σk = σk(xn, w) = ea
σ
k

Evaluating cost function/ Forward propagation

Now, that the network outputs are well defined, forward propagation can be used to calculate the values
πk, µk, σk for any given input xn and network weights w. Finally, the proposed cost function E(w) =
E(πk(xn, w), µk(xn, w), σk(xn, w)) can be evaluated.

Evaluating derivatives/ Backpropagation

Applying backpropagation requires the gradient ∇E(w) to minimize the cost function by improving the
weights w iteratively.

Regarding the chain rule the partial derivatives with respect to the different output activation functions
are required. Deviating E(w) leads to:

δπk :=
∂En
∂aπk

= πk(xn, w)− γk,n (9)

δµk :=
∂En
∂aµk

= γ{µk(xn, w)− tn
σ2
k

} (10)

δσk :=
∂En

∂aσ
2

k

= γ{L− (µk(xn, w)− tn)2

σ2
k

} (11)

with

γk,n :=
πk N

(
tn|µk(xn, w), σ2

k(xn, w)
)∑K

l=1 πl N (tn|µl(xn, w), σ2
l (xn, w))

Given those δ
{π,µ,σ}
k any backpropagation algorithm can be applied to calculate the gradient ∇E(w) and

finally the weight updates.
The derivatives for the weights in the output layer are:

∂En

∂w
{π,µ,σ}
k,j

=
∂En

∂a
{π,µ,σ}
k

·
∂a
{π,µ,σ}
k

∂wπk,j
= zj · δ{π,µ,σ}k

The derivatives for the weights in the last hidden layer are:

∂En
∂wj,i

= zi · δj = zi · h′(aj) ·
∑
k

(
wπk,jδ

π
k + wµk,jδ

µ
k + wσk,jδ

σ
k

)



January 17, 2017 Page 16

C Further Results from Network Training

NMAE in % for different Experiments

VoD_DispFrames

full cluster net net_flow flow

periodic_randomForest_120_none- 9.17 9.21 10.61 10.42 10.84

periodic_NeuralNet_h2o_200_none- 10.68 10.80 10.19 10.36 9.95

periodic_NeuralNet_h2o_c(200, 200)_none- 9.68 9.31 11.51 10.75 10.35

periodic_parallel_randomForest_120_none- 12.15 12.07 14.18 13.63 14.46

periodic_parallel_NeuralNet_h2o_200_none- 13.51 13.61 14.26 13.96 13.18

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 12.45 12.99 14.50 13.97 14.62

flashcrowd_randomForest_120_none- 8.83 8.73 10.17 9.99 11.12

flashcrowd_NeuralNet_h2o_200_none- 10.56 10.12 10.93 10.45 12.23

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 10.32 9.85 10.31 11.00 11.00

flashcrowd_parallel_randomForest_120_none- 4.75 4.62 6.70 5.90 6.16

flashcrowd_parallel_NeuralNet_h2o_200_none- 6.35 7.19 7.43 6.79 6.17

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 5.15 5.09 8.43 6.41 5.53

$VoD_noAudioPlayed

full cluster net net_flow flow

periodic_randomForest_120_none- 20.79 20.75 23.21 22.74 23.68

periodic_NeuralNet_h2o_200_none- 22.10 22.11 22.82 26.17 25.72

periodic_NeuralNet_h2o_c(200, 200)_none- 27.08 23.16 26.08 24.90 25.20

periodic_parallel_randomForest_120_none- 28.95 28.92 33.17 31.71 33.58

periodic_parallel_NeuralNet_h2o_200_none- 32.26 33.88 34.17 34.73 33.53

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 40.86 42.05 35.79 35.62 33.74

flashcrowd_randomForest_120_none- 20.69 20.65 23.87 22.94 25.02

flashcrowd_NeuralNet_h2o_200_none- 24.77 23.62 25.34 23.37 24.11

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 26.63 27.12 26.15 24.47 25.35

flashcrowd_parallel_randomForest_120_none- 11.53 11.16 14.76 13.21 13.82

flashcrowd_parallel_NeuralNet_h2o_200_none- 16.73 12.43 17.11 15.65 12.95

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 12.78 15.40 17.45 15.18 16.49

KV_X0_YReadsAvg

full cluster net net_flow flow

periodic_randomForest_120_none- NA 2.14 2.46 2.44 4.37

periodic_NeuralNet_h2o_200_none- 2.35 2.33 2.57 2.62 4.38

periodic_NeuralNet_h2o_c(200, 200)_none- 2.37 2.27 2.53 2.58 4.17

periodic_parallel_randomForest_120_none- 3.81 3.81 4.35 4.33 6.21

periodic_parallel_NeuralNet_h2o_200_none- 4.26 4.19 4.46 4.45 6.74

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 4.18 4.42 4.45 5.26 6.42

flashcrowd_randomForest_120_none- 1.83 1.86 2.07 2.05 4.05

flashcrowd_NeuralNet_h2o_200_none- 1.94 2.07 2.12 2.29 4.09

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 1.93 2.07 2.13 2.28 50.36

flashcrowd_parallel_randomForest_120_none- 3.42 3.45 3.99 4.02 7.05

flashcrowd_parallel_NeuralNet_h2o_200_none- 3.96 3.81 4.46 4.85 6.00

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 3.72 3.94 4.34 3.94 5.84

KV_X0_YWritesAvg

full cluster net net_flow flow

periodic_randomForest_120_none- NA 2.24 2.56 2.55 4.59

periodic_NeuralNet_h2o_200_none- 2.52 2.61 2.75 2.88 5.16

periodic_NeuralNet_h2o_c(200, 200)_none- 2.42 2.53 2.73 2.62 5.28

periodic_parallel_randomForest_120_none- 3.74 3.74 4.35 4.30 6.12

periodic_parallel_NeuralNet_h2o_200_none- 4.29 4.07 5.03 5.45 6.79
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periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 4.26 4.14 4.24 4.96 5.93

flashcrowd_randomForest_120_none- 1.98 1.98 2.27 2.25 4.23

flashcrowd_NeuralNet_h2o_200_none- 2.04 2.17 2.32 2.45 4.34

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 2.15 2.13 2.26 2.46 5.85

flashcrowd_parallel_randomForest_120_none- 3.23 3.22 3.75 3.76 6.70

flashcrowd_parallel_NeuralNet_h2o_200_none- 4.05 3.58 3.93 5.32 6.48

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 3.56 3.66 3.61 3.84 6.73

Training Time in seconds for different Experiments

Note, that the neural network used multithreading and run on 10 to 20 cores.

VoD_DispFrames

full cluster net net_flow flow

periodic_randomForest_120_none- 77428 61416 4225 4974 1228

periodic_NeuralNet_h2o_200_none- 349 336 66 75 41

periodic_NeuralNet_h2o_c(200, 200)_none- 407 344 131 179 62

periodic_parallel_randomForest_120_none- 48766 44290 3483 3751 791

periodic_parallel_NeuralNet_h2o_200_none- 324 271 39 52 17

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 322 326 80 106 53

flashcrowd_randomForest_120_none- 60074 52052 3735 4319 1138

flashcrowd_NeuralNet_h2o_200_none- 370 297 78 88 21

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 363 328 155 113 58

flashcrowd_parallel_randomForest_120_none- 59328 48197 3102 3760 481

flashcrowd_parallel_NeuralNet_h2o_200_none- 353 307 52 64 21

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 362 328 110 132 42

VoD_noAudioPlayed

full cluster net net_flow flow

periodic_randomForest_120_none- 106434 89888 6743 7840 1956

periodic_NeuralNet_h2o_200_none- 392 347 60 61 13

periodic_NeuralNet_h2o_c(200, 200)_none- 351 321 98 100 39

periodic_parallel_randomForest_120_none- 66338 59695 5727 6732 1315

periodic_parallel_NeuralNet_h2o_200_none- 278 269 35 43 13

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 294 303 78 86 43

flashcrowd_randomForest_120_none- 88787 80772 7264 8418 2007

flashcrowd_NeuralNet_h2o_200_none- 351 349 76 81 15

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 298 392 109 94 56

flashcrowd_parallel_randomForest_120_none- 86002 70264 5750 6641 987

flashcrowd_parallel_NeuralNet_h2o_200_none- 307 277 41 48 12

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 395 356 99 105 48

KV_X0_YReadsAvg

full cluster net net_flow flow

periodic_randomForest_120_none- NA 49338 4691 9217 5936

periodic_NeuralNet_h2o_200_none- 322 292 40 67 51

periodic_NeuralNet_h2o_c(200, 200)_none- 356 355 97 177 63

periodic_parallel_randomForest_120_none- 54494 46053 3990 8068 4887

periodic_parallel_NeuralNet_h2o_200_none- 308 279 42 71 73

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 357 273 124 120 102

flashcrowd_randomForest_120_none- 32647 28165 2437 5018 2414

flashcrowd_NeuralNet_h2o_200_none- 220 176 35 45 34

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 240 192 77 63 86

flashcrowd_parallel_randomForest_120_none- 54807 45653 7613 12902 9014

flashcrowd_parallel_NeuralNet_h2o_200_none- 291 232 49 68 57

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 315 274 68 94 151
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KV_X0_YWritesAvg

full cluster net net_flow flow

periodic_randomForest_120_none- NA 50224 4714 9327 6536

periodic_NeuralNet_h2o_200_none- 411 319 45 74 52

periodic_NeuralNet_h2o_c(200, 200)_none- 369 337 150 154 68

periodic_parallel_randomForest_120_none- 54895 47609 4022 8122 4802

periodic_parallel_NeuralNet_h2o_200_none- 363 273 43 69 63

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 396 370 99 158 151

flashcrowd_randomForest_120_none- 34898 28329 2612 4907 2416

flashcrowd_NeuralNet_h2o_200_none- 246 197 37 49 29

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 269 212 50 166 91

flashcrowd_parallel_randomForest_120_none- 55026 44699 7806 11478 8226

flashcrowd_parallel_NeuralNet_h2o_200_none- 309 254 44 64 50

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 325 276 132 82 143

90 % Quantiles in % for different Experiments

VoD_DispFrames

full cluster net net_flow flow

periodic_randomForest_120_none- 17.12 17.22 18.85 18.28 17.88

periodic_NeuralNet_h2o_200_none- 18.61 18.85 18.57 16.66 13.36

periodic_NeuralNet_h2o_c(200, 200)_none- 20.70 18.17 15.79 18.95 16.82

periodic_parallel_randomForest_120_none- 22.18 21.97 24.11 23.57 23.89

periodic_parallel_NeuralNet_h2o_200_none- 22.57 22.77 25.08 23.24 14.17

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 24.20 22.65 24.66 23.62 23.10

flashcrowd_randomForest_120_none- 16.91 16.71 19.02 18.77 19.75

flashcrowd_NeuralNet_h2o_200_none- 17.97 17.52 20.16 18.71 17.32

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 19.11 17.30 20.23 18.85 19.04

flashcrowd_parallel_randomForest_120_none- 3.54 3.32 8.86 6.22 7.08

flashcrowd_parallel_NeuralNet_h2o_200_none- 5.82 6.74 8.76 7.19 5.88

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 2.83 2.17 12.86 6.92 4.64

VoD_noAudioPlayed

full cluster net net_flow flow

periodic_randomForest_120_none- 26.88 26.24 31.07 29.34 30.51

periodic_NeuralNet_h2o_200_none- 26.72 25.70 15.39 29.90 19.42

periodic_NeuralNet_h2o_c(200, 200)_none- 28.90 27.35 27.66 33.30 24.06

periodic_parallel_randomForest_120_none- 47.71 47.27 53.26 51.24 51.98

periodic_parallel_NeuralNet_h2o_200_none- 49.63 48.18 34.72 38.61 41.54

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 51.85 50.08 59.91 51.83 51.24

flashcrowd_randomForest_120_none- 31.21 30.66 37.39 35.45 37.65

flashcrowd_NeuralNet_h2o_200_none- 33.67 31.30 39.17 34.58 25.99

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 31.23 37.09 39.36 37.92 34.41

flashcrowd_parallel_randomForest_120_none- 9.50 8.63 15.89 12.10 12.66

flashcrowd_parallel_NeuralNet_h2o_200_none- 15.68 8.89 19.89 16.60 6.59

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 9.70 11.52 23.40 12.51 16.05

KV_X0_YReadsAvg

full cluster net net_flow flow

periodic_randomForest_120_none- NA 2.79 3.11 3.10 5.76

periodic_NeuralNet_h2o_200_none- 3.04 3.02 3.26 3.34 5.70

periodic_NeuralNet_h2o_c(200, 200)_none- 3.10 3.00 3.15 3.27 5.31

periodic_parallel_randomForest_120_none- 3.80 3.79 4.30 4.31 6.74

periodic_parallel_NeuralNet_h2o_200_none- 4.19 4.25 4.51 4.46 7.83
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periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 4.06 4.59 4.63 6.02 6.97

flashcrowd_randomForest_120_none- 2.30 2.35 2.55 2.53 5.06

flashcrowd_NeuralNet_h2o_200_none- 2.51 2.67 2.57 2.87 5.38

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 2.47 2.68 2.63 2.85 72.71

flashcrowd_parallel_randomForest_120_none- 2.87 2.95 3.38 3.33 7.29

flashcrowd_parallel_NeuralNet_h2o_200_none- 3.60 3.23 4.48 4.64 5.26

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 3.23 3.64 4.18 3.23 4.89

KV_X0_YWritesAvg

full cluster net net_flow flow

periodic_randomForest_120_none- NA 2.88 3.20 3.19 6.00

periodic_NeuralNet_h2o_200_none- 3.28 3.35 3.46 3.69 6.91

periodic_NeuralNet_h2o_c(200, 200)_none- 3.15 3.26 3.39 3.22 7.26

periodic_parallel_randomForest_120_none- 3.59 3.65 4.24 4.19 6.56

periodic_parallel_NeuralNet_h2o_200_none- 4.10 3.98 5.41 6.07 7.65

periodic_parallel_NeuralNet_h2o_c(200, 200)_none- 4.14 3.95 4.18 5.53 5.86

flashcrowd_randomForest_120_none- 2.51 2.56 2.78 2.78 5.34

flashcrowd_NeuralNet_h2o_200_none- 2.60 2.78 2.85 3.06 6.29

flashcrowd_NeuralNet_h2o_c(200, 200)_none- 2.82 2.76 2.79 3.09 8.11

flashcrowd_parallel_randomForest_120_none- 2.87 2.89 3.32 3.24 7.11

flashcrowd_parallel_NeuralNet_h2o_200_none- 3.82 3.57 3.63 6.13 6.48

flashcrowd_parallel_NeuralNet_h2o_c(200, 200)_none- 3.36 3.36 3.28 3.52 7.32


