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CONTEXT A (PART 1): WIRELESS SENSOR NETWORKS IN SMART CITIES

WIRELESS SENSORS PROMISE A GREENER PLANET

Inefficient indoor climate control systems artificially increase energy usage and account for up to 8% of 
global energy consumption. One way to reduce our environmental footprint is by reducing our energy 
consumption from using wireless sensors. Students from KTH Royal Institute of Technology study tech-

nical solutions for minimizing the energy waste and therefore slow down the rate of climate change.

Wireless sensors can optimize the energy usage of indoor climate control systems. This can be achieved by 
collecting real time data using information from sensors that count the number of people in a room. The 
information is relayed to a computer which controls heating and ventilation. Using this real-time data, the 
computer can continuously optimize energy use.

By using wireless sensors, it is easier to upgrade the existing buildings and make those buildings more ener-
gy efficient. There are also more improvements for this technology. For instance, more types of sensors can 
be deployed for collecting more information, and therefore the automation of heating and ventilation system 
can be more accurate.
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The smart cities context consists of many differ-
ent topics, such as improving smart city com-
munication networks in buildings. As part of 

the smart city communication networks, wireless 
sensor networks (WSNs) can be used so that the in-
habitants within a building can communicate with 
the sensors in the building.

With increasing deployment of WSNs, the need for 
an efficient way of setting up these networks grows. 
Applications that require communication in re-
al-time have different requirements on the network 
latency to function properly. Hence there is a need 
to find the optimal way of setting up a WSN with 
time delays in consideration whilst being as efficient 
as possible with respect to other parameters. The 
goal of project group A1 was to find a more efficient 
scheduling algorithm for real-time communication 
within WSNs. The results of the project show that 
it is possible to increase efficiency by introducing a 
novel scheduling algorithm.

Using a WSN for building automation creates an 
opportunity to integrate more buildings into the 
smart city. When creating a general control method 
for a system of home appliances, there is a need for 
the function of the wireless network to reduce ener-
gy consumption. The goal of project group A2 was 
to find an automatic temperature control method 
for indoor temperature using wireless sensors. The 
results of the work show that this control method is 
more energy efficient than other control applications.

Knowing the position of the nodes in a WSN is es-
sential in many applications. Commonly used satel-
lite navigation systems provide low accuracy and do 
not work indoors. Hence, an alternative technology 
has to be developed. The purpose of project group 
A6 was to detect and track moving objects using 
camera-based WSN. The results of the project show 
that it is important to gather information from other 
detecting devices and apply sensor fusion when im-
proving the performance and accuracy of the system. 
Camera-based WSN could lead to more reliable sur-
veillance systems and increase the security of society. 

Heating, ventilation and air conditioning system 
(HVAC) is another important topic regarding the 
regulation of energy consumption in a building. Us-
ing various sensors, the number of people in a room 
can be detected, which will address the guidance for 
the control of HVAC systems through WSN, thus 
increase energy efficiency in buildings. The aim of 
project group A8 was to study methods of counting 
occupancy in a room for increasing energy efficiency. 
The results of the project show that the accuracy of 
people counting increases when sensor fusion is im-
plemented.
 
There are many applications that can be considered 

as further projects. For instance, it would be possible 
to look at wireless sensor network in terms of other 
parameters than the delay constraint (A1). The PID 
controller could be implemented on a larger scale, 
such as large buildings or industries (A2). Another 
interesting topic to study is to deploy a physical vid-
eo camera network to test it and analyze the system’s 
performance and accuracy in a real environment 
(A6). Furthermore, one could look at how to connect 
people counting technologies with a PID controller 
for the HVAC systems (A8).

ETHICAL REFLECTION
The main objective of smart cities is to improve the 
overall quality of life for their citizens. Energy con-
sumption can be reduced by monitoring and regulat-
ing HVAC systems, which would be more sustaina-
ble system that is environment friendly. Sensors in 
buildings can keep track of structural integrity and 
collect health data from inhabitants. This will lead to 
a more efficient way to maintain buildings and lead 
to healthier inhabitants. However, there are a few is-
sues that are important to discuss, along with these 
technologies. 

Different monitoring technologies will always re-
sult in both costs and benefits for the society. In the 
short term, it costs more money to implement a new 
application, but introducing it will save money in the 
long term. By taking advantage of sensors and au-
tomation, adaptations can be made for different en-
vironments. For instance, by regulating the work of 
an AC pump in relation to how many people are in 
a room, power consumption can be decreased. This 
will lead to lower electricity costs and diminished 
production of energy at the power plants which is 
beneficial for the environment.

There are many benefits of keeping track of a pop-
ulation’s medical data. Having access to this type of 
data on patients can help doctors diagnose illness, 
and constant monitoring of vital parameters can 
trigger appropriate emergency responses if needed. 
Monitoring the health conditions of people can lead 
to an unburdening of hospital personnel and have 
a positive effect to overstressed hospitals. The prac-
ticality of this kind of modern healthcare increases 
greatly with the use of technologies mentioned in 
this context. However, there are some problems with 
collecting personal data, mainly since it is illegal to 
share medical data without the patients’ permission. 
Another issue is that these systems cannot be fully 
trusted as technology is prone to failure or having se-
curity flaws, which in this case could have fatal con-
sequences.

Privacy is one of the most important issues in our 
modern society. Deploying a large number of video 

CONTEXT A (PART 1): WIRELESS SENSOR NETWORKS IN SMART CITIES
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cameras in the streets increases the security of a city. 
However, it also means that each citizen would be re-
corded, usually without any approval or awareness. 
It is essential to find a trade-off between security and 
privacy. The recorded data should be used by apply-
ing ethical principles in order to improve the lives 
of people. It is an issue that depends mainly on the 
legislation of each country, and politicians should en-
sure that the privacy of each individual is protected.

Although it costs more money to implement a new 
application, and the privacy issue arise when devel-
oping automatic monitoring technologies, the socie-
ty needs to be prepared for such technologies since 
these are already under development and will be 
implemented in the near future. In our opinion, the 
benefits of these technologies are higher than their 
disadvantages, as they lead to a more efficient way 
to maintain a safer city and make a healthier society. 
However, researchers must take these ethical issues 
into considerations when developing these technol-
ogies. 

CONTEXT A (PART 1): WIRELESS SENSOR NETWORKS IN SMART CITIES
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A1. REAL-TIME SCHEDULING IN SMART BUILDINGS

Real-time Scheduling in Smart Buildings
Erik Alm and Lilian Gren

Abstract—An issue with wireless sensor networks (WSNs) is
that in large scale networks there is a risk of the information
from sensors, also called nodes, not reaching the controller
or actuator in a timely manner. This can result in flawed
control actions or even total system failure. This paper aims
to find a real-time scheduling algorithm to mitigate this problem
by efficient allocation of the sensor nodes to different access
points (APs, also referred to as sinks). For this purpose, a
novel scheduling algorithm is proposed. The default scheduling
algorithm of IEEE 802.15.4 based on received signal strength
indication (RSSI) and the proposed scheduling algorithm are
simulated over WSNs with different number of nodes in NS2.
The parameters, average throughput and average end-to-end
delay, used as performance metrics are calculated using a text
processing scripting language. A study of the results shows
that the proposed scheduling algorithm outperforms the default
algorithm in terms of keeping delay sensitive nodes content whilst
not sacrificing throughput in any major way. While the majority
of the delay sensitive nodes have their delay constraint broken
with the default scheduling algorithm, the new algorithm does
well at keeping this number lower. It is concluded that the
proposed algorithm performs as intended, due to it taking into
consideration both the delay constraints of nodes as well as trying
to maximize throughput rather than assigning nodes to APs based
only on RSSI. Propositions for further work include studying the
energy efficiency of the algorithm and extending it to also include
channel allocation of the APs.

I. INTRODUCTION

SMART buildings are an essential part of the future vision
of smart cities. With the objective of improving quality of

life, energy efficiency and reducing operational costs, these
smart buildings will be equipped with embedded sensors
that transmit real-time information about their environment to
actuators and controllers.

These sensors will together with the controllers, acting as
information sinks, form a sensor network. To reduce imple-
mentation costs in terms of wiring and physical maintenance
as well as to achieve increased flexibility, sensor networks can
be set up using wireless technology forming a wireless sensor
network (WSN).

WSNs are heterogeneous in their nature, as every sensor
node may have a particular application. Since every sensor
application may have a different time frame they each pose a
particular requirement on the delay in the WSN to commu-
nicate in their real-time. For instance, a temperature sensor
would be less sensitive to delays than a sensor detecting
smoke. The more delay sensitive nodes need to have their
requirements on delay met, or the WSN will not function as
intended.

To prevent malfunctions caused by delay and poor network
performance, some sort of scheduling algorithm needs to be
introduced so as to aid the nodes in their competition for
the shared wireless media. The scheduling determines which

node may access which channel or access point at which
time, thus reducing the probability of transmission failure by
decreasing the risk of collisions and thereby enables real-time
communication in WSNs.

Previous studies in the field of real-time scheduling have
been made in [1] and [2]. The authors in [1] highlights the im-
portance of improving the IEEE 802.15.4 MAC protocol such
that it can support many types of applications and reduce the
coexistence problem in WSNs when put together with other
networks (such as WiFi and Bluetooth) that operate in the same
unlicensed frequency band (2.4 GHz-ISM band). Guennoun et
al. [1] describes the existing solutions for improving the MAC
protocol and discusses their advantages and disadvantages.
One of the solutions discussed are a backoff-based one which
introduces new backoff algorithms to better control the nodes
medium access in a more productive way. The strength with
this approach is that it supports different topologies and may
not need any hardware changes. However, this may take some
extensive changes in the standard.

Gurewitz et al. [2] designs and implement a solution in the
802.11-based protocol without control messages to increase
collision avoidance. Here, the authors introduces correlatable
symbol sequences instead of control messages which provides
efficiency since the duration time of messages spent in the
access medium is shortened. It is also an advantage in terms
of robustness since, instead of using all the MAC addresses,
the addresses that the nodes actually uses for communication
are retrieved and only relevant information is transmitted
and together with the correlatable symbol sequence can be
interpreted by the receiver.

Current WSN-oriented protocols (see Section II-C) do not
have scheduling algorithms that take real-time applications
into consideration in particular. Therefore, this paper aims to
introduce such an algorithm.

The rest of this paper is organized as follows. Section II
evaluates the different performance metrics of a WSN as well
as introduces application areas and existing WSN protocol
standards. Section III describes the method used to provide
a feasible solution and presents the implementation of the
solution. Section IV presents the implementation results and
in Section V these results are discussed and suggestions for
future work are made. Finally, Section VI suggests what area
can benefit from the proposed scheduling algorithm.

II. WIRELESS SENSOR NETWORKS

A WSN is constructed by a several small sensor devices,
also known as nodes, where each sensor is connected to
another or sometimes multiple nodes. The node where the
sensors are connected are called the sink, often referred to
as the base station [3]. When sensors collect data about its
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TABLE I
HOME CONTROL APPLICATIONS AND SOME OF THEIR PROPERTIES.

Application Transmission frequency Delay tolerance Throughput requirement
Comfort services Medium High Small

Energy control/management Low Low Small
Security control/management Real-time High Large

Safety management Real-time High Small

environment they then send this information to the sink which
then will forward this data to further processing [3]. This
section aims to elaborate on some aspects of WSNs as well
as describing different WSN protocols.

A. Application Areas

There are several different use cases for WSNs, a summary
of a selection of applications for home control and automation
can be seen in Table II. The rest of this section aims to further
elaborate on the different smart home control applications.

TABLE II
MAXIMUM TOLERANCE OF LATENCY IN THE MENTIONED AREAS OF

APPLICATIONS.

Area of application Maximum latency tolerance
Comfort services 1-2 s

Energy management 1 s
Security control/management 0.5 s

Safety management 0.5 s

• Comfort Services: Tactically placed embedded sensors
can be used to monitor human presence in a room, paving
the way for comfort services such as turning on the
light if the room is poorly lit when a person enters,
using luminance and movement sensors [4]. Clever use
of wireless sensor communication can also mitigate the
need for remote controllers, which typically need line of
sight to operate properly; a problem that is overcome
by using wireless radio-frequency communication [4].
Comfort services typically require a bitrate of 16-32 kbps
and can tolerate delays of 1-2 s whilst being able to
operate satisfyingly with a reliability of 90% [5].

• Energy Control: Wireless sensor networks can also be
used to decrease energy waste in buildings. This can be
done, for instance, by using presence sensors in combi-
nation with temperature sensors, monitoring whether or
not a temperature increase is necessary or not, depending
on whether or not the room is occupied. Almost every
aspect of heating, ventilation and air conditioning can
be controlled efficiently using clever wireless sensor and
actuator network (WSAN) setups [4]. In general, energy
control requires a bitrate of around 10-56 kbps and can
tolerate latencies of 1 s with reliability of 90% [5].

• Security and Safety Management: Both security and
safety aspects of homes can be handled by WSANs.
Entrance ways and windows can be outfitted with sensors
to detect breach which could then be set up to trigger an
appropriate response [4], i.e. calling for security services
or locking the down the building. As for building safety,
structure integrity sensors as well as smoke detectors
could be set up to trigger an alarm to the building owner

as well as activating a sprinkler system [4] to put out the
fire. Emergency services typically require 40-250 kbps,
whilst requiring delay no longer than 0.5 s and preferably
having a reliability of 100% [5].

B. Performance Metrics

There are several properties to look at regarding WSNs. The
following is a non-exhaustive list of parameters that can be of
interest when studying WSNs.

• Reliability: Sensors collecting data from its environment
must successfully transmit the information to the sink
with some given probability of success [6]. Too many
failed transmissions could lead to incorrect decisions and
control actions executed by the actuators. As such, the
usability of WSNs is greatly reduced if there are not
methods to keep reliability sufficiently high [6].

• Throughput: Network throughput is a measure of the
amount of useful data per time unit that is successfully
delivered in the network [7], thus a higher throughput
means a faster network.

• Delay: Taking into consideration that different nodes in
a WSN may be made up of different sensors, they may
each and all have different delay requirements to function
properly, as seen in Table II. This is mainly due to
that different processes have different time frames [8].
For instance, temperature changes fairly slowly, several
minutes can pass without much change, whilst change in
heart rate happens significantly faster. Thus, surveillance
of these two phenomena pose different demands on the
delay of the network.

• Energy efficiency: An efficient WSN in terms of energy
consumption is of much importance since most WSNs are
made to support applications in long-term arrangements
[9].

• Implementation cost: Since WSNs can take on many
different shapes and forms one is left with several op-
tions to influence the implementation cost. Having nodes
equipped with high-capacity batteries will prolong the life
of the WSN and enables the nodes to transmit with higher
power for longer periods which increases the range, but it
will drastically increase the cost of setting up the network
[10].

C. Existing Protocols

Depending on where a WSN is employed, whether it is in
a home- or industrial environment, there are a set of rules that
the network should follow so that communication between the
sensors is enabled. These guidelines are issued in the protocol
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standards which, based on the application, is applied in a
WSN.

• IEEE 802.15.4: This standard specifies the lower network
layers of a wireless personal area network (WPAN). It
defines the physical layer (PHY) and the media access
control (MAC) sublayer where the network layers are
based on the OSI model [11]. Depending on what ap-
plication, a WPAN can be set up in either one of the two
topologies; the peer-to-peer topology or the star topology
[11]. It uses received signal strength indication (RSSI) as
its default association procedure to couple each node to
its closest access point (AP) [11]. The IEEE 802.15.4 is
the most common standard used in low data rate and low
power WSNs. This standard is suitable to home control
applications due to its low energy consumption [6] and
its ability to operate with other wireless sensor devices
in the same unlicensed frequency band [3].

• ISA100: This protocol specifies the standard for wireless
systems used for control and automation. For monitoring
non-critical environments and open- and closed loop
control where delays up to 100 ms is tolerated the
ISA100 provides a secure and reliable protocol standard
[12]. ISA100 is a standard used for wireless networks
in industrial applications and uses the IEEE 802.15.4
standard at the physical layer to enable communication
in the network [12].

• WirelessHART: This standard is designed to work in
a mesh network. WirelessHART devices uses IEEE
802.15.4 radios for communication between other HART
devices in the newtwork [13]. WirelessHART provides a
sufficient standard for control- and automation processes
and is specifically designed to be employed in industrial
applications [14].

• ROLL: Routing Over Low power and Lossy networks
(ROLL) is a specification of the routing protocol for
low power and lossy networks in application areas such
as; industrial and building automation, health care and
connected homes (LLNs) [15]. LLNs consists of several
embedded devices that usually are battery powered with
limited memory and processing power. They also need to
support several traffic patterns and be able to forward data
from the sendor nodes to one or several sinks. In some
cases, nodes may be able to communicate with other
nodes in the network [16]. Because of these constraints
the LLNs need to follow a routing protocol standards
that can fulfill all of these requirements. There is often a
tradeoff between these generalities and the efficiency of
the LLNs when designing the routing protocol [15].

D. The protocol stack

The communication between sensors in a network is easier
understood by the OSI-model as seen in Fig. 1. Each layer has
its own specific protocol that operates uniquely to that layer.
The protocols also have the ability to interact with the layer
above and below [3].

Communication between sensors begins at the physical layer
where data from a node flows through the wireless medium

Physical layer

Data Link layer

...

Application layer

Fig. 1. Three of the seven layers of the protocol stack based on the OSI-
model, from the two lowest layers to the highest.

and is received at the physical layer of another node. The
information then goes up the protocol stack through all layers
of the OSI-model and eventually reaches the application layer
[3]. However, each layer at one sensor only communicate with
the corresponding layer of another node. Information intended
for the application layer for instance is not being interpreted
by other layers when the sensors communicate [3].

In a wireless medium, antennas is used for sending in-
formation as electromagnetic waves. The physical layer has
the duty to convert signals from one form to another so that
these can be transmitted through a communication medium.
When transmitting data the PHY-layer accept bit-frames from
the data-link layer and generate signals as changes in voltage
[3]. Source coding in the PHY-layer at the transmitter end
enables an efficient way to use the data storage provided by
the sensors by eliminating redundant parts of the signal sent
from the source destination [6]. The compressed source code
is then passed on to channel coding to add more stability to the
transmitted message in case the data gets affected by errors in
the wireless channel [6]. The channel codeing combined with
the interleaving mechanism in the PHY-layer can discover bit
errors to trigger retransmission and correct identified errors.
At the receiver end, signals is detected and accepted by the
physical layer which demodulate the signal to extract the
information and then forward the information to the data link
layer [6].

The task for the data link layer is to divide the information
it receives from the network layer into distinct data frames
that can be sent and interpreted by the PHY-layer [3]. The
MAC sublayer is responsible to add source and destination
addresses to the data frames. In these data frames there is
also information of the packet type, time of transmission and
time of receiving packet among other characteristics. Another
objective for the MAC sublayer is to make sure that the data
transmission is reliable and it also manages access control
by handling which node should operate over which frequency
and at what time [6]. An issue with a highly congested a
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network is highly congested there is a risk for information
to be lost. Error checking is needed to ensure that the in-
formation received at the destination matches the information
transmitted by the source. There is also a higher possibility
for packet collisions, that is when the receiver fails to send an
acknowledgment message (ACK) to the sender. When an ACK
is not successfully transmitted the sensor has to retransmit
and this causes more power consumption. A way to reduce
the probability for collisions is to introduce contention free
or contention-free scheduling algorithms or contention-based
back-off algorithms [6]. Consequently the MAC-sublayer offer
means to reduce energy consumption and collision avoidance
in a WSN. For instance, carrier sense multiple access with
collision avoidance (CSMA/CA) used in among others IEEE
802.15.4 is one approach to avoid collision. The nodes only
transmit when the channel is idle. If a transmitter sense activity
in the communication channel it waits a random amount before
checking for activity in the channel again [3]. If the message
is received the receiver sends an acknowledgement (ACK)
back to the transmitter which then assumes the packet is
successfully transmitted. If the ACK is not received at the
transmitter end, the CSMA/CA process starts again. Although
CSMA/CA does not completely eliminate the risk of packet
collisions it does reduce the probability [3].

III. METHOD

A. Network Properties

To determine the efficiency of a wireless network, different
scenarios were tested and for each of these the parameters
mentioned below were calculated and recorded.

• End-to-end Delay: The end-to-end delay is defined as the
time between when a packet is sent to the time when it is
received correctly by the intended receiver. The average
end-to-end delay can be calculated using

Tdelay =
1

N

N∑
i=1

tri − tsi , (1)

where tsi is the time when packet i is sent and tri denotes
the time when packet i is received. N is the number of
successfully received packets.

• Throughput: The average throughput is defined as the
rate at which packets are sent and received by the in-
tended recipient during a period of time. The throughput
is calculated in kbps as

T =
prsize
t

, (2)

where prsize is the size of the received packet in bits
and t is the time over which the average is taken in
milliseconds.

B. Simulation Model

Multiple association scenarios in a wireless sensor network
were tested to find a feasible scenario; having high throughput
with the delay constraint fulfilled. Each association setup is
made up of a different node to AP association, as defined by
the association matrix

Fig. 2. Flow chart of the proposed scheduling algorithm.

TABLE III
NOTATION USED IN FIG. 2.

Notation Description
N Number of APs in the network
k Index of AP based on RSSI-sorting of node i

where k = 1, ...., N
APk The k:th AP based on RSSI-sorting
Dk Current end-to-end delay in APk

Li,max Maximum latency tolerance of node i

X =




X11 X12 . . . X1a

X21 X22 . . . X2a

...
...

. . .
...

Xn1 Xn2 . . . Xna


 , (3)

where Xna denotes that node n is associated with AP a if
Xna is 1; thus X is made up of rows containing at most one
non-zero element. The optimization problem is as follows

maximize
X

T (X)

subject to Li(X) ≤ Li,max, i = 1, . . . , n
(4)

where Li(X) is the latency of node i and Li,max is the
maximum tolerable latency of node i, taking one of the values
from Table II.

C. Proposed Scheduling Algorithm

The explanation of the proposed algorithm refers to the
block scheme in Fig. 2 with all the notation described in
Table III. If a node i wants to join the network it sniffs
all the APs in the network using RSSI. Based on the signal
readings, node i will sense APk as the closest AP nearby.
Node i registers that APk has the lowest RSSI relative to all
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other APs in the network and k will be assigned to 1. Node i
sends a request to APk which sends back an ACK which holds
information about node i:s request time of destination and the
ACK package time of arrival. The difference between time of
destination and arrival time will be interpreted as the current
delay, Dk, in APk. If Dk is lower than than maximum delay
tolerance of node i, Li,max, node i will connect to APk. The
same procedure of finding the delay APk is then done with
node i operating in APk and if the delay requirements holds,
node i will be content with APk as its sink.

If Dk is higher than Li,max after node i sends a request to
APk node i will go the the next AP in node i:s RSSI-sorting.
APk+1 will now be the AP with the second lowest RSSI of
node i and k + 1 will be the new k-value. If k + 1 is less
than the number of APs in the network, N , node i will go
through the same procedure as with the previous k-value. If
k + 1 exceeds N node i will connect to the AP based on the
lowest RSSI which is the first AP in the RSSI-sorting, APk.

This algorithm repeats itself until all nodes that wants to join
the network are connected to an AP, that is node i = 1. . .n.

D. NS2 as a Simulation Tool

Network Simulator 2 (NS2) is an open-source software that
provides sufficient resources to simulate a wired or a wireless
network. Each network simulation consists of two parts that
are closely intertwined; network scenarios defined in OTcL
files and network protocol models written in C++. Together
these parts make up a network simulation. From simulations
the trace from all of the events of the nodes can be logged
and then analyzed. Realistic conclusions can then be drawn
about different aspects of how a network like the one simulated
would behave in a real implementation. NS2 also provides
a graphic visualisation of a WSN using NAM, a network
animation tool [17].

E. Simulation of the Proposed Scheduling Algorithm

A general OTcL file was created to accommodate for a
variety of association scenarios, where X could be easily mod-
ified. To keep the set of possible scenarios within reasonable
size two APs were established, each in a separate channel,
creating two sub-networks with star topologies. The topology
was kept constant throughout the simulations and a total of
8 nodes were set as delay sensitive, all with Li,max = 0.5 s.
The IEEE 802.15.4 MAC protocol standard was selected with
the motivation being that it is the most suitable protocol for
a general smart building. All simulation parameters for the
MAC- and PHY-layer can be seen in Table IV.

For the sake of comparison, a baseline case was set up ac-
cording to the default scheduling algorithm of IEEE 802.15.4
as seen in Fig. 3. When a new node i joins the network, it
sorts the APs based on distance using RSSI and joins the one
with the lowest value.

The association matrix X used for the baseline case was

X =

[
1 1 0 0 0 1 1 1 0 0 0 0 1 1 0
0 0 1 1 1 0 0 0 1 1 1 1 0 0 1

]T
, (5)

Fig. 3. Flow chart of the default scheduling algorithm for IEEE 802.15.4.

TABLE IV
PARAMETER SET-UP OF THE WSN IN NS2.

Parameter Setting
Propagation Model Propagation/TwoRayGround
Network Interface Phy/WirelessPhy/802 15 4

MAC protocol Mac/802 15 4
Interface Queue Queue/DropTail/PriQueue

Link Layer LL
Antenna Type Antenna/OmniAntenna

Interface Queue Length 50
Routing Protocol DSDV

Traffic Application/Traffic/FTP
Channel Channel/WirelessChannel

which means that 8 nodes were associated to AP1 and 7 nodes
to AP2.

This baseline case was simulated for 5, 10, and 15 different
nodes in a 400 m2 building. with the throughput and end-to-
end delay for each AP being calculated. The calculations were
done according to Eq. 2 and Eq. 1 respectively using AWK;
a text processing scripting language.

The proposed scheduling algorithm seen in Fig. 2 was
simulated and both throughput and end-to-end delay were
calculated according to Eq. 2 and Eq. 1 respectively using
AWK.

IV. RESULTS

The baseline case as well as the new algorithm were
simulated in three different aspects. These were to look at
the delay, the throughput and percentage of unsatisfied nodes
for both cases. Unsatisfied nodes was defined as the nodes
with delay sensitivity not having their latency requirements
fulfilled.

The outcome for the association matrix when implementing
the proposed algorithm was

X =

[
1 1 0 1 1 1 1 0 0 0 0 0 1 0 0
0 0 1 0 0 0 0 1 1 1 1 1 0 1 1

]T
, (6)

where the highlighted columns is where a node has changed
its AP. Which means that after the proposed algorithm 7 nodes
were associated to AP1 and 8 nodes were connected to AP2.

The average end-to-end delays were calculated to test the
new algorithm in terms of its ability to meet the delay
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Fig. 4. Average end-to-end delay for the baseline case and the new algorithm in AP1 and AP2.
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Fig. 5. Throughput for the baseline case and the new algorithm in AP1 and AP2.

requirements. As seen in Fig. 4 a the average end-to-end delay
in AP1 exceeded the maximum latency with a delay of 534 ms
when simulating the baseline case and having 15 nodes operate
in the network. The delay for the baseline with 10 nodes in the
network were 490 ms, which is close to the maximum delay
tolerance. For the proposed algorithm the delay requirements
were met in all of the three node set-ups. The average end-
to-end delay calculated for 15 nodes in AP1 were 385 ms.
The baseline had a growing average end-to-end delay whilst
the proposed algorithm remained below the maximum delay
threshold. The average end-to-end delay for AP2 can be seen
in Fig. 4 b. Simulation of the baseline gave a breach of the
maximum delay when having 10 nodes operate in the network
with a delay of 526 ms and when having 15 nodes with a delay
of 561 ms. In the case of the proposed algorithm all of the
three node set-ups kept the average end-to-end delay under
the maximum tolerance. With 15 nodes connected to AP2

the average delay were 344 ms. The baseline had a similar

behavior here as in AP1 with an increasing end-to-end delay
for a higher amount of nodes.

In terms of throughput the proposed algorithm performed
better for some node set-ups. The throughput for AP1 is
observed in Fig. 5 a. Here the throughput in the new algorithm
were notably higher than the throughput in the baseline case
when having 10 nodes operating in the network. As seen in
Fig. 5 b the throughput did not differ marginally from the
case of the baseline. When having 10 nodes connected to
the network the throughput were somewhat lower than the
baseline. In the other two set-ups, 5 and 10 nodes connected to
the network, the throughput of the proposed algorithm matched
the throughput for the baseline case.

As seen in Fig. 6 there were no unsatisfied node when 5
nodes were simulated. With 10 nodes simulated there were
60% unsatisfied nodes in the baseline case and no unsatisfied
nodes in the new algorithm. When simulating 15 nodes all
of the nodes with deadline sensitivity did not get their delay
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Fig. 6. Percentage of nodes with high delay sensitivity that were unsatisfied.

requirements met. The new algorithm satisfied all of the nodes
which had critical delay tolerance.

V. DISCUSSION

Results from simulations of the proposed algorithm showed
that the proposed algorithm performs better in terms of average
end-to-end delay than the default association algorithm in
802.15.4, which uses RSSI to associate users to an AP.
Furthermore, there were no unsatisfied nodes when simulating
the proposed algorithm and the throughput did not suffer
substantially compared to the baseline case’s algorithm. The
results indicate that the proposed algorithm brings a substantial
increase in network performance in terms of latency without
much sacrifice of the throughput. One reason for this increase
in the measured performance metrics may be that the proposed
algorithm attempts to find a feasible solution to Eq. 4 which
generates an association matrix X such that the delay con-
straints are fulfilled whilst also taking into consideration the
throughput. An explanation as to why the average throughput
is not increased in every case is that the proposed algorithm
generates any X from the set of feasible solutions to Eq. 4.
Thus the outcome in terms of throughput will not be the
optimal. Another aspect of the proposed algorithm that is
worth noting is that it is a greedy algorithm; as such it makes
the optimal choice at each stage of running, meaning that the
decisions concerning each new node that joins the network
are based off of all previous nodes’ decisions. Because the
algorithm does not foresee each new node joining the network,
it will eventually reach a point where it is not possible to find
an X from the feasible set of Eq. 4 and thus regress to using
the default 802.15.4 algorithm utilizing the RSSI sorting. The
simulations in this paper cover up to 15 transmitting nodes
and 2 APs. An extension of these numbers would lead to
further results which in turn could better help justify the claims
in this section. Additionally, the 2 APs operate in different
channels which is a very simple case. In reality there may
be many more APs than there are channels, making matters
more complicated. Thus the simulations in this paper would

need an extension to further validate the insights of this article.
As mentioned the simulations in this paper are not on the
same scale a real WSN might be. This leaves room for further
simulations, obtaining a bigger data set as. What’s more, the
algorithm could be extened or improved in some way so as to
obtain the optimal solution of Eq. 4 rather than just a feasible
X. Additionally one could take into consideration the channel
allocation vector c, which represents in which channel each
AP operates. This would mean solving more or less the same
problem as Eq. 4 but with all functions depending on X, c
rather than just X.

Another idea for continued work includes considering an-
other parameter that can be of interest when studying WSNs.
For instance one could study this algorithm in terms of energy
efficiency and modify either Eq. 4 or the extended version
mentioned in this section, so as to minimize energy usage
whilst keeping within the delay constraint.

VI. CONCLUDING REMARKS

The scheduling algorithm suggested in this paper can be
applied when deploying a WSN in an application area with
stringent delay sensitivity. It can be used to better serve users
with a sensitive deadline to make sure that the information they
are sending are delivered in time. Based on the performance
of the suggested algorithm, this scheduling can provide a
higher deliviery assurance than the default algortithm of IEEE
802.15.4. Therefore, the proposed scheduling algorithm can be
used in security and safety management systems to guarantee
having their users’ delay requirements fulfilled.
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PID in Smart Buildings
Mikael Regard

Abstract—In today’s society, it is crucial to reduce the en-
vironmental impact due to the global warming and pollution.
A smart building aims to reduce the environmental impact by
connecting standalone home appliances and actuators into a
network and control these devices in a more energy efficient
way, which is challenging. In this project, an investigation of an
automatic temperature control method using wireless sensors has
been conducted. The aim was to propose a more energy efficient
control method for the heat system than common existing control
methods. Important wireless sensor network characteristics for
this control method has been identified and evaluated. Also
building characteristics have been identified and studied to ensure
a realistic model. With simulations and experiments has this
automatic control method shown to be 42% more energy efficient
than a simple on/off controller. It suggests that the PID controller
is beneficial in terms of energy saving and is appealing to be used
in smart home applications.

I. INTRODUCTION

THE concept smart buildings has been used for more
than two decades with a variety of definitions [1].

These definitions can be brought down to three elements
which a smart building must consist of [2]. They are internal
network, intelligent control and home automation. These
three elements are realized in sensors, actuators, controllers,
central unit and user interface [3]. The first element, internal
network, is considered as the mainstay in a smart building.
Internal network means how the components in a smart
building communicate, either over a wired or wireless
medium. The second element, intelligent control, describes
how the actuators is being controlled and the interface for
the controllers. The third element is home automation. Home
automation includes the connected components which is
doing physical work in a building, such as home appliances,
actuators and services. All these three elements needs to
work together, otherwise, a building is not considered as smart.

With today’s smart home technology, almost every electric
component in a home can be connected to a network [4].
With an increasing amount of connected products in a home,
the control part for the user becomes complex. One way
to reduce the workload for the users is to implement an
automatic control method called PID control. The name
PID is originating from its three components, Proportional,
Integral and Derivative. PID control is a common control
method and the principle has been used since the 18th
century [5]. The idea with the PID controller is to compare
the output and the desired input of a system and act on the
difference between these two. The comparison, also called
feedback loop, requires sensors to measure the output. A
sensor can either have a wired or wireless connection. A
wireless connection is beneficial for buildings because of its
flexibility for placement compared with a wired connection.

A building usually requires several sensors connected in a
wireless sensor network. This network needs to be structured
in a certain way depending on the size and form of the
building. If the network is badly structured, the performance
of the automatic control method will be affected.

The purpose with a smart building is to use modern
technology to provide an easier and better life for the
residents in an energy efficient and cost effective way [4].
The energy for controlling the temperature and air quality
in buildings consumes around 50% of the total electricity
generated in the world [6]. The temperature in a home
is usually regulated by a thermostat. The thermostat turns
on the heat when the temperature drops below a certain
value and turns off the heat when it reaches a certain
value. This might cause oscillations in the temperature and
unnecessary energy consumption. A PID controller is useful
for controlling radiators and air conditioner due to its ability
to keep a relatively stable temperature when the surrounding
environment are changing, such as a window opens during a
cold day.

In this thesis have an automatic control method for the heat
system in a building been investigated, simulated and tested.
A PID controller were used to control an electric resistance
heater using a wireless sensor network. The contributions of
the report are as follows:

• The PID controller was created with simulations during
realistic scenarios in Simulink. The PID controller was
then tested in a real experiment with a small scale
building made out of styrofoam. The experiment was
fully automatic and required, except the building, an
electric resistance heater, a wireless sensor netowrk, a
power regulator, a raspberry and pulse width modulated
signals.

• The simulations showed in two different cases that the
PID controller can keep a constant temperature when
the outdoor climate is changing. This indicated that the
PID controller was stable. The performance of the PID
controller, such as rise time, settling time, overshoot
and average power consumption were measured and
considered as acceptable.

• In the experiments was the PID controller compared
with a simple thermostatic control method, which were
realized with an on/off controller. The experiments
showed that the PID controller is 42% more energy
efficient than the on/off controller.
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This paper is organized as follows: In Section II, theory
for wireless sensor network and PID controller are presented.
Then, the models for the simulations and experiments are
described in Section III. The software for the simulation and
the hardware for the experiments are presented in Section IV
and V, followed by the results in Section VI. The results are
discussed in Section VII and the report is concluded in Section
VIII.

II. RELATED WORKS

This section aims to give a brief understanding of the theory
required for this project. We will first present some basic
information on wireless sensor network, including important
aspects for a wireless sensor network in smart buildings
and the protocol used in this project. After that, we will
describe the basic theory of PID together with its stability
and performance metrics.

A. Wireless Sensor Network

Wireless sensor networks can be implemented in buildings
to provide controllers and actuators with physical or
environmental conditions. A wireless network usually
consists of at least one sink and several wireless sensor, also
called nodes. The sink collects the information sent from the
nodes and act as the gateway between the sensors and the
controllers [7].

A wireless sensor is a simple device containing a sensor,
micro controller, radio transceiver, memory and a power
source. Its main task is to collect physical or environmental
conditions and transmit the collected data over a wireless
medium. The power source is usually a battery which restricts
the wireless sensor from power consuming actions, such as
advanced computations.

1) Important aspects:
• Delay: Radio waves are transmitting at the speed of

light which causes a minor delay in a wireless sensor
network [8]. When data is transmitted via several nodes
before it reaches the sink, data processing at each
node will also cause a small amount of delay. Delay
can also occur when two or more nodes are trying to
send information to a sink or a node simultaneously.
In some protocols, messages can have higher or lower
priority, and can from there decide which message
should be received first. If the message have the same
priority, one of the messages will be received. In both
cases will the non-received message be set to a random
delay in a certain span [9]. The reason for the random
delay is if several messages collides at the same time, a
constant delay would make the messages to collide again.

• Packet loss: A message in a wireless sensor network
has a specific structure depending on the protocol used.
This structure reserves parts of the full message for
different kind of information. This information can for
instance be the node-id of the sending node, when

the message was sent, the size of the sensor data,
the actual sensor data etc [10]. All this information
is used during the quality check which each node
and the sink perform when receiving a message. If
only a part of the message is received, the message
will be dropped and packet loss occur. Packet loss can
also occur due to a full data stack at the receiving device.

2) ZigBee protocol: All devices in a wireless sensor
network need to communicate in a predefined way. This
predefined way is called protocol. A protocol makes all
nodes in a wireless sensor network synchronized [11]. A
synchronization makes it possible for the nodes to send
information during specific time slots and go into sleep mode
when no message will be sent or received [7]. A protocol
also decides in which frequency band the devices work in,
how to handle message collisions, how delay might occur
and how to identify packet loss.

In this project was the ZigBee protocol used. ZigBee is
using the IEEE 802.15.4 standard layer and is preferable for
home automation because of its short-range and low power
consuming characteristics [10]. When setting up a wireless
sensor network with the IEEE 802.15.4 standard layer, there
is mainly three different topologies available, star topology,
peer-to-peer topology and cluster tree topology. A topology
can contain three different devices, a PAN coordinator, a full
function device and a reduced function device [7]. The PAN
coordinator act as a sink and the full function device and
reduced function device act as nodes. The full function device
can send and receive information meanwhile the reduced
function device only send information. Fig. 1, presents the star
topology. The red ball represent the PAN coordinator and the
blue balls represent reduced function device. The star topology
was used in this project because of its simplicity. In a real
building, a star topology might be unable to implement due
too long transmission distance. Other topologies such as the
cluster tree topology is then preferable [7].

Fig. 1. Star network topology. The red ball represent the PAN coordinator
and the blue balls represent the reduced function device.

The frequency band is a set of frequencies reserved for
wireless communication. The ZigBee protocol is using three
different frequency bands, 2.4 Ghz, 902 Mhz and 868 Mhz
[12]. Depending on the frequency band, data can be transmit-
ted at different data rates. There is also a different amount
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of channels reserved for each frequency band. The protocol
can choose one of those channels to transmit messages in the
wireless sensor network. In Table I, the frequency bands with
respective data rate and channels are presented [7].

TABLE I
FREQUENCY BANDS

Frequency band Data rate Channels
868 Mhz 20 Kbps 1
902-928 Mhz 40 Kbps 10
2.4 - 2.4835 Ghz 250 Kbps 16

B. PID

A controller for a system is based on the mathematical
model in form of differential equations describing the system.
In many cases are these differential equations unknown. To
create a controller for an unknown systems, a feedback loop
is required. The feedback loop compares the output with the
input and results in an error signal which serves as the input
to the controller. With the feedback loop, it is possible to
generate a certain behavior of the unknown system by looking
at the error from different inputs. A PID controller is using
a feedback loop and can be tuned by changing the impact
of each part of the controller, the proportional, integral and
derivative part. In Fig. 2, the feedback loop is the connection
from the output y(t) to the input r(t).

PID System
u(t)r(t) + e(t) y(t)

−

Fig. 2. An example of a closed loop system with a PID controller.

The input for the PID controller is the error-signal, which
is defined as:

e(t) = r(t)− y(t), (1)

where r(t) is the reference input of the system and y(t) is the
output. In Fig. 2 is (1) the input to the PID controller.

The output of the PID controller, u(t) can be expressed in
a normal form [5]:

u(t) = KP e(t) +KI

t∫

0

e(τ) dτ +KD
de(t)

dt
, (2)

where KP, KI, KD is the Proportional, Integral and Derivative
gain. These gains will decide how much impact each compo-
nent have on the system. The components is described with
the following example:

Example 1. When a car runs along the road the driver pushes
down the gas pedal to reach the correct speed. This is the
Proportional part. If the car reaches an ascent and the speed

decreases, the driver needs to push more on the gas pedal to
maintain the correct speed. This is the Integral part. If the car
wants to stop at a specific place, the driver needs to brake
before this spot. This is the Derivative part [5].

Another way to express a PID controller is:

u(t) = K


e(t) +

1

TI

t∫

0

e(τ) dτ + TD
de(t)

dt


 , (3)

where K is a dimensionless gain and TI (s) and TD (s) are
constants to regulate the impact of the Integral part respective
Derivative part. This expression is used when tuning the PID
in Section III.

Designing a PID controller is usually done in the Laplace
domain. In Fig. 3 have the system in Fig. 2 been translated
into Laplace domain.

F(s) G(s)
R(s) +

V (s)

+
Y (s)

−

Fig. 3. A closed loop system in Laplace domain

The PID controller in Fig. 2 has been translated into F (s)
in Fig. 3 as following:

F (s) =

(
KP +

KI

s
+ s ·KD

)
. (4)

The block G(s) in Fig. 3 represent the system in Fig. 2
in Laplace domain. The signal V(s) in Fig. 3 is disturbance.
Disturbance can be anything that is not a part of G(s) but
affect the output in some way. The disturbance can for
instance be the friction of different material acting on the
wheels in Example 1.

The closed loop in Fig. 3 can be described as following:

Y (s) =
G(s)F (s)

1 +G(s)F (s)
R(s)− 1

1 +G(s)F (s)
V (s). (5)

An ideal PID controller will suppress the disturbance V(s) and
let through the reference signal R(s) in (5). This can only be
done if the following equation is true:

∣∣∣∣
G(s)F (s)

1 +G(s)F (s)

∣∣∣∣ = 1 and

∣∣∣∣
1

1 +G(s)F (s)

∣∣∣∣ = 0. (6)

(6) is only true if |G(s)F (s)| = ∞. This is not possible in the
real world. This would for instance require an infinite amount
of throttle from the engine during a short moment in Example
1.
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1) Stability: There will always be a trade-off between
stability and performance when designing a controller. A
system is regarded as unstable if the output is oscillating
or growing without control, thus one should avoid it when
designing the controller. The stability of a system is dependent
on the denominator of equation (5), the sensitivity function:

S(s) =
1

1 +G(s)F (s)
. (7)

A system becomes unstable when G(s)F(s) = -1 in (7)
because of division with zero. G(s)F (s) can be translated
into following expression [8]:

G(s)F (s) = |G(s)F (s)| · arg(H(s)F (s)). (8)

To make a long story short, when |G(s)F (s)| = 1 and
arg(G(s)F (s)) = -180◦ in (8), G(s)F (s) = -1 and the system
becomes unstable [5].

2) Performance: When designing a controller for a system,
the designer need to fulfill a requirement specification. This
is usually about the performance of the system. Requirements
can be rise time, settling time and overshoot [5].

• Rise time: The rise time of a system is an indication
how fast a system reacts on an input. The rise time is
defined as the time it takes for the system to go from
10% to 90% of the new output.

• Settling time: The settling time is an indication of how
long it takes for the system to be reach the desired output.
The settling time is defined as the time it takes for the
system to stay within 2% or 5% of the steady state value.

• Overshoot: The overshoot is an indication of how much
the output rises above the desired value. The overshoot is
defined as the distance between the maximum value and
the steady state value.

III. MODEL

In this section will the model for a building be described.
We will first present important building characteristics which
affects the temperature. Then, we will describe how the PID-
controller and wireless sensor can work together. After that
will the models used during the simulations and experiments
be presented.

A. Building Characteristics

The temperature change in a building depends on the heat
transfer in and out from a building as following:

Ci
dTin

dt
=

∑
φin −

∑
φout, (9)

where φin and φout (W) denotes the heat transfer in and out
of a building, Tin (◦C) denotes the indoor temperature and
Ci (J/(K◦C)) denotes the heat capacity [13]. The heat transfer
out of a building is mainly the heat transfered through the
walls, roof and floor. The heat transfer through a surface is

proportional to the difference between the temperatures on
each side of the surface:

φsurface = Ui ·A(Tin − Tout), (10)

where A (m2) denotes the area of the surface, Tout (◦C)
denotes the temperature on the other side of the surface and U
(W/(m2K) denotes the heat transfer coefficient for the specific
surface [14]. The U -value is calculated as:

Ui =
∑ λi

di
, (11)

where λ (W/(mK)) denotes the thermal conductivity of the
material and d (m) denotes the thickness of the material. The
aim is to minimize the U -value which leads to a low heat
transfer through the surface. There is big difference within
the thermal conductivity of different materials. For instance, a
metal such as iron has λ = 75 meanwhile wood has λ = 0.14
[14]. To get a grip of the U -values, guidelines for different
structures in Swedish buildings is presented in Table II [15].

TABLE II
GUIDELINES FOR U -VALUES

Ui [W/m2K]
UWall 0.18
URoof 0.13
UFloor 0.15
UWindow 1.2
UFront door 1.2

B. PID and Wireless Sensors in Buildings

When implementing a PID controller with wireless sensors
in a building, delay and packet loss needs to be accounted
for. In Fig. 4 has the Fig. 3 been expanded with a block to
represent the wireless network. How this is implemented and
accounted for will be presented in the Software section and
Hardware section.

F(s) G(s)

WSN

R(s) +

V (s)

+
Y (s)

−

Fig. 4. A closed loop system with wireless sensor network.

Buildings have different sizes, are made of different material
and are affected by different kind of disturbances. Therefore,
tuning methods are useful. One tuning method is the Ziegler-
Nichols method and the result for this method is shown in
Table III [5]. The variables are the same as in (3). When



21

A2. PID IN SMART BUILDINGS

K = K0 the system oscillates with a constant amplitude and
T0 is the period time of the oscillation.

TABLE III
ZIEGLER-NICHOLS TUNING METHOD

Regulator K TI TD

P 0.5K0

PI 0.45K0 T0/1.2
PID 0.6K0 T0/2 T0/8

C. Single Room Model

The single room model is a setup with only one room.
This setup is used during the simulation and the experiment.
The purpose is to control the temperature in the room using
a sensor, a sink, a heater and a PID controller. In Fig. 5 is
the model realized in a 2D sketch. This model uses the star
topology with one PAN coordinator named as sink and one
reduced function device named as Wireless Sensor. There is
a heat transfer out of the room from all four walls, the roof
and the floor. The heat transfer into the room comes from the
heater.

Fig. 5. A 2D sketch of the single room model. The devices used in the
model is marked out in the figure. The red and blue arrows describes the heat
transfer.

D. Multiple Room Model

The multiple room model is a setup with several rooms
and a corridor. Fig. 6 shows a 2D sketch of the building. All
four rooms is equipped just as the single room in the previous
model. The corridor is not equipped with a heater, the heat
comes from the rooms through the walls.

IV. SOFTWARE

In this section will the software used in this project be
described. We will first present and explain the simulation
model in Simulink. Then, we will describe how the wireless
sensor were programmed to work with Simulink.

Fig. 6. The figure of the multiple room model. The single room model in
Fig. 5 has been expanded into 4 rooms equipped with devices and a corridor
without any devices. The red and blue arrows shows the heat transfer.

A. Simulink

The models described in the previous section were imple-
mented in Simulink. Simulink is an extension of MATLAB
and uses a graphical interface for programming. In Fig. 7, one
room from the multiple room model, “Room 1”, in Fig. 6, is
implemented in Simulink.

Fig. 7. The model used for one room during the multiple room simulation.

The model has four inputs, “Ref Temp”, “OutTemp”,
“Room 2” and “Corridor”. “Ref Temp” is the reference
temperature for the room. “OutTemp” is the outdoor
temperature. To make the model realistic, outdoor temperature
data containing measurements from every hour during 2015
in Bromma was taken from SMHI and implemented [16].
The input “Room 2” is the temperature in “Room 2” in Fig.
7. This input is used to calculate the heat transfer through
the wall separating “Room 1” and “Room 2”. The input
“Corridor” is used to calculate the heat transfer through the
wall separating “Room 1” and “Corridor” in Fig. 7.

The two subsystems in Fig. 7, “Heater” and “Room 1”
is representing

∑
φin and

∑
φout in (9). The subsystem

“Heater” contains the PID controller. The heater used is
an electric resistance heater which is transferring almost
all power consumed into heat. The output from the PID
controller is therefore seen as the output from the heater
during the simulation. The subsystem “Room 1” contains,
except the heat transfer between neighbor rooms, heat transfer
through the outer walls.
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The blocks “Gain” and “Discrete-Time Integrator” in Fig.
7 were used to get the temperature Tin from (9). The block
Start Temp in Fig. 7 is used to set the initial temperature
of the room when the simulation starts. This block is useful
because the calculations is based on Kelvin and not Celsius.
Without this block the initial temperature of the room would
be 0 K, which is -273.15 ◦C [14].

The blocks in the feedback loop in Fig. 7 is used to
simulate delay and packet loss. The delay in this model is
set to one sample delay. The packet loss is modeled with the
“Switch” and “Random Packet Loss”. The block “Random
Packet Loss” generates a random number between 0 and 1
which is one of the inputs to the “Switch”. If the random
number reach below the threshold set in the “Switch”, the
“Switch” uses the previously output instead of the new. In
this model is the packet loss set to 10%, which means that
the threshold is set to 0.1.

B. TinyOS

The wireless sensors used during the experiment were
programmed in the Linux based operative system TinyOS
using the language nesC. [17]. The nesC language has a similar
syntax as C and is constructed to use a small amount of
computations to limit the power consumption. The wireless
sensors were equipped with a temperature sensor. Two differ-
ent programs were coded for the experiments. One program
was designed to read the temperature data from a sensor and
transmit it over the wireless network. This program was used
on a reduced function device. The other program was designed
to read the message and write it to the serial port. This program
was used on a PAN coordinator.

V. HARDWARE

This section will present the setup for the experiment.
We will describe each component of the setup in detail in a
logical order.

The setup for the experiment contains one building, two
sensor, one heater, one computer, one raspberry Pi 2, one
power regulator and one pulse converter. Fig. 8 describes
the logical order of the setup. The PID controller which
was simulated in the single room model was used in the
experiment.

Building Sensor Computer

RaspberryPower RegulatorHeater

Fig. 8. Logical order of the setup for the experiment.

1) Building: The building used in the experiment was
a rectangular box with the dimensions 1.06×1.06×0.60 m.
The box was made of styrofoam blocks because of its good

isolation ability and cheap price. Fig. 9 shows a picture of
the building. Two holes were cut out for ventilation, one in
the right bottom corner and one in the top left corner. The
thickness of the styrofoam blocks was 0.07 m and with its
thermal conductivity, λ = 0.037, the U -value was calculated
to U = 0.5286 with (11).

Fig. 9. The building made out of styrofoam which was used during the
experiment.

2) Sensor: The sensors used in the experiment was two
telosb sensors from Crossbow [18]. These sensor can use two
power sources, an USB port or two AA batteries. This means
that they can be implemented in a wireless sensor network as
a PAN coordinator, full function device and reduced function
device, depending on the code installed. One of the sensor
was placed inside the styrofoam box and sent temperature
data to the other wireless sensor connected to the computer
via the USB port. This data was transmitted into Simulink
via the serial port.

3) Computer: The data sent from the sensors were written
into one of the USB ports on the computer. This data was
used as input to the PID controller in Simulink. Simulink
translated the output of the PID controller to a pulse width
modulated signal with a duty cycle between 0% and 100%
and sent it to the raspberry.

4) Raspberry: The raspberry used in the experiment was
a Raspberry Pi2 B. The reason for using a raspberry was
the support package in Simulink for raspberry. The package
made it possible to create a pulse width modulated signal in
Simulink, send it via an ethernet cable to the raspberry and
produce an analog replica of the signal. This analog signal
were sent from the GPIO pin on the raspberry to the pulse
converter.

5) Power regulator: The heater was controlled by a
power regulator from Kemo, M028N, and a pulse converter
from Kemo, M150. The power regulator used phase shifting
for changing the output voltage. The power regulator was
connected in serial with the heater. The pulse converter were
used to convert the pulse width modulated signal into a DC
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voltage. This DC voltage served as an input to the power
regulator. The width of the signal had a span of 0% to 100%,
which represented zero respective maximum voltage output
from the power regulator. The voltage was limited to 150 (V)
due to lack of strength in the pulse width modulated signal.
The voltage from different pulse widths is shown in Fig. 10.
During the experiment, this curve was approximated to a
linear curve.

Fig. 10. A plot of the voltage with respective pulse width.

6) Heater: The heater used in the experiment was an
electric resistance heater with a maximum effect of 200W with
230V AC supplied. According to building recommendations,
a heater should be able to produce at least 30 W/m3, which
this heater fulfill [15]. A picture of the heater inside the
styrofoam box is shown in Fig. 11.

Fig. 11. A picture of the heater used in the experiment. The wood cover
prevented the styrofoam from melting.

VI. SIMULATION AND EXPERIMENT RESULTS

This section will present the results from the simulations
and experiment. We will first present the simulation results
including the single room and multiple room simulation. After
that, we will present the results for the PID and on/off
controller in the experiments.

A. Single Room Simulation
The single room simulation was based on the parameters for

the experiment building which were specified in the Hardware

section. A temperature plot is shown in Fig. 12 with the
reference temperature set to 20 ◦C. The outside temperature
were taken from the first week in January. The purpose with
this simulation was to ensure the stability of the PID controller.
The PID controller keeps a constant temperature with the
maximum overshoot of 1 ◦C when the outside temperature
dropped below -5 ◦C.

Fig. 12. The temperature plot from the single room simulation. The red
line represent the inside temperature and the blue line represents the outdoor
temperature.

The performance of the PID controller were evaluated by
the rise time, settling time, overshoot and average power
consumption. During the experiments, the outside temperature
were approximately 12 ◦C. To get comparable results for
the simulation and experiment, the outside temperature in the
simulation was changed to constant 12 ◦C when measuring
the performance. In Table IV, the performance is presented.
The rise time of 4 minutes and settling time of 10.7 minutes
shows that this system is fast and reaches a settling point in
an acceptable amount of time. The overshoot was only 0.4 ◦C
instead of 1 ◦C as it was with the varying outdoor temperature.

TABLE IV
RESULTS FOR SINGLE ROOM SIMULATION

Rise time 4 min
Settling time 10.7 min
Overshoot 0.4 ◦C
Average Power
Consumption 20.7 W

B. Multiple Room Simulation

In the multiple room simulation was the building in Fig. 6
simulated with the dimensions 5×4×2.4 m for each room and
20×4×2.4 m for the corridor. The U -values were taken from
Table II. A temperature plot for the multiple room simulation
is shown in Fig. 13. The reference temperature were set to 20
◦C in “Room 1”, 22 ◦C in “Room 2”, 24 ◦C in “Room 3”
and 26 ◦C in “Room 4”. The purpose with this model was to
test the PID controller when the heat flow into a room comes
from other sources than the heater. The plot also shows how
the temperature changed in the corridor, which had the heat
transfer through the walls as its only heat source.
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Fig. 13. The temperature plot for the multiple room simulation. The column
to the right shows which color belongs to which temperature and what the
reference temperature was set to.

C. Experiment

The experiment had the setup described in the Hardware
section. During the experiments, two controllers were tested.
One controller was the PID controller taken from the single
room model. The other was a simple on/off controller which
turned on and off the heat when passing the reference tem-
perature. The reference temperature was set to 20 ◦C in both
experiments. The outisde temperature was approximately 12
◦C throughout the experiment sessions. The temperature plot
for the experiment is shown in Fig. 14. The initial temperature
was 17.4 ◦C. The figure shows that the temperature for the PID
controller is approximately 20 ◦C in the end meanwhile the
on/off controller oscillating between 21 ◦C and 19.5 ◦C.

Fig. 14. The temperature plot for the experiment. Rise time, overshoot and
settling time are marked with arrows in the figure. The temperature is shown
with the red line for the PID controller and the black line for the on/off
controller. The blue line is the reference temperature.

How the rise time, settling time and overshoot were mea-
sured is shown with arrows in Fig. 14. The average power
was calculated by summarizing the power each second and
divide it by the total amount of seconds. The performance
measurements are presented in Table V. The most important
difference is the average power consumption, which showed
that the PID controller was 42% more energy efficient than
the on/off controller. The rise time for the onf/off controller
was more than twice as fast as the PID controller, but the PID
controller was still considered as fast. I took nearly 8.3 minutes
to reach within 90% of the desired temperature. Within 58
minutes, the PID controller reached a settling point. As already
mentioned, the temperature for the on/off controller oscillated
and no settling point was reached during the experiment. The
overshoot were quite similar, 1.45 ◦C for the on/off controller
and 1.37 ◦C for the PID controller.

TABLE V
RESULTS FOR EXPERIMENT

Controller PID On/Off
Rise time 8.3 min 3.9 min
Settling time 58 min ∞
Overshoot 1.37 ◦C 1.45 ◦C
Average Power
consumption 16.2 W 27.8 W

VII. DISCUSSION

A. Performance

The PID controller was 42% more energy efficient than the
on/off controller according to the average power consumption
in Table V. This shows that a PID controller is beneficial
for controlling the heat system in buildings. Even though a
normal house usually have a central heating system with a
water flow into the radiators, the same controlling principle
can be implemented. One reason for the large difference arise
from the fact that the on/off controller were tested during
a shorter period. The power consumed during the rising
time has therefore a greater impact on the average power
consumption. However, the result indicates that the PID
controller is more energy efficient than the on/off controller.

The rise time in Table V shows that the on/off controller
was 54% faster than the PID controller. This does not mean
that the PID controller was slow. Reaching 90% of the
desired temperature in 8.3 minutes is quite fast in a building.
It is important to take into account that the heater was a
bit oversized for this building. This required a larger impact
of the D-part of the PID controller, which lead to a more
defensive controller to prevent large overshoot and long
settling time. A defensive controller increases the rise time. If
the heater had been more optimized for this building, a lower
rising time would have been achieved. This would also lead to
an increased rise time for the on/off controller due to reduced
maximum output power from the heater. It is also important
to mention that the rise time for the on/off controller should
be a bit longer. During the on/off experiment, the building
had an initial temperature of 14.3 ◦C. When the building
reached the temperature of 17.4 ◦C, which was the initial
temperature in the PID experiment, the heater was hot. This
can be seen in Fig. 14, where temperature change is constant
for the on/off controller from the initial temperature until
20◦C meanwhile the PID controller has a slower start.

The settling time in Table V shows that the PID controller
is outperforming the on/off controller when a constant tem-
perature should be kept. This can also be seen in Fig. 14. The
settling time could also been reduced for the PID controller if
a more optimized heater had been used.

B. Simulation and Experiment Comparison

The average power consumption was nearly 22% lower
during the experiment when comparing the results for the
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single room model in Table IV with the results from the
PID experiment in Table V. This arises mainly from the fact
that solar radiation affected the experiment building. The sun
heated parts of the surfaces of the building which lead to a
increased heat flow into the building. If an approximation of
the solar radiation had been implemented in the simulation, the
average power consumption would have been slightly lower.
The solar radiation also affected the rise time, settling time
and overshoot, which were significantly lower during the sim-
ulations. But the large difference in these three performance
metrics does not depend on the solar radiation, it depends on
the poorly modeled heater in the simulation. The heater in the
experiment required some time to heat up and cool off which
was not accounted for in the simulations. However, this only
decreased the the rise time, settling time and overshoot and
did not affect the average power consumption.

C. Packet Loss and Delay

The maximum packet loss rate were tested during the
simulation. The maximum packet loss rate was 20% before
the system became unstable. The model for the packet loss
rate is described in Fig. 7. This model was keeping the
previously output if a packet loss occur. This model can be
upgraded to estimate the next value with Eulers method to
increase the stability with higher packet loss rate [19].

The delay was also tested during the simulation. The system
started to oscillate when increasing the delay but it did not
affect the stability in the same extent as the packet loss rate.

D. Guest Recognizer, a New Application for Smart Buildings

The application proposed in this subsection is called Guest
recognizer. This device can be used as a supplement to an
IR sensor to predict the amount of people in a building or a
room. This device is looking for smart phones which wants to
connect to the WiFi network in a home. The signal strength
will be measured to ensure that the smart phone is in the
home and not in a home next door. In [20], a camera with a
low cost IR-sensor is used to predict if a person has left or
entered a building. This camera could be replaced with the
guest recognizer. The information about the amount of people
can serve as an input to a PID controller for a heating system.
This might reduce unnecessary heating of buildings.

E. Future Work

Due to lack of time, the experiments were performed
during a few hours. It would have been beneficial for the
results comparison if the experiments were performed during
a longer time, at least 24 hours or more. Also, the PID
controller were not tested during any extreme conditions.
The experiments could have been improved by cutting out
windows and doors to generate normal behaviors in a building.

The PID controller was a simple controller regarding
the amount of inputs. It would be interesting to identify
more parameters which affects a building and use them

as inputs to the PID controller. For instance, the solar
radiation could have been accounted for in the experiment
if a photo sensor had been used to measure the solar radiation.

The wireless sensor network was not tested during any high
packet loss and delay rate in the experiments. The distance
was approximately 3 meters between the sink and the node
and no other messages were transmitted to the sink. It would
have been interesting to test different topologies and study
how they affected the performance and stability of the PID
controller.

VIII. CONCLUSIONS

• A PID controller for a heat system has been investigated,
simulated and tested. The results shows that a PID
controller is 42% more energy efficient than a common
control method for heat systems. This motivates the
usage of this control method for smart home applications.

• The simulations and experiment showed that it is possible
to generate a stable PID controller with simulation and
implement the exact same PID controller to a real
scenario.

• The simulated model can handle an approved amount of
packet loss and delay without becoming unstable. This
shows that a wireless sensor network can be used for
temperature control in buildings.
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A6. CAMERA NETWORKS

Detection and Tracking over Networks
Sergi Masip

Abstract—Knowing the location of the nodes in wireless
sensor networks is essential for their operation. However, such
localization in large scale networks is challenging. Additionally,
the traditional localization techniques based on GPS and satel-
lite navigation provide low accuracy and are useless indoors.
Therefore, an alternative technology has to be proposed. This
motivates this project’s study of using wireless camera networks
to track moving objects. In particular, first standard localization
techniques used in a WSN are studied. Then it is explained how to
detect and track objects using video cameras. Finally, an analysis
is made on how video images and sensor measurements are
combined in order to obtain better results. The good performance
of these fusion techniques is illustrated with examples. It is
demonstrated in a simulation that the localization techniques can
perfectly track a moving object if there is no measurement noise.
These results also demonstrate the trade-off between localization
accuracy and measurement noise. Moreover, it is affirmed that
increasing the number of anchor nodes, reduces the error in
target localization. Finally, the detection and tracking of objects
using a camera based tracking system are simulated. The general
conclusion of this work is that even though video tracking systems
are promising technology, for them to be a realistic option more
research has to be done in signal processing, communications,
computer vision and mathematical analysis.

I. INTRODUCTION

The first closed-circuit television (CCTV) system was in-
stalled in 1942. Since then, many improvements have been
done. The increasing need of security in our society has lead to
the use of more video surveillance systems. Safety and security
have special importance in public places like banks, sport
stadiums, supermarkets, shopping malls and parking lots. Also
in public transport like airports, train stations, underground or
roads and highways.

The capacity to know people’s location gives a really
valuable information. But in some environments it is not
feasible to use satellite positioning techniques because either
of its high battery consumption, low accuracy, or bad signal
reception. Therefore, a substitute technology should be used.
Motivated by these challenges, the aim of this project is to
study the use and deployment of wireless camera networks to
detect and track moving objects. Despite it is a frequently
used technology, tracking moving targets using cameras is
challenging. For example, the amount of information from
video streams is generally huge, therefore the management and
use of that information becomes important. Moreover, when
there are many targets the complexity is increased because of
the image processing requirements. These limitations will be
discussed next.

This paper is organized as follows. In section II gives an
introduction to wireless sensor networks, then explains how
the localization is performed, the sensor devices used, the
ranging and localization techniques and the sources of error.
In section III an introduction to wireless camera networks is

given, discussing how the detection, tracking and classification
is done. Section IV describes the fusion of information from
different sensors and gives some examples of it. In section V a
new application is proposed. Section VI shows two MATLAB
simulations and the results obtained. Finally in VII some
conclusions are made.

II. LOCALIZATION

Network Localization is the process of estimate the position
in a geographical area with the help of reference nodes. Wire-
less Sensor Networks (WSN) consist of a set of autonomous
nodes that coordinate over wireless communication channels.
Usually, those nodes collect data by sensing and monitoring
the environment which they then send to neighbor nodes or
to a base station. However, in most WSN tasks, the sensed
data is meaningless if location information of the data source
is missing. Therefore, before starting to collect information, it
is essential to estimate the position of each node. Since most
WSN consist of large number of nodes it is difficult for a
base station to calculate the position of each one. Therefore,
the nodes needs to locate themselves.

The Global Position System (GPS) is widely used for
position estimation and usually provides good results outdoors.
However, GPS does not give good results in indoor environ-
ments due to the signal attenuation. Moreover, using GPS for
localization in WSN is generally infeasible due to the high
cost and power consumption needed to process GPS signals.

Fig. 1. Difference between (a) traditional and (b) cooperative localization.
The figure is taken from [1].

For localization to be possible, some nodes in the network,
called anchor nodes, must know or have estimation of their
positions. Those sensors need to obtain their coordinates from
an external source (via GPS or from the network adminis-
trator). Then the rest of the sensors can often estimate their
position by calculating the distance to the anchor nodes. To
calculate the distance the devices must communicate between
them. If sensors were capable of high-power transmission,
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they would be able to make measurements to multiple an-
chor nodes. However, energy-conserving devices like the one
presented in [1] will not include a power amplifier and will
be limited on battery and transmit power. Therefore, they
would be only able to communicate with nearby sensors. To
solve this, the localization techniques, will be multihop (a.k.a.
collaborative localization). This means that unknown-location
devices are still able to make measurements with anchor nodes.
In addition, it is possible that unknown-location devices make
measurements with other unknown-location devices. The addi-
tional information gained from these measurements enhances
the accuracy and robustness of the localization system.

Figure 1 shows differences between traditional and coopera-
tive localization. Figure 1(a) depicts a scenario where a sensor
with unknown location (orange node indexed 7) estimates its
location by using triangulation to three anchors (red nodes
indexed 1, 8 and 9). Figure 1(b) depicts cooperative locations:
measurements made between any pairs of sensors can be used
to improve the location accuracy. For example sensor number
2 communicates with two anchor nodes (1 and 8) and with 2
unknown location nodes (3 and 7).

Figure 2 depicts how a localization system can be classified
depending on its positioning technique, ranging technique or
sensor device.

Fig. 2. Classification of localization systems

A. Sensing

The selection of sensors is essential in the design of a
WSN. Choosing the appropriate sensors for the application can
improve the system’s performance, lower its cost, and improve
its lifetime. For localization, there is a wide range of sensors
available [2], each one with different physical characteristics,
performance and designed for different purposes. In the sequel,
the most common sensors are reviewed.

1) Video Sensing: The first video cameras were completely
analog [3]. This meant that the information was saved in
cassettes (with a maximum length of 8 hours) without com-
pressing. The next step was to digitalize the information and
save it in hard disks. The information was compressed and
the data from several cameras was multiplexed and stored
together. Later it could be sent through Internet and visualized

in another place. Then, in 1996, the first IP camera was
released. It was a huge advance in video acquisition. There are
many advantages of choosing IP instead of analog cameras:
there is no more need of encoders because the video is digi-
talized inside the camera. Each camera is directly connected
to Internet and has its own IP address. This provides more
flexibility and remote accessibility, thus it can be seen live
stream from any computer. They can work with PoE protocol;
this means that they can work without a power supply, just
with the alimentation provided by the Ethernet cable. Another
advantage is that there is a two-way communication; this
allows users to communicate with what they are seeing and
also to transmit commands for PTZ (pan, tilt and zoom).
Nevertheless there are some disadvantages: the cost is higher,
require more bandwidth and as the information is transmitted
over Internet it potentially becomes open to attacks by hackers.

2) Inertial Sensing: The Inertial Navigation Systems (INS)
are devices that calculate the position, orientation and veloc-
ity of a moving object. Inertial Measurement Units (IMUs)
typically contain three orthogonal rate-gyroscopes (measure
the angular velocity) and three orthogonal accelerometers
(measure the linear acceleration). To locate an object first it
requires an initial position and velocity from another source
(e.g. human or GPS satellite) and then itself computes and
updates its position by integrating the information from the
sensors.

3) Mechanical Sensing: Mechanical sensors are used to
measure displacement, position, pressure, motion or flow.
These are devices that change their behavior under the action
of a physical force. Two types can be differentiated depending
on their mode of operation. The first ones are based on
the piezoresistive effect: their electric resistance is modified
when a physical force is applied on them. They can be
used to measure pressure. The second ones are based on the
piezoelectric effect: convert a physical force to a difference in
electrical potential.

4) Ultrasonic Sensing: Ultrasonic sensors generate high-
frequency sound waves and then evaluate the echo. The
distance to an object is determined measuring the time delay
between the sent signal and the received echo. The acoustic
signal can pass beyond small obstacles, but it is sensible to
interferences and needs line-of-sight.

5) Optical Sensing: Optical sensors measure the amount of
reflected or emitted light and translate it to an electronic signal.
These systems have two components: light sources and optical
sensors. Light sources can be passive objects that reflect the
ambient light or active devices that emit internal generated
light. The strong point is that they offer a long sensing range.
However they need line of sight between the source and the
sensor.

B. Ranging Techniques
Localization techniques are classified depending on how the

measurements between a pair of sensors are obtained. This
distance measurements can be attained from various signals,
such as Received Signal Strength (RSS), Time of Arrival
(ToA), Time Difference of Arrival (TDoA) or Angle Of Arrival
(AoA).
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1) Received Signal Strength: Radio signal strength is de-
fined as the power measured by a receiver. The RSS of
acoustic, RF, or other signals can be considered. Wireless
sensors communicate with neighboring sensors, so the RSS of
RF signals can be measured by each receiver during normal
data communication without presenting additional bandwidth
or energy requirements. RSS measurements are relatively
inexpensive and simple to implement in hardware. However,
they are unpredictable due to the sources of error such as
multipath and shadowing. The value of the RSS is equivalent
to the received power. The Friis equation gives the power
received by one antenna in ideal conditions when another
antenna transmits a known amount of power.

Pr = PtGrGt

(
λ

4πd

)2

(1)

Where Pr is the receiver’s power (in watts); Pt is the
transmitter’s power; Gr and Gt the receiver and transmitter
antenna gains; λ is the wavelength; d is the distance between
transmitter and receiver.

The logarithmic expression of the free space loses is given
by

FS(d) = 32.44 + 10 · n · log(d) + 10 · n · log(f) (2)

Where FS(d) is the propagation path loss (in dB) after radio
signal is transmitted d distance (expressed in Km); n is the
signal attenuation coefficient (between 2 and 5 normally); f is
the transmitted signal frequency (expressed in MHz).

Finally if equation 1 is expressed in dB, the Pr value
satisfies

Pr = Pt + Pamplify − FS(d) (3)

Pr is the received power, Pt is the transmitted power,
Pamplify is the gain of antennas (the sum of Gr and Gt),
FS(d) is the path loss. All the units in dB. Using equations
2 and 3, and knowing some values, the distance between two
nodes can be easily calculated.

2) Time of Arrival: Time of arrival is the measured time at
which a signal (RF, acoustic, or other) first arrives at a receiver.
There are two types of ToA: one-way ToA and two-way ToA.
One-way ToA in Figure 3(a), measures the signal propagation
time between the transmitter and the receiver. They need to be
synchronized with each other. Then the distance is calculated
as

di,j = (t2 − t1) · vp (4)

where t1 and t2 are the transmitter and receiver times; di,j is
the distance between them; and vp is the signal’s velocity of
propagation. In this case the receiver calculates the distances
that later uses to calculate the position.

In a two-way ToA in Figure 3(b), the receiver then sends
a response signal back to the transmitter. Four times are used
to calculate the distance:

di,j =
(t4 − t1)− (t3 − t2)

2
· vp (5)

where t3 and t4 are the transmitter and receiver times of
the responding signal. As the transmitter is the one that finally
calculates the distance, a third message is required to inform

Fig. 3. One-way and two-way ToA ranging measurement scheme. The figure
is taken from [4].

the receiver about the distance. In this case no synchronization
is required.

The key element of time-based techniques is the receiver’s
ability to accurately estimate the arrival time of the line-
of-sight (LOS) signal. This estimation is interfered both by
additive noise and multipath signals.

3) Time Difference of Arrival: Time difference of arrival
calculates the distance sending two signals at different speeds.
As seen in Figure 4, at a time t1 a signal with speed v1 is
sent. After a delay tdelay = t3 − t1 a second signal with a
different speed v2 is sent. Then the distance can be calculated
like

di,j = (t4 − t2 − tdelay) · (v1 − v2) (6)

The benefit in front of TOA is that the transmitter and the
receiver do not need to be synchronized.

Fig. 4. TDoA ranging measurement scheme. The figure is taken from [4].

4) Angle of Arrival: Angle of arrival provides information
about the direction to near sensors instead of the distance.
The most common method is to use a sensor array and
signal processing. In this case, each sensor node has two
or more individual sensors (microphones for acoustic signals
or antennas for RF signals) whose locations with respect to
the node center are known. The AOA is estimated from the
differences in arrival times for a transmitted signal at each
of the sensor array elements. The estimation is similar to
time-delay estimation discussed in the section on ToA but
generalized to the case of more than two array elements. As
explained in [5], one of the biggest drawbacks is that it requires
multiple antenna elements, which increase sensor’s cost and
size. However, acoustic sensor arrays may already be required
in devices and the use of MEMS and higher frequencies make
the sensors smaller. The measurements are affected by additive
noise and multipath.

C. Positioning

An unknown-location sensor, with a 2D localization, has to
obtain 2 coordinates x and y:

θ =
[
θx, θy

]
(7)
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In a 2D system, the process of estimation is less complex
and requires less energy and time. It provides good accuracy
on flat terrains but in hilly environments it is more difficult to
estimate. By using 3-D localization one extra coordinate (θz)
is required, the objective is to provide a more accurate result
using height.

In a 2D space, three anchor nodes are required to determine
the position. Knowing the distance between a terminal and an
anchor node limits the target position to a circle, as shown in
Figure 5(a). If the measurements of a second sensor are added,
then the target position is reduced to two intersecting points
Figure 5(b). A third sensor shows the final position in Figure
5(c).

Fig. 5. Example of localization. The figure is taken from [6].

In a 3D space, four anchor nodes are required. After the
process explained before, the height of the target has to be
determined with another measurement.

There are two types of localization: range-based and range-
free. The first ones require distance measurements from other
nodes to calculate its position. The second ones do not
require distance measurement because they use connectivity
information to determine its position.

1) Range-Based Localization: Triangulation is the process
of determining the location of a point by measuring angles of
arrival from known points.

Fig. 6. Example of triangulation. The figure is taken from [7].

In Figure 6 there are three anchor nodes (R1, R2 and R3)
and a target (T1). Using the angles that they form [7], the

coordinates (x, y) can be calculated:

x =
dry sin(αy1) sin(αy2)

sin(αy1 + αy2)
(8)

y =
drx sin(αx1) sin(αx2)

sin(αx1 + αx2)
(9)

Trilateration is the process of determining a node’s position
based on the distances between this node and other nodes
whose positions are known. In 2D geometry, it is known that
if a point lies on two circles, then the circle centers and the
two radii provide sufficient information to narrow the possible
locations down to two. Additional information may narrow the
possibilities down to one unique location. In 3D geometry,
when it is known that a point lies on the surfaces of three
spheres, then the centers of the spheres along with their radii
provide sufficient information to narrow the possible locations
down to no more than two.

Fig. 7. Trilateration estimation. The figure is taken from [7].

In Figure 7 there are three anchor nodes (R1, R2 and R3)
and a target (T1). The distances (d1, d2 and d3) between
them can be calculated using Pythagorean theorem as in the
following expressions from [7]:

d21 = (x1 − x)
2
+ (y1 − y)

2

d22 = (x2 − x)
2
+ (y2 − y)

2 (10)

d23 = (x3 − x)
2
+ (y3 − y)

2

If the equations are reorganize and solved for x and y, the
coordinates of the object can be obtained:

x =
AY32 +BY13 + CY 21

2(x1Y32 + x2Y13 + x3Y21)
(11)

y =
AX32 +BX13 + CX21

2(y1X32 + y2X13 + y3X21)
(12)

where

A = x2
1 + y21 − d21

B = x2
2 + y22 − d22 (13)

C = x2
3 + y23 − d23
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and

X32 = (x3 − x2)

X13 = (x1 − x3) (14)
X21 = (x2 − x1)

Y32 = (y3 − y2)

Y13 = (y1 − y3) (15)
Y21 = (y2 − y1)

The position of an object can be determined just knowing
the distances and the position of three anchor nodes.

Multilateration is used in large scenarios where there are
only some nodes that are equipped with GPS modules, so all
the others require to locate only using those nodes. There are
3 possible scenarios:

1) The node can reach 3 GPS nodes.
2) The node can reach only one GPS node.
3) The node cannot reach any GPS node.
Only in the first case is possible to use lateration techniques,

in the other two examples atomic and iterative multilateration
[8] are used.

Fig. 8. Atomic, Iterative and Collaborative Multilateration. The figure is taken
from [7].

In atomic multilateration Figure 8(a) the location is esti-
mated using three GPS-nodes. If the GPS nodes are too far
and it is not possible to communicate with at least three of
them, iterative localization is performed. In this case, sensor
nodes are considered anchor nodes after being localized using
GPS nodes as shown in Figure 8(b). Then, this new anchor
nodes can be used to localize other nodes that are not possible
to reach a GPS node. This action is continued until all nodes
are localized. However, in large and spread WSN no sensor
node can reach at least three GPS nodes at initial state. To
solve this, collaborative localization in Figure 8(c) is proposed.
Two unknown location nodes are close but are only able to
reach two GPS nodes. They can communicate between them
to obtain their positions.

2) Range-Free Localization: Centroid Localization algo-
rithm [9] broadcasts all possible node’s location information to
all other target nodes. Using that location information (xi, yi),
the target nodes estimate their position (xtarget, ytarget):

(xtarget, ytarget) = (
1

N

n∑
i=1

xi,
1

N

n∑
i=1

yi) (16)

where N is the total number of nodes used in the localization.
However, this algorithm is not considered accurate because of
the simplicity and approximations.

DV-Hop considers hop counting to estimate the distance [7].
At the start all nodes broadcast their node ID and information
to the nearest nodes and store a distance vector. Then each
node diffuses this distance vector incrementing the hop count
value. At the end all nodes have a distance vector of all the
other nodes. The final step is to find the average distances
using the following expression:

HopSizei =

∑√
(xi − xj)2 + (yi − yj)2∑

hj
(17)

where HopSizei is the average single hop distance for a
node i; (xi, yi) is the location of the node i; (xj , yj) is the
location of the other nodes; hj is the hop count distance
from node i to node j. This algorithm works well if the
distribution and density are good. However, if the deployment
is not regular and there are not enough nodes the accuracy
decreases.

In a real environment, signal propagation is affected by
several sources of error, that consequently cause inaccuracies
in the position estimation. In the following section will be
discussed.

D. Sources of Error

In free space, signal power decays proportional to d−2,
being d the distance between the transmitter and receiver. This
is the first cause of signal attenuation, but the two main sources
of error are multipath signals and shadowing. Multipath occurs
when two or more signal arrive to the receiver at a different
times. The signals have different amplitudes and phases, and
can be added constructively or destructively, causing frequency
selective fading. Shadowing is the other main reason. Before
reaching the receptor, a signal has to pass through many
obstacles that cause attenuation. These attenuation is modeled
as lognormal probability density function. Another source of
error is the Additive White Gaussian Noise (AWGN). It is
called white because affects the same way all the range of
frequencies and Gaussian because it has a normal distribution
in the time domain with average zero. It is modeled like this
to simulate the effects of random sources that come from the
nature.

Time-varying errors and environment-dependent errors can
be distinguished. The first ones, include additive noise, multi-
path and interferences, can be reduced by averaging multiple
measurements over time. The seconds, are the result of phys-
ical obstacles (walls, trees, people), and are unpredictable and
modeled random. Usually those obstacles are stationary and
constant over time.
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III. WIRELESS CAMERA NETWORKS

A Wireless Camera Network (WCN) is a camera-based
WSN that uses cameras as main sensors. It should have
the same limited characteristics as a the sensor-based WSN:
limited computational and data storage capacity, low commu-
nication bandwidth and low consumption. So, a centralized
scheme in which all the information is sent and processed in
a central node is not suitable because of the high bandwidth
required. A good option is to choose a distributed scheme,
where each camera has enough computational capabilities to
capture, and process the images and then send only the relevant
information to a central node. That node will be in charge
to collect all the processed information and execute the data
fusion algorithms. The main phases after the video acquisition
will be explained: detection, tracking and classification.

Fig. 9. Phases of a wireless camera network

A. Detection

The first stage of a camera tracking system is to make a
foreground estimation. In other words: to distinguish between
the objects that are moving and the ones that remain static.
As explained in [10], background subtraction techniques are a
widely used approach. The main idea is to subtract the current
frame from a background model. So the background model has
to be a representation of the scene with no moving objects
and must be regularly updated to adapt to varying luminance
conditions and geometry changes. Background subtraction
should segment objects of interest when they first appear (or
reappear) in a scene and then adapt to sudden and gradual
changes. It is also important to define an appropriate pixel
level stationary criterion so when a pixel satisfies this crite-
rion is declared background and ignored. There are different
background subtraction techniques depending on the memory
requirements, the computational complexity and the accuracy:

1) Frame difference: It is simple and the main idea is to
subtract two consecutive frames followed by a thresholding.
The performance in general is poor but in some cases, if the
threshold is correctly adjusted, can be good enough.

|frame(i)− frame(i− 1)| ≥ Th (18)

2) Temporal Median Filter: The method presented in [11]
uses the median value of the last N frames and w times the
last computed median value. This combination increases the
stability of the background model. However, the computational
cost is high and requires a big buffer that depends on the
number of images stored.

3) Running Gaussian Average: Every pixel (i, k) of the
image is modeled as a Gausian probability density function
(p.d.f.). The model implies that parameters (µ, θ2) are to
be computed based in past samples of the pixels. Instead of
computing the p.d.f. from scratch every new time, a running
average is computed as in 19 or the simplified version in 20 :

µ(i, j, k) = αI(i, j, k) + (1− α)µ(i, j, k − 1) (19)

µt = αIt + (1− α)µt−1 (20)

Where It is the pixel’s current value; µt the previous
average; α is the memory factor (between 0 an 1). The variance
has also to be updated; the equation is similar to the one for
updating the mean. It only requires the previous variance, the
pixel mean value and the current pixel value:

(1− α)α2
t−1 + α(It − µt)

2 = σ2
t (21)

Where It is the current frame; µt the image of mean pixel
values; σ2

t the image of variance pixel values. Every time t a
pixel It can be classified as a foreground pixel if the inequality
in 22 holds. Otherwise it will be classified as background.

|It − µt| > Kσt (22)

Comparing to the temporal median filter, the computational
cost and the memory required are reduced.

4) Mixture of Gaussians (MoG): Different background ob-
jects may appear at a same pixel (i, j): for example a pixel
representing a building with tree leaves and branches in front.
All models will adapt to this. However, the change may not be
forever and appear faster than the algorithm update. In [12], a
method based on the superposition of Gaussians is proposed.
The model assumes that the probability of observing a certain
pixel value, x, at time t may be modeled by means of a mixture
of Gaussians:

P (xt) =

K∑
i=1

ωi,tG(xt − µi,t

∑
i, t) (23)

Each K Gaussian only describes one of the foreground or
background objects (K is usually between 3-5). To distinguish
between foreground and background, all the distributions have
to be ordered based on the ratio between their peak amplitude
(ωi,t) and standard deviation (σi). According to 24, the first
B distributions that satisfy the threshold T are classified as
background.

B∑
i=t

ωi > T (24)

In the actual pixel try to find the Gaussian that approaches
most to its value. Then update the mean and variance values of
this Gaussian and increment its relative importance wi,t. The
memory required is K times the one in the running Gaussian
average but the computational cost is the same. It is the most
used method.

5) Kernel Density Estimation: The histogram of the time
evolution of a pixel provides an estimation of the p.d.f. of
that pixel. Given the p.d.f. of a background pixel in a position
(x, y) of the image, it has to be decided if the current sample
belongs or not to the background. The problem with the
histogram approach is that if the number of pixels is limited the
estimated p.d.f. is noisy (discrete quantification) and usually
lacks of samples. In [13] an alternative idea is proposed:
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background p.d.f. is given as the superposition of Gaussians
that guarantees a continuous version of the histogram.

P (xt) =
1

n

n∑
i=1

η(xt − xi

∑
t) (25)

A pixel is considered as foreground if:

Pr(Xt) < Th (26)

The threshold (Th) used can be adjusted to obtain the desired
result.

B. Tracking

When the detection is done, background and foreground
are separated, so it is possible to distinguish the interest
moving objects. Next step is to track the movement of those
objects along the space. The main idea of video object tracking
is to find the correspondence between detected objects in
consecutive frames. But this is not an easy task because it
will appear noise, clutter and occlusions between objects, the
most critical issue.

1) Model-Based Tracking: As explained in [14] and [15]
a good approach is to use model-based tracking. Besides
the information obtained from the sensors, a pre-existing
model of the object or description of the movement can be
used to enhance the localization and tracking. In surveillance
applications this is usually applied to cars and people. The
first example in [16] is a traffic control application. It can
detect and track vehicles using the beforehand knowledge of
their shape and movement. The first step is to create a 3D
model that can represent different types of vehicles. Then,
create a motion model that describes the dynamic behavior
of a vehicle without knowing about the intentions of the
driver. Once the model is obtained, next step is to match it
with the image data edge segments. The problem here is that
the resolution of the camera has to be good and the edges
and corners are short and difficult to detect. Also there are
occlusions of objects, so this increases the complexity of the
background estimation. In order to avoid incorrect matches
because of the shadows of the vehicles, an illumination model
is also included. This provides a geometrical description of
the shadows of the vehicles projected onto the street plane. It
makes possible to track vehicles in small areas.

The example in [17] tracks the motion and direction of a
car in a road. Also, calculates the moving speed measuring
the displacement of the target between two frames.

It is not only applied to cars. In [18] there is an example
implemented in humans. The procedure is similar to the ones
explained before: a body model is matched to the video images
obtained. Then follows the tracking component with four main
components included: prediction, synthesis, image analysis,
and state estimation.

2) Tracking Filters: A common tracking method is to
use a filtering mechanism to predict each movement of the
recognised object. Kalman filter is the most frequently used
filter. As explained in [19], the idea is that when there is a
signal, there is also some noise. The simplest way to discard
the noise would be to do an average of the samples, but in

Fig. 10. Example of results of model-based tracking. The figure is taken from
[16].

some cases it does not work well. So a more sophisticated
technique should be used.

X̂k = Kk · Zk + (1−Kk) · X̂k−1 (27)

The purpose is to find X̂k, the estimated value of the signal
x; Kk is the Kalman gain; Zk is the measured value; X̂k−1

is the estimate of the signal on the previous state. The only
unknown value is the Kalman gain (Kk), which is the key
point.

At every k state a time update has to be applied (prediction)

x̂−
k = AX̂k−1 +Buk (28)

P−
k = APk−1A

T +Q (29)

and also a measurement update (correction)

Kk = P−
k HT (HP−

k HT +R)−1 (30)

x̂k = x̂−
k +Kk(zk −Hx̂−

k ) (31)

Pk = (1−KkH)P−
k (32)

To start the process, it is necessary to know the estimate of
x0, and P0.

3) Multiple Camera Tracking: In some cases [20] it is
useful to use two or more cameras with overlapping views of
the scene. This is for two reasons: the first is the use of depth
information for tracking and occlusion resolution. The second
is that using multiple cameras increases the area under view
since it is not possible for a single camera to observe large
areas because of a finite sensor field-of-view. It is necessary to
compute the correspondence between objects of the different
cameras. This process is accomplished by combining object
appearance matching and camera geometry information. The
detailed process is explained in [14].

C. Classification

The last step is to classify the objects analyzing its behavior.
It consists in matching the measured sequence to a pre-
compiled library that represent actions learned beforehand by
the system using training sequences. According to [14] there
are two approaches to object classification: image based and
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video based. The first one finds objects of a certain type
without prior knowledge of the image location or scale. It is
slower than video tracking based systems, which uses statistics
about appearance, shape, and motion of items to distinguish
what kind of object is.

IV. FUSION OF INFORMATION

Visual detection and tracking provides really good results.
However, there are some challenges that need to be solved:
cameras are usually positioned in order to give a wide range
of view, this provides low resolution images. In some cases
the illumination is not appropriate, and may appear some
shadowed areas. In real environments, there are also obstacles
that cause target occlusions. Instead of trying to solve this
using really sophisticated tracking algorithms a good solution
is using fusion techniques. The objective is to improve the
performance of the system and obtain more accuracy that
could be achieved with the use of the sensors alone. Sensor
fusion is the process of integrating raw and processed data
from the different sensors in a central unit, the fusion center.
Using combination of same source sensors, the performance
is increased because of the redundant observation of a target.
But it can be increased even more if different sensors devices
are used.

The localization of an aircraft can be taken as a clear ex-
ample [21]. A pulsed radar determines the aircraft’s range, but
has a limited ability to determine the angular. By contrast, the
infrared imaging sensor can accurately determine the aircraft’s
angular direction, but is unable to measure range. When these
two sensors are combined, the localization obtained is better
than the one that could be achieved by either of the two
independent sensors.

A. Architectures for Multisensor Data Fusion

A key issue in a multisensor data fusion system is to know
at which point the data has to be combined. There are three
architectures to fuse information:

1) Fusion of the Raw Observational Data: data from each
sensor is aligned and transformed to convenient coordinates for
central processing. Then the data is associated and correlated
to determine which observations represent the same object.
Once a determination has been made, then the data is fused,
using sequential estimation techniques such as Kalman filters.
This centralized fusion is theoretically the most accurate way
to fuse data. However, this means that the raw data has to be
transmitted from the sensors to the central processing. In the
case of video images, it can suppose a high bandwidth.

2) Fusion of State Vectors: a state vector is an optimum
estimate using an individual sensor’s measurements of the
position and velocity of an observed object. These vector
estimates are then the input of the data fusion process. The
association and correlation is still made but in a vector level.
The communication between sensors and central node is
reduced because the data now is compressed into a state vector.
However, it is not as accurate as data level fusion because of
the approximations made in the estimation of the state vectors.

3) Hybrid Approach: combines data level fusion and state
vector fusion. State vector is performed to reduce the computa-
tional and communication demands. However, under required
circumstances, data level fusion is performed.

B. Developed Systems

There are many examples in which video cameras are
combined with different kinds of sensor devices. Just two of
them will be explained.

In [22] a system called RAVEL (RAdio and Vision En-
hanced Localization) is presented. It consists of two compo-
nents: a visual based detector and a radio aided tracker. The
camera captures a series of frames. The first assumption is that
each frame contains a number of camera detections of moving
objects represented as a bounding box of the detected object,
or simply as the coordinates of the center of the bounding box.
Also is assumed that at each time, the mobile device carried
by a particular user receives a set of radio measurements of the
RSS. The problem is to estimate the trajectory of a user given
the sequence of anonymous camera detections and personal
radio measurements. A Tracklet Generation Algorithm is used
to find the correspondence of objects in consecutive frames.
Also a Tracklet Merging Algorithm decides which tracklets
should be merged together to produce the complete trajectory
of the particular user.

The Swedish Defence Research Agency [23] proposes a sys-
tem that provides accurate navigation in indoor environments
without the need of a preinstalled infrastructure. It is used
a combination of a foot-mounted inertial measurement unit
(IMU) and a camera-based system with another IMU.

The Extended Kalman Filter (EKF) of both systems are
fused into a new EKF where the state vector is

x = (pf , vf , φf , pc, vc, φc, ac, gc)
T (33)

where pf is the position of the foot-mounted system; vf is its
velocity; φf is the orientation; pc is the position of the video
system; vc is its velocity; φc is the orientation; ac and gc are
the accelerometer and gyro biases. Also three new equations
that specify the relation between both systems are required.
Results show that if there is sufficient daylight, the camera-
based system provides good performance. However, in dark
or smoke conditions or when steps can be distincted, the foot-
mounted system provides the accuracy needed. Also when
both work together the results are far better.

V. DISCUSSION AND NOVEL APPLICATION

In many applications camera networks are only used for
surveillance. In some cases this process is not even autom-
atized, therefore, a person has to be watching a monitor in
case something happens. The novel application proposed by
the author improves those camera networks in museums, shops
or supermarkets to analyze the movements patterns that follow
the people.

It would not suppose a big cost, because usually in those
places there is already a video surveillance system installed.
Therefore, it would only be needed to implement the detection
and tracking to localize and follow the people. Then, the core
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part of this application: the behavior classification to extract
conclusions from the movements.

It could be used to increase the security in public places. In
a museum for example, to know which are the most visited
artworks and how many people visits each one. This kind of
information would be useful to reorganize the museum and to
improve the security in the most crowded places.

Similarly, it could be used in a supermarket or shop.
Knowing the patterns that follow the buyers can be really
useful for the marketing department in order to increase the
sales.

VI. SIMULATIONS

A. Localization Accuracy
The purpose of this simulation is to use the ranging tech-

niques and the localization algorithms explained in section II,
to analyse how the localization is performed. Then, quantify
how much does the error influence in the location accuracy.
As seen before in section II. C, with only three anchor nodes
it is possible to localize an object. The next steps are the basic
simulation settings:

1) Define the coordinates of the anchor nodes and the track
that is going to follow the target. The area is a square
of 10.000 m2.

2) Using the equations 2 and 3 and knowing the value of
Pr, Pt, Pamplify and f the distance to each anchor node
can be easily obtained.

3) Using the equations 11, 12 and knowing the distances
and position of the anchor nodes the final coordinates
of the target are obtained.

Fig. 11. Localization without error using 3 anchor nodes.

Figure 11 depicts the case when there is no error. The
location obtained is exactly the same as the position of the
target. However, in a real environment there are sources of
error that must be taken into account. When these loses are
modeled the calculated distance will differ to the real one.
AWGN with mean 0 will be generated and added in equation
3 like this:

Pr = Pt + Pamplify − FS(d)−AWGN (34)

Fig. 12. Localization with error using 3 anchor nodes.

In Figure 12, the inclusion of error generates inexactitudes
that should be corrected. However, it is a simulation and it is
not possible to measure the RSS, so a small change must be
done. The procedure should be measure the RSS and calculate
the distance. But the distance will be calculated (because the
position of the anchor nodes and the target are defined) then
FS(d) and RSS. Now that the missing value is obtained, the
AWGN can also be added and the distance calculated again.

Fig. 13. Localization with error and 100 anchor nodes.

What comes next is to a make it work with more than 3
anchor nodes. Equations 11 and 12, are only useful when there
are 3 anchor nodes. The proposed change is to use the function
fminunc [24]. It finds the minimum of a problem specified
by

min
x

f(x) (35)

where f(x) is a function that returns a scalar and x is a vector
or a matrix.

In Figure 13 the same simulation is performed but using
100 anchor nodes instead. Comparing Figure 12 and Figure
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TABLE I
LOCALIZATION ERROR

Number of anchor nodes 3 5 10 25 50 100 500 1000
Mean error (m) 13,07 9,86 6,49 4,28 3,08 2,28 1,34 1,15
Reduction in % - -32,54 -52,06 -51,64 -38,85 -35,25 -70,13 -16,54
Deviation error (m) 4,60 2,20 1,11 0,53 0,42 0,23 0,11 0,05

13 it can observed that when the number of anchor nodes is
increased, the error in distance localization is reduced. Related
to this, another important analysis performed is how much
does the number of nodes influence in the accuracy of the
localization. To do this the error in each position of the target
is calculated and then all values are averaged. It starts with the
minimum number of nodes, 3, and then is increased it until
1000. In Table I can be seen the values of the mean error and
deviation error, and also the error reduction in % for every
increment depending on the number of anchor nodes. Figure

Fig. 14. Localization error depending on the number of anchor nodes

14, is the representation of the values from Table I. The error
is reduced a lot when increasing from 3 to 100 nodes. Then,
every time a larger number of nodes is required to obtain more
accuracy.

B. Multiple Object Detection and Tracking
The next Matlab simulation can be found in [25], shows

how the detection and tracking of multiple moving objects
is performed. To detect the objects a background subtraction
algorithm based on the Mixture of Gaussians is used, then
some filters are applied to reduce the noise, and finally a blob
analysis detects groups of pixels that correspond to the same
object. The results can be seen in Figure 15, where only the
detected objects are displayed in white and with a box around
and a number.

After the detection, the Kalmar filter is used to predict the
track’s location in each frame and update the bounding box.
It is also important to keep updated the track assignment.
The assigned tracks are updated using the detections and the
unassigned tracks are marked invisible.

Fig. 15. Background subtraction of objects using MoG.

Fig. 16. Multiple cars detection and tracking.

In Figure 17 another simulation is performed but instead of
using traffic data, a video of people walking is used.

Fig. 17. Multiple people detection and tracking.

VII. CONCLUSIONS

This paper has presented some of the essential characteris-
tics of the wireless sensor networks, particularly the camera
based WSN. Cameras are among the best kind of sensors
to detect and track objects because of the high amount of
information they generate. However, other sensors should be
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used at the same time to improve its performance. Since there
is a broad range of sensors, the most appropriate needs to be
chosen depending on the application. In object detection there
are different methods for background subtraction. The MoG
method is the one that gives the best results, even though
it demands more computational requirements. Then for the
object tracking, the most used method is the Kalman Filter.
It is also interesting to use model-based tracking to increase
the exactitude when having prior knowledge of the target.
Examples of fusion techniques are also shown. The gain is
not only in accuracy, but also in reliability of the system.
Finally two simulations using Matlab are made. In the first
one, the localization of a target is performed. When increasing
the number of anchor nodes, the error in target localization
is reduced. The second one is a revision of the detection and
tracking in order to have a visual and clearer idea of the results
obtained.

VIII. FUTURE WORK

Although wireless camera networks and WSN have been
well studied, still improvements can be done. For example,
when an object is moving and goes through different cameras
there has to be a way to find the correspondence between
the cameras. Therefore, a handover tracking algorithm across
cameras should be defined. A key issue to build automated
surveillance systems is the interpretation of the behaviour
of the recognised objects. Even if the best detection and
tracking are performed, if then the extraction of information
is not good the system will not be autonomous. Also it is
interesting that the system itself calls an emergency number if
a specific alarm has been detected. Dealing with PTZ cameras
in order to view wider areas and obtain better quality images.
The creation of metadata standards to solve the bandwidth
limitations. In the same way to work on new protocols for
distributed architectures and real-time communications.
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An Application of Hardware-based and
Software-based People Counters in Building

Control and Automation
Jakob Kisselgof and Mao-Wei Nilsson

Abstract—Improving Heating, ventilation and air conditioning
(HVAC) systems efficiency by optimizing their performance is
one of the solutions to energy saving. Monitoring the number of
occupants in a room can provide some information to optimize
the HVAC systems efficiency. In this paper, we look into the
strengths and weakness of some approaches for estimating
occupancy in a room. A physics-based model for the level of
CO2 is studied, and parameters for the model are found by
using numerical model fitting. The accuracy for five light beam
sensors with four different layouts is studied. The support vector
machine (SVM) is implemented for recognizing the number of
people who pass through an armature with these five sensors
installed. The results suggest that the errors of the occupancy
estimation increase over time, and the use of sensor fusion is
needed. Furthermore, sensor fusion, as a way for improving
the accuracy of the people counting estimation, is simulated in
MATLAB. It might not be practical to estimate the parameters
in the physics-based model for CO2 sensors. The accuracy of
light beams sensors might vary with the choice of layouts of the
sensors.

I. INTRODUCTION

OFTEN when you enter an office building and later the
conference room, you can hear a continuous blowing

sound coming from either the ceiling or the corners of the
quarter. You take a seat to prepare for the meeting, and you
will realise that you have two sweaters on, and possibly your
jacket as well, barely fifteen minutes later. Why is it so cold?
This is a typical example, when the air conditioning system is
turned on with full power. No matter how many people that
are entering, this situation will occur. Likely, more energy is
used than needed for powering the system.

Concerns about energy savings are not new. Due to global
warming, caused by the release of carbon dioxide (CO2)
from burning fossil fuels such as oil and coal, energy savings
have become more important [1]. According to [2], a total
of 104 countries consumed 7.238.028 million tonnes of coal
in 2010, and more than 60% of the consumed amount was
used to generate power. The study [3] shows that energy
efficiency will support economic growth, improve wealth and
environmental sustainability. In the same report, it is suggested
that the potential of energy efficiency is still undervalued.
It is also suggested that energy efficiency can be improved
tremendously for at least another 20 years.

Buildings are one of the biggest energy consumers. Heating,
Ventilation and Air Conditioning (HVAC) systems are the most
energy demanding arrangements in buildings. A significant
amount of energy can be saved by improving the HVAC

system’s efficiency, while optimising their performance. Fur-
thermore, one of the ways to increase energy efficiency of
HVAC systems is by improving air quality [4]. The air quality
of a room is affected by the number of people in it, because the
occupants can affect the temperature, CO2 level and humidity.
If we can monitor and estimate the number of occupants in a
room, this information could be used to optimise the HVAC
systems and create a more dynamic functionality for saving
energy.

In this work, we are interested in learning more about
different techniques for estimating occupancy in a room, due
to the facts that these techniques can help us save energy in
buildings.

There are already existing techniques for detecting people,
but there are not many existing technologies for estimating
occupancy in a room. Researchers are trying to find solutions
of people counting. However, not many practical experiments
have been done by using light beam sensors and CO2 sensors.
There are only a few solutions for improving accuracy from
the readings of two different types of sensors.

Different types of people counting sensors will be intro-
duced in the following sections. We will choose two types
of sensors and present two solutions to estimate occupancy
for each sensor. Practical experiments will be presented for
testing the accuracy of these solutions. In the end, a method
is proposed to improve the accuracy of these solutions.

A. Literature Review

Many sensors are used in people counting, such as passive
infrared sensor (PIR) and ultrasonic occupancy detectors. The
estimation method for people counting differs from sensor
to sensor. The sensors can be roughly divided into hardware
or/and software based. Hardware based sensors need to be
triggered in order to start registering. Software based sensors
read continuously when enabled.

1) Software Based Sensors: Software based approaches are
topics of [5]–[10]. By studying an image taken by a camera,
the studies from [5], [6] present algorithms for estimating the
volume of people who cross a tracking zone. In [7], Wi-
counter can be implemented into a software that recognises
Wi-Fi signals from smart phones to estimate occupancy. In
the indoor test-bed, the system managed to perform with 93%
accuracy. It was stable and consumed low energy.

In [8], occupancy in a room is estimated by applying a
model which is based on the CO2 level in the room and
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the inlet air flow. A regression based radar-mote set-up is
presented in [9]. An omnidirectional low-pulsed radar is used
for detecting people within a ∼10 m radius. In [10], passive
acoustic sensors are used to detect a sound signal. This
audio signal comes from people’s heartbeats, breathing and
movement. This audio signal will be passed through a sound
filter after Fourier transform. After a number of experiments,
the low-frequency analysis has been proven to be a simple and
effective method for detection of people.

2) Hardware Based Sensors: Hardware based approaches
are topics of [11]–[14]. Distributed PIR sensors are placed
per office space [11]. The algorithms that are based on people
behaviour are implemented to estimate the total occupancy.
As a result, the errors from PIR were compensated by the
distributed sensors strategy. Some techniques are considering
simple sensors, such as an infrared beam on the door [12].
The obtained data from sensors can be showed remotely, and
occupancy can be estimated by data analysis.

Ultrasonic occupancy sensors are investigated in [13] for
detecting the frequency response in the reflected ultrasonic
spectrum. The level of the frequency can be used to estimate
occupancy. The estimation of their studies provided less than
10 % error. In [14], pressure-gradient sensors are discussed.
It is pointed out that air pressure can be detected by a
conventional air pressure sensor, but the sensor might detect
pressures rather from all kinds of input pressure than from
humans. A estimation technology by using multiple sensors,
dual technology, is used in [12]. 15 visitor counting sensors
(light beam and IR camera) were placed in a factory building
for real-time measurement to calculate occupancy. However, a
better calculation algorithm is required, since counting errors
are easily accumulated over time.

II. CURRENT OCCUPANCY SENSORS

Many existing people counters have been introduced in the
introduction. In this section, we will closely review some of
these sensors.

A. PIR Sensors
Passive infrared occupancy sensors are based on the pyro-

electric effect. The pyroelectric effect occurs, when electrons
in materials changes voltage potential due to heat variation.

The PIR sensor could be modelled as a capacitor that is
charged, when there occur variations in heat. When a moving
object passes in front of PIR detection area, heat changes will
induce electric charges. The induced charges will alter the
capacitance of the sensor and thus generate a different voltage
potential. The situation when an object moves in the range of
detection is illustrated in Fig.1.

The pyroelectric sensors can be used in a variety of fields,
as soon as thermal flux is needed to be measured. The typical
implementations for motion detectors are installed for alarms
or light activation in buildings.

B. Ultrasonic Sensors
The ultrasonic sensors are based on the Doppler effect.

These sensors generate ultrasonic waves that are reflected from
the objects in the room [14].

Fig. 1. PIR sensor detect moving object in detection area [14]

The sensors can detect movement by measuring the changes
of wavelength. These sensors are designed to send mechanical
acoustic waves with very high frequencies, i.e. over the hearing
capabilities of human ears. These frequencies are higher than
20kHz. With this technology, the movements of a hidden
object behind different obstacles could be recognized by the
sensors.

An ultrasonic sensor is constructed with electric circuit, a
receiver, and a transmitter. The principle of measurement can
be presented as Fig.2. The measurement of distance can be
achieved by the following equation:

L0 =
vt cosΘ

2
(1)

where L0 is the distance between receivers and sender/sensor.
v is the velocity of transmitted waves. t is the time for the wave
to travel, and Θ is the angle between incident and normal. For
large distances, cosΘ could be approximated with 1.

Fig. 2. The transmission between ultrasonic sensors and an object [14]

Fig. 3. The ultrasonic sensors detect movement, when the received frequency
differs from the sent frequency from diaphragm [14]

The ultrasonic sensors generate waves with the help of
alternating current (AC). The model of this sensor is shown
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in the Fig.3. The AC input can flex a metal diaphragm that
generates mechanical waves. The waves are usually around
32kHz. The phenomenon that changes the mechanical stress
with the changes of electrical charge is called piezoelectricity.
The reflected waves can later flex the metal diaphragm, thus
generate an output voltage.

C. Light Beam Sensors

The light beam sensor is usually constructed having two
parts: a sender and a receiver. The sender is the origin of the
light, containing a LED to modulate the wave frequency of
the required beam. The receiver has a photo-sensitive element
and a filter. Light beam sensors detect the movement, once the
beam connection between sender and receiver is broken.

Before exiting the transmitter, the light has to be focused
by using a lens. The filter is used to separate the light beam
from other frequencies around. When the devices are started, a
direct link is established between the sender and the receiver.
If the receiver does not recognize the light frequency from the
sender, the connection breaks and the sensor detects an event.

The light beam sensors can switch states between open and
closed, according to the detection of the reflection. Effective
detection range of light beams is between 0 and 5 m. The
units are constructed with two LED indicators: one green
LED which lit up when powered on, and another yellow LED
showing three functional states. The LED lights up, when
receiving the light beam. It flashes, when it has an unstable
connection. It turns off, when the light beam is interrupted.

D. CO2 Sensors

The HVAC system can be optimized according to the level
of CO2 in a room. Carbon Dioxide Emission per person is
about 0.08 ∼ 0.13(m3/h), when people work in a normal
load. Using this fact, we can balance ventilation system
capacities and the occupancy [15].

There are two types of CO2 sensors: Solid State Elec-
trochemical (SSE) CO2 sensors and Non-Dispersive Infrared
(NDIR) CO2 sensors [16]. The SSE CO2 sensor itself can be
used for detecting the indoor air quality. It is constructed with
a sensing material, which is connected to a positive electrode
and a negative electrode. This sensing material senses changes
between these electrodes. The output voltage that is generated
by the sensors can present the level of the CO2. Instead of
conducting electrolyte, NDIR CO2 sensors will generate an
infrared source and together with the gas through a light tube
to an interference filter. The absorption of the wavelength of
the light will be measured and presented for the level of CO2.

E. Other Sensors

Other sensors that might be used for people detection are
video cameras, Wi-counters and passive acoustic sensors. The
pictures from the video cameras can be used for people
counting [17]. For instance, if a camera is installed in the
ceiling of a room, an algorithm has to be implemented
that will distinguish the form of people’s heads. Wi-counters
leverage on the already installed WiFi-infrastructure, which

implement a model that takes the received signal strength
(RSS) of each access point (AP) into algorithm [7]. Having
a special set of rules, traffic from smart phones gives the
estimation of occupancy. Passive acoustic sensors use an audio
detector to register sound. The frequencies of registered sound
signal can be analysed for people counting. Pressure detectors
produce an electrical signal when exposed to vibration or high
acceleration.

F. Comparison of Current Sensors
Occupancy estimators can be compared in different perspec-

tives, such as accuracy, computational load and applicability.
1) Accuracy: The PIR sensor, the ultrasonic sensors, pres-

sure sensors and acoustic sensors have certain limitations to
detect a person when he/she passes together with a chunk
of people [17]. The sensitivity for these sensors decreases,
when the distance between the detectors increases. Being more
sensitive than the PIR, ultrasonic sensors may be triggered by
non-occupant objects or movements at adjacent areas (i.e. if
leaves move outside a window).

Light beam sensors are accurate, when it comes to determin-
ing discrete events. This is because that the light beam sensors
will be triggered, as long as there is an obstacle between
the sender and the receiver. However, it might be difficult to
separate a mass of people load.
CO2 sensors can measure the level of CO2 accurately [8],

while Wi-counter detects the strength of access point [7]. Raw
data from these sensors can be implemented with mathematical
methods, which compensate the accuracy of the measurement
of occupancy. Those mathematical methods, such as data
fusion, will be mentioned later. Nonetheless, there are other
gases that share similar resonance wavelengths, which might
cause inaccurate measurements [16]. The accuracy of the cam-
era is relatively high, after implementing the filter. However,
in situations when groups or a bigger amount of people are
passing by, the effectiveness of the method is reduced [17].

2) Computational Load: The difference in computational
load can be found between the hardware based and software
based sensors. PIR, ultrasonic and light Beam sensors give
outputs of people motions, as soon as detection occurs. The
computation load for those sensors becomes relatively fast,
even if there appears a situation where a big amount of people
need to be discovered.

On the contrary to the hardware based sensors, data from the
software based sensors should be processed in some comput-
erized system. These process time for people counting takes
time, since algorithms are needed for estimating occupancy.

3) Applicability: PIR sensors can not always detect an
object with small movements or a hidden object. PIR sensors
often switch off in occupied spaces, since the sensors must
’see’ the object in an unobstructed detection zone.

Light beams and a camera need to be placed at each entrance
without large padding and/or reflector distance, in order to
keep an unobstructed detection zone. This gives the weakness
of not being able to handle huge simultaneous people load,
when they enter or leave a room.

Pressure sensors, Wi-counter, acoustic sensors and CO2

sensors do not necessarily require a straight line of sight. Due
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to this, the ultrasonic sensors become suitable in partitioned
or irregularly shaped spaces. The sensors can even manage
to recognize huge amounts of people. For instance, there are
fewer requirements of location for CO2 sensors, since CO2

spread in the air of a room or a building. Furthermore, it is
pointed out that the accuracy of estimation might be different,
when the room characteristics change [8].

III. METHODS AND EXPERIMENTS

Light beam sensors are triggered, when people pass through
the light beam. Here, occupancy can be calculated by some
algorithms. CO2 sensors can give accurate readings of CO2

level. Knowing the level of CO2, occupancy can be estimated.
Due to these reasons, CO2 sensors and light beam sensors
are used for estimating the number of people in a room.
In this section, we present the methods of estimations of
occupancy. Two experiments are presented, because we are
also interested in the accuracy of these two sensors, after
applying our methods.

A. Software Based Estimator

Our studies of CO2 sensor for people counting can be
separated into following steps: model design, data collection,
model fitting and error estimation.

1) CO2 concentration − a design paradigm: Paper [18]
suggests that CO2 dynamics can be modelled as a function of
air flow of the inlets, outlets air flow and people amount. A
physics-based model is chosen, because it is easier to identify
a model, if we already have some physical data. They suggest
that the level of CO2 concentration will be changed, when the
number of people and air inlet flow changes. The air in the
room will be discharged through outlets of air flow. Therefore,
the dynamics of CO2 can be presented by

d

dt
C(t) = kN(t) + βIN [I(t)− C(t)] + d(t) (2)

where C(t) is the concentration of CO2 in time t, and N is
people amount in time t. I presents CO2 concentration in the
air inlet and d is disturbance. The coefficients, k and βIN ,
are unknown parameters.

The changes of CO2 in the room, d
dtC(t), is approximated

with the backward Euler method
d

dt
C(t) ≈ Cn − Cn−1

∆t
(3)

By combining (2) and (3), we have

Cn − (1−βIN∆t)Cn−1 = k∆tNn−1 +βIN∆tIn1 +∆tdn−1

(4)
If we denote KN = k∆t, KI = βIN and a1 = KI − 1, we

get

Cn + a1Cn−1 = KNNn−1 +KIIn−1 +∆tdn−1 (5)

KN and KI represent how much the occupancy in a room
and how much the air inlet flow affect the level of CO2

respectively.
From (5), people amount can be approximated by

Nn−1 ≈ Cn + a1Cn−1 −KIIn−1

KN
(6)

Fig. 4. CO2 sensor placement and test bed. Root: TMote Sky

Therefore, if we can find a1, KI and KN , we can approx-
imate occupancy in the room with (6).

2) Equipment and test bed: In order to find the parameters
for (6), we need to collect data to fit this model. The CO2

levels are obtained from the database from HVAC website
[19]. The experiments were executed in the test bed at room
A225 in Q building at the KTH main campus in Stockholm,
Sweden. The sensor data is collected from HVAC database for
2 hours at 30th Mar, 2016.

The room size is approximately 80 m2 with four windows
(2.5 m2). The temperature and air conditioning of the test
bed can be controlled according to the HVAC system. The air
ventilation is operational during work days between 07:00 to
16:00.

This room is equipped with CO2 sensors, which are pre-
installed in defined locations. The CO2 sensor had the purpose
of acquiring the general carbon dioxide level in the room. The
placement of the sensors and the sketch of the test bed room
are shown in Fig.4.

The sensor data is transmitted through a wireless sensor
network (WSN). A star network (Fig.5) presents a communi-
cation way for sending data to root mote (check black mark in
Fig.4). This root mote, which is TMote Sky, is plugged into a
PC, and sensing data is transmitted through a serial forwarder
into a database. This database is accessible through the HVAC
website [19].

The TMote Sky is used to transmit the data from the
sensors to the computer. Operating at the 2.4 GHz band
and communicating via the IEEE 802.15.4 protocol [23], the
TMote Sky is controlled through the predefined APIs for
TinyOS (a software in Linux). Thus, we can program and
collect data from the module via USB. The integrated antenna
has a working range of ∼50 m indoors and ∼125 m outdoors.

3) Numerical Model Fitting: The CO2 level from the
obtained data and occupancy in the room show similar trends.
However the CO2 level contains disturbance, because of
the ventilation, see Fig.6. In order to estimate and find the
relationship between CO2 level and people count, we apply a
method for parameter estimation, by minimizing the difference
between estimated and true values for a set of data [20]. This
method is called the cost function. In other words, we can
define estimators in (6) by setting specific decision rules.

We fit the model to the measurements by using the mean
square method [20]. In other word, we minimize the mean
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Fig. 5. Communication between sensors and TMote Sky, the root mote,
through a Wireless Sensor Network(WSN)

Fig. 6. CO2 level in the lab room and manual people counting

square error between estimated value and real values, f(x).

min f(x) = min
1

2m

m∑
i=1

‖f1 − f2‖2 (7)

where f1 is the estimated function. f2 presents the measure-
ments. m is the number of observations. Normalized mean
square error on the right side of the equation is to calculate
the difference. In our case, the estimated function is (6), and
the measurements is the true value of occupancy in the room.
We want the estimated function to be as close to the task
function as possible.

The constrained minimization method is employed, by
setting KN and KI positive in (6), for optimizing the cost
function.

Instead of having‖f1 − f2‖, this difference can be presented
as followed:

J =
1

2m

m∑
i=1

∥∥Nn(i)−Mn(i)
∥∥2 (8)

where Nn is estimated people count, and Mn is measured
people count. (8) present the difference between measurement
and estimation. Therefore we minimize it, until we find the
optimal solution.

The result of optimization are parameters a1 = −0.62,
KN = 9.47 and KI = 0.38 respectively.

Fig. 7. Estimated occupancy and manually measured occupancy in the lab
room

Fig. 8. Histogram of error between estimated occupancy and manually
counted occupancy

4) Validation of Models: We test the result parameters by
comparing estimated occupancy with measured occupancy.
The comparison is shown in Fig.7.

We identified the error with a histogram and the error shows
approximately normal distribution with variance of 3.92 and
mean of 0.30, see Fig.8. It is also shown that the outputs
of numerical model fits 35.75% of real measurements of the
occupancy.

B. Hardware Based Estimator

Our goal is to design an application for estimating people
count with light beam sensors. The experiment addresses the
following issues: when people enter or leave, their passing
direction, and the placement of sensors. One experiment is to
test the accuracy of the light beam sensors.

1) Verifying a Case: We want to distinguish if it is one
people passing or not. Therefore, we need to train a machine
that will separate each case. There is a detecting method
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Fig. 9. Concept of a Support Vector Machine (SVM). SVM separates cases
of 1 and 0

of machine learning that can separate different cases. This
method is called Support Vector Machines (SVM) [21]. In
our case, Support Vector Machines (SVM) can tell if there are
people passing the door, after a MATLAB implementation for
defining the passing direction. In this situation, one can define
that having a case is ’1’, while not is ’0’. For instance, in
Fig.9, the ’wide street’ approach has been applied. When the
width of the street is maximized, more cases will be properly
separated on to the correct side of the street. The SVM can
find the widest street between different cases (see Fig.9), and
therefore splitting the cases into two parts optimally. Knowing
this, if it is one people passing or not can be recognized.

2) Verifying the Passing Direction: The data verification
checks two things: if a case is valid and in which direction
objects move. A MATLAB script was implemented containing
features, which were defined according to the physical set-up.
Different arrangements consider the time elapse accordingly:

For two sensors in an array (Fig.10 layout 1), we use

tevent = t2 − t1 (9)

For five sensors in an array (Fig.10 layout 3), we use

tevent =



t2 − t1
t3 − t1
t4 − t1
t5 − t1


 (10)

which gives the general expression

tevent = ti − t1 for n = 2, 3, 4, 5 (11)

For a more complex arrangement, such as layout 2 and 4
in Fig 10, following interval features were applied

tevent =

[
t2 − t1
t3 − t1

]
(12)

where t1 is the upper left sensor, t2 is the lower left, t3 is the
middle, t4 is the upper right, and t5 is the lower right.

The detection can be explained in following example. For
layout 1, if sensor 1 is triggered at t1, and sensor 2 is triggered
at t2. The time interval, tevent, presents the time for people
passing between the light beam sensors. A person entering
would generate a positive tevent and opposed a negative tevent.

For other layouts, each row of tevent should be positive, if a
person enters. If a negative row is detected, the MATLAB
implementation will remove this invalid reading.

All sensors should be triggered, in order to generate a valid
event. In other words, the value of t should be non-zero. This
is because that the value of t is zero, when the sensor is not
triggered.

3) Equipment: The light beam sensors, coupled with TMote
Sky, are used to get a detection signal. Linked to the TMote
transmitter, the information from the light beam sensors is sent
to a computer with a similar TMote connected, programmed in
receiving mode. A serial forwarding is applied here, in order
to store the information into the memory of the computer. In
other words, every new data from the sensors will be sent to
the computer through TMote Sky in a sequence.

4) Set-up: Our experiment for hardware based sensor based
on following process: set-up sensors, train SVM and test its
accuracy.

There were two parameters considered: how many units
to use and how to position them. The attempts consisted
of having two and five beams placed in different layout
configurations, in order to test the accuracy of each sensor
reading. Two 120 cm high wooden armatures were used for
sensor mounting. Four layouts are studied, see Fig.10. The
white squares mark the sensor location.

Layout (1) is firstly tested, because this layout is simplest
to set up. Layout (2) is tested, because we consider the case
when people have a backpack or a computer in front of chest.
Layout (3) is tested, because we consider the situation when
people can stand between two sensors and go back to entering
direction. Layout (4) is tested, because we consider the case
when people might walk with arm waving beside.

We vary the distance between the detectors by 10 cm. The
most suitable separation was deducted to be 30 cm of spacing
for two sensors, and 8 cm of space for 5 sensors.

It is shown in Table I that layout (3) gives highest accuracy
of SVM, when the sensors are placed in a row with a distance
of 8 cm. Layout (4) gives a relative high accuracy of SVM,
however the accuracy decreases, when two people enter/leave
the armature door together.

5) Test in practice: After training the system, the array of
five sensors with 8 cm padding (layout 3) was chosen for
testing in the entrance of the Q-Building at KTH, Stockholm,
Sweden. Data was obtained at two time points: 15:50 to 16:15,
4th April and 11:00 to 13:00, 8th April.

The recorded data is presented in Fig.11 (15:50 to 16:15,
4th April) and Fig.12 (11:00 to 13:00, 8th April) respectively.

Both figures present the occupancy counting from the sen-
sors (above) and the manual registration (below). Fig.11 shows
a good conform for a lower amount of cases. At the beginning,
the graphs in Fig.12 match well, but the measurement from
sensor becomes biased after 80 registered passages.

For Fig.11, mean of the error is 0.54, and the variance of
the error is 0.31. We found that the mean of the error is 23.90,
and the variance of the error is 594.62 for the case of Fig. 12.
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TABLE I
DIFFERENT LAYOUTS AND RELATIVE ACCURACY

No. Light Beam x (cm) y (cm) Layout Eve. Accur.(%)
2 10 120 1 +-1 0.9
2 20 120 1 +-1 0.9
2 30 120 1 +-1 1.0
2 40 120 1 +-1 1.0
2 30 120 1 +-2 0.8
2 40 120 1 +-2 0.8
5 30 30 2 +-1 0.8
5 20 30 2 +-1 0.6
5 10 30 2 +-1 0.2
5 30 40 2 +-1 0.7
5 20 40 2 +-1 0.5
5 10 40 2 +-1 0.4
5 8 120 3 +-1 1.0
5 8 120 3 +-2 1.0
5 8 120 3 +-5 1.0
5 10 120 3 +-1 1.0
5 40 40 4 +-1 1.0
5 30 40 4 +-1 1.0
5 30 40 4 +-2 0.6
5 20 40 4 +-1 0.6
5 10 40 4 +-1 0.9
5 30 30 4 +-1 0.6
5 20 30 4 +-1 0.6

Note: No. light beam presents the number of light beam sensors used. x
and y mark the distance for different layouts in fig.10. Event is the case when
people pass between the armature door. For instance, +-1 means a person enter
through the armature door once, and then exits once. Accur. is the accuracy
which presents the correctness of estimation after applying the MATLAB
implementation and the SVM, see sections: ”Verifying a case” and ”Verifying
the passing direction”.

Fig. 10. Light beams sensors with four different placements

C. Sensor Fusion

It is shown in the previous section that the uncertainties of
estimation can be accumulated from a huge mass of people. It
is needed to increase the accuracy of the estimation. There is
a method for generating a new set of data from the readings
from two sensors. This method is called sensor fusion. It is
proved that sensor fusion can generate new data set with more

Fig. 11. Experiment data from 4th April. The upper graph presents the
readings from the light beam sensors. The lower graph presents the readings
from manual counting

Fig. 12. Experiment data from 8th April. The upper graph presents the
readings from the light beam sensors. The lower graph presents the readings
from manual counting

accurate results than the original readings from sensors [22].
Our experiments do not give a sufficient amount of collected
data for achieving the sensor fusion. Therefore, sensor fusion
is demonstrated based on simulated data.

Assuming that we have a large amount of repeating samples,
we can approximate the samples by Gaussian distribution
according to the central limit theorem. We generate a large set
of data with an autoregressive process (AR(1)). The collected
data simulates the occupancy in a lecture room for approxi-
mately 100 people. Therefore, this data has the variance of 40
and the mean of 50.
y1 and y2 are the data that we generated.

y1 = x+ n1 y2 = x+ n2 (13)

where y1 is the simulated data from sensor one, and y2 is the
simulated data from sensor 2. n1 and n2 are some random
noises, which we added on the real value, x.
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In our case, we want to estimate the unknown real value
given two data arrays with noise. Bayesian rules are applied
as followed:

P (x|y1, y2) =
P (x)P (y1, y2|x)

P (y1, y2)
(14)

Since y1 and y2 are independent, equation (14) can be
written as

P (x|y1, y2) =
P (x)P (y1|x)P (y2|x)

P (y1, y2)
(15)

In order to minimize the error, we want to maximize
equation (15)

max
x

P (x)P (y1|x)P (y2|x)
P (y1, y2)

(16)

Since P (x) and P (y1, y2) are constant, we will have

L(x) = max
x

P (y1|x)P (y2|x) (17)

Given y1 and y2 are Gaussian distributed, we will obtain

L(x) =

1

σ1

√
2π

exp

(
− (y1 − x)2

2σ2
1

)
1

σ2

√
2π

exp

(
− (y2 − x)2

2σ2
2

)

(18)

Taking the logarithm on both sides, we get

lnL(x) = −1

2

(
(y1 − x)2

σ2
1

+
(y2 − x)2

σ2
2

)
+ constant (19)

If we rewrite the equation, we get

lnL(x) = −1

2
((σ−2

1 + σ−2
2 )x2 − (2y1σ

−2
1 +

2y2σ
−2
2 )x+ y21σ

−2
1 + y22σ

−2
2 ) + constant (20)

Thus, we get

lnL(x) = −1

2
(σ−2

1 + σ−2
2 )

(
x2 − 2y1σ

−2
1 + 2y2σ

−2
2

σ−2
1 + σ−2

2

x+
y1σ

−2
1 + y2σ

−2
2

σ−2
1 + σ−2

2

)
(21)

By applying binomial squares backwards, (21) gives

lnL(x) = −1

2
(σ−2

1 + σ−2
2 )

(
x− y1σ

−2
1 + y2σ

−2
2

σ−2
1 + σ−2

2

)2

(22)

To maximize it, we will need to take lnL(xopt) = 0.

xopt =
y1σ

−2
1 + y2σ

−2
2

σ−2
1 + σ−2

2

(23)

This xopt gives us the optimized solution for estimating the
original data with data fusion. As it is shown in the Fig.13.

It is shown that the estimated value give better approxima-
tion for the real value than taking any of the sensor array with
noise.

Fig. 13. The accuracy of the estimation increased after applying sensor fusion

IV. DISCUSSION

People counters are still a discussable subject. The level
of CO2 changes slowly, when the occupancy in the room
changes. For example, when the occupancy in the room
changed from two to four inhabitants, the registration of the
CO2 level came ten minutes later. This might be acceptable,
when there are a lot of people, where these changes become
small and unnoticeable. Combing with another people count-
ing approach is more applicable, for instance using light beams
at the entrance. In Fig.7, the estimation after using the mean
square error can be approximated with an integer number of
people, if there is a guide line about how to approximate the
estimated values into integers. For example, a number of five
people should be suggested, when the estimation is 5.1 people.

For light beam sensors, layout two and four of the light
beams experiment will give different accuracy, because the
characteristic, such as height, of passages are different. This
is probably because that the legs and arms of people swing
uncontrolled, which easily confuses the SVM and the features
at the training phase. It could be hard to recognize, if a person
enters a room or an object. For instance, when a child passes
or adults with strollers enter, the accuracy drops.

In the case of layout (3), there will be problems for the sys-
tem to distinguish them from humans, when large objects pass.
Moreover, the light beam sensors show good performance for
minor offices, due to small amount of people. Applying them
to bigger facilities like malls, would be quite challenging, due
to huge people flow. In this case there are also wide entrances
that need to be considered. The system will not recognise two
or more persons passing next to each other, since the light
beam brakes when hitting the first person.

Since the sensors send information through a wireless net-
work, false data registration occurred due to recordings from
other sensors, which are sending readings to the real sensor
that we want to look at. There might be transmission distur-
bances, such as interference, from other TMotes Sky, which
operates on the same frequencies. Therefore, when installing
the system, other units have to be taken into consideration.
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The problem was solved by moving the setup into another
room, thus avoiding signals from other TMotes Sky.

V. CONCLUSION

Based on our work, it is possible to apply people counters
to an HVAC system of the buildings by using software based
sensor and hardware based sensor. For example, the heating
can be controlled according to the occupancy in a room, so
that the room is not overheated or the opposite. Although these
two types of sensors show both advantages and disadvantages,
it is still possible to use them for estimating the occupancy in
a room. We have shown that Support Vector machines and
numerical methods are two solutions for estimating the occu-
pancy. Also, the authors show that it is reasonable to improve
the accuracy of people counting by combining several sensors.
The fusion of CO2 and light beam sensor data could generate
more accurate results. However, it would require a collection
of large data amounts to achieve a satisfying optimisation.
More experiments for implementing sensor fusion should be
focused on in future studies.
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CONTROL THE FUTURE WITH YOUR MIND

Imagine losing your legs in an accident, but being able to walk again the next day on a pair of mind controlled 
robotic legs. Two teams of bachelor students from KTH Royal Institute of Technology set out to explore 
the possibilities of brain wave reading in such a future. A future where your car, a new mechanical body 

part or your home might be mind controlled.

Making sense of brain waves is, however, a complex task. Because brain waves are made up of all of the activity 
in the brain, reading a single thought is difficult. It is similar to being in a noisy room full of talking people and 
trying to listen to a specific conversation. Devices that read brain waves exist, but in the same way as listening to a 
specific conversation, brain waves cannot be read directly but only interpreted from a mixture of information. 
 
The science is still in its early stages, but by improving the methods that interpret these pieces of informa-
tion, the brain waves could be read with higher precision and used for controlling objects by sending com-
mands by thoughts.

CONTEXT A (PART 2): HEALTH CARE IN SMART CITIES
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CONTEXT A (PART 2):  HEALTH CARE IN SMART CITIES

Imagine losing your legs in an accident, but being 
able to walk again the next day on a pair of mind 
controlled robotic legs. Two teams of bachelor 

students from KTH Royal Institute of Technology set 
out to explore the possibilities of brain wave reading 
in such a future. A future where your car, a new 
mechanical body part or your home might be mind 
controlled.

Making sense of brain waves is, however, a com-
plex task. Because brain waves are made up of all 
of the activity in the brain, reading a single thought 
is difficult. It is similar to being in a noisy room 
full of talking people and trying to listen to a spe-
cific conversation. Devices that read brain waves 
exist, but in the same way as listening to a specific 
conversation, brain waves cannot be read directly 
but only interpreted from a mixture of information. 
 
The science is still in its early stages, but by improv-
ing the methods that interpret these pieces of infor-
mation, the brain waves could be read with higher 
precision and used for controlling objects by sending 
commands by thoughts.

The smart city is the vision of cities in the future 
where the people’s quality of life is improved upon 
by advanced and automated technology. Health care 
is an integral part of society, and in the smart city 
context, automation of health care could combat the 
increasingly strained health care sector. Sensors can 
track physiological information, such as body tem-
perature, heart rate, sweat etc., providing informa-
tion that could be analyzed for detecting potential 
issues. Through a network of sensors and actuators, 
human health can thus be monitored and controlled 
remotely and/or automatically. Especially people 
with limited physical capabilities could benefit from 
a smart home implementing such a network. In this 
context, the focus is on analyzing brain waves and 
nerve innervations through the use of electroenceph-
alography (EEG) and how it can be used for health 
care. 

One possible implementation of EEG is a brain 
computer interface (BCI), a system capable of read-
ing brain activity, interpreting it and generating an 
output comprehensible to an external system. This 
integration can be used to trigger commands of oth-
er devices connected to a network, giving rise to the 
possibility of not only monitoring people connected 
to the described system, but also allowing people 
to interact with it. In the same way TV remote con-
trols were developed to aid people with disabilities, 
an EEG could function as a remote control for the 
light switches of a home or to control a wheelchair. 
This means that a person would no longer be limited 
to observing and interacting with a network, but in-
stead be both actuator and sensor herself.

Project group A3a has focused on reading facial ex-
pressions by the use of EEG, and how the frequency 
fluctuations of the EEG signals behave. Project group 
A3b has investigated how machine learning can be 
used to recognize eye blinks from EEG recordings. 
The purpose of both studies has been to implement a 
brain-computer interface in real time, capable of reli-
ably controlling an application. A3a has studied how 
such a system could be used to aid disabled people by 
controlling aid tools in a home, which would improve 
their lives by making them more independent. For 
instance, they could through facial expressions send 
commands to a robot or possibly navigate the web on 
a computer. The group A3b has implemented a sys-
tem which can successfully recognize left and right 
eye blinks in real time. That project group examined 
how this system can be used to control a vehicle, for 
example a wheelchair, which could be of use for a 
person with limited mobility. 

Future studies could focus on how health diag-
nostics can be performed by the use of EEG. Anal-
ysis of sensor information (carbon dioxide levels, 
temperature, etc.) from a smart home coupled with 
EEG-readings could be analyzed with the objective 
of determining a user’s current health, for example 
analyzing physical or mental stress. Studies could 
also focus more on the theoretical part of the brain 
and cognitive function, for example implementing 
BCI by thought recognition or devising mathemati-
cal models of the brain. It is also possible to further 
analyze the EEG-system and its sensors, for example 
exploring how the system could be made more accu-
rate through measurement technology, sensor design 
and scalp-positioning.

Health monitoring technologies, for instance 
EEG, are today big and obtrusive to wear. Many of 
these technologies are likely to become smaller in the 
future and thus more convenient to wear in daily life. 
This could enable widespread monitoring of indi-
viduals health, allowing data from a wider range of 
a population to be analyzed and processed, allowing 
for more precise diagnostics.

EEG systems are at the moment not very useful for 
recognizing thoughts, as complex systems are need-
ed just to recognize a couple of trained commands. 
Advancements in the area may lead to more ad-
vanced systems capable of recognizing a large num-
ber of trained commands. This would make BCIs 
much more feasible to use in everyday life. Further 
advancements in the field of neurology might also 
benefit EEG technology greatly. Improvements in ar-
eas such as fMRI mapping together with neuropsy-
chology could potentially revolutionize the ability to 
read and interpret thoughts.
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ETHICAL REFLECTION
When developing new technology one has to con-
sider its ethical implications as well. A major aspect 
to consider when utilizing a system that collects 
personal health data, such as the EEG, is the user’s 
privacy. One problem in the area of health care is 
that the accuracy of the analysis is dependent on the 
amount of gathered data. This means that a compro-
mise between the accuracy of a diagnosis and priva-
cy must be taken into account when developing and 
using such a system. Monitoring an individual fre-
quently reveals information of her private life, which 
she may find intrusive, but improves diagnosing by 
providing a more complete picture of her physiology. 
A health care system with high respect for privacy 
would therefore likely have a reduced accuracy, and 
run a higher risk of incorrect diagnoses. This could 
have dire consequences for the patient, for example if 
the system prescribes the wrong medication.

One risk with health care systems that enable auto-
matic analysis accessible by the patient herself is that 
it may cause unnecessary worry and stress. Persons 
with access to diagnostic tools might feel a need to 
constantly check their health, despite not being in a 
risk group. Another issue might be that the user, be-
cause of a lack of medical knowledge, misinterprets 
the results or exaggerates its implications. The in-
creased level of stress could lead to mental health is-
sues, causing individual suffering. Increasing stress 
and worry in society is also not beneficial for its econ-
omy, since it often leads to reduced productivity of 
the affected people.

With patients having access to self-diagnostics, ma-
chines take a bigger role in care and diagnostics. This 
has the advantage that it allows for less staff in rela-
tion to patients, which could have cost benefits on a 
societal scale with less staff in employment. The dis-
advantage is that less time spent with other humans 
in health care might have negative effects on healing 
and recovery, increasing not only personal suffering 
but also increasing recovery costs. Having less staff 
also risks forcing people into unemployment, which 
again is a problem both for individuals and society.

In short, several ethical issues arise when develop-
ing automatic health monitoring technologies, main-
ly with regards to privacy, misdiagnosis and causing 
unnecessary worry for the patients. We, however, do 
not think this should hinder the development of such 
technologies, as advancements in the healthcare 
sector would be of great benefit for a big part of the 
human population. Instead, researchers must take 
these ethical problems into account from the start 
when developing these systems. 
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Application Control Using EEG
Peter Kanerva and Hampus Karlberg

Abstract—The purpose of this project is to explore how facial
expressions can be used for health monitoring and remote control
using an EEG (electroencephalography) reader. The paper also
discusses the possibilities and future aspects of integrating EEG
health care monitoring and control into the smart city. EEG is a
way of observing brain waves, and can also be used to monitor
muscle innervation, then called an EMG (electromyography). We
did this by using a headband consisting of sensors connected to
the scalp. The first stage of the project was to record a variety
of thoughts and facial expressions. In the second stage, these
recordings were processed to find features unique to each signal.
Lastly, we tested how these features could be used to compare
signals with each other. Using these features, we were able to
distinguish different facial expressions from each other. Both of
these methods were however slow and had a low specificity, often
detecting the wrong signal. We concluded that it is possible to
use facial expressions as a means for remote control, however,
limited to applications that do not require high speed detections.
We also gathered that using an EEG for automated monitoring
is unreliable. This due to the faulty detections becoming more
frequent with the introduction of more signals to detect. We
consider further studies into the use of EEG to detect thoughts
as well as facial expressions to be warranted, as we believe that
both the detection success and the detection speed can be greatly
improved. This could further improve the control and health
monitoring aspects of the EEG, both in and outside of a clinical
setting.

I. INTRODUCTION

As more and more things in our surroundings are being
connected with each other into the Internet of Things [1]
automation and connectivity will become a big part of our
everyday lives [2]. The Smart City and the Smart Home are
terms used to describe an environment where automation
improves the lives of its inhabitants by optimising the
behaviour of the environment’s services, utilities, leisure
facilities and other interactive features.

One of the key services to develop in a city would be its
health care. It is a crucial part in creating a sustainable future,
as the urbanisation of cities continues around the world
which will strain the traditional health care facilities [3]. The
concept of health care can be divided into different sections.
E-health stands for medical care that makes use of digital
data bases to keep and make it easy to find patient journals
or other medical information. Mobile health (m-health) is a
subset of e-health that through mobile devices, e.g. smart
phones, has made it possible for a patient to access medical
data remotely. Smart health (s-health) is a system that enables
patients to have access to dynamic medical information
such as information about pollen levels. The goal is an
augmentation of s-health and m-health which would be a
system that monitors a person’s vitals and acts automatically
in a preemptive or direct manner. This in order to provide aid

as quickly as possible [4]. Such a system would be highly
desired if it could excel in providing fast and cost effective
health care.

Beyond personal connection with health care facilities, it
would also be a beneficial step to make use of a smart city’s
networking capabilities by integrating its medical centres and
patients into a smart network [5]. Globalisation is already
helping in that manner, but a closer collaboration between
different health institutions may provide several benefits.
One scenario would be if a person is travelling in a foreign
country. It would be of great help if the person could access
her medical journals in a time of need. Thus quickly get
suggestions about the nearest hospitals that are proficient in
treating the relevant illnesses or injuries. Another reason to
collaborate would be to distribute patients evenly between
hospitals [5]. Smart phones or other mobile networking
devices could, as an example, find the hospitals where the
waiting time for the emergency clinic is the lowest.

One step further would be to incorporate this kind of smart
network together with large amounts of information. Big data
[6] is a phenomenon that was born thanks to the advancements
in computer technology that allows massive amounts of data
to be stored and distributed. By gathering information such
as the current number of people in a room [7], control of
ventilation and heating can be automated [8]. This can then
be further improved by monitoring more parameters, such
as the activity of the individuals in the room [9] [10] or the
heat generated by energy consumption of tools and appliances.

State changes such as humidity, ventilation and heat take
time. To mitigate the reaction time of an automated system,
forethought is needed. The activation of a ventilation system
before the arrival of its intended occupants could minimise
the adaptation time of the system. In places where activity is
dependent on recurring patterns, such as an office building,
this can be managed by running the systems based on
patterns, such as office hours [11]. With irregular activity,
manually announcing your intention to arrive allows the
system to know beforehand what to expect and thereafter act
accordingly. This works well in an hotel, where the number
of guests is known before their arrival. However, with a
system capable of gauging and monitoring intentions as well
as actions, less manual input would be required. Cars capable
of communicating with garages and offices can provide such
information, but only if the driver decides to provide that
information to the car. With the ability to monitor individuals
and their intentions directly, the predictions of systems can be
further improved without demanding anything from the user.
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Another way to further increase the amount of data that a
smart system can make use of is to allow more monitoring of
people as well as its surroundings with new kinds of sensors.
Different kinds of body state monitors are already available
in health care, but are seldom used by healthy persons for
longer periods of time or outside of the hospitals. Emotiv
Systems [12] is an example of a private business that has
made traditional medical monitoring technology available
to the public masses by creating a helmet that can read
electrical brain activity. The medical term for this kind of
monitoring is electroencephalography (shortened as EEG),
and the combined use of these kinds of innovations together
with big data may be the triggers for the future smart city.

A proof of this concept may be to look back at 2011,
when champions of the game Jeopardy, lost the game against
IBM’s Watson which used smart sorting algorithms to make
sense of the vast amounts of data that can be found on the
Internet. The health care application that is suggested is the
use of an IBM Watson-like tool for differential diagnosing
[13]. A suggestion could be to combine the collection of big
data from patients’ health status around the clock and the use
of smart computerised sorting algorithms. A potential tool
to help in this quest could be the earlier mentioned mobile
EEG-reader, which could be constantly connected, feeding
data, to data centrals for signal analysis and smart processing.

EEG is currently used to monitor the mental state of a
patient [14] in medical areas such as sedation [15] and sleep
monitoring [16]. EEG is also used in BCI, Brain Computer
Interfaces [17]. A BCI, as the name implies, connects a
brain to a computer, allowing for signals to be sent using
thoughts. EEG BCIs are currently being tested in applications
such as flight control by using mental commands [18]. By
using commands such as eye blinks, the potential of using an
EEG reader for virtual keyboard input is also currently being
explored [19]. The state of these interfaces are currently
experimental, and its potential for real world applications are
still being assessed.

In this paper we explore the feasibility of using an EEG
reader to improve on the monitoring of people by detecting
specific thoughts and facial expressions, and thereby allow
them to interface with and control their surroundings. This
will be done by exploring whether or not an EEG system
can be used to discern thoughts and facial expressions. Our
goal is to see how this could be done using EEG. We want
to be able to differentiate between two or more signals,
each corresponding to different thoughts or expressions. If
differentiable, the signals could be used as inputs in external
systems. These external systems could be ones that monitor the
user in order to generate an automated response, or they could
be active systems used to control bed lifts or robotic limbs.
With improvements in the understanding of how EEG can be
used for health monitoring and remote control, we believe
public health issues such as family care giving [20], [21] and
strained health sector budgets can be alleviated.

II. SENSORS IN SMART CITIES

There are many different sensors used in society today.
Some of these could potentially be replaced or complemented
by EEG to improve their functionality. A selection of sensors
relevant to the Smart City and Smart Home will be reviewed
here, together with a description of EEG.

A. Electroencephalography

The human brain is made up of a large amount of neurons
that communicate with one another through electro-chemical
signals. These signals are generated through depolarisation
of the cell by neutralising the differences in sodium and
potassium concentration between the inside and outside
of the cells. This electrical depolarisation then propagates
along the axon of the neuron, until it reaches its terminal.
The terminal contains various neurotransmitters ,that consist
of chemical substances, that upon release into the synapse
elicits a response in the target cell [22]. If the target cell
is another neuron in the brain, this perpetuates the signal,
further causing depolarisation of neurons. When this occurs in
tandem, during innervation of massive amounts of neurons, a
measurable voltage across the extracellular fluid is generated.
This voltage shift, if present in the cortex of the brain (the
outer, folded and creased part [23]), can be picked up by
electrodes present on the scalp.

Electroencephalography, EEG, used to monitor this
electrical activity of the brain, is made up of a series of
sensors in contact with the scalp of the subject. These
sensors are required to be conducting, and are usually used
in conjunction with a conducting and viscous medium to
improve the conductivity between the sensor and the scalp.
By measuring the voltage between the sensors placed around
the head with a reference sensor, the voltage shift in the
extracellular fluid can be measured. The signal recorded
by the EEG will be a voltage difference over time. This
measured voltage difference also allows for the reading of a
facial EMG, electromyography, registering the facial muscle
movements [24].

The health monitoring properties of EEG have been
extensively explored over the last century. EEG presents a
non-invasive and comparatively simple way of monitoring
brain activity. Machines such as fMRI’s are expensive, loud
[25] and unruly in comparison, while at the same time
requiring a shielded area of operation. As such, it is difficult
to use for sleep monitoring, inside a surgical theatre or for
long term observation of patients in native environments.
Therefore, EEG is still used extensively in neurological
research as well as practice [26].
In a daily clinical environment it is used for a variety of
different tasks, including but not limited to monitoring brain
activity during sedation [27], sleep monitoring, diagnosing
epilepsy [28] (also used to discern between epileptic and
non-epileptic seizures) and to help discern whether a patient
can be considered brain dead [29]–[32]. Apart from being
a diagnostic tool, the ability to read the state of mind of a
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subject is an interesting possibility. With sleep deprivation
playing a big role in cognition [33] and psychiatric health
[34], the sleep monitoring properties of the EEG are useful
[35].

While health monitoring would be warranted in patients
of certain risk groups, the ability for an EEG to act as a
remote control could potentially benefit anyone. By pairing
specific EEG readings with commands, we can make the
user control applications wirelessly or remotely by the use
of facial muscles. These commands could e.g. lead to turning
on a TV-channel or open and close doors. Simpler tasks like
controlling indoor elevators which move in two directions and
slow vehicles like wheel chairs could also be controlled. As
an EEG reader does not require muscle movements, people
with certain disabilities or reduced mobility and muscle control
would be allowed to use supportive tools, while requiring less
supportive staff. The EEG helmet’s ability to both monitor
a user, as well as listen to specific user commands, make a
portable EEG headset a good complement to the Smart Home.

B. Sensors and Actuators in Health-care

The health care sector is one of the areas where non-invasive
physiology monitoring is most abundant. The health care
sector has greatly sped up the processes of determining blood
pressure, blood oxygen saturation, heart activity, etc. This not
only allows more lives to be saved by quicker identification
of issues, but also reduces the amount of resources that
needs to be dedicated to medical examinations. One such
tool is the pulse oximeter, a now ubiquitous tool capable
of determining blood oxygen saturation and heart rate [36],
[37]. Also used in clinical environments are automatic blood
pressure monitors, electrocardiographs that monitor heart ac-
tivity and non-invasive glucose monitors [38]. By combining
such sensors with those used to analyse physical performance
by recording gait [39], perspiration [40] and respiration [41],
a better understanding of patient physiology can be gained.
Using smart clothing, made up of textile incorporating soft
sensors [42], it could be possible not only to diagnose patients
[43], but also improve the well-being of healthy individuals.

C. Monitoring of Physical Activity and Safety Sensors in Cars

In the transport sector, sensors are explored primarily to
improve safety. By detecting dangerous behaviour and then
alert the driver or immobilising the vehicle, road safety could
benefit. Intoxication and fatigue are two major factors in
driving related accidents [44]. As such, measures to counter
these behaviours are being developed and implemented.
One such countermeasure is the use of an alcolock [45].
By measuring the alcohol content of a potential driver’s
breath, it prevents the start-up of the vehicle should the
levels be too high. To counter fatigue, rather than immobilise
the vehicle, measures to keep the driver aware of her own
state are explored. By tracking driving behaviour, such
as the ability to stay in lane, together with the physical
behaviour of the driver, such as blinking and head nods,
an estimation of subject drowsiness can be attained. This

can be paired with measurements of a driver’s brainwaves,
heart activity, eye muscle movement and skeletal muscle
activity to better assess whether the driver is able to drive [46].

Another example of smart city sensors would be the AAC
(autonomous cruise control) system. This technology has
already been used a while and works as a tracker which
gives info to a driver about the preceding car’s speed and
position. The info is then processed and provided as a driving
assisting/regulating feature for the driver. However, there are
suggestions for more modern driving sensor networks called
PCC (predictive cruise control) where each car sends out
information about its current status through radio signals to
all other nearby cars. The information would contain useful
material such as video images from the views of preceding
cars and their collision sensor data to prevent chain collisions
or other hazardous-road-phenomena-situations [47].

D. Sensors and Actuators in Remote Control Systems

The smart home will be an important installation as
peoples’ life expectancy continue to increase [48]. With a
longer life and retirement comes more opportunities to get
sick. Elderly people need help in order to manage in many
everyday situations. What a wonderful opportunity it could
be for them to have the possibility to live in their own homes
in contrast to being forced to live in an expensive, and
sometimes ill conditioned, geriatric care apartment.

The dawn of many health care aid devices and technologies
that could make life easier for old people is coming. The
automatic vacuum cleaner is the first most apparent step
towards a smart home and a better environment for the sick,
old or people with special needs. The cleaner itself must
incorporate some kind of sensors to be working without
anybody making decisions for it. One example is the steering
photoelectric sensor that can be found in some models that
basically shoots a light beam onto the floor which in that case
reflects it back onto the photo sensor which in turn registers
that there is no obstacle in the way. It is a basic application,
but it works, since the only task that the cleaner has to be
aware of is to not collide with its surroundings [49].

Beyond taking care of the sick and the old, a smart city
also needs to ensure the safety of its inhabitants by taking
precautionary measures in order to prevent situations that
could harm a person’s health. One method to do this is by
increasing area surveillance that can identify people, objects or
different situations. Biometric personal identification methods
have existed for a while and are very reliable. Scanning of
the eye’s iris or retina, or scanning someone’s fingerprint is a
trustworthy process [50] for personal identification. However,
these methods require the cooperation of the subject person.

Face recognition technologies on the contrary are very
effective at getting results independent of the cooperation of
the person. Some applications of modern face recognition
can be found in video games, virtual reality simulations,
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smart cards (which can contain different kinds if IDs as
a driver’s license or a passport), parental control in TVs
or even in advanced law enforced video surveillance [50].
The face recognition actuator might be a people counter
or a video-game system trying to localise a person’s face
in order to decide its position relative to the virtual reality
environment. Facial recognition surveillance would require
cameras to be present, which could become a big cost. This
kind of large scale surveillance could furthermore be seen as
a privacy threat.

Automatic robots that can perform simple tasks instead of
humans would be a leap into the future of off-loading the
heavy duty work that health care personnel are being subjected
to. A human like robot is however a major challenge and
needs to contain vast amounts of different sensors. As stated
by [51] the biggest reason why robots are still as clumsy as
they are is because they totally lack the tactile feedback that
humans possess. Thanks to these recent insights, a new form of
tactile sensors are being developed. One example is a pressure
conductive rubber coated sensor, stitched with electrical wires.
The sensor can coat 3D objects and provide high durability.
The meaning of the sensor is to give, for example a robot
hand, tactile feedback in order to better understand how to
cope with its environment [52].There are many different sensor
technologies to make use of, but the challenge of creating
a smart city lies within adapting these technologies into a
complex network that combines different sensor technologies
in order to analyse complex phenomena.

III. EXPERIMENTAL METHOD

A. EMOTIV (epoc+)

We used the EMOTIV [12] Epoc+ to collect EEG
recordings. The Epoc+ is a wireless headset with 14 sensors,
symmetrically placed around the head. The seven sensors on
both sides of the head read brain activity by measuring the
voltage between each sensor and a reference one. The voltage
levels are in the order of millivolts. This voltage is then read
128 times per second. We used a tool called TestBench to
collect EEG readings. The collection of data was divided into
two parts. One part consisted of collecting EEG-samples from
thoughts, while the other part focused on collecting data from
facial expressions. The recording durations ranged from one
to approximately 60 seconds. This was in order to investigate
how much of the initiation and termination of movements
or thoughts affected the readings. The test person used the
specific muscle groups whilst the EEG-sensors collected raw
data. Smiling, frowning, blinking of the eyes, clenching of
teeth, wrinkling of the nose and squeezing together ones
eyebrows were the facial expression that were studied further.

By recording both thoughts and facial expressions, a
comparison was made between the two with regards to
the difficulty of differentiating between different signals.
Maintaining a specific thought is a complex task, while
maintaining a facial expression can be done for seconds
or even minutes at a time without much effort. Thoughts,

displaying a much lower electric potential than muscles, are
also much more difficult to detect amidst noise. That made
us focus our effort on facial expressions.

B. Defining Reference Signal
We developed the model for signal recognition using

Matlab (R2015b), a programming and calculation software
developed by MathWorks. The recordings contained the
voltage measured at each sensor of the Epoc+ as a function
of time. The time resolution was 128 readings per second,
determined by the sampling frequency of the Epoc+. We
considered 15-30 minutes of recordings and analysed them
in the frequency domain using a Fast Fourier Transform
(FFT). The choice of using a frequency analysis instead of a
time domain analysis gave us the opportunity to investigate
the different wave lengths of the brain activity which have
been proved to contain different kinds of information [53].
Brain waves can be divided into: Beta >13 Hz, Alpha 8-13
Hz, Theta 4-8 Hz, Delta 0.5-4 Hz [53]–[55]. Looking at
the frequency domain also enables us to compare signals of
different lengths. FFT is the name of algorithms that can
compute discrete Fourier transforms, DFT, with a significantly
reduced complexity compared to directly computing the DFT.
By doing this, the samples containing information about the
amplitude variations over time were turned into samples
containing information with regards to how the amplitude
varies with the frequency. The FFT’s frequency range has an
upper limit of half the sampling rate, with the Epoc+ thus
giving us an upper limit of 64 Hz. The frequency resolution
of an FFT is limited by the length of the sample divided by
the sampling rate. In our case we chose a sample length of
128 EEG-readings, giving us a frequency resolution of 64
discrete points spanning 64 Hz. Due to the DC offset at 0.16
Hz of the Epoc+ and the risk of electrical disturbances from
mains in the 50 Hz region, the recorded data in these regions
risk containing artifacts that limit detection. This means that a
band pass filter had to be applied to make full use of the signal.

By taking the mean value of all of our samples
corresponding to a specific type of recording, we determined
the signal features of each type of recording. By doing this
we produced reference patterns containing the meaningful
signal features (See Fig. 1) for comparisons with unknown
signals. These unknown signals were designed to simulate
the readings that would come from the EEG reader when
active. They were processed in two different ways, to test
the influence of noise. The first method was to take a one
second segment of a recording and perform an FFT on it.
The second method was to take a two second piece of a
recording, and sample all of the possible one second long
continuous segments. This means 128 one second long
segments, all shifted by one 1/128:th of a second (See Fig.
2). By transforming these and averaging the result, we got a
signal that was the average of 128 one second signals (See
Fig. 3).

This was done to see how noise in the signal could be
reduced while only introducing one second of lag. Using
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(b) Teeth

Fig. 1: Two recordings and their respective reference signals
and their corresponding one second and two second input
samples from 3-45 Hz. Solid lines are reference signals
displaying signal frequency distributions. The dotted lines are
one second samples and the dashed lines are the two second
samples, sampled in accordance with Fig. 2.

samples of the length of one and two seconds respectively
was done to accommodate the target application. Using
shorter sampling times would reduce the frequency resolution
and thus impact accuracy, while longer samples reduces the
response time. Two seconds long samples were chosen as the
longest ones for our intended application, but as one second
would be preferable, we compared the two.

C. Correlation Methods

To compare reference signals with input signals we
used two different methods. One was the cross correlation
performed without lag and the other was a Pearson product
momentum correlation [56].

The cross correlation between two functions is similar to a
convolution:

Convolution:(f ∗ g)(t) =
∫ ∞

−∞
f(τ)g(t− τ)dτ (1)

cross correlation:(f � g)(t) =

∫ ∞

−∞
f∗(τ)g(t+ τ)dτ (2)

Discrete cross correlation:(f � g)(m) =
∞∑

n=−∞
f∗[n]g[m+ n]

(3)
Where f∗ signifies the complex conjugate of f . Using (1)

and (2) makes it possible for us to rewrite the cross correlation
as:

f(τ) � g(τ) = f∗(−τ) ∗ g(τ)

F{f ∗ g} = F{f}F{g}

Which for a cross-correlation becomes:

F{f � g} = (F{f})∗F{g} (4)

When can therefore arrive at the cross-correlation by per-
forming an inverse Fourier transform of (4):

f � g = F−1{(F{f})∗F{g}}

Thereafter, by normalising with the auto correlation of f
and g, we arrive at a correlation calculation, and a correlation
value, c:

c =
F−1{(F{f})∗F{f}}√

(F−1{(F{f}})∗F{f})(F−1{(F{{g})∗F{g}})

This correlation value is a measure of how closely the two
ingoing signals resemble each other.

When the functions are not shifted in relation to each other,
and all their values are real, this can be simplified substantially.
If f and g are real valued functions, we get:
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Fig. 2: The figure depicts an input signal divided into 10
different segments of one continuous second, to be Fourier
transformed. When building the two seconds sample, all of
the 128 possible continuous combinations will be transformed
and averaged. By doing this, noise in the signal can be reduced.
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Fig. 3: Plot of one and two second samples to show the noise
reduction when sampling for two seconds. The dashed line is
the one second reading and the solid line is the result of the
two second sampling.

(f � g)(m) =

∞∑
n=−∞

f∗[n]g[m+ n] =

∞∑
n=−∞

f [n]g[m+ n]

Now with the lag m equal to zero, we arrive at:

(f � g)(0) =
∞∑

n=−∞
f [n]g[m+ n] =

∞∑
n=−∞

f [n]g[n]

This is equivalent to the inner product of f and g. The
normalisations, (f � f)(0) then becomes:

∞∑
n=−∞

f [n]f [n] =

∞∑
n=−∞

(f [n])2

This makes the correlation value c equal to:

c =

∑∞
n=−∞ f [n]g[n]√

(
∑∞

n=−∞(f [n])2)(
∑∞

n=−∞(g[n])2)
(5)

This is equivalent to the Pearson momentum coefficient [56]
but without removing the mean from each of the data points:

Pearson: k =

∑∞
n=−∞(f [n]− fm)(g[n]− gm)√

(
∑∞

n=−∞(f [n]− fm)2)(
∑∞

n=−∞(g[n]− gm)2)

The correlation value, k, correspond to the linear depen-
dence between f and g over the summation domain. The
dependence between one signal and the other is not linear
along the frequency domain. Therefore we performed the
calculation in two ways. One by comparing all of the data
points and calculating their correlation, the other by dividing
the correlation calculation into segments over the region we
wanted to observe (See Fig. 4). This way we could see if they
could be approximated as linearly dependent in segments of
the signal.

D. Signal Detection Theory

To differentiate between signals, we studied how the choice
of sensors and frequencies affected the results using concepts
found in signal detection theory [57]. Signal detection
theory is based around the concept of distinguishing signals
of similar appearance by recognising that an inevitable
compromise between the sensitivity of the detection and
false observations must be made. This is best visualised
through considering the possible outcomes when resolving
two different signals that overlap in appearance. Declaring
one of the signals being the one desired, and the second
signal as unwanted, or ’noise’, it is clear that the desired
detections are either positive, indicating that the signal has
been correctly identified, or negative, indicating that the
absence of a signal has been correctly detected. There are,
however, two additional possibilities. One is that the noise
is incorrectly interpreted as a signal, giving rise to a false
positive. Secondly, a signal might be falsely interpreted
as noise, resulting in a false negative. With overlapping
behaviours of signals and noise, all of the above mentioned
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Fig. 4: The solid line represents the reference pattern, while
the dashed line is the input sample. The dotted line show the
segments within which separate correlation comparisons will
be performed for both the Pearson and cross correlation.

Fig. 5: Example of two overlapping signals, where the curve
to the left represents noise and the curve to the right a signal
we wish to detect. The vertical bar represents the correlation
criterion, placed according to the determined bias. To the right
of the correlation criterion signals are all counted as present,
resulting in both correct hits as well as false alarms. To the left
of the correlation criterion all signals are counted as absent,
resulting in misses if there was a signal there to detect.

outcomes are inevitable, hence requiring compromise in the
form of a detection criterion.

Determining the optimal detection criterion not only re-
quires knowledge with regards to what bias is desired, it also
requires some knowledge as to how the signal is distributed
with regards to noise. The bias is determined by deciding how
many faulty detections we are prepared to accept to get a
certain amount of correct detections (See Fig. 5). Determining
the sensitivity and specificity of the system, together with a

decided bias, can be used to determine the detection criterion.
The sensitivity of a binary system, containing only two differ-
ent signals or one signal and noise, is defined as the probability
that a signal is correctly identified:

P (S = true, decide : S) = Pdetection = PD

where S is the signal. Errors are given from the probabilities
of falsely identifying either noise or the signal, E being error

P (E = true, decide : S) = Pfalsealarm = PFA

type 1 error

P (S = true, decide : E) = Pmiss = 1− PD

type 2 error

Lastly, the specificity of the system is defined as the
probability of correctly identifying the signal as absent:

P (E = true, decide : E) = 1− PFA

This probability can be calculated using an integral in the
case of a continuous signal, or using a sum in the case of a
discrete signal:

PD =

{∫
f(�x|S = true)d�x, continuous∑
f(�xi|S = true), discrete

If the probability density function is known, this allows us
to calculate the probability that a given prediction is true. In
a binary test with such known distributions, we know that the
probability of detection is:

P (S = true) =

∫ inf

η

f(�x)d�x

Where η is the detection criterion and thus the lower boundary
of our distribution integral. In the same way we get the
probability of detecting noise:

P (E = true) =

∫ η

− inf

f(�x)d�x

We can therefore calculate the maximised PD for any given
PFA by calculating a ’likelihood ratio’, again assuming both
density functions are known, by using Neyman-Pearsons
lemma [57].

E. Simulation of Detection

We used the correlation values generated by the methods
mentioned in III. C. to compare a simulated input from
one specific signal with all of the reference signals. For the
system to identify an input as a specific facial expression,
its correlation value had to be above an certain threshold.
This was done for both the one second signals and the two
second sampled signals. By doing it multiple times, we got
a hit, miss and false alarm rate for each of the different signals.

The selection criterion was first estimated by looking at the
average, mean and standard deviation of the input signal’s
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(a) Sensor 1
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(b) Sensor 3
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(c) Sensor 5
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(d) Sensor 7

Fig. 6: Variation in similarity of signals from two different
facial expressions (dotted lines). The dashed lines represent a
6:th degree polynomial fitted to the functions to illustrate their
variation across the frequency spectrum. How the difference
in similarity varies based on sensor observed can be seen by
comparing the different graphs presenting the readings from
sensor 1, 3, 5 and 7, where sensor one is located at the front
of the head, 3 and 5 on the sides and sensor 7 at the back.

correlation with the reference pattern. This was done for both
thoughts as well as facial expressions to see what type of
signals showed significant correlations.

We compared how the inclusion of more sensors as
well as different frequency bands affected the results. This
was done to see how the correlation would be affected by
including sensors progressively further back on the head
when performing facial expressions, compare Fig. 6a, Fig.
6b, Fig. 6c with Fig. 6d. The sensor combination consisted
of any symmetric combination of the 14 sensor. If sensor
one was chosen from the left side of the head, so was the
corresponding sensor 14 from the right, 2 and 13, 3 and 12
and so on. The segment step length was tested by varying
the number of segments that the frequency domain was
divided into. For the frequency range, we were limited by the
helmet’s high pass filter in the low frequency range, and the
low pass filter in upper frequency range (see section III. A.).

Looking at the combinations of the selection criterion for
the correlation value, the sensors used and the frequency span,
we attempted to optimise the parameters.

F. Comparing Model Results With Live Reading of Expres-
sions

For live detection, the programming language Java,
developed by Oracle, was used. Bundled with the Epoc+
research edition is a Java wrapper, capable of feeding readings
from the headset into the Java program in real time. The
data analysis should give an estimation of how the facial-
expression-reading with EEG and its effectiveness in real life
situations and detections would turn out. The second purpose
of the data analysis was to create the best circumstances
for a live reading application and do an experiment where a
few selected methods were tested with the EMOTIV helmet
that proved to be prominent in the analysis. Correlations
were done approximately 4 times a second by the Java
program to detect hits, misses and false alarms which should
be more than enough. Information was sometimes dropped
from sensors due to processing constraints, and we handled
those cases by ignoring the loss of information by doing the
correlations for the remaining sensors.

IV. RESULTS AND DISCUSSION

A. Correlation Values of Facial Expressions

The Pearson correlation that was segmented showed
superior correlation values compared to the non-segmented
version in initial trials. The opposite was true for the cross-
correlation, showing a higher correlation when not segmented.
We considered them superior due to the fact that they showed
a greater distinction between different signals, albeit with
lower correlation values. The correlation values acquired for
the segmented Pearson correlation when comparing signals
with each reference are shown in table I. The correlation
values for the cross correlations are shown in table II. The
standard deviation is also included, as the lower correlation
values are more affected by the standard deviation, potentially
resulting in more false alarms.

Both the Pearson and cross correlations varied with the
choice of sensors, where correlation values for both methods
increased by looking at more of the sensors. This increase
in correlation values was however not uniform, but in some
cases affected the correlation between the wrong signals
more than it did with correlation between the correct signals.
As such, the differentiation between a subset of signals was
better for some sensor combinations than others. In table III
we see that the self-correlation of the ’smile’ signal actually
decreases when we use all the sensors compared to just using
the front most ones, but the correlation for three out of four
incorrect references increased. The self-correlation for ’brow’
on the other hand increases slightly with an increase in the
number of sensors, while the correlation decreases for two of
the incorrect ones. As such, the choice of sensors to use is
to some extent dependent on what signals to distinguish, and
how many are to be differentiated between at any one time.
This is not unexpected, considering that the facial muscles
attach to different parts of the head [23], presenting their
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TABLE I: Mean and standard deviation of the segmented
Pearson correlation of 303 mean samples and 7680 single
samples using sensors 1-14 and with segment sizes of 10 Hz.
The R. stands for reference, making the diagonal the self-
correlation.

Sampled
Mean R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.584 0.217 0.438 0.299 0.247
Frown 0.399 0.665 0.285 0.523 0.229
Nose 0.540 0.188 0.687 0.292 0.225
Smile 0.403 0.402 0.319 0.571 0.215
Teeth 0.236 0.197 0.249 0.204 0.754

StD R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.112 0.081 0.115 0.061 0.093
Frown 0.113 0.195 0.109 0.096 0.094
Nose 0.074 0.051 0.122 0.087 0.042
Smile 0.099 0.166 0.078 0.129 0.066
Teeth 0.109 0.095 0.107 0.069 0.119

Single
Mean R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.441 0.168 0.335 0.232 0.202
Frown 0.315 0.504 0.237 0.399 0.206
Nose 0.407 0.147 0.520 0.226 0.177
Smile 0.297 0.287 0.259 0.407 0.180
Teeth 0.216 0.170 0.242 0.182 0.605

StD R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.090 0.068 0.088 0.061 0.082
Frown 0.091 0.228 0.085 0.111 0.090
Nose 0.081 0.048 0.114 0.079 0.050
Smile 0.083 0.144 0.069 0.104 0.060
Teeth 0.120 0.085 0.127 0.065 0.165

TABLE II: Mean and standard deviation of the cross corre-
lation of 303 mean samples and 7680 single samples using
sensors 1-14. The R. stands for reference, making the diagonal
the self-correlation.

Sampled
Mean R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.940 0.892 0.899 0.814 0.856
Frown 0.913 0.949 0.936 0.915 0.807
Nose 0.933 0.930 0.949 0.892 0.801
Smile 0.885 0.940 0.940 0.960 0.769
Teeth 0.846 0.806 0.782 0.702 0.931

StD R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.017 0.025 0.028 0.043 0.027
Frown 0.029 0.025 0.027 0.060 0.054
Nose 0.027 0.028 0.027 0.061 0.042
Smile 0.038 0.020 0.019 0.043 0.066
Teeth 0.055 0.068 0.076 0.084 0.021

Single
Mean R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.880 0.834 0.840 0.759 0.803
Frown 0.859 0.883 0.871 0.842 0.766
Nose 0.877 0.870 0.888 0.829 0.757
Smile 0.839 0.881 0.881 0.889 0.736
Teeth 0.796 0.757 0.737 0.661 0.866

StD R. Brow R. Frown R. Nose R. Smile R. Teeth
Brow 0.020 0.033 0.035 0.054 0.031
Frown 0.032 0.039 0.038 0.078 0.059
Nose 0.027 0.036 0.035 0.072 0.042
Smile 0.042 0.034 0.034 0.069 0.071
Teeth 0.056 0.070 0.080 0.089 0.039

TABLE III: Comparison of cross correlation value between
sampled brow and smile using different sensor combinations.
The first table shows the correlations for sensors 1 and 14, the
second table the correlations when looking at all 14 sensors.

R. Brow R. Frown R. Nose R. Smile R. Teeth
1,14
Brow 0.937 0.933 0.907 0.813 0.813
Smile 0.873 0.907 0.942 0.963 0.734
1-14
Brow 0.940 0.892 0.899 0.814 0.856
Smile 0.885 0.940 0.940 0.960 0.769

features with different intensities at different sensors.

How the detection system would respond to input can be
gauged by looking at the mean, median and standard deviation
of the correlation values. We can see that while the cross
correlation has very high self-correlation value means and
low standard deviations, the values between signals also differ
by only a small amount. The segmented Pearson correlation
on the other hand has a low mean self-correlation, but a much
higher ratio of self-correlation when compared to the incorrect
correlations. From this we expect the cross correlation to be
better suited for settings where very precise differentiation
between few signals is required. The segmented Pearson
correlation is instead more suited where the differentiation
between more signals is needed. This due to the ratio of
self-correlation to incorrect correlation it presents when
comparing multiple different signals. The Pearson correlation
however would likely be less sensitive to input and slow to
respond. Given the high standard deviation relative to the low
correlation values, more misses are likely to occur.

We could not reliably discern thoughts from each other
using either of these methods. Consider how strong an impact
the facial expressions have on the EEG readings, separating
out what thought was which requires a better mapping of
muscle innervation with regards to its effect on the EEG.
It is possible that further study of the data we acquired
regarding facial expressions could be used to better discard
facial expressions as noise. Thoughts also present the issue
of a much lower signal to noise ratio. A low signal to
noise ratio could be mitigated by averaging more samples
than was done during our trials. However, acquiring more
data for averages require longer sampling times, introducing
more lag into the system. This would limit its usability in
systems that are dependant on short time spans. This could
probably be lessened by sampling at a higher rate, allowing
for more usable information per unit of time. It is however
not something that can be explored with the EMOTIV Epoc+.

B. Signal Detection Success

The number of hits compared to misses differ between the
signals based on the combination of sensors and frequency.
We found that certain signals fared better over a wider range
of scenarios. There was also some discrepancy between the
two correlation methods as to which signal provided the best
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TABLE IV: Hits, misses and false alarm percentages for the
cross correlation using all the sensors. The selection criterion
is set to a correlation value of 0.88 and the frequency range
is 3-33 Hz.

detection criterion: 0.88 Hit Miss F.A.
Smile 97.4% 1.3% 1.3%
Teeth 95.4% 3.6% 1.0%

correlation.

The system is strongly dependent on the number of signals
to differentiate between. With increasingly complex overlap
of signal appearance, the bias needs to be more conservative,
requiring a higher correlation value for hits. This in turn
results in either a less precise system, a system with more
false alarms in relation to misses. Or it results in one that is
less sensitive, having a low hit rate. We decided that avoiding
false alarms was of the greatest importance, as this introduces
the least amount of oscillatory behaviour into a system with
widely different actions associated with different signals.
The applications we envision demand a greater degree of
specificity, capable of reliably maintaining one action, rather
than responding quickly. This made us optimise for a high
ratio of hits compared to misses, rather than only the highest
percentage of hits.

Increasing the number of sensors benefited both the
Pearson as well as the cross correlation. This varied by facial
expressions, and some benefited more from the inclusion
of the rearmost sensors than others. Given that the signal
in the sensors towards the back of the head experienced a
much lower amplitude increase during most expressions, it
was most beneficial when comparing expressions involving
movements of the jaw and cheek muscles.

Some two signal combinations proved to be particularly
successful. Using the cross correlation of the facial expressions
involving teeth clenching and smiling, within a specific range,
a hit ratio of over 95 percent for either, as well as a false
alarm rate of below two percent was found. This was done
by limiting the frequency range below the maximum 2-45 Hz
to 3-33 Hz, while also including all of the sensors with a hit
criterion set at 0.88. See table IV

Using the Pearson correlation, the lowest percentage of
false alarms when comparing to all five expressions could
be achieved. While four of the compared signals displayed
a false alarm rate of roughly ten percent or below, the teeth
clenching signal proved problematic by presenting a high
false alarm rate. A hit/miss ratio of 10:1 is indeed usable in
less critical tasks, or work that allows for slower build-up of
the signal, resulting in a longer average and less noise.

Noise had a profound effect on the signal detection success
(see tables V and VI). Using the one second sample makes
the signal unusable in a situation where multiple signals are
being compared to, as the false alarm rate becomes very

TABLE V: Hits, misses and false alarm percentages when
comparing one and sampled two second input signals to all
of the other references at once using the segmented Pearson
correlation in the frequency range 3-43 Hz.

One Second Sample

detection criterion:0.45 Hit Miss F.A.
Brow 46.4% 46.4% 7.2%
Frown 78.4% 8.8% 12.8%
Nose 89.8% 0.0% 10.2%
Smile 70.4% 19.4% 10.2%
Teeth 67.2% 0.0% 32.8%

detection criterion:0.50 Hit Miss F.A.
Brow 37.8% 57.8% 4.4%
Frown 78.4% 11.8% 9.8%
Nose 89.8% 0.0% 10.2%
Smile 51.4% 43.2% 5.4%
Teeth 67.2% 0.0% 32.8%

detection criterion:0.55 Hit Miss F.A.
Brow 21.8% 76.8% 1.4%
Frown 78.4% 16.8% 4.8%
Nose 89.8% 0.0% 10.2%
Smile 32.6% 64.8% 2.6%
Teeth 67.2% 0.0% 32.8%

Two Second Sample

detection criterion:0.80 Hit Miss F.A.
Brow 56.1% 39.6% 4.3%
Frown 64.7% 25.1% 10.2%
Nose 81.2% 16.2% 2.6%
Smile 43.9% 48.2% 7.9%
Teeth 92.4% 4.6% 3.0%

detection criterion:0.85 Hit Miss F.A.
Brow 36.3% 60.7% 3.0%
Frown 61.7% 33.3% 5.0%
Nose 72.3% 27.4% 0.3%
Smile 33.0% 60.7% 6.3%
Teeth 91.4% 5.9% 2.6%

detection criterion:0.90 Hit Miss F.A.
Brow 16.5% 82.2% 0.13%
Frown 58.7% 40.3% 0.10%
Nose 59.7% 40.3% 0.0%
Smile 20.5% 73.9% 5.6%
Teeth 89.8% 0.89% 1.3%

high. As such, where speed is very important, using 128
readings/second to generate the sample is probably too little.
For tasks that require that kind of speed, changes to the system
should be considered to make it capable of incorporating
signals that carry more information per unit of time, or has a
lower requirement of quick response. Using the two second
samples proved to be much more reliable, showing the effects
of a reduction in noise. This would introduce additional lag
when reading. In our case, the use of 128 averages proved to
be enough to significantly improve our results. Knowing this,
by designing a system with a sampling rate around the need
for at least 100 separate samples, speed can be maintained
while noise can be kept at a minimum. For the use of remote
controlled tools such as limbs of medical aids, we believe
that a sampling rate of 128 samples/second is too low. The
response time of the system becomes too high while awaiting
the recordings to accumulate, resulting in unintuitive controls.

The live detection test of one second samples proved
to be less usable than any of the simulated trials. No
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TABLE VI: Hits, misses and false alarm percentages when
comparing one and sampled two second input signals to all of
the other references at once using the cross correlation in the
frequency range 3-43 Hz.

One Second Sample

detection criterion:0.85 Hit Miss F.A.
Brow 45.0% 27.6% 27.4%
Frown 64.8% 0.0% 35.2%
Nose 40.0% 0.0% 60.0%
Smile 66.6% 1.8% 31.6%
Teeth 58.6% 9.0% 32.4%

detection criterion:0.90 Hit Miss F.A.
Brow 0.4% 95.8% 3.8%
Frown 53.8% 35.0% 11.2%
Nose 35.2% 51.6% 13.2%
Smile 57.0% 37.8% 5.2%
Teeth 5.4% 94.6% 0.0%

detection criterion:0.95 Hit Miss F.A.
Brow 0.0% 100.0% 0.0%
Frown 0.0% 100.0% 0.0%
Nose 0.0% 100.0% 0.0%
Smile 8.8% 90.2% 1.0%
Teeth 0.0% 100.0% 0.0%

Two Second Sample

detection criterion:0.85 Hit Miss F.A.
Brow 93.1% 0.0% 6.9%
Frown 53.8% 0.0% 46.2%
Nose 59.1% 0.0% 40.9%
Smile 71.3% 0.0% 28.7%
Teeth 88.1% 0.0% 11.9%

detection criterion:0.90 Hit Miss F.A.
Brow 91.7% 1.7% 6.6%
Frown 53.8% 1.0% 45.2%
Nose 59.1% 0.0% 40.9%
Smile 71.3% 0.7% 28.1%
Teeth 88.1% 0.0% 11.9%

detection criterion:0.95 Hit Miss F.A.
Brow 30.4% 67.3% 2.3%
Frown 45.9% 24.1% 30.0%
Nose 51.2% 33.7% 15.2%
Smile 70.6% 18.8% 10.6%
Teeth 5.0% 92.4% 2.6%

detection combination of correlation method and two or
one second samples could reliably differentiate one signal
from amongst the five others. This lead us to believe that
the background noise recorded, as well as the position of
the sensors between trials had a greater effect on the signal
features than anticipated from simulations. When discerning
the signals’ features it is possible that the information was
only present in short segments at a time. This could have
reduced the amount of useful information in the recordings,
given that we performed an averaging of the signals over
long periods of time. Additionally, the recordings might
have been corrupted by external influences. The loss of data
associated with wireless connectivity, as well as the low
voltage range the device operates in makes it vulnerable
to electromagnetic interference. By filtering away high as
well as low frequencies, some of these disturbances have
likely been accounted for (particularly disturbances from the
mains), the tests were however performed in the presence of
electrical appliances, risking interference.

The usage of a single threshold (detection criterion) level
only seemed to work in the simulation whilst the live detection
situation showed that the correlations tended to have different
levels for different signals. This made it almost impossible
for some signals to reach the mutual threshold that was set
since the variation of those signals’ correlation constants
steadily occurred at lower levels. Using multiple thresholds
that corresponded to each signal could have adjusted the
differences between the signals which could have led to better
detection conditions in the live test.

We concluded from both the simulations as well as the
live trials that the biggest limiting factor of signal feature
detection using an EEG is noise and artifacts. We believe
that by recording a wider variety of facial expressions,
signal features corresponding to smaller groups of facial
muscles could be identified. By isolating individual muscles,
or a set of muscles working in tandem, a better model of
how the EEG readings would look can be produced. With
such a model at hand, we think that muscles that result
in noise could better be filtered out, and allow for better
differentiation. By mapping this superposition of muscle
innervation in the signal, an estimation as to what muscle
movements are voluntary can be made. Some muscles are
virtually always triggered spontaneously and involuntarily, and
by knowing how they appear in the EEG enables their filtering.

This would also benefit the ability to read thoughts. By
discarding artifacts caused by muscles, brain wave patterns
would become cleaner even when a patient is moving. This
would expand on the times at which an EEG could be used,
and simplify testing procedures by requiring less restrictions
on a subject.

C. Impact and Future Development

With increasing sensitivity of dry sensors, we believe the
usability of EEG readers could be improved vastly. As the
more common sensors today require conducting mediums
that are gels or liquids, the long term use of an EEG reader
requires continuous maintenance. By doing away with this
maintenance, health care monitoring away from home would
be far more viable by allowing the sensors to be incorporated
into clothes and accessories. Mounting dry sensors on the
frame of a pair of glasses would present a natural way
to subject a patient to monitoring. Using soft conductors
to incorporate the EEG reader into clothing could further
improve on both readings and comfort. By integrating soft
sensors into head wear, comfort as well as aesthetics can be
improved. By doing this, it could reach a bigger consumer
group, beyond health care.

With the muscles of the face and neck mapped, sources
of tension induced headaches [58] could be identified. By
monitoring facial expressions, we also believe that changes
in a person’s emotional state can be interpreted. Long term
monitoring of facial expressions could become a supportive
tool in the diagnosis of depression and schizophrenia [59].
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These conditions reduce the amount of involuntary facial
expressions, as well as distort the facial mimicry. If coupled
with the ability to monitor pain response by observing facial
expressions [60], determination of cause and effect in cases
of chronic pain could potentially be aided [61].

By better understanding involuntary muscle innervation
to determine mental state and wellbeing, this could also
help in learning to disregard involuntary movements. We
observed that one of the barriers when trying to read specific
facial expressions is the amount of disturbance caused by
involuntary movements. By being able to specifically monitor
voluntary facial expressions, we believe that EEG could be
used as a remote control of complex tools. Paired with the
diagnostics mentioned above, we believe that EEG/EMG
head wear could provide much needed support to the area of
elder care.

V. CONCLUSION

We conclude from the data gathered that remote control
using a consumer grade EEG can be reliable when using
it to monitor facial expressions It is however significantly
less reliable when used to monitor thoughts or when using
thoughts for remote control.

Noise caused by the signal had a major impact on the
ability to produce significant correlations between signals.
By averaging several signals we were able to increase the
detection capabilities of the system to a notable extent.

When differentiating between signals, we found that
the cross correlation without lag proved to be highly
reliable when selecting only between a very limited set
of signals. Particularly when distinguishing between two
facial expressions, we arrived at hit percentages in the upper
90 percent, with false alarms below two percent. When
increasing the number of signals however, the number of false
alarms increased to a level that made the system difficult to
implement for remote control. The Pearson correlation we
used instead showed a high specificity even when comparing
multiple sensors. On the downside, the Pearson correlation
proved to have a higher miss rate in the comparison of few
samples.

We found that the choice of the EEG electrode positions
had a significant impact on the resulting detection. When
simulating input from recordings, the inclusion of more
electrodes increased signal differentiation when looking
at multiple signals. When limiting the signals to facial
expression in the upper half of the face, inclusion of the
rearmost sensor located over the occipital lobe, worsened
differentiation. When performing live detections, we believe
that the detection is severely hampered by variation in
electrode placement from session to session.

Given that EEG headwear is light and cheap, the possibility
of implementing it in remote control is viable. In conjunction

with the results, we can see it implemented as head wear
capable of providing aid for people with limited physical
capabilities. The high responsiveness and the ability to pick
out specific signals that the cross correlation had, lead us to
believe it could also be used to control a motorised vehicle.
Controlling acceleration or turning require high specificity
of commands, and could be done using a small set of facial
expressions.

For use in more complex tasks requiring multiple different
actions, some compromises have to be made. Even using the
best model we were able to produce, miss matched signals
were inevitable if a meaningful degree of sensitivity to the
signals was required. With the Pearson correlation, a false
alarm rate of 5-10 % corresponded to a hit rate of 40-90
%. We believe this means it could be used in tasks where
the time dependence is low, allowing for a separate control
system to smooth out the oscillations that would occur due
to the false alarms. This could also include controlling home
appliances and electronics, as it makes issuing commands to
several units at once possible.

Our suggestion in further studies of EEG is to better map
specific facial muscles with regards to their appearance when
monitoring EEG. With a better understanding of how the
muscles affect the EEG readings, we believe that EEG can
benefit from noise reductions.
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Eye Blink Detection and Brain-Computer Interface
for Health Care Applications

Simon Ignat and Filip Mattsson

Abstract—Increasing demands on the health care sector,
mainly due to aging populations, makes it beneficial to automate
certain areas. This report studies how sensors and actuators
in smart cities could be used in order to lessen the strain.
Specifically, it focuses on systems that can help disabled people.
EEG sensors, which monitor brain activity, has been utilized
to implement a brain-computer interface that can recognize
commands from eye blinks based on peak detection and machine
learning. A graphical application that reacts to the commands has
also been developed in order to test the system in real time. The
implementation is based on the commercially available Emotiv
EEG-headset and two different commands were recognized from
left and right blinks. The results of the report show that a
functional brain-computer interface that recognizes left and right
blinks can be implemented. The implemented system can detect
blinks with an accuracy of ~85% and successfully classifies ~90%
of them as left or right based on recorded data. Different choices
of parameters used in the blink detection system greatly affect
the performance of the system.

I. INTRODUCTION

ASmart City is a conceptual city that uses advanced
technology to improve the quality of life of the pop-

ulation, partly through the use of sensors and automated
control schemes which analyze the environment and take
actions accordingly. Some areas encompassed by the smart city
concept are solutions for energy management, transportation
of people and goods, waste management, and health care.

Health care is an important aspect of society that can benefit
from automated solutions. The health care sector may see
increasing demands in many parts of the world in the future,
partly because of aging populations [1]. Less people working
leads to having less resources and staff to take care of an
increasing group of people in need. One solution for this
problem is to make some areas of health care more automated,
by using sensors that can monitor individuals’ health and
actuators that may aid them.

There are many different types of sensors that can be used
to measure information from the body, which then can be
used for health monitoring or assistive technologies. A com-
mon monitoring method is to integrate sensors into everyday
apparel that is worn by the user, so called wearables. There
exist, for example, wrist bands that can measure pulse, blood
pressure and skin temperature [2]. Sensors and actuators can
also aid disabled people in controlling objects. An electric
wheelchair can be controlled, for example, by eye [3] and
tongue movements [4].

In this report, specific focus is on electroencephalography
(EEG), which is a method for measuring brain activity. EEG
is commonly used for medical diagnosis, such as diagnosing

epilepsy. Another application of EEG is a Brain-Computer
Interface (BCI), which is an interface for interpreting data from
EEG signals and using the extracted information for triggering
events [5]. BCIs can aid people with disabilities to manage
their everyday life by, for example, enabling them to control
a wheelchair [6].

This report studies how sensors can be used for health care
in smart cities and vehicles. It also studies how to implement
a BCI by detecting and classifying left and right eye blinks.
The commercially available EEG headset Emotiv EPOC [7]
was used for acquiring EEG data for the BCI. We examine the
possibility of using our BCI implementation for the purpose
of aiding disabled people by designing a graphical application
in which to test the system.

The report is structured as follows. Section II describes
some existing sensors, including EEG, that can be used for
health care purposes. In Section III, we describe how we
implemented a simple BCI by the use of peak detection
algorithms and machine learning. Section IV describes the
graphical application which we developed and connected to
the BCI in order to test the system. The achieved results
are presented in Section V. In Section VI we discuss the
performance of our system, future work, and the use of sensors
for health care in the smart city. We present our conclusions
in Section VII.

II. SENSORS FOR USE IN HEALTH CARE

This section discusses the use of sensors for health care
in the smart city and in vehicles. In Section II-A we present
some examples of how sensors can be used for aiding in health
care. Section II-B proposes how health monitoring sensors in
vehicles can reduce the risk of accidents. In Section II-C, we
give a brief description of EEG and BCI.

A. Sensors and Actuators for Health Care in Cities

One solution for lessening the strain on the health care
sector is to make some areas more automated. This can
be done by integrating sensors in buildings and cities for
monitoring people’s health.

Sensors and actuators away from medical centers can moni-
tor people’s states and health, so that less visits to the hospital
are necessary and potential medical problems can be detected
before they become severe. Sensors that measure, for example,
weight and blood pressure, can analyze the measured values
and alert if something appears to be wrong [8]. The elderly or
people with disabilities can benefit from sensors that can detect
emergencies, such as a fall [9], and alert medical personnel.
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Sensors can also be used without being applied directly to
a person. Common examples are smoke and carbon monoxide
detectors that trigger alarms in case of danger. Sensors can
also be used to track how many people that are in a room [10],
which is useful for controlling the temperature or ventilation
in an energy efficient manner.

Wearable technology, such as sensors on a wrist band
worn by a patient, can provide valuable information about
the health state of the person as the measurements can be
taken continuously. A few examples are sensors that measure
glucose levels through the use of contact lenses [11], and sweat
[12] or blood pressure [2] measured by the means of wrist
bands.

The smartphone is becoming a do-everything-device, as it
is used for communication, browsing, calculating, banking
services, calendar, etc. Sensors measuring various dangerous
gases could potentially be implemented in smartphones [13],
providing a warning device which everyone always carries
with them.

B. Proposed Dynamical Control Model in Vehicles

Technologies that integrate a large number of sensors and
actuators exists today, one example is the Controller Area
Network (CAN) used in vehicles [14]. CAN is a databus which
consists of measured values (e.g. current velocity, torque and
slope) from sensors throughout the vehicle, and reference
values (e.g. throttle position, desired revolution speed and
torque) for the actuators. The data is used by the models which
control the vehicle.

When the driver for example changes the position of the
pedal with the purpose of changing the current velocity, the
change in pedal position will be picked up by a sensor and its
value in the CAN-bus is changed. The control model notices
this change and then calculates, based on other measurements
such as the current slope and torque, what new reference val-
ues that should be set in order to meet the desired acceleration.
Therefore, sensor events trigger changes of other values in the
CAN-bus based on the control model.

We propose that integration of sensors in the vehicle to
monitor the driver’s state can be part of a dynamic control
model. Suppose, for example, that the sensors indicate that
the driver is tired, depressed or stressed. By integrating this
information into the vehicle, a new control model for the
driving could be set. This would change the way the vehicle
reacts to the inputs from the driver, for example making it safer
to drive by reducing acceleration. More complex dynamical
models could analyze if the driver is unfocused (e.g. looking
for directions) or insecure of her driving, and change the
control models accordingly.

The dynamical control model would need to analyze both
the way the vehicle is driven (by the values in the CAN-bus)
and which health based events the sensors detect. From this
information the system would make a conclusion if there is
any risk for the driver. The overall overview of this proposed
application is seen in Figure 1.

Fig. 1. Overview over the dynamical control model. Sensor values from the
drivers body are analyzed together with values from the vehicle, changing the
control model dynamically.

C. Electroencephalography and Brain-Computer Interface
EEG is a system of sensors which detects brain activity. The

sensors are typically placed on the scalp, to measure potential
difference originating from ion currents produced by the brain.
An example of the voltage fluctuations from one EEG-sensor
is shown in Figure 2.

The system is commonly used for diagnosis of epileptic
seizures, for example with the use of Wavelet transforms,
where frequency- and time-domain events are analyzed [15].

EEG signals are often divided into specific frequency bands
where the oscillations are analyzed separately. These bands
consists of δ-waves (0.5 ≤ f < 4 Hz), θ-waves (4 ≤ f <
8 Hz), α-waves (8 ≤ f < 13 Hz) and β-waves (f > 13 Hz)
[16].
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Fig. 2. A short recording of EEG data measured by one sensor.

One problem when analyzing the EEG is that the voltage
amplitudes of the ion-currents are small. Voltage fluctuations
can be caused by many events, such as muscle contraction
(e.g. eye blinks, head movement, talking) and disturbances
not originating from the body (e.g. power line disturbances) .
Such events, also known as artifacts, show up in the EEG as
noticeable signals that are in some cases more prominent than
the useful signals originating from brain activity. This causes
the signal-to-noise ratio to be very small.

The brain-computer interface (BCI) is the idea of using
EEG-sensors to measure brain activity and making it possible
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to detect and execute commands from the data. In theory, one
could be able to execute multiple commands by just thinking
them, while wearing EEG sensors. Such a system could be
used by people with decreased mobility.

Due to the various artifacts, it is hard to implement a BCI
capable of detecting pure thoughts. Massive pre-processing,
e.g. Blind Source Separation with the use of Independent
Component Analysis (ICA) [17], needs to be applied to the
raw data. After pre-processing, a common method of retrieving
desired data for the BCI is to analyze where the signal is
originating from. This is done by selecting different regions
of the brain by specific EEG-channels. The signals are then
usually analyzed in time- and/or frequency domain, trying to
find patterns [18].

Another way to implement a BCI is to look for something
else than thoughts in the EEG data. Eye blinks, for example,
are visible in the EEG signals. When blinking, the eye will
involuntarily rotate due to Bell’s phenomenon [19]. The eye
has areas with different potentials, so this movement relative to
the sensors will cause a prominent peak in the EEG recordings
that are close to the eye [20]. In this report we try to implement
a BCI based on identifying left and right blinking. This would
yield an overall system architecture which later could be
extended for thought analysis by implementing better pre-
processing.

An example of a commercially EEG-headset, Emotiv
EPOC, is shown in Figure 3.

Fig. 3. Commercial EEG-system, Emotiv EPOC.

III. METHOD

In this section, we describe our method used for detecting
eye blinks from the EEG signals and classifying the detected
blinks as left or right.

The Emotiv EPOC headset, shown in Figure 3, is connected
to a computer, and data is gathered and processed in MAT-
LAB1. The system continuously acquires a sequence with the
latest recorded EEG data. For each sequence, a peak detection
algorithm is used for detecting if a blink occurred or not. If
a blink is detected, the system gathers a few selected features

1The MATLAB version used in this project was MATLAB r2015a (32-bit)

from the data which are classified in a supervised machine
learning algorithm. We used a machine learning algorithm
from the MATLAB Statistics and Machine Learning Toolbox.
The classifier determines if the blink was a right or left
eye blink, where each of the two different blinks triggers a
different command in the considered application.

There are two phases in the system: a training phase
and an evaluation phase. In the training phase, the blink
detection and classification are trained on data from the user.
In the evaluation phase, the system detects and classifies eye
blinks in real time based on the information gathered in the
training phase. An overview of the complete blink detection
system, with the training and evaluation phases, is displayed
in Figure 4.

Fig. 4. Overview of the blink detection system. The top of the figure depicts
the training phase of the system. The bottom part shows the evaluation phase,
where the system detects eye blinks in real time and sends commands to the
application. The training phase acquires information which is stored and later
used in the evaluation phase.

The parts of the system are described in more detail in the
following sections. Section III-A describes the Emotiv EPOC
headset and how the EEG data is acquired. Section III-B
describes the preprocessing of the signals and how the blink
detection works. In Section III-C we give a brief overview
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of machine learning. Section III-D describes how the features
are extracted, and in Section III-E we describe the specific
machine learning algorithm used in our system.

A. Data Acquisition

The commercially available EEG headset Emotiv EPOC was
used for recording EEG data. The headset offers 14 EEG
channels [7], and two reference sensors which the channel
voltage is measured against. The channel labeling follows the
10-20 system, an international system for describing different
locations on the scalp. The headset records with a sample
frequency of 128 Hz and is connected to a PC via Bluetooth.
The data can be retrieved in real time, or saved for offline
processing.

For convenience, we will sometimes refer to groups of
channels on the headset. These groups are the front channels
and rear channels. The headset sensor locations and the groups
are displayed in Figure 5.
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Fig. 5. Approximate electrode locations offered by the Emotiv EPOC headset,
where the front and rear channel groups are indicated by the two ellipses.
The names of the sensor locations follow the 10-20 system.

The data is recorded from the headset and processed in
MATLAB. When training the system, data is first recorded and
then processed. When running the system, the data is recorded
and processed in real time.

B. Preprocessing and Blink Detection

The first step of the blink detection process is to determine
if the latest gathered data sequence contains a blink or not,
disregarding which eye it may have originated from. When
an eye blink occurs, it appears in the EEG recordings as a
large peak, much bigger than the rest of the data. Because of
this, we detect blinks by identifying peaks in the signal. An
example of an EEG recording from one channel, when an eye
blink occurred, is shown in Figure 6.
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Fig. 6. A short recording of EEG data from one channel. An eye blink is
visible as a large peak.

As can be seen in Figure 6, the EEG signal is rather noisy.
The big peak corresponding to the eye blink contains many
smaller peaks, which is an issue since when trying to detect
the large peak the smaller peaks will be detected as well.

We simplify the peak detection by removing the smaller
peaks with the use of a moving average (MA) filter. A moving
average filter applied on the sampled signal vnoisy[n] takes,
for each sample, the average of M surrounding samples. We
use a central moving average, so that the average is taken of
a surrounding centered at the current sample n, as in (1). This
means that M must be odd, and the filtered signal will not be
shifted in time. For samples near the edges of the signal, the
average is taken over less than M samples.

v[n] =
1

M

n+M−1
2∑

i = n−M−1
2

vnoisy[i] (1)

This results in a smoother signal, as shown in Figure 7, where
the big peaks barely contain small peaks not related to the eye
blink. We used M = 21.
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Fig. 7. EEG signal containing an eye blink, after MA-filtering. The big peak
corresponding to the eye blink does no longer contain any smaller peaks.

Before detecting blinks in real time, the system has to be
trained on data from the user. The nature of the blinks might be
slightly different between different users, e.g. the amplitudes
of the peaks may vary, so the system must be trained on the
specific heights of the user’s blinks. The detection algorithm
sorts out the interesting peaks, i.e., the peaks corresponding
to eye blinks and not originating from noise. This is done by
a simple threshold-based algorithm, where thresholds are set
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for each channel from the training data sequence. The data
sequence is known to contain Nt eye blinks.

For the front channels, an amplitude threshold for each
channels is chosen such that the Nt highest peaks are above
the threshold and the rest are below. For the rear channels,
where a blink should not show up, the thresholds are instead
chosen as a point higher than the mean value of the Nt highest
peaks. A threshold chosen that way will then be higher than
most of the signal data from the rear channels.

When processing the real time data segments, the first step
is to, for each channel, find all peaks higher than the specified
threshold. Several peaks may be detected in the sequence,
if the user blinked several times or if some disturbance was
picked up. The locations of the peaks in all channels may not
appear at the exact same sample even though they originate
from the same blink. Therefore, we group locations which
are within a certain mutual distance and consider the peaks
to originate from the same event. This distance should be
big enough for peaks that are close together to be grouped
together correctly, but not too big since one might blink in
rapid succession. A suitable distance was found to be 250
milliseconds. Figure 8 displays an EEG recording of all 14
channels when several eye blinks has occurred.

When the peaks have been grouped according to their
location in time, the system determines if the peaks originate
from an eye blink or not by looking at the different information
in the different channels. Specifically, we examine which
channels the peaks occur in. Eye blinks will only register
clearly in the frontal channels, and be barely visible in the
rear channels because of the travel distance through the scalp.
This can be seen in Figure 8. Therefore, if there are several
peaks detected in the front channels and few, if any, in the
back, it is considered that an eye blink occurred. If there are
many peaks in the rear channels at the same time as in the
front, it is not considered a blink but rather some kind of
disturbance, such as a quick movement of the head causing
all the sensors to shift slightly.

C. Supervised Machine Learning

The signal present in the EEG readings will depend on
who the user is. In order to account for these variations,
we use supervised machine learning to recognize the blinks
by training on the current user. Since the system should
distinguish between left and right blinks, we used a binary
machine learning algorithm.

The core of supervised machine learning is that given a
labeled training set the system is able to construct a model
that can be used to classify unlabeled data. This means that
the system must first be trained by the user in order to classify
unknown data. Increasing the amount of training generally
leads to better predictions. It is important that the training
data reflects the classes that should be classified.

In our system, for example, there are two classes: left and
right. We train the system on data sequences which we know
contain a right or left blink. The trained model can then accept
data containing an unknown eye blink, and classify it as either
belonging to the left or the right class.
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Fig. 8. EEG signals from all 14 channels with multiple eye blinks. The
channels close to the top and bottom are the frontal channels, and the channels
closer to the middle are the rear channels. The eye blinks are more visible in
the frontal channels

The following theory briefly describes the supervised ma-
chine learning process.

Let the set C in (2) define the different classes to be
classified from the input signal v[n].

C = {c1, c2, . . . , cNc
} (2)

The input signal needs to be described by features of
interest. Let L be the number of samples of v[n], and Nf

the number of features. A feature extraction function F , see
equation (3), is first applied to describe v[n] by a feature vector
x of dimension Nf , where typically L � Nf .

F : RL → RNf (3)

This yields the feature vector

x = F (v[n]) =




x1

x2

...
xNf


 (4)
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After feature extraction, by collecting Nt feature vectors,
we obtain the feature set X represented in (5). Nt is the
number of different observations used for training, each of
them represented by a feature vector xi.

X = {x1,x2, . . . ,xNt
} =







x1,1

x2,1

...
xNf ,1


 ,




x1,2

x2,2

...
xNf ,2


 . . .




x1,Nt

x2,Nt

...
xNf ,Nt







(5)
xi,j represents the feature j in the feature vector xi ∈ X .
A set of labels is then defined as

Y = {y1, y2, . . . , yNt
: yi ∈ C, ∀i} (6)

Where yi is the known class that the observed feature vector
xi belongs to.

Each feature vector xi ∈ X is paired with its corresponding
label yi ∈ Y . A mapping M is then used to classify unknown
data based on this pairing.

When classifying unknown data, indicated by vu[n], the
signal is first described as a feature vector xu = F (vu[n]),
where xu ∈ RNf , xu /∈ X . The mapping M then assigns
a label yu to the feature vector according to (8). This label,
yu ∈ C, is the predicted class of the unknown signal.

M : RNf → C (7)

yu = M(xu) (8)

D. Feature Extraction

The function F takes a data signal, describes it with Nf

number of features, and standardizes the resulting feature
vector as shown in Figure 9.

Fig. 9. Block diagram of F-function.

We tried and evaluated different choices of features to
describe the peaks which the eye blinks give rise to. The
features tried were the peak’s height, width and prominence.
A peak’s prominence is the peak’s intrinsic height relative to
surrounding peaks, which gives a relative rather than absolute
height measurement. An illustration of the prominence of a
peak is shown in Figure 10. It was shown that the peak’s
prominence was the best choice for this classifier.

The prominences of the frontal right and left channels are
determined, respectively, since a right eye blink will register
more clearly in the right channels, and a left eye blink registers
more clearly in the left channels.
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Fig. 10. An illustration of the prominence of a peak. The lower peak is part
of the bigger peak. The prominence of the lower peak gives a measurement
of how high the peak is on its own.

We use two features in our system, though more could be
used. The two features, x̃lp and x̃rp, are extracted in the second
block of Figure 9, giving the feature vector represented in (9).
x̃lp is the added prominences in the left frontal channels, and
x̃rp the added prominences in the frontal right channels.

x̃ =

(
x̃lp

x̃rp

)
(9)

When extracting features for machine learning, it is common
to apply a method called standardization. Given a feature set
X̃ in (10) with Nt feature vectors, the mean µ and standard
deviation σ with respect to each index is computed.

X̃ = {x̃1, x̃2, . . . , x̃Nt
} =

{(
x̃lp,1

x̃rp,1

)
,

(
x̃lp,2

x̃rp,2

)
. . .

(
x̃lp,Nt

x̃rp,Nt

)}

(10)
Each element is standardized with respect to the other

features with the same index. Specifically for the elements
containing left side prominence the standardization is

xlp,i =
x̃lp,i − µx̃lp

σx̃lp

(11)

Where

µx̃lp
=

1

Nt

Nt∑
i=1

x̃lp,i (12)

σx̃lp
=

√√√√ 1

Nt − 1

Nt∑
i=1

(
x̃lp,i − µx̃lp

)2
. (13)

The same method is applied for the right side prominence,
which yields the new, standardized, feature vector x.

x =

(
xlp

xrp

)
(14)

Standardizing each feature vector x̃i in the feature set X̃
yields the feature set X which can be used to construct the
model M (7).



73

A3B. EEG BLINK DETECTION

X = {x1,x2, . . . ,xNt
} =

{(
xlp,1

xrp,1

)
,

(
xlp,2

xrp,2

)
. . .

(
xlp,Nt

xrp,Nt

)}

(15)
When the prominence is extracted from unlabeled data, it is

standardized according to mean and standard deviation from
the training set, before being classified.

E. Classification With Support Vector Machine

There are many different machine learning methods for
classifying data from training sets. Common classifiers used
for BCI are

• Linear discriminant analysis (LDA)
• Support Vector Machine (SVM)
• Hidden Markov Models (HMM)
• Neural network, MultiLayer Perceptron (MLP)

These classifiers are evaluated for BCI-applications in [21],
with the conclusion that SVM yields the best accuracy.

SVM is a machine learning algorithm that uses a hyperplane
to divide binary labeled training sets. The goal of the hyper-
plane is to maximize the distance between the two training
sets, also known as the maximal margin hyperplane. This plane
is then used to classify unlabeled inputs into the binary domain
based on which side of the hyperplane the feature is.

The following theory briefly describes how a SVM-model
is constructed from a feature set with a corresponding label
set. The information was gathered from [22]. This is the
basics behind generating a SVM-model and is based on the
assumption that the sets are fully linearly separable. We use
fitcsvm() [23] and predict() [24] in MATLAB when training
and classifying our blinks.

The two classes, in our case left and right blink, are
described as follows

Csvm = {c1, c2} = {−1, 1}. (16)

SVM tries to separate the two classes with a linear hy-
perplane described in parametric form as in (17), where w
is normal to the plane and b

‖w‖ is the orthogonal distance
between the plane and origin.

wᵀ · x+ b = 0 (17)

First, the feature set X and label set Y is defined from Nt

trainings.

X = {x1,x2, . . . ,xNt : xi ∈ RNf , ∀i} (18)

Y = {y1, y2, . . . , yNt
: yi ∈ Csvm, ∀i} (19)

The support vector machine seeks the hyperplane that will
maximize the orthogonal distance between the closest member
of both classes {c1, c2}. The model generated should therefore
consist of w and b such that (20) and (21) are valid, while
maximizing the distance to the closest member of both classes.

wᵀ · xi + b ≥ 1 for yi = 1 (20)

wᵀ · xi + b ≤ −1 for yi = −1 (21)

In order to maximize the orthogonal distance to the hyper-
plane and the nearest members of both classes, the support
vectors xsv ∈ X are introduced. By introducing two planes
H1 and H2 that the support vectors from both classes lie on
respectively, we obtain

wᵀ · xi + b = 1 for H1 (22)

wᵀ · xi + b = −1 for H2 (23)

Fig. 11. Hyperplane when using two features for separating the two classes.

The distance between H1 and H2 to the hyperplane, as seen
in Figure 11, is denoted as d1 and d2 respectively. Since the
optimization problem should maximize the distance between
the hyperplane to both H1 and H2, simple geometry yields
that d1 = d2. This distance is known as the Support Vector
Machine margin. It can be shown that the maximum of this
margin is equivalent to

min‖w‖ (24)

Under the constraint given when combining (20) and (21)
to

yi(w
ᵀ · xi + b)− 1 ≥ 0 ∀i (25)

This constraint is equivalent to the statement that the points
must be fully linearly separable, which is not always the case.
When dealing with such sets, MATLAB will apply a slightly
different method, introducing soft margins with the use of
slack variables in the optimization problem [25].

By rewriting the optimization problem to min 1
2‖w‖2 it is

possible to determine w and b with the use of Lagrange
multipliers and Quadratic Programming optimization.
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This yields to the model M used for classification based on
the training data. Classification yu of a unlabeled features xu

is then made by

yu = sign(wᵀ · xu + b) (26)

Figure 12 shows an example of how it would look with
three features and how the hyperplane is placed between the
two classes. Evaluation by (26) will determine the label based
on which side of the plane in three dimensions the features
lie. In our system, however, we use only two features.

Fig. 12. Hyperplane when using three features for separating the two classes.

IV. APPLICATION

In this section we describe the final application of our study,
which consists of a graphical game that takes inputs from the
blink detection algorithm.

In order to fully test the system and study how to implement
everything from training to executing of commands, a simple
Java program was written and connected to the MATLAB
program. The Java program consists of a graphical game where
the user can steer a car left and right by blinking, trying
to avoid obstacles as shown in Figure 13. The obstacles are
spawned at random positions with random vertical velocity
(within a certain velocity-interval). Avoiding obstacles lead
to increased difficulty, with more obstacles and increased
velocity. Hitting an obstacle results in that the difficulty is
reset and the game restarts.

First, the user must start the MATLAB program and connect
the EEG sensors. After establishing a connection the user
trains the system in MATLAB. When the training is done,
MATLAB starts the Java application and the real-time process-
ing of EEG-data. When a blink has been detected by the blink
detection step, MATLAB tries to predict if the blink was left
or right using machine learning. The prediction is then sent as
a command to the Java application, resulting in steering the
car.

The game was written with the purpose of making the
steering as separated as possible from the game logic. This

Fig. 13. Graphical application in Java. The bottom car (orange) is steered to
the left or right, dodging the other cars (red).

made the connection between MATLAB and the game simple.
The MATLAB program only needed the path to the Java class,
create an object Game from it, and call on Game.rightBlink()
and Game.leftBlink() in order to control the car. An UML-
diagram2 for the Java application is shown in appendix Sec-
tion A.

We chose to design this application since it mimics the
difficulties of controlling a physical object, i.e., trying to
avoid obstacles that can come at different speed at different
positions. The same technique could be used to control other
objects, such as a wheelchair. This could be done by replacing
the object in MATLAB and the front-end application receiving
the commands.

V. RESULTS

In this section we present the performance of our system.
The presented results mainly regard the outcome when running
the system offline, using recorded data, but the real time
performance is evaluated as well.

The detection algorithm is divided into two separate parts,
whose results can be analyzed separately. The first part is
the detection of eye blinks, which only detects blinks and
disregards which eye they originated from. The second part is
the machine learning algorithm, which classifies the detected
blinks as either right or left.

Section V-A presents the performance of the blink detection,
and Section V-B presents the performance of the left/right-
classifier. In Section V-C, we evaluate the performance of
the real time blink classification system, i.e., controlling the
graphical application with eye blinks.

A. Blink Detection Algorithm

The blink detection algorithm should detect when an eye
blink occurs, but should not care which eye it comes from. For
the blink detection, basic signal detection theory is utilized in
order to evaluate the results. The signal contains noise, which
may cause misdetection due to noise mimicking the event that
is to be detected.

2Unified Modeling Language, a way to visualize dependencies and classes
in a program
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During the detection process, there are four possible out-
comes [26], which are displayed in Figure 14. When an event
is present, it should be detected. When it is not present, it
should be rejected.

Fig. 14. The four different outcomes when detecting an event. The two
diagonal elements (hit and correct rejection) are the desired outcomes, while
on the antidiagonal are the undesired outcomes.

In our case, the event that should be detected is an eye
blink. We evaluated the blink detection by manually looking
at the EEG signals and counting the correctly and incorrectly
detected blinks, and the correct and incorrect rejections. An
example of expected hit and rejection areas in an EEG
recording is displayed in Figure 15. The purple areas indicate
where eye blinks have occurred and should be detected.
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Fig. 15. An EEG recording containing a number of eye blinks. The shaded,
purple areas indicate where a blink has occurred and should be detected. In
the areas between, blinks are not expected to be detected.

A short data sequence containing a number of blinks, and
the results from the blink detection algorithm, are displayed
in Figure 16. The vertical lines indicate where the algorithm
detected a blink. To evaluate the performance, one can then
count how many blinks were detected (hit), how many that
were not (miss), how many times a blink was not detected
in-between blinks (correct rejection), and how many times a
blink was detected where there was no blink (false hit).

The results are displayed in Table I. The data evaluated
consisted of sequences containing in total of 359 mixed left
and right eye blinks. The recordings were from one person.
10 left and 10 right eye blinks were used to train the blink
detection, as described in Section III-B. Of all blinks, more
than 85% were correctly detected. Of the areas between eye
blinks, approximately 7% of them were falsely considered to
contain eye blinks.
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Fig. 16. Result of blink detection. The vertical dotted lines indicate where
the algorithm has found a blink. One eye blink, close to the end of the signal,
was not detected (missed).

TABLE I
DETECTION STATISTICS OF BLINKS, BASED ON 359 EYE BLINKS.

Blink present Blink not present

Blink detected 86.9 % 6.7 %

Blink not detected 13.1 % 93.3%

B. Left/Right Blink Classifier

When a blink has been detected, the machine learning step
determines which eye the blink came from. This is done by
describing the blink with a number of features, two in our
case, and letting the SVM-model classify it as either left or
right.

When evaluating the performance, we used a set of 377 eye
blinks (188 left and 189 right) from one person. The class,
left or right, was known for each observation. We selected a
number of observations for training the SVM-model. The rest
of the observations were afterwards passed to the model, which
then predicted which class they belonged to. The predicted
class for each observation was then compared to its known
class, to evaluate the classifier’s performance.

Figure 17 shows an training example where 10 observations
of each class were used to train the SVM-model. The decision
boundary is a straight line. Unknown observations will be
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classified as left or right depending on which side of the
decision boundary they appear on.
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Fig. 17. 10 left eye blink samples and 10 right eye blinks used for training the
SVM. The decision boundary will predict which class unknown observations
belong to depending on which side of the boundary they appear on.

We evaluated the system for four different cases of feature
selections:

• Two features:
Sum of prominences in front left channels
Sum of prominences in front right channels

• Two features:
Sum of heights in front left channels
Sum of heights in front right channels

• Two features:
Sum of widths in front left channels
Sum of widths in front right channels

• Four features:
Sum of prominences in front left channels
Sum of prominences in front right channels
Sum of heights in front left channels
Sum of heights in front right channels

When evaluating the classifier performance, we selected
which observations to use for training at random. The rest of
the observations were then used for evaluating, giving percent-
ages for how many of the right and left blinks respectively that
were predicted correctly. We performed this random selection
of training data and evaluation 1000 times, and calculated
the average of the percentages to get an idea of the average
performance of the classifier.

When selecting training observations at random and evaluat-
ing the percentages, we also calculated the standard deviation
of the percentages. The deviations then indicate how much
the performance varies depending on which observations were
selected for training.

We evaluated the performance for the four different cases
previously mentioned, for each case using different numbers of
observations for training. The results are displayed in Table II.

From the table, one can see that increasing the number
of training samples increases the ratio of correctly predicted
blinks. Using more training samples also reduced the variation

TABLE II
CLASSIFICATION RESULTS FROM 377 SAMPLES WITH RESPECT TO

DIFFERENT FEATURES AND NUMBER OF TRAINING SAMPLES. Nt/2 IS THE
NUMBER OF OF TRAINING SAMPLES FROM EACH CLASS.

Feature Event Nt/2 Correct [%] σ [%]

Pr
om

in
en

ce Left blink

5 97 9
10 99 2
20 100 0.7
40 100 0.4

Right blink

5 84 10
10 86 8
20 91 5
40 94 3

H
ei

gh
t

Left blink

5 90 10
10 91 9
20 93 6
40 95 3

Right blink

5 82 10
10 83 10
20 86 9
40 89 6

W
id

th
Left blink

5 70 20
10 74 10
20 75 7
40 76 5

Right blink

5 66 20
10 69 10
20 72 6
40 73 4

Pr
om

.+
he

ig
ht

Left blink

5 95 9
10 97 5
20 99 2
40 99 0.8

Right blink

5 88 9
10 91 6
20 94 3
40 95 2

of the performance, i.e., the evaluation was less dependent on
which observations were randomly selected for training.

One can also see that using the prominence of the eye blinks
gave better results than using the heights or widths. Using
four features, prominence and height in left and right channels
respectively, gave almost the same performance as when only
using prominence.

Finally, the prediction is more accurate for left blinks than
for right blinks. As can be seen in Figure 16, the amplitude of
the right channel varies a lot. This could be one reason for that
classifying right blinks is less accurate. It is possible to see
in Figure 18 that the features for the right and the left blinks
are quite spread out, but that the left blinks are grouped more
tightly than the right blinks.

In the final real time system, we used the configuration in-
dicated by the shaded areas in Table II. The two features were
the prominences in the left and right channels respectively,
and 10 left eye blinks and 10 right were in this case used
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for training the SVM. The result from the classification with
this configuration is shown in Figure 18. The observations are
plotted according to their known classes. The observations that
were predicted wrongly, e.g. a right blink predicted as a left
blink, are circled. These are the blinks that are on the ”wrong”
side of the decision boundary.
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Fig. 18. 177 left eye blinks and 188 right eye blinks evaluated in the SVM.
The observations are plotted according to their known classes.

C. Real Time System
The complete system consists of a real time connection

between the Emotiv headset, MATLAB and the Java applica-
tion. Data sequences are gathered in real time and processed.
The peak detection detects blinks, and the left/right-classifier
determines if the detected blink is a right or a left blink.
Based on the specific command MATLAB calls a method in
the running Java application, controlling the graphical car.

It was possible to control the car on the screen, albeit
difficult. Sometimes it moved when one did not blink, many
blinking commands were not detected, and sometimes a blink
was classified wrong (e.g., a left blink classified as right). The
weakest part appeared to be the blink detection, classifying
blinks as left or right after they have been detected worked
better. The blink detection was sensitive to disturbances, as
movements of the head or facial expressions could cause peaks
that were interpreted as blinks.

Another limitation of the system is that when the user has
to blink normally, to moisten the eyes, it will be interpreted
as a command to steer the car regardless if it was intended
or not. This caused the car to perform even more unwanted
movements.

VI. DISCUSSION AND FUTURE WORK

In this section we discuss the use of sensors for health
monitoring in the smart city and the performance of our
implementation. In Section VI-A we discuss the impact of
using sensors to monitor people’s health, and in Section VI-B
we propose a new application of health care sensor networks.
In Section VI-C we discuss the performance and usability of
our blink detection and classification system, and what future
work could be done to further improve it.

A. Health Care Sensors in the Smart City

This report studied if automated solutions could be benefi-
cial for the health care sector. The use of sensors and actuators
can indeed be used for many applications that may aid both
sick and healthy people.

Regular health checks at home, done by sensors that pick up
signals from the body, can decrease the risk of sickness for
individuals. These general health checks do not necessarily
have to be done at a hospital by a doctor. This would lead
to more frequent health checks and less staff needed to do
the checks, beneficial to both the individual and society, since
sicknesses would easier be found and the health care sector
would be offloaded.

Automated health care solutions can also be used for those
who suffer from disabilities. Technology such as wheelchairs
steered with, for example, eye movements [3] and tongue
movements [4] can greatly improve the quality of life of
those in need. Advancements in this research could lead to
cheaper equipment and therefore be available for the majority
of people.

We proposed a dynamical control model that could integrate
the drivers state, e.g., if she is tired or unfocused, into the
vehicles control model. This would yield an overall system
consisting of a vast number of sensors and actuators, where not
only the driver’s conscious actions would act as an input, but
also her current health state, thus reducing the risk in driving.
The impact of such an application could however be minimal
because of the rise of autonomous (self-driving) cars.

B. Possible new Application of Health Care Sensors and its
Impact on Society

Health events, as discussed for the dynamical control model,
could also be integrated into autonomous cars in the future.
If sensors detects that the drivers becomes very ill, unable to
alert medical personnel herself, the car could automatically
alter its trajectory and drive to the closest hospital. By using
information about the current traffic, the car could calculate
which hospital that takes the least time to drive to. Just like an
ambulance, it could also warn other autonomous vehicles of
the current situation by communicating wirelessly, allowing it
to maneuver more freely. An overview of the proposed system
is shown in Figure 19.

Such a system could lessen the strain on the health care
sector by reducing the number of ambulances needed, as well
as getting people to hospitals faster.

C. Implemented Blink Detection and Classification System

There are many areas where brain-computer interfaces can
be beneficial. This report has studied how such a system could
be implemented from identifying blinking as commands, but it
could also be extended to act on thoughts. A BCI could be used
as an aid for disabled people or as a life improving application
for the general population. If BCIs are implemented in houses
they could also work as a controllers for many different
household items, for example toggling lights and changing
the volume of the television. This report studied how to
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Fig. 19. Overview of a possible health care application in future autonomous
cars. Health states that could be life threatening fires an event in the system
so that the trajectory is changed to the fastest way to medical help.

steer a car in a graphical application, but the same method
could be applied on real physical objects. The most prominent
application of such a system is allowing disabled individuals
to steer a wheelchair by pure thought [6].

When developing systems that will be used by people
it is important to think of the human-computer interaction,
i.e., making the system easy to use and convenient for the
user. This is very important when the system is complex and
requires training from the user to work. The system cannot, for
example, require a large amount of training in order to work
since this would affect the user’s experience (e.g. in terms of
more delay before being able to use the system).

Our implementation shows that machine learning is an
effective method of implementing a system that can recognize
events originating from the scalp with the use of EEG-sensors.
Machine learning allows the system to adapt to the current
user. This is an important feature of a system that is based on
body events, e.g. eye movements, since no human body is the
same, and the same event will result in different signals for
different users.

A disadvantage of our system is that when eye blinks are
detected, they will always be classified as either left or right.
It can not distinguish between if both eyes blinked, or just
one of them. When the user blinks normally with both eyes,
it will then be interpreted as a command and the system will
perform an unwanted action. Future work could improve the
system by making it capable of detecting if the user blinked
with both eyes or only one.

The blink detection algorithm identifies blinks by detecting
peaks, which makes it sensitive to disturbances. For example,
small movements of the head will cause the sensors to shift
slightly, resulting in voltage peaks as large as the peaks from
the eye blinks. Often, these disturbances will be detected as
eye blinks, even though the system tries to counter this. The
system could be improved by better handling disturbances,

perhaps by not only looking at the amplitudes of the blinks
but their shapes as well.

The inaccuracies in the blink detection algorithm combined
with the left/right-classifier causes the final system to miss
or incorrectly detect a fair number of blinks, which makes it
difficult to control the application in real time. Improvements
of the system would be necessary for it to be viable to use in
real applications.

There is the possibility to use other methods to recognize
blinks than looking at the EEG. This could yield better results
when detecting and classifying the events. An example of such
a system is electrooculography (EOG), which main purpose is
to detect eye movements, and it has been successfully used
for detecting and classifying eye blinks [20]. We think that
there is also the possibility to use cameras, coupled with image
processing, to classify eye blinks.

VII. CONCLUSIONS

In this section, we state our conclusions from this report.
Networks of sensors and actuators can be used for lessening

the strains on the health care sector by monitoring the health
of individuals. Dynamical control models in vehicles, based on
the driver’s health state, could reduce the risks while driving.

A brain-computer interface was implemented that could
successfully recognize eye blinks. A peak detection algorithm
was used, which could detect over 85% of the eye blinks
tested. We used a support vector machine for classifying the
blinks as belonging to the class left or right. Height, width
and prominence of the peaks were evaluated for the support
vector machine with the conclusion that prominence gave the
best result. The classifier could correctly predict the classes for
approximately 90% of the eye blinks based on the prominence
of the peaks.

A graphical application, where a car can be controlled, was
developed in Java with the purpose of testing the system in
real time. The peak detection algorithm was not as effective
when data was processed in real time.

The report shows how a system architecture with parts that
can train and classify commands together with a front-end
application to command an object could be implemented. This
architecture can be extended to other applications, such as
controlling a wheelchair to aid individuals who need it. By
implementing better preprocessing, other commands, such as
thoughts, could be recognized by the system from EEG-data.
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APPENDIX A
UML-DIAGRAM OF JAVA APPLICATION

Fig. 20. UML-diagram of the game written in Java
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AUTONOMOUS VEHICLES – A MOVING IDEA

You just left home. After picking up your latte from the barista, you call the taxi company to get you to 
your next meeting outside town. Across the street, you see a traffic police looking stern, observing the 
traffic jam. For us, it is almost implicit that services are dependent on other people. However, all these 

three events could happen without any human contact whatsoever.

Autonomous systems refer to control systems without human interaction. With advanced sensors, that 
measure different quantities for a system, we can create a reliable control system for autonomous vehicles. 
These self-operating systems can aid people with different burdens and time-consuming tasks, which will 
improve our way of living.

An advanced coffee robot could replace the cheery barista. The taxi could be invoked by a single press on 
your smartphone and be autonomous, and perhaps dozens of UAVs could swarm the air and control every-
thing from traffic speed limits to putting out fires. These are some of the applications that the autonomous 
technology can provide in the future.

Some previous generations lived to experience major life-changing events. We may as well be one of those 
generations, the generation that will be there when we are handing over our vehicle keys to autonomous 
technology. 

CONTEXT A (PART 3): AUTONOMOUS VEHICLES IN SMART CITIES
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Future modern cities will be a lot larger than 
they are today. A theme for smart cities is to 
find a sustainable infrastructure, which ap-

plies to an increased globalized world with a growing 
population. We face a need for security, monitoring, 
navigation, as well as making transportation more 
efficient between cities and countries.

A useful application of monitoring and navigation 
is to use autonomous ground vehicles (AGV). There 
are many uses for AGVs in smart cities, anything from 
delivering products to surveillance and even rescue 
missions. The challenge is controlling them, avoiding 
obstacles and efficiently finding optimal paths. Effi-
cient navigation in indoor environments is the aim of 
project A4. A simple controller has been implement-
ed that follows the paths calculated by a modified 
version of the A* algorithm. Project group A4ind did 
an implementation of the control system and obsta-
cle avoidance. This project used the microcontroller 
myRIO developed by National Instruments for im-
plementing an object-tracking algorithm that tracks 
and follows a moving object.

Another useful technology in the future smart city 
is unmanned air vehicles (UAV). Such devices are 
useful for surveillance and monitoring because they 
are airborne vehicles, which gives them the advan-
tage of being the eye from above. This also brings a 
new series of applications such as delivery of medical 
appliances in an emergency situation.  Project group 
A5 has found the necessary sensors that can be used 
in a UAV for controlling and performing trajectory 
planning. The important task of creating a coopera-
tive perception system of several UAVs has been pro-
posed. The mentioned results gave a good guidance 
for the project group to propose an application for 
UAVs in smart cities.

Heavy-duty vehicles (HDV) play a major role in 
driving long distances. Since a renewable energy 
solution is still not sustainable economically, a way 
to reduce fossil fuel consumption is greatly wanted. 
This is where platooning is a viable choice. When 
HDVs drive close behind each other they have less air 
drag compared to when they drive alone. The result 
of this is reduced fuel consumption, and consequent-
ly less pollution. Project group A7 got results that de-
cide if it is worth to platoon or not. To this end, it is 
important to take different parameters into account– 
both fuel and time. 

The project results contribute in different ways to 
solve the problems that come with a growing pop-
ulation, such as security, safety, and environmental 
strains. Being able to efficiently perform navigation 
can be used for security reasons by monitoring spe-
cific areas. Platooning in smart cities reduces traffic 
congestion and optimizes the traffic flow. Both eco-
nomic and environmental costs can be extenuat-

ed with that method. These results may only play a 
small part of solving the challenges of smart cities, 
however, they are definitely a step in the right direc-
tion. 

Considering possible future work in this context, it 
would be beneficial to apply the acquired theory to an 
actual implementation. This would offer the oppor-
tunity to solidify the understanding of the subject. 
Regarding platooning, a possible future task could 
be to investigate a central infrastructure. Numerous 
challenges arise such as network security and safety, 
but also technical engineering responsibilities with 
respect to people and society.

ETHICAL REFLECTION
Autonomous vehicles and robots seem like a futur-
istic scenario but such a scenario is closer to reality 
than one might expect. The existence of functioning 
autonomous vehicles and robots alone is not enough; 
they have to function both independently and togeth-
er with other technical systems. As society becomes 
more advanced new ethical questions arise. Who 
is responsible when a machine has to make ethical 
decisions? Is automating certain tasks an ethically 
sound decision considering the responsibility issue 
if something goes wrong? In this paragraph, we try 
to tackle some of these ethical questions. 

The ownership of emerging technologies is a com-
plex question. Who bears the responsibility when 
an autonomous car causes damages? This means 
that appropriate legislation as well as a framework 
for handling possible incidents is needed. Maybe 
we should accept some casualties with autonomous 
technologies to move forward with developing the 
smart city. It is at least worth considering if the ben-
efits with autonomous technologies exceed the risks 
that come with it.

There is a fine line to draw between security and 
privacy. In the future smart city, there will be a need 
for surveillance to create a safer environment but this 
brings privacy issues to the table. This raises ethical 
questions. Is it acceptable to take away the right of 
privacy from people by having monitoring technolo-
gies? To not violate the people’s privacy, surveillance 
should have restrictions to where the monitoring 
should be allowed.

Technology advancements can be beneficial for the 
society as a whole but changes come with a cost. New 
technologies might cause unemployment. However, 
it is highly probably that the employing environment 
will adapt to new circumstances, just like it has done 
through history. 

Cities are getting bigger and smart cities are in 
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some way a solution to the challenges of urbaniza-
tion. Such cities could benefit a lot from futuristic 
technologies to improve the quality of life. History 
has taught us that disadvantages with new technol-
ogy are temporary, like, for instance, the invention of 
electricity that caused unemployment. In our opin-
ion society will in the long run mostly benefit from 
autonomous technologies in smart cities. 
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A4. AUTONOMOUS GROUND VEHICLE

 
Abstract—Autonomous ground vehicles (AGVs) are set to 

revolutionize our society with applications ranging from self-
driving cars to unmanned military vehicles. Before any of these 
applications can be implemented there must first exist a reliable 
navigation and control system. Motivated by these challenges we 
study different controlling, sensing and navigational tools. For 
controlling the AGV we design a PID controller. For trajectory 
planning we implement a modified version of the A* algorithm. 
We demonstrate how the PID controller and trajectory planner 
can be combined with simulations in different settings. The 
simulations show that the proposed navigation tools are well 
suited for the AGV to be able to navigate and avoid obstacles in 
both known and unknown environments. A new application for 
AGVs has also been proposed.

I. INTRODUCTION

UTONOMOUS ground vehicles are landlocked 
machines that perform specific tasks automatically. 

Applications of AGV’s vary greatly – warehouse vehicles 
used for moving containers[1], autonomous vacuum 
cleaners[2] at home, autonomous agricultural vehicles[3] and 
many more. The ways in which we can use AGVs are 
bounded only by the limits of our imagination.

Our focus is on indoor usage in smart buildings – buildings 
filled with sensors and cameras that make our life easier and 
safer. Before AGVs can be used for any specific task the need
to be able to navigate inside the building that is to avoid 
obstacles and make smart decisions when choosing a path. 
This motivates us to construct a controller and a navigation 
system for the AGV so it is able to accomplish this task. We 
also study different sensors that can be used for obstacle 
detection and their limitations. We then evaluate our 
navigation system with different simulations.

II. VEHICLE KINEMATICS

In this section we describe the kinematics of a differential 
drive AGV. 

Consider the differential drive AGV depicted in Fig.1. It 
consists of two wheels that can rotate at different velocities
where 𝑣𝑣𝑣𝑣𝑟𝑟𝑟𝑟 and 𝑣𝑣𝑣𝑣𝑙𝑙𝑙𝑙 denote the velocity of the right and the left 
wheel respectively. We demonstrate how these velocities 
make the vehicle move left, right or in a straight line. A castor 
wheel is also attached behind the main wheels to keep the 
vehicle balanced.

Fig. 1 Differential drive AGV model inspired by [5]

The model we are using is based on [4], where 𝑣𝑣𝑣𝑣 and 𝜔𝜔𝜔𝜔
denote the speed and angular velocity of the AGV 
respectively as depicted in Fig. 1. To map from 𝑣𝑣𝑣𝑣 and 𝜔𝜔𝜔𝜔 to 𝑣𝑣𝑣𝑣𝑟𝑟𝑟𝑟
and 𝑣𝑣𝑣𝑣𝑙𝑙𝑙𝑙 the following equations are used

𝑣𝑣𝑣𝑣 =
𝑣𝑣𝑣𝑣𝑟𝑟𝑟𝑟 + 𝑣𝑣𝑣𝑣𝑙𝑙𝑙𝑙

2
       (1)

𝜔𝜔𝜔𝜔 =
2(𝑣𝑣𝑣𝑣𝑟𝑟𝑟𝑟 − 𝑣𝑣𝑣𝑣𝑙𝑙𝑙𝑙)

𝑑𝑑𝑑𝑑
(2)

Where d is the wheelbase, the distance between the wheels as 
shown in Fig.1. We obtain the following kinematic model

�
�̇�𝑥𝑥𝑥 = 𝑣𝑣𝑣𝑣 cos𝜃𝜃𝜃𝜃
�̇�𝑦𝑦𝑦 = 𝑣𝑣𝑣𝑣 sin𝜃𝜃𝜃𝜃
�̇�𝜃𝜃𝜃 = 𝜔𝜔𝜔𝜔         

(3)

Were �̇�𝑥𝑥𝑥 is the velocity in the x-direction, �̇�𝑦𝑦𝑦 the velocity in the 
y direction and �̇�𝜃𝜃𝜃 the angular velocity around the AGVs axis. 
It is now easy to implement the odometry of the vehicle by 
using a discrete time integration of (1). The following 
functions are obtained according to [4]

�
𝑥𝑥𝑥𝑥𝑘𝑘𝑘𝑘+1 = 𝑥𝑥𝑥𝑥𝑘𝑘𝑘𝑘 + 𝑇𝑇𝑇𝑇𝑣𝑣𝑣𝑣𝑘𝑘𝑘𝑘 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐(𝜃𝜃𝜃𝜃𝑘𝑘𝑘𝑘 + 𝑇𝑇𝑇𝑇𝜔𝜔𝜔𝜔𝑘𝑘𝑘𝑘 2⁄ )
𝑦𝑦𝑦𝑦𝑘𝑘𝑘𝑘+1 = 𝑦𝑦𝑦𝑦𝑘𝑘𝑘𝑘 + 𝑇𝑇𝑇𝑇𝑣𝑣𝑣𝑣𝑘𝑘𝑘𝑘 𝑐𝑐𝑐𝑐𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠(𝜃𝜃𝜃𝜃𝑘𝑘𝑘𝑘 + 𝑇𝑇𝑇𝑇𝜔𝜔𝜔𝜔𝑘𝑘𝑘𝑘 2)⁄
𝜃𝜃𝜃𝜃𝑘𝑘𝑘𝑘+1 = 𝜃𝜃𝜃𝜃𝑘𝑘𝑘𝑘 + 𝑇𝑇𝑇𝑇𝜔𝜔𝜔𝜔𝑘𝑘𝑘𝑘                                 

(4)

Networked Control of Autonomous Ground 
Vehicles

Vladas Bakutis and Qiao Jin
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In the next section we describe how to control the AGV
using a simple controller.

III. CONTROLLER

To make the AGV move to a desired destination, a 
controller is needed. The basic idea is to use the position of 
the AGV and the destination to calculate a path for the AGV 
to follow. The AGV velocity 𝑣𝑣𝑣𝑣 is set constant. The controller 
inputs are the coordinates of the destination, (𝑥𝑥𝑥𝑥𝑔𝑔𝑔𝑔,𝑦𝑦𝑦𝑦𝑔𝑔𝑔𝑔). The
feedback to the controller is the AGV’s current position
(𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦). By using this data, we can calculate the angular 
difference between the destination and the AGV at time 𝑡𝑡𝑡𝑡,
denoted by 𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) (see Fig. 2), as follows.

𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) = 𝜃𝜃𝜃𝜃𝑔𝑔𝑔𝑔(𝑡𝑡𝑡𝑡) − 𝜃𝜃𝜃𝜃𝐴𝐴𝐴𝐴(𝑡𝑡𝑡𝑡) = 𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑠𝑠𝑠𝑠−1
(𝑦𝑦𝑦𝑦𝑔𝑔𝑔𝑔 − 𝑦𝑦𝑦𝑦)
(𝑥𝑥𝑥𝑥𝑔𝑔𝑔𝑔 − 𝑥𝑥𝑥𝑥)

− 𝜃𝜃𝜃𝜃𝐴𝐴𝐴𝐴(𝑡𝑡𝑡𝑡) (5)

Fig. 2 Angle for AGV  𝜃𝜃𝜃𝜃𝐴𝐴𝐴𝐴 and angle for goal 𝜃𝜃𝜃𝜃𝑔𝑔𝑔𝑔.

The angular difference 𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) is then fed into the PID 
controller (see Fig. 3) to get the desired angular velocity 𝜔𝜔𝜔𝜔 as 
shown in equation (6). Due to the AGV dynamics in equation 
(3) the vehicle turns in the desired direction. The new position 
of the vehicle is then given as a feedback to the controller and 
the same process continuous until the goal position is 
reached. This PID controller can be mathematically expressed 
as follows:

𝜔𝜔𝜔𝜔(𝑡𝑡𝑡𝑡) = 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) + 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 �𝑒𝑒𝑒𝑒 (𝜏𝜏𝜏𝜏)𝑑𝑑𝑑𝑑𝜏𝜏𝜏𝜏 + 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡)′ (6)

Here 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝,𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖  and 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 are the proportionality constants. They 
can be changed based on the dimensions of the AGV and the 
desired movement characteristics. By increasing 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝 the AGV 
turns faster, though the AGV becomes unstable if 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝 is too 
high. A higher 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 makes the AGV follow the path closer, 
decreasing the static error, again the vehicle becomes unstable 
if 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 is too big. By increasing 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 we get a faster response to 
changes in direction, but again a high 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 may lead to 
instability. After extensive experiments we found that the 
values 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝 = 8, 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 = 0.5 and 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 = 5 worked well. We then 
use 𝜔𝜔𝜔𝜔 to obtain the desired velocities for both wheels of the 
AGV by applying (2) and (3). 

Fig. 3 Block diagram for the PID controller and AGV model.

IV. PATH PLANNING

For the AGV to be functional it is crucial that it can 
traverse from one point to another, avoiding obstacles and 
choosing the shortest path available. In this section we 
provide a navigation algorithm for this purpose.

Many different approaches can be taken to solve the 
navigation problem such as potential field mapping [5],
dynamical programming [6], neural networks [7] and many 
more. The path planning method we are using is based on the
A* [8] algorithm. We chose A* because it is a fast algorithm 
that calculates shortest paths in grid based maps.

A. Modified A*
A* is based on the famous Dijkstra’s algorithm [9],

improving its performance by adding a heuristic. The 
heuristic focuses the algorithms searches in the direction of 
the goal.

The idea behind A* is to search for the shortest path, while 
minimizing the amount of calculations. Unlike Dijkstra’s 
algorithm that evaluates all the nodes until the goal is found, 
A* evaluates the nodes that are closest to the goal first, 
minimizing the total amount of cost evaluations needed. This 
is done by using the following cost function

𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠) = 𝑔𝑔𝑔𝑔(𝑠𝑠𝑠𝑠) + ℎ(𝑠𝑠𝑠𝑠) (7)

Where 𝑔𝑔𝑔𝑔(𝑠𝑠𝑠𝑠) represents the exact cost to move from the 
starting position to a node  𝑠𝑠𝑠𝑠 and ℎ(𝑠𝑠𝑠𝑠) is the heuristic that
estimates the cost to move from node 𝑠𝑠𝑠𝑠 to the goal. So not 
only is the cost to move to node 𝑠𝑠𝑠𝑠 considered but also the cost 
to move from node 𝑠𝑠𝑠𝑠 to the end goal, making the algorithm
more informed. There are different heuristics that can be used 
for this estimation depending on the application. The heuristic 
we use is the Euclidian distance between node 𝑠𝑠𝑠𝑠 and the goal.
This is crucial since we only get optimal paths if we don’t 
overestimate the distance to the goal [8].

Our implementation of A* works by first creating a grid 
based map, were each grid represents a node. We then create
two lists, let’s call them OPEN and CLOSED. The OPEN list 
contains nodes that are to be checked. The purpose of the 
CLOSED list is to contain the path i.e. the nodes with the 
least cost 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠). At the start the OPEN list contains the 
starting node and the CLOSED list is empty. The node with 
the lowest 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠) in the OPEN list is then transferred to the 
CLOSED list. The next step is to calculate all the 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠) values 
for the nodes that are adjacent to the node that got transferred 
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In the next section we describe how to control the AGV
using a simple controller.

III. CONTROLLER

To make the AGV move to a desired destination, a 
controller is needed. The basic idea is to use the position of 
the AGV and the destination to calculate a path for the AGV 
to follow. The AGV velocity 𝑣𝑣𝑣𝑣 is set constant. The controller 
inputs are the coordinates of the destination, (𝑥𝑥𝑥𝑥𝑔𝑔𝑔𝑔,𝑦𝑦𝑦𝑦𝑔𝑔𝑔𝑔). The
feedback to the controller is the AGV’s current position
(𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦). By using this data, we can calculate the angular 
difference between the destination and the AGV at time 𝑡𝑡𝑡𝑡,
denoted by 𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) (see Fig. 2), as follows.
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(𝑦𝑦𝑦𝑦𝑔𝑔𝑔𝑔 − 𝑦𝑦𝑦𝑦)
(𝑥𝑥𝑥𝑥𝑔𝑔𝑔𝑔 − 𝑥𝑥𝑥𝑥)

− 𝜃𝜃𝜃𝜃𝐴𝐴𝐴𝐴(𝑡𝑡𝑡𝑡) (5)

Fig. 2 Angle for AGV  𝜃𝜃𝜃𝜃𝐴𝐴𝐴𝐴 and angle for goal 𝜃𝜃𝜃𝜃𝑔𝑔𝑔𝑔.

The angular difference 𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) is then fed into the PID 
controller (see Fig. 3) to get the desired angular velocity 𝜔𝜔𝜔𝜔 as 
shown in equation (6). Due to the AGV dynamics in equation 
(3) the vehicle turns in the desired direction. The new position 
of the vehicle is then given as a feedback to the controller and 
the same process continuous until the goal position is 
reached. This PID controller can be mathematically expressed 
as follows:

𝜔𝜔𝜔𝜔(𝑡𝑡𝑡𝑡) = 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡) + 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 �𝑒𝑒𝑒𝑒 (𝜏𝜏𝜏𝜏)𝑑𝑑𝑑𝑑𝜏𝜏𝜏𝜏 + 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑𝑒𝑒𝑒𝑒(𝑡𝑡𝑡𝑡)′ (6)

Here 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝,𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖  and 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 are the proportionality constants. They 
can be changed based on the dimensions of the AGV and the 
desired movement characteristics. By increasing 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝 the AGV 
turns faster, though the AGV becomes unstable if 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝 is too 
high. A higher 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 makes the AGV follow the path closer, 
decreasing the static error, again the vehicle becomes unstable 
if 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 is too big. By increasing 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 we get a faster response to 
changes in direction, but again a high 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 may lead to 
instability. After extensive experiments we found that the 
values 𝐾𝐾𝐾𝐾𝑝𝑝𝑝𝑝 = 8, 𝐾𝐾𝐾𝐾𝑖𝑖𝑖𝑖 = 0.5 and 𝐾𝐾𝐾𝐾𝑑𝑑𝑑𝑑 = 5 worked well. We then 
use 𝜔𝜔𝜔𝜔 to obtain the desired velocities for both wheels of the 
AGV by applying (2) and (3). 

Fig. 3 Block diagram for the PID controller and AGV model.

IV. PATH PLANNING

For the AGV to be functional it is crucial that it can 
traverse from one point to another, avoiding obstacles and 
choosing the shortest path available. In this section we 
provide a navigation algorithm for this purpose.

Many different approaches can be taken to solve the 
navigation problem such as potential field mapping [5],
dynamical programming [6], neural networks [7] and many 
more. The path planning method we are using is based on the
A* [8] algorithm. We chose A* because it is a fast algorithm 
that calculates shortest paths in grid based maps.

A. Modified A*
A* is based on the famous Dijkstra’s algorithm [9],

improving its performance by adding a heuristic. The 
heuristic focuses the algorithms searches in the direction of 
the goal.

The idea behind A* is to search for the shortest path, while 
minimizing the amount of calculations. Unlike Dijkstra’s 
algorithm that evaluates all the nodes until the goal is found, 
A* evaluates the nodes that are closest to the goal first, 
minimizing the total amount of cost evaluations needed. This 
is done by using the following cost function

𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠) = 𝑔𝑔𝑔𝑔(𝑠𝑠𝑠𝑠) + ℎ(𝑠𝑠𝑠𝑠) (7)

Where 𝑔𝑔𝑔𝑔(𝑠𝑠𝑠𝑠) represents the exact cost to move from the 
starting position to a node  𝑠𝑠𝑠𝑠 and ℎ(𝑠𝑠𝑠𝑠) is the heuristic that
estimates the cost to move from node 𝑠𝑠𝑠𝑠 to the goal. So not 
only is the cost to move to node 𝑠𝑠𝑠𝑠 considered but also the cost 
to move from node 𝑠𝑠𝑠𝑠 to the end goal, making the algorithm
more informed. There are different heuristics that can be used 
for this estimation depending on the application. The heuristic 
we use is the Euclidian distance between node 𝑠𝑠𝑠𝑠 and the goal.
This is crucial since we only get optimal paths if we don’t 
overestimate the distance to the goal [8].

Our implementation of A* works by first creating a grid 
based map, were each grid represents a node. We then create
two lists, let’s call them OPEN and CLOSED. The OPEN list 
contains nodes that are to be checked. The purpose of the 
CLOSED list is to contain the path i.e. the nodes with the 
least cost 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠). At the start the OPEN list contains the 
starting node and the CLOSED list is empty. The node with 
the lowest 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠) in the OPEN list is then transferred to the 
CLOSED list. The next step is to calculate all the 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠) values 
for the nodes that are adjacent to the node that got transferred 

A4. AUTONOMOUS GROUND VEHICLE

to the CLOSED list. Every node that is not already on the
OPEN list gets added to the OPEN list, and the node that was 
transferred to the CLOSED list becomes their parent node. 
For the nodes that are already on the OPEN list we check if
the path to that node is better, using 𝑔𝑔𝑔𝑔(𝑠𝑠𝑠𝑠) as the measure. If 
the path is indeed better i.e. 𝑔𝑔𝑔𝑔(𝑠𝑠𝑠𝑠) is lower we change the 
parent of that square to the node that was transferred to the 
CLOSED list and recalculate it’s 𝑓𝑓𝑓𝑓(𝑠𝑠𝑠𝑠). This process is 
repeated until either the OPEN list becomes empty i.e. there 
is no path or the goal node gets added to the CLOSED list. 
The final path gets recreated by taking the goal node in the 
CLOSED list and following the parent nodes until we reach 
our starting node as illustrated in Fig. 4.

For A* to be applicable in real time situations, where the 
AGV’s position is constantly changing and new obstacles 
appear frequently some simple modifications are need to 
make A* star viable. 

First thing to consider is the ability to update the map – the 
AGV has to store a map that updates when obstacles are 
found. The second thing to consider is that the robot is 
moving so the starting position for A* search has to be 
updated every time the robot encounters an obstacle. We can 
formally express this algorithm as follows

1. Set start position.
2. Search for optimal path (A*).
3. Let the AGV follow the optimal path.
4. If obstacle is detected – update map.
5. Replace start position with the position the robot is 

currently at.
6. Repeat steps 2 to 5 until goal is position is reached.

V. SENSORS

The AGV can use many different sensors for obstacle 
detection. In this section we study the different sensors 
available for this objective. We also study different 
approaches to obtaining the AGV’s position.

A. Infrared (IR)
Infrared proximity sensors work by having an LED that 

sends out pulses of IR light which in turn reflect from 
surfaces. The IR sensor then detects the reflected pulse and 
measures the detection time. The distance to the obstacle is 
now calculated using the speed of light and the time it took to
for the pulse to reach the sensor.

The range for a cheap IR proximity sensor is 15-150 cm 
[11], which is satisfying for indoor obstacle detection. By 
surrounding the AGV with a ring of IR sensors one could
imagine a ring where obstacles get detected.

There are some flaws with IR proximity sensors, they may 
fail when the light pulses encounter heavily absorptive 
materials, fooling the IR sensor into thinking that the obstacle 
is not there. This may lead to the AGV crashing into people, 
and causing injuries. Another flaw with IR proximity sensors 
is the poor accuracy at higher distances. We conclude that 
solely using IR proximity sensors for obstacle detection is not 
satisfying because of possible risks involved. 

Fig. 4 The path obtained by following the parent nodes from the goal node 
(red) to the start node (green). Parent nodes are illustrated as the red circles. 
The f(n), g(n) and h(n) values can be seen in each grid located in the top left, 
bottom left and bottom right corners. Not traversable grids are blue. [10]

B. Ultrasonic
Ultrasonic proximity sensors work in a similar fashion to 

IR proximity sensors, the biggest difference being that it uses 
pulses of ultrasound instead of light.

The advantage of using ultrasound sensor over IR sensor is 
the high accuracy and the disadvantage is the higher latency –
sound waves reach the detectors slower than light. Another 
advantage of ultrasound sensors is that almost all materials 
indoors will reflect soundwaves making them much more 
reliable then IR sensors. We conclude that using Ultrasonic 
sensors for obstacle detection is a good approach as long as 
obstacle detection latency is of no concern i.e. when the AGV 
is not operating at high speeds.

C. Cameras
Cameras are often used in vision based navigation for 

autonomous ground vehicles. The most commonly used 
technique is called stereo vision. By mounting two cameras 
on the AGV and taking pictures with them simultaneously, 
with help of analysis tools a 3D map of the surroundings can 
be created. This method typically achieves good performance 
at the ranges 0-80 m [12], more than enough for indoor 
navigation.

Stereo vision is a powerful tool but has some drawbacks. 
The methods used for creation and storage of 3D maps 
requires a lot of processing power. Another drawback is that 
quality cameras are quite expensive in comparison to 
ultrasound and IR proximity sensors. We conclude that 
Camera based navigation is good when computational power 
is readily available.

D. LIDAR
Light detection and ranging (LIDAR) sensors work by 

emitting electromagnetic pulses and detecting them when 
they bounce back. By measuring the angle of the reflected 
waves as well as the time travelled by them a map can be 
created. The advantage of LIDAR against IR and Ultrasonic 
sensors are that it is both fast and accurate. LIDAR is also 
better at detecting smaller obstacles. As with stereo vision 
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LIDAR requires a lot of processing power since it not only 
measures the time it took for the waves to bounce back but 
also their angle. The range for LIDAR sensor can be up to 
150m [13].

LIDAR sensors are good when there is a need for detailed 
obstacle and map information. One problem with LIDAR 
sensors is sensor interference when many agents use them in 
the same place [13].

Fig. 5 Our experimental map. The circle is the AGV, the cross is the goal 
position.

E. Position information
It is necessary that the AGV has position information to be 

able to navigate to a goal in an indoor environment. Whilst
modern GPS systems are very advanced and can be used 
outdoors they suffer from poor performance inside. There are 
different approaches that can be taken to obtain position 
information inside building. The Finish company Ekahau has 
developed a system that detects an agent’s position using 
Wi-Fi [14]. The company Intersense is offering the system 
IS-900 [15] that uses ultrasound tracking for position 
information. Systems like IS-900 can be very accurate 
although expensive. The question of choosing a good system 
for obtaining position information is one where the price, 
accuracy and speed have to be taken into account. We think 
that it’s well worth the money to use a system like IS-900 for 
position information inside smart buildings.

VI. SIMULATION & RESULTS

In this section we illustrate the results of our control and 
navigation tools with a simulation. The controller and
trajectory planning tools where both implemented using 
MATLAB. We first create a grid-based map to use for the 
simulation (see Fig. 5). The walls are presented as black 
blocks.  We then use this map to evaluate our control and 
trajectory planning tools in different settings.

• Known environment – where the AGV knows the 
position of all the walls in the room.

• Partially known environment – where the AGV 
again knows the full layout of the room, but this time 

we have added some obstacles that are not known to 
the AGV.

• Unknown environment – where the only information 
the AGV has is the start and goal positions.

In the last section we study the impact noise has on our 
controller.

Fig. 6 AGVs obstacle detecting range depicted in blue.

A. Obstacle detection
For simulation purpose we have approximated the sensors 

to a ring around the AGV depicted in Fig. 6. Obstacles that 
enter the ring are detected and added to the AGVs internal 
map.

B. Navigation in known environment 
Illustrated in Fig. 7 is the simulated behavior of the AGV 

in a known environment. It’s visible that the trajectory 
planning tools have successfully managed to find the shortest 
path to the goal and the PID controller has shown satisfying 
performance in controlling the AGV. One side effect of 
having optimal paths was that the AGV drove really close to 
the corners in certain situations.

C. Navigation in partially known environment 
This time new obstacles have been introduced to the map. 

The obstacles that are not known to the AGV are presented as 
grey blocks. When the AGV discovers an obstacle using its 
sensors, the obstacle gets marked by a cyan cross as seen in 
Fig. 8. The simulation shows that the navigation tools 
adjusted to the new obstacles without any problems. The 
updated paths were calculated quickly without slowing the 
AGV down, which shows that the A* algorithm is quite fast. 

D. Navigation in unknown environment
Again the simulated AGV seems to behave in a satisfying 

way as illustrated in Fig. 9. The AGV successfully navigates 
in an unknown environment without crashing into any 
obstacles. This time the path taken by the AGV is longer 
since it has no starting information about the environment. 
It’s clearly visible that the AGV takes the most optimistic 
way until it encounters obstacles, adjusting to them as it goes. 
The obstacles detected by the sensors are once again marked 
by cyan crosses.

Again the A* algorithm proves itself fast in recalculating 
the paths, with no noticeable slowdown in the simulated 
AGVs movement.
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LIDAR requires a lot of processing power since it not only 
measures the time it took for the waves to bounce back but 
also their angle. The range for LIDAR sensor can be up to 
150m [13].

LIDAR sensors are good when there is a need for detailed 
obstacle and map information. One problem with LIDAR 
sensors is sensor interference when many agents use them in 
the same place [13].

Fig. 5 Our experimental map. The circle is the AGV, the cross is the goal 
position.

E. Position information
It is necessary that the AGV has position information to be 

able to navigate to a goal in an indoor environment. Whilst
modern GPS systems are very advanced and can be used 
outdoors they suffer from poor performance inside. There are 
different approaches that can be taken to obtain position 
information inside building. The Finish company Ekahau has 
developed a system that detects an agent’s position using 
Wi-Fi [14]. The company Intersense is offering the system 
IS-900 [15] that uses ultrasound tracking for position 
information. Systems like IS-900 can be very accurate 
although expensive. The question of choosing a good system 
for obtaining position information is one where the price, 
accuracy and speed have to be taken into account. We think 
that it’s well worth the money to use a system like IS-900 for 
position information inside smart buildings.

VI. SIMULATION & RESULTS

In this section we illustrate the results of our control and 
navigation tools with a simulation. The controller and
trajectory planning tools where both implemented using 
MATLAB. We first create a grid-based map to use for the 
simulation (see Fig. 5). The walls are presented as black 
blocks.  We then use this map to evaluate our control and 
trajectory planning tools in different settings.

• Known environment – where the AGV knows the 
position of all the walls in the room.

• Partially known environment – where the AGV 
again knows the full layout of the room, but this time 

we have added some obstacles that are not known to 
the AGV.

• Unknown environment – where the only information 
the AGV has is the start and goal positions.

In the last section we study the impact noise has on our 
controller.

Fig. 6 AGVs obstacle detecting range depicted in blue.

A. Obstacle detection
For simulation purpose we have approximated the sensors 

to a ring around the AGV depicted in Fig. 6. Obstacles that 
enter the ring are detected and added to the AGVs internal 
map.

B. Navigation in known environment 
Illustrated in Fig. 7 is the simulated behavior of the AGV 

in a known environment. It’s visible that the trajectory 
planning tools have successfully managed to find the shortest 
path to the goal and the PID controller has shown satisfying 
performance in controlling the AGV. One side effect of 
having optimal paths was that the AGV drove really close to 
the corners in certain situations.

C. Navigation in partially known environment 
This time new obstacles have been introduced to the map. 

The obstacles that are not known to the AGV are presented as 
grey blocks. When the AGV discovers an obstacle using its 
sensors, the obstacle gets marked by a cyan cross as seen in 
Fig. 8. The simulation shows that the navigation tools 
adjusted to the new obstacles without any problems. The 
updated paths were calculated quickly without slowing the 
AGV down, which shows that the A* algorithm is quite fast. 

D. Navigation in unknown environment
Again the simulated AGV seems to behave in a satisfying 

way as illustrated in Fig. 9. The AGV successfully navigates 
in an unknown environment without crashing into any 
obstacles. This time the path taken by the AGV is longer 
since it has no starting information about the environment. 
It’s clearly visible that the AGV takes the most optimistic 
way until it encounters obstacles, adjusting to them as it goes. 
The obstacles detected by the sensors are once again marked 
by cyan crosses.

Again the A* algorithm proves itself fast in recalculating 
the paths, with no noticeable slowdown in the simulated 
AGVs movement.
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Fig. 7 The path chosen be the AGV in a known environment.

E. Impact of noise
We added noise to the controller to better simulate real life 

performance however it didn’t really have a big impact on the 
simulation – only small insignificant differences were 
present. The noise was modeled as a disturbance of 0-15% to 
the desired angular velocity 𝜔𝜔𝜔𝜔.

Fig. 8 The path chosen be the AGV in a known environment with unknown 
obstacles.

VII. DISCUSSION

In this project we showed that the combination of a simple 
controller and the A* path finding algorithm is a very 
promising approach to find optimal paths and navigate them 
in both known and unknown environments. In our opinion 
Autonomous Ground Vehicles will have a massive impact in 
the future, improving our safety and taking many mundane 
activities out of our daily lives. We now discuss various 
consequences of the results of the thesis starting with sensor 
fusion.

Fig. 9 The path chosen be the AGV in an unknown environment

A. Sensor fusion
Since different types of sensors have different strengths 

and weaknesses it would be preferable to use a combination 
of them together. For example, if one type of sensor fails 
another one could take its place. We could for example have 
IR proximity sensors for fast close-range obstacle detection. 
We could then add a couple Ultrasonic sensors to give more 
accurate information. By using this method the AGV would 
quickly be informed about the presence of an obstacle, while 
the ultrasonic sensor would calculate the accurate distance. 
Stereo vison could then be used to detect obstacles that are 
further away. We conclude that using multiple types of
sensors is preferable if not a must for navigation in smart 
buildings where safety is key.

B. Beyond the simulation
There are many idealizations in our simulations. Real-

world AGVs will face many challenges that we did not cover, 
such as harsh weather conditions or rough surfaces. For the 
simulation to accurately represent real life performance many 
more things have to be taken into consideration like drifting 
when turning corners at high speeds. It is hard to implement 
physics into the simulation and that’s why it would be 
convenient to have a real AGV to try our navigation tools on.

C. New application – mobile security station for airports
A new application for AGV’s could be mobile security 

station in airports. The AGV could be equipped with sensors 
that detect explosive material, and its residue – like a trained 
dog that smells explosives. Multiple AGV’s could drive 
around the airport, looking for dangerous materials. At the 
same time it could have cameras that use facial recognition 
software to find persons of interest. By having these sensors 
on mobile AGV’s one could save money that would be used 
to install similar sensors throughout the whole airport. 
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The AGV could also have secondary functions – such as 
acting as a guide or an information station, making itself 
available when help is needed.

We think these kinds of AGVs would make airports safer, 
especially with the increased risk of terrorism that we 
experience in today’s world.

D. Future work
There are many different things that could be worked in the 

future with regard to this project. One such thing could be the 
study of different navigation algorithms and how they 
compare with A*. Another interesting topic could be the 
implementation of a PID controller that takes into account the 
AGVs physics, slowing down during sharp turns and 
accelerating in longer segments that are straight.

It would also be interesting to be able to implement 
navigation tools in real AGV’s instead of only simulated 
ones. This would help build intuition and understanding in the 
subject, whilst also revealing problems that are not 
encountered in the simulation, after all it is the real life
implementation that really matters.

Another thing to work on in the future would be making 
the AGV turn in smooth curves, avoiding close proximity to 
obstacle corners when making sharp turns. This would 
include modifying our navigation algorithm so it provides 
smoother paths.

VIII. CONCLUSION

In this project we have simulated an AGV that uses A* 
algorithm and a PID controller to navigate in known and 
unknown environments. Different sensors for obstacle 
detection have been studied. We have also proposed a new 
application that greatly improves airports security. The 
following conclusions have been reached

• The modified A* algorithm has been shown to be 
effective for navigation in known and unknown 
environments.

• The presence of noise seems to only have a meager 
effect on the AGV’s performance.

• The usage of a camera network for position 
information seems to be the right way to go, since 
GPS is not guaranteed to provide accurate data 
indoors.

• Different types of sensors for obstacle detection have 
been studied and compared with each other.

• By implementing the control system with the 
navigation algorithm the AGV was able to traverse 
the simulated map, avoiding previously unknown 
obstacles.

• Multiple sensors should be used for obstacle 
detection
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Another thing to work on in the future would be making 
the AGV turn in smooth curves, avoiding close proximity to 
obstacle corners when making sharp turns. This would 
include modifying our navigation algorithm so it provides 
smoother paths.
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detection have been studied. We have also proposed a new 
application that greatly improves airports security. The 
following conclusions have been reached

• The modified A* algorithm has been shown to be 
effective for navigation in known and unknown 
environments.

• The presence of noise seems to only have a meager 
effect on the AGV’s performance.

• The usage of a camera network for position 
information seems to be the right way to go, since 
GPS is not guaranteed to provide accurate data 
indoors.

• Different types of sensors for obstacle detection have 
been studied and compared with each other.

• By implementing the control system with the 
navigation algorithm the AGV was able to traverse 
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A4 IND. AUTONOMOUS GROUND VEHICLE

Implementation of an Autonomous Ground Vehicle
with the NI myRIO

Filip Byren and Marc Sigonius

Abstract—The application areas for Autonomous Ground Ve-
hicles (AGV) in smart buildings are wide. In this project, the
focus was to implement such an AGV that can monitor a moving
object using different sensors, such as camera and range sensors.
The work includes a study of the sensors that were used, how to
perform object avoidance in a dynamic environment and how to
follow an object using a camera sensor.

The result of this project is an implementation of an AVG,
using the hardware myRIO and the software LabVIEW. The
implementation succeeded to follow a green ball and can handle
obstacles in an environment with moving objects. Measurements
showed that obstacles can be avoided without previous knowledge
of the indoor environment and possible new application areas for
the implementation in smart cities are discussed.

I. INTRODUCTION

THE population of the world increases and requires more
and more technological solutions. The United Nations

Population Fund forecasts that the world cities will be home
for almost 5 billion people in 2030 [1]. [1] forecasts that the
urban population of Africa and Asia will double in less than
a generation. These cities face numerous challenges including
life quality, traffic, environmental sustainability and security.

One solution for simplifying the challenges with quality of
life and security is to use Autonomous Ground Vehicles in
smart cities. An Autonomous Ground Vehicle can be described
as a ground vehicle that can perform tasks without any need
for being controlled by external inputs. Considering security in
smart buildings these vehicles can be used for e.g. monitoring
both stationary and moving objects or searching for objects in
previously unknown areas.

The focus for this project is to study and demonstrate how
to monitor a moving object using an Autonomous Ground
Vehicle, a vehicle that should work in an environment with
obstacles and interact with humans. This includes a decision
of an object tracking algorithm that fits for a vehicle and an
implementation of object avoidance and steering control.

For the implementation, a background that describes the
theory discussed for this project is given in section II. The
implementation of the vehicle is described in section III. The
implementation was build with a camera sensor, an infrared
sensor, servomotors and dc motors running on the platform
myRIO with a Pitsco TETRIX PRIME-kit. In section V-B, new
applications of Autonomous Ground Vehicles are proposed
and discussed.

II. THEORY

A. Sensors
For autonomous vehicles in a smart city different types

of sensors are essential. The following section will present

a study of a few chosen sensors and discuss the usage of
them. The sensors that will be considered are infrared sensors,
camera sensors and ultrasonic transducers. Both ultrasonic
transducers and infrared sensors are commonly used sensors
for measurements of distances [2].

1) Infrared Sensor: One of the most commonly used sen-
sors for measuring distances is the infrared sensor (IR) [2]. IR
sensors modulate at 38 kHz due to the minimization of light
errors at this frequency. IR sensors can produce measurements
quickly, which is essential for a real-time modeling in a
smart city [2]. But IR sensors have some disadvantages. Three
disadvantages that need to be mentioned are that infrared
sensors are dependent of the surroundings ability of reflecting
light, different objects ability to reflect light will result in a
non-linear data for a given distance [3] and the range of a
measurement is often limited to short distances.

2) Ultrasonic Transducer: Ultrasonic transducers transmit
signal wave pulses towards objects and measure the time until
the repelled wave pulses bounce back to the sensor. By using
the speed of sound as a reference, a distance to objects can
be calculated. These measurements will be linear in time
and do not depend on the ability of light reflectivity for a
specific object [3]. However, measurements with Ultrasonic
Transducers can be considered taking longer time than other
range sensors, due to the speed of sound that is slow compared
to the speed of light.

3) Camera Sensor: Camera sensors are sensors that handle
large amounts of data that can be used for several applications.
The sensor can e.g. be used for identification of an object. This
is what the camera sensor will be used for in this project. In
the following part of this section, different tracking algorithms
with a camera sensor will be discussed.

Color tracking: One way of tracking an object is by its
color. In this algorithm, the camera uses the pixels generated
in an image. It finds the mean pixel color value of the neighbor
pixels and compares them to the desired color value of the
object. This can be done by a digitized color representation
system called (R,G,B), comparing the pixels with a color
spectrum to which the object color belongs [4].

Object tracking by shape: Another way to process an image
and to find objects is tracking them by shape. This can be done
by a meanshift algorithm with motion vector analysis [5]. The
mean shift algorithm finds the highest density similarity in a
function or image against old data, and motion vector analysis
is an motion estimation process [5].

Movement tracking: By comparing several images in a row
and storing the data in a matrix the changes between different
images can be detected.
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Fig. 1. Two different types of steering models. One with two wheels and
a free rotating wheel and one with one wheel and two free rotating wheels.
The figure shows a situation where the vehicle should move towards the black
circle.

B. Steering Model

In this section steering models will be presented with differ-
ent types of design of the steering wheels. When discussing
different models of vehicle steering, the number of wheels
of a vehicle is the number of wheels that can be provided
with power. Then any number of free spinning wheels can be
added that does not count to the number of wheels. These free
spinning wheels can e.g. increase balance for the vehicle. Two
types of steering wheel designs will be considered, one with
a single steering wheel and another with differential wheel
drive. The differential wheel drive is based on two independent
motors that each controls one wheel, which used in different
speed controls the vehicle. With one steering wheel, there is
one wheel that can accelerate and turn to navigate correctly.

a) One Steering Wheel: Considering a vehicle with one
wheel, the vehicle has one wheel in the front that can ac-
celerate and rotate to control the steering of the vehicle. A
simple model for this is shown in figure 1. With this design,
the vehicle moves in the same direction as the steering wheel
point. If the angle '2 in figure 1 and the current angle of the
wheel is known it is possible to control the wheel to point in
the correct direction and make the vehicle move towards the
goal [6].

b) Two Steering Wheels: The second type of steering
model that will be considered is the differential wheel drive.
This design does not use one steering wheel that is able to
rotate. Instead the steering is based on two independent wheels
that perform a turn when the wheels spin in different velocities.
If the angle '1, shown in figure 1, is known it is possible to
calculate the speed that each wheel should have to perform a
correct movement towards the object.

For differential wheel steering, two different algorithms
were considered when discussing the movements of the ve-
hicle.

1) One wheel centering then moving forward: The first
algorithm considered moves one wheel at a time to achieve
the aim of making the vehicle point in the direction of the
object. When the aim is met, a constant speed of both wheels
can be attached to move the vehicle towards the target.

2) Centering and moving forward in parallel: The other al-
gorithm considered implements the P-part of a PID-controller
of each wheel complemented with a constant speed that makes
the vehicle move forward. Assuming that positive signals make

the vehicle move forward, a model of this algorithm can be
described as

Kp'1 + C (1)

where Kp is the proportional constant for each of the P-
controllers, '1 represents the angle shown in figure 1 and
C is the constant that provides a signal that makes sure that
the vehicle is moving forward. Assuming that '1 is equal to
zero when the vehicle points in the correct direction, towards
the target, and can adopt both positive and negative values, Kp

for the two wheels have the same magnitude but with different
sign.

C. Object Avoidance

When following an object in a smart city, the ability to
avoid other objects and obstacles in the path is necessary.
This section will consider and discuss two different algorithms
based on different sensors for object avoidance.

1) Using range sensors: According to [7], there are three
avoidance patterns that can be used for avoidance of objects
in a dynamic way with range sensors. The first pattern is
circumambulating obstacle policy. This pattern is based on a
circulation around the obstacle to avoid. The second pattern
is waiting for the obstacle to pass by. The third pattern [7]
mentions is rapidly overpassing pattern. This pattern is used
to pass the object as quickly as possible, when it is possible
for the vehicle to find a way around the obstacle.

Assuming that the vehicle can measure distances to different
objects, an algorithm for which pattern that should be used in
a specific situation can be introduced. As shown in figure 2,
when the vehicle is located in position A it needs to circulate
to go around the obstacle. In position B the vehicle can go
around the obstacle rapidly, without circulating or staying to
wait for the obstacle to move. In position C, the vehicle can
detect that the obstacle is moving away from the path of the
vehicle and can therefore wait until the obstacle moves away.

2) Camera vision for detection of obstacles: When using a
camera as a sensor for obstacle avoidance, a map of safe areas
can be generated using image processing. Assuming that all of
the surrounding, except for the obstacles, has the same color.
Then, according to [8], an image processing tool can be used to
analyze a picture to perform object avoidance in the following
ways:

First, the pixels that have the color of the environment are
ignored, the rest can be considered as obstacles. Second, the
pixels are organized into objects if there are enough of similar
pixels close to each other. Using these objects, a cost matrix
can be created [8]. The cost matrix is a two dimensional matrix
that represent the view of the camera divided into nodes,
translated into a two dimensional map that the vehicle can
navigate through. A simple example of this is shown in figure
3. The cost for the vehicle to navigate through a specific node
is related to the number of pixels in that specific node that is
related to an object. Therefore the cost is high where it is an
object and low where there is a free spot. When calculating
the path towards the goal position a minimization of the cost
and the number of nodes entered is the most efficient path.
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Fig. 3. A simple example of the cost matrix based on three round objects
discovered.

D. System diagram

The autonomous ground vehicle system can be modulated
as a linear feedback loop, where the servo block is a pre-
compensation connected to the logic of the vehicle controller
which will then base the data from the range sensor and the
servomotors. This part connects to the motors which have a
closed loop cascade feedback as shown in figure 4. The system
is based on that the servo block will follow the object and keep
it in the center of the camera sensor. This can be modulated
with the P-part of PID controller, where the object’s position
will be represented by the input signal r and x represent the
control error, which is proportional to the difference between
the object’s position in the camera and the center of the
camera.

e(t) = r(t)− u(t) (2)

gives a proportional control of

u(t) = Kpe(t) + u0 (3)

Where u0 is the input signal normal value of the control signal
and Kp is a proportionality constant.
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Fig. 4. Closed loop block diagram of the system

III. IMPLEMENTATION

This section covers the implementation of the vehicle, either
the usage of existing hardware and software solutions or new
solutions developed by the authors.

Fig. 5. NI myRIO with Pitsco TETRIX PRIME

A. NI myRIO with Pitsco TETRIX PRIME

The hardware setup that was used for this implementation
is shown in figure 5. The implementation is based on the hard-
ware myRIO developed by National Instruments. The platform
myRIO offers connection over Wi-Fi, real-time processing
capabilities and one USB-port for connecting USB-devices,
e.g. a web camera. Together with the Pitsco TETRIX PRIME
for NI myRIO-kit it forms a programmable vehicle with two
DC motors, two servomotors and a IR range sensor. The Pitsco
TETRIX PRIME was built up as the Rover Vehicle [9] with
some modifications by the authors. The prehensile claw that
comes with the original Rover Vehicle was substituted by a
web camera attached to two servomotors that can control the
camera in horizontal and vertical direction. A third external
servo was attached to the IR range sensor in the lower
part of the vehicle for extension of the width of the range
measurements.

B. LabVIEW

The software used in this implementation is LabVIEW.
LabVIEW is developed by National Instruments and is a
graphical programming language. LabVIEW is a powerful tool
that is suitable for setting up complex systems of robotics in
short time without a lot of set up issues, due to the visual
code block diagram. LabVIEW offers several manipulation
tools, e.g the image and video manipulation tools via the NI
Vision Acquisition Software [10], which can be used for object
tracking. The hardware setup is compatible with LabVIEW,
which makes LabVIEW a natural choice of programming
language. The graphical programming makes the code more
visual and easier to set up for advanced systems. With a graph-
ical programming structure it is simple to separate different
parts of the code that can be considered as independent. When
code parts can be divided into independent parts concurrent
programming can be useful. In LabVIEW, multiple loops that
do not depend on each other will be executed in parallel, which
is suitable for this project.
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LabVIEW can be used for hardware programming, such
as programming myRIO or FPGA (Field-Programmable Gate
Array). FPGA programming is similar to programming the
hardware device myRIO. This reduces the requirements of
knowledge of low-level programming, such as VHDL, of the
developer.

When creating a program in LabVIEW, a .vi-file is created.
This is where the code is inserted. SubVIs can also be created.
A subVI can be compared to a function in non-graphical
program languages, with input data that will be processes and
output data that present the result of the subVI.

C. Choice of object tracking algorithm

The object tracking algorithms described in the theory
section II-A3 will be discussed in this subsection.

In a smart city, depending on the purpose, everything that
moves can be interesting to track. Depending on shape, color
and speed of the object different algorithms are preferred for
use.

In a static environment, where the only moving object is the
object to track, Movement Tracking can be performed by com-
paring different samples from the camera sensor. The changes
between two samples indicate the movement of the object.
Thinking of the usage in smart cities, where humans interact
with the vehicle, the environment is dynamic which makes
this movement tracking inappropriate for this implementation.

Discussing the other two algorithms mentioned in the theory
section, tracking by shape and by color, both these algorithms
are possible to use in an dynamic environment in smart cities.

In LabVIEW, these tracking algorithms are already im-
plemented and available [11] as ”Object Tracking.vi” and
”Color Tracking.Ivproj”. The different algorithms were tested
and evaluated for finding the best tracking algorithm for
this implementation. The following segment will describe the
observation of this.

When using color tracking a condition that needs to be met
is that nothing in the environment contains the color that the
vehicle tracks. If this condition is not met, the vehicle can track
other objects that are undesired. When using color tracking it
is also important to have knowledge of the amount of light
in the environment. When the amount of light changes in the
environment the color tracking spectrum needs to be wider
to enclose the color that should be tracked, since this color
changes as well. This makes the color tracking less specific,
with an outcome of that the vehicle can start to track similar
colors. Using tracking by shape, the possibility of tracking
objects that are not supposed to be tracked is reduced. The
geometric shape of the object to track is, in most cases,
less common than a specific color and the specific shape
can be found even if the amount of light in the environment
changes. Considering a vehicle that moves, the camera sensor
angle changes in every sample. When the vehicle moves the
representation of the object to track from the camera sensor
changes. This results in that the geometric shape to track needs
to be changed. Thus, a dynamic shape, that is associated with
the direction of the object, is necessary for tracking an object
by shape if no assumptions of the object shape are done.

A B C
Output

Fig. 6. Code sequence without pipelining where each box represents a part
of the code that can be considered as a function

A
z

−1 B
z

−1 C
Output

Fig. 7. Code sequence with pipelining where each box represents a part of
the code that can be considered as a function. Here z1 represents the sample
before from the feedback node

In this implementation a stable way to track an object was
desired. After considering the different algorithms a decision
of using a combination of both shape and color tracking
was made. This decision was made since the object tracking
by shape alone had difficulties to find asymmetrical objects
that could be rotated, and the color tracking alone were not
considered sufficient enough.

D. The object to track

The target to track in this implementation is a green ball,
due to its recognizable shape and its unusual color in a home
environment. The tracking of the ball is first done by color,
which can eliminate large parts of the surroundings. The
tracking by shape is done afterwards by searching for a circle,
independent of the radius. This became necessarily because
the ball can be interpreted as different sizes depending on the
distance between the ball and the camera sensor.

E. Pipelining

For autonomous vehicles in a smart city that interact with
humans, real time processing of data is essential. Data from
the sensors needs to be processed quickly and often, so that
the vehicle can behave correctly. With long processing times
the code sometimes can be divided into several functions that
can be executed individually, assuming the input values for
the function exist. In a sequential code structure, a function is
executed after the function that was executed before is done.
This is shown in figure 6, where the time between two output
data is the sum of the time for each code part.

If pipelining is implemented, as shown in figure 7, parts of
the code can be executed when there are existing input values
for the function. In figure 7 this means that A, B and C can be
executed in parallel, resulting in the time between two output
data can be reduced to the maximum of the time of A, B or C.
The conclusion of this concept is that the code execution time
for each data does not decrease, it can increase, but pipelining
allows more data to be analyzed in a given time [12].

Since the object tracking is the part that requires most
processing time in this implementation, pipelining is suitable
for this part. Pipelining can for example be implemented
between the capturing of each image and the tracking of the
object.
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In LabVIEW, pipelining can be implemented using feedback
nodes [13]. The feedback node in LabVIEW is equal to z

−1

in discrete signal processing theory. By introducing feedback
nodes, a lag is introduced to the output. In figure 7 this would
be a lag of two samples. Considering autonomous vehicles,
a processing of up-to-date data is essential. Thus there is a
need for a compromise between fast processing time and large
amounts of data.

F. Continuous tracking of the object using servomotors

Implementing a tracking algorithm that follows an object in
real time when the object changes direction fast along the path
may result in a path where the vehicle move longer distances
than needed. To avoid unnecessary direction changes of the
vehicle but still keep track of the object, a servomotor was
installed that can control the direction of the camera sensor.
Since the servomotor controls the camera direction this can be
implemented with faster control for centering an object in the
image for each sample. Using this implementation the vehicle
does not need to make quick direction changes which results
in shorter routes for the vehicle. This type of implementation
also makes it possible to avoid obstacles but still keep track
of the object to track.

G. Finding objects that previously have been lost

When trying to find the object that should be tracked, the
external servomotors can be used to search the environment.
The searching for the object to track in the environment can
be done by the servomotors mounted on the camera sensor in
both horizontal and vertical direction. In this implementation,
the horizontal servomotor searches from -90◦ to 90◦ and the
vertical servo rotates from -45◦ to 45◦, where 0◦ in horizontal
direction is the direction of the vehicle and 0◦ in vertical
direction is parallel to the ground. This gives the vehicle ability
to search and find the object from different distances and
directions.

A possible scenario with this type of implementation is
that the servomotor in horizontal approaches the minimum or
maximum angle that the servomotor can handle. This results
in a possible lost of the object to track. To avoid this, the
authors decided to implement a case where the vehicle turns
160 ◦ in the direction of where it last found the object, as
shown in figure 8. When this type of move is performed, the
vehicle can continue to track the object without any risk of
reaching the limits of the servomotor.

H. Algorithm for avoidance of obstacles

In an environment where obstacles constrain the vehicle
from continuing towards the targeted object, the vehicle needs
several algorithms to avoid obstacles and update the path
towards the object. The vehicle detects obstacles in a similar
concept as shown the figure 2. The light grey area is generated
by an IR range sensor attached to a servomotor which steps
between different angles. The first measurement of the range is
done in the left edge of the light grey area and the servomotor
continues to step until it has reached the right edge position.

Position A

Position B

O
bj

ec
t

Fig. 8. In Position A the vehicle reaches the horizontal servo maximum value.
For finding the object again, it starts to rotate the vehicle in the direction it
last found the object

This will generate IR range data as an array of ranges in
front of the vehicle. This data can determine whether there
is any obstacle in front of the vehicle and in what direction
the obstacle is placed. The vehicle can use this knowledge to
follow the flow chart algorithm shown in figure 9.

The number of steps for the servomotor is associated with
the need of rapidness of the vehicle. For an obstacle avoidance
that needs to react quickly regarding large obstacles, few steps
are needed to be able to update data fast. For small obstacles,
many steps are necessary for detection. This is a trade off that
needs to be considered depending on the environment.

The design of obstacle avoidance is demonstrated in figure
9. The vehicle uses the IR range data and analysis if any of
the distances is closer than a set point value d1. If it is, then
the vehicle checks if any of the obstacles is closer than a set
point value d2, where d2 < d1. When this is true, the vehicle
will reverse and update the range data. Probably it is still an
obstacle closer than the distance of d1 but not closer than
d2. In this case the vehicle can use the avoidance algorithm
described in section II-C1.

For this implementation, the authors decided d1 = 25cm
and d2 = 15cm. These values need to be chosen in a way
where the area within the radius d1 is the area where obstacle
avoidance needs to be considered and the area within the radius
d2 is associated with the turning radius of the vehicle. The
object avoidance algorithm has no dependence on the object
tracking algorithm and uses different sensor data, which means
that these algorithms can be executed in parallel.

I. Steering Control

A flow chart of the steering control is demonstrated in figure
9. The first requirement for a movement from the vehicle is
that the vehicle knows where to go. In this implementation, it
corresponds to having an object to track. When this condition
is met the vehicle can start to move. Depending on the
environment, the vehicle can move within three different paths
and the vehicle can perform obstacle avoidance as described
in section III-H.

Assuming that the camera sensor is centered to the object,
the servomotor angle can be considered as input to the DC
motors that control the wheels. This can be done using the
P-part of the PID-controller for each wheel where the aim for
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Fig. 9. Flow chart of the steering control.

the controller is to make the servomotor and the vehicle point
in the same direction.

In this implementation the algorithm described in section
II-B2 was implemented, due to the lack of need for centering
the vehicle towards the object, since the servomotors were
implemented to keep track of the object to follow. This will
make the steering process and tracking independent and will
result in an algorithm that both can avoid obstacles and
efficiently move towards the target.

IV. RESULTS

TABLE I
TIME RESULT FOR DIFFERENT ENVIRONMENTS

(a) (b) (c) (d)

Lap 1 time [s] 19.2 32.0 27.8 33.1

Lap 2 time [s] 17.8 39.4 62.0 87.7

Lap 3 time [s] 23.0 85.0 19.5 40.6

Lap 4 time [s] 29.4 21.9 43.8 39.2

Lap 5 time [s] 15.5 56.7 90.1 44.9

Average time [s] 20.98 47 48.64 49.1

TABLE I. Lap times for four different scenarios where the vehicle needs to
plan the path differently. That is shown in figure 10.

The implementation of the project has been tested in differ-
ent environments. For obstacle avoidance tests, four different
environments were created as shown in figure 10. The distance
from the start line for the vehicle to the ball was for all
environments 2.3 meters. The ball was surrounded by an 84⇤84
cm

2 square. When the vehicle entered this area, the authors
considered the aim as met. The timer was started when the
vehicle started to move. The four scenarios that where tested

Fig. 10. Four different courses was tested where the distance between the
start line for the vehicle and the tracking ball is 2.3 meters.

Fig. 11. Percentage for the camera sensor tracking ability to track the object
when the object is not moving during 200 seconds.

is shown in figure 10 and time results for all the environments
are shown in table I.

For the object tracking, two measurements were done. Using
a graph functionality in LabVIEW, a measurement where the
object to track was in the center of the camera for 200 seconds
was done. In figure 11 the number of samples where the object
was found divided by all samples is shown. For measuring the
quality of the P-part of the PID controller of the servomotors
for centering the object, a similar measurement was done
where the object to track was moving. The result of this
measurement is shown in figure 12.
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Fig. 12. Percentage of the camera sensor tracking ability to track the object
when the object is moving around during 200 seconds.

Loop time[ms]

No pipelining Pipelining FPGA
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Fig. 13. Simulated test for the object tracking subVI, running on the myRIO
with USB-camera connected. The test was done in Profile Performance
and Memory Window [14] in LabVIEW by the supervisor of the project
Robert Piehl-Fridqvist. The test is testing the different loop time iteration in
milliseconds for the same algorithm when using; no pipelining, pipelining and
FPGA

The loop time results of the most demanding process, the
object tracking, is shown in figure 13. Three different types of
implementations were compared: without pipelining (shown in
figure 13 as No pipelining), with pipelining used (shown in
figure 13 as Pipelining) and where the most time demanding
subVI,IMAQ Color Threshold, was implemented with FPGA
programming (Shown as FPGA in figure 13).

45◦

90◦

−45◦

ob

−90◦ IR sensor

Fig. 14. The picture shows a total sweep time for the IR sensor, where every
angle measurement takes 300 milliseconds to complete

The distance measurement of one angle for the object

avoidance, as shown in figure 14, took 300 milliseconds. This
is the time needed for the servomotor to change to the new
angel and for the IR sensor to make stable measurements,
resulting in a total period time of 1.8 seconds between two
complete measurements for all angles. For every measured
angle, four IR distance data values were collected and the
median value of these becomes the distance value.

V. DISCUSSION

A. Improvements

1) Object avoidance: During the implementation process
when the sensors were used, it was discovered that one
essential sensor, the IR sensor, did not have as high precision
as the authors expected. While testing, the data fluctuated a
lot, it could give range values which were three times the
value compared to other data in the same angle. For this
project, the solution was to use the median value of several
measurements, which solved the instability range issue but
made the measurement slower, as shown in figure 14. The
delay of the IR measurements resulted in a system where the
object avoidance functioned with old data. This could result
in that the vehicle travels towards an obstacle instead of away
from it. When the data became up-to-date the vehicle could
not perform obstacle avoidance, since the distance between
the object and the vehicle was too small, resulting in a reverse
movement as described in section III-H. As shown in table I,
this results in wide range lap times.

As shown in 14, the servomotor for the IR sensor changes
direction four times for a full measurement. To make sure that
there is not an obstacle in front of the vehicle, a speed limit for
the vehicle needs to be set. If the vehicle travels too fast, the
range measurements will not be up-to-date, which can result
in collisions.

To decrease the time between two measurements, several
sensors could be added to replace the servomotor for distance
measurements. This would allow the vehicle to move faster
and still not hit objects. This can result in a decrease of the
lap times in the obstacle avoidance test shown in table I.

2) Optimization: One of the most time demanding algo-
rithms for the vehicle is the object tracking. The loop time
for this process is around 230 milliseconds without pipelining.
However this can be improved if the algorithm is implemented
closer to the hardware code, as mentioned in V-C.

3) Object tracking: The object tracking that was imple-
mented was successful. The vehicle succeeds to find the
object almost every time when the object existed in the
camera picture range, as shown in figure 11 and figure 12.
The algorithm that combined both shape and color tracking
is probably one of the best ways to find an object that is
rotational symmetrical. As mentioned in III-C, difficulties with
this implementation appears when the object to track not is
rotational symmetric or contain multiple colors.

An improvement would be an upgrade of the feedback con-
troller that keeps the object in the center of the sensor camera.
For this project, P-regulators from PID controllers were used,
which compensate for the control error in both horizontal and
vertical position. To avoid overshoot and improve speed of the
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controller, a full PID controller can be implemented as a better
compensator for keeping the object in the center of the image.

B. Applications in Smart Cities

Hazardous environments will always exist. Places where the
surrounding is burning, a tower that recently has fallen in an
unknown area or a war zone. Today, people risk their lives
every day trying to save people in need.

Humanity continuously develops new technologies to de-
crease these risks where rescue personnel expose themselves
when trying to save lives. In future cities, new technology
could be deployed as more advanced versions of the vehicle in
this project. It could be used as an entry search robot, where
the objective is to find humans in a hazardous environment
and guide rescue personnel with information regarding path
planning and obstacles in the path. This can decrease the risk
for rescue personnel injuries due to that the vehicle already
has scouted the area and the rescue personnel will now only
need to follow the guidelines of the vehicle for a successful
way to the objective.

This implementation can be used in many different places.
Some applications that already have been mentioned are in war
zones, burning buildings or in buildings that have collapsed.
The vehicle could also be used in areas where general living
beings should never be in, e.g radioactive fields, or monitoring
inside nuclear plants.

C. Future Work

In a future modern city, a monitoring device could be the au-
tonomous ground vehicle. It can be used in environments that
are hazardous for humans or in surroundings where optimal
pathway is essential. Future work within this project includes
map and path planning in known environments. Furthermore, a
study of how to use more sensors for controlling position and
an increased range of the length of the range measurements
would be preferred for improved performance of the vehicle.
One sensor that could be interesting to consider is the ultra
wide-band sensor, which is a radio device that transmits
low energy pulses over a wide bandwidth of frequencies.
The pulses that are transmitted are considered as noise by
normal receivers, due to the low energy that is transmitted.
This enables the technology to send a lot of data over all
band frequencies, which then can be used for high precision
positioning for the vehicle [15]. Another sensor that can be
useful is wide-angle passive infrared motion sensor. This
sensor can be used to find objects that radiate energy, e.g.
living beings.

All this combined can for example be used to find an object
in an environment efficiently, and help to prioritize so that the
vehicle chooses routes that are optimal.

Other areas that could be analyzed in future work include
optimization of the implementation in LabVIEW. For example
how to make the code more efficient using techniques that
can reduce the time of object tracking, which in this project
is proved to be time demanding. In such a study the focus
would be to find which parts of the system that are demanding
and if it is possible to implement those parts closer to the

hardware code. This means that in this case, it would require
a deeper literature study in FPGA architecture and FPGA
implementation as well as effective pipelining.
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de Informática de Sistemas, Computadores y Automática, Universidad
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Networked Control of Unmanned Air Vehicles
Christian Chamoun and Alan Goran

Abstract—The efficiency and robustness of unmanned air
vehicles (UAVs) make them play a vital role in our future smart
cities. With their ability to perform various missions and the
advantage of not having a pilot aboard, UAVs are powerful
devices that could be used for many applications. Aiming to
propose both some applications that can have a huge impact on
our future smart cities and methods that deal with the difficulties
of controlling, cooperating and planning trajectories, this paper
studies the fundamental parts of a UAV.

The most essential sensors that are needed to get the necessary
measurements for the control system and for sensing different
physical quantities are studied and modeled mathematically.
Furthermore, the control theory of UAVs is studied in a com-
prehensive way. However, due to its complexity, a small number
of assumptions and simplifications have been made. A couple of
algorithms for planning a UAV’s trajectory are also considered.
Lastly, the ability to make several UAVs cooperate and perform
operations together is studied.

The work concludes a basic mathematical description of how
the sensors on a UAV work and what type of measurements
they provide. The study of the control theory shows that using
a combination of both a PD and PID controller in different
parts of the UAV’s flight mode seems to be the best way of
getting the UAV airborne and in a steady state hovering position.
The RRT algorithm is proposed as the most effective way of
performing trajectory planning and mesh networking is found
to be an optimal method for making several UAVs cooperate.

I. INTRODUCTION

UNLIKE common commercial aircraft, unmanned air ve-
hicles (UAVs) are aircraft that are controlled without a

pilot aboard. A UAV is flown autonomously with the help of
a control system that can be implemented in different ways.
An example is using an on-board computer [1].

Performing missions with air vehicles that are manned bring
different restrictions with the safety and the well-being of the
pilot. Due to the set-backs with having a pilot aboard, the
development of air vehicle missions has always been limited
[2]. However, as in many other technical complications, new
technology has been used to help change the restrictions that
come with manned air vehicle missions. For example, military
air vehicles have been enhanced with oxygen systems [2] that
help the pilot get the necessary amount of oxygen regardless
of the aircraft’s altitude. Technology has been the main key
for this type of improvement but in the end, some missions
are safer executed without the human factor involved. The first
attempt of removing the human factor came in the 1960s with
remotely piloted vehicles (RPV) [2]. The pilot was able to
control the RPV from a ground position. The missions that
RPVs could perform were however narrowed to a minor area
of application because of the delayed reaction time between
the controller and the aircraft [2]. Manned air vehicles are
therefore still considered more effective and applicable. The
communication problem between RPVs formed the idea for

developing today’s UAVs [2]. UAVs essentially combine the
advantages of RPVs and manned air vehicles in order to
complete missions in a satisfactory way. The pursuit for UAVs
started in the early 20th century with the first attempt at
constructing one in 1907 [3]. However, since technological
problems could not be solved at that time, the effort of
constructing a UAV were not fully successful [3].

With today’s advanced technology, the interest in UAVs is
growing fast. Air robots have become one of the main areas
in robotics research. Air robots are already able to perform
several indoor and outdoor applications [4]. This development
is of importance when considering that an estimated 66 percent
of the world’s population will be urban by 2050 and that the
world will have 41 mega-cities with more than 10 million
citizens [5]. With more people moving into the cities, one
can anticipate a rise in traffic congestion and pollution. There
might also be a correlation between population growth and
the rise of crime in cities. Despite of this not being a well
established fact, it is still worth considering. In addition, an
increased population will also bring with it the unpleasantness
of crowded areas, which might affect the quality of life. On
the other hand, there are positive aspects to the population
growth as well but it is important to focus on finding solutions
to the problems instead of focusing on the positive aspects.
UAVs, combined with other autonomous systems, might be an
effective tool for solving some of these problems in the future.
For instance, UAVs are excellent at sensing several physical
quantities with the help of existing sensors and they have a
great ability to perform different tasks such as monitoring and
delivery of objects.

With that being said, operating UAVs in our future cities
does not come without difficulties. For example, UAVs have
to be able to navigate through an urban terrain in a safe
way. This safety concern needs to be addressed and solved.
Therefore, having a reliable control system for UAVs is of
great interest, but it is not easy to implement since a UAV
is an underactuated and nonlinear system [6]. Its dynamics
are complex, which means that implementing a dependable
control system that is autonomous is complicated. The field
of application for UAVs depends on both the ability to make
UAVs cooperate in a way that enables them to help each other
to preform missions and to implement algorithms that can
plan the trajectories of UAVs. Therefore, proper methods of
coordinating and planning trajectories for UAVs are needed.

The complications mentioned above are discussed through-
out this paper. Additionally, some basic implementations and
methods that concern these areas have been proposed.

II. DEFINITION OF THE QUADROTOR

Unmanned air vehicles refer to any kind of aircraft that is
unmanned. Throughout this paper we will study the character-



100

A5. UNMANNED AIR VEHICLES

istics of quadrotors which indeed is an unmanned air vehicle.
A quadrotor is a term for an aircraft that consist of four main
rotors and no tail rotor [7].

Fig. 1. An illustration from [8] shows a quadrotor model. The model shows
a rigid cross-frame with four rotors and their spinning directions.

III. SENSORS

A sensor is a device that can sense and detect inputs from
the physical environment, the inputs can be for example light,
heat, motion or pressure [9]. A sensor converts the physical
parameter (input) into an output which can be measured
electrically [10]. A simple example is the modern temperature
sensors, the input is the temperature and as the input increases
a voltage across a diode increases at a known rate. By
amplifying the change in voltage it is easy to get an analog
signal as an output which is proportional to the input [11].

Since it is necessary for a quadrotor to measure different
quantities to be able to maneuver in complex environments, the
use of sensors is an important part of the design of quadrotors.
Therefore it is reasonable to firstly explain some of the crucial
sensors for quadrotors. The sensors will be presented and
described mathematically.

A. Accelerometer

An accelerometer is an electromechanical device that mea-
sures either static or dynamic acceleration force. Static force
can be gravity and dynamic force can be caused by for instance
vibrations and movements [12].

It is preferred to use accelerometers in a quadrotor since
they make it possible to measure the amount of static accel-
eration due to gravity and how much the quadrotor is tilted
relative to earth [12]. Using accelerometers is helpful to keep
the quadrotor steady. By sensing the dynamic acceleration it is
possible to know the attitude of the quadrotor and if it is flying
horizontally or not [12]. This information about the quadrotor
is of great value when trying to control it.

Usually an accelerometer is a small beam with a mass
placed at the end of one side. Inside the beam there are
two microstructures placed next to each other with a ca-
pacitance between them. When an accelerative force acts on
the accelerometer, the microstructures move and the distance

between them changes [12]. A change in distance entails a
change in capacitance

C = εrε0
A

d
, (1)

where C is the capacitance and d the distance [12].
Note that accelerometers do not calculate acceleration by

calculating how speed changes over time. They measure
force which acts in the opposite direction. This definition of
acceleration is known as Newton’s second law

a =
F

m
. (2)

To understand how an accelerometer works mathematically,
the accelerometer can be illustrated as a box in a Cartesian
coordinate system.

Fig. 2. An illustration of an accelerometer from [13]. The accelerometer is
represented as a box and is placed in a Cartesian coordinate system so that
the mathematical model can be derived.

F is the accelerometers measured force and can be a
combination of both static and dynamic force. The vectors
�Fx, �Fy and �Fz are projections of �F on the x, y and z axes
[13]. The vector �F can be defined by using the Pythagorean
theorem in three dimensional space

|�F |2 = |�Fx|2 + |�Fy|2 + |�Fz|2. (3)

The values of �Fx, �Fy and �Fz are actually linearly related
to the values that an accelerometer outputs [13], therefore
these values are important to derive. With the help of a analog
to digital converter (ADC) module, the accelerometers output
voltages can be converted in to digital values that represents
the forces �Fx, �Fy and �Fz [13]. By inserting these values in
(3) we will get the force F .

The quadrotors inclination relative to ground can now be
calculated by finding the angle between �F and the z axis. In
addition, it can also be interesting to know if the quadrotor
is tilted downwards or upwards. The inclination can for this
matter be split into two components, inclination on the x and
y axis. Both inclinations can be calculated respectively as the
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angle between �F and the x or y axis [13]. With the help of
trigonometry we can get these angles

cosα =
|�Fn|
|�F |

, (4)

where n can be either x, y or z and α is the angle between
�F and the x, y or z axis.

B. Gyroscope

A gyroscope can be used to control the orientation of
the quadrotor. If the quadrotor rolls, the gyroscope can give
information about the orientation and how fast it is rolling [14].
Gyroscopes are usually used on objects that does not rotate
too fast, therefore they are perfectly suitable for quadrotors
because they only rotate a few degrees per second. By detect-
ing these small changes in angular velocity, gyroscopes can
help quadrotors to stabilize the flight [15].

Gyroscopes only measure angular velocity and will not
get affected by any form of acceleration. When a gyroscope
rotates, a small resonating mass shifts as the angular veloc-
ity changes. The movements get converted into low-current
electrical signals that can be amplified to be used in a control
system [15], this is the basic function of a gyroscope. The
figure below shows the angles that a gyroscope measures.

Fig. 3. An illustration of a gyroscope from [13]. The gyroscope is repre-
sented as a box and is placed in a Cartesian coordinate system so that the
mathematical model can be derived. The angles that the gyroscope measures
are also shown.

The vector �Fxz is the projection of the force vector �F on
the xz plane and accordingly the vector �Fyz is the projection
on the yz plane [13]. With the help of Pythagoras’s theorem
the vectors can be defined

|�Fxz|2 = |�Fx|2 + |�Fz|2, (5a)

|�Fyz|2 = |�Fy|2 + |�Fz|2. (5b)

The angle θ is the angle between �Fxz and the z axis and
ϕ is the angle between �Fyz and the z axis. The gyroscope

measures the rate of change in these angles by measuring the
angle twice, at a time t0 and then at a later time t1 [13]. The
rate of change can then be calculated

∆(θ, ϕ)

∆t
=

(θ, ϕ)1 − (θ, ϕ)0
t1 − t0

, (6)

where (θ, ϕ) means either θ or ϕ. The result will be a
angular velocity in deg/s which is exactly what a gyroscope
measures, but a gyroscope rarely produces an output in deg/s
and a conversion needs to be done with the use of an ADC
module as for the accelerometer. The conversion gives valuable
information about the angular velocity in which the quadrotor
is moving around the y or x axis. In addition to how fast
the quadrotor is moving around an axis the calculations could
also give both a positive and a negative value that indicates in
which direction the quadrotor is moving [13].

C. Inertial Measurement Unit (IMU)

An IMU is an electronic inertial measurement unit that
usually measures and gives data on three different quantities,
an objects specific force, angular rate and even the magnetic
field that is surrounding the object. Measuring force and
angular rate is exactly what accelerometers and gyroscopes
do, as described above. Therefore an IMU uses a set of
accelerometers, gyroscopes and sometimes magnetometers to
perform measurements [16].

As described above in the accelerometer and gyroscope
sections, they are important sensors to control a quadrotor.
The disadvantage of using only a gyroscope in a quadrotor is
that a gyroscope can drift and get confused over time on its
orientation which causes the quadrotor to tilt, but this will not
happen with an accelerometer. An accelerometer also has the
ability to recalibrate itself while the quadrotor is airborne and
steady, which a gyroscope can not do since a gyroscope never
knows if the quadrotor is moving or not. A gyroscope is still an
important sensor since it gives information about how fast and
in what direction the quadrotor is rotating. The most significant
difference between gyroscopes and accelerometers is that gy-
roscopes do not get affected by acceleration, they only measure
angular velocity. This is why an IMU is perfect to use when
designing a quadrotor, it uses a combination of both sensors to
get the best measurements. In addition to that, IMUs support
GPS-system as well, which is useful for quadrotors. The GPS-
system in an IMU is also able to function in areas where
GPS-signals generally are unavailable for example in tunnels,
buildings or in areas where there is electronic interference [17].
The IMU also provides measurements of magnetic fields with
the help of a magnetometer. By measuring the earth’s magnetic
field, the magnetometer can work as a compass.

The combination of accelerometers, gyroscopes and magne-
tometers can set up a good flight control. If the quadrotor for
instance is tilted forward and is desired to stay in that position
without moving forward, the IMU can help such an action.

D. Sound Navigation And Ranging (SONAR)

Ultrasonic or SONAR sensors use sound to accurately detect
objects and measure their distances [18]. These types of
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sensors provide very good background suppression to reliably
detect objects, regardless of the objects appearance. Ultrasonic
sensors uses frequencies above the level of human hearing
> 20 kHz [19].

There are several ways where quadrotors can benefit from
this kind of sensor. SONAR sensors can mainly be useful for
measuring the altitude. Therefore, they can play a big role in
the landing process. A quadrotor can also use these sensors to
familiarize itself in the environment by installing one sensor
on each side of the quadrotor.

A common SONAR sensor is composed of two ultrasound
capsules, a light sensor, a microcontroller and other electri-
cal circuits. The two capsules are transducers that converts
ultrasonic waves into electrical signals and vice versa. One
capsule is used for the wave transmission while the other one
for the wave reception. An on-board light sensor is included
in the device to get the additional light information. The
microcontroller is basically the “brain” of the module. It allows
the communication with other digital devices and provides the
right signal conditioning to and from the ultrasonic capsules
and the light sensor. Furthermore, there is other circuitry which
is needed to correctly interface the microcontroller and the
transducers [20].

The principle of a SONAR module is simple. The transmit-
ter capsule transmits an ultrasound which travels through the
air, if there is an object in its path, the sound will bounce back
to the module.

Fig. 4. An illustration that shows a SONAR module with a transmitter and
a receiver. The image shows how the transmitted wave (lower wave) reflects
back on an object.

Considering the travel time and the speed of sound, the
distance can be calculated. The speed of sound is v = 340m/s
in air, with minor dependence on temperature and humidity.
In order to calculate the distance, the device has to measure
the time between sending out the transmitted wave and get-
ting back the received wave. The distance is calculated by
multiplying the time with the speed of sound

s = v · t
2
. (7)

Note that the result has been divided by two since the time
of the travelling wave is measured for both ways, forth and
back. There can be many surrounding objects that can cause
a SONAR sensor to give false data. As sound travels over a
distance, the wave spread out from their source in a conical
shape. The further the sound travels, the wider the conical
shape becomes. Obstacles inside the area of the conical shape

can disrupt the acoustic signal and give a reflection that can
be falsely detected as the object that is intended to measure.
Although, there are techniques that can solve this problem.
For example, digital signal processing (DSP) technology, can
identify false obstacle reflections. DSP is able to filter out
the false obstacles reflections and get the true distance of the
intended object by narrowing the the detection area so that
it does not spread out in a conical way. Measuring height in
this way will not be totally accurate for a quadrotor since the
distance between the quadrotor and ground will be different,
depending on how much the quadrotor is tilted. The correct
distance can be calculated by multiplying the SONAR data
with the cosine of the roll angle as well as the cosine of the
pitch angle [20]. These angels will be discussed in section
(IV).

E. Infra-Red (IR)

An IR sensor measures a distance through IR waves. There
are many types of IR sensors depending on the desired
characteristics and which technology they use for measuring
the distance (triangulation, phase shift, time of flight etc.) [20].
In quadrotors, IR sensors are practical to prevent the quadrotor
to crash into obstacles, for example a wall. IR sensors on each
side of the quadrotor are therefore essential.

An IR sensor is composed of a light emitter, a light detector,
a signal processing circuit and other needed circuitry [20]. The
IR light-emitting diode (LED) is a transducer that converts
electrical signals to IR waves. The sensor also contains a
position-sensitive device (PSD), which is composed of a photo
diode array and applies a conversion in the opposite way,
meaning from IR waves to electrical signals [20]. The module
takes advantage of the triangulation strategy to calculate
distance. The IR LED sends a light beam and when it hits an
object, most of the light reflects back, depending of the objects
reflectivity. The reflected light will then go through the lens
and be focused on a smaller area on the PSD. When the light
is read by the PSD, a geometric calculation is done according
to the lighted photo diode in the PSD and the distance is then
provided [20].

Fig. 5. An illustration that shows an IR triangulation strategy. A light beam
from the IR LED hits an object and reflects back. The PSD will then receive
the reflected light through a lens.
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The signal processing is the main part of the module. It gives
the right signal condition to and from the optical devices and
provides an analog output according to the measured distance
[20]. There are several different circuits in this module. To
reduce interferences between surrounding light and the LED
light, an oscillation circuit is used that regulates the IR waves
(on-off). The voltage regulator circuit is for stabilizing the
power supply. The LED drive circuit is for correctly interfacing
the signal processing circuit to the LED. Lastly, an output
circuit is needed so that the microcontroller can read the
signals directly [20].

Here, just like the SONAR sensors case, the correct data is
provided when the distance is multiplied by the cosine of the
roll angle and by the cosine of the pitch angle.

F. Visual Sensor Network

Visual sensor network is a network of smart cameras that
are capable of obtaining specific information from the captured
images that can be used in an automated system [21], [22].
These cameras have communication and storage capabilities as
well as a central computer to be used for further processing and
fusing images of a place from different cameras with different
view points [21]. The network provides useful inputs for the
quadrotors that can be used in many applications. For instance,
the smart cameras can be used to estimate the distance between
a quadrotor and an obstacle by processing the images.

IV. CONTROL THEORY

In this section the quadrotor’s control theory is introduced.
The basic physics of a quadrotor will be explained thoroughly
and used to derive the quadrotor’s equations of motion. This
section is of big importance and its content will be used to
implement a control system for a quadrotor in section (V).

A quadrotor consist of a rigid cross frame with four rotors
attached to the frame.

Fig. 6. An image from [4] shows the four rotors on a quadrotor and the thrust
for each motor.

In the above figure, Ti is the thrust of rotor i = 1, 2, 3, 4.
The rotors that are placed oppositely rotate in the same
direction and the other two rotate in the opposite direction

[23]. By changing the thrust of the rotors the quadrotor can
be controlled. The control system of a quadrotor is usually
based on PID control theory [23].

A. Six Degrees of Freedom

A quadrotor has six degrees of freedom (6DoF), three
translational and three rotational.

Fig. 7. An illustration from [24] shows the six ways a quadrotor can move,
usually called the six degrees of freedom.

6DoF means the freedom of movement in three-dimensional
space [24]. In other words, the quadrotor can move transitional
(forward/backward, up/down and left/right) and rotational
(pitch, yaw and roll). Since the quadrotor only has four rotors
that might affect its movements, the quadrotor is markedly
underactuated and the dynamics are nonlinear. Furthermore,
quadrotors are airborne which means that there is not much
friction to stop their motion [6]. These aspects cause a very
complicated control problem.

B. Rotational Movement

Pitch, yaw and roll are the three main ways that a quadrotor
can rotate. Pitch is when the quadrotor either tilts forward or
backward. Yaw is the quadrotors deviation either to the right
or left. Finally, the roll is the quadrotor’s movement sidewards,
either right or left, and should not be confused with yaw [25].

Fig. 8. An illustration from [26] intuitively explains the rotational movements
pitch, roll and yaw.
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C. Coordinate Systems
The most intuitive way of describing the control theory of a

quadrotor is to define the two coordinate systems in which we
will operate. The two different coordinate systems are {A},
which is earth-fixed and {B}, which is body-fixed [4] and can
be visualized as a coordinate system that moves in accordance
to the quadrotor. The coordinate systems are mainly used to
relate the movements of quadrotors to earth. For example, if
the quadrotor is tilted, the body-fixed coordinate system tilts
as well and the angle can then be found by relating the body-
fixed coordinate system to the fixed one.

Fig. 9. An illustration from [4] shows the transaction from the earth-fixed
coordinate system {A} to the body-fixed {B}.

D. Rotation Matrix
Before going into the physics of a quadrotor we will

explain the kinematics of quadrotors in {A} and {B} by
deriving the rotation matrix. The rotation matrix R gives
a mathematical representation of where the quadrotor is
located. In other words, R explains the rotation of the three
vectors �b1, �b2 and �b3 in three dimensional space. The rotation
matrix can be modeled with Euler angles [4] which is one
of the ways to describe three-dimensional orientation. To
understand how R is modeled it is necessary to explain how
to get from the coordinate system {A} to {B}. Imagine a
quadrotor that is at rest on the ground. The coordinate system
{A} is then describing the frame location of the quadrotor.
When the quadrotor is in the air and has rotated with yaw,
pitch and roll angles as in Fig. 9, the transition from {A} to
{B} is made in three steps. Firstly, a rotation about the vector
�a3 with the angle ψ is made [4]. This movement is a yaw
rotation which results in the coordinate system {E}, that is
placed next to {B} for easier reference. Secondly, a rotation
about the x axis of {E} is made. This rotation gives the roll
angle φ. Thirdly, the pitch angle θ is the final adjustment that
results in the coordinate system {B} [4]. These steps model
the rotation matrix

R =



cψcθ − sφsψsθ −cφsψ cψsθ + cθsφsψ
cθsψ + cψsφsθ cφcψ sψsθ − cψcθsφ

−cφsθ sφ cφcθ


,

where c and s stand for cosine and sine respectively. For a
given vector �b in the body-fixed frame, the corresponding
vector in the earth-fixed frame is R�b. The columns of R are

R = {�b1,�b2,�b3}, (8)

where �b1, �b2 and �b3 are the coordinate vectors on the body-
fixed frame {B} (see Fig. 9)

E. Physics

With the kinematics of a quadrotor explained, we can derive
the physics behind the power and forces on a quadrotor.

1) Motor Power: Since all the motors on a quadrotor
can be considered identical, only one motor needs to be
analyzed without the risk of losing any information about
reality. Quadrotors use electric motors to power the rotors [6].
The torque from one motor is given by

τ = Kτ (I − I0), (9)

where I is the input current, I0 is the initial current when there
is no load on the motor and Kτ is a proportionality constant
for torque [6]. The voltage across the motor is equal to the
sum of the voltage drop over the motor’s resistance and the
angular velocity of the motor multiplied by a constant

V = IRm +Kvω, (10)

where Rm is the motor resistance, Kv is a constant that
indicates how much electromagnetic force that is generated
per revolution per minute (RPM) and ω is the motors angular
velocity [6]. The power that the motor consumes can easily
be calculated with the common power formula

P = IV. (11)

The motor resistance will be neglected and the initial current
I0 will be considered small which makes the approximation
KτI0 � τ reasonable. With these simplifications and by
solving for I in (9) and substituting the answer into (10), an
approximate expression for the power consumed by one motor
can be derived

P ≈ Kv

Kτ
τω. (12)

This is the power that is needed to keep the quadrotor
hovering.

2) Thrust: According to the laws of energy preservation,
we know that when the motors are working, the energy that
they consume during a certain time has to be equal to the force
generated by the motors, multiplied by the distance of the air
moved from the propellers [6]

Pdt = Fdx. (13)

The power is then equal to the force times the air velocity

P = F
dx

dt
= Fv (14)
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and the force that is generated through the propellers is equal
to the thrust of the motors, which gives the expression

P = Tv. (15)

The quadrotor’s capability to generate steady-state thrust,
in other words fly without moving horizontally or vertically
(hover), can be described using momentum theory. Momentum
theory is a mathematical model of an ideal actuator disk [27],
in our case a propeller. For a hovering quadrotor, the power
required for a given thrust is according to momentum theory
[27]

P =

√
T 3

2ρA
, (16)

where A is the rotor disc area and ρ is the density of air. By
assuming that v is the airspeed when the quadrotor is hovering
and that the air surrounding the quadrotor is stationary, we can
substitute (16) into (15) and get

√
T 3

2ρA
= Tv ⇒ v =

√
T

2ρA
, (17)

which is an expression for hover velocity [6]. Normally torque
is defined as

τ = �r × �F , (18)

where �r is the positioning vector from the origin to the point
where the force �F is applied [28]. In the case of a quadrotor,
the torque is proportional to the thrust by some constant that
is determined by the blade structure on the propellers [6]

τ = KbT. (19)

This will bring us to an expression for the thrust. By using
(19) in our approximate formula for power (12) we get

P =
Kv

Kτ
τω =

Kv

Kτ
KbTω =

√
T 3

2ρA
. (20)

Solving for the thrust gives us the final expression

T = kω2, (21)

where

k =

(
Kv

Kτ
Kb

√
2ρA

)2

. (22)

This expression is for the thrust of one motor. Because of
the similarities between all the motors, the total thrust is easily
achieved by summing up the thrusts for each individual motor.
The total thrust, for four motors, in the body-fixed frame {B}
is pointed in the z axis and given by

T{B} =

4∑
i=1

Ti = k

4∑
i=1

ω2
i . (23)

When the rotors on a quadrotor are rotating they create
a rotor drag which gives a reaction torque that acts on the
frame of the quadrotor [4]. If this reaction torque and the

aerodynamic forces are neglected, then the total thrust that
is needed to keep the quadrotor hovering is equal to the
gravitational force

T{B} = mg, (24)

where m is the mass of the quadrotor. However, this is only
true if all the rotor thrusts are pointed in the z direction (i.e.
pointed straight up in relation to the frame {B}) [4].

Even airborne vehicles are victims to friction due to air
resistance. The thrusts antagonism force, friction, can be
modeled in a simplified way as a force that is proportional
to the linear velocity in each direction in the {A} frame [6]

Fµ = −Kµ



ẋ
ẏ
ż


 . (25)

3) Torque: The quadrotor needs to overcome the frictional
force Fµ by producing torque. Each rotor on the quadrotor
gives some torque that is necessary to keep the propellers
spinning and provide thrust [6]. The torque is pointed about
the z axis in the body-fixed frame {B}. In fluid dynamics,
there is a formula to calculate the drag force that is due to an
object moving through a fluid [29], in our case the propellers
moving through air. We will use this drag equation to express
the frictional force

Fµ =
1

2
ρCµAv2, (26)

where ρ in our case is the density of air, Cµ is a dimensionless
constant, A is the cross-section area of the propeller and v is
the flow velocity relative to the quadrotor. We now have an
expression for the drag force that acts on the propellers and
can derive an expression for the torque caused by drag.

Fig. 10. An illustration of a single propeller on a quadrotor from [30]. The
propellers radius R, the drag force F and the torque T are also shown.

If we assume that the force is only applied at the end of the
propeller as in Fig. 10, we can get the expression for torque
[6] with the help of the common torque equation (18)

τµ =
1

2
ρCµAv2r, (27)
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where r is the propellers radius. By using the fact that

v = ωr, (28)

we can write the torque as

τµ =
1

2
ρCµAr(ωr)2 = bω2, (29)

where b is a properly dimensioned drag coefficient [6]. As
previously mentioned, two pairs of rotors rotate in the same
direction and the two other rotate in the opposite direction.
The torque for the ith motor can therefore be expressed as [6]

τi = (−1)ibω2
i , (30)

which means that for the rotors i = 2, 4 the expression is
positive so they rotate clockwise and for the rotors i = 1, 3
the expression is negative so they rotate counterclockwise as in
Fig. 6. Note that this only applies for the quadrotor in steady
state flight. When the quadrotor is not landing or taking off, the
angular acceleration of the propellers can be considered small
(ω̇ ≈ 0) since the propellers thrust will be almost constant
[6]. The angular acceleration has therefore been ignored in
the torque expression.

As for the thrust, the total torque can be calculated by
summing up all the torques with the signs in consideration

τtotal = b(−ω2
1 + ω2

2 − ω2
3 + ω2

4). (31)

The torque of each motor can be regulated to make the
quadrotor perform pitch, roll and yaw rotations. The total
thrust is an expression for yaw movement since all the motors
are necessary to make the quadrotor yaw. If ω1+ω3 �= ω2+ω4

the quadrotor will yaw

τyaw = b(−ω2
1 + ω2

2 − ω2
3 + ω2

4). (32)

We can now choose the i = 1, 3 motors to be the roll motors
which gives us the expression for the roll torque

τroll =
∑

r × T = dk(−ω2
1 + ω2

3), (33)

where we have multiplied by d which is the length from the
center of the quadrotor to the center of the propellers (see Fig.
6). For the pitch movement of motors i = 2, 4 we get a similar
expression

τpitch = dk(−ω2
2 + ω2

4). (34)

The three expressions τroll, τpitch and τyaw all express the
torques of the quadrotor in the body-fixed frame {B}

τ{B} =




dk(−ω2
1 + ω2

3)
dk(−ω2

2 + ω2
4)

b(−ω2
1 + ω2

2 − ω2
3 + ω2

4)


 . (35)

This modeling of the quadrotor is simplified in many aspects
and some things have been neglected to avoid the difficulties
with the nonlinear dynamics of a quadrotor. For instance, we
do not take the deformity of the blades on the propellers (due
to high velocities) into consideration and we do not consider
wind either. However, this model is a good description of the
basic physics of a quadrotor.

F. The Quadrotors Equations of Motion

We now have the fundamental parts of the quadrotor model
to express the dynamics of the quadrotor.

The linear motion of the quadrotor can be expressed as the
sum of thrust, gravity and friction [6] in the earth-fixed frame
{A}. From (23) we have the expression for thrust in the body-
fixed frame. By using the rotation matrix in section (IV-D),
we can map the thrust to the earth-fixed frame

T{A} = RT{B}. (36)

The linear motion of the quadrotor in the earth-fixed frame
{A} can therefore be expressed as

mẍ = mg(−ẑ) + T{A} + Fµ, (37)

where 
x is the position vector of the quadrotor, g is the
gravitational acceleration (≈ 9.8m/s2) pointed in the negative
z axis in {A} and the friction is given by (25).

We can now describe the rotational motion of the quadrotor.
Since we want to describe rotation with the center of the
quadrotor as a reference, the rotational equations will be
expressed in the body-fixed frame {B} [6]. The rotational
equations of motion can be derived with Euler’s equations for
rigid body dynamics. Euler’s equations describe the rotation
of a rigid body [31], in our case a quadrotor, using a rotating
reference frame where the axes are fixed to the body [31],
{B}. The general form of Euler’s equation in vector form is

I
̇ω + 
ω × (I
ω) = 
τ , (38)

where I is the inertia matrix of the quadrotor that determines
the torque needed to get a specific angular acceleration about
an axis [32], 
ω is the angular velocity vector


ω =



ωx

ωy

ωz


 , (39)

and 
τ is the applied torques vector


τ =



τroll
τpitch
τyaw


 . (40)

By solving for the angular acceleration we can rewrite (38)
as [6]


̇ω = I−1(
τ − 
ω × (I
ω)). (41)

The quadrotor can be modelled as two crossing shafts with
small cross-section areas in the origin. The motors at the end
of each shaft can be modelled as four point masses [6].
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Fig. 11. An illustration of a quadrotor model from [33] that shows how a
quadrotor can be modeled as two crossing shafts and four point masses.

For bodies that are free to rotate in three dimensional space,
as it is for the quadrotor, their moments of inertia can be
described by a 3 × 3 symmetric matrix [32]. Due to the
symmetries of the quadrotor shown in Fig. 11 the inertia matrix
can be written as [6]

I =



Ixx 0 0
0 Iyy 0
0 0 Izz


 , (42)

where Inm generally represents the moment of inertia around
the m axis when rotating around the n axis. By using the fact
that the inverse of a diagonal matrix

A =



a11 0 0
0 a22 0
0 0 a33


 , (43)

is equal to

A−1 =



1/a11 0 0
0 1/a22 0
0 0 1/a33


 . (44)

If all the diagonal elements are nonzero [34], we can invert
I and substitute it into (41) and simplify the expression to get

�̇ω =



τrollIxx

−1

τpitchIyy
−1

τyawIzz
−1


−



ωyωz(Izz

−1 − Iyy
−1)

ωxωz(Ixx
−1 − Izz

−1)

ωxωy(Iyy
−1 − Ixx

−1)


 , (45)

which is the final expression for the quadrotor’s rotational
equations of motion in the body-fixed frame {B}.

V. CONTROL IMPLEMENTATION

The mathematical modelling of the quadrotor’s dynamics
that we have derived in section (IV) can now be used
to implement a controller that can be used for a physical
quadrotor. Even though this work does not include building
a physical quadrotor that can support our proposed controller,
it is important to explain how a controller can be implemented
and to understand how the different parts of the control theory
can be used to derive a fully functional controller.

Quadrotors are usually controlled with a proportional-
integral-derivative (PID) controller which is a commonly used
control system. The PID controller consists of three parts, one
that is proportional to the error (P), one that is proportional
to the integral of the error (I) and one that is proportional to

the derivative of the error (D). A PID controller calculates a
system’s errors and tries to minimize them by adjusting some
control variables [35].

Before we describe a control system we have to define
our inputs to the system. The only thing we can control
with our quadrotor is the voltage across the four motors. By
changing the voltage across a motor the angular velocity of
the motor changes as well. The inputs that we can manipulate
in our system will therefore be the angular velocities of the
four motors [6]. Since our simplified model only contains the
square of the angular velocities, our inputs will be ω2

i for
i = 1, 2, 3, 4.

A. PD Controller

In some cases it can be beneficial to implement a PID
controller where not all the parameters are used. This usually
gives an easier implementation to the cost of an inferior control
system. We will explain how a PD controller can be imple-
mented to get a relatively good control system. A PD controller
is a controller that uses two out of the three parameters in a
PID controller and will contain the proportional and derivative
parts. Its output can be written as [35]

u(t) = Kpe(t) +Kd
de(t)

dt
, (46)

where Kp,Kd ≥ 0 are the proportional and derivative coef-
ficients respectively and e(t) is the error. We would like to
implement a controller that keeps the quadrotor hovering in a
horizontal position which means that the system will give us
an error if the quadrotor for instance tilts by a roll angle φ.
To be able to make the quadrotor react and cancel the errors,
we need to get measurements. Installing a gyroscope on the
quadrotor helps us deal with this problem since a gyroscope
measures the derivatives of these errors. In other words, the
gyroscope will provide us with measurements of φ̇, θ̇ and ψ̇.
We can now get the actual error by taking the integral of these
measurements. For example, we can get the roll angle error
by integrating the gyroscopes measured data

φ =

∫ T

0

φ̇dt. (47)

We need to derive expressions for our system’s inputs to
implement the PD controller. Newton’s second law can be
rewritten for rotational purposes [36]

τ = Iα, (48)

where α can be φ̈, θ̈ or ψ̈. We can therefore set our applied
torques from (40) proportional to the output of the PD con-
troller

�τ = Iu(t), (49)

which gives us the expression [6]



τroll
τpitch
τyaw


 =



−Ixx(Kdφ̇+Kp

∫ T

0
φ̇dt)

−Iyy(Kdθ̇ +Kp

∫ T

0
θ̇dt)

−Izz(Kdψ̇ +Kp

∫ T

0
ψ̇dt)


 . (50)
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From (35) we have an expression for the applied torques in
the body frame {B} which we can substitute into the above
equation to get




dk(−ω2
1 + ω2

3)
dk(−ω2

2 + ω2
4)

b(−ω2
1 + ω2

2 − ω2
3 + ω2

4)


 =



−Ixx(Kdφ̇+Kp

∫ T

0
φ̇dt)

−Iyy(Kdθ̇ +Kp

∫ T

0
θ̇dt)

−Izz(Kdψ̇ +Kp

∫ T

0
ψ̇dt)


 .

(51)
This can be simplified by rewriting the errors and summing

them up for each component



dk(−ω2
1 + ω2

3)
dk(−ω2

2 + ω2
4)

b(−ω2
1 + ω2

2 − ω2
3 + ω2

4)


 =



−Ixx2eφ
−Iyy2eθ
−Izz2eψ


 . (52)

We have now got an expression that contains our inputs.
Solving for the inputs is not simple yet, since we have four
unknown variables and only three equations. We need an
additional equation to solve this problem. From (23) we know
that the sum of our inputs are proportional to the thrust by
the constant k. The thrust that is needed to keep the quadrotor
aloft is according to (24) equal to the gravitational force. This
gives us

4∑
i=1

ω2
i =

T{B}

k
=

mg

k
. (53)

As mentioned in section (IV), equation (24) is only accurate
if all the thrusts are pointed in the z direction in the body-fixed
frame {B}. To make this assumption more accurate we can
use the measured angular velocities from the gyroscope and
integrate them to get the roll (φ) and pitch (θ) angles. We can
now calculate the desired thrust to keep the quadrotor airborne
by projecting the thrust to the z axis of the earth-fixed frame
{A} [6] with the help of the measured angles. The expression
for the necessary thrust is then

T{B} =
mg

cosφ cos θ
. (54)

This can be substituted into (53) to get

4∑
i=1

ω2
i =

mg

k cosφ cos θ
, (55)

which gives us our fourth equation. We have now got four
equations and four unknown variables which we can solve
and get the expressions for each input in our system [6]

ω2
1 =

2beφIxx + eψIzzkd

4bkd
− mg

4k cosφ cos θ
, (56a)

ω2
2 =

eθIyy
2kd

− eψIzz
4b

− mg

4k cosφ cos θ
, (56b)

ω2
3 =

−2beφIxx + eψIzzkd

4bkd
− mg

4k cosφ cos θ
, (56c)

ω2
4 = −eθIyy

2kd
− eψIzz

4b
− mg

4k cosφ cos θ
. (56d)

These are the four inputs, derived from the dynamics of the
quadrotor explained in section (IV), that can be used to imple-
ment a PD controller system that keeps a physical quadrotor
hovering horizontally. Recall that the errors e can be calculated
by integrating the gyroscope measurements according to (47),
b is the drag coefficient from (29), d is the distance from the
center of the quadrotor to the center of the propellers and m
is the mass of the quadrotor.

B. PID Controller

As we have seen, implementing a PD controller is relatively
easy, but comfort comes with its costs. Using only a PD
controller for mechanical systems, such as the quadrotor, is
often not preferred since they are incomplete. The quadrotor
will experience measurement noise, vibrations and other dis-
turbances in real-life, which is discussed in section (IX). These
disturbances affect the gyroscope as described in (III-C) and
will cause the PD controller to build up an error which will
for instance make the quadrotor believe it is flying horizontally
while it is actually tilting to some degree. Implementing a PID
controller instead gives an extra parameter (I) which deals with
this problem. The output of a PID controller can be written
as [35]

u(t) = Kpe(t) +Kd
de(t)

dt
+Ki

∫ t

0

e(τ)dτ, (57)

where Ki ≥ 0 is the integral coefficient which also is the extra
parameter. The integral term of the PID controller sums up the
error that the system builds up so that it can be accounted for
in the controller. Implementing a PID controller is not much
different from the PD controller. Everything is the same except
that we now have an extra error term. It might be convincing
that a PID controller is better to use instead of a PD controller
but the extra term brings problems of its own. There is a
known problem that is called integral windup which means
that the integral term causes the system to overshoot when it
tries to reach its setpoint [37]. This will cause the quadrotor
to oscillate around its preferred state and not stay stable. If
the oscillations are extensive they might result in an unstable
system.

C. Proposed Implementation

Because of the complications with both the PD and PID
controllers, it is favored to use a combination of both con-
trollers. A PD controller without the integral term can be used
when the quadrotor is in motion and we want to get it into a
steady state without oscillations. When the quadrotor then is in
a steady state, a PID controller can be used so that the steady
state errors that the system might build up afterwards will get
canceled. This combination of both a PD and PID controller
is our proposed implementation for a control system that will
result in a steady hovering quadrotor.

In the figure below, the block diagram shows how the
proposed control system works. The set point is the system’s
input and can be set to different values depending on how we
want the quadrotor to act. The gyroscope will then give us
measurements on how the quadrotor actually is behaving. By
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calculating the difference between the set point value and the
gyroscope’s measurement we get the quadrotor’s error. We can
now feed that error into the PD or PID controller, depending on
if the quadrotor is in motion or steady state, and the controller
will then minimize the error and make the quadrotor react
accordingly. Since the loop is closed, the system will repeat
this process continuously.

Fig. 12. An image that shows the proposed control system.

VI. QUADROTOR TRAJECTORY PLANNING

A trajectory describes a robot’s motion through space, which
is a process of computing a sequence of positions, velocities
and accelerations. A trajectory that a quadrotor can follow is
necessary to avoid collision with buildings when it is traveling
between two points in a known urban terrain. Since our subject
is the smart city, we assume full knowledge of the map of the
city. We are also assuming that the quadrotors have a constant
altitude for simplification reasons. This will keep the study of
the trajectory planning algorithms in two dimensions.

There are several types of path finding algorithms. The
trajectory planning algorithm finds a path that the quadrotor
is capable of following. Most path planing methods provide
a path that cannot be accurately followed by the quadrotor.
Although this is not a big concern in some environments, it
might be a serious problem in a smart city. In a smart city,
any deviation from the planned path might result in collision
[38]. Therefore, planning paths are exceptionally difficult in an
urban terrain because of buildings and other obstacles. A path
planning algorithm must also account for vehicle dynamics
when it is planning a path, otherwise there will be a risk of
unexpected collisions [38].

In this section we present and describe two algorithms,
Rapidly-exploring Random Trees (RRT) and A-star (A*).

A. Rapidly-exploring Random Trees Algorithm (RRT)

An RRT algorithm works like a fast growing tree. It starts
at a certain point and spreads out by taking random samples
in a known space. A line (path) is then drawn to each sample
from the nearest connected sample, starting from the starting
point. The connection between two random sampled points is
only added to the path tree if the connection is feasible or in
other words, passes entirely through free space and avoids the
urban buildings and obstacles.

In quadrotor path planning, we want to find a path between
an initial state xinit and a goal state xgoal in a configuration
space C. This path must lie entirely and completely in the
free region Cfree. The free region is the configuration space

that is free of buildings and obstacles, Cfree ∈ C [38]. The
RRT algorithm builds a tree with branches that represents the
trajectory inputs that moves the quadrotors from one point to
the next. Thus, the algorithm provides a continuous path from
the initial state to multiple intermediate states and then finally
to the goal state [38].

It is known that RRT is quick at exploring the configuration
space, and it works well with spaces that have not been
explored before [39].

RRT Algorithm generate rrt(xinit,K,∆t)
τ .init(xinit);
for k = 1 to K do
xrand ← random state();
xnear ← nearest neighbor(xrand,τ );
u ← select input(xrand,xnear);
xnew ← new state(xnear,u,∆t);
τ .add vertex(xnew);
τ .add edge(xnear,xnew,u);

end for
return τ

Fig. 13. RRT algorithm from [39] shows the implementation code of the
algorithm.

This algorithm, defined in [39], produces an RRT starting
from the first vertex of the tree which is the xinit state, and
takes K steps to produce it. In each iteration, a random state
xrand is selected from C. Then, a state xnear is found in the
current tree, τ , by the nearest neighbor(xrand, τ) function.
The xnear state will be chosen closest to xrand state. The
function select input(xrand, xnear), selects the input u so
that the system takes xnear closest to xrand without leaving
Cfree. After this step, a collision detection method needs to
check if the input produces a collision-free path. The function
new state(xnear, u;�t) is then called to apply the input u
for the time �t and produce a new state xnew, which is then
stored in the tree τ along with u. This process is repeated until
it finds the desired state, xgoal, which is then also added to
the tree τ [38].

Fig. 14. An illustration from [40] shows RRT path finding. The spread out
lines in the image are RRT algorithm’s attempt to find the goal state. The bold
line, starting from the upper left corner, represents the planned path, leading
to the goal state, and the dots represent obstacles.
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B. A-Star Algorithm (A*)

The A* algorithm is another way of planning the path for
a quadrotor. The search space in this algorithm, which in our
case is the smart city, has to be divided into a square grid (other
shapes are possible too if it is suitable). The center of each
square is a node and each square has a status that tells whether
the square is a free region Cfree or an obstacle/building region.
The path is found by observing the squares and choosing a
sequence of squares that the quadrotor can use in order to
travel from the start position to the goal position [41].

The algorithm finds the path with the help of two lists, an
open and a closed list. An open list contains the squares that
are considered, the squares that are not in the free region Cfree

are ignored [41]. The considered squares in the open list need
to be checked to determine which one of them is appropriate
to fall along the path, in other words, the square in which
the quadrotor should move to next. The chosen square is then
moved to the closed list. The closed list contains only the
checked squares.

The first square added to the open list is the square that
contains the starting position node xinit. For simplification
reasons, we name the starting position “square A” and the
square that contains the goal node “square B” [41]. All of
the adjacent squares to square A are then added to the open
list and square A is saved as the “parent square” to all of the
adjacent squares, see Fig. 15. Each adjacent square has a grey
pointer that points to their parent square, which is later used
to trace the path.

Fig. 15. An illustration from [41] represents the starting square A and its
adjacent squares. The adjacent squares contain a grey pointer that points to
their parent squar.e

Next, the starting square A is moved to the closed list and
removed from the open list. One of the adjacent squares is
then chosen from the open list and the process repeats again
[41]. The square is chosen depending on the lowest F cost.

The F cost is the determination key which helps the al-
gorithm to choose the right squares for the path. The square
closest to the goal square B will have the lowest F value.
Thus, the algorithm will provide an appropriate path by
continuously choosing the correct square while ignoring the
obstacles/buildings. The F cost equation consists of two terms

F = G+H, (58)

where G is the actual moving cost from the parent point A
to the given square and H is the estimate cost of the path
from the given square to the final goal square B [42]. The
H value is heuristic because it is an estimation of the path,
since the actual distance to the goal is not determined yet.
The calculation methods for the values of G and H can be
found in [41].

The path will be generated when the system reaches square
B. Once square B is added to the closed list, the algorithm
can trace the path by working itself backwards. The trace-
back starts from the last square (B) to the first square (A) by
following the parent square of each square in the closed list.
This trace will then be the planned path [41].

C. Proposed Algorithm

As mentioned before, there are many different algorithms
for planning a quadrotor’s path. The studied algorithms are
both functional for this purpose but there is no proof that one
of the algorithm works better than the other. Because of our
resource limitations, we were not able to do an experimental
comparison between the two algorithms. Although, there has
been experiments in [38] that shows promising results for the
RRT algorithm. Therefore, we chose to focus more on RRT
instead of the A* algorithm.

The major challenge in trajectory planning algorithms is
accounting for quadrotor dynamics. The RRT algorithm does
not compute the dynamics of a quadrotor. This algorithm will,
because of that, deliver satisfying results in simulation but
poor results in real-life. Another drawback to the RRT method
is that the algorithm results in a series of different control
inputs for the planned path. According to the experiment in
[38], the path planned with this method will work well in
simulation but not well in real-life. Therefore, a modified RRT
algorithm called Waypoint RRT (WRRT) is introduced. This
modified algorithm can even account for quadrotor dynamics
in an urban terrain [38]. The WRRT uses waypoints instead
of inputs when it is planning the path. The difference is that
waypoints produce an accurate and smooth way between the
inputs instead of following the inputs strictly. It relies on an
inner loop controller to record the waypoint path instead of
specifying the control inputs. Results in [38] has shown that
this method is fast and robust for finding paths in difficult
urban terrain environments. Hence, the proposed method is
Waypoint Rapidly-exploring Random Trees (WRRT) algo-
rithm.

VII. COOPERATIVE PERCEPTION SYSTEM OF
QUADROTORS

A cooperating system of multiple quadrotors is important
in applications like surveillance, trajectory planning, rescue
missions and etc. One of the big interests with autonomous
vehicles is to improve the effectiveness and security of life in
smart cities, which means that vehicles like quadrotors will
for instance be ideal tools for replacing humans in dangerous
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life-threatening missions. With more advanced tasks there is
a need for a more complex perception system between the
quadrotors.

In this section we will present the data fusing from
quadrotor-to-quadrotor and quadrotor-to-ground base. Fig. 16
shows the cooperation of multiple quadrotors.

Fig. 16. An image from [43] shows three quadrotors working together to
perform a mission.

The main interest in cooperating quadrotors is due to the
increasing advancements in modern cameras, wireless net-
working and effective processors. These devices can be placed
on-board quadrotors along with a GPS navigation.

A. Cooperative Applications

Producing innovative vehicles that have great impact on
our way of life usually do not come without challenges to
overcome. One of the most longed for application is aerial
surveillance and tracking. For this idea, fusing data between
multiple quadrotors and even the ground base is essential.

In order to even have quadrotors flying around the smart
city, they must have the capability to avoid collision and
obstacles. To avoid dangerous collisions, the quadrotors need
to detect each other by either using sensors or wirelessly report
their positions [44]. Although, avoiding collision by only using
detection devices is not effective enough since it drastically
slows down the missions of the quadrotors. A more ideal
way to deal with the collision issue is by implementing flying
formations, where each task in this case can have a specific
flying algorithm. A formation flight algorithm will maximize
the safety of the quadrotors, humans and other objects by
requiring each quadrotor to move to its specific position [44].
Obstacle avoidance on the other hand can be done by using
SONAR and IR sensors. The quadrotor is capable of detecting
its surrounding objects with the help of these sensors. When
an obstacle is preventing an ongoing mission, the quadrotor
has to report the problem to the ground base and even warn
other quadrotors so that they take the warning into account and
act accordingly. In situations like this, where obstacles disrupt
a mission, a formation reconfiguration must be made, which
involves reassigning the quadrotors to different positions,
create new formations and provide them with new trajectory
plans.

B. High Level Control

A cooperative perception system demands an advanced
control for the quadrotors. The vital parts of the control system
are the user interface, the communication framework and the
overall logic for reading commands, such as the quadrotor
formation assignments [44]. The user interface is for fusing
data from the quadrotors [45] and communication framework
allows the quadrotors to communicate for navigation purposes
and more. The method of the high level control system is very
much depending on the communications so they need to be
considered simultaneously.

C. Hardware Limitation

Since a quadrotor has a limitation in size, weight and power,
it is not possible to carry significant amounts of hardware. At
the same time, it is important to carry the essential hardware
in order to process the sensor inputs at a real time rate to avoid
delays [44].

D. Communication

There are some communication difficulties from a coop-
erative quadrotor to another as well as to the ground. The
communication problem between the cooperative quadrotors
is due to the increased availability of wireless LAN and GSM
technologies [44], while the ground communication problem
is mainly because of the limited range. If the quadrotors do not
have a good quality wireless communication system, they will
not be able to deliver the functionality that is expected from
them. The most basic quadrotor application is probably filming
and sending live videos to the ground base for broadcasting
reasons, but not even this basic functionality is possible if
the video is not provided to the ground well. Therefore, the
quadrotors must carry an advanced network protocol system
and the antennas need to have suitable patterns and low power
requirements [44].

E. Proposed Data Fusing Method

To avoid out-of-range problems between a quadrotor to
another quadrotor or to the ground base, we propose mesh
networking. Mesh networking is a technology that relays data
using routing techniques [46], which means each device acts
like a node for passing data further to the desired destination.
For example, if a quadrotor is out-of-range from the ground
base it can still be connected through another quadrotor that
is in between them. With the mesh networking, a vast number
of quadrotors can be connected all together in the future smart
city. This system can then even fuse data with the vision-based
input from the visual sensor network cameras on the streets
to manage a much better performance.

VIII. APPLICATIONS

Quadrotors will most likely be used in a more comprehen-
sive way in our future society because of their agility and
the advancements with their technology. Quadrotors can be
used for many applications, from military to civilian purposes.
In this section, we will propose some applications that will
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help solve some of the problems with future mega-cities. The
presented applications will aim towards solving the security,
safety and health issues.

A. Firefighting

Firefighters around the world risk their life to save others
every day. In a burning building, the lack of information can
sometimes be a massive worry. Without any clear idea of
the situation, firefighters may have to risk their own life to
search a burning building for potentially left behind civilians.
For this matter, quadrotors can replace the firefighters. By
cooperating several quadrotors and planning their optimal
trajectory through a burning area, they can be sent in with the
proper equipment, such as cameras and even fire extinguishers,
as long as the weight does not exceed the hardware limitation.
The quadrotors could then put out fires, search for civilians and
inform about the situation before sending in firefighters. This
application will create a more effective search and potentially
save lives.

B. Monitoring

More people in mega-cities calls for advanced monitoring
for security and safety reasons. Even today, monitoring public
places is necessary to create a safer environment and help
solve crime. The disadvantages of stationary cameras are that
they can not change location or cover a whole area. Even
if the camera has the ability to rotate, some angles will
instantly remain unmonitored. With the strength of a quadrotor
being the eye from above, they are the perfect tools for this
purpose. By cooperating several quadrotors that are equipped
with cameras, they can work together and utilize advanced
control systems to rotate and fly in a formation that covers
all angles. In addition, the quadrotors do not have to stay
stationary. Their monitoring path can be planned in advance
which gives a highly flexible monitoring application, and the
quadrotors can be moved to different areas depending on the
necessity. Furthermore, UAVs can also aid in monitoring large
stores and shopping malls. This is today usually done by a
security guard and is considered a very time-consuming task.
In the future, quadrotors can also be connected to autonomous
cars to send live information about traffic jams and accidents
so that the autonomous cars can adapt and change their routes.

C. Health Care

Health is first and last for many people but unfortunately
unexpected things can happen to all of us. Cardiac arrest,
stroke, loss of blood and allergic reactions are only a few
examples of events that can be life threatening. In many
cases, getting proper medical care in time, can be the answer
between life and death. An ambulance might face traffic
hindrance which will delay its arrival. Even if the ambulance
is present at time, the correct medical appliances might be
missing. Quadrotors can be perfect tools for saving lives in
emergency situations. The location of the troubled can be sent
to a quadrotor with an on-board GPS system. The quadrotor
can then fly to the location fast, since it has the advantage

of flying linear distances. At the location, it can drop for
instance a defibrillator or an allergy shot which can be used
by nearby people while the ambulance is on its way.

There are many ways that quadrotors can be used and
these applications are only a couple of examples on how they
can be utilized in the future to create a better society and
solve some of the problems in mega-cities.

IX. DISCUSSION

This paper studies the fundamental parts of a quadrotor.
Since a quadrotor is a substantially complex device, all of its
details have not been completely covered in this paper. We
have considered a quadrotor in a perfect environment, but in
real-life there are several challenges to overcome.

We have assumed that the sensors, described in section
(III), gives us correct measurements at all time. Gyroscopes,
accelerometers and magnetometers usually get affected by
surrounding disturbances, which might lead to inaccurate mea-
surements. For the control implementation in section (V), we
use a gyroscope to measure the desired angular velocities, but
we do not take measurement disturbances into consideration
in our implementation. The disturbances might cause the
gyroscope to produce false data, which can lead to an unstable
flight. The disturbance that affects the sensors can be modelled
as additive noise, in other words, it is added to the measured
signal and needs to be accounted for. Gyroscopes are however
reasonably good at filtering out noise and that is the main
reason for using a gyroscope in our control implementation.
The readings of a magnetometer will also not get affected
considerably, but its location on the quadrotor is important. For
instance, magnetic fields from surrounding electric wires on
the quadrotor might have an affect on the readings. Accelerom-
eters on the other hand are highly receptive to noise (for
example vibrations). It will therefore certainly be profitable
to implement a low-pass filter in the control implementation
to get reliable measurements when using any kind of sensors
on a quadrotor in real-life.

With today’s technology quadrotors have the ability to
perform extraordinary actions in an area where they can
receive vision-based inputs from visual sensor cameras that
are placed around the performance area (see section (III-F)).
They can, for instance, deliver a glass of water without spilling
a drop or finding its path through small holes without collision.
In the future smart city, if such visual sensor network is placed
on the streets, covering the entire quadrotor operation field,
the quadrotor’s benefits will be phenomenal. The challenge
with this idea is that it is an expansive project to mount smart
cameras around an entire city.

In section (V-C), we have proposed an implementation for
controlling a quadrotor. This implementation is however only
useful for getting the quadrotor in a stable hovering mode.
In real-life, a more advanced control system is needed to be
able to maneuver the quadrotor in complex environments. We
derived the control system from the introduced control theory
in section (IV), and since the control theory is simplified
in many ways, as we have described throughout the control
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theory section, the control system only works in certain
conditions. A more advanced control system that enables the
quadrotor to travel around in complex environments requires
further measurements from other sensors, such as the IMU,
SONAR, IR and smart camera sensors. If we assume an
environment where there is no wind or other disturbances that
might affect the movement of the quadrotor, then our proposed
control system is perfectly suitable.

Additionally, the proposed trajectory planning method is
also not entirely equipped with enough data to actually travel
around complex areas such as urban terrain. The quadrotors
path planning algorithm must consider other hindrance, for
example the width of the streets. In a city, some streets are
narrow to such a degree that the algorithm needs to consider
the speed and the turning radius of the quadrotor in order
to avoid colliding with buildings. The trajectory planning
algorithms are also only applicable for a two dimensional
space. We have assumed that the altitude is constant when
deriving the algorithms but in real-life, the altitude of a
quadrotor has to change for better performance. Therefore,
a more advanced algorithm that take the third dimension into
account is needed.

Data fusing between the quadrotors is an essential sector of
networked control of quadrotors. However, fusing data wire-
lessly might cause major security and privacy problems. If the
sent data is accessed by an unwanted party, the consequences
can be tragic. The sent data between the quadrotors and to the
ground are therefore most likely needed to be encrypted for
reliability and security reasons.

In the applications section (VIII), we introduced some
applications for quadrotors. Firefighting is an application that
concern people’s lives, its functionality must be completely
dependable. If the quadrotors for some reason send false data
or do not perform the search missions correctly, there will be
fatal consequences. Therefore, this kind of application needs
to be truly secure and tested before it is used. Using quadrotors
for monitoring is brilliant, but the monitoring should definitely
be restricted to certain areas to avoid violating the privacy of
people.

X. CONCLUSION

This paper started with a study on some of the sensors that
can be used in a quadrotor and their mathematical model. To
create a fully functioning control system, for quadrotors to
move in complex environments, it is preferred to use all the
sensors mentioned in section (III). However, we showed that
only the measurement from a gyroscope is enough to get a
simple control system. Furthermore, the sensor study showed
that it is important to implement a method for filtering out
measurement noise to get accurate measurements from the
sensors.

With a clear idea of how the sensors work, we proceeded
with explaining the central parts of the theory behind control-
ling a quadrotor. We derived the equations of motion for a
quadrotor by explaining important theory about a quadrotors
motor power, thrust, torque and kinematics. With all the
necessary theory at hand, we explained how a possible control

system can be implemented. With some assumptions and sim-
plifications, we showed that a control system implementation,
that uses a combination of both a PD and PID controller at
different moments of the quadrotor’s flight, can be used to get
a quadrotor in a steady hovering position.

Knowing how a quadrotor can be controlled, we could then
move on to understanding how their trajectory can be planned.
By studying two different algorithms, we found out that a
modified RRT algorithm, called Waypoint RRT, is the optimal
path planning algorithm.

Our next goal was to study the idea of cooperating several
quadrotors and fusing data from quadrotor-to-quadrotor as well
as quadrotor-to-ground. An appropriate method is using mesh
networking.

This thorough study about the most essential parts of a
quadrotor brought us to proposing a couple of applications.
Quadrotors are, due to their flexibility, excellent for appli-
cations like firefighting, monitoring and delivery of medical
appliances in our future cities.
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Cost-Benefit Models for Platooning
Daniel Kastensson Fan

Abstract—Platooning is when vehicles drive automatically close
behind each other. This report studies how a platoon decision can
be made, depending on both fuel and economic costs. The main
goal is to decide if platooning is viable or not. The content of
this report includes an interview with a transport company, a
previous mathematical fuel model describing fuel consumption
for two vehicles, and a mathematical time model describing
additional economic costs, which is derived from feedback of
the interviewees. The two-vehicle fuel model and time model
are then generalized to an arbitrary number of vehicles. Using
MATLAB, the optimal cost for platooning is then found. Then
comparative simulations between the two cases of platooning
versus not platooning are done. Finally, a way is found to decide
whether to platoon or not, and how this application would fit
into smart cities in the future. The results show that platooning
is significantly more cost-efficient and that fuel is the biggest cost
factor of trucks.

I. INTRODUCTION

TO decide whether something is beneficial or not, we
usually consider its pros and cons before making a

decision. Just as a mathematical model attempts to describe
a physical property, another model can be used to decide
the viability of a technology. This can be the optimal cost
of manufacturing goods, pricing complex financial products,
or any other technical aspect in society. Platooning is an
example of such, which occurs when two or more trucks drive
close behind each other and experience a reduced aerodynamic
drag. This can lead to as much as 20% fuel reduction [1],
depending on speed and internal distance. When two vehicles
are connected to the Internet, it would be possible for the
trailing vehicle to brake as soon as the one in front does,
instantly and automatically. The benefits are not only reduced
usage of fossil fuels, but also an efficient traffic network due to
reduced congestion and improved coordination. Even if we are
still dependent on fossil fuels on a large scale basis, reducing
the emissions of today while using less fuel is beneficial for
all parties involved, including the environment.

In this project, we use two different models and combine
them to investigate the circumstances under which it is worth
platooning. The first one is an existing two-vehicle fuel model
which we generalize to N vehicles, and the second one is a
time model that corresponds to economic costs. These costs
are modelled after interviewing a major transport company.

Despite many previous studies in the past, platooning has
not been implemented on a large scale basis. General Motors
presented a vision of automatically controlled vehicles on
highways, as early as 1939 [2]. In this paper, some im-
portant technologies which could help enable platooning are
discussed, such as driver assistance systems and other speed
controlling systems for maintaining desired downhill speed.
Of all these potential systems, the already existing cruise
control is also treated, which helps many of the cars today

to not exceed a set speed limit. The platooning behavior and
dynamics in traffic are one of its most studied aspects [2]. One
of the many concepts that are being addressed is coordination
and platooning challenges, where the topography information
of the road can be used for maximizing fuel efficiency
[3]. This report suggests how trucks should act regarding
braking when a whole route is taken into consideration with
its uphills and downhills. However, not all work focus on
technical components. There is a study with a holistic model
of how a platooning infrastructure could look like in a real
traffic scenario [4]. It is based on an inter-networking model
with three layers responsible for the mission and transport
planning, vehicle and platoon coordination, and an inter-
vehicle controller. The first mentioned layer has the largest
scope and perspective while the lowest layer only controls
the vehicles and its surroundings. Controlling the vehicles
in a platoon is equally important [5]. Forming a platoon
is a start, but keeping the formation is another challenge,
especially during realistic circumstances, such as occurring
communication problems. Another intelligent transportation
system is the vehicular cyber-physical system (VCPS) [6],
where a survey is used to describe platoons based on VCPS
together with two other parameters: networking architecture
and traffic dynamics. Studying the connectivity statistics of
vehicular communication [7] is also worth considering in
platoons, for further autonomous applications. For many cases
in traffic dynamics, safety is important. String stability and
constraint satisfaction is an example of such, where inter-
vehicle spacing is important to control [8]. Implementation
requires careful evaluation between different communication
strategies. In [9] two protocols for cooperative awareness
in driving applications are compared. There have also been
experimental studies in emergency avoidance braking [10]
with the use of a driver simulator. It can be beneficial to test
such systems before using them in practice.
The purpose of this paper is to study the potential benefits of
platooning. The mathematical models created will be general-
ized for an arbitrary number of vehicles and combined. One
of the models is the fuel model, which is entirely based on the
fuel consumption [1]. The second one is the formulated time
function based on an interview feedback. The paper will be
presented in the following structure. In Section II we present
the interview. Following that, we will in Section III present the
platoon formation disposition and relevant parameters, as well
as the mathematical models. Thereafter we simulate a case and
study its solution in Section IV. In Section V we discuss how
this application could work and fit into smart cities. We discuss
and evaluate our project in Section VI. Lastly, in Section VII
we conclude and summarize our results.
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II. INTERVIEW

To model costs of truck transports, feedback from a logistics
company is needed. This is then used to formulate the time
model. To this end, an interview was held at Scania Transport
Laboratory AB in Södertälje, which is a subsidiary to Scania
AB. From this interview, feedback was obtained regarding
costs for time adjustment of departures and arrivals for trucks.
The role of the interviewer was to have an understanding of
how time adjustments would affect the driver, the client, and
the company.

The result of the interviews can be summarized as follows:
no truck has to deviate from their planned route and always
has a fully loaded cargo. If something is predicted to take 10
hours, the driver’s salary is based on the allocation of that
time. When it comes to being early, it does not matter for the
customer as long as it arrives in time. It is most preferred to
be on-time and within the time window of around 30 minutes
to deadline. Statistically, they are seldom late; only in 0.5%
of all transports.

It was emphasized by the interviewees that they would not
even consider doing something which could result in them be-
ing late, the cost of which can be difficult to quantify. The only
time they can be late is because of external conditions such
as traffic accidents occurring, or extreme weather conditions
which would compromise their safety. Being early was better
than being late, but only to a certain extent. When the driver
arrives at the destination and leaves the truck for resting or
recreation, another one takes over. The goal of the company
is to use the trucks all the time. Even if it is good to expand
the margin (30 to 60 minutes), being too early is not always
beneficial. Not only it displaces the schedule negatively by
having another driver drive back to the point where the truck
departed from, but since factories have fixed opening times it is
not always possible to reduce delivery time. Even if being early
may just result in more leisure for the driver, the company will
have to adjust all the truck drivers’ schedules and possibly lose
money.

Other suggestions from the interviewees were regarding the
unofficial platooning that exists today. Currently, the leading
truck does not benefit as much as the trailing trucks from
platooning. This is due to the fact that the trailing truck
experiences a greater reduction in aerodynamic drag than the
one in front. The suggestion was a system where all parties in
a platoon could share the profit, which encourages people to
form more platoons. When the interviewees were asked what
actual information they would need from other truck drivers,
to form an effective platoon, they would only need two things:
time until departure and destination. An example is that during
a break, you could see other drivers’ final destination and when
they are prepared to leave. You could then send a request to
platoon and then head off at the same time. A good example
for this would be in Malmö after the ferry between Germany
and Sweden since many trucks are gathered there. They believe
that it would be good to be able to connect with other drivers
there and coordinate destinations together. This would also
make it possible to take breaks at the same time to adhere to
the rules of driving time.

When it comes to the actual platooning, a safe and automatic
control system that drives closer and keeps distance would be
desired since the fuel consumption would be even less. Some
routes also include lots of uphills, and they pointed out that
it is important that the truck with the weakest engine would
have to drive first. If not, there is a risk that the trailing truck
cannot keep up with the platooning speed. As long as there
is a simple and sustainable system which benefits all parties,
platooning is not something drivers would frown upon. Every
kilometer platooning would be worth it if the possibility is
there in an easy manner.

From this interview, we mainly draw three conclusions
which will be the foundation of our time function:

(1) Becoming late is not wanted and will not be risked
(2) It is possible to arrive 30 min before or after the deadline
(3) The trucks should never stay idle and remain unutilized

III. PROBLEM FORMULATION

To determine whether it is beneficial to form a heavy-duty
vehicle (HDV) platoon or not, our decision will depend on
our own formulated optimization problem. This is based on
a model with two parameters: fuel usage and other economic
costs which are dependent on time adjustments.

A. Platoon Disposition

Fig. 1. Example of N vehicles with opportunity to platoon

Consider N vehicles that form a platoon as illustrated in
Fig. 1. Let v1 denote the velocity of the lead vehicle and
v2, v3, ..vN the subsequent vehicles’ velocities, respectively.
The distance between vehicle i and i+1 is dsi. The green line
(circled) is where the vehicles merge (i.e., form a platoon) and
the red line (crossed) is where they scatter; dm is the leading
vehicle’s distance to the merging point, and df is the distance
from the leading vehicle to a point where they would disband.
When the trucks platoon a mutual velocity is shared between
all the trucks.

B. Fuel Model

The fuel model [1] used is based on minimizing the fuel
cost through platooning, without having any HDVs arriving
late. Let us consider a scenario with N vehicles traveling on
a road, with different speeds and distances to their respective
destinations, vi and Di (i = 1, 2, 3, .., N). To know if it is
beneficial to platoon, it is necessary to compare it with an
alternative. In this case, the reference is simply not platooning
at all: the nominal case. In the case a platoon is formed,
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a minimum of two vehicles is required; a lead vehicle and
a trailing vehicle. At least one of the vehicles need speed
adjustments to form a platoon. In the model, it is not certain
that every vehicle achieves fuel savings. Rather that the total
fuel savings of all platooning vehicles are greater than the case
of not platooning at all. There is also increased fuel usage
when a vehicle increases its speed, and this must be noted
since it will affect the total cost. Thus, the model solves the
problem of finding the fuel-optimal speed for two vehicles that
allows a platoon formation without any delay.

We will here briefly describe the derivation of the fuel
model. From Newton’s second law of motion, we have for
each vehicle that

ds

dt
= v

mt
dv

dt
= Fv − Froll − Fgravity − Fairdrag

= Fv(t)−mgcrcosθ(s)−mgsinθ(s)

− 1

2
ρAcdv

2(t)Φ(dr) (1)

where each vehicle’s position is denoted by s, its velocity
by v, mass by m, and maximum cross-sectional area by A.
The second row explains the net forces on our vehicle; Fv is
the force of the vehicle, and the rest are other counteracting
forces. Other terms are the gravitational force g, rolling
resistance coefficient cr, air drag coefficient cd, air density
ρ, and the slope of the road θ. Especially Φ(dr) ∈ [0, 1],
the air drag ratio, is the most critical factor contributing to a
platoon decision. We consider Φ(dr) = 1 when the vehicles
drive solo, and Φ(dr) = φ when they platoon, where dr is
the inter-vehicular distance when platooning.

Based on the fuel consumption of an HDV, we have
that

fc = kE

∫
δ(t)Fv(t)v(t)dt (2)

In this case, kE is an energy conversion constant and δ = 1
when Fv ≥ 0, to prevent negative energy when braking. We
also assume that trucks operate in moderate hilly roads, with
some steep slopes. By combining (1) and (2), the fuel model
is obtained as

fc = kE

∫
δ(mtv

dv

ds
+ krcosθ + kgsinθ + kav

2φ)ds (3)

where we have substituted the terms in (1) as kr = mgcr,
kg = mg, and ka = 0.5ρAcd.

The formation considered adjusts the vehicles’ speed
while still maintaining the planned route. For a platoon to
take effect, we must be sure of that

J*
platoon + cth < J*

nominal (4)

where J*
platoon is the overall optimal platooning cost and

J*
nominal is the overall optimal cost if the vehicles drive alone.

In our case, we will let

Jplatoon = f coord
fuel + cf coord

t

Jnominal = f nom
fuel + cf nom

t

The fuel model, representing the cost of fuel consumption,
is in the platoon and nominal case denoted as f coord

fuel and
f nom
t , respectively. Furthermore, the time function describing

economic costs is denoted as f coord
t and f nom

t , for the platoon
and nominal case, respectively. A time risk constant, c, is
introduced to act as the economic risk of forming a platoon and
emphasizes the importance of the time function. Amplifying
indirect time costs will also help companies to stay on schedule
during a platoon formation; a company will most definitely
prefer extra fuel consumption than to make a late delivery
and risk leaving customers; cth is a threshold which can
be considered as a margin that must be exceeded, to make
it worthwhile to platoon. With some simplifications in (3)
every term but the air drag resistance can be omitted [1].
This is then used for the platoon decision. Furthermore, road
characteristics and acceleration are taken into account and the
model is simplified further by assuming same initial velocities
of the trucks. This means that every energy of acceleration and
deceleration is omitted. In general, an optimization problem of
the fuel model with N vehicles can be formulated as

min
v1,v2,..,vN ,vp,tm

∫ tm

0

(v31(t)+...v3N (t))dt+

∫ tf

tm

v3p(t)φpdt (5)

The first integral represents the merging (coordination) phase
and the second one the platooning phase. It is assumed that the
trailing vehicles have only reduced air drag when platooning,
and not during merging. For the platoon tm and tf are the
times it takes to reach dm and df , respectively; tf is defined by
the vehicle with the tightest time constraint, tm ∈ [0, tf ]. Since
the merging time tm varies depending on vehicle velocities and
road topology, it is difficult to solve (5). Assuming constant or
average speeds on each phase simplifies the problem further.
Then there is no need to control the instantaneous speed of
each vehicle. The fuel cost for coordination of two vehicles
becomes

f coord
fuel,2 = v21dm + v22(ds + dm) + v2p(df − dm)φp

The optimization problem for the fuel model for two vehi-
cles is then [1]:

min
v1,v2,vp,dm

v21dm + v22(ds + dm) + v2p(df − dm)φp (6a)

s.t tc ≥
dm
v1

+
df − dm

vp
(6b)

ds + dm
v2

=
dm
v1

(6c)

v1, v2, vp ∈ [vmin, vmax] (6d)
dm ∈ [dmin, df ] (6e)
tc = min(df/v̂1, (df + ds)/v̂2) (6f)

where dmin is the shortest possible distance merging and vmin

is the minimum velocity a vehicle can have, so vmin > 0
and dmin ≥ 0 is assumed. To start a platoon before reaching
destination, dm ≤ df must be satisfied; (6f) gives us tc, which
is the tightest time constraint. We will now introduce the non-
platooning fuel cost [1] as

f nom
fuel,2 = v21df + v22(ds + df ) (7)
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For a platoon to occur, the cost of (6a) should be less than the
nominal cost in (7). Generalizing this for N vehicles gives us

f nom
fuel =

N∑
i=1

i∑
j=1

v2i (dsj−1 +
df
i
) (8)

For (6a) we receive similarly

f coord
fuel =

N∑
i=1

i∑
j=1

v2i (dsj−1 +
dm
i
) + v2p(df − dm)φp (9)

In both cases ds0 = 0 and N ≥ 2 is assumed. Note from (6f)
that the time constraint tc corresponds to the tightest deadline,
which all platooning vehicles must adhere to (or else someone
would risk being late). This would be for N vehicles:

tc = min(
df
v1

,
df + ds1

v2
, ...,

df + ds1 + ..+ dsN−1

vN
) (10)

For two vehicles, re-write (6c) so that

ds1 + dm
v2

− dm
v1

= 0 (11)

Which means that for three vehicles, we have
ds2 + ds1 + dm

v3
+

ds1 + dm
v2

− 2
dm
v1

= 0 (12)

Where 2dm/v1 is obtained because if (11) is met, then vehicle
3 must also have the same time to merge as vehicle 2, and thus
vehicle 1. In the same way, vehicle 4 and vehicle N satisfies:

ds3 + ds2 + ds1 + dm
v4

=
dm
v1

dsN−1 + ..+ ds1 + dm
vN

=
dm
v1

Which when generalized is finalized to
N∑
i=2

i∑
j=1

dsj−1 + (dm/i)

vi
−N

dm
v1

= 0 ds0 = 0, N ≥ 2

(13)
Solving for dm results in

dm =

∑N
i=2

∑i
j=1

dsj−1

vi
N
v1

−
∑N

i=2

∑i
j=1

1
ivi

(14)

Since optimization is done only over velocities, the last
dsj−1 term in (14) is eliminated by dividing the whole
expression by df and substitute dsj−1

df
= rdj−1

. Dividing (14)
by df and substitution gives us

dm
df

=

∑N
i=2

∑i
j=1

rdj−1

vi
N
v1

−
∑N

i=2

∑i
j=1

1
ivi

(15)

From the optimal coordination cost (6a), the generalized
version (9) can be used to replace dm by (15), and make it
solely dependent on velocities. All the constraints (6b)-(6f) can
be substituted and generalized as well. It must be stressed that
now dm is eliminated and the minimization function depends
only on velocities. The same principle did in (15), dividing (9),
(10) and (6e) by df results in the final optimal fuel cost f coord

fuel .
The corresponding nominal cost is obtained with the same
substitution in (8). When platooning, all vehicles will have

the same velocity vp until reaching their respective destination
Di. This applies to both before disbandment of the platoon,
as well as after it has occurred.

f coord
fuel =

N∑
i=1

i∑
j=1

v2i (rdj−1
+

dm
idf

) + v2p(1−
dm
df

)φp

f nom
fuel =

N∑
i=1

i∑
j=1

v2i (rdj−1
+

1

i
)

C. Time Model

Fig. 2. Time function: economic penalties for one vehicle during a journey

Not only fuel consumption is considered, but also any
penalties associated with adjusting the arrival time. This
mathematical time function is formulated according to the
feedback received during the interviews. The model tries
to take into account the fundamentals concluded from the
interview in Section II. Fig. 2 depicts penalties of arrivals that
are early, on-time, and late. The leftmost descending straight
line corresponds to arriving early, the flat (zero) penalty is
on-time and the rapidly increasing curve emphasizes that late
arrivals are very expensive. All of these costs are considered
as a general penalty.

At the beginning of a journey, t = 0, a fixed financial
penalty β is assumed, where β = salary

hour × t* for just one
vehicle, that is the penalty including arriving within the
margin. This penalty declines linearly with time and at time
t = 0.8t* the arbitrary penalty α is used, which depends on
the starting penalty β. The planned arrival time is denoted as
t*, where the margin of arrival is ±0.5. All the costs in the
time model are in Swedish Krona (SEK) and t ∈ [0.8t*,∞).

The goal of the time model is to consider cases where
economic downsides would erase potential benefits. This could
mean that adjusting the speed of a vehicle can save fuel,
but result in arriving late or early, which are both undesired.
This model is based on interview feedback and contains three
different states of arrival: early, on-time, and late. Each with
a different cost function, which will reflect the transportation
cost from start to finish. As observed in Fig. 2, being late or
early is penalized. Being on-time is treated as a zero penalty
since it does not invoke any additional penalties not included
in the initial penalty (β).
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TABLE I
AN EXAMPLE OF ARBITRARY BUT REALISTIC PROPERTIES OF SIX

VEHICLES ON THE ROAD WITH POSSIBILITY TO PLATOON

Vehicle i ti (hr) dsi (km) Di (km)
1 24 1 1440
2 14 2 840
3 20 3.2 1200
4 32 2.4 1920
5 18 3 1080
6 13 4 780

Fig. 3. The mean velocity of six vehicles driving separately

TABLE II
COST COMPARISON OF THE TWO MODELS

Type of cost c-value Platoon case Nominal case
Fuel model only 450 3.9172 e+03 1.0982 e+07
Fuel and time model 450 4.2545 e+03 1.2655 e+07
Fuel model share 450 92.1% 86.8%

V. APPLICATIONS IN SMART CITIES

The premise of this method depends on the developed model
and solutions of (19) and (20). A smart system can not only
track the truck’s potential fuel savings but also if it with high
probability can arrive in time. In a smart city where everything
is connected, it is possible to use previous data of traffic flow to
forecast and predict, but also respond and react in real-time to
changes in the dynamic system of society. Since technology
is continuously developed in a wide spectrum of areas, we
converge to a format of a system of systems; an array of
different digital infrastructures interacting around the clock.
A method for coordinating vehicles on a large scale basis
would need to exploit, as the interviewees suggested, the rise
of the sharing economy that the world is currently facing.
At the very foundation of adopting new technology, the
corporations have large authority over implementations. For
that to occur they need one or several incentives. This could
be trucks that become leading vehicles without any significant
benefit, and then receive money from other members of the
platoon whom clearly benefit from it. Obviously, a requirement
is a platform which needs to be developed for the users, as
well as other agencies handling legal and tax aspects.

Security is always a high priority when it comes to vul-
nerable infrastructure. Especially if platooning technologies
also would allow other autonomous technologies. Some ex-
amples are inter-vehicular distance coordination and complete

Fig. 4. The mean velocity of six vehicles platooning

Fig. 5. The total optimal cost of six vehicles driving separately

Fig. 6. The total optimal cost of six vehicles platooning

autonomous driving including finding new platoon formations
continuously. It is possible that combining these with current
carpooling services could make transports fully or at least
semi-automatic.

VI. DISCUSSION

Platooning itself is not a new concept. But the technology
has been researched and tested so extensively that it is not
far from becoming reality. The results obtained in this project
show its potential in society. We have used a previous fuel
model and made some tweaks for it to account for a more
general case, and introduced a new time model which corre-
sponds to economic costs for a company. These two models
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have been merged and used in the two different scenarios of
platooning, and not platooning. This final model describes the
costs that corporations have (slightly) more realistically, and
thus, attempts to model other costs that corporations face in a
business situation, as well as fuel costs.

A. Platoon Disposition

In our case, we have assumed roads free of traffic or
congestion, including only HDVs that can platoon. Even if
this is very simplified, these are the underlying principles of
the platooning technology. To simulate actual platooning in the
real world, we would need to take traffic and road topology
into consideration. From the feedback during the interviews,
one of the interviewees also mentioned that the weaker engine
must drive first in the platoon to set the speed; else it is
possible to be unable to reach the other trucks and thus break
the formation. Information like this would require further
sensors and data exchange with the platooning platform.

B. Fuel Model

Many simplifications are made, such as the δ term which
describes both the roughness of the road and thus the energy
conversion, and φ describing the air drag ratio. In our model,
they are both constant and conveniently set, simplifying many
calculations. In reality, these could be dynamic and depend
on many factors, including other vehicles and their respective
destination. The air drag ratio is possibly also affected by cur-
rent wind direction and the surroundings, leaving yet another
parameter open for dynamic change.

A very important assumption of the original fuel model is
that it only applies for two HDVs. When we generalize the
fuel model and especially the term dm in (14), this becomes
in our generalized case a very small value and thus influences
the f coord

fuel in such a way that its cost becomes much less
compared to its nominal counterpart. There is a possibility
that our generalization of the fuel model is invalid, or not
supposed to be made during the original assumption of solely
two vehicles. This may void the fuel model and its result in
the platoon case. More reasonable fuel savings of platooning
compared to not platooning would be around 5-20%, if no
additional costs were included that is.

C. Time Model

The focus of the model has been on avoiding exposure to
being late with a conservative cost model. An important aspect
of the model is that it is most suitable for long transport desti-
nations and not for shorter intercity transportation. If this was
the case, there are opportunity costs in not collecting goods
along the way, or choosing other strategic paths which could
be more beneficial. Simply speaking, our model describes a
predefined transport from point A to point B without external
interruption such as breaks or queues.

In the original fuel model [1] the air drag ratio is more
used, modeling different velocities during coordination cir-
cumstances. In this case, the time model is more relied upon to
describe the cost and velocities, which also is why the risk cost

variable c is introduced. This will allow output observations
of different cost-weighted scenarios. This could work as an
adjustable option for corporations, to have the possibility of
deciding its risk aversion and willingness to platoon.

Since our time model has a defined scope of [0.8t*,∞),
and we optimize for arriving in time, perhaps our scope is
too narrow. Compared to the fuel model, which generates
fuel costs continuously during a journey, the time model’s
contribution is significantly weaker. Since we only regard the
additional cost, these are perhaps not meaningful enough to
have a substantial impact on the total cost of transportation.
A more suitable and general time model would carry and
consider costs right from the beginning of a journey, not only
after driving 80% of its distance to destination. Something
good about this time model is its focus on adhering to the
time schedule, e.g. having a high penalty cost for late arrivals.
This means the model itself is very important, but could use
additional models for completion and more reasonable all-
around costs.

D. Model Simulation

It is also worth investigating how our cost-benefit models,
consisting of (19) and (20), affects the solution. Simulations
from Table II show that f nom

fuel � f coord
fuel . Even when c is used

to balance the value of the time function and emphasize its
importance, we notice the fuel model terms’ larger cost. This
can depend on some discrepancy in the cost models, where
we in our own constructed time model use SEK as a gauge
of cost while not knowing whether the fuel model is based
on the face value cost of USD or barrel of oil equivalent. In
real scenarios, the time cost model is much more important,
which may result in an even larger economic cost from time
models. In our case, the fuel is the largest cost.

We have also not proved in both of the models that they are
convex. Thus, there is no guarantee that we have obtained the
global solutions.

E. Future Work

Regarding the continuation of projects within the scope
of platooning, there are numerous of other areas left to be
investigated. As traffic could be one of the biggest influencing
factors, a forecasting statistical system with lots of time series
could be interesting, with the purpose of trying to predict
or finding expected queue time during different scenarios.
Platooning technology could also be explored together with
topics such as autonomous ground vehicles and computer
vision since both are relevant for controlling vehicles. Finally,
it would be interesting to investigate how a networking infras-
tructure works in platoons, which reward members of a platoon
economically of the collective savings in fuel consumption.
For instance, the leading vehicle does not benefit as much as
the trailing vehicles. Creating an incentive to lead a platoon
should be equally prioritized as to joining one.

VII. CONCLUSION

In this paper, we have developed a way to decide if a platoon
should be formed with respect to fuel and economic costs. For
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an arbitrary number of vehicles, we can determine the optimal
cost of forming and not forming a platoon, and customize the
importance of time. The following conclusions can be made:

• Transport company costs with respect to time are hard to
quantify but becoming late is not an option.

• The fuel consumption is affected by numerous factors
such as velocity, road topology, and air drag.

• Finding a trade-off between different costs is not an easy
task. However, simplifications can be made to emphasize
some aspects, depending on need.

• The fuel model is the biggest contributor to cost. To
extensively model platooning costs, further investigation
is required to determine additional soft costs, i.e. indirect
costs of time, opportunity costs, technology barriers, and
perhaps related sunk costs.

• Platooning is preferred during longer distances and is a
viable way of saving fuel and thus increasing the net
income of today.
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CONTEXT B: SENSING AND ACTUATION ON THE SMALL SCALE

STORLEKEN HAR LIVSAVGÖRANDE BETYDELSE 
NÄR DET KOMMER TILL TEKNIKEN

Den första moderna operationen skedde år 1842. Dålig hygien ledde ofta till infektioner samt dödsfall. 
På den tiden var lösningen enkel, att tvätta händerna. Idag finns det en ny mördare, nämligen felak-
tig narkos.

Dagens lösning är däremot svår att använda och väldigt dyr. Användandet av en koldioxidsensor, en så 
kallad kapnograf, är en del av detta. Kapnografen är det verktyg som förhindrat 93% av narkosrelaterade 
olyckor i västvärlden. Genom att ta denna kapnograf till nanostorlek kommer tillgängligheten förbättras. En 
nanoteknisk lösning är enklare att producera samt resulterar i lägre kostnader. 

För människor i västvärlden är risken att dö av narkos liten då endast en av hundratusen dör. Men siffrorna 
är betydligt högre i andra delar av världen, såsom Afrika. Framsteg med att ta tekniken till nanostorlek har 
gjorts, men en färdig produkt har inte tagits fram än. 
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Mikro- och nanosystemteknik är olika verktyg 
implementerade i mikro- och nanostorlek. 
Genom att utveckla dessa system ökar man 

mobiliteten och förmågan att påverka småskaliga 
faktorer i vår omvärld som tidigare inte varit möjligt. 
Systemen karaktäriseras av låg energiförbrukning, 
låg kostnad samt liten fysisk storlek. Det finns mån-
ga tillämpningsområden inom mikro- och nanosys-
temteknik, ett av dessa är sjukvården.

Inom ramen av projekt B2 skapades ett system som 
automatiskt finner det optimala läget för anslutning 
mellan två optiska fibrer. Fibrerna skickar en signal 
genom ett optiskt chip. Mer allmänt är resultatet ett 
mekaniskt system som har förmågan att med hög 
precision hitta det optimala läget för en sensor. En 
sådan typ av sensor kan vara liknande den gassensor 
som undersöktes av projektgruppen B1. Denna sen-
sor påverkas kraftigt av störningar. Projektuppgiften 
gick ut på att försöka minimera störningar genom att 
implementera en alternativ mätmetod. Mätmetoden 
fungerade  på så sätt att det förväntade beteendet 
kunde studeras. Huruvida störningarna minskade 
är osäkert. 

Projekt B4 bestod i att finna en mekanisk metod 
som tar bort bakteriebeläggningar (biofilm) som bil-
das i en kateter. Metoden, som gick ut på att ta bort 
biofilm med lufttryck, lyckades inte helt då biofilmen 
inte kunde tas bort helt och hållet. Än idag har for-
skare inom ämnet inte lyckats med någon fullständig 
borttagning. 

Vid användning av enheter på mikro- och nanonivå 
uppstår problem med störningskänslighet. Mycket 
brus skapas av de stora elektriska strömmar som 
ryms på liten yta samtidigt som man oftast vill ob-
servera en mycket svag signal. Genom att utnyttja 
den förbättrade mätmetoden som projekt B1 imple-
menterade kommer möjliga förbättringar kunna ut-
värderas. Framsteg inom detta område kan lösa ett 
av de hinder som står i vägen för nya kommersiella 
produkter bestående av komponenter på mikro- och 
nanonivå, till exempel gassensorer. Fortsättningsvis 
kommer placeringen av dessa sensorer spela en stor 
roll. Då systemen är små kommer valet av placer-
ing behöva ha en precision av samma storlek för att 
optimalt registrera och skicka signaler. Det är dock 
väldigt tidskrävande att göra detta för hand. Ännu 
svårare är det att sedan hitta en optimal placering. 
Därför kommer den automatiserade processen som 
projekt B2 utvecklat till stor användning då den 
förenklar hanteringen av produkten. Vilket i sin tur 
kan effektivisera forskning samt produktion av des-
sa system. 

När det gäller resultaten inom projekt B4 är det av 
hög relevans att kunna manipulera små faktorer, 
detta fall mer explicit när det kommer till medicinsk 
teknik och hantering av bakterier. Projekt B4:s resul-

tat bidrar då med att ta fram metoder som gör det-
ta möjligt. Metoderna är designade för, men absolut 
inte begränsade till, borttagning av bakterier. Med 
ökad användning av mikro- och nanosystemteknik 
är projektets resultat av stor betydelse då hantering 
av små objekt får en allt större betydelse. 

Inom mikro- och nanosystemteknik finns en 
strävan att minska storleken samt att effektivisera 
systemen. Genom analys och noggrann utvärdering 
av komponenter kan deras precision och prestanda 
sedan uppskattas med högre tillförlitlighet. Därmed 
kan systemets specifikationer garanteras för kom-
mersiell användning eller för vidare optimering. 

ETISK REFLEKTION
Användningen av mikro-och nanoteknik är något 
som har ökat successivt de senaste åren och kommer 
att fortsätta att utvecklas även i framtiden. Anlednin-
gen är att det bedrivs mer forskning inom området 
samt att tillgång till datorkraft i form av mikropro-
cessorer har ökat kraftigt. För samhällets del bety-
der det här att flera nya typer av givare samt ställdon 
på mikro- och nanonivå kommer att integreras i vår 
omvärld. Detta kommer att öka den mängd informa-
tion som finns tillgänglig kring diverse olika system. 
Bearbetning av denna information kan därmed mö-
jliggöra automatisering av processen. Flera använd-
ningsområden för detta finner man bland annat inom 
sjukvård och hälsa.

Inom det medicinska området kan man exempel-
vis med hjälp av en tryckgivare avgöra om blodkärl 
har blivit igentäppt. Ur ett etiskt perspektiv kan detta 
ses från två olika synvinklar. Dels kan det ses som 
att tryckgivaren räddar liv genom att identifiera ig-
entäppta blodkärl, men det finns även en risk att den 
ger fel data, vilket kan resultera till att en patient får 
fel bedömning och därmed en felaktig behandling 
som kan leda till komplikationer eller i värsta fall 
dödsfall. I dessa fall ställs tillverkaren som direkt 
ansvarig för att människor inte ska komma till skada. 
Därför behöver tillförlitlighet i denna och liknande 
applikationer vara av prioritet då det kan komma att 
gälla människoliv.

Då flera tillämpningar är inom sjukvården kom-
mer dessa produkter att behöva testas på människor. 
Det är därför viktigt att vara väldigt tydlig med att 
informera om risker och vad som sker under försök-
stillfällen för patienten.

Vi anser att detta är ett bra och viktigt forskning-
sområde där det inte finns några större etiska prob-
lem. Det största problemet uppstår just vid tillför-
litligheten då företag ofta tenderar att vilja lansera 
sina produkter så snabbt som möjligt. Påskyndade 
utvärderingar kan leda till mindre pålitliga produkter 
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med dolda fel. Detta är ett problem inom all teknik, 
men kan enkelt rättas till i efterhand när det gäller 
exempelvis mjukvara. Vid storskalig produktion 
av fysiska komponenter kan detta istället kräva en 
kostsam återkallelse av produktserien. Detta kan ge 
företag incitament att mörka eller förfalska icke ön-
skvärd testdata. Ett exempel på detta är Volkswagens 
utsläppsskandal 2015, där företaget manipulerade 
tester för att klara att hålla lagliga avgasnivåer.

CONTEXT B: SENSING AND ACTUATION ON THE SMALL SCALE
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B1. LOW-COST ENERGY EFFICIENT GAS SENSOR

Measurement Method Analysis of
Photonic CO2 Sensor

Marcus Edmark and Olle Benzler

Abstract—A photonic CO2 sensor is being developed by the
department of Micro- and Nanosystems at KTH. The CO2 sensor
depends on the light absorption by the CO2 gas. This means that
light passes through the gas and the intensity of this light changes
depending on the content of CO2. This light is radiated by an
emitter and received by a detector. The light that is captured by
the detector is hidden among a heat transferred from the emitter,
created by resistive heating. The focus of the project is on the
detector side, evaluating different ways measuring the incoming
light, without measuring the heat.

With the help of a lock-in amplifier the frequency behavior
of the sensor could be studied. As the frequency increased the
effect of the heat transferred to the detector became lowered,
increasing the chance of detecting the light. In order to reduce
the disturbances, the biasing voltage of the detector was switched
from DC to AC, leading to a principle called heterodyning,
when biasing the detector with an AC voltage. It is proven
that heterodyning works and there is a chance of it reducing
the disturbance, making it possible to observe the light from
the emitter, at a frequency where the heat transferred from the
emitter is not apparent.

I. INTRODUCTION

CARBON dioxide (CO2) sensing has become important
for the industry, commerce and health care to e.g. ensure

the safety of patients and workers handling the gas. Therefore
there is a great market demand for sensors that are low-cost,
energy efficient and miniaturized.

The department of Micro- and Nanosystems at KTH is
developing an integrated photonic CO2 sensor, aiming to meet
market demands. In Figure 1, the structure of the sensor
is illustrated, consisting of an infra-red emitter, a photonic
waveguide, and an infra-red detector. The working principle
of the device is the same as for CO2 sensors in general, by
the absorption of light of gases. The emitter sends out light
with a wavelength where CO2 has an absorption peak, hence
higher concentrations of CO2 will result in more light being
absorbed and less light reaching the detector. The detector
measures the deviations in the received light, caused by the
optical absorption of the gas at a specific wavelength [1].

CO2

1 23

Fig. 1. Illustration of the device. 1. Emitter structure. 2. Detector structure.
3. Wave-guide.

When power is applied to the emitter it will both radiate light
and create heat. This heat is unwanted, but is transferred to

the surrounding structure, reaching the detector and interfering
with the signal from the light, because of the way this type
of detector works, reacting to heat changes. This makes the
heat non-distinguishable from the light that is supposed to be
measured.

The focus of this project is on the detector side, improving
the detection of the light, trying differentiate the wanted signal
from the other unwanted disturbances and signals. Multiple
types of sensors with varying dimensions and structures are
evaluated at different frequencies and methods of measuring,
in order to able to observe the concentration of CO2.

II. THE SENSOR

The sensor uses the principle that gases absorbs light at
different wavelengths. What makes CO2 sensoring possible is
that is has an optical absorption peak separate from those of
common gases e.g air, nitrogen gas and oxygen. The most
dominant peak of the gas CO2 is found at 4.23 µm [1].

The emitter of the CO2 sensor is a platinum (Pt) nanoheater
wire whose purpose is to radiate the light to be captured by
the detector. As seen in Figure 2 the emitter has four contact
pads for electrically powering and measuring the properties of
this light emitting wire.

2

1

Fig. 2. The emitter made of platinum (white) on top of the silicon layers. 1.
The contact pads. 2. The nanoheater wire.

Pt

SiO

SiO2

Si

220 nm

2000 nm

60 nm

Fig. 3. Cross-section of the emitter and its underlying structure
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The waveguide is located in between the emitter and the
detector as seen in Figure 1. This waveguide is made out of
silicon, because of the property of being transparent for the
wavelengths used by this sensor [1]. The light from the emitter
passes through the waveguide before reaching the detector. The
waveguide is surrounded by the gas that is under study and lets
the light pass through it, interacting with the gases. The light
that hasn’t been absorbed reaches the detector and makes CO2

detection possible.
The detector is used to detect the light from the emitter

coming through the waveguide. This detector is a bolometer,
which measures the incoming radiation by the changes in
resistance due to the temperature change of the wire [2]. Both
the received radiated light and the transferred heat increases the
temperature of the detector, meaning that the detector reacts
to them by both affecting the resistance. As seen in Figure 4
the detector is identical to the emitter, but are used in different
ways. The detector also has an identical arrangement of contact
pads as the emitter.

The voltage over the detector is measured and when the
resistance changes the voltage follows. A small bias current
for the detector is needed in order to measure the resistance
change by using the voltage. The voltage difference between
the reference value, while not being exposed to light/heat,
and the measured voltage when being exposed to light/heat
is proportional to the power of the incoming light/heat.

1 2

3

4 5

Fig. 4. Illustration of the device, 1. Emitter structure. 2. Detector structure.
3. Waveguide. 4. Emitting wire. 5. Detecting wire.

The emitter, waveguide and detector are integrated upon
a substrate consisting of different layers of material. The
device is made out of layers of the materials silicon (Si) and
silicon dioxide (SiO2), because of their difference in thermal
conductivity. The two silicon dioxide layers being thermally
insulating and the silicon layer being thermally conductive.
[2] Figure 3 shows a cross-section of the layer stack.

A. Working principle

In this project a sinusoidal voltage with a frequency of fin is
powering the emitter. The light and the heat that is transmitted
from the emitter is caused by Joule heating, resistive heating
in the wire. Both the heat and the light has a frequency of 2fin,
because of the current causing heating in both of its directions.
[3].

The wavelength of the light that the emitter radiates has to
be accurate enough to hit the characteristic absorption peak of
CO2, in order to decrease cross-talk from the content of other
gases. The emitter is a broad-band light source, approximately
like a black body. The peaks in wavelength of a black body
depends on the temperature of the body and is described by
Planck’s law. The temperature is set by changing the applied
power by changing the voltage and enables adjustment of the
radiated wavelength [4].

When the emitter is powered the heat that is generated is
transferred by conduction throughout the underlying substrate,
following the waveguide, to the detector. This conducted heat
propagates at a much slower pace, significantly slower than the
light. This creates a low-pass propagation of the heat when the
emitter is modulated at fin, since the heat transfer is not rapid
enough. This feature can be a great benefit for distinguishing
the light at the detector.

III. MEASUREMENTS

The measurements both for the emitter and detector works
the same way as a 4-wire resistance measurement. A current
is applied through one of the pair of leads to the wire (contact
pads) as a voltage. On the other pair of leads, the middle pair,
the voltage is measured, see 1 in Figure 2, resulting in a quasi-
unbiased reading of the resistance change in the wire.

Throughout the project all the measurements and tests were
conducted on an actual chip, requiring equipment specified for
that task. To be able to connect properly to the pads on the
chip a probe station was used, as shown in Figure 5.

The probe station is a setup for evaluating silicon chips, with
thin needled probes for electrically connecting to the pads on
the chips. As seen in Figure 5 there’s a microscope for assisting
the placement of the probes against the contact pads.

Fig. 5. The microscope equipped probe station used for connecting to the
chip when testing.

On the station eight probes are mounted, as seen in Figure
6. Each of these probes have their own cable that is electrically
connected to the tip of the probe. The probes are fitted
with positioners for moving them with very fine movements,
making the connecting process possible. This is because the
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pads are very small and these miscopositioners are necessary
for centering the needles on the pads.

Fig. 6. The eight probes of the probe station connected to the chip’s
connection pads.

A lock-in amplifier was used for measuring the voltage
across the detector and powering the emitter. The lock-in
amplifier used is the HF2LI Lock-in Amplifier from Zurich
instruments, enabling both frequency and voltage sweeps.

The lock-in amplifier generates the time-varying signals for
powering the device under study. In this project powering the
emitter and detector. The unique feature of lock-in amplifiers
is that it measures harmonics of its output frequencies on its
inputs. The lock-in amplifier contains two signal generators,
enabling generation of two frequencies and measurements of
their harmonics.

IV. DETECTOR BIASED WITH A DC VOLTAGE

The the frequency behavior of this sensor can be studied by
the usage of a frequency sweep [5]. Frequency sweeping means
sweeping through a range of frequencies for the input voltage
of the emitter while monitoring the voltage of the detector. This
yields the heat and light transmission between the emitter and
the detector at different frequencies. In figure 7 the lock-in
amplifier is connected to the sensor chip to enable frequency
sweep measurements between the emitter and the detector of
the sensor.

Rc

Rc

Rc

RcDetector

Rd
Voltage Source

1f, 2f, 3f
Lock-in amplifier

Emitter
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Fig. 7. The circuit for measurement of the chip. All the voltages are generated
and measured by the lock-in amplifier.

One of the signal outputs of the lock-in amplifier powers
the emitter. This output is modulated with the frequency fin.
A signal input of the lock-in amplifier measures the voltage
across the detector. The lock-in amplifier is programmed to
only show the signal strength of the signals being harmonics

of the fin, which are fin,2fin and 3fin. The bias voltage for
the detector wire is also provided from the lock-in amplifier.
This voltage is DC, hence not modulated with a frequency.

The frequency sweeps of the lock-in amplifier sweeps
through a spectrum of frequencies by changing the frequency
of the output signal powering the emitter, while registering
the voltage at 2fin of the input measuring the voltage of the
detector wire. The voltage over the emitter is also monitored
to make sure that it is working and not broken.

A. Frequency sweep, DC biased detector wire
Figure 8 shows the result from the frequency sweep done

by the lock-in amplifier. The y-axis of the plot represents of
the voltage over the detector at 2fin. At low frequencies the
response is stable and shows the signal from the heat trans-
ferred from the emitter to the detector. When the frequency
is increased and reaching fin > 7 kHz, the amplitude of the
voltage starts to decrease. This decrease is shown as the orange
area in Figure 8, caused by the heat transfer from the detector
to the emitter being attenuated at higher frequencies due to this
heat transfer propagation being slow compared to e.g light. As
mentioned before the propagation of this heat has a low-pass
behavior.

This makes it interesting to look into modulating the sensor’s
emitter at a frequency where the heat transfer is attenuated,
because the chance to observe the light increases when the
transferred heat decreases. The difficulty of observing the
light is still apparent, because of the signal being very noisy,
see figure 8. When the frequency reaches around 70 kHz
the disturbance overpowers the signal of the light, making it
indistinguishable.

The different designs mentioned when describing the waveg-
uide were all evaluated by using this method. The response of
this frequency sweep measurements was very similar for all
the designs of the waveguide tested and therefore these are
presented as the same in this report.

Fig. 8. The frequency sweep result from the lock-in amplifier powering the
emitter and measuring the voltage at the detector.

V. DETECTOR BIASED WITH AN AC VOLTAGE

The bias voltage of the detector is in this measurement
switched from DC to AC to reduce the disturbances that
occurs. The choice of a suitable frequency for biasing the
detector is important. If the detector is biased by an alternating
voltage, a sinusoid, a principle called heterodyning occurs.
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This means that the two signals are being multiplied. In the
circuit shown in Figure 9 these two signals are the received
signal coming from the wave-guide 2fin and the bias voltage
fD. The heterodyning principle creates two new frequencies
that can be observed, fh1 = fin − fD and fh2 = fin + fD.
The new frequencies are called heterodynes. Heterodyning
is mathematically proven by the trigonometric identity in
equation 1.

sin(fint)sin(fDt) =

=
1

2

(
cos((fin − fD)t)− cos((fin + fD)t)

)
(1)

This enables monitoring the signal at an other frequency and
may be used to lower disturbances.

Capturing these heterodyne frequencies requires a slightly
different measurement setup than the one used before. Figure
9 shows the measurement circuit for testing the AC biasing
of the detector. Both the powering voltage for the emitter
and the biasing voltage for detector are generated by the
lock-in amplifier. A spectrum analyzer is used for measuring
the voltage over the detector, connected using a differential
amplifier. This spectrum analyzer measures the signal strength
of the heterodyne frequencies and therefore it is possible to
evaluate their behavior. The spectrum analyzer that was used
is the Hewlett-Packard 3588A with a broad frequency range,
enabling an overview of the frequency band.
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Fig. 9. The lock-in amplifier generates the two signals and a spectrum
analyzer measures the voltage over the detector wire.

Figure 10 shows that the signal with the heterodyne fre-
quency is observable proving that the mixing of the signals
2fin and fD = 2.5fin works, which is to be expected. The
voltage at the heterodyne frequency at 0.5fin follows the
voltage at the 2fin frequency, the received signal. This means
that it is possible to use this method for detecting the incoming
signal of the detector. It is not possible to determine if the
disturbance has been lowered, because of this measurement
being to coarse, using too few measurement points. The reason
being that the manual measurement process takes alot of time.
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Fig. 10. The frequency sweep with an AC biased detector. The heterodyne
frequency signal at 0.5fin and the received signal at 2fin.

VI. DISCUSSION

A. Measurement setup

The measurement setup was not optimal and affected the
measurements in a negative way. The probe station was fixed at
a specific place due to practical reasons such as weight and lack
of space. The placement of the lock-in amplifier was bound
to be relatively far from the probe station. This forced the use
of long cables between probes and the lock-in amplifies. The
cables were of different lengths increasing risk of unwanted
disturbances.

Provided by the department of Micro- and Nanosystems
was a chip with sensors of different designs. There were three
different types of waveguide designs and designs with varying
length. However only one type was evaluated, due to lack
of time. This did not affect the result much, because of the
behavior of the different designs being close to identical.

B. Future work

Making improvements of the measurement setup, enabling
automated frequency sweeps when the detector is powered
with AC, are possible future work tasks. This enables more
precise analysis of the frequency response between emitter and
detector for further examination. This requires a new script
to be written. Because of the multiple different frequencies
involved, it is no longer possible to use the lock-in amplifier
with only two generators, a third frequency is needed. The
easiest solution would be buying a software upgrade for the
lock-in amplifier, enabling more signal generators.

It might be possible to detect the optical signal by exposing
the sensor CO2 and varying the level of CO2. This by doing
the same measurement in two different environments. One with
high concentration of CO2, while the other measurement is
done in ordinary air, with a lower concentration of CO2. There
may be a noticeable difference that can be observed, giving
valuable information if it works. Too high concentrations of
CO2 may affect the structure and the wires in such a way that
there is other effects overpowering the optical signal.

A third way that is already under study by the department
of Micro- and Nanosystems is different structures of silicon
beneath the sensor. Adding, removing or cutting layers would
give different thermal properties to the structure, evaluating
different structure types and finding an optimal design that



131

B1. LOW-COST ENERGY EFFICIENT GAS SENSOR

balances fast response time with low heat transfer. The re-
sponse time of the emitter/detector is a parameter that have
not been discussed in this project but is of great importance
for the performance of the sensor.

VII. CONCLUSION

The conclusion is that heterodyning works, due to the
frequency sweep response of the mixed signal at 0.5fin is very
close to non-mixed signal at 2fin. This used together with the
first result, the frequency dependant behavior of the heat is
possibly a method for solving the differencing difficulties of
this sensor design.

The following conclusions can be made:
• The structure used in this sensor works. It is possible to

transfer information between the emitter and detector.
• The heat transfer of the sensor has a frequency depen-

dency. This makes it an advantage for capturing the
wanted signal, the light.

• Heterodyne mixing works and may decrease distur-
bances.
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Abstract—Fast communication using optical fibers has played a 

vital part during the continuous increase of data traffic. In order 
to exploit the superior aspects of optical communications even 
further, silicon photonics has become a hot topic. However, despite 
many positive traits of this technology. Many obstacles still 
remain. Consequently, this report will focus on one of these 
obstacles. Namely, the process of automating the alignment 
between the grating couplers on silicon based waveguide and 
connecting optical fibers. A very precise process which is key in 
order to establish a connection between two very small optical 
components. To achieve this, a setup was constructed that could 
maneuver the alignment with high precision. The automation was 
then achieved by a hill climbing algorithm through MATLAB. The 
project achieved in automating an optimal alignment.  

I. INTRODUCTION 
HEN establishing a connection between a micro- or 
nano scaled component and an optical fiber, precision is 

of utmost importance. In this case, an optical fiber with the size 
of 125 µm is supposed to send light down to an optical 
component called a grating coupler with the size of 0.5 µm. The 
aim is to automate the process of finding the optimal position 
for alignment. Thus providing a method for alignment that is 
repeatable and optimal. 
 

A. Optical Communication 
The computer's processing speed have increased 

significantly from year to year and the development keeps 
moving forward. Today, most of the shorter communication by 
a computer is transported through copper wires. However, the 
bit rate through copper wires is not keeping up with the 
processing speed of modern processors [2]. Even an old 
microprocessor as a Pentium 4 operates at a rate of 2,4 GHz 
while the copper buss has a rate of 400MHz. The reason for this 
is that a copper wire is a subject to its resistance, capacitance 
and inductance. These factors limit the copper wire’s ability to 
rise and fall at higher rates, no matter of the frequency of the 
signal.  

This could be solved by making the wire wider or by 
increasing the electrical effect. But then there would be other 
problems like lack of space and overheating, not to mention 
noise increase. Undeniably, the copper wire has limitations that 
are very hard to deal with without creating other more 
significant problems.   

However, these problems can be overcome by using fiber 
 
 

optics. It has even been proved that the optical transceiver could 
send and receive data at up to 100 Gbit/s [3]. And several 
technological pieces are already developed. Such as cheap 
lasers, sensitive detectors and methods to transmit the signal. 
Realizing this, the world's communications-network have 
already put good use of optical communication, even at 
distances lower than 300 meters. But to really optimize the 
performance and make use of the high computational speed of 
modern processors, optical communications need to come 
down to linking microprocessor to microprocessor. All of this 
because as [2] describes, certain system requirements on data 
rates are going to be too high for copper wires. Nevertheless, as 
it is today, optical interconnects are not performing well enough 
and the price is not low enough for it to be worth replacing 
copper wires. But a lot of research is being done and there is 
support to be found. 

 
B. Optical Waveguides 

Optical waveguides are structures that guide electromagnetic 
waves in the optical spectrum. A waveguide can come in many 
forms, but for this project, the optical fiber waveguide and a 
silicon based waveguide is used. The used waveguides have, as 
most waveguides, a core made by a high-index optical medium 
which is surrounded by a low-index medium[4].  

When it comes to the optical fibers, even though optical 
fibers have its benefits, it is not perfect. They are very well 
suited for communication between components relatively much 
larger than the optical fibers. For example, between computer 
to computer, board to board or maybe even chip to chip. 
However, when it comes down to communication inside a chip, 
problems begin to arise. Compared to chip wires, they are big 
and their refractive index do not allow tight bending. A material 
with higher refractive index step could solve this problem. As 
is stated in [5], waveguides in silicon display the properties that 
the optical fibers lack when it comes to sending light inside a 
chip. 

Furthermore, the Gaussian distribution in an optical fiber 
creates a Gaussian distributed ray when emitted out from one 
of the fibers ends, which will prove to be an important property.  
To get this emitted light in and out of a silicon based waveguide, 
a grating coupler can be used. A grating coupler is a grating that 
is integrated on the silicon chip. It acts like an input and output 
of the waveguides on the chip by channeling incoming light into 
the waveguide and by diffracting light at the output, as is 
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illustrated in figure 1.  

C. Silicon Photonics 
Silicon photonics is the concept of integrating optical 

components on silicon based chips. Generally speaking, there 
are many benefits with silicon photonics. As is pointed out by 
[6], especially when taking into account that it is based on the 
same fabrication technology most semiconductor fabrications 
already use. Thus enabling manufacturers to integrate photonics 
onto chips in a large scale with ease and to a low cost. Also, by 
exploiting other optical properties like optical dispersion, one 
can demultiplex several signals, modulated on different 
wavelengths directly on the chip. Or if using constructive or 
destructive interference, the light signal (or its specific 
wavelength bands) can be processed directly. The desired 
interference could be achieved by a small controlled leakage of 
light between adjacent waveguides.  

  
D. Motivation 

To interface on-chip silicon photonics with optical fibers, one 
has to consider many factors. A critical aspect is efficient 
testing and manufacturing processes, which includes 
interfacing optical fibers with on- chip waveguides. For the 
latter problem, [7] states that gratings couplers are a more 
preferable solution in comparison with other methods, such as 
edge-coupling. They concluded that an efficiency of 74% could 
be achieved with the grating couplers to fiber solution. To 
further highlight the benefit of grating couplers over edge-
coupling, [8] clearly states several advantages. Firstly, the 
grating couplers provide a simplicity in fabrication due to the 
fact that they can be defined in the same process module as 
other photonic devices which lowers the cost. Secondly, the 
grating couplers are alignment-tolerant and the interface can be 
placed anywhere on the chip. Thirdly, grating couplers enable 
wafer-scale testing. And the author goes on.  

However, [8] also concludes that a critical assembly step is 
the alignment of the fiber and the grating coupler. Since they 
cannot simply be soldered together, this is a highly sensitive 
process that requires micrometer precision during alignment. 
Today this is done by hand through careful manipulation, it 
requires much time and patience. Furthermore, even when 
manually aligned, an optimal alignment is not assured. 

However, an automated solution could introduce repeatability 
and process that will allow optimal and efficient alignment. 
Automation will in hand make production and development of 
silicon photonic devices easier since the alignment is such a 
critical step. Development of such an automated system will 
then remove a major obstacle in making these chip 
commercially viable.  

E. Objectives 
 Automate the process of aligning optical fibers with 

grating couplers 
o Create a user friendly program that 

controls the actions of two piezo linear 
stage setups in an XYZ-configuration.  

o Develop an algorithm that automates the 
alignment of two optical fibers and a pair 
of grating couplers on a chip. 

o Implement the developed algorithm.  
 

F. State of the art 
As of today there are various types of stages available 

commercially. The various types include both manual actuators 
and motor driven alternatives. Many of which also includes 
controllability of pitch, yaw and roll, as is used by [9].    

When it comes to algorithms for optimization there is an even 
wider selection. All of which suits different scenarios better 
than the other. According to [9] , the hill climbing algorithm is 
due to its simplicity and the characteristics of light the most 
commonly used algorithm for this cause. However, less 
common alternatives such as the Simplex algorithm have been 
proved to be even faster. 

For the objectives of this particular paper only the most basic 
components will be utilized. This grants the freedom to 
combine the commercial and custom made components. As 
well as design the setup in what way deemed to be the most 
efficient for this particular cause. In comparison with other 
designs, this project strives towards keeping the design as 
simple as possible without any major losses of precision or 
efficiency. 

II. DESIGN 

A. Approach 
In order to satisfy the objectives, the approach was divided 

into two parts. First the possibilities as well as the limits of the 
equipment was examined. Based on this, a suitable solution 
was then designed. 
 
1) Examination of Equipment  

In order to control the motors and create an algorithm for 
finding an optimal alignment, it was necessary to study the 
specifications of the motors and the controller that controls 
them. As well, the specifications of the detector and the laser 
was studied. Finally, MATLAB and its ability to communicate 
with the motors and the oscilloscope was examined. 

 

 

 
Fig. 1.  Illustration of two fibers linked by using grating couplers. The 

picture originates from [1]. 
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illustrated in figure 1.  

C. Silicon Photonics 
Silicon photonics is the concept of integrating optical 

components on silicon based chips. Generally speaking, there 
are many benefits with silicon photonics. As is pointed out by 
[6], especially when taking into account that it is based on the 
same fabrication technology most semiconductor fabrications 
already use. Thus enabling manufacturers to integrate photonics 
onto chips in a large scale with ease and to a low cost. Also, by 
exploiting other optical properties like optical dispersion, one 
can demultiplex several signals, modulated on different 
wavelengths directly on the chip. Or if using constructive or 
destructive interference, the light signal (or its specific 
wavelength bands) can be processed directly. The desired 
interference could be achieved by a small controlled leakage of 
light between adjacent waveguides.  

  
D. Motivation 

To interface on-chip silicon photonics with optical fibers, one 
has to consider many factors. A critical aspect is efficient 
testing and manufacturing processes, which includes 
interfacing optical fibers with on- chip waveguides. For the 
latter problem, [7] states that gratings couplers are a more 
preferable solution in comparison with other methods, such as 
edge-coupling. They concluded that an efficiency of 74% could 
be achieved with the grating couplers to fiber solution. To 
further highlight the benefit of grating couplers over edge-
coupling, [8] clearly states several advantages. Firstly, the 
grating couplers provide a simplicity in fabrication due to the 
fact that they can be defined in the same process module as 
other photonic devices which lowers the cost. Secondly, the 
grating couplers are alignment-tolerant and the interface can be 
placed anywhere on the chip. Thirdly, grating couplers enable 
wafer-scale testing. And the author goes on.  

However, [8] also concludes that a critical assembly step is 
the alignment of the fiber and the grating coupler. Since they 
cannot simply be soldered together, this is a highly sensitive 
process that requires micrometer precision during alignment. 
Today this is done by hand through careful manipulation, it 
requires much time and patience. Furthermore, even when 
manually aligned, an optimal alignment is not assured. 

However, an automated solution could introduce repeatability 
and process that will allow optimal and efficient alignment. 
Automation will in hand make production and development of 
silicon photonic devices easier since the alignment is such a 
critical step. Development of such an automated system will 
then remove a major obstacle in making these chip 
commercially viable.  

E. Objectives 
 Automate the process of aligning optical fibers with 

grating couplers 
o Create a user friendly program that 

controls the actions of two piezo linear 
stage setups in an XYZ-configuration.  

o Develop an algorithm that automates the 
alignment of two optical fibers and a pair 
of grating couplers on a chip. 

o Implement the developed algorithm.  
 

F. State of the art 
As of today there are various types of stages available 

commercially. The various types include both manual actuators 
and motor driven alternatives. Many of which also includes 
controllability of pitch, yaw and roll, as is used by [9].    

When it comes to algorithms for optimization there is an even 
wider selection. All of which suits different scenarios better 
than the other. According to [9] , the hill climbing algorithm is 
due to its simplicity and the characteristics of light the most 
commonly used algorithm for this cause. However, less 
common alternatives such as the Simplex algorithm have been 
proved to be even faster. 

For the objectives of this particular paper only the most basic 
components will be utilized. This grants the freedom to 
combine the commercial and custom made components. As 
well as design the setup in what way deemed to be the most 
efficient for this particular cause. In comparison with other 
designs, this project strives towards keeping the design as 
simple as possible without any major losses of precision or 
efficiency. 

II. DESIGN 

A. Approach 
In order to satisfy the objectives, the approach was divided 

into two parts. First the possibilities as well as the limits of the 
equipment was examined. Based on this, a suitable solution 
was then designed. 
 
1) Examination of Equipment  

In order to control the motors and create an algorithm for 
finding an optimal alignment, it was necessary to study the 
specifications of the motors and the controller that controls 
them. As well, the specifications of the detector and the laser 
was studied. Finally, MATLAB and its ability to communicate 
with the motors and the oscilloscope was examined. 

 

 

 
Fig. 1.  Illustration of two fibers linked by using grating couplers. The 

picture originates from [1]. 
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2) Design a Solution 
This project's approach centers around the setup and its 

ability to move the fibers. This demands a compact and flexible 
setup. This was achieved by using the equipment and some 
custom made parts for modification.  

MATLAB’s ability to send commands through a COM-port 
was used to communicate with the motors holding the optical 
fibers and as well the oscilloscope which measures the voltage 
generated from the light signal coming out from the chip. The 
program language also suited this project very well because of 
its computational capabilities and interface. Moreover, the 
algorithm used to find the optimal alignment was decided to be 
an implementation of a hill climbing algorithm.  

Furthermore, it was decided to firstly construct a class  
environment for controlling the motors in a simple and error-
free way. In this way, the limitations and possibilities of the 
motors were dealt with in forehand and it enabled an intuitive 
environment for writing the hill climbing algorithm. With this 
environment, repurposing is also made simpler. 
 

B. Configuration 
The following text is a general description of the 

configuration of the setup. The linear piezo motors were 
arranged in two xyz-configured stages and were put at opposite 
sides of a platform holding the chip. Each stage had an attached 
fiber chuck, a holder for optical fibers. The fiber chuck directs 
the fiber towards the chip. In order to obtain the desired reach 
and placement of each component, various custom made parts 
were used to modify the stages.  

One of the stages held a fiber connected to a laser, whereas 
the other one held a fiber connected to a photodetector. The 
photodetector was in turn connected to the resistor that was 
used to convert the current generated by the photodetector into 
a voltage. This allows the voltage, the output from the 
photodetector to be measured with an oscilloscope.  

Lastly, the chip was monitored through a microscope, which 
was also used to set up initial alignment. The configuration plan 
is demonstrated in figure 2 and the final setup in figure 3. For 
more detailed pictures, we refer to appendix C. 

 

C. Tools 
1) Declaration of Tools 

The tools used in this project were most importantly the 
oscilloscope, the photodetector and laser driver, and lastly 
the motors used to move the stages. These tools all play a 
vital role in both the approach and final design. A complete 
list of tools and models is found in appendix A. 
  

2) Choice of Tools 
Many parts of the setup were carefully chosen and some of 
them had to be custom made. For example, when it came to 
the optical fibers, it was crucial that they remained still and 
with an incident angle of 10 degrees to the compute-chip, 
therefore special fiber chucks where custom made to assure 
this. Also, since the chip-platform forced the chip up to a high 
position in comparison to the motor stage holding the optical 

fibers, cubes where made to raise both stages and thereby 
bringing the ends of the optical fibers to the same height as the 
chip. The previously explained configuration also allowed the 
z-axis motor to be in central position once the optical fiber 
ends were near the chip. A design which also allowed a 
centralized position of the motors in the xy-plane was the 
cantilever chip holder. The chip holder extended the chip 
platform on a slim leaver that could easily fit in between the 
motor stages. For maneuvering of the optical fibers, the linear 
stage piezo motors were chosen for their high accuracy and 
ability to move very small distances at a time. Furthermore, to 
successfully measure the signal coming out of the chip, the 
current coming out of the photodetector was connected to a 10 
MΩ resistor and an oscilloscope. The connection could 
thereby guarantee a strong signal which could be measured 
quickly with high accuracy. 

 

D. Algorithm of Optimization 
Based on the assumed Gaussian distribution of light intensity 

emitting from the optical fiber, an algorithm of the hill climbing 
family was designed in order to find the optimal alignment.  

In short, a hill climbing algorithm compares two nodes. If it 
finds a node which satisfies the target goal in a more efficient 
way, it picks that node as its reference and continues by 
comparing it to its adjacent nodes. In some version it repeats 

 
Fig. 2.  Configuration plan for setup. 

 

 
 Fig. 3.  Stages and chip in implemented setup. 
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this process for all possible combinations. In an ideal scenario 
this would lead to quickly finding the direction leading straight 
to the desired peak or most efficient solution.  

In this particular case several limits of the system have to be 
taken into account. In example the controller is not very flexible 
regarding controlling several motors at the same time. This 
means the algorithm is limited to move along one axis at the 
time. Also, the measured data from the photo sensor fluctuates 
and in addition to this the backtracking can be rather non-
precise. Thus a direct and stochastic version of the hill climbing 
algorithm became the obvious solution. This version picks the 
direction to move randomly. Then continues to move only as 
long the signal keeps increasing, otherwise it changes direction 
once more.  

As is seen in figure 4 the core part of the algorithm is the 
actual processing of obtained data. Depending on the action it 
chooses to perform, the algorithm will either loop back and 
continue the search for the signal maximum or end the program.  

Depending on the action, the choice the algorithm makes 
becomes of various complexity. When the new measurement is 
larger than the reference, the choice to continue on that path is 
rather obvious. However, when deciding between what new 
direction it should move in or whether or not to end the 
algorithm, the complexity increases. This, since many more 

parameters such as the algorithms earlier decisions and 
behavior has to be taken into account. 

For instance, if the measured signal decreases directly after a 
change of direction, the algorithm is biased towards moving 
towards the opposite direction. This since it assumes the other 
three directions to provide a decreasing signal due to the 
previous two direction changes.  

In addition to this, the end condition is designed so that the 
algorithm keeps a counter of how many times it has changed 
direction. If four or more changes has been performed in a row 
without improving the maximum signal obtained the system is 
designed to assume a peak recently has been reached. Thus the 
system should continue to circulate the location until the 

maximum signal has been found once again. 
This process is alternated between the input and output stages 

and repeated whilst moving the fibers closer to the chip. 
 

E. Program Implementation 
 Implementing a controllable environment for the stages and 

oscilloscope in MATLAB is based on a few key features. 
Mainly in order to establish a connection on which data and 
commands should be sent. 

Firstly, the controller was connected to the computer via 
USB. In MATLAB a serial port object was then initiated, and 
the properties was set to correspond to the specifications of the 
controller and its assigned com-port. The oscilloscope however 
was connected via GPIB-USB and needed several drivers 
installed. These were installed using National Instruments tool 
‘Measurement and Automation Explorer’ (MAX). Then by 
using MATLAB’s ‘Instrument control toolbox’ a GPIB object 
was created.  

Similar to each other, these two objects send and receive data 
and commands in ASCII. Therefore, string handling plays a 
vital part when processing feedback, commands and actions. 

All code is structured in classes. One class for each purpose, 
with belonging properties and methods. In order to minimize 
bugs and grant a better overview, all classes and their attributes 
are designed to work independently and direct. This with the 
exception of the algorithm itself which is slightly more complex 
since it operates as the central element of the system. 

III. RESULTS 

A. Configuration 
The setup was successfully constructed according to the 

design, as seen in figure 3. The stages were maneuverable and 
all communication between MATLAB and the tools have 
successfully been established. The chip and the positions of the 
fibers are observable through the microscope, as is seen in 
figure 5.  

Coming up from the bottom of figure 5, you may observe the 
two optical fibers. Coming down from the top you merely 
observe their reflection on the chip. The fibers are pointing 
directly towards the grating couplers of one of the three 
waveguides, currently located as a column in the middle. 
B. Algorithm 

In order to evaluate the algorithm correctly, the algorithm 
was set up to run on a known environment. In this case, a 
MATLAB simulation of a single stage locating the maximum 
is run. This by letting a 100x100 matrix represent the 
coordinates and the values corresponding a centered Gaussian 
distribution. Data regarding the path and the obtained values 
was then logged and presented in figures.  

In figure 5 we have the contour plot of the matrix. In addition 
to that we have the path the simulated stage supposedly 
followed. All obtained values corresponding to the path from 
figure 5 are found in figure 6. 

 

 
Fig. 4.  Flowchart over core algorithm 
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this process for all possible combinations. In an ideal scenario 
this would lead to quickly finding the direction leading straight 
to the desired peak or most efficient solution.  

In this particular case several limits of the system have to be 
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parameters such as the algorithms earlier decisions and 
behavior has to be taken into account. 
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maximum signal has been found once again. 
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and repeated whilst moving the fibers closer to the chip. 
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fibers are observable through the microscope, as is seen in 
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Coming up from the bottom of figure 5, you may observe the 
two optical fibers. Coming down from the top you merely 
observe their reflection on the chip. The fibers are pointing 
directly towards the grating couplers of one of the three 
waveguides, currently located as a column in the middle. 
B. Algorithm 

In order to evaluate the algorithm correctly, the algorithm 
was set up to run on a known environment. In this case, a 
MATLAB simulation of a single stage locating the maximum 
is run. This by letting a 100x100 matrix represent the 
coordinates and the values corresponding a centered Gaussian 
distribution. Data regarding the path and the obtained values 
was then logged and presented in figures.  

In figure 5 we have the contour plot of the matrix. In addition 
to that we have the path the simulated stage supposedly 
followed. All obtained values corresponding to the path from 
figure 5 are found in figure 6. 
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C. Implementation 
The system as a whole was then tested upon an actual 

automated alignment process. Similar to the simulation, the 
improvement of the received signal is illustrated in figure 8. 
However, this time the progression contains several steps and 
includes both of the stages.  

In other words, first the stage connected to the laser is 
aligned, which is found in the blue area of figure 8. In the red 
area the stage connected to the photodetector is aligned, before 
continuing to the green area where the process ends with a fine 
tuning of both stages. Thus, fully executing the program.  

The average time of  running the process is less than three 
minutes and improves the signal slightly more than 20dB on 
average. 

IV. DISCUSSION 

A. Evaluation 
Clearly an automated system which capable of improving the 

alignment has been created. Thus the objectives have 
successfully been accomplished. Surely many aspects of the 
system could be improved even further. However, compared to 
manually perform the process, this is a more comfortable 
alternative. 

As is seen in figure 8 the system improves the signal in a 
repetitive pattern much like the one seen in the simulation in 
figure 7. As to be expected, the realization of the system is not 
as ideal as the simulation. This as a result of uncertainties in the 
measurements and amplitude of the signal provided from the 
photodetector and laser driver. 

In addition to this, the system here is dependent on the 
positioning of both stages, which presumably starts out of place. 
Thus, a smaller improvement followed by a larger one is to be 
expected. This since during the second one the first stage is 
already placed closer to its optimal position. The latter 
improvements adjust the alignment much finer, and finally 
meets its end condition.  

During this project some minor setbacks were met. Mostly 
regarding the communication between the computer and the 
tools. The communication relies heavily on sending or pulling 
commands from a specific port. This requires not only the 

 
Fig. 7.  Obtained values during each iteration of the simulation. The Y-axis 
displays the measured values for each iteration through the algorithm. Each 
iteration is displayed on the X-axis. 

 

 
Fig. 5.  The view through the microscope during optimal alignment.  
  

 
Fig. 6.  Contour plot of the matrix used during simulation of one stage. The X 
and Y axes represent coordinates to a specific cell in the matrix. The blue dots 
represent the path of the stage. 
 

 
Fig. 8.  Obtained values during each iteration of the actual implementation. 
The Y-axis displays the measured values for each iteration through the 
process. Each iteration is displayed on the X-axis. The colored areas represent 
different parts of the process. 
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correct drivers and settings but also a certain flexibility. This 
since keeping ports open prevents other objects from 
connecting to that particular port. 

Partly as a result of this lies possibly the most critical limit of 
the constructed system. MATLAB is running on Java runtime 
environment 1.6. A version of Java which according to Oracle 
Javas bug database [10] sometimes leaks memory when 
opening and closing ports. Due to the previously named issues 
this is something the system is designed to do many times 
during one session. Consequently, this might during longer 
sessions lead to an error caused by a full heap space. 
 
B. Future work 

A probable improvement of the system could be to use 
another platform than MATLAB. For instance, would the usage 
of a newer version of Java or another programming language 
possibly get rid of the memory leakage, and possibly also be 
even faster. 

Regarding the setup and the tools possible improvements 
could be done in several ways. Firstly, the constructed system 
only operates on three axes. Varying the angle of incidence or 
a slight rotation of the chip could possibly lead to even better 
results. 

Performance when discussing time efficiency of the system 
has a pretty obvious bottleneck. When using MATLABS built 
in tools for timing and evaluation. It showed that slightly above 
50% of the time taken were consumed by the actual motors 
repositioning themselves. Whilst the communication with the 
oscilloscope took almost 30% of the total time. If the system 
were to be implemented in directly in hardware or if the 
measurement would be performed with faster alternative 
methods. This time is believed to be reduced significantly. 
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correct drivers and settings but also a certain flexibility. This 
since keeping ports open prevents other objects from 
connecting to that particular port. 
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environment 1.6. A version of Java which according to Oracle 
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opening and closing ports. Due to the previously named issues 
this is something the system is designed to do many times 
during one session. Consequently, this might during longer 
sessions lead to an error caused by a full heap space. 
 
B. Future work 

A probable improvement of the system could be to use 
another platform than MATLAB. For instance, would the usage 
of a newer version of Java or another programming language 
possibly get rid of the memory leakage, and possibly also be 
even faster. 

Regarding the setup and the tools possible improvements 
could be done in several ways. Firstly, the constructed system 
only operates on three axes. Varying the angle of incidence or 
a slight rotation of the chip could possibly lead to even better 
results. 

Performance when discussing time efficiency of the system 
has a pretty obvious bottleneck. When using MATLABS built 
in tools for timing and evaluation. It showed that slightly above 
50% of the time taken were consumed by the actual motors 
repositioning themselves. Whilst the communication with the 
oscilloscope took almost 30% of the total time. If the system 
were to be implemented in directly in hardware or if the 
measurement would be performed with faster alternative 
methods. This time is believed to be reduced significantly. 
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B4: BORTTAGNING AV BIOFILM 

 
Sammanfattning— Biofilm är bakterier som lever tillsammans i 
små samhällen och kan kommunicera med varandra med hjälp 
av kemiska signaler kallad quorom sensing. En person som bär 
på en kateter riskerar att drabbas av infektioner på grund av 
biofilm som sprider sig från katetern upp till urinröret. I det här 
projektet skulle borttagningen av biofilmer ske mekaniskt och 
två olika modeller av katetrar designades. Gemensamt för dessa 
var att borttagningen av biofilm skedde med hjälp av utvidgade 
väggar som blåstes upp med luft. Av sex prototyper (tre av varje
modell) kunde bara en testas och den var av den första modellen. 
Det togs bort 55,3 % av biofilmen som hade odlats i katetern. 
Eftersom det inte odlades tillräckligt med bakterier hos de fem 
andra katetrarna på grund av läckage hade det varit bra om 
prototyperna testades innan någon bakterieodling kunde 
påbörjas i dem.

I. INTRODUKTION

om första levande organismen på jorden har bakterier 
många gånger varit något människor försökt skydda sig 

mot. Spridning av vissa bakterier kan orsaka sjukdomar som i 
värsta fall leder till dödsfall.

A. Problembeskrivning och syfte
Ett problem (som det har fokuserats på i projektet) med 

katetrar är att det bildas biofilm i dem. Dessa biofilmer kan 
enklast beskrivas som en samling bakterier som bildar en yta 
där de lever i samhällen. De kan även kommunicera med 
varandra genom att skicka kemiska signaler. Sättet bakterierna 
kan kommunicera på kallas quorum sensing [1].

Bildandet av biofilm i katetern skapar ett problem för en
person som använder en kateter då en bakteriespridning 
riskerar att orsaka infektioner om spridningen når användarens 
kropp. Infektionerna kan i värsta fall orsaka dödsfall och i 
USA beräknas omkring 100 000 människor att dö på grund av 
infektionerna som uppstår [2].

Idag fungerar inte en antibiotikabehandling (som är det 
vanligaste sättet att behandla infektioner) mot infektionerna 
som uppstår av biofilm. Enligt Anna Holmberg, 
infektionsläkare, beror detta på att bakterierna i biofilmen är 
resistenta mot antibiotikan då utbyte av resistenta gener 
mellan bakterierna har skett [3]. 

B. Katetrar
En kateter är ett rör som förs in i en kropp där avsikten är 

att tömma vätska (exempelvis urin och blod) eller injicera 
läkemedel [1]. Materialet som en kateter är gjord av är plast.

Det finns olika varianter av katetrar, men alla typer ser vid 
utsträckt tillstånd ut som en cylinder med avvikelser i båda 

ändarna. En urinkateter (som sätts in via urinröret upp till
urinblåsan och som fokuseras på i projektet) har i ena änden 
två ingångar. Den ena ingången finns för att blåsa upp kuffen 
som sitter i andra änden och den andra ingången är till för att 
bland annat ha en urinuppsamlingspåse. En kuff är en 
uppblåsbar ballong som blåses upp med hjälp av en spruta 
som kopplas in i den ena ingången i den andra änden som är 
utanför kroppen när katetern är insatt. Detta för att katetern 
ska kunna vara i kroppen och inte glida ur.

Sett ovanifrån inuti en kateter finns en kanal i mitten för att 
urin ska transporteras från urinblåsan, via urinröret till utanför 
kroppen. Vid sidan av kanalen finns ytterligare en kanal där 
bara luft passeras för att blåsa kuffen. Då varje kanal är 
separat kopplat till att transportera antingen urin eller luft, kan
exempelvis inte urin hamna i luftkanalen. 

Alla katetrar behöver inte vara kopplade via urinröret utan
det finns de som går genom magen till urinblåsan på grund av 
exempelvis skador på bäckenben eller urinrör. Denna typ av 
kateter kallas för en suprapubisk kateter [4]. Vilken typ av 
kateter som ska användas beror helt på om patienten behöver 
använda kateter under en längre tid och om det finns andra 
skador som gör att någon typ inte kan användas.

C. Escherichia Coli
Bakterier är små encelliga organismer utan cellkärna som 

finns överallt och spelar bland annat en roll för människors 
hälsa. En vuxen människas tarmar innehåller drygt 1,5 kg 
bakterier och dessa bryter ner enzymer som inte gjorts tidigare 
i matspjälkningen. Bakterierna som finns i tjocktarmen bildar 
bland annat även K-vitaminer som är viktiga människor [5].

Escherichia Coli, även kallat E. coli-bakterier, finns i 
tarmarna hos människor och djur [6]. E. coli-bakterierna är 
viktiga för nedbrytning av näring när mat har hamnat i 
tarmarna. Det är när E. coli-bakterier inte befinner sig i 
tarmarna som de kan vara farliga. Ett exempel är när E. coli-
bakterier hamnar i urinröret och orsakar en urinvägsinfektion. 
Vissa typer av E. coli-bakterier, så som EHEC 
(Enterohemorragisk E. coli- bakterier), är farliga vid en 
EHEC-infektion och kan orsaka blodig diarré. Detta beror på 
att EHEC- bakterierna producerar ett gift i kroppen hos en 
människa som har blivit smittad och på så sätt får personen 
diarré, som i sällsynta fall kan leda till dödsfall [6].

D. Bildandet av biofilm
Biofilm är en samling bakterier som bildas på en yta. Dessa 

bildas i all vätska med en fast yta runtomkring och finns i 
bland annat vattenledningar, på tänder i munnar och i katetrar.

Mekanisk borttagning av biofilm i katetrar
Ahmed Dara och Yousuf Rassam
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Bakterierna kommunicerar med varandra med hjälp av 
signaler, något som kallas för quorum sensing. När tillräckligt 
med bakterier kommunicerar med varandra organiserar de om 
sig med hjälp av tunna proteintrådar som kallas för pili. 
Bakterierna fäster sig vid varandra och till ytan de är på med
just pili. Med hjälp av substanser mellan cellerna, så som 
proteiner, syror osv, kan de livnära sig och bilda ett skydd mot 
bland annat andra organismer som finns i närheten. Resultatet 
av detta är att ett samhälle med bakterier som kan 
kommunicera med varandra bildats. När det inte finns 
tillräckligt med näring för samhället kan det översta lagret av 
bakterierna bryta sig loss och bilda samhällen på andra ställen 
i kroppen [1]. En avbrytning kan dock även ske på grund av en 
för stor koloni. På så sätt skapas en bakteriespridning och 
infektioner kan uppstå. Figur 1 visar bakterietillväxten i en 
kateter som en patient haft i sig under åtta veckor.

Fig. 1. Biofilm som bildats i en kateter [7].

E. Tidigare metoder som testats
Idag används inte någon specifik metod inom sjukvården för 
att ta bort biofilm som bildas i katetrar utan katetrarna byts ut 
ungefär var sjunde vecka. Det har däremot forskats för att 
försöka hitta en lösning som tar bort biofilmen. Bland annat 
har en grupp forskare på Duke University hittat en metod som 
efter ett test tog bort ca 90 % av biofilmen som hade växt i en 
kateter [8]. Deras studie la grund till modellerna och 
metoderna som kommer att presenteras i rapporten, det vill 
säga att med tryck och hålrum i prototyper ta bort biofilm.

F. Mål
Målet med projektet var att kunna designa en modell av en 

kateter. Ett till mål med projektet var ett konstruera minst en 
mekanisk metod som ska avlägsna biofilm i en kateter. Bland 
annat har ett 

II. DESIGN AV MODELLER

Designen av katetrarna gjordes med en programvara som 
heter SolidWorks. Programvaran är av typen 3D-CAD och när 

en ritning var färdig skickades den till en 3D-skrivare. Det 
som skrevs ut var inte själva modellen av en kateter (som den 
mekaniska metoden skulle testas på), utan bara en form som
senare fylldes med silikonolja. När oljan stelnade, separerades 
denna från formen och på detta sätt skapades en modell av en 
kateter. 

Under projekttiden konstruerades två modeller med 
modifikationer jämfört med en vanlig urinkateter.

En skillnad mellan en urinkateter som används inom 
sjukvården och modellerna som designades var att de blev 
mycket tjockare och kortare. Detta gjordes av två anledningar. 

Den första beror på att det skulle bli lättare att komma fram 
till en mekanisk metod och att kunna testa den. Eftersom 
projekttiden var kort (januari- maj) och att nivån var på 
kandidatnivå, var det mer rimligt att konstruera och testa en 
metod på en större modell av en kateter än att testa en metod 
på en kateter i verklig storlek. Den andra anledningen var att 
kunna visualisera en borttagning av biofilm. 

Figur 2 föreställer den första modellen sett ovanifrån, som 
består av fyra rektangulära bitar (som var ihåliga när 
modellerna av en kateter var färdig) och en cirkel i mitten för 
att urin skulle transporteras. Dessa är symmetriskt placerade
runt den innersta cirkeln och hade dimensionerna 2,5 mm x 12
mm. Den yttersta cylindern (sedd som cirkel ovanifrån) har
radien 18 mm och den innersta cylindern har radien 9 mm. 
Båda cylindrarnas väggar har en tjocklek på 1 mm. 

Figur 3 föreställer den andra modellen som är en utvecklad 
version av den första som gjordes. modellerna har likheter,
men det som skiljer dem är att den andra består av ytterligare 
fyra cylindriska bitar. Anledningen till detta är dessa skulle ta 
bort biofilm som eventuellt inte skulle försvinna mellan de 
rektangulära bitarna. Placeringen av dessa är symmetriskt
mellan de rektangulära bitarna och cylindrarnas radie är på
1,74 mm. 

Fig. 2. Dimensionerna av den första modellen.
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Bakterierna kommunicerar med varandra med hjälp av 
signaler, något som kallas för quorum sensing. När tillräckligt 
med bakterier kommunicerar med varandra organiserar de om 
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bland annat andra organismer som finns i närheten. Resultatet 
av detta är att ett samhälle med bakterier som kan 
kommunicera med varandra bildats. När det inte finns 
tillräckligt med näring för samhället kan det översta lagret av 
bakterierna bryta sig loss och bilda samhällen på andra ställen 
i kroppen [1]. En avbrytning kan dock även ske på grund av en 
för stor koloni. På så sätt skapas en bakteriespridning och 
infektioner kan uppstå. Figur 1 visar bakterietillväxten i en 
kateter som en patient haft i sig under åtta veckor.

Fig. 1. Biofilm som bildats i en kateter [7].

E. Tidigare metoder som testats
Idag används inte någon specifik metod inom sjukvården för 
att ta bort biofilm som bildas i katetrar utan katetrarna byts ut 
ungefär var sjunde vecka. Det har däremot forskats för att 
försöka hitta en lösning som tar bort biofilmen. Bland annat 
har en grupp forskare på Duke University hittat en metod som 
efter ett test tog bort ca 90 % av biofilmen som hade växt i en 
kateter [8]. Deras studie la grund till modellerna och 
metoderna som kommer att presenteras i rapporten, det vill 
säga att med tryck och hålrum i prototyper ta bort biofilm.

F. Mål
Målet med projektet var att kunna designa en modell av en 

kateter. Ett till mål med projektet var ett konstruera minst en 
mekanisk metod som ska avlägsna biofilm i en kateter. Bland 
annat har ett 

II. DESIGN AV MODELLER

Designen av katetrarna gjordes med en programvara som 
heter SolidWorks. Programvaran är av typen 3D-CAD och när 

en ritning var färdig skickades den till en 3D-skrivare. Det 
som skrevs ut var inte själva modellen av en kateter (som den 
mekaniska metoden skulle testas på), utan bara en form som
senare fylldes med silikonolja. När oljan stelnade, separerades 
denna från formen och på detta sätt skapades en modell av en 
kateter. 

Under projekttiden konstruerades två modeller med 
modifikationer jämfört med en vanlig urinkateter.

En skillnad mellan en urinkateter som används inom 
sjukvården och modellerna som designades var att de blev 
mycket tjockare och kortare. Detta gjordes av två anledningar. 

Den första beror på att det skulle bli lättare att komma fram 
till en mekanisk metod och att kunna testa den. Eftersom 
projekttiden var kort (januari- maj) och att nivån var på 
kandidatnivå, var det mer rimligt att konstruera och testa en 
metod på en större modell av en kateter än att testa en metod 
på en kateter i verklig storlek. Den andra anledningen var att 
kunna visualisera en borttagning av biofilm. 

Figur 2 föreställer den första modellen sett ovanifrån, som 
består av fyra rektangulära bitar (som var ihåliga när 
modellerna av en kateter var färdig) och en cirkel i mitten för 
att urin skulle transporteras. Dessa är symmetriskt placerade
runt den innersta cirkeln och hade dimensionerna 2,5 mm x 12
mm. Den yttersta cylindern (sedd som cirkel ovanifrån) har
radien 18 mm och den innersta cylindern har radien 9 mm. 
Båda cylindrarnas väggar har en tjocklek på 1 mm. 

Figur 3 föreställer den andra modellen som är en utvecklad 
version av den första som gjordes. modellerna har likheter,
men det som skiljer dem är att den andra består av ytterligare 
fyra cylindriska bitar. Anledningen till detta är dessa skulle ta 
bort biofilm som eventuellt inte skulle försvinna mellan de 
rektangulära bitarna. Placeringen av dessa är symmetriskt
mellan de rektangulära bitarna och cylindrarnas radie är på
1,74 mm. 

Fig. 2. Dimensionerna av den första modellen.
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Fig. 3. Dimensionerna av den andra modellen.

Grundprincipen för båda modellerna är att dess väggar 
skulle blåsas upp med en pump för att ta bort biofilmen och 
gemensamt för modellerna är att någon kuff inte finns med. I 
ena änden finns istället en bottenplatta. Plattan skapades för att 
bibehålla trycket (i de ihåliga, rektangulära bitarna som endast 
blåses upp) som uppstår när prototypen blåses upp med luft. 
Med hjälp av ytterligare ett lock som sattes i den andra änden 
kunde katetern blåsas upp med slang (monterad på locket) 
kopplad till en pump. Som figur 4 visar kommer ett konstant 
flöde av luft, lock och bottenplatta hindra att luft kommer ut ur 
de delar som blåses upp. Ett övertryck i kateterns uppblåsta 
delar bildas och väggarna utsätts för en kraft som är riktad mot 
centrum.

Fig. 4. När de rektangulära bitarna i den första modellen fylls med luft dras 
de inre väggarna in centralt. De röda pilarna markerar vägen.

Figur 5 visar samma princip, men med den andra modellen
som designades.

Fig. 5. När de rektangulära bitarna i den andra modellen fylls med luft dras de 
inre väggarna in centralt. De röda pilarna markerar vägen.

III. LABORATIONER

A. Framställning av PDMS

Dimetylpolysiloxan, även kallat för PDMS, är silikonolja 
vars användningsområden finns i bland annat läkemedel- och 
livsmedelsbranschen [9]. I projektet var PDMS materialet som 
katetern var gjord av.

För att framställa oljan mättes 10 g av en baslösning i en 
bägare (placerad på en våg) med hjälp av en spruta. För att 
oljan skulle stelna tillsattes 1 g härdningsmedel. Blandningen 
rördes om tills allt var ordentligt blandat, vilket tog drygt 1-2
minuter.

Den klara blandningen placerades därefter i en 
vakuumexsickator. Detta gjordes för att bli av med alla 
luftbubblor som bildats vid blandningen. Denna process tog 
mellan 20-30 minuter.

Därefter hälldes den färdiga PDMS upp i formerna (varje 
prototyp innehöll drygt 20 g PDMS) och ställdes sedan in i en 
ugn med en temperatur på 50°C i ett dygn för att få 
silikonoljan att stelna. När detta var färdigt skulle den nu 
stelnade PDMS tas bort från formen för att få en kateter. Detta 
gjordes genom att lägga en yttre kraft på formen som skulle 
knäckas och på så sätt kunde det stelnade PDMS separeras
från formen. För att testa om prototyperna funkade gjordes ett 
lufttryckstest. Genom att koppla locket till en pump via en 
slang och med bottenplattan som skulle förhindra luftläckage, 
klarade katetrarna ett tryck på cirka 20 bar. Vid ett lufttryck 
större än 20 bar var det svårt att hålla emot katetern med 
händerna för att ingen luft skulle läcka. 

B. Tillväxt av Escherichia coli
Enligt doktoranden Linnea Gustafsson [9] gick processen

till genom att lägga E. coli-bakterier tillsammans med ett 
näringsrikt medium vid namn Lysogeny Broth (LB). Därefter 
förvarades därefter bakterierna i en frys med temperaturen -
80 ℃. E. coli-bakterierna spreds därefter enligt mönstret på en 
agarplatta som figur 6 visar.
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Fig. 6. Bakteriestruktur på en agarplatta [10].

Detta gjordes för att möjliggöra en isolering av 
bakteriekoloni och därmed slippa eventuella mutationer som 
eventuellt skulle ge felaktiga testresultat, eftersom man inte 
testar på den bakterien har tänkt odla. En bakteriekoloni togs 
och lades i LB utan salt (E. coli-bakterier växer bättre utan 
salt). Dessa läggs i en ugn med en temperatur på 37 ℃ (det vill 
säga kroppstemperatur) över en natt. Bakterierna lades dagen 
efter in i prototyperna och det tillsattes LB utan salt i 
katetrarna. För att återskapa den fuktiga miljön som finns i en 
kateter, lades blöta pappershanddukar i en låda tillsammans 
med prototyperna. Detta gjordes även för att förhindra att 
vätskan ska avdunsta i ugnen.

C. Förberedelser inför tester på Karolinska Institutet
För att identifiera hur bakterietillväxten hade gått tvättades

den inre sidan av katetrarna (där det är tänkt att urin ska
transporteras) tre gånger med PBS-lösning. Vanligtvis 
används PBS-lösning för att tvätta bort bakterier som inte har 
bundit hårt till kateterns insida. På så sätt kan man separera 
bakterier som kommer att vara relevanta i experimentet från 
de som inte kommer göra det.

Efter tvättning av katetern med PBS sköljdes insidan av 
katetern tre gånger igen med ett färgämne som heter Crystal 
violet. Denna färgar bakterierna lila och ju mörkare färg som 
fås desto mer bakterier har växt i katetern.

Efter att ha färgat katetrarna med Crystal violet tvättades 
prototyperna med PBS ännu en gång för att skölja överflödig 
färg från katetrarna. Därefter blev det tydligt att det hade växt
tillräckligt med bakterier i bara en av sex prototyper.
Prototypen var av den första modellen. Det växte bakterier i de 
andra katetrarna, men inte till den grad att kunna testa den 
mekaniska metoden. Figur 7 visar en kateter av den första 
modellen som blivit färgad med Crystal violet.

IV. RESULTAT

Eftersom bakterietillväxten var tillräcklig hos endast en av 
sex prototyper är beräkningarna nedan anpassade efter den,
eftersom bakterietillväxten hos de fem andra prototyperna inte 
var tillräcklig för att utföra något test på. Viktigt att nämna än 
en gång är att bakterierna växte i en kateter av den första 
modellen (se figur 2).

Fig. 7. En kateter av den första modellen som har blivit klippt efter att ha 
blivit färgad med Crystal violet.

Testet, som skedde på Karolinska Institutet (KI), gjordes
genom att koppla en slang från locket till en pump, det vill 
säga på samma sätt som testet gjordes på KTH. Det fanns även 
en tryckmätare för att avgöra vid vilket tryck biofilmen togs 
bort från katetrarna. Väl på KI visade det sig att en borttagning 
av biofilm började ske vid ett tryck på cirka 10 bar.

Efter att testet hade genomförts beräknades borttagningen
av biofilmen approximativt och det gjordes genom att först 
beräkna mantelarean för en cylinder.

𝐴𝐴𝐴𝐴𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 = 2𝜋𝜋𝜋𝜋𝜋𝜋𝜋𝜋ℎ        (1)

Där h är höjden på generatrisens längd (den lila delen av 
katetern som figur 7 visar, det vill säga där bakterierna växte)
och r är tvärsnittsradien av den inre cylindern. Värdena mättes 
till r = 0,8 cm (som är radien för den första modellen) och h = 
1,2 cm. Höjden på katetern mättes med en linjal efter att den 
klipptes med sax efter testet. Värdena för r och h stoppades in 
i ekvation 1 och gav resultatet 6,0 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2. Figur 8 visar hur 
mycket bakterier som hade avlägsnats i den testade 
prototypen. Eftersom borttagning skedde bara över den 
rektangulära delen kan arean, det vill säga de delar som blåstes 
upp, approximeras (första rutan till vänster i figur 8) till en
kvadrat med sidorna 1,2 cm. Värdena togs fram genom att 
mäta med linjal.

𝐴𝐴𝐴𝐴𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 1 ≈ 1,22 ≈ 1,4 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2

För att beräkna arean av den andra rutan i figur 8
approximerades borttagningen som en rektangel och en 
triangel. Efter uppmätta värden och beräkning av arean av en 
rektangel adderat med en triangel gavs resultatet att arean i 
den andra rutan uppskattades till 1,1 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2.

Beräkning av ruta nummer tre och fyra var desto svårare att 
approximera, eftersom det inte hade skett en lika klar 
borttagning som i de två föregående rutorna. Därför 
beräknades areorna genom att tänka en ”förflyttning” av 
biofilmen som är kvar i rutorna till ett hörn. På så sätt kunde 
areorna för rutorna tre och fyra uppskattas till 0,3 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2

respektive 0,5 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2. Genom att addera summan av de fyra 
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areorna till de ovan nämna rutorna beräknades summan till 3,3
𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2.

För att se hur effektiv metoden för borttagningen av biofilm 
var dividerades summan av areorna för efter uppblåsningen,
det vill säga arean av rutorna 1-4, med den totala mantelarean 
av den färgade delen av katetern. Det visar sig att drygt 55,3
% av biofilmen har tagits bort.

Fig. 8. Borttagning av biofilm av den första prototypen. Den skrapade delarna 
är borttagen biofilm.

V. DISKUSSION OCH ANALYS

Två modeller av katetrar designades och bägges väggar 
kunde blåsas upp med luft. Katetrarna var så bra konstruerade 
att väggarna inte tog skada även vid högre lufttryck som 20
bar.

Det odlades bakterier i sex katetrar (tre av varje modell). Av 
dessa var det endast en modell som det växte tillräckligt med 
bakterier på för att kunna genomföra testet. Anledningen till 
att bakterietillväxten i de fem katetrarna försummades beror 
på att bakterievätskan i prototyperna läckte. Det är oklart 
varför de läckte och det skulle ha vara till en fördel att testa 
om det katetrarna läckte innan det började odlas bakterier i 
dem. Det hade då varit möjligt att avgöra vilken modell som 
hade varit mest effektiv för borttagning av biofilm. 
Hypotetiskt anses den andra modellen ha varit bättre, eftersom 
tanken med den modellen var att cylindrarna mellan de 
rektangulära bitarna skulle ta bort biofilmen som skulle vara
kvar i skarvarna i den första modellen.

Resultatet för borttagningen av biofilm som gavs bör inte ses 
som allt för pålitligt. Detta beror på att varje ruta i figur 7
approximerades, eftersom det är svårt att ge ett exakt svar på 
hur mycket biofilm som togs bort, speciellt för ruta tre och 
fyra. 

En förklaring till att 55,3 % kan verka bättre än vad det 
betraktas i figur 8 kan vara att biofilmen hade ”torkat”. Miljön 
i en vanlig kateter som används inom sjukvården är fuktigare 
än katetrarna som testades på Karolinska institutet och därför 
är det svårt att relatera borttagningen av biofilm till ett verkligt 
fall. Torrare miljö i katetern kan ha gjort det lättare att ta bort 
biofilm än i en fuktig miljö.

B. Framtida förbättringar
Något som vi tror skulle vara intressant att se är om den 

andra modellen hade varit bättre än den första. Vi tror att den 
hade varit det på grund av cylindrarna som skulle ta bort 
biofilmen i skarvarna som modell ett saknar. Eftersom 
katetrarna läckte skulle ett arbete med att förhindra läckage 
vara bra att göra. Det är oklart varför bakterievätskan läckte
och därför är det svårt att veta vad som ska ändras hos 
modellerna. Om det handlar det beror på att väggarna måste 
göras tjockare tror vi att det kommer försämra borttagningen 
av biofilm. Anledningen till det är att ju tjockare väggarna är, 
desto mindre kommer kraften, som beskrivs i II. Design av 
modeller, att bli.

Det fanns planer på att designa en modell av en kateter som 
varken består av rektangulära eller cylindriska väggar som ska 
blåsas upp. Som figur 9 visar skulle den första modellens fyra 
rektangulära bitar ersättas mot fyra ”halvmånar”. Vi tror att en
mer effektiv borttagning av biofilm skulle ske eftersom
”halvmånarna” hade täckt en större del av de delar som blåstes 
upp jämfört med de två nuvarande modellerna. Som figur 10
visar tas inte allt bort, utan det finns fortfarande biofilm kvar 
som finns symmetriskt mellan väggarna som har blåsts upp 
och där pilarna i figuren markerar hade kunnat tas bort. 

Modellen diskuterades i början av projektet, men valdes att 
inte designas först eftersom vi inte hade några kunskaper i
SolidWorks. Eftersom vi inte visste hur lång tid det skulle ta 
att designa en modell var tanken att börja med en så enkel 
modell som möjligt och därefter utveckla. 

Något som man skulle kunna göra för att lyckas ta bort 
biofilm i skarvarna är att designa en kateter med asymmetriska 
strukturer som överlappar varandra vid en uppblåsning, 
eftersom det var vid de symmetriskt placerade skarvarna som 
det fortfarande fanns biofilm.

Fig. 9. En modell med ihåliga ”halvmånar” som ersätter de rektangulära 
hålrummen i den första modellen.

1 2 3 4
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Fig. 6. Bakteriestruktur på en agarplatta [10].

Detta gjordes för att möjliggöra en isolering av 
bakteriekoloni och därmed slippa eventuella mutationer som 
eventuellt skulle ge felaktiga testresultat, eftersom man inte 
testar på den bakterien har tänkt odla. En bakteriekoloni togs 
och lades i LB utan salt (E. coli-bakterier växer bättre utan 
salt). Dessa läggs i en ugn med en temperatur på 37 ℃ (det vill 
säga kroppstemperatur) över en natt. Bakterierna lades dagen 
efter in i prototyperna och det tillsattes LB utan salt i 
katetrarna. För att återskapa den fuktiga miljön som finns i en 
kateter, lades blöta pappershanddukar i en låda tillsammans 
med prototyperna. Detta gjordes även för att förhindra att 
vätskan ska avdunsta i ugnen.

C. Förberedelser inför tester på Karolinska Institutet
För att identifiera hur bakterietillväxten hade gått tvättades

den inre sidan av katetrarna (där det är tänkt att urin ska
transporteras) tre gånger med PBS-lösning. Vanligtvis 
används PBS-lösning för att tvätta bort bakterier som inte har 
bundit hårt till kateterns insida. På så sätt kan man separera 
bakterier som kommer att vara relevanta i experimentet från 
de som inte kommer göra det.

Efter tvättning av katetern med PBS sköljdes insidan av 
katetern tre gånger igen med ett färgämne som heter Crystal 
violet. Denna färgar bakterierna lila och ju mörkare färg som 
fås desto mer bakterier har växt i katetern.

Efter att ha färgat katetrarna med Crystal violet tvättades 
prototyperna med PBS ännu en gång för att skölja överflödig 
färg från katetrarna. Därefter blev det tydligt att det hade växt
tillräckligt med bakterier i bara en av sex prototyper.
Prototypen var av den första modellen. Det växte bakterier i de 
andra katetrarna, men inte till den grad att kunna testa den 
mekaniska metoden. Figur 7 visar en kateter av den första 
modellen som blivit färgad med Crystal violet.

IV. RESULTAT

Eftersom bakterietillväxten var tillräcklig hos endast en av 
sex prototyper är beräkningarna nedan anpassade efter den,
eftersom bakterietillväxten hos de fem andra prototyperna inte 
var tillräcklig för att utföra något test på. Viktigt att nämna än 
en gång är att bakterierna växte i en kateter av den första 
modellen (se figur 2).

Fig. 7. En kateter av den första modellen som har blivit klippt efter att ha 
blivit färgad med Crystal violet.

Testet, som skedde på Karolinska Institutet (KI), gjordes
genom att koppla en slang från locket till en pump, det vill 
säga på samma sätt som testet gjordes på KTH. Det fanns även 
en tryckmätare för att avgöra vid vilket tryck biofilmen togs 
bort från katetrarna. Väl på KI visade det sig att en borttagning 
av biofilm började ske vid ett tryck på cirka 10 bar.

Efter att testet hade genomförts beräknades borttagningen
av biofilmen approximativt och det gjordes genom att först 
beräkna mantelarean för en cylinder.

𝐴𝐴𝐴𝐴𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 = 2𝜋𝜋𝜋𝜋𝜋𝜋𝜋𝜋ℎ        (1)

Där h är höjden på generatrisens längd (den lila delen av 
katetern som figur 7 visar, det vill säga där bakterierna växte)
och r är tvärsnittsradien av den inre cylindern. Värdena mättes 
till r = 0,8 cm (som är radien för den första modellen) och h = 
1,2 cm. Höjden på katetern mättes med en linjal efter att den 
klipptes med sax efter testet. Värdena för r och h stoppades in 
i ekvation 1 och gav resultatet 6,0 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2. Figur 8 visar hur 
mycket bakterier som hade avlägsnats i den testade 
prototypen. Eftersom borttagning skedde bara över den 
rektangulära delen kan arean, det vill säga de delar som blåstes 
upp, approximeras (första rutan till vänster i figur 8) till en
kvadrat med sidorna 1,2 cm. Värdena togs fram genom att 
mäta med linjal.

𝐴𝐴𝐴𝐴𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 1 ≈ 1,22 ≈ 1,4 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2

För att beräkna arean av den andra rutan i figur 8
approximerades borttagningen som en rektangel och en 
triangel. Efter uppmätta värden och beräkning av arean av en 
rektangel adderat med en triangel gavs resultatet att arean i 
den andra rutan uppskattades till 1,1 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2.

Beräkning av ruta nummer tre och fyra var desto svårare att 
approximera, eftersom det inte hade skett en lika klar 
borttagning som i de två föregående rutorna. Därför 
beräknades areorna genom att tänka en ”förflyttning” av 
biofilmen som är kvar i rutorna till ett hörn. På så sätt kunde 
areorna för rutorna tre och fyra uppskattas till 0,3 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2

respektive 0,5 𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2. Genom att addera summan av de fyra 
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areorna till de ovan nämna rutorna beräknades summan till 3,3
𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐2.

För att se hur effektiv metoden för borttagningen av biofilm 
var dividerades summan av areorna för efter uppblåsningen,
det vill säga arean av rutorna 1-4, med den totala mantelarean 
av den färgade delen av katetern. Det visar sig att drygt 55,3
% av biofilmen har tagits bort.

Fig. 8. Borttagning av biofilm av den första prototypen. Den skrapade delarna 
är borttagen biofilm.

V. DISKUSSION OCH ANALYS

Två modeller av katetrar designades och bägges väggar 
kunde blåsas upp med luft. Katetrarna var så bra konstruerade 
att väggarna inte tog skada även vid högre lufttryck som 20
bar.

Det odlades bakterier i sex katetrar (tre av varje modell). Av 
dessa var det endast en modell som det växte tillräckligt med 
bakterier på för att kunna genomföra testet. Anledningen till 
att bakterietillväxten i de fem katetrarna försummades beror 
på att bakterievätskan i prototyperna läckte. Det är oklart 
varför de läckte och det skulle ha vara till en fördel att testa 
om det katetrarna läckte innan det började odlas bakterier i 
dem. Det hade då varit möjligt att avgöra vilken modell som 
hade varit mest effektiv för borttagning av biofilm. 
Hypotetiskt anses den andra modellen ha varit bättre, eftersom 
tanken med den modellen var att cylindrarna mellan de 
rektangulära bitarna skulle ta bort biofilmen som skulle vara
kvar i skarvarna i den första modellen.

Resultatet för borttagningen av biofilm som gavs bör inte ses 
som allt för pålitligt. Detta beror på att varje ruta i figur 7
approximerades, eftersom det är svårt att ge ett exakt svar på 
hur mycket biofilm som togs bort, speciellt för ruta tre och 
fyra. 

En förklaring till att 55,3 % kan verka bättre än vad det 
betraktas i figur 8 kan vara att biofilmen hade ”torkat”. Miljön 
i en vanlig kateter som används inom sjukvården är fuktigare 
än katetrarna som testades på Karolinska institutet och därför 
är det svårt att relatera borttagningen av biofilm till ett verkligt 
fall. Torrare miljö i katetern kan ha gjort det lättare att ta bort 
biofilm än i en fuktig miljö.

B. Framtida förbättringar
Något som vi tror skulle vara intressant att se är om den 

andra modellen hade varit bättre än den första. Vi tror att den 
hade varit det på grund av cylindrarna som skulle ta bort 
biofilmen i skarvarna som modell ett saknar. Eftersom 
katetrarna läckte skulle ett arbete med att förhindra läckage 
vara bra att göra. Det är oklart varför bakterievätskan läckte
och därför är det svårt att veta vad som ska ändras hos 
modellerna. Om det handlar det beror på att väggarna måste 
göras tjockare tror vi att det kommer försämra borttagningen 
av biofilm. Anledningen till det är att ju tjockare väggarna är, 
desto mindre kommer kraften, som beskrivs i II. Design av 
modeller, att bli.

Det fanns planer på att designa en modell av en kateter som 
varken består av rektangulära eller cylindriska väggar som ska 
blåsas upp. Som figur 9 visar skulle den första modellens fyra 
rektangulära bitar ersättas mot fyra ”halvmånar”. Vi tror att en
mer effektiv borttagning av biofilm skulle ske eftersom
”halvmånarna” hade täckt en större del av de delar som blåstes 
upp jämfört med de två nuvarande modellerna. Som figur 10
visar tas inte allt bort, utan det finns fortfarande biofilm kvar 
som finns symmetriskt mellan väggarna som har blåsts upp 
och där pilarna i figuren markerar hade kunnat tas bort. 

Modellen diskuterades i början av projektet, men valdes att 
inte designas först eftersom vi inte hade några kunskaper i
SolidWorks. Eftersom vi inte visste hur lång tid det skulle ta 
att designa en modell var tanken att börja med en så enkel 
modell som möjligt och därefter utveckla. 

Något som man skulle kunna göra för att lyckas ta bort 
biofilm i skarvarna är att designa en kateter med asymmetriska 
strukturer som överlappar varandra vid en uppblåsning, 
eftersom det var vid de symmetriskt placerade skarvarna som 
det fortfarande fanns biofilm.

Fig. 9. En modell med ihåliga ”halvmånar” som ersätter de rektangulära 
hålrummen i den första modellen.
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Fig. 10. Markering av biofilmer som inte har tagits bort i den testade
prototypen. Eftersom inga cylindrar fanns med den första modellen har någon 
biofilm i skarvarna inte tagits bort.

VI. SLUTSATS

Med modellerna som designades är det möjligt att ta bort 
biofilm med hjälp av lufttryck. Eftersom endast en modell 
kunde testas går det bara att reflektera över den, då något 
konkret resultat från den andra prototypen inte erhölls. 

Det är lätt att designa en modell som kan ta bort en liten del 
biofilm i en kateter, men för att lyckas med en borttagning 
som tar bort stora mängder biofilm krävs en avancerad lösning 
och forskning. Det räcker alltså inte med kunskaper på 
kandidatnivå.

VII. SLUTORD

Författarna till den här artikeln vill tacka Linnea Gustafsson 
för hennes stöd och kunskaper inom ämnet som gjorde det 
möjligt att genomföra arbetet.
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AI FIXAR FREDAGSMYSET
NY ARTIFICIELI INTELLIGENS HITTAR DINA FAVORITFILMER SOM DU INTE VISSTE EXISTERADE

När det är slut på veckan så vet varje svensk att det är dags för fredagsmys. Familjen samlas vid soffan 
med chips, dip och läsk innan den största debatten inleds. Vilken film ska ses ikväll?  Streamingtjänster som 
Netflix har gjort denna debatt outhärdlig. AI kan nu hjälpa till att navigera den ogenomtränglig filmdjungeln 
genom att ge det bästa filmförslaget, och på så sätt bevara familjefriden.

Studenter på KTH har undersökt hur man kan lösa detta problem med maskininlärning, som rekommen-
derar filmer baserat på vad användaren tycker om. Maskininlärning är en gren inom AI som används för att 
identifiera samband i stora mängder data och kan på så sätt ge relevanta förslag. Detta är en teknik som flera 
stora företag är i behov av. Intresset var så pass stort att Netflix anordnade en tävling för att förbättra deras 
rekommendationssystem, där vinnaren kammade hem en miljon dollar.

För tillfället är maskininlärning ett relativt nytt område, där filmrekommendationer bara är toppen av is-
berget. Vi kan förvänta oss att denna teknologin kommer att förändra vår vardag, där framför allt monotona 
jobb kommer ersättas av smarta datorer, så som lagerarbetare och tågförare.  

Filmstreamingstjänster växer och blir en allt större del av vår vardag, och tack vare maskininlärning är 
fredagsmysets filmtrassel fixat. 
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Fig. 10. Markering av biofilmer som inte har tagits bort i den testade
prototypen. Eftersom inga cylindrar fanns med den första modellen har någon 
biofilm i skarvarna inte tagits bort.
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Komplexa informationsnätverk är system som 
karakteriseras av samspelet mellan data och 
en komplext underliggande länkstruktur. De 

används för att leverera information mellan ett stort 
antal noder, som till exempel datorer. Dessa nätverk 
kan vara allt från postsystem till digitala nätverk 
som Internet. Många av dagens samhällsfunktioner 
är starkt beroende av att dessa nätverk fungerar.

I takt med att flera objekt kan kopplas till ett nätverk 
ökar behovet av att känna till hur bra kommunika-
tionskanaler man har, och hur man effektivt navig-
erar i ett nätverk för att komma åt relevant data. Det 
medför att det måste finnas effektiva metoder att be-
handla information samt skydda den.   

Idag har man som användare tillgång till ett flertal 
streamingtjänster för filmer och som användare är 
det svårt att avgöra vilka filmer som är av intresse. 
För att lösa detta problem används rekommenda-
tionssystem som kan beräkna olika filmers relevans 
utifrån deras gemensamma egenskaper. I projekt C1 
har två rekommendationssystem för filmer utveck-
lats, baserade på två olika algoritmer, graf- samt 
kluster-analys. Syftet var att avgöra hur systemen 
förhåller sig till varandra samt hur ett komplext 
informationsnätverk skapas och används. Rekom-
mendationssystemen som utvecklats är baserade på 
IMDb’s databas, som täcker över fem miljoner filmer. 

Båda angreppssätten gav relevanta resultat 
från olika perspektiv. Den grafiska algoritmen 
identifierade filmer med liknande skådespelare 
och producenter medan klusteranalysen gav 
ett mer generellt resultat av liknande filmer. Vi 
rekommenderar att använda “Natural Language 
Processing” i framtida projekt samt att även ta 
hänsyn till användarnas beteendemönster, såsom 
tidigare rekommendationer.

Komplexa nätverk är en växande och varierande 
miljö då antal enheter som kopplas upp till nätver-
ket ökar samt att nätverkshastigheter kan ibland 
vara oförutsägbara. Detta kan leda till att applika-
tioners prestanda försämras på grund av nätverk-
shastigheten. Projektgruppen C2 har därför tittat på 
olika metoder att optimera tillvägagångssättet för att 
skicka information och behandla data, genom att ta 
hänsyn till faktorer som datorkraft och nätverkshas-
tighet. En av slutsatserna man har kommit fram till 
är att det är bäst att behandla data hos klienten, och 
sedan skicka resultatet till en server när beräkning-
skapacitet hos servern är begränsad. När man istället 
har begränsad nätverkshastighet är det mer effektivt 
att direkt skicka data från klienten till servern för be-
handling.

Vad som kan förbättras i framtiden är att göra sys-
temet adaptivt genom att låta systemet avgöra var 
databehandling ska utföras beroende på tillgänglig 

nätverkshastighet och datorkraft.

Allt eftersom att vi blir mer och mer beroende 
av internet i våra dagliga liv, så ökar kraven på till-
gängligheten och kvaliteten på våra internetanslut-
ningar. Internet används inte enbart för nöje utan 
också mer och mer för kritiska tjänster, som till ex-
empel  telefoni, larm, övervakning, telemedicin.

Cheese Pi är en mjukvaruplattform som körs på en-
kortsdatorn Raspberry Pi, och dess syfte är att mäta 
olika kvalitetsparametrar på en internetuppkop-
pling. Målet med projektet har varit att utöka mät-
funktionaliteten hos Cheese Pi där begränsningarna 
hos den befintliga plattformen tagits i beaktning.

Mättekniken som valdes heter Variable Packet 
Size-probing, VPS-probing, och den används för 
att göra uppskattningar av länkhastigheter i IP-nät. 
Den kan användas för att uppskatta hastigheten 
hos användarens internetuppkoppling. Fördelarna 
med denna teknik är att den genererar en väldigt lit-
en mängd nätverkstrafik jämfört med traditionella 
metoder för att mäta hastigheten på internetanslut-
ningen, till exempel Bredbandskollen, samt att den 
inte kräver en central mätserver. Nackdelen är att 
mätresultatet endast är en uppskattning. Resultatet 
från VPS-mätningen kan skilja sig avsevärt från av 
användaren upplevd prestanda och bör därför tas 
med en nypa salt. VPS är en av flera tekniker som an-
vänds för att uppskatta nätverkshastigheter. I fram-
tiden så skulle dessa tekniker förmodligen kunna ut-
vecklas vidare samt även kombineras för att ge ökad 
noggrannhet i mätningarna.:

Ett stort problem i dagens uppkopplade samhälle 
är att privat information lätt kan spridas och använ-
das för oetiska syften. Projektet går ut på att skydda 
användares privata information vid användning av 
platsbaserade internettjänster. Detta görs dels gen-
om peer-to-peer kommunikation och dels bruket av 
en anonymitetsserver som förser användaren med 
tillfälliga anonyma nycklar som kan utnyttjas i kon-
takt med internettjänsten. För att förbättra säker-
heten används också en annan server som ger an-
vändaren en pseudonym att använda i kontakt med 
anonymitetsservern. Kontakten med andra telefoner 
i nätverket sker också under pseudonym. I framtiden 
kan detta utökas till andra applikationer och tjänster.

Projekten tar upp fyra viktiga aspekter för hur ett 
komplext informationsnätverk ska fungera i praktik-
en. Då noder oftast representeras av individers data, 
som kan vara av känslig karaktär, är det viktigt att 
anslutningen mellan individen och nätverket håller 
en hög säkerhetsstandard. I projekt C4 spelar säker-
het en viktig roll. Spridning av privat information be-
gränsas och skyddar därmed användarens integritet. 
Projekt C3 befattar sig med att övervaka och mäta 
kvaliteten på en internetanslutning, vilket är en my-
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cket viktig del i dagens samhälle och en kritisk kom-
ponent i informationssamhället. Projektgruppen C2 
försöker däremot hitta metoder för att fördela dator-
resurser i ett distribuerat nät på ett effektivt sätt för 
optimal prestanda. I projekt C1 har man studerat hur 
man kan extrahera relevant information ur ett stort 
informationsnätverk. Detta område är intressant om 
man vill studera topologier i sociala nätverk. Med 
dessa projekt har studenterna givits en introduktion 
till de utmaningarna som vi står inför med allt fler 
tjänster baserade på komplexa nätverk.

ETISK REFLEKTION 
Komplexa informationsnätverk förenklar vardagen 
för många människor, men det kommer inte utan en 
kostnad. För att kunna anpassa innehållet i en tjänst 
som använder informationsnätverk baserat på an-
vändarnas beteendemönster krävs insamling av en 
stor mängd data. Beroende på vilken information 
som samlas in, av vem och hur den används ger detta 
upphov till olika etiska problemdels på individnivå, 
men även för samhället i stort.

Med dagens teknologi har storskalig information-
sinsamling blivit möjlig. Det är framförallt insamling 
av personlig data, som beteendemönster, köpvanor 
och åsikter som är intressanta. Detta har lett till att 
företag kan erbjuda bättre tjänster som är skräd-
darsydda för varje individ, så att användaren inte 
längre behöver filtrera bort irrelevant information, 
som köpråd, rekommendationer och artiklar. 

Samtidigt som denna informationsinsamling för 
en stor samhällsnytta med sig, så finns det även 
negativa aspekter då företag får tillgång till en stor 
mängd personlig data. De insamlade uppgifterna 
kan användas för riktad reklam, försäljning och i det 
ekonomiska samt politiska maktspelet. Företag som 
Facebook och Google har möjlighet att anpassa det 
som visas för sina användare och på så sätt påverka 
opinionsbildning i ett samhälle. Det finns även en 
risk att informationen hamnar i fel händer, och kan 
då komma att utnyttjas i oetiska syften, som till ex-
empel utpressning.

Som nämnt i projekt C4 kan man undvika att dela 
med sig av privat information genom att använda sig 
av anonyma nycklar. Detta kan däremot innebära en 
ekonomisk förlust för företag vars affärsmodell byg-
ger på vidareförsäljning och analys av användarda-
ta. En användare kan därmed utnyttja tjänsten utan 
betala för den.

Ett ytterligare område där extrahering av data kan 
göra nytta, är för tryggheten på allmänna platser. 
Kameraövervakning har ofta en brottsförebyggan-
de inverkan då människor generellt sett undviker 
att begå brott när de vet att de blir iakttagna. Över-

vakningen kan dock samtidigt inkräkta på oskyldiga 
individers personliga integritet. När människor är 
medvetna om att de är övervakade på olika sätt, finns 
det en risk att de känner sig begränsade i sin han-
dlingsfrihet. Detta kan leda till att man på ett med-
vetet och ett omedvetet plan förändrar sitt beteende. 

Generellt sett kräver många av dagens och fram-
tida tjänster en avvägning om vad som är viktigare, 
personlig integritet eller funktionalitet. Information 
har blivit ett betalmedel som är högre värdesatt än 
likvida medel vilket både har positiva och negativa 
aspekter. Samtidigt som det ger företag en möjlighet 
att skräddarsy tjänster så säljs även informationen 
vidare för att kunna finansiera dessa. De uppgifter 
som samlas in är i många fall omfattade av använda-
ravtal. Användaren har då ingått ett avtal med före-
taget om att informationen som användaren tillhan-
dahåller, kan komma att lämnas ut och begagnas av 
en eller flera tredje parter. Det beror på att  det inte 
finns något externt regelverk för hur och till vilken 
tredje part informationen säljs. Detta medför att den 
ofta används utan någon hänsyn till individens in-
tegritet, vilket vi anser vara ett etiskt dilemma. An-
vändaren har gett sitt tillstånd till en första part men 
förstår i många fall inte innebörden av avtalet de in-
går .

Samhället och individer är, som nämnt tidigare, till 
stor del beroende av informationsfinansierade tjän-
ster, såsom Facebook, Google och YouTube. Vi anser 
dock att det skulle vara orimligt att explicit behöva 
betala för alla dessa tjänster. Att kunna betala med 
information istället för med valuta gör användnin-
gen av dessa tjänster smidigare, för både användaren 
och företag. 

Vi anser att samhällsnytta och funktionalitet 
överväger de risker som finns med att den personli-
ga integriteten kränks. Däremot  tycker vi att det bör 
finnas tydligare information för de som inte är insat-
ta i ämnet att en insamling av data faktiskt sker och 
hur den får användas.

CONTEXT C: COMPLEX INFORMATION NETWORKS
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Recommendation System for Movies
Gustaf Rydholm

Abstract—In this project a recommendation system for movies
was created, that could give recommendations of movies that
were similar to a user’s query. The system started by trans-
forming a database of movies into vectors, based on a movie
profile that was constructed, using a vector space model. Then,
similar movie vectors could be clustered together using the k-
means algorithm. Recommendations were made by computing
the similarity between the query and other movies in the same
cluster. The similarity measures that where studied was the
cosine similarity and the Jaccard similarity, as both of these are
widely used for information retrieval problems. To evaluate the
system, the recommendations were compared to a ground truth,
consisting of movie recommendations from IMDb and Google.
With a statistical evaluation called F–measure it was concluded
that the system preformed rather poorly with both similarity
measurements, but the Jaccard similarity outperformed the cosine
similarity, with a F–measure of 8.04% compared to 4.53%.
These results was compared with another system implemented
by another student in a parallel project, this system had a
F −measure = 7.68%.

I. INTRODUCTION

RECOMMEDATION systems are a class of applications
which purpose are to suggest items that a user might

like, based on previous behavior of the user, e.g. product
bought, movies watched or news articles read. Even though
all recommendation systems are created in order to preform
the same task, numerous algorithms have been developed to
improve efficiency of the recommendations. Yet, these system
work in one of two ways, and can therefore be classified into
two broad groups [1].

• Content-based systems recommend items similar to the
ones the user like by finding other items that have
similar attributes [2].

• Collaborative filtering systems gives recommendations
based on the relationship of users. Users with the same
type of behavior, e.g. items searched, movies rated
similarly or products bought, tend to share the same
interests. Therefore, it is likely that a user belonging to
a group will like the same items as others have liked,
even though the user is unaware of these yet [3].

For Internet companies these type of systems has become
an invaluable asset, where on-line retail giant Amazon experi-
enced a 29% increase in sales during the second fiscal quarter
of 2012, compared to the same time period in 2011 [4]. This
growth in sales is believed to be strongly correlated to the
implementation of their recommendation system called ”item-
to-item collaborative filtering” [4]. Another company that has
seen a great value in personalizing the user’s experience via
recommendation systems is Netflix [5]. So much so that

they announced a competition called the Netflix Prize, where
they offered $1 million to whomever that could improve the
accuracy of their prediction system of movie ratings by 10%
[6]. Bringing together the fact that there is endless possibilities
when creating a recommendation system, with a growing
demand from internet companies to develop more efficient
system, makes this an interesting research field.

The task of this project was two-folded, the first part was
to create a Content-based system for movies. The program
allowed the user to get recommendations on either a movie
they like, or a manually enter a set items for attributes of the
movie profile, see section II-C. First, the algorithm created a
vector space model of all the movies in the data set. Then, a
clustering algorithm called k-means [7] was used in order to
partition similar movies into the same cluster.

The second part of this report was to evaluate the systems
performance, using the F-measure [8]. This was achieved
by first collecting a data set containing a sampled set of
movies, together with the systems recommendations for each
of them. The recommendations was then compared to a ground
truth consisting of a combination of movie recommendations
gathered from IMDb’s ”People who liked this also liked...”
and Google’s ”People also search for”.

The performance of the system was also compared with
another Content-based system, developed by another student,
where a graph-processing approach was used instead. The
reason for this was to evaluate which approach was preferable
when creating a recommendation system for movies.

II. METHOD

In this section the we present the algorithm of the recom-
mendation system. First, we present the language and the tools
needed. Next, we present the movie profile that was used to
represent each movie. Then, we present the vector space model
that was created to convert the movies to vectors in R10,
and the pre-processing step of normalization. After that, we
explain the k-means clustering, the initialization algorithm and
how the number of clusters was selected based on the elbow
method. We then go on to present the methods of finding
movies to recommend based on a query. Lastly, we present
the a statistical method to determine the performance of the
system, called the F–measure.

A. Scala & Apache Spark

Scala is a programming language that runs on the JVM. It is
both an object-oriented and functional language with emphasis
on scalability [9]. In the big data community Scala has become
one of the most prominent languages, with the large-scale data
processing engines such as Apache Spark and Apache Kafka
written in it [10].
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Apache Spark was selected as the engine to use for the
processing of the database of movies, the reason behind this
choice was because it is one of the fastest frameworks with
a vibrant ecosystem, and the high level API made it easy to
work with [11].

As the recommendation system relied on the Apache Spark
and the scalable machine learning library, MLlib, for the data
processing and the implementation of the k-means clustering
method, the choice of writing the recommendation system in
Scala was made.

B. Movie database

The database of movies that was used for the recommen-
dation system was called ”The Open Movie Database” [12].
With this database we had access to the attributes shown in
Table I for each movie.

TABLE I
ATTRIBUTES OF EACH MOVIE IN THE OMDB DATABASE.

imdbID Genre Metacritic FullPlot
Title Released imdbRating Language
Year Director imdbVotes Country
Rating Writer Poster Awards
Runtime Cast Plot lastUpdated

These attributes were considered to give a detailed enough
description of each movie, so that an extensive enough movie
profile could be created.

The original size of the database was 1128654 movies,
however most of these movies were considered irrelevant.
Therefore, most of the movie in database was filtered out.
The filtering was based on the popularity on IMDb, where
the movies had to have rating above 5.0 and more than 1000
votes. The remaining size of the database was 21555 movies.

C. Movie Profile

To convert all movies to vectors a movie profile was needed.
The movie profile was constructed with a set of characteristics
considered to be the most significant to a movie. The attributes
that considered important were the ones that allowed a user
of the recommendation system to get relevant results, based
on the query. Some attributes were considered to have little or
no relevance to a viewer, e.g. writer, rating or run time.

As there is no perfect set of attributes to use when creating
a content-based system for movies, the profile for each movie
contained the attributes considered relevant by the author in
[1]. With the addition of the language spoken and popularity,
given by the rating and number of votes the movies had on
IMDb. Thus, the movie profile contained the following profile:

i. A subset of the cast from the movie. The actors
considered relevant were the first three, as they are most
likely to be the stars of the movie and have the most
screen time. As people often have some favorite actors,
other movies that have one or more of them in the cast
will be likelier to be a relevant recommendation.

ii. The director, regarded as one of the most important
attributes of the movie profile, as the director have
the responsibility of bringing the movie to life. Some
directors have a distinct way of portraying a movie, via
visual effects and storytelling, e.g. the Coen brothers
[13] or Wes Anderson [14], which in turn have lead to a
large fan base. Therefore, even if the viewer is unaware
of who made the film, it is plausible they will enjoy
other work from the same director. Even more so than
the other work of an actor.

iii. The year in which the movie was released. If a viewer
likes old western movies, the probability is higher that
the same viewer prefer other western movies from the
same era, rather than newer productions.

iv. The subset of the two first genres of the movie. Together
with the director, were considered the most significant
for the movie profile. If a user query a ”comedy-drama”
movie, the user expects that the recommendations
presented to them will be of the same genres or similar.
The reason two genres was used instead of one to
represent the movie, was to increase the performance of
the recommendations. Often a movie can be classified
by several genres, therefore many movies have a genre
in common, but might not be similar at all, e.g. a
”drama-war” and a ”drama-romance” movie.

v. The popularity of a movie, which was determined by the
rating and number of votes on IMDb. These feature were
useful as a viewer might like blockbuster movies, then
it was considered likelier that the user would preferred
other movies of that caliber, and not a collection of lesser
known movies.

vi. The main language that was spoken in the film. This
will allow for a user to get recommendations based
on preference of language, as one might like French-
language movie, thus movies with another language
spoken might not be as relevant.

To summarise the movie profile, each attribute is shown in
Table II.

TABLE II
ATTRIBUTES IN THE MOVIE PROFILE.

Actor #1 Genre #1
Actor #2 Genre #2
Actor #3 imdbRating
Director imdbVotes
Year Language

D. Vector Space Model

To represent each movie profile as a vector, we created a
vector space model. The model allowed each unique item of
an attribute to be represented with a specific number. This
was done by separately assigning values to each unique actor,
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director, genre and language. Because the value of the year,
rating and number of votes was almost continuous, these could
be used without any type of transformation.

In order to prevent that several values was given to a unique
item of an attribute, e.g. actor Julia Roberts, a map for each
attribute was used to store the value assigned. These where
used in order to check if a item had been assigned a value or
not. If an attribute was empty, the value of 0.0 was assigned
to it. Each unique attribute was given an incremented value of
1.0 from the previous one.

E. Normalization

Pre-processing of the data is almost always required in order
to increase results’ performance, and this is done by normalize
the data. This is especially important when using distributed
clustering algorithms, such as the k-means implemented in
Apache Spark, where the Euclidean distance is used [15]. As
the Euclidean distance is a distance metric that is sensitive
to the differences in magnitude and overpowering values of
attributes [15].

Therefore, we scaled all attributes between a lower bound-
ary C and a upper boundary D, with the help of Min-
max normalization. As this is a linear transformation, the
relationship between values of different items was kept [15].
Let x be some value of an unique item of an attribute A,
assume that minA and maxA are the minimum respectively
maximum value for that attribute. Then the normalize value
given by x′, is given by the following equation [16].

x′ =
x−minA

maxA −minA
· (D − C) + C (1)

F. Clustering Method

As we now had an unlabeled dataset of movies, we now
wanted to group the data into coherent clusters. In order to do
this we used the k-means clustering algorithm, as its one of
the most widely used unsupervised learning algorithms for this
type of problem [17]. In this section we start by presenting the
mathematical notation of the k-means. Then, we present the
initialization algorithm, k-means‖. Lastly, explain the Lloyd’s
algorithm that computes the convergence of the centroids.
As these algorithms already existed in the scalable machine
learning library, MLlib, in Apache Spark, there was no need
to implement these in this project. However, as both of these
algorithms were vital to the project, it is necessary to describe
the theory behind them.

Let start by introducing the set of movies, as X =
{x1,x2, ...,xn}, where each movie, x, is represented by a
point in the 10-dimensional vector space. The number of
clusters used is given by k, where S1, S2, ..., Sk, each cor-
responds to a specific cluster [18], with a centroid in the set
C = {c1, c2, ..., ck}. Each point in the set X , will be partition
into a cluster S1, S2, ..., Sk, such that the centroids of the
cluster will minimize the cost function given by

φX(C) =
∑
x∈X

d2(x, C) =
∑
x∈X

min
i=1,...,k

‖x− cj‖2 (2)

where ‖x−cj‖ denotes the Euclidean distance between two
points. The minimum distance of a point, x, and the subset of
the centroids is defined as d(x, C) = minc∈C ‖x− c‖2 [17].
When all points in X have been partitioned into clusters, the
new centroids can be calculated using the following equation.

cj =
1

|Sj |
∑
x∈Sj

x (3)

In [17] Bahmani et al. describes the crucial part of ini-
tializing the set of centroids in an nearly optimal way. An
initialization of the centroids is needed in order to guarantee
that the final position will be close to the optimal solution.
They describe that one of the most popular initialization algo-
rithms, k-means++, does not scale well, due to its inherently
sequential nature. Therefore, they created a parallel version
of this algorithm called k-means‖, thus making the k-means
applicable on large scale data sets.

Their parallel version for initializing the centroids, see
Algorithm 1, starts off by sampling a point uniformly at
random and assigning it to the set C. In Step 2, the initial cost,
ψ, of this centroid is computed. The algorithm then proceeds
to iterate logψ times, where each iteration the number of
expected points, x, sampled are given by the oversampling
factor � = Ω(k), where each point is sampled with probability
�·d2(x, C)/φX(C). In Step 5, the sampled points in C′ are then
added to the set of centroids, C, and the cost function, φX(C),
recalculated. When the iteration is completed, the number of
sampled points is expected to be � logψ. Often, this will mean
that the number of points in C exceeds the predefined number
of clusters, k. To reduced the set to k centroids, Step 7 assigns
a weight to each point, and in Step 8 the set C is reclustered
into a set of k centroids.

Algorithm 1 k-means‖(k, l) initialization [17].
1: C ← sample a point uniformly at random from X
2: ψ ← φX(C)
3: for O(logψ) times do
4: C′ ← sample each point x ∈ X independently with

probability px = �·d2(x,C)
φX(C)

5: C ← C ∪ C′

6: end for
7: For x ∈ C, set wx to be the number of points in X closer

to x than any other point in C
8: Recluster the weighted points in C into k clusters

However, logψ number of iteration seldom necessary to
achieve a good initial set of centers. Therefore, its by default
set to 5 [19]. Which has proven to be enough to achieve better
clustering than any other initialization algorithm [17].

With the nearly optimal set of k-clusters obtained from
the k-means‖ algorithm, Lloyd’s algorithm was used in the
k-means algorithm implemented in MLlib to minimize the
cost function, φX(C) [20]. In [21] Hamerly et al. explains
the three basic steps of this algorithm. The first step consists
of initializing a set of centroids, which in our case was already
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done. Then, in step two, each point in the data set is assigned
to the closest centroid. In step three, each centroid will be
moved to the mean of its assigned points, see equation 3.
The algorithm will alternate between step two and three until
the convergence criterion’s are met. The criterion’s set for the
Lloyd’s algorithm was the maximum number of iterations, and
a threshold for the minimum movement of each center, ε, in
the previous iteration [20].

In this project the maximum number of iterations was set
to 50, and ε = 1 · 10−4. The number of clusters used was
k = 180, see section II-G for detailed explanation.

G. The Elbow Method

For this clustering problem we did not have a optimal set of
clusters, therefore a method was needed to determine a good
value of k. One method for finding a suitable k is called the
elbow method. According to the elbow method, a good value
for k is the point where there the curve goes form having a
sharp descending to a more flattened appearance [22], hence
the curve will look like an arm with an distinct elbow. As the
curve flattens out, the gain of increasing k will be relatively
little [22].

To collect a set of data points to construct this curve, the
data set of movie vectors was clustered 26 times for different
number of k-clusters. During each run, the cost function, seen
in Figure 1 as Within Set of Squared Errors, was computed.
As the data set was quite large, the starting value for k was
set to 50. For each run the value of k was incremented with
10, until a the final value for, which was set to k = 300.
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Fig. 1. The cost function, Within Set Sum of Squared Errors, for different
values of k.

In figure 1, we can observe that the curve has a sharp
descending in the beginning and then it flattens out when the
number of clusters exceeds k = 180. Thus, the number of
clusters was set to k = 180.

H. Predictions

To find similar movies to the user’s query, the query is first
transformed into a vector representation. Then the vector is

assigned to the cluster its closest to, based on the Euclidean
distance to the center [20], [23]. After the cluster was obtained,
the movies that was most likely to be of interest to the user had
to be sorted out. One way of finding the similarity between
object in a vector space model is to use the cosine similarity
[1], defined as

Cosine similarity = cos(θ) =
a · b

‖a‖‖b‖
(4)

To get a good intuition of how the cosine similarity works,
we can look at figure 2. Here we see the vector representation
of two arbitrary movies, m1, m2, and a query, q. The angle
between the query and the movies is represented by θ1 and
θ2. The vectors will be more closely spaced if they share
common attributes, e.g. actors, director or genre, therefore
the angle between these vectors is small, as θ1, and value
of cosine close to 1. However, if movies does not share a lot
of common features they will be further apart, as m2 and the
query, contributing to a larger angle of θ2, and a small value
of cosine. Thus, movie 2 will not be as relevant to the query
as movie 1.

�v(m1)

�v(m2)

�v(q)

θm1 θm2

Fig. 2. The cosine similarity between the query, q, and two movies, m1 and
m2, given by cos(θm1 ) and cos(θm2 ).

Another useful similarity measurement for information re-
trieval is the Jaccard similarity, see Figure 3. This gives us
a measurement of how similar two movies are to each other
based on their textural data [24]. The Jaccard similarity is
defined as the intersect of movie A and B, dividen by the
union of the two movies, that is

Jaccard similarity =
|A ∩B|
|A ∪B|

(5)

When implemented, the measure was made more dynamic.
Instead of comparing the year, number of votes and the ratings,
the measure compared if the movies had been made in the
same decade, had the same magnitude of votes and if the
integer value of the ratings was equal.
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A A ∩B B

Fig. 3. Jaccard similarity between movie A and B.

Two experiments with these similarity measurements was
made, one with the cosine similarity and the second one with
Jaccard similarity.

I. Performance evaluation

To evaluate the recommendation system performance, the
a statistical measure of the recommendations had to be com-
puted. A common method in data mining is to use the F–
measure [8], which was done by comparing the predictions to
a ground truth. For this project the ground truth was selected
as the first eight movies recommended on IMDb, i.e. ”People
who liked this also liked...”, and a random selection of eight
movies from Google’s ”People also search for”.

The predictions could be classified into three possible
outcomes, true positive, false positive or false negative [8].
A true positive, TP , meant the prediction was correct, i.e.
belonged to the ground truth. If a prediction did not belong
to the ground truth, it was considered a false positive, FP .
All the movies that belonged to the ground truth but was not
classified as TP or FP , where considered as false negatives,
FN . With these outcomes defined, we could now compute the
precision, defined as

Precision =
TP

TP + FP
(6)

which gave us a measurement of how many of the pre-
dictions was correctly given by the system. To measure the
number of the correct movies selected from the ground truth,
the Recall measurement was used.

Recall =
TP

TP + FN
(7)

In other words, we can say that Precision says how good
the system is at identifying similar movies, and Recall says
how good the system is at finding the correct movies to
recommend. This means that the more interesting of these two
measures is the precision, as this tell us how good our system
is at presenting a correct recommendation. A common way to
evaluate the performance of a system is to take the harmonic

mean of the Precision and Recall, called the F–measure, as
this measure assesses the trade off between the two [8].

F–measure = 2 · Precision ·Recall

Precision+Recall
(8)

This gave us a statistical measurement of how well the
system preformed. The number of movies used in order to
evaluate the system was 100, and these movies were sampled
from the data set at random with a function in Spark called
takeSample [25].

III. RESULTS

In this section we present an evaluation of the recom-
mendation system. To do an evaluation of the system, two
experiments was made with different similarity measures, the
cosine similarity and the Jaccard similarity. The number of
cluster was set to k = 180, with maximum number of
iterations set to 50 for the Lloyd’s algorithm. A sample set
of 100 movies was used as queries. For each query the
system was set to give a set of five movie recommendations.
The upper and lower boundary of D and C was determined
with experimental analysis. These differed between the two
experiments and are presented in Table III. The change in the
upper boundary for the Jaccard similarity experiment made the
predictions more dependent on the actors, director and genres.

TABLE III
THE ASSIGNED UPPER AND LOWER BOUNDARY FOR EACH EXPERIMENT.

Cosine similarity Jaccard similarity
D C D C

Actors 1.0 0.0 7.0 0.0
Director 1.0 0.0 18.0 0.0

Year 1.0 0.0 3.0 0.0
Genre 1.0 0.0 7.5 0.0

imdbRating 1.0 0.0 2.0 0.0
imdbVotes 1.0 0.0 3.5 0.0
Language 1.0 0.0 80.0 0.0

TABLE IV
THE CLASSIFIED OUTPUT OF THE SYSTEM FOR THE TWO DIFFERENT

SIMILARITY MEASUREMENTS.

TP FP FN
Cosine similarity 36 464 1052

Combined similarity 65 435 1052

TABLE V
THE COMPUTED VALUES OF Recall, Precision AND F–Measure OF THE TWO

SIMILARITY MEASURES.

Recall Precision F–Measure
Cosine similarity 0.0331 0.0720 0.0453
Jaccard similarity 0.0582 0.1300 0.0804

Table IV show the classified predictions of the system.
The Jaccard similarity preformed slightly better than what the
cosine similarity, however most of the predictions did not exist
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in the ground truth. In table V, the computed results for Recall,
Precision and F–Measure is presented.

IV. DISCUSSION

The systems preformed poorly when the recommendations
where compared to the ground truth. Between the cosine
similarity and Jaccard similarity an improvement of almost
the double could be seen in the Precision and F–Measure. The
predictions were altered quite heavily in some cases, where
all or most movie recommendations differed. The Jaccard
similarity was better at recommending movies that shared
either actors, director or genre with the query. Therefore
it was able to find more movies in the ground truth. As
the vector space model did not take into consideration how
movies was related, movies with almost no similarity could
end up very close to each other. For example, an American
blockbuster could have previously been assigned unique points
in the vector space, next a Bollywood movie might have been
assigned a unique numbers also. This would have meant that
difference between the items of each attribute would have been
1.0, which might not have been a good representation of how
similar the movies was. Therefore, the cosine similarity was
not the optimal measure to find similar movies. However, as
one of the attributes was language, the chance that the movie
predictions would be of a different language was reduced
somewhat. With the previous example its easy to realize that
the Jaccard similarity would get more relevant results. But,
recommendations get somewhat limited to the items of each
attribute, which is not the case for the cosine similarity.

As the system created was an implementation of a Content-
based system, and the ground truth consisted of recommenda-
tions from Collaborative filtering systems, i.e. IMDb’s ”People
who liked this also liked...” [26] and Google’s ”People also
search for”, the expectations for the evaluation were not that
high. As Content-based systems only finds similarities based
on the item profile, but a Collaborative filtering systems is
much more dynamical, as it adapts to the users behavior.
Therefore, it was not necessary that the recommendations in
the ground truth had anything in common with the query, other
than that users had rated or searched for them. This would also
partly explain why the Jaccard similarity did not find many
of the recommendations in the ground truth.

When these results was compared to the other project,
where a student had used a graph-processing approach to
create the recommendation system, it was shown that the other
system preformed better. It was especially better at predicting
correct, precision = 0.1608. But was almost equally bad at
finding the correct recommendations, recall = 0.0505. The F–
measure for the other system was 0.0768, this was better when
compared to the cosine similarity experiment, however not
when compared to the experiment with the Jaccard similarity.
The other system was not as dynamical as it gave at least
one recommendations that contained either an actor or the
director of the query. This was not the case for the system in
this report, as it could recommend movies that was close in
the vector space, but would not necessarily have a director or
actors in common.

As the results of this project were heavily dependent on how
good the vector space model was, it would be interesting to
see if the performance could be increase with a more advanced
model. This vector space model could for example sort movies
based on countries, popularity, the frequency of directors and
actors. Sorting the countries after relation to each other would
be a good thing, for example the data set could be dissected
into region, such as Western and Eastern. Popularity would
allow for the blockbuster movies to be more closely related.
Together with the popularity, a weight for each actor and
director based on frequency could be implemented in order to
make big stars more important, thus assigned closer together
in the vector space. The genres could also be sorted so similar
ones would be closer together in the vector space, as there
might be a problem if comedy and horror are the ones that
are the closest to each other. This would be a good starting
point in order to make the recommendation system in this
project better at predicting movies that a user might like.

Otherwise I would recommend to try create a Collaborative
filtering system as these are far superior when it comes to being
dynamical and general in predicting items.
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Movie Recommendation System Using
Large Scale Graph-Processing

Carl-Johan Larsson

Abstract—The aim of this bachelor thesis is to develop a movie
recommendation system based on a distributed graph algorithm
influenced by Dijkstra’s. A further objective is to investigate the
benefits and limitations of Dijkstra’s algorithm in the context of
a recommender system. The system has been developed using
Spark which is a large scale graph-processing framework on top
of Scala. The system calculates the shortest path in a relational
graph between two movies in a distributed manner to identify
movies which relates to the input. The result of the project
was a recommendation system which suggested movies heavily
influenced by directors and actors starring in the input movies.
This behaviour was expected from the algorithm. Building a
recommendation system using a shortest path algorithm, such
as Dijkstra, is an approach which is too narrow. The possibilities
for representing features are limited due to the risk of a graph
with too much connectivity.

I. INTRODUCTION

D ISTRIBUTED algorithms are a key part of services
used on a regular basis. The most common example is

Google’s PageRank [1] which will calculate the relevance of
a website by representing the web as a graph. In such a graph,
nodes represents websites and edges represents links between
websites. The algorithm will decide the relevance of a website
by its inter-connectivity with other websites. These computa-
tions will decide which websites will be recommended for you
when using Google Search.

The product this bachelor thesis has delivered is a recom-
mendation system for movies based on the distributed version
of Dijkstra’s algorithm [2] using Pregel [3]. The system that
has been built will ask the user to input two movies which
the user finds interesting and return a set of movies that
are recommended based on the input. The two input movies
will represent the source and destination node in a relational
graph and the shortest path between them is calculated. The
recommendation will be the nodes which the shortest path
algorithm has traversed, it corresponds to the movies that
the algorithm interprets as most similar to the input. Another
approach has also been tested which only returns the movie
that has a path-length, in the shortest path, which is about
equal to both movies.

The main objectives of this project was to create a movie
recommendation system using a graph algorithm but also
understanding the benefits and limitations of different algo-
rithms. Another project has run in parallel where the objective
was to create a recommendation system for movies using
clustering [4]. A common objective of both these projects
was to do a comparison between the two different approaches
to analyze efficiency and quality. The final result evaluation
have investigated the correctness of the recommendations by

a statistical analysis of the built recommendation system in
relation to commercially used ones.

Except for the main objectives this project has also attended
to the different solutions which is already on the market
to get a more in depth understanding of recommendation
systems. Movie recommendation systems has been a popular
research field since Netflix launched a competition with a
price of $1 million to find the most efficient algorithm. A
conclusion which has been made during the project is that
personalization of content, which can be implemented with
collaborative filtering, is important when treating subjective
matters such as opinions of movies.

The shortest path algorithm which has been implemented
uses a weighted directed graph. A weight between different
nodes in the graph will represent how well the movies relate
to each other. Since the weights will be the sole parameter for
determining the shortest path they have a direct impact on the
result. The weights are set by defining rules for how different
movie attributes generally describes them. One could try the
hypothesis that movie genres make two movies correlate more
than if they have the same word in their title. This will result
in a shorter path between movies within the same genre which
also has the same word in their title, than movies just within
the same genre. As an example, one of the implemented rules
in the recommendation system is derived from the following
hypothesis:

If two movies have the same director, they are more
likely to have similar aesthetic values than if they
are played by the same actors.

After confirming the hypothesis this rule is implemented in the
algorithm. What this rule entails technically is that a director
and a movie has a smaller edge value than an actor and a
movie. An example of this is that George Lucas is more
closely related to Star Wars than Harrison Ford, but it will
not implicate that the shortest path is always through George
Lucas.

The result of the project was a recommendation system
which gave suggested movies heavily influenced by which
directors and actors that was starring in the input movies. This
is an expected behaviour since a shortest path algorithm can
only traverse to nodes it has an edge to, which in this case is
either an actor, director or genre.

II. BACKGROUND

The amount of data being created in complex information
networks, such as the Internet, is continuously increasing. As
stated in [5] :
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The amount of digital information increases tenfold
every five year.

These vast amounts of data would be close to impossible
to filter manually for a Internet user. The last decade a
lot of different recommendation systems has been built to
simplify the usage of Internet, Google Search is such an
example. There are also recommendation systems which will
give recommendation without a query. These systems have
levelled new ground for e-commerce and personalized ads.
By analyzing individuals behaviour when buying products
online and traversing the Internet these systems will be able to
recommend other products a user might be interested in. All
these systems are based on different algorithms which most
often are built using either collaborative filtering or content-
based filtering.

A content-based filtering system will recommend items
based on the relation of the content and the users preference
while collaborative filtering will recommend items based on
the relation between users as described in [6]. The most
popular approach for recommender systems is collaborative
filtering and is used by a majority of e-commerce companies,
among them Amazon according to [7].

Figure 1. An illustration of a centralized system(left) and a decentralized
system(right) from [8]

For most recommender systems distributed algorithms are
used, which is a sub-type of parallel algorithms according to
[9]. The most common distributed algorithms are centralized
algorithms and decentralized algorithms. A centralized recom-
mendation system works in such a way that the system always
will know the state the algorithm is in, which computations
are being made on what nodes and what the result is. This also
entails that all data about the users of the recommendation is
stored on a server. A decentralized recommender system is
of course the opposite of a centralized recommender system.
In this case the system requests computations to be done, but
the calculations being done on specific nodes are arbitrary and
they are done in purely parallel manner, without knowledge of
other node processing being done. In this case the user data
will be held on in the information network community.

As mentioned earlier Amazon uses a collaborative filtering
algorithm, this algorithm is also centralized. Decentralized
recommender systems are more cost-efficient since the com-
putations can be spread among the users. A big challenge
using a decentralized recommender system, especially when
using collaborative filtering, is that the information about the
users are divided among the users devices. To secure users
information in a decentralized system is an extensive task,
and as a result of this most companies resort to a centralized
approach. Even though running and maintaining servers is
expensive.

III. OBJECTIVES

A. Product Goal:

The goal of this bachelor thesis is to create a movie
recommendation system that suggests similar movies given
two movies as an input.

B. Business Goal:

Achieve the grade A within the resources given for the
project; 15 ECTS - 400 hours.

IV. METHOD

The movie recommendation system which has been built
is based on a graph algorithm called Dijkstra’s algorithm.
Dijkstra’s algorithm [2] is a well known graph algorithm which
calculates the distance between two vertices in a relational
graph. The algorithm has been implemented in a distributed
manner using the graph processing framework Spark on top of
a Java-based programming language called Scala. In spark a
parallel computing model developed by Google has been used
called Pregel [10]. Pregel uses a technique namned message-
passing to let the algorithm communicate between nodes and
compute in parallel. The most vital steps to build the recom-
mendation system was to model different movie attributes in
a database to fit the use case but also the implementation of
a distributed algorithm.

A. Prerequisites

The recommendation system is built on an interpretation
of a large movie data set. The first vital step to enable the
right conditions for a good movie recommendation system
to be built was accessing a movie database with appropriate
attributes. The database which fit the use case best was one that
required minimum amount of parsing when accessed while
including as many attributes as possible on each movie. In the
best case scenario it would cover all of IMDb’s movies.

A data set which fit these requirements was achieved. The
data set used was OMDB, Online Movie DataBase, which was
exported as a TSV containing over 1 million movies with up
to 20 features for each movie [11]. These attributes covered
many vital features, see table I.

Only movies with more than 5000 IMDb votes was used
from the database. This was done to narrow down the rela-
tional graph which had to be traversed for every recommen-
dation.

Table I
SELECTED FEATURES INCLUDED IN OMDB

IMDb ID Title Production Year
Genre Release Year Director
Actors IMDb Rating IMDb Votes
Language Country Poster
Runtime Writer Plot
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B. Graph Processing Environment

Scala is a programming language developed at École poly-
technique fédérale de Lausanne, EPFL, with project start in
2001 [12]. It was released on the Java Virtual Machine plat-
form 2004 and can interact with code written in Java. Scala is
developed for software which needs to be scalable, and there-
fore use the same concepts to describe both larger and smaller
computational problems. This is one of the reasons which
makes Scala a suitable language for large scale problems,
such as graph processing, but it also interacts seamlessly with
Spark. What also differs Scala from Java is the possibilities to
use a more functional paradigm, which essentially minimizes
the code which has to be written, meanwhile it still is suitable
for an object oriented structure.

Spark is general-purpose engine for computing large sets
of data. It is mostly built on a specific datastructure namned
Resilient Distributed Datastructure, RDD, which is made to be
configurable, parallel and resilient [12], [13]. Spark’s frame-
work gives the possibility to compute large sets of data by
transforming them in to RDD’s in parallel as a distributed
system, see IV-D. Distributed systems is not a new technology,
but one which is getting more and more useful since it is
dependent on the amount of data which has to be computed.
It is commonly known that the amount of data being produced
is increasing every year and the demand to use the data for,
e.g. personalization of features, is increasing even more.

C. Graph Theory

Graph Theory is the theory about relation of objects and
formulation of problems as graphs with vertices and edges
[14]. A vertex is a node which represents an object and an
edge is a link between two vertices which substitutes their
connection to each other. This approach is a very effective way
to describe extremely large problems concering huge amounts
of data. The number of nodes in a graph for smaller problems,
such as movie recommendation, can exceed millions.

Figure 2. Illustration of a relational graph from [15].

An edge can represent the relevance between two articles or
the amount of water which can flow between to water tanks.
The possibilities to represent problems as graphs are endless.

In this bachelor thesis graph theory has been used and vertices
has represented movies, actors, genres and directors, while the
edges has represented their relevance to each other.

D. Distributed Systems

Distributed systems are complex information networks
which are structured in a way that software can manipulate
data on many different servers at the same time using specific
software. Distributed systems can be used for distributed

Figure 3. A general venn diagram illustrating distributed systems from [16].

algorithms to do computations on many different nodes at
the same time. A centralized distributed system will compute
on an arbitrary number of nodes, but still hold information
of the state which every node is in. A decentralized system
will compute on an arbitrary number of nodes, in an arbitrary
order, with no regard or knowledge of the individual nodes
state. A decentralized system can often be viewed as a self-
organizing system and works through communication between
neighbouring nodes or the local environment in a graph [17]. A
good example of an algorithm using a decentralized distributed
system is Jabeja [18].

E. Graph Algorithms

Graph Algorithms are the tools which are used to gather
relevant information from graphs [14]. Relevant information
can be the relation between two nodes, the maximum flow
between two nodes, the shortest paths between one node
to several others or anything else which suits the use case.
In this bachelor thesis a graph algorithm which calculates
the shortest path, see IV-I, has been used. The algorithm is
largely inspired by Dijkstra’s algorithm, an extensively used
algorithm. Dijkstra’s algorithm calculates all the relevant paths
from a source node to a destination node to determine the
shortest path between them in a graph. This procedure can be
understood more in-depth from reading the psuedocode, see
Algorithm 1. Shortest path algorithms often entail quite an
extensive computational task, Djikstra’s has a second degree
polynomial complexity related to the number of vertices, but
since it can be visualized as a Breadth First Search it is also
linearly related to how many layers it has to visit before
terminating. Djikstra’s algorithm has been implemented in a
distributed manner, using Spark ontop of Scala. The method
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Algorithm 1 Dijkstra’s algorithm
1: procedure DIJKTRA(G : graph,s : vertex)
2: for each vertex v ∈ VG do
3: dist[v] ← ∞
4: parent[v] ← NIL
5: dist[s] ← 0
6: Q ← VG

7:
8: while Q �= ∅ do
9: u ← Extract-Min(Q)

10: for each edge e = (u, v) do
11: if dist[v] > dist[u] + weight[e] then
12: dist[v] = dist[u] + weight[e]
13: parent[u] ← u

14: H ← (VG, ∅)
15: for each vertex v ∈ VG, v �= s do
16: EH ← EH ∪ {(parent[v], v)}
17: return H, dist

which has been used to realize a distributed Dijkstra is called
message-passing and to effectively implement it Google’s
Pregel, see IV-F, has been resorted to.

F. Pregel

Pregel is a model which has been developed by Google
specifically for large scale graph-processing. It uses the con-
cept of message-passing. The message-passing model works as
following. A node has a value which it needs to communicate
to a set of other nodes. When it does this, it is called a super-
step and the information reaches the set of nodes specified.
In the next super-step the set of nodes need to communicate
what computations has been done and information regarding
the last message they were passed to another set of nodes.
This message-passing will continue to iterate until all nodes
have been halted. In the beginning all nodes are in an active
state, when the node has passed the messages which it was
specified to do, it will go into an inactive state and can only
be activated again by an external message, see illustration 2
and 4.

Figure 4. Message Passing between two nodes. A node will stop computations
on halt. Illustration from [19].

G. Transformation to a graph problem

The data set which was achieved could be exported as a
TSV file and therefore it was tabular data. To be able to
use graph algorithms tabular data has to be converted into a
graphical representation of the data. As mentioned in IV-C a

Figure 5. An illustration a relation graph in general notation

graph consists of vertices and edges. Where edges represents
the relation and vertices the objects. The data set was first
parsed to achieve movie objects containing all the attributes
of the movie as instance variables. Each of the attributes that
was relevant to the movie, such as genre, was represented by
a vertex. E.g. the genre Action was represented by a vertex,
and all the movies which had the attribute Action was related
to the vertex Action by an edge. In a similar fashion this was
done for other attributes, such as actors. When done for all
the relevant attributes, a tabular data set had been transformed
into a relational graph. An example of a relational graph can
be found in Figure 5 where wn represents the edge-weight
between the two nodes.

H. Identification of important features and weight setup

What constitutes the relation between a movie and its
attributes in a graph is the edge-weight. For some use cases and
algorithms a higher edge-value represents a stronger affinity
but for this project a smaller value indicates a closer relation.
How to determine what features of a movie that relates
the closest to a general movie concept is not pure science.
Actors and directors can participate in both horror movies
and comedies, blockbusters and smaller aesthetic movies, and
in different languages. This entails a task of investigating
patterns when changing the weights corresponding to different
attributes. After understanding how the relations between
movies changes by empirical analysis a suitable set of features
and weights was found. The final set of features only contained
Director, IMDb Rating, Genre and up to three of the Actors.
When computing shortest path in graph, and the path is the
result, many direct connections constitutes a challenge. For
every feature added the probability of the two input movies
having a direct connection between each other increases.
A direct connection would result in a path only including
one feature and no movie, and therefore this case returns
no recommended movies at all. The attributes weight setup
can be found in II, all the features weights was slightly
influenced by the rating of the movies they starred in to avoid
recommendations of movies users generally do not find as
interesting.
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Table II
WEIGHT SETUP

Feature Weight

Genre 6 · (5− IMDb rating
2 )

Actors 2 · (5− IMDb rating
2 )

Director 1 · (5− IMDb rating
2 )

I. Shortest Path
As mentioned in the previous section a stronger affinity

between movies and their attributes is represented by a lower
value. The reason for this approach is the algorithm which has
been used. Djikstra’s algorithm, which is covered in IV-E, is a
shortest path algorithm. It calculates the shortest path between
two vertices deepening on the edge-weights in the path.

Since the vertices which are closer related will have lower-
valued edges between them, the shortest path will go through
the most closely related features of two movies. There are
no paths directly between movies so when the algorithm is
traversing the graph it always finds a movie at every second
vertex in the graph. The remaining vertices represents actors,
genres and directors. This is what enables the movie recom-
mendation system to also recommend actors and directors.

The shortest path is not only calculated from the source
movie to the destination movie. Three different paths are
calculated in the graph. The algorithm will calculate the
shortest path directly from the source movie’s director and
main actor aswell. This is mainly to avoid that a direct path is
found and no recommendation is made. But also to improve
the spread of the recommendation. Empirical analysis showed
that this was an approach which significantly improved the
recommendations.

J. Statistical measurement of recommendation accuracy
F1-Score is a statistical measurement based on precision,

equation 1, and recall, equation 2, which has been used to
determine the accuracy of the recommendation system. The
measurement is based on classification of the recommenda-
tions against a ground truth. The ground truth in this context
has been taken from movies recommended by IMDb when
searching for the input movies. From these recommended
movies 8 of them has been randomly chosen and acts as the
ground truth. The ground truth is therefore the union between
4 of the recommended movies on IMDb for each input movie.

If a movie is recommended which also can be found in the
ground truth, this was classified as a true positive. On the other
hand, if the recommended movie was not in the ground truth
it was labeled as a false positive. A false negative represents
the movies which was not recommended but could be found
in the ground truth. The total amount of movie sets used for
calculating the F1-score was 100. Each of these sets contained
8 movies in the ground truth and thereby the total amount of
samples tested was 100 with a ground truth of 800 movies.

As mentioned, the F1-Score is derived from precision and
recall. Precision is a measurement of how well the algo-
rithm can classify movies, that is the quota between when

it recommends movies which could be found in the ground
truth and when it is recommending other movies. Recall is a
measurement which will indicate to what extent the algorithm
can recommend movies which belongs to the ground truth.
A 100% recall would indicate that the set of recommended
movies was equal to the ground truth. Meanwhile a 100%
precision would indicate that all the recommended movies
could be found in the ground truth, even though the sets are not
equal. The F1-Score is the harmonic mean between precision
and recall and is calculated according to equation 3.

For this project the precision is a more important measure-
ment than recall. The precision will indicate how often a movie
is classified correctly and recall how many movies that has
been retrieved from the ground truth. Since we are interested
in the algorithm’s capability to give a good recommendation
and not it’s similarity to IMDb’s algorithm, precision is the
measurement which will represent the effectiveness of the
algorithm.

Percision =
TP

TP + FP
(1)

Recall =
TP

TP + FN
(2)

F1 = 2 ∗ Percision ∗ Recall
Percision + Recall

=
2TP

2TP + FP + FN
(3)

T = True
F = False
P = Positive
N = Negative

(4)

V. RESULTS

Figure 6. Graphical user interface built for the recommendation system

The recommendation system recommends movies which are
closely related to other movies with the same actors, directors
and within the same genre. For every recommendation query
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Table III
F1-SCORE PARAMETERS

True Positives False Positive False Negative
32 167 601

Table IV
F1-SCORE PARTIAL RESULTS

Precision Recall
0.1608 0.0505

up to four movies could be recommended to the user. A
graphical user interface ensures the user experience and the
recommended movies are identifiable by their posters if their
name doesn’t give enough information. Pictures of actors and
directors are also shown when available. The effectiveness,
or lack of effectiveness, has been proven with F1-score. The
final feature setup included three actors, Genre, Director and
IMDb-score. The weights for the different attributes is stated
in II.

For every recommendation a new residual graph had to
be made and depending on how deep the algorithm had to
traverse in the graph the run time spans between 5 to 10
seconds. The F1-score which was done with a sample set
of 100 recommendations and therefore 800 movies in the
ground truth. The F1-score was calculated to 0.0384. The
partial results of the F1-Score can be seen in III and IV.

Figure 7. The main path traversed for the result in Figure V

VI. DISCUSSION

Since the opinion of a movie is subjective it is hard to
confirm any general results regarding how people experience
the product. This could have been investigated with a field test
which has not been done. What gives a positive indication of
the recommendation system is that the algorithm actually does
what is expected for the shortest path approach. In 100% of
the cases it will recommend one movie with at least one actor
or director which is starring in one of input movies. Since this
is a shortest path algorithm this behaviour is expected and
anything else would have been a failed implementation.

The edge-weights of the graph, which are directly related
to the movies features, was the sole parameter that altered the
recommendation result. Experimental analysis involving the
features Release Year, Language and Writer was done. During
these experiments the base features Director, Genre and Actors

was still active. As stated earlier too much connectivity in
a graph where a shortest path algorithm is to be used and
the path is the result constitutes a problem. With a higher
connectivity the probability of a shorter path between two
nodes increases. An intuitive edge-case of this is when all
vertices are connected, then the shortest path won’t traverse
any vertices but the source and destination vertex. This kind
of scenario appeared when adding the features Release Year
and Language. Writer was a feature which was evaluated
extensively in an attempt to implement it. This was a very
good feature for recommending movies of the same series
of movies, such as a trilogy. In most of the other use cases
it made the graph too connected and the issue of very few
recommendations appeared once again.

The F1-Score which can be found in V was very low.
This shows on the limitations of Dijkstra’s Algorithm as a
recommender system, which is well formulated in [20]. The
precision was evaluated with two random elements, the first
being a random sample of movies which was to be evaluated
and the second the eight randomly picked recommended
movies from IMDb.

The precision was also fairly weak, see IV, especially
considering that the movies which was recommended often
belonged to the same genre and had a common actor or
director. Another important reason for the weak precision
was the way the recommendation system is built. It uses
content-based filtering which is, as stated earlier, an approach
which doesn’t fit problems where opinions are to be processed.
IMDb’s recommendation is based on a hybrid system where
they also use their voting community to decide what movies
are interesting for a specific user. This entails that the rec-
ommendations used as ground truth was based on completely
different parameters. The long runtime of the recommendation
system mainly depended on the scale of the graph. Every
time a query is made a new residual graph has to be made
to traverse the vertices.

A conclusion which can be clearly made from this bachelor
thesis is that a recommender system purely built with Dijk-
stra’s is an approach which is too narrow. The possibilities
to represent features in more mathematical way are close to
none. A future possibility for the one interested to implement
a movie recommendation system using Dijkstra’s would be
to try an approach where the feature which the relational
graph is built on is the plot. In such an approach different
words and contexts could be vertices that have edges to movies
corresponding to different contexts.

In parallel another project has been worked on attending
to the same topic. In that project another approach has been
used to develop a recommendation system for movies. Instead
of using a graph algorithm such as Dijkstra’s a clustering
model has been used. The clustering model which used was
k-means++.

The results of the parallel project have been significantly
different from the results achieved in this bachelor thesis.
A clustering model is much more dynamical and allow for
more parameters to be used. As mentioned before the graph
algorithms result was heavily influenced by the actors and
directors of the input movie. Meanwhile in the clustering
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model a more general result was achieved. The result was
more influenced by genre and sub-genres of the input movie
but also took features such as language and production year
into account.

During these bachelor thesis the different approaches has
been discussed and the consensus has been that a clustering
algorithm is a better match for the task than a shortest path
algorithm. This conclusion has been made both from the
generality of the result but also from the limitations of a
shortest path algorithm, such as the edge-case where two
vertices are connected only by one actor or director.
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Transmission och bearbetning i ett visuellt
sensornätverk

Cesar Nassir och Mike Musasa Mutombo

Sammanfattning—Med ett konstant växande samhälle ökar
mängden data som överförs i världen. Målet med detta projekt
är att undersöka hur man kan optimera tillvägagångssättet att
skicka information och behandla data i ett nätverk. Nätverket
är distribuerat klient/server nätverk som består av ett högt
presterande system (server) och några lägre presterande system
(klienter). Dessa samarbetar med varandra samt drar nytta
av varandras resurser (t.ex. CPU-kraft) för att leverera en
applikation/tjänst.

I detta projekt har man utvecklat ett program som tillåter
en att studera överföringshastigheter när data i form av bilder
behandlas hos klienterna eller server. Undersökningarna har även
gjorts när klienterna och servern har haft olika begränsningar
på datorkraft (CPU) och nätverkshastighet.

Utifrån resultaten har man kommit fram till att det är oftast
effektivast att behandla data hos servern när dataöverföringen
är max fyra bilder per sekund. För max 10 bilder per sekund
och begränsad datorkraft är det optimalt att utföra bildbehand-
lingen hos server. När nätverkshastigheten är begränsad är det
effektivast att göra behandlingen hos klienterna.

I. INTRODUKTION

DET uppkopplade samhället är en vision av framtiden. En
framtid med autonoma system och fler styrbara enheter

som samarbetar i en symbios för att förenkla människors
vardag [1]. För att denna dröm ska bli en verklighet består
flera olika tekniska hinder att övervinnas. I takt med att kom-
plexiteten av system blir allt större ställs samhället inför nya
utmaningar men även möjligheter [2]. En av dessa framtida
utmaningar är effektivisering av databehandlingen i de olika
uppkopplade systemen.

Många nya enheter förväntas kunna integreras i olika
nätverk t.ex. bilar, industrirobotar, informationsskärmar, heme-
lektronik, etc [1]. Detta medför utökade mängder av data som
behöver behandlas. Det behövs effektivare metoder för att
fördela arbetsbördan mellan server och klienter i ett nätverk
för att det uppkopplade samhället ska fungera smidigt.

I detta projekt avses att undersöka metoder att optimera
tillvägagångssättet för att skicka information och behandla
data i ett visuellt nätverk. Projektet fokuserar på att förstå
hur faktorer som varierande datorkraft och nätverkshastighet
påverkar sändning av information och databehandling. För att
sedan avgöra var databehandlingen bör ske för att minska tiden
det tar att behandla en bild.

Undersökningen avgränsades till att använda två kamera-
utrustade klienter och en server för insamling av data. Sen-
sorerna kommunicerar med server över en trådlös anslutning
(WiFi). Två bildhastigheter undersöks, max fyra bilder per
sekund (BPS) och max 10 BPS. Dessa val gjordes för att
begränsa projektets omfattning men även för att begränsa
mängden data som ska analyseras.

II. TEORI

I denna sektion presenteras nödvändig teori relaterad till
bildbehandling och distribuerade system.

A. Distribuerade system
Ett distribuerat system är många datorer som samarbetar

med varandra för att via ett uppkopplat nätverk koordinera
sina aktiviteter samt dela på systemets resurser. En användare
uppfattar hela systemet som en datorenhet [3].

Det finns många olika arkitekturer att konstruera ett distribu-
erat nätverk på, de vanligaste är peer to peer eller klient/server
modellen. I peer to peer arkitekturen delar varje deltagande
(t.ex. datorer) sina egna resurser direkt med varandra. Dessa
resurser är essentiella för den tjänsten eller innehållet nätverket
ska förse [4]. Det kan vara allt från processorkraft, minnesplats
och dela filer med varandra. Eftersom deltagarna kommunice-
rar direkt med varandra är de både källor och leverantörer men
även mottagare och begärande.

En av de största fördelarna med peer to peer är att om
uppkopplingen till en deltagare brister, betyder det endast att
man inte har tillgång till dennes information under tiden den
inte fungerar, nätverket är fortfarande igång. En stor nackdel
är att det kan vara lite svårare att komma åt viss information
snabbt eftersom de finns utsprida i delar hos vissa deltagare.
Det är även lättare att systemet skadas ifall en deltagare inte
har bra säkerhetsskydd samt förlora viktiga filer/information
om varje deltagare inte sparar egna backup filer.

Ett nätverk med klient/server arkitekturen (som använts i
detta projekt) består av ett högt presterande system (servern)
och några lägre presterande system (klienter) [4]. Servern
fungerar som den centrala basen som förser klienterna med
innehåll, information och tjänster. En klient ställer en förfrågan
till server om uppkoppling för att kunna ta del av dess tjänster
och dess beräkningskraft samtidigt som klienten inte delar med
sig av sina beräkningskrafter och resurser till servern. Det
finns många fördelar med denna arkitektur, några av dessa är
att alla deltagare har lätt tillgång till information som sparas
centralt, bättre säkerhet i systemet eftersom servern har koll
på vilka som får tillträde i systemet. Tillgång till serverns
starka processorkraft medför att klienterna inte nödvändigtvis
behöver ha starka beräkningskapaciteter. Den största nackde-
len i jämförelse med peer to peer är att överbelastning av
servern kan skada hela systemet direkt.

B. Digitala bilder
En digital bild är uppbyggd av tusentals sampel arrangerade

i en två-dimensionell samling bestående av rader och kolum-
ner [5]. Varje pixel i bilden samplas och tilldelas ett värde
beroende på pixelns intensitet.
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En bild kan beskrivas i gråskala med 256 nivåer, detta
motsvarar en byte per pixel där noll är svart och 255 är vitt,
se Figur 1. En digital bild som däremot har färg är egentligen
en kombination av tre bilder med färgskalorna, rött, grönt och
blått. Var och en av dessa har 256 nivåer som tillsammans
möjliggör att en bild kan ha 16.8 miljoner (2563) olika färger.
Nivåerna tillsammans med antal pixlar avgör storleken (antal
bytes) på bilden i bytes. För att öka kontrasten i en bild kan
man använda utjämning. Detta undersöker bildens spann av
gråskalevärden och utvidgas för att täcka en större del av
gråskalans färgspektrum från svart till vitt. Detta resulterar
i en bild med större kontrast mellan områden med liknande
skuggning.

Figur 1. Visar hur en dator tolkar en bild. Figur från [6].

C. Feature extrahering

Feature extrahering används för nedbrytning av en bild till
lokala regioner av intresse t.ex. kanter, se Figur 2 [7]. I denna
sektion kommer man gå igenom några viktiga begrepp som
uppkommer ofta när man jobbar med någon form av ”feature”
extrahering. Dessa begrepp är nyckelpunkt, deskriptor, Mat,
mask och brute-force matcher.

Figur 2. Bilderna A-F är ”features” som finns i figuren. Figur från [8].

1) Nyckelpunkt: En nyckelpunkt är en punkt av intresse
som har detekterats i bilden med hjälp av ett prominenskrite-
rium [7].

2) Deskriptor: En deskriptor består av jämförelse resultat
för ljusstyrka som man har fått ut genom att räkna ut en
nyckelpunkts karaktäristik riktning m.h.a närliggande nyckel-
punkter [7].

3) Mat: Mat är en datatyp som representeras som en
numerisk matris och används för att spara komplexa eller reella
vektorer, matriser och bilder, likt Figur 1 [6].

4) Mask: En mask används för matris beräkningar vid bild-
behandling t.ex. när man letar efter nyckelpunkter och bygger
deskriptorerna. Masken utnyttjas när man vill specificera var
i bilden man vill göra bildbehandlingen [9].

5) BFMatcher: BFmatcher jämför en ”feature” (nyckel-
punkt karaktäristik) från deskriptor 1 och matchas med alla
”features” i deskriptor 2 m.h.a distans kalkyler, den närmaste
returneras [10].

D. Objektidentifiering

För att kunna identifiera objekt i en bild krävs en tränad
klassificerare, i det här projektet en ”Haar Feature-based
Cascade Classifier” [11]. Den tillämpas sedan på en region
utav intresse i en inmatningsbild, man kan se det som ett
sökningsfönster. Klassificeraren indikerar om regionen visar
objektet (t.ex. ett ansikte), eller inte. För att söka objekt i
bilden flyttas sökningsfönstret över hela bilden och klassifice-
raren testar varje del av bilden. Den är designad så att det är
lätt att ändra storleken på sökfönstret för att kunna hitta objekt
av intresse i olika storlekar.

Att man har en kaskadklassificerare innebär att den resulte-
rande klassificeraren består av flera simpla klassificerare, eller
steg, som tillämpas sekvensvis efter varandra på ett område i
bilden. Om alla steg godkänns har en region av intresse hittats.

Inmatningen till klassificeraren av den typ som nämndes
ovan är ”Haar-like features”. Algoritmen letar först efter
kanter, sedan linjer och sist ”center-surround features”, se
Figur. 3.

Figur 3. Olika Haar-like features som matas in i klassificeraren. Figur från
[12].

III. METOD

För att kunna undersöka var det är optimalt att behandla
data konstruerar vi ett program som skickar data över ett
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nätverk och styr om behandlingen ska ske hos klienten eller
servern. I detta projekt har man valt att konstruera ett program
som består av fyra komponenter, klient, mottagare, server och
en ansiktsigenkänningalgoritm som kommer att vara själva
bildbehandlingen. I denna sektion beskriver vi hur systemet
konstruerades samt hur videotestet utfördes för att få data.
Systemet är illustrerat i Figur 4.

Figur 4. Systemets design.

A. Klient

Klienten är den del av systemet som körs av användaren,
vanligtvis på en persondator eller en enkortsdator. Klienten har
strukturerats så att när användaren startar programmet skickas
en förfrågan till servern om uppkoppling. När servern tagit
emot signalen skapar klienten en dataström som används för
överföring av data till servern, i detta fall bilder.

Programmet startar en timer samt webbkameran som är
kopplad till klienten och tar bilder från videoströmmen. Dessa
bilder formateras till en upplösning på 640x480 pixlar (bredd
x höjd). Väljer man att göra bildbehandlingen hos klienten så
kommer den utföras efter formateringen.

Nästa steg är att skicka bilden, vilket görs genom att
omvandla bilden till en lista med flera bytes. Längden av listan
och alla bytes skickas sedan till servern via dataströmmen
som skapades tidigare. När bilden har skickats kommer timern
som startades tidigare att stoppas. Om tiden är under 100 ms
(gäller när systemet körs i 10 BPS) kommer programmet att
pausa ända tills 100 ms har passerats för att sedan börja om
processen. Det vill säga starta om timern och ta en ny bild från
webbkamerans videoström o.s.v. ända tills antingen kameran
eller klienten stängs.

B. Server

Servern har till uppgift att lyssna efter uppkopplingar och
acceptera dessa. Servern inväntar anslutningen från en klient
innan den går vidare till nästa steg. En mottagare (tråd) skapas
som identifieras med siffran 1. Processen upprepas, d.v.s.
servern lyssnar efter en ny uppkoppling och ger den nya
mottagaren siffran två, om kopplingen accepteras.

C. Mottagare

När en mottagare har skapats av servern kommer den
att skriva ut klientens IP-adress samt portnummer. Efter det
skapas en datainmatningsström som gör att mottagaren kan
läsa in data som skickas av klienten.

Mottagaren kommer läsa in längden av klientens bytelista
från dataströmmen och skapa en bytelista med samma längd.
Denna lista fungerar som en buffert för resterande data som
klienten skickar. När bufferten har skapats läser mottagaren
resterande data i dataströmmen som beskriver bilden och
lägger den i bufferten. Om man väljer att göra bildbehandling-
en hos servern, görs den nu. Sist visas den resulterande bilden
på datorskärmen hos servern. Detta upprepas tills klienten
slutar skicka data.

D. Bildbehandling

Bildbehandlingsprocessen fungerar på samma sätt oavsett
om man väljer att göra den hos klienten eller servern. Däremot
när bildbehandlingen sker hos servern utför den dubbla arbete
jämfört med vardera klient då den måste behandla bilder från
båda kameror ensam.

Bildbehandlingen är en ansiktsigenkänningsalgoritm som är
uppbyggd så att den först läser in en bild. Sedan skalas bildens
storlek ner ytterligare och konverteras till en gråskala för att
sedan utjämnas, se Figur 5 och 6. Efter det skapas en temporär
lagring som används vid objektidentifieringen.

Nästa steg är att identifiera ansiktena på bilden och det görs
genom att instansiera en kaskadklassificerare som har tränats
för att känna igen ansikten. Ansiktsigenkänningen kommer att
göras där alla hittade ansikten sparas som ett element med fyra
koordinater var. Dessa koordinater ligger som en rektangel runt
ansiktet. När ansiktena är identifierade töms den temporära
lagringen. Bilden formateras sedan om till ursprunglig storlek
och färgskala, se Figur 7.

E. Utförande av videotestet

De komponenter som användes vid testandet av programmet
var två Macbook air med en processorkraft på 1.3 GHz samt en
Macbook pro med en processorkraft på 2.5 GHz samtliga med
fyra kärnor. Air datorerna användes som klienter och Macbook
pro hade rollen som server. Kamerorna som användes var
datorernas inbyggda kamera.

För att begränsa CPU och nätverkshastighet användes pro-
grammen ”Cpulimit” respektive ”Network Link Conditioner”.
Cpulimit tillämpades endast på klienterna och Network Link
Conditioner användes på både klienterna och server. Cpu-
limit är ett verktyg som begränsar CPU användningen av
en process (procentmässigt, inte i CPU tid). Den kan också
anpassa sig till totala system belastningen, dynamiskt och
snabbt. Alla dotterprocesser och trådar av den specifierade
processen (programmet vi kör) kommer dela samma andel av
processorkraften [13]. Network Link Conditioner är ett verktyg
som används för att justera nätverksmiljön hos macdatorer.

För att starta testet, sätter man igång servern först. Sedan
startar man klienterna och ett tidtagarur samtidigt för att sedan
låta programmet arbeta i en minut. Insamling av tider på hur
lång tid det tog att skicka och behandla bilderna hade byggts
in i programmet. Tiden mäts från då klienten har fångat en bild
från webbkameran ända tills servern visar upp en behandlad
version av bilden på datorskärmen. Dessa tider sparas i flera
olika filer efter att servern stängs ner. Tiderna att skicka
bilderna för t.ex. klient 1 sparades i en fil och tiderna det
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tog för mottagare 1 att ta emot bilder sparades i en annan fil,
detta gjordes även för klient 2 och mottagare 2.

Figur 5. Detta är resultatet efter en bild har omvandlats till gråskala.

Figur 6. Efter Figur 5 har utjämnats.

Figur 7. Bilden som visas efter bildbehandlingen är klar.

IV. RESULTAT

I denna sektion presenteras resultaten av detta projekt. Tider
i millisekunder (ms) har bestämts för olika nätverkshastigheter
samt CPU-krafter hos klienterna.

I Figur 8-11 visas resultat då dataöverföringen är inställd på
max 10 respektive fyra BPS. Båda fallen har två grafer var,
som visar vad som händer med tiden när nätverkhastigheten
begränsas, se Figur 8 och 9 samt när processorkraften be-
gränsas, se Figur 10 och 11. ”Facedetect hos server” innebär
att bildbehandlingen utförs hos server och ”Facedetect hos
Klient” betyder att bildbehandlingen utförs hos klienterna. De
tiderna som visas i graferna är medelvärden från den dator
som tog längst tid att hämta en bild från kameran och visa en
behandlad version av den bilden hos servern.

Figur 8. Tiderna det tar i genomsnitt att överföra en bild från klient till server
i 10 BPS, för olika nätverkshastigheter.

Figur 9. Tiderna det tar i genomsnitt att överföra en bild från klient till server
i fyra BPS, för olika nätverkshastigheter.

Figur 10. Tiderna det tar i genomsnitt att överföra en bild från klient till
server i fyra BPS, för olika CPU-krafter hos klienterna.

A. Resultat av CPU vid fyra BPS

I Figur 10 syns det att när bildbehandlingen genomförs hos
klienten tar processen längre tid vid sämre CPU-kraft, vilket är
rimligt. Det är mer effektivt att genomföra bildbehandlingen
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Figur 11. Tiderna det tar i genomsnitt att överföra en bild från klient till
server i 10 BPS, för olika CPU-krafter hos klienterna.

hos servern vid dessa förutsättningar oavsett CPU-kraft. Ef-
tersom det är endast klientens CPU-kraft som varierar tar hela
processen i genomsnitt lika långt tid att utföras, vilket man ser
på den streckade linjen i Figur 10. Dock ser processen ut att
vara långsammare vid 100 % CPU-kraft än vid lägre kraft i
Figur 10.

B. Resultat av nätverket vid fyra BPS

I Figur 9 ser man en exponentiell sänkning av processtiden
när nätverkhastigheten ökar oavsett var bildbehandlingen sker.
När nätverkhastigheten är långsammare än 1.5 Mbps är proces-
sen snabbare då bildbehandlingen utförs hos klienten som är
helstreckade linjen i Figur 9. Vid snabbare nätverkshastigheter
än detta utförs hela processen snabbare när bildbehandlingen
utförs hos servern.

C. Resultat av CPU vid 10 BPS

I Figur 11 visar den helstreckade linjen att vid minskad
CPU-kraft hos klienten tar det längre tid att sända en bild
när bildbehandlingen utförs hos klienten. Processtiden sänks
långsamt och tar minst tid vid full CPU-kraft som förväntad.

Det är även lite effektivare att utföra bildbehandlingen hos
klienten när CPU-kraften är mellan 50 % och 100 %. Vid
cirka 50 % är det lika produktivt att utföra denna hos antingen
servern eller klienten. När CPU-kraften är sämre än 50 % är
det optimalt att utföra bildbehandlingen hos servern.

D. Resultat av nätverket vid 10 BPS

Överföringstiden avtar exponentiellt även för olika
nätverkshastigheter vid 10 BPS vilket man kan se i Figur
8. I denna figur ser man att kurvorna som representerar när
bildbehandlingen sker hos server (streckade linjen) respektive
klienten (hel linje) är väldigt jämna. Server kurvan avtar
snabbare än klientens när nätverkhastigheten är högre än 1
Mbps.

V. DISKUSSION

A. Konstruktion av programmet

I sektionen bildbehandling under rubriken metod beskrivs
hur ansiktsigenkänningsalgoritmen är konstruerad. En fråga
som kanske uppstår är varför vi ändrar färgskalor och storlek

på bilderna som kommer ifrån kameran, kan man inte använda
klassificeraren på direkten?

För en Haar-klassificerare krävs att bilden är i gråskala [14],
denna begränsning gör den väldigt snabb jämfört med andra
klassificerare. Detta är på grund av att bilden har färre färger
och därav mindre antal bytes (information) för klassificeraren
att gå igenom. Men det finns givetvis nackdelar med att
använda en Haar-klassificerare vilket diskuteras nedan.

Det andra steget för att accelerera bildbehandlingsprocessen
är att minska bildens storlek, det som händer är att bildens
upplösning blir mindre, d.v.s. färre pixlar. Det vi har lärt oss
från teorin är att färre pixlar betyder mindre antal bytes vilket
reducerar detektionstiden ytterligare. Dock om upplösningen
är för låg finns risken att programmet inte kan identifiera
ansikten, eftersom det blir svårt att hitta features i bilden.

Sista steget i förbehandlingsprocessen är utjämningen. Den
underlättar objektdetekteringen då den kan lättare upptäcka
kanter i bilden, jämför Figur 5 och 6.

B. Haar-Klassificerare

Den största fördelen med en Haar-Klassificerare är att
den är snabb på att hitta objekt, en väldigt viktigt aspekt i
projektet då syftet var att undersöka hur man kan effektivisera
databehandlingen i distribuerade miljöer.

Men den har svagheter, för att kunna upptäcka ansikten
måste själva ansiktet vara positionerat så att det är riktat
rakt mot kameran, se Figur 12. En annan svaghet är att
den har en tendens att ge falsk-positiva rektanglar som inte
innehåller ett ansikte, se Figur 13, speciellt när systemet är
begränsat i antingen CPU-kraft eller nätverkhastighet. Detta
är inte acceptabelt om man vill implementera systemet i t.ex.
självkörande bilar då en olycka kan ske om bilen identifierar
fel objekt. Det kan även bli onödiga trafikstopp om bilarna
stannar när de borde köra.

Figur 12. En svaghet som Haar-Klassificerare har, är att den inte kan känna
igen ansikten som inte är riktade mot kameran.

C. Utförande av videotestet

Anledningen till att man valde att endast tillämpa Cpulimit
på klienterna är på grund av att i verkliga scenarion vet man
alltid hur mycket CPU-kraft det finns i servern, då det är den
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Figur 13. Systemet visar falsk-positiv resultat.

man oftast har tillgång till. Klienterna har däremot olika CPU-
krafter beroende på vart den körs ifrån, och är något man oftast
inte har någon kontroll över. Även om vi vet hur mycket CPU-
kraft det finns i servern finns risken att den blir överlastad. Det
kommer leda till att det ser ut som att programmet fryser då
den visar en bild i flera sekunder. Men det som egentligen
händer är att programmet släpper bilder då det är för mycket
för servern att hantera.

I detta projekt valde man att göra testerna i en minut
då detta var tillräckligt för att få 200-400 mätvärden för de
flesta testerna vilket ansågs tillräckligt för ett bra medelvärde.
Anledningen för den stora variationen av mätdata var på grund
av att de tester som hade låga nätverkshastigheter tog längre
tid att överföra bilder, därav mindre mätdata.

Varje test har körts med olika videosekvenser, d.v.s live-
video av oss. Detta ledde till variationer i resultaten p.g.a
klassificeraren vilket diskuteras nedan.

D. Resultat vid fyra BPS

De erhållna resultaten med denna överföringshastighet med
varierande klient CPU-kraft är rätt logiska. Det visar sig alltid
vara optimalt att utföra bildbehandlingen hos servern. Några
intressanta anmärkningar kan göras från resultaten i Figur
10. Hela processen är i genomsnitt 20 ms långsammare vid
20 % CPU-kraft än vad den är vid 100 % (1.3 GHz) när
bildbehandlingen genomförs hos klienten. De erhållna tiderna
är relativt högre än den visuella fördröjning en människa kan
detektera, 40 ms [15]. Detta är viktigt att ta hänsyn till vid
tillämpningar med människors delaktighet.

Servern är alltid effektivast med dessa förutsättningar, därför
att om endast klientens CPU-kraft minskas tar det längre tid
för dennes CPU att utföra beräkningarna för bildbehandlingen.
Detta kräver mycket CPU-kraft vilket servern har mer till
förfogande. Det uppstod dock en liten avvikelse vid 100 %
när servern hanterade bildbehandlingen som eventuellt kan
bero på nätverksproblem som orsakade att bilder släpptes
och gav falsk-positiva resultat när CPU-kraften minskades,
vilket ger snabbare tider. Programmet som utför ansiktsi-
genkänningsalgoritmen är lite långsammare när klassificera-
ren inte hittar några ansikten. Detta verkar vara ett allmänt

fenomen för ”Haar-cascade classcifier”. Deltagarna testade att
hamna ur bild vid flera tillfällen under videotesterna och detta
fenomen bekräftades även av [14].

Under videotestet upptäcktes även att nätverket har en
större påverkan än vad varierande CPU-kraft har. Vid låga
nätverkshastigheter är trådlösa nätverk ännu känsligare för
störningar. Klienten hinner inte alltid utföra en ordentlig
ansiktsigenkänning vilket leder till att några bilder tappas vid
sändningen. Antalet sända bilder halverades nästan när bildbe-
handlingen utfördes hos klienten. Färre mätvärden ger sämre
noggrannhet på medelvärdet vilket kan ha påverkat resultaten
vid låga nätverkshastigheter. I Figur 9 ser man att bildbehand-
lingen bör utföras hos klienten vid nätverkshastigeheter lägre
än 1.5 Mbps och hos servern vid högre.

E. Resultat vid 10 BPS

Vid snabbare nätverkshastigheter är det effektivare att låta
servern hantera bildbehandlingen medan vid långsammare
är klienten att föredra. Detta syns tydligt i Figur 8. När
nätverhastigheten är mellan 0.5 Mbps och 1 Mbps är det
effektivare att utföra bildbehandlingen hos servern. Graferna
är tätt nära varandra och under insamlingen av data vid dessa
hastigheter noterades nästan en halvering av mängden data
med stora värden, vilket påverkade medelvärdet. Orsakerna till
detta är tappade bilder samt att segheten vid överföringen ger
Haar-Klassificerare falsk-positiva tendenser som förklarades
tidigare. Detta kombinerat med det faktumet att vi inte höll
våra ansikten vända mot kameran under hela videotestet
gav några stora tidsvärden t.ex. 5101 ms, 3547 ms. Under
testerna hamnade vi utanför kameran för att se inverkan på
resultatet. I riktiga tillämpningar kommer möjligtvis objekten
som detekteras att förflytta sig, därför var det intressant att se
hur processen påverkades av detta.

Server kurvan i Figur 11 håller sig i värdena mellan 234
ms och 258 ms. Denna är inte lika rakt och jämn som den
motsvarande kurvan vid fyra BPS i Figur 10. Detta kan
bero på klassificeraren som har olika fördröjningstider när ett
ansikte är närvarande på bild och frånvarande [14]. Vid 20 %
CPU-kraft i Figur 11 visar den streckade linjen att den var
som snabbast där. Anledningen till detta är på grund av att
den släppte bilder och gav falsk-positiva resultat vilket ger
snabbare tider. Vid ungefär 50 % CPU-kraft är det lika bra att
utföra bildbehandlingen hos servern eller klienten. Om man
har lägre än 50 % kraft bör servern hantera bildbehandlingen
medan vid högre så är klienten det bästa alternativet men inte
med mycket.

F. Flera uppkopplade enheter

Om systemet har ännu fler klienter ökar risken att servern
överbelastas om den utför bildbehandlingen. Det krävs mer av
processorn i servern då den alltid arbetar mer när den utför
bildbehandlingen än om varje klient hanterade det. Det krävs
en server med en mycket kraftfullare processor än den som
används i detta projekt om man vill ha ett stabilt system med
flera klienter.
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G. Förslag till fortsatt arbeten

Under projektets gång upptäcktes några saker som kunde
förbättras eller byggas på för fortsatt arbete. I denna sektion
kommer vi att ge några förslag till vad man kan tänka på i
framtiden.

I detta projekt användes Wi-Fi för de olika testscenarierna.
När man använder ett trådlöst nätverk finns det tendenser att
paket tappas bort när de överförs från klient till server och
vice versa. Det finns risk att resultaten inte blir konsekventa
på grund av ostabilt nätverkshastighet. Det vi rekommenderar
är att man istället använder en switch och sladdar för att sätta
upp ett nätverk så att man har mer kontroll över miljön. Om
man vill simulera paket förluster (d.v.s. data försvinner vid
överföring) finns det program som kan göra detta, för Mac
finns det ett program som heter ”Network Link Conditioner”
som gör just detta. Programmet användes i detta projekt men
endast för begränsning av näthastighet.

Ett annat förslag som skulle kunna vara något intressant att
göra är att träna en egen klassificerare. För att förhoppningsvis
få färre falsk-positiva resultat.

För att göra programmet mer effektiv kan man använda sig
utav BRISK (Binary Robust Invariant Scalable Keypoints).
Användning av BRISK gör det möjligt att kamerorna kan
få information om vad respektive kamera ser. Man kan då
konstruera en algoritm som gör att kamerorna i nätverket aldrig
identifierar samma ansikten, vilket sparar beräkningsresurser
då man inte utför onödig bildbehandling. BRISK används för
att jämföra om två bilder innehåller identiska objekt genom
att extrahera och jämföra ”features”. Den gör detta genom
att hitta nyckelpunkter och skapa deskriptorer utifrån dem för
båda bilderna. Deskriptorerna jämförs sedan med hjälp av en
”matcher”, t.ex en brute-force matcher.

Man skulle även kunna bygga på programmet som har
gjorts i detta projekt genom att göra den adaptiv. Det vill
säga att den anpassar sig efter tillgången av CPU-kraft och
nätverkshastighet utifrån de resultat vi har fått eller resultat
som man får med en switch (istället för Wi-Fi). De resultat
man får med det adaptiva programmet kan sedan jämföras med
resultat från standard programmet.

VI. SLUTSATSER

Från de erhållna resultaten vid fyra BPS konstateras att det
är mer effektiv att utföra bildbehandlingen hos servern vid
begränsad CPU-kraft. Detta syns tydligt i Figur 9 och 10.
När CPU-kraft hos klienten varierar kan systemet alltid ta
hjälp av den stora beräkningskapaciteten som finns hos server.
Dock bör användaren se upp för överbelastning av servern som
skadar hela systemet. Klienten bör sköta bildbehandlingen vid
nätverkshastigheter långsammare än 1.5 Mbps. Vid snabbare
nätverkshastigheter är servern bättre lämpad.

Däremot vid 10 BPS är det optimalt att servern utför
bildbehandlingen för nätverkshastighter högre än 1 Mbps och
klienten vid de lägre. När CPU-kraften är mellan 50-100 % (av
1.3 GHz) är klienten bättre lämpad att genomföra bildbehand-
lingen annars är servern det bästa alternativet. Klienten bör
sköta bildbehandlingen vid låga nätverkshastigheter eftersom
chansen är mindre att bilder tappas under sändningen av live

videosekvenser samt bildbehandlingen har en mindre tendens
att ge falsk-positiva resultat.

För att minska kommunikationsstörningar i systemet kan en
switch och sladdar användas som kommunikationlänk mellan
server och klient. Detta ger bättre kontroll över miljön och en
stabilare kommunikationslänk.
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Abstract—This project examines and extends a technique for 

estimating the physical link capacity between devices on an IP 
network. By making assumptions and utilizing known facts about 
packet travel times in an IP network, a mathematical model is 
developed which uses the common tools ping and traceroute to 
infer link speeds in both forward and reverse direction in an IP 
network.By making further assumptions about link speeds, it can 
be used to estimate the link speed of a residential Internet 
connection. The technique, called VPS, or Variable Packet Size 
probing, is beneficial in the sense that it generates very little 
network traffic compared to traditional services to measure 
transfer speed on an Internet connection, such as 
Bredbandskollen or Speedtest.net. Measurements are performed 
on a two residential Internet connections where the link speed is 
known, and these results are presented together with 
measurement results from Speedtest.net and Bredbandskollen. 
We found that the VPS technique gives a reasonably accurate 
estimation of the link capacities. The limitations of the VPS 
technique are also discussed in this paper.

I. INTRODUCTION

S we become more dependent on Internet in our daily 
lives, for services such as video streaming, telephony, 

alarm services, telemedicine, and others, our demands on the 
reliability of our Internet connections have increased. It is 
becoming more and more important to be able to assess the 
quality of our Internet connections and to quickly diagnose 
any problems that may occur.

It is desirable that this quality monitoring can be performed 
from a small, low power usage device that the user can 
connect to his or her home network, while at the same time 
minimizing the impact on the users' internet connection.

Due to the importance of monitoring the Internet connection 
performance, several measurement platforms have been
developed. One goal of this project was to get an overview of 
the existing measurement platforms that run on lower power 
usage computers, what the goals of these measurement 
platforms are, and what challenges face them. 

The RIPE Atlas [1-3] is a network monitoring system that 
runs on a low power usage platform, very similar to the 
Raspberry Pi. It is a distributed system that takes commands 
from a central location and it can run tests, such as traceroute 
and ping, to gather data for research purposes from different 
vantage points on the internet. The ARK [4-6] is another 
distributed platform, similar to RIPE Atlas, but it has the 
ability to run more 

specialized tests. Ping and traceroute are explained in section 
II.

Cheese Pi [7] is a software platform, developed by SICS ,
intended to run on the small, low energy usage computer 
Raspberry Pi [8]. It performs a range of tests to assess the 
quality of the users' internet connection. These tests include,
packet loss, speed test, latency.

The results from these tests are stored in a database and they 
can be summoned by the user through a web browser which 
provides a graphical and historical representation of the test 
results.

One challenge that was identified in [3] and later confirmed 
during our own testing is that running many tests 
simultaneously may negatively affect the accuracy of the 
measurements. One test that was performed in [3] involved 
executing several traceroutes at once. The authors in [3]
concluded that this caused an increase in the delays measured 
from the probe. Fig. 3. in [3] gives a visual representation of 
this phenomena.

The stated goals of this Bachelor thesis project is to propose 
and implement a new or improved measurement technique on
the Cheese Pi software platform, to contribute to the state of
the art of network monitoring. For this, we need to:

• Examine the state of the art of network monitoring.
• Examine the limitations of working with a low power 

usage computer and how to take these limitations into 
account when drawing conclusions from network 
measurements.

• Examine the Cheese Pi software platform.
• Identify weaknesses in the software and hardware 

platform (Cheese Pi + Raspberry Pi).

II. BACKGROUND

A. Network measurement techniques
This section will provide information about the common 

and most important network measurement techniques that are 
currently implemented in the Cheese Pi platform.

1) Network delay
The Internet Control Message Protocol, or ICMP [9], is a 

protocol that "rides" on top of the IP protocol and it provides 
the ability for devices on an IP network to convey various 
types of information to each other.

Two of the messages are called Echo Request and Echo 

Bidirectional Link Capacity Estimation in an IP 
Network
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Reply.
A device on an IP network can send out an ICMP Echo 

Request packet to a distant host, and under the condition that 
the packet did not get lost in transit and that the distant host 
did not have a firewall that blocks the packet, the host 
receiving the ICMP Echo Request will respond back to the 
originator of the ICMP Echo Request with an ICMP Echo 
Reply packet.

When the ICMP Echo Reply is received by the originating 
host, the originating host can calculate the time difference 
between the transmission of the ICMP Echo Request packet 
and the reception of the ICMP Echo Reply packet. This time 
difference is typically called RTT, or Round Trip Time.

This measurement technique is commonly referred to as 
ping, and it gives an indication of packet travel times across an 
IP network. It also gives an indication about whether end-to-
end connectivity exists between two devices. However, if a 
firewall in the path between the two devices are blocking 
ICMP messages, or a subset of ICMP messages, end-to-end 
connectivity may still exist even though a ping request failed.

One example of end-to-end connectivity would be a host 
being able to establish a TCP connection to a remote host, 
such as a web server.

Cheese Pi uses ping to gather data about network delay, 
which is one of its performance and quality metrics.

2) Packet loss
Packet loss [10] is an important quality characteristic of an 

Internet connection. If packets are unable to be reliably 
transmitted across the network, it will have a negative impact 
on the user's experience.

Under normal conditions, there will be no packet loss on a 
given network path. Packet loss can occur for numerous 
reasons. Some of them include congested network links, faulty 
network hardware, interference or poor signal quality on the 
physical network link. Link refers to the physical connection 
between two network devices, while path refers to one or more 
links that enable end-to-end connectivity between devices.

The tool ping, mentioned in the previous section, can be 
used to give an indication of packet loss on a particular 
network path. Packet loss is calculated by comparing the 
difference between the number of transmitted ICMP Echo 
Request packet to the number of received ICMP Echo Reply
packets. If these two aren't equal, that is an indication that 
packet loss may have occurred.

Cheese Pi uses the ping tool to provide the user with an 
estimate of packet loss. Cheese Pi stores information about 
packet loss when running ping, and when estimating the 
amount of packet loss, historic information about packet loss 
is retrieved from the database.

3) TCP transfer speed
Another important performance metric on an Internet

connection is TCP transfer speed. TCP, which stands for 
Transmission Control Protocol [11], is a stream based protocol 
intended to carry data reliably across an IP network. It is 
typically designated TCP/IP. TCP is the most commonly used 

protocol to carry data across an IP network. It is used by web 
browsers, e-mail clients, and FTP (File Transfer Protocol) 
clients, to name a few.
TCP has the ability to [11]

• Detect and handle packet loss.
• Detect and handle packets arriving in the wrong order 

(packet reordering).
• Try to maximize transfer rate on a given network 

path.
• Limit congestion (total amount of packets) in the 

network.

The definition of handle means that if TCP notices a 
problem such as packet loss or packet reordering, it will 
attempt to recover from these errors. TCP uses sequence 
numbers and acknowledgement numbers to keep track of the 
data stream that the host is either receiving or transmitting. 
Acknowledgement packets are sent in response to receiving 
data from the remote host. If the transmitting host does not 
receive acknowledgment packets from the receiver, the 
transmitting host will attempt to retransmit the segment for 
which it did not receive an acknowledgement. TCP is thus 
able to recover from minor network disturbances while at the 
same time providing reliable data delivery to the applications 
that use it [11].

Cheese Pi implements measurement of TCP transfer rate 
using two methods:

• Youtube download, which downloads a small video 
file from Youtube and saves the resulting download 
speed in the database.

• Speedtest.net [12], which performs a test of the 
upload and download speed using the Speedtest.net 
infrastructure.

B. Limitations of the Cheese Pi platform
During the evaluation of the existing platform combination 

(Raspberry Pi + Cheese Pi), the following main weaknesses 
were identified:

1) Poor network performance
The Raspberry Pi features a 100 Mbit/s Ethernet network 

interface. Tests performed by us revealed that it is only able to 
reach approximately 56 Mbit/s transfer speed in terms of TCP 
data rate. The test was performed by downloading a 100MB 
file across our LAN (Local Area Network) from a Linux 
server that we maintain, using wget . See the network diagram 
in Fig. 4.

For comparison, a 100 Mbit/s Ethernet network interface
will typically yield around 94 Mbit/s TCP data rate under 
normal conditions. See Table 5.

In addition, the underlying component which Cheese Pi 
uses to perform speed tests using the Speedtest.net 
infrastructure is written in Python. Python is an interpreted 
scripting language and is more computationally demanding 
than a compiled language, such as C, and our tests revealed 
that the Raspberry Pi does not have sufficient performance to 
provide an accurate speed estimate on a 100Mbit/s connection, 
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due to the lacking computational power and lacking network 
performance.

Running the Speedtest.net client 10 times on the Raspberry 
Pi on our 100 Mbit/s FTTH (Fiber To The Home) connection 
yielded the following average values

• Download: 48.3 Mbit/s
• Upload: 25.42 Mbit/s

For comparison, running the same test on a more powerful 
Linux server, using the same connection and the same test 
server, yielded the following:

• Download: 88.9 Mbit/s
• Upload: 90.45 Mbit/s

Another downside of performing speed tests in this manner 
is that it generates a large amount of network traffic, which 
may have a negative impact on the users' parallel activities.

The purpose of these tests was to verify whether our FTTH 
connection was the bottleneck or not. We can conclude that it 
was not.

2) Dependence on external infrastructure
Both types of speed tests implemented on Cheese Pi relies 

on external infrastructure: Youtube and Speedtest.net, to make 
an assessment of the transfer speed of the users' internet 
connection. This could be a problem if either Youtube or the 
Speedtest.net services are unreachable or there is congestion in 
the network path, leading to unreliable measurement results or 
a lack of them.

Based on these observations, the project decided that an 
alternate, less resource intensive method which does not rely 
on external infrastructure for estimating the speed of the users' 
internet connection was needed.

After reviewing several solutions [13], VPS was selected, as 
it generates a small amount of network traffic compared to 
traditional methods (Speedtest.net [14], Bredbandskollen [15]
and others) and is less computationally demanding.

III. VARIABLE PACKET SIZE PROBING

The network links depicted in Fig. 1. are assumed to be full 
duplex, that is, there is a separate data path for each 
transmission direction. In this section and the next one, the 
following definitions will be used:

• C1,f : Capacity of data path in the direction from 
Computer A to Router A

• C1,r : Capacity of data path in the direction from 
Router A to Computer A

• C2,f : Capacity of data path in the direction from 
Router A to Router B

• C2,r : Capacity of data path in the direction from 
Router B to Router A

• C3,f : Capacity of data path in the direction from 
Router B to Computer B

• C3,r: Capacity of data path in the direction from 
Computer B to Router B

Standard VPS, as defined in [13] estimates the capacity of 
network links in the forward direction. Link capacity is 
typically measured in bits/s.

In order to explain how VPS works, we first explain how 
the underlying tools it uses works.

A. Ping and Traceroute

1) Ping
In addition to what was described about ping in section II, 

another feature of ping is that the sender can specify a payload 
in the ICMP Echo Request packet, which the recipient will 
copy into the ICMP Echo Reply packet. This is an important 
aspect which will be exploited in the VPS technique.

If we ping Computer B from Computer A (Fig. 1), the 
resulting RTT will consist of several delay components. These 
are:

• Processing delay in Computer A
• Transmission time on Link 1 (time needed to 

transfer packet onto the physical medium) (*)
• Propagation delay on Link 1 (depends on distance, 

and is typically fixed)
• Forwarding delay in Router A
• Transmission time on Link 2 (*)
• Propagation delay on Link 2
• Forwarding delay in Router B
• Transmission time on Link 3 (*)
• Propagation delay on Link 3
• Processing delay in Computer B

And then the same process, but in the reverse direction. For 
VPS, we make the assumption that only the steps marked (*) 
depend on the packet size. The rest are assumed to be 
constant.

2) Traceroute
Traceroute is a network tool which can be used to display 

Fig. 1. Very simple schematic of an IP network. 

Fig. 2. Sample traceroute output
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the routers between the source and destination machine.
If we perform a traceroute from Computer A to Computer 

B, (Fig. 1) the output will look similar to Fig. 2.
The IP protocol defines a field called TTL, or Time To 

Live. This field is set by the originator of an IP packet. 
Common values for the TTL field are 64 and 128. When an IP 
packet passes through a router, the TTL field is decremented 
by one. If, upon decrementing the TTL field, the field reaches 
zero, the router will discard the packet and send back an ICMP 
Time exceeded message to the sender. 

In the sample traceroute (Fig. 2), Computer A sent out three 
IP packets with the TTL field set to 1. When Router A 
attempted to forward these packets, it decremented the TTL 
field by one and discovered that it had reached zero. Router A 
then discarded the packet and sent back an ICMP Time 
exceeded message to the sender. Computer A now knows the 
IP address of Router A. Through this process Computer A is 
able to calculate the RTT to every router in the path. These 
RTT values are printed to the right of the router IP address in 
the traceroute output. See Fig. 2.

In order to discover Router B, the same process as above is 
repeated: Set the TTL field to 2. Router A forwards the 
packets and decrements the TTL field to one. When the 
packets arrive at Router B, the TTL field reaches zero and the 
packet is discarded and the sender is notified via an ICMP 
Time exceeded message. TTL was originally introduced to 
avoid having packets circulate in the network forever if there 
is a routing problem.

This process is repeated until the destination host is 
reached.

B. Standard VPS
The process by which VPS calculates the forward link 

capacities in our hypothetical IP network (Fig. 1) is as follows.
From Computer A, we send out multiple "probe" packets 

with varying sizes, for example, we choose a range of packet 
sizes from 100 to 1400 bytes in 100 byte increments. The 
destination address in these probe packets are Computer B.

A probe packet in this context is identical to the packets 
sent out when performing a traceroute. The purpose of these 
probe packets is to obtain RTT measurements.

In the first round of probing, we set the TTL field to 1. Just 
as was explained for traceroute, these packets will elicit ICMP 
Time exceeded responses from Router A. We collect all 
response times for all probe sizes. The reason why we need to 
send out probe packets multiple times for each probe size, is 
that for each probe size, we want to obtain the lowest RTT, 
that is, the outgoing packet and the response packet will have 
encountered no or as little queuing in the network path as 
possible. For every TTL value we choose, the total number of 
probe packets we send out is n*k, where n = number of 
different probe sizes (14 in our example) and k = probes per 
packet size (5 to 20 are common values)..

The relationship between the lowest RTT and link 
capacities are

                        𝑇𝑇𝑇𝑇𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿) = 𝐴𝐴𝐴𝐴𝑖𝑖𝑖𝑖 + �
𝐿𝐿𝐿𝐿
𝐶𝐶𝐶𝐶𝑘𝑘𝑘𝑘,𝑓𝑓𝑓𝑓

=
𝑖𝑖𝑖𝑖

𝑘𝑘𝑘𝑘=1

𝐴𝐴𝐴𝐴𝑖𝑖𝑖𝑖 +  ß𝑖𝑖𝑖𝑖,𝑓𝑓𝑓𝑓𝐿𝐿𝐿𝐿                (1)

where:[13]
• Ck,f : forward capacity of the kth hop
• A: delay up to hop i that do not depend on packet 

size L
• ßi,f: slope of minimum RTT up to hop i for probing 

packet size L, given by

                                           ß𝑖𝑖𝑖𝑖,𝑓𝑓𝑓𝑓 = �
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                                    (2)

The minimum RTT measurement for each packet size up to 
hop i estimates the term ßi,f, as in Fig. 3. Repeating the 
minimum RTT measurement for each hop i = 1, ..., H, the 
capacity estimate at each hop i along the forward path can be 
derived as follows. We identify terms in Eq. 1 and obtain Eq. 
2.

Eq. 2. is equivalent to Eq. 3.
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                 (3)

Eq. 3 is equivalent to Eq. 4.

                                    ß𝑖𝑖𝑖𝑖,𝑓𝑓𝑓𝑓 − ß(𝑖𝑖𝑖𝑖−1),𝑓𝑓𝑓𝑓 =
1
𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 ,𝑓𝑓𝑓𝑓

                                (4)

Solving Eq. 4 for 𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 ,𝑓𝑓𝑓𝑓 gives us Eq. 5.

                                   𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 ,𝑓𝑓𝑓𝑓 =  
1

ß𝑖𝑖𝑖𝑖,𝑓𝑓𝑓𝑓 − ß(𝑖𝑖𝑖𝑖−1),𝑓𝑓𝑓𝑓
                                 (5)

Eq. 5. is the capacity estimate for hop i.

Note: Fig. 3. is a recreation of the plot that originally 
appeared in [13], but using data from our own measurements.

For each of the probe sizes, we take the lowest RTT 
obtained and perform a linear least squares approximation.
That is, we want to identify the coefficients in the equation
                                          y =  ßx + m                                         (6) 

that best fits the lowest RTT values.

ß is the cumulative slope coefficient and may represent the 

Fig. 3. VPS measurement result on the first hop of a FTTH connection. 200 
probe packets per packet size. Total number of probes sent in this data set 
is 14*200 = 2800.
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link capacity of multiple links. To relate this process to our 
hypothetical IP network depicted in Fig. 1, the following steps 
are performed:

From Computer A, send out probe packets of different 
sizes, with destination address set to Computer B, and TTL set 
to 1. This will yield a data set similar to Fig. 3.

The slope coefficient of the linear least squares 
approximation of the lowest RTT values obtained will be 
called ß1

The estimated capacity will be 

                                             𝐶𝐶𝐶𝐶1,𝑓𝑓𝑓𝑓 =
1

ß1,𝑓𝑓𝑓𝑓
                                          (7)

The same process is repeated for TTL=2, TTL=3, and the 
estimated capacity of each of the links in our IP network will 
be

                                       𝐶𝐶𝐶𝐶2,𝑓𝑓𝑓𝑓 =
1

ß2,𝑓𝑓𝑓𝑓 − ß1,𝑓𝑓𝑓𝑓
                                   (8)

                                        C3,f =
1

ß3,𝑓𝑓𝑓𝑓 − ß2,𝑓𝑓𝑓𝑓
                                  (9)

IV. BIDIRECTIONAL VPS

The standard version of VPS, as described in [13], only 
estimates link capacities in the forward direction. However, 
we can combine the measurement results from standard VPS 
with measurement results from ping probing to also obtain an 
estimate of the reverse link capacities.

With ping, we utilize the feature that we can choose the 
payload of the ICMP Echo Request packet, and that the 
contents of this packet will be copied into the ICMP Echo 
Reply packet. That is, the ICMP Echo Request and ICMP 
Echo Reply packets will be identical in size. This means that
the RTT that we obtain from ping probing will contain delay 
components that depends on the link capacities in both the 
forward and reverse direction.

After we perform a standard VPS probe, we then proceed to 
probe each router in succession with ICMP Echo Request
packets with varying packet sizes, just like with standard VPS. 
If we take the lowest RTT for each packet size, the 
relationship between the RTT and the delay components will 
be
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where i is the hop in question. We have two sums, 
consisting of the delay contributions by each link the forward 
and reverse ping packet has traversed. 

We recognize the first sum in the right hand side in Eq. 10
from Eq. 1. Eq. 10 can be written as Eq. 11:

                           𝑃𝑃𝑃𝑃𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿) = 𝑇𝑇𝑇𝑇𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿) + 𝑅𝑅𝑅𝑅𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿)                                    (11)

Eq. 11 is equivalent to Eq. 12.
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Rewriting Eq. 11, we obtain

                            𝑅𝑅𝑅𝑅𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿) = 𝑃𝑃𝑃𝑃𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿) − 𝑇𝑇𝑇𝑇𝑖𝑖𝑖𝑖(𝐿𝐿𝐿𝐿)                                   (13)

By rewriting Eq. 12. according to Eq. 13, we arrive at Eq. 
14.
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Here, we used Eq. 1. to cancel the forward delay 
contribution to the ping measurement (Eq. 11.), and we 
obtained Eq. 14, which is identical in form to Eq. 1.

Thus, the capacity of the reverse link between hop i and hop 
i-1, i>1, is:

                                      𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 ,𝑟𝑟𝑟𝑟 =
1
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For i=1, the link capacity is

                                                   𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 ,𝑟𝑟𝑟𝑟 =
1
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Let us summarize the process of calculating the reverse link 
capacities in our IP network in Fig. 2. Here, Router A and B 
will be referred to as Router 1 and 2, respectively.

Calculate all forward link capacities so that we obtain Ci,f
for i = 1,...,2.

for i = 1,...,2:
Perform VPS ping probe on Router i from Computer A.
Subtract ∑ 𝐿𝐿𝐿𝐿

𝐶𝐶𝐶𝐶𝑘𝑘𝑘𝑘,𝑓𝑓𝑓𝑓
𝑖𝑖𝑖𝑖
𝑘𝑘𝑘𝑘=1 from the results.

Perform a linear least squares approximation on the lowest 
RTT of this dataset. The slope coefficient is ßi,r.

if i=1: The reverse link capacity of hop i is Eq. 15.
if i>1: The reverse link capacity of hop i is Eq. 14.

A. Implementation of bidirectional VPS
A tool implementing the bidirectional VPS algorithm was 

implemented as a Perl script. It uses the external commands 
traceroute and ping to collect the needed data. 

One decision that had to be taken was how to detect which 
network link to perform and present the capacities on. That is, 
which router hop is the first router in the users' ISP's (Internet 
Service Provider) network. Commonly, in a residential setting, 
the user will be using a NAT [16] (Network Address 
Translation) router to share a single public IP address. 

In this case, the link of interest is the first one beyond the 
NAT router, in Fig. 1, it would be equivalent to Link 2.

Commonly, in private networks, such as a home network 
with a NAT router, the IP addresses used will be from one of 
several blocks specifically allocated to this purpose. They are 
defined in RFC 1918 [17].
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To detect which hop, or router, is the "internet link", the 
implementation will assume that the first router it encounters 
which doesn't have an address defined in RFC 1918, will be 
the first router in the users' ISP's network, and thus the link 
leading up to it will be the one we want to estimate the 
bidirectional capacity on. This technique will work on ISP's 
which assign public, non-RFC1918 IP addresses to their users. 
In these cases the IP address of the router closest to the user 
(also called default gateway) will have a public IP address.

B. Limitations of VPS
As described in [13], the VPS algorithm makes several 

assumptions about the delays that are incurred on packet travel 
across a network. One, that processing delay in a router is 
constant and doesn't depend on the packet size. Second, that at 
least one of the probe packets and its response packet will not
encounter any queues or buffering at all. 

This may or may not be true, but to evaluate the intricacies
of these assumptions and how well they hold in the real world 
is beyond the scope of this paper. Suffice it to say, it would be 
reasonable to assume that they are not constant, but that the 
delays that are incurred only has a small overall impact on the 
measurement result.

Another aspect is that if there are store-and-forward 
switches in the path of a link that is being evaluated, these 
switches may introduce delays which may cause the 
measurement result to be underestimated [13].

A final limitation is the possibility of routing asymmetries. 
That is, if response packets from a router doesn't travel back to 
the originator over the same paths, the results will be invalid.

V. BIDIRECTIONAL VPS PERFORMANCE

A. Evaluation of bidirectional VPS
1) Test setup

To evaluate the implementation of bidirectional VPS, the 
following test setup was used.

• Estimate link capacity of FTTH connection from 
Linux server/router. (Test #1)

• Estimate link capacity of ADSL connection from 
Linux server/router. (Test #2)

• Estimate link capacity of FTTH connection from 
Raspberry Pi. (Test #3)

• Estimate link capacity of ADSL connection from 
Raspberry Pi. (Test #4)

Fig. 4. Network configuration used for bidirectional VPS testing.

Fig. 5. Network path for test #1

Fig. 6. Network path for test #2

Fig. 7. Network path for test #3
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The VPS tool was configured to run every 10 minutes from 
crontab to collect data. The data collection was conducted 
during 54 hours. The collection was scheduled so that the VPS 
tool running on each system wouldn't be testing the same 
connection at the same time.

In order to provide clarity in exactly what parts of the 
network we are measuring, network diagrams for each test 
scenario are provided as Fig. 5 - Fig 8.

The colored lines have the following meaning.
• Yellow: Part of the previous hop
• Blue: Part of network path between hops. It becomes 

a part of the measurement but the link speed of the 
blue portion of the path is assumed to be much higher 
than the red one, and thus will have only a minimal 
impact on the measurement result.

• Red: The segment of interest. Typically, it's the 
bottleneck, with the lowest capacity in the entire hop 
path, and thus we can measure it without having a 
significant impact from the remainder of the segment 
(blue).

The link capacities of the links that don't cross the green 
boundary are known. The Linux machine that was used to run  
two of the tests are also acting as a NAT router.

2) Measurement results
The measurement data was processed in MATLAB to 

visualize trends over time. The standard statistical parameters 
of mean, 95% confidence interval and standard deviation was 
also calculated for each data set.

Fig. 8. Network path for test #4

TABLE 1
RESULTS FROM TEST #1

Data points 322
Forward path
Estimate (mean) 31.2504 Mbit/s
95% Confidence interval 31.2504±0.06 Mbit/s 
Standard deviation ±0.5510 Mbit/s
Reverse path
Estimate (mean) 28.7142 Mbit/s
95% Confidence interval 28.7142 ±0.2364 Mbit/s
Standard deviation ±2.1683 Mbit/s

TABLE 2
RESULTS FROM TEST #2

Data points 322
Forward path
Estimate (mean) 0.91106 Mbit/s
95% Confidence interval 0.91106±0.0009 Mbit/s
Standard deviation ±0.008 Mbit/s
Reverse path
Estimate (mean) 5.4287 Mbit/s
95% Confidence interval 5.4287±0.0812 Mbit/s
Standard deviation ±0.7445 Mbit/s

TABLE 3
RESULTS FROM TEST #3

Data points 322
Forward path
Estimate (mean) 37.2471 Mbit/s
95% Confidence interval 37.2471±0.119 Mbit/s
Standard deviation ±1.0912 Mbit/s
Reverse path
Estimate (mean) 26.1993 Mbit/s
95% Confidence interval 26.1993±0.1569Mbit/s
Standard deviation ±1.4395 Mbit/s

TABLE 4
RESULTS FROM TEST #4

Data points 322
Forward path
Estimate (mean) 0.90017 Mbit/s
95% Confidence interval 0.90017±0.001Mbit/s
Standard deviation ±0.009 Mbit/s
Reverse path
Estimate (mean) 4.948 Mbit/s
95% Confidence interval 4.948 ±0.0629 Mbit/s
Standard deviation ±0.5769 Mbit/s

Fig. 9. Plot of data from test #1

Fig. 10. Plot of data from test #2
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3) Comments on the measurement results
As we can see, there is a rather large variability in the data. 

The most variation is seen in the reverse path measurements. 
Under ideal conditions, we would have a straight line in the 
data sets. The fact that we don't tells us that the assumptions 
made by VPS don't hold. That is, even though we send out a 
large amount of packets when doing VPS probing, some of the 
packets will likely encounter buffering and/or queuing despite 
us assuming that we should have at least one outgoing and 
incoming response packet per probe size which have 
encountered no buffering and queuing. A more obscure 

possibility is that a possible contributor to the variability in the 
estimated speeds is caused by the operating system on the 
machine doing the measurement performing task switching 
when running ping and traceroute and thus causing a 
variability in the RTT measurements. The same could also be 
occurring on the routers that are probed.

The data set with the lowest standard deviation is the 
measurements of the forward path of the ADSL connection. 
This is the network segment with the lowest capacity in the 
entire test setup. Because of the low capacity in relation to the 
other segments of the path (see Fig. 6 and 8), the low capacity 
link is a very large contributor of delay in the RTT 
measurements, because capacity is inversely related to packet 
transmission time.

The reverse paths has higher variability in the 
measurements, because the calculation involves more steps
and thus the cumulative errors and uncertain delay 
components add up to create a lot of noise in the data.

We can tell that this is true by looking at the standard 
deviation. All of the measurements for the reverse paths has a 
higher standard deviation compared to the forward path. This 
means that there is a much wider spread in the data.

It is also of interest to compare the estimates from the 
bidirectional VPS measurements to the traditional speed 
measurement services Bredbandskollen and Speedtest.net 
(Table 5).

For the ADSL connection, the bidirectional VPS estimate is 
a surprisingly accurate representation of the link capacity. For 
the FTTH connection, VPS severely underestimated the 
capacity. The most likely reason for this is there are delay 
components that depend on packet size that are introduced on 
the network path between the Linux server and the FTTH 
default gateway. (ISP Router #1 in Fig. 4). Based on our
observations and research, there very likely exists at least 4, 
but possibly upward of 6 switches in the path between our 
home and ISP Router #1. We observed the construction of the 
fiber network in our town and made notes of where parts of 
the physical infrastructure (cable routes, distribution nodes, 
core nodes) were installed. We are familiar with the cable 
route our FTTH service uses, (that is, the route between our
home and the location of ISP Router #1 in Fig. 5), which 
buildings and street cabinets it passes through. The estimate of 
4-6 switches is based on this knowledge.

Depending on the type of switch, these may introduce 
undetectable delay components which will cause the 
measurement result to be underestimated, due to the fact that
switches are invisible to traceroute.

For the ADSL connection, the physical link capacity was 
obtained by logging in to the ADSL modem via telnet and
issuing the command to view the link data. The FTTH 
connection is just a standard 100 Mbit/s Ethernet connection 
with a media converter in between. The media converter is a 

Fig. 11. Plot of data from test #3

Fig. 12. Plot of data from test #4

TABLE 5
COMPARISON BETWEEN VPS, CONVENTIONAL BROADBAND BENCHMARK

SERVICES, AND THE ACTUAL LINK CAPACITIES

Reverse (Mbit/s) Forward (Mbit/s)
ADSL
Physical link capacity 6.144 1.024
Test #2 5.4287 0.91106
Test #4 4.948 0.90017
Speedtest.net 5.25 0.82
Bredbandskollen 5.44 0.96
FTTH
Physical link capacity 100 100
Test #1 28.7142 31.2504
Test #3 26.1993 37.2471
Speedtest.net 94.86 94.57
Bredbandskollen 95.83 96.95
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device which acts as a bridge between the fiber optic link and 
the standard copper Ethernet interface.

VI. CONCLUSIONS

We can conclude that VPS is an interesting technique,
because it uses little network and computational resources, 
making it ideal for a low power usage device such as the 
Raspberry Pi. It unfortunately has many limitations. One of 
the issues that we detected when testing the Raspberry Pi was 
the inability to saturate its network interface, thus making it 
unsuitable for performing TCP transfer speed tests on high 
capacity links (100 Mbit/s and upwards). Adding to the 
problem was the fact that the TCP transfer speed tools that are 
utilized by Cheese Pi are written in Python, which as 
previously mentioned, is very computationally demanding. 

We can see in the test results that the measurements of the 
FTTH service yielded very similar when tested from the 
Raspberry Pi and the more powerful Linux server. Even 
though the link capacities were underestimated by a factor of 
about a third, the similar results suggests that the limited 
computational power of the Raspberry Pi is not the cause of 
the underestimation.

The results also suggests that the bidirectional VPS 
technique is more accurate on lower link capacities. For a slow 
ADSL connection, bidirectional VPS provided a very accurate 
link capacity estimate compared to the traditional speed test 
methods. Because Cheese Pi is designed to perform speed 
tests with regular intervals, these tests, generating large 
amounts of network traffic, may interfere with the users' 
experience. Based on this, we feel that the bidirectional VPS 
technique is more suitable for slower connections. On a 
100Mbit/s FTTH connection, the speed tests performed by 
Cheese Pi will have less of a noticeable impact on the users' 
experience compared to the same test performed on an ADSL 
connection.

In addition, informal tests performed by us, which are not 
reported here, indicates that the bidirectional VPS technique is 
capable of estimating link speeds in excess of 1 Gbit/s. 
Running the VPS test from the Raspberry Pi, attempting to 
estimate the link capacity beyond Router #1, gives consistent 
estimates in excess of 100 Mbit/s, usually on the order of 300 
Mbit/s - 3 Gbit/s. These values seem completely reasonable 
for a core network link.

There are also other techniques for estimating either link 
capacity or end-to-end capacity. Examples of these include 
Packet Pair/Train Dispersion Probing [13], Self-Loading 
Periodic Streams [SLoPS] [13] and others.

It would be of interest to conduct more experiments with 
VPS under more controlled conditions, such as having detailed 
knowledge about the network configuration. In the case of the 
two connections that were evaluated in this paper, the 
underlying network infrastructure is only partially known.

For future research, it might be possible to combine the 
measurement techniques examined in [13] to obtain more 
reliable estimates of both link capacities and end-to-end 
capacities.
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Enhancing Privacy in Location Based Services
Caroline Holmberg

Abstract- A great concern of many today is that they no longer 
have control over their own private data online. As soon as an 
internet connection is established and the user goes online an
exchange of information takes place. This information can then 
be used for directed commercials or to make a profile of the 
users habits and interests. The project will implement a new 
method to prevent this and produce a working app. The focus 
will be on protecting privacy while using location based services. 
These services in particular have the opportunity to collect 
information about a users whereabouts and other sensitive data. 
To protect user integrity, this project will use a decentralized 
system involving peer to peer communication. This can also 
come with a lot of problems since many devices and nodes are 
involved and some of them might be mischievous. Therefore,
user accountability, that is, a users responsibility over the 
material posted, must be established. This is accomplished by 
saving all users identities at a long term certification authority.
With the ticket the long term certification authority gives them 
in return the users can then get a pseudonym to apply in contact 
with other devices and the location based service.  The result of 
the project indicates that this method works well to protect user
privacy in contact with location based services.  

I. INTRODUCTION

Many mobile services used today collects information that 
over time can threaten user privacy. A possible solution is to 
collect information from neighbors that are interested in the 
same information instead of going directly to the service. One 
study into this technique is described in [1]. The goal of this 
project will be to implement the theory described in said 
paper and produce a working app using the program Android 
studio. In short, the theory proposes a decentralized system 
where the users interact in a peer to peer network and mainly 
get the information from other users. All identities of the 
members in the peer to peer network are stored with a long 
term authentication authority. This authority in turn gives the 
users an anonymous ticket they can use to apply for a 
pseudonym at a pseudonymous authentication authority.  
This pseudonym will then be used to safely and anonymously 
interact with other users and the location based server. It is 
necessary to store user identity to achieve non repudiation 
and prevent misbehaving peers. The detection and removal of 
misbehaving peers will however not be implemented in this 
project. The architecture is visualized in figure 1. 

 
                                        Figure 1. system structure

None of the components in the system will be able to track a 
users activity. The long term certification authority does not 
know which pseudonym the user has been given and the 
pseudonymous certification authority does not know the 
identity of the users. When a request for information is made,
the cache of the users’ own device will be checked. If the 
requested information is not found the question will go out to 
neighboring users. If they do not have the information the 
next step will be to go to the location based service. When 
the requested information has been gained it will be saved in 
the cache memory for later use. Due to the time restraints
some adjustments will be made. The focus will be on creating 
a secure connection between to peers and exchange points if 
interest between them.

II. SECURITY REQUIREMENTS

The security requirements that needs to be taken into account 
during this project are:

II.A. Authentication and confidentiality

Authentication means that it is possible to verify that the 
information comes from a reliable source. This requirement
is met by the use of a long term authentication authority. The 
user remains anonymous in contact with other devices and 
servers but since the information is recorded by the long term 
authentication authority it is still possible to verify that the 
user is a legitimate participant in the network.
Confidentiality, which means that only the intended receivers 
can read the messages is achieved since only users registered 
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by the long term authentication authority can partake in the 
information exchange.

II.B. Non-repudiation and accountability

These basically interprets as a proof of origin of the data. The 
users can secure that the device they are interacting with is 
indeed a verified member of the network. It must be possible 
to trace the sender and this person will be held responsible 
for any mischievous activity from their device. This can be 
done by using the information saved by the long term 
authentication authority. As mention before though, this 
project will not include any punishments for such nodes. 

II.C. Anonymity and unlinkability

The users’ identity will not be traceable by the location based 
server or the peers in the peer to peer network. This is 
accomplished by the use of pseudonyms and anonymous 
tickets.

III. TOOLS AND PRELIMINARIES

III.A. Android studio

                                                                                                                                                                                       
Android studio is the platform on which the project is going 
to be done [2]. It is the official developing environment for 
Android apps. Here it is possible to both build the app and 
simulate it on virtual devices. The language used in the 
program is java.

III.B. Peer to peer communication

This is a method that allows nearby devices to communicate 
with each other. Using this, the user hardly ever has to 
interact with the service that would otherwise have collected 
their information. This also has the advantage that even if a 
few nodes malfunction the network as a whole will not be 
effected. Peer to peer communication can be established in a 
number of ways. In this project unicast communication will 
be used. This means that there will be one sender and one 
receiver. Only two devices will interact with each other. 
When applied in real life multicast communication would be 
used. It means that there are one or more senders and 
multiple receivers. One device can thus interact with many 
others. The communication part will be achieved by using 
secure socket layer(SSL) sockets, thus creating a secure 
connection. 

III.C. SSL sockets

A socket is the endpoint of a two-way communication link. It 
is specified by an IP-address and a port number. Every 
connection is uniquely identified by their end points; thus it is 
possible to have multiple connections at once. Sockets are 
used to enable two apps on different devices to communicate 
with each other [3].

SSL is a security protocol that establishes a secure link 
between devices or servers.  A protocol is a set of rules that 
regulates communication between different network devices. 
Thus it is not necessary to specify exactly what has to be 
done with the keys and certificates provided. They just have 
to be uploaded and then the programming necessary to use 
them is already contained in the SSL protocol. To implement 
this socket, OpenSSL and spongy castle is used. Spongy 
castle is a cryptographic library and OpenSSL a software 
library. OpenSSL is the program used to create the keys and 
certificates which is then used to create the SSL socket. 

III.D. Keys

A key is basically a sequence of numbers and letters. They 
are used for authentication and encryption. In this project 
RSA keys will be used. RSA is made up of the initial letters 
of the inventors surnames, Rivest, Shamir and Adleman [4].
Each user has a private and a public key. In RSA both keys 
can be used to encrypt. Everyone can see the public key 
while the private key is visible only to the user. When 
sending a message, the user can sign with the private key and 
then anyone can decipher it with the users’ public key. Thus, 
anything signed with the private key can be deciphered with 
the public key and vice versa. But it has to be the same key 
pair. User A can for example not use their public key to 
decipher anything signed with user Bs’ private key. Only As’ 
public key can be used to decipher A’s private key.

To safely send a message two properties have to be fulfilled. 
Confidentiality, only the intended receiver can read the 
message. Authentication, ensures that the message comes 
from a reliable source. This does not necessarily mean that 
the identity of the sender is known but it confirms that the 
sender is the owner of the public key that they use. Combined 
with certificates, which contain the public key and a signature 
from a reliable authentication source, confirms that the 
person is a trusted participant of the network. To achieve 
confidentiality, the sender encrypts the message with the 
intended receiver’s public key. Thus, only that receiver can 
decrypt the message using their private key. This is shown in 
figure 2. 
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are used for authentication and encryption. In this project 
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Each user has a private and a public key. In RSA both keys 
can be used to encrypt. Everyone can see the public key 
while the private key is visible only to the user. When 
sending a message, the user can sign with the private key and 
then anyone can decipher it with the users’ public key. Thus, 
anything signed with the private key can be deciphered with 
the public key and vice versa. But it has to be the same key 
pair. User A can for example not use their public key to 
decipher anything signed with user Bs’ private key. Only As’ 
public key can be used to decipher A’s private key.

To safely send a message two properties have to be fulfilled. 
Confidentiality, only the intended receiver can read the 
message. Authentication, ensures that the message comes 
from a reliable source. This does not necessarily mean that 
the identity of the sender is known but it confirms that the 
sender is the owner of the public key that they use. Combined 
with certificates, which contain the public key and a signature 
from a reliable authentication source, confirms that the 
person is a trusted participant of the network. To achieve 
confidentiality, the sender encrypts the message with the 
intended receiver’s public key. Thus, only that receiver can 
decrypt the message using their private key. This is shown in 
figure 2. 

C4. ENHANCING PRIVACY IN LOCATION BASED SERVICES
 

 

Figure 2. To achieve authentication, A signs with her private key

To achieve authentication, the user signs the message with 
their private key. Only doing this though creates a problem 
since everyone can decrypt it using the senders public key. 
To solve this problem, the user first encrypts the message 
with their private key, and then with the intended receivers 
public key. Then, the receiver can use their private key, 
followed by the senders’ public key to decrypt the message. 
This is shown in figure 3. 

 

Figure 3. To achieve authentication and confidentiality, A encrypts with her 
private key and Bs' public key

E. Key store

This is a storage for cryptographic keys and certificates. 
There are three types of entries in a key store. The private 
and public key pair, a secret key that will prevent 
unauthorized access and a public key certificate that can be 
used to authenticate other parties [7].

F. Certificates  

Certificates works as on online ID-card. They make sure that 
the users or servers in a connection are certified by whichever 
authority that signed it. The certificate contains the public 
key and a signature from the authentication agency. Thus, by 
confirming authentication through the use of keys the 
ownership of the certificate is also confirmed.

III.G. Google API

API stands for application-programming interface. It is a 
collection of programming instructions that makes it easier to 
access a web based service. Developers can use this 
particular API to add maps to web applications or apps [5].

III.H. Cryptographic libraries

A cryptographic library is a collection of algorithms and 
APIs used to secure systems and create keys. An algorithm is 
a set of steps for a computer program to accomplish a task.
The library used in this project is Spongy castle [6].

III.I. Centralized systems

Centralized systems mean that most of the computing is done 
at the same place. To protect privacy in a system like this an 
anonymizer is used. This is a device that mixes up queries 
from the clients before sending it to the server, thus stopping 
the server from acquiring private information. 

III.J. Decentralized systems

Decentralized systems mean that most of the computing is 
done at a different place before it will be sent to a central 
server. Sometimes, like in the case of peer to peer 
communication, a central server might not at all be necessary. 
This almost completely cut out the risk of a central server 
collecting information but will instead introduce the risk of 
losing information to misbehaving peers. 

IV. IMPLEMENTATION

The app was made in Android studio. When first starting a 
project it is possible to choose a number of base apps. The 
base app chosen was one that uses maps. The default setting 
produces a picture of a map with a marker set in Sidney, 
Australia. To be able to use this map it was necessary to get 
a key from the Google API. This key is then added to the 
Android manifest. When this is done it was necessary to log 
in to a google account. Now the map is ready to be used. A 
zoom function was added to make it easier to do close ups.
The next step was to create a text file with the type, 
coordinates, name and addresses of different places that a 
user could be interested in. This file was then placed on the 
SD card of one device and a file with slightly different 
content was placed on the SD card of the other device. The 
format was as follows:  

Cinema, 59.33466639999999, 18.062829899999997, Sergel
bio, Hötorget
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Restaurant, 59.3353515, 18.06237669999996, Kungshallen, 
Kungsgatan 44

The next function added was a window that would pop up 
when the user long clicked the map. In this window, the user 
can write what type of place the program should search for as 
seen in figure 4, for example, restaurant. It was necessary to 
specify that whether a letter was capitalized or not would not 
make a difference. Otherwise the program would have 
returned a result when searching for Restaurant while it 
would have found nothing searching for restaurant.  

Figure 4. Popup that accepts client requests

The program then goes through the first column, type, in the 
list of places in the file and if the type matched restaurant, it
would pick it out. Then the program would check if the found 
restaurant is within one kilometer radius. If it is, the place 
would be showed on the map with a marker as seen in figure 
5. These steps would then be repeated with all the items in 
the list. 

 

Figure 5. Markers shows the location of nearby restaurants

The next part is to make two devices communicate with each 
other to receive information the users’ device does not 
already have. This is implemented using SSL sockets. These 
sockets are used in the project because they provide a secure
transmission of messages. The transmission takes place in 
parts, beginning with a call for socket. If one device calls
another, what will happen on the receiver side is bind, listen 
and accept. Bind establishes an address for the 
communication in point and listen and accept prepares the 
socket for communication. Then the calls send and receive 
will be used for as long as the communication takes place. 
Both sides will end with close [8]. Code wise the creation of 
a SSL socket must be done in two parts. A receiving socket 
and a sending socket. Then the functions these sockets will 
perform must be specified. In this case, the sending socket 
will take the users’ input and send it to the other device as a 
stream. The receiving socket will take this stream and turn it 
back into a string. Then it will check the points of interest file 
in the SD memory. If a result is found it will check that it is 
located in the desired range. If so, it will convert the result 
into a stream and send it back to the device that made the 
request. To be able to use sockets it is necessary to create a 
key store and a trust store. The key store contains the public 
and the private key and the trust store contains the certificate.
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The next part is to make two devices communicate with each 
other to receive information the users’ device does not 
already have. This is implemented using SSL sockets. These 
sockets are used in the project because they provide a secure
transmission of messages. The transmission takes place in 
parts, beginning with a call for socket. If one device calls
another, what will happen on the receiver side is bind, listen 
and accept. Bind establishes an address for the 
communication in point and listen and accept prepares the 
socket for communication. Then the calls send and receive 
will be used for as long as the communication takes place. 
Both sides will end with close [8]. Code wise the creation of 
a SSL socket must be done in two parts. A receiving socket 
and a sending socket. Then the functions these sockets will 
perform must be specified. In this case, the sending socket 
will take the users’ input and send it to the other device as a 
stream. The receiving socket will take this stream and turn it 
back into a string. Then it will check the points of interest file 
in the SD memory. If a result is found it will check that it is 
located in the desired range. If so, it will convert the result 
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request. To be able to use sockets it is necessary to create a 
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and the private key and the trust store contains the certificate.
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This is done by using OpenSSL. To create the keys, the 
following code is used [9]:

openssl genrsa -des3 -out Alice_key.pem 2048

openssl genrsa -des3 -out Bob_key.pem 2048

This creates two keys; Alice_key and Bob_key. Secondly, the 
certificates need to be created. This is done with the code:

openssl req -new -x509 -key Alice_key.pem -out client.pem -
days 365

openssl req -new -x509 -key Bob_key.pem -out server.pem -
days 365

These certificates are created in Pem.format and valid for 365 
days. To be able to use the keys and certificates it is 
necessary to create a truststore. This will contain the 
certificates the device should trust. So Alices’ certificate 
needs to be in Bobs’ truststore and Bobs’ certificate needs to 
be in Alices’ truststore in order for their devices to be able to 
interact with each other. This code creates Alices truststore 
and imports Bobs certificate into it:

keytool –importcert -trustcacerts –keystore 
Alicetruststore.bks –storetype bks –storepass 
<truststore_password> -file Bob.pem -provider 
org.spongyycastle.jce.provider.SpongyCastleProvider –
providerpath <path_to_bcprov_jar>

Similarly, this code creates Bobs truststore and imports 
Alices certificate into it:

keytool –importcert -trustcacerts –keystore Bobtruststore.jks 
–storetype jks –storepass <server_truststore_password> -file 
Alice.pem

Since Javas keytool doesn’t allow an already created key to 
be imported into a keystore it is necessary to combine the 
private key and the certificate. This is done with the 
following code:

openssl pkcs12 –export –inkey Alice_key.pem –in 
Alice.pem –out Alice.p12

openssl pkcs12 –export –inkey Bob_key.pem –in Bob.pem –
out Bob.p12

This can then be put into keystores and imported.

keytool –importkeystore –srckeystore Alice.p12 –
srcstoretype pkcs12 –destkeystore Alicekeystore.bks –
deststoretype bks –provider 

org.spongyycastle.jce.provider.SpongyCastleProvider –
providerpath <path_to_bcprov_jar>

keytool –importkeystore –srckeystore Bob.p12 –srcstoretype 
pkcs12 –destkeystore Bobkeystore.jks –deststoretype jks

The final files that are imported are, Alicetruststore, 
Alicekeystore, Bobtruststore and Bobkeystore. The stores are 
then placed onto the devices SD card among the text file with 
points of interest. In this project the certificates are self-
signed. Since a certificate is used to authenticate that the 
users are legitimate participants of the peer to peer 
conversation it will not pose a security threat. The security 
provider is Spongy castle. Therefore, it is necessary to 
download spongy castles’ core and prov jars. These will then 
be placed into library. The other library needed is CVS reader 
that is used to read the lines in the points of interest file. The
full code for the project is placed in the Appendix. 

V.FUTURE WORK

There are still a lot of work that has to be done in order to 
fully implement the theory described in the beginning. 
Instead of using a file with points of interest the devices 
should interact with a real location based server. The program 
should also receive the certificates from certification 
authorities instead of using the self-created ones. These 
certificate authorities are already available. A few more 
changes that should me made are to have the results gained 
from peers or the location based server saved onto the file.   

VI. CONCLUSIONS

The goal of this project was to implement an app which 
protects user privacy while using location-based services. 
This has in parts been reached. Due to time restraints 
certificates have been self-created and there have only been 
two phones involved. The security aspects have on the other 
hand been met. Authentication was accomplished by using 
the self-created certificates and keys. By showing the 
certificate to the other device the user proves that they are 
who they claim to be and that they are legitimate members of 
the peer to peer network. Confidentiality is also achieved 
since only this particular certificate will be valid in the 
information exchange. Non-repudiation and accountability 
was achieved by using the private key to sign messages. 
Anonymity and unlinkability was however not achieved since 
no pseudonymous certification authority was involved. 
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HUMAN-LIKE COMPUTER ACCELERATES RESEARCH IN MEDICINE

The development of medicine can be done much faster thanks to recent research at KTH Royal Institute 
of Technology. Biologists often suffer from large amount of work of dealing with data from thousands of 
experiments. Thanks to the development of computer science, this time-consuming work can be done 

automatically.

Say a biologist wants to determine whether or not a medicine is able to kill bacteria, they would make thou-
sands of samples to see how the bacteria react to the medicine. They need to keep track of the lifespan of the 
bacteria in every sample and gather statistics, a very time-consuming task. Imagine we could replace this task 
with software, research would flourish. 

To make this software we use something called a neural network. Neural networks are inspired by the hu-
man brain, in the sense that it learns through repetition, just as humans do. The network is fed with practice 
data, data in which the answer is already provided. For instance, in our bacteria example it would be fed with 
pictures from the samples and whether or not the bacteria in the sample is dead. The network could then use 
this practice data to learn what dead bacteria looks like and once the network has learned it can perform the 
task on its own, much faster than any human could.
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Big Data has become a hot topic in recent years. 
From scientific research to infrastructure de-
velopment, people frequently face the problem 

of having too much data. Big data refers to data vol-
umes that are too large to be handled by traditional 
data processing methods. Thus, novel information 
processing and data analytic methods need to be de-
veloped to deal with the vast amount of data.

There are two main advantages in using a big 
amount of data. One advantage is  to be able to auto-
mate routine labor by using software to analyze large 
amounts of data. For instance in scientific research 
many tests are carried out to ensure statistical sig-
nificance.If this can be automated researchers can 
spend more time working on other tasks. 

The other advantage is that in many areas of engi-
neering we can act smarter by considering data from 
many sources. For instance: in the power grid we 
can save energy by matching customer electricity de-
mands to the production. If we have access to infor-
mation of when the population uses large amounts 
of electricity we can match that consumption by in-
creasing the power output of our generation plants. 
However, this also raises a privacy concern, people’s 
habits in their homes is considered private and must 
be protected accordingly. 

Project D1 treats the automation problem, spe-
cifically for biological research. We have developed 
a program that recognizes cells from a picture cap-
tured via microscope. This is done by a classifier al-
gorithm based on neural networks.

Project D2 deals with the privacy of personal data. 
This was done by looking at the data from a smart 
meter in a house and apply a privacy preserving 
method on that data and evaluate how well it pre-
formed using Bayesian risk cost analysis.

Project D3 is about processing large amounts of 
data by developing a method that can be applied to 
several problems. The goal was to test the Recursive 
Least Squares algorithm by processing a distorted 
picture with noise to increase the quality of the im-
age. The project also analyzed the hardware imple-
mentation for different sizes of data and the quality 
of the processed signal.

The result of project D1 shows that it is possible to 
replace time-consuming routine tasks for biologists 
with image-recognition software.

The conclusion from the results of project D2 is 
that the method used was perfect; meaning the infor-
mation from the smart meter was useless for draw-
ing conclusions about the person in the house.

Project group D3 managed to make a hardware im-

plementation of a system that is able to get the opti-
mal solution of any linear system of equations, given 
that the number of equations is much greater than 
the number of unknown variables.

When people are working with Big Data, there are 
two important issues that need to be solved. The first 
one is to find a way to process that amount of data 
more efficiently, and the second one is to protect the 
data to prevent any misuse.

Regarding processing of the big data, many real 
world problems can be modelled using linear sys-
tems. In most cases the number of linear systems be-
comes increasingly large and the traditional methods 
of solving them take too long.

Solving the problem of privacy leakage can be very 
helpful for both the data providers and the data an-
alyzers, as they no longer have to worry about if an 
outsider is able to access it since it will not reveal any-
thing useful for unauthorized person.

There are several ways to obtain a better accuracy 
of the D1 algorithm. The five features used in the neu-
ral network are very few, for a higher accuracy more 
features could be added either from the predefined 
features or created by the next project group. When 
adding more features one could also consider chang-
ing the architecture of the network, for instance by 
increasing the number of hidden layers. There are 
optimizations that can be made in the choice of pa-
rameters for training the neural network; by train-
ing more networks the optimal parameters could be 
found. Lastly, one could attempt other forms of regu-
larization than the L2-regularisation we are current-
ly using in our network.

To follow up on project D2 one could either try a dif-
ferent approach to work with the data or apply a dif-
ferent privacy-preserving method. The privacy-pre-
serving method used could also be improved upon to 
be more environmentally friendly.

In project D3 the group assumed that the model of 
the system is known. In real life applications this is 
not always true. It is necessary to estimate the char-
acteristics of the model (system identification) in or-
der to use the RLS algorithm.

This algorithm can have a lot of applications in dif-
ferent fields for example in medicine to make faster 
and more precise diagnostics based on large amounts 
of samples. It can be used in e-commerce because it 
has applications in machine learning; we can learn 
about the behavior of customers and give them rec-
ommendations based on their internet activity.
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ETHICAL REFLECTION
Big data has the potential for great scientific prog-
ress. For instance it can be used in medicine to make 
faster and more precise diagnostics based on the 
analysis of large amounts of samples. Big Data is a 
major contributor to the development of such things 
as machine learning which is expected to improve 
quality of life for everyone.-For example, traffic data 
collected can be used to reduce congestion in the city 
and make it possible to replace monotonous tasks 
with software.

However there are many aspects to take into con-
sideration when collecting, processing and distrib-
uting large amounts of data. The importance of dif-
ferent ethical aspects depends on the nature of the 
data. Some data is personal and could compromise 
the privacy of the individuals while other seems to 
contain no room for misuse. For instance in project 
D2 the data handled is about household electrical 
consumption of home owners, this data set would be 
considered personal and requires care from the col-
lector. However in project D1 the data processed are 
pictures of cell cultures from labs, where there seems 
to be no concern.

There are also many ethical aspects that companies 
who collect data should think about. When  collect-
ing data from people one of the most important things 
is to get  their permission before starting to collect 
the information. Currently it is very common to trick 
people into giving companies permission to collect 
by hiding agreement in a long text and prompting the 
person to quickly agree without really understand-
ing what they agree to.

It can be very tempting to follow this convention 
when the collectors are eager to get the data to get on 
with their work, but it is not a very moral way of doing 
things. A better but more cumbersome way of doing 
things would be trying to explain why the collection 
of data is necessary in a way people can understand 
while still keeping the explanation short enough that 
people will bother reading it in the first place.

It is also important to inform people about the in-
formation you get from the data. For example, the data 
recorded by the smart meter are supposed to be used 
for distributing energy efficiently. However, it might 
also reveal the life style of the owner. Furthermore, 
the data might be sold to other companies, which is 
against the interests of the individual. Due to the fact 
that the data can be sold to anyone, an individual will 
have no control over his own data. One possible solu-
tion is to set an effective law to constraint the compa-
nies from abusing data they are allowed to get.

To summarize: Big Data has become a hot topic be-
cause it has many interesting applications in science. 

We can become more informed by analyzing greater 
amounts of data. Medicine, energy, and transport are 
a few examples of areas that currently benefit from 
the use of Big Data. There are concerns though: with 
unrestricted access, sensitive data can be used for 
ethically questionable purposes. The people han-
dling and collecting data should consider the sensi-
tivity of their data and take preventative measures 
accordingly. Responsible handling of data involves 
both keeping the data private and ensuring that the 
individuals are informed. However in a world where 
efficiency is prioritized companies will gain an edge 
by skipping security measures, so it’s natural that 
data will be handled poorly. We as engineers need to 
take responsibility for correct handling of data and 
as a society we should incentivize companies to make 
the data secure.
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Stem Cell Classification
Filip Tsai, Henrik Hellström

Abstract—In muscular stem cell research, a large amount
of samples must be evaluated to gain statistical significance.
Analyzing these samples is a time-consuming task that slows
down the progress of research. With modern advances in artificial
neural networks for classification, this task can be automated
by software. However, complete automation of sample analysis
requires a large program with several parts. In this project we are
working on one of these parts, recognizing pictures of cells. We
have developed features to quantify the pictures and an artificial
neural network trained to detect the cells. Our final product is a
neural network that uses five features as inputs and was correct
in 88% of the 100 000 images used as validation data.

I. INTRODUCTION

MUSCLE stem cells (MuSCs) have a crucial role in
muscle regeneration [1]. However, people who are

unfortunate enough to have muscular dystrophy, a group of
muscle disease that can take many forms [2], lack the ability
to properly regenerate muscles. The most common form of
muscular dystrophy is Duchenne muscular dystrophy (DMD)
[3] which appears in 1 of 3 500 male births. People born with
the disease has a survival rate to live over 20 years of 59.8%
and over 25 years of 49.2% [4].

Currently, scientists are trying to find a cure for DMD and
one way to make this process more efficient is to cultivate
MuSCs with desired properties. By analyzing, e.g., the growth
rate and the lifespan of MuSCs in differently rigid substrates
[1] it is possible find the desired MuSC that has the required
properties to treat DMD. Nevertheless, the manual analytic
process is expensive because biologists have to analyze the
data manually [5].

In order to save time, image recognition algorithms have
been developed to automate the data gathering. In our project,
which is a part of this image recognition algorithm, we are
working with how to determine if there is a MuSC in a
microscope sample. For instance, if a picture does not contain
any MuSCs we can conclude that the cells in that sample have
died. This is called a binary classification problem [6], [7].

The main focus has been to develop a neural network, an
artificial brain-like model [6] from scratch and to understand
the fundamentals of how the network works. One reason for
choosing a neural network is that neural networks have had
several breakthroughs reported in media such as Watson [8],
from IBM, who won on Jeopardy and recently AlphaGo [9]
from Google beat the Go champion in a best of five. Given
these feats of strength the neural network seems to be a good
contender for solving these problems.

A significant part of our neural network is the backpropa-
gation algorithm which is what causes the network to learn,
this algorithm is explained in section II. Our neural network
is in other words a model that iteratively tries to learn patterns

after receiving data to train with; this can be compared to how
we humans learn new information.

II. THEORY

A. Classifier

As mentioned, our task falls into a category of problems
called ”binary classification problems”. In a binary classifi-
cation problem, input data shall be placed into one of two
categories. In our case we are looking at pictures taken by
microscopes, see fig 1, and we are trying to determine whether
it contains a living cell or not. Note that the resolution of these
pictures are quite poor as the objects are microscopical.

(a) Picture of a living cell (b) Picture of debris

Fig. 1: Pictures taken with microscope

B. Features

There are several methods used to solve the binary classifi-
cation problem, however the methods generally use numerical
values, not images as in our case. Thus, to take advantage
of these methods we are required to quantify the images into
numbers called features. This way we can feed the features
into the algorithm in place of the image.

One example of a feature would be the average brightness
of the picture, calculated by summing the brightness of every
pixel and dividing the result by the number of pixels. To
clarify, the average brightness would be one of the inputs to
the model, used to classify the picture.

C. Supervised Learning

One method used to solve the classification problem is
supervised learning; a program that initially does nothing but
that can be taught to solve the problem. In order to learn, the
program is given something called training data; a combination
of both input and output data. In other words, the algorithm
is given both the problem and the solution. Using the training
data, it can learn to solve the problem on its own. This means
that we somehow need to acquire training data that already
contains the solution, but once the program has learned it can
provide the solution itself.
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D. Logistic Regression

Supervised learning is a broad term and the machinery
behind it is dependent on the model, meaning we cannot
delve into technicalities unless we specify a model. An easily
explained model that prepares us for understanding the neural
network is logistic regression. The goal of this model is to
develop a hypothesis function, h(x) = p, that takes the char-
acteristics of an image as input (x) and outputs a probability
(p) in the range [0, 1] that the picture contains a live cell. First
a single value (z) is calculated from a linear combination of
the features:

z := θ0 + θ1 · x1 + ...+ θn · xn (1)

The theta values are constants which are initially set to some
starting value and are later trained with the training data. The
learning of the program consists of finding values of theta that
can accurately recognize cells.

This z-value (1) is then inserted into a sigmoid function to
give us our hypothesis:

h(x) = σ(z(x)) =
1

1 + e−z(x)
(2)

The sigmoid function is used to place the hypothesis in the
correct range [0, 1], its appearance can be seen in fig 2.
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Fig. 2: Plot of the sigmoid function

Given the correct values of theta, the program can give an
accurate hypothesis of the class. However, this is completely
meaningless unless we know how to select our theta values,
this is where guided learning comes in. What we do is to
calculate a cost function, a function that measures how wrong
the previous hypothesis was. If the program had a very wrong
guess, for instance if it was 99% certain that there was no cell
in the picture even though there was, the cost function would
be very high. The goal of the program is then to minimize
the cost function, making the hypothesis wrong as seldom as
possible.

There are two characteristics we want the cost function to
exhibit:

1. It should accurately represent the ”mistake” made by
the classifier, a larger cost function should mean the
hypothesis was more wrong.

2. It should be easy to find a minimum of the cost function.
The second characteristic is met if the function only has one

minimum, because given that there are no local minima, we

will always approach the global minimum if we move towards
a lower cost. [10] claims that the following cost function
exhibits both characteristics:

J(θ) = −y log(h(x))− (1− y) log(1− h(x)), (3)

where y is one or zero depending on if the picture contains a
live cell or not, and h(x) is the hypothesis function (2).

The remaining task is to minimize the cost function, which
can also be done in many different ways. We use a method
called stochastic gradient descent.

E. Gradient Descent

It turns out that the analytical solution to finding the
minimum of (3) is non-existent. Thus, another solution must be
found. We are using numerical methods, specifically gradient
descent. The process is basically just composed of three steps:

1. Find the gradient of the cost function at the current value
of theta.

2. Move theta in the opposite direction of the gradient.
3. Repeat.
As the negative of the gradient is the direction of the greatest

descent we are always moving towards the minimum of the
cost function, and as our cost function only has one minimum
we will eventually reach the global minimum. The problem
is that this process quickly becomes very costly. We have to
calculate the gradient for every image in the entire training data
set before moving a single step, if we only take one image into
account we would only learn to recognize that one image very
well. Considering our training set consists of about 150 000
images, and that we most likely need to move thousands of
steps before reaching the minimum, the computational burden
is too much. Thus, in order to improve the performance, we
use something called stochastic gradient descent.

In stochastic gradient descent we randomly split the training
set into smaller sets, known as batches. One batch only
contains a fraction of the original data. However, every image
is still represented when considering all of the batches. We
then calculate the gradient descent and move once for each
batch. This way we can move much faster, while still taking
all images into account. Gradient descent is not perfect though,
there is an accuracy vs performance consideration here; if the
batch is too small the images might be unrepresentative of the
whole set, but greater batch size slows down the learning.

F. Epoch

As we mentioned in the Gradient Descent section, we move
one step towards the minimum for every batch of data. Just
moving once for every batch is rarely enough to reach the
minimum. Thus, the entire training with the complete data
set is repeated and for each repetition we get closer to the
minimum, these repetitions are called epochs. The number of
epochs are an important parameter to consider when training
the network, because if we use too few we will be far from
the minimum when we complete the training. If we have not
reached the minimum yet, the network has the potential to
become much better. However, it is computationally costly
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because for every added epoch we need another complete
repetition of the algorithm. Meaning that too many epochs
will be too time consuming.

G. Neural Network

This is what the text has been leading up to. We have
prepared ourselves with learning algorithms, training data, cost
functions, logistic regression and stochastic gradient descent.
As these topics have already been discussed, we will from this
point on assume the reader understands them.

A neural network consists of several smaller elements called
neurons. Much like in logistic regression, each neuron takes
numerical values as input and is trained to output a good
hypothesis based on the input values. In fact, if there is no
hidden layer, the network is identical to logistic regression.
When there is a hidden layer, the output neurons do not have
features as their input. Instead, they have the output of the
hidden layer as their input, see fig 3.

Input #1

Input #2

Input #3

Input #4

Output

Hidden
layer

Input
layer

Output
layer

Fig. 3: Illustration of our neural network.

Each circle in fig 3 represents a neuron and each arrow
represents where their output goes. The first layer (green) takes
the image features as input and the last layer (red) outputs
our hypothesis. The hidden layer (blue), has a more obscure
purpose as neither the input or output has a direct connection
to the image, basically its purpose is to increase the complexity
of the model.

Every neuron has a set of parameters: one bias and several
weights (one for each of its inputs). These parameters have
exactly the same function as theta in logistic regression, the
bias represents the constant term of the linear function and
the weights are the coefficients for every input. Just as in
logistic regression, the output is formed by a sigmoid to get a
probability as output. In other words:

z = b+ w1 · x1 + ...+ wn · xn,

a(x) =
1

1 + e−z(x)
,

where b is the bias, w are the weights and a(x) is the output,
also called the activation of the neuron. In every layer except
the input layer, the input values are the activations of the
previous layer. The values propagate through the network until
they reach the output layer which calculates the hypothesis.

The advantage of neural networks over logistic regression
is that it is a more complex model. Instead of just training the
coefficients of one linear function the network has one set of
parameters for every neuron. The added complexity gives the
potential to more accurately predict the class of the input data.

Much like with logistic regression, we started off by explain-
ing how it works when the model has already been trained, but
we have yet to explain how the network learns. The training
algorithm is where the magic happens and what governs how
well the network will perform. The algorithm used in our
network is called Backpropagation.

H. Backpropagation
Once again the goal of the learning algorithm is to minimize

the cost, where the cost is a measurement of how wrong
the network is when classifying images. The wrongness of
the network is calculated based on its hypothesis and the
hypothesis is the activation of the output neurons. Naturally,
the weights and biases of the output neurons can easily be
related to the cost. However, we have weights and biases at
every neuron and in order to train them all we must know how
all of them affect the cost.

Before delving into the mathematics of the algorithm, we
will provide a quick overview of how the network works. [6]
has put it clearly:

1. Plug the input into the first layer of the network.
2. Let the input propagate through the network to the output

layer.
3. Calculate the error of the output layer.
4. Backpropagate the error.
5. Calculate the gradient of the cost function with the error

of each layer.
6. Use gradient descent to lower the cost function.
In the previous paragraph, we described how the parameters

of the output neurons are easily related to the cost function,
this is why we in step three can directly calculate the cost of
the output layer. In step four we use the error of the output
layer to calculate the error of the previous layer, and so forth.
Thus the error propagates backwards toward the input layer.

In order to explain how this is done in practice, we will use
the network displayed in fig 3 and calculate the cost of the
gradient.

Step one and two have already been explained in the
previous section, to perform step three we need to define our
cost. We use the same cost function as we did in Logistic
regression:

C = −y log(aL)− (1− y) log(1− aL), (4)

where C is the cost and aL is the activation of the output
layer.

We call the error of neuron j in layer l, δlj and define it as:

δlj =
∂C

∂zlj

As we only have one output neuron j = 1, the error of the
output layer (l = 3) is:

δ31 =
∂C

∂z31
(5)
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As we can see in (4), C is a function of the activation, not z.
Meaning that we cannot directly derive C with regards to z.
Instead we apply the chain rule to (5):

δ31 =
∂C

∂a31
· σ′(z31)

Which was done by noting that the activation of the output
neuron is:

a = σ(z),

where σ(...) is the sigmoid function.
Now we have the derivative of C with regards to the

activation, which can easily be calculated. Thus, we have
determined the error of the output layer, next we determine
the errors of the hidden layer neurons. By definition the error
of neuron j in the hidden layer is:

δ2j =
∂C

∂z2j
(6)

Once again, we cannot directly derive C with regards to z,
so we need to apply a chain rule. Note that the z of the output
layer depends on the z of the hidden layer, as the hidden layer
activations act as input for the output layer:

z31 =

5∑
j=1

wj · a2j + b31,

where wj is the weight of the output neuron with regard to
the input j. Note that the activation of the hidden layer is the
sigmoid function of its z.

z31 =

5∑
j=1

wj · σ(z2j ) + b31 (7)

Now that we have shown that z31 is a function of z2j we can
look back at equation (6) and apply the chain rule.

δ2j =
∂C

∂z31
· ∂z

3
1

∂z2j

The first factor on the right side of this equation is by
definition of the error at the output layer, which we have
already determined:

δ2j = δ31 ·
∂z31
∂z2j

, (8)

where the second factor on the right side of this equation can
be determined by deriving (7).

∂z31
∂z2j

=

5∑
j=1

wj · σ′(z2j )

Plugging this into equation (8) gives us:

δ2j = δ31 ·
5∑

j=1

wj · σ′(z2j )

We can now determine the error of both the output and the
hidden layer!

If we had more hidden layers, the process of determining
the error of each added hidden layer would be identical. The
error from the layer n is used to determine the error of layer
n − 1, where n is a discrete value between 2 and l. As we
briefly explained at the start, we start with the error of the
output layer and propagate backwards through the remaining
layers.

Once the error has been determined for the entire network
it is used to determine the derivative of the cost function.
According to [6] chapter 2, these equations are given by:

∂C

∂blj
= δlj ,

∂C

∂wl
jk

= al−1
k · δlj ,

where ∂wl
jk denotes the weight of neuron j at layer l with

regards to input k.
With the derivative calculated we can minimize the cost

function with stochastic gradient descent to train the network.

III. METHOD

The main focus of this project has been to understand the
structure of neural networks by developing one from scratch
in MATLAB. Without prior experience with guided learning,
going directly for the neural network was deemed too difficult.
Thus, at the beginning of the project we decided to first
develop a logistic regression model to obtain a fundamental
understanding of supervised learning. The reason of choosing
this specific model was that it could be viewed as a special
case of neural network; a neural network without a hidden
layer is identical to logistic regression.

A. The Algorithm

The development of the neural network can be divided into
two parts: a training part and a validation part. In the training
part, the framework of the neural network was developed. In
our case we split it into two classes. The larger class that
we made is called Network which essentially handles feeding
of the input through the network and the backpropagation
algorithm. The other class named Neuron holds individual
neurons and initializes the weights and bias values.

The purpose of the training part was to train weight and bias
values to each neuron from a data set, the data set we had in
disposal was divided into two sections named 2009 and 2010.
The two data sets consist of a different amount of images,
2009 consisted of approximately 100 000 images while 2010
consisted of approximately 150 000 images. We chose the data
set 2010 to be used as our training data because generally it
is preferable to have more training than validation data.

During the validation phase, we basically test how well our
network performs. We have a validation data set that consists
of about 100 000 images. For these images, like the training
set, we already have the correct answer. The network gives
a hypothesis for each image in the validation set and a test
program checks if it is correct. The accuracy of the network
is how many percent of the images the network classified
correctly.
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B. Regularization - L2

To obtain a better result, we decided to implement a
regularization method, the specific name of the chosen method
is called L2. The purpose of L2 is to lower the chances of
over-training the network. With the introduction of L2 a new
parameter λ need to be set. When choosing the value of λ
correctly it will make the weight smaller, contrariwise it will
increase the cost function, hence it is necessary to balance
the pros and cons when choosing the λ-value. Another benefit
that comes with regularization is that the outcome of the result
would be less varied in a positive manner as it is less likely to
get ”stuck” in local minima and therefore be less dependent
on the weights each neuron is initialized with.

C. Creation of Our Features

Aside from developing the neural network we also created
four features. The first one that was made is called Border
ratio. When calculating Border ratio, we begin by looking at
a black-and-white bitmap of individual objects in the picture,
see fig 5b and fig 6b. The idea is that cells tend to have
fewer pixels at the border of the bitmap than debris would,
so by counting the number of pixels at the border we might
distinguish the two. In fig 4, the red and the yellow lines are
considered to be the edges of the image where the color red
and the yellow in the original images corresponds to black and
white respectively. The algorithm of Border ratio counts the
number of yellow pixels and divides it with the total number
of edge pixels. By looking at fig 5 containing a cell and
comparing it to fig 6 which contains debris we can see that
the images of the white edge pixels are different; in this case
fig 5 has a ratio of 0.0241 and 6 with a ratio of 0.2581. It is
worth to mention that the ratio of debris images are sometimes
lower than the ratio of some cell images, nevertheless when
we randomly picked 20 pictures we found that the ratio was
significantly lower for pictures with cells than pictures of
debris.

Fig. 4: A blob image to visualize how Border ratio is made.
Yellow color stands for white pixel and red color stands for
black pixel that is used in order to make the feature.

The second feature that was made is a feature that measures
brightness of the center of a grayscaled image where the values
of a grayscaled image ranges from 0 (black) to 255 (white).
The center is considered to be a rectangle with dimensions: one
tenth of the blob height and one tenth of the blob width. The
brightness is the average of the brightness values for each pixel

(a) Grayscaled image (b) Blob image

Fig. 5: Picture of a cell in different grayscaled intensity

(a) Grayscaled image (b) Blob image

Fig. 6: Picture of a debris in different grayscaled intensity

in the center rectangle. We call this feature Center brightness.
The intention of this feature is that images of a cell tend to
have either a very bright or very dark center.

Contrast is the name of the third feature that was made.
This feature takes the 10% pixels with the highest brightness
and calculates the average brightness of these pixels. It then
takes the 10% pixels with the lowest brightness and calculates
their average. Contrast is the difference of the bright average
and the dark average. This feature has the same intention as
Center brightness but is more useful if the cell’s center would
be placed with some dislocation from the image center. How-
ever, this feature could be misleading when encountering a
microwell edge as these images usually have a wide grayscale
intensity, see fig 7.

Fig. 7: Grayscaled image of the edge of a microwell

The last feature is named Corner ratio and its main inten-
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tion is to distinguish a microwell edge with a non microwell
edge, see fig 7. This feature is calculated by comparing the
brightness of one rectangle for each corner of the blob, where
the rectangles have the same dimensions as the center rectangle
of Center Brightness. The ratio of the brightest and the
darkest pixel among all pixels from the corners are the feature.

D. Data Collection

When we used our neural net its input consisted of five
features where the first four were our created ones and the
fifth one was a premade feature that came along with the
dataset. This fifth feature is named Area and it is calculated
by counting the numbers of white pixels that each blob image
contains.

The approach we used to finding good parameters was
foremost trial and error. However, we had certain rules of
thumb. For instance, if the chosen learning rate η is too large,
the cost of the network will diverge. Thus, by plotting the
cost function with respect to numbers of epochs, see fig 8,
we can check if the learning rate is too high. The goal is
to find the highest learning rate that does not cause the cost
function to diverge. Our process was to pick higher learning
rates until the cost function diverges and then retract to the
previous non-diverging learning rate.

The process of acquiring good parameters was time consum-
ing because the time required to train the network once was
approximately one hour. We can train each network faster by
lowering the batch size, number of epochs and number of blobs
(images). Lowering these values sacrifices the performance of
the network for shorter training times. Considering the training
was too time consuming before lowering the values, we had
no choice but to shorten the training time.

Epoch
0 2 4 6 8 10 12 14 16 18 20

C
o
st

0.63

0.64

0.65

0.66

0.67

0.68

Fig. 8: Cost of a network

IV. RESULTS

In order to train a network with high accuracy we need to
find good parameters. However, we did not have the time to
develop an algorithm to select these parameters, therefore, it
had to be done by hand. We also tried several different network
architectures with different numbers of neurons and hidden
layers. However, the network with the best outcome was a

simple one, with no hidden layer. This means that writing the
neural network in the end gave us no increase in performance
over Logistic regression.

The best network that was accomplished is able to detect
88% of the cells in the validation data set. The network
was trained with backpropagation using stochastic gradient
descent and L2 (λ) regularization. The parameters used were
the following:

Input neurons 5 Hidden Neurons 0
Output neurons 1

Batch size 30 000 Learning rate (η) 0.2
Reg. parameter (λ) 0.5 Epochs 20

V. ANALYSIS AND DISCUSSION

One matter that should be acknowledged is the lack of
improvement when using hidden layers. The vast majority
of our time during this project was spent learning about
neural networks and then writing the code for our own neural
network, this might seem wasteful as logistic regression turned
out to perform better in the end.

It seems like the problem with our neural network could be
in the choice of parameters. There are several values which can
be changed and most of them affect each other. For instance,
an increase in weight decay (λ) might require a higher learning
rate. At the same time, our network is unoptimized. Hence,
it takes a long time to train each network, about an hour for
the full dataset with 20 epochs. These two facts combined
mean we need to train a lot of networks to find a good set of
parameters, and each training takes a very long time. The poor
performance might simply be the result of bad parameters.

In high-performing networks the learning algorithm is op-
timized and much faster, many networks can be trained and
more parameters can be evaluated. The choice of parameters
is automated, meaning there is no manual labor in testing
different values. Clearly this is a more efficient way of
selecting the parameters for the network.

If a higher performance would be requested, we would
suggest different solutions depending on how many resources
are available. If it is similar to our project, which was half-
time for half a year, we would not recommend writing your
own neural network. It is probably wiser to spend your time
making good features and using a prebuilt neural network. If
resources are available, optimization of the learning algorithm
would be a high priority, the time spent waiting for networks
to train has been too costly in this project.

VI. IMPACT OF ARTIFICIAL INTELLIGENCE

Throughout history, advancements in technology have re-
placed human labor with automation. For instance, the steam
engine relieved mankind of having muscle power as our
primary source of energy, which was continued with gasoline
and electrical power. We have replaced basic craftsmanship,
instead of manually creating products we have production lines
and robots to assemble parts automatically. Computers have
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replaced many administrative jobs such as secretaries, taking
calls, planning meetings and similar administrative tasks have
become much easier with the Internet.

We are already beginning to replace simple mental tasks,
like looking at a picture and determining whether or not it
contains a cell. More advanced tasks are being automated as
well, for instance companies working on self-driven cars are
meeting new milestones regularly, a technology which has the
potential to replace a lot of jobs. According to [11] the job
”truck-driver”, with 55 000 Swedish workers, is the 16th most
common job in Sweden. It seems like artificial intelligence has
the potential to become the driver behind our next ”industrial
revolution”.

VII. CONCLUSION

The neural network is a well-performing model, but many
things must be done right to fully utilize it. When the basic
model has been completed, it requires several supplementary
techniques to achieve its full potential. Some techniques
are: regularization, automated parameter selection and deep
learning techniques. Without supplements, the network will
have comparable performance to simpler models, such as
logistic regression. As [12] states neural networks have been
around for over half a century, but has not made a significant
impact on speech recognition until in the 2010s. This could be
explained by the phenomenon that we experienced, the neural
networks were around but the supplementary techniques took
a long time to develop.

For future bachelor projects who will work with neural
networks, we would recommend two different approaches
depending on the goal of the project. If the performance of the
finished product is the main concern, we would recommend
creating a large set of features and evaluating the performance
of them. This way it is possible to select the features that have
the best impact on the accuracy. The training would then be
performed either with logistic regression or a prebuilt neural
network toolbox, for instance the one presented in MATLAB.

If understanding the neural network is the main concern,
we would recommend writing a neural network from scratch
as we did in this project. What we would steer away from
if we could redo the project was spending so much time on
finding successful parameters. By training countless networks
with different parameters we were able to find better and better
performance, but we didn’t learn anything in the process. In
the end, the logistic regression model outperformed the neural
network anyway. The time could be better spent learning about
optimization techniques for the neural network or to delve into
deep learning.
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Evaluation of Privacy-Preserving Methods for Smart
Grids

Tony Lundgren and Wenjia Xu

Abstract—The objectives of this report are to examine smart
meter privacy leakage using real world data and to evaluate
a proposed privacy-preserving method using Bayesian Risk
Analysis. The project starts with energy consumption data of
individual houses from the REDD data set where different times
of day can be divided into three categories, at home, not at home,
and an uncertain period in-between. Using data from the first two
and a model for the uncertain area it is possible to do a Bayesian
Risk Analysis for the assumed adversary who is trying to find out
if someone is at home or not. The Bayesian risk considered here
is the probability of error. After that an assumed alternative
energy source capable or providing 20-40% of the maximum
energy consumption at any moment is added to the system with
the goal of maximizing the minimum probability of error. To do
this a set of linear programs are formulated and solved using
CVX in MATLAB. The results show that the minimal probability
of error without using any privacy-preserving method is very
low; but when adding the alternative energy source the minimal
probability of error can reach its maximum value in certain cases.

I. INTRODUCTION

SMART meters are communication devices that measure
and feedback the energy consumption of users in high

time-resolution. Deployment of smart meters to residential
homes continues unabated around the world. These devices
enable energy providers to read the inhabitants real-time
energy consumption remotely and automatically, which helps
to manage energy generation and distribution more efficiently,
and reduces costs for both the energy provider and consumer
[1]. However, these benefits come with privacy challenges.
One is smart meter privacy problem as illustrated in Figure
1. The inhabitants electricity usage data might be stored and
analyzed by the energy provider. Thus, the lifestyle of the
inhabitants can be revealed. Besides, the information could
be sold to some third party, and might be used for malicious
purposes [2].

123456

Fig. 1. Illustration of smart-meter privacy leakage

It has been suggested that this problem could be solved by
utilizing privacy-preserving methods using encryption, alterna-
tive energy sources or energy storage devices [1] [3]. However,
these methods are only proposed and simulated, no experiment
with real energy consumption data has been done to test if the
privacy-preserving methods work in the real world.

In order to fill this gap, this project will study one of these
smart meter privacy-preserving methods with a public data
set, the Reference Energy Disaggregation Data Set (REDD)
[4]. REDD consists of specific electricity consumption for a
number of real houses in Boston over 119 days’ time. For each
monitored house, the whole home electricity signal and up to
24 individual circuits in the home have been recorded [4].

To evaluate the privacy-preserving method Bayesian risk anal-
ysis will be used. Bayesian risk analysis is a method where
a cost is tied to the outcome based on the hypothesis. The
minimal achievable Bayesian risk is desired by the adversary,
so a privacy-preserving method should seek to maximize it.

In this paper, the study will be divided into three steps.
Firstly, processing of the data from the data set is required
to get the statistical information needed. Secondly, a smart
grid without a privacy-preserving method will be modeled.
Then, the privacy-preserving performance of the smart grid
model will be assessed based on the proposed privacy leakage
measure of minimal achievable Bayesian risk of the adversary
[5]. By introducing an alternative energy source, the smart me-
ter readings can be distorted such that the privacy-preserving
performance can be improved. The optimal privacy-preserving
scheme can be obtained by solving the optimization problem to
maximize the minimal Bayesian risk of the adversary. Finally,
the optimal privacy-preserving method needs to be tested by
using the REDD data set.

II. DATA SET PROCESSING

A. The REDD Data Set

The REDD data set contains several weeks of energy con-
sumption data for 6 different homes. The data set contains
two main types of home electricity data: high-frequency cur-
rent/voltage waveform data of the two power mains (as well
as the voltage signal for a single phase), and lower-frequency
power data including the mains and individual, labeled circuits
in the house. In this report, only the lower-frequency power
data from house one will be used.
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B. Data Processing

The energy consumption over the course of two days for
house one in REDD is showed in Figure 2.

Fig. 2. Whole house energy consumption over the course of two days

The time period with continuously high energy consumption
value is identified as the owner is at home. While the time
period with continuously low energy consumption value is
identified as the owner is not at home. Time period between
them is identified as uncertain time period whose beginning
and ending time slots are denoted by A and B. Afterwards,
the energy consumption probability density functions are fitted
to the data to see if there is one that is usable for further
evaluation, but none of the attempted ones fit very well to the
empirical distribution.

Instead of fitting a probability density function to the empirical
distribution, the energy consumption values, which are in
the range of 0 to 350, are evenly divided into five different
levels. It is assumed that the energy consumption value is
independently identically generated. The values in each energy
level are counted and divided by the total amount. Thus, the
empirical probability of each energy consumption level given
that someone is at home Pishome(1 − 5) or that no one is at
home Pnothome(1 − 5) is calculated and shown in Figure 3
and Figure 4.

Fig. 3. Empirical probabilities of each energy consumption value if someone
is at home

Fig. 4. Empirical probabilities of each energy consumption value if no one
is home

III. SMART GRID MODEL WITHOUT ANY
PRIVACY-PRESERVING METHOD

A. Smart Grid Model

The model of a smart grid system without privacy-preserving
method is shown in Figure 5.

Fig. 5. A smart grid model without a privacy preserving method

Xt is the real-time energy consumption value used by the
household, and Yt is the data recorded by the smart meter.
When no privacy-preserving method is applied, Xt is equal
to Yt. Ht represents the behavior of the consumer, while Ĥt

represents the guess of the adversary with access to Yt. In this
report we only consider two different states for Ht and Ĥt.
Ht = {1 if someone is home, 0 if no one is home}
Ĥt = {1 if the adversary thinks someone is home, 0 if the
adversary thinks no one is home}

B. Bayesian Risk Analysis

Using the detection-operational privacy leakage model dis-
cussed in [6], the privacy risk is measured by the minimal
achievable Bayesian risk of the adversary. [6]
The costs of the possible decisions of the utility provider are
set as follows:

C(Ĥt = 0|Ht = 0) = 0, C(Ĥt = 1|Ht = 0) = 1,

C(Ĥt = 0|Ht = 1) = 1, C(Ĥt = 1|Ht = 1) = 0.

This simplifies the Bayesian risk to the probability of error.
δe = E(C)
=

∑
Ht,Ĥt

C(Ĥt|Ht)P (Ĥt, Ht)

= P (Ĥt = 1, Ht = 0) + P (Ĥt = 0, Ht = 1)



203

D2. SMART METER PRIVACY LEAKAGE

=
∑

Xt,Yt
P (Ĥt = 1, Yt, Xt, Ht = 0)

+
∑

Xt,Yt
P (Ĥt = 0, Yt, Xt, Ht = 1)

=
∑

Xt,Yt
P (Ĥt = 1|Yt)P (Yt|Xt, Ht = 0)

P (Xt, Ht = 0)
+
∑

Xt,Yt
P (Ĥt = 0|Yt)P (Yt|Xt, Ht = 1)

P (Xt, Ht = 1)
=

∑
Xt,Yt

P (Ĥt = 1|Yt)P (Yt|Xt)P (Xt|Ht = 0)P (Ht = 0)

+
∑

Xt,Yt
P (Ĥt = 0|Yt)P (Yt|Xt)P (Xt|Ht = 1)P (Ht = 1)

=
∑5

Yt=1 P (Ĥt = 1|Yt)
∑

Xt
P (Yt|Xt)P (Xt|Ht = 0)

P (Ht = 0)
+
∑5

Yt=1 P (Ĥt = 0|Yt)
∑

Xt
P (Yt|Xt)P (Xt|Ht = 1)

P (Ht = 1)

Some reductions of the equations are according to Markov
chain settings.
Since Yt is equal to Xt,
P (Yt|Ht = 1) = P (Xt|Ht = 1) = Pishome,
P (Yt|Ht = 0) = P (Xt|Ht = 0) = Pnothome.
And P (Yt|Xt) = 1 if Yt = Xt

The purpose of the adversary is to minimize their probability
of error (δe). To achieve this goal, an optimal decision
strategy will be applied by the adversary as follows.∑

Xt
P (Yt|Xt)P (Xt|Ht = 0)P (Ht = 0) (1)∑

Xt
P (Yt|Xt)P (Xt|Ht = 1)P (Ht = 1) (2)

if (1) > (2) then P (Ĥt = 1|Yt) = 0 and P (Ĥt = 0|Yt) = 1
if (1) < (2) then P (Ĥt = 1|Yt) = 1 and P (Ĥt = 0|Yt) = 0

Then, the time period from A to B, when the realization of
Ht is uncertain, is investigated. Since the considered uncertain
period is after a time period when the owner is assumed to
be not at home and before a time period when the owner is
assumed to be at home. Therefore, the prior probability P (Ht)
is considered to be time variant since P (HA = 1) = 0 while
P (HB = 1) = 1. Here, assume that P1(t) = P (Ht = 1)
linearly increases from 0 to 1, while P2(t) = P (Ht = 0)
linearly decreases from 1 to 0, which is shown in figure 6.
This prior information is assumed to be known to the adversary
and therefore their probability of error, shown in Figure 7, will
never be larger than min(P1(t), P2(t)). The Bayesian Risk,
now known as the probability of error, for this problem is
shown in Figure 8.

Fig. 6. In the time period A to B, where P1(t) is the probability of someone
being at home and P2(t) is the probability of no one being at home

Fig. 7. Upper bound of the probability of error for the adversary in the time
period A to B

Fig. 8. The minimal probability of error for the adversary without any privacy-
preserving method

IV. SMART GRID MODEL WITH AN ALTERNATIVE ENERGY
SOURCE

A. The Smart Grid Model

The model of the smart grid with an alternative energy source
is shown in Figure 9. Zt denotes the energy produced by
the alternative energy source. In this work, Zt is assumed
to take the energy levels 1 or 2 and is independently iden-
tically distributed generated following the probability settings
P (Zt = 1) = P (Zt = 2) = 0.5. In order to always satisfy the
energy consumption, there is a constraint that Xt ≤ Yt +Zt.

B. Bayesian Risk Analysis

The expectation of the cost can be described as a linear
equation
δe = E(C) =

∑
Ht,Ĥt

C(Ĥt|Ht)P (Ĥt|Ht)

= P (Ĥt = 1|Ht = 0) + P (Ĥt = 0|Ht = 1)
=

∑
XtYtZt

P (Ĥt = 1, Yt, Xt, Zt, Ht = 0)

+
∑

XtYtZt
P (Ĥt = 0, Yt, Xt, Zt, Ht = 1)

=
∑

XtYtZt
P (Ĥt = 1|Yt)P (Yt|Xt, Zt, Ht = 0)

P (Xt, Zt, Ht = 0)
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Fig. 9. Smart grid model with an alternative energy source

+
∑

XtYtZt
P (Ĥt = 0|Yt)P (Yt|Xt, Zt, Ht = 1)

P (Xt, Zt, Ht = 1)
=

∑
XtYtZt

P (Ĥt = 1|Yt)P (Yt|Xt, Zt)
P (Xt|Ht = 0)P (Zt)P (Ht = 0)
+
∑

XtYtZt
P (Ĥt = 0|Yt)P (Yt|Xt, Zt)

P (Xt|Ht = 1)P (Zt)P (Ht = 1)
=

∑5
Yt=1 P (Ĥt = 1|Yt)

∑
XtZt

P (Yt|Xt, Zt)
P (Xt|Ht = 0)P (Zt)P (Ht = 0)
+
∑5

Yt=1 P (Ĥt = 0|Yt)
∑

XtZt
P (Yt|Xt, Zt)

P (Xt|Ht = 1)P (Zt)P (Ht = 1)

The adversary wants to minimize their probability
of error and their strategy will be as follows∑

XtZt
P (Yt|Xt, Zt)P (Xt|Ht = 0)P (Zt)P (Ht = 0)(3)∑

XtZt
P (Yt|Xt, Zt)P (Xt|Ht = 1)P (Zt)P (Ht = 1)(4)

if (3) > (4) then P (Ĥt = 1|Yt) = 0 and P (Ĥt = 0|Yt) = 1
if (3) < (4) then P (Ĥt = 1|Yt) = 1 and P (Ĥt = 0|Yt) = 0

Thus the minimal probability of error for the adversary is as
follows: δmin

e =∑5
Yt=1 min{

∑
Xt,Zt

P (Yt|Xt, Zt)P (Xt|Ht = 0)
P (Zt)P (Ht = 0),∑

Xt,Zt
P (Yt|Xt, Zt)P (Xt|Ht = 1)P (Zt)P (Ht = 1)}

With the alternative energy source, it is possible to reduce
the energy supply from the energy provider. The expected
energy saving from the energy provider in the time slot t is

E(Xt − Yt).

Now, the privacy-preserving design objective is to optimize the
control strategy P (Yt|Xt, Zt) such that the minimal probabil-
ity of error δmin

e is maximized under a lower bound constraint
on the expected energy saving from the energy provider:

max
PYt|Xt,Zt

δmin
e , s.t. E(Xt − Yt) ≥ λ.

Now, the privacy-preserving design objective is to optimize the
control strategy P (Yt|Xt, Zt) such that the minimal probabil-
ity of error δmin

e is maximized under a lower bound constraint
on the expected energy saving from the energy provider:

max
PYt|Xt,Zt

δmin
e , s.t. E(Xt − Yt) ≥ λ.

The adversary will guess the realization of Ĥt (1 or 0) based
on different Yt (1-5). For each value of Yt there are two
possibility of Ĥt. Thus there are 25 = 32 different possible
decision strategies for the adversary. The proposed privacy-
preserving optimization problem can be reformulated as a set
of linear programmings. Each linear programming corresponds
to an optimization of control strategy to maximize the minimal
probability of error under the constraints of expected energy
saving and the optimality of a decision strategy for the adver-
sary. Then, the Matlab tool CVX can be used to solve the linear
programmings efficiently [7]. After that, the optimal control
strategy of the proposed privacy-preserving optimization is the
optimal control strategy of the linear programming with the
maximum minimal probability of error.

The probability of error for the adversary with an alternative
energy source and no less than 0 levels of expected energy
saving from the energy provider is shown as the blue line in
Figure 10. If on average no less than 0.2 levels of energy
needs to be saved, the privacy-preserving performance is the
same. However, if on average at least 0.3 levels energy should
be saved, the result is different as shown as the orange line in
Figure 10. For 0.7 units of power saving the privacy-preserving
performance is degraded as shown as the yellow line in Figure
10. For no less than 0.8 levels of power and above there is no
energy control strategy to satisfy the energy-saving constraint.

Fig. 10. The maximized minimal probability of error for the adversary with
an alternative energy source and no less than λ levels of expected energy
saving from the energy provider

V. DISCUSSION

The minimal probability of error without the privacy-
preserving method peaked at almost 0.1. The minimal prob-
ability of error with the method is above 0.1 80% of the
time, peaking at 0.5. It means that with the privacy-preserving
method, the privacy leakage for the inhabitant is much lower
than without it.

As can be seen in the results, it is possible to achieve minimal
privacy leakage when the alternative energy source is not used
to save energy from the energy provider. It is also possible to
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save some energy, around 0.2 units, while maintaining minimal
privacy leakage. The probability of error shown in Figure 7
is identical to the one shown in Figure 10, which means the
method in this case is privacy-preserving perfect.

It is possible to save more than 0.2 units of energy while the
results start to deteriorate and the privacy leakage just gets
worse from there.

It could be possible to store the excess energy produced by the
alternative energy source and use it at a different time. This
opens up new possibilities to improve the privacy-preserving
performance. For example, the system could draw more energy
from the battery than the actual energy produced at a given
moment. However, this introduces a system with memory,
which is much more complex than the one discussed here.

Due to time constraints this report also does not explore all
the limits of the method. For example, if Xt could assume
values between 1 and 10 and Zt only 1 and 2, this method
might not provide satisfactory protection for the home owner.

VI. CONCLUSION

The minimal Bayesian risk of smart grids without a privacy-
preserving method for an adversary is calculated for house
one in the REDD database. Then, an alternative energy source
is added to the smart grid model. A maximization problem
of the minimal achievable Bayesian risk for the adversary is
formulated, subject to a certain energy saving constraint. The
problem is then reformulated as a set of linear programs that
are solved with the help of CVX. The results show that, as long
as the alternative energy source provides enough energy, it is
possible to achieve minimal privacy leakage for the inhabitants
in house 1 in the REDD data set with this method.
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Solving Linear Systems of Equations in Hardware
Rodrigo Serna

Abstract—Very frequently, a signal processing problem can be
reduced to solving a linear system of equations. This usually
happens in some fields that will be very important in the close
future, such as Artificial Intelligence and Machine Learning. This
paper shows a study of some applications related to Big Data
that require solving a linear system of equations. In advance,
one algorithm for solving systems is design and implemented in
a FPGA in a very generic way. Normally the solution of the
system is not the main objective in a problem, but only a step in
the processing. That is why the design was done in a way in which
it could be used as a component to solve different problems from
different contexts, and it is not focused in a specific problem.
Two algorithms for solving systems are studied.
Recursive Least Squares is simulated using Matlab and it is
implemented in a FPGA using the Verilog language. The result
of the implementation is tested to check that it can find an optimal
solution for a system of equations. The implementation is done
in a generic way so it can be used for different applications. It
was put in practice with a test and it was able to solve multiple
systems of equations and got the optimal solution.
A detailed description for Orthogonal Matched Pursuit is given,
and some simulations are performed to analyze the power
of the algorithm. Some useful ideas to be used in a future
implementation are given.

I. INTRODUCTION

VERY frequently a problem related to big data and pro-
cessing of signals can be reduced to solving a linear

system of equations. These types of systems appear very
usually when the objective is implementing an algorithm
related to machine learning, such as extracting useful infor-
mation from observations from a group of customers, or the
processing of multimedia data. Several problems are explained
in detail in [1]. In this type of applications there is a need
of solving these systems for huge amount of variables, and
unfortunately the simple known algorithms to solve systems
are not suitable because of their scaling. This is the case
of Cramer’s rule, which requires the computation of N + 1
determinants of order N , or the Gaussian elimination method,
whose complexity is O(n3) ([2]). This is why new methods
must be developed which could be implemented without too
much costs. Typically we will look for a way of solving them
in a recursive process, since recursive algorithms are normally
cheaper to implement.
When the number of variables is too high, there could be
no way of implementing them in a efficient way. Fortunately,
in some contexts the systems of equations can be cut into
multiple smaller systems, so they can be solved one by one
and then merge the solutions together. This advantage can
be used because typically the sum of the complexities of the
smaller systems is much smaller than the complexity of the
original one. On the other hand, the time of solving all the
smaller systems could be greater than before, which could be
a problem when we are working in a real time application, so

an equilibrium between these two aspects must be found.
The definition of ’solving a system of equations’ could vary
depending on the nature of the system and the context. The
following paragraphs will describe the different cases that can
be found.
If the number of independent equations is equal to the number
of variables, the system is compatible and finding a set of
values which satisfies all the equations at the same time is
possible. We call this set of values the solution of the system.
In some cases it is not possible to find a set of values which
satisfies all the equations at the same time. These kind of
systems are called incompatible. This fact usually happens
when the number of equations is larger than the number
of variables, although it could occur when there are less
equations than variables and some of those equations are a
linear combination of the others. In this case the problem is
looking for a set of values that meets certain condition which
depends on the context we are working on. Some typical
conditions that are normally imposed for a solution of the
system is minimizing the p − norm of the error vector, for
p = 1 or 2. In this paper the Least Squares method will be
described, which can be used to solve this type of system when
the 2− norm must be minimized.
Finally, when the number of variables is larger than the
number of equations and the system is not incompatible,
finding a infinite number of sets of values which satisfies all
the equations is possible. In fact, the solution of the linear
system will span a affine space associated to a vector space
of dimension numberofequations − numberofvariables.
When this is the case, the objective is finding one of those
solutions which satisfies certain condition.
Not only we need to develop special algorithms when the
size of the system is too big, but there are also other special
cases. If the definition of the system is not constant in time
(maybe because the number of equations or the number of
variables is varying), solving the system from scratch after
each change could not be very efficient. Another way of
updating the solution when we get new data could be found.
The Recursive Least Square algorithm will be used in the
work of this paper to solve incompatible systems in which
the number of equations is increasing. There are other kind
of problems in which the solution of the system has some
characteristics that could be exploded using certain algorithm.
This is the case of the OMP algorithm, which can be used to
get the sparse solution of a system with less equations than
variables.

II. LEAST SQUARES AND RECURSIVE LEAST SQUARES

A linear system of equations can be written as:

Y = AX + ω (1)
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Where A ∈ RM×N , X ∈ RN , Y ∈ RM and ω ∈ RM .
ω will be assumed to be a random variable which follows a
distribution of mean 0. When M > N (this is, the number of
equations is larger than the number of variables), the system is
normally incompatible. This is the case that will be developed
in this section.
The Least Squares problem consists in finding the vector X̂ ∈
RN which minimizes the norm of the vector r = AX̂ − Y .
This optimal solution will be obtained when the vector r is
orthogonal to the space that is spanned by the columns of A.

AT r = ATAX̂ −ATY = 0 (2)

So the optimal solution must satisfy the following system of
linear equations.

ATY = ATAX̂ (3)

And thus:
X̂ = A+Y (4)

Where A+ is the Moore pseudoinverse, which is defined as:

A+ = (ATA)−1AT (5)

In order to get the optimal solution the inverse of a matrix of
size M × M must be computed, which is a very expensive
computation for large values of N . This problem can be avoid
with the use of Recursive Least Squares.
In the RLS algorithm, the solution of LS will be computed for
a linear system in which the number of equations is increased
one by one. We will denote ak as the coefficients of the
equation number k, and Ak as the matrix with the coefficients
of all equations from the first one to the number k. In the
same way, we will denote yk as the element number k in the
vector Y .

Ak+1 =

[
Ak

aTk+1

]
(6)

Yk+1 =

[
Yk

yk+1

]
(7)

The solution to the system that is formed by the first k
equations can be got using the equation 4.

X̂k+1 = (AT
k+1Ak+1)

−1AT
k+1Yk+1 =

=

([
Ak

aTk+1

]T [
Ak

aTk+1

])−1 [
Ak

aTk+1

]T [
Yk

yk+1

]
=

= (AT
kAk + ak+1a

T
k+1)

−1(AT
k Yk + ak+1yk+1) (8)

In the equation there is an inversion of the sum of two
matrices. This expression can be written in terms of the two
matrices using the identity 9.

(A+B)−1 = A−1 − 1

1 + g
A−1BA−1. (9)

Where g = trace(BA−1).

Substituting the equation 9 in the equation 8, it results in
the following expression:

X̂k+1 = (Pk −
1

1 + g
Pkak+1a

T
k+1Pk)× (AT

k Yk + ak+1yk+1)

(10)

Where Pk = (AT
kAk)

−1 and g = trace(ak+1a
T
k+1Pk).

If we recognise Xk = PkA
T
k Yk, the following equations will

be obtained:

X̂k+1 = X̂k +K(yk+1 − aTk+1Xk) (11)

Pk+1 = Pk(I +KaTk+1) (12)

Where:
K =

1

1 + aTk+1Pkak+1
Pkak+1 (13)

This means that the solution in each iteration can be computed
using only the solution to the previous iteration and a residual
matrix (which was called P ), and there is no need of keeping
all the previous equations.
The RLS algorithm only works in the case in which the num-
ber of equations is larger than the number of variables. This
means that the algorithm must be initialised when Ak = AN ,
and thus Pk = (AT

NAN )−1 and X̂k = PkA
T
NYk, so there is a

inverse that must still be computed.
In order to avoid the matrix inversion, N ’random’ equations
could be added at the beginning of A. Of course these
equations will affect the precision of the solution of the system,
but there is a way to minimize this effect. Looking at the
equations 12 and 11 we can notice that Xk+1 tends to Xk

when K tends to 0. The same happens with Pk+1. So if P0

is initiated with large numbers, (which means K will have
large numbers too) Xk+1 will be very different from Xk and
the equations we added will be ’forgotten’ soon. The vector
X could be initiated with any value and it should not affect
to convergence of the algorithm, although it is precission will
increase if the initial value is close to the final solution.
In the following subsections two different cases in which this
algorithm can be used will be described and some applications
in which this implementation could be useful will be exposed.

A. Case 1: The equations are not a priori known

In this section some aspects of the generic version of
RLS will be exposed. A typical problem for this case is the
following:
A variable y is known to depend on different variables
x1, x2, x3..., xN . The problem consists in estimating a function
model which could be used to predict the value for y from a
set of known values for the different xk. If the model can
be assumed to be lineal, this problem consists in giving the
coefficients c1, c2, c3, ...., cN such that:

y = f(x1, x2, x3..., xN ) = c1x1 + c2x2 + c3x3 + ...+ cNxN

(14)
And it can written as:

y =
[
x1, x2, x3, ..., xN

]




c1
c2
c3
...
cN




(15)

We can notice that the measurement of a set of values for
y, x1, x2, x3, ..., xk will produce an equation that satisfies
the solution for the values of c1, c2, c3, ...., cN . With enough
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measurements, a system of equations can be formed whose
solution will give the values for ck.
We should note that this can be used even when the real model
to be estimated is not linear. Any real function f(x) can be
written as a linear combination of xn, n ∈ 0, 1, 2, ...,∞ using
the Taylor’s theorem.
The expression for a one dimension function is the following:

f(x) =

∞∑
n=0

f (n)(0)

n!
xn (16)

Where f (n)(x) is the result of deriving the function f(x) n
times. It can be generalized for larger number of variables.
If the variables xn are considered as independent variables xk,
it can be converted into a linear system of equations too. Of
course the infinity terms of the Taylor’s expression can not
be considered and the variables for n > N must be despised.
This will cause that the system of equations formed by the
measurements will be incompatible. Using Least Squares the
coefficients that will better approximate the model can be
gotten. The incompatibility of the system will still appear
when the model to be modelled is originally lineal if there
is some error in the measurements.
As was exposed, the samples for the variables xk together
with y can build a linear system of equations.




y1

y2

y3

...
yM



=




X1

X2

X3

...
XM







c1
c2
c3
...
cN




(17)

Where Xi is a set of the values for all xk that were
measured together with yi. The system will receive the tuples
Xi, yi one by one, so if the system could continually be
learning from coming data and improving the estimation of
the model, RLS would still be able to solve the system of
linear equations. As was noticed before, the previous equations
will not be kept during the executions so the system could be
running for an unlimited time.

B. Case 2: The equations are a priori known

In other cases, the equations that form the system of
equations will be already known when the algorithm is im-
plemented and only the measurements will be received one
by one. In this case the expressions for the RLS algorithm
could be simplified, as will be exposed.
Frequently the equations will not come one by one, but they
are known when the algorithm is started. Normally this system
of equations must be estimated, and some methods to estimate
them have been developed. Some of these methods can be
found in [3]. The measurements will be received one by one
and the solution to the system must be estimated each time one
of them arrives. Since the equations are known, the equation
13 can be calculated a priori for each one of the iterations,
so they can be considered as an input. This means that the
execution of RLS will be reduced to the computation of the
equation 11.
Although this version of RLS is much simpler, it has some

limitations. The vector K must be stored for each one of the
iterations, so a matrix of size M must be stored together with
the matrix A (of the same size). Since keeping both matrices
for very large values of M could not be possible, the algorithm
cannot be running forever the same way the other version
could. Another limitation is that not only the equations must
be known, but also the order in which they will be used. The
vector K depends on P0 which is defined as (ATA)−1, so
the permutation of the rows of A will cause a change in the
values for K.

III. SIMULATION OF RLS ALGORITHM

In this section the results of RLS for different inputs will be
analyzed so it could give some idea about which is the power
of the algorithm. These test were performed using Matlab.
The simulation will be run with different values for the
parameters that affect the performance of the algorithm, such
that the number of equations, the number of variables and the
signal to noise ratio (SNR). All of them were obtained from
the generic version of RLS, but the results should be exactly
the same with the simplified version. In order to normalize the
parameter of the algorithm, in these tests the used matrix A
will be orthonormal, so the power of signal X and the power of
signal AX are the same, and the power of the noise is 10

SNR
10

times the power of the signal. This is a specific case for the
algorithm, but the results should be extrapolated to any other
case. The signal will have an additive white gaussian noise of
certain SNR.
The objective of these tests is knowing how much equations
are needed to reduce the SNR to some acceptable value.
Of course the concept of ’acceptable’ will depend on the
application, so the set of tests that were performed were design
in a way such that they could provide conclusions for different
contexts.
The signal on which the algorithm is executed will be used will
be an image, so the quality of the result can be valued easier.
Since the processing of the whole image would require too
much operations, the image has been split into pieces of size
4x4 which are processed independently. The same technique
will be used in the test of the implementation.
The obtained results when the SNR of the AWGN (this
is, mean zero noise of gaussian distribution that is added to
the signal) is 10dbs are shown in figure 1. The values for R
means the coefficient between the number of equations and
the number of variables in each image.

The difference between the images is obvious: with larger
numbers of measurements the noise is reduce. The figure 2
shows the relation between the number of iterations and the
SNR.
The following test were design with the purpose of showing

how the noise could be reduced. The SNR of the AWGN is
−10dbs (this is, the power of the noise is ten times the power
of the signal) and there are available an unlimited number of
equations. The figure 3 shows the dependence of the SNR
with the number of measurements.

Although the power of the signal was nothing compared to
the power of the noise during the first iterations, it was reduced
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Original image R=1

R=2 R=3

R=4

Figure 1. Comparison of results for different number of equations
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Figure 2. Evolution of the SNR with the number of measurements.

and after a very high number of iterations the power of the
signal is larger than the power of the noise. This means that
getting a very high quality is possible when there are available
an unlimited number of measurements. On the other hand, the
slope of the graph decreases with the number of iterations,
so the number of equations that are needed to increase 1dB
the SNR will increase with the number of measurements we
have already used.

IV. SIMULATION OF THE IMPLEMENTATION

When an algorithm is implemented in a design, the data
must be represented in some format. Since doing an implemen-
tation with perfect precision is not possible, the representation
of the data will inevitably provoke some error in the result. A
decision about which is the best kind of implementation must
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Figure 3. Variation of the SNR with an unlimited number of measurements

be done in order to minimize that error.
There are two possible options: using fixed point implementa-
tion or float point. Float point gives us less error using the same
number of bits, but the implementation of the arithmetical
operations are very complex. In fixed point those operations
are much simpler. Fixed point was used in this work.
The number of bits that are needed will depend a lot on
the nature of the data we are processing: large numbers will
need more bits to be represented. This means that we cannot
conclude an implementation which is the best for any type of
application. A simulation using specific data is necessary to
know if the error we obtain with an implementation is suitable
for us.
Normally there are some constraints about the nature of the
data which can be exploited. For example, when the work is
about processing of images we can be sure that the values will
be between 0 and 255, so the partial results will probably be
limited too.
In RLS, the numbers obtained during the execution will give
us the format. The constants in which the implementation will
depend on are the values in the matrix A, the nature of the
signal X and the power of added noise. In this paper two
simulations of the simplified case of the algorithm are shown
for different kinds of matrix in order to check how the nature
of the data affects the results. In both tests the signal X is an
image, and the SNR of the noise is −10Dbs.
The first test is done using an orthonormal matrix. This means
that the power of the signal X should be the same than the
power of the signal AX , so the numbers of the signal AX
can be assumed not being very far from the interval 0 to 255.
The results are shown in the figure 4. The other test is done
using a random matrix with numbers between -15 and 15, and
it is shown in figure 5. The letters ’LF’ in the legend means
the fractional part, and ’LW’ is the length of the whole word
(this is, the length of the fractional part plus the integer part
plus one bit for the sign)
In the first test the result shows that using 16 bits the precision

is close to the ideal case. On the other hand, this result is not
applicable when the matrix is not orthonormal. The second
simulation shows that with the random matrix the number of
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Figure 4. Simulation of fixed point implementation with orthonormal matrix
and AWGN with SNR=10 dBs
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Figure 5. Simulation of fixed point implementation with random matrix and
AWGN with SNR=10 dBs

bits that will give a good precision is 32.
When the complete algorithm must be implemented (this is,
the equations are coming together with the measurements),
the results are more sensible to the number of bits. In this
version there could be not only very large numbers, but also
there could be very small numbers that could be rounded
to 0 if the number of bits in the fractional part is not long
enough. In advance, since the number of operations is much
larger there will be a larger accumulative error. In order to
show these effects, figure 6 shows a simulation with the same
characteristics than in the second test. Now the implementation
of 32 bits with 15 bits for the fractional part will not work,
and the length of the words should be increased.

V. DESIGN OF RLS

A. Case I: The system is not known

In this section an implementation for the complete version
of RLS will be proposed. This design must compute the equa-
tions 11, 13 and 12. In order to get a simpler understanding
of the design, the partial results of the algorithm will be
given name. So we will denote r = P0a, s = aT r = rTa,
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Figure 6. Simulation of the whole version of RLS with fixed point imple-
mentation with random matrix and AWGN with SNR=10 dBs

v = aTP0 = PT
0 a, y = aTx0 = xT

0 a and m = 1
1+s . Then

the calculation of k = mr, dP = kv and dx = k(b − aTx0)
can be done using those values. Finally, x = x0 + dx and
P = P0 − dP .
To implement a matrix it must be vectorized, so a matrix A
would be implemented as a vector [a1, a2, a3, ..., aN ], where
an is the row number n. This means that if V is a vector, then
the implementation of V is the same than the implementation
of V T . This abuse of the notation was used in the expressions
for s, v and y.
The most expensive computations are the calculation of r and
v, which will need N2 multiplications and n additions. In
advance, there is a division to calculate m, which needs a
very complex implementation. So the number of operations in
one iteration will be in the order of n2.
Doing all the operations at the same time could need too much
resources, and doing all of them using only one multiplier and
one adder would need a time of execution of O(N2). Thus,
a balance between the complexity of the implementation and
the time of execution must be found. The implementation that
is proposed in this paper was design in a way in which both
the complexity of the time and the area is O(N). The design
of the implementation is shown in figure 7.
In this implementation there are three blocks of operations:

the inner product of two vectors, the product of a constant and
a vector and the addition of two vectors. The inner product
uses N multipliers and N − 1 adders. Using the configuration
shown in figure 8 to calculate the additions and assuming N
is a power of 2, the time used to calculate the inner product
of two vectors would be Tmultiplication+ log2(N)×Taddition.
The addition of two vectors need N adders, and its time of
execution will be Taddition. Finally the product of a constant
and a vector will need N multiplications, and the time will be
Tmultiplication. In advance, there are 2 more adders and one
division.
The total number of operators will be log2(N) +N +2 addi-
tions, 2N multipliers and 1 division. When one clock period
is used for each addition (which can be very helpful because
the inner product will work as a pipeline and in advance the
clock frequency will be higher), the time of execution of one
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Figure 7. Design of implementation of complete RLS

iteration will be approximately 4N + 4log2(N) + 26 clocks.
Since the division is a complex operation it will probably need
more than one cycle, but if its time is less than log2(N)+N+2
it could be done in parallel with the computation of v and the
division will not have any cost in time. If this is not possible,
the time of each iteration will be some cycles longer.

Figure 8. Configuration of the inner product for N = 4

B. Case II: The system is fixed

As was exposed, in this case the implementation is simpler
since only the equation 11 must be implemented. Figure 9
shows one possible implementation of this algorithm. The
number of operations is O(N), so the complexity is much
lower than in the last case. In the proposed design the size for
the implementation is fixed and the time is O(N), although
another version could be done in which the time is fixed

and has an architecture whose complexity increases with the
number of variables of the system.

The proposed design has one multiplier and 2
adders/substractors. In this case, the inner product of
two vectors will be done with one multiplication to perform
ak × bk and an addition with feedback that will keep the
sum of ak × bk for all k. In this paper both operations are
considered to be done in the same clock period because the
generation of the control signals is simpler. This means that
the longest combinations time is Taddition + Tmultiplication

and it will give us the maximum clock frequency.

VI. IMPLEMENTATION & TEST

This section will describe the tests that were done to
check the correct behaviour of the system. The algorithm
was implemented in a FPGA Virtex 5 XC5VLX110T. The
programming was done using the Verilog language and the
software used for it was ISE Design Suite. Some modules
such as adders, multipliers and BRAMs were generated using
the IP core provided by the software. A simulation pre-
synthesize was done with the ISim software, and the results
were extracted from the FPGA using a debugging technology
called ChipScope.
Only the simplified version of RLS was tested in the FPGA.

A. Description of the test

The test that was implemented is the same than the one
which was exposed in the simulation of RLS section: an image
is divided in pieces 4x4 and they all are multiplied by the same
matrix A of size 32x16 (this is, the number of measurements
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Figure 9. Design of implementation of simplified version of RLS

is twice the number of variables). This matrix is formed by
random numbers between -15 and 15. To the result of the
multiplication a AWGN with 10 dBs is added. The objective
is getting an estimation of the image as close as possible to
the original one.
The matrix A and the matrix formed by the vector K in each
iteration will be implanted in the design as parameters. The
measurements (this is, the numbers in the vector Y) will be
stored in a BRAM to simulate the coming of the measurements
one by one. The data will be implemented using a length of
word of 32 bits, with 1 bit for the sign, 16 bits for the integer
part and 15 bits for the fractional part.
The diagram of the design of the test is shown in figure 10.
The measurements are taken from the BRAM and they are an
input for the RLS. When each one of the systems of equations
is solved, the solution is stored in a shift register. From the
shift register, the values of the pixels in the solution go one by
one to the ChipScope, which will will take samples and record
them. Then the obtained values can be seen in the computer
using the ChipScope analyzer, so they are colected and the
image can be built with Matlab. The RLS will have a output
signal (trigger) to indicate to the ChipScope module when
it must take a sample, and another signal that will enable a
counter that increases the address to read in the BRAM.
The synthesis report generated by ISE project showed that
the maximum frequency of the clock is 65 MHz. The chosen
frequency clock in the implementation is 33 MHz because it
is the closest frequency that the FPGA provides us.

Figure 10. Design of the implementation of the test

B. Analysis of the results

As was said, the image can be built from the samples from
ChipScope. The figure 11 shows the original image, the image
after RLS in the simulation using 64 bits (this should be close
to the ideal case), the image after the simulation when fixed
point was used, and the result obtained from the FPGA.

The gotten result is similar to the original image, and that
matches with what was expected from the simulation. We can
conclude that RLS was correctly implemented and it is able
to solve linear systems of equations.

VII. ORTHOGONAL MATCHING PURSUIT

In this section the case in which we are interested in solving
a linear system of equations which has more variables than
equations will be discussed. As was said in the introduction,
this kind of systems have generally infinity solutions, so a
condition will be set to eliminate all solutions but one.
When a signal is too long, we could be interested in down-
sampling it so it is easier to store. The problem is that if
the original signal cannot got back some information will be
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Original image Result ideal simulation

Result simulation fixed point Result obtained from FPGA

Figure 11. Comparison of the simulations with the result

lost in the procedure. Since the down-sampling procedure is
a linear operation, it can be written as:

Y = AX (18)

Where A ∈ RM×N , X ∈ RN is the original signal and Y ∈
RM is the down-sampled signal, and M < N . The matrix A
could have different values depending on how we want to do
the down-sampling.
For example, if we want to down-sample a signal so that the
number of samples is the half, it could be done with the matrix:

Am,n =

{
1 if m = 2n
0 others

(19)

This is, the final signal will keep only the numbers in the
even positions. To have the original signal back, solving the
system will not give us a unique solution. To eliminate the
wrong solution, the condition that the DFT of both signals
must be the same will be set. That will give us the original
signal back, but only when the maximum frequency of the
original signal is not greater than N/(2M) (this is called
Nyquist’s criteria). In any other case, it will produce aliasing.
In this paper, a different condition will be set. Instead of
looking for the solution with the same DFT, the solution that
interests us is that in which the number of not-zero numbers
is very low compared to N (which is called sparse solution
of the system). Although we could think that this case is
too restrictive, it becomes always true when the signal is
in some domain such as the discrete cosine domain or a
wavelet domain. These domains concentrate the power in a
few coefficients and the other will have values close to 0. A
long explanation of these transforms can be found in [4]. This
means that any signal can be transformed so it will became a
sparse signal. In advance, not all matrices can be used to get
the original back. The characteristics of these matrices are not
know yet, but a lot of research is being done about this [5].
If the number of not zero values (we will call it Z) and all their
positions are known, the system of equations will be reduced
to the case in which both the number of equations and the
number of variables are Z. In general, either the number or
their position are not known. In this section we will work in

the case in which the number of not-zero values is known,
but the positions are not. The OMP algorithm can be used to
estimate the positions, so the simpler case can be solved lated.
Other type of methods are explained in [6]
All the explanations about OMP were extracted from [7]. This
algorithm will start assuming that all the values are zero, and
that number will increase one by one till Z. This is a recursive
algorithm with Z iterations. In each iteration, a matched filter
operation and an orthogonal proyection are performed to know
which variable is the best candidate to be added to the list
of non-zero values. After Z iterations, it will produce an
estimation of the sparse solution we are looking for.
In each iteration a residual vector will be defined as:

r = Y −AX̂ (20)

So r will measure the error of the last found solution. As was
said, the algorithm will initiated assuming that all the variables
are 0 and so r = Y . Then the residual correlations of r with
the columns of A are calculated . This step can be written as:

c = AT r (21)

The largest of the indexes will give us the index of the best
candidate for being a non-zero value. Now the solution can
be updated including the new non-zero variable. The non-zero
values of x̂ can be calculated as:

x̂nz = A+
nzY (22)

Where A+
nz means the pseudoinverse of the matrix formed by

the columns of A that corresponds to non-zero variables. When
the new estimation is got, the new iteration can be started.
The most expensive operation in this algorithm is the calcula-
tion of A+

nz in each step. If we denote Sn as the value of Anz

in the iteration n, then Sn+1 = [Sn|an+1] where an+1 is the
column associated with the variable we add in the iteration n.
Using this fact, the pseudoinverse of Sn+1 can be calculated
as:

S+
n+1 = (ST

n+1Sn+1)
−1ST

n+1 = (23)

([Sn|an+1]
T [Sn|an+1])

−1[Sn|an+1]
T = (24)

[
ST
n Sn ST

n a
(ST

n a)
T aTa

]−1

[Sn|an+1]
T (25)

Which has the inverse of a matrix in block form, and thus it
can be rewritten as: [8]

Pn+1 =

[
Pn + 1

kPnS
T
n ana

T
nSnPn − 1

kPnS
T
n an

− 1
ka

T
nSnPn

1
k

]
(26)

Where Pn = (ST
n Sn)

−1 and k = aTa− aTSnPnS
T
n a.

Now the equation 22 can be rewritten using these formulas.

x̂n+1 =

[
Pn + 1

kPnS
T
n ana

T
nSnPn − 1

kPnS
T
n an

− 1
ka

T
nSnPn

1
k

]
Bn+1

(27)

Bn+1 =

[
Bn

anY

]
(28)

In the first iteration, the algorithm must be initialised. S1 is
a vector (only one column has been chosen), and this means
that ST

n Sn is a number so Pn can be computed as the inverse
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of that number. B0 can be considered an empty matrix, and
as was said r0 = Y .
We should note that the size of the matrices Sn and Pn

increases with each iteration.This means that the number of
operations will not be constant along the iterations and it
could be too large for high values of Z.

VIII. SIMULATION OF OMP
This section will show the results obtained using OMP

in Matlab. The simulation consists in generating a random
signal which has a high rate of zeros. The signal is multiplied
by a random matrix and OMP will try to get the original
signal back. In each iteration the error between the estimated
signal and the original one is calculated and at the end of the
algorithm the relation between SNR and number of iteration
is plotted.
Figure 12 shows the SNR as a function of the number of
iterations for different number of zeros in the original signal.
OMP always manage to get a good estimation of the signal
when the number of iteration reaches the number of not zero
values. The graph increases slowly during the first iterations
and very fast during the last ones, but it is still possible to get
a good approximation when the number of iterations is almost
the number of non-zero values. All this means that the system
can be solved even if the number of equations is lower than
the number of variables.
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Figure 12. Dependence of SNR with the number of not-zero values in the
signal for different ratios

IX. IMPLEMENTATION OF OMP
Although a design and implementation for OMP was not

realised during this thesis, some basic aspects concepts that
could be taken into account in future works will be exposed
in this section.
If we denote Q = STa, the equation can we rewritten as:

Pn+1 =

[
Pn + 1

kPnQnQ
T
nPn − 1

kPnQn

− 1
kQ

T
nPn

1
k

]
(29)

Since there are several matrices products and only one ma-
trices addition, the complexity of the algorithm could be

approximated looking only at the products. These products
are Q = STa, C = PQ, D = QTP , E = DQ and b = aY ,
so the number of operations is in the order of O(n2). Finally,
finding a balance between the area of the implementation and
the time of execution could not be as trivial as it was in RLS,
because the matrices product cannot be done using a inner
product block several times since the size of those vectors is
not constant.

X. CONCLUSION, DISCUSSION OF THE RESULTS AND
FUTURE WORK

A. Conclusion

There are a lot of problems from different contexts that
can be reduced to solving a linear system of equations. The
methods for solving them are generally complex and they need
a lot of computation, so specific devices that optimize them
must be developed.
Recursive Least Squares is able to find the optimal solution for
a system of equations, and it can be efficiently implemented
in a FPGA.
With Orthogonal Matched Pursuit, finding the sparse solution
for a system of equations can be done recursively. This kind of
solutions have a lot of applications that will have great impact
in the coming years.

B. Discussion of the results

Although recursive algorithms can simplify the
implementation and decrease the cost, the full version
of RLS is still very complex and its implementation together
with other modules could cause some problems. On the other
hand, the proposed implementation for the simplified version
of RLS does not require a lot of operators, but it requires
more memory to keep the inputs for the system. That is why
in some cases RLS could inevitably require a whole device
and the other modules should be implemented in a distributed
architecture.

In the case of OMP, the number of operators is much
larger than in RLS. Since the complexity increases a lot with
the size of the system of equations, different designs could
be done depending on the limitations in time and area.

Finally, the FPGA is considered the best device for im-
plementation against microprocessors or and Arduino device
because it is the one that provides a faster execution, so the
area of the implementation could be reduced without any cost
in time.

C. Future work

The same way RLS was designed and implemented in this
project, OMP can be optimized and programmed to work
in a FPGA. A possible implementation of OMP is done in
[9], although there are some differences to the one which is
discussed in this paper. In advance, there are other similar
algorithms that are suitable for different cases. There are some
ways for finding a sparse solution for an incompatible system
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of equations (this is, merging the two cases this paper talks
about). A detailed explanation to this methods can be found
in [10].
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Hardware Implementation and Analysis of a Big
Data Algorithm
Charles Kinuthia and Ming Peng

Abstract—We have more and more data to process compared
to the amount of data we had last year. Moreover current systems
need to process data even much faster than before to meet real
time constraints. We study two efficient algorithms used for signal
reconstruction, recursive least squares (RLS) and orthogonal
matching pursuit (OMP). We implement the RLS algorithm on a
field programmable gate array (FPGA) to reconstruct an image
signal and analyze the computation and complexity of the chosen
design to realize the algorithm. The aim of the project is to study
how the hardware constraints affect the latency and speed of the
algorithm. We are able to reconstruct the image signal using the
RLS algorithm. We conclude that there is a trade-off between
size of the design and the latency of data processing.

I. INTRODUCTION

LAST year the amount of data generated every day was
estimated to be 2.5 exabytes (1018) [1]. To store this

amount of data in CD-disks one would require 10 stacks of
CD-disk with a height equivalent to the distance between
the earth and the moon. Analysis of big data improves our
quality of daily life such as in medicine. Patients can wear
bio-sensors that send data to physicians for faster and easy
monitoring in real time [2]. This data can be in forms of X-
ray images, temperature readings or heartbeat sounds. Faster
and precise diagnostics can be made and ones health situation
can be monitored every so often so as to predict and probably
prevent some diseases. Other uses of big data is offering good
customer service through recommendations, weather predic-
tions, automation and development of artificial intelligence.
Self driving vehicles is an upgrade to ground transportation
[3].

To make sense of big data it has to be processed. However
traditional methods of analyzing big data are analogous to
finding a needle in a hay stack, therefore better and efficient
algorithms have to be used.

In this work two algorithms are studied: recursive least
squares (RLS) and orthogonal matching pursuit (OMP) to
analyze their computational complexity by implementing one
of the algorithms on a field programmable gate array (FPGA).
We implement the algorithm on hardware in section IV. The
results are presented in section V and the analysis of the
complexity and constraints of the hardware implementations
is in section VI.

II. THEORY

A. Least squares

Least squares is one of the methods used for carrying out
linear regression analysis to solve overdetermined systems [4].

Overdetermined system means that the set of equations is more
than the number of unknowns. Least squares problems fall into
two categories : linear or ordinary least squares and non-linear
least squares [4]. In this work only the linear problems are
considered.

The objective is to find the parameters such that the distance
between the data set and the linear model is as little as
possible. Figure 1 shows a visual representation of the problem
that least squares is used to solve. The parameters of the red
line give the least squared errors and thus is the best fit for
the model.

Fig. 1: Example of a linear regression [5].

A linear regression means that the model comprises a linear
combination of the parameters.

For n points the overdetermined system is

y1 = a11x1 + a12x2 + ...+ a1mxm + ω1

y2 = a21x1 + a22x2 + ...+ a2mxm + ω2

...
yn = an1x1 + an2x2 + ...+ anmxm + ωn

and this can also be written in matrix form as

y = Ax+ ω (1)

where this system has n linear equations and m unknown
coefficients, x1, x2, ..., xm with n > m, which means y ∈ Rn,
x ∈ Rm, A ∈ Rn×m, and ω ∈ Rn.

A =



a11 · · · amn

...
. . .

...
an1 · · · anm


, x =




x1

x2

...
xm


, ω =




ω1

ω2

...
ωn


, y =




y1
y2
...
yn
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In practice A is the matrix representing the sampling
system, y represents the vector of the measurements, and ω is
additive noise representing measurement errors. This system
usually has no solution, so the objective is instead to find the
coefficients x which fit the equations best. By calculating the
derivative of the sum of the squared residuals we can attain
a solution that best minimizes the error. The sum of squared
residuals, S is given by equation (2)

S(x̂) =
∥∥y −Ax̂− ω

∥∥2 (2)

x̂ is a candidate value for the parameter x. After some
mathematical manipulations, the coefficients that best fit the
equations are given by equation (3) below according to [4] .

x̂ = (ATA)−1ATy (3)

(ATA)−1AT is also called the pseudo-inverse, written as
A†. However, there are some limitations of the least squares
method, the first one is that the matrix A has to be a full
column rank matrix and n > m in order to perform the
pseudo-inverse, and the second one is that the size of equations
and the measurements is assumed to be constant when using
least square method.

B. Recursive least square

Suppose at time tn we have the overdetermined system
given by equation (4) below

y0 = A0x0 + ω0 (4)

where y0 ∈ Rn, x0 ∈ Rm, A0 ∈ Rn×m, ω0 ∈ Rn and n > m.
The optimal solution given by the least square will be given
by equation (3).

x̂0 = (AT
0 A0)

−1AT
0 y0 (5)

When new data arrives at time tn+1, we get a new equation
that can be written as equation (6) or (7) in matrix form.

yn+1 = an+1,1x1 + an+1,2x2 + ...+ an+1,mxm + ωn+1

(6)

yn+1 = aTx+ ωn+1 (7)

The new equation can be added at the bottom of the original
set of equations and the least square method can then be
used to give an optimal solution of the unknown parameter,
x. However this is neither an efficient nor pragmatic method
of finding the optimal solution when the matrix A is getting
larger and larger since calculating the inverse of the matrix
after each new measurement will cost more time and even
more resources. The RLS algorithm avoids recalculating the
inverses by making use of the previous optimal solution when
new data is received, thus reducing the number of unnecessary
calculations. In other words the RLS algorithm will be much
more efficient.

In order to do that, the new matrix A with new information

and the new measurements y can be written as, A =
[
A0

aT

]

and y =
[
y0

yn+1

]

To express the optimal solution after a new measurement has
been received as a function of the previous optimal solution,
several intermediate steps are necessary. For the new system
of equations the parameters of equation (3) can be identified
as,

ATA = AT
0 A0 + aaT (8)

ATy = AT
0 y0 + ayn+1 (9)

Equation (3) can now be written as

x̂ = (ATA)−1ATy

= (AT
0 A0 + aaT)−1(AT

0 y0 + ayn+1) (10)

The inverse of the sum of matrices according to [6] is

(C +B)−1 = (C)−1 − 1

1 + g
C−1BC−1 (11)

where g is the trace of the (BC−1). In our case A = AT
0 A0

and B = aaT.
Using equations (10), (11) and letting P0 = (AT

0 A0)
−1 the

recursive least square method can be compactly expressed by
the equations (12a), (12b) and (12c) according to [7].

x̂ = x0 + k(yn+1 − aTx0) (12a)

k =
1

1 + aTP0a
P0a (12b)

P = [I − kaT]P0 (12c)

Where k ∈ Rm.
From the equations (12a) the update of x is a vector

multiplied by the error yn+1 −aTx0 associated with the new
equation using the original x. The matrix P0 is updated in
equation (12c) for the next step in the iteration.

In real life, a large diagonal matrix P0 can be used to
initialize the recursive formula and letting x0 as a best first
guess. By doing so the matrix A0 is not necessary required in
the calculations, The requirement that A0 is singular can thus
be relaxed. This is why the recursive least squares solution
is more robust than the standard least squares solution. Also
note that both least squares and RLS can only be applied when
the number of equations are larger than the number of the
unknown coefficients.

C. Orthogonal Matching Pursuit

Often in practice, the number of measurements received
is less than the number of actual unknowns, which means
the system is under-determined. In this case, for extracting
the valuable information, a more advanced method will be
used instead, it is called orthogonal matching pursuit(OMP).
Theoretically there will be no unique solution for an under-
determined system, however it is proven that the system can
be solved if a few assumptions are made.

Consider a problem modelled by equation (13).

y = Ax+ ω (13)

where y ∈ Rn, x ∈ Rm, A ∈ Rn×m, and ω ∈ Rn. But
this time with n < m (underdetermined system of linear
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equations). To have a unique solution, the signal x must have
certain properties, in other words, it has be sparse in some
domain [8]. A K-sparse signal means it consists of most K
nonzero scalar components and also fulfills 2K < M .

For a sparse signal vector x = [x1, x2, . . . , xm], K is the
number of non-zeros in the vector x, I is a vector with the
index of non-zeros of x, that is I =

{
i : xi �= 0

}
. If x is

a sparse signal vector, the measurements will contain a lot of
invalid information(zeros), therefore the problem becomes an
overdetermined system again. Also if positions and numbers of
non-zeros are given, it will be very easy to calculate. However
in practice, there is no way of knowing the positions and
numbers of those valid information precisely. An approach to
approximate the solution of underdetermined systems is the
OMP algorithm.

In this work, a further assumption is also needed, i.e., the
number of non-zeros, K is known. The method to find the
index of the non-zero element in x is to find the highest
amplitude of ATrk−1, where k is the iteration counter and
rk−1 is the residual from the last iteration. Therefore the OMP
algorithm according to [8] is

Input:
1: A, y, K;
Initialization:
1: Iteration counter: k → 0;
2: r0 → y, I0 → φ; (residual at the beginning is y and vector
I0)
Iterations:
1: repeat
2: k → k + 1;
3: ik → index of the highest amplitude of ATrk−1;
4: Ik → Ik−1 ∪ ik; (| Ik |= k)
5: rk → y−AIk

A†
Ik
y; (Ik contains the indexes of non-zeros

of signal x and AIk
is the matrix that contains the columns

with indexes from Ik)
6: until (k > K)
7: k → k − 1; (Previous iteration)
Output:
1: x̂ ∈ Rm satisfying x̂Ik

= A†
Ik
y and x̂Īk

= 0

During the iteration process, in order to calculate the rk,
the pseudo-inverse is performed at each iteration, while the
size of the matrix gets larger. This will also require a large
number of unnecessary calculations, but there is also a way to
perform the computation of inverse operation recursively also
mentioned in [8].

At iteration k, the AIk
is obtained, and that can also be

written as AIk
= [AIk−1

aik ], so

A†
Ik
y = (AT

Ik
AIk

)−1AT
Ik
y

= ([AIk−1
aik ]

T[AIk−1
aik ])

−1[AIk−1
aik ]

Ty

=

[
AT

Ik−1
AIk−1

AT
Ik−1

aik
aik

TAIk−1
aik

Taik

]
(14)

Let β = aik
Taik − qk

T[Pk−1]
−1qk, qk = AT

Ik−1
aik and

[Pk]
−1 = [AT

Ik
AIk

]−1. To perform the Block-wise inversion
of equation (14) according to [9], a property of invertible

matrix, the OMP that performs the computation of inverse
operation recursively is as follows:

[Pk]
−1 =

[
Pk11

Pk12

Pk21 Pk22

]
(15)

Where

Pk11 = [Pk−1]
−1 +

1

βk
[Pk−1]

−1qkqk
T[Pk−1]

−1,

Pk12
= − 1

βk
[Pk−1]

−1qk,

Pk21
= − 1

βk
qk

T[Pk−1]
−1,

Pk22
=

1

βk
.

Also note that the computation of AT
Ik
y can be performed

recursively as

AT
Ik
y =

[
AT

Ik−1
y

aik
Ty

]
(16)

In real world applications, the OMP is applied for extracting
small amount of valuable knowledge among a very large
amounts of data when there is only a little bit of measurements
available.

III. MATLAB SIMULATION

The aim of the MATLAB simulation is to gain a basic un-
derstanding of the complexity and efficiency of the algorithms,
as well as the calculation cost for performing these algorithms.
A picture is used as an input (signal x) for the simulation
of the RLS algorithm. The objective is to reconstruct the
picture as with an as high quality as possible when the picture
went through a known system A and with also some additive
noise. Besides the floating point simulation, a fixed point
simulation of this algorithm will also be made so as to compare
these two kinds of simulation, and later on for the better
understanding of the hardware implementation as well as for
the purpose of finding the size of word length(number of bits)
for binary numbers to represent the signals in the hardware
implementation. The size of word length should be as small
as possible with a higher accuracy(less errors).

However for simulating the OMP, the input has to have
some properties, so the picture cannot be used as the signal
x. Instead some random numbers combined with zeros are
used in this case as the sparse signal x.

A. Numerical simulation

In order to gain more understanding and become more
comfortable working with big data, the simulation is essential
for not just learning the theory, but also being able to see the
results and their applications.

1) RLS simulation: In this simulation a random picture
is used as x in equation (1), the system A is a gaussian
distributed matrix and the additive noise ω is a gaussian
distributed vector. Due to the limitation of the calculation
speed of the computer, the size of the picture cannot be very
large. A small picture is used instead.
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The measurements y and the system A are given, by using
equation (12a), whenever a new measurement comes, a new
iteration will be calculated and x, k and P will be updated by
using the previous information. The sum of squared residuals,
S will become smaller and the estimated signal, x̂ will get
closer to the original signal.

2) OMP simulation: In this simulation x in equation (1) is
a vector with K non-zeros. The vector x contains a series of
random numbers and zeroes. The number of non-zeros, K, the
measurements, y as well as the system, A is assumed known.
By using the OMP algorithm the estimated signal, x̂ can be
shown to get closer and closer to the original signal after each
iteration.

B. Fixed point simulation

The purpose of the fixed point simulation is to gain a
basic understanding of how it is working when using the
hardware to do those calculations. In this work, only the
fixed point simulation of the RLS algorithm has been done,
because fixed point simulation of both algorithm will give the
same conclusion. The two most common classes of fixed-point
types are decimal and binary. Decimal fixed-point types have
a scaling factor that is a power of ten; for binary fixed-point
types, it is a power of two. Here the binary fixed point is used,
because it is commonly used in the hardware computations.
Fixed point means the number has a fixed number of digits
after and sometimes also before the radix point (after the
decimal point ’.’). This means the residuals between estimated
and original signal will become bigger compared to the non
fixed point simulation. In this simulation, a half of the whole
word length is used for the fractional part and other half
represents the integer part. For instance, there is a number,
0001 0100, it is 8 bits long, the first four bits is the integer
part, which is 1, and the rest four bit represents the fractional
part, so this number in decimal is 1.25. Different word lengths
(16 bit, 32 bit, 64 bit and 128 bit) have been tested in order to
find out what is an acceptable range of word length that has
less number of bits but with a higher accuracy so that it can
later be used for the hardware implementation.

IV. HARDWARE IMPLEMENTATION

Although the RLS algorithm can be realised by software,
it has its limitations. To process that amount of data is like
looking for a key in an ocean, the ordinary method to handle
this is clearly not appropriate here. In another words, a lot
of operations are required for software to compute, it is
a time consuming task and also requires a very powerful
computer to do it. In many respects it is more efficient to
perform the computations on the hardware in real life. To
gain an understanding of the complexity and computation
of processing data as well as learn the basics in hardware
design, a Field-programmable gate array(FPGA) is chosen to
implement the RLS algorithm. A FPGA is an integrated circuit
designed such that it can be reconfigured multiple times to
achieve desired functionality [10]. The configuration is done
using a Hardware Description Language (HDL) of which

VHDL and Verilog are the most popular in the industry. In
this project we use Verilog to implement the RLS algorithm.

The two major developers of FPGAs are Xilinx and Atlera.
An FPGA contains Configurable Logic Blocks (CLB) which
are the main resources used to realise designs. Xilinx’s CLB
contain two slices each containing multiplexers, look up tables
(LUTs), D-flip-flops and latches [11]. The size of the design
is mainly restricted by the number of CLB in the FPGA.
The FPGA also contains several IP cores including embedded
digital signal processing (DSP) slices that offer lower power
consumption and performance compared to logic elements
[11] and block random access memory (BRAM). In this
project the Virtex 5 xc5vlx110t evaluation board is used. The
board contains the FGPA and several IO ports.

There are three equations that needed to be implemented,
see equations (12a), (12b) and (12c). However in this case
as well as the real life cases, the system matrix A is assumed
known, and the input of the algorithm is the measurements that
are continuously coming, the equation (12b) and (12c) can be
calculated by software and then stored in the FPGA, because
the value of k and P are only dependent on the known values.
The only equation that is necessary to implement is (12a). A
difference between the software and hardware implementation
is that software developers need to consider the memory usage
of the computer while the hardware developers have to take
care of the actual size of the implementation. The space inside
the chips are limited. The space used inside the chip on
the FPGA has to be considered while the RLS algorithm is
implemented. To process the whole image at once will surely
require a lot of space in the chip. Instead of that it is better to
process a small piece of the original image at a time and later
when all the pieces are all done processing, the processed data
can be put together and used to reconstruct the image.

There are two types of digital circuits, in section IV-A the
combinatorial circuits are discussed and in section IV-B the
Sequential circuits are considered.

A. Combinatorial circuit

The combinatorial circuit will calculate everything in par-
allel, which means it takes less time, on the other hand
this implementation will require a larger space. In order to
implement the RLS algorithm full combinatorial, a lot of
multipliers will be required for doing the vector multiplication
and addition.

To implement the equation (12a), multiplications, subtrac-
tions and additions are required. aTx0 is a row vector times
a column vector which requires a large number of multipliers
and adders to perform the calculations if a full combinatorial
circuit is chosen, see figure 2. The figure shows the operation
of a row vector, aT multiplied with a column vector, x0,

where aT = [a1, a2, . . . , an] and x0 =




x01

x02
...

x0n


.

According to figure 2 if the size of aT is n the resources
required would be n multipliers and n − 1 additions. So if
the size of a is 16, it will require 16 multipliers and 15
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adders, which is a lot of space used in the FPGA. Another
disadvantage of the full combinatorial circuit design is that it
is not scalable due to its linear dependence between aT and
the number of multipliers required and thus this type of circuit
is not considered in this work.

Fig. 2: A full combinatorial circuit of a row vector times a
column vector.

B. Sequential circuit

Compared with combinatorial circuit, the sequential circuit
is much slower, but will take much less space. Unlike the
combinatorial logic, it performs the computations in series
controlled by a clock. In other words to calculate the vector
multiplication, the same multipliers and adders can be used
many times to achieve the final result. The sequential circuit
compromises speed for less space requirement but increases
the complexity of the design.

One more decision to make is the choice of the word
length. Different word length will give different precision but a
larger word length will of course require more space. Previous
simulations(fixed point simulation) in section III-B and its
results in section V-C shows that 32 bit is a very good choice,
see the figure 11 in the section V.

C. Our design

In this work, the design created is partly combinatorial and
partly sequential logic due to the balance of the calculation
speed and implementation space. In order to implement the
RLS algorithm, several modules were created. Xilinx offers
generator cores to create the basic modules such as multipliers,
adders and Block Random Access Memory (BRAM) so it is
not necessary to write the code for them.

The choice is to only use four multipliers to build the block
that calculates the row vector times the column vector, see
figure 2, but with only four multipliers(Mult).

Fig. 3: A sequential circuit of a row vector times a column
vector using 4 multipliers.

Since there will be 4 multipliers, the multiplication of first
four elements from a and x0 will be performed in parallel.
Within the same clock cycle the sum of the products will also
be calculated, that is a1 · x01 + a2 · x02 + a3 · x03 + a4 ·
x04. However this places a constraint on the maximum clock
frequency to guarantee the computation is complete. The time
needed to guarantee a valid output could be around 14 to 20 ns.
After waiting enough time, the next step is simply to increment
the index and choose the next 4 elements in both vectors until
the last element in both vectors is reached. Computing a vector
multiplication of size n will require n

4 + 1 clock cycles, n is
the size of the vectors. The extra clock cycle is required to
restart the calculation by setting the value of the register to
zero, see figure 3.

To implement the equation (12a), more operations except
for a row vector times a column vector is required. Such as
subtraction, vector addition and the operation which performs
a column vector multiplied by a row vector. To implement
these operations, the same principles as above are used. To
compute the vector addition, four adders are used for calculate
the sum of first four elements and store them in an array. The
result of a column vector times a row vector is a matrix, here
four multipliers are used also to compute the products of first
four elements of vectors. These modules are then put together
according to figure 4

Fig. 4: The module used to update the x value.

The next step is to create the final RLS block by connecting
a feedback loop from previous iteration and use a clock signal
to control so that all the operations are performed in order.
Given the size of the x is n, this block takes

(
2 + 3(1 +

n
4

)
) clock cycles to output to the new x value. As mentioned

earlier, to process the whole image is not recommended due
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to limited space. However the RLS block can be reused many
times after each piece of image is processed.

To check if the implementation works properly, the random
selected image is used as a dummy test. However the finished
product (RLS implementation on hardware) will also be able
to process any kind of data. The reason of using the images in
this work is because the estimated data (reconstructed picture)
can be compared with the original data (original picture) when
the process is complete. We check if the implementation is
working by simply checking the quality of the reconstructed
image.

The size of the image in this test is 3kB, which means
the vectorized image matrix, x has 3072 elements (numbers).
If eight elements from the vectorized image matrix x are
processed at each time, the measurements y received is set to
be four times larger than the size of x, which means the RLS
block will receive 32 measurements to reconstruct 8 values of
x. The total size of the measurements is 4 × 3072 = 12288.
The RLS block will be used 3072

8 × 32 = 12288 times
for processing the whole image. For processing data with a
different size, the amount of clock cycles used to process the
data will differ from the test in this work, the complexity
analysis of the implementation will be discussed in section
VI

V. RESULT

A. RLS simulation

Signal to noise ratio before using the RLS is 11.1886 dB,
after performing the algorithm, the SNR = 125.3460 dB. By
comparing the original picture in figure 5 and the reconstructed
picture in figure 6, it shows that the reconstructed image is
almost the same as the original one. Also the error curve in
figure 8 agrees with that. The error curve shows the sum of the
squared residuals in dB after each iteration, and it decreases
towards zero. The level of distortion is 11.1886dB. Figure 7
is the distorted picture, i.e. the measurements y.

Original picture
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Fig. 5: The original picture used as signal vector, x.

Reconstructed picture
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Fig. 6: The reconstructed picture using RLS, x̂.

Distorted picture
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Fig. 7: The distorted picture, the measurements y.
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Fig. 8: The error curve of the RLS. The sums of squared
residuals, S in dB, 20log(S) after each iteration.

B. OMP simulation

Signal to noise ratio before using the OMP is 12 dB,
after performing the algorithm, the SNR = 81.6182 dB. By
comparing the original data and the the estimated data in figure
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10, it shows that the estimated data is very close to the original
data. Also the error curve in figure 9 shows the same result.
The error curve shows the sum of the squared residuals in dB
after each iteration, and it decreases after each iteration and
goes down to −∞ at the end, which means that the estimated
data is almost the same as the original data.
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Fig. 9: The error curve of the OMP. The sums of squared
residuals, S in dB, 20log(S) after each iteration.
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Fig. 10: Comparison of the original data and the estimated
data after performing the OMP.

C. Fixed point simulation

Different word lengths gives different error curves. This is
due to quantization errors. Figure 11 shows that for longer
word lengths the error curve is close to that of the floating
point simulation. According to the same figure a word length
of 32 bits is acceptable. In the same figure we notice that for a
16 bit word length the error increases. This type of behaviour
happens when the dynamic range of the signal is greater than
that capable of being represented by the bits. This results to
overflow and underflow which lead to erroneous calculations.
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Fig. 11: The error curve of different word lengths using fixed
point simulation.

D. Hardware implementation

The usage of the clock frequency is dependent on the size
(depth) of the combinatorial part (number of the multipliers
used) on the design, see figure 12. In this test the depth of the
combinatorial part is three. The readily available frequencies
of the virtex 5 evaluation board are 100MHz and 33Mhz. For
this reason a frequency of the 33 MHz is chosen.

Fig. 12: The size(depth) of the combinatorial part of the
design.

The number of the multipliers used is eight; four multipliers
are used for performing aTx0 and another four multipliers
are used for k(yn+1−aTx0), a vector multiplied by a scalar.
Furthermore 5 adders and 1 subtractor are used for the whole
design.

A random selected image is used to test if the hardware
implementation works as promised. The image is a matrix
of pixels, so the parameter x in the equation (1) is the
vectorization of the image matrix. The measurements, y is
calculated by multiplying x with a random system A and
adding some random noise ω with a mean of zero. However
as mentioned in section IV, to process the whole image at
once is not wise, so another option is to process a small part
of the image at a time.

For this test, eight of the elements from the vectorized image
x are processed at the same time, therefore the dimension of
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the system matrix A is chosen to be 8 × 32 where as the
dimension for the noise signal ω are 1 × 32. Therefore 32
measurements will be received for each piece of the image.
To get all the measurements for the whole image, the system
matrix A is used again for multiplying the next eight elements
of the vector x and so on for the rest of the image.

As new measurements are received, the vectors aT and k
are loaded as inputs of the RLS block. The output of the block
is the estimated data x̂ based on the measurements y and the
system matrix A. Figure 13 shows an overview of the RLS
testbench implementation. In the same figure the Chipscope
block is an IP core that is used in debugging to check the
FPGA signals in real time. In this case the values are the
output of the RLS Block.

Fig. 13: Overview of the RLS testbench implementation

To see the quality of the reconstructed image, Matlab is
used to reshape the vector x̂ taken from the Chipscope, to the
dimension of the original image. The reconstructed image is
shown in figure 14. The quality of the reconstructed image is
considered good compared to the original image in figure 5.
The figure 15 shows the distorted image(from measurements),
because the size of the measurements is larger than the size
of image vector x, only a part of the measurements is used
the build the image.

The size of the vectorized image matrix x in this test is 3072
but the measurements y is 12288. Consequently to process the
whole image, we will need to use the RLS block 12288 times.
Each iteration of the RLS block will need 11 clock cycles to
process the data with size of eight, 8

4 + 1 = 3 cycles for
calculating the row vector times the column vector and the
same number of cycles for performing scalar times a vector
as well as the vector addition. The number of clock cycles
needed for performing the RLS block once is 3× 3+2 = 11.
The extra 2 clock cycles is needed for restarting the RLS block.
Therefore 12288× 11+10 = 135178 clock cycles are needed
for processing the whole image, the extra ten clock cycles
is the number of clock cycles needed to load the vector k
and a for first iteration. In other words it will take 135178×

1
33MHz ≈ 4.41ms for whole image.
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Fig. 14: Image reconstruction by the fpga.
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Fig. 15: Distorted picture, part of the measurements, y.

VI. ANALYSIS

Based on the chosen design pattern the number of clock
cycles needed to process a signal containing a set of measure-
ments M and a set of parameters to be estimated x is given
by the equation (17) below.

C = x+ 2 +max
{(

2 + 3(1 +
x

p
)
)
, x+ 2

}
M (17)

where x is the number of signal parameters to be estimated
per iteration, p is the number of parallel multipliers used in
design and M is the number of iterations given by the number
of measurements.

In equation (17), the term
(
2 + 3(1 + x

p )
)

is the number
of clock cycles required to complete one iteration of the RLS
block. The term x+2 is the number of clock cycles needed to
load the vectors k and a for the next iteration. These operations
are performed concurrently, thus max

{(
2+3(1+ x

p )
)
, x+2

}

takes the number of clock cycles of the operation that takes
most time.
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TABLE I: Resource usage of different implementations
x p Slice registers Slice

LUTs
Max f
(MHz)

8
2 5 % 8 % 78.32
4 5 % 4 % 72.56
8 25 % 5 % 57.55

48

2 23 % 16 % 70.30
4 23 % 23 % 66.91
8 23 % 34 % 63.16
16 23 % 56 % 59.96

192

2 90 % 43 % 66.19
4 90 % 57 % 63.18
8 90 % 68 % 58.92
16 90 % 90 % 56.53

In our case M = 12888. And then x = 8 and p = 4
is chosen, which according to equation (17) gives 135178
clocks cycles. According to table I the highest clock frequency
we can have is 57.55MHz. By choosing a clock frequency
of 50MHz the time it takes to process the whole image is
2.70ms.

From equation (17) we see that as the number of parameters
to be estimated per iteration is increased, the number of
clock cycles increases by a factor of 3. We also notice that
the number of clock cycles can be decreased by increasing
the number of parallel multipliers p. However increasing p
increases the combinatorial path logarithmically as shown in
figure 12. Consequently the maximum clock frequency is
decreased. Another consequence of increasing both x and p
increases the size of the design thus using more slice registers
and slice LUTs. Table I shows several designs implemented
on the virtex 5 and their major resource usage together with
the maximum clock frequencies attainable. The maximum
clock frequencies and resources usage were taken from the
synthesis and timing report generated by the Xilinx tool.
Another important thing to note is that the number of DSP
blocks available in the virtex 5 is limited to 64. For p > 4 the
number of DSP blocks needed exceeds 64. therefore LUTs are
used to implement all the multipliers and adders in all cases
to compare resource utilization.

From the table I shows that both slice registers and LUTs
increases as the design parameters is changed whereas the
maximum clock frequency decreases. The exact number of
slice registers and LUTs cannot be known prior to synthesizing
because it depends on how the design tool optimizes the
design.

A. Video Example

Suppose there is a HD video signal of 720p true color with
the aspect ratio of 16:9 and output constraint is 60 fps. True
color is a term used when each pixel is represented by 24
bits. Taking a look at table I and equation (17) the fastest
design is achieved by choosing x = 192 and p = 8, it gives
the best performance. This however comprises space for faster
computational speed. If a clock frequency of 58 MHz is chosen
the output constraint is met. The algorithm is able to process

60 frames in 0.964 seconds. This shows that the design is able
to process up to a bit over 165 Megabytes per second.

VII. FUTURE WORK

A. Algorithms

In this project we only implemented the part of the RLS
algorithm that requires vector additions and multiplications.
Further exploration can be done into finding a way to combine
the RLS algorithm with OMP algorithm to create a new effi-
cient algorithm. In other words, propose an efficient algorithm
that estimated x while the both the rows and columns of matrix
A are increasing.

B. Application

In this project we did not use a video signal since the space
inside the FPGA is limited. The Xilinx licence we used did
not have input-output (IO) IP cores such as USB, VGA and
Ethernet. This meant that to use the Ethernet or USB we
had to write USB/Ethernet protocols. Due to lack of time we
decided to store the processed data in the FPGA. Using the
IO for sending and receiving data could bring up some new
constraints to the hardware that would be worth looking into.

VIII. CONCLUSION

The computation speed of hardware implementation is
proven to be much faster compared to the Matlab simulation.
To complete the RLS simulation on Matlab took more time
than the hardware implementation. However the hardware
implementation can be further improved. This can be done
by increasing the number of parallel multipliers, which means
more data can be processed at the same time, and therefore
decrease the latency of data processing.

One of the most important things to notice is that when
we increase the size of parallel multipliers, the resource usage
increases as well, see table I. This shows that there is a trade
off between the performance and the size of the design.

The RLS algorithm is an efficient way to process big data
when the data is in streaming mode. In contrast, the ordinary
least squares will require a lot of unnecessary computations
by calculating the pseudo inverse for a matrix that is getting
larger every time when a new data is received. By using the
RLS algorithm, we can avoid to calculate the pseudo inverse
when the new data arrives. Furthermore, the RLS solution is
also proven to be more robust than the ordinary least squares
solution.

The OMP algorithm is used for solving the under-
determined systems. The main concept here is to find all the
nonzero scalar components in a sparse signal, and then reduce
the system to an over-determined system so that we can use
least squares to solve this reduced system. In some cases we
know that signal we are trying to reconstruct is sparse in
some domain and therefore we will not need to take as much
samples. Many MRI applications have a speed limitation at
which data can be collected due to physical constraints [12].
By using the OMP algorithm, the data acquired can be reduced
without degrading the quality of the image.
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EXPLORERS OF DISTANT WORLDS

Space. The final frontier.” These were the words from Star Trek that inspired a generation of explorers 
to push beyond the limits of our planet. Today we ask ourselves, are we alone? Or are there other living 
beings out there? Scientists have spent the last decades trying to answer these question, using a vast 

arsenal of earth bound instruments as well as probes and space crafts hurtling through space at ridiculous 
distances from earth.

One relatively close object of interest in our own solar system is Europa, one of the moons orbiting the gas 
giant Jupiter. On the surface of Europa vast glaciers of ice rests on a potentially habitable water environment, 
something playing an essential role in the development of life on earth.

Using the Hubble Space Telescope, images of Europa can be studied in an attempt to uncover what lies be-
neath the surface. A key component in this endeavor is to first analyse and understand the more easily ob-
served atmosphere.  A successful description of the surrounding environment could provide invaluable in-
sights into the inner workings of the moon. 

It was not long ago the first humans stepped on Earth’s moon, a huge step for mankind. Now we wonder, can 
we reach the next one? And, perhaps, find life?

Jupiter
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The atmosphere of Jupiter’s moon Europa is 
what is often called a surface boundary-layer 
atmosphere, meaning its composition is heav-

ily dependent on the surface of the moon. Using the 
Hubble Space Telescope (HST), this atmosphere can 
be studied in an attempt to gain insight into the sur-
face and what lies beneath it. Elements of interest in 
these studies are, among others, oxygen and sulfur. 
The existence of sulfur in particular could hint to-
wards underwater volcanic activity, which in turn 
could provide the necessary environment for life.

In this study of Europa the research was divided 
among two groups, E2 looking at the existence of sul-
fur and E1 looking at the morphology of atmospheric 
oxygen. More specifically project group E2 examined 
if and how oxygen on the moon is correlated with the 
magnetic field of Jupiter and if different emissions 
lines from the HST show evidence of sulfur.

The data used in the study consist of multiple expo-
sures taken by the HST in the UV spectrum range. 
Photons captured by the HST STIS and COS instru-
ments are emitted by the different elements in Euro-
pa’s atmosphere after being excited by high energy 
particles.

The results hint at the existence of a correlation be-
tween oxygen and the magnetic environment. How-
ever, the entire observed behaviour is not explainable 
by only taking this into consideration. The study of 
sulfur emission lines showed no conclusive evidence 
that sulfur existed in the atmosphere. 

As with most research there are many areas which 
could be improved upon. As more data sets are made 
available more detailed comparisons could be made 
taking into account such aspects as the relative posi-
tion of the moon in its orbit. The possibility of pota-
to probes visiting the moon in the future would also 
provide the scientific community with invaluable 
data. The methods used in both studies could be fur-
ther improved upon and developed as well.

Because the atmosphere is constantly changing, 
one major research improvement would be to sim-
ulate the atmosphere and compare it with existing 
data-sets. This would give an idea on how to exam-
ine the magnetic field correlations with oxygen more 
carefully, to see how the sulfur excitations behave, 
and where they peak at a given location and time. 
This would also allow for further parameters to be 
taken into account, and be of great help when choos-
ing topics for further studies.

ETHICAL REFLECTION
When discussing ethics in research, one often thinks 
of consequences directly harmful to the environ-

ment, society or individuals. However, in basic re-
search such as space science the ethical aspects are 
more subtle but still worth considering.

The biggest ethical concerns in this area are prob-
ably about  economic aspects. How much money 
should be spent on projects where the taxpayers will 
probably never see any direct positive effects on so-
ciety? The funds could instead be used to improve a 
nation’s infrastructure, provide better education or 
possibly further improve upon people’s living stan-
dards. This is a common utilitarian question when it 
comes to all fundamental research.

In this field of research, we cannot know all the 
potential benefits until we see a clear economic or 
technical improvement as a consequence of a scien-
tific discovery. Despite the economic issues, as we 
see it there are no  direct ethical problems with doing  
space research.

Research of this kind is not meant to give quick 
beneficial results. Its purpose is to further expand 
upon our understanding of how and why the world 
and everything in it behaves as it does. This is made 
possible using new technological advancements, 
which in quite a few cases finds uses in everyday 
life many years later. For example, fire-resistant re-
inforcements originally used for heat shielding on 
space shuttles are today used to make tall buildings 
safer, and water purification systems designed for 
the ISS help provide clean water to underdeveloped 
regions of the world.

When it comes down to environmental questions in 
this area of research, we think the difference caused 
by rocket launches and debris is negligible compared 
to other major sources of pollution such as ordinary 
vehicles and the food industry. 

A completely different aspect concerns the pos-
sibility of finding life on other planets/moons. The 
projects E1 and E2, although not directly involved, 
are one of many steps to finding potential extrater-
restrial life. What happens if we do? If we find some 
type of life, is it morally sound to go there and pos-
sibly experiment on the new species? With the po-
tential risk of irreversibly damaging the ecosystem, 
humans can prove to be the largest threat to the new-
ly found world. Therefore, we must look ahead, we 
need to discuss and plan for what to do the day we 
encounter life.

CONTEXT E: PLANETARY MOONS OBSERVED BY THE HUBBLE TELESCOPE
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The Systematic Variability of Europa’s Oxygen
Aurora

Jonathan Backman and Simon Israelsson

Abstract—The aim of this study is to investigate a possible
correlation between the magnetic field environment surrounding
Jupiter’s moon Europa and the moon’s oxygen auroral emissions.
The neighbouring moon Io has been shown to strongly interact
with the surrounding magnetic environment, and recent studies
have pointed out that this is happening on Europa as well.

In total, 71 exposures taken by the Hubble Space Telescope’s
Space Telescope Imaging Spectrograph in the UV spectrum range
have been analysed using four different methods. In all cases, a
direction of high intensity emission is selected and compared to
the magnetic field vector passing through the moon. The magnetic
field is calculated at the position of the moon for every exposure
using a spherical harmonic model called the VIP4 model.

The result of the analysis shows a pattern indicating the
existence of a correlation. However, it seems that several other
parameters also need to be taken into account. Further studies
are needed to confirm and expand on this result.

I. INTRODUCTION

RECENTLY, the interest in Jupiter and its Galilean moons
has resurfaced. The icy moon Europa is of great impor-

tance since its theorized subsurface oceans may be able to host
extraterrestrial life, and future missions to further study this
possibility are currently being developed [1]. It is therefore of
great interest to get a better understanding of the entire Jovian
system. A large part in this endeavour is to study the magnetic
field environment surrounding the planet and its moons, and
how it might affect them.

The first of the so called Galilean moons, Io, has for some
time been known to strongly interact with the surrounding
magnetic field environment. Using the Hubble Space Tele-
scope’s (HST) Space Telescope Imaging Spectrograph (STIS)
bright spots in Io’s auroral emissions have been observed.
These observations have been used to link the emissions to the
direction of the locally time variable magnetic field of Jupiter
and models have been developed to explain the oxygen and
sulfur morphology around the moon [2], [3].

Attempts of a similar analysis have been made for the
second Galilean moon, Europa. However, in this case there
seems to be a significant difference in behaviour as the auroral
emissions do not show an equally strong pattern [4]. Europa’s
atmosphere is what is known as a surface boundary-layer
atmosphere. This implies that the composition and behaviour
of the atmosphere is heavily dependent on the composition
of the surface and outer shell of the moon [5]. A good
understanding of the atmosphere could therefore provide some
insight into the moon’s composition until actual samples of the
surface are obtained.

The aim of this project is to look for a pattern connecting
the oxygen emission behaviour of Europa to the varying
magnetic field of Jupiter. This could be helpful when trying to

understand how the incident plasma interacts with the moon
and its atmosphere and perhaps help in understanding the
obvious differences in Europa’s and Io’s emissions.

II. BACKGROUND

A. Jupiter

Jupiter is the largest planetary body in the solar system with
a mass approximately 318 times greater than that of Earth, an
equatorial radius of RJ = 71492 km, and an orbital radius of
5.2 astronomical units [6]. The planet is a gas giant largely
made up of Hydrogen and Helium, and is known for its striped
appearance and characteristic red spot. The Great Red Spot as
it is called, is a hurricane like storm over three Earth-diameters
wide [7]. Jupiter hosts 67 natural satellites, the most known
are the Galilean moons. In order by distance from Jupiter, the
Galilean moons are Io, Europa, Ganymede and Callisto [8].

B. Europa

Europa is the second Galilean moon of Jupiter. Its surface
is mostly covered in water ice, and it is believed that the outer
shell is mostly composed of water [9], possibly in the form
of a liquid subsurface ocean [10], [11]. It hosts a very thin
atmosphere composed in majority of oxygen [12]. It orbits
Jupiter at 9.4 RJ, and as the eccentricity of the orbit is about
0.01 it can in most cases be considered circular. Europa’s
orbital plane is offset from Jupiter’s equator by 0.47◦ and
the moon is tidally locked to Jupiter resulting in the rotational
period lining up with the orbital period of 3.55 days [8].

C. The Magnetic Field Environment of Jupiter

Jupiter has the largest planetary magnetic moment in the
solar system. Its magnitude is roughly 20 000 times greater
than that of Earth and is measured to be about 1.55×1020 Tm3.
The magnetic axis is tilted from the rotational axis of Jupiter
by about 10◦. Since Jupiter is a gas giant the rotation period of
the planet is defined with the help of the magnetic field. The
system most commonly used is the so called System III, which
has a rotation period of about 9 h and 55 min [13]. The System
III coordinate system is a spherical coordinate system that co-
rotates with the magnetic field. The rotation, orientation, and
complex structure of the magnetic field results in a magnetic
environment which varies with time and position.

The strong magnetic field gives rise to a large magneto-
sphere, a volume in which the magnetic forces of the host
body dominates and divert the solar wind around the planet.
The border between the magnetosphere and the surrounding
interplanetary plasma is known as the magnetopause. The
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magnetic field is believed to be maintained by the rotation of
the planet [14] and its core, which is thought to be composed
mainly of liquid hydrogen and helium [13]. Jupiter’s closest
Galilean moon, Io, is providing a steady stream of plasma to
the inner parts of the magnetosphere, which contribute to the
behaviour of the magnetic field further out [13], [14].

The magnetosphere is often divided into three sections: the
inner, middle, and outer magnetosphere. The exact boundaries
between these sections are not well defined and vary in differ-
ent literature. The inner magnetosphere, estimated to lie inside
of 6− 10 RJ is said to be dominated by the internally created
magnetic field [14], [15]. Outside of this range perturbations
due to currents external to Jupiter starts to distort the magnetic
field lines, mainly stretching them in the radial direction [15].
Due in large part to solar wind pressure, heavy asymmetries
form in the outer layers. The magnetopause can be located
at a distance of about 45 to 100 RJ from the planet on the
dayside, while the nightside boundary is sometimes stretched
as far as 7000 RJ [14].

Since Europa lies just within the boundaries of the inner
magnetosphere, the magnetic field of Jupiter still behaves
similar to that of a tilted dipole. The general direction of
the field vectors are downwards along the moon’s north-south
axis. However, since Europa is located approximately in the
equatorial plane of Jupiter the 10◦ tilt of the magnetic axis
will cause a change in the field direction [16]. The strength
of the field is calculated to be around 450 nT at the orbital
radius of Europa [16], [17].

D. The Atmosphere of Europa
There are various mechanisms taking place in the creation

of Europa’s atmosphere. The first being sputtering, a process
in which highly energetic particles bombard the surface of
a solid, freeing particles [18]. Another process that creates
many of the observed elements is radiolysis, the splitting of
molecules due to radiation [5]. This was first concluded by
Hall et al. [12], using the first observations of Europa with
the HST. Spectrometer observations showed the presence of
several forms of oxygen in the atmosphere, by measuring
different emission lines. This theory has been firmly estab-
lished using both laboratory sputtering and radiolysis data.
Possible densities of oxygen in Europa’s atmosphere have been
simulated and compared against observations by the HST, as
well as the Cassini and New Horizon spacecrafts [19].

Jupiter and its surrounding moons have a very rich plasma
environment, where Europa is mostly affected by the plasma
torus of the moon Io. Although the exact position of the
moon relative to the torus and Jupiter’s varying magnetic
field change, it experiences an uninterrupted high flux of
particles hitting the surface and atmosphere. Water and oxygen
molecules are released from the icy surface and are sent into
the atmosphere due to sputtering [5]. Subsequently some of
the H2O is through radiolysis split into both molecular and
atomic hydrogen as well as atomic oxygen. In combination
with the sputtering this results in a mixture of H2O, O, H ,
O2, H2, and OH . This process takes place due to both photon
and particle reactions, but the latter is up to a 100 times more
effective, making it the main contributor to the atmosphere.

The final product of these processes is a mixture of oxygen
and hydrogen, however modelling of the atmosphere indicate
a higher escape rate for H and H2. This explain the higher
concentrations of oxygen and lack of the lighter hydrogen
found [20].

E. Europa’s Auroral Emissions

When measuring the amounts of oxygen in Europa’s atmo-
sphere, the HST uses the STIS to observe UV-spectral lines
emitted by oxygen [19]. These UV emissions are created by
atomic oxygen de-excitations after molecular and atomic oxy-
gen collide with electrons in the atmosphere. Again, excitation
by electrons are much more effective due to the high flux of
magnetospheric electrons in the torus.

Using the STIS it has been established that the most
abundant form of oxygen is O2. This conclusion can be
drawn through comparing the intensities of the emission lines
produced in the following processes{

e+O2 → O∗ → O + γ

e+O → O∗ → O + γ
(1)

where O∗ is an excited oxygen atom and γ is the released
photon. Both O2 and O contribute to emissions lines at 1356
and 1304 Å, but to different degrees. O2 contributes more to
the 1356 Å line while O does the same for the 1304 Å line.
Observations have found this intensity ratio I(1356)/I(1304) to
be ∼ 2 [12].

There are some additional factors contributing to the ob-
served emissions consisting of solar resonance fluorescence
scattering in Earth’s and Europa’s atmosphere, and solar
emission lines and photons reflected from Europa’s surface.
The background emission from Earth’s atmosphere if observed
should flatten the emission line profiles. In the observation by
Hall et al. [12] this was not seen since the HST was in Earth’s
shadow. However, overall this does not have a significant
contribution to the 1356 Å emission. Nor will the surface
reflection, due to it being a semi forbidden transition as well as
having a low intensity. Oxygen emissions caused by resonance
scattering in Europa’s atmosphere have been shown to have a
minor contribution for the same reason [19], [20].

Observations of these oxygen emissions have shown that
the morphology of the oxygen aurora seems to be strongly
influenced by Europa’s magnetospheric plasma environment.
As noted by Roth et al. [4] the oxygen emissions are often
found in higher concentrations around the magnetic poles
and both the intensity and behaviour vary periodically with
the surrounding magnetic field. This indicates a relationship
between the magnetic field direction and the auroral emissions.
Europa has no magnetic field of its own, and the magnetic
poles of the moon are in this case defined by Roth et al.
as the areas where Jupiter’s magnetic field is normal to the
moon’s surface. Qualitatively, the situation is clear but a more
quantitative analysis of this relationship needs to be done.

III. METHOD

The approach taken in this study is to obtain a somewhat
representative direction in the auroral emission. Preferably, if
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Fig. 1. The magnetic field vectors calculated for equidistant points around Europa’s approximate orbit using the VIP4 model seen from above in a), and from
an angle in b). Europa’s north is towards the viewer in a), and up in b). RE is Europa’s orbital radius.

for example two high intensity areas are found on opposite
sides of the moon, the vector or line calculated for the exposure
would pass through both the center of the moon and the areas
of high intensity. It would then be a rather simple matter
to determine if this line follows the magnetic field vector
through the moon or not. The angle of the directional line as
well as the magnetic field vector can then be calculated with
respect to the north-south axis of the moon. If they follow
each other perfectly, a 1-to-1 relationship should arise when
plotting directional line angle against the magnetic field angle
for every exposure.

A. Image Processing

The data used in the project is a set of images which have a
resolution of 66×66 pixels and the value of each pixel is given
in kilo-Rayleighs. The Rayleigh, R, is a unit used to describe
photon flux. The definition of one Rayleigh is an emission of
one million photons per second and column of cross section 1
cm [21]. In total there are 71 exposures taken between October
1999 and April 2015. The images show the 1356 Å emissions
in the atmosphere of Europa. With every data file there is a
corresponding 66× 66 pixel error file providing error bounds
for each pixel. Accompanying all the data and error files is a
STIS data sheet which tabulates values for Europa’s position
around Jupiter in both the observer and System III reference
frame for all exposures [4]. The angular size of Europa’s disc
is also tabulated.

To make it easier to get a qualitative understanding of
the images, they were processed to make them more viewer
friendly. The images were rotated by 90◦ to orient the north-
south axis in the up-down direction and an upper limit of
the displayed brightness was set to 120 R. The colours in the
image are thus scaled to values between 0 and 120 R, resulting
in values of 120 R and above appearing in the same colour.
This is done to distinguish the majority of the emissions from
the background. The image was resized to 264 x 264 pixels
by allowing every pixel to split into 16 new ones of equal
intensity. A gaussian filter was then applied to the image to

smooth out the image, reducing the amount of single high
intensity pixels and highlighting larger high intensity areas.
To further help the viewer, Europa’s approximate disc size is
drawn centered in the figure using data from the STIS data
table.

B. Magnetic Field Model

To be able to compare emission morphology to the magnetic
field environment, a model of the magnetic field is needed.
There are some options available when modelling the magnetic
field. A first approximation would be to use a dipole field,
tilted and offset, to roughly match measurements of the field
[22]. A more common approach is to use models based on
spherical harmonic expansions.

The magnetic field is divided into two separate contribu-
tions. The first, �Bi, is due to internal sources in Jupiter while
the second, �Be, is due to external sources. In this study, the
term due to external sources is omitted since Europa is located
so close to the inner magnetosphere.

Under the assumption of no external currents the internal
field can be written as the gradient of a scalar potential, and
this potential must then satisfy the Laplace equation [14].

{
�Bi = −∇V

∇2V = 0
(2)

The solution can be expressed as an infinite series using
functions called spherical harmonics, and one can then take
the derivative of this potential to obtain the three magnetic
field vector components as seen in the following equations.

V = a

∞∑
n=1

(
a

r

)n+1
n∑

m=0

Pm
n (cos(θ))[gmn cos(mφ) + hm

n sin(mφ)]

(3)

Bφ =

∞∑
n=1

(
a

r

)n+2
n∑

m=0

m[gmn sin(mφ)−hm
n cos(mφ)]

Pm
n (cos(θ))

sin(θ)

(4)
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Fig. 2. Comparison between raw data image a), and processed image, b). In the processed image Europa’s approximate size and location have been drawn
as well as the projected magnetic field vector calculated for this exposure. Europa’s North-south axis corresponds to the up-down directions in the images.

Bθ =

∞∑
n=1

(
a

r

)n+2
n∑

m=0

[gmn cos(mφ) + hm
n sin(mφ)]

dPm
n (cos(θ))

dθ

(5)

Br =

∞∑
n=1

(n+1)
(
a

r

)n+2
n∑

m=0

[gmn cos(mφ)+hm
n sin(mφ)]Pm

n (cos(θ))

(6)
Here a is Jupiter’s radius, r is the radial distance coordinate,

φ is the longitude and θ is the co-latitude [23]. These are Sys-
tem III coordinates. The co-latitude is defined from Jupiter’s
rotational axis and the radial coordinate from the center of
the planet. The actual longitude of the moon around its orbit
will in most cases differ from its System III longitude, which
specifies the position in the magnetic field.

The functions Pm
n are the so called Schmidt-normalized

Associated Legendre functions, and the coefficients gmn and
hm
n are called Schmidt coefficients. These coefficients are

obtained by matching the model to actual measurements of the
field and they tend to decrease in magnitude with increasing
order [14].

Some spherical harmonic models also use what is called the
“footprint” of Io when determining the Schmidt coefficients.
As a result of Io’s significant interaction with the Jovian
magnetic field, strong auroras can be seen in the upper
atmosphere of Jupiter, this is the Io footprint. Io’s footprint
can be used as a reference point when constructing the model
by making sure the modeled footprint behaves according to
observations [24].

Although the potential, and thus magnetic field components,
is expressed as an infinite series, terms are only used up
until the fourth order. This restriction is caused by limited
measurements of the Jovian field, resulting in difficulties when
obtaining the Schmidt coefficients [14]. In this study Schmidt
coefficients for the VIP4-model is mainly used, but coefficients
for the newer VIT4-model are tried as found in Hess et al.
[24]. The coefficients can be found in Table I. These models
are both based on measured magnitudes as well as mapping
of Io’s footprint. The measurements have been done mainly
using the Pioneer, Voyager, and Ulysses probes [23].

For every exposure used in the study a longitude interval

TABLE I
COEFFICIENTS FOR THE VIP4 AND VIT4 SPHERICAL HARMONIC

MODELS. COEFFICIENTS ARE IN THE UNIT GAUSS

Schmidt Coefficient VIP4 VIT4

g01 4.205 4.281
g11 -0.6592 -0.7531
h1
1 0.25 0.2462

g02 -0.0512 -0.0428
g12 -0619 -0.5943
g22 0.4969 0.4439
h1
2 -0.3605 -0.5015

h2
2 0.0525 0.3845

g03 -0.0158 -0.0891
g13 -0.5204 -0.2145
g23 0.244 0.2113
g33 -0.176 -0.0119
h1
3 -0.088 -0.1719

h2
3 0.4083 0.4067

h3
3 -0.3159 -0.3526

g04 -0.1676 -0.2293
g14 0.2221 0.1894
g24 -0.0607 -0.0385
g34 -0.2024 0.0993
g44 0.0664 0.0127
h1
4 0.0756 0.1609

h2
4 0.4041 0.1181

h3
4 -0.166 0.062

h4
4 0.0387 0.0126

was given, taking into account the movement of the moon
during the exposure time. When calculating the magnetic
field vectors the longitude corresponding to the middle of the
intervals were used. The eccentricity of Europa’s orbit and the
small offset of the rotational plane from Jupiter’s equatorial
plane was also neglected. Thus the co-latitude and radius for
all the calculations were fixed to 90◦ and 9.4 RJ respectively.
The varying direction of the calculated magnetic field using
the VIP4 model can be seen in Fig. 1.
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When computing the magnetic field using this model one
must be careful to use the correct longitudinal coordinate. φ
used in the expression is the regular System III longitude
coordinate, however it is rather common to use the System
III west longitude, λ, when tabulating positions. They are
connected by the simple expression λ = 360◦ − φ [25].

The magnetic field vector calculated using the spherical
harmonic expansion can be projected on to the two dimen-
sional viewed plane using the longitudinal coordinate in the
observer’s reference frame. This is also drawn in the processed
image.

An example image, both before and after the image pro-
cessing, can be seen in Fig. 2. It is very important to note that
this is done simply to make the images more viewer friendly,
any analysis performed later on is done with the help of the
raw data, not the processed one.

C. Data Modification

Due to the structure of the data from the HST, it is hard to
do a direct analysis of the emission morphology on the raw
image matrixes. All the methods used in this study aim to
describe the behaviour of the oxygen aurora by constructing
a line through the center of the moon that intersects with
the areas of highest intensity. One of the methods has been
developed directly for the purpose of this analysis, the others
are already established methods that have been modified for
this specific problem. They all have in common that they are
based on using two-dimensional data. The data, however, is
three-dimensional. It consists of two spatial dimensions and
one intensity dimension. In the case of the images used, pixel
indexing provides x and y coordinates, and the value of each
pixel correspond to the intensity. To make the data compatible
with the methods used, some modifications were made. First
the indexes of each matrix entry are used as coordinates in
a two-dimensional Cartesian coordinate system, where the
column index corresponds to the x-coordinate and row index
to the y-coordinate. This places all the matrix entries in the
first quadrant of the coordinate system, where the value in each
point is the corresponding pixel intensity. To make it easier to
perform calculations the coordinate system is shifted. This is
done by subtracting 33 from all y- and x-coordinates. This
means that all data points are approximately centered around
the origin in the new system. Each data point can be interpreted
as a vector pointing to its position from the origin. These
vectors are then normalized, placing all data points equidistant
from the origin but retaining the angle which they had from the
coordinate axes. The length of the vectors are then scaled with
the pixel intensity of each data point, giving a two-dimensional
plot as seen in Fig. 3. This representation of the data can
then be used to conduct various analyses of how the oxygen
emissions behave. The coordinate system, now centered in the
middle of the moon, is used and the measured intensity is
directly represented in two dimensions.

The image data from the HST consists of a wide range
of measured intensities. Lower emissions intensities can be
seen all over the pictures and because the study intends to
investigate how high intensity areas behave, data points with

intensity below the mean is not used in calculations. Another
modification made to the data is that the image’s corners are
not included in the calculations. The pictures are square so
there is a risk of bias toward one of the corners where there
are more data points, should some of them be above mean
intensity. To do this, only the data points within a circle that
is tangent to the image sides are used.

With the somewhat reduced data set, a high intensity direc-
tion needs to be selected. The basic idea is that high intensity
areas which do show directional qualities should stretch the
reduced data set in the given direction.

D. Emission Characterisation Methods

In this study four independent methods were used to char-
acterise the behaviour of the emissions. A short summary of
each method will follow below.

1) Vector Summation Method: To get a line that represents
the gathering of oxygen the sum of all the vectors, correspond-
ing to the data points in the reduced data set, see section III-C,
is calculated. This will produce a single vector which can then
be extended to a line through the origin of the image. The
problem with doing this directly is that vectors along the same
line, but pointing in opposite direction will cancel each other
out. To avoid this all the vectors pointing below the x-axis
are mirrored through the origin, i.e. vnew = −vold. Now the
vector sum is calculated and a line is drawn along this vector.
In certain cases, as when several different emission areas tend
to the same side of the moon, problems can occur. Now the
method have to decide whether it should draw the line between
or parallel to these areas. Only mirroring vectors below the x-
axis create a heavy bias towards one of these options. To avoid
this the vector sum is again calculated, now with all vectors
to the left of the y-axis mirrored through the origin.

The bias can now be avoided by choosing the longest of
the two vector sums. The longest one should best describe the
positioning of the emissions. This is because of the way the
modified representation of the data only uses the angle and
the Rayleigh scaled distance from the origin. A longer vector
sum indicates higher concentration of high intensity pixels in
that direction.

2) Least Perpendicular Distance Method: If the reduced
data set is stretched, a line should be able to be fit to these
data points. To reduce any orientation bias, a line fit must not
rely on minimizing the residual of a specific axial direction
like an ordinary least square fit. Instead, the sum of squares
of perpendicular distances from the line to the data points is
used. This will be referred to as a Least Perpendicular Distance
Fit (LPDF). The basic principles is that of a least square fit,
however the residual is different. A short summary of the most
important concepts will follow here, for a full derivation see
[26].

For a line y = a + bx, the distance to a point (xi, yi) is
given by

di =
|yi − (a+ bxi)|√

1 + b2
,



234

E1. OXYGEN AURORA VARIABILITY

R
a

y
le

ig
h

0

20

40

60

80

100

120

(a)

Intensity [kR]

-0.8 -0.6 -0.4 -0.2 0 0.2 0.4 0.6 0.8

In
te

n
s
it
y
 [
k
R

]

-0.8

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

(b)

Fig. 3. The raw data with the maximum intensity pixel marked can be seen in a), and the corresponding Rayleigh-scaled data with the same data point
marked can be seen in b). Note that the the marked point maintain the same angular position in both data sets.

and the square distance residual can be written

R2
d =

n∑
i=1

(yi − (a+ bxi))
2

1 + b2
.

The minima is found by solving a system of equations for
a and b: {

∂R2
d

∂a = 0
∂R2

d

∂b = 0
(7)

This system has two solutions, one is a maxima and the
other is the sought minima. The solutions are given by the
following expression

{
b = −B ±

√
B2 + 1

a = ȳ − bx̄
(8)

Where

B =
1

2

(
n∑

i=1

y2i − nȳ2

)
−

(
n∑

i=1

x2
i − nx̄2

)

nx̄ȳ −
n∑

i=1

xiyi

,

ȳ and x̄ are the y and x mean values respectively, and n is the
number of data points used.

The residual can then be calculated for both solutions and
the parameters corresponding to the smaller residual are used.

3) Least Square Method: As noted in section III-D2, a
LPDF is chosen primarily over a simpler least square fit to
avoid any unwanted bias. However, if one wished to study
the behaviour with regards to a certain direction the least
square fit can still prove useful. A least square fit can be done,
minimizing the residual of distances to Europa’s local north-
south axis. This should result in a line which always align
somewhat with the north-south direction, but which should
change more to one side depending on asymmetries in the
emission intensities. The least square fit is done on the reduced
data set since it does not work with three dimensional data.
The problem is equivalent with that of the LPDF, differing only

in the residual R2
d [27]. Aligning the x-axis of a coordinate

system with the north-south direction of the moon, the residual
to minimize in this case is

R2
d =

n∑
i=1

(yi − (a+ bxi))
2.

4) Principal Component Analysis Method: One of the
advantages with the modified data, as described in section
III-C, is that there are many already established methods of
finding trends. One method that does this is Principal Com-
ponent Analysis (PCA). PCA is based on using an orthogonal
transformation to convert a set of variables to their principal
components. On a two-dimensional data set this method will
produce a direction, in which the variation is the greatest. This
is because the transformation is defined so the first principal
component has the greatest variance. This is desired since large
variance implies greater distances from the origin, as seen in
Fig. 3, and therefore higher intensity emissions. In the case of
the two-dimensional cartesian coordinate system, introduced
in section III-C, a covariance matrix is calculated. The largest
eigenvector of this covariance matrix lies along the direction
with greatest variance, defining the desired oxygen intensity
line [28].

E. Error Propagation

Given the initial data modification and the different methods
used an analytical error analysis would be very difficult to
implement. Instead an estimation of the error was sought. The
idea is to create perturbations in the actual data, and then see
how these perturbations propagate through to the results. If
the process is repeated a large number of times for each data
set the size of the error can be obtained.

Every measured pixel intensity is interpreted as the outcome
of a normal distribution. The intensity from the image matrix
is used as the expected value, and the error bound from the
error matrix as standard deviation. New “measurements” is
now generated from this distribution. A new data matrix is
constructed with every pixel being the outcome of its specific
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distribution. This matrix is then run through the entire analysis
process and the outcome is compared to that of the actual data.

This was done 1000 times for every image and both the
maximum and mean deviation in angle in comparison to the
original image was calculated. Again, the angle calculated is
with respect to the north-south vertical direction. The resulting
maximum and mean estimated errors can be seen in Fig. 4c,
5c, 6c, and 7b.

IV. RESULTS

The data processing and analysis was performed in MAT-
LAB and several figures plotting calculated line angle versus
magnetic field angles were obtained, see Fig. 4, 5, 6, and 7.
For each plot, both the estimated mean and maximum error
calculated according to section III-E can be found in separate
plots for clarity, see Fig. 4c, 5c, 6c, and 7b. In each of the
figures, except for error plots, a 1-to-1 line has been drawn
to allow for comparisons between the data points and perfect
alignment of emission lines and magnetic field vector.

V. DISCUSSION

As mentioned in section III, if the emission pattern was
fully aligned with the magnetic field direction in all images,
the data points would follow the 1-to-1 line. As can be seen in
Fig. 4, 5, 6, and 7, a perfect relation is not obtained. However,
some of the methods show clear trends. This can be best seen
in the Vector summation and Least square methods. As seen in
Fig. 4a, and 6a they partially follow the 1-to-1 line with with
a particular bias towards more negative emission line angles,
which can be seen more clearly in Fig. 4b, and 6b. As noted by
Roth et al. [4], observations have indicated that the aurora is
consistently brighter on the right side of the moon. A possible
explanation for the negative bias could consequently be that
the upper right side of the moon is brighter, however more
analysis is needed.

As seen in Fig. 4a the Vector summation method have
clusterings around emission line angles close to ±90◦. One
example exposure which could cause these points can be seen
in Fig. 8c. A reasonable explanation could be that the method
have a hard time determining whether there are several weaker
spots in the horizontal direction or if it’s a larger coherent area
on the northern hemisphere. This idea has some support in the
error plots where large maximum deviations of around 80−90◦

and 180◦ can be seen, which could correspond to a flip when
the data is perturbed slightly in favour of the other direction.
A similar flip behaviour can be seen, although not as clear,
in the LPDF method. The LPDF method does however have
several deviations in between these levels as well.

The Least square method shows the clearest trend. One
must remember though, that it is somewhat forced to follow
the general direction of the north-south axis. The deviation
we are looking for however, are with regards to this axis so
the method should give a rather good hint towards the fact
that there is an actual trend. Fig. 9 show the data from the
Vector summation method as well as the Least square method
in the same plot. Disregarding the points around ±90◦, they

are remarkably similar. The fact that they show such similar
behaviour could grant both methods some extra credibility.

The PCA method shows the strongest deviation from the
1-to-1 line of all the methods used, the data points are quite
spread out and do not follow a well defined line. Nevertheless
it can be seen in Fig. 7a that the emission line angles have
a clear shift in sign when going from negative to positive
magnetic field angles. A feasible explanation for the much
greater shift and bigger spread in the data could be that the
PCA method is more sensitive to single points of high intensity
while the other methods take into account more of the total
emission morphology.

A. Magnetic Field Model

In this project we used a magnetic field model, which
in principle consist of two terms. The first describes the
internal field created by currents inside Jupiter, while the
second describes the contributions caused by external sources.
We however decided against using the second term ignoring
external contributions. This approximation is rather good while
describing the inner magnetosphere and, depending on where
the boundary is placed, Europa lies just within this section
with its orbital radius of 9.4 RJ. However, since Io is pro-
viding a substantial amount of plasma to the magnetosphere,
contributions from sources external to Jupiter might cause
noticeable perturbations. Since the only thing of interest in
this project was the direction of the field, we believe this
effect can be ignored. We are still on the boundary of the
inner magnetosphere and the extra terms would not result in
major directional changes.

There is also the question of which expansion model to
use. In principle they mostly differ simply in the chosen
coefficients. The VIP4 model used is a rather modern model
which describes the field as well as the Io footprint with decent
accuracy. Coefficients for a newer model, the VIT4 model, was
tried without any notable difference in results.

One must also keep in mind that the model is quite limited
in the amounts of terms used in the series expansion. This issue
is hard to avoid since the low term count is due to the limited
on site measurements of the actual Jovian magnetic field.
We do however expect that a fourth order expansion should
be enough for our purposes since the Schmidt coefficients
tend to decrease in magnitude with increasing order. More
importantly, the magnitude of the magnetic field decrease
proportional to 1

rn+2 , where n is the order of the Schmidt
coefficient. This can be seen in Eq. (6), (4), and (5).

B. Data Modification

The data modification process emerged as a result of the
need for two- rather than three-dimensional data for some
of our ideas to work. However, during the process some
information is lost. When scaling the distance from the origin
of every point with the intensity, the original distance from
the center of the moon is discarded while angle is preserved.
A future attempt could be made to incorporate both the radial
distance and the intensity when scaling the center distance,
however it is hard to determine an appropriate amount of
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Fig. 4. Plots showing: a) The angles of the Vector summation method with respect to the vertical direction plotted versus the magnetic field vector angle for
all exposures. b) Angle-Angle plot focused on the middle group of points. c) Angle deviation plotted versus magnetic field vector angle for all exposures.
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Fig. 5. Plots showing: a) The angles of the LPDF method with respect to the vertical direction plotted versus the magnetic field vector angle for all exposures.
b) Angle-Angle plot focused on the middle group of points. c) Angle deviation plotted versus magnetic field vector angle for all exposures.
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Fig. 6. Plots showing: a) The angles of the Least Square method with respect to the vertical direction plotted versus the magnetic field vector angle for all
exposures. b) Angle-Angle plot focused on the middle group of points. c) Angle deviation plotted versus magnetic field vector angle for all exposures.
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Fig. 7. Plots showing: a) The angles of the LPDF method with respect to the vertical direction plotted versus the magnetic field vector angle for all exposures.
b) Angle deviation plotted versus magnetic field vector angle for all exposures.
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Fig. 8. Here the lines calculated by the three different methods can be seen as well as the magnetic field vector in four different exposures . The Vector sum
line is green, PCA line magenta, and LPDF line is yellow. a) and b) are examples of when two strong areas are present and all methods find a line which
generally follows the magnetic field. c) and d) show examples of weaker more spread emissions where the methods either point in different directions or
perpendicular to the magnetic field.
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Fig. 9. In this figure the angle of the Vector summation method and the Least
Square method have been superimposed and plotted versus the magnetic field
angle for all exposures.

weight for each of the components. If one is to use both radial
distance and intensity when scaling the modified data, they
need to be weighted appropriately to avoid one contributor
from completely dominating.

Due to the dimensions of the data matrices, we do not have
a strict center in our images. One of the four center pixels acts
as the origin. We moved the center slightly with no apparent
effect on any end result.

C. Emission Characterisation Methods

This project has spent a lot of focus on the concept of ob-
taining a line representation of a phenomena which originally
was three dimensional. The aim was to somewhat concretize
the more intuitive sense of direction one might get when
looking at one of the exposures. Mathematical models were
then used in an attempt to describe this without any human
bias. In some part this approach is also convenient when an
attempt is made to compare it to something vectorial, such as
the magnetic field through the moon. The result of these ideas

are the above described methods which succeed in varying
degree. Examples of several different cases can be seen in
Fig. 8. In both cases with stronger more prominent emissions
the different methods seem to somewhat agree, while in the
case of the weaker they might diverge on different results. The
least square method has been omitted from the figures since its
behaviour is intentionally biased towards a certain direction.

D. Error Estimates

Since the data pass through quite a large amount of mod-
ifications and calculations on its way to the final output,
an analytical approach to the error analysis was discarded.
Random perturbations were created using normal distributions
governed by the measured intensity and error bounds provided.
This method has its advantages and disadvantages. One major
advantage is the fact that it is quite easy to implement, and in
most cases the perturbations generated are quite reasonable.
A major disadvantage is the fact that it does not provide
guaranteed bounds of the error, but rather estimates of the
error. Another slight oddity is if the generated value is really
far out on a limb of the distribution. Should this happen
for a non negligible amount of pixels at the same time the
perturbation might be unnaturally large instead. The chance of
this happening is very small, however the process is repeated
1000 times for 71 exposures increasing the likelihood.

In most cases the mean angle deviation is much smaller
than the maximum deviation. This means that there are very
few cases in which the deviations are very large, and that they
generally tend to be quite reasonable. The fact that the Vector
summation method have very explainable errors, and that the
errors of the Least square method are so small sway in favour
of them being rather stable methods.

E. Future Work

The purpose of this study was to attempt a more quantitative
analysis of Europa’s oxygen aurora, as a continuation of
previous work. We feel our results further hint at the existence
of a correlation, but there is still extensive work to be done on
the area. Confirmation of our results using other independent
methods of analysis would be useful. Another topic of interest
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would be to extend beyond only looking for correlations with
the magnetic field and try to account for other factors. A
possible way of doing this would be through simulations
of the entire atmosphere morphology which could take into
account several other parameters. The simulations could then
be compared with existing data sets, for example the images
used in this study.

VI. CONCLUSIONS

A possible correlation between oxygen auroral emissions
and the surrounding magnetic field environment on Jupiter’s
moon Europa has been studied. The work was conducted
under the assumption that high intensity emissions tend to
align with the magnetic field vector passing through the moon.
Several different methods of analysing the oxygen emissions
were tried, and a common spherical harmonics model for the
magnetic field was used. In all four cases we see a behaviour
which supports the existence of a trend, but to varying degree.
The different methods behave and work slightly different
from each other, but overall, the behaviour seem to hint at a
correlation. However, it is clear that several other parameters
are required in order to account for the entirety of the auroral
behaviour and further studies on the topic is needed.
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Search for Sulfur Emissions
at Jupiter’s Moon Europa

Addi Djikic & Lukas Bjarre

Abstract—The objective of this research was to find sulfur
emissions in the atmosphere of Jupiter’s Galilean moon Europa.
Sulfur is an ample element of life and therefore beneficial to
science research for the potential in finding living organisms. The
process began with collecting, analysing along with extracting
spectral data taken from NASA’s Hubble Space Telescope (HST),
with the Cosmic Origins Spectrograph (COS) attached to the
HST. In order to analyse the data, a spectrum of sunlight from
the SUMER spectrograph was removed to see only the contents
originating from Europa’s atmosphere. The conclusion was that
no sulfur emissions could be seen from the given data and
therefore no evidence of sulfur could be deduced. However, there
have been previous detections of some sulfur at Europa, and
perhaps future research will disclose whether it exist or not. The
report will present how the conclusion was made and how future
research in the area could help to find more evidence of sulfur
traces.

I. INTRODUCTION

EUROPA is one of the four Galilean moons orbiting
Jupiter, discovered in 1610 by Galileo Galilei, and is

somewhat smaller than Earth’s moon [1]. It is known that
Europa is covered with a relatively smooth surface of ice with
an ocean beneath it. NASA suspects that Europa has an iron
core alike our planet [1], and that volcanic activities at the
ocean floor could lead to sulfur abundance in the atmosphere.

A. Finding sulfur
The intention to study sulfur (atomic symbol S) is by reason

of life. When in search for life it is first determined what life
forms are in need of, and some basic substances are water,
carbon, phosphorus nitrogen and sulfur, described in [2] and
[3]. There are also several amino acids and compounds found
in mammal tissues where the main ingredient is sulfur [4].
Therefore the confirmation of sulfur emission existence in both
Europa’s and other planets atmosphere could be significant in
the pursuit of extraterrestrial life.

B. Liquid water
One explanation of the liquid ocean beneath the ice is

due to a phenomena called tidal heating, explained by [5].
Europa is, as our moon to Earth, tidal locked to Jupiter [6].
The Galileo Spacecraft has been orbiting Europa and the
spacecrafts magnetometer has shown no evidence that Europa
contains an internal magnetic field [5], but instead an external
magnetic field induced by Jupiter’s Jovian magnetosphere.
These electromagnetic events are result of conductivity within
the moon, and therefore the most possible explanation is
conductive salt water according to [5]. This is also what NASA
explains in their Europa In Depth-article [1].

C. Previous detections of sulfur

Traces of sulfur have been found in previous analyses, for
instance [7] mentions that ionized sulfur with S+, S++ and
S+++ occurring approximately in the same amounts but not
in great quantity. NASA also mention it in [8] that sulfur
exists in the ice of Europa. We already know the atmosphere
is amply with oxygen [7], [9]. Previous research has shown
that oxygen ions outnumber the sulfur ions roughly 5 to 1,
with some variation in time and position on Europa [7]. This
would lead to very low traces of sulfur, which of course makes
the detection more difficult.

Previous research could point towards three different expla-
nations for the presence of sulfur:

1) Sulfur originating from Io: The above mentioned sulfur
ions found in Europa’s atmosphere could originate from its
neighbour Galilean moon Io [8], which have some similarities
with Europa. The sulfur comes from Io’s volcanoes and
becomes ionized in the atmosphere and later transported to
Europa where it gets encapsulated in the ice. It could be the
only trace of sulfur that exist on Europa, and not come from
Europa’s ocean itself.

2) Releasing sulfur from the ice: Different atoms are af-
fected and released by the Jovian magnetosphere of Jupiter
[10], [11]. For most part the magnetosphere of Jupiter impacts
Europa with electrons that hit the ice and therefore atoms,
mostly hydrogen and oxygen are released and sent into the
atmosphere. The heavier atoms are left in the atmosphere but
the lighter, mostly hydrogen are sent into space. This is also
the explanation why Europa’s ionosphere is rich with oxygen,
and how sulfur emission may have been released.

3) Water plumes arising from the ice crust: Observations
at the south pole of Europa back in 2012 have shown water
plumes arising as high as 200 km above the surface via cracks
in the ice [12]. If sulfur is abundant under the ice crust, this
could be a way for the sulfur to arise into the atmosphere.

D. The Hubble Space Telescope & Cosmic Origins Spectro-
graph

The data collection used in this research is from NASA’s
Hubble Space Telescope (HST) [13], captured with a particular
camera attached to it, the Cosmic Origins Spectrograph (COS)
[14]. The COS was installed to the HST in 2009 to study
large scale origins of the universe. The COS features a more
sensitive ultraviolet (UV) sensors compared to older cameras
on the HST, making it more capable to detect more faint
emissions in the UV spectrum [14]. This will be important to
find excitations of sulfur atoms in the interesting part of the
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spectra. The COS has a field of view of 2.5 arcsec in aperture
[15]. The COS includes a far ultraviolet (FUV) detector which
is used to study wavelengths at the range of 900-2150 Å and a
near ultraviolet (NUV) detector to study ranges of 1650-3200
Å. The COS-handbook [16] was used to understand how to
handle the data via Flexible Image Transport System (FITS)
files [17], often used for astronomical research purpose.

II. THEORY

A. Atom excitations

When atoms undergo changes of energy states they release
photons from the transitions. Depending on the energy transi-
tion different energetic photons are released, that is, photons
of different wavelength. With several different energy states
depending on the atom, every atom has its own fingerprint
spectrum of different emission lines caused by the excitations.
By identifying these emission lines from spectrum analysis of
incoming photons, atoms from distant places can be found.

1) Sulfur emission lines: Sulfur has, as other elements, a set
of unique wavelengths emissions when excited. An analysis
were made by Roesler et. al. [18] on the neighbour moon
Io. They plotted an intensity plot of the FUV spectrum, see
Fig. 1, that includes wavelengths for emission lines of several
elements, including sulfur. If sulfur was present in a spectrum,
some amount of intensity in these wavelengths is expected.

Fig. 1. Image taken from Roesler et. al. [18], which displays an intensity plot
of the neighbouring moon Io in the far ultraviolet (FUV) spectrum. It also
shows the wavelengths in Ångströms of emission lines for several elements,
including sulfur.

B. Spectrography

The method of gathering information from Europa is by
spectrography. By dispersing incoming light into different
wavelengths one can study its contents according to the theory
described in section II-A.

C. Solar light reflection on Europa

The difficulty with determining different atoms in the visible
UV spectrum is due to background noise and other distur-
bances. Most reflected light on Europa originates from the
Sun and stand for the majority of this disturbance. Solar light
will add up on the emission spectra from Europa, making
it impossible to differentiate between spectral contents from
the Sun and from Europa. Therefore, to analyse the spectral
contents of Europa the solar spectrum needs to be subtracted
from the total spectrum.

1) Spectral atlas of the sun: In the paper by Curdt et al.
[19], they give the whole far ultraviolet and extreme ultraviolet
(EUV) spectral atlas of the solar disk in the range 670 Å to
1609 Å. With the diffracted atoms and ions from the spectrum
captured by the SUMER (Solar Ultraviolet Measurements of
Emitted Radiation) spectrograph [20]. These spectrum lines
given by [19] can be used to compare the spectrum lines given
by the extracted data from the COS. The solar atlas spectrum
is then used to exclude the atoms and ions that comes from
the sun and not Europa by appropriately scale and subtract the
SUMER plots as described in Cunningham et. al. [21].

2) SUMER: Given the spectrum lines in Fig. 2 taken by
the SUMER spectrograph from the spacecraft SOHO (Solar
and Heliospheric Observatory) [19], [20]. That is later used
to subtract from the spectrum lines intercepted by the COS-
camera’s FUV-detector as mentioned above.
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Fig. 2. Graph showing the solar spectrum taken by the SUMER. The intensity
of the spectral lines, the y-axis, is not set in actual physical units but rather
given as an arbitrary unit. This is intended to be scaled for the needed use,
in the case of this research to match the reflected sunlight on Europa.

D. Doppler shift

The light observed from Europa has been distorted slightly
by Doppler shift, caused by the relative motions of Europa,
Jupiter and Earth. The Doppler shift between observed wave-
length λo and source wavelength λs in a scenario with the
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source moving relatively to the observer with speed v � c is
given by (1):

λo =
1

1 + v
c

λs (1)

Calculating the exact Doppler shift for the exposure time
requires detailed knowledge of the celestial bodies positions
and relative speeds. A model of this seemed unnecessary for
the project, talked about in section V-B2, so only an average
shift from Europas orbital speed given by [22] was calculated.

E. Spectral data

The FITS-files used for the project where taken from
Mikulski Archive for Space Telescopes (MAST) [23]. Each
recorded exposure consists of multiple files with data cor-
responding to smaller steps in the data calculation of the
COS. The files interesting for this project where the extracted
one-dimensional spectra files, marked with the suffix x1d.
The used exposures consisted of several shorter exposures,
which are in turn used to find statistical outliers in the data.
These are removed in a final summation file, marked with the
suffix x1dsum. The x1dsum-files were the ones used for this
project.

Each file includes a header file consisting of various infor-
mation parameters of the data, like exposure date, the range
of observed wavelength, and the platescale (arcseconds per
pixel). The description of the parameters and how they were
used was described in the COS-handbook [16], including the
information about the A and B central wavelengths parts (1327
Å) of the spectrum. All from the spectral resolution G130M-
table given in [16]. This is where the interesting parts of the
spectrum is, that is, the FUV-range. The files also includes
several different data sets for different observed data. The ones
interesting for the project were the photon flux and estimated
error, both given in [erg s−1cm−2A−1].

III. METHOD

A. Data extraction and plotting in IDL

Data sets from two exposures were used, lcnr01010 and
lcnr01020, both taken by the COS on board the HST and
downloaded via MAST [23]. General information about the
different exposures can be found in Table I.

TABLE I
EXPOSURE DATA

lcnr01010 lcnr01020

Observation date 2015-12-03 2015-12-03

Observation start 01:36:50 04:59:52

Exposure time [s] 5590.976 6130.336

FUV Grating G130M G160M

Wavelengths in segment B [Å] 1172 - 1313 1397 - 1571

Wavelengths in segment A [Å] 1328 - 1469 1589 - 1762

The FITS-files were then handled with the Interactive Data
Language (IDL) [24] for data manipulation and visualization.
An Gaussian smooth function was directly applied to the data

to reduce the noise present in the spectrum. An example of
the used data can be seen in Fig. 3, where the A segment of
the lcnr01010-exposure is plotted.
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Fig. 3. Detector flux from the A segment of the lcnr01010-exposure.

B. Solar subtraction

When comparing the spectrum spikes in Fig. 3 with the solar
spectrum lines given by the SUMER in Fig. 2 [19], several
large peaks were found in both spectra; the carbon-doublet (C-
II) around 1335 Å, oxygen (O) around 1355 Å and silicon (Si)
near 1394 Å. A large spike near 1216 Å was present in the
B-spectrum of the lcnr01010 from the Lyman-α emission.
From a first observation it seemed clear that the COS spectra
contains reflected sunlight which needed to be subtracted in
order to only look at the atom excitations from Europa. When
the SUMER- and the lcnr01010-spectra were plotted on
top of each other, a small but clear Doppler shift was visible
as seen in Fig. 4 which also needed to be considered for the
subtraction.

Doppler Shifting
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Fig. 4. Detector flux from lcnr01010 and the solar spectrum from SUMER
around 1335 Å. The doppler shift of the spectrum taken from the COS can be
clearly viewed in this example. The dashed lines view the SUMER spectrum
before the Doppler shift was adjusted for, and the whole drawn line after a
shift of 0.14 Å was applied.

1) Scale factor of solar spectrum: As described in Fig. 2,
the solar spectrum given by [19] was given in an arbitrary
unit that needed to be scaled until it coordinated with the
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same intensity of the emission lines from the lcnr01010-
exposure. This was done with the emission lines around the
doublet C-II emission peaks at 1335 Å in accordance to [21].
The higher wavelength peak of the SUMER spectrum was
scaled until it matched the one from the COS spectrum. This
left the lower wavelength peak from the COS spectrum larger
than the one from the SUMER spectrum, something that could
mean that a section of that peak originates from Europa itself.

2) Doppler shifting: The Doppler shift was estimated ac-
cording to (1), where the average orbital speed of the Earth
were taking account to and the average orbital speed of Europa
found in [22], although the celestial bodies position relative
to each other makes them behave differently. For instance,
when Europa is moving away from Earth or towards it and
vice verse would create Doppler shifts in different directions.
Since creating an exact model for the relative motion between
Europa and Earth would be difficult and tedious, an idealised
case was used for the Doppler calculation. Assuming that
Europas orbital path is radially aligned towards Earth and
using the average orbital speed of Europa yields a Doppler
shift estimation of ±0.14 Å. This did a small but not negligible
effect to the spectrum. Furthermore, the adjustment of the
shift was also done according to [21], where the SUMER
spectrum was shifted until the doublet C-II peaks around 1335
Å aligned. Fig. 4 shows both the SUMER spectrum and the
lcnr01010-exposures spectrum plotted in one graph around
the C-II peaks. A shift in wavelengths of 0.13 Å was measured
between these peaks, a Doppler shift which lies very close
to the idealised model. This measured shift of 0.13 Å was
applied to the SUMER spectrum in order to align it with the
COS spectra.
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Fig. 5. The lcnr01010 spectrum before and after the linear interpolation
was applied. A very small reduction in resolution can be seen, but these are
small compared to the size of the emission line.

3) Interpolation with the total solar spectrum: When align-
ing the final Doppler shifted spectral resolution of both the
solar atlas and the x1dsum, there was a difference between
the sampling points of both the spectra. When all wavelengths
of the G130M were included and the whole SUMER spectrum,
then IDL gave an output that the COS spectra was 16384
sample points (measured in different wavelengths) and the
SUMER was 4706 sample points. When subtracting the solar
spectrum from the COS spectra with a different sample rate, it

would be problematic if the wavelengths did not align at the
same points, thus it was necessary to first down-sample the
COS spectra to the corresponding SUMER spectrum. This was
done by linear interpolation with the COS-data in correlation
with the SUMER-data by IDL. An example of the interpolated
spectrum can be seen in Fig. 5. Even though some of the
spectral resolution was lost after the downsample it was low
compared to the rest of the spectrum. Therefore the spectral
resolution was deemed to be good enough for the primary data
to be analysed.

4) Spectral width: The final step needed before subtracting
the interpolated spectrum from the COS spectra were to
consider the width of the emission lines in the solar spectrum.
Overlapping sample points from the COS spectra makes the
emission lines wider compared to the ones from the SUMER
spectrum. In order for the SUMER spectrum to fully align with
the COS spectra a Gaussian smoothing function was applied
to the SUMER spectrum with a σ of 3.8, which as seen in
Fig. 6 made the peaks in both spectra similarly broad.

Gauss Smoothing
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Fig. 6. Graph showing the SUMER spectrum before and after the Gaussian
smoothing, displayed in the dashed and whole curves respectively. The
spectrum after the smoothing closely follows the COS spectrum around the
C-II peaks around 1335 Å, shown in lighter grey.

5) Final subtraction: After all steps above were applied to
the SUMER spectrum it could be removed from the spectra
taken from the COS. Fig. 7 shows the result around the C-II
peaks around 1335 Å for the lcnr01010-exposure.

Solar Subtracted Flux
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Fig. 7. The C-II peaks after subtracting the adjusted solar spectrum.
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C. The 1356/1304 Å ratio

Europa’s rich O2 atmosphere were officially determined in
1995 by [10] with the discovery of a triplet oxygen emission
line around 1304 Å and a doublet oxygen emission line around
1356 Å. Both [10] and [21] speaks about that the ratio on the
amount of oxygen between 1356 and 1304 Å should be abide
by as 2:1. As a result of that these peaks are established and
unchanging, the area around 1356 Å was integrated with help
of IDL as well as the 1304 to determine the ratio for this case.
After integration and division of the spectra areas were made
it yield the result 0.37 (1356/1304). This was probably due to
that the O-I at 1304 was increased by the light from Earth’s
geocorona. Therefore, the ratio is not representative of only
Europa emissions.

D. Standard deviation error

As described in section II-E, each x1dsum-file from the
exposures featured a standard deviation error σ for each
sampled wavelength, calculated by the COS from the multiple
smaller exposures and background spectrum. σ of the A
segment from the lcnr01010-exposure can be viewed in
Fig. 8. It seems from the graph that the flux near the edges
of the observed wavelengths are less reliable, and an overall
tendency of a larger σ for higher wavelengths.
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Fig. 8. The standard deviation of the detector flux from the A segment of
the lcnr01010-exposure.

The standard deviations were given for each discrete sample
point in the spectrum. However, since the final values used
were integrated over multiple sample points, every σ across
this range needed to be considered for a total standard devi-
ation σtotal. For a range of wavelengths from n to N , σtotal

was calculated with (2).

σtotal =

√
σ2
n + σ2

n+1 + σ2
n+2 + . . .+ σ2

N

N − n
(2)

E. Unit conversion

1) Photon energy and scale factors: The final part of the
data analysis were to convert the photon flux to the more
conventional unit, rayleigh [R], or [1010 s−1m−2]. The unit
given from the COS data, [erg s−1cm−2A−1], is already

close to the final unit with the only difference being the
wavelength in the denominator, the energy in the numerator,
and some scale factors. The energy of the incoming photon
was expressed by (3), where h is Planck’s constant, c the speed
of light and λ the wavelength of the photon.

E =
hc

λ
(3)

Two additional scale factors needed to be considered in (3),
since the COS use erg [10−7 J] and Å [10−10 m] instead of
the standard SI units. The unit from COS also uses cm2 in
the denominator, which needed to be taken into account and
rescaled. Adding all the scale factors together gives a final
factor of 10−12, which were added to (3) and divided from
the detector flux.

2) Integration over wavelengths: Finally, to remove the
wavelength in the denominator the detector flux curve was
integrated over the excitation peaks of interest in the spectra.
Ideally the entire emission line of interest should be integrated
over to ensure that the spectral resolution is considered when
counting the photon flux. However, the sought emission lines
where not always apparent in the spectrum which made the
desired ∆λ region of integration difficult to determine. Other
more visible emission lines, like the O-I line at 1356 Å in Fig.
9, were investigated to conclude that a ∆λ of 1 Å seemed to
fit the spectral resolution of the spectra. This also had the
added benefit of not needing any more scale factors since the
integration distance always was 1 Å.
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Fig. 9. Graph showing the O-I emission line near 1356 Å, taken from the
lcnr01010-exposure. The two dashed lines represents a ∆λ of 1 Å as
described in section III-E2, which is seen here to neatly fit the entire emission
line. This measure was used for other parts of the spectrum where the emission
line was not as apparent as in this case.

F. Wavelengths of interest

As mention in section II-A1, Roesler et. al. [18] presented
some interesting wavelengths where possible sulfur emission
could be found. The particular wavelengths for sulfur emission
lines is visualized in Fig. 1. The brightness of these wave-
lengths in the solar subtracted spectra with converted units was
measured by integration over the specified wavelength ±0.5
Å as described in section III-E2. This procedure was repeated
over all the wavelengths corresponding to sulfur emissions
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from Fig. 1 which is present in the given spectra from the
lcnr01010- and lcnr01020-exposures.

IV. RESULTS

Table II shows the calculated brightness in milli-rayleigh of
the different sulfur emission lines seen in Fig. 1 and present
in the exposures.

TABLE II
SULFUR BRIGHTNESS

Wavelength [Å] Brightness [mR]

lcnr01010 lcnr01020

1299 23.9± 89.5 N.A.

1389 16.7± 126 N.A.

1406 18.4± 140 8.59± 98.1

1424 43.6± 152 9.18± 103

1429 16.3± 154 1.77± 104

1479 N.A 3.46± 133

None of the results from Table II had a measured brightness
larger than the accompanied σtotal, which would suggest
that all of the points of interest only contain noise. This is
further confirmed by looking at the spectrum, as done for the
lcnr01010-exposure at 1429 Å in Fig. 10. The measurement
with the smallest uncertainty is the 1299 Å emission line
from the lcnr01010-exposure, and although the σtotal is
larger than the measured brightness, it is the only result in
which the two values are in the same order of magnitude. The
results from the lcnr01020-exposure seems to be smaller
than the ones from the lcnr01010-exposure, as evidently
seen in the overlapping results from the 1406 Å, 1424 Å,
and 1429 Å emission lines. This could possibly be because of
the different FUV gratings used in the exposures. As the data
suggests, there is no evidence of sulfur emissions in the given
exposures.
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Fig. 10. Brightness and standard deviation from the lcnr01010-exposure
with the adjusted solar spectrum subtracted around the S-I emission line at
1429 Å. Even with no background noise subtracted it can clearly be seen that
only noise is present in this part of the spectrum.

V. DISCUSSION

A. Method of spectrography

The proceedings of this study on the moon Europa were
mainly concentrated around spectrography methods. The main
objective were to subtract as much of the unwanted data
from the spectrum to get as a clear picture as possible of
the interesting parts where sulfur may occur. One can argue
that the methodology used for this analyse had insufficient
mathematical reliability, for instance how the parameters and
factors of the Gaussian smooth applied to the spectra. The
implication is that this research is based much on empirical
study with spectrum. One could instead derive the exact
Doppler shift and calculate all factors of the Gaussian smooth
that broaden the line and generate a reflection spectrum. In
other words, do the computations more exact by applying
more methods and mathematical calculations, but it may not
be certain if it will make any major difference for the result.

B. Ignored data & errors

1) FITS-background & sky disturbance: The dominant
error, or unwanted data, in the case for the COS data was
from the solar-atlas reflections on the moon. Nevertheless,
considering the COS data given, with including background
error in the given FITS-files, and the sky background
disturbance of both the Europa and Earth, there are more
disturbance that exists. For instance, if the HST was affected
by the Earth’s atmosphere and if the data were captured in
Earth’s shadow or not is an example of sky background error
from Earth. This tells that there is much more that could
be excluded. The conclusion was that these type of errors
mentioned, background error included in the FITS and the
sky disturbance from Earth, could be omitted, thus they were
negligible when compared to the SUMER data given by the
solar-atlas.

2) Doppler shift error: For the compensation of the
Doppler shift the average orbital speeds of the moon and Earth
were used (see section III-B). Though the calculations was not
necessarily needed because the shift was done manually with
IDL with reference to 1335 Å according to [21]. It was still
a relevant calculation to visualize the difference between the
calculated value and the empirically reached value, which was
very similar, in any case at least the same order of magnitude,
which was very promising. If one desires a more refine result,
the Doppler shift can be compensated by first finding out the
exact speed and position of Europa and Earth relative to each
other when the data exposure was captured.

C. Other methods than linear interpolation

The non equal sample points between the SUMER and
the COS-data were an issue, and thereof interpolation was
used to sample down the data points so that the SUMER was
only subtracted from the irrelevant COS data. This sampling
method may be the simplest and it is quite accurate too, but
other methods could be used also. For instance there were first
an attempt to find the equal points of the spectra’s with help of
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IDL, and then subtract those exact points. That method did not
turn out to work entirely. Perhaps this could be endeavoured
in future experiment.

D. Considering the interesting emission lines

In Fig. 10 together with Table II, there is a clear noise
visible with a standard deviation error much bigger than the
actual spectra, even though the solar-atlas spectra have been
subtracted. Of course there could be other considerations to
take into account as told in section V-B. In this case there were
no visible sulfur emission lines in the 1429 Å and 1479 Å only
noise left, yielding the expected result that no sulfur emissions
were found in the other interesting wavelengths besides the
1429 Å and 1479 Å, given in Fig. 1. Thereof it may have
been redundant to even check the area around those emission
lines.

E. Low brightness at given sulfur emission lines

As seen in table II the brightness in milli-rayleigh are
displayed along with the standard deviation of the brightness.
The conclusion is that because of the extremely low brightness
and the dominating error given, σ, it is almost certain that no
sulfur emission may exists in these areas. When comparing
with the previous years paper on the same research, ”Search
of Sulfur in the Atmosphere of Europa”, [25], the rayleighs
around 1479 Å stretch from 0.69± 1.98 R to 6.18± 1.93 R.
Concluding that the rayleighs in Table II indicate much lower
brightness emissions, giving a clearer result that no detectable
sulfur emissions are present in this area.

F. Future improvements in same area of research

As discussed, other noise-canceling, or error-canceling
methods may be applied to give a more accurate result, such
as subtracting the unused image of the aperture and only use
the aperture of Europa. This would exclude the majority of
the sky-background noise. But the major improvements lies in
gathering more data of Europa, for instance sending probes to
the moon to get the whole perspective of the planetary satellite.
But the improvements of today and near future lies in glancing
at the moon until data of as much surface area as possible is
collected throughout a longer period of time. Today the HST
is used in many areas when looking into the vast universe. It
is also used by many scientists, and thereof when gathering
information about a planetary body there is not enough time
to use the HST to get the complete data wanted of a moon
for example. There is however, an alternative, and that is to
create a simulation on the behaviour of the moon Europa and
perhaps simulating sulfur emission excitations along with it.
For the case, with the lack of time with the HST, it would
be of great knowledge to know when the optimal time and
place on the moon it would be most likely to see any sulfur
abundance emerging from Europa.

VI. CONCLUSION

The conclusion for this research is that no detectable sulfur
emission could be found on Europa in the given interesting

spectrum with the data exposures. After working to ex-
clude unnecessary data, the conclusion was more reliable and
other additional methods of noise-cancellation were negligible.
There is still room for future research in this area which will
eventually yield in finding more evidence of sulfur on Europa
than today.
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STUDENT SATELLITE FACES MAJOR CHALLENGES FROM TINY PARTICLES

Did you know that on your last flight to New York you were exposed to the same amount of radiation as 
when taking a CAT-scan? Now imagine how bad it is for satellites that fly 60 times as high. Students 
from KTH Royal Institute of Technology have studied the radiation dose that the student built Mist 

satellite is exposed to. The goal of the project is for the satellite to survive at least a year in space, will it?

Mist is a three litre satellite. Because of the small size, all components have to be compact and powerful which 
makes them delicate. This means that a single particle can cause major damage to parts of the satellite, e.g the 
onboard computer, which is only a few fingernails big. 

Radiation is a big concern for all satellites and doesn’t only affect the small Mist satellite. Imagine you being 
lost and trying to find your way somewhere. You pick up your smartphone to get your location but there’s no 
connection to the gps service. As global positioning is a satellite-based service, it is sensitive to the effects of 
radiation. Thus, knowing the radiation levels is important when designing any satellite. 

The students can confirm that the radiation dose won’t be big enough to destroy the Mist satellite. However, 
there are still things that need to be done before launch. Available power from the solar cells needs to be de-
termined and tests such as antenna tests and vibration tests need to be performed.
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Mist, Miniature student satellite, is a three unit 
(3U) CubeSat designed and built by KTH 
students. CubeSats are a family of small sat-

ellites that are relatively cheap to build and launch. 
The main purpose of Mist is to introduce students 
to the profession of space engineering. Mist carries 
eight different scientific experiments that are both 
from other universities as well as commercial com-
panies and is planned to be launched in 2018. So far 
the satellite has been in the design phase. Much work 
has been done in finding the optimal layout for the 
experiments, which is especially difficult due to the 
size restriction  of the CubeSat satellites 

The design process is however nearing completion. 
Most of the hardware parts have been ordered and 
some parts, such as the onboard computer and the 
frame of the satellite, have been delivered. The exper-
iments are still being developed and the discussion 
with their developers is ongoing. 

This bachelor projects within this context has 
been assigned to five students, divided into three 
teams, F1, F2, and F3.  F1 aims to calculate the radia-
tion exposure of the satellite, F2 simulates the radia-
tion pattern of the antenna, and F3 is constructing a 
solar cell simulator. The input from F1 is important 
for Mist for deciding the optimal orbital altitude for 
the satellite. The input from F2 is important in order 
to get the optimal radio link quality between the sat-
ellite and Earth, which increases the data rate. F3 is 
important for determining the power available to the 
satellite which determines when and in what order 
that the experiments are executed. The common aim 
of these projects is to ensure the operability of the 
satellite.

Radiation dose calculation (F1): A satellite orbit-
ing Earth is exposed to the harsh radiation environ-
ment of space. The radiation has three main sources: 
trapped particles which are particles caught in the 
Earth’s magnetosphere, solar particle events which 
are particles accelerated by the Sun and galactic cos-
mic rays which are incoming particles from outside 
the solar system. As a result of this harsh environ-
ment, there’s a high risk of the satellite’s components 
being damaged. One risk factor is the total ionizing 
dose (TID). TID is the cumulative ionizing ener-
gy deposited in a material, which is dangerous as it 
can cause defects within the structure of the mate-
rial. Another factor is the so-called single event up-
sets (SEU), which lead to corruption of data when 
charged particles cause bit-flips, meaning changes in 
data from 1 to 0 or from 0 to 1.

Therefore, it is important to calculate the radiation 
dose to assess potential damages and effects on the 
satellite. The radiation analysis therefore calculates 
the TID and SEU on the Mist satellite during mission 
duration of 1 year. As the Mist satellite’s altitude has 
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not been decided yet, the radiation dose is simulated 
for 10 orbits, from 500-700 km. Furthermore, the ra-
diation analysis can also be used to design the satel-
lite. By knowing the radiation dose and its effects, the 
shielding that is required for protecting the satellite 
can be decided. Some of the onboard experiments 
may also be sensitive to radiation exposure, which 
means that proper precautions can be taken to avoid 
potential interference or damage. The results from 
the analysis can also be compared to two of the on-
board experiments, RATEX-J and CUBES. RATEX-J 
is a particle detector that measures penetrating par-
ticles in the Earth’s inner radiation belt and CUBES 
measures the in-orbit radiation environment.

Antenna Simulation and measurements (F2): In 
order to benefit from the data collected by the exper-
iments on board satellites, the data has to be sent to 
the ground station on Earth. This is done via a radio 
link, which is the wireless connection between the 
satellite and Earth. To measure the radio link quality, 
the radiation pattern of the antenna can be used. The 
radiation pattern illustrates how much and in what 
direction the antenna radiates.

Small satellites of the CubeSat family often have 
limited transmitter power. This makes it vital to esti-
mate the radiation pattern which will be affected by 
the surrounding satellite structure. Taking this into 
consideration, simulations and measurements of the 
satellite’s radio characteristics is carried out. The re-
sult from these simulations and measurements can 
be used either just to validate the current layout of 
the satellite or to change the layout so that a radio 
link with higher quality is obtained. 

The two cases examined here are the Mist and Seam 
satellites. For the Mist satellite, the antennas are not 
present at the lab so no measurements on them could 
be performed. Because of this, only simulations were 
made on the satellite’s antennas. The radiation pat-
tern was simulated with two different antenna con-
figurations. The results from these simulations led 
to a change in the placement of the antennas on the 
satellite.

For the Seam satellite, the antennas are available in 
the lab. Therefore, a measurement campaign at Es-
range was carried out. During this campaign, several 
errors in the computers on board the satellite were 
identified and later investigated. Some problems with 
a damping material occurred as well which made the 
antenna radiate in a very spurious way resulting in 
some dubious results regarding the power transmit-
ted from the satellite.

Solar cell simulator (F3): The satellite is powered 
from solar cells which charge the batteries. To be able 
to predict the energy stored in the batteries during 
flight a solar cell simulator is being constructed. The 
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simulator consists of two parts. One part, calculat-
ing the illumination of the satellite, is being done as 
a master thesis. The other part is the bachelor proj-
ect F3 and consists of designing and constructing a 
hardware unit that uses the calculated illumination 
levels and that behaves electrically like a solar cell. 
This unit can be used in place for the solar cells 
during testing.

The work done so far has resulted in a prototype for 
the solar cell simulator. This prototype shows that it 
is possible to electrically simulate solar cells. Com-
bined with the data from the rest of the Mist solar cell 
simulator team this system will be able to simulate 
the power output of the solar cells during flight. The 
simulation system will be used to test the final satel-
lite in conditions that are as close to flight as possi-
ble. The hope is that this will reveal any errors in the 
calculation of the power budget. These results might 
affect the power use of the experiments.

After three years of work the Mist team is now at 
the stage of the design review. After this, the layout of 
the satellite is fixed and should not be changed. Sub-
sequent work will be done on the ground station, as-
sembly of the satellite and testing. A launch date has 
not yet been set but the satellite should be launched 
by the end of 2018. Some tasks for the next B.Sc. 
teams could be to make a proposal of the shielding 
that would prolong the satellite’s lifetime so that the 
goal of one year in space is more likely to be reached; 
run and optimize the layout of the cable harness in 
order to save space in the very crowded satellite; 
measure the antenna performance and make sure 
that the simulations are correct as well as start the 
construction of the ground station.

ETHICAL REFLECTION
A common argument against rocket launches is 
that they pollute the environment. Some rockets do 
indeed use solid fuel boosters that release dangerous 
substances. The amount of environmentally hazard-
ous fuel that is released into the atmosphere is how-
ever quite small. According to a study at the Univer-
sity of Colorado, rocket launches stand for less than 
one percent of the total ozone depletion caused by 
humans. There are also positive environmental as-
pects of satellites launches. The satellites can be used 
for weather monitoring and meteorological research, 
which to some extent benefits the environment by for 
example raising the awareness about global warm-
ing.

The space industry’s contribution to society is not 
always clear to the public. It may seem like     an un-
necessary burden to taxpayers, however, the space 
industry has made many beneficial contributions 
to society. Some applications that are known to the 

public are communication and navigation. Besides 
these, there are some applications that are not as well 
known, such as the SARSAT system. This is a search 
and rescue satellite system that monitors the Earth 
for distress calls, allowing anyone with a distress 
beacon to call for help. The latter example illustrates 
that satellites have a wider field of application than 
the public commonly associates with them.

Launching rockets does also entail a risk of some-
one being hit by rocket parts, however this risk is 
small.  The Federal Aviation Administration’s guide-
line for launching rockets specifies that the risk of 
launched objects hitting anyone should be at most 
1/3000. This guideline is used at Esrange among oth-
ers. Nonetheless, there are several recorded instanc-
es of rocket debris landing near people. One example 
from Kiruna is an incident when some stray rocket 
parts landed in a local backyard. However, these oc-
currences are rare and the risk is known and consid-
ered. We believe that the development of satellites 
should continue, since the current and future bene-
fits greatly outweigh the negative consequences. As 
rocket fuel research progresses, the environmental 
impact is reduced. Improved safety procedures will 
reduce the health risks for workers and nearby pop-
ulation.
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Abstract—A satellite in space is exposed to many risks, one of 
them being radiation. The ionizing radiation poses a particular 
danger to the lifetime of the satellite and its components. The aim 
of this project is to make an estimate of the radiation dose that the 
MIST satellite will attain during one year in orbit. In this thesis we 
present the doses and effects of trapped particles, the solar wind 
and the galactic cosmic rays. As part of the analysis of the effects 
of radiation the single event upset rate is also estimated. The 
simulations have been carried out by using SPENVIS, a software 
program provided by ESA. In this report the radiation 
environment is studied for the altitudes of 500 to 700 km, with a
mission duration of 1 year, starting 21 June 2017.  The results show 
that the estimated total ionizing dose absorbed in the aluminum 
shell ranges from 4.32 to 8.40 Gy for the total mission duration, 
depending on altitude. The total dose in the innermost silicon layer 
ranges from 0.0774 to 0.265 Gy, depending on altitude. The single 
event upset (SEU) rate estimated for a device (93L422) made of 
silicon and with the dimensions of 51.0 µm × 51.0 µm × 2.0 µm was 
found to be 0.27 SEUs bit-1 d-1 under the assumption of 0.60 cm of 
aluminum equivalent shielding. With 4.35 cm of aluminum 
equivalent shielding, the rate was estimated to 0.007 SEUs bit-1 d-

1. In conclusion, with the obtained results we predict that the 
radiation exposure will not pose a significant risk to the MIST 
satellite. We have also found that our results are comparable to 
that of previously published work.

I. INTRODUCTION

ADIATION exposure in space poses many risks for a 
satellite in orbit. Examples of such risks are short- and 

long-term failures of electronics as well as temporary damages 
or the complete breakdown of a satellite's components [1]. In 
order to predict the lifetime of the satellite and its components, 
radiation dose calculations are performed during the design 
stage. In this report the radiation dose which the MIST satellite 
will attain during its mission has been estimated. 

The MIST satellite is a CubeSat built by students at KTH 
Royal Institute of Technology in Stockholm, Sweden. A
CubeSat is a miniature type of satellite with a low weight and 
size. The MIST satellite has a size of 3U, consisting of three 1 
dm3 units, and weighs approximately 4 kg [2]. The satellite 
hosts a range of scientific experiments, with various purposes 
and from different institutes in the country. The goal of the
MIST project is primarily to teach students how to build 
satellites, but also build a fully functioning satellite that can 
survive in the harsh radiation environment of the earth’s outer
atmosphere for at least one year [3]. The simulations have been 
performed starting from the preliminary launch date of 21 June 
2017, with altitudes ranging from 500 to 700 km, and a mission 
duration of 1 year. 

In the following section of this report, a description of the 
radiation environment that the satellite will be exposed to 
during its mission is presented. The different components of the 

radiation environment are explained and their respective energy 
intervals are presented. Section III describes the simulation 
software SPENVIS and how the simulations have been 
performed. Section IV contains the results from the simulations. 
Section V discusses the results and with section VI the report is 
concluded.

II. RADIATION ENVIRONMENT AND EFFECTS

The radiation environment surrounding the earth consists of 
three components: trapped particles in the earth’s magnetic 
field, solar particle fluences, and galactic cosmic rays.

A. Trapped particles
Protons, electrons and sometimes heavier ions, can become 

caught in Earth’s magnetosphere and are collectively called 
trapped particles. Through solar wind or cosmic ray interaction 
with the neutral atmosphere, these particles form two regions
with higher intensities surrounding the earth, commonly 
referred to as the Van Allen belts [4]. The inner belt is located 
in the region of five hundred km to approximately two Earth 
radii above the surface and contains protons with energies 
ranging from a hundred keV to a few hundred MeV [5], and 
electrons in the energy range of one MeV to ten MeV [6]. The 
outer radiation belt is in the region of three to nine Earth radii 
above the surface and consists of electrons in the energy range 
of ten to a hundred MeV [2].

B. Solar particle fluences
The solar wind is the continuous radiation fluence that the 

sun emits. The fluence is dependent on the sun’s state as it
cycles through an 11-year period with higher and lower activity, 
referred to as solar maximum and solar minimum respectively. 
When in the state of solar maximum, radiation outbursts are
more likely to occur and vice versa. These outbursts consist of 
solar flares which are emissions of photons and particles that 
travel directly from the flare site; coronal mass ejections which 
consist of plasma clouds and strong magnetic fields that 
originate from the solar corona and can travel in any direction
regardless of where they erupted; and solar particle events
(SPE) which consist of high-energy particles, mainly protons in 
the energy range of a few MeV to a few hundred MeV [7], that 
have been accelerated by the explosive shock of solar flares.
Any of these solar activities can temporarily result in an 
increased radiation fluence which causes disturbances in the 
radiation environment surrounding the earth. SPEs do also pose 
the greatest risk to satellites. In August 1972, often cited as the 
“worst case” SPE occurred, with an increase of radiation 
fluence of approximately four orders of magnitude that of 
normal levels of solar fluences [8]. An increased level of 
radiation fluence results in more particle collisions with the 
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satellites and thus increasing the likelihood of damaging 
components. 

C. Galactic cosmic rays
Galactic cosmic rays (GCR) are high energy protons, 

electrons, and heavier ions that originate from outside the solar 
system. It is theorized that these particles have been accelerated 
to high velocities by supernova explosions, superbubbles, i.e.
massive structures of hot gas, and active galactic nuclei [9]. The 
influx of GCR is continuous and isotropic, and it is the most 
energetic radiation component in the earth’s orbit, with energies 
ranging between ten MeV to a few hundred EeV [10].

The flux of GCR with energies up to 10 GeV is anti-
correlated to the solar activity due to the solar wind. During 
times of higher solar activity, the solar wind increases in 
strength, which in turn deflects GCR from entering the solar 
system, and vice versa [7]. Although GCR consist of particles 
with the highest energy levels of the three radiation 
components, the influx is also much smaller in comparison.

D. Total ionizing dose
The total ionizing dose (TID) is the cumulative energy 

deposited in a material, which serves as the basis for evaluating 
the damage in said material due to radiation exposure. The TID 
is measured in Gray [Gy], which is defined as joules per 
kilogram [J/kg].

E. Single event upset
Single event upset (SEU) is a type of short term radiation 

effect that is caused by a single ionizing particle penetrating a 
sensitive material or component. It can cause a transient 
impulse in support circuitry or a bit-flip in memory cells [11].
A bit-flip is a switch from 0 to 1 or from 1 to 0. SEUs are not 
inherently destructive, however, they may lead to corruption of 
data when bit-flips occur. The SEU-rate is an estimation of how 
many occurrences of SEUs there will be per bit over time.

III. SIMULATIONS

The simulations were performed using the SPENVIS (Space 
Environment Information System) software [12]. This tool, 
provided by the European Space Agency (ESA), allows users 
with easy access to study the space environment by 
implementing a web-interface. Using the most recent radiation 
models, the program generates outputs in the form of plots and 
tables, through input of user-specified parameters. 

A. Coordinate and radiation models
To run the simulations, SPENVIS requires the coordinates of 

the satellite’s orbit. To generate these there are two tools 
available: defining a spacecraft trajectory or manual input of a 
user-defined set of geographic points. For the following 
simulations the former was used. The orbit was generated with 
the following parameters: heliosynchronous orbit, i.e. the 
satellite passes over any geographical point on Earth at the same 
local time, mission duration of 1 year starting 21 June 2017 at 
00:00:00, altitude of 500-700 km and local time of ascending 
node 10.75 hr.

The utilized radiation models were: trapped proton and 
electron fluxes, long-term solar particle fluences, and galactic 
cosmic ray fluxes. 

To simulate the trapped radiation fluences, the two models 
AP-8 [5] and AE-8 [6], for the proton and electron fluxes 
respectively, were used. These models are the only that cover
the full spatial and spectral ranges of the radiation belts in 
SPENVIS. As the sun will be in a state of solar minimum during 
the mission’s time frame [13], the solar minimum model 
versions of AE-8 and AP-8 were utilized.

In SPENVIS the two models, Emission of Solar Protons 
(ESP) [14], [15] and Prediction of Solar particle Yields for 
CHaracterizing Integrated Circuits (PSYCHIC) [16], are 
combined, creating two new models, ESP-PSYCHIC (total 
fluence) and ESP-PSYCHIC (worst case event). The former 
model was used to obtain the radiation dose for the total mission 
duration and then compared to a worst case scenario during a 
SPE, which is represented by the latter model.

Geant4 is an open source toolkit for simulating the effects of 
particle interaction in matter [17]. Geant4 radiation analysis for 
space (GRAS) is a tool based on Geant4 and can be used to
calculate the total ionizing dose, fluence, equivalent dose, linear 
energy transfer, charging, etc. [18]. It can utilize data generated 
by the models in SPENVIS, but also user defined parameters 
for simulations.

For the purpose of this thesis, GRAS was used to calculate 
the total ionizing dose. As GRAS can support a user defined 
geometry, the energy deposit in each part of the satellite could 
be calculated by creating a rudimentary model of the MIST 
satellite. 

B. Geometry model
The geometry model utilized in GRAS was defined as a 

GDML-file, an XML-based language used to define geometries
[19]. However, not as detailed as the MIST satellite itself, it
represents a rudimentary model. The model is made of simple 
box shapes, with two silicon panels pointing outwards from the 
top, and a hollow aluminum shell, containing three silicon
boxes of different thicknesses. The purpose of the silicon boxes 
is to simulate the radiation dose in the electronic components 
inside the satellite. Furthermore, they also enable the analysis 
of the energy deposition as a function of depth of the material.

Fig. 1.  Visualization of the geometry model of the MIST satellite used in 
GRAS. The model consists of a base aluminum box with two silicon solar 
panels pointing outwards from the top.
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satellites and thus increasing the likelihood of damaging 
components. 

C. Galactic cosmic rays
Galactic cosmic rays (GCR) are high energy protons, 

electrons, and heavier ions that originate from outside the solar 
system. It is theorized that these particles have been accelerated 
to high velocities by supernova explosions, superbubbles, i.e.
massive structures of hot gas, and active galactic nuclei [9]. The 
influx of GCR is continuous and isotropic, and it is the most 
energetic radiation component in the earth’s orbit, with energies 
ranging between ten MeV to a few hundred EeV [10].

The flux of GCR with energies up to 10 GeV is anti-
correlated to the solar activity due to the solar wind. During 
times of higher solar activity, the solar wind increases in 
strength, which in turn deflects GCR from entering the solar 
system, and vice versa [7]. Although GCR consist of particles 
with the highest energy levels of the three radiation 
components, the influx is also much smaller in comparison.

D. Total ionizing dose
The total ionizing dose (TID) is the cumulative energy 

deposited in a material, which serves as the basis for evaluating 
the damage in said material due to radiation exposure. The TID 
is measured in Gray [Gy], which is defined as joules per 
kilogram [J/kg].

E. Single event upset
Single event upset (SEU) is a type of short term radiation 

effect that is caused by a single ionizing particle penetrating a 
sensitive material or component. It can cause a transient 
impulse in support circuitry or a bit-flip in memory cells [11].
A bit-flip is a switch from 0 to 1 or from 1 to 0. SEUs are not 
inherently destructive, however, they may lead to corruption of 
data when bit-flips occur. The SEU-rate is an estimation of how 
many occurrences of SEUs there will be per bit over time.

III. SIMULATIONS

The simulations were performed using the SPENVIS (Space 
Environment Information System) software [12]. This tool, 
provided by the European Space Agency (ESA), allows users 
with easy access to study the space environment by 
implementing a web-interface. Using the most recent radiation 
models, the program generates outputs in the form of plots and 
tables, through input of user-specified parameters. 

A. Coordinate and radiation models
To run the simulations, SPENVIS requires the coordinates of 

the satellite’s orbit. To generate these there are two tools 
available: defining a spacecraft trajectory or manual input of a 
user-defined set of geographic points. For the following 
simulations the former was used. The orbit was generated with 
the following parameters: heliosynchronous orbit, i.e. the 
satellite passes over any geographical point on Earth at the same 
local time, mission duration of 1 year starting 21 June 2017 at 
00:00:00, altitude of 500-700 km and local time of ascending 
node 10.75 hr.

The utilized radiation models were: trapped proton and 
electron fluxes, long-term solar particle fluences, and galactic 
cosmic ray fluxes. 

To simulate the trapped radiation fluences, the two models 
AP-8 [5] and AE-8 [6], for the proton and electron fluxes 
respectively, were used. These models are the only that cover
the full spatial and spectral ranges of the radiation belts in 
SPENVIS. As the sun will be in a state of solar minimum during 
the mission’s time frame [13], the solar minimum model 
versions of AE-8 and AP-8 were utilized.

In SPENVIS the two models, Emission of Solar Protons 
(ESP) [14], [15] and Prediction of Solar particle Yields for 
CHaracterizing Integrated Circuits (PSYCHIC) [16], are 
combined, creating two new models, ESP-PSYCHIC (total 
fluence) and ESP-PSYCHIC (worst case event). The former 
model was used to obtain the radiation dose for the total mission 
duration and then compared to a worst case scenario during a 
SPE, which is represented by the latter model.

Geant4 is an open source toolkit for simulating the effects of 
particle interaction in matter [17]. Geant4 radiation analysis for 
space (GRAS) is a tool based on Geant4 and can be used to
calculate the total ionizing dose, fluence, equivalent dose, linear 
energy transfer, charging, etc. [18]. It can utilize data generated 
by the models in SPENVIS, but also user defined parameters 
for simulations.

For the purpose of this thesis, GRAS was used to calculate 
the total ionizing dose. As GRAS can support a user defined 
geometry, the energy deposit in each part of the satellite could 
be calculated by creating a rudimentary model of the MIST 
satellite. 

B. Geometry model
The geometry model utilized in GRAS was defined as a 

GDML-file, an XML-based language used to define geometries
[19]. However, not as detailed as the MIST satellite itself, it
represents a rudimentary model. The model is made of simple 
box shapes, with two silicon panels pointing outwards from the 
top, and a hollow aluminum shell, containing three silicon
boxes of different thicknesses. The purpose of the silicon boxes 
is to simulate the radiation dose in the electronic components 
inside the satellite. Furthermore, they also enable the analysis 
of the energy deposition as a function of depth of the material.

Fig. 1.  Visualization of the geometry model of the MIST satellite used in 
GRAS. The model consists of a base aluminum box with two silicon solar 
panels pointing outwards from the top.
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The model can be seen in Fig. 1 and the cross-section of the 
model is shown in Fig. 2. In Fig. 1, the solar panels are shown 
as they are when in orbit. The solar panels in the GDML-file 
are simulated as 0.5 cm thick silicon layers.

C. Calculation of total ionizing dose
GRAS generated an output file, which contained detailed 

information about the energy deposit in the different parts of the 
geometry model. The absorbed dose D was then calculated by 
converting the results from [MeV] to [Gy] using (1),

𝐷𝐷𝐷𝐷 =  𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶
𝜌𝜌𝜌𝜌𝜌𝜌𝜌𝜌

(1)

where E is the energy deposit in [MeV], C = 1.60·10-13

[MeV/J], 𝜌𝜌𝜌𝜌 is the density [kg/m3] of the irradiated material and 
V is its volume [m3].

D. Estimation of the single event upset rate
In SPENVIS, there is a tool for estimating the SEU-rate. As 

input, the electronic device under consideration needs to be 
chosen as well as the aluminum equivalent shielding in [cm] or 
[g/cm2] and the input models of the radiation. The models of the 
trapped particles (both electrons and protons), the solar 
fluences, and the GCR, as described in section III, were used. 
The device 93L422 was chosen from the SPENVIS library. The 
aluminum equivalent shielding for the aluminum shell is simply 
its thickness [cm]; as seen in Fig. 2 it is 0.60 cm. The aluminum 
equivalent shielding for the 3 silicon layers, i.e. 3.55 cm of 
silicon, must be calculated using (2). The aluminum equivalent 
shielding for the aluminum shell and the 3 silicon layers was 
calculated to be 4.35 cm.

𝑋𝑋𝑋𝑋𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴−𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 =  𝑅𝑅𝑅𝑅𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(50)
𝑅𝑅𝑅𝑅𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(50)

· 𝑋𝑋𝑋𝑋𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 (2)

where XAl-eq is the aluminum equivalent shielding thickness 
[g/cm2], RAl(50) is the range [g/cm2] of a 50 MeV proton in 
aluminum (~ 3 g/cm2), RSi(50) is the range [g/cm2] of a 50 MeV 
proton in silicon and XSi is the thickness of silicon [g/cm2] [20].
The range of a 50 MeV proton in silicon was taken as RSi(50) =
12.18 mm [21]. To convert the range, i.e. length, of a material
from [m] to [g/cm2] and vice versa, (3) was used,

𝑅𝑅𝑅𝑅𝑘𝑘𝑘𝑘𝑘𝑘𝑘𝑘/𝑚𝑚𝑚𝑚2 =  𝑅𝑅𝑅𝑅𝑚𝑚𝑚𝑚 𝜌𝜌𝜌𝜌 (3)

where Rkg/m
2 is the range in [kg/m2], Rm is the range in [m] 

and 𝜌𝜌𝜌𝜌 is the density [kg/m3] of the material [22].

IV. RESULTS

The graphs in Fig. 3-5 and 7-8 contain plots of the total 
ionizing dose per year as a function of the orbital altitude. Each 
of the figures 3-8 contains plots for the different layers of the 
geometry: the aluminum shell and the 3 silicon layers, as well 
as the solar panels and the summed dose for all components of 
the satellite. 

Fig. 3 shows the total ionizing dose for trapped protons. The 
solar panels absorb the most amount of radiation, with the 
aluminum shell absorbing slightly less. From highest to lowest 
altitude, the radiation dose also increases fourfold for both 
components. For the silicon boxes, the radiation dose is 
noticeably less, but fairly equal among the three. 

As the solar panels and aluminum shell are directly exposed 
to space, the energy deposit in these materials are naturally 
higher in comparison to the other satellite components. This is 
due to the fact that the radiation will hit these materials first, 
depositing most of its energy there, which shields the silicon 
boxes inside the satellite. In this case, however, the radiation 
consists of protons, which can cause nuclear interactions in the 
material. These interactions cause secondary particle emissions, 
which create new ionizing particles that can deposit their energy 
further into the material. Sufficiently energetic protons can also 
penetrate through the entire satellite, leaving only a fraction of 
their energy in the material.

Fig. 2.  Visualization of the cross section of the geometry used in GRAS. The 
model consists of an outer aluminum shell, containing three silicon boxes of 
different thicknesses.

Fig. 3.  Total ionizing dose during one year for trapped protons as a function 
of altitude.
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In Fig. 4, the total ionizing dose of the trapped electrons is 
displayed. It should be noted that the radiation doses measured 
in the silicon boxes, inside the aluminum shell, are smaller than 
the doses in the other parts of the satellite by 3 orders of 
magnitude. The reason for this is that the incident electrons are 
easily absorbed by the aluminum shell, which results in very 
few electrons penetrating the Al material and being absorbed by 
the silicon boxes. Otherwise, the radiation dose for the solar 
panels is the highest, with the aluminum shell noticeably lower.

It also appears that the dose from the trapped electrons is 
higher than the dose from the trapped protons. The reason for 
this is because the highly energetic protons are heavier and
interact in different ways than electrons and are thus not 
absorbed by the material in the same extent. As the electrons
are more easily absorbed by the material, they will contribute 
to the total ionizing dose to a greater extent.

The total ionizing dose from the solar fluences can be seen in 
Fig. 5. It is evident that the doses are fairly unaltered for the 
different altitudes. The TID in Fig. 5 is the simulated dose for 
the period of solar minimum, as predicted by the sun spot 

forecast for the mission. The doses for the silicon boxes in Fig. 
5 are smaller than those for the aluminum shell and the solar 
panels by an order of magnitude, therefore they are scaled by a 
factor of 10 for a good presentation of data. 

If a SPE would occur during the mission time frame, the 
radiation dose would increase by the dose displayed in Fig. 6. 
This shows how much the solar fluences can increase during a 
relatively short period of time, a few hours to a few days, during 
a SPE. It is interesting to note that the radiation dose from the 
worst case SPE corresponds to approximately 70 % of the 
radiation dose from the solar fluences during an entire year, 
which can be seen in Fig. 6. As for solar fluences, the silicon 
boxes in Fig. 6 are also scaled by a factor of 10. 

The total ionizing dose for all radiation components, 
excluding the dose from the SPE in Fig. 6, is shown in Fig. 7. It 
appears that the aluminum shell absorbs the second most 
amount of radiation after the solar panels. As a result, the inner 
silicon boxes are fairly shielded.

Fig. 4.  Total ionizing dose during one year for trapped electrons as a function 
of altitude. For the inner, middle and outer silicon boxes, the doses have been 
scaled by a factor of 103.

Fig. 5.  Total ionizing dose during one year for solar fluences (total fluence) 
as a function of altitude. For the inner, middle and outer silicon boxes, the 
doses have been scaled by a factor of 10.

Fig. 6.  Total ionizing dose for solar fluences (worst case SPE) as a function 
of altitude. For the inner, middle and outer silicon boxes, the doses have been 
scaled by a factor of 10.

Fig. 7.  Total ionizing dose during one year for all radiation components as a 
function of altitude. 
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a SPE. It is interesting to note that the radiation dose from the 
worst case SPE corresponds to approximately 70 % of the 
radiation dose from the solar fluences during an entire year, 
which can be seen in Fig. 6. As for solar fluences, the silicon 
boxes in Fig. 6 are also scaled by a factor of 10. 

The total ionizing dose for all radiation components, 
excluding the dose from the SPE in Fig. 6, is shown in Fig. 7. It 
appears that the aluminum shell absorbs the second most 
amount of radiation after the solar panels. As a result, the inner 
silicon boxes are fairly shielded.

Fig. 4.  Total ionizing dose during one year for trapped electrons as a function 
of altitude. For the inner, middle and outer silicon boxes, the doses have been 
scaled by a factor of 103.

Fig. 5.  Total ionizing dose during one year for solar fluences (total fluence) 
as a function of altitude. For the inner, middle and outer silicon boxes, the 
doses have been scaled by a factor of 10.

Fig. 6.  Total ionizing dose for solar fluences (worst case SPE) as a function 
of altitude. For the inner, middle and outer silicon boxes, the doses have been 
scaled by a factor of 10.

Fig. 7.  Total ionizing dose during one year for all radiation components as a 
function of altitude. 
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Fig. 8 contains two plots of the mission averaged total SEU-
rate for a device 93L422 made of silicon with dimensions 51.0 
µm × 51.0 µm × 2.0 µm. The total SEU-rate consists of the 
effects induced by the direct ionization and the ionization by 
secondary particles [23]. The direct ionization is due to the 
primary particles penetrating the spacecraft, whereas the 
ionization by secondary particles is due to nuclear interactions, 
mainly by protons. For making a rather accurate estimation of 
the SEU-rate, we included all the three radiation components in 
the SEU-analysis.

The two plots in Fig. 8 correspond to 0.60 and 4.35 cm of 
aluminum equivalent shielding respectively. The 0.60 cm 
shielding corresponds to the outer layer of silicon, whereas the 
4.35 cm is the 0.60 cm of the aluminum shell plus the 3.75 cm 
of aluminum equivalent shielding from inside the three silicon 
layers. In other words, the 4.35 cm shielding corresponds to the 
midpoint of the innermost silicon layer, i.e. the middle of the 
MIST satellite. The plots give a good overview of how the SEU-
rate changes along the depth of the satellite. On average, the 
SEU-rate for 0.60 cm shielding is 0.27 SEUs bit-1day-1 and for 
4.35 cm, 0.007 SEUs bit-1day-1. The difference of two orders of 
magnitude suggests that the placement of devices similar to 
93L422 is best towards the middle of MIST with respect to the 
estimated occurrences of SEUs.

V. DISCUSSION

A. Total ionizing dose
The TID results are compared to those obtained in a recent 

study [24]. The total annual dose obtained with a shielding 
thickness of 5.91 mm aluminum and a heliosynchronous orbit 
at an altitude of 500 km was 1.38 Gy [24]. In this report the
simulations have yielded a TID of 0.148 Gy in the outer silicon 
box at 500 km and shielding thickness of 6.0 mm aluminum.
The difference between the results could be due to the 
difference in solar activity during the reports’ respective 
mission time-frames. In [24], the TID was estimated for the 

period from the 1st January 2011 until the 1st January 2012 when 
the solar activity was headed towards a solar maximum [13].
During the simulated mission duration, 21 June 2017 until 21
June 2018, the solar activity is lower than that of [24] and
headed towards a solar minimum. Fig. 6 shows how significant 
the impact of the solar fluences is to the TID, which therefore 
could explain the differences between the radiation doses.

B. Single event upset rate
The single event upset rate is estimated with respect to a 

device 93L422 of silicon and dimensions of 51.0 μm × 51.0 μm
× 2.0 μm. The SEU-rate is of a particular interest to MIST 
because one onboard experiment, SEUD, which aims to test a 
new algorithm for self-healing in space as well as to measure 
the SEU-rate with a detector [25]. Based on the results shown 
in Fig. 8 the SEUD experiment would favor a placement on the 
outer layers of the satellite to obtain more data, i.e. higher SEU-
rate.

C. Limitations
The main limitation of the obtained results is the lack of 

detail in the GDML-model of the satellite. This also results in a 
lack of detail in the analysis of the radiation effect on the MIST-
satellite. However, the objectives of this report have been to 
study the different radiation components, estimate the total 
ionizing dose and its dependence on the orbital altitude. These 
have been addressed fairly using the implemented model.

For some of the radiation models in SPENVIS the confidence 
levels can be defined. For the trapped electron model, AE-8, the 
default confidence level of 50 % was chosen, which 
corresponds to the average model flux. The confidence level of 
the solar particle model, ESP-PSYCHIC (total fluence), was set 
to 95.0 %. That number implies a 95.0 % certainty that the 
obtained results contain the true value for a chosen parameter. 
The high confidence levels in the models of the radiation 
components suggest that the output from these models, and 
hence the input into GRAS, is reliable to a large extent. 
Furthermore, 1 million simulations were performed in GRAS 
for the trapped particles and the solar fluence models in order 
to obtain reliable results.

As discussed previously in section II-C, the influx of GCR is 
marginal in comparison to the other radiation components.
Based on previously published work [26], we concluded that 
the contribution from our simulations of GCR to the TID is less 
than 1 % and is therefore negligible. This is the reason that a
graph showcasing the radiation dose from GCR is absent in 
section IV.

D. Future work
Future studies could elaborate the analysis of the ionizing 

dose accumulated inside the satellite by implementing a more 
detailed GDML-model of MIST. Ideally, the model should 
include all parts of the satellite as they have been designed. 
Furthermore, the single event upset rate could be estimated for 
a range of devices that would represent the different 
components of the MIST satellite.

VI. CONCLUSIONS

This report has estimated radiation doses that the MIST 
satellite will be exposed to through simulations that are based 

Fig. 8. Mission averaged total SEU-rate for a device 93L422 made of silicon 
with dimensions 51.0 μm x 51.0 μm x 2.0 μm under the assumptions of 0.60 
and 4.35 cm of aluminum equivalent shielding as a function of altitude. The 
0.60 cm Al-equivalent shielding corresponds to the 1st layer of silicon, whereas 
the 4.35 cm corresponds to the midpoint of the 3rd layer of silicon, i.e. the 
middle of the MIST satellite
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on commonly acknowledged standard models. The results 
obtained show that the total ionizing dose from all radiation 
components is comparable to the results gathered from another 
study [24]. In conclusion, the amount of ionizing radiation the 
satellite will be exposed to is not expected to prevent the 
satellite from achieving its minimum goal of operating during 
one year in orbit. Furthermore, the differences in the TID along 
the varying altitudes are small as the TID has the same order of 
magnitude across the 500-700 km range. This suggests that 
regardless of the MIST-satellite’s orbit, it is expected to 
maintain its prescribed lifetime.

The highest total averaged SEU-rate estimated in this report 
is 0.27 bit-1day-1. Deep inside the satellite, the rate decreases by 
a factor of 100. The rather small rates suggest a relatively small 
risk of encounter of corruption of data, especially with a self-
healing system on board, provided by the SEUD experiment. 
Therefore, it is concluded that the estimated SEU-rates do not 
impose a great risk of worsening the satellite's operability. 
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MIST and SEAM Satellite Antennas
Oskar Dahlberg and Gustaf Silver

Abstract—Satellites are used in many different areas, ranging
from weather monitoring to espionage. The scope of this work is
to analyze and try to improve the communication capabilities of
two different satellites. These are two 3U (three unit) CubeSats
satellites. CubeSats are a family of small picosatellites that
have grown common over recent years and are often used by
universities for education and experiments. Simulations, using
CST Microwave Studio, of the antennas for the satellites have
been carried out, as well as measurements on the SEAM satellite.
The simulations of the MIST satellite antennas resulted in a
change in the satellite layout in order to optimize communica-
tions. Simulations of the SEAM satellite antenna was made to
check if the antennas would work. A measurement campaign at
Esrange was carried out with the SEAM satellite. The results
from this campaign could confirm that the communication with
the satellite is working although some errors have to be fixed
before launching.

I. INTRODUCTION

CURRENTLY there are about 3700 satellites in orbit
around the earth whereas around 1100 are operational

[1]. Among these, common areas of application are commu-
nication, positioning, weather monitoring as well as scientific
experiments [2]. Considering this, one can argue that satellites
provide great services to the people living on earth. According
to the current trends of technological development there will
however be a greater demand on accuracy for positioning,
more precise monitoring of environment, faster data transmis-
sion, etc. To get more precise data or faster data transfer, the
communication link between satellites needs to be optimized.

Satellites receive data on the uplink antenna and transmit
data on the downlink antenna. The uplink together with the
downlink constitute the radiolink [3] of the satellite. This
report involves a case study of the radiolink and antennas on
two different satellites. The two satellites examined are the
MIST [4] (Miniature Student Satellite) and SEAM [5] (Small
Explorer for Advanced Missions) satellites, both developed at
KTH. The satellites are 3U CubeSats. The structure of a 3U
CubeSat is illustrated in Fig. 1. Every U (unit) of the CubeSat
is 10× 10× 10 cm3 [6] and by placing these on top of each
other as depicted in Fig. 1, the total size of the 3U satellite ís
30× 10× 10 cm3

The purpose of the MIST satellite is to introduce students
to space engineering. It carries eight different experiments
developed by different universities and companies. The SEAM
satellite is supposed to measure the earth’s magnetic field.
This task has been accomplished before with other satellites,
but not with a satellite as small as SEAM. The radiation
from antennas are highly dependant on the structure and
environment. Therefore simulations of the antennas are needed
in order to assess the behaviour of the antenna and therefore
the radiolink of the different satellites.

Figure 1: The layout for a 3U CubeSat. The size of the structure is
30× 10× 10 cm3.

This report is organized as follows. Section II describes
the important parameters of antennas. Section III describes
the theory behind the antennas used. Section IV describes the
MIST and SEAM satellites. In section V we discuss the results
and at last, in section VI, we draw conclusions from the results.

II. ANTENNA PARAMETERS

There are some important parameters to take into consid-
eration when evaluating antennas. The parameters considered
in this report are the reflection coefficient, radiation pattern,
directivity and gain. These are explained in subsections II-A,
II-B, II-C and II-D, respectively. Also the concept of polari-
sation and axial ratio is explained in subsection II-E and the
theory of doppler shift is explained in subsection II-F.

A. Reflection coefficient

The reflection coefficient determines how much of the
incident power that is reflected back to the source [7]. When
the reflection coefficient is low, a low amount of power is
reflected back. This means that a lot of power is dissipated
in the antenna. The dissipated power can either be radiated as
electromagnetic waves or as heat. The reflection coefficient, Γ,
is usually expressed in dB with the notation S (as for instance
S11, which is the reflection coefficient for source 1, if multiple
sources are used). Since the reflection coefficient depends on
the load impedance Zload and the source impedance Zsource,
it is inherently frequency dependant [8] and is given by

Γ =
Zload − Zsource

Zload + Zsource
(1)

.



258

F2. SATELLITE ANTENNAS

B. Radiation pattern

Electromagnetic waves contain, as the name suggests, both
electric and magnetic fields. These fields are perpendicular
to each other [9]. Therefore, when discussing antennas, the
radiation pattern is often split into two parts, E-plane and H-
plane [8]. The E-plane of the radiation pattern is the plane
in which the electric field oscillates. Similarly, the H-plane
of the radiation pattern is the plane in which the magnetic
field oscillates. Since the electric and magnetic fields are
perpendicular, the two planes are also perpendicular. With this
notation (E- and H-plane) it is easier to understand in what
way the antenna radiates and also makes it independent of the
local coordinate system.

The radiation pattern of an antenna illustrates how much and
in what direction it radiates [10]. The pattern can be divided
into different lobes, or directions of maximum radiation. The
different lobes are the main lobe and the minor lobes. The
main lobe of the antenna is the direction where it radiates the
most. The minor lobes are every lobe except the main lobe
[8]. The beamwidth of an antenna is the width of the main
lobe, usually defined as the angular width between points on
each side of the main lobe where the power is half, -3 dB,
of the maximum value [8]. Different antennas have different
types of radiation pattern. There are typically three pattern
types associated with antennas. These are the isotropic, the
directional and the omnidirectional radiation patterns [8]. The
one parameter that distinguishes the patterns from each other
is the directivity.

C. Directivity

The directivity of an antenna is the ratio between the
radiated power in the direction where the antenna radiates the
most and the normalised total amount of radiated power [9].
Equation 2 is the formula for calculating directivity. Worth
noting is that the directivity of an antenna does not depend on
the amount of radiated power.

D =
4πU(θ, φ)|max∫ 2π

φ=0

∫ π

θ=0
U(θ, φ)sin(θ)dθdφ

(2)

An antenna that radiates equally in all directions, and therefore
have directivity D = 1, is called an isotropic antenna. The
concept of isotropic antennas is only theoretical and can not
be realized.

Omnidirectional antennas are antennas that cover an entire
plane in space with their main lobe. A typical omnidirectional
antenna is the half wave dipole [11]. The radiation pattern for
a half wave dipole is shown in Fig. 2. The darker areas are the
directions in which the antenna radiates more. As illustrated
the entire azimuthal space, the xy-plane in this case, is covered
using a half wave dipole. Radiation patterns are usually plotted
in Cartesian or polar coordinates but here it is plotted in 3D
for clarification.

Directional antennas are antennas that radiate or receive
more in one direction than in others. A typical directional
antenna is a pyramidal horn antenna [8]. The 3D depiction
of the radiation pattern from a pyramidal horn antenna is
illustrated in Fig. 3.

Figure 2: The radiation pattern from an omnidirectional antenna. In
this example the antenna is a dipole antenna.

Figure 3: The radiation pattern from a directive antenna. In this
example the antenna is a pyramidal horn antenna.

D. Gain

The gain of an antenna takes both the efficiency and the
directivity into account [9]. High gain antennas are directional
and are used when the incoming signal is incident from a well
known direction. The gain of an antenna is defined, similar
to the directivity, as the ratio between the power radiated
in a specific direction and the power that would be radiated
if the antenna was an isotropic antenna, see equation 3 [8].
When discussing antennas the gain is commonly taken as the
maximum gain from the definition.

Gain =
U(θ, φ)

Uiso
=

4πU(θ, φ)

Pinput
(3)

E. Polarisation and axial ratio

Waves emitted by antennas are described as plane waves.
A plane wave is a wave in which the electric and magnetic
fields are perpendicular to the direction of propagation [12].
The polarisation of a plane wave describes how the electric
and magnetic field oscillates as the wave goes [10]. There are
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mainly two different polarisations considered when construct-
ing antennas, linear- and elliptical polarisation [8]. Elliptically
polarised waves change oscillation plane in a rotary manner
as they propagate. A special case of elliptical polarisation is
circular polarisation. In this special case the amplitude of the
electric- and magnetic fields don’t change. Linear polarised
waves oscillates in the same plane.

A linear polarised antenna can only pick up radiation that
has one component in that polarisation. The optimal signal
quality between two linear polarized antennas is obtained if
they are perfectly aligned or counter aligned. Misalignment of
the antennas will reduce the link quality between them and if
they are perpendicular there is no link at all.

A circular polarised antenna will pick up signals in two
planes. This means that the alignment between a circular
and a circular or linear polarised antenna is uninteresting. A
drawback with circular polarised antennas is that the power
transferred between linear and circular is instantly half, or 3
dB less than between two perfectly aligned linear polarised
antennas. Perfect circular polarisation is hard to realize. The
polarisation is most likely a bit elliptical. The axial ratio is
the ratio between the longer and shorter axis in the elliptically
polarised wave. The antenna is considered more circular
polarised the closer the axial ratio is to 0 dB [13].

F. Doppler shift

When the satellite passes above the ground station and the
data transmission is turned on, the frequency seen by the
receiving antenna will have a small offset due to doppler shift.
A full derivation of the doppler effect can be seen in [14] but
the result is presented here. The observed frequency is given
by

fobs = fsource

√
1− v2

c2

1 + v
c cos(θ)

, (4)

where fobs is the frequency at the receiving antenna, fsource is
the transmitted frequency, v is the velocity of the transmitter,
c is the speed of light in vacuum, and θ is the angle of the
traveling direction. θ = 0 if the traveling direction is away
from the receiver.

For satellite communication, the doppler shift interferes
in two ways. Firstly, it gives an offset to the transmitting
frequency that the ground station and the satellite needs to
handle [15]. Secondly, the frequency will change quickly when
the satellite passes right over the ground station, due to the
large derivative of equation 4, which both the ground station
and the satellite also needs to be able to handle.

III. ANTENNAS

There are three different types of antennas used on MIST
and SEAM. These are the patch antenna, the dipole antenna,
and the turnstile antenna which are explained in sections III-B,
III-A, and III-C, respectively.

A. Dipole Antenna

A dipole is a very simple antenna consisting of two thin
wires [11]. The layout of a dipole antenna is depicted in Fig.
4 and the current distribution of the antenna is depicted in Fig.
5. The simplicity of the dipole antenna makes it possible to
derive the current distribution of it in a simple way.

Figure 4: The layout for a dipole antenna.

Figure 5: Current distribution for a dipole antenna.

The amplitude of the current on a dipole antenna, centered
at z = 0, is approximately [10]

I(z) = I0sin(k(
L

2
− |z|)), (5)

where k = 2π
λ is the wave number and λ is the wavelength of

desired operational frequency. The length of the dipole antenna
is crucial for its radiation characteristics. If the length of the
dipole is λ, then the current at the center is given by

I(0) = I0sin(
2π

λ

λ

2
) = I0sin(π) = 0 (6)

If the current at the center is zero, then the impedance there
is ∞. This follows from

Z =
V

I
(7)

This means that the impedance seen from the cable will be
infinite or it could be seen as an open circuit meaning that
all of the power is reflected back to the generator. But on the
other hand, if the length of the two wires is any multiple of
λ
4 which gives L = λ

2 , then the current at the center is given
by

I(0) = I0sin(k(
λ

4
)) = I0 (8)

and the impedance then reaches a minimum, which is often
desirable. The radiation from a dipole antenna is linearly
polarised [16].

B. Patch antenna

Over recent years, different types of microstrip antennas,
such as the patch, are increasingly used. Because of their flat
structure and small size, they are good for mobile [17] or
space [18] applications. They can for instance be placed on
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the outside of a spacecraft and thus allocate small amount of
space inside and at the same time not disturbing the airstream
[18]. They consist of, a flat metal sheet (patch), a substrate and
a ground plane [8]. The layout of a rectangular patch antenna
is depicted in Fig. 6.

Figure 6: The layout for a patch antenna.

The current and voltage distribution of a half wavelength
patch is depicted in Fig. 7. Since moving charge is current
and the charges have nowhere to go at the edges, the current
is zero there. The patch can also be seen as a capacitor, since
it basically consists of two plates with dielectric in between.
The impedance of the patch then follows

Z =
1

jωC
(9)

where C is the capacitance of the patch and ω is the angular
frequency. From Ohms Law we know that

U = ZI (10)

Where we can see that if the impedance is seen as purely
capacitive, then the voltage and current has a 90 degree phase
different. This, combined with the fact that the current is zero
at the edges, means that the voltage is at a maximum/minimum
there. Because of this there will be an electric field between
the patch and the ground plane, also depicted in Fig. 7. The
radiation occurs in the direction where the field lines adds up,
and not where they cancel each other. Hence the radiation will
occur due to the fringing fields that are horizontal and not due
to the fields underneath the patch. This makes the patch radiate
in the broadside direction. The resonant frequency depends on
the length, PL, which typically is about half wavelength. The
width, PW , as well as the feed position, FP , controls the
impedance of the antenna. These parameters are clarified in
Fig. 16. An input impedance of 50 Ω is often desired at the
resonant frequency.

The wave-polarisation from patch antennas can either be
linear or circular, depending on the feed position and geometry
[19].

C. Turnstile antenna

The turnstile antenna is similar to the dipole but, instead of
two, it consists of four wires placed with 90 degrees difference
between [10] them as illustrated in Fig. 8.

Similar to the dipole, the wires are approximately λ/4
long in order to receive low reflection coefficient. The current
distribution along the wires is the same as for the dipole and
the wires are feeded with 90 degrees phase difference. This

Figure 7: The voltage and current distributions for a patch antenna.
The electric field lines are also illustrated.

Figure 8: The layout for a turnstile antenna.

causes the wave emitted from the antenna to be circularly
polarised [20].

IV. CASE STUDY

In our case study two different satellites were considered.
These were the MIST and SEAM satellites, both partly de-
veloped at KTH. The reflection coefficients as well as the
radiation patterns were simulated for both satellites. However,
because SEAM was available in the lab, real measurements at
Esrange were carried out as well.

A. MIST

A CAD model of the MIST satellite is depicted in Fig. 9.
The antennas on MIST are two dipoles. The longer dipole
corresponds to the uplink, resonating at 146 MHz, and the
shorter dipole corresponds to the downlink, resonating at 437
MHz. Two different frequencies make it possible for the
satellite to receive and transmit data at the same time. The
performance of the uplink antenna is less important than the
performance of the downlink antenna because there is more
transmitter power available at the ground station than at the
satellite, which can compensate for bad performance to some
extent.

The solar panels, depicted in Fig. 9 was expected to interfere
with the antennas greatly. The hypothesis was that the solar
panels interferes more with the antenna that is parallel to them,
i.e the short one in Fig. 9.

Since the antenna was not present at the lab, no measure-
ments could be performed. Instead, simulations using CST
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Figure 9: Layout for the MIST satellite

Microwave Studio were carried out. In order to achieve accu-
rate results, an accurate model is desired. However, in order
to reduce computation time, the model had to be simplified
by removing internal parts that should not affect the antenna
radiation much. Therefore, all internal parts that are covered
with some kind of metallic shielding was removed. In Fig.
9, the shielding on one side is removed so that the inner
parts of the satellite is visible. The parts that were removed
during simulations were all parts except the ones at the top (in
between the solar panels) and the ones at the bottom (under
the antennas) in Fig. 9.

Two different simulations were carried out. In the first
simulation the solar panels were parallel to the uplink antenna
and in the second simulation the solar panels were parallel
to the downlink antenna. The reflection coefficients for the
up- and downlink antennas are illustrated in Fig. 10 and
the radiation patterns were depicted in Fig. 11 and Fig. 12,
respectively. θ = 180 corresponds to radiation down towards
earth in both cases while θ = 0 corresponds to radiation
towards outer space, as depicted in Fig. 9.

Figure 10: The reflection coefficient for the up- and downlink

Figure 11: The uplink radiation pattern for the MIST satellite.

Figure 12: The downlink radiation pattern for the MIST satellite.

B. SEAM

A CAD model of the SEAM satellite is illustrated in Fig. 13.
The satellite utilize two different type of antennas. These are
the two patch antennas for the up- and downlink, respectively,
and one turnstile antenna serving as a backup for the patch
antennas. The uplink patch resonate at 2033.5 MHz and the
downlink patch resonate at 2208.2 MHz. These frequencies
correspond to the S-Band. The turnstile antenna, on the other
hand, resonate in the UHF-Band, at 437 MHz.

Figure 13: The layout for the SEAM satellite

Unlike the case for the MIST satellite, the structure of the
SEAM satellite is fixed, meaning that there are no room for
reconfigurations in order to improve the radiation character-
istics. But in order to verify the functionality of the UHF
antenna, simulations were conducted. The resulting reflection
coefficients and radiation patterns are illustrated in Fig. 14 and
15, respectively. In the radiation graph it is worth noting that
θ = 180 is in the direction of flight, illustrated in Fig. 13.

Figure 14: Simulated reflection coefficient for SEAM.

Because the satellite with all antennas were present in the
lab, measurements on the RF-characteristics of the S-Band



262

F2. SATELLITE ANTENNAS

Figure 15: Simulated farfield for SEAM.

antenna were carried out at Esrange. For these tests, to be
able to test communication quality, some reference antennas
were needed. These were used to transmit to and receive from
the satellite in order to see that it worked. Two reference patch
antennas were constructed. First simulations were made using
CST. Then the patches were constructed on Rohacell HF 71
substrate foam with a dielectric constant εr = 1.075. The
ground planes are 2 mm thick and made of aluminium, while
the patches are made of copper. Ground planes and patches
were glued onto the substrate using the adhesive spray 76 from
3M. A schematic of the constructed patch is illustrated in Fig.
16 with corresponding dimensions in table I and II.

Figure 16: The layout of the constructed patch with dimensions.

Table I: Dimensions for the 2033 MHz patch antenna

Parameter Value Parameter Value
PW 72 mm SW 120 mm
PL 63 mm H 6 mm
FP 13.8 mm

The reflection coefficients of the patches were measured
with the portable Anritsu MS2016B vector network analyzer.
The results from simulation and measurements are depicted in
Fig. 17. The radiation pattern of the antennas were simulated
using CST and measured with the EMSCAN RF expert near

Table II: Dimensions for the 2208 MHz patch antenna

Parameter Value Parameter Value
PW 65 mm SW 120 mm
PL 57.5 mm H 6 mm
FP 13 mm

Figure 17: The reflection coefficients for the constructed patches.

field scanner. The result is depicted in Fig. 18 and 19 for the
different patches.

Figure 18: Measured and simulated farfield for the 2033 MHz patch

Figure 19: Measured and simulated farfield for the 2208 MHz patch

Before the RF validation test at Esrange, some parameters
needed to be calculated. One of these was the doppler shift.
This was done under the assumption that the satellite is
orbiting Earth at 600 km altitude and that it is moving with
a tangential velocity of 7 km/s. The results presented in Fig.
20 and Fig. 21 are for one pass. At time t = 0 the satellite
passes right over the ground station.

V. DISCUSSION

A. MIST

From the simulations of the MIST satellite it is very clear
that the solar panels affects the radiation pattern, both for the
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Figure 20: The doppler shift for the uplink antenna.

Figure 21: The doppler shift for the downlink antenna.

up- and downlink. In the first simulation, when the solar panels
are parallel to the uplink antenna, the solar panel acts as a
director, directing the gain of the uplink antenna away from
earth. We can also see that the downlink radiation pattern is
heavily disturbed, but a bit stronger in earths direction than
in any other. In the second simulation, when the solar panels
are flipped 90 degrees, and parallel to the downlink antenna,
they act as a reflector, reflecting the radiation back to earth.
This improves the radiation characteristics of the downlink
significantly, which is important. The uplink antenna is also
radiating better, in a more typical half wave dipole way but
this is only a bonus since bad radiation characteristics on the
uplink can be compensated for with more power transmitted
from earth.

B. SEAM

From the simulations on the SEAM satellite we see that the
antenna is heavily disturbed by the surrounding structure. It
is worth noting that the radiation pattern is less directive, and
more isotropic, although there is a peak in the direction of
flight. Since the simulations were made only as a verification,
no change of the antenna configuration was suggested. The
axial ratio simulations indicates that the emitted radiation will
be decently circularly polarised in the direction of flight, and
also a bit, but not much, circularly polarised in the back
direction. The fact that the axial ratio is high makes the
radiated waves from SEAM’s UHF antenna more linearly
polarised. The signal from the antenna will still be receivable
but since it is almost linearly polarised in many angles,
approximately half of the power will be lost.

For the measurement campaign at Esrange, the patches
where constructed and measurements confirms the simulations.

They were used during the RF validation tests. More informa-
tion about these tests are found in appendix ??. The doppler
shift calculations are also used in these tests. The maximum
offset for both frequencies is about 50 kHz and the maximum
sweep rate, which is the highest rate of change in frequency, is
about 500 Hz/s. If the shift in frequency would be too high or
if the frequency changes to rapidly, problems communicating
with the satellite could occur. However, the testing shows that
the radio on the satellite can handle the offset as well as the
rapid change in frequency.

VI. CONCLUSIONS

We have studied the radiation characteristics of the MIST
and SEAM satellites, as well as assisted the RF validation
tests for SEAM. The MIST satellite showed good radiation
characteristics with radiation in the desired direction, while the
radiation characteristics for SEAM’s UHF antenna were not
optimal because of the high axial ratio. However, because the
UHF antenna on SEAM serves as a backup, the results were
satisfactory. Two patch antennas were constructed for the RF
validation tests for the SEAM satellite. Measurements confirm
the simulations. Doppler shift calculations were also made for
the RF validation tests and it verifies that the maximum offset
from the intended frequency as well as the sweep rate can be
handled by the radio on the satellite. A limitation of this work
was the limited computational capacity. The CAD models of
the satellites used in the simulations were simplified in order
to get a reasonable computing time. Therefore, the accuracy
of the results could possibly be better when performing the
simulations on faster computers.

In future work we suggest that the simulations are accom-
panied with real measurements in order to verify the results.
Measurements in an anechoic chamber could be made for the
radiation pattern.
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Abstract— This paper describes the design and implementation 

of a solar cell simulator which will be used to test a small student 
built satellite. The theory of solar cells is described as well as the 
development of a simulator that emulates the electrical behavior 
solar cells. It describes the design and implementation of the 
analog circuitry for such a simulator. A proposal for a digital 
control unit is made. The paper describes the construction of a 
working prototype of the simulator and presents measurements of 
its performance. The design and implementation of a printed 
circuit board for the analog part of the simulator is described. 
Finally future work on the simulator is discussed. 

I. INTRODUCTION 

HE CubeSat standard is an outer shape specification for 
nano satellites [1]. CubeSats are divided into units where 
each unit is one “U”. A unit is cube shaped and has sides 

measuring ten centimeters. The mass of a U should be at most 
1.33 kg. Most CubeSats are developed by universities and radio 
amateurs but are also used commercially. CubeSats are 
launched by piggybacking on rockets when launching bigger 
satellites. Usually multiple satellites are launched with a single 
rocket. The CubeSats are mounted in spring-loaded deployers 
in the rocket that eject the satellites once in orbit. CubeSats are 
also released from the International Space Station [2].  

A. MIST 
The miniature student satellite (MIST) is a 3U satellite being 

built by students at KTH [3]. Work on the satellite started in 
January 2015 and the satellite is planned to be launched 
sometime 2018. The satellite carries eight scientific 
experiments that are being developed by KTH, external 
companies and the Swedish Institute of Space Physics. 

B. Importance of solar cell simulator 
Of the CubeSats launched between 2000 and 2012 59% were 

successful [4]. Of the satellites that failed 14% failed due to 
power related issues. Of the failed CubeSats 45% could never 
be contacted and the reason for their failures is unknown. The 
power system failures were caused by issues ranging from 
incorrect connections between solar cells and the batteries to 
miscalculations in the power budget.  

Testing of the satellites power system could reveal potential 
problems. 

C. Objectives 
The goal of this project is to design and implement a 

simulator that behaves electrically like a solar cell. 

II. THEORY OF SOLAR CELLS 

Solar cells are constructed using n-type and p-type 
semiconductors. As depicted in Fig. 1 the semiconductors are 
sandwiched together and mounted onto a metal substrate. On  

 
the top of the stack are metal strips, allowing for light to shine 
on the semiconductor bellow [5].  

 
Fig. 1.  Internal structure of a solar cell 
 

When light shines on the solar panel, electrons are dislodged 
from the n-type semiconductor. This creates a hole electron pair 
that can move in the semiconductor The positive and negative 
charges of the n-type and p-type semiconductors create an 
electric field at the interface of the two materials. If the hole 
gets close to the depletion region’s electric field it is carried to 
the other side. The metal electrodes carry this charge as the 
potential between the layers equalizes. 

The junction between the semiconductors is a pn-junction. 
Therefore, solar cells have the characteristics of a pn-diode. If 
the voltage between the plates exceeds the forward junction 
potential of the diode current will flow. Therefore, the voltage 
out of a solar cell is clamped by the pn-junction. An equivalent 
circuit is shown in Fig. 2. The current from a solar cell is 
described by [6] as 
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where 1I is  Photo-current generated by the solar cell, dI  the 

diode current and pI  is the current through parallel resistance 

of the solar cell. 

 
Fig. 2.  Solar cell equivalent circuit 
 

The current flowing through the pn-junction is described by  

1
SV IRq

AKT
d satI I e

 
  

 
             (2) 

Solar Cell Simulator 
Malte Gruber 

T 



266

F3. SOLAR CELL SIMULATOR 
 
 

Where satI is the reverse saturation current of the solar cell, q  

the electron charge, SR  the internal series resistance, A  the 

ideality parameter, K  Boltzmann’s constant and T is the 
temperature. 
The current flowing through the parallel resistance is described 
by 
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where pR is the internal parallel resistance. Summing currents 

(2) and (3) yields the equation 
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The equation reflects the different modes of the solar cell, for 
low voltage the photovoltaic current dominates the expression, 
when the voltage rises the exponential function of the diode 
grows, eventually reducing the output current to zero when the 
voltage reaches the open circuit voltage. The solar cell curve is 
shown in Fig. 3. 

 

 
Fig. 3. Illustration of current output of solar cell as a function of voltage. The 
dotted line represents the power output of the solar cell. 

III. SIMULATOR DESIGN 

A. Requirements  
The SCS should have ten channels, each channel simulating 

a solar cell. Each channel should have a maximum output 
voltage of 12 V and a maximum output current of 1 A. The 
channels should be electrically isolated. The solar cell curves 
for each channel should programmed using a PC-computer at a 
maximum rate of 1 Hz.  

B. Circuit overview  
The Solar cell simulator consists of a digital and an analog 

section. The analog section powers the satellite using a voltage  
controlled voltage source. 
 The voltage source is connected to a current sense circuit that 
outputs a voltage proportional to the current flowing to the 
satellite. This voltage is sampled by the digital section to 
measure the current flowing to the satellite. The measured 
current is fed to a lookup table holding the voltages of the solar 
cell curve and the voltage source is set to this voltage. In the  

Fig. 4.  Overview of simulator. 
 

current configuration the lookup table has one row for each step 
of the analog to digital converter (ADC). The process is 
repeated at a fixed rate to track the solar cell curve. A system 
overview is shown in  
Fig. 4. 

C. Analog section 
The complete schematic for the analog section is shown in 

Fig. 5. The active components of the analog sections are listed 
in Table 1. The main part of the analog section is a linear 
voltage controlled voltage source. It consists of a NPN 
Darlington transistor (T1) and an operational amplifier (IC3) as 
well as a passive feedback network.  
The operational amplifier is configured as a non-inverting 
amplifier with the base of the transistor connected to the output 
of the operational amplifier through a resistor. The positive 
output of the voltage source is the emitter of the transistor. The 
collector is connected to VCC via a 0.1 ohm high side shunt 
resistor (R12). 

The passive feedback network sets the amplification of the 
voltage source such that an output voltage of 12 V results in a 
feedback voltage of 5 V. i.e. an input voltage on the non-
inverting input of the operational amplifier of 5 V produces a 
12 V output voltage.  

The output current is measured using a high side current 
sense resistor (R12). The voltage over the shunt resistor is 

TABLE I 
ACTIVE COMPONENTS FOR THE ANALOG SECTION 

Symbol Part number Description 

IC3 MC1458D Operational amplifier 
U2 LM78L05ACM Linear 5V voltage regulator  
U9 TMA-0505S DC-DC converter 5V 
U1 JCM152415 DC-DC converter 15V 
IC2 INA169NA-250G4 Current sense amplifier 
U24 ACPL-C87A-000E Isolation amplifier 
T1 TIP122 NPN Darlington transistor 

 



267

F3. SOLAR CELL SIMULATOR 
 
 

Where satI is the reverse saturation current of the solar cell, q  

the electron charge, SR  the internal series resistance, A  the 

ideality parameter, K  Boltzmann’s constant and T is the 
temperature. 
The current flowing through the parallel resistance is described 
by 

S
p

p

V IRI
R


  ,                (3) 

where pR is the internal parallel resistance. Summing currents 

(2) and (3) yields the equation 
 

1 1
SV IRq SAKT

sat
p

V IRI I I e
R

  
    

 
.                        (4) 

The equation reflects the different modes of the solar cell, for 
low voltage the photovoltaic current dominates the expression, 
when the voltage rises the exponential function of the diode 
grows, eventually reducing the output current to zero when the 
voltage reaches the open circuit voltage. The solar cell curve is 
shown in Fig. 3. 

 

 
Fig. 3. Illustration of current output of solar cell as a function of voltage. The 
dotted line represents the power output of the solar cell. 

III. SIMULATOR DESIGN 

A. Requirements  
The SCS should have ten channels, each channel simulating 

a solar cell. Each channel should have a maximum output 
voltage of 12 V and a maximum output current of 1 A. The 
channels should be electrically isolated. The solar cell curves 
for each channel should programmed using a PC-computer at a 
maximum rate of 1 Hz.  

B. Circuit overview  
The Solar cell simulator consists of a digital and an analog 

section. The analog section powers the satellite using a voltage  
controlled voltage source. 
 The voltage source is connected to a current sense circuit that 
outputs a voltage proportional to the current flowing to the 
satellite. This voltage is sampled by the digital section to 
measure the current flowing to the satellite. The measured 
current is fed to a lookup table holding the voltages of the solar 
cell curve and the voltage source is set to this voltage. In the  

Fig. 4.  Overview of simulator. 
 

current configuration the lookup table has one row for each step 
of the analog to digital converter (ADC). The process is 
repeated at a fixed rate to track the solar cell curve. A system 
overview is shown in  
Fig. 4. 

C. Analog section 
The complete schematic for the analog section is shown in 

Fig. 5. The active components of the analog sections are listed 
in Table 1. The main part of the analog section is a linear 
voltage controlled voltage source. It consists of a NPN 
Darlington transistor (T1) and an operational amplifier (IC3) as 
well as a passive feedback network.  
The operational amplifier is configured as a non-inverting 
amplifier with the base of the transistor connected to the output 
of the operational amplifier through a resistor. The positive 
output of the voltage source is the emitter of the transistor. The 
collector is connected to VCC via a 0.1 ohm high side shunt 
resistor (R12). 

The passive feedback network sets the amplification of the 
voltage source such that an output voltage of 12 V results in a 
feedback voltage of 5 V. i.e. an input voltage on the non-
inverting input of the operational amplifier of 5 V produces a 
12 V output voltage.  

The output current is measured using a high side current 
sense resistor (R12). The voltage over the shunt resistor is 

TABLE I 
ACTIVE COMPONENTS FOR THE ANALOG SECTION 

Symbol Part number Description 

IC3 MC1458D Operational amplifier 
U2 LM78L05ACM Linear 5V voltage regulator  
U9 TMA-0505S DC-DC converter 5V 
U1 JCM152415 DC-DC converter 15V 
IC2 INA169NA-250G4 Current sense amplifier 
U24 ACPL-C87A-000E Isolation amplifier 
T1 TIP122 NPN Darlington transistor 

 

F3. SOLAR CELL SIMULATOR  

amplified and brought down to a 0 V reference using a current 
sense amplifier (IC2). 

A control voltage is fed into the noninverting input of the 
operational amplifier, which sets the output voltage. This 
control voltage is generated by filtering a pulse width 
modulated signal (PWM) with an RC filter. The PWM signal is 
shown in Fig. 6. The 5 V “on” voltage is generated using a 1 % 
accuracy 5 V linear voltage regulator (U2). 

A digital level optocoupler (U23) is used to electrically 
isolate the PWM signal. The optocoupler has an internal output 
transistor. The emitter is connected to 0 V and the collector is 
pulled to 5 V using a pullup resistor. 
A 15 W DC-DC converter (U1) is used to power the analog 
voltage source. The input and output of the DC-DC converter 
are electrically isolated. To isolate the output of the current 
sense amplifier an isolation amplifier (U24) is used. The output 
voltage of the isolation amplifier is differential.  

A second DC-DC converter (U9) generates a -5V voltage for 
the operational amplifier.  

 

 
 

Fig. 6.  Illustration of the PWM modulation used in the SCS. 

D. Digital section 
In the prototype of the SCS, the digital section is 

implemented using a microcontroller, in the final version of the 
SCS it will be replaced with a field-programmable gate array 
(FPGA).  

The digital section measures the current being fed to the 
satellite by measuring the current sense voltage of the analog 
section. This voltage is differential; therefore, a differential 

analog to digital converter (ADC) is used. In the prototype, this 
ADC has a resolution of 10 bits. The final design will use a 12- 
bit ADC.  In the prototype the microcontroller’s ADC has one 
differential input. In the final design an analog MUX will be 
used to select the channel being measured.  
 The measured current is fed to the solar cell voltage lookup 
table. The voltage from the lookup table is then used to set 
reference voltage of the analog section. This is done by setting 
the period of the PWM signal as depicted in figure Fig. 6. In the 
prototype the PWM signal is generated using the 
microcontroller’s PWM module. In the final design the PWM 
signal will be generated in the FPGA with a 12-bit resolution.  
 

 

Fig. 7.  Single packet of the SCS communication protocol. 
 

The digital control unit also has handles the connection to the 
PC. The interface is UART over USB. To convert the USB 
signal back to UART a converter chip will used in the final 
design. The UART connection to the SCS uses 8-bit data 
packets. Since each sample of the solar cell curve is larger than 
8 bits a custom data format will be used in the final design. Each 
data packet of the custom protocol is 24 bits. A single 24 bit 
packet is shown in Fig. 7. The two MSBs of each byte hold a 
byte identifier. If both these bits are set the SCS should reset its 
receiver. The next two bits an in the first two bytes hold the 
address of the channel being written to. This address is split 
between the two bytes and creating a 4 bit address. The last four 
bits dn of each packet hold the actual data, split between all 
three bytes. This allows for transmission of 12-bits of data. 
Additionally two bits are free and can be used to achieve a 14-
bit data width. There is also one unused byte that can be used 
for future functionality using the dc bits. 

Fig. 5.  Complete schematic of a single analog channel (Latest iteration). 
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IV. IMPLEMENTATION OF THE ANALOG PART 

A. Voltage source  
The voltage source uses an operational amplifier in negative 

feedback mode. To analyze the stability of the voltage source 
the software LT-Spice was used to simulate the open loop gain. 
As described by [7] an AC voltage source with a 0 V DC 
component was inserted into the feedback loop. This allows the 
circuit to be in its correct DC operating point. The components 
tested in the simulation were the opamp, transistor and the 
feedback network. The SPICE (Simulation with integrated 
circuit emphasis) model for the MC1458D opamp and the 
TIP122 transistor were downloaded from the manufacturers. 
The test circuit is shown in Fig. 9. The stability of the circuit 
was judged by observing how close the phase margin was to 
45°. For the simulation depicted in Fig. 8 the phase margin was 
approximately 81°.  

 
Fig. 8.  The open loop gain simulated in LT-SPICE for a load of 15 ohms and 
1 mF capacitance at a 6V output voltage. 
 

 
Fig. 9. Voltage regulator circuit in LT-SPICE 
 
To handle capacitive loads a 0.1 ohm series resistance was 
added to the output of voltage source as suggested by [8], 
additionally a capacitor was added to the feedback loop 
depicted in Fig. 5. The capacitor is not populated but can be 
used as a lead compensator [8]. A load of 220 Ω and a 67µF  
capacitor were added to the voltage source to avoid instability 
for high impedance loads.  

B. Breadboard prototype 
The voltage source as well as the current sensing were tested 

using a breadboard prototype. The prototype is depicted in Fig. 
10. The prototype used two microcontrollers to simulate the 
behavior of an FPGA. One microcontroller, a 
PIC32MX320F128, was tasked with the solar cell curve 
tracking, the other, a PIC32MX440F256H, with programming 
the solar cell curve to the tracking microcontroller. The control 
voltage for the analog section was generated using a 
LTC1450CN digital to analog converter (DAC) with a parallel 
interface. This allowed for a significantly shorter measurement-
to-output time than what is used in the final design. The 
prototype proved that the concept was valid even at higher 
bandwidths. 

 
Fig. 10.  Breadboard prototype 

C. PCB Layout 
The analog section was implemented on a printed circuit 

board (PCB). The use of a PCB allows for replication of 
multiple channels each using a dedicated PCB.  

The PCB is a two layer board using SMD (Surface Mount 
Device) components. The PCB was designed in the free version 
of Cadsoft EAGLE.  

 The PCBs are intended to be stacked using 2.54 mm header 
connectors. The headers carry power to the boards, PWM 
control signals and return the differential signal representing the 
output current. To connect a channel to the stack solder jumpers 
are used for the connecting the PWM input signal and the 
differential output of the isolation amplifier to the stack. 

Some components were not available in the standard 
component library and had to be created using the components 
datasheet as reference. The PCB is depicted in Fig. 11 with the 
part of the design as seen in Cadsoft EAGLE superimposed.  

D. PCB Soldering  
The PCB was hand soldered using a soldering iron. During 

assembly the PCB was continually tested to ensure that the 
mounted components as well as the PCB worked as intended 
and that the voltages on the voltage rails were correct before 
mounting all the components. Due to some errors in the PCB 
layout corrections had to be made. The 15V DC-DC converter 
was mirrored and the inputs of the current sense amplifier were 
inverted. Additionally the -5V regulator was connected to the 
wrong voltage rail. 



269

F3. SOLAR CELL SIMULATOR 
 
 

IV. IMPLEMENTATION OF THE ANALOG PART 

A. Voltage source  
The voltage source uses an operational amplifier in negative 

feedback mode. To analyze the stability of the voltage source 
the software LT-Spice was used to simulate the open loop gain. 
As described by [7] an AC voltage source with a 0 V DC 
component was inserted into the feedback loop. This allows the 
circuit to be in its correct DC operating point. The components 
tested in the simulation were the opamp, transistor and the 
feedback network. The SPICE (Simulation with integrated 
circuit emphasis) model for the MC1458D opamp and the 
TIP122 transistor were downloaded from the manufacturers. 
The test circuit is shown in Fig. 9. The stability of the circuit 
was judged by observing how close the phase margin was to 
45°. For the simulation depicted in Fig. 8 the phase margin was 
approximately 81°.  

 
Fig. 8.  The open loop gain simulated in LT-SPICE for a load of 15 ohms and 
1 mF capacitance at a 6V output voltage. 
 

 
Fig. 9. Voltage regulator circuit in LT-SPICE 
 
To handle capacitive loads a 0.1 ohm series resistance was 
added to the output of voltage source as suggested by [8], 
additionally a capacitor was added to the feedback loop 
depicted in Fig. 5. The capacitor is not populated but can be 
used as a lead compensator [8]. A load of 220 Ω and a 67µF  
capacitor were added to the voltage source to avoid instability 
for high impedance loads.  

B. Breadboard prototype 
The voltage source as well as the current sensing were tested 

using a breadboard prototype. The prototype is depicted in Fig. 
10. The prototype used two microcontrollers to simulate the 
behavior of an FPGA. One microcontroller, a 
PIC32MX320F128, was tasked with the solar cell curve 
tracking, the other, a PIC32MX440F256H, with programming 
the solar cell curve to the tracking microcontroller. The control 
voltage for the analog section was generated using a 
LTC1450CN digital to analog converter (DAC) with a parallel 
interface. This allowed for a significantly shorter measurement-
to-output time than what is used in the final design. The 
prototype proved that the concept was valid even at higher 
bandwidths. 

 
Fig. 10.  Breadboard prototype 

C. PCB Layout 
The analog section was implemented on a printed circuit 

board (PCB). The use of a PCB allows for replication of 
multiple channels each using a dedicated PCB.  

The PCB is a two layer board using SMD (Surface Mount 
Device) components. The PCB was designed in the free version 
of Cadsoft EAGLE.  

 The PCBs are intended to be stacked using 2.54 mm header 
connectors. The headers carry power to the boards, PWM 
control signals and return the differential signal representing the 
output current. To connect a channel to the stack solder jumpers 
are used for the connecting the PWM input signal and the 
differential output of the isolation amplifier to the stack. 

Some components were not available in the standard 
component library and had to be created using the components 
datasheet as reference. The PCB is depicted in Fig. 11 with the 
part of the design as seen in Cadsoft EAGLE superimposed.  

D. PCB Soldering  
The PCB was hand soldered using a soldering iron. During 

assembly the PCB was continually tested to ensure that the 
mounted components as well as the PCB worked as intended 
and that the voltages on the voltage rails were correct before 
mounting all the components. Due to some errors in the PCB 
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E. PCB Testing  
The PCB was mounted to board alongside a PIC 

microcontroller development board. The PIC development 
board powered the digital side of the SCS board i.e. the voltages 
that are at a common potential for all channels. The PWM and 
ADC module of the microcontroller were then connected to the 
analog PCB. The setup is depicted in Fig. 12. During testing the 
15V DC-DC connector was disconnected and the 15 V rail was 
powered by a lab power supply. This was done to reduce noise 
during oscilloscope measurements. 

Fig. 11 Picture of the PCB with a view of the CAD program superimposed. 

 
Fig. 12.  The test setup for the PCB. 

V. PERFORMANCE 

To test the performance of the SCS a resistive dummy load 
was connected to the simulator. The current through and the 
voltage over the load was measured using two multimeters. 
The current and voltage were plotted for different resistive 
loads.  

 
Fig. 13.  Measurement of solar cell simulator performance using a resistive load 

The result is shown in Fig. 13. Note that the load was a 
collection of various resistors, hence the random distribution 
of data points. There is an error likely caused by the minimum 
output resistance and the series resistance of the voltage 
source, these were not accounted for when calculating the 
lookup table of the solar cell curve but could be calibrated out. 
The main purpose of the test was to confirm that the tracking 
of the solar cell curve worked as intended. 

VI. CONCLUSION AND DISCUSSION 

The results show that it is possible to implement a simulator 
that emulates the electrical behavior of solar cells. The 
measured output of the simulator is shown in Fig. 13. Control 
structure 

In the SCS the voltage is under analog control while the 
current has to be digitally monitored. These functions could be 
reversed i.e. the current could be regulated using an analog 
current source. The reason for why the voltage is regulated 
using analog circuitry is to reduce the number of components in 
the analog feedback loop. To analyze the stability of an analog 
circuit becomes a more complex task as parts are added. In 
addition, the digital regulation is slower than the analog 
feedback loop and the addition of extra component such as a 
high bandwidth current sense amplifier has a relatively small 
impact on the measurement to output time. 

A. Header vs backplane 
The PCB header stack will be not be used in the next iteration 

of the PCB, instead a backplane PCB will be used. The 
backplane will have connectors for each PCB as illustrated in 
Fig. 14 and will carry power and signals to the analog PCBs 
.This will require an extra PCB but brings several advantages. 
It reduces the losses related to passing large currents through 
multiple header connectors as well as increases signal integrity 
(The signals traces can be routed under a ground plane and 
away from power traces). It also eliminates the cost of headers. 
The pin count of the connectors to the backplane will be much 
lower than that of the header connectors since they only have to 
accommodate one board each.  

B. NPN vs MOSFET 
In the simulator, a bipolar junction transistor (BJT) is used as 

a current buffer for the voltage source. A metal-oxide-
semiconductor (MOSFET) could have been used instead. Its 
high gate impedance would have made it easy to drive with 
most operational amplifiers. 

The BJT was chosen since it is more resilient against damage 
from electrostatic discharge  (ESD) [9]. The Darlington 
transistor was chosen since it requires less current to drive, 
allowing for the use of a “regular” opamp. 

VII. FUTURE WORK 

Since the work described in this report is only a part of the 
work being done for the MIST project, work on the SCS will 
continue until the end of the semester. 

A. FPGA Implementation 
So far, the digital section has been implemented using a 
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microcontroller. However the microcontroller has only handled 
one channel. To avoid increasing processing times when 
introducing additional channels an FPGA will be used in place 
of the microcontroller. The FPGA brings several advantages 
mainly that it allows for true parallel processing by dedicating 
a logic units for each channel. Furthermore reprogramming can 
be done without degradation in solar cell curve tracking, again 
due to the parallel nature of the FPGA. Another advantage is 
that multiple independent high frequency PWM signals can be 
easily generated directly in the FPGA. The FPGA will be 
soldered onto a separate PCB with supporting circuitry such as 
an analog MUX, ADC and voltage regulation. 

B. Next iteration of PCB  
In the next iteration, the errors in component footprints will 

be corrected. Additionally the isolation between the two sides 
of the analog board will have to be physically wider. The shape 
of the PCB will also change, it can be much smaller since it will 
not have to accommodate the header connectors. A proposal for 
the new circuit board is shown in Fig. 14. 

 
Fig. 14.  Illustration of the next iteration of the analog PCB to fit a backplane. 

C. Design of complete unit 
The finished SCS will have to be mounted in an enclosure. 

This box will have connectors for AC Power, USB as well as 
banana plugs for connecting to the satellite.  

 

D. Increase resolution 
The final unit will use an ADC with higher resolution then 

was used during testing. The PWM output signal will also have 
to increase in resolution. Increasing the resolution brings a 
performance boost when simulating small-scale currents that, 
in the present design would have a low resolution. 
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was used during testing. The PWM output signal will also have 
to increase in resolution. Increasing the resolution brings a 
performance boost when simulating small-scale currents that, 
in the present design would have a low resolution. 
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CONTEXT H: FUSION

FUSIONSREAKTORER - VÄRLDENS STÖRSTA MIKROVÅGSUGNAR

Fusionsreaktorn förser hela staden med billig och miljövänlig el. Utanför reaktorn råder högsommar-
värme i staden. Gräset är grönt, fåglarna kvittrar och koldioxidnivåerna är perfekta. Inne i reaktorn 
råder de mest extrema förhållandena på denna jord. Temperaturen i reaktorn är tio gånger högre än 

solens temperatur. 

För att förverkliga denna utopi jobbar dagens fusionsforskare med utformningen av framtidens fusion-
sreaktor. Den första kommersiella testreaktorn planeras att vara igång i slutet av 2020-talet.  Ett av de största 
problemen som återstår att lösa tills dess är att hitta en effektiv metod för att värma upp plasman. 

En lovande metod är att accelerera elektroner i magnetfält för att skapa mikrovågor som sedan kan bom-
bardera plasmat. Om dessa vågor träffar rätt kan deras energi sedan tas upp av plasman. Uppvärmningen 
liknar den metod din mikrovågsugn använder. Men var försiktig, ditt plasma blir serverat i 200 miljoner 
grader!

Fusion skulle fungera på samma sätt som kärnkraft utan några av de negativa risker som förknippas med 
kärnkraft, såsom risken för reaktorhaveri och logistiken bakom omhändertagande av de långvarigt radio-
aktiva avfallet. Därför anser de flesta forskare att fusion är framtidens energikälla men mycket jobb återstår 
innan världens största mikrovågsugn står redo att användas. 
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Länge har människan varit på jakt efter den ul-
timata energikällan, som producerar nästin-
till oändligt med energi utan farliga utsläpp. 

En del forskare sökte inspiration i rymden för att 
hitta en sådan energikälla och upptäckte då solens 
fantastiska energikälla, fusion.

Att få materia att fusionera på jorden har dock 
många svårigheter. Inte ens dagens största fusion-
sreaktor JET (Joint European Torus) i England 
klarar  av att producera nettoenergi. Den första reak-
torn som ska klara av att utveckla mer energi än den 
förbrukar är den enorma ITER (International Ther-
monuclear Experimental Reactor). ITER är ett av 
världens största ingenjörsprojekt och planeras att 
förhoppningsvis sättas i bruk 2020. Fusion på jorden 
är svårt av många anledningar. Till att börja med 
kräver fusionreaktioner en mycket hög temperatur, 
så hög att reaktanterna övergår till plasma. Plasma 
är det fjärde aggregationstillståndet och definieras av 
att ämnet som hettats upp helt eller delvis joniseras.

På grund av plasmats höga temperatur och dess 
elektromagnetiska egenskaper är det mycket svårt 
att kontrollera. Dagens plasmaforskning fokus-
eras mycket på att innesluta plasman med hjälp av 
kraftiga magnetfält. Detta är tekniken bakom Toka-
mak-reaktorer som är den reaktortypen både ITER 
och JET hör till.

Dessa tokamaker hanterar troligtvis universums 
största temperaturgradienter, från flera miljoner 
grader Celsius i plasmats mitt till endast några ens-
taka grader Kelvin i de omslutande supraledande 
spolarna som skapar de magnetfält som kontrollerar 
plasmat.

Ett fundamentalt problem inom fusionsforsknin-
gen är uppvärmning av plasman för att nå de tem-
peraturer där fusion är möjlig (ca. 2 * 10^8 °C). Den 
mest lovande upphettningsmetoden av plasman i 
framtidens tokamaker är upphettning med hjälp av 
elektromagnetiska vågor (i RF-spektrumet) som dis-
siperar sin energi i plasmat. I princip är detta samma 
teknologi som används i mikrovågsugnar. På grund 
av plasmans höga instabilitet, orsakad av inhomoge-
na magnetfält, är vågpropagering i verkliga plasman 
långt ifrån trivial. Till exempel kan vågor i inhomog-
ena plasman byta våglängd och polarisation på ett 
ögonblick. Detta kallas modkonvertering och pro-
jektgrupp H3 undersöker just modkonverteringsef-
fekter i fusionsplasman.

Plasmans instabilitet gör också att inte alla plasma-
partiklar innesluts perfekt i reaktorn. En betydande 
andel av partiklarna träffar därför tokamakens väg-
gar. Detta ställer speciellt till med problem vid botten 
av reaktorn där en s.k. “diverter” sitter som har i up-
pgift att leda bort förorenande partiklar ur plasmat. 
Det andra projektetgruppen inom denna kontext, 

H2, undersöker just denna vägg-partikel interaktion 
med avseende på hur partiklarna fastnar i väggen.

Projektgrupperna har inriktat sig mycket på 
simuleringar då fusion är framtidens vetenskap och 
få fungerande fusionsreaktorer finns i dagsläget. 
Dessutom är för närvarande fusionsexperiment my-
cket dyra i drift och därför behöver forskarsamhället 
i allra högsta grad fler datorverktyg för att nå nya re-
sultat och upptäcker om plasmafenomen.

Resultatet av projekt H2 är just ett datorprogram 
som kan användas för att ta fram fördelningar av hur 
partiklar träffar väggarna i tokamaken. Detta verk-
tyg är tänkt att användas för att få ökad förståelse av 
uppkomsten av partikelavlagringar i de stora reak-
torerna JET och ITER.

I JET och ITER uppstår som tidigare nämnt mod-
konvertering vid RF-uppvärmning av fusionsplas-
mat. I projekt H3 uppmättes graden modkonver-
tering i ITER-liknande plasman och resultaten från 
projektet visade att modkonverteringen påverk-
ar uppvärmningen men inte till en den grad som 
förväntades. Resultaten togs fram med hjälp av 
avancerade simuleringsverktyg. Simuleringsverkty-
gen för att analysera plasman med inhomogena mag-
netfält kan förhoppningsvis vidareutvecklas i fram-
tiden för att få svar på frågor om vågpropagering i 
mer verklighetstrogna plasma-modeller, där t.ex. en 
inhomogen täthet eller ett multi-dimensionellt mag-
netfält används.

Båda projekten ledde till många nya frågeställn-
ingar. I projekt H2 tar modellen ej hänsyn till kvant-
mekaniska interaktioner mellan plasma och vägg 
vilket skulle kunna ge en helt annan infallsvinkel på 
problemet. I båda projekten används väldigt fören-
klade  elektriska och magnetiska fältkonfigurationer. 
Om man i projekten istället skulle använda mer re-
alistiska E och B-fält som t.ex. tar hänsyn till rand-
fenomen i reaktorn skulle säkerligen resultaten för-
bättras. Också reflektioner mot reaktorväggar skulle 
skapa mer nyanserade resultat både i vägg-plasma 
interaktioner och vid plasma-vågpropagering. 

Genom dessa resultat och nya frågeställningar 
hoppas artikelförfattarna att vidareutveckling av re-
sultaten ska bidra till förbättrad driftkostnad, drifts-
äkerhet och överhuvudtaget möjligheten att produc-
era elektricitet genom fusion i framtiden.

ETISK REFLEKTION
Mänskligheten behöver en ny typ av basenergikälla 
i framtiden. En energikälla som varken spyr ut mil-
jöfarliga ämnen eller kräver infrastruktur för lång-
tidsförvaring av radioaktiva ämnen. En energikälla 
som ändå kan producera energi när energibehovet är 
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som störst d.v.s. inte bara när väder och vind är med 
oss. En energikälla som uppfyller dessa krav är fu-
sion. Fusion är en hållbar energikälla för framtiden 
som endast kräver korttidsförvaring av radioaktiva 
bränslen och kan producera el dygnet runt. Fusion 
är onekligen det mest lovande valet av basenergikälla 
i framtiden, ifall det kommer att fungera.

De senaste 100 åren har fusion varit en teknik som 
alltid ska realiseras ”30 till 50 år in i framtiden”. Fu-
sionsforskare är eviga optimister och litar på deras 
teknik men kommer den någonsin att fungera? Att 
kontrollera plasman är bland det mest komplexa 
man kan hålla på med som forskare och än så länge 
har inget praktiskt fusionsexperiment kunnat pro-
ducera  nettoenergi, trots flertalet försök. Det är då 
svårt att motivera ett så stort experiment som ITER 
som har en budget på 14 miljarder dollar (i dagsläget).

Men kanske är det just denna storskalighet som 
krävs för att fusion äntligen ska kunna bli verklighet! 
Att framgångsrikt få fusion att fungera kräver expert-
er från så vitt skilda områden som materialdesign 
till rymdfysik och för att få alla dessa forskargrup-
per att samarbeta kräver sin budget. Fysikforskare 
har länge lagt skulden till fusionens förseningar på 
de politiska ledarna som länge skjutit upp beslut om 
byggnationer av experiment såsom ITER som i dag-
släget är 20 år försenat. 

För att kunna motivera fusionsfinansiering måste 
man ta ett steg tillbaka och titta på jordens energire-
surser i sin helhet.. I dagsläget finns det ingen annan 
energiproduceringsmetod som kan ersätta den tun-
ga basenergin på samma sätt som fusion. Vi lever i 
ett samhälle som dag för dag kräver allt mer energi 
och i slutändan har vi kanske inget annat val än att 
riskera våra pengar på fusion för annars riskerar vi 
hela vår planet.
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H2. PLASMA PARTICLE SIMULATION

Abstract – Unexpected and non-uniform plasma ion deposition
on imperfections in the inner wall of nuclear fusion reactors 
such as JET has raised questions about the process of 
deposition. To facilitate a fuller understanding of this process a 
MATLAB-program is here presented that simulates the 
spiraling motion of particle incidence and surface attachment. 
The electromagnetic field near the surface is modelled with E=0 
and the magnetic field as homogenous. An analytic solution for 
the trajectory of an individual particle is repeatedly calculated 
for multiple particles, with distributions in initial values for 
position and velocity. The surface hit-point for each particle is 
calculated by means of applying the bisection method to a 
function that defines the height of the particle over the specified
surface. Trajectory and hit-point can then be displayed 
graphically. The program can use arbitrary surface matrices as 
input, since it represents surface height by means of 
interpolating between surface data-points. The results of a few 
test simulations are shown, and on their basis it is hypothesized 
that the larger helical motion of heavier ions, due to their
relatively high mass and low charge, significantly contributes to 
their observed abundance in surface pits. This article also 
includes a discussion on how to include arbitrary electric fields 
in a future development of the program. In total the result is to 
provide the basics of a useful tool for studying how quantities of 
different plasma ions distribute themselves when impacting an 
arbitrary surface.

I. INTRODUCTION

In the 1950’s it was proposed that the energy of the 
hydrogen bomb fusion reaction should be controlled for 
constructive human purposes. Since then, energy derived 
from nuclear fusion has been pursued like the holy grail of 
human energy production. Why? Because it could, in theory,
greatly surpass every other commonly used fuel-driven 
energy source in terms of fuel energy density and availability, 
safety of operation, and waste production [1] - to a 
competitive cost [2]. A nuclear fusion power-plant could 
deliver stable energy much like the common fission-based 
nuclear power-plants of today, except it would not come with 
any of the negative aspects which has turned the public away 
from nuclear energy. These are: the possibility of an 
uncontrolled chain reaction resulting in public harm or 
damage (fusion does not involve a chain reaction), the 
possibility of dangerous radioactive waste leaking out into the 
environment (a fusion reactor would not create significant
amounts of radioactive waste as fission does), and the 
possibility of weaponization of the fuel (the fuel of a nuclear 

fusion reactor would be low amounts of deuterium, which can 
be extracted from seawater, and tritium, which can be 
produced with the help of lithium which exists in abundance).

Since 2007, an international governmental effort has been 
made by the European Union to finance and coordinate the 
development a nuclear fusion reactor, intended to be the first 
one ever to reach break-even (the production of net-energy). 
The project goes by the name of ITER (International 
Thermonuclear Experimental Reactor) and is the worlds most 
financed effort to create a functioning fusion reactor.

An important part of ITER is to conduct research into 
various fields of study which can benefit the project’s goals. 
One such field of study is plasma-surface interaction, 
knowledge of which is needed to select the proper plasma-
facing materials which shall cover the inner wall of the 
reactor, and enhance overall reactor performance [3].

The plasma-facing materials need to be selected carefully 
in order to allow for long lifetimes and also low pollution of 
the plasma. Since the long-term goal for the temperature of 
the plasma in the reactor is about 200 million degrees Celsius
[3], high demands must be placed on the materials facing it,
such that they can withstand continuous operation over long 
periods. Also, a successful fusion reaction cannot be 
sustained with high levels of plasma impurities (which is 
mostly ions of eroded wall material which enter the core 
plasma and cools it, and dilutes the density of fuel ions).
Therefore it is also important that the plasma facing materials
do not contribute to this [4].

Experiments have shown that as a result of plasma-surface 
interactions, wall materials are eroded in some parts of the 
vessel and redeposited in other parts. In areas of net erosion, 
component lifetime is limited. In areas of net deposition, the 
trapping of radioactive tritium (fuel) at the surface poses a 
safety hazard, and also impairs the overall fuel economy. 
When thick deposited layers of ions break off they also cause 
dust production which impairs the fusion process and reactor 
performance [5]. Moreover, when multiple wall-materials are 
used, their mixing at the surfaces due to deposition affects the 
plasma-surface properties of the walls in complicated ways.

The choice of plasma facing materials that has been made 
for ITER is a combination of beryllium in the main chamber 
and tungsten in the so called divertor region (the internal 
bottom of the reactor which disposes of waste particles). As a 
preparation for ITER, the European JET device at Culham, 
UK (presently the largest experimental fusion device in the 
world) has been equipped with an ITER-like wall: Be tiles in 
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the main chamber and W-coated carbon fibre composite tiles 
in the divertor [6].

As part of the studies of how the ITER-like wall works, 
detailed microanalysis is carried out of deposited layers in the 
divertor of JET. It has been found that beryllium and other 
impurities as well as deuterium (fuel) tends to accumulate
non-uniformly in cracks at the surfaces and at the sides of 
microscopic pits [7]. Such phenomena can be seen in Fig. 1,
published by H. Bergsåker et al. in [8].

Fig. 1. Elemental maps around a pit in W coating. (a) Cu grid used for 
positioning and current integration. (b) Surface height map derived from 
stereo SEM. (c) Be is found mainly on the upstream (plasma shadowed) side 
of the pit and on the upper side. (d) Surface deuterium. (e) Deep deuterium. 
(f) Combined map of Cr, Fe, Ni.

Detailed modelling of the ion trajectories towards the 
surface is probably required in order to understand how this
particle accumulation comes about. Because simulation has 
previously been successful in explaining the erosion of 
plasma facing components [9], the author believes that 
simulation also holds the key to advancement in the 
understanding of particle deposition. It is the hope that via the 
methods provided in this article, an effective simulation of 
this process is possible which can provide data, the 
understanding of which can be extrapolated to better 
understand other environments such as ITER.

This work provides a tool for calculating how ions 
launched from a planar equipotential plane above a rough 
surface are transported to the surface, and mapping where 
they hit it. The intention is to use it to predict where ions with 
some given initial velocity distribution end up, so that the 
incidence map can be compared with measured elemental 
maps and assumptions can be tested. The simplified model 
used, described in the section on theory, is mainly what has 
delimited the scope of the work.

II.THEORY

A. Choice of physical model
This section on theory aims to explain some important 

theoretical aspects of the physical model on which the 
simulation is built.

The purpose of the program is to simulate large quantities 
of particles, on the order of 10-100k, as they cross a plane 
immediately above a rough surface, calculate and display 
their hit-points, as well as save some important data such as 
hit-point angle of incidence. At all steps some important 
physical assumptions and simplifications have been made, the
most important being that the electric field is assumed to be 
zero, and how the initial values in position and velocity are 
calculated.

Overall the modelling was chosen to allow for an easy first 
step in the production of the program. Though not useless in 
its present state, to help increase the scope of the program's 
applicability in the future, mainly to include the effects of 
electric fields, some suggestions for further development are 
given in this section as well as later in the article.

B. The Plasma Sheath
A plasma is an ionized gas, wherein both electrons and 

ions can move freely, allowing for complex electrical 
behavior to occur. It can be created by for example heating,
or by the application of strong electric fields, or by subjecting 
it to energetic electromagnetic waves. Some common 
examples of plasmas are the flames of a (very hot) fire, the 
gas inside lit neon tube lights, lightning bolts (or discharges 
in general) and the surface of the sun [10].

A fusion reactor such as ITER or JET basically functions 
(experimentally, at this stage) by creating a plasma out of 
selected gases, and maintaining it within a desired region by 
means of strong magnetic fields. Fusion then occurs within 
the plasma, from which excess energy can be extracted. The 
focal point of this work is the process of interaction between 
this plasma and the inner wall of the container.

When a plasma comes into contact with a surface (or any 
object) a sheath is formed around it. This is one of the 
fundamental properties of plasmas. Because electrons in a 
plasma have relatively small mass, they move faster on 
average and collide more often with surfaces, charging them 
negative. Thus a layer, or cloud, of particles with net positive 
charge arises when positively charged ions in the plasma 
gather around the negatively charged surface areas while 
electrons are repelled, until an equilibrium is reached. This is 
called a Debye sheath, and the measure of the thickness of 
this sheath is called the Debye-length, λD [10].

λD = �
𝜀𝜀𝜀𝜀0𝑘𝑘𝑘𝑘𝐵𝐵𝐵𝐵𝑇𝑇𝑇𝑇𝑒𝑒𝑒𝑒
𝑛𝑛𝑛𝑛𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒2 (1)

In general, the electric field of a plasma in equilibrium 
balances out and is nearly zero everywhere except in such a 
plasma sheath, where it directed towards the surface [10].
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divertor of JET. It has been found that beryllium and other 
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Detailed modelling of the ion trajectories towards the 
surface is probably required in order to understand how this
particle accumulation comes about. Because simulation has 
previously been successful in explaining the erosion of 
plasma facing components [9], the author believes that 
simulation also holds the key to advancement in the 
understanding of particle deposition. It is the hope that via the 
methods provided in this article, an effective simulation of 
this process is possible which can provide data, the 
understanding of which can be extrapolated to better 
understand other environments such as ITER.

This work provides a tool for calculating how ions 
launched from a planar equipotential plane above a rough 
surface are transported to the surface, and mapping where 
they hit it. The intention is to use it to predict where ions with 
some given initial velocity distribution end up, so that the 
incidence map can be compared with measured elemental 
maps and assumptions can be tested. The simplified model 
used, described in the section on theory, is mainly what has 
delimited the scope of the work.

II.THEORY

A. Choice of physical model
This section on theory aims to explain some important 

theoretical aspects of the physical model on which the 
simulation is built.

The purpose of the program is to simulate large quantities 
of particles, on the order of 10-100k, as they cross a plane 
immediately above a rough surface, calculate and display 
their hit-points, as well as save some important data such as 
hit-point angle of incidence. At all steps some important 
physical assumptions and simplifications have been made, the
most important being that the electric field is assumed to be 
zero, and how the initial values in position and velocity are 
calculated.

Overall the modelling was chosen to allow for an easy first 
step in the production of the program. Though not useless in 
its present state, to help increase the scope of the program's 
applicability in the future, mainly to include the effects of 
electric fields, some suggestions for further development are 
given in this section as well as later in the article.

B. The Plasma Sheath
A plasma is an ionized gas, wherein both electrons and 

ions can move freely, allowing for complex electrical 
behavior to occur. It can be created by for example heating,
or by the application of strong electric fields, or by subjecting 
it to energetic electromagnetic waves. Some common 
examples of plasmas are the flames of a (very hot) fire, the 
gas inside lit neon tube lights, lightning bolts (or discharges 
in general) and the surface of the sun [10].

A fusion reactor such as ITER or JET basically functions 
(experimentally, at this stage) by creating a plasma out of 
selected gases, and maintaining it within a desired region by 
means of strong magnetic fields. Fusion then occurs within 
the plasma, from which excess energy can be extracted. The 
focal point of this work is the process of interaction between 
this plasma and the inner wall of the container.

When a plasma comes into contact with a surface (or any 
object) a sheath is formed around it. This is one of the 
fundamental properties of plasmas. Because electrons in a 
plasma have relatively small mass, they move faster on 
average and collide more often with surfaces, charging them 
negative. Thus a layer, or cloud, of particles with net positive 
charge arises when positively charged ions in the plasma 
gather around the negatively charged surface areas while 
electrons are repelled, until an equilibrium is reached. This is 
called a Debye sheath, and the measure of the thickness of 
this sheath is called the Debye-length, λD [10].

λD = �
𝜀𝜀𝜀𝜀0𝑘𝑘𝑘𝑘𝐵𝐵𝐵𝐵𝑇𝑇𝑇𝑇𝑒𝑒𝑒𝑒
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In general, the electric field of a plasma in equilibrium 
balances out and is nearly zero everywhere except in such a 
plasma sheath, where it directed towards the surface [10].
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If a surface has imperfections, or a roughness, quantified as 
the distance between the highest and lowest points of the 
surface, 𝐿𝐿𝐿𝐿 (or some other standardized measure), a significant 
simplification can be made in the description of the plasma, 
depending on the relation of this roughness to the thickness of 
the Debye sheath.

This work assumes as a basic physical model of the plasma 
near the surface, that the Debye length is much larger than the 
surface roughness, λD ≫ 𝐿𝐿𝐿𝐿. Uniquely in this limiting case, it 
is possible to form an equipotential surface in the shape of a 
flat plane, which is very near the surface, and below which 
the effects of the electric field on the particle trajectories is 
relatively small and can be excluded. This is because the 
position of such a plane can be chosen such that the voltage 
between it and the surface is negligible compared to the 
voltage between it and the top of the Debye sheath above it. 
The kinetic energy gained by the particles while traveling 
towards the surface (if they are of positive charge) will then 
mostly be gained above the plane and not below it. Based on 
this reasoning the electric field is assumed zero for all particle 
trajectories. (The effects of the electric field above the plane 
can be included in the simulation the form of particle initial 
values.) Fig. 2 depicts this idea.

Fig. 2. Two-dimensional depiction of a Debye sheath. The program assumes 
a model according to the lower image, wherein an equipotential surface can 
be approximated in the shape of a flat plane above the surface. Below this 
plane, the voltage 𝑈𝑈𝑈𝑈2 is insignificant compared to 𝑈𝑈𝑈𝑈1 above it, and this 
condition only holds for the lower image.

C.Particle Trajectory for E=0
Mathematically, for uniform electric and magnetic fields, a 

solution for the trajectory of a particle can be calculated 
analytically, parametrized in the time variable t.

For the initial case of electric field E=0 and a homogenous 
magnetic field, the solution was obtained as follows. First, a
general equation of motion for a charged particle in electric 
and magnetic fields was obtained from Newton’s second law 

of motion combined with the Lorentz force law.

�𝐅𝐅𝐅𝐅 =
d𝐩𝐩𝐩𝐩
dt

(2)

�𝐅𝐅𝐅𝐅 = 𝐅𝐅𝐅𝐅𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 + 𝐅𝐅𝐅𝐅𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿−𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸
= q(𝐯𝐯𝐯𝐯 × 𝐁𝐁𝐁𝐁 + 𝐄𝐄𝐄𝐄) + 𝐅𝐅𝐅𝐅𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿−𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸

(3)

Assuming the following for some of the quantities:

𝐅𝐅𝐅𝐅𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿−𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸 = 𝟎𝟎𝟎𝟎 (4)
(Only electromagnetic forces are significant. ) 

𝐩𝐩𝐩𝐩 = γm𝐯𝐯𝐯𝐯 = m𝐯𝐯𝐯𝐯 (5)
(Assuming non − relativistic speeds. ) 

d𝐩𝐩𝐩𝐩
dt

= 𝑚𝑚𝑚𝑚
d𝐯𝐯𝐯𝐯
dt

(6)

(For particles of constant mass m. ) 

𝐄𝐄𝐄𝐄 = 𝟎𝟎𝟎𝟎 (7)
(In this section.)

Then, what results is the following equation of motion:

d𝐯𝐯𝐯𝐯
dt

=
q
𝑚𝑚𝑚𝑚

(𝐯𝐯𝐯𝐯 × 𝐁𝐁𝐁𝐁 + 𝐄𝐄𝐄𝐄) =
q
𝑚𝑚𝑚𝑚

(𝐯𝐯𝐯𝐯 × 𝐁𝐁𝐁𝐁) (8)

Or equivalently, where 𝐱𝐱𝐱𝐱(t) describes the particle 
trajectory:

d2𝐱𝐱𝐱𝐱
dt2

=
q
𝑚𝑚𝑚𝑚
�

d𝐱𝐱𝐱𝐱
dt

× 𝐁𝐁𝐁𝐁 + 𝐄𝐄𝐄𝐄� =
q
𝑚𝑚𝑚𝑚
�

d𝐱𝐱𝐱𝐱
dt

× 𝐁𝐁𝐁𝐁� (9)

One can then observe the equation of motion, and conclude 
that in this case the particle will only accelerate 
perpendicularly to the magnetic field. It must therefore also 
maintain its initial velocity in the direction of the magnetic 
field. This suggests that the motion can be separately 
described by its components parallel to and perpendicular to 
the magnetic field. Assuming initial values described by

𝐱𝐱𝐱𝐱0 = initial position
𝐯𝐯𝐯𝐯0 = initial velocity (10)

Then, one can assume the following equation describing
the trajectory:

𝐱𝐱𝐱𝐱(t) = 𝐱𝐱𝐱𝐱𝟎𝟎𝟎𝟎 + 𝐱𝐱𝐱𝐱||(t) + 𝐱𝐱𝐱𝐱⊥(t) (11)

The precise nature of the motion perpendicular to the 
magnetic field, 𝐱𝐱𝐱𝐱⊥(t), can be revealed by solving the equation 
of motion for an arbitrary magnetic field in the (for example)
positive z-direction of a general rectangular coordinate 
system. This is done in [11], the result of which shows that 
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the particle will move in a helical orbit, a spiral, 
perpendicularly to the magnetic field, with a radius and 
angular frequency of rotation defined by:

𝑟𝑟𝑟𝑟 =
𝑚𝑚𝑚𝑚𝑣𝑣𝑣𝑣⊥
|𝑞𝑞𝑞𝑞|𝐵𝐵𝐵𝐵

(12)

𝜔𝜔𝜔𝜔 =
|𝑞𝑞𝑞𝑞|𝐵𝐵𝐵𝐵
𝑚𝑚𝑚𝑚

(13)

The complete particle trajectory can thus be described by:

𝐱𝐱𝐱𝐱(t) = 𝐱𝐱𝐱𝐱𝟎𝟎𝟎𝟎 + v0,|| t 𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0,|| + sign(𝑞𝑞𝑞𝑞) 𝑟𝑟𝑟𝑟 𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0×𝐁𝐁𝐁𝐁

+ 𝑟𝑟𝑟𝑟 cos(𝜔𝜔𝜔𝜔𝜔𝜔𝜔𝜔 + 𝜑𝜑𝜑𝜑)𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0×𝐁𝐁𝐁𝐁

+ 𝑟𝑟𝑟𝑟 sin(𝜔𝜔𝜔𝜔𝜔𝜔𝜔𝜔) 𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0,⊥

(14)

Where:

𝜑𝜑𝜑𝜑 = �0    𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖    𝑞𝑞𝑞𝑞 < 0
𝜋𝜋𝜋𝜋    𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖    𝑞𝑞𝑞𝑞 > 0 (15)

To help the understanding of this expression, Fig. 3 is 
provided below.

Fig. 3. Particle trajectory when only affected by a uniform magnetic field.

In Fig. 3, the vectors are defined by:

𝐯𝐯𝐯𝐯0,|| = (𝐯𝐯𝐯𝐯0 ∙ 𝐞𝐞𝐞𝐞B)𝐞𝐞𝐞𝐞B
𝐯𝐯𝐯𝐯0,⊥ =  𝐯𝐯𝐯𝐯0 − 𝐯𝐯𝐯𝐯0,|| 

𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0,|| =  
𝐯𝐯𝐯𝐯0,||

|𝐯𝐯𝐯𝐯0,|||

𝐞𝐞𝐞𝐞v0,⊥ =  
𝐯𝐯𝐯𝐯0,⊥

|𝐯𝐯𝐯𝐯0,⊥|

(16)

D.Particle Trajectory for a Non-Zero Uniform Electric Field
The following two sections will describe the basics of how 

to mathematically model the particle trajectories for non-zero 
electric fields. This will be important to take into 
consideration in cases when it does not hold true that λD ≫ 𝐿𝐿𝐿𝐿,
or when one simply wants a more accurate model. In such 
cases the equipotential may follow the surface shape more 
closely, and the electric field may consequently require
modelling either as uniform or according to some more 
complex structure.

To include the effects of a uniform electric field on the 
particle trajectory, its contribution to the motion can be 
analyzed separately in terms of its components parallel to and 
perpendicular to the magnetic field. The total effect can then 
be obtained as the sum of these terms with the previously 
obtained equation 14.

The electric field component parallel to the magnetic field 
has the effect of accelerating the particle in the direction of 
the magnetic field [10] according to:

𝑎𝑎𝑎𝑎|| =
𝐸𝐸𝐸𝐸||𝑞𝑞𝑞𝑞
𝑚𝑚𝑚𝑚

(17)

The electric field component perpendicular to the magnetic 
field has the effect of causing a constant velocity drift in the 
𝑬𝑬𝑬𝑬 × 𝑩𝑩𝑩𝑩 direction [10], defined by:

𝐯𝐯𝐯𝐯E =
𝑬𝑬𝑬𝑬 × 𝑩𝑩𝑩𝑩
𝐵𝐵𝐵𝐵2

(18)

E. Particle Trajectory for a Non-Zero Arbitrary Electric Field
This case is outside the scope of this article, but a 

description is included for future reference.
For the case of an arbitrary electric field, a solution for the 

particle trajectory can be calculated numerically [12]. First, 
we will make explicit the assumption that the electric field 
varies in strength and direction depending on position:

𝐄𝐄𝐄𝐄 = 𝐄𝐄𝐄𝐄(𝐱𝐱𝐱𝐱)
= (E1(x𝟏𝟏𝟏𝟏, x𝟐𝟐𝟐𝟐, x𝟑𝟑𝟑𝟑), E2(x𝟏𝟏𝟏𝟏, x𝟐𝟐𝟐𝟐, x𝟑𝟑𝟑𝟑), E3(x𝟏𝟏𝟏𝟏, x𝟐𝟐𝟐𝟐, x𝟑𝟑𝟑𝟑)) (19)

One can obtain a system of equations that lends itself to 
numerical solution, beginning by writing out equation 9 in 
terms of components:

d2x1
dt2

=
q
m
�

dx2
dt

B3 −
dx3
dt

B2 + E1�
d2x2
dt2

=
q
m
�

dx1
dt

B3 −
dx3
dt

B1 + E2�
d2x3
dt2

=
q
m
�

dx1
dt

B2 −
dx2
dt

B1 + E3�

(20)
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the particle will move in a helical orbit, a spiral, 
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𝜋𝜋𝜋𝜋    𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖    𝑞𝑞𝑞𝑞 > 0 (15)

To help the understanding of this expression, Fig. 3 is 
provided below.

Fig. 3. Particle trajectory when only affected by a uniform magnetic field.

In Fig. 3, the vectors are defined by:

𝐯𝐯𝐯𝐯0,|| = (𝐯𝐯𝐯𝐯0 ∙ 𝐞𝐞𝐞𝐞B)𝐞𝐞𝐞𝐞B
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(16)

D.Particle Trajectory for a Non-Zero Uniform Electric Field
The following two sections will describe the basics of how 

to mathematically model the particle trajectories for non-zero 
electric fields. This will be important to take into 
consideration in cases when it does not hold true that λD ≫ 𝐿𝐿𝐿𝐿,
or when one simply wants a more accurate model. In such 
cases the equipotential may follow the surface shape more 
closely, and the electric field may consequently require
modelling either as uniform or according to some more 
complex structure.

To include the effects of a uniform electric field on the 
particle trajectory, its contribution to the motion can be 
analyzed separately in terms of its components parallel to and 
perpendicular to the magnetic field. The total effect can then 
be obtained as the sum of these terms with the previously 
obtained equation 14.

The electric field component parallel to the magnetic field 
has the effect of accelerating the particle in the direction of 
the magnetic field [10] according to:

𝑎𝑎𝑎𝑎|| =
𝐸𝐸𝐸𝐸||𝑞𝑞𝑞𝑞
𝑚𝑚𝑚𝑚

(17)

The electric field component perpendicular to the magnetic 
field has the effect of causing a constant velocity drift in the 
𝑬𝑬𝑬𝑬 × 𝑩𝑩𝑩𝑩 direction [10], defined by:

𝐯𝐯𝐯𝐯E =
𝑬𝑬𝑬𝑬 × 𝑩𝑩𝑩𝑩
𝐵𝐵𝐵𝐵2

(18)

E. Particle Trajectory for a Non-Zero Arbitrary Electric Field
This case is outside the scope of this article, but a 

description is included for future reference.
For the case of an arbitrary electric field, a solution for the 

particle trajectory can be calculated numerically [12]. First, 
we will make explicit the assumption that the electric field 
varies in strength and direction depending on position:

𝐄𝐄𝐄𝐄 = 𝐄𝐄𝐄𝐄(𝐱𝐱𝐱𝐱)
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One can obtain a system of equations that lends itself to 
numerical solution, beginning by writing out equation 9 in 
terms of components:
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This can be rewritten as a system of first order differential 
equations, assuming:

u1 = x1
u2 = x1′
u3 = x2
u4 = x2′
u5 = x3
u6 = x3′

(21)

One then obtains the following, upon differentiating:

u1′ = x1′ = u2
u2′ = x1′′ =

q
m

(x2′B3 − x3′ + E1)

=
q
m

(u4B3 − u6B2 + E1)

=
qB3

m
u4 −

qB2

m
u6 +

qE1
m

u3′ = x2′ = u4
u4′ = x2′′ =

q
m

(x1′B3 − x3′B1 + E2)

=
q
m

(u2B3 − u6B1 + E2)

=
qB3

m
u2 −

qB1
m
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qE2
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q
m
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q
m

(u2B2 − u4B1 + E3)
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u2 −

qB1
m
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qE3
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(22)

Wherein the electric field components each are different 
scalar functions of position according to:

E𝑖𝑖𝑖𝑖 = E𝑖𝑖𝑖𝑖(u𝟏𝟏𝟏𝟏, u𝟑𝟑𝟑𝟑, u𝟓𝟓𝟓𝟓) , 𝑖𝑖𝑖𝑖 = 1,2,3 (23)

The author proposes that using MATLAB’s ordinary 
differential equation solver ode45, or some equivalent, to 
solve the system of equations 22, provides a means of 
calculating a particle trajectory for arbitrary electric fields.

The method for finding a point of intersection with the 
surface, to be described later, will in this case (and the 
previous) have to be modified, compared to the present 
program. Perhaps this can be done by using a stopping 
criterion in the equation solver, such that the solver stops 
when the particle crosses the surface, defined for example by 
the particle z-coordinate relative to the surface z-coordinate.

F. Particle Initial Conditions
The particle’s initial conditions are defined as follows.

Either the positions are randomized on a rectangle above the 
surface, or they are sequentially defined on a grid, all on the 
same distance from the surface on the equipotential plane.

The initial velocities are randomized separately in each 
rectangular coordinate direction, according to an isotropic 
maxwellian distribution. This means that the velocity 
components each are randomized according to a normal 
distribution with the expected value of 0, and a standard 

deviation according to equation 24. This is a good 
distribution to choose initially because it is the general 
velocity distribution for charged particles in a plasma in 
equilibrium [10]:

𝜎𝜎𝜎𝜎 = �𝑘𝑘𝑘𝑘𝐵𝐵𝐵𝐵𝑇𝑇𝑇𝑇𝑒𝑒𝑒𝑒
𝑚𝑚𝑚𝑚

(24)

In addition to this, the so called ion acoustic drift velocity 
is added onto the initial velocities, in the direction of the 
magnetic field. It is a velocity which particles in a plasma
have in certain simplified models when impacting a wall, and 
is included for increased accuracy of the model [11]:

𝑣𝑣𝑣𝑣𝑠𝑠𝑠𝑠 = �𝑘𝑘𝑘𝑘𝐵𝐵𝐵𝐵𝑇𝑇𝑇𝑇𝑒𝑒𝑒𝑒
𝑚𝑚𝑚𝑚

(25)

G.The Mathematical Description of Surfaces
The shape of a surface in this program is defined by a

surface matrix Z, specifying the height of the surface on a 
rectangular grid of corresponding X and Y values. Along 
with this, two variables representing the side lengths of the 
surface rectangle have to be defined.

In order to calculate surface height on points that lie in 
between the given data-points, some kind of interpolation is 
required. The method chosen is to use MATLAB’s inbuilt 
function interp2. It outputs a given surface height, or z-value, 
upon inputting the above described matrices defining a set of 
surface points in three dimensions, in combination with a pair 
of x- and y-values (called a query point).

The output value can at present be chosen to be calculated 
by interpolation in four different ways, two of them being 
‘linear’ and ‘cubic’, which have been tested in this program 
with equal success. Choosing linear, interp2 outputs a value 
via a bilinear interpolation of the surface. Bilinear 
interpolation is illustrated in Fig. 4, and mathematically 
explained in Fig. 5.

Fig. 4. A depiction of bilinear interpolation between four data points.
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Fig. 5. Graphical representation to aid the mathematical understanding of the 
surface interpolation used.  𝑧𝑧𝑧𝑧(𝑥𝑥𝑥𝑥,𝑦𝑦𝑦𝑦) describes the interpolated surface height z 
at an arbitrary point (𝑥𝑥𝑥𝑥,𝑦𝑦𝑦𝑦). In the corners are the z-coordinates of four 
surface data-points. 𝐴𝐴𝐴𝐴1−4 defines the surface area of the rectangles in the 
image. Associated equation is shown below.

Mathematically, bilinear interpolation works by computing 
surface height 𝑧𝑧𝑧𝑧 at any point (𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦) by means of the following 
equation, with variables defined as in Fig. 5 [13]:

𝑧𝑧𝑧𝑧(𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦) =
𝑧𝑧𝑧𝑧1𝐴𝐴𝐴𝐴4 + 𝑧𝑧𝑧𝑧2𝐴𝐴𝐴𝐴3 + 𝑧𝑧𝑧𝑧3𝐴𝐴𝐴𝐴2 + 𝑧𝑧𝑧𝑧4𝐴𝐴𝐴𝐴1

𝐴𝐴𝐴𝐴1 + 𝐴𝐴𝐴𝐴2 + 𝐴𝐴𝐴𝐴3 + 𝐴𝐴𝐴𝐴4 (26)

Cubic interpolation, as an alternative, results in a smoother 
surface, but comes at the expense of computing time (though 
not very significantly in the tests).

III. METHOD

A. Writing Procedure
The first step in writing the program was to decide on a 

primary physical model, which was simple enough to enable 
an easy simulation, yet complex enough to enable a 
satisfactory analysis. The program was then written 
sequentially, with one main program component after the 
other. The goals were to write:

1) A function to describe a particle trajectory in electric 
and magnetic fields given initial conditions in 
position and velocity.

2) A set of representations of certain surfaces that 
could be used in determining particle-surface hit-
points. Also, the goal was to find way of using 
arbitrary surface-matrices as input, to enable 
analysis on data from measured real surfaces.

3) A function for calculating the position of the surface 
hit-point of a particle, given the above two solutions.

4) A program that could repeat the above calculation 
for large quantities of different particles, on the 
order of tens of thousands, as quickly as possible.

5) Adequate graphical representations of the all of the 
above.

What follows is a description of each of the major program 
components, what they are, and how they are implemented.
Alternative solutions that were considered during the writing 
process are described in the discussion section at the end of 
the article.

B. Initial Conditions
The initial position was assumed to be a distance z above 

the surface, chosen as close as possible, and also such that the 
particles could hit the surface. This distance was selected to 
be about half of the side length of the wall-surface under 
study. Ideally it would be selected when the program is 
applied to test specific conditions, such that it is much 
smaller that the Debye length.

The initial position in x and y coordinates was successfully 
randomized uniformly on a rectangle above the surface. The 
method used was to generate a random number uniformly 
between 0 and 1, by means of MATLAB’s inbuilt function 
rand, and multiply this random number with some multiple of 
the surface side-length. This multiple should be chosen 
according to the physical understanding of the given program 
application, such that the rectangle is large enough to include 
all potential particles of interest which have a chance of 
hitting the surface. A special consideration here is the 
trajectory of electrons, which follow the (usually gracing) 
magnetic field lines with a relatively small gyro radius. In the 
simulations performed, the rectangle of initial positions was 
chosen big enough such that the electrons had a chance to hit.

The initial velocities were randomized separately in each 
rectangular coordinate direction by means of MATLAB’s 
inbuilt function normrnd, with parameters as defined in the 
section on theory.

Additionally, for non-neutral particles, the ion acoustic 
drift velocity was first calculated as a vector quantity, then 
projected onto each coordinate direction by means of the dot 
product, and then added to each randomized velocity value.

Each velocity component for each particle, then, is 
generated in this way, shown below for the example direction 
x:

𝑢𝑢𝑢𝑢𝑥𝑥𝑥𝑥 =  𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(0, 𝑠𝑠𝑠𝑠𝑞𝑞𝑞𝑞𝑟𝑟𝑟𝑟𝑞𝑞𝑞𝑞(𝑘𝑘𝑘𝑘𝑇𝑇𝑇𝑇/𝑟𝑟𝑟𝑟)) + 𝑢𝑢𝑢𝑢𝑥𝑥𝑥𝑥_𝑛𝑛𝑛𝑛𝑟𝑟𝑟𝑟𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑞𝑞𝑞𝑞 (27)

Variations on these initial conditions are assumed central 
to the future application of the software, and will rely heavily
on improved physical modelling suitable to the application.

C.Trajectory
Each particle trajectory is described by continuous 

functions in the form of MATLAB function handles – one for 
each Cartesian coordinate – which are a function of time t [s].
These function handles are calculated by the function called 
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Fig. 5. Graphical representation to aid the mathematical understanding of the 
surface interpolation used.  𝑧𝑧𝑧𝑧(𝑥𝑥𝑥𝑥,𝑦𝑦𝑦𝑦) describes the interpolated surface height z 
at an arbitrary point (𝑥𝑥𝑥𝑥,𝑦𝑦𝑦𝑦). In the corners are the z-coordinates of four 
surface data-points. 𝐴𝐴𝐴𝐴1−4 defines the surface area of the rectangles in the 
image. Associated equation is shown below.

Mathematically, bilinear interpolation works by computing 
surface height 𝑧𝑧𝑧𝑧 at any point (𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦) by means of the following 
equation, with variables defined as in Fig. 5 [13]:

𝑧𝑧𝑧𝑧(𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦) =
𝑧𝑧𝑧𝑧1𝐴𝐴𝐴𝐴4 + 𝑧𝑧𝑧𝑧2𝐴𝐴𝐴𝐴3 + 𝑧𝑧𝑧𝑧3𝐴𝐴𝐴𝐴2 + 𝑧𝑧𝑧𝑧4𝐴𝐴𝐴𝐴1

𝐴𝐴𝐴𝐴1 + 𝐴𝐴𝐴𝐴2 + 𝐴𝐴𝐴𝐴3 + 𝐴𝐴𝐴𝐴4 (26)

Cubic interpolation, as an alternative, results in a smoother 
surface, but comes at the expense of computing time (though 
not very significantly in the tests).

III. METHOD

A. Writing Procedure
The first step in writing the program was to decide on a 

primary physical model, which was simple enough to enable 
an easy simulation, yet complex enough to enable a 
satisfactory analysis. The program was then written 
sequentially, with one main program component after the 
other. The goals were to write:

1) A function to describe a particle trajectory in electric 
and magnetic fields given initial conditions in 
position and velocity.

2) A set of representations of certain surfaces that 
could be used in determining particle-surface hit-
points. Also, the goal was to find way of using 
arbitrary surface-matrices as input, to enable 
analysis on data from measured real surfaces.

3) A function for calculating the position of the surface 
hit-point of a particle, given the above two solutions.

4) A program that could repeat the above calculation 
for large quantities of different particles, on the 
order of tens of thousands, as quickly as possible.

5) Adequate graphical representations of the all of the 
above.

What follows is a description of each of the major program 
components, what they are, and how they are implemented.
Alternative solutions that were considered during the writing 
process are described in the discussion section at the end of 
the article.

B. Initial Conditions
The initial position was assumed to be a distance z above 

the surface, chosen as close as possible, and also such that the 
particles could hit the surface. This distance was selected to 
be about half of the side length of the wall-surface under 
study. Ideally it would be selected when the program is 
applied to test specific conditions, such that it is much 
smaller that the Debye length.

The initial position in x and y coordinates was successfully 
randomized uniformly on a rectangle above the surface. The 
method used was to generate a random number uniformly 
between 0 and 1, by means of MATLAB’s inbuilt function 
rand, and multiply this random number with some multiple of 
the surface side-length. This multiple should be chosen 
according to the physical understanding of the given program 
application, such that the rectangle is large enough to include 
all potential particles of interest which have a chance of 
hitting the surface. A special consideration here is the 
trajectory of electrons, which follow the (usually gracing) 
magnetic field lines with a relatively small gyro radius. In the 
simulations performed, the rectangle of initial positions was 
chosen big enough such that the electrons had a chance to hit.

The initial velocities were randomized separately in each 
rectangular coordinate direction by means of MATLAB’s 
inbuilt function normrnd, with parameters as defined in the 
section on theory.

Additionally, for non-neutral particles, the ion acoustic 
drift velocity was first calculated as a vector quantity, then 
projected onto each coordinate direction by means of the dot 
product, and then added to each randomized velocity value.

Each velocity component for each particle, then, is 
generated in this way, shown below for the example direction 
x:

𝑢𝑢𝑢𝑢𝑥𝑥𝑥𝑥 =  𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(0, 𝑠𝑠𝑠𝑠𝑞𝑞𝑞𝑞𝑟𝑟𝑟𝑟𝑞𝑞𝑞𝑞(𝑘𝑘𝑘𝑘𝑇𝑇𝑇𝑇/𝑟𝑟𝑟𝑟)) + 𝑢𝑢𝑢𝑢𝑥𝑥𝑥𝑥_𝑛𝑛𝑛𝑛𝑟𝑟𝑟𝑟𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑞𝑞𝑞𝑞 (27)

Variations on these initial conditions are assumed central 
to the future application of the software, and will rely heavily
on improved physical modelling suitable to the application.

C.Trajectory
Each particle trajectory is described by continuous 

functions in the form of MATLAB function handles – one for 
each Cartesian coordinate – which are a function of time t [s].
These function handles are calculated by the function called 
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𝑝𝑝𝑝𝑝𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛_ℎ𝑎𝑎𝑎𝑎𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒() (28)

This function takes as input arguments (among other 
things) the initial conditions of the particle and the particle 
mass and charge. The output is an array of function handles,
one for each coordinate:

{𝑥𝑥𝑥𝑥_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛;  𝑦𝑦𝑦𝑦_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛;  𝑧𝑧𝑧𝑧_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛} (29)

The mathematics of the helical motion shown in the 
section on theory was implemented in MATLAB by means of 
first calculating 𝐱𝐱𝐱𝐱(t), and then projecting it onto each 
Cartesian direction by means of the dot product. 

x𝑖𝑖𝑖𝑖(t) = 𝐱𝐱𝐱𝐱(t) ∙ 𝐞𝐞𝐞𝐞𝒊𝒊𝒊𝒊    , 𝑎𝑎𝑎𝑎 = 1,2,3 (30)

Each of the elements of the function’s output is thus 
defined as a scalar mathematical expression, via vector 
operations.

D.Surface
The surface is defined in the program by means of its 

matrix surfaceData, which defines the surface height z as a 
function of corresponding x and y-coordinates on a square 
grid. It is also defined by its side-lengths, given in meters to 
the variables wallSizeMetricX and wallSizeMetricY.

For the purpose of finding potential particle-surface hit 
points, an additional function was defined. By using the 
inbuilt MATLAB-function interp2, a function handle was 
created that returns surface height z over an arbitrary x-y-
point, by means of interpolating between data-points
according to the previous section on theory. It looks like this:

𝑤𝑤𝑤𝑤𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑤𝑤𝑤𝑤𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒𝑤𝑤𝑤𝑤𝑎𝑎𝑎𝑎𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒 =  @(𝑥𝑥𝑥𝑥, 𝑦𝑦𝑦𝑦) 𝑎𝑎𝑎𝑎𝑛𝑛𝑛𝑛𝑎𝑎𝑎𝑎𝑒𝑒𝑒𝑒𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝2( … ) (31)

The surface is thus only ever interpolated upon specific 
request in the code.

Potentially useful example surfaces, such as 𝑧𝑧𝑧𝑧 = sin(𝑥𝑥𝑥𝑥),
where included in the code by means of creating example 
matrices from them, and defining their metric side lengths.

Also, an important type of surface unique to the application 
in tokamak fusion reactors, is the cross intersection between 
the rectangular so called tiles of the reactor interior surface.
These are modelled in the program by means of a function 
named tiles, which outputs a surface matrix Z representing a 
surface with four rectangular corners raised to a chosen 
constant height, and a right-angle cross section, or canal, at z-
coordinate 0, dividing them.

E. Hit Point
The particle-surface hit point is calculated by first forming 

the continuous function handle ℎ𝑒𝑒𝑒𝑒𝑎𝑎𝑎𝑎𝑒𝑒𝑒𝑒ℎ𝑎𝑎𝑎𝑎(𝑎𝑎𝑎𝑎), which returns a 
particle’s height over the surface at any given time t.

ℎ𝑒𝑒𝑒𝑒𝑎𝑎𝑎𝑎𝑒𝑒𝑒𝑒ℎ𝑎𝑎𝑎𝑎 =  @(𝑎𝑎𝑎𝑎) 𝑧𝑧𝑧𝑧_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 (𝑎𝑎𝑎𝑎)  −  𝑛𝑛𝑛𝑛𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒𝑠𝑠𝑠𝑠(𝑎𝑎𝑎𝑎) (32)

Here, 𝑛𝑛𝑛𝑛𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒𝑠𝑠𝑠𝑠(𝑎𝑎𝑎𝑎) is a function which gives the surface 
height, or z-coordinate, at any point x, y along the particle’s 
trajectory as a function of time t, by means of the 
interpolation previously described. It is defined by:

𝑛𝑛𝑛𝑛𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒𝑠𝑠𝑠𝑠 
=  @(𝑎𝑎𝑎𝑎)𝑤𝑤𝑤𝑤𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑤𝑤𝑤𝑤𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑢𝑢𝑢𝑢𝑎𝑎𝑎𝑎𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒𝑤𝑤𝑤𝑤𝑎𝑎𝑎𝑎𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑝𝑝𝑝𝑝𝑒𝑒𝑒𝑒(𝑥𝑥𝑥𝑥_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(𝑎𝑎𝑎𝑎), 𝑦𝑦𝑦𝑦_𝑝𝑝𝑝𝑝𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(𝑎𝑎𝑎𝑎)) (33)

By mainly using the height function, the time of the hit is 
calculated by finding its (first) root with the bisection 
method. The coordinates of the hit point is then obtained by 
insertion into the trajectory functions. This situation is shown 
graphically for an example surface and trajectory in Fig. 6.

Fig. 6. A graph of the height function for a particle above the surface, along 
with particle and surface z-coordinates, all as functions of time.

In a more detailed description, the solution is obtained as 
follows. Since a root of the height function is required, and 
since it is generally not known in advance how the function
will look, nor if it will have a continuous first derivative, a 
sure way of finding the root is required. The bisection method 
fulfils this task, since it is guaranteed to converge linearly for
any continuous function which is known to have a root within 
a given interval, and can be chosen to do so to a given 
accuracy [14].

In order for the bisection method to work, it needs an 
initial interval – the root (if any) has to be bracketed by two 
points in time. This is accomplished, initially, by means of
calculating a time interval during which a particle has a 
chance of hitting the surface, and during which it is 
reasonably close to the surface.

This time interval is calculated by first recognizing that the 
particle gyro-center will have a known initial position, 𝒙𝒙𝒙𝒙𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝐿𝐿𝐿𝐿,
and a constant velocity parallel to the magnetic field, which is 
the initial velocity’s projection on the magnetic field 
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direction, 𝑣𝑣𝑣𝑣0,||𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗0,||. The gyro-center will therefore trace out a 
line according to:

𝒙𝒙𝒙𝒙𝑙𝑙𝑙𝑙𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = 𝒙𝒙𝒙𝒙𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝐿𝐿𝐿𝐿 + 𝑣𝑣𝑣𝑣0,||𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗0,||𝜔𝜔𝜔𝜔 =
sign(𝑞𝑞𝑞𝑞) 𝑟𝑟𝑟𝑟𝑔𝑔𝑔𝑔 𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0×𝐁𝐁𝐁𝐁 + 𝑣𝑣𝑣𝑣0,||𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗0,||𝜔𝜔𝜔𝜔

(34)

Assume the formation of a mathematical sphere, with its 
center point 𝒄𝒄𝒄𝒄 in the center of the wall-surface, in terms of x-
and y-coordinates, and with 𝑧𝑧𝑧𝑧 = 0. Assume this sphere has a 
radius defined by:

𝑅𝑅𝑅𝑅 = 𝑛𝑛𝑛𝑛 + 𝑟𝑟𝑟𝑟𝑔𝑔𝑔𝑔 (35)

Where 𝑛𝑛𝑛𝑛 is the Euclidean distance between a corner-point 
on the surface and the center of the sphere, and 𝑟𝑟𝑟𝑟𝑔𝑔𝑔𝑔 is a given 
particle’s gyro-radius. This model is depicted in Fig. 7. The 
sphere is defined by the equation:

‖𝒙𝒙𝒙𝒙 − 𝒄𝒄𝒄𝒄‖𝟐𝟐𝟐𝟐 = 𝑅𝑅𝑅𝑅2 (36)

Given the sphere’s radius, it can be understood that if a 
particle’s gyro-center enters and leaves this sphere, this 
provides a criterion for whether a particle has a chance of 
hitting the surface. If one solves the equation of intersection 
between the line of the gyro-center and the sphere [15], one 
can also obtain the time interval when this occurs.

Fig. 7. The trajectory of a particle can be imagined as sweeping out a 
cylinder with a radius equal to the gyro-radius. The center of the particle’s 
spiral trajectory is a line, which will necessarily intersect the sphere in the 
figure if it has a change of hitting (assuming its initial position is outside of 
the sphere – if it is inside, it is automatically assumed to have a chance of 
hitting).

Inserting equations 34 and 35 into eq. 36, one obtains a
scalar quadratic equation the solution of which is:

𝑣𝑣𝑣𝑣||𝜔𝜔𝜔𝜔 =
−(𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗|| ∙ (𝒙𝒙𝒙𝒙𝒈𝒈𝒈𝒈𝒄𝒄𝒄𝒄𝒈𝒈𝒈𝒈 − 𝒄𝒄𝒄𝒄))

± �(𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗|| ∙ (𝒙𝒙𝒙𝒙𝒈𝒈𝒈𝒈𝒄𝒄𝒄𝒄𝒈𝒈𝒈𝒈 − 𝒄𝒄𝒄𝒄))𝟐𝟐𝟐𝟐 − �𝒙𝒙𝒙𝒙𝒈𝒈𝒈𝒈𝒄𝒄𝒄𝒄𝒈𝒈𝒈𝒈 − 𝒄𝒄𝒄𝒄�𝟐𝟐𝟐𝟐 + 𝑅𝑅𝑅𝑅𝟐𝟐𝟐𝟐
(37)

Solving this equation for 𝜔𝜔𝜔𝜔 initially provides the knowledge 
of whether the line ever intersects the sphere (if the square 
term is a real number) and if it does intersect the sphere it 
provides the points in time when this happens.

When this time interval has been calculated, assuming the 
roots of eq. 37 are real and positive, the second stage of 
finding the hit point begins. The height function is evaluated
in 104 equally spaced points of time in this time interval, and
the then obtained vector of height values is searched for its 
first occurrence of a negative value. (The more points at 
which one evaluates the height function here, the more 
probability one has of finding the first hit point. For most 
surfaces however, 104 should be enough.) At this point in 
time (if such can be found) one knows the particle has 
crossed the surface. By taking the previous point in time in 
combination with this, one then has a small interval of time
bracketing the root of the height function.

In this interval, the bisection method can be employed to 
calculate the time of the hit point to a specified level of 
accuracy. The accuracy is determined by the number of 
iterations of the bisection method [13], calculated by:

iterations = ceil( log2((𝜔𝜔𝜔𝜔𝑏𝑏𝑏𝑏 − 𝜔𝜔𝜔𝜔𝑎𝑎𝑎𝑎) ∗ 10𝑠𝑠𝑠𝑠) ) (38)

Where 𝑠𝑠𝑠𝑠 defines the number of correct decimal places of 
the solution, and 𝜔𝜔𝜔𝜔𝑎𝑎𝑎𝑎 and 𝜔𝜔𝜔𝜔𝑏𝑏𝑏𝑏 defines the previously obtained 
time interval. The number of correct decimal places tested 
has been 14, but this can be changed at will.

F. Quantities
Quantities of particles were handled by means of simply 

repeating the above calculation in two for-loops, one over all 
the particle-types (7, so far), and one over a chosen number 
of particles for each type to include in the simulation (on the 
order of thousands).

Values of interest for each particle are stored in different 
matrices as output-data, and all particle trajectories and hit-
points are plotted three-dimensionally in one window, and 
two-dimensionally in another. The hit points are displayed as 
colored dots.

G.Output Data
The output data consists of various variables that might be 

of interest in post-simulation analysis. These are separate 
matrices that include:

1) The time of each hit
2) The coordinates of each hit
3) The gyro-radius of each particle
4) The initial position of each particle
5) The initial velocity of each particle
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direction, 𝑣𝑣𝑣𝑣0,||𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗0,||. The gyro-center will therefore trace out a 
line according to:

𝒙𝒙𝒙𝒙𝑙𝑙𝑙𝑙𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = 𝒙𝒙𝒙𝒙𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝐿𝐿𝐿𝐿 + 𝑣𝑣𝑣𝑣0,||𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗0,||𝜔𝜔𝜔𝜔 =
sign(𝑞𝑞𝑞𝑞) 𝑟𝑟𝑟𝑟𝑔𝑔𝑔𝑔 𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0×𝐁𝐁𝐁𝐁 + 𝑣𝑣𝑣𝑣0,||𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗0,||𝜔𝜔𝜔𝜔

(34)

Assume the formation of a mathematical sphere, with its 
center point 𝒄𝒄𝒄𝒄 in the center of the wall-surface, in terms of x-
and y-coordinates, and with 𝑧𝑧𝑧𝑧 = 0. Assume this sphere has a 
radius defined by:

𝑅𝑅𝑅𝑅 = 𝑛𝑛𝑛𝑛 + 𝑟𝑟𝑟𝑟𝑔𝑔𝑔𝑔 (35)

Where 𝑛𝑛𝑛𝑛 is the Euclidean distance between a corner-point 
on the surface and the center of the sphere, and 𝑟𝑟𝑟𝑟𝑔𝑔𝑔𝑔 is a given 
particle’s gyro-radius. This model is depicted in Fig. 7. The 
sphere is defined by the equation:

‖𝒙𝒙𝒙𝒙 − 𝒄𝒄𝒄𝒄‖𝟐𝟐𝟐𝟐 = 𝑅𝑅𝑅𝑅2 (36)

Given the sphere’s radius, it can be understood that if a 
particle’s gyro-center enters and leaves this sphere, this 
provides a criterion for whether a particle has a chance of 
hitting the surface. If one solves the equation of intersection 
between the line of the gyro-center and the sphere [15], one 
can also obtain the time interval when this occurs.

Fig. 7. The trajectory of a particle can be imagined as sweeping out a 
cylinder with a radius equal to the gyro-radius. The center of the particle’s 
spiral trajectory is a line, which will necessarily intersect the sphere in the 
figure if it has a change of hitting (assuming its initial position is outside of 
the sphere – if it is inside, it is automatically assumed to have a chance of 
hitting).

Inserting equations 34 and 35 into eq. 36, one obtains a
scalar quadratic equation the solution of which is:

𝑣𝑣𝑣𝑣||𝜔𝜔𝜔𝜔 =
−(𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗|| ∙ (𝒙𝒙𝒙𝒙𝒈𝒈𝒈𝒈𝒄𝒄𝒄𝒄𝒈𝒈𝒈𝒈 − 𝒄𝒄𝒄𝒄))

± �(𝒆𝒆𝒆𝒆𝒗𝒗𝒗𝒗|| ∙ (𝒙𝒙𝒙𝒙𝒈𝒈𝒈𝒈𝒄𝒄𝒄𝒄𝒈𝒈𝒈𝒈 − 𝒄𝒄𝒄𝒄))𝟐𝟐𝟐𝟐 − �𝒙𝒙𝒙𝒙𝒈𝒈𝒈𝒈𝒄𝒄𝒄𝒄𝒈𝒈𝒈𝒈 − 𝒄𝒄𝒄𝒄�𝟐𝟐𝟐𝟐 + 𝑅𝑅𝑅𝑅𝟐𝟐𝟐𝟐
(37)

Solving this equation for 𝜔𝜔𝜔𝜔 initially provides the knowledge 
of whether the line ever intersects the sphere (if the square 
term is a real number) and if it does intersect the sphere it 
provides the points in time when this happens.

When this time interval has been calculated, assuming the 
roots of eq. 37 are real and positive, the second stage of 
finding the hit point begins. The height function is evaluated
in 104 equally spaced points of time in this time interval, and
the then obtained vector of height values is searched for its 
first occurrence of a negative value. (The more points at 
which one evaluates the height function here, the more 
probability one has of finding the first hit point. For most 
surfaces however, 104 should be enough.) At this point in 
time (if such can be found) one knows the particle has 
crossed the surface. By taking the previous point in time in 
combination with this, one then has a small interval of time
bracketing the root of the height function.

In this interval, the bisection method can be employed to 
calculate the time of the hit point to a specified level of 
accuracy. The accuracy is determined by the number of 
iterations of the bisection method [13], calculated by:

iterations = ceil( log2((𝜔𝜔𝜔𝜔𝑏𝑏𝑏𝑏 − 𝜔𝜔𝜔𝜔𝑎𝑎𝑎𝑎) ∗ 10𝑠𝑠𝑠𝑠) ) (38)

Where 𝑠𝑠𝑠𝑠 defines the number of correct decimal places of 
the solution, and 𝜔𝜔𝜔𝜔𝑎𝑎𝑎𝑎 and 𝜔𝜔𝜔𝜔𝑏𝑏𝑏𝑏 defines the previously obtained 
time interval. The number of correct decimal places tested 
has been 14, but this can be changed at will.

F. Quantities
Quantities of particles were handled by means of simply 

repeating the above calculation in two for-loops, one over all 
the particle-types (7, so far), and one over a chosen number 
of particles for each type to include in the simulation (on the 
order of thousands).

Values of interest for each particle are stored in different 
matrices as output-data, and all particle trajectories and hit-
points are plotted three-dimensionally in one window, and 
two-dimensionally in another. The hit points are displayed as 
colored dots.

G.Output Data
The output data consists of various variables that might be 

of interest in post-simulation analysis. These are separate 
matrices that include:

1) The time of each hit
2) The coordinates of each hit
3) The gyro-radius of each particle
4) The initial position of each particle
5) The initial velocity of each particle

H2. PLASMA PARTICLE SIMULATION

6) The final velocity (upon hitting the wall) of each 
particle that hits.

7) Each hit point velocity vector and it’s relation to the 
local surface normal.

The hit point velocity vector is obtained by differentiating 
the trajectory function (eq. 14) with respect to time, and 
inputting the time of hit:

𝐯𝐯𝐯𝐯(t) = v0,||𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0,|| −  
𝑟𝑟𝑟𝑟|𝑞𝑞𝑞𝑞|𝐵𝐵𝐵𝐵
𝑚𝑚𝑚𝑚

 sin(𝜔𝜔𝜔𝜔𝜔𝜔𝜔𝜔 + 𝜑𝜑𝜑𝜑)𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0×𝐁𝐁𝐁𝐁

+
𝑟𝑟𝑟𝑟|𝑞𝑞𝑞𝑞|𝐵𝐵𝐵𝐵
𝑚𝑚𝑚𝑚

cos(𝜔𝜔𝜔𝜔𝜔𝜔𝜔𝜔) 𝐞𝐞𝐞𝐞𝐯𝐯𝐯𝐯0,⊥

(39)

H.Graphics
The program outputs two graphical representations of the 

analysis, one three-dimensional and the other two-
dimensional. The three-dimensional one includes a particle-
plane, intended to indicate the height of the particle plane, or 
equipotential, above the surface. It has two options for 
trajectory plots: either one can use the function plotf, or 
ezplot3. The former plots nicer curves at the expense of 
computing power, and the latter handles things more 
efficiently but may display jagged trajectory lines in rare 
cases.

In both cases particles of different types are color-coded, 
including trajectories and hit-points, the latter of which are 
shown as colored dots.

I. Program User Instructions
The structure of the main program file Program.m is 

divided into 6 parts. They can be quickly described as 
follows:

1) Setting of initial parameters such as field strengths
and direction and physical constants.

2) Plotting of surface and plane of incident particles.
3) Calculation of particle trajectories and hit-points.
4) Plotting of figure additions.
5) Plotting of figure arrows.
6) Numerical part (for the possible inclusion of future 

numerical calculations of trajectories, for the case of 
arbitrary electric fields).

Additionally, the program comes with the following 14
associated .m-files:

1) randomPointInCircle.m – The function which 
outputs a random position in x and y-coordinates, 
uniformly distributed over a disc of desired radius 
and height.

2) particle_position_handle.m - The function which 
outputs the particle’s position in Cartesian 
coordinates individually, in units of meters [m], as 
functions of time t [s].

3) particle_position_handle_NEUTRAL.m – Same 
as the above but modified for neutral particles, by 
assuming they move in straight lines unaffected by 
any force.

4) hitPoint.m – The function which outputs the time, 
in seconds, of a potential particle-surface hit-point. 

5) hitPoint_NEUTRAL.m – Same as the above but 
modified for neutral particles. Special consideration 
was taken for the fact that in this case there is no 
gyro-radius in the particle motion.

6) plotSurface.m – Plots the desired 3D wall-surface 
based on inputs in the form of X and Y mesh-grids 
combined with associated Z-value surface-height 
matrix.

7) plotSurface2D.m – Plots a two-dimensional 
contour-plot of the same surface as above in a 
different window.

8) plotParticlePlane.m – Plots a 3D-plane on a 
selected distance above the wall-surface in the 3D 
plot-figure. Intended to indicate the height of the 
initial positions of the particles.

9) tiles.m – outputs a surface matrix Z of elements 
defining the surface height above the cross 
intersection of four tiles (square tiles of plasma 
facing material near a fusion reactor’s diverter).
Inputs are the desired side-length, channel width, 
and channel depth, in terms of number of data-
points.

10) test_heightplot.m – A function which can be 
beneficial in analyzing single particle behavior, as it 
plots the particle z-coordinate, along with its height 
over the surface, and also the surface z-coordinate, 
in two dimensions.

11) Trajectory_numeric.m – Which calculates a 
particle trajectory numerically, and outputs a matrix 
of Cartesian coordinates along with their associated 
time. May be used in future developments.

12) particle_velocity_handle.m – The function which
outputs a particle velocity at any given time, in 
separate components.

13) particle_velocity_handle_NEUTRAL.m – Same as 
the above for neutral particles with no gyro radius.

14) simulation_analysis.m – A function which sorts out 
and plots the particle hit point vs. gyro radius of a 
recently run simulation.

When using the program, in its present form, the user first 
opens the file Program.m, then selects how many particles of 
each type to include in the simulation, via the variable 𝑁𝑁𝑁𝑁. One 
then chooses the magnetic and electric field strengths and 
directions at the top of the program, defined in spherical 
coordinates, then chooses a surface by uncommenting one of 
the provided examples or includes one’s own, and defines a 
height for the initial values of the particles with the variable d 
– then runs the program.

IV. RESULTS

A. Example Simulations
Some example simulations were performed, mainly to test 

the software and to show how it can be used in its intended
field of study.

Figures 8 and 9 depict the result of a simulation run on 



284

H2. SIMULATION OF PLASMA PARTICLES

70,000 particles, 10,000 of each of the types: deuterium, 
tritium, electrons, tungsten, beryllium, carbon, and neutral 
particles of arbitrary mass and charge (which, being 
unaffected by any force, move in straight lines in the 
direction of their initial velocity) The surface is a composite 
of four standard MATLAB peaks surfaces, with a side length 
defined as 400𝜇𝜇𝜇𝜇𝑚𝑚𝑚𝑚, and a maximum height of 80𝜇𝜇𝜇𝜇𝑚𝑚𝑚𝑚. The 
particle initial positions were randomized uniformly on a 
rectangle 20𝜇𝜇𝜇𝜇𝑚𝑚𝑚𝑚 above the highest surface point. The 
magnetic field had a strength of 3𝑇𝑇𝑇𝑇, and an approximately 
gracing incidence angle of 3°. The electric field was zero.

Fig. 8. Three dimensional depiction of particle trajectories and hit points for 
the example simulation.

Fig. 9. Two dimensional contour map showing the hit points of each particle-
surface hit.

This simulation (and most others so far conducted) shows 

an interesting phenomenon whereby particles with a larger 
gyro-radius on average hit lower regions compared to the 
average for particles with the smallest gyro radius. This is 
depicted in Fig. 10. This suggests the hypothesis that gyro 
radius, i.e. particle mass, is a significant contributing factor to 
the observed abundance of heavy ions in surface pits and 
cracks.

Fig. 10. A recurring, interesting observation. This is a plot of particle hit 
point z coordinates, or height, vs. particle gyro radius. Particles with smaller 
gyro radius hit higher regions in larger quantities than particles with larger 
gyro radius, which on average hit lowers regions

V.DISCUSSION

The goal which was set in the beginning of the project of 
writing this program has been achieved. The goal was to 
write a program that calculates particle trajectories and hit 
points on arbitrary surfaces, given distributions in initial
values, stores relevant variables, and is presented with a solid 
theoretical understanding backing up the modelling and 
reasoning behind the program’s different parts.

Additional goals, which would have been completed only 
if time permitted, were to fully implement a numerical 
solution and allow for solutions with arbitrary electric fields. 
Also, to include a GUI with the program. These will have to 
wait until sometime in the future.

Some alternative methods considered in the writing of this 
program were, first of all, to perform a surface least squares 
fit instead of the present interpolation. This method proved to
be time-consuming and needed special treatment for the 
loading of each new surface into the program. Interpolation 
proved much faster, as there is no need to use a separate 
MATLAB tool (such as the curve-fitting tool) to select a 
suitable general surface and then solve for coefficients, and 
so on.

Also, using only numerical solutions for the trajectory was 
considered. This proved to be quite time-consuming for the 
computer (on average 5-10 times slower than the present 
solution) so an analytical solution was preferred whenever 
possible. For the future use of a numerical solution, however, 
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possible. For the future use of a numerical solution, however, 
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the hit point can probably be found by means of including a 
stopping criterion in the equation solver.

Suggested further developments are primarily the 
development of the accuracy of the particle initial conditions, 
and the trajectory solutions for non-zero electric fields. Also, 
one might want to improve on the graphical representation by 
representing hit-points as colored parts of the surface texture, 
instead of dots.

VI. CONCLUSIONS

The fusion reactor JET shows non-uniform particle 
deposition on its inner wall, and it is believed that simulation 
of incident particles holds the key to a fuller understanding of 
the processes behind it.

This work provides the basics of a program which can 
calculate particle trajectories and hit points for particles 
launched from a plane above a rough surface, for the case of 
a uniform magnetic field with no electric field present.

A program has been successfully written which describes
particle trajectories in three dimensions as functions of time. 
Also, surface matrices describing measured real surfaces can 
be used as input by the method used to represent surfaces in 
the software. All particle-surface hit points are calculated, 
stored, and displayed. Other variables, such as hit point 
velocity vectors in relation to surface normals are also stored.

The way to a future development of the program has been 
pointed to, by suggesting solutions for the description of 
particle trajectories when electric fields are present.

When simulations are run, a curious phenomenon occurs 
whereby particles with a larger gyro-radius (i.e. higher mass)
on average hit lower points on the surface than particles with 
smaller gyro radius. On this basis the author suggests as a 
hypothesis that a significant contributing cause behind the 
observed abundance of heavy ions in surface pits and cracks 
is the unique motion of these particles, due to their high mass.
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Modkonvertering av vågor i inhomogena plasman
Axel Bååthe och Andreas Yokobori Sävö

Abstract—Utvecklandet av uppvärmningsaggregat för
fusionsreaktorer av tokamak-typ kräver ökad förståelse av
vågpropagering i inhomogena plasman. I denna rapport har
därför simuleringsverktyg tagits fram för att förutsäga vågors
beteende i plasman. Mer specifikt undersöktes modkonverterings-
fenomenet som sker vid heliumresonansen i ett fusionsplasma
bestående av deuterium, tritium och helium-3. Detta fenomen
kan försämra uppvärmningseffekten i en tokamak.

Både analytiska och numeriska metoder har använts för att
bygga en modell som beskriver modkonvertering i ett enkelt
fall där plasmats brytningsindex endast varierar i vågens ut-
bredningsriktning. Modellen bygger på en omformulering av
vågekvationen för EM-vågor där en dielektricitetstensor för kalla
plasman har introducerats. Utöver denna modell har tre andra
förenklade modeller tagits fram där vågekvationen istället beror
på plasmats brytningsindex. Dessa modeller kräver väsentligt
mycket mindre datorkapacitet och kan lösas analytiskt men kan
ej förutse modkonvertering.

De numeriska beräkningarna har i huvudsak gjorts i
MATLAB med parametrar tagna från ITER (International Ther-
monuclear Experimental Reactor) och de slutgiltiga elektriska
fälten togs fram i COMSOL.

Rapporten visar att modkonvertering kan observeras med de
simuleringsverktyg som användes. Med hjälp av en analys av
effektflödet i det elektriska fältet samt utnyttjande av energins
bevarande bestämdes slutligen modkonverteringsgraden till 33%.

I. INTRODUKTION

MATERIA kan befinna sig i fyra olika aggrega-
tionstillstånd: fast form, vätska, gas och plasma.

Medan skillnaden mellan de tre första aggregationstillstånden
definieras av hur starka bindningarna är mellan de olika
atomerna definieras plasman av hur starka de intra-atomära
bindningarna mellan atomkärnorna och elektronerna i materi-
alet är [1].

Till skillnad från de diskreta fasövergångarna mellan de
tre första aggregationstillstånden är fasövergången från en
joniserad gas till ett plasma diffus. Just därför klassas plasman
ofta genom dess joniseringsgrad (antalet atomer som joniserats
i mediet) [2].

I ett fullständigt joniserat plasma består plasmat av en fri
elektrongas och en fri jongas. Då elektronerna och jonerna
är fria från varandra kan plasman precis som metaller leda
strömmar och har ofta mycket komplexa elektromagnetiska
egenskaper.

Dessa egenskaper gör det ofta mycket svårt att skicka
elektromagnetiska vågor genom plasman och detta ställer
exempelvis till problem när man önskar skicka ut elektromag-
netiska vågor ut i rymden. Jordens jonosfär är nämligen ett
plasma som reflekterar de flesta frekvenser.

Ett annat tillfälle när svårigheten att skicka elektromag-
netiska vågor genom plasman ställer till problem är i fusions-
reaktorer där en av tre huvudsakliga uppvärmningsmetoderna

är just uppvärmning av plasmat med hjälp av elektromagnetisk
strålning i radio-området (RF-Heating) [3].

I fusionsreaktorer ska fusion av deuterium och tritium
utnyttjas för att producera energi genom följande reaktion [4]:

2H + 3H = 4He + n + 17.6 MeV. (1)

Som synes produceras en stor mängd energi i reaktionen.
För att denna reaktion ska äga rum krävs det att coulomb-
krafterna mellan de två vätekärnorna överkoms. Detta sker
vid höga temperaturer och är för deuterium-tritium reak-
tionen ca 150 miljoner grader Celsius [5]. Temperaturen
uppnås med hjälp av en kombination av tre huvudsakliga
uppvärmningsmetoder [3], uppvärmning med hjälp av elek-
triska strömmar (Ohmsk uppvärmning), uppvärmning med
hjälp av neutrala atomer (Neutralstrålesuppvärmning) samt
uppvärmning med hjälp av elektromagnetisk strålning (RF-
uppvärmning) som är den metod som studerats i detta arbete.

Inneslutandet av fusionsplasman kräver speciella tekniker
på grund av ett plasmas höga temperatur och låga massa
vilket implicerar att om plasmat kommer i kontakt med något
materiellt skulle det kylas ner mycket snabbt [2] vilket är
oönskat. En teknik för att undvika plasman att komma i
kontakt med omvärlden är att innesluta plasman med hjälp av
magnetfält. Detta görs ofta i en så kallad tokamak vilket är en
ihålig torus [6]. Denna rapport behandlar plasman inneslutna
i en tokamak med hjälp av magnetfält.

I detta projekt undersöks mer specifikt interaktionen mellan
plasman och radiovågor för att få en större förståelse av hur
inhomogeniteter i plasman påverkar vågpropagering genom
plasman. Den kalla plasmaapproximationen från [7] används
genom hela arbetet (det vill säga att alla termiska effekter
försummas).

Mer specifikt undersöks modkonvertering av vågor som
propagerar genom plasman. Modkonvertering är ett fenomen
som kan uppstå i ett medie som tillåter, givet en fix frekvens,
två eller fler våglängder (moder) med helt olika polarisationer
på samma plats vid samma tidpunkt. Denna dualitet är ofta
lokal och själva konverteringen sker då en våg propagerar in i
det duala området med en given våglängd men sedan i området
konverteras till en våg med en helt annan polarisation och
våglängd (se figur 1 för det elektriska fältets utseende hos en
våg som propagerar in i ett plasma). Detta är oftast oönskat
vid uppvärmingen av plasmat då de inskickade vågorna är
optimerade både till våglängd och frekvens för att ge så
effektiv plasmauppvärmning som möjligt.

I denna rapport utvecklas en endimensionell modell för att
observera modkonvertering för ett fusionsplasma med helium-
3 som minoritetsjonslag. Även om detta har gjorts både
med mer avancerade tredimensionella datorprogram [8] och i
praktiken [9] har det ej gjorts med en sådan enkel modell som
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Fig. 1. En modkonverterad våg

används i detta projekt. Modellen är begränsad till en situation
där brytningsindexet i plasmat endast varierar endimensionellt
vinkelrätt mot magnetfältets riktning och fyra beskrivningar av
brytningsindexet utseende har analyserats. Vidare ska graden
av den infallande vågen som modkonverteras bestämmas.

I sektion II introduceras de grundläggande plasmaegen-
skaperna som en läsare måste behärska för att ta till sig
informationen i denna rapport. I sektion III förklaras sedan mer
i detalj de tre primära uppvärmningsmetoderna för fusions-
reaktorer och hur modkonvertering påverkar dessa metoders
funktionalitet. Sektion IV introducerar därefter de fyra olika
fallen av dispersionsrelationer som undersöks i denna rapport.
Sektion V beskriver vidare hur rapportförfattarna gått till väga
för att lösa de olika fallen, både numeriskt och analytiskt.
Vidare presenteras resultaten i sektion VI och diskussionen där
resultaten kopplas både till dagens test-fusionsreaktioner och
till framtidens fusionsreaktioner visas i sektion VII. Slutligen
sammanfattas hela rapporten i sektion VIII.

II. GRUNDLÄGGANDE PLASMAEGENSKAPER

Där vi introducerar grundläggande plasmaegenskaper
såsom joniseringsgrad, gyrofrekvens och plasmafrekvens.

Plasma är det fjärde aggregationstillståndet efter fast form,
flytande form och gas. Den exakta gränsen mellan en svagt
joniserad gas och ett plasma är bara en fråga om terminologi.
Typiska parametrar som kännetecknar ett plasma är temperatur
och partikeltätheten. Då temperaturerna i plasman kan bli
höga brukar inte temperaturen anges i K utan istället i eV.
Relationen mellan temperatur och energi ges av E = kBT där
kB är Boltzmanns konstant. I tabell I visas typiska parametrar
för olika typer av plasman [2].

A. Gyrofrekvensen

Joniseringen innebär att plasman lokalt får elektriska och
magnetiska egenskaper även då plasman i helhet är elektriskt
neutrala. En viktig sådan elektromagnetisk egenskap hos plas-
man är den så kallade gyrofrekvensen vilket är den frekvens
jonerna respektive elektronerna oscillerar kring de magnetiska
fältlinjerna. Gyrofrekvensen spelar en stor roll senare när
vågpropagering i plasman analyseras.

TABELL I
TYPISKA PARAMETRAR FÖR NATURLIGT FÖREKOMMANDE OCH

EXPERIMENTELLA PLASMAN FRÅN [2].

Partikeltäthet (m−3)
Elektron-

temperatur
(eV)

Interstellär gas 106 1

Solvindar 107 10

Van Allen bälten 109 102

Jordens jonosfär 1011 10−1

Solens Korona 1013 102

Gasurladdningar 1018 2

Fusionsexperiment 1019 − 1020 103 − 104

Fusionsreaktor 1020 104

Antag att ett fritt plasma utsätts för ett yttre magnetfält. De
fria laddningarna (jonerna och elektronerna) i plasmat kommer
att följa en bana beskriven av

mv̇ = qv ×B, (2)

där v är hastighetsvektorn för de fria partiklarna, q laddningen
hos partiklarna och B det pålagda B-fältet som är konstant i
tiden. För att underlätta beräkningarna sätts B = Bẑ. Detta
ger tre kopplade differentialekvationer för hastigheten

v̇x =
qB

m
vy (3)

v̇y =
−qB

m
vx (4)

v̇z = 0. (5)

Derivering av (3) ger

v̈x =
qB

m
v̇y. (6)

Insättning av (4) i (6) ger

v̈x = −
(
qB

m

)2

vx. (7)

Denna differentialekvation har lösningar på formen vx =
Acos(ωct) +Bsin(ωct) där

ωc =
qB

m
(8)

är gyrofrekvensen. En analog differentialekvation fås för vy
och (5) ger vz = konstant [2].

B. Plasmafrekvensen

En annan viktig egenskap som kännetecknar plasman är
den så kallade plasmafrekvensen. Plasmafrekvensen är den
frekvens som jonerna och elektronerna oscillerar fram och
tillbaka med på grund av deras elektriska egenskaper Denna
frekvens kan härledas från följande resonemang:

Antag ett kvasi-neutralt inneslutet plasma med ändlig
volym. Antag vidare att elektronerna i det elektriskt neutrala
plasmat av någon anledning förskjuts en sträcka x åt höger.
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Denna förskjutning innebär ett underskott av negativ laddning
längst till vänster i plasmat och ett (lika stort) överskott
längst till höger i plasmat medan området emellan förblir
kvasi-neutralt. Den elektriska obalansen kommer att skapa ett
elektriskt fält mellan dessa områden vilket påverkar de fria
laddningarna. Då elektronens massa är ca 2000 gånger lägre än
protonens försummas de positiva laddningarnas förskjutningar.
Det elektriska fältet i området mellan de laddade skikten kan
beräknas med Gauss lag genom att betrakta de två laddade
områdena som två kondensatorplattor med tvärsnittsarea A
[10].

E =
Q

ε0A
. (9)

Här är Q den totala laddningen i vardera område. Denna
kan skrivas om i termer av laddningstätheten ρ och områdenas
volym V genom Q = ρV . ρ kan i sin tur skrivas i termer
av elektrontätheten ne (antalet elektroner per volym) och
elektronladdningen q som ρ = neq och V kan skrivas om i
termer av tvärsnittsarean A och förskjutningen x som V = Ax.
(ekvation ovan) blir nu

E =
neqAx

ε0A
=

neqx

ε0
. (10)

Kraften på varje elektron blir F = −qE. Detta tillsammans
med Newtons andra lag ger en differentialekvation för elek-
tronernas förskjutning från jämviktsläget, x

meẍ = −q
neq

ε0
x = −neq

2

ε0
x =⇒

ẍ+
neq

2

ε0me
x = 0. (11)

Denna differentialekvation beskriver en harmonisk
svängning kring ett jämviktsläge med en vinkelfrekvens

ω2
p =

neq
2

ε0me
. (12)

Denna frekvens är den så kallade plasmafrekvensen och är
en annan typ av frekvens med stor vikt inom analysen av
vågpropagering i plasman då den påverkar konduktiviteten i
ett plasma.

III. UPPVÄRMNING AV PLASMAN

Där de tre primära uppvärmningsmetoderna för framti-
dens fusionsreaktorer och tokamakens magnetiska egenskaper
beskrivs.

A. Fusionsreaktorn

Plasmabehållaren i denna rapport är en tokamak. Denna har
formen av en torus och har således ett cirkulärt tvärsnitt. En
poloidal strömslinga kring tokamaken genererar en ström som
inducerar ett toroidalt magnetfält i tokamaken vilken avtar som
1/x där x är det radiella avståndet [10]. Alltså kan det yttre
magnetfältet i en tokamak beskrivas som

B(x) =
B0R0

x
(13)

där B0 är det önskade magnetfältet mitt i tokamakens hålrum
och R0 är tokamakens stora radie. Detta magnetfält skapar
inhomogeniteter i plasmat vilket spelar en stor roll i analysen
av vågpropagering senare i rapporten.

B. Uppvärmningsmetoder

Det finns ett flertal metoder för att värma upp ett
plasma i en tokamak. Framförallt finns det tre primära
uppvärmningsmetoder som planeras att användas i framtidens
fusionsreaktorer.

På grund av de elektromagnetiska egenskaperna hos ett
plasma kan en ström skickas genom plasmat. Liksom de flesta
material har plasman en resistans som ger upphov till en
termisk energiutveckling i dem. Denna typ av uppvärmning
kallas Ohmsk uppvärmning och är mycket populär i ex-
perimentella fusionsreaktorer på grund av sin enkla imple-
mentation. Plasmat och uppvärmningsagregaten kan vara helt
frånskilda från varandra [11].

Ohmsk uppvärmning är en effektiv uppvärmningsmetod då
temperaturen i plasmat är relativt låg. När temperaturen sedan
ökar i plasmat sjunker resistiviteten vilket gör att ohmsk
uppvärmning ej kan värma plasman hela vägen till fusion.
Därför används ofta ohmsk uppvärmning för att initialt skapa
och värma plasmat [12].

En annan metod för uppvärmning är neutral-
strålesuppvärmning. Denna metod går ut på att skicka
in neutrala atomer i plasmat som kolliderar med jonerna och
på så sätt bidrar till en temperaturökning av plasmat. Det är
viktigt att de inskickade atomerna är neutrala då plasmans
joniserade tillstånd skapar magnetfält som inte släpper in
laddade partiklar [3].

Den sista uppvärmningsmetoden som används är
uppvärmning med hjälp av elektromagnetiska vågor som
växelverkar med plasmat. Denna typ av uppvärmning delas
upp i två olika metoder, beroende på om man primärt vill
värma elektroner eller joner i plasmat:

Joncyklotronresonansuppvärmningen, ICRH (Ion Cyclotron
Resonance Heating) går ut på att direkt överföra energi till
jongasen genom att skicka in radiovågor med frekvenser
mellan 40 och 55 MHz. Det är mellan dessa frekvenser jon-
ernas gyrofrekvens ligger varför dessa frekvenser är speciellt
effektiva för uppvärmning på grund av den resonans som då
kan bildas mellan jonerna i plasmat och den inskickade vågen
[3].

Den andra elektromagnetiska metoden är elektroncyklotron-
resonansuppvärmningen, ECRH (Electron Cyclotron Reso-
nance Heating). Denna metod liknar ICRH genom att man
skickar in elektromagnetiska vågor men istället för att
växelverka med jongasen växelverkar vågorna med elektron-
gasen. För att detta ska vara möjligt krävs det att vågorna
matchar elektronernas gyrofrekvens som ligger runt 170 GHz.
De exciterade elektronerna överför sedan energi till jongasen
genom kollisioner vilket bidrar till uppvärmningen av plasmat
[3].

Denna rapport bygger huvudsakligen på ICRH metoden.
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IV. VÅGPROPAGERING

Där vi beskriver modkonverteringsfenomenet, hur vågor
propagerar i inhomogena medier såsom plasman, begreppet
dielektricitetstensor härleds och dispersionsrelationer intro-
duceras.

A. Modkonvertering

En vågmod karaktäriseras av en våglängd (och en frekvens)
hos vågor som propagerar i ett medium. Modkonvertering är
ett fenomen som uppstår när vågor propagerar i materia. Mod-
konvertering sker då dispersionsrelationen hos det medium
vågen propagerar genom lokalt har två lösningar, det vill
säga, den ekvation som ger dispersionsrelationen har minst
n4-termer då vi söker två lösningar för n2. Det leder till att
vågor med en fix frekvens kan ha två olika våglängder på
samma ställe i mediet. Själva modkonverteringen sker då den
propagerade vågen övergår från den del av mediet där endast
en mod är tillåten till det området som tillåter två moder att
propagera och då kraftigt ändrar sin våglängd.

Speciellt sker detta när elektromagnetiska vågor propagerar
i plasman. De två vågorna som kan uppstå i ett fusionsplasma
betecknas ofta som den snabba och den långsamma vågen.
Den långsamma vågen är den våg som propagerar med ett
högre brytningsindex vilket implicerar en lägre propagering-
shastighet och den snabba vågen är den våg som propagerar
med ett lägre brytningsindex och därför en högre propager-
ingshastighet. Bland de studerade modellerna i detta arbete
uppstår modkonvertering endast i det mest realistiska fallet,
fall 4 som beskrivs i V.E.

Ett problem med modkonvertering är att vågor som skickas
in i plasmat modkonverteras till vågor som värmer elektroner
och inte jonerna (fusionsbränslet). För plasmauppvärmningen
som studeras i denna rapport är detta oönskat då de inkom-
mande moderna konverteras till moder med lägre våglängder
än de som är effektiva vid joncyklotronuppvärmning, vilket
sänker uppvärmningseffektiviteten i fusionsreaktorn.

B. Vågekvationen i inhomogena medier

För förståelsen av vågpropagering i inhomogena medier
kommer fyra olika plasmamodeller att undersökas och analy-
seras. Vi karakteriserar modellerna med hjälp av brytningsin-
dexet i kvadrat (n2) för plasma-mediet och begränsar oss till
ett brytningsindex som endast varierar i x-led (n(r) = n(x)).

För att få fram de elektriska fälten i de olika fallen skrivs
vågekvationen om för att innehålla brytningsindexet. Denna
framställning har fördelen att den enkelt både kan imple-
menteras i Maxwells ekvationer och tolkas intuitivt (n2 > 0
ger propagerande vågor och n2 < 0 ger evanescenta vågor).
För att härleda vågekvationen som innehåller n, betrakta först
rotationen av E och B enligt Maxwells ekvationer [10]:

∇×E = −∂B

∂t
, (14)

∇×B =
1

εrµrc2
∂E

∂t
+ µ0J, (15)

där c är ljushastigheten och J är den externa strömtätheten.
Under antagandet att den externa strömtätheten är 0 kan (15)
efter en fouriertransform i tiden skrivas som

∇×B = − iω

εrµrc2
E, (16)

vilket kan förenklas till

∇×B = − iω

v2
E (17)

där v är ljushastigheten i mediet. Fall 1 och fall 2 behand-
lar endast problem med tidsoberoende frekvenser, varför en
fouriertransform i tiden av (14) är möjlig.

∇×E = iωB (18)

För att få fram vågekvation tas nu rotationen av (18):

∇×∇×E = ∇× (iωB) = iω∇×B,

och om vi nu utnyttjar 17 får vi till slut att

∇×∇×E =
ω2

v2
E. (19)

Om vi nu utnyttjar det som tidigare nämnts att n endast
beror på x, samt antar att det ej finns någon fri laddningstäthet
i mediet kan vi skriva om den dubbla rotations-operatorn till
en ordinär andraderivata i x:

∇×∇×E = ∇(∇ ·E)−∇2E =

= {Ingen fri laddningstäthet =⇒ ∇ ·E = 0} =

= −∇2E = {E = E(x)} =
d2E

dx2
.

I alla medier gäller enligt [10] relationen nv = c vilket
vi kan utnyttja för att få en vågekvation som innehåller
n. Efter smärre omskrivningar landar vi i brytningsindex-
formuleringen av vågekvationen:

d2E(x)

dx2
+

ω2n2(x)

c2
E(x) = 0. (20)

(20) kan nu användas för att härleda det elektriska fältet när
n2(x) beror av x på olika sätt.

C. Fall 1

Den enklaste modellen av brytningsindexet i ett plasma är
att ha ett konstant brytningsindex i plasmat samt låta gränsen
vakuum-plasma vara densamma som den enklaste modellen
mellan vakuum och vilket annat medium som helst, nämligen
att (se också figur 2):

n2(x) =

{
1 x < 0,

n2
p x > 0.

(21)

Här är koordinatsystem positionerat på ett sådant sätt att
gränsen mellan positiva och negativa x också är gränsen
mellan vakuum och plasma.
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Fig. 2. Schematisk bild av dispersionsrelationen för fall 1

Fig. 3. Schematisk bild av dispersionsrelationen för fall 2

Vidare antas i både detta och nästa fall att vågen som skickas
in i plasmat har en fix polarisation i z-riktningen, d.v.s E(x) =
Ez(x)ẑ.

Vågekvationen som man får av denna modell kan lösas
både analytiskt och numeriskt, den analytiska lösningen ges
av harmoniska funktioner längs hela x-axeln om np > 0 och
av exponentiellt avtagande funktioner i det positiva halvplanet
om np < 0. Se Appendix A för den analytiska lösningen till
fallet.

D. Fall 2

Den största problematiken med fall 1 är föga överraskande
diskontinuiteten vid x = 0. Detta må vara en bra modell om
vi analyserar vågpropagering från vakuum till ett fast material
såsom glas men övergången vakuum-plasma är allt annat än
abrupt då plasman är mycket flyktiga och svårkontrollerade
[2].

En bättre approximation är då att anta att n2(x) varierar
linjärt i x i ett område mellan x = 0 och x = x1 (se
schematiskt i figur 3) d.v.s att:

n2(x) =




1 x < 0,

kx 0 < x < x1,

n2
p x > x1.

(22)

Notera här att k är en lutning och inte ett vågtal. För att
n2(x) ska vara en kontinuerlig funktion krävs det att

k =
n2
p − 1

x1
. (23)

Denna modell är hyfsat bra för att beskriva brytningsin-
dexet i gränsen mellan vakuum och gaser och den analytiska
härledningen av lösningen till fallet återfinns i Appendix A.
Den tar dock ej hänsyn till plasmans komplicerade elektromag-
netiska egenskaper som påverkar vågpropagering i plasman
och som också leder till modkonvertering.

E. Fall 3 och Fall 4

Fig. 4. Schematisk bild av dispersionsrelationen för fall 3

Fig. 5. Schematisk bild av dispersionsrelationen för fall 4

För att ta hänsyn till plasmans elektromagnetiska egen-
skaper krävs det att man tar med J-termen (strömtätheten)
från ekvation 15 i härledningen av vågekvationen. Vi kan anta
att Ohms lag gäller i magnetiserade plasman enligt [5], d.v.s
att

J = σE. (24)

Till skillnad från exempelvis i en metall där konduktiviteten
(σ) är en skalär, är σ i ett plasma en tensor av andra ordningen.
Detta ger insatt i ekvation 15 att:

∇×B =
1

c2
∂E

∂t
+ µ0σE. (25)
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Eftersom att vi fortfarande behandlar ett problem med en
frekvens som är konstant i tiden kan vi fouriertransformera 25
i både rum och tid för att få en vågekvation utan derivator [5]:

k× k×E = −ω2

c2
E− iµ0ωσE. (26)

Vi bevarar nu vänsterledet som det är då vi ej kan anta någon
speciell polarisation i dessa fall. Detta kommer om ett tag bli
klart för läsaren. Under tiden kan nämnas att i modkonverter-
ing ändras polarisationen. Eftersom brytningsindex är lättare
att tolka fysikaliskt än vågtalet utnyttjar vi att n = kc/ω =⇒

n× n×E = −E− i

ε0ω
σE. (27)

Låt oss nu införa K (dielektricitetstensorn) som definieras
enligt

K = I+
i

ε0ω
σ. (28)

Vi kan nu utnyttja denna tensor för att skriva om ekvation
27:

n× n×E+K ·E = 0 (29)

eller på matrisform:



n2
y + n2

z −Kxx −nxny −Kxy −nxnz −Kxz

−nxny −Kyx n2
x + nz −Kyy −nynz −Kyz

−nxnz −Kxz −nynz −Kzy n2
x + n2

y −Kzz





Ex

Ey

Ez


 =



0
0
0


 (30)

Med de förutsättningar vi har i denna studie (inget tids-
beroende) visar [5] att dielektricitetstensorn kan skrivas:

K =



K⊥ −iKA 0
iKA K⊥ 0
0 0 K‖


 (31)

där ⊥-komponenter och ‖-komponenter syftar på komponenter
ortogonala eller parallella med det yttre toroidala B-fältet i
reaktorn. Denna tensors komponenter är:

K⊥ = 1−
∑
j

ω2
pj

ω2 − Ω2
j

, (32)

KA =
∑
j

Ωj

ω

ω2
pj

ω2 − Ω2
j

, (33)

K‖ = 1−
∑
j

ω2
pj

ω2
, (34)

där summan beräknas över de olika jonslagen (deuterium och
helium-3) och elektronerna i plasmat. Vi har också definierat
Ωj = ωcj som eftersom magnetfältet är x-beroende också är
x-beroende. Här ser vi också vilken nyckelroll de två beskrivna
frekvenserna gyrofrekvensen och plasmafrekvensen spelar i
analysen av plasmans anisotropa egenskaper.

Vi väljer nu ett koordinatsystem där
vågpropageringsriktningen in i plasmat är i xz-planet
(k = k‖ẑ + k⊥x̂, k⊥ < 0). Vi antar vidare att k‖ är
konstant och beror av en parameter ntor (ej att förväxla

med ett brytningsindex!) som beskriver rotationen av de
elektromagnetiska vågorna runt tokamaken, k‖ = ntor/R0.
k⊥ däremot beror av x vilket gör att n⊥ = nx också är
x-beroende. Den bestämda propageringsriktningen reducerar
30 till:



n2
‖ −K⊥ iKA −n‖n⊥
−iKA n2

⊥ + n2
‖ −K⊥ 0

−n‖n⊥ 0 n2
⊥ −K‖





Ex

Ey

Ez


 =



0
0
0


 .

(35)
Denna ekvation kan ej lösas analytiskt med avseende på de

elektriska fältkomponenterna men de icke-triviala lösningarna
till ekvation 35 fås då

∣∣∣∣∣∣

n2
‖ −K⊥ iKA −n‖n⊥
−iKA n2

⊥ + n2
‖ −K⊥ 0

−n‖n⊥ 0 n2
⊥ −K‖

∣∣∣∣∣∣
= 0. (36)

Beräkning av determinanten ger en fjärde ordningens ekva-
tion i n⊥

An4
⊥ +Bn2

⊥ + C = 0

A = K⊥

B = (K⊥+K‖)(n
2
‖ −K⊥) +K2

A

C = K‖[(n‖ −K⊥)
2 −K2

A]

(37)

vilket är dispersionsrelationen för fall 4, schematiskt visat i
figur 5.

F. Reduktion till Fall 3

Fall 4 kan med några argument reduceras till fall 3: K‖
(34) innehåller en term som beror omvänt på elektronmassan.
Eftersom att elektronmassan är väldigt liten jämfört med
jonmassan antar vi att denna term är så pass dominerande
att K‖ praktiskt taget har oändlig magnitud. Dock måste
fortfarande ekvation 35 gälla vilket innebär att Ez måste vara
identiskt lika med noll. Detta innebär att 35 kan reduceras till

[
n2
‖ −K⊥ iKA

−iKA n2
⊥ + n2

‖ −K⊥

] [
Ex

Ey

]
=

[
0
0

]
. (38)

Löser man återigen för de icke triviala lösningarna som ovan
fås en andragradsekvation i n⊥ som enkelt kan lösas för n2

⊥

n2
⊥ =

K2
A − (K⊥ − n2

‖)
2

n2
‖ −K⊥

. (39)

Genom att betrakta ett koordinatsystem i vilket n2
‖ = K⊥(0)

uppstår en singularitet i x = 0. För att lättare öveskåda n2
⊥

nära denna singularitet serieutvecklas allt x-beroende i (39)
till första ordningens termer kring x = 0

n2
⊥ =

KA(0)
2 + 2KA(0)K

′
A(0)x

n2
‖ −K⊥(0)−K ′

⊥(0)x
−

−
(K⊥(0)− n2

‖)
2 + 2(K⊥(0)− n2

‖)K
′
⊥(0)x

n2
‖ −K⊥(0)−K ′

⊥(0)x
=⇒
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n2
⊥ =

KA(0)
2 + 2KA(0)K

′
A(0)x

−K ′
⊥(0)x

=

−2KA(0)K
′
A(0)

K ′
⊥(0)︸ ︷︷ ︸
b

− KA(0)
2

K ′
⊥(0)

1

x︸ ︷︷ ︸
d

. (40)

KA(0) och K ′
⊥ är båda större är noll medan K ′

A är mindre
än noll. Detta innebär att (40) kan skrivas

n2 = b− d

x
, b, d > 0, (41)

vilket kan normeras om till

n2 = 1− a/x, a > 0, (42)

där a här är lika med d/b. Detta är den dispersionsrelation
som används i fall 3 och som schematiskt visas i figur 4.

G. Transmissions- och reflektionskoefficienter

Transmissions- och reflektionskoefficienter beskriver hur
stor andel av en inkommande vågs energi som transmitteras
samt reflekteras från en punkt eller område där brytningsin-
dexet varierar. Transmissions och reflektionskoefficienterna
definieras som kvoten mellan den transmitterade vågens samt
den reflekterade vågens intensitet och den infallande vågens
intensitet

T =
Itrans
Iin

, (43)

R =
Irefl
Iin

. (44)

Nära relaterat till intensiteten av en elektormagnetisk våg är
poyntingvektorn. Denna definieras enligt [10]:

S =
E×B

µ0
. (45)

Poyntingvektorn beskriver effektflödet av den elektromag-
netsika vågen [10]. Vid beräkning av effektflödet genom en yta
integreras poyntingvektorns projektion på ytans (utåtpekande)
normalvektor över ytan [10]

Pi =

∫

S

S · da.

Intensiteten av vågen i en viss riktning ges därför av

Ii = 〈S〉 · êp =
1

2µ0
Re(Ei ×B∗

i ) · êp, (46)

där index i avser in, refl eller trans, det vill säga den infallande,
reflekterade eller transmitterade vågen, 〈S〉 är tidsmedelvärdet
av beloppet av poynting-vektorn och êp avser normalvektorn
till den yta som effektflödet önskas analyseras genom.

V. GENOMFÖRANDE

Där vi beskriver hur vi har gått till väga för att nå resultat.
Förenklingar, avgränsningar och uppdelningar av problemet
tas upp.

A. Problemformulering

Målet med detta projekt är att beräkna hur stor andel av
den infallande vågen som modkonverteras. Modkonvertering
är ett komplext problem och därför delades projektet upp i
fyra olika fall för att få bekantskap med relevant teori inom
plasmafysiken (se avsnitt IV-C, IV-D, IV-E och IV-F)

För alla fall noterades transmissionskoefficienten, reflektion-
skoefficienten, och om modkonvertering ägde rum, bestämdes
även modkonverteringsgraden.

Gemensamt för de tre första fallen är att de alla kan lösas
analytiskt. De analytiska härledningarna hittas i Appendix A.

För att visualisera de härledda resultaten plottades i MAT-
LAB den infallande, reflekterade och transmitterade vågen
tillsammans med superpositionen av dessa. Det sistnämnda
gjorde för att kontrollera energins bevarande.

Fall 1 till 3 löstes inte bara analytiskt utan också numeriskt.
Syftet med detta var att kontrollera huruvida de analytiska
lösningarna stämde överrens med de numeriskt framtagna
lösningarna. Med MATLABs inbyggda ODE-lösare ställdes
de olika problemen upp.

Fall 4 saknar analytisk lösning och löstes därför numeriskt.
Detta gjordes genom att först plotta dispersionsrelationen
framtagen ur teoretiska grunder i MATLAB och sedan använda
COMSOL för att beräkna E-fältet.

Detta E-fält importerades sedan tillbaka in i MAT-
LAB där fältets komponenter först wavelettransformerades
och där de olika mod delarna av fältet sedan invers-
wavelettransformerades för att få fram modkonverterings-
graden, transmissionsgraden och reflektionsgraden.

B. Metod

1) MATLAB: För att numeriskt lösa fall 1-3 användes
MATLABs inbygga ODE-lösare ode45. För att kunna använda
denna skrevs problemet om till ett system av differentialekva-
tioner genom att låta y1 = E och y2 = E′ och sedan använda
vågekvationen (20).

[
y′1
y′2

]
=

[
0 1

−ω2

c2 n
2 0

] [
y1
y2

]
, (47)

där n2 är de olika brytningsindexen för de olika fallen. Utanför
plasmat (vilket motsvarar x < 0) existerar en våg som är en
superposition av två vågor, nämligen den infallande och den
reflekterade. Ansätts begynnelsepunkten hos lösaren i detta
område hittas inte bägge vågor av lösaren. En metod för
att undvika detta är att istället ansätta begynnelsepunkten i
området innanför plasmat där endast den transmitterade vågen
existerar och sätta slutpunkten utanför plasmat. Vad detta
innebär är att den parameter som styrs är den transmitterade
vågens amplitud. I verkligheten är det dock den infallande
vågens amplitud som kontrolleras. Därför måste den transmit-
terade vågens amplitud ansättas på ett sådant sätt att amplitu-
den hos den numeriskt lösta infallande vågen överensstämmer
med det önskade värdet för det aktuella problemet.

Ett numeriskt problem för fall 3 är att dispersionsrelationen
har en singularitet i x = 0. Dessa löstes upp genom att
introducera en imaginär term där singulariteten uppstår i
formeln för dispersionsrelationen
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n2 = 1− a/(x+ iε)

där ε är ett litet tal i storleksordningen 10−3 − 10−5. En ima-
ginär term har en dämpande effekt på singulariteter och denna
till synes matematiska korrektion kan motiveras fysikaliskt av
partikelkollisioner inuti plasmat.

Disperionsrelationen för fall 3 n2 = 1 − a/x, a > 0.
ändrades till 1− a/(x+ iε)

2) Fall 4:
a) Förändrat B-fält: Dispersionsrelationen för fall 4 vi-

sualiserades först i MATLAB. Det visade sig att det varierande
magnetfältet riskerade att skapa numeriska svårigheter. Detta
för att magnetfältets variation över hela intervallet krymper det
området där två moder kan existera samtidigt. För att undvika
detta gjordes en lokal anpassning av det inhomogena B-fältet
kring det område modkonverteringen sker på ett sådant sätt
att magnetfältets inhomogenitet endast är tydlig lokalt runt
punkten där modkonverteringen sker, men annars homogent
vilket drar ut dualiteten i dispersionsrelationen. Detta kan
göras på följande sätt:

B-fältet i plasmat beskrivs lokalt som kurvan B(x) = 1/x
[10]. Målet är att numeriskt konstruera ett magnetfält som är
homogent en bit bort från modkonverteringspunkten men som
ändock beter sig som 1/x vid modkonverteringspunkten.

Låt intervallet [x1, x2] beteckna ett litet område runt mod-
konverteringspunkten. För att efterlinka detta beteende krävdes
en funktion som lokalt i det område modkonverteringen sker
liknar kurvan B(x) och som blir snabbt blir konstant utanför
detta område. En funktion som approximativt har dessa egen-
skaper är arctan-funktionen. Låter man B(x1) = B1 och
B(x2) = B2 kommer funktionen f(r) nedan uppfylla de
ställda kraven

f(r) =
2

π

B2 −B1

2
arctan(r) +

B2 +B1

2
, (48)

där

r = r(x) = π
B2 +B1

B2 −B1
[1− 1

xc
x].

Härledningen av detta modifierade B-fält hittas i Appendix
B.

b) COMSOL: Fall 4 är given på en redan fouriertrans-
formerad matrisform och är i grunden ett randvärdesproblem
med en antenn på yttre väggen av tokamaken och en förväntad
absorption av hela elektriska fältet vid inre väggen. För att lösa
detta problem användes PDE-lösaren COMSOL. Parametrarna
som användes hittas i tabell III och är tagna från den framtida
experimentreaktorn ITER (International Thermonuclear Ex-
perimental Reactor).

COMSOL har en inbyggd RF-modul (Radio Frequency
Module) vilken kan hantera vågpropagering i inhomogena
medier. Lösningen hittades vid en fix frekvens (f = 50
MHz) given i tabell III. Denna frekvens valdes för att
matcha den frekvens som i verkligheten används för joncyk-
lotronuppvärmning. Detta var lätt att specificera. Något annat
som var en större utmaning var att vågekvationen i COMSOL
ges som:

TABELL II
VÄRDEN PÅ PARAMETRAR I COMSOL FÖR ATT ÅTERSKAPA EN

DIELEKTRICITETSTENSOR.

Parameter Värde
µr 1
εr

c
ω
K

σ 0

Fig. 6. Bild på geometrin för problemet. Antennen på den yttre väggen
symboliserar vågkällan, där den simulerade vågen exciteras. Notera att både
dämpningsområdet och PMLen befinner sig utanför själva tokamaken där det
elektriska fältet ska analyseras vilket gör att de ej påverkar vågens propagering
i tokamaken mer än att de förhindrar ofysikalisk reflektion. Ej skalenlig figur.

∇× 1

µr
(∇×E)− k20

(
εr −

iσ

ωε0

)
E = 0 (49)

där k0 = ω/c och där ingen möjlighet att definiera dielek-
tricitetstensorn (K) direkt ges. Med några manipulationer kan
man dock ändå åstadkomma detta.

COMSOL tillåter anisotropa εr och det kan vi utnyttja för att
ändå lösa den vågekvationen vi önskar lösa. Specifikationerna
av variablerna i tabell II tillåter ändå COMSOL att lösa vårt
problem genom (49).

Då RF-modulen ej har stöd för endimensionella problem
löstes vågekvationen i två dimensioner. Lösningen kunde ändå
göras endimensionell genom att ansätta periodiska randvillkor
i y-led. Det betraktade området var en rektangel i xy-planet
med längden 2a = 4 m (typiskt värde på lilla diametern i
en tokamakreaktor) i x-led och en egentligen oväsentlig bredd
y = 0.3 m (då problemet är endimensionellt, se figur 6).

Utöver de periodiska randvillkoren i y-led sattes randvärden
i x-led. Eftersom vågen som vi vill analysera exciteras på den
yttre tokamak-väggen sattes

E(8) = vA =
[
−0.2259 −0.9742i 0

]
(50)
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där vA är en egenvektor till A vid x = 8. Egenvektorn valdes
för att undvika stående vågor i plasmat.

Återstår att bestämma randvillkoret på den inre randen i
tokamaken, vid x = 4. Till att börja med användes en PML
(Perfectly Matched Layer) för att eliminera den snabba vågen.
En PML används för att dämpa en våg i ett område utan att
generera någon reflekterad våg som ej är önskad. Tekniken
går ut på generera en våg i ett visst område där PMLen
placeras med precis samma våglängd och frekvens som den
inkommande vågen men med motsatt propageringsriktning
[13].

Nackdelen med PMLen är att den endast kan absorbera
en våglängd i taget och COMSOL tillåter endast en PML
i problemet. En PML användes därför för att släcka ut den
snabba vågen men en annan utsläckningsmetod krävdes för
att eliminera den ofysikaliska reflektionen i den långsamma
vågen.

För detta användes en utslätad imaginär rektangulär funktion
som multiplicerades med K‖ för att få en dämpning som
släckte ut den långsamma vågen då den i mån och mycket
beror på K‖s icke-imaginära existens (jämför fall 3 och fall
4). Den rektangulära funktionen slogs på när x < 4 vilket
gjorde att den ej påverkade beteendet av våglösningen inne i
tokamaken.

Till slut användes alltså både en PML och en dämpnings-
funktion för att modellera vågabsorptionen vid tokamakens
inre rand, sammanfattningsvis (se också figur 6):

• x > 4, Vågekvationen (35) gäller
• 2 < x < 4, Vågekvationen gäller men K‖ multiplicer-

ades med en faktor 1 + r(x)i där r(x) var en utslätad
rektangulär funktion med amplituden 0.01

• 1.5 < x < 2, PML för den snabba vågen
Det enda som återstod i modelleringen i COMSOL

var att hitta ett tillräckligt fint nät med evalueringspunk-
ter för att korrekt lösa upp den långsamma vågens ko-
rta våglängd.COMSOLs diskretisering kräver minst 6 eval-
ueringspunkter per våglängd (i vågens propageringsriktning)
varför vår geometri krävde minst 6 ∗ 4/0.00056 ≈ 42000 ele-
ment i x-led (propageringsriktningen). I detta projekt användes
80000× 1 element i xy-planet.

c) Analys av COMSOL-resultaten i MATLAB: Det lösta
E-fältet exporterades sedan från COMSOL och vågtals-
analyserades med hjälp av en numerisk wavelettransform. En
wavelettransform kan liknas vid en lokaliserad fouriertrans-
form där basfunktionerna

ψa,b(t) =
1√
a
ψ

(
t− b

a

)
(51)

beror av skalfaktorn a (Ungefär lika med vågtalet k) och
tidsdilationen b (lokaliserar transformen i tiden). En populär
Wavelet är Morlet waveleten som är produkten av en nor-
malfördelning samt en något justerad komplex exponential
[14]

ψ(t) = cσπ
− 1

4 e−
1
2 t

2
(
eiσt − e−

1
2σ

2
)

(52)

där σ är ett mått på bredden av waveleten och cσ är en konstant
beroende av denna bredd. Då de mesta av arbetet i detta projekt

TABELL III
DE PARAMETRAR SOM ANVÄNTS FÖR SIMULERINGAR I DETTA PROJEKT.

Parameter Värde Beskrivning
f 50 MHz Den infallande vågens frekvens
ω 3.1416 ∗ 108 rad/s Den infallande vågens vinkel-

frekvens
ε0 8.854 ∗ 10−12 F/m Permittiviteten i vakuum
c 3 ∗ 108 m/s Ljushastigheten
u 1.66 ∗ 10−27 kg Atomära massenheten
e 1.602 ∗ 10−19 C Protonladdningen

XHe 0.05 Heliumkoncentrationen
B0 5 T Det yttre pålagda magnetfältet
R0 6 m Tokamakens stora radie
a 2 m Tokamakens lilla radie

ntor 100 Det toroidala rotationstalet
kpar 16.67 1/m Storleken på vågvektorn i riktnin-

gen parallell med B-fältet
npar 15.92 Storleken på brytningsindexet i rik-

tningen parallell med B-fältet
ne 1020 1/m3 Plasmats elektrondensitet
nHe 5 ∗ 1018 1/m3 Plasmats heliumjondensitet
nDe 9 ∗ 1019 1/m3 Plasmats deuteriumjondensitet
qHe 3.2043 ∗ 10−19 C Heliumjonladdningen
qDe 1.602 ∗ 10−19 C Deuteriumjonladdningen
qe −1.602 ∗ 10−19 C Elektronladdningen

mHe 4.980 ∗ 10−27 kg Heliumjonmassan
mDe 3.320 ∗ 10−27 kg Deuteriumjonmassan
mHe 9.11 ∗ 10−31 kg Elektronmassan

gjordes på en datorn användes en diskret wavelettransform i
MATLAB.

Resultatet av wavelettransformen ger en tvådimensionell
värmekarta där axlarna ges av x och skalfaktorn a ≈ k.
Detta gör att resultatet visar den lokala reflektionen och
transmissionen som funktion av läget x och vågtalet k vilket
gör att modkonvertering lätt kan observeras med metoden (som
två parallella streck i diagrammet).

wavelettransformen användes sedan för att bestämma k-
värdena för de olika grenarna i dispersionsrelationen och dessa
värden jämfördes med de förutsagda värdena från dispersion-
srelationen. När dessa k var kända kunde lokaliserade (i a (k)
och x) inversa wavelettransformer göras för att separera de
olika moderna.

Modernas komplexa amplituder i de olika elektriska fält-
komponenterna kombinerades sedan för att få fram styrka
och polarisation i de olika grenarna. Slutligen,för att få fram
intensiteten i de olika grenarna användes (46) tillsammans med

B = k×E

samt

k =
[
k⊥ 0 k‖

]
(53)

där värdet på k‖ antas konstant givet fall 4s antaganden och
k⊥ varierar i de olika grenarna av dispersionsrelationen.

När de transversella komponenterna var kända i de olika
grenarna kunde slutligen de olika transmissionskoefficienterna
till de olika moderna bestämmas genom (43) och (44).
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TABELL IV
DE FUNNA ANALYTISKA TRANSMISSIONS OCH REFLEKTIONS

KOEFFICIENTERNA

Fall T R
Fall 1 0.8889 0.1111
Fall 2 0.9495 0.0505
Fall 3 0.0432 0

TABELL V
DE FUNNA NUMERISKA TRANSMISSIONS OCH REFLEKTIONS

KOEFFICIENTERNA

Fall T R
Fall 1 0.8889 0.1111
Fall 2 0.9495 0.0505
Fall 3 0.0429 0.00032

Fig. 7. Den reella delen av elektriska fältet som ger lösningen till fall 1 där
brytningsindexet är en steg-funktion. Både den exakta analytiska lösningen
och den numeriskt framtagna lösningen från MATLAB visas.

VI. RESULTAT

Där de framtagna resultaten presenteras och kort kom-
menteras.

I tabellerna IV och V visas de funna teoretiska och nu-
meriska transmissions och reflektionskoefficienterna för de
förenklade fallen 1-3:

Som synes stämmer de numeriska och analytiska
lösningarna väl överens. Detta styrks också av fig. 7, 8
och 9 där lösningarna för de tre första fallen visas:

Målet med denna rapport var att för fall 4 visa dels dis-
persionsrelationen, dels visa att modkonvertering kan uppstå
och dels räkna ut modkonverteringsgraden. Den framtagna
dispersionsrelationen visas i figur 10. Vidare visar figurerna
11, 12, 13, 14, 15 och 16 wavelettransformen av lösningen till
fall 4.

Vidare visas de framtagna transmissions- och reflektionsko-
efficienten för de olika moderna i tabell VI. Modkonverterings-
graden är transmissionskoefficienten från den snabba vågen till
den långsamma vågen.

Fig. 8. Den reella delen av elektriska fältet som ger lösningen till fall 2 där
brytningsindexet är en ramp-funktion. Både den exakta analytiska lösningen
och den numeriskt framtagna lösningen från MATLAB visas.

Fig. 9. Den reella delen av elektriska fältet som ger lösningen till fall 3
som är en förenkling av det riktiga problemet (Fall 4). I denna förenklade
modell förhåller sig brytningsindexet som ungefär 1−1/x. Lösningen till detta
problem visas här. Både den exakta analytiska lösningen och den numeriskt
framtagna lösningen från MATLAB visas.

Fig. 10. Dispersionsrelationen för fall 4. Notera speciellt dualiteten för x <
6.3. I detta område kan två vågmoder existera samtidigt.
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Fig. 11. Den framtagna wavelettransformen för Ex (negativa a)

Fig. 12. Den framtagna wavelettransformen för Ey (negativa a)

Fig. 13. Den framtagna wavelettransformen för Ez (negativa a)

TABELL VI
DE ERHÅLLNA KOEFFICIENTERNA FÖR TRANSMISSION OCH REFLEKTION I

FALL 4

Mod T R
Infallande Grenen 1 0.4045

Snabba Grenen 0.2660 7.662 ∗ 10−8

Långsamma Grenen 9.2873 8.578 ∗ 10−7

VII. DISKUSSION

Där resultaten från fall 1-3 först tolkas och analyseras
kort. Sedan analyseras resultaten från fall 4 mer ingående.

Fig. 14. Den framtagna wavelettransformen för Ex (positiva a)

Fig. 15. Den framtagna wavelettransformen för Ey (positiva a)

Fig. 16. Den framtagna wavelettransformen för Ez (positiva a)

Rimligheten i resultaten undersöks.
Tabell IV och tabell V visar de olika transmissions- och

reflektionskoefficienterna för fall 1-3. Jämförelser mellan de
analytiska och de numeriska värdena visar att de stämmer
väldigt väl överens med varandra för fall 1 och fall 2. I fall 3
avviker transmissions och reflektionskoefficienterna en aning
från de teoretiska värdena. Avvikelserna är väldigt små och
har troligtvis uppstått på grund av svårigheten i att korrekt
lösa upp singulariteten i dispersionsrelationen (n2 = 1− 1/x)
för de numeriska beräkningarna. Som nämndes i sektion V
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upphävdes singulariteten genom att lägga till en liten imaginär
term i den andra termens nämnare, vilket fysikaliskt motsvarar
kollisioner mellan partiklar.

I figurerna 11 - 16 visas amplituderna hos de olika elektriska
fältkomponenterna i plasmat för olika vågtal k. Färgskalan
till höger är en amplitudskala. x-axeln beskriver som tidigare
den radiella koordinaten. Värdet på y-axeln är en 2-logaritm
av waveletparameterns absolutbelopp med ett tecken som
symboliserar en fashastighet på moden till höger eller till
vänster. Detta gör att y-axeln kan tolkas som en logaritmerad
skala av vågtalet absolutbelopp med ett tecken som avgör
fashastighetsriktningen på moden.

I figurerna 11 och 14 syns de olika moderna som Ex-
komponenten innehåller. I figur 11 syns en tydlig våg i
området x > 6.3 med ett lågt vågtal och en tydligare våg
för x < 6.3 med ungefär samma vågtal. Dessa vågor är
den infallande vågen och den snabba grenen. I figur 14 syns
en svagare våg för x > 6.3, den reflekterade vågen, men
också en tydlig våg i området x < 6.3 med ett högt vågtal.
Den starka moden i figur 14 är den modkonverterade vågen.
Vid första anblick ser det möjligen ut som om denna våg är
en helt reflekterad våg men i ett plasma kan en vågs fas-
och grupphastighet ha olika riktningar på grund av plasmats
anisotropi [15]. Alltså innehåller Ex-komponenten alla de
moder som kan uppstå i denna studie.

Om samma analys utförs för Ey-komponenterna som visas
i figurerna 12 och 15 ser vi att det ej uppstår någon
modkonvertering för Ey-komponenten. Detta stöds också av
vågekvationen på matrisform, (35) genom följande resone-
mang:

Andra radens ekvation i (35) ges som

−iKAEx + (n2
⊥ + n2

‖ −K⊥)Ey = 0. (54)

Denna ekvation kan skrivas om för att få fram förhållandet
mellan Ex och Ey i den långsamma modkonverterade grenen
där n⊥ � 1:

∣∣∣∣
Ey

Ex

∣∣∣∣ =
KA

|n2
⊥ + n2

‖ −K⊥|
∼ KA

n2
⊥

� 1 (55)

då KA,K⊥ och n2
‖ alla är mycket mindre än n2

⊥ i den
långsamma grenen. Detta tyder på att Ey får en försumbar
modkonvertering vilket vi också observerade i våra numeriska
beräkningar.

Figurerna 13 och 16 visar de olika moderna som Ez-
komponenten innehåller. Ur dessa syns det att Ex och Ez

beter sig lika. Dock ska det noteras att amplitudskalan i figur
13 är i storleksordningen 10−5−10−4 och i storleksordningen
10−3 i figur 16. Ez har därför en mycket lägre amplitud än
Ex och Ez .

Dessa framtagna resultat är självklart påverkade av ett
antal approximationer som gjorts i denna modell. För det
första antogs en konstant plasmatäthet, vilket inte stämmer i
verkligheten i en tokamak. En varierande täthet översätts direkt
till en varierande plasmafrekvens genom (12). Detta kommer
att påverka dispersionsrelationen eftersom plasmafrekvensen
är med i alla nollskilda komponenter av dielektricitetstensorn
från (31).

Vidare är den största approximationen som gjorts i denna
rapport, till skillnad från verkligheten, att antaga ett kallt
plasma och bortse från alla termiska effekter. Om man tar
med termiska effekter såsom rumslig dispersion i modellen
får man nya beteenden hos plasman vilka gör vågpropagering
genom plasman till ett ännu mer komplicerat fenomen [16].

Slutligen valdes de flesta använda parametrarna efter de
parametrar som används på ITER. Den enda avvikande pa-
rametern var ntor. ntor valdes i detta projekt till 100, ett
värde som var ungefär en faktor 2 större än det maximala
ntor värdet på ITER. Detta större värde på ntor ”drar”
ut den långsamma grenen vilket gör att den blir tydligare
definierad än vad den hade blivit för ett mindre värde på ntor.
Detta underlättar för datorn att lösa upp problemet numeriskt
men påverkar i övrigt inte den bakomliggande fysiken då
modkonverteringsfenomenet är detsamma.

Ett problem i våra resultat är att transmissionskoefficienten
för den långsamma grenen från tabell VI är långt över 1
vilket ej ska vara möjligt då ingen energikälla existerar i
problemområdet det vill säga energin borde var bevarad.

En möjlig förklaring till detta ofysikaliska resultat kan
vara en missräkning i analysen av poynting-flödet för den
långsamma vågen. Denna våg har nämligen en väldigt stor
longitudinell komponent vilket gör att den nästan är elektro-
statisk vilket i sin tur gör att analysen av effektflödet i grenen
inte är helt oproblematiskt.

Den framtagna komplexa amplitud-vektorn för den
långsamma vågen kan skrivas som

E = Er + iEi, (56)

Er =
[
−24.75 2.086 ∗ 10−4 −0.037

]
,

Ei =
[
60.45 2.707 ∗ 10−4 0.090

]
.

Vi ser att E helt domineras av komponenterna i xz-
planet precis som k-vektorn. Eftersom storleken på k-
komponenterna gånger E-komponenterna är relativt stora tal
för den långsamma grenen jämfört med värdena i den inkom-
mande vågen (till exempel är Eixk‖ ≈ 103) skulle cancel-
leringar i beräkningen av poynting-flödet kunna uppstå. Dessa
skulle kunna leda till att små fel i beräkningen av de olika
komponenterna får stora konsekvenser i resultatet. Man kan
dock visa att så ej är fallet för det felaktiga resultatet för den
långsamma vågen.

Med antagandet att E ser ut som i (56) och försummande
av y-komponenten i samma ekvation kan man visa att (46) är
proportionell mot (se Appendix C för härledningen)

Ix = Erz(k⊥Erz − k‖Erx) + Eiz(k⊥Eiz − k‖Eix). (57)

Vi ser att det kan finnas tre olika cancelleringar, mellan
de termerna som omsluts av parenteser samt mellan termerna
inom parenteserna. Tyvärr uppstår ingen av dessa:

• Termerna i den första parentesen är av motsatt tecken
(då k⊥, Erz, Erx är mindre än 0 medan k‖ är större än
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0) vilket gör att vi får addering av termerna och inte
cancellering.

• Termerna i den andra parentesen släcker heller inte ut
varandra då dessa termer också har olika tecken.

• Slutligen släcker inte de två termerna för de reella re-
spektive de imaginära termerna ut varandra då de båda
är negativa enligt de givna värdena

Alltså var cancellering en faktor som inte påverkade de
felaktiga resultatet för fall 4.

Trots att det verkar som att resultaten från fall 4 är
oanvändbara är det inte riktigt så. Eftersom vi har erhållit
rimliga värden på Tsnabb och R och polarisationen på den
modkonverterade vågen stöds av vågekvationen kan en bra
approximation på Tl̊angsam tas fram genom att anta energins
bevarande

Tl̊angsam = 1− Tsnabb −R = 0.3295 (58)

vilket är en relativt hög modkonverteringsgrad för det un-
dersökta exemplet.

VIII. SLUTSATS

Modellen denna rapport bygger på är tillräcklig för att
påvisa modkonvertering vilket understöds av figurerna 11-
16. Dock ficks med vanlig poynting-analys ett orimligt värde
på modkonverteringsgraden vilket troligtvis beror på ett fel i
effektflödes-beräkningen och inte i den framtagna modellen.
Ur energins bevarande kunde ändå modkonverteringsgraden
bestämmas till 33 %.

APPENDIX A
HÄRLEDNINGAR TILL LÖSNINGARNA AV DE OLIKA

VÅGEKVATIONERNA

A. Fall 1

I området x < 0 har vi en infallande komplex våg som
beskrivs av

Ein = E0ine
i(kx−ωt), (59)

och en reflekterad våg som ges av:

Erefl = E0refl
ei(−kx−ωt). (60)

Den totala våglösningen i detta område är dessa superpon-
erade:

Ex<0 = E0ine
i(kx−ωt) + E0refl

ei(−kx−ωt). (61)

I området x > 0 existerar endast en transmitterad våg:

Etrans = E0transe
i(κx−ωt). (62)

där κ antas given.
Den totala lösningen i hela området blir således:

E(x, t) =

{
E0ine

i(kx−ωt) + E0refl
ei(−kx−ωt), x < 0

E0transe
i(κx−ωt), x > 0

.

Lösningen innehåller två okända konstanter (E0in är känd
från uppställningen av det fysikaliska problemet). Det krävs
därmed två randvillkor för att unikt bestämma lösningen till
detta problem. De två randvillkoren bygger på kontinuiteten
hos våglösningen och dess (rums)derivata. Det sistnämnda
följer ur antagandet att det ej finns fria laddningar i punkten
x = 0. I vidare beräkningar utelämnas den gemensamma
faktorn ei(−kx−ωt). Kontinuiteten innebär att

Ex<0(0) = Ex>0(0) =⇒ E0in + E0refl
= E0trans

, (63)

derivatans kontinuitet innebär att

E′
x<0(0) = E′

x>0(0) =⇒

ik(E0in − E0refl
) = iκE0trans

(64)

och dessa två ekvationer tillsammans ger till slut att

E0refl
=

k − κ

k + κ
E0in , E0trans

=
2k

k + κ
E0in . (65)

Den analytiska lösningen till detta problem är alltså

E(x, t) =

{
E0ine

i(kx−ωt) + k−κ
k+κE0ine

i(−kx−ωt), x < 0
2k
k+κE0ine

i(κx−ωt), x > 0
.

B. Fall 2

Vi har en infallande komplex våg som beskrivs av

Ein = E0ine
i(kx−ωt) (66)

och en reflekterad våg som ges av:

Erefl = E0refl
ei(−kx−ωt). (67)

Vi behöver också en transmitterad våg som går genom
området där brytningsindex i kvadrat är linjär. För att hitta den,
betrakta vågekvationen (redan fouriertransformerad i tiden):

v2E′′(x) + ω2E(x) = 0 =⇒ {v2 =
c2

n2
} =⇒

E′′(x) +
ω2

c2
n2E(x) = 0 =⇒ {n2 = lx+ 1, l > 0} =⇒

E′′(x) +
ω2

c2
(lx+ 1)E(x) = 0 (68)

där l = (n2
p − 1)/x1 om vi antar att n2

p är brytningsindex i
kvadrat inne i plasmat och den linjära modellen gäller mellan
0 och x1. Variabelbytet x̃ = βx+ γ där (k2 = ω2/c2)

β = − k2l

(−k2l)2/3
(69)

γ = − k2

(−k2l)2/3
(70)

reducerar denna differentialekvation till
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E′′(x̃)− x̃E(x̃) = 0

Denna ekvation ger Airy-lösningar [17]. Mer specifikt får
vi i vårt fall

Eai(x) = Ea Ai(βx+ γ) + Eb Bi(βx+ γ). (71)

Slutligen får vi precis som i fall 1 en våglösning för x > x1

som ges av:

Etrans = E0trans
eiκ(x−x1) (72)

(vågen börjar i x1). Givet att det ej finns någon fri yt-
laddning eller volymladdning på plasmats rand får vi följande
randvillkor för vågens reflektion/transmission (kontinuitet och
deriverbarhet):

E0in + E0refl
= Ea Ai(γ) + Eb Bi(γ) (73)

ikE0in − ikE0refl
= EaβAi′(γ) + Ebβ Bi′(γ) (74)

Ea Ai(βx1 + γ) + Eb Bi(βx1 + γ) = Etrans (75)

EaβAi′(βx1 + γ) + Ebβ Bi′(βx1 + γ) = iκEtrans. (76)

Ekvationerna (73)-(76) kan sammanfattas i en matrisekva-
tion för de okända parametrarna
{E0refl

, Ea, Eb, Etrans} om vi antar att E0in är given:



−1 Ai(γ) Bi(γ) 0
ik βAi′(γ) β Bi′(γ) 0
0 Ai(βx1 + γ) Bi(βx1 + γ) −1
0 βAi′(βx1 + γ) β Bi′(βx1 + γ) −iκ







E0refl

Ea

Eb

E0trans


 =




E0in

ikE0in

0
0


. (77)

Denna matrisekvation kan lätt lösas i t.ex. MATLAB för att
få fram de olika amplituderna.

C. Fall 3

Förfarandet i detta fall avviker från de två föregående fallen
genom att vi i härledningen betraktar E0trans

som känd för
att sedan finna ett värde på E0in och E0refl

. Dock är det som
tidigare E0in som är känd i den fysikaliska uppställningen.
Metoden är en form av kurvanpassning: E0trans ges ett
värde i på ett sådant vis att den slutliga lösningen ger det
värde på E0in som stämmer överens med den fysikaliska
uppställningen.

I området x < 0 har vi en infallande komplex våg som
beskrivs av

Ein = E0ine
i(kx−ωt), (78)

och en reflekterad våg som ges av:

Erefl = E0refl
ei(−kx−ωt). (79)

Den totala våglösningen i detta område är dessa superpon-
erade:

Ex<0 = Ein + Erefl = E0ine
i(kx−ωt) + E0refl

ei(−kx−ωt).
(80)

I området x > 0 existerar endast en transmitterad våg som
beskrivs av

Etrans = E0trans
ei(−kx−ωt). (81)

Brytningsindex modelleras med ekvationen

n2 = 1− a/x. (82)

där a är en parameter.
Vågekvationen leder till differentialekvationen

v2E′′(x) + ω2E(x) = 0 =⇒ {v2 =
c2

n2
} =⇒

E′′(x) +
ω2

c2
n2E(x) = 0 =⇒ {n2 = 1− a/x} =⇒

E′′(x) + (1− a/x)E(x) = 0. (83)

Den analytiska lösningen till denna differentialekvation är
en superposition av Whittaker funktioner [18].

För att finna exakta lösningar ansätts randvillkor. Rand-
villkoren är här att lösningen till differentialekvationen,
d.v.s. Whittaker funktionerna, konvergerar mot våglösningarna
ansatta i bägge områden då x → ∞ samt x → ∞

För att finna vilken linjär kombination av Whittaker funk-
tioner som råder betraktas området x < 0. Långt in i detta
område konvergerar lösningen som ovan nämnt mot den
transmitterade vågen. Matematiskt gäller det att bestämma de
två konstanterna α och β i ekvationen

αW (x) + βM(x) = E0trans
eikx. (84)

Detta görs genom att betrakta två punkter x0 och x1 som
ligger så pass långt in i området att våglösningen gäller. Detta
ger ekvationssystemet (på matrisform)

(
W (x0) M(x0)
W (x1) M(x1)

)(
α
β

)
=

(
E0transe

ikx0

E0transe
ikx1

)
. (85)

Genom att bestämma α och β har en unik lösning till
problemet funnits. Denna lösning kan användas i området
x < 0 för att finna de inkommande och reflekterade vågorna.
Förfarandet är densamma som ovan vid bestämmandet av α
och β. Två punkter x2 och x3 långt in i området x < 0
betraktas. Dessa två punkter ger ekvationssystemet

(
eikx2 e−ikx2

eikx3 e−ikx3

)(
E0in

E0refl

)
=

(
αW (x2) + βM(x2)
αW (x3) + βM(x3)

)
.

(86)
Lösningen till detta system ger en unik lösning till prob-

lemet uttryckt på ”vanlig” vågform

E(x, t) =

{
E0ine

i(kx−ωt) + ik+κ
ik−κE0ine

i(−kx−ωt), x < 0
2ik
ik−κE0ine

−κx−iωt, x > 0
.
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APPENDIX B
HÄRLEDNING AV DET MODKONVERTERINGS-ANPASSADE

B-FÄLTET

Antag att modkonvertering sker i intervallet [x1, x2].
Definiera xc = (x1 + x2)/2 vilket är mittpunkten av mod-
konverteringsintervallet. Lokalt gäller att magnetfältet ges av
B(x) = 1/x. Speciellt är då B1 = B(x1) = 1/x1,
B2 = B(x2) = 1/x2 och Bc = (B1 + B2)/2 = 1/xc

vilka fysikaliskt innebär magnetfältets styrka i x1, x2 re-
spektive xc. En bit utanför detta intervall ska B-fältet vara
approximativt konstant. Dessa egenskaper efterliknades med
arctan(r). Valet av r i argumentet har gjorts då x är reserverad
för förflyttningen i x-led i det verkliga problemet. arctan(x)
kommer inte att uppfylla kraven ställda på funktionen om x är
förflyttningen i x-led eftersom att arctan(xc) �= 1/xc. Dock
kommer r att bero på x linjärt. Utifrån ovanstående ska alltså
en funktion f(r) som beskriver magnetfältet vara på formen

f(r) = C arctan(r) +D, (87)

där C och D är konstanter som ska bestämmas. Väljs nu
r(xc) = rc = 0 fås

f(0) = B(xc) = Bc =⇒ D = Bc = (B1 +B2)/2

För att få ett nära konstant magnetfält utanför mod-
konverteringsområdet sätts limr→−∞ f(r) = B(x1) samt
limr→∞ f(r) = B(x2). Det första sambandet ger

−π

2
C +Bc = B1 =⇒ C =

2

π
(Bc −B1) =

2

π

B2 −B1

2
.

För att få en någorlunda bra approximation valdes också
funktionen på sådant sätt att derivatorna i xc är lika

dB

dx

∣∣∣∣
x=xc

=
df

dx

∣∣∣∣
x=xc

=
df

dr

∣∣∣∣
r=0

dr

dx

∣∣∣∣
x=xc

.

Med
df

dr

∣∣∣∣
r=0

= C

och
dB

dx

∣∣∣∣
x=xc

= − 1

x2
c

= −Bc

xc

blir
dr

dx
= −Bc

xc

1

C
=⇒ r = −Bc

xc

1

C
x+ x0.

x0 bestäms ur r(xc) = 0

0 = −Bc

xc

1

C
xc + x0 =⇒ x0 =

Bc

C
.

Allt detta ger slutligen

f(r) =
2

π

B2 −B1

2
arctan(r) +

B2 +B1

2
. (88)

APPENDIX C
HÄRLEDNING AV KOMPLEXA FÄLT ANPASSNINGEN AV

EKVATION 46

Vi vet att (46) är proportionell mot

Ix = êx · Re (E×B∗) . (89)

Vi vet att

E = Er + iEi (90)

samt att

B = k×E (91)

vilket insatt i (89) ger att

Ix = êx · Re(Er × k×Er + iEi × k×Er+

+Ei × k×Ei − iEr × k×Ei) =⇒

Ix = êx · (Er × k×Er +Ei × k×Ei)

Om vi nu försummar y-komponenterna i Er och i Ei får vi
att:

Ix ∝ Erz(k⊥Erz − k‖Erx) + Eiz(k⊥Eiz − k‖Eix). (92)
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CONTEXT I: WIND POWER GENERATION AND INTEGRATION

CHALLENGES OF WIND POWER

Climate changes have now lead to governments setting up clear guidelines to increase the renewable en-
ergy production. This is especially true in Europe, where the goal is that clean energy will stand for 20% 
of the total energy consumption by 2020. 

But what about the economic aspects? Will the energy sector have to lose its profitability? Will energy com-
panies have to sacrifice themselves in order for us to survive on planet earth? 

No. Wind power is actually a very low maintenance and highly profitable type of energy. Also, currently, with 
the high taxes on nuclear power in Sweden, wind power brings in more income for companies than nuclear 
power.

So why do companies not already install tons of wind power? The real challenge is the integration of renew-
able energy into the existing grid network. The existing power networks doesn’t content topologies that is 
needed to match the dynamic nature of wind power. Therefore, fundamental changes need to be made to the 
system in order to make the integration of wind power possible. These changes include changes as huge as 
transformations of the infrastructure, to changes as small as modifications on power electronics.

However, these challenges are not impossible to overcome and with enough ambition from governments and 
leading organisations, research in this field can be advanced. That accomplish a green future for us to live in
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The amount of wind-produced power in Europe 
has nearly tripled during the last years. Several 
governments have implemented national initi-

atives to replace fossil based power plants with re-
newable energy sources. This is a costly effort largely 
driven by a growing environmental awareness. The 
further increase of wind power penetration into the 
Swedish electrical distribution system though tech-
nically feasible, comes at a high cost. It is imperative 
that both the integration and operational aspects are 
well understood in order to provide efficient and cost 
effective solutions to the continued increase in wind 
power penetration.

The objective of this context consisted of a multi-
faceted analysis to ascertain if the integration of large 
wind power plants into the current power distribu-
tion systems is both technically and economically 
justified. In order to make this analysis exhaustive 
the objective was divided into three areas: integra-
tion challenges, wind power plant classification, and 
market analysis for profitability of wind power gen-
eration.

Project group I1 attempted to approximate the prof-
itability from operating a wind farm. Factors such as 
wind speed and the current electricity prices were 
considered. The Nordic electricity market as a whole 
is segmented in different trading electricity markets: 
for the purposes of this study, the markets that were 
considered are the day-ahead and the real-time mar-
ket. The amount of energy that is traded on either of 
these markets was optimized in order to maximise 
profits. To optimize the amount of electricity sold 
on the different markets, predictions of wind speed 
and electricity price had to be made. The wind pre-
dictions used in this study are based on a AR(2)-pro-
cess, which is commonly used for short-term wind 
prediction. The production was then calculated with 
the wind speed and the particular power curve from 
the Vestas V112/3 MW wind turbine. Estimations of 
the electricity price in the day-ahead and real-time 
markets were based on a Seasonal Integrated-ARMA 
process.

Project group I2 focused on analyzing different 
types of wind turbines. The group has identified 4 
major wind turbine types based on the control sys-
tems utilized to govern them. After describing each 
type, a comparison between the different types based 
on their features was carried out. Characteristics 
such power output quality, price, maintenance re-
quirements, and operation under faulty conditions 
were observed in order to find the best type of tur-
bine for future wind power installations.

Project group I3 researched the technical aspects of 
integrating a higher percentage of wind power plants 
into the power network. The emphasis of this project 
lies on the Swedish power grid. The central issue in 

integrating wind power lies in its variable nature. 
This is counterproductive in a system where balance 
is desired for optimal functioning. Nevertheless, the 
results of this study show that in the case of Sweden, 
the current power grid infrastructure can success-
fully incorporate a higher percentage of wind pow-
er penetration. However, the currently implemented 
solutions for balancing the network would require 
updating. Further studies in HVDC conductors and 
supercapacitor components is needed to improve the 
existing components in order to reach a better bal-
ance in a future where wind power has a high degree 
of penetration in the electrical grid.

Future projects could focus on the following as-
pects: 1) determine the optimal wind turbine size 
for the chosen location, 2) describe and compare dif-
ferent types of power converters that can be used in 
wind turbines, 3) HVDC development for wind pow-
er, 4) capacitors as a storage component, 5) more fo-
cus on sampling wind data from multiple nodes, 6) 
compare different kinds of renewables.

ETHICAL REFLECTION
The substantial increase in the standard of living for 
the developed nations over the last century has come 
at a cost: From ease of transportation to ever improv-
ing health-care, today’s society requires enormous 
amounts of energy to function and this dependence 
will only continue to increase with time. Additional-
ly, it is now generally accepted that global warming is 
directly related to the greenhouse effect caused by the 
pollutants released into the atmosphere by human 
activities; it is no longer a matter of debate, it is an 
established fact. This new environmental awareness 
has prompted governments to subsidize research on, 
and implementation of, sustainable power sources 
to replace legacy power producers such as polluting 
coal power plants or dangerous nuclear reactors. 

The driving force behind the increase of wind 
power generation is thus, at its core, an attempt to de-
crease the adverse effects on the environment caused 
by fossil-based power generation during the last 100 
years. In spite of the fact that the amount of installed 
wind power generators has increased dramatically 
in the last decade, one could ask why this seemingly 
ad hoc solution has not been implemented at a much 
larger scale by now. The answer to this question is 
technical in nature: we simply have not developed 
the required technology to cost-effectively produce 
the electronic components required to integrate wind 
power at a large scale. The voltage source convert-
ers, frequency converters and shunt capacitor banks 
used are still very expensive to produce. It is because 
of this that although the general consensus is that 
wind power plants are one of the best alternatives to 
satisfy the power demand of the future, it is impor-

CONTEXT I: WIND POWER GENERATION AND INTEGRATION
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tant to take into account the cost and impact of im-
plementing them in large scale. From the enormous 
capital required to construct the new infrastructure, 
to the negative influence they have on the fauna and 
people living near the area where they are construct-
ed, wind power plants are not a clear-cut answer to 
society’s energy demands.

Wind power plants are clean and run on a renew-
able resource, but they are expensive to implement 
and they do tax the ecosystems of the areas where 
they are built. However, this impact is not compara-
ble in extent or severity to the impact of not imple-
menting them as solutions to satisfy our current en-
ergy demands. While true that the daily operation of 
wind power plants effects a rather large area around 
them due to the turbulence they create and that birds 
do get killed by their rotors, many more ecosystems 
and their inhabitants are destroyed due to pollution 
and climate changes.

The continued increase of renewable energy gen-
eration will result in a paradigm shift within the en-
ergy sector. In Sweden alone, nuclear power stands 
for roughly 40% of the total electricity generation. To 
replace this with renewable energy requires a change 
in the Swedish energy market and, consequently, in 
all Nordic countries’ markets. Energy companies will 
have to restructure and reconsider their investment 
strategies to be able to successfully navigate this tran-
sition. In the process many specialists could possibly 
lose their jobs, but in contrast, new job opportunities 
would be created for sustainable power specialists 
and entrepreneurs.

The increase of wind power penetration does have 
some negative effects, but all in all it is one of the 
cleanest ways to produce electricity. It is always dif-
ficult to conclude that wind power plants are good. 
But since mankind does not want to change their life-
style, some sacrifices have to be made. The sacrifice 
that the wind power demands is not as great as many 
other production techniques.  

Nearby residents to the wind farms are affected 
by the wind turbine due to the fact that it causes a 
rumbling noise and castes shadows that could ap-
pear annoying. It is therefore plausible to place the 
wind farm off-shore where the wind conditions are 
more favorable. The turbines would thereby not be 
disturbing the surrounding

CONTEXT I: WIND POWER GENERATION AND INTEGRATION
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I1. WIND FARM SIMULATION

A Mathematical Model for Estimating the Daily
Profit of a Wind Producer

Alexander Kolmodin and Kristoffer Ravudd

Abstract—For a wind producer, revenue is obtained by selling
power in the day-ahead market and the real-time market or
through bilateral contracts between two parties. To estimate the
profit of a wind producer, uncertainties such as wind speed and
electricity prices has to be accounted for. This paper presents
a model for estimating daily profit of a wind producer in the
transmission grid. The uncertainty in wind generation, day-
ahead market price and real-time market price is modelled using
scenarios. A risk management is introduced to the model to
avoid that uncertainties divert the goal. The developed model
is applied to a small case study. The outcome of the project
is a mathematical model to measure the daily profit of a wind
producer who trades electricity in the Nordic electricity market.

I. INTRODUCTION

EARTH is burning. The record for the warmest year, since
the measurements started in 1880, was beaten by the

average temperature of 2014, and again the following year [1].
So the question now is, is it going to be beaten once more this
year? The impact of using the natural resources irresponsibly
by mankind are now beginning to show. The energy sector
stands for a lot of the carbon dioxide produced by mankind.
This is due to most of the worlds electricity is produced by
non-renewable energy sources such as coal and oil [2]. This
is not sustainable and the way the electricity is produced has
to change.

The EU-Parliament has set up guidelines that EU-countries
should have a combined total energy production with 20%
from renewable energy sources by 2020, and 27% by 2030 [3].
The renewable energy sector therefore have every opportunity
to grow. There are several different renewable energy sources,
but the one that has had the biggest impact on the electricity
production is wind power. According to [4] the electricity
produced by wind power plants in Sweden stood for almost
6% of the total electricity production in 2013. In 2014 the
electricity produced by wind energy in Sweden was 7% of the
total electricity production [4]. The generated wind power in
Europe stood for 13% in 2013 and 14% in 2014 of the total
electricity production[5].

It will be addressed that renewable energy sources does not
need to be non-profitable. The bigger the renewable sector
grows, the larger the economical impact will be. There are
different ways of optimising the profit of a wind power
plant. The producer can get revenue from selling electricity
certificate, bilateral contracts and from trading in the electricity
market. The trading ground for the electricity market in the
northern Europe is Nord Pool. The markets that will be
addressed are the day-ahead market and real-time market.

The aim of this project is to investigate if a wind power
plant will be profitable in a price area in Sweden. To do so a

case with 5 simulated wind turbines were created. They where
placed near Vättern, in the price area of SE3 in central Sweden.
The power generated is to be traded on the transmission grid
level. To get a realistic simulation of the profit the wind speed
and the electricity price were simulated one day ahead of the
sampled days. The tool for simulating the following day’s
price is a Seasonal Integrated ARMA process (SARIMA). This
method for price forecasting is used in[6], where it was used
for forecasting electricity spot price at the European Energy
Exchange. In [7] it was used for forecasting the Spanish
electricity price. The wind speeds for the following day were
simulated with an AR(2) process which is also used in [8].

In section II the revenue from electricity trading is elab-
orated. In section III the profits from electricity certificate
is further explained. The different forecasting methods are
explained in section IV. Section V shows the method for which
our case study is based on. The optimal bidding problem of
wind producer is displayed in section VI. The case study where
the results and discussion of this project is explained can be
found in section VII. In section VIII the methods are validated
and the approach of this project is compare against similar
other papers. Section IX discuss future work. And section X
show the conclusions that we made of the result.

II. REVENUE FROM ELECTRICITY TRADING

The electricity market in Sweden is operated through Nord
Pool which has a divided ownership by Sweden (Svenska
Kraftnät), Norway (Statnett), Finland (Fingrid) and Denmark
(Energinet.dk) [9]. The majority of the electricity traded in
the Nordics goes through the Nord Pool market. The Nordic
electricity market is divided into several bidding areas. Den-
mark is divided in to two areas, Norway five, Finland one and
Sweden four [10]. The considered markets in this project are
the day-ahead market and the real-time market. In the day-
ahead market bids are made for the following day. The real-
time market is working as a balancing market for the electricity
trade. There is also bilateral contracts, the intraday market and
forward markets.

A. Bilateral Contract
Bilateral contract is a contract between a producer and a

consumer. The contract declares which price the consumer
shall pay and how much power the producer must deliver.
The main objective of bilateral contracts are not to supply
electricity to a specific price, but a way of managing risks
in the market [11]. The contracts are not as affected by
the uncertainties as the producer gets a long term goal of
production instead of producing a certain amount for each
day.
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B. Day-Ahead Market

The day-ahead market (DAM), also called elspot, is the
primary market for electricity trading. Electricity for each hour
of the following day is traded between the producers and
buyers. The buyer has to estimate the required volume for
the next day and places bids for that amount [12]. Similarly,
the producer has to estimate the amount that can be delivered
and to what price it will be delivered. The bids are the sold
amount of power and is the power that will be delivered
the following day. The deadline for submission of bids is at
12:00 Central European Time (CET). As soon as the deadline
is reached, calculations of the price begins for each price
area. The electricity price can differ from the different areas
depending on the demand in the area of choice and capacity of
transmission. The prices for the DAM is released 12:42 CET
or later. From 00:00 the following day, the sold power begins
to be traded in the market.

C. Intraday Market

The intraday market, also called elbas, is a balancing market
where bids can be made on the same day as the electricity is
delivered. It is a market that can compensate for the imbalance
caused by for example malfunctioning energy sources. At
14:00 CET, the capacities for the intraday is released and the
bids can commence. Bids can be made until one hour before
the delivery. The highest buy price and lowest sell price are
prioritised in the market as the best prices come first [13].

D. Real-Time Market

The real-time market (RTM) is mainly used for adjustment
to make sure that the right amount of energy is delivered to the
grid. Adjustments can be made until half an hour before the
energy is going to be supplied for the given hour. If a producer
has an excess of energy compared to the amount that was sold
the previous day, the excess can be sold for the RTM price
which is the DAM price or less. If the producer on the other
hand produced less electricity than promised, the deficit has
to be bought for the price of the DAM or higher.

E. Forward Market

There are many risks associated with electricity power
production. One of the bigger is the risk that a producer, with
electricity to sell, is without a buyer due to excessive power
in the system. To minimise the risk of this, the power can be
sold, as mention earlier, via bilateral contracts. It can also be
sold as derivatives on Nasdaq OMX Commodities [14]. The
different derivatives that can be sold and bought at Nasdaq
are options and forwards. With an option you have the right
to sell or buy a certain amount of electricity but you are not
obliged to do so. Forwards, on the other hand, obliged you
to fulfil the contract [15]. The contracts can span in different
time periods, for example daily, weekly, monthly or yearly.

III. REVENUE FROM ELECTRICITY CERTIFICATE MARKET

Electricity certificates are given from the Swedish energy
authorities [16] to all producers that produce renewable energy.
The certificates are later sold to the consumers that have to
buy a certain amount of certificates or they will be fined. The
reason these exists are to help the renewable producers to
establish a feasible business and to help the investors manage
the risk that is related to a investment of this magnitude [17].

IV. STATISTICAL MODELS

A. SARIMA Model

Seasonal Autoregressive Integrated Moving Average
(SARIMA) is used in different areas such as econometrics
and time-series analysis. The conventional way of writing
a SARIMA model is: ARIMA(p, d, q)(P,D,Q)m where p
stands for the order of the autoregressive part, d for degree
of the first differencing involved and q stands for the order
of the moving average part. The corresponding capital letters
stand for their seasonal equivalence and m stands for the
amount of periods per season [18]. SARIMA models are
well suited for estimating the curve-form of a repetitive time
series [19]. In equation (2) the general SARIMA model is
displayed.

To make the the lags in the time series equation more
comprehensible a back-shift notation will be introduced in (1)
and further used in equation (2) and (3).

Bnyt = yt−n (1)

(1−
p∑

n=1

(ϕnB
n))(1−

P∑
n=1

(ΦnB
mn))

(1−
d∑

n=1

(Bn))(1−
D∑

n=1

(Bmn))yt =

(1 +

q∑
n=1

(ϑnB
n))(1 +

Q∑
n=1

(ΘnB
mn))εt

(2)

B. AR Model

The autoregressive (AR) model uses historical data to
predict the future data. The model does this with the as-
sumption that the future data will linearly depend on the
historical data[18]. yt in equation (3) symbolises the data of
the AR(p) process. εt in equation (3) below represents the
stochastic white Gaussian noise with the normal distribution
εn ∈ N(0, σ2

ε ) and the c symbolises a constant.

yt = c+ (

p∑
n=1

(ϕnB
nyt)) + εt (3)

V. REPRESENTATION OF UNCERTAINTY

A. DAM Price Scenarios

For the DAM price, a special model of ARIMA was used.
In this project, only the weekdays are included. This is to
remove the differences of the weekend electricity demand to
get a repetitive curve shape. The demand of electricity is
approximately periodic with a period of 24 hours. This leads
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to a electricity price with the same behaviour every day. The
electricity price first peaks on the morning just before lunch
and then often a smaller peak on the afternoon. This is due to
the demand for electricity is the highest around those times.
To get a good estimation with the knowledge of the data,
SARIMA was used. The model was seasonal with a 24 periods
equalling the hours. As shown in [20], a simplified SARIMA
is used in the DAM price forecasting.

(1− ϕ1B + ϕ2B
2)(1− Φ1B

24)(1−B24)yt =

(1 + ϑ1B)(1 + Θ1B
24)εt

(4)

B. RTM Price Scenarios

The RTM price is determined from the energy imbalance
in the system. For every hour, a up-regulation and a down-
regulation price is set. The up-regulation indicates a lower
production in the system or higher consumption than expected.
The down-regulation suggests a higher production or lower
consumption. Table I explains how the RTM price is set.

Table I
THE RTM PRICE SCENARIOS

Up-regulation Down-regulation
The producer has an
excess of energy λRT

t = λD
t λRT

t < λD
t

The producer has a
deficit of energy λRT

t > λD
t λRT

t = λD
t

In table I λD
t represents the DAM price and λRT

t is the
RTM price for hour t. As can be seen, during a up-regulation
hour, a producer with a deficit of energy has to pay the RTM
price which is higher than the day-ahead price. That is because
the producer is contributing to the negative imbalance in the
system. On the other hand, a producer with an excess of power
can sell it to the system operator for the DAM price as it will
compensate the imbalance. On the contrary, during the down-
regulation, a producer with an excess can sell the surplus for a
price lower than the DAM price as it contributes to the system
positive imbalance. As well, the producer with a deficit amount
of power can buy the difference for the DAM price as the
producer makes up for the positive imbalance in the system.

From table I, the following two criterias can be formed:

λRT+
t ≤ λD

t (5)

λRT−
t ≥ λD

t (6)

where λRT+
t (λRT−

t ) represents the RTM price of a producer
with excess (deficit) of power. From equation (5) and (6) the
follwing coefficients are defined as the ratio between the RTM
price and DAM price

k+t =
λRT+
t

λD
t

, k+t ≤ 1 (7)

k−t =
λRT−
t

λD
t

, k−t ≥ 1 (8)

The RTM price was in this study estimated with SARIMA,
as equation (1). From table I it is seen that λRT+

t = λD
t during

up-regulation hours and λRT−
t = λD

t for down-regulation. The
coefficients in equation (7) and (8) then gives a relation such
that k+t = 1, if k−t �= 1 and the other way around. From that
relation, we define the coefficient

kt = k+t + k−t − 1 (9a)

which with the relation between (7) and (8) equals

kt =

{
k+t , if k−t = 1 (Down-regulation)
k−t , if k+t = 1 (Up-regulation)

(9b)

The coefficient in (9) will graphically show whether it is a
up- or down-regulation hour. Three coefficient scenarios were
created by creating three different white noises.

C. Wind Generation Scenarios
1) Wind speed scenarios: The wind speed was estimated

with an AR(2) model, as presented in equation (10). As it
is stated in [8], the autoregressive function works well for
short time predictions of wind speed. The forecast will span
24 hours in to the future, therefore an AR-process will suffice.

yt = c+ ϕ1yt−1 + ϕ2yt−2 + εt (10)

In equation (10), yt is represented as the wind speed. Three
scenarios were created by using the different white noises.

2) Transformation of wind speed to wind generation: When
choosing a wind turbine model, the power curve for that model
was acquired. The power curve was fitted to the wind speed
with linear approximation, giving three scenarios for the wind
generation.

VI. OPTIMAL BIDDING PROBLEM OF WIND PRODUCER

The wind producers profit maximisation problem is formu-
lated as an optimisation problem. The total profit of the wind
producer is presented in equation (11).

πt = πD
t + πRT

t (11)

where πD
t and πRT

t is the profit from the DAM and RTM.
Equation (11) can be expanded into the following

πt = gλD
t +∆+

t λ
RT+
t −∆−

t λ
RT−
t (12)

where g is the amount of power sold in the DAM and ∆+
t

(∆−
t ) denotes the total amount of excess (deficit) power for

the producer in hour t. Notice that g is equal to the bid in
the DAM. The wind producers bidding problem is set out in
equation (13)

Maximise
gt∀t;∆+

t ∀t;∆−
t ∀t

π =

Nt∑
t=1

(gtλ
D
t +∆+

t λ
RT+
t −∆−

t λ
RT−
t )

(13a)
Subject to 0 ≤ gt ≤ Pmax, ∀t ∈ T (13b)

∆t = Wt − gt, ∀t ∈ T (13c)

∆t = ∆+
t −∆−

t , ∀t ∈ T (13d)

0 ≤ ∆+
t ≤ Pmax − gt, ∀t ∈ T (13e)

0 ≤ ∆−
t ≤ gt, ∀t ∈ T (13f)
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with Pmax being the maximum power generation for the
wind turbines along with gt and Wt being the sold amount of
power on the DAM and produced wind power for hour t. ∆t

denotes the total power deviation for the producer and Nt is
the total amount of hours. Constraint (13b) is limiting the sold
amount of power in the DAM to maximum power generation.
Equation (13c) and (13d) defines the total power deviation
and explains that the difference between produced power and
sold amount of power is equal to the difference between the
excess and deficit in hour t. Constraint (13e) is limiting the
positive deviation to not exceed difference between maximum
generation and sold amount of power. Lastly, constraint (13f)
is limited by the sold amount of power in the DAM.

A perfect estimation is not guaranteed, scenarios for the bid-
ding problem is therefore introduced. NS is presented, being
the amount of scenarios to be observed. NS = NwNDNRT

is the product of amount of wind generation scenarios Nw,
amount of DAM price scenarios ND and amount of RTM
price scenarios NRT . Problem (13) will be expanded with
NS scenarios. The scenarios are considered to be normally
distributed with equal probability of occurrence, meaning
P (S) = 1

NS
.

Using the ratios from (7)-(8) and adding scenarios, the
problem in (13) is elaborated to the optimisation problem in
(14).

Maximise
gt∀t;∆+

t ∀t;∆−
t ∀t

E[π] =

NS∑
n=1

Nt∑
t=1

λD
t

NS
(gt +∆+

t k
+
t −∆−

t k
−
t )

(14a)
Subject to 0 ≤ gt ≤ Pmax, ∀t ∈ T (14b)

∆t = Wt − gt, ∀t ∈ T (14c)

∆t = ∆+
t −∆−

t , ∀t ∈ T (14d)

0 ≤ ∆+
t ≤ Pmax − gt, ∀t ∈ T (14e)

0 ≤ ∆−
t ≤ gt, ∀t ∈ T (14f)

∆+
t ,−∆−

t ≥, ∀t ∈ T (14g)

Because of the uncertainties, a risk management is intro-
duced.

A. Risk Management

The risk management is introduced to reduce the risk that
comes with uncertainties. This is in order to assure that the
uncertainties does not divert the endeavour of the goal. A risk
factor is introduced as follows

CV aR = (ϑ− 1

1− α

NS∑
s=1

1

NS
πS) (15)

with ϑ being a variable used to help estimate the risk, α
being the confidence degree and πS being another helping
variable to estimate the CVaR [21]. The optimisation model
in problem (16) includes the risk-factor CVaR as follows

Maximise
gt∀t;∆+

t ∀t;∆−
t ∀t

E[π] =

NS∑
s=1

Nt∑
t=1

λD
tS

NS
(gt +∆+

tSk
+
tS −∆−

tSk
−
tS)

+ β(ϑ− 1

1− α

NS∑
s=1

1

NS
πS)) (16a)

Subject to 0 ≤ gt ≤ Pmax, ∀t ∈ T (16b)
∆t = Wt − gt, ∀t ∈ T (16c)

∆t = ∆+
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πS ≥ 0, S = 1, 2, ..., NS (16i)

where constraint (16b)-(16g) are from problem (14) and (16h)
constraints the CVaR risk as well as (16i) constraints πS to
be non-negative. β is the parameter which measures the risk.
β = 0 reproduces the optimisation problem in (14) and is
therefore equivalent to the producer being risk-neutral. As the
parameter β increases, the producer becomes more risk-averse,
meaning the producer avoids risks.

VII. CASE STUDY

The tools for which the calculations were made are Matlab,
R programing and GAMS. R was used for estimating the
SARIMA model parameters for DAM and RTM coefficients.R
was also used for estimating the parameters for the AR(2)
model. Matlab was used to plot the various graphs and also
for estimating the wind curves using the coefficients from R.
For optimising the profit and the risk taking in the Day-ahead
bidding, GAMS was used.

The wind turbine that was used for calculating the generated
power from different wind speeds was a Vestas V112 - 3.0
MW. According to [22], it is a full scale converter with a tower
height of 69 meters. The wind farm consists of 5 wind turbines
with a maximum generation of 3MW. A total of 15MW is
therefore installed. The data that was used to fit the coefficients
for the DAM price scenarios originates from [23]. The data to
fit the coefficients for the wind speed is from [24]. The data
stretched from January 1st to July 29th to forecast the 30th
of July. The DAM price sampled 3600 of the 5040 hours, the
weekends were excluded due to price irregularities. The wind
speed estimation sampled the data from the first 5040 hours
of year 2014.

A. DAM price scenarios

Figure 1 displays the prediction of the DAM price in
comparison with the actual price for a 72 hour forecast. The
Mean Squared Error is calculated to get the mean procen-
tual error of 4.38% for the prediction in comparison with
the actual price. The graph was created by equation (4).
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The SARIMA model that was used had the parameters of
ARIMA(2, 0, 1)(1, 1, 1)24 and coefficient values of ϕ1 =
0.6774, ϕ2 = 0.1870, Φ1 = 0.2271, ϑ1 = 0.4217 and
Θ1 = −0.9026.

Price curve

Figure 1. The day-ahead price curve of price-area SE3 from the 30th of July
to 2nd August 2014

The price forecast, as shown in figure 1, gave promising
fit for a period of 72 hours ahead. The equation in (4) had a
mean procentual error of 4.38%. To minimise the error was
not our main objective, so no focus was put on improving it.

B. RTM price scenarios

The graphs in figure 2 represents the ratios between RTM
and DAM price in equations (7)-(9)

Coefficients k+t ,k−t and kt

Figure 2. The coefficients for the ratio between real-time and day-ahead price

By viewing the graphical representation of kt, it is from (9b)
simple to see whether it is a down- or up-regulation for the
given hour. There is a down-regulation when k+t differs from
1 and a up-regulation when k−t differs from 1. When kt > 1,
there is a up-regulation, and the opposite when kt < 1.

C. Wind generation scenarios

In figure 3 the wind speed curve is displayed, the different
scenarios were created from equation (10) with different white
noise.

Wind speed curve

Figure 3. The Wind speed curve estimated/real in the Vättern area

The power curve seen in figure 4 originates from the wind
turbine found at [25], to note is that this models successor
can be found at [22]. The model that was used to estimate
the wind speed curve was an AR(2) model. As was stated in
[8], an AR(2) model would suffice for short term wind speed
prediction. The equation of the AR(2) model can be seen in
(10). The coefficients were ϕ1 = 0.7232 and ϕ2 = 0.1873
while σ2

ε was equal to 1.1832.

Power curve

Figure 4. The power-curve of one Vestas V112-3.0MW

In figure 5 the wind generation of one Vestas V112-3.0MW
is displayed. The curve was produced by fitting the wind speed
in figure 3 to the power curve of the Vestas wind turbine seen
in figure 4.

Power production curve

Figure 5. The electricity production of 24 hours of one Vestas V112-3.0MW
Wind turbine
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As can be seen in figure 3, three different wind scenarios
where produced. All three scenarios originates from the same
equation with only the white noise as a difference. The white
noise is an important part when forecasting the stochastic
behaviour of the wind speed, but can sometimes make the
forecast unusable. The fact that each sample of 1 to 24
hour forecast utilises different white noise, one can easily
understand that the error in the forecast can increase rapidly.

D. Optimal bidding

Table II below presents the total profit gained from one
scenario as a risk-neutral (β = 0) and risk-averse (β = 1)
producer. The profit was estimated from the optimisation
problem in (16).

Table II
TOTAL PROFIT AS RISK-NEUTRAL AND RISK-AVERSE

β = 0 β = 1
Total profit 4350.174 4348.303

In figure 6, the maximised profit and optimal bid is
presented in the cases when k in (9b) differs. The RTM
coefficients are displayed in separate graphs. The system is
in the two scenarios fixed on either up-regulation or down-
regulation by only changing one coefficient value. When a
coefficient differs from 1, the other coefficient is equal to 1.
The model is therefore aware of the of the system imbalance
and provides an optimal solution accordingly to the market
prices in table I.

Profit development

Figure 6. Profit development with different k-values when it is down-
regulation (k+ < 1) and up-regulation hour (k− > 1)

Figure 7 displays the deviation of the producer as the
sold amount of power is altered. It can be explained by the
constraints (16c)-(16d). When the the sold amount of power
increases, the positive deviation ∆+ decreases. When the
positive deviation reaches 0, the negative deviation ∆− starts
to increase. This is at the point when the sold amount of
power in the DAM exceeds the generated wind. When the
sold amount of power is 0 the positive deviation ∆+ is 1.3
MW which is the power generated on hour t13.

Figure 8 displays the profit during up-regulation in t13 as the
sold amount of power increases. Demonstrating the effect of
the profit when the sold amount of power exceeds the produced
wind power.

Progression of deviation

Figure 7. Relation between ∆+ and ∆− when the bids increase from 0 to
Pmax (Installed capacity)

Profit during up-regulation

Figure 8. Profit from up-regulation for different bids in hour t13

In table II the total profit for scenario S22 is displayed,
showing a decrease of profit as the producers becomes risk
averse. The producers does not take as big of a risk leading
to a loss of profit. One of the reasons that the loss in profit
is so small can be due to fact that up-regulation hour was
dominating for the forecasted day. This leads to a producer
that sells less power in the DAM. Since we were only looking
at one day, we can not elaborate this theory further.

The profit development when the coefficients are changed
in figure 6 shows that the profit for up-regulation and down-
regulation are the same. The difference is the sold amount of
power made on the DAM. The coefficients are fixed and the
system is therefore aware if it is a up- or down-regulation. An
optimal solution for the down-regulation is therefore to sell the
highest amount of power possible, equalling the total power
generation in the farm. With the knowledge gained from the
price in table I, the price to buy the negative deviation ∆−

equals the DAM price. Instead of risking that the generated
wind power exceeds the sold amount of power, the bid is put to
15MW to avoid any positive deviation ∆+ since that deviation
sells for a price less than the DAM price. Likewise, during
the up-regulation, the optimal solution would be to sell all the
power in the RTM as the price for the positive deviation equals
the DAM price. Therefore, the producer does not risk to get
any negative deviation, as the price to buy the imbalance is
higher.

Figure 7 further shows how the deviation is changed as
the sold amount of power is increasing. By looking at the
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constraints (16c)-(16d), it is seen that the total deviation ∆ is
decreasing with an increasing bid. The generated wind power
is from t13 and is therefore constant. This explains figure 6.
When there is a up-regulation, the sold amount of power in
the DAM is 0 to get the maximum positive deviation ∆+

max

and sell it on the RTM. Similarily, when there is a down-
regulation, the sold amount of power in the DAM is put to
the total generation in order to sell as much as possible on the
DAM and buy the remaining power in the RTM

When the total deviation equals 0, that is ∆+ and ∆− is
0, the sold amount of power equals the generated wind power
according to constraint (16c). This is the result of a perfect
forecast, which in any case would give the maximum profit
whether it was up- or down-regulation. The coefficients were
in this case fixed, forcing the system to go in to a down- or
up-regulation. In reality, perfect knowledge about the system
imbalance is impossible to achieve, it is therefore no certain
way of knowing if it is a up- or down-regulation.

When a prediction for the coefficients in figure 6 is wrong,
the system could interpret to sell more power on the DAM
than required on a up-regulation hour as shown in figure 8. As
soon as the sold amount of power exceeds the generated wind
power, the profit starts to decrease. If the generated power
is as low as it was in hour t13, a miss predicted coefficient
could have resulted in a negative profit if the sold amount of
power was maximised. It is therefore plausible to get a perfect
forecast, so the sold amount of power equals the generated
power as explained above, for a maximised profit.

VIII. METHOD VALIDATION

The method studied in this paper originates from [20] the
main reason that this model where used is due to the similar-
ities that this paper have with theirs. The main difference is
that this paper focuses on the Nordic electricity market [23].

1) Estimation of wind power generation in this study: The
wind data used in this study was collected by [24] in the central
of Sweden, near Vättern from 1st of January 2014 to the 29th
of July 2014. The AR(2) model used in both this paper and
in [20] are widely used for short term forecasting of wind
speed. In [26] it is used as a reference mark for another wind
forecasting method. As has been stated in [17], the AR model
is not the best method since wind direction is not considered
but in our case the direction is not of interest. This due to the
fact that the wind farms considered in this text are presumed
to always be turned against the wind for maximum power
generation.

Another way of estimating the production of a wind farm
would be to sample historical production data and using that
to train the AR model. This would eliminate the error that
occurs when the wind speed is fitted to the power curve using
linear approximation.

2) Estimation of price scenarios in this study: The price
data used in [20] where collected on the Iberian Peninsula from
the period: workdays between October 2007 to Mars 2008. The
Iberian Peninsula is located in the southwest corner of Europe
and is populated by countries like Spain and Portugal. The
price data used in this paper was collected in the price area

of SE3 in Sweden from the 1st of January 2014 to the 29th
of July 2014. Because of irregular electricity prices during the
weekend, only workdays were sampled and then later used to
get the parameters for SARIMA. In [27] an ARIMA model
was used for forecasting electricity price. In this paper and
in [20] a SARIMA model was used because of the seasonal
pattern showed in figure 1. The seasonality stretches from hour
0 to 24 and 24 to 48 and so on, in other word daily. There
are more advanced and elaborated methods of forecasting the
electricity price, for example stochastic programming [28]. But
since this paper can afford an error of 4.38% for the price
forecast, this was not our main concern.

3) Optimisation of total profit in this study: The results
from the predictions were used in the optimisation problem.
The method in use is a simplified model of the one used in
[20]. Their method includes an intraday market where bids are
made on the same day as the power should be delivered. Our
model is suited for the state of the Nord Pool Spot electricity
market with one market for the day-ahead trade and another
to correct the imbalances of the bids by the producers.

IX. FUTURE WORK

For a further study in this topic, development of some of
the methods would be desirable. For example, the AR-model
could be changed to a more complex forecasting method like
the SARIMA models that were used in this paper for the price
forecast. Instead of daily seasonality, the seasonality would be
yearly or perhaps monthly. A change that could really improve
the wind speed forecast would be to increase the amount of
different locations that the historical data are collected from.
The reason that this probably would make a huge difference
is that the wind is a stochastic phenomena, and more data
from the same spot or a different forecasting method would
not change the fact that the wind speed appears more or less
random. The weather phenomenas on a global scale are not
random though. If wind speed data from different parts of a
larger geological area could be processed, a correct forecast
in the middle of this geological area could be achieved.

X. CONCLUSION

It can be concluded that a producer can never gain anything
from providing the wrong electricity production forecast. The
relationship between the two possible outcome of the wrong
forecast was displayed. Either the producer has a excessive
amount of power to sell or he has a deficit of power that he
has to buy on the RTM. If a perfect prediction of the future
up- or down-regulation can be provided, the profit will remain
unchanged for both deficit and excessive power amount. This
is due to the fact that if the producer can not supply the power,
and he knew that there was an upcoming down-regulation, he
would profit as much as he would lose if the bid was equal to
the generated wind power, even though he had a deficit. He
would have sold the maximum amount of power on the DAM
and bought the deficit amount on the RTM without losses. If
the producer knew that there would be an up-regulated hour, he
would not sell any power on the DAM. This because he would
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have had to pay a price, higher or equal, to the DAM price
for the negative deviation if not enough power was supplied.

In the real world, where a perfect knowledge of the im-
balance prediction is impossible, the perfect scenario would
be to bid the same amount of power on the DAM as will be
supplied the following day. To minimise the total deviation for
the producer would in all cases be the most profitable, which
occurs when a perfect forecast is achieved.
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Abstract—Wind power is one of the cleanest ways to produce 

electricity. It is also the fastest growing energy source and has 
become the main investment area for energy companies. Building 
a wind farm requires a large amount of capital. It is therefore 
crucial to make sure that the farm will return profit in the long 
haul. This project is part of a larger project, with the purpose of 
providing enough information to make sure a wind farm will be 
profitable for the investors. The focus of this subproject is 
determining the best type of wind turbine for future wind farm 
projects. Through literature reading, an analysis of the main 
components in a wind turbine has been provided in order to
better understand the differences between the different types of 
available wind turbines. The provided classification of turbines is 
based on the operation speed and control systems of the turbines. 
There are four main types, ranging from fixed speed with no 
converter to variable speed with full-scale converters. After 
thorough analysis, the project group has come to the conclusion 
that variable speed wind turbines with full-scale converters are 
the optimal choice for future wind power plants. Mainly because 
of the high power quality, but also because of the network 
support they provide.

I. INTRODUCTION

limate changes have lead governments around the world 
to strive for replacing fuel based power plants with 

renewable energy sources [1]. In Europe, renewable power 
installations in 2014 accounted for 79.1 % of all new 
installations, out of which 55.4 % consists of wind power [2]
and the trend of installing wind power plants is increasing. 
The European Wind Energy Association expects wind power 
to supply 14-18% of European electricity demand by 2020 [3].
Before installing wind power plants (WPP), it is important to 
analyze different aspects of the project, such as the location, 
type of grid connection and type of wind turbines. There are 
many different ways of classifying wind turbines (WT), for 
example based on axis orientation (horizontal/vertical), rotor 
position (upwind/downwind), number of blades, etc. [4]. A
crucial difference between wind power and conventional 
energy sources is the uncontrollable nature of the wind. 
Therefore, the increase in wind power penetration levels will 
affect the power grids and the quality of output power [5]. The 
wind speed varies independent of the electricity consumption 
demands, and if not handled properly, this leads to 
disturbances in the power system [6]. The way a turbine 
functions in varying wind speed is therefore an important trait 
of the turbine. The operational speed of commercial WTs 

varies from constant synchronous speed, so called fixed speed 
turbines, to completely variable speed [7]. Also important is 
how the turbine controls its output power. In this matter, 
turbines vary from no control on output power, where 
variations in wind speed directly translates into variations in 
output voltage frequency, to full control turbines, where the 
output frequency is completely independent of the wind speed
[6]. A common used topology is therefore based on the type of 
speed- and power controls that are employed in the WT [6].
The aim of this project is to investigate which turbine type is 
preferable in order for a large wind farm to be profitable. To 
this end, a description of common turbine components and 
their functions is provided. Further in the report the four main 
types of wind turbines are described and analyzed. At last, an 
overview of possible future wind turbine technologies is 
provided.

The wind turbine classification here is based on the type of 
speed- and power control.  Since over 99% of installed wind 
turbines are of the 3-bladed, horizontal axis type [8], this 
project is based on the further classification of these turbines. 
Also, the turbines are analyzed for grid integrated wind parks, 
and island operation is not considered in this project.

II. TURBINE COMPONENTS

As any other modern device, there are approximately 8000
components in a wind turbine [9]. Some components are 
common in all types of turbines, and some are only used in 
specific types. To describe all the components and all their 
types is not possible. Therefore, only the main components, 
common to all or most wind turbines, will be described here.

A horizontal axis wind turbine consists of 5 main parts: the 
blades, the hub, the nacelle, the tower and the foundation. The 
nacelle is the most complicated part of a turbine, and houses
the major electrical components. An overview of the main 
components in a wind turbine is shown in Figure 1. In the 
following sections, each part will be described separately.

A. Blades
A wind turbine blade is an airfoil, interacting with the wind. 

The blades capture the mechanical energy of the wind and 
convert the translational motion of the wind into rotational 
motion.

The wind force interacting with the turbine blades can be 
divided into two forces, a drag force and a lift force. In 
horizontal axis wind turbines, the lift force is exploited and it 
is the lifting force that makes the blades rotate. To maximize 
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the aerodynamic efficiency, the blades are designed to 
increase the lift force and decrease the drag force since it 
causes wear and tear.

Figure 1. Wind Turbine Components. Figure from [10]

According to [8] the lift force increases with distance from 
the hub. When designing the blades, it is therefor important to 
minimize the mechanical resistance near the hub and make it 
so that there is a good lift. The typical shape of a blade and its 
cross sectional area can be seen in Figure 2.

Figure 2. Cross sectional areas of a blade. Figure from [8]

The rapid changes in wind speed causes mechanical stress in 
the hub, which decreases the lifetime of a turbine. In order to 
minimize the mechanical stress, the cross sectional area is 
largely dimensioned. This increases the stiffness in the blades 

and decreases the wear and tear.
In average, the blades stand for about 22% of the value of a 

wind turbine [11] and are made of light and bearable materials 
with high stiffness [8, 11]. The most common materials used 
in blades are fiber reinforced polymers [8]. Another suitable 
material is vacuum resin infusion. This material is new but is 
becoming more popular [11]. The most common length among 
wind turbine blades is 40 meters [11].

B. Hub
The hub connects the blades to the gearbox system inside 

the nacelle. The connection between the blades and the hub 
varies in angle and constancy. There are three main types of 
connection (see Figure 3) and thereby three main types of hub.

• Rigid hub
• Teetering hub
• Hinged hub

The hub houses the pitch control system, which is the most 
common mechanical control system implemented in wind 
turbines. For an overview on control systems see section V.

The material used in the hub is steel or spherical iron [8].

Figure 3. Different types of hub. Figure from [8]

C. Nacelle
The nacelle connects the hub to the turbine tower. The 

gearbox system, the mechanical brakes, the generator and the 
electrical circuitry are housed inside the nacelle. This is the 
part where the mechanical energy is transformed into 
electrical power.

About 70% of the installed wind turbines have a nacelle 
made of steel [12]. Other materials used in nacelles are 
copper, aluminum [12] and spheroidal graphite iron [8].

In the following sections, different parts of the drivetrain 
inside the nacelle are described in detail.

1) Gearbox
The typical rotational speed of the blades is between 5 

and 20 rpm, while the conventional generators have a 
rotational speed of 750 or 1500 rpm [6]. Therefore, most 
turbines today use a gearbox system to step up the speed of 
the blades to match the generator rotor speed.

The gearbox is subject to a great deal of wear and tear 
and is one of the most high maintenance parts of the 
turbine [12]. It also generates noise, which is one of the 
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the aerodynamic efficiency, the blades are designed to 
increase the lift force and decrease the drag force since it 
causes wear and tear.

Figure 1. Wind Turbine Components. Figure from [10]

According to [8] the lift force increases with distance from 
the hub. When designing the blades, it is therefor important to 
minimize the mechanical resistance near the hub and make it 
so that there is a good lift. The typical shape of a blade and its 
cross sectional area can be seen in Figure 2.

Figure 2. Cross sectional areas of a blade. Figure from [8]

The rapid changes in wind speed causes mechanical stress in 
the hub, which decreases the lifetime of a turbine. In order to 
minimize the mechanical stress, the cross sectional area is 
largely dimensioned. This increases the stiffness in the blades 

and decreases the wear and tear.
In average, the blades stand for about 22% of the value of a 

wind turbine [11] and are made of light and bearable materials 
with high stiffness [8, 11]. The most common materials used 
in blades are fiber reinforced polymers [8]. Another suitable 
material is vacuum resin infusion. This material is new but is 
becoming more popular [11]. The most common length among 
wind turbine blades is 40 meters [11].

B. Hub
The hub connects the blades to the gearbox system inside 

the nacelle. The connection between the blades and the hub 
varies in angle and constancy. There are three main types of 
connection (see Figure 3) and thereby three main types of hub.

• Rigid hub
• Teetering hub
• Hinged hub

The hub houses the pitch control system, which is the most 
common mechanical control system implemented in wind 
turbines. For an overview on control systems see section V.

The material used in the hub is steel or spherical iron [8].

Figure 3. Different types of hub. Figure from [8]

C. Nacelle
The nacelle connects the hub to the turbine tower. The 

gearbox system, the mechanical brakes, the generator and the 
electrical circuitry are housed inside the nacelle. This is the 
part where the mechanical energy is transformed into 
electrical power.

About 70% of the installed wind turbines have a nacelle 
made of steel [12]. Other materials used in nacelles are 
copper, aluminum [12] and spheroidal graphite iron [8].

In the following sections, different parts of the drivetrain 
inside the nacelle are described in detail.

1) Gearbox
The typical rotational speed of the blades is between 5 

and 20 rpm, while the conventional generators have a 
rotational speed of 750 or 1500 rpm [6]. Therefore, most 
turbines today use a gearbox system to step up the speed of 
the blades to match the generator rotor speed.

The gearbox is subject to a great deal of wear and tear 
and is one of the most high maintenance parts of the 
turbine [12]. It also generates noise, which is one of the 

I2. SPECIFICATION AND CLASSIFICATION OF WIND POWER PLANTS

drawbacks of wind power plants. It is therefor desirable to 
eliminate the gearbox. In newer turbine models, direct 
drive generators are used, which can operate without a 
gearbox. These generators are mostly used in type D
turbines (see section XI).  The gearbox is expected to be 
eliminated in the future [13].

2) Generator
The generator converts the kinetic energy of the shaft into 

electrical power. Because of the importance of the 
generator and the extent of information gathered, the 
generator is described in detail in section III.

3) Power Electronics
There are several types of power electronics used in wind 

turbines. These components will also be described in a
separate section (see section IV). 

D. Tower
There are two main types of towers; lattice towers, also 

called truss towers, and tubular towers, as shown in Figure 
4. The most common type of tower is the tubular tower, 
which provides easier and safer access to the nacelle 
through an internal stairway or elevator. The lattice towers 
were more common in the 1980’s [8] but are now very rare
[14].

According to [12], 98% of towers are made of steel and 
2% are made of reinforced concrete. When choosing the 
height of a tower, two factors must be taken into account. 
The tower should be high enough to lift the nacelle to
higher altitudes where the wind is stronger and the wind 
speed is more constant[14]. They should also be taller than 
any tree or building in the surrounding area [14]. The 
length of towers in onshore plants are usually 2-2.4 times 
the blade length [8]. Since the wind is stronger at offshore 
wind power plants, and the surroundings are mostly at sea 
level, the height of the tower is normally 1.6 times the 
blade length [8].

Figure 4. Two different types of towers. Figure from [8]

E. Foundation
The purpose of the foundation is spreading the vertical 
pressure caused by the weight of the turbine into a wider 
area and ensuring the tower has a stable connection to the 

ground. It is crucial that the foundation has a service life 
equal to or more than the service life of the turbine, to 
avoid breakdowns. Therefore, the foundation is made of 
reinforced concrete [8].

III. GENERATOR

There are two main types of generators, synchronous 
generators, and asynchronous or induction generators (IG). 
The most common generators used in wind turbines are 
Squirrel Cage Induction Generator (SCIG), Wound Rotor 
Induction Generator (WRIG), Permanent Magnet Generator
and Wound Rotor Synchronous Generator [15].

The first two mentioned generators are asynchronous and 
the last two are synchronous generators. In Asynchronous- or 
induction generators (IG), the rotor windings are shorted out, 
and the current in the rotor is induced by the stator current
[16]. When used in wind turbines, the rotor of the IG is 
connected to the blades. When the rotor has a rotational speed 
higher than the stator field, the induction machine acts as a 
generator [8]. The difference between the rotational speed of 
the stator field and the rotor is called the slip, and is very 
narrow, usually less than 1% [17]. The narrow slip makes 
induction generators appropriate for fixed speed operations

In synchronous generators the rotor windings are exited by 
a constant magnetic field or a DC current. The magnetic field 
caused by the stator has a fixed speed determined by

𝑁𝑁𝑁𝑁 =
𝑓𝑓𝑓𝑓 × 60
𝑃𝑃𝑃𝑃

  𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟                                      (1)

where 𝑓𝑓𝑓𝑓 is the frequency of the stator current and 𝑃𝑃𝑃𝑃 is the 
number of poles in the machine. In wind turbines, the rotor is 
connected to the blades, and the speed of the rotor changes 
synchronously with the speed of the wind [16]. This makes the 
synchronous generator optimal for variable speed wind 
turbines (see section XI).

In the following sections, the generator types that are most 
common in wind turbines will be described and compared.

A. Squirrel Cage Induction Generator
The rotor in an SCIG consists of three-phase windings. The 

rotor windings are shorted out and not accessible. The stator 
contains three phase windings as well. The stator windings are 
connected to a three-phase voltage source.  The power source 
delivers reactive power to the stator, inducing a magnetic field 
in the air gap between the rotor and the stator. This magnetic 
field induces a current in the rotor, which in turn induces a 
magnetic torque in the generator.

The slip in SCIGs is very narrow, approximately 1% [8],
which is why they are mostly used in fixed-speed wind 
turbines. But by connecting a converter between the stator and 
the power grid, SCIGs can also be employed in variable speed 
turbines [18].

B. Wound Rotor Generator
In Wound Rotor generators, similar to Squirrel-Cage 

generators, both the stator and rotor consist of three-phase 



318

I2. SPECIFICATION AND CLASSIFICATION OF WIND POWER PLANTS

windings. Unlike SCIGs, rotor winding are not shorted out, 
and are accessible. This property of Wound Rotor generators 
is exploited in type B turbines, where the rotor resistance is 
varied to control the generator slip, allowing a somewhat 
variable speed operation (see section IX).

In some applications, the stator is connected to a power 
source, usually the power grid, inducing a three-phase current 
in the rotor, similar to SCIGs. In other applications, the rotor 
is fed through a power converter while the stator is directly 
connected to the grid. These generators are called Doubly Fed 
Induction Generators (DFIG) and are used in type C turbines. 
In this case, the frequency of the stator current is constant and 
equal to the synchronous speed. The synchronous speed is 
determined by the grid frequency and the number of poles in 
the stator, and is given by equation (1).

The rotor frequency is variable and independent of the 
synchronous speed. In other words, the rotor speed can vary 
with wind speed, independent of the grid frequency, allowing 
a more variable speed operation. This increases the power 
extraction efficiency of the turbine. Doubly Fed Induction 
Generators are used in type C turbines.

C. Wound Rotor Synchronous Generator
The rotor construction in a WRSG is the same as the rotor 

in a WRIG, and will therefore not be repeated here. The 
difference between the asynchronous and the synchronous 
wound rotor generator is that in WRSGs the stator windings 
are excited using DC current, as apposed to WRIGs where AC
current is used.

There are two main types of WRSGs, brushless and 
brushed. In the latter kind, the DC current is provided to the 
stator, using brushes and slip rings. This construction is simple 
but requires more maintenance because the brushes and slip 
rings are subject to wear and tear. In brushless versions, the 
source of excitation current is an AC source. The AC current 
is converted to DC current, using a diode bridge for the rotor 
winding [18]. This variant is more complex, but requires less 
maintenance.

Some WRSGs can be used in turbines without a gearbox 
system (see section XI). This decreases the maintenance cost 
of the turbine, and increases its lifespan.

D. Permanent Magnet Synchronous Generator
In Permanent Magnet Synchronous Generators, unlike the 

other types described here, the magnetic field does not require 
external excitation. In PMSGs the stator consists of permanent 
magnets that generate a constant magnetic field in the air gap 
between the rotor and the stator. The rotation of the rotor, 
caused by the aerodynamic torque, induces a current in the 
rotor windings, which is supplied to the power grid.

PMSGs are used in type D turbines (See section XI). 
Because of the low maintenance required by this type of 
generator, they are most popular in offshore power plants. The 
main advantage of PMSGs is the fact that they don’t consume 
reactive power.

IV. POWER ELECTRONICS

A. Soft Starter
During generator startup, the transient current induced can 

be up to 7-8 times the rated grid current [6]. To avoid causing 
voltage disturbance to the grid, a soft starter is connected 
between the generator and the grid.

A soft starter is a power converter that provides a softer 
startup to the generator. Soft starters are mostly used in fixed 
speed and variable slip wind turbines, but are sometimes used 
in variable speed turbines as well [19].

There are two thyristors are used as commutators in each 
phase [6, 19]. When the transient current has “died out” and 
the generator is completely connected to the grid, the soft 
starter is shorted out to reduce the power losses [19].

B. Back-to-Back Frequency Converter
To regulate the output voltage to the desired amplitude and 

frequency, frequency converters are used in variable speed 
wind turbines (see sections X and XI). The most commonly 
used frequency converter is the back-to-back converter [6, 19].

A back-to-back converter consists of two, three-phased, 
pulse width modulated, voltage source converters (VSC). Each 
VSC consists of three phases. One VSC is connected to the 
grid and the other is connected to the generator (see Figure 5). 
The link between the two VSCs often contains a capacitor. 
This decouples the two converter sides, and makes it possible 
to regulate the grid-side voltage independent of the generator 
side voltage, so that irregularities in the generator side voltage 
does not affect the output voltage.

Figure 5. Back-to-back, PWM converter. Figure from [19]

C. Capacitor Bank
Induction generators introduce an inductive load to the 

circuit. This load consumes reactive power and decreases the 
power factor. To compensate for the decrease in power factor, 
capacitor banks are used. Since capacitors deliver reactive 
power to the circuit, they increase the power factor.

A capacitor bank consists of several capacitors, 
dimensioned so that the power factor of the turbine is 
approximately 1. Based on the average reactive power 
consumption of the turbine during a period, the number of 
capacitors connected to the grid is continuously regulated [19].
The capacitor bank is located in the nacelle or at the bottom of 
the tower. 

D. Transformer
In some turbines, transformers are used to step up the 

amplitude of the output voltage. Transformers are used in type 
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windings. Unlike SCIGs, rotor winding are not shorted out, 
and are accessible. This property of Wound Rotor generators 
is exploited in type B turbines, where the rotor resistance is 
varied to control the generator slip, allowing a somewhat 
variable speed operation (see section IX).

In some applications, the stator is connected to a power 
source, usually the power grid, inducing a three-phase current 
in the rotor, similar to SCIGs. In other applications, the rotor 
is fed through a power converter while the stator is directly 
connected to the grid. These generators are called Doubly Fed 
Induction Generators (DFIG) and are used in type C turbines. 
In this case, the frequency of the stator current is constant and 
equal to the synchronous speed. The synchronous speed is 
determined by the grid frequency and the number of poles in 
the stator, and is given by equation (1).

The rotor frequency is variable and independent of the 
synchronous speed. In other words, the rotor speed can vary 
with wind speed, independent of the grid frequency, allowing 
a more variable speed operation. This increases the power 
extraction efficiency of the turbine. Doubly Fed Induction 
Generators are used in type C turbines.

C. Wound Rotor Synchronous Generator
The rotor construction in a WRSG is the same as the rotor 

in a WRIG, and will therefore not be repeated here. The 
difference between the asynchronous and the synchronous 
wound rotor generator is that in WRSGs the stator windings 
are excited using DC current, as apposed to WRIGs where AC
current is used.

There are two main types of WRSGs, brushless and 
brushed. In the latter kind, the DC current is provided to the 
stator, using brushes and slip rings. This construction is simple 
but requires more maintenance because the brushes and slip 
rings are subject to wear and tear. In brushless versions, the 
source of excitation current is an AC source. The AC current 
is converted to DC current, using a diode bridge for the rotor 
winding [18]. This variant is more complex, but requires less 
maintenance.

Some WRSGs can be used in turbines without a gearbox 
system (see section XI). This decreases the maintenance cost 
of the turbine, and increases its lifespan.

D. Permanent Magnet Synchronous Generator
In Permanent Magnet Synchronous Generators, unlike the 

other types described here, the magnetic field does not require 
external excitation. In PMSGs the stator consists of permanent 
magnets that generate a constant magnetic field in the air gap 
between the rotor and the stator. The rotation of the rotor, 
caused by the aerodynamic torque, induces a current in the 
rotor windings, which is supplied to the power grid.

PMSGs are used in type D turbines (See section XI). 
Because of the low maintenance required by this type of 
generator, they are most popular in offshore power plants. The 
main advantage of PMSGs is the fact that they don’t consume 
reactive power.

IV. POWER ELECTRONICS

A. Soft Starter
During generator startup, the transient current induced can 

be up to 7-8 times the rated grid current [6]. To avoid causing 
voltage disturbance to the grid, a soft starter is connected 
between the generator and the grid.

A soft starter is a power converter that provides a softer 
startup to the generator. Soft starters are mostly used in fixed 
speed and variable slip wind turbines, but are sometimes used 
in variable speed turbines as well [19].

There are two thyristors are used as commutators in each 
phase [6, 19]. When the transient current has “died out” and 
the generator is completely connected to the grid, the soft 
starter is shorted out to reduce the power losses [19].

B. Back-to-Back Frequency Converter
To regulate the output voltage to the desired amplitude and 

frequency, frequency converters are used in variable speed 
wind turbines (see sections X and XI). The most commonly 
used frequency converter is the back-to-back converter [6, 19].

A back-to-back converter consists of two, three-phased, 
pulse width modulated, voltage source converters (VSC). Each 
VSC consists of three phases. One VSC is connected to the 
grid and the other is connected to the generator (see Figure 5). 
The link between the two VSCs often contains a capacitor. 
This decouples the two converter sides, and makes it possible 
to regulate the grid-side voltage independent of the generator 
side voltage, so that irregularities in the generator side voltage 
does not affect the output voltage.

Figure 5. Back-to-back, PWM converter. Figure from [19]

C. Capacitor Bank
Induction generators introduce an inductive load to the 

circuit. This load consumes reactive power and decreases the 
power factor. To compensate for the decrease in power factor, 
capacitor banks are used. Since capacitors deliver reactive 
power to the circuit, they increase the power factor.

A capacitor bank consists of several capacitors, 
dimensioned so that the power factor of the turbine is 
approximately 1. Based on the average reactive power 
consumption of the turbine during a period, the number of 
capacitors connected to the grid is continuously regulated [19].
The capacitor bank is located in the nacelle or at the bottom of 
the tower. 

D. Transformer
In some turbines, transformers are used to step up the 

amplitude of the output voltage. Transformers are used in type 
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A and type B turbines, and are connected between the rotor 
and the grid (see sections VIII and IX).

V. CONTROL SYSTEMS

Since the wind speed cannot be controlled, it is important to 
apply methods of control to keep the output power within 
rated values for as long as possible. Also, it is important to 
decrease the rotation speed of the blades during very high 
wind speeds in order to avoid damaging the turbine.

There are two main types of control systems; aerodynamic 
control systems to control the aerodynamic power extraction 
from the wind, and electrical control systems to control the
quality of the output power put.

In the following section, an overview of available 
aerodynamic control systems is provided. The electrical 
control systems are different for each type of turbine. 
Therefore, these systems are described separately for each 
turbine in sections VIII to XI.

VI. AERODYNAMIC CONTROL SYSTEMS

There are three main types of aerodynamic control systems, 
namely passive stall, active stall, and pitch control. These 
systems are implemented to keep the rotational speed of the 
blades within acceptable values, increasing the power 
coefficient of the turbine, and also avoiding runaway 
conditions at very high wind speeds. All three types are 
described in the following sections.

A. Passive Stall
At high wind speeds, the wind creates a turbulent behind the 

blades. The turbulent counteracts with the lift force of the 
wind, thus decreasing the rotor speed and keeping it at and 
acceptable range for a longer period of time, or sometimes 
even completely stopping the rotation.  This phenomenon is 
called stall, and this type of control system is called passive 
stall.

In wind turbines that only implement passive stall, the 
blades are fixed into the hub and the angle of attack of the 
wind cannot be changed. The angle is set to an optimal value 
in order to increase the aerodynamic power extraction during 
low or medium wind speeds. The blades are designed 
specifically to make sure that stall only happens at higher than 
rated wind speeds.

B. Active Stall 
Even the active stall control system uses the stall 

phenomenon to regulate the rotational speed of the blades. 
Unlike the previous type, in wind turbines that implement 
active stall control, the blades are not fixed into the hub at a 
specific angle and can be turned into or out of the wind, i.e. 
the angle between the blades and the horizontal line in front of 
the hub is decreased or increased respectively.

At low wind speeds, the blades are turned out of the wind to 
decrease the turbulent behind the blades and increase the 
aerodynamic torque.  Similarly, at high wind speeds, the 

blades are turned into the wind, increasing the turbulent 
behind the blades and keeping the rotational speed of the 
blades within rated values. At very high wind speeds, the 
blades are turned completely into the wind. The turbulent is 
then maximized and the lift force of the wind is eliminated, 
and the rotation of the hub is stopped.

C. Pitch Control
Another way to control the aerodynamic torque is turning 

the blades along their longitudinal axis. By doing so, the angle 
of attack of the wind is regulated and the rotational speed can 
be kept within rated values. This type of aerodynamic control 
is called pitch control.

At low wind speeds, the pitch angle is kept at an optimum 
value to maximize the aerodynamic power extraction. At high 
wind speeds, the pitch angle is increased to reduce the 
aerodynamic torque in order to keep the speed constant. In this 
case, according to [18], the pitch angle is usually kept between 
20-25 degrees. At very high wind speeds, the blades are 
completely pithed out of the wind, decreasing the lift force to 
a minimum. This condition is also called feathering. When the 
rotational speed is sufficiently low, the blades are stopped 
using mechanical brakes.

Pitch control can be applied collectively to all blades, or 
independently for each blade. Newer wind turbines implement 
independent pitch control [18]. During normal operation, the 
pitch angle is the same for all blades to avoid asymmetry in 
the induced voltage. Independent pitch control is therefore 
mostly beneficial during faulty conditions.

VII. CLASSIFICATION OF WIND POWER PLANTS

Wind power plants can be classified with respect to different 
properties. They can for example be classified based on their 
location or type of grid integration. Since the most important 
component in a wind power plant is the wind turbine, one way 
to classify WPPs is based on the wind turbine’s operation 
speed.

The energy source in wind power plants, namely the wind 
speed, is constantly changing and cannot be controlled. On the 
contrary, the voltage delivered to a power system must have a 
constant, predefined amplitude and frequency. For a wind 
turbine to be connected to the power grid, it must implement 
some kind of control system to keep the output voltage and 
frequency at a desired level.

Without a control system, a wind turbine has a very narrow 
operating window at which it can deliver power to the grid. To 
increase the operating range, the aerodynamic efficiency and 
protection against grid faults and windstorms, different control 
methods have been implemented in commercial turbines.

Type Also Known as
Type A Fixed Speed Wind Turbine
Type B Variable Slip Wind Turbine

Type C Doubly-Fed Induction Generator Wind 
Turbine

Type D Full Converter Wind Turbine
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Table 1. Wind Turbine Topologies

Wind turbines can be classified into four main types, based 
on their operation speed. The four types are shown in Table 1.
In the following sections, some basic concepts are explained. 
In sections VIII-XI a thorough analysis of each wind turbine 
type is provided.

A. Operation Speed 
A turbine, based on its design and capacity, has different 

responses to different wind speeds. The start-up speed of a 
turbine is the speed at which the blades start to rotate, but the 
rotation is not fast enough to generate the desired voltage. The 
cut-in speed is the wind speed at which the turbine generates a 
voltage high enough to be connected to the grid. Rated speed 
is the speed at which the generated power reaches the rated 
amount. At very high wind speeds, the rotor is stopped to avid 
damaging the turbine. The speed limit at which this happens is 
called the cut-off speed [8].

B. Power Coefficient 
The power coefficient, 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝, is the ratio between the power 

extracted from the wind and the available aerodynamic power. 
For an ideal wind turbine, the maximum power coefficient is
0.59. This value is known as Betz constant.

In reality, Betz constant cannot be reached, due to limited 
number of blades, rotation of wake behind the rotor, 
aerodynamic drag [8], losses in gearbox and limited generator 
efficiency [20].

With modern turbines, a 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 equal to 0.5 can be reached [8],
but most commercial turbines have a 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 much less than 0.5
[20].

Figure 6. Output Power as a Function of Wind Speed. Figure 
from [21]

C. Tip Speed Ratio 
The tip speed ratio is the ratio between the tangential speed 

of the blade at the tip of the blade, and the speed of the 
incoming wind. TSR is calculated as shown below

𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 =
𝑉𝑉𝑉𝑉𝑏𝑏𝑏𝑏
𝑉𝑉𝑉𝑉𝑤𝑤𝑤𝑤

=
𝜔𝜔𝜔𝜔 .  𝑙𝑙𝑙𝑙𝑏𝑏𝑏𝑏
𝑉𝑉𝑉𝑉𝑤𝑤𝑤𝑤

                              (2)

where 𝑉𝑉𝑉𝑉𝑏𝑏𝑏𝑏 is the tip speed of the blade, 𝑉𝑉𝑉𝑉𝑤𝑤𝑤𝑤 is the wind speed, 𝜔𝜔𝜔𝜔
is the angular velocity of the blades, and 𝑙𝑙𝑙𝑙𝑏𝑏𝑏𝑏 is the length of the 
blades.

If the TSR is too low, wind passes through the blades and 
the aerodynamic power extraction is inefficient [22]. If the 

TSR is too high, the blades appear as a wall and block the 
wind. Too high TSR also increases the noise generation and
mechanical stress [22]. There is therefor an optimum TSR 
value at which the power extraction is optimum. Figure 6
shows the power output of a given wind turbine as a function 
of the speed of wind. For this given turbine, the optimum 
power extraction occurs when the wind speed is 
approximately 15 m/s, and starts to descend for higher wind 
speeds.

The optimum TSR for a given blade geometry, depends on 
the number of blades. The lower the number of blades, the 
faster the hub has to rotate to extract maximum aerodynamic 
power [8]. For a three-bladed wind turbine, the TSR is 
approximately 4.2 [22].

D. Power Coefficient and TSR Curve 
One way to study the aerodynamic efficiency of a wind 

turbine is through a 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 − 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 curve. Figure 7 shows the 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝
for a given turbine as a function of its tip speed ratio. To 
maximize the power extraction, the 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 should be kept at its 
maximum value for as wide a wind speed range as possible
[8].

Figure 7. Cp Versus TSR Characteristic Curve. Figure from [21]

E. Fault Ride through 
Fault ride through (FRT) is a wind turbines ability to stay 

connected to the grid, during grid faults. Since the most 
common fault in a power system is voltage drop [23], only the 
low voltage ride through (LVRT) capabilities of wind turbines 
will be reviewed in this report.

Voltage drops lead to large current transients in most 
generators.  A turbine that lacks ride through capabilities is 
automatically disconnected during faulty conditions to avoid 
damaging the turbine. This leads to additional drop in system 
voltage level, which in turn leads to more turbines 
disconnecting. 

To avoid the described scenario, FRT capabilities are 
required by most power systems. These requirements are 
specified in documents called grid codes. Most grid codes 
require wind turbines to stay connected to the grid and “ride 
through” the low voltage period. It is also often required that 
the turbine delivers reactive power to the grid during faults 
and helps the system become stable [24].

Different turbines have different responses to grid faults. 
The ride through capabilities of each turbine is analyzed in the 
corresponding section.
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Table 1. Wind Turbine Topologies

Wind turbines can be classified into four main types, based 
on their operation speed. The four types are shown in Table 1.
In the following sections, some basic concepts are explained. 
In sections VIII-XI a thorough analysis of each wind turbine 
type is provided.

A. Operation Speed 
A turbine, based on its design and capacity, has different 

responses to different wind speeds. The start-up speed of a 
turbine is the speed at which the blades start to rotate, but the 
rotation is not fast enough to generate the desired voltage. The 
cut-in speed is the wind speed at which the turbine generates a 
voltage high enough to be connected to the grid. Rated speed 
is the speed at which the generated power reaches the rated 
amount. At very high wind speeds, the rotor is stopped to avid 
damaging the turbine. The speed limit at which this happens is 
called the cut-off speed [8].

B. Power Coefficient 
The power coefficient, 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝, is the ratio between the power 

extracted from the wind and the available aerodynamic power. 
For an ideal wind turbine, the maximum power coefficient is
0.59. This value is known as Betz constant.

In reality, Betz constant cannot be reached, due to limited 
number of blades, rotation of wake behind the rotor, 
aerodynamic drag [8], losses in gearbox and limited generator 
efficiency [20].

With modern turbines, a 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 equal to 0.5 can be reached [8],
but most commercial turbines have a 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 much less than 0.5
[20].

Figure 6. Output Power as a Function of Wind Speed. Figure 
from [21]

C. Tip Speed Ratio 
The tip speed ratio is the ratio between the tangential speed 

of the blade at the tip of the blade, and the speed of the 
incoming wind. TSR is calculated as shown below

𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 =
𝑉𝑉𝑉𝑉𝑏𝑏𝑏𝑏
𝑉𝑉𝑉𝑉𝑤𝑤𝑤𝑤

=
𝜔𝜔𝜔𝜔 .  𝑙𝑙𝑙𝑙𝑏𝑏𝑏𝑏
𝑉𝑉𝑉𝑉𝑤𝑤𝑤𝑤

                              (2)

where 𝑉𝑉𝑉𝑉𝑏𝑏𝑏𝑏 is the tip speed of the blade, 𝑉𝑉𝑉𝑉𝑤𝑤𝑤𝑤 is the wind speed, 𝜔𝜔𝜔𝜔
is the angular velocity of the blades, and 𝑙𝑙𝑙𝑙𝑏𝑏𝑏𝑏 is the length of the 
blades.

If the TSR is too low, wind passes through the blades and 
the aerodynamic power extraction is inefficient [22]. If the 

TSR is too high, the blades appear as a wall and block the 
wind. Too high TSR also increases the noise generation and
mechanical stress [22]. There is therefor an optimum TSR 
value at which the power extraction is optimum. Figure 6
shows the power output of a given wind turbine as a function 
of the speed of wind. For this given turbine, the optimum 
power extraction occurs when the wind speed is 
approximately 15 m/s, and starts to descend for higher wind 
speeds.

The optimum TSR for a given blade geometry, depends on 
the number of blades. The lower the number of blades, the 
faster the hub has to rotate to extract maximum aerodynamic 
power [8]. For a three-bladed wind turbine, the TSR is 
approximately 4.2 [22].

D. Power Coefficient and TSR Curve 
One way to study the aerodynamic efficiency of a wind 

turbine is through a 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 − 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 curve. Figure 7 shows the 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝
for a given turbine as a function of its tip speed ratio. To 
maximize the power extraction, the 𝐶𝐶𝐶𝐶𝑝𝑝𝑝𝑝 should be kept at its 
maximum value for as wide a wind speed range as possible
[8].

Figure 7. Cp Versus TSR Characteristic Curve. Figure from [21]

E. Fault Ride through 
Fault ride through (FRT) is a wind turbines ability to stay 

connected to the grid, during grid faults. Since the most 
common fault in a power system is voltage drop [23], only the 
low voltage ride through (LVRT) capabilities of wind turbines 
will be reviewed in this report.

Voltage drops lead to large current transients in most 
generators.  A turbine that lacks ride through capabilities is 
automatically disconnected during faulty conditions to avoid 
damaging the turbine. This leads to additional drop in system 
voltage level, which in turn leads to more turbines 
disconnecting. 

To avoid the described scenario, FRT capabilities are 
required by most power systems. These requirements are 
specified in documents called grid codes. Most grid codes 
require wind turbines to stay connected to the grid and “ride 
through” the low voltage period. It is also often required that 
the turbine delivers reactive power to the grid during faults 
and helps the system become stable [24].

Different turbines have different responses to grid faults. 
The ride through capabilities of each turbine is analyzed in the 
corresponding section.
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VIII. TYPE A WIND TURBINE

The most basic design for a wind turbine can be found in 
fixed-speed turbines. These wind turbines were the standard 
installed wind turbine in the early 1990’s [6]. The main 
components in type A wind turbines are an induction 
generator, blades and hub, a gearbox system and a capacitor 
bank (see Figure 8).

The generator used in fixed-speed wind turbines is a 
squirrel-cage induction generator. Induction generators, as 
apposed to permanent magnet generators, do not contain a 
source for magnetic force. Therefore, they consume reactive 
power to generate the magnetic torque in the rotor. To 
compensate for the reactive power consumption, fixed speed 
wind turbines are equipped with capacitor banks, which can 
locally deliver the needed reactive power.

If the turbine is not self-starting, for wind speeds lower than 
the cut-in speed, the generator acts as a motor and drives the 
prime mover. When the wind speed exceeds the cut-in speed, 
the blades generate current in the generator and deliver power 
to the grid. The blades of a turbine have a typical rotational 
speed between 5 and 20 rpm while commercial electric 
machines have a rotational speed of 750-1500 rpm [6].
Therefore, a gearbox system is used to step down the 
generator speed at startup, to avoid damaging the hub and the 
blades. For wind speeds higher than the cut-in speed, the 
gearbox system is used to step up the blade’s rotational speed 
to the synchronous speed of the generator.

All three aerodynamic control systems are used in fixed-
speed turbines. Type A turbines with passive stall control were 
widely used by Danish manufacturers in 1980s [6].

Figure 8. Type A Wind Turbine Configuration. Figure from [6]

A. FRT 
Since SCIGs are directly connected to the grid, they are very 

sensitive to grid faults. Voltage changes in the grid lead to a 
series of disturbances in the turbine, such as high rotor speed 
and transient stator currents [25]. These disturbances lead to 
an increase of reactive power consumption, which cannot be 
compensated by the capacitor bank [26]. To improve the 
power factor of the grid and deliver reactive power to the 
generator, Static Synchronous Compensators (STATCOM) are 
used. Numerous researches have proved the effectiveness of 
STATCOMs in power regulation during grid faults [25-27].

B. Advantages and Disadvantages 
The main advantages of type A turbines are their simple 

designs, robustness and reliability [6-8, 18].This type of 
turbine uses no electrical converters and therefore requires low 
investment cost [6, 8, 18, 28]. The absence of slip rings and 
brushes in type A turbines leads to low maintenance 
requirements [7, 28].

A crucial drawback with this design is the high voltage and 
power fluctuations. The generator is connected to the grid 
through a transformer. The response time of transformers is 
fairly low [29]. Therefore, variations in wind speed rapidly 
translate into variations in output power. If the power grid is 
weak, this results in high voltage fluctuations and significantly 
increases the line losses [6].

Since the rotational speed of the hub is almost constant, the 
optimal TSR can only be reached for one specific wind speed. 
Type A turbines have therefore the lowest aerodynamic 
efficiency among all 4 types [7, 18]. The constant speed also 
results in high mechanical stress during wind gusts [6, 7].

Another disadvantage is that fixed speed wind turbines do 
not support the net during faults and need auxiliary equipment 
installed at the wind farm to meet FRT requirements [28].

IX. TYPE B WIND TURBINE

One way to make the operation speed of the wind turbine 
more variable is connecting an external variable resistance to 
the rotor. The rotation of the blades induces a current in the 
generator rotor. This current counteracts with the rotation of 
the turbine and slows it down. In type B turbines, an external 
variable resistance is connected to the rotor of the generator. 
Changing the rotor resistance affects the asynchronous speed 
of the generator and the slip can be increased by up to 10%
[8]. This type of turbine is therefore known as variable slip 
turbine. By changing the resistance, the current can be 
regulated in order to keep the speed within the rated limits.

The generator used in a type B turbine is a wound-rotor 
generator. In this type of generator, the resistor is accessible 
and allows the connection of external resistance. For wind 
speeds below the rated speed, the rotor resistance is shorted 
out and the turbine characteristics are like type A turbines. For 
wind speeds above the rated speed, the resistance is connected 
and controlled to keep the generator output power at a 
constant level [17].

Figure 9. Type B Wind Turbine Configuration. Figure from [6]

Type B wind turbines are normally equipped with a gearbox 
system like type A turbines. Since an induction generator is 
used, type B turbines also have a capacitor bank to 
compensate for the reactive power consumption. The typical 
type B turbine configuration is shown in Figure 9.

Even though a variable resistance is present to control the 
magnetic torque, type B turbines often use pitch control to 
reduce the rotational speed of the blades during high wind 
speeds. This is mostly because a pitch controller is notably 
faster than a resistance control.
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A. FRT 
The fault ride through capabilities of type B turbines are 

mainly the same as FRT-capabilities of type A turbine and 
will therefore not be repeated in this section.

B. Advantages and Disadvantages 
Compared to type A turbines, type B turbines have a wider 

operation speed range and optimum TSR value is reached for 
wider range of wind speeds [8]. Since the rotor resistor 
dissipates some of the power fluctuations, type B turbines 
cause less voltage fluctuations compared to type A turbines
[28].

One drawback of type B turbines is the use of slip rings and 
brushes in the generator, which causes wear and tear and 
requires higher maintenance costs [6, 28]. Another drawback 
is the active power losses in rotor resistance.

Similar to type A turbines, these turbines do not deliver 
voltage or active power support to the grid during faults [6, 
28] and need auxiliary equipment at the wind farm to meet 
FRT requirements [28].

X. TYPE C WIND TURBINE

A more variable speed operation is achieved with type C 
turbines. The generator used in type C turbines is a wound-
rotor induction generator. The stator consists of 3-phase 
windings and is directly connected to the grid [7] and 
therefore operates synchronously at grid frequency. The rotor 
also consists of 3-phase windings, but is connected to the grid 
through a power converter.

The rotor speed in type C turbines is not constant and varies 
with wind speed. The generated voltage therefor varies in 
frequency and most probably does not have the same 
frequency as the grid. To solve this, a back-to-back AC-DC-
AC power converter is connected between the rotor and the 
grid. The converter first converts the generated AC current 
into DC current, and then converts the DC current into AC 
current with desired frequency. A typical configuration for 
type C turbines is shown in Figure 10.

Figure 10. Type C Wind Turbine Configuration. Figure from [6]

Since the stator is fed directly from the grid and the rotor is 
fed through a converter, type C generators are also called 
doubly-fed induction generators (DFIG). The converter also 
acts as a reactive power compensator and provides a smoother 
grid connection [6]. The power converter handles a fraction of 
the output power and has a rating of 15-30% of the generator 
rating.

A. FRT 
In the case of a voltage drop in the grid, the voltage of stator 

terminals, and consequently the field rotation speed, rapidly 
decreases. Since the rotor speed is independent of the field, the 
difference between rotor speed and field speed, i.e. the slip, 
increases [30]. This results in large current transients in the 
rotor. The amplitude of the induced current sometimes reaches 
a value six times the rated value [30], and damages the power 
converter. It is therefore important for type C turbines to have 
fault ride through capabilities in order to protect the turbine 
and contribute to grid stability.

The two most common means of protecting the turbine 
during faults and keeping it connected to the grid are rotor side 
crowbar and DC bus chopper [23]. The rotor side crowbar is 
activated during faults to disconnect and protect the RSC. 
When the RSC is disconnected, the generator stops delivering 
reactive power to the grid. In countries where wind power 
penetration is high, this consequence of crowbar activation is 
undesired, and the crowbar is deactivated as soon as the 
current transients have dropped to an acceptable level [31].

The difference between the power on the rotor side 
converter and the grid side converter during faults results in 
over charging of the DC link capacitor [23]. To protect the 
capacitor, a braking chopper is used. The chopper diverts the 
excess power from the capacitor to a resistor and limits DC 
link voltage. The excess power gets dissipated as heat in the 
resistor.

B. Advantages and Disadvantages 
The power converter partially decouples the turbine from 

the grid and thereby decreases the voltage fluctuations caused 
by variations in wind speeds [6]. The excessive aerodynamic 
power is stored in the generator as increased rotor speed, and 
is used during wind speed drops to provide a more constant 
power delivery [6].

Type C turbines have a wider operation speed range 
compared to type A and B and can operate both below and 
above synchronous speed [28]. Therefore, they have higher 
aerodynamic efficiency than the aforementioned types.

The power converter provides independent control of active 
and reactive power. Both active and reactive power can be 
consumed and delivered by the generator. This increases the 
FRT capabilities of this construction and makes it possible for 
the type C turbines to assist grid stability during faults [28].

DFIG turbines use slip rings and brushes to connect the 
rotor to the power converter, which increases the maintenance 
requirements [6, 28]. The use of power converters also 
increases the investment cost of type C turbines [6] and causes 
some power losses in the converter [6].

XI. TYPE D WIND TURBINE

To improve grid fault response, in type D turbines, the 
generator is fully decoupled from the grid and is connected to 
the grid through a power converter (see Figure 11) The 
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A. FRT 
The fault ride through capabilities of type B turbines are 

mainly the same as FRT-capabilities of type A turbine and 
will therefore not be repeated in this section.

B. Advantages and Disadvantages 
Compared to type A turbines, type B turbines have a wider 

operation speed range and optimum TSR value is reached for 
wider range of wind speeds [8]. Since the rotor resistor 
dissipates some of the power fluctuations, type B turbines 
cause less voltage fluctuations compared to type A turbines
[28].

One drawback of type B turbines is the use of slip rings and 
brushes in the generator, which causes wear and tear and 
requires higher maintenance costs [6, 28]. Another drawback 
is the active power losses in rotor resistance.

Similar to type A turbines, these turbines do not deliver 
voltage or active power support to the grid during faults [6, 
28] and need auxiliary equipment at the wind farm to meet 
FRT requirements [28].

X. TYPE C WIND TURBINE

A more variable speed operation is achieved with type C 
turbines. The generator used in type C turbines is a wound-
rotor induction generator. The stator consists of 3-phase 
windings and is directly connected to the grid [7] and 
therefore operates synchronously at grid frequency. The rotor 
also consists of 3-phase windings, but is connected to the grid 
through a power converter.

The rotor speed in type C turbines is not constant and varies 
with wind speed. The generated voltage therefor varies in 
frequency and most probably does not have the same 
frequency as the grid. To solve this, a back-to-back AC-DC-
AC power converter is connected between the rotor and the 
grid. The converter first converts the generated AC current 
into DC current, and then converts the DC current into AC 
current with desired frequency. A typical configuration for 
type C turbines is shown in Figure 10.

Figure 10. Type C Wind Turbine Configuration. Figure from [6]

Since the stator is fed directly from the grid and the rotor is 
fed through a converter, type C generators are also called 
doubly-fed induction generators (DFIG). The converter also 
acts as a reactive power compensator and provides a smoother 
grid connection [6]. The power converter handles a fraction of 
the output power and has a rating of 15-30% of the generator 
rating.

A. FRT 
In the case of a voltage drop in the grid, the voltage of stator 

terminals, and consequently the field rotation speed, rapidly 
decreases. Since the rotor speed is independent of the field, the 
difference between rotor speed and field speed, i.e. the slip, 
increases [30]. This results in large current transients in the 
rotor. The amplitude of the induced current sometimes reaches 
a value six times the rated value [30], and damages the power 
converter. It is therefore important for type C turbines to have 
fault ride through capabilities in order to protect the turbine 
and contribute to grid stability.

The two most common means of protecting the turbine 
during faults and keeping it connected to the grid are rotor side 
crowbar and DC bus chopper [23]. The rotor side crowbar is 
activated during faults to disconnect and protect the RSC. 
When the RSC is disconnected, the generator stops delivering 
reactive power to the grid. In countries where wind power 
penetration is high, this consequence of crowbar activation is 
undesired, and the crowbar is deactivated as soon as the 
current transients have dropped to an acceptable level [31].

The difference between the power on the rotor side 
converter and the grid side converter during faults results in 
over charging of the DC link capacitor [23]. To protect the 
capacitor, a braking chopper is used. The chopper diverts the 
excess power from the capacitor to a resistor and limits DC 
link voltage. The excess power gets dissipated as heat in the 
resistor.

B. Advantages and Disadvantages 
The power converter partially decouples the turbine from 

the grid and thereby decreases the voltage fluctuations caused 
by variations in wind speeds [6]. The excessive aerodynamic 
power is stored in the generator as increased rotor speed, and 
is used during wind speed drops to provide a more constant 
power delivery [6].

Type C turbines have a wider operation speed range 
compared to type A and B and can operate both below and 
above synchronous speed [28]. Therefore, they have higher 
aerodynamic efficiency than the aforementioned types.

The power converter provides independent control of active 
and reactive power. Both active and reactive power can be 
consumed and delivered by the generator. This increases the 
FRT capabilities of this construction and makes it possible for 
the type C turbines to assist grid stability during faults [28].

DFIG turbines use slip rings and brushes to connect the 
rotor to the power converter, which increases the maintenance 
requirements [6, 28]. The use of power converters also 
increases the investment cost of type C turbines [6] and causes 
some power losses in the converter [6].

XI. TYPE D WIND TURBINE

To improve grid fault response, in type D turbines, the 
generator is fully decoupled from the grid and is connected to 
the grid through a power converter (see Figure 11) The 
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converters used in type D are of the same kind as in type C, 
AC-DC-AC converters. The difference between type C 
converters and type D converters is that in type D, the 
converter has the same rating as the generator, since it handles 
the whole output power of the turbine.

Both synchronous and asynchronous generators are used in 
type D turbines. When the generator is an induction generator, 
the power converter compensates for the reactive power 
consumption.

Many type D turbines implement synchronous generators. 
A wound rotor synchronous generator, as well as a permanent 
magnet synchronous generator can be used in type D turbines. 
Permanent magnet generators do not consume reactive power 
and require less maintenance. These qualities make them 
optimum for offshore wind power plants.

Figure 11. Type D Wind Turbine Configuration. Figure from [6]

A. FRT 
There are profound differences between fault ride through 

capabilities of FCWTs that employ induction generators, and 
those that employ permanent magnet generators. 

In the case of IGs, a voltage drop in the grid results in a 
decrease in field rotation speed. Since the rotor speed is 
mostly dependent on the wind speed, a decrease in the field 
speed leads to an increase in generator slip, which produces 
large current transients [32]. If no protective measures are in 
place, the high current amplitude can damage the converters or 
the DC-link capacitor.

There are many different methods used to enhance FRT 
capabilities of this type of generator [32, 33], one of which is 
as follows. During grid fault, similar to type C turbines, the 
DC link capacitor is protected using a breaking chopper and 
the RSC is protected using a crowbar. The generator side 
converter delivers voltage support to the grid. This is done by 
injecting reactive current into the grid instead of active 
current, so that the rated current value is not exceeded [34].

B. Advantages and Disadvantages 
Type D turbines have the best aerodynamic efficiency and 

widest speed operation range among available constructions
[28]. The power converter completely decouples the generator 
from the grid, which increases the turbine’s FRT capabilities, 
and decreases voltage fluctuations caused by variations in 
wind speed [6, 28].

In type D turbines, like in type C, excessive aerodynamic 
speed is absorbed by the rotor speed and is later used to 
provide more constant power delivery [6].

The number of applicable generator types in type D turbines 
is higher than in other turbines. This increases the freedom 
when designing these turbines [6]. It is also possible to use 

direct drive generators in type D turbines, which significantly 
decreases the maintenance cost because of the absence of 
gearbox system [6].

Type D turbines have the best FRT capabilities among 
available constructions, and provide faster power control 
compared to type C turbines because of the full rated power 
converter [6, 28].

Full converter wind turbines with permanent magnet 
generators do not need external excitation of the magnetic 
field, which decreases the generator losses [7]. The absence of 
slip ring and brushes in this type also decreases the 
maintenance costs [7].

Type D turbines are the most expensive turbines in the 
market, mainly because of the full rated power converter. But 
according to [7], this cost trend is decreasing. The higher 
rating of the converter also increases the power losses in the 
converter [6, 7].

XII. FUTURE WIND TURBINE TECHNOLOGIES

Based on the increased electricity consumption over the 
past decades, it is expected that the electricity demand will 
continue to increase over the coming decades in proportion to 
the economic growth [35]. With European countries having 
visions such as no nuclear power in Germany and no fossil 
based plants in Sweden, one can only assume that the share of 
renewable energy sources will further increase. This can be 
confirmed by looking at the number of ongoing wind power 
projects worldwide.

A. Technologies to Balance Production and Consumption
The further increase in wind power penetration results in 

even bigger problems matching the power production with the 
consumption. One way to overcome this challenge is 
implementing storage units on each turbine or in each wind 
farm [36]. According to [37], there are three main types of 
energy storage systems: physical storage systems ,
electrochemical storage systems and electromagnetic storage 
systems.

Physical storage systems, for example pumped hydro 
storage and compressed air energy storage, are limited by 
geological conditions [37] and can only be implemented in 
areas with special features. This type of storage is therefore 
not the most convenient choice for wind turbines.

Electrochemical storage devices such as lead-acid or 
sodium sulfur batteries are the fastest evolving storage 
systems [37]. However, installing large-scale electrochemical 
storage systems will bring us to the issue of recycling them 
after their service life is over.

Electromagnetic storage systems such as superconducting 
magnetic energy storage where energy is stored in magnetic 
field, and super capacitor energy storage where energy is 
stored in electric field, have the highest power density and 
long service life compared with the aforementioned storage 
systems [37]. These storage systems have also low 
environmental pollution [37].
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Another tool to balance the production and consumption of 
electricity is developing more advanced control systems to be 
able to decrease the production during high wind speeds and 
low consumptions.

B. Technologies to Decrease the Cost of Wind Power
A great challenge that energy companies are facing is the 

financial challenges of a changing energy market[38].
According to Fabian Wagner, “cost reductions through 
technical progress are a key driver of renewable 
competitiveness” [39]. For example, it takes roughly 10 years 
before a wind turbine is paid off and starts to make profit [38].
A modern wind turbine has a service time of 15-25 years, with 
the average being 20 years [40]. Increasing the lifespan of 
turbines from 20 years to 25 years decreases the levelized cost 
of wind energy by 50% [36].

One way to increase the service life of a wind turbine is 
decreasing the number of gears or removing the gearbox 
altogether. This is because of the high maintenance 
requirements of the gearbox. In direct drive generators, the 
gearbox is completely removed. This decreases the power 
losses and thereby increases the generator efficiency and the 
power production [13]. One of the drawbacks of the direct 
drive generators is the large size and heavy weight, which 
makes the manufacturing, transportation and installation 
challenging [13, 41]. A lot of research is focused on 
decreasing the size and weight of direct drive generators in 
order to make them more suitable for wind turbine generators
[13].

Since the failure ratio of power electronics is 2 to 4 times 
higher than the failure ratio of other turbine components [36],
another way to decrease the maintenance requirements and 
increase the service life of a turbine is developing more robust 
power electronics.

XIII. CONCLUSION

Even though all four types of turbines have some selling 
points, the demand for type D turbines is the highest in today’s 
market [28]. This is because of the characteristics of power 
networks with high wind power penetration.

As mentioned earlier throughout the report, the most 
important challenges that high wind power penetration puts on 
the network are low power quality and difficulty balancing the 
production and consumption. Because of the efficient 
frequency control system and the reactive- and active power 
control capabilities of type D turbines, these turbines are best 
suited for today’s wind power projects. The popularity of type 
D turbines can be confirmed by looking at the ongoing 
research projects. As described in section XII, the components 
that many research projects are focused on improving, for 
example power electronics and direct drive generators, are 
mainly applicable in type D turbines.

The most important drawback of full converter turbines is 
their high investment cost. But hopefully the development of 
more sophisticated and robust power electronics will decrease 
the cost in the upcoming years.
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Another tool to balance the production and consumption of 
electricity is developing more advanced control systems to be 
able to decrease the production during high wind speeds and 
low consumptions.

B. Technologies to Decrease the Cost of Wind Power
A great challenge that energy companies are facing is the 

financial challenges of a changing energy market[38].
According to Fabian Wagner, “cost reductions through 
technical progress are a key driver of renewable 
competitiveness” [39]. For example, it takes roughly 10 years 
before a wind turbine is paid off and starts to make profit [38].
A modern wind turbine has a service time of 15-25 years, with 
the average being 20 years [40]. Increasing the lifespan of 
turbines from 20 years to 25 years decreases the levelized cost 
of wind energy by 50% [36].

One way to increase the service life of a wind turbine is 
decreasing the number of gears or removing the gearbox 
altogether. This is because of the high maintenance 
requirements of the gearbox. In direct drive generators, the 
gearbox is completely removed. This decreases the power 
losses and thereby increases the generator efficiency and the 
power production [13]. One of the drawbacks of the direct 
drive generators is the large size and heavy weight, which 
makes the manufacturing, transportation and installation 
challenging [13, 41]. A lot of research is focused on 
decreasing the size and weight of direct drive generators in 
order to make them more suitable for wind turbine generators
[13].

Since the failure ratio of power electronics is 2 to 4 times 
higher than the failure ratio of other turbine components [36],
another way to decrease the maintenance requirements and 
increase the service life of a turbine is developing more robust 
power electronics.

XIII. CONCLUSION

Even though all four types of turbines have some selling 
points, the demand for type D turbines is the highest in today’s 
market [28]. This is because of the characteristics of power 
networks with high wind power penetration.

As mentioned earlier throughout the report, the most 
important challenges that high wind power penetration puts on 
the network are low power quality and difficulty balancing the 
production and consumption. Because of the efficient 
frequency control system and the reactive- and active power 
control capabilities of type D turbines, these turbines are best 
suited for today’s wind power projects. The popularity of type 
D turbines can be confirmed by looking at the ongoing 
research projects. As described in section XII, the components 
that many research projects are focused on improving, for 
example power electronics and direct drive generators, are 
mainly applicable in type D turbines.

The most important drawback of full converter turbines is 
their high investment cost. But hopefully the development of 
more sophisticated and robust power electronics will decrease 
the cost in the upcoming years.
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Abstract— Wind power generation has gained considerable 

relevance in global energy markets in the last few decades. The 
technology behind wind turbines and their integration to the 
power grid are still the focus of considerable research. How 
exactly does this energy source influence the existing power 
distribution grid is still a matter of interest to many parties. The 
method used in this report is based on a literature study which 
intends to examine what is the current state of energy generation
based on wind power in Sweden. In the report we have analyzed
some of the integration and operational challenges of connecting 
a large amount of wind generated electricity to the power grid 
and attempted to provide an accurate and up to date summary of 
what these challenges will entail in the coming decade. Our 
results show that further research would greatly improve the 
current technology used in wind power generation to allow such a
high level penetration.

I. INTRODUCTION

IND power plants (WPPs) have gained considerable 
relevance in global energy markets in the last few 
decades[1, 2]. Environmental awareness has prompted 

initiatives to implement sustainable solutions to the growing 
energy demand of today’s society[3]. Wind farms have 
become commonplace in many countries around the world and 
are a promising alternative energy source for the upcoming 
increase in energy consumption of the global population. 
Furthermore, some studies have shown that in Sweden the 
implementation of large scale penetration of wind-produced 
energy is not only technically feasible, but economically 
rentable[4, 5].

The integration and operational issues involving WPPs stem 
from the fact that their power output depends on the energy 
stored in the wind. This energy is proportional to the cube of 
the wind’s speed[6] which varies both geographical- and 
seasonally. These facts present different challenges to the 
successful integration of WPPs to the power distribution grid 
if power quality in the network is to be maintained:  As an 
example, when the weather is such that the amount of power 
generated is higher than the power needed the power grid can 
become unbalanced. The same can occur when the conditions 
are reversed. Although solutions are currently available, there 
is still much to be done from both the technological- and the 
operational front. These issues will be addressed in section III 
of this paper.

The technology behind wind turbines and their integration 
to the power grid has seen great improvements in the last two 
decades and is still the focus of considerable development. 

The small, 100 kW turbines was common during  the late 90’s 
have given way to the Danish-driven concept of a three-
bladed, stall-regulated rotor and a fixed-speed, induction-
generator drivetrain capable of producing 1.5MW outputs[7].
How exactly will WPPs influence the existing power 
distribution grids as their penetration increases is still a matter 
of several studies and debates. What is undeniable is that 
many aspects have to be considered for their successful 
integration into the power distribution grids around the world.

In this paper we focus on the challenges of large-scale 
integration of WPPs into the power grid and some of the 
operational issues which arise from a variable power source 
with regard to maintaining the overall quality of power within 
the grid. We narrow down our analysis to Europe with 
emphasis on Sweden with a short analysis in section IV of the 
practical results obtained in Gotland and Germany.

II. INTEGRATION ISSUES

The successful integration of WPPs in the power grid 
encompass both technical and economic challenges. In this 
section we discuss the most relevant technical aspects 
regarding integration of WPPs. We begin with an overview of 
the current state of wind power generation in Sweden and then 
expand on the challenges involved with increased wind power 
penetration. We then present a short analysis of different types 
of wind variations and their impact on the WPPs’ power 
output. We conclude with a basic summary of the effect WPPs 
have on the functionality of electrical power distribution 
systems and shift focus onto the specific case of the Swedish 
power network.

A. Wind Power in Sweden
Wind power is particularly relevant in Sweden as shown in 

figure 1 below. According to Vindstat’s 2015 annual 
operational monitoring report, there were 3 233 WPPs rated 
larger than 50kW accounting for an installed effect of 6 029 
MW during 2015[8]. Furthermore, Energimyndigheten, the 
Swedish Energy Agency, is aiming to increase the percent of 
energy produced from renewable sources, specifically WPPs,
to 30 TWh per year by 2020[5]. At such high penetration, the 
variable nature of wind power generation becomes an 
important aspect to consider in order to maintain balance and 
power quality in the power grid. With this in mind it becomes 
obvious that the challenges involved in integrating and 
managing this WPPs within the existing power grid is of 
significant importance both from the environmental and 
technical perspective.

Wind Power Integration and Operational
Challenges
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Fig. 3.  Schematic to a doubly-fed induction generator (DFIG). Here it is 
shown that the rotor is connected to the power grid through a voltage source 
converter (VSC). When the rotor’s rotation frequency  (ωrotor) is less than the 
grid’s frequency (ωgrid) power flows from the grid to the rotor.

 

B. Challenges of Increased Penetration of WPP in the 
Existing Power Grid 

As shown in figure 1 below, the percentage of power 
generated by WPPs was still small compared to the total 
energy produced in Sweden in 2014. The one notable 
exception being in Gotland where as early as 2003 there were 
already 160 operational turbines with a total installed capacity 
of 90MW accounting for 200GWh per year. This translates to 
a total penetration of 22 % for the entire island[9]. The last 
decade has seen a continued increase in sustainable power 
generation sources in many countries in Europe. Specifically, 
the penetration of wind power has increased markedly in the 
last few years[10] (see figure 2). The Swedish Energy 
Agency’s plan to reach 30 TWh to 2020 would require 
between 3 000 - 6 000 wind turbines to be operational[11]. As 
previously mentioned, by the end of 2015 Sweden had only 
3233 reported turbines installed[8]. If the amount of wind 
turbines is to be doubled to achieve this goal, the impacts on 
the existing power system will have to be considered 
thoroughly.

One technical obstacle to consider is that conventional 
power plants [CPPs] are built around synchronous generators. 
In this type of machine, as its name implies, the frequency of 

the generated voltage is directly synchronized to the 
generator’s rotational speed[12]. The magnetic field exciting 
the rotor is generated by a DC current or permanent magnets. 
This makes regulating the rotation of a synchronous generator 
to obtain a consistent quality in its output comparatively 
simple. It is this characteristic which permits CPPs to handle 
load variations relatively well. The majority of the current 
power distribution systems were designed with such 
generators in mind.

Wind turbine generators (WTGs) are both asynchronous 
and synchronous with back to back converters turbines. The 
frequency of the electricity produced in these systems is 
directly proportional to the WTG’s rotational speed. 
Depending on the prevailing wind, the rate at which the 
turbine’s rotor turns will vary. However, the power grid to 
which the WPPs are connected admits only fixed frequency 
electricity (50 Hz in Europe, 60 Hz in North America). This 
can be solved with costly controllers to regulate both 
rotational speed and power flow.  The dominant type of large-
scale WTGs in use today are variable speed with either partial 
(Type-III) or full (Type-IV) power electronic conversion[[13-
15]]. The most common design for Type-III WTGs’ is known 
as a doubly-fed induction generator (DFIG). The design 
consists of a wound rotor induction generator (WRIG) with its 
stator connected to a constant-frequency, three-phase grid 
while its rotor connected to a bidirectional voltage source 
converter (VSC), thus the term “doubly fed” [15]. In this type 
of generator reactive power is required as an input to excite 
the magnetic field in the stator coils. Figure 3 below illustrates 
a typical DFIG’s power flow bidirectionality.

C. Long- and Short-term Wind Variations
The fluctuating nature of the wind power is one of its most 

remarkable characteristics that creates the integration and 
operational challenges when introducing it to the existing 
power distribution system:  At times the output from a WPP 
will be excessive and other times insufficient. In order to 
maintain the balance within the network, other CPPs
connected to it will have to vary their output accordingly. This 
makes evident a concern regarding the power distribution 
grid’s infrastructure; namely, that during the construction of 
traditional power distribution grids bi-directionality in the 
power flow was not considered as a central characteristic in 
the design. The current distribution networks were designed 

Fig. 1. Top countries with highest installed wind power capacity (2014). 

Fig. 2. Power generation capacities, Sweden (2014).
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Fig. 3.  Schematic to a doubly-fed induction generator (DFIG). Here it is 
shown that the rotor is connected to the power grid through a voltage source 
converter (VSC). When the rotor’s rotation frequency  (ωrotor) is less than the 
grid’s frequency (ωgrid) power flows from the grid to the rotor.
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for bulk transmission of energy from large power plants to 
large load centers[16]. However, the power system can indeed 
handle significant variations in the loads connected to it over 
different periods of time[1]. These output variations are 
classified into different categories based on their duration and 
frequency of occurrence. For the purposes of this paper we 
recognize two types defined as follows.

1) Short-term variations1 (hour to hour or less)
Which can create spikes and swells in the voltage output of 
a WPP. Regarding such variations, the available data 
gleaned from operational WPPs has shown that the power 
grid can manage them well since they are statistically 
small and uncorrelated to power demand peaks[1, 17].
Explicit methods for their handling are further explained in 
this paper in section III below.

2) Long –term variations (seasonal, yearly or longer)
Which influence WPPs integration at a strategic level. 
These variations affect market pricing and long-planning 
of the power grid[17].

In other words, while short-term variations are the cause of 
the balancing and control issues during daily operations of 
WPPs, long-term variations are more crucial to the planning 
and construction of new WPPs. It is also important to stress 
that the longer the time span considered, the harder it is to 
predict the variations in wind speed. This makes difficult to 
project the impacts annual and seasonal wind variations will 
have in the expected production of a particular WPP. 
However, according to the  Wind Energy Handbook[6] these 
variations are statistically represented by a Weibull probability 
distribution. In page 12 of this handbook it is explained that in 
general the distribution takes the form

𝐹𝐹𝐹𝐹(𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎) = 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 �− �𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎
𝑐𝑐𝑐𝑐
�
𝑘𝑘𝑘𝑘
� (1)

Where F(𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎) is the amount of time for which the hourly mean 
exceeds the average wind speed 𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎. The values c and k are the 
scale- and shape parameters respectively which describe the 
variability about the mean. The probability density function 
can then be obtained by deriving 1,

𝑓𝑓𝑓𝑓(𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎) = −𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑(𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎)
𝑑𝑑𝑑𝑑𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎

= 𝑘𝑘𝑘𝑘 𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎𝑘𝑘𝑘𝑘−1

𝑐𝑐𝑐𝑐𝑘𝑘𝑘𝑘
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 �− �𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎

𝑐𝑐𝑐𝑐
�
𝑘𝑘𝑘𝑘
�  (2)

Figure 5 below shows several examples of Weibull 
probability densities. The higher the value of k, the less 
deviation from annual mean on an hourly basis. A value of k = 
2 is a typical value for many WPPs locations. This can be used 
to show that the loss of load probability [LOLP] for WPPs, i.e. 
the probability that the power generation will be inadequate to 
satisfy the load demands, falls within the typical target of 1 
day in 10 years[1]

1 Given that day-to-day operational functionality of WPPs is the focus of 
this paper, our short-term variations analysis excludes variations caused by 
turbulence which refers to wind speed fluctuations in a relatively short 
timescale[6]T. Burton, U. Powys, N. Jenkins et al., "The Wind Resource," 
Wind Energy Handbook, pp. 9-38, Chichester, UK: John Wiley & Sons, Ltd, 
2016..

Another important aspect regarding wind variability and 
thus WPPs output production stability is that whereas a single 

turbine’s output can be highly susceptible to variations in wind 
speed, it has been shown that the more turbines composing a 
WPP, the less these variations affect the WPP’s total output. 
In figure 6 below it can be clearly seen that wind production 
variability can be considerably reduced with aggregation[1].

D. The Electric Power Grid 
Every electrical power grid has to fulfil two basic 

requirements: the first one is that power production must 
match power consumption including system loses – system 

balance – and that the delivered power has to maintain a 
relatively stable character both in voltage- and frequency 
rating – power quality [12]. This is to say that a power grid 
requires stability for optimal functionality. However, as 
previously explained in subsection C above, the power system 
is inherently variable which means that the these two basic 
requirements cannot be maintained 100% of the time within an 
economically rentable frame[4]. Following is an overview of a 

Fig. 5. Different Weibull distributions: the deviation from the hourly mean 
about the annual mean. Higher k means higher deviation from the annual 
mean. A value of k=2 is typical.
.

Fig. 6. 1-second discretization in the output variation from a nine hour period 
from one WPP with several interconnection points[1]. Here it is shown that an 
increase in the number of turbines reduces the total output variation of the 
WPP.
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few key aspects regarding power grids in general which are 
needed to analyze the challenges of WPP integration to an 
electrical transmission network.

A common design for a typical power grid is shown in 
figure 7 below. Here it is shown that the system is based on 
large energy producing centers connected to a high-voltage 
transmission network which, in turn, delivers the bulk energy 
supply to the distribution networks. Each plant connected to 
the transmission network has a production capacity in the 
range of several MWs.  In general, distribution networks 
transport electrical energy from transmission networks to the 
consumer loads and they carry a lower voltage rating usually 
in the range of tens of kV[16]. In Sweden the distribution 
network’s nominal voltage ranges from 10 to 40 kV[12]. The 
distinction between transmission and distribution networks 
was necessary due to the centralization in power production 
prevalent during most of last century. Power production then 
was characterized by large power plants geographically distant 
from the consumption centers they supplied. In contrast, the 
power generation landscape today is increasingly being 
decentralized with energy being produced by a growing 
number of smaller and physically more dispersed power plants 
(e.g. WPPs or photovoltaic collectors)[18].
In the case of a WPP, the point of connection to the grid can 
be represented as in figure 8, where the grid is seen as a 
variable voltage source U1 connected in series to an 
impedance Z which represents the total impedance in the grid 
(from lines, transformers, etc.), which in turn is connected in 
series to a local load. Variations in the output of the WPP will 

cause changes in the current through Z which in turn will 
cause changes in U2. The basic challenge with WPP 
integration onto the power grid stems from the fact that at the 
connection point there is a load present which represents the 
WPP when it is not producing a positive balance in the power 
generation of the grid (low-wind conditions)[14].

The short-circuit apparent power (Sk), which is the 
maximum power that a network can supply to a load can be 
calculated as follows[14]

𝑆𝑆𝑆𝑆𝑘𝑘𝑘𝑘 =
𝑈𝑈𝑈𝑈𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔
2

𝑍𝑍𝑍𝑍𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔
∗ . (3)

Short-circuit power is completely dependent on the 
network’s characteristics and can be used as a gauge to 
determine the viability to handle fluctuating loads without 
excessive flicker levels in the voltage quality in the 

system[19]. In a weak network the grid impedance (Zgrid) is 
large which makes, according to equation 2.3, Sk small, which 
is indicative of a network which would not be able to balance 
a large penetration percentage of variable power sources, such 
as WPPs.  By contrast, in strong networks Zgrid is small and 
consequently, so is Sk, allowing for a higher penetration level 
of WPPs. The Swedish electric power transmission grid is a 
concrete example of the latter. Refer to section IIIA for a more 
detailed explanation of weak and strong networks.

E. The Swedish Power Network
According to Svenska Kraftnät, the authority responsible 

for the proper functioning of the power grid in Sweden, the 
national electricity network consists of 15 000 km of power 
lines, 160 substations and switching stations as well as 16 
main connection points to overseas networks[20].  Typical 
voltage generation is in the range of 20kV whereas the 
transmission voltage can be as high as 400kV[12]. The  
Swedish transmission network is divided in four sections and 
each has a maximum transmission capacity which on average 
is never saturated[21] (figure 9 below).

In short, the Swedish power transmission network is 
flexible with a large amount of installed power capacity where 
power generation is geographically dispersed. Sweden is a 
country rich in hydroelectric power: based on calculations 
from the data acquired from the last 40 years the normal 
national yearly hydroelectric output is 65TWh[4]. In addition 
to hydroelectric power plants, Sweden has nuclear- and 
cogeneration plants as well as substantial amounts of electrical 
production within the industry sector. In light of these facts the 
general consensus among experts; is that there are enough 
reserves in hydroelectric and other power generation sources 
to counter any unbalances created by a higher level 
penetration of WPPs in Sweden.

Fig. 8. Representation of a WPT connection to the power grid. Here a WPP 
is connected to the transmission network. Depending on the conditions, a 
WPT acts as a source or a load.

Fig. 7. Representation of a modern power grid. Here a WPP is connected to 
the transmission network.
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few key aspects regarding power grids in general which are 
needed to analyze the challenges of WPP integration to an 
electrical transmission network.

A common design for a typical power grid is shown in 
figure 7 below. Here it is shown that the system is based on 
large energy producing centers connected to a high-voltage 
transmission network which, in turn, delivers the bulk energy 
supply to the distribution networks. Each plant connected to 
the transmission network has a production capacity in the 
range of several MWs.  In general, distribution networks 
transport electrical energy from transmission networks to the 
consumer loads and they carry a lower voltage rating usually 
in the range of tens of kV[16]. In Sweden the distribution 
network’s nominal voltage ranges from 10 to 40 kV[12]. The 
distinction between transmission and distribution networks 
was necessary due to the centralization in power production 
prevalent during most of last century. Power production then 
was characterized by large power plants geographically distant 
from the consumption centers they supplied. In contrast, the 
power generation landscape today is increasingly being 
decentralized with energy being produced by a growing 
number of smaller and physically more dispersed power plants 
(e.g. WPPs or photovoltaic collectors)[18].
In the case of a WPP, the point of connection to the grid can 
be represented as in figure 8, where the grid is seen as a 
variable voltage source U1 connected in series to an 
impedance Z which represents the total impedance in the grid 
(from lines, transformers, etc.), which in turn is connected in 
series to a local load. Variations in the output of the WPP will 

cause changes in the current through Z which in turn will 
cause changes in U2. The basic challenge with WPP 
integration onto the power grid stems from the fact that at the 
connection point there is a load present which represents the 
WPP when it is not producing a positive balance in the power 
generation of the grid (low-wind conditions)[14].

The short-circuit apparent power (Sk), which is the 
maximum power that a network can supply to a load can be 
calculated as follows[14]
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Short-circuit power is completely dependent on the 
network’s characteristics and can be used as a gauge to 
determine the viability to handle fluctuating loads without 
excessive flicker levels in the voltage quality in the 

system[19]. In a weak network the grid impedance (Zgrid) is 
large which makes, according to equation 2.3, Sk small, which 
is indicative of a network which would not be able to balance 
a large penetration percentage of variable power sources, such 
as WPPs.  By contrast, in strong networks Zgrid is small and 
consequently, so is Sk, allowing for a higher penetration level 
of WPPs. The Swedish electric power transmission grid is a 
concrete example of the latter. Refer to section IIIA for a more 
detailed explanation of weak and strong networks.

E. The Swedish Power Network
According to Svenska Kraftnät, the authority responsible 

for the proper functioning of the power grid in Sweden, the 
national electricity network consists of 15 000 km of power 
lines, 160 substations and switching stations as well as 16 
main connection points to overseas networks[20].  Typical 
voltage generation is in the range of 20kV whereas the 
transmission voltage can be as high as 400kV[12]. The  
Swedish transmission network is divided in four sections and 
each has a maximum transmission capacity which on average 
is never saturated[21] (figure 9 below).

In short, the Swedish power transmission network is 
flexible with a large amount of installed power capacity where 
power generation is geographically dispersed. Sweden is a 
country rich in hydroelectric power: based on calculations 
from the data acquired from the last 40 years the normal 
national yearly hydroelectric output is 65TWh[4]. In addition 
to hydroelectric power plants, Sweden has nuclear- and 
cogeneration plants as well as substantial amounts of electrical 
production within the industry sector. In light of these facts the 
general consensus among experts; is that there are enough 
reserves in hydroelectric and other power generation sources 
to counter any unbalances created by a higher level 
penetration of WPPs in Sweden.

Fig. 8. Representation of a WPT connection to the power grid. Here a WPP 
is connected to the transmission network. Depending on the conditions, a 
WPT acts as a source or a load.

Fig. 7. Representation of a modern power grid. Here a WPP is connected to 
the transmission network.
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III. OPERATIONAL ISSUES 

While the integration issues of increased WPP penetration 
is more strategic in nature and falls mainly on the planning 
stages of WPP construction. The operational issues created by 
such an increase tend to be more practical. We begin this 
section with a short analysis of the basic power system 
considerations in relation to variability of power in the 
network. We then address topic of power quality, its desired 
characteristics, and the challenges involved in maintaining 
such quality. We then conclude this section with an overview 
of the current answers to the challenges increased WPP 
penetration create.

A. Basic consideration
During the daily operation of any power plant. Electricity is 

produced with the goal to contribute towards the balance in 
the network. This means that at any given point in time the 
main objective is to match the total electricity produced to the 
total electricity consumed including the transmission losses[4].
As previously explained in section IIB, conventional power 
grids have been designed for unidirectional power flow[16]
which presents a unique challenge to WPPs since most WTGs 
are built with WRIGs which consume reactive power and the 
amount they consume is not entirely controllable[14]. This is 
particularly relevant when the WPPs are being connected to a 
weak network. 

As introduced in section IID, the short-circuit apparent 
power (Sk) is an accepted parameter to determine a network’s 
robustness, i.e. its capacity to handle load imbalances. In the 
calculation of Sk, the grid impedance (Zgrid), which is the sum 
of impedances of the components of the network, was shown 

to be a determinant factor to identify the strength of a given 
network. Zgrid has a variable resistive, inductive, and 
capacitive character which can vary even on an hourly 
basis[18]. This is due in part to the fact that the transformers 
used to connect lines with differing voltages have a highly 
inductive influence in Zgrid. This effect is usually countered by 
introducing compensation capacitive loads to the network. 
These capacitive banks are effectively one of the best control 
mechanisms to allow for a successful increase in the 
penetration of WPPs as it will be shown later in this section.

There are a number of analytical tools available today to 
assess the impact of large-scale WPP penetration on a power 
system to ensure proper operation and functionality. Power 
flow software can analyze a network’s topology to keep track 
of load and generator profiles. Fault calculators can scrutinize 
a network and extract both balanced and unbalanced current 
faults. Transient stability programs can simulate the impact of 
specific disturbances on the network and predict how WTGs 
could respond to said instabilities. There are even electro-
magnetic analyzing suits that take into account frequency 
disturbances[16]. These are tools used by the power system 
operators and power producers to evaluate the operational 
conditions of the network at any given point in time and take 
measures accordingly in order to maintain a consistent power 
quality within the grid.

B. Power Quality
The term power quality refers to the desired goal of 

maintaining the power throughout a network within the 
established standards for that system[16]. Particularly in terms 
of voltage, this implies that the grid’s voltage signal should be 

a perfect sinusoid[22] with consistent frequency and 
amplitude (50Hz and 230Vrms in Sweden). During the daily 
operations of WPPs many factors can influence the 
characteristics of its power output (figure 10 below).

The increased penetration of WPPs in the existing power 
grid has prompted experts to create standards to guarantee an 
acceptable level in the power quality of the network. 
According to the 2008 version of the IEC 61400-21 
international standard for measurement and assessment of 
power quality characteristics of grid connected wind 
turbines[23], the following aspects should be observed during 
the operation of WTGs

1) Rated data (specific output characteristics of a WTG make 
and model)

2) Voltage fluctuations and flicker
3) Current harmonics, interharmonics and higher frequency 

components
4) Response to network voltage drops
5) Active power capabilities and control
6) Reactive power capabilities and control
7) Grid protection and reconnection times

Fig. 9. The sections in which the Swedish transmission grid is divided. 
Typically, every year there is an excess of power generation in section 1 and 
a deficit in section 4. Adapted from Svenska Kraftnätet.
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A general description of the aspects which present the 
biggest surmountable challenges for increased WPP 
integration into the power grid is given below. For detailed 
explanations on each topic above refer to the IEC 61400-21 
official document.

C. Voltage Fluctuations
Voltage fluctuations and flicker address variations in the 

voltage from the power system. WPPs are especially 
susceptible to introduce fluctuations in the power grid. 
Voltage flicker, specifically, refers to a dynamic voltage 
variation which can cause a perceptible change in a light 
bulb’s brightness (thus grid the term “flicker”). Flicker is 
caused by either the WTG itself or by varying loads in the 
power system[16]. The flicker can vary in severity and it is 
measured by its short term perceptibility value (Pst). A Pst ≥ 
1.0 can cause discomfort to people in a lit rum or damage 
sensitive electronic equipment[22]. A commonly used 
normalized measure of flicker emission during WTG 
operation is the flicker coefficient which is the defined as 
follows

𝑐𝑐𝑐𝑐(𝜙𝜙𝜙𝜙𝑘𝑘𝑘𝑘, 𝜈𝜈𝜈𝜈𝑎𝑎𝑎𝑎) = 𝑃𝑃𝑃𝑃𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠
𝑆𝑆𝑆𝑆𝑘𝑘𝑘𝑘
𝑆𝑆𝑆𝑆𝑛𝑛𝑛𝑛

(4)
Where 𝜙𝜙𝜙𝜙Rk is the grid’s impedance phase angle, νa is the 

annual average wind speed, Sn is the rated (normalized) 
apparent power for the specific turbine, and Sk is the short-
circuit apparent power of the grid.

Flicker is also produced during switching operations of a 
WTG. In addition to the turbine’s startup and shutdown 
sequences, switching operations include swapping between 
WTG within a WPP or even between windings within a 
WTG[24]. During switching operations two normalized 
measurements are used: the flicker step factor (kf(𝜙𝜙𝜙𝜙Rk)) and the 
voltage change factor (ku(𝜙𝜙𝜙𝜙Rk)). These are defined as

𝑘𝑘𝑘𝑘𝑓𝑓𝑓𝑓(𝜙𝜙𝜙𝜙𝑘𝑘𝑘𝑘) = 1
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𝑆𝑆𝑆𝑆𝑘𝑘𝑘𝑘
𝑆𝑆𝑆𝑆𝑛𝑛𝑛𝑛
𝑃𝑃𝑃𝑃𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇𝑇𝑇𝑝𝑝𝑝𝑝1.31

(5)

𝑘𝑘𝑘𝑘𝑢𝑢𝑢𝑢(𝜙𝜙𝜙𝜙𝑘𝑘𝑘𝑘) = √3 𝑈𝑈𝑈𝑈𝑚𝑚𝑚𝑚𝑎𝑎𝑎𝑎𝑚𝑚𝑚𝑚−𝑈𝑈𝑈𝑈𝑚𝑚𝑚𝑚𝑔𝑔𝑔𝑔𝑛𝑛𝑛𝑛
𝑈𝑈𝑈𝑈𝑛𝑛𝑛𝑛

𝑆𝑆𝑆𝑆𝑘𝑘𝑘𝑘
𝑆𝑆𝑆𝑆𝑛𝑛𝑛𝑛

(6)

respectively. In 5 Tp is the duration of the voltage variation 
due to the switching operation. In 6 are Umax and Umin the 
maximum and minimum RMS voltages due to the switching 

and Un is the nominal phase-to-phase voltage. The flicker step 
factor is typically calculated for the specified values of the 
grid impedance phase angle (𝜙𝜙𝜙𝜙Rk) of 30°, 50°, 70°, and 85°.

Variable-speed WTGs (Type-III and Type-IV) have low 
flicker coefficients (c(𝜙𝜙𝜙𝜙Rk, νa)) and both low flicker step-
(kf(𝜙𝜙𝜙𝜙Rk)) and voltage change factors (ku(𝜙𝜙𝜙𝜙Rk)) [22]. This WTG 
design greatly minimizes the challenges involved with higher 
wind-power penetration from a technical standpoint. The 
implementation of grid codes can further reduce the negative 
impact that increased WPP penetration could have on the 
power grid due to its inherent variable output.

D. Harmonics 
Current harmonics are an integral part of any power grid. 

Harmonics are components which are multiples of the base 
system current (e.g. 100Hz or 2.5kHz for Europe). 
Interharmonics are defined as the frequencies that fall between 
the harmonic frequencies (e.g. 180Hz). They are generated by 
non-linear power loads connected to the grid. Monitoring of 
current harmonics is necessary; due to the fact that they can 
cause faulty equipment operation or even failure. According to 
the IEC 61400-21 guidelines; harmonic currents are to be 
analyzed up to the fiftieth harmonic order (2.5kHz – 3kHz) at 
10 minute intervals during normal, continuous operations of a 
WTG, but not during switching operations. The objective is to
obtain the maximum value for each frequency grouping2

during that time interval. The signal is sampled, A/D 
converted, and stored. The samples are then Fourier 
transformed and the result analyzed[24].

Only variable-speed WTGs introduce a significant level of 
harmonics into the grid at higher frequencies[16]. This is 
mainly due to the fact that modern variable-speed WTGs 
(Type-III and Type-IV) are equipped with self-commutated 
inverter systems which run at clock speeds of 2-3kHz. 
Although the use of these inversion systems injects a 
considerable amount of harmonics into the network, their use 
is justified by their effective control over the active and 
reactive power produced by a WTG[25]. With higher wind 
power penetration, the harmonic disturbances added by WPPs 
have to be carefully considered. Improving the electronic 
mechanisms controlling WPTs is a clear challenge to 
overcome with regard to harmonic currents.

E. Active Power
There are three important aspects to the operation of a WTG 

in regards to active power: Maximum output power, ramp-rate 
limitation, and active power set-point control. Maximum 
output power refers to power peaks in the production of any 
given WTG. These are typically measured in 60 second 
averages as well as 10- and 200 minute averages[16] although 
instantaneous measurements are also used[25]. Ramp-rate 
limitation means the specified limits to which a WTG must 
adhere during start-up or reconnection. According to IEC 
61400-21, the requirement to meet this criterion does not 
involve more than measurement and presentation of the active 

2 For a thorough definition of how harmonics and interharmonics are 
grouped refer to IEC 6100-4-7 standard.

Fig. 10. Classification of phenomena affecting power quality in a network.
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A general description of the aspects which present the 
biggest surmountable challenges for increased WPP 
integration into the power grid is given below. For detailed 
explanations on each topic above refer to the IEC 61400-21 
official document.

C. Voltage Fluctuations
Voltage fluctuations and flicker address variations in the 

voltage from the power system. WPPs are especially 
susceptible to introduce fluctuations in the power grid. 
Voltage flicker, specifically, refers to a dynamic voltage 
variation which can cause a perceptible change in a light 
bulb’s brightness (thus grid the term “flicker”). Flicker is 
caused by either the WTG itself or by varying loads in the 
power system[16]. The flicker can vary in severity and it is 
measured by its short term perceptibility value (Pst). A Pst ≥ 
1.0 can cause discomfort to people in a lit rum or damage 
sensitive electronic equipment[22]. A commonly used 
normalized measure of flicker emission during WTG 
operation is the flicker coefficient which is the defined as 
follows
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Where 𝜙𝜙𝜙𝜙Rk is the grid’s impedance phase angle, νa is the 

annual average wind speed, Sn is the rated (normalized) 
apparent power for the specific turbine, and Sk is the short-
circuit apparent power of the grid.

Flicker is also produced during switching operations of a 
WTG. In addition to the turbine’s startup and shutdown 
sequences, switching operations include swapping between 
WTG within a WPP or even between windings within a 
WTG[24]. During switching operations two normalized 
measurements are used: the flicker step factor (kf(𝜙𝜙𝜙𝜙Rk)) and the 
voltage change factor (ku(𝜙𝜙𝜙𝜙Rk)). These are defined as
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respectively. In 5 Tp is the duration of the voltage variation 
due to the switching operation. In 6 are Umax and Umin the 
maximum and minimum RMS voltages due to the switching 

and Un is the nominal phase-to-phase voltage. The flicker step 
factor is typically calculated for the specified values of the 
grid impedance phase angle (𝜙𝜙𝜙𝜙Rk) of 30°, 50°, 70°, and 85°.

Variable-speed WTGs (Type-III and Type-IV) have low 
flicker coefficients (c(𝜙𝜙𝜙𝜙Rk, νa)) and both low flicker step-
(kf(𝜙𝜙𝜙𝜙Rk)) and voltage change factors (ku(𝜙𝜙𝜙𝜙Rk)) [22]. This WTG 
design greatly minimizes the challenges involved with higher 
wind-power penetration from a technical standpoint. The 
implementation of grid codes can further reduce the negative 
impact that increased WPP penetration could have on the 
power grid due to its inherent variable output.

D. Harmonics 
Current harmonics are an integral part of any power grid. 

Harmonics are components which are multiples of the base 
system current (e.g. 100Hz or 2.5kHz for Europe). 
Interharmonics are defined as the frequencies that fall between 
the harmonic frequencies (e.g. 180Hz). They are generated by 
non-linear power loads connected to the grid. Monitoring of 
current harmonics is necessary; due to the fact that they can 
cause faulty equipment operation or even failure. According to 
the IEC 61400-21 guidelines; harmonic currents are to be 
analyzed up to the fiftieth harmonic order (2.5kHz – 3kHz) at 
10 minute intervals during normal, continuous operations of a 
WTG, but not during switching operations. The objective is to
obtain the maximum value for each frequency grouping2

during that time interval. The signal is sampled, A/D 
converted, and stored. The samples are then Fourier 
transformed and the result analyzed[24].

Only variable-speed WTGs introduce a significant level of 
harmonics into the grid at higher frequencies[16]. This is 
mainly due to the fact that modern variable-speed WTGs 
(Type-III and Type-IV) are equipped with self-commutated 
inverter systems which run at clock speeds of 2-3kHz. 
Although the use of these inversion systems injects a 
considerable amount of harmonics into the network, their use 
is justified by their effective control over the active and 
reactive power produced by a WTG[25]. With higher wind 
power penetration, the harmonic disturbances added by WPPs 
have to be carefully considered. Improving the electronic 
mechanisms controlling WPTs is a clear challenge to 
overcome with regard to harmonic currents.

E. Active Power
There are three important aspects to the operation of a WTG 

in regards to active power: Maximum output power, ramp-rate 
limitation, and active power set-point control. Maximum 
output power refers to power peaks in the production of any 
given WTG. These are typically measured in 60 second 
averages as well as 10- and 200 minute averages[16] although 
instantaneous measurements are also used[25]. Ramp-rate 
limitation means the specified limits to which a WTG must 
adhere during start-up or reconnection. According to IEC 
61400-21, the requirement to meet this criterion does not 
involve more than measurement and presentation of the active 

2 For a thorough definition of how harmonics and interharmonics are 
grouped refer to IEC 6100-4-7 standard.

Fig. 10. Classification of phenomena affecting power quality in a network.
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power chart during this transition. Finally, set-point control 
addresses how the active power output for any WTG is 
regulated during special circumstances, e.g. risk of grid 
overload, loss of dynamic grid stability, maintenance. It is 
determined for each situation by a series of timed tests to 
simulate a specific condition and how the WTG reacts to it.

The maximum active power output of a variable-speed 
WTG can be controlled by modifying the characteristics of the 
rotor (i.e. blade pitch) to reduce its rotational speed. 

Additionally, both the active and reactive power can be 
controlled electronically through the turbine’s inverter system 
in either fixed- or variable-speed WTGs with reaction times 
usually less than 60 seconds[25].

The ramp-rate limitation is met by most modern WTGs
unless there is a fault in the system. Fixed-speed WTGs 
usually incorporate some sort of thyristor soft-start control 
which allows for a gradual start-up in power generation. 
Variable-speed WTGs rely on a VSC built on insulated gate 
bipolar transistors (IGBTs). Most VSC’s used are based on a 
Graetz topology which provide a robust control system to 
regulate power output (see figure 11 below).

F. Reactive Power
The aspects regulating reactive power control depend on the 

specific grid codes requirements which apply to any WPP. 
These aspects involve determining a fixed power factor (cos 
𝜙𝜙𝜙𝜙) and, traditionally, a fixed set-point control of zero (cos𝜙𝜙𝜙𝜙 =
1.0) for that reactive power. However, due to increased wind 
power penetration, a growing number of transmission system 
operators (TSOs) now require variable set-point controls. 

In general, grid codes require a reactive power control up to 
50% the rated power of the WTG i.e. cos𝜙𝜙𝜙𝜙 = 0.9 for both 
inductive and capacitive power[25]. The specific limits are 
obtained by determining the reactive power capability of any 
given WTG according to the IEC 61400-21 standard. This 
section of the standard can be summarized as follows. The 
generator is driven to produce both as much inductive and 
capacitive reactive power as possible while the values are 
monitored and recorded over 1 minute intervals (a minimum 

of 30 measurements is required). The results are then plotted 
in a PQ-diagram. The values represented in the PQ-diagram 
are used as the parameters within which the WTG is expected 
to function. Additional compensation components are required 
if these parameters do not extend the WTG’s operational 
boundaries to match those required by the applicable grid 
codes.

The function of the set-points for reactive power correspond 
to their active power counterparts’ functionality. Their values 
are defined based on the reactive power capability determined 
above. Time response and setting accuracy are especially 
relevant in the case of reactive power set-points. These 
validations are performed for the entire power range of the 
turbine (from zero to the rated power). 

G. Current Technical Answers to operational challenges
In this subsection we present the implementations of two 

strategies aimed at overcoming the challenges of large-scale, 
wind power integration into the power grid. We begin by 
briefly explaining the functioning of static VAR compensation
used to counter the reactive character of a network. We then 
introduce grid codes as technical specifications to facilitate 
connection and operation of WTGs to the electrical network.

Static VAR Compensation 
Static VAR Compensation (SVC) is frequently used to 

adjust the voltage fluctuations caused by the variable nature of 
wind power turbines and variations in the loads connected to 
the grid. There is a direct connection between voltage 
variation and reactive power. By increasing or decreasing the 
reactive power in a network it is possible to maintain the 
network’s voltage within a specific rating[26].

The most common technique that is used today to 
compensate reactive power in the grid is parallel 
compensation which includes static VAR compensating.  SVC 
is not only regulating the voltage and compensating the 
reactive power. But, it also escalates the power transmission 
capacity and damps the active power fluctuations. Siemens, 
one of the largest power circuit makers, manufactures SVC 
solutions which can be used to exemplify the general 
design[27]. The static VAR compensator is a power circuit 
constructed of a combination of different components. The 
construction of an SVC power circuit depends on its intended 
application. The components commonly used in an SVC 
circuit are the following.

1) Thyristor Switched Capacitor (TSC):
This capacitor adapts to variations in the load. It can 
automatically adjust to balance the voltages to their 
nominal values. It inserts a variable reactive current. That 
means it produces a maximum amount of reactive power 
or nothing. TSCs are an essential component for the 
parallel reactive power compensation.

2) Thyristor Switched Reactor(TSR)
TSRs are similar to TSCs. The main difference is that 
TSRs are reactors. TSR is also a significant component for 
the parallel reactive power compensation.

3) Thyristor Controlled Reactor(TCR)
TCRs are installed to constantly control the reactive power 
value. These values range from zero to a maximum rating 

Fig. 11. Schematic of a Graetz type six-pulse, two-level IGBT VSC.
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depending on the situation and the power demand. To 
prevent injecting harmonics to the network, filters are also 
used in SVC.

The difference between SVC and mechanically switched 
components; SVC consists thyristor- controlled and –switched 
components. These facilitates reactive power compensation;
make it quick and effective.

Some of these capacitors/reactors are controlled and other 
are switched. The controlled capacitors inject the same amount 
of reactive power to the network despite of the variations in 
load power requirements. The switched capacitors adapt to 
variations in the load. They mechanically adjust to balance the
voltages to the standard values. SVCs are the most common 
parallel compensation used in today’s wind turbines to adjust 
reactive power imbalances.[28]

Grid Codes, An Approach to Make Wind Power Possible for 
now and to the Future

As explained by Mufit Altin in Overview of Recent Grid 
Codes for Wind Power Integration[29], grid codes (GCs) are 
technical requirements which define the operational 
parameters of any power producing plant connected to a 
network. They regulate all operational aspects of both 
producers and consumers in a network. Every actor involved 
in the power production chain, from WPP operators to TSOs 
must adhere to the GCs currently enacted. Turbine 
manufacturers are also mandated to comply with the 
specifications stated in the GCs where their equipment will be 
installed. The main role of the GCs is to guarantee the stability 
and reliability in the transmission of power. 

GCs differ between countries or even operators. In countries
with weak power network, where smaller disturbances can 
easily lead to instability in the power system,  the GCs would 
be different to the ones needed in a country that has a strong 
network[30]. GCs also vary for different power producing 
plants: WPPs are regulated by a different set of GCs compared 
to larger and more stable plants (e.g. hydro- or nuclear power 
plants).  According to Julija Matevosyan in her work on 
technical regulations for interconnection of WPPs to the 
power system[30], GCs can even vary between regional 
networks. Following is an overview of some GCs based on
grid size and merged grid codes.

Grid codes for networks less than 110 kV

Sweden:  The guidelines developed in Sweden for networks 
below 110 kV is called AMP, Anslutning av Mindre 
Produktionsanläggningar till elnätet. These guidelines give 
instructions to the network operator, for instance, over how the 
protection to secure system operation if errors emerge is done. 

Germany: The guidelines developed in Germany for 
networks below 110 kV is called BDEW.  1800 companies 
form the Federal Association of Energy and Water Industries 
(BDEW).  The WPP that is installed from 2011 and further 
have to follow the BDEW guidelines. 

Grid codes for networks over 110 V

Germany: VDN is a transmission code issued in 2007. This 
code is used by the four transmission system operators in 
Germany, sometimes directly and other time; after integrating 
the code into their own requirements.

Merged grid codes 

Sweden: Svenska kraftnät , the Swedish system operator has 
developed report with regulations. The report is developed to 
assure a safe operation of the power system. That include grid 
codes for the following.
1) Disturbance tolerance 
2) Voltage control
3) Power control
4) Tests and certification

Some requirements are more common than others in the 
GCs. These cover reactive current injection, voltage ride 
through, and normal operation requirements. The latter 
includes considerations about active power control (P), 
reactive power control (Q), and voltage and frequency 
span[29].

Because of the special features that the wind power has, i.e. 
that WTGs are different from the CPPs. Whereas the latter 
commonly uses synchronous generators, the former uses 
induction generators (e.g. DFIGs). DFIGs affect the 
transmission system differently than traditional synchronous 
generators. Therefore, the GCs are designed to make profile of 
their effect on the power system as similar as the profile of 
CPPs. With the continued increased penetration of WPPs in 
the power production market, further development of CGs is 
needed to ensure that the power system is stable and 
functional[30].

IV. PRACTICAL CASES

In this section we present two concrete case studies of 
electricity markets with a large penetration level of WPPs.  
We begin with an overview of the power production stage in 
Germany. We then conclude with a short study on the Swedish 
island of Gotland where the penetration level of WPP has 
already reached 30% of the total power production.

A. Germany as an example for how the wind power works in 
the power system

Wind power is one of several renewable energy sources 
that are used in Germany. WPPs have special characteristics 
which differ from their CPP counterparts. As mentioned 
earlier, the generator that is used in a CPP is synchronous 
while the generators that are used in WPPs are DFIGs and 
synchronous turbine with back to back converters which affect 
the power system differently than typical generators. 
According to Matthias Luther from Friedrich‐Alexander‐
University of Erlangen‐Nuremberg and Wilhelm Winter from 
TenneT TSO GmbH[31], in the case of Germany, this 
obstacle has been resolved with a gradual increase of wind 
power penetration in order to preserve stability in their power 
system. 
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To accomplish this the German government offered 
incentives to promote cooperation between all participants. 
These participants are TSOs and WPP operators. This 
demonstrates the important role the regulating authorities play 
in the matter. TSOs have also a large roll in this process. They 
are the principal entities in charge of implementing 
appropriate GCs to avoid instability and to secure a functional 
power system.  

By December 2003 there were already ca. 15 694 wind 
turbines installed and connected to medium-, high-, and extra 
high voltage transmission networks in Germany.  Most of the 
turbines installed in Germany are connected to medium 
voltage networks but there is also a need for more the large 
WPPs to connect to high- and extra high voltage transmission 
networks.

There are technical limitations which hinder the rise of 
penetration levels of WPP in Germany, these limits differ with 
geographical extent. At the regional level when the overall 
system is synchronously connected there are specific 
considerations which need to be observed. These include 
voltage- and frequency stability and thermal overloading.  The 
latter occurs when the fed power exceeds the capacity of the 
regional transmission network. A typical example of this is 
seen when there is more wind power production feeding the 
medium voltage network than there is demand from the loads 
connected to it. If this state occurs regularly it can lead to 
disruptions of voltage in the high voltage system. This 
particular situation points out the need of development of the 
high voltage grid in the future. E. ON Netz is responsible for 
this development in some regions in Germany where this 
phenomenon occurs. Different regions in Germany have 
different TSOs. Among them are E. ON Netz, Vattenfall 
Europe Transmission, RWE NET and EnBW Transportnetze. 
These four TSOs are the entities responsible for the continued 
delivery of electrical power to the consumer in Germany. 

E. ON Netz is the German TSO behind an investigation 
started in 2001 regarding the largest blackout of installed wind 
power in order to ascertain its causes and identify the system 
errors which could have led to it. In 2002 it was found that this 
was due to heavy system errors in the northern part of 
Germany. These errors occurred in 380 kV transmission lines 
which led to a disconnection of ca 3 000 MW originating from 
WPPs. A loss of power over 3 000 MW is defined as 
hazardous to the synchronously connected UCTE system. The 
UCTE system is the union of the German TSOs which focuses 
on the coordination of the transmission of electricity that 

nation.
In order to prevent such large blackouts from repeating, 

strict requirements for WTGs that are connected to the 
transmission system were developed. These requirements have 
remained valid since 2003. They forbid disconnection of the 
WTGs if there is system error with a voltage drop that exceeds 
a certain value (see figure 12 below)

B. Gotland as an example of high wind power penetration in 
Sweden

In the region of Gotland, the main supply of electricity 
stems from wind power. To balance the supply and produce
the marginal quantity of energy; help from nearby located gas 
turbines is sometimes needed.

The responsible network operator in Gotland; an island that 
is situated 90 km from the land of Sweden; is Gotland Energy 
AB (GEAB). GEAB started in 1902 as responsible for 
supplying light in the streets.  Gotland have the first line 
commutated converter (LCC) based high voltage direct current 
(HVDC) which was built in 1954 between the land of Sweden 
and the island Gotland. The link capacity started with 15 MW. 
Some years later it developed to 30 MW. In 2005 different 
lines were installed, one which is 300 km and has a voltage of 
70 kV, another one which is 100 km and has a voltage of 30 
kV and a 2000 km long line with voltage of 10 kV.

The northern of the island has a strong grid because it is 
connected to Visby and Slite. It also provides the consumers in 
Visby and Slite with electricity. In the south, the grid is weak
and the highest local request is ca 17 MW. However, the 
installed wind power is ca 60 MW; that creates a misbalance 
concerning the load and production of wind power. The 
misbalance between the load and the amount of the produced 
WP makes the operation of the system difficult. The solution 
to this misbalance is to install VSC based HVDC links in the 
island; these has already been installed and are the first in the 
world; of their kind to be installed in Gotland.

Gotland is expected to export 2 GWh to the mainland 
Sweden which is 500 hours per year from the produced wind 
power. That is possible today because of the HVDC link that 
is built between Gotland and the mainland of Sweden. The 
link had only one direction from the mainland to Gotland.
However, today the link had developed to have a new 
direction; from Gotland to mainland. Consequently, the export 
is possible today. To summarize the system currently is able 
to change the direction of the power flow without effecting the 
frequency.

As we mentioned earlier, GEAB is the system operator but 
the TSO for the whole country (Sweden and the island 
Gotland) is Svenska kraftnät. The windfarms are owned by 
different companies. There are also wind turbines that is 
owned by individuals. The owners of the windfarms obligated 
to follow requirements that are decided by the system 
operators GEAB. The individuals whom own a wind turbine is 
also obligated to follow requirements; these requirements have 
they taken part of; they have also agreed on following them 
before they got permission to connect to the grid. Furthermore, 
they have to record the technical capabilities of all turbines 
they own. 

Fig. 12.  Conditions that was decided from 2003 and further in the focus 
area of E.ON Netz. 
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Protection system is essential to avoid damaging expensive 
equipment. For instance, the VSC-based HVDC link in 
Gotland has a protection system that disconnects the 
equipment; when faults or any operative defects occur. This 
protection system that is used; is based on insulated bipolar 
gated transistor (IGBT). 

Something that GEAB works with is defining requirements 
that is specific for Gotland’s power system. Throughout this 
procedure they have discovered that it’s difficult to do that; as 
the manufactures of wind turbines are not consistent. That 
makes it difficult to demand the manufactures to follow 
requirements, because of the inconsistency.

V. SUMMARY

Wind power has become a strong contender amongst all 
renewable power sources. In the course of our research, this 
has been made evident. During the last two decades’ wind 
power plants have evolved significantly. The amount of 
installed wind turbines has increased considerably and this has 
prompted many technological advancements in the induction 
generators, the power electronics regulating voltage 
conversion, and the grid codes governing the management of 
wind power plants.  This, in turn, has contributed to making 
wind power more reliable and cost effective. This trend shows 
no sign of abating in the foreseeable future. Many regulating 
organs in the power production sector predict a continued rise 
in wind power penetration in many countries.  The cycle will 
continue to drive development and further proliferation of 
wind power turbines.

Furthermore, some of the previously assumed limits to how 
much wind power could a power grid accommodate have been 
removed. In Sweden alone, the proposed increment in wind 
power penetration of 20% of the total produced power by the 
year 2020 is not only technically feasible with today’s 
technology, but according to many experts, it will be 
profitable. This does not imply that such an integration 
increase will be simple. The requirements for such an 
undertaking include a restructuring of the managing 
philosophies which have been used for the past century in the 
power sector. The wind is a diffuse source of energy which 
necessitates wind power plants and individual turbines to be 
distributed over wide geographical areas. The power network 
was originally constructed to supply large loads (e.g. urban 
centers) from large power production plants (e.g. hydroelectric 
plant). This is essentially a paradigm shift from centralized 
power production to distributed generation which forces a 
flexibility that most power grid operators have traditionally 
avoided.

The technology used today in the electronics components of 
wind turbines is more robust and progressively less expensive 
than it was five years ago. The voltage converters used in the 
wind turbine’s induction generators can be further improved to 
minimize harmonic distortions introduced in the system by 
their switches, but they are exceptionally good already at 
regulating both active and reactive power output. Variable-
speed wind turbine generators (Type-III and Type-IV) have 
been shown to have the best operational characteristics. Their 
low flicker output as well as control capacity are undoubtedly 
some of the contributing reasons for their increased 

dominance: There are almost no fixed-speed wind power 
generators installed in Sweden today.

From an operational standpoint, the biggest challenges to 
overcome with increasing levels of wind power production are 
reactive compensation and voltage control. These two 
concepts are closely related since reactive power 
compensation can be used to manage voltage fluctuations. 
Static VAR compensators provide a good dynamic 
compensation profile to allow for efficient operation of wind 
power plants while meeting the appropriate performance 
requirements. In the particular case of Sweden, due to the 
nation’s strong power network, these challenges pose less of a 
threat to the optimal functioning of the grid. The amount of 
installed power reserves in hydroelectric power plants alone 
provides a large safety net to ensure that the power quality in 
the grid can meet the required nominal ratings. 

As shown in the examples taken from Germany and 
Gotland, a wind power penetration of 30% of the total 
installed power production is an attainable and profitable 
venture. The transition to a flexible grid with a large 
percentage of the total installed power being produced by 
wind power and other renewable sources will probably merge 
with other innovative concepts such as the smart grid. These 
two technologies seem to be a perfect match to transform what 
we now know as the power generation sector into a more 
efficient and robust system. The challenges exist, but they are 
not by any means insurmountable.
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equipment; when faults or any operative defects occur. This 
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conversion, and the grid codes governing the management of 
wind power plants.  This, in turn, has contributed to making 
wind power more reliable and cost effective. This trend shows 
no sign of abating in the foreseeable future. Many regulating 
organs in the power production sector predict a continued rise 
in wind power penetration in many countries.  The cycle will 
continue to drive development and further proliferation of 
wind power turbines.

Furthermore, some of the previously assumed limits to how 
much wind power could a power grid accommodate have been 
removed. In Sweden alone, the proposed increment in wind 
power penetration of 20% of the total produced power by the 
year 2020 is not only technically feasible with today’s 
technology, but according to many experts, it will be 
profitable. This does not imply that such an integration 
increase will be simple. The requirements for such an 
undertaking include a restructuring of the managing 
philosophies which have been used for the past century in the 
power sector. The wind is a diffuse source of energy which 
necessitates wind power plants and individual turbines to be 
distributed over wide geographical areas. The power network 
was originally constructed to supply large loads (e.g. urban 
centers) from large power production plants (e.g. hydroelectric 
plant). This is essentially a paradigm shift from centralized 
power production to distributed generation which forces a 
flexibility that most power grid operators have traditionally 
avoided.

The technology used today in the electronics components of 
wind turbines is more robust and progressively less expensive 
than it was five years ago. The voltage converters used in the 
wind turbine’s induction generators can be further improved to 
minimize harmonic distortions introduced in the system by 
their switches, but they are exceptionally good already at 
regulating both active and reactive power output. Variable-
speed wind turbine generators (Type-III and Type-IV) have 
been shown to have the best operational characteristics. Their 
low flicker output as well as control capacity are undoubtedly 
some of the contributing reasons for their increased 

dominance: There are almost no fixed-speed wind power 
generators installed in Sweden today.

From an operational standpoint, the biggest challenges to 
overcome with increasing levels of wind power production are 
reactive compensation and voltage control. These two 
concepts are closely related since reactive power 
compensation can be used to manage voltage fluctuations. 
Static VAR compensators provide a good dynamic 
compensation profile to allow for efficient operation of wind 
power plants while meeting the appropriate performance 
requirements. In the particular case of Sweden, due to the 
nation’s strong power network, these challenges pose less of a 
threat to the optimal functioning of the grid. The amount of 
installed power reserves in hydroelectric power plants alone 
provides a large safety net to ensure that the power quality in 
the grid can meet the required nominal ratings. 

As shown in the examples taken from Germany and 
Gotland, a wind power penetration of 30% of the total 
installed power production is an attainable and profitable 
venture. The transition to a flexible grid with a large 
percentage of the total installed power being produced by 
wind power and other renewable sources will probably merge 
with other innovative concepts such as the smart grid. These 
two technologies seem to be a perfect match to transform what 
we now know as the power generation sector into a more 
efficient and robust system. The challenges exist, but they are 
not by any means insurmountable.
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Abstract—The increasing use of energy and the non-friendly 
environmental energy sources has increased the wind power
plant production. Though it is beneficial environmentally, it lacks 
the control methods for being an even larger energy supplier to 
the society. Therefore the aim of this paper will be to investigate 
issues regarding integration to the power grid and what the 
possible solutions could be.

Researching about the current issues and standards regarding 
the integration to the power grid presented that there are decent 
control methods which can be used. However further study is 
needed to conclude if it is better to improve the power grid or to 
advance the current wind power plants.

I. INTRODUCTION

ind power plants have been used as an electrical energy 
supplier but have not been the best producer of energy 
due to its dependence on the wind. However because of 

the environmental benefits the wind power plant possesses the 
interest of making it more efficient and producing more wind 
power plants has grown. Since it is growing, the contribution 
of its energy production will increase and be more important 
to the power grid. The energy supply from the plants to the 
grid used to be minor provider but the recent increase have 
shown that there are lack of regulation for grid connections 
which can cause instability for the power grid.

For the issues concerning wind power plant integration, this 
paper will demonstrate what the current integrational issues 
are and why they exist. Further research will be focused on the 
current integrational standards and also specifying the 
different methods that are used. Since they both relate much to 
how the wind power plant operates there will be an 
investigation in how the operation affects the system. 
However since they relate to each other quite often then the 
effects of the operation will be spread throughout the paper.

The paper begins by defining the integrational issues and its 
major parts that are currently the problem with the wind power 
plants, it is stated in section II. Section III will specify how the 
operation can cause the power quality and section IV-VI will 
identify the current integrational standards. Further, section 
VII will classify the environmental impact of the wind power 
plants and section VIII describes how high voltage direct 
current (HVDC) could be a possible solution for the 
integration of wind power plants. The last section, IX, will 
conclude the work.

II. INTEGRATIONAL ISSUES

The energy wind power plant harness hails from the kinetic 
energy of the air and the power can be defined as:

𝑃𝑃𝑃𝑃𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀ℎ𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑀𝑀𝑀𝑀𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 = 1
2
𝜌𝜌𝜌𝜌𝐶𝐶𝐶𝐶𝑃𝑃𝑃𝑃𝐴𝐴𝐴𝐴𝑣𝑣𝑣𝑣3 (1)

where 𝜌𝜌𝜌𝜌 represents the density of the air, 𝐶𝐶𝐶𝐶𝑃𝑃𝑃𝑃 is the power 
coefficient, 𝑣𝑣𝑣𝑣 is the velocity of the air and 𝐴𝐴𝐴𝐴 equals the surface 
area that wind interacts with. The power coefficient is further 
dependent on the tip speed and the pitch angle.[1]

Technical integrational issues are dependent on the power 
grid and therefore the wind power plant has to adapt specific 
criteria to function as supposed to. These requirements that the 
system must maintain is called “grid codes”. The technical
requests within the grid codes rely on the control of the 
reactive power, control of the active power and how it 
manages fault conditions, in general the quality of the power. 
Both reactive and active power control are important for
integrating into the power grid.[2]

In the subsections A and B, the integrational issues will be 
presented by looking closer at the power issues that comes 
with the production of power and as well as how the power 
contributes to the grid.

A. Reactive power:
The reactive power which is either produced/consumed by 

the wind farm will be open for the operator for controlling 
voltages throughout the system. In general, it is possible to 
state that an induction generator will consume reactive power 
to rather produce active power. If it would happen that the 
reactive power production is not enough, it could result that 
the power flow would not be sufficient and not able to pass the 
loads of the power grid.[3]

Though there are different material used for transmission 
lines it is even more important to control the voltage to ensure 
that the output voltage can be adjusted for different causes, 
meaning that it can adjust to different situations. It is therefore 
important that the reactive power controlled since one of the 
main issues that inspired this project is due to the fact that 
wind farms regulation for grid connection is a possible threat 
for the stability of the interconnected grid. The reactive power 
flow can be stated as the following equation:

𝑄𝑄𝑄𝑄1 = |𝑈𝑈𝑈𝑈1|
𝑋𝑋𝑋𝑋

[|𝑈𝑈𝑈𝑈1| − |𝑈𝑈𝑈𝑈2| cos(𝜃𝜃𝜃𝜃1 − 𝜃𝜃𝜃𝜃2)] (2)
where one and two are the definition of which side of the 
transmission line is being referred. It is also considered that 
the shunt capacitors are not taken into account for the formula 
since the current through the capacitors are minor and the 
transmission line is considered being at a maximum of 100
km. It should as well be mentioned that the resistance equals 
zero because it is insignificant compared to the reactance and 
therefore we get that 𝑍𝑍𝑍𝑍 = 𝑋𝑋𝑋𝑋, where Z is the impedance and X 
is the reactance. The phase angle difference of the voltages do 
vary but it is notable that the reactive power is more dependent 
on the voltages and is therefore used for controlling the 
voltage. Se Fig. 1 for a better illustration.[4]

Wind power plants integration to the power grid
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B. Power quality:
To successfully integrate the power into the transmission 

network there are specific standards that the power quality 
must have or it would end in different issues that would make 
the output power to cause instability for the power grid. It 
could be that it causes changes to the current which would 
have effect on the voltage. Regarding the power quality, the 
following can be stated as issues that could have impact on the 
power quality[3]:

1) Voltage variation: The fluctuations of the voltage can 
have several impacts on the output power. Fluctuations that 
occur can affect the voltage and can therefore have diverse 
impact on the power system. It does however differ and 
depend on what the voltage is, meaning if the voltage is low or 
high. For the case of low voltage there would be an increased 
current that would pass throughout the generator which would 
end in power loss since the power loss increases when the 
current increases. There are however measures taken to avoid 
reaching either too low or high voltage and is done by 
preserving the voltage at regulatory restrictions at the so called 
point of common coupling (PCC). It should however be 
pointed that if the voltage is too low then the flow of power 
will be affected in such way that the power flow will 
decrease.[3]

Fig. 1. A simple case of a transmission lines power flow that is no longer than 
100 km.[4]

The active power loss can be defined, per phase, as the 
following:

𝑃𝑃𝑃𝑃 = 3𝑅𝑅𝑅𝑅𝐼𝐼𝐼𝐼2 (3)
Where the resistor, R, represents the resistance of the line and 
the active power, P, is the lost active power within the 
transmission lines where the current is signified as I.[4]

For high voltage, the equipment in the power plant may be 
damaged and result in as a broken part. The change in voltage 
can increase the reactive power in the transformer and change 
the magnetizing current. Minor voltage increase could 
significantly increase the magnetizing current and change the 
power factor.[3]

2) Frequency: Frequency changes can affect the system in
such way that it causes the system to have lower power 
generated which would make the production less reliable. The 
lower frequencies would affect the power factor and would 
have significant increase in the flow of power within the 
transformer which would result in power loss.[3]

3) Harmonics: Generally there are current harmonics as well 
as voltage harmonics and is often caused by soft starting. The 
harmonics, both voltage and current, can affect the operation 

as well. It can be stated that harmonics can overheat the 
transformer and also be the cause of broken parts such as 
shunt capacitors. The increase in current can also lead to 
power loss as well [3]. In (3) we understand that the only 
changing variable is the current and if it would increase it 
would end in power loss.

III. OPERATIONAL ISSUES IMPACT ON THE POWER

Operational issues have major impact on the wind power 
plant regarding the power quality due to diverse reasons. 
Some of the operations occur because of power quality issues 
which further causes operational issues. As mentioned in 
section II, the harmonics have impacts on the operation of the 
wind power plant. The upcoming section IV will describe the 
reactive power compensation methods which are closely 
related to this section. This section will present four topics that 
are issues regarding the operation of the wind farm. The main 
operational problems can be defined as the following:

A. Transients: 
The generator of the wind power plant may need 

compensation for the reactive power and in that case there are 
mechanical switches to switch capacitor which could end in 
large voltage spikes, also known as voltage flickers. Large 
transients have detrimental effects on the power plant, 
sensitive parts can easily be harmed and larger components 
would be affected the same if they would be vulnerable for 
long periods to large transients. Constant switching could even 
be more harming to the components since the spikes grow 
larger, controllers might be damaged as well. This would of 
course cause the wind power plant to be damaged and repaired 
much earlier than it was suspected.[3]

B. Unbalanced voltage: 
The unbalance of voltage is commonly known as a reason 

for the generator to be overheated since it makes the current 
flow in negative sequence. For power plants that operates in 
such way, it could cause the generator to be damaged. 
Operating with unbalanced voltage could therefore be 
costly.[3]

C. Active power:
Active power can just as the reactive power cause voltage 

transients when the output power from the wind turbine is 
fluctuating. It should be noted that the active power control 
methods that will be discussed later in section V-VII are ways 
of ensuring secure operation for the production and it is 
therefore important to present the active power as well.

The grid, that wind power plants connect to, require a 
specified amount of power. This requirement can change 
throughout the year depending on the type of transmission 
line, season of the year and the time of the day. Active power 
flow over the transmission line is defined as:

𝑃𝑃𝑃𝑃1 = |𝑈𝑈𝑈𝑈1||𝑈𝑈𝑈𝑈2|
𝑋𝑋𝑋𝑋

sin(𝜃𝜃𝜃𝜃1 − 𝜃𝜃𝜃𝜃2) (4)
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B. Power quality:
To successfully integrate the power into the transmission 

network there are specific standards that the power quality 
must have or it would end in different issues that would make 
the output power to cause instability for the power grid. It 
could be that it causes changes to the current which would 
have effect on the voltage. Regarding the power quality, the 
following can be stated as issues that could have impact on the 
power quality[3]:

1) Voltage variation: The fluctuations of the voltage can 
have several impacts on the output power. Fluctuations that 
occur can affect the voltage and can therefore have diverse 
impact on the power system. It does however differ and 
depend on what the voltage is, meaning if the voltage is low or 
high. For the case of low voltage there would be an increased 
current that would pass throughout the generator which would 
end in power loss since the power loss increases when the 
current increases. There are however measures taken to avoid 
reaching either too low or high voltage and is done by 
preserving the voltage at regulatory restrictions at the so called 
point of common coupling (PCC). It should however be 
pointed that if the voltage is too low then the flow of power 
will be affected in such way that the power flow will 
decrease.[3]

Fig. 1. A simple case of a transmission lines power flow that is no longer than 
100 km.[4]

The active power loss can be defined, per phase, as the 
following:

𝑃𝑃𝑃𝑃 = 3𝑅𝑅𝑅𝑅𝐼𝐼𝐼𝐼2 (3)
Where the resistor, R, represents the resistance of the line and 
the active power, P, is the lost active power within the 
transmission lines where the current is signified as I.[4]

For high voltage, the equipment in the power plant may be 
damaged and result in as a broken part. The change in voltage 
can increase the reactive power in the transformer and change 
the magnetizing current. Minor voltage increase could 
significantly increase the magnetizing current and change the 
power factor.[3]

2) Frequency: Frequency changes can affect the system in
such way that it causes the system to have lower power 
generated which would make the production less reliable. The 
lower frequencies would affect the power factor and would 
have significant increase in the flow of power within the 
transformer which would result in power loss.[3]

3) Harmonics: Generally there are current harmonics as well 
as voltage harmonics and is often caused by soft starting. The 
harmonics, both voltage and current, can affect the operation 

as well. It can be stated that harmonics can overheat the 
transformer and also be the cause of broken parts such as 
shunt capacitors. The increase in current can also lead to 
power loss as well [3]. In (3) we understand that the only 
changing variable is the current and if it would increase it 
would end in power loss.

III. OPERATIONAL ISSUES IMPACT ON THE POWER

Operational issues have major impact on the wind power 
plant regarding the power quality due to diverse reasons. 
Some of the operations occur because of power quality issues 
which further causes operational issues. As mentioned in 
section II, the harmonics have impacts on the operation of the 
wind power plant. The upcoming section IV will describe the 
reactive power compensation methods which are closely 
related to this section. This section will present four topics that 
are issues regarding the operation of the wind farm. The main 
operational problems can be defined as the following:

A. Transients: 
The generator of the wind power plant may need 

compensation for the reactive power and in that case there are 
mechanical switches to switch capacitor which could end in 
large voltage spikes, also known as voltage flickers. Large 
transients have detrimental effects on the power plant, 
sensitive parts can easily be harmed and larger components 
would be affected the same if they would be vulnerable for 
long periods to large transients. Constant switching could even 
be more harming to the components since the spikes grow 
larger, controllers might be damaged as well. This would of 
course cause the wind power plant to be damaged and repaired 
much earlier than it was suspected.[3]

B. Unbalanced voltage: 
The unbalance of voltage is commonly known as a reason 

for the generator to be overheated since it makes the current 
flow in negative sequence. For power plants that operates in 
such way, it could cause the generator to be damaged. 
Operating with unbalanced voltage could therefore be 
costly.[3]

C. Active power:
Active power can just as the reactive power cause voltage 

transients when the output power from the wind turbine is 
fluctuating. It should be noted that the active power control 
methods that will be discussed later in section V-VII are ways 
of ensuring secure operation for the production and it is 
therefore important to present the active power as well.

The grid, that wind power plants connect to, require a 
specified amount of power. This requirement can change 
throughout the year depending on the type of transmission 
line, season of the year and the time of the day. Active power 
flow over the transmission line is defined as:

𝑃𝑃𝑃𝑃1 = |𝑈𝑈𝑈𝑈1||𝑈𝑈𝑈𝑈2|
𝑋𝑋𝑋𝑋

sin(𝜃𝜃𝜃𝜃1 − 𝜃𝜃𝜃𝜃2) (4)
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Since the resistance equals zero there are no active power 
losses and the maximum achieved active power will be when 
the phase angle difference of the voltages are 90° which 
would further imply that:

𝑃𝑃𝑃𝑃1 = |𝑈𝑈𝑈𝑈1||𝑈𝑈𝑈𝑈2|
𝑋𝑋𝑋𝑋

(5)
Compared with the reactive power, active power depends 

more on the phase angles of the voltages and the voltages on 
both sides will not affect the active power as much as it would 
for the reactive power and because of that it is not the first 
choice for voltage control. However active power control have 
an important role for maintaining the output power within a 
specific amount.[4]

D. Power variations
Since the wind farms depend on the wind then there will be 

fluctuations in the output power. This is due to the fact that 
wind can vary depending on the season and day. It can also 
depend such issues as the time of the day and as well as the 
weather. This could result in operational issues for the 
transmission network.[3]

IV. REACTIVE POWER CONTROL

The control over the reactive power, as stated in section II,
is crucial for the control of system voltage. The control can as 
well affect the power quality and make it more convenient to 
operate. The benefits that can be noticed operationally is the 
controlled voltage which may prevent voltage issues such as 
unbalanced voltage and could further prevent possible damage 
to the components of the wind power plant. Since the reactive 
power control is a great issue for the wind farm as well as the 
grid then the need to have greater control is essential. The 
following section will introduce how the power factor can 
affect the reactive power in and the active power in. Further, 
the reactive power compensation methods that the wind power 
plants currently use will be presented. The relation of the 
power factor and the produced power as well as the 
compensation methods used for wind farms can be defined as 
the following:

A. Power factor:
The power factor is defined as the cosine of the angle 

difference between the active power and the reactive power 
and this clearly stated in (6). With the definition of power 
factor it is quite useful for adjustment since it can describe the 
relation between the active power and reactive power which 
could be used for when the generator is producing power and 
this can change throughout the year depending on the season 
of the year. It is usually almost equal to one. The definition of 
the power factor can be described as the following [5]:

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 = cos𝜑𝜑𝜑𝜑 = |𝑃𝑃𝑃𝑃|
|𝑆𝑆𝑆𝑆|

(6)
where the apparent power, S, can further be defined as:

𝑆𝑆𝑆𝑆 = �𝑃𝑃𝑃𝑃2 + 𝑄𝑄𝑄𝑄2 (7)
the angle, 𝜑𝜑𝜑𝜑, represents the angle between the vectors of the 
active power and the reactive power. [4]

Fig. 2. An illustration of how the vector summation of the active power and 
the reactive power equals the apparent power.[4]

It is clearly presented that when the angle decreases it will 
result with a decrease in reactive power and vice versa. A 
decrease in the angle means that the power factor increases but
until it reaches zero degrees. For as long as the angle is above 
zero degrees, the system will consume/produce reactive 
power, depending on the flow of the current, and if the angle 
goes below zero degrees then it will have the opposite 
effect.[4]

B. Reactive power compensation:
Further options to control the reactive power can be done 

through compensation. These methods for compensating the 
reactive power can differ from each other and are important 
for the reactive power as well as the operation of the wind 
farm. There are different methods that are used for
compensating the reactive power and are known as the 
following:

1) Shunt capacitor: By making use of shunt capacitors the 
reactive power can be controlled when its output does not 
fluctuate overwhelming. It does so by switching the capacitors 
so the reactive power is kept controlled within limits.[6]

2) Static VAR compensator (SVC): These type of 
compensators use thyristor valves to achieve a better 
regulation over the shunt capacitors and shunt reactors.[7] Fig 
3 gives a good overview of how an SVC operates.[6]

Fig 3. A model of an SVC used for wind power plants.
Copy from [6]
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3) Compensation through STATCOM: The method used for 
this type of compensation for the reactive power is performed 
with the use of static synchronous compensators (STATCOM) 
that can control the reactive power by decreasing it or 
increasing it. The static synchronous compensators consists 
either of integrated gate commutated thyristors (IGCT) or it 
will contain insulated gate bipolar transistors (IGBT). They 
are known as voltage source converters. Se Fig 4 as well. [6]

Fig 4. A model of a STATCOM used for wind power plants.
Copy from [6]

4) Generator: The generator is another way of controlling the 
reactive power by either producing power or consuming the 
power. This does however vary for which generator that is 
used for the wind power plant.[6]

V. ACTIVE POWER CONTROL SYSTEMS

There are different types of power control, some countries 
are more fond of a certain type of control regarding the active 
power. It should be noted that these type of control methods 
for the active power are a way of ensuring the operation. The 
control types are known as:

A. Stall control: 
Wind farms that use stall control do so for its cheapness, 

toughness and because it is quite simple to operate. They 
usually consist of three blades, however there are types that 
consist of two blades. Operationally, the stall control types 
cannot be supported at start which would mean that the 
connection from start is not able to be controlled.[8]

B. Pitch control: 
Pitch controlling is very beneficial in the case that its 

control over the power is significant. It can operate and control 
during the start when there is a connection sequence and it can 
do crisis stops if necessary. The wind that varies quite little, 
meaning that the acceleration of the wind is small and the 
speed is not too high, can be controlled by wind farms using 
this technology. It is however not that good of a control option 
regarding wind that moves faster than average and could, due 

to its sensitivity, cause large differences in the power output 
from the wind power plant.[8]

C. Active stall control: 
The active stall control is much alike the regular stall 

control but differs with new improvements on the control 
method which makes it more efficient and productive. Its 
system, regarding power quality, is practically the same but its 
enhancements concerns mostly how it works operationally. 
The active stall control is therefore a better version of the 
typical stall control and due to its improvements, it can do 
aided starts which would benefit the power plant so the output 
of power does not fluctuate largely. It is however an expensive 
choice of control method, more costly than the pitch control 
system.[8]

VI. TYPES OF ACTIVE POWER CONTROL

There are three major ways to control active power and are 
used differently depending on the situation. The first one is to 
cut off the wind turbine and the second one can be defined as a 
larger cut off, meaning cutting of the whole wind power plant.
These methods are specific for cutting off the active power but 
is used whenever it is necessary, meaning that the reason for 
the usage of these types of control are just to ensure safe 
power production from the wind power plant. The other types 
of control can be defined as the following and are clearly 
presented in Fig 5 [9]:

A. Total power control: 
This control method works in such way that the output 

varies around a specific point and does surpass the value and 
in that way ensuring the maximum power output from the 
wind farm. It is useable for loads that requires specific limits 
of power.[9]

B. Control of power deviation:
For this technique, it is given a deviation point which would 

lower the output power so that it will not go over the 
maximum limit.[9]

C. Ramp rate control: 
This type of control puts more focus on the stability of the 

frequency and does so by directing the output so it will not be 
caused to any postponements in adjustment to variations of the 
output power.[9]

D. Stop control: 
This method preserves the production of power at a specific 

point and is not affected by any large speed growths.[9]

The figures below represents the output power with a curve 
for each type of control method and are ordered in the way 
they are mentioned as:
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3) Compensation through STATCOM: The method used for 
this type of compensation for the reactive power is performed 
with the use of static synchronous compensators (STATCOM) 
that can control the reactive power by decreasing it or 
increasing it. The static synchronous compensators consists 
either of integrated gate commutated thyristors (IGCT) or it 
will contain insulated gate bipolar transistors (IGBT). They 
are known as voltage source converters. Se Fig 4 as well. [6]

Fig 4. A model of a STATCOM used for wind power plants.
Copy from [6]

4) Generator: The generator is another way of controlling the 
reactive power by either producing power or consuming the 
power. This does however vary for which generator that is 
used for the wind power plant.[6]

V. ACTIVE POWER CONTROL SYSTEMS

There are different types of power control, some countries 
are more fond of a certain type of control regarding the active 
power. It should be noted that these type of control methods 
for the active power are a way of ensuring the operation. The 
control types are known as:

A. Stall control: 
Wind farms that use stall control do so for its cheapness, 

toughness and because it is quite simple to operate. They 
usually consist of three blades, however there are types that 
consist of two blades. Operationally, the stall control types 
cannot be supported at start which would mean that the 
connection from start is not able to be controlled.[8]

B. Pitch control: 
Pitch controlling is very beneficial in the case that its 

control over the power is significant. It can operate and control 
during the start when there is a connection sequence and it can 
do crisis stops if necessary. The wind that varies quite little, 
meaning that the acceleration of the wind is small and the 
speed is not too high, can be controlled by wind farms using 
this technology. It is however not that good of a control option 
regarding wind that moves faster than average and could, due 

to its sensitivity, cause large differences in the power output 
from the wind power plant.[8]

C. Active stall control: 
The active stall control is much alike the regular stall 

control but differs with new improvements on the control 
method which makes it more efficient and productive. Its 
system, regarding power quality, is practically the same but its 
enhancements concerns mostly how it works operationally. 
The active stall control is therefore a better version of the 
typical stall control and due to its improvements, it can do 
aided starts which would benefit the power plant so the output 
of power does not fluctuate largely. It is however an expensive 
choice of control method, more costly than the pitch control 
system.[8]

VI. TYPES OF ACTIVE POWER CONTROL

There are three major ways to control active power and are 
used differently depending on the situation. The first one is to 
cut off the wind turbine and the second one can be defined as a 
larger cut off, meaning cutting of the whole wind power plant.
These methods are specific for cutting off the active power but 
is used whenever it is necessary, meaning that the reason for 
the usage of these types of control are just to ensure safe 
power production from the wind power plant. The other types 
of control can be defined as the following and are clearly 
presented in Fig 5 [9]:

A. Total power control: 
This control method works in such way that the output 

varies around a specific point and does surpass the value and 
in that way ensuring the maximum power output from the 
wind farm. It is useable for loads that requires specific limits 
of power.[9]

B. Control of power deviation:
For this technique, it is given a deviation point which would 

lower the output power so that it will not go over the 
maximum limit.[9]

C. Ramp rate control: 
This type of control puts more focus on the stability of the 

frequency and does so by directing the output so it will not be 
caused to any postponements in adjustment to variations of the 
output power.[9]

D. Stop control: 
This method preserves the production of power at a specific 

point and is not affected by any large speed growths.[9]

The figures below represents the output power with a curve 
for each type of control method and are ordered in the way 
they are mentioned as:
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Fig 5. An illustration of the behavior of each control type.
Copy from [9]

VII. ENVIRONMENTAL CHALLENGES

Though wind energy is an environmental beneficial source 
for producing energy it does however have problems causing 
its surroundings. The main issue is the noise the wind farms 
cause and other problems such as visual impacts. Regarding 
the noise, there are ways to encounter it by producing offshore 
wind power plants instead. The offshore wind power plants 
produce more energy because the wind is much more offshore 
and they also have a distance from the land which implies that 
the noise will not be such a problem.

There have also been a lot of speculation about offshore 
wind power plants operation due to the harsh environment it is 
exposed to. The surroundings can increase the difficulty to 
preserve the wind power plant as it is because it can cause 
damage. Therefore, the great issues from an environmental 
perspective with the offshore wind power plants are the costs 
of the operation and installation which is in need of cheaper 
components.[10]

The animals that are mostly affected by the wind farms are 
the birds which have been reported to be striking the blades 
that may cause injury on the birds flying by the wind power 
plants. This is however taken in consideration and there are 
researches regarding this issue trying to solve this problem. To 
prevent strikes towards the birds, the newer wind farms could 
be built on places where the birds do not inhabit and other 
strategies are taken into account.[11]

VIII. POSSIBLE FUTURE SOLUTION

The improvements for the future grids might be a solution 
to the many issues the wind farms possesses. The high voltage 
direct current (HVDC) transmission systems has less power 
loss compared to the AC transmission systems that has been 

used for a long time. HVDC transmission systems benefits for 
transmitting electricity for longer distances because of the low 
losses and studies suggest that it might also be valuable for
offshore grids.[12]

Studies have confirmed that power electronic improvements 
such as voltage source converter (VSC) are fairly useful for 
wind power plants. The HVDC system that use power 
electronic devices, particularly VSCs, for its system have the 
ability to control the reactive power throughout the system 
which makes it convenient for wind power plants since one of 
the greatest issues regards reactive power control.[13]

Recent VSC-HVDC systems have proven to damp the 
mechanical oscillations and also making the frequency a lot 
more suitable for controlling [12]. This demonstrates that this 
type of system may be a future option for wind power plants 
because of its improvements and the controlling benefits it 
has.

IX. CONCLUSION

Taking notice the current status of wind integration and the 
standards that are currently used, it can be stated that there is 
still research needed to decide what should be done for the 
future. The dependence will most likely lay on the economic 
perspective, meaning if it is better to replace the old wind 
farms or not. It could however also depend on issues such as if 
it would be better to install more improved controllers to the 
existing wind farms or the high voltage direct current 
transmission system might be a future option as well.
However issues regarding the environment such as noise are 
not easy to prevent which may seem that offshore wind farms 
may be the simplest solution for this cause. But due to the 
harsh environment, it would be hard to maintain the wind 
power plants that are offshore.

Regarding the issues for the operation and the integration, a
large portion of the issues depend on voltage issues as well as 
reactive power compensation, in general the control of 
reactive power, which there are good methods of 
compensation but for example switching of capacitors could 
cause transients which can have negative effects on the wind 
farm. Power electronical improvements could be a key to 
improve the operation as well as the integration.

The HVDC system with VSCs could be the most promising 
solution since it enables an improvement for reactive power 
control which may affect the power quality issues regarding 
the voltage as well as operational issues. If the reactive power 
can be supported for the control then issues such as transients 
within the wind farm could be prevented if the VSC-HVDC 
system supports it enough so that the switching of the 
capacitors becomes minimal. Other aspects concerning voltage 
issues are the fluctuations which as well might harm the 
components of the wind power plant.

Further studies in the fields of HVDC systems as well as
power electronics are needed to draw better conclusions for 
what the future wind power plants need. Research regarding 
better material and designs for wind farms that are offshore 
might be crucial for the future as it is hard for wind farms that 
are offshore to be maintained. However since offshore wind 
farms produce more power it could a great field of research for 
the future.
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WITH GREAT POWER TRANSMISSION COMES GREAT RESPONSIBILITIES 

The transition from fossil fuels to sustainable energy sources might not be as easy as it sounds. Intro-
ducing large quantities of unpredictable energy sources will affect the power grid in a way that is very 
different from how it functions today. 

Imagine standing on a ball, trying to balance whilst juggling with four balls. Add to this that you are being 
pushed and pulled on by bystanders and under no circumstances are you allowed to touch the floor. This is 
what is like to control the electric distribution grid. Wind that in one second supplies electricity for a whole 
city can suddenly disappear. Everyone will be left without power unless someone, somewhere, generates an 
equal amount that can be distributed across large distances in an instant. 

The development of the power distribution system is tending towards an increase in linkage between coun-
tries. Although this addresses the problems of the modern ways of generating power, the sheer amount of 
users, operators and hardware makes the consequences of a failure direr than ever. In order to meet future 
demands of grid stability students at KTH have developed ways of processing grid data faster, make it more 
reliable and present it in a perspicuous way. 
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“

Renewable energy sources are getting increas-
ingly more popular and are also becoming 
more common in society. With wind, solar and 

other renewable energy sources the electric power 
production is becoming more and more decentralised 
and the production from these energy sources are 
often intermittent and difficult to predict. Addition-
ally, in the wake of new technologies and improved 
socio-economic conditions for the increasing global 
population, the demand for electric power is increas-
ing. This causes a demand for more complex systems 
of control and monitoring, both on a consumer level 
as well as on a distribution level, for the entire elec-
trical system since the current power transmission 
infrastructure is not designed for these challenges. 
Transforming the transmission system into a more 
versatile and adapting so called Smart Grid is neces-
sary in order to achieve the safe and reliable power 
grid needed in the future. Advanced data acquisition 
and control schemes are essential pillars in these 
Smart Grid technologies. 

Data acquisition and control is applied on a con-
sumer-, producer- and grid-level. On the consumer 
side, information about electric power consumption 
can be used to predict the load on the grid. In project 
K4 data from consumers is categorised into different 
user profiles. With more knowledge of the different 
user profiles finer tuning of the regulation can be 
made. The user profiles are not only important for 
the grid owner but could also be shown to consum-
ers in order to allow them to adapt to the fluctuations 
on the electricity market. However data acquisition 
and control is even more important for grid owners. 
The concept of Smart Grids is a way to cope with the 
unreliability of renewable energy sources and the 
increased electrical energy consumption through-
out the system. The production can be more geo-
graphically widespread, not only in cities but also at 
a regional level. With greater distance to the sources 
power loss increases. To counter this problem HVDC 
can be used to minimise the losses that occur over 
long distance transmission. 

A meshed grid based on HVDC requires a control 
system similar to the current AC based grids. Data 
from outer parts of the network is sent to a centralised 
control center. In project K3b a network link is made 
between an HVDC transmission grid and the control 
center in order to send information to the control 
center. At the control center the data is displayed and 
used as a foundation to control the network effec-
tively. In project K3a a graphical user interface for an 
HVDC grid is designed in order to give the network 
operator a visual overview of the system.

The data sent to the control center needs to be pro-
cessed in different applications in order to be more 
useful and to secure the reliability of the data, which 
might be associated with errors and noise. The qual-

ity of the data can be improved with a state estima-
tion algorithm developed in project K2. In order for 
the data to be useful, other applications need to anal-
yse and categorise it. Future work within this field 
should focus on further improving the control sys-
tem. The grid may be owned by separate parties and 
this would demand a different algorithm in the state 
estimator and a different design of the control center. 
To improve the control center additional applications 
can be implemented in order to strengthen the foun-
dation of which the control decisions are based on.   

ETHICAL REFLECTION
The focus of all three projects is on data collection, 
data storage and how an HVDC grid can support re-
newable energy, topics that can lead to ethical discus-
sions on many different levels. The looming climate 
crisis requires humanity to reduce emissions from 
fossil fuels drastically in the near future. The climate 
crisis caused damage and will cause further damage 
to people across the world and the most affected are 
often the ones who benefit the least from the usage of 
fossil fuels. It is according to us the emitters who are 
responsible to prevent future climate disasters. This 
increases the need for renewable energy, which in 
large part is unreliable and more dependent on local 
climate and geography. 

It has been taken for granted that easy and abun-
dant energy sources will always be available. This 
may very well not be the case in the future. In a so-
ciety where everything and everyone is dependent 
on electricity, this poses a difficult question. As avail-
ability of power decreases, who will be entitled to use 
it and to what extent? 

The use of Smart Grids will make transfer of elec-
tricity more effective and increase reliability within 
the grid. However this introduces the problem of 
data acquisition and storage. HVDC grids are often 
connected to many local AC grids thus making them 
dependent on each other. This poses the question 
of how much and what kind of data is necessary to 
ensure the stability of both grids. More data will in-
crease the stability of the grids but since HVDC grids 
often span over many countries issues concerning 
national security may arise. In order to ensure na-
tional security different agreements, concerning the 
distribution of information, should be made amongst 
neighbouring countries.  

In Smart Grids, information about the electricity 
usage of the consumers is necessary in order to cope 
with power fluctuations within the grid. This data 
may intrude on the personal integrity of the consum-
ers, as it might contain sensitive information. Like 
the discussion around HVDC grids spanning coun-
tries, the ethical dilemma of how much information 

CONTEXT K: POWER SYSTEM MANAGEMENT AND RELATED INFORMATION EXCHANGE
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is too much arises. Will the benefits of the collected 
data outweigh the risks of the data being exploited?

In our opinion, an HVDC grid spanning nations 
and a Smart Grid that ensures stable electricity trans-
mission is required in order to meet the demands of 
renewable energy. The dependencies on other coun-
tries and the risk of data being exploited are real is-
sues but quite small as compared to the gains of an 
HVDC grid. Further research should therefore be 
made within the field of load categorisation and an 
international HVDC grid, but most of all one should 
investigate how these technologies will infringe on 
national security and personal integrity. 

CONTEXT K: POWER SYSTEM MANAGEMENT AND RELATED INFORMATION EXCHANGE
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K2. STATE ESTIMATION FOR HYBRID AC/DC GRID

Centralized Versus Distributed State Estimation for
Hybrid AC/DC Grid

Viktor Briggner, Pontus Grahn and Linus Johansson

Abstract—State estimation enables for values throughout a
power transmission grid to be known with a higher level of
certainty. New technologies for bulk power transmission and
power grid measuring enables for new possibilities in the energy
sector and it is required that state estimation algorithms are
developed to adapt to these new technologies. This project aims
to develop a state estimator (SE) that is modified for hybrid
AC/HVDC grids with voltage source converters (VSC) and phasor
measurement units (PMU). Two different sets of architectures
are tested. The centralized architecture where one common SE
is implemented for both AC and DC grids or the distributed
where a separate SE for every grid is used. The method used for
the SE is the weighted least square (WLS) method. The SE will
be developed based on the power grid model ’The CIGRE B4
DC Grid Test System’, designed by the International Council on
Large Electric Systems (CIGRE) as a benchmark system. The
SE is subject to four different scenarios in order to evaluate the
quality of the SE, benefits of added phasor measurements and
choice of architecture for the SE. The results of the tests show that
the developed SE improves the accuracy of state values on the DC
grid. However, regarding the AC state values of the converters the
results of the test are ambiguous. Furthermore the distributed
architecture offered slightly less accurate AC values than the
centralized. The addition of PMU measurements improved the
error of the estimated values.

I. INTRODUCTION

IN a world that is growing increasingly more dependent
on electricity for day-to-day applications [1] the value

of a reliant and efficient electric power supply is becom-
ing more apparent. As nations are investing in sustainable
energy sources such as wind and solar power to eventually
replace large fossil-based power facilities, the electrical power
production is becoming decentralized [2] which the current
infrastructure is not designed for. To meet the challenge of
adapting the existing power transmission grids to these new
conditions certain measures need to be taken. Such a measure
might be the introduction of new ways of transmitting bulk
power over long distances.

A. High voltage direct current

The conventional method of electrical power transmission
by using high voltage AC technology might prove problematic
for some applications such as transmission over long distances.
In these cases high voltage direct current (HVDC) is more
technologically useful and economically effective due to as-
pects such as lesser land usage and lower transmission losses
[3]. The advances in technologies related to HVDC enables
for meshed multi-terminal HVDC grids, which allows power
to be transmitted through the grid without limitations on the

direction of flow. These types of HVDC grids might further
promote the integration of renewable energy sources [4] as
they are more flexible and versatile than the HVDC links
that only connects one point with another. The conventional
methods of converting AC to DC such as line commutated
converters (LCC) has only allowed power to pass in one
given direction. To change the direction of the current in these
systems mechanical operations on the converters is required,
making this type of scheme inconvenient to use in a multi-
terminal HVDC grid with more than 3 terminals [4]. Instead,
voltage source converters (VSC) are more controllable than
the convetional technology and it allows for current, and thus
power, to flow in both directions. Unlike LCCs, VSCs does
not require a connection to a strong grid in order to function.
This means that VSCs are suitable for HVDC grids connecting
off-shore wind power parks and other AC grids that cannot be
defined as strong grids.

B. State estimation

In order to properly control a power system, certain values at
all buses need to be known. A state estimator (SE) provides
crucial information for the control applications of an elec-
trical power transmission system. Regardless of transmission
scheme, be it AC or DC, all power systems require monitoring
and certain values throughout the system need to be known in
order to effectively control the system and optimize power
flow. These values, known as states, might be impractical
to measure all at once in a large system and furthermore
leaves the control system dependent on the reliability of single
measuring units. Additionally, all measuring devices and their
corresponding measurements are associated with some degree
of uncertainty. To handle these problems a redundancy of
measurements is obtained and the errors are taken into account
in order to minimize the measuring error. The redundancy is
obtained from measuring a variety of other variables, such as
power and current flow to name a few, that allows for the
calculations of the desired states [5].

C. Phasor measurement units

Phasor measurement units (PMU) are devices with the
ability of providing synchronized measurements of the phasors
of voltage and current. PMU:s provides these measurements
at a rate [6] and accuracy [7] exceeding the conventional
measurement devices by far. PMUs have been used to com-
plement conventional measurements but in relatively low scale
considering the advantages [8], this is most likely because of
the high cost of the devices.
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D. Bad data detection

Even a well designed SE will be inaccurate if a few
measurements are associated with relatively large errors. One
effective yet simple way to cope with this problem is to imple-
ment some sort of bad data detection (BDD) that can identify
and remove redundant and overly inaccurate measurements.

E. State estimation architectures

Since meshed VSC HVDC grids is a fairly new concept, the
question of how these systems should be controlled and mon-
itored is still up for scientific debate. A variety of different SE
architectures have been investigated for a hybrid AC/HVDC
grid. There is the centralized architecture where one SE is
developed for the entire AC/HVDC grid such as that seen in
[9]. This approach might prove difficult to implement since
it demands for an entirely new SE software to be developed
when a HVDC grid is connected to an already existing AC
grid. Furthermore it also calls for the grid to be handled
by the same transmission system operator (TSO), which will
be inconvenient if the HVDC grid connects two countries.
Another approach is to use interconnected SEs for the different
grids within the AC/HVDC grid as in [10]. This means that
there are separate SEs for the AC grids and for the HVDC
grids but there are boundary values at the point of common
coupling (PCC) between the grids. The SEs are executed
simultaneously and since the SE calculations are iterative the
calculated values at the PCC by one SE is used by the other
SE in its next iteration and vice versa. The fact that the
SEs are executed simultaneously might prove this approach
impractical, as DC grids are more dynamic than AC grids
[11] which require faster control functions and thus demanding
estimated values more frequently. Considering these problems
distributed SEs for AC and DC grids seem like a convenient
and realistic method. This approach keep the SEs separate
without the necessity to have boundary values between them.
Instead, estimated values, such as power flow from DC to AC,
from the DC SE can be communicated to the AC SE when it
needs to run. The estimated values from the DC SE are more
reliable than the measured values on the AC side which will
benefit the AC grid SE provided that the DC SE have updated
recently. However, with this architecture the calculated values
at the PCC might prove to be less accurate than with the
interconnected method and the centralized method.

F. Aim

In this thesis the efficiency of the distributed SE is inves-
tigated and compared to the centralized SE. The comparison
is based on the accuracy of the estimations. To achieve an
estimate for the states, the weighted least square (WLS)
method is used as it is the predominantly used method in
reviewed papers and literature [9], [12], [5]. As this thesis
does not seek to develop an algorithm for a SE but to compare
different architectures no comparison between SE methods
are done. It is also investigated what impact PMU-based
measurements have on the SE and how different amounts of
redundant measurements affect the centralized SE architecture.

The grid model that the simulations is based on is The CIGRE
B4 DC Grid Test System [13]. The intention of this model is
that several studies should be made upon it which allows for
a fair comparison between different studies and approaches.
Little research on SE for this model is available since the
model is fairly new but future studies will be able to use the
results of this thesis. Similar studies has been made on the
subject of SE for HVDC grids such as [8] and [9], but the
certain approach of this thesis for the CIGRE model has not
been done before.

II. THEORY

A. State estimation principles

The state estimation algorithm operates upon a set of
redundant measurements with their corresponding errors taken
into account. These measurements are not limited to consist
of the states of the system but can also include other values
which can be expressed as functions of the states. For the
measurements to be redundant the number of measurements
need to be greater than the number of states and the number of
measurements are usually 2-3 times greater than the number
of states [5]. The values defined as states are the bus voltage
magnitudes and corresponding phase angles for AC systems
and the bus voltage magnitudes for DC systems. From these
states all other measurable values can be calculated.

For the statistical analysis of the SE to work properly a
number of assumptions has to be made. First and foremost it
is assumed that the system is operating under balanced condi-
tions in steady state [12]. Additionally it is assumed that the
errors of the measuring devices are of Gaussian distribution,
meaning that they have a normal probability distribution [5].
It is also assumed that the errors are independent of each other
[5], meaning that the error of one measurement does not affect
the errors in the other measurements. Furthermore the exact
topology of the system and all the operating parameters need
to be known in order for the estimation to use measurements
other than the state values.

B. Weighted least square method

The WLS method is based on a nonlinear optimization
problem which seeks to minimize the squared error of the
measurements with the error distribution of the individual
measuring devices taken into account.

With the assumptions stated in section II-A, we can describe
the measurements as

z = zt + e (1)

where z is a m× 1 vector consisting of the measured values,
zt is the true values and e is the errors of the measurement.
We define x to be a n×1 vector that consist of all the desired
states of the system and thus write

z = h(x) + e (2)

where h(x) is the measurement function vector containing
linear and nonlinear equations relating the states of the system
to the measured values.
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The WLS method aims to minimize the sum of the square
of the error divided by the variance of the corresponding
measuring device, i.e minimizing (3).

J =

m∑
i=1

(zi − hi(x))
2

σ2
i

= [z− h(x)]T ·W · [z− h(x)] (3)

where σ2
i is the variance of the device, m the number of

measurements and W = R−1. The m×m matrix R is defined
as

R =




σ2
1 0 · · · 0
0 σ2

2 · · · 0
...

...
. . .

...
0 0 · · · σ2

m




In order to minimize (3) we have the following condition
that must hold.

g(x) =
∂J

∂x
= −HT (x) ·W · (z− h(x)) = 0 (4)

where

H(x) =




∂h1

∂x1

∂h1

∂x2
· · · ∂h1

∂xn

∂h2

∂x1

∂h2

∂x2
· · · ∂h2

∂xn

...
...

...
...

∂hm

∂x1

∂hm

∂x2
· · · ∂hm

∂xn




Taylor expansion of (4) yields

g(x) = g(xk) +G(xk) · (x− xk) +H.O.T = 0 (5)

where G(xk) = HT (xk) ·W ·H(xk). Ignoring the H.O.T and
using the iterative Gauss-Newton method gives the following
expression

xk+1 = xk +G−1(xk) · g(xk)

= xk + [HT (xk) ·W ·H(xk)]−1

· [−HT (xk) ·W · (z− h(xk))] (6)

where k indicates the number of iterations. The initial guess
is generally a flat start meaning the states are assumed to
be of nominal magnitudes for voltages and angles to zero.
To achieve an as good as possible value of x the iterations
continue until ∆xT∆x ≤ ε is true, where ε is the desired
accuracy

C. Bad data detection

Large errors are easily detected examining the residual
vector r. This vector is defined as the difference between mea-
surements and the quantities achieved from the corresponding
equations using the states x obtained from the WLS method

r = z− h(x) (7)

Since the measurements are associated with a certain
standard deviation σi is it necessary to consider this when
evaluating measurements. Therefore a normalized residual rN

is utilized. Every element in rN larger than threshold λ
determines the corresponding measurement to be unreasonably
inaccurate

rNi =
|ri|
σi

< λ (8)

The measurements that are both faulty and redundant are
eliminated and the WLS method is used again but without
these measurements. Note that this method is only effec-
tive when redundant measurements are inaccurate as non-
redundant measurements cannot be removed without compro-
mising the calculations.

III. STATE ESTIMATION FOR HVDC/AC GRID

For a state estimator that operates on both DC and AC
systems the state vector x can be described as

x =



UAC

θ
VDC




where UAC, θ, VDC are vectors containing the states of all
the buses.

The possible measurements to do on the DC buses and
lines are voltage magnitude, current bus injection, current flow,
power bus injection and power flow. The generalized equations
relating the measurements to the DC states are:

Iflow,ij = (Vi − Vj) · gij (9)
Pflow,ij = Vi · (Vi − Vj) · gij (10)

Iinj,i =

nb∑
j=1

(Vi − Vj) · gij (11)

Pinj,i = Vi

nb∑
j=1

(Vi − Vj) · gij (12)

where Iflow,ij and Pflow,ij denotes the current and power flow
between two buses respectively. Similarly Iinj,i and Pinj,i

denotes the current and power injection to the bus and gij
denotes the conductance of the power lines. Thus has the
DC measurement function vector for a general DC grid the
following layout:

hDC(x) =




V
Iflow
Pflow

Iinj
Pinj




For the AC side the possible measurements are the same
as for DC. However, the generalized equations for a complete
AC grid is not of relevance for this thesis as the AC grid
is simplified to consist only of the AC side of the AC/DC
converters. The limits of the AC side are placed at the bus
immediately after the converter on the AC side. Moreover,
it is to be tested how the addition of PMUs affect the
quality of the SE for AC values. It is assumed that PMUs
are located and utilized at every AC bus. The measurements
retrieved from these PMUs are voltage and current magnitudes
and angles compared to the corresponding slack bus. The
measurements from the PMUs have a higher accuracy and
accordingly have a larger impact on the estimation than the
conventional measurement. Not only do PMUs offer more
accurate measurements but also greater redundancy is achieved
since the voltage angles are available as measurements as well.
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Fig. 1. Model of the AC-DC converter station (ideal transformer)
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Fig. 2. Principal diagram over bipole converter coupling

A. Converter models

VSC HVDC AC/DC converters can be modeled as a voltage
source on the AC side and a current source on the DC side
[13], [11], [9]. The AC/DC converters are modeled according
to the converter pole model used in [13] with slight mod-
ifications. In this paper the conductance and capacitance in
parallel with the current source of the converter poles in [13]
are neglected. This is done as the conductances are small and
are not relevant for this study, furthermore the capacitances
are of no use in the case of state estimation since the general
assumption of SE is that the system is in balanced steady
state. The modified model for a converter pole can be viewed
in Fig. 1 and how bipole converters are connected can be
viewed in Fig. 2. The AC/DC model results in the following
set of equations to be used for the SE:

Pc,i = U2
c,i · gac,i − Uc,i · Up,i(gac,i · cos(Θcp,i)

+ bac,i · sin(Θcp,i)) (13)

Qc,i = U2
c,i · bac,i − Uc,i · Up,i(gac,i · sin(Θcp,i)

− bac,i · cos(Θcp,i)) (14)

Pp,i = −U2
p,i · gac,i + Up,i · Uc,i(gac,i · cos(Θpc,i)

+ bac,i · sin(Θpc,i)) (15)

Qp,i = U2
p,i · bac,i − Up,i · Uc,i(bac,i · cos(Θpc,i)

− gac,i · sin(Θpc,i)) (16)
Iim,i = Uc,i(gac,i · sin(Θc,i) + bac,i · cos(Θc,i))

− Up,i(gac,i · sin(Θp,i) + bac,i · cos(Θp,i)) (17)
Ire,i = Uc,i(gac,i · cos(Θc,i)− bac,i · sin(Θc,i))

− Up,i(gac,i · cos(Θp,i)− bac,i · sin(Θp,i)) (18)
0 = PDC,i + PAC,i (19)

where bac,i and gac,i are the susceptances and conduc-
tances in the AC/DC converter model viewed in Fig 1. (17)
and (18) are related to the PMU measurements which gives
phasor values of the current and equation (19) is a pseudo-
measurement in order to couple the AC side with the DC side

+
−

R/2

R/2

Vm Vc

Fig. 3. Model of the DC-DC converter station

of the converter. Note that these equations describe one pole
of the AC/DC converter.

This gives the following measurement function vector for
the AC values:

hAC(x) =




U
θ
Iim
Ire
PAC

QAC




(20)

where the entries θ, Iim and Ire are only to be used if PMUs
are used as measuring devices

The model for the DC/DC converter is also based on the
model used in [13]. The justification for the modifications done
on the DC/DC converter model follow the same arguments as
those for the AC/DC converters. The conductance is neglected
due to the small size, the inductances and capacitance is
neglected because only the steady states are relevant. The
modified DC/DC converter model can be viewed in Fig. 3.
This model result in the following equations for the SE:

Im,i = gconv · (
Vm

l2
− Vc

l
) (21)

Pm,i = Vm · gconv · (
Vm

l2
− Vc

l
) (22)

Ic,i = gconv · (
Vm

l
− Vc) (23)

Pc,i = Vc · gconv(
Vm

l
− Vc) (24)

where gconv is the conductance related to the resistance R in
Fig. 3 and l is the nominal conversion ratio between the Vc-
side and the Vm-side. These equations are to be added in the
DC measurement function vector where a DC/DC converter
exist between two buses and should replace the generalized
flow equations for these buses.

B. Operating parameters

As given by [13], the operating parameters for the DCS3
grid can be viewed in tables I, II and III. Table I gives
the values of the resistances and inductances in the AC/DC
converters and also the nominal AC voltage magnitudes of
each converter. The DC/DC converter values can be found in
table II and the line resistances between the buses can be seen
in table III. As seen in Fig. 5 there are two cables connected
between bus A1 and B1 and between B4 and B2, in table III
this is taken into account for the total values of R and g.
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TABLE I
GENERAL AC-DC CONVERTER DATA

Converter L[mH] R [Ω] Nominal AC voltage [kV]
Cb-A1 33 0,403 380
Cb-B1 33 0,403 380
Cb-B2 33 0,403 380
Cb-C2 98 1,210 145
Cb-D1 49 0,605 145

TABLE II
GENERAL DC-DC CONVERTER DATA

Physical quant. Cd-B1
R [Ω] 3,84

TABLE III
LINE CONDUCTANCE ON DC SIDE

Branch R/km [Ω/km] km R [Ω] g [S]
A1-B1 0,0057 400 2,28 0,4386
A1-B4 0,0114 500 5,7 0,1754
B4-B1 0,0114 200 2,28 0,4386
B4-B2 0,0057 300 1,71 0,5848
A1-C2 0,0095 200 1,9 0,5263
C2-D1 0,0095 300 2,28 0,3509
D1-E1 0,0095 200 1,9 0,5263
E1-B1s 0,0095 200 1,9 0,5263

TABLE IV
BASE VALUES FOR PU CALCULATIONS

Base type Base value
AC voltage Nominal (380 kV/145 kV)
Power 500 MW
DC voltage 400 kV

The only DC/DC converter used in DCS3 is the converter
Cb-B1 which operates with ±400 kV on each side. All the
AC/DC converters in DCS3 are bipolar and also operates on
±400 kV as nominal DC voltage.

C. Implementation of the algorithm

For the implementation of the algorithm MATLAB is used.
MATLAB is found suitable since it is a fairly easy and intuitive
program yet has the computing capacity and tools required for
handling the algorithm that is to be developed in this thesis.
Similar work has also been implemented in MATLAB such as
[9]. A flowchart of how the algorithm is constructed is shown
in Fig. 4. The first phase collects data, such as the variance
matrix, W, and measurement vector, z. In the second phase
the initial value for the state estimation is defined. The last
phase handle the iteration which is calculating the current
error and provides us with the new states. To calculate the
new states the vector, h, which calculates the measurements
with regard to the current states is needed. The matrix, H,
that contains the partial derivatives of h is also needed for the
calculations. It should be noted that none of the calculations
is using any of the solvers that MATLAB has at hand. They

initialization
of xk

calculation
of h(xk)

and H(xk)
xk=xk+1

calculation
of xk+1

according
Gauss-
Newton
method,

see eq. (6)

||∆x||2 < ε?
rN< λ
for all

elements?

remove faulty
measurement

Estimated
states

xk+1=xfinal

no

yes

yes

no

Fig. 4. Flowchart algorithm

are all calculated analytically. The iteration ends when the
sum of the last quadratic change is less than the desired
threshold ε. When the threshold requirement is fulfilled, the
measurements are calculated with the new states and checked
for bad data. For a more manageable code the measurements
are calculated in per unit (pu). This means that specific bases
are defined based on the nominal values for each quantity and
all parameters are divided by these base values. This method
is used in order to make the state values close to one and to
make values at different voltage levels comparable. The bases
that are used is listed in table IV.

IV. SIMULATION AND RESULTS

All graphs in the upcoming results displays the absolute
difference between the estimated state value and the exact
calculated value of that state, which becomes the absolute error
of each estimated states. In the graphs every state has been
given a number, the AC voltages has been given a number
from 1 to 10, the AC angles has been given a number from 1
to 5 and the DC voltages 1 to 8. Which specific number each
bus corresponds to is shown in table V. When the graphs are
insufficient table VI, which contain the mean absolute error,
could be used to strengthen some results.

A. Grid model

The model for the power grid used is part of The CIGRE B4
DC Grid Test System developed by CIGRE as a benchmark
system and can be found in [13]. The sub-grid DCS3 is
used since it is the largest of the DC grids but also contain
several relevant components for SE applications. DCS3 can
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B1s
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Cb-D1
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Cb-B2

Cd-B1

Overhead line
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Fig. 5. Diagram for the CIGRE DCS3 subgrid including PCC

TABLE V
IDENTIFICATION NUMBERING OF STATES

Number States
1 Uc,Cb−A1 θc,Cb−A1 VA1

2 Up,Cb−A1 θc,Cb−C2 VC2

3 Uc,Cb−C2 θc,Cb−D1 VD1

4 Up,Cb−C2 θc,Cb−B1 VB4

5 Uc,Cb−D1 θc,Cb−B2 VB1

6 Up,Cb−D1 - VB1s

7 Uc,Cb−B1 - VE1

8 Up,Cb−B1 - VB2

9 Uc,Cb−B2 - -
10 Up,Cb−B2 - -

be viewed in Fig. 5, the filled lines represent overhead lines
and the dashed lines represent cables. As the AC grid is
simplified to consist only of the AC parts of the AC/DC
converters the point p in Fig. 1 at each converter is chosen
as AC slack buses. The corresponding angles are regarded
as reference angles since only the angle difference between
these buses are of importance. The values of the true DC bus
voltages are gathered from an existing test system simulated
in Opal-RT which is similar to the CIGRE model. However,
the test system differs somewhat from the true CIGRE model
and consequently only the DC bus voltages are used since
these values can be chosen arbitrarily within some limitations.
From this, the other DC measurements are mathematically
derived and all measurements are equipped with a randomized
error within the given standard deviation. The same procedure
is used for the AC side, the voltage Up for each AC/DC
converter is considered to be of nominal magnitude and with
this and the power injection from the DC side all other values

are calculated and thereafter error is added.

B. Scenarios

In order to test the developed SE it needs to be subject to
a variety of different scenarios as to see how it behaves when
conditions are less than ideal.

1) Bad data detection: This scenario start with a test to
show how the weight can be used to affect the estimated
states by increasing the standard deviation on untrustworthy
measurements, which is called weight correction. To illustrate
this large errors has been added to three measurements. Then
states has been estimated with and without weight correction.

After this test a bad data detection scenario is made. When
bad data detection is implemented the normalized residual is
calculated after an estimation to see which measurements have
large errors. The measurements that have a normalized residual
above the threshold λ are then removed. This scenario contains
two parts, 1a which represents without bad data detection and
1b which represents with bad data detection.

2) Limitation of redundancy: When BDD is implemented
and a faulty measurement that exceeds the allowed limit of
the residual is detected the measurement is excluded from
the calculations of the SE. Therefore investigating how the
SE is affected when a certain amount of redundant values
are excluded is of interest. The magnitude of the errors and
the calculation time are the parameters that are examined in
order to evaluate how this affects the SE. Three different levels
of redundancy is investigated for this scenario. The lowest
redundancy test, scenario 2a, is run with 30 measurements. As
the system have in total 23 states this amount of measurements
assure some level of redundancy. The selected measurements
for scenario 2a consist of:

• The voltage magnitude Up in the AC/DC converters
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Fig. 6. Centralized structure. Only one section which implies that the AC SE
and DC SE are coupled with pseudo equations.

Fig. 7. Illustration of distributed structure in scenario 2. Separated sections
which implies that AC and DC SE are decoupled. Blue area represents AC
and green area DC.

• The active power flow Pc from bus c in all the converters
• The reactive power flow Qc from bus c and to bus p in

all the converters
• Voltages at four DC buses
• Power flows on six DC lines

The midway redundancy test, scenario 2b, have 51 measure-
ments which is approximately twice the state amount. In
this test the measurements consist of all above measurements
together with:

• Active power flows Pp to bus p in all the converters
• The voltage V at all the DC buses
• The power flows Pflow,ij out from all the DC buses

In the third redundancy test, scenario 2c, there are 64 mea-
surements which is about three times the number of states.
These measurements consist of the ones above together with:

• The voltage Uc at every c bus in the converters
• The current injection Iinj at every DC bus

All the measurements at this redundancy test have an added
randomized error based on the standard deviation of said error.

3) Distributed AC and DC SEs: When formulating a SE,
different structures should be considered. In scenario 1, 2 and
4 the centralized architecture is tested which is illustrated in
Fig. 6. This scenario test the distributed architecture, which
is shown in Fig. 7, where the AC side and DC side are
decoupled. In effect, this means that the SE is operating on
two completely separate systems. Instead of coupling the two
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Fig. 8. Absolute error of each state in logarithmic scale. Blue line shows
estimated state error with weight correction and the red line shows without
weight correction. AC voltages (upper), angles (middle), DC voltages (lower).

systems through the pseudo-equations, which are treated as
measurements, the power injection to the DC bus calculated
from the DC states can be communicated as a measurement
to the AC side, as the power injection at a DC bus with a
AC/DC converter is defined as the negative value of the AC
power flow from bus c. To examine this, scenario 3 consist
of three parts. For the first part, scenario 3a, the AC states
are calculated without any data being communicated from
the DC SE. In the second part, scenario 3b, power injection
values calculated from DC states are added to the AC state
calculations. This measurement is thus obtained after the DC
SE calculation and could be used as a measurement in the AC
SE. Accordingly, the AC states are calculated as if a separate
SE is utilized for every converter. For the third part, scenario
3c, the centralized SE is used as a comparison to the two
earlier tests. The errors of the AC state values from all parts
of the scenario is compared to determine if and how much
an AC SE benefits from obtaining the DC measurements. A
randomized error that is calculated dependent on the standard
deviation is added on all the measurements to make a more
realistic scenario.

4) With and without PMU: This scenario consists of two
different sets of measurements. The set in scenario 4a only
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Fig. 9. Residual for each measurement. Before correction with bad data
detection

consist of conventional measurement and the set in scenario 4b
consist of both PMU measurements and conventional measure-
ments. By comparing these two setups of measurements we are
able to evaluate what kind of impact the PMUs have on the SE
in terms of accuracy and calculation time. The conventional
measurements are the same in both calculations. The PMU
measurements increase the redundancy and they have a lower
standard deviation than the rest of the AC measurements. The
parameters being examined are the same as in scenario 1.

C. Results and analysis

1) Bad data detection: When the SE is applied on the
system the measurements have different standard deviations
depending on the type of measurement. In effect, the standard
deviation is used as a weight to decide how reliable the
measurement is. A low standard deviation indicates that the
measurement is trustworthy. In order to see if the SE works
properly a test is made. To give some degree of freedom for
the calculations 33 measurements are used for the 23 states.
The upper plot in Fig. 8 represent how the AC voltages are
affected by a measurement with error. The middle and lower
plot in Fig. 8 are obtained from the same test but illustrate
the AC angles and DC voltages respectively. The plots in
Fig. 8 shows the difference between the exact value and the
calculated value of the state. The standard deviations that are
being used for weight is for AC measurements σAC = 0.02
and DC measurements σDC = 0.001. The red line in Fig. 8
represents the values of the calculated states when error has
been added to three measurements. The power flow from bus
c in converter Cb-C2, the reactive power flow from bus c in
converter Cb-B1 and the voltage in bus A1. The error that
has been added is a factor of the standard deviation of the
measurements. To correct the errors in the state values the
value of σi for the erroneous measurement is increased by a
factor of 40. After the weight correction we obtain the blue
line.

The results in Fig. 8 does not only confirm the function-
ality of the SE but also clearly shows the importance of a
weighted state estimation method. Otherwise, redundant and
less accurate measurement tools would not contribute to the
certainty of the state values but rather degrade the accuracy of
all the state values. The results of this test also illustrates the
necessity of a bad data detection algorithm.
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Fig. 10. Absolute error of each state in logarithmic scale. Blue line shows
estimated state error with bad data correction and the red line shows without
bad data correction. AC voltages (upper), angles (middle), DC voltages
(lower).

Another test is conducted in order to evaluate the bad
data detection. The measurements that are used in this test
are the same as the previous. Here errors are added to all
measurements to simulate a more realistic scenario. When the
states has been estimated the normalized residual is calculated
for each measurement and the values are shown in Fig. 9.
The threshold in this scenario is set to λ = 4 and as we can
see in Fig. 9 three normalized residuals exceeds this value.
These measurements are removed and a new estimation is
made without them. The red line in Fig. 10 show the absolute
error for each state before the bad measurements are removed
and the blue line the errors after the bad data detection.

Two of the measurements that was removed belonged to
converter Cb-A1. That can easily be seen in the upper and
middle plot in Fig. 10 since only the states that correspond to
that converter are affected by removing these measurements.
As we can see in the lower plot in Fig. 10 the error on all
the DC states decreases when removing the measurement that
contained a large error, as expected.

2) Limitation of redundancy: The errors that has been
added to the measurements are the same throughout this sce-
nario. The blue line in Fig. 11 describe scenario 2a, scenario
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Fig. 11. Absolute error of each state in logarithmic scale. Three different
redundancy in measurements. Blue line represent 30 measurements, red line
51 and green line 64. AC voltages (upper), angles (middle), DC voltages
(lower).

2b is described by the red line in and the green line represent
scenario 2c.

Scenario 2 is mainly a test on what level of redundancy
is needed. When it comes to the DC side, the trend is
pretty obvious in Fig. 11. More measurements leads to better
accuracy as expected. Probably, there is a limit when the
accuracy does not increase but it seems like including every
available measurement would only benefit the DC state values.
How the AC states behave is more difficult to interpret. Fig.
11 and table VI has too small changes between scenario 2a,
2b and 2c, to draw any conclusions. As every AC SE, in the
five different converters, are only connected to DC SE through
pseudo-calculations and not to eachother, the states in these
converter depend a lot on the measurements related to the
converter. When a randomized error based on the standard
deviation is added to the measurements there is a possibility
that some of these errors are quite big. If such a measurement
is added in a converter (as we increase the redundancy) it has
a direct impact on the errors in the corresponding states.

3) Distributed AC and DC systems: In this scenario have
the same 33 measurements been used as in scenario 1. The
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Fig. 12. Absolute error of each AC states in logarithmic scale. Blue line shows
the estimated state error when AC and DC SE are completely seperated. Red
line shows when AC is provided with power flow out from bus c from the
DC SE. Green line represents estimated state error for centralized SE. AC
voltages (upper), angles (lower).

blue line in Fig. 12 represent the error in AC states when the
AC SE are not receiving any data from the DC SE. The red line
in the same figure represent the error in the AC states when
the DC provides the AC SE with the power flow out from bus
c in the converters and the green line show the centralized SE
as a comparison. The same error is used throughout the test.

The results in scenario 3 differed from the expected out-
come. As can be seen in Fig. 12 there were little difference
in AC voltage error and only a slight difference in angle error
between the centralized SE and the distributed SE without
communication between the separated SEs. However, with
communication between the AC SEs and DC SE the errors
actually increased for both angle error and voltage error. This
contradicts our expectations that an AC SE would benefit from
DC SE communicating measurement values but it does not
exclude it being true. Considering the small size of the AC
grids being tested different result could be achieved if these
were expanded to a more realistic size.

4) With and without PMU: The standard deviation that is
used for the PMU, due to more reliable measuring devices,
are in this scenario σPMU = 0.001. In this scenario the
conventional measurements that are being used is the same
as the scenarios above. This means that the conventional
measurements are 33. 5 PMU measurements are used, one
at every bus c in the converters. Note that the centralized
architecture is used so we can see how this impact all the
states. The blue line in Fig. 13 represents the state error
without any PMU measurements. The state error with the
PMU measurements are represented by the red line in the same
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figure. The green dots in 13 show the error for the measured
state. Since not every state is measured (but all are estimated)
only the states that has are measured has a green dot. The
randomized error for the conventional measurements are the
same in both scenario 4a and 4b.

We can see from Fig. 13 that the accuracy of both AC angles
and voltages have been greatly improved with PMUs being
used. Any particular differences in the DC voltages can not
be noticed, which was expected. The SE does not improve the
AC angles much compared to the PMU values but on the other
hand the AC and DC voltages are greatly improved compared
to the measured values.

D. General analysis

Calculation time was measured but since the times differed
so much running the same scenario, comparing the calculation
time of different scenarios was of no use. Also seeing that the
calculation time was no more than 1-2 seconds, the difference
was not of interest anymore. This implies that the amount
of measurements have little impact on the calculation time.

TABLE VI
MEAN ABSOLUTE ERROR

Scenario AC voltage error Angle error DC voltage error
1a 1.1702 · 10−2 1.4483 · 10−3 1.0224 · 10−3

1b 1.0926 · 10−2 1.4488 · 10−3 3.2213 · 10−4

2a 5.7026 · 10−3 8.4313 · 10−4 6.8770 · 10−4

2b 8.5476 · 10−3 7.7123 · 10−4 6.1149 · 10−4

2c 7.2349 · 10−3 8.1979 · 10−4 3.8137 · 10−4

3a 1.2159 · 10−2 1.3368 · 10−3 -
3b 1.7531 · 10−2 3.2866 · 10−2 -
3c 1.2193 · 10−2 9.5217 · 10−4 -

4a 1.7504 · 10−2 2.5994 · 10−3 2.5652 · 10−4

4b 5.5243 · 10−3 2.7368 · 10−4 2.5655 · 10−4

Generally it can be stated that the SE have improved the state
values compared to the measured values.

V. DISCUSSION

The aim of this project was to develop a state estimation
algorithm that is modified for meshed multi-terminal DC grids
with voltage source converters and phasor measurement units.
This has been done but one can question if the performance of
the SE is satisfying. Examination of the results implies that the
SE generally improves the state values compared to measured
values but the results are not very clear. Perhaps more test on
the performance of the SE should have been made but a lack
of time prevented this.

The approach to have a SE for the HVDC grid separated
from the connected AC grid(s) has its theoretical advantages
as it allows the more dynamic HVDC grid to run more
frequent estimations than the AC grid to which it is connected.
However, even though the DC values are estimated to an
acceptable level of certainty the AC values could improve.
Possible reasons for this discrepancy in accuracy might be
because the AC values are less trusted (i.e. they have a larger
value of σ) and as a consequence also get a larger randomized
error added to them. It might also depend on the way that the
true AC values are derived. Alternative ways of formulating
the SE scheme which might improve the AC values should be
investigated. One way that is somewhat similar to the scheme
that is briefly investigated in scenario 3, but with the AC
SE implemented on a larger AC grid. This might give better
results because of the sheer size of the AC grid and the higher
level of measurement redundancy.Another way could be that
of completely separated SEs for the AC and DC grids but
with boundary values, these SEs are executed simultaneously
but with the boundary values used and calculated by both SEs
iteratively.

Another method to implement state estimation on
HVDC/AC grids that does not have an as apparent impact on
the AC values but is rather interesting from an administrative
point of view is that if there are no exclusive TSO for the
HVDC grid, but is co-managed by the TSOs of the AC grids.
This would result in a distributed state estimation scheme
where the HVDC grid is divided between the AC grids and
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included in the existing SEs for these grids. How to manage the
boundary values on these coupling points might be interesting
to investigate

When constructing a model of how the HVDC grid be-
have many approximations has been done. In this report the
assumption that the converters are ideal has been made. In a
real scenario the converters would let through transients which
creates capacitance and inductance on the HVDC grid. These
phenomenons are quite small but does still exists and can
create uncertainties when the approximation of an ideal VSC is
made. The same phenomenons are disregarded in the DC/DC
converter which also could have an impact on the results. The
model for the AC/DC converter has been simplified in that way
that harmonics, which can arise from the VSC, is disregarded,
which is big problem in converters. As a suggestion, gathering
measurement values from a real-time simulated grid where
these phenomenons are included would show the impact these
assumptions generates.

To summarize, we would like to propose the following
subjects as subject for future work:

• More scenarios that focuses on how the SE itself performs
• Other ways of formulating a SE architecture as mentioned

above
• Develop a SE that include a more realistic modeling of

AC/DC and DC/DC converters and HVDC grid
• Gather values from a real-time simulated grid to see how

much of an impact the assumptions in the SE modeling
generates
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Development of an Energy Management System for
HVDC Grids

Filip Jarnehammar and Niklas Ung

Abstract — As demand for renewable energy sources increases
so does the pressure exerted on the transmission grid. Variable
sources strain the existing power lines and the control system
needs to incorporate faster response times when redirecting
power flow. Using HVDC grid technology multiple AC networks
can be concatenated across longer distances. This creates op-
portunity for solar- or wind power plants to be constructed
further away from consumers. However this technology calls for
a SCADA system being developed to bridge the gap between fast
changing voltages throughout an HVDC grid and less frequent
control rate of the underlying AC networks. This paper suggest
an architecture where a centralised control system receives data
from substation measurement units localised throughout the grid.
A database and a GUI, created in Microsoft SQL Server and
Zenon respectively, are developed in order to store, process and
display the communicated information, such as voltages, currents
and power flows. The control center would work on an update
frequency of about one second up to a minute, thus being able to
implement directions given by the AC grid control systems on the
faster changing HVDC grid. The proposed architecture is applied
to a real time simulation of an HVDC grid connected to multiple
wind parks and AC networks where events were displayed as
expected.

I. INTRODUCTION

CLIMATE change is an important problem which affects
everyone on the planet and stretches beyond national

borders. According to [1] climate change will result in chang-
ing weather patterns, rising sea levels and more extreme
weather phenomena. This is a central problem for the United
Nations and reducing the amount of greenhouse gases in the
atmosphere, one of which is carbon dioxide, is imperative. Fur-
thermore [2] states that the electricity demand has increased
globally with 40 % from the year 2000 to 2010 and will
keep increasing in the future. This makes the energy sector
an important area to consider when making future decisions
concerning generation of electricity. Major expansion of the
transmission grids will be necessary in order to acclimate to
these changes. IEA has in [2] examined three future scenarios
all of which the amount of renewables, excluding hydropower,
will increase faster than any other source. These sources
are varying and creates harder demand on the stability and
robustness of the grid.

To cope with the changes in the electric grid, technologies
featuring greater stability as well as lower transmission losses
become more interesting. Using a High Voltage Direct Current
(HVDC) grid could be a solution that includes these wanted
features. This HVDC grid would be a meshed network linking
different AC networks together and allow for transmission of
larger amounts of power across greater distances. In [3] the
writer has listed some of the advantages of HVDC compared

to AC transmission. One of these is that the HVDC grid
works with no frequency meaning less capacitive and inductive
effects thus reducing the overall impedance of the lines. AC
grids operating at different frequencies can therefore be linked
together using an HVDC network. The power would transfer
to the HVDC grid and then back to a different AC grid without
the need of matching frequencies.

Further on [3] discusses that depending on the line distance
there could also be economic gain with an HVDC line instead
of an AC line. An estimate concluded that the cost would break
even for overhead lines at distances between 500 and 800 km.
When using a cable HVDC is generally preferred at distances
over 40 to 50 km because of the increase in capacitance for
longer AC cables. These distances depend on several variables
where the number of lines, the cost of the AC-DC converter
station and power loss are some of them.

There are also some aspects that affect the local environment
when comparing advantages between cables and overhead
lines. In [4] the writers mention that there is a visual and space
gain when burying dc cables below ground. This removes
cable clutter thus occupying less space.

Using HVDC in bigger networks, and not only as a con-
nection between two points, is a relatively new concept. This
means that much of the development is still in the research
phase and there is no standard on how to design the system.
Many projects promote this development. One of them is
presented in [5] where EU has requested the organisation
ENTSO-E to construct a network code on HVDC connections
to enable stable and safe HVDC networks between countries.
Another organisation is CIGRE which is a non-profit organisa-
tion with general focus on electric power systems and HVDC
systems in particular [6].

This paper presents the functions of a supervisory control
system in an HVDC grid as opposed to an AC grid. These
functions call for certain components being developed in order
to control it. A database, in which measurements from the
grid are stored, as well as a Graphical User Interface (GUI) is
created in order to obtain an overview of the status of the grid.
The database and GUI are applied to a simulated HVDC grid
in order to depict and operate the entire grid. However this
project is delimited to monitoring the HVDC grid and further
development include handling control actions.

II. CONTROL SYSTEMS

An electric power system must have an Energy Management
system (EMS), often situated in a centralised control center,
in order to maximise safety, minimise damage in the case of
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unexpected events and keep a continuous supply of electricity
for the customers. Parts regulated by the control center include
the transmission grid, generating plants and load centers.
As seen in [7] the control center consist of multiple parts
discussed below.

The backbone of the EMS is the SCADA system which
stands for Supervisory Control and Data Acquisition. The
functions of the SCADA system include communication to
and from the grid, storing and processing data as well as
activating alarms when extra attention is required. Because
of the lack of energy storage in the AC transmission grid
supply and demand must be balanced by certain control
applications. Supply can be remotely controlled by the control
center whereas management of demand is less common but
can also be achieved. When adjusting power flows consid-
eration is also made to certain economical aspects. Another
important attribute of the control system is being able to care
for all possible contingencies. This is done in the security
control which evaluates consequences and possible actions in
real time. Based on the situation the security control sends
preferred courses of action either in order to prevent certain
contingencies before they occur or to correct them [7].

A. HVDC supervisory control

An HVDC grid has some fundamental differences that
changes the way the system can be controlled. Firstly, in
a large AC system there are heavy rotating shafts in the
generators that store energy when the system produces more
than it consumes. This increases the frequency in the grid
which is used as an indicator to decrease the power generated.
An HVDC, as compared to an AC, grid contains limited stored
energy in only the converter capacitors and the distributed
cable capacitors. As explained in [8] this makes the voltages
in an HVDC grid change more rapidly and faster control
systems are needed. As seen in Fig. 1 the update resolution
of the AC/DC grid is quite low. Whereas the update rate
for local control is higher. This gap in update frequency
require a separate HVDC Supervisory Control to be developed.
Another difference is that one main usage of an HVDC grid
is to implement the, much less controllable, power source of
offshore wind power. This means that the common generation
control in the AC control system is not an option. In fact,
as discussed in [8], many control applications that are used
in AC grids will have to be redesigned in order to work in
an HVDC grid. One of these applications is for example the
power injection application discussed in [9]. Its function is to
balance the power flow within the grid.

An important way to control an HVDC system is with
the converter stations that connects the AC grids with the
interconnecting HVDC grid. There are many articles that
discuss which technology should be used and how, but the
Voltage Source Converter (VSC) is one of the most promising
[9]. This converter makes it possible to control DC voltage and
AC voltage separately. The DC voltages are connected to the
power flows and since, as earlier described, the voltages can
fluctuate quickly it is important to stabilise these. Different
control strategies, such as voltage droop, can be applied to
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Fig. 1. This figure describes the relation between the update frequencies of
the local and regional grid operations as further described in [10].

cope with this problem and also allow a faster HVDC control
to work with slower connected AC control as further discussed
in [11].

The connection between AC and HVDC grids and how
the different control systems will interact with each other is
challenging. One of the more basic question is whether there
should be a completely separate control system for the entire
grid or if responsibility and future maintenance should be split
and assigned to the connecting AC grids control systems. This
is brought up in [9] and affects the operation of the HVDC
grid and how HVDC supervisory control is designed.

B. Theory & Fundamentals of a control system

As the backbone of the EMS, the SCADA system consists of
four parts as described in [12]. The first part is the substation
measurement unit, such as Remote Terminal Unit (RTU),
Intelligent Electronic Device (IED) or Phasor Measurement
Unit (PMU), whose job is to attain data from field equipment.
The data is sent through the second part, a communication
system, which needs to operate at a high speed in order to
minimise the time between the measurements and following
control decisions. The communication system usually covers a
great geographical area depending on the size of the monitored
grid. The data will then reach the third part, the master station,
where an operator can monitor and control the grid. Here
data is stored in a database and decisions regarding control
will be made and sent back in the opposite direction. The
operator communicates with the system through a Human
Machine Interface (HMI) which is the fourth and final part
of the SCADA. The SCADA built by these parts is designed
to perform data acquisition and control, manage a database,
report status and be supervised by an operator.

1) Data management: In order to process and manage the
collected data from substation measurement units a database
has to be created and managed. All information that is mea-
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sured and sent to the master station will be stored in this
database and also be manipulated through a so called Database
Management System (DBMS). This DBMS needs to enable
operators to manipulate, access and create data in the database.
A functional DBMS would also support large amounts of data
being managed simultaneously and, in the case of a failure,
recover lost information [13].

The created database contains tables, called relations, in
which the data and information about the data is stored.
Each relation consists of attributes and tuples commonly
known as columns and rows respectively. One attribute in each
relation determines a so called primary key which is used as
identification of the data and is unique for every single tuple.
An attribute that is a primary key can never contain repeated
information and it is therefore necessary to split up certain
information about the data into different relations. These can
be connected by the use of foreign keys where a foreign key
relating to a primary key must never contain anything that
is not already present in the primary key. This way relations
could refer to one another and contain different information
about each other [14].

By the use of above explained structure the DBMS will
be able to do all the things mentioned. However when rela-
tions are first created they are often created with redundant
information and will therefore be difficult to manage when
information is changed. In order to avoid this normalisation
is applied to the creation of all the relations, where different
steps are made to ensure data is not repeated, contradictory
or vulnerable [13]. There are many steps of normalisation but
the first three rules, which are the most impactful, described
in [14] are as follows :

• Rule 1 - All tuples need to have the same number of
attributes.

• Rule 2 - Information about a certain key, that is not a key
itself, should not appear more than once.

• Rule 3 - A column that does not belong to a key must
not contain any information about another column.

The way of implementing all the things mentioned above
into a database is by the use of queries. A query could be
described as a line of code that you would normally see in
other programming languages. However the language used in
SQL, as compared to C or similar ones, works quite differently
in the way it is run. Where a program in C would be run every
time an action is made a query would simply be run once and
then the function would exist until removed or changed. One
query could mean the creation or deletion of a relation, the
creation of a foreign key connection, a command that displays
data from different relations and all the other things that a
database is able to do [13].

In the case of linking different relations together triggers
can be an effective and versatile option. The trigger is ap-
propriately named since it is an event that is triggered by a
certain predetermined action. For instance the trigger could be
designed to act when a certain value in a relation is updated
and then insert that same value into another relation. By the
use of triggers the database can be made easy to manage

Fig. 2. This figure explains the hierarchy of the proposed control system
where the substations are represented by the RTU:s.

by someone who does not have much knowledge about its
structure and the database would manage itself to some degree
[15].

2) Human Machine Interface: The HMI is the connection
between the system and the operator. In order to create a useful
and effective HMI different functionalities are considered.
The functions and controls of the system should be easy to
understand and preferably intuitive even though the command
itself is a complicated request. The operator needs an overview
of the whole system, automatic alarms as well as information
about history and trends. However, the alarm system has to
be carefully designed in order not to overwhelm the operator
when one event triggers several alarms [12].

III. PROPOSED ARCHITECTURE

The designed GUI and database in this paper are parts of a
larger control system. Fig. 2 gives an overview of the different
parts that are included in this control system. With this
structure the control system is divided into several different
components that collaborate with each other. At the bottom
there is the physical power system with all its lines, converters
and measuring equipment. Measurements from the grid will
be sent from the substation measurement units through a wide
area communication network. This communication network
needs to be able to both send and receive data in order to
function properly. Data is stored in a database which is the core
of the control center and can be extended to connect different
applications together. The GUI is one of the most important
applications since it handles all communication between the
system and the operator. One application that can be used
is a state estimator which will improve the quality of the
data. Additional applications can be added in order to further
improve the functionality of the control system.
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Fig. 3. This figure displays the four core relations where each row represents
the attributes of each relation. A key next to an attribute represents a primary
keys and the lines show linking foreign keys.

IV. IMPLEMENTATION

The following sections describe how the different theories
were implemented on the suggested architecture.

A. Tools & Software

The tool used to create the database was Microsoft SQL
server 2014 for Windows. This program included a functional
server which was used in order to connect the GUI to the
database.

To build the GUI Zenon Editor 7.10 was used which is
a program built by the company Copa Data and is made
specifically to design and construct GUIs for control systems
in different industries. In order to link the GUI to the database
an SQL driver was used. The driver gathers data from a
relation in the database and sends data to a different one. When
gathering data it automatically deletes the collected rows as
not to overwhelm the database.

B. Database

The database consists of four main relations, as seen in Fig.
3. These are called Station, Bus, Lines and Lines type. They
contain the latest received data from the system including a
timestamp from when the information was measured. Bus is
the primary relation since most other relations are connected
to it and includes the name of the bus, whether it is an
AC or DC bus, the voltage at that bus and a timestamp.
The type of bus is in this case information that does not
change unless the system is redesigned. The voltage and the
timestamp will be updated constantly with data from the grid.
The other relations are structured in the same way but contain
different data, and therefore attributes, as seen in Fig. 3. Station
contains specifications of each converter station along with the
active and reactive power throughput on the AC side. Currents
and power flows through each line is stored in the relation
Lines. These values contain a direction and to show this a
start and end point has been defined using bus id. Similarly
to this each station is defined as a connection between two
buses, however the direction of the active and reactive power
is always defined as positive into the converter. A separate

Fig. 4. This figure shows the two relations connected to Zenon as well as
History. In the figure each row represents the attributes of each relation.

relation called Line type is used since each line type has fixed
characteristics.

The database needs to be flexible and to do that different
keys were added to the relations as illustrated by the lines in
Fig. 3. The foreign keys need to be linked to a primary key
and also specified as to whether or not events affecting one
key should be reflected on its linked one. This was done in
Station and Lines, where the foreign keys link to the primary
key in Bus.

The rules of normalisation were followed as far as possible
without being too extensive. One exception was made to the
relation Station which did not follow the first rule, meaning
that the attributes Active and Reactive were not used by all
the tuples. The affected tuples were those containing DC-DC
converter. However the importance of this exception depends
on the size of the grid where restructuring might be needed
when implementing the database on larger HVDC networks.

In order to connect the database to the GUI two extra
relations had to be created which can be seen in Fig. 4. One
relation called Receive and another named Send. Zenon would
gather data from Receive and input data and commands would
be added to Send. These relations had to be created specifically
for the chosen program. The relations have to have a specific
format and consist of data in a specific form. This demanded a
reformation of the data before being inserted into the Receive
relation.The reformation needed to be automatic and therefore
each relation, containing data that was continually updated,
was given a trigger.

All triggers work in the same way and as described in Fig.
5 their function is to automatically send incoming data to
the Receive and History relations. They will activate at insert
or update commands and will then take the updated value, a
voltage for instance, with the associated timestamp and insert
it into the Receive relation. This is done for each updated value
regardless of how it is being updated. If a whole row is being
updated in one query the trigger will still process each value
with associated timestamp separately. During this process the
trigger reshapes the data into a specific form that is needed
for Zenon to understand. More specifically it renames the data
and separates milliseconds from the timestamp and saves it in
a separate attribute.

One important aspect of a database is its ability to store
data for later use. This can be done in many ways and could
differ a lot based on what the computer system can handle
and what is considered important or not. In this database the
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Fig. 5. Flowchart explaining how a trigger works.

History relation was made in order to save all values that
are being written to the database. This means that every time
information is updated it is also stored in History which, as
opposed to Send, is never deleted. Since all values are placed
in one relation and the data is given a specific name based on
where it comes from, a current value would be given the name
I pos Line2 for positive current in line 2 for example. Future
users would simply query the needed information, perhaps all
values related to Line2, and then be able to sort through all
the history of that line.

C. Graphical User Interface

The GUI consists of different layers called screens, where
the operator is able to switch between these through a naviga-
tion bar seen in the top in Fig. 6. In order to keep information
as concise and understandable as possible two different views
were created. One view contains all the data available in the
database, except for certain specifications of the lines. This
view is showed in Fig. 6 and can be useful when the operator
requires an in depth analysis. The other one was created to
contain only an overview of the status of the grid where many
details were sorted out. This can be seen in Fig. 7. Additionally
an Alarm Message List, AML for short, and a Chronological
Event List, CEL for short, were created where history and
unwanted events are displayed.

The grid displayed in Fig. 6 was created to look similar
to the selected power system and consists of four different
overlays, shown in Fig. 6, called Voltage, Information, Current
and Power. These overlays display different voltages, names
of buses and lines, currents and power flows respectively. They
are split up into these different overlays because together they
make for a cluttered and almost unreadable map of the grid.
The overlays were created so that only the numbers change
and the grid stays the same in order to give a sense of cohesion
between the different views.

When creating the Status Grid simplicity and clarity were
the desired characteristics. This view was designed not to
include any numbers at all and only display whether or not
certain values were within its desired limits. The limit values
are further explained in Table I. This way the operator gets an
overview of the grid without having to analyse any of the data.
If the operator needs data about a certain location it is possible
to click on a connecting bus which opens a popup screen. This
smaller screen displays data related to the colours displayed
in the Status view.

Fig. 6. Picture of the GUI interface with the Detailed view displayed. The
bar on the top of the screen is used to navigate to different views, such as
Status view, AML or CEL. In the top left drop down menu different overlays
can be selected.

Fig. 7. Picture of the GUI interface with the Status view displayed. By
selecting a bus the popup screen will be opened.

In the Status view, the feature dynamic colouring has been
applied to the grid. This allows an objects to be linked to a
value and change colour based on its limits. When passing
each limit the connected object on the screen changes colour.
Limits for voltages were set above and below five and ten
percent of the desired value. These percentages were used
to illustrate the feature and are not based on any concrete
calculations. If for example the voltage in a bus designed for
400 kV exceeds 440 kV the bus colour would change from
green to red, as seen in Table I, and alert the operator that the
limit has been breached. If it on the other hand only reaches
420 kV the colour would turn yellow.

The currents have different limits since its desired behaviour
is more oriented towards following the power flows of the
lines. The system will, as opposed to the voltages, react to
whether a specified maximum limit has been exceeded or
if there is an extremely low current in the line. A warning
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Fig. 8. Picture of the GUI interface with the alarm message list displayed.
Different filters can be set at the top and acknowledgments can be made on
the right. The alarm bar on the top is displayed no matter which screen is
selected.

at 95% has also been added and will be displayed with the
colour yellow. This was, similarly to the voltage limits, an
illustration of the feature and has to be specified and adapted
to the physical grid during implementation. As presented in
Table I an exceeding value would assign the line colour red
whereas an abnormally low value would turn it grey.

Depending on how fast the system is updated a change in
colour can be hard to detect by an operator. An alarm message
list was added to allow for these quick events to be reviewed
at a later time. When a limit is exceeded this triggers an
alarm that is then showed at the top of the screen, as seen
in Fig. 8. The alarm includes a text explaining where it has
been triggered and which limit that has been breached. The
alarm will also generate a message in a separate screen called
AML. Here all triggered alarms are stored with corresponding
timestamps and a red circle letting the operator know that
the event has not yet been reviewed. When the operator has
reviewed the event and decided that the alarm is solved they
can set the alarm as acknowledged and it will then be marked
with a blue circle. Similarly to the AML the CEL displays
changes made in the GUI in a chronological order.

V. TEST AND RESULTS

To ensure that the created parts of the control system are
working they were applied to the power system presented in
[16]. This power system consists of a central HVDC grid with
two different AC grids, three offshore wind parks, an oil and
gas platform connected to it. The HVDC grid contains cables
and overhead lines of the type mono- or bipole connecting
multiple buses together. The database was given information
such as bus id, information about the lines and how they are
connected from [16]. The lines were designed with limit values
as shown in Table II where different voltages and currents
correspond to different kind of lines in the grid.

The proposed architecture shows that different parts have to
work together in order to form the entire control system. Since

TABLE I
TABLE CONTAINING THE USED COLOUR CODE IN THE GUI.

Measurement: Currents Voltages

Default Green Green

Limit 1 Grey <1 A -

Limit 2 Yellow >95% of max current Yellow ± 5%

Limit 3 Red >max current Red ± 10%

TABLE II
TABLE WITH LIMITS AND DEFAULT VALUES FOR DIFFERENT OBJECTS IN

[16].

Default/Limit Objects
200 kV Monopole bus

400 kV Bipole bus

3500 A Overhead line 400 kV, lines 3,4,5,9,10,11

3000 A Overhead line 200kV, lines 14

2265 A Cable 400kV, lines 2,6,7,8

1962 A Cable 200kV, lines 1,12,13,15

they are however designed separately they can also be tested
as such. Thus no communication system between the grid and
the database was used at this stage and dummy values were
inserted instead. Certain values exceeding its designated limits
were inserted in order to simulate possible scenarios and to
test all the aspects of the GUI. As seen in Fig. 7 some lines
are green indicating desired functionality while others are red
or yellow thus telling the operator that these values are above
or below their limits respectively. Since some limits have been
breached corresponding alarm messages have been registered
in the AML, seen in Fig. 8, as well as on the top of the screen.

To further test the entire architecture a simulation run in a
program called OPAL-RT is used to depict the physical parts of
the grid, meaning the power system. The continuously updated
information produced in the simulation is then sent via an
intelligent gateway, created in K3b and further described in
HVDC Data Acquisition. The gateway unpacks the informa-
tion and passes it on to the database where it is inserted into
its corresponding relations. When receiving this data the GUI
displays a real time view of the simulated grid.

VI. DISCUSSION & CONCLUSION

As mentioned in the proposed architecture a control center
needs a two-way communication in order to send commands
to the grid. This would be the next step in the development
of a more complete control center. Furthermore different
applications could be added to the control system which would
use the already available measurements in order to add more
functionality and increase its usefulness. One example is a
state estimator, as the one created in K2 and further describe in
State Estimation for HVDC Grid, which reduces errors in the
measured data. Another useful function would be trends based
on the history of the grid and displaying this for the operator
to analyse. This could be useful for predicting patterns and
planning for future grid management and security.

The results show that the created database and GUI satisfy
the basic needs of an operator within the scope of this project
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as well as provide a foundation for a larger control system. The
implemented GUI allows for smooth operation of the grid and
the database ensures stability as well as future expandability.
Furthermore the proposed architecture allows for a more
continuous development of the individual parts in the SCADA
system without the need to restructure it completely.
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Data Acquisition Architecture for HVDC Grids
Erik Björk and Viktor Åkerberg

Abstract—The climate crisis has caused many countries around
the world to invest in large amounts of renewable energy. To
be able to handle the intrinsic unreliability and geographic de-
pendency of many renewable energy sources, HVDC technology
is considered due to its low cost when transferring electricity
across great distances. Traditional AC grids are controlled with
15-minute intervals at control centers, but HVDC grids require
a faster control due to more power fluctuations within the grid.
The aim of this project was to propose an architecture for a
gateway in a control center for an HVDC grid. The gateway
was programmed in C and C++ and the data was sent using
UDP packets. Testing of the gateway was done using a real-time
simulation of an HVDC grid. The data was sent with intervals
smaller than a second which satisfied the speed requirements for
this project. A gateway like the one developed in this project can
be implemented at control centers to display and process data
and to improve the overall reliability of an HVDC grid.

I. INTRODUCTION

THE European Union has set a goal of having 27 %
renewable energy consumption in the year 2030 [1]. In

2014 the European union had reached 15.3 % [2], this indicates
that there will be an increased expansion of renewable energy
in the coming years. An increasing amount of renewable
energy connected to the grid requires a more flexible and inter-
connected grid. Most renewable energy sources are dependent
on the weather to produce electricity. This causes more power
fluctuations within the grid, and power shortage and abundance
will be more common in the future [3]. To cope with this issue
the electric infrastructure needs to be updated, both the grid
and the control centers [4].

An electric grid that extends across different weather sys-
tems ensures a stable flow of power from renewables, but
this requires a grid that can transport electricity over greater
distances than they are doing today. One solution to this is
the so-called “supergrid”. The supergrid enables transport of
electricity over greater distances [5]. The supergrid is a grid
which uses High Voltage Direct Current (HVDC) technology.

When transporting energy across long distances, usually
more than 400 km, HVDC cables has less power losses
than the commonly used Alternating Current (AC) cables [6].
HVDC lines also costs less than high voltage AC lines across
long distances. At longer distances the reduced power losses
in HVDC lines makes up for the cost of the AC-DC converters
that connect HVDC to AC [7]. HVDC grids can use two
different technologies, Line Commutated Converter (LCC) and
Voltage Source Converter (VSC). VSC is the most promising
technology according to [8]. Further on in the report HVDC
lines and grids are assumed to use VSC technology.

The control center is constantly monitoring the power flows
within the grid and regulates the generation to ensure a
steady power supply for the customers [9]. To control the

Fig. 1. Image describing how different supervisory controls relate to each
other in an electrical grid [10].

balance between load and generation in an AC grid one of
the fundamental units to measure is frequency. The frequency
indicates if the grid is in balance or imbalance. In the HVDC
grid the corresponding unit to measure is the voltage because
HVDC grids do not have any frequency. However the HVDC
grid is more sensitive to changes between the generation and
load which makes the voltage change more rapidly than the
frequency [4]. Currently the AC grids are controlled at the
substation-level with protective functions that can respond
within milliseconds. But at the control station level the load
and generation control are executed with 15-minute intervals.
The main application of HVDC today is to transfer power
from offshore wind farms to AC grids. This poses a problem
as the power fluctuations in wind power can be quite high,
the generation can sometimes vary with as much as 1.6 %
per minute [8]. The control center in an HVDC grid therefore
requires more accurate measurements of voltage and a faster
than 15-minute update speed compared to control centers in
AC grids. The HVDC control center is placed between the
slower AC grid control and the faster substation control as
seen in Fig. 1.

The goal of this project was to develop an architecture for
a gateway at an HVDC control center. The gateway should
transfer obtained measurements from substations in an HVDC
grid to a database where they are stored. The purpose of the
model was to transfer data fast and reliably, this was tested
using a real time platform. The required update speed was less
than one minute according to the requirements set in the article
[8]. The front end was created in the programming languages
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Fig. 2. Data flow between a database and an electrical grid.

C and C++ and the data was transferred using UDP packages.
UDP packages are further described in section Background
Theory.

II. BACKGROUND THEORY

A. Energy Management Systems

Energy Management System (EMS) controls and monitors
the energy flows within the grids. The EMS is stationed
within system control centers. The EMS controls the supply
and demand of electricity and keeps it balanced continuously
because the electrical grid can not store power. The EMS has to
be able to control load, generation or both in order to ensure a
stable grid. The EMS also has to be able to prevent the damage
caused by unexpected events such as lightning strikes, short
circuits, faulty equipment or other accidents. This is done by
automatic relays that disconnect parts of the grid that are prone
to damage. The computer systems that control and monitor the
electrical grid are called Supervisory Control And Data Acqui-
sition (SCADA) systems. These SCADA systems often consist
of two levels, a control center-level and a substation-level.
Information about the electrical grid, such as measurements
and device states, are stored in substations. Substations contain
measuring equipment and devices that collect and send the
information. The control center communicates with substations
via different units, one of them being Remote Terminal Units
(RTUs). This is explained in Fig. 2. The substations are located
at different locations within the grid [11]. Most of these
substations follow the IEC 61850 standard, a standard for
communication between substations in electrical grids [12]

The control center displays select measurements and states
in such a way that the operator can understand them. Some
measurements are stored in a database for future use. The
control center also performs automatic generation control
(AGC) that regulates the load and generation in the grid. The
main purposes of this control is to keep the frequency for AC
grids within the desired interval, keep the load and generation
balanced and also doing so with minimum cost [11].

Today the RTUs are typically connected directly to a
SCADA system via dedicated communication channels. This
causes problems when other control centers want access to
the substations real time data as these control centers are
not connected to the dedicated communication channels. A

solution to this is network based communication. This enables
different users to have access to the substations simultaneously.
Although it might be more convenient for the grid owners,
network based communication causes problems with integrity
and security as the data might be intercepted by unknown
entities [9].

B. Network Communication

User Datagram Protocol (UDP) is a protocol for sending
packets of data across the internet and is mostly used for
sending messages that are required to arrive fast. When
sending a UDP packet, an IP-address and port number needs
to be specified in order for the packet to arrive at the correct
location. An IP-address specifies which computer the packet
should be sent to, if the IP-address is compared to a house
address, the port number is the mailbox where the packet
should be put. A computer can have many different port
numbers ranging from one to 65535. Unlike other protocols,
UDP does not require the sender to establish a connection
with the receiver before messages are sent. Because of this
connectionless communication, sending UDP packets is faster
than most other protocols, but the packets are more prone
to getting lost along the way. Another common protocol is
Transmission Control Protocol (TCP), which is slower but
more reliable. TCP packets are more likely to arrive as the
protocol establishes a connection between sender and receiver
before messages are sent [13].

III. DATA ACQUISITION ARCHITECTURE

A. Purpose and limitations

The purpose of the gateway developed in this project was to
receive UDP packets containing timestamps and measurements
from substations. The gateway should then unpack the packets
and insert the timestamps and measurements into a database.
The existing architecture that the gateway needs to collaborate
with was the substations and the database. Seven computers
of model Raspberry PI (RPI) simulated substations which
timestamps received measurements from an electrical grid.
The substation communication devices that were implemented
on the RPIs mimic the industrial grade RTUs. The program
on the RPIs can only send one measurement per packet.

B. Architecture

The gateway needs to send a request packet to the sub-
stations to receive their measurements. This request packet
contains the IP-address and port number that the RPI should
start sending information back to, in other words, a request to
subscribe to a stream of information. After the request packet
is sent, the program needs to get ready to receive the packets.
This was done by opening the port specified in the request
packet. The program then continuously received UDP packets
from the RPIs. Only one port could be open at any time.

The gateway contained an array with all port numbers that
have a corresponding measurement in the grid, and another
array of equal size with all bus names. By matching the array
index of the port number array and the bus name array, the
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Fig. 3. A flowchart visualizing the gateway

gateway knew from which bus the measurement received in
a port comes from. This was necessary to make sure that the
gateway can insert a received measurement into the correct
table and row in the database.

Once the message arrives, it contained a timestamp and a
measurement. The timestamp sent from the RPIs was in UTC
milliseconds, a measurement of how many milliseconds has
passed since 00:00 on the first of January 1970. The gateway
translated this 13-digit number into a readable date. Then the
measurements were inserted into the database and the gateway
moves onto a new port number and starts requesting more
measurements. Fig. 3 explains the gateway in a flowchart.

C. Classification of measurements using port numbers

Due to limitations of gateway implementation in the RPIs,
only one measurement can be sent in one packet. The amount
of packets received quickly increased once measurements from
all lines and buses in the grid were sent. The grid later
mentioned in proof of concept (IV) contains over 30 buses and
over 15 lines. If all relevant measurements such as current,
voltage, power and reactive power were sent, close to one
hundred unique packets will be sent. To make sure that the
packets were sent systematically and with as few errors as
possible, a system was developed where all measurements sent
have a unique port number. All port numbers in the range of
50000 to 59999 are free to use, so all measurements sent were
assigned a port number within this range. The classification
of port numbers is explained in Fig. 4 with the example port
number 52123. All port numbers start with a five, the second
digit specified the RPI used. The third digit specified the bus
within the RPI, starting from zero. The fourth digit specified
what line number the measurement comes from and the fifth
digit specified the physical quantity of the measurement.

What physical quantity was represented by which number
is specified in Table I. The HVDC lines has one positive and
one negative cable, therefore each line had two current mea-
surements, one on the positive line and one on the negative.

Fig. 4. Classification of a measurement using the example port number 52123.

TABLE I
HOW THE PHYSICAL QUANTITY IS RELATED TO A NUMBER

Physical Quantity Number

Voltage 1

Current 2

Power 3

Negative Current 4

Reactive Power 5

IV. PROOF OF CONCEPT

The gateway was comprised of several different C and
C++ programs according to the architecture described above.
The gateway was made using the integrated development
environment Code::Blocks on Ubuntu and tested using a real
time simulated HVDC grid. The model for the HVDC grid
was developed by the International Council on Large Electrical
Systems (CIGRE). The grid was comprised of 15 HVDC
buses, six AC buses that simulates a connection to an AC
grid and five AC buses that simulate offshore nodes [14].
Several AC-HVDC converters connected the AC and HVDC
grid together. The CIGRE electrical grid was simulated in
real time using the software OPAL-RT. Using a real time
simulator means that the gateway can be tested in an envi-
ronment resembling the real world. Several measuring devices
that measured current, voltage and power were implemented
into the simulation and sent to the Raspberry PIs. The data
sent from the simulator goes through seven RPIs. The RPIs
gathered measurements from several buses within the grid
and sent the data to the gateway. Once the UDP packets
were received and unpacked, the measurements were stored
in a database written in SQL by project group K3A. An
application program interface that inserts measurements from
C++ into the database was required to connect the gateway and
the database. Once the simulation, the RPIs and the gateway
were online, the gateway started receiving measurements. The
measurements were sent and unpacked one by one. By looking
at the timestamps, the interval between each measurement sent
was less than one second.

Once all measuring devices in the simulation were sending
measurements, they can be used to visually represent the grid
in a Graphical User Interface (GUI). This GUI can display the
grid to a control center operator and change dynamically when
measurements within the grid are updated. Power flows and
voltages or currents exceeding certain limits can be displayed
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Fig. 5. GUI representing the CIGRE electrical grid.

in this GUI. More information about the GUI and database can
be found in project group K3A’s report EMS FOR HVDC. A
snapshot of the GUI made by project group K3A is displayed
in Fig. 5.

V. CONCLUSION & FURTHER RESEARCH

This article has presented an architecture for a network
gateway suitable for HVDC. The architecture fulfilled the
requirement of sending measurements reliably and had an
update speed of less than one minute. The gateway has been
tested in real-time and is ready to be implemented into a real
HVDC grid. It suited the needs for the GUI and for other
applications such as bad data detection.

The gateway was sufficient for the purpose specified in this
project but there were still many areas in which it should be
improved in order for it to be relied upon in a real-world
control center.

1) Error elimination: Currently the gateway is a single
program running on one computer that runs through all bus
measurements one by one. This makes the gateway vulnerable
to many types of errors, as it requires each measurement to
be sent in order for the next one to be processed. Further pro-
gramming can be made to make the gateway skip requesting
measurements from RPIs that are not sending any. Running
two or more programs in parallel may eliminate errors as one
program can cease sending measurements without causing the
entire control system to fail. Several independent computers
running the same program may also reduce the risk of the
control system failing due to errors caused by the operating
system or hardware.

2) Secure transfer: The data in the UDP packets were sent
without any encryption. Anyone can send measurements to
the gateway as long as they know the correct port number
and UDP packet structure. This is unfeasible in a real world
application. An entity with malicious intent may send incorrect
measurements to the gateway and cause the control system to
turn off buses or disconnect cables. The information has to
be encrypted before it is sent and a system which ensures

that the measurements are sent from the real bus needs to the
implemented in a real world application.

3) Reliability: The program made in this project was send-
ing and receiving UDP packets that are faster but less reliable
than TCP packets. A program similar to the one made in
this project but using TCP packets running in parallel with a
program using UDP packets might be the best way to design
a gateway for reliability and speed. The UDP program gives
the control system fast updates of the state of the grid while
the TCP program can give the control system slower but more
reliable updates.
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Abstract—Society is facing a big challenge. To achieve a more 
sustainable development the power distribution system needs to 
change. The development of Smart Grid is one way of making the 
electricity market more sustainable. More information about the 
grid, such as information about where renewable energy sources 
are installed, is essential for the development of Smart Grids. 
When new energy sources, for example solar panels, are 
connected to the grid there will be consequences. Sudden changes 
in the energy transportation in the grid when the weather 
changes from sunny to cloudy will affect the balance. The grid 
owners need to be able to control the grid more actively to 
compensate the inconsistency of renewable energy sources. One 
way of handling this is to obtain more information about the end 
users’ consumption patterns and to analyse this information to 
create a useful tool for the grid owners. This project aims to 
propose a method for classification of power consumption 
profiles for Swedish household by using hourly data from smart 
meters. The presented method first divides the data according to 
season and type of day and thereafter it is normalised before it is
clustered into typical clusters using the K-means algorithm. To 
be able to run K-means, the number of clusters needs to be set in 
advance. The presented method therefore tries to find the 
optimum number of clusters by controlling the similarities 
between clusters, using cross correlation. The project shows it is 
possible to profile Swedish households using K-means.

I. INTRODUCTION

ociety is facing a transformation of the power distribution 
system. Due to current climate goals, the system is shifting 

towards Smart Grids and a more sustainable energy 
production. Future grids will, unlike from present ones, 
include more Information Communication Technologies 
(ICT), where the smart meter will have a great role in the 
operation of the networks and the integration of renewable 
energy resources. In order to maintain a secure operation, the 
network owners will need information about readings from 
their electricity customers [1]. In the development of the 
Smart Grids, more information about grid usage etc. is a 
fundamental prerequisite.

According to [2] there is a lot of information about 
generation of electricity but insufficient information about 
how end-users tend to use it. Through smart meters, the 
available amount of information on electricity usage will 
increase. This enables analyses of electricity usage on time 
basis. Commonly in the USA, meters send power consumption 
data per hour or 15 minutes. The time aspect is important for 
the production. Electricity is expensive to store due to 
expensive batteries and is therefore usually produced at the 
same rate as it is consumed. The needed balance between 

production and consumption can cause an unstable electricity 
price, which is especially evident when the grid is top-loaded.

A. Related Work
Reference [2] used data on electricity usage from homes in 

Austin, TX, to investigate how end-user load profiles varies 
depending on season and to find the optimal number of 
normalised curves that is needed to represent the user profiles. 
By using surveys they also wanted to find non power related 
connections between the profiles, such as education and 
income. It is concluded that the lifestyle variables had a large 
impact on the result. For example the results were used to see 
how electricity usage is affected by different lifestyles.  

Reference [3] presented Visualization and Insight System 
for Demand Operations and Management (VISDOM), which 
is a platform for interpretation of energy data patterns to 
provide support in research, applications for load control and 
as a tool to achieve energy efficiency. The algorithm takes 
data from smart meters into account as well as other 
information about the customer such as geographic location.

Reference [4] used a large amount of hourly electricity data 
to create an algorithm that chooses appropriate customers for 
demand response programs. For example, a demand response 
program can be used as a tool to control the indoor
temperature.

The mentioned examples of earlier research are based on 
data from the USA. USA and Sweden have different 
conditions for electricity consumption, partly because of 
different climate zones and lifestyles. Several states in the 
USA have a very hot climate in the summer, causing a high
energy usage due to air conditioning [2]. In contrast, Sweden 
has its peak consumption during the cold winter, when large 
amounts of energy is used for heating buildings [5]. To the 
authors’ knowledge, cluster analysis research on electricity 
data has also been made in South Korea, Greece, China and 
Germany [2], [6]. To create a better understanding of 
electricity usage in Sweden, it is necessary to analyse data 
from Swedish end-users. In Sweden most households have 
smart meters installed [7], which makes it possible to analyse 
Swedish data. In Sweden measurements are often sent hourly.
A beginning of the development towards Smart Grids is to 
better understand the consumption patterns of end-users. This 
project is one step towards increasing this understanding.

B. Scope of the Project
The aim of this project is to increase the understanding of 

the power consumption of Swedish households by analysing 

Classification of Power Consumption Patterns 
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hourly data from smart meters in order to facilitate for 
electricity distributors to get an overview of load points, in this 
case households. Information about load points can be of
interest for identifying where maintenance work is needed and 
where the networks need to be developed. Future grids need to 
be able to cope with fluctuations in the electricity supply, 
which is an effect of connecting new renewable resources to 
the grid. 

More precisely the aim is to propose and test a method for 
classification of end-user profiles based on data from smart 
meters among Swedish households. The goal is to design a 
method that can be used by electricity distributors to facilitate 
their work with future energy challenges, such as installation 
of solar panels. 

Since the aim is to make a classification of Swedish 
households’ consumption patterns, Sweden is used as a 
geographical boundary. The original data used for testing the 
method contains information about type of building, which 
makes it possible to divide apartments, row houses and 
detached houses into separate groups. This project is defined 
to focus on the detached houses’ power consumption;
therefore only data from detached houses is used for the 
classification. Furthermore, the houses have different types of 
heating systems: direct heating, heat pump, air heat pump or 
district heating and are located in a relatively limited area in 
Västerås, Sweden.

In the following sections is the classification method 
described and thereafter tested on a set of power consumption 
data. The received results are thereafter presented and 
discussed. 

II. METHOD

As a first step in the suggested classification method the 
hourly data was divided into seasons depending on time of the 
year. In the following step the data was divided into weekdays 
and weekends. Before the last classification step, the measured 
power consumption data was normalised to a value between 0 
and 1 in order to be able to compare households with low 
power consumption and households with high power 
consumption. To divide the clusters resembling each other into 
the same group, the last step in this classification was to use 
the K-means algorithm. All of the steps were performed in 
MATLAB. These steps are further described in the following 
sections.

A. Season and day Division
As mentioned earlier the electricity consumption is closely 

related to the outdoor temperature and since the data originates 
from households in a limited geographical area, the
assumption that all households were in the same climate zone 
was made. In order to take the outdoor temperature into 
account, the hourly data was first divided into four seasons; 
winter (December-February), spring (March-May), summer 
(June-August) and autumn (September-November). No 
account was taken into which year the data belonged to or the 
houses’ exact position. Every household was assumed to have 
the same climate, resulting in the same seasonal timing for all 

households. 
Another factor affecting the power consumption is the 

number of people living in the house, which has not been 
taken into account in this project. In this analysis the 
occupancy trends is assumed to differ between weekdays and 
weekends. Therefore the daily profiles are divided into 
weekdays, Monday to Friday, and weekends, Saturday to 
Sunday. The division into seasons and type of day is explained 
in Fig. 1.

Fig. 1. The division into seasons and weekdays and weekends. 

B. Normalisation
The purpose of the classification is to visualise when power 

peaks occur and to some extent, where these peaks occur. 
Therefore, the absolute value of the power consumption is 
uninteresting. Focus should be on the change of power 
consumption over time, i.e. trends. The data is therefore
normalised using the Min-Max normalisation method, which 
is done before using the K-means algorithm. Min-Max 
normalisation takes the absolute value in physical units and 
transforms it to a unit less scale of 0 to 1. Equation (1) shows 
the formula for the Min-Max normalisation [8].

𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀(𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖)  =  
𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖 − 𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚𝑖𝑖𝑖𝑖𝑚𝑚𝑚𝑚

𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 − 𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚𝑖𝑖𝑖𝑖𝑚𝑚𝑚𝑚
(1)

Where xi is the non-normalised value, in this case power 
consumption, for hour i. xmin and xmax is the minimum and 
maximum value for that particular day. 

With a normalisation step a comparison between high and 
low power consumers can be made. In this way a high 
consumer and a low consumer with similar usage pattern can 
end up in the same cluster although their absolute power 
consumption never matches. The data is normalised per day 
for each household using minimum and maximum values for 
power consumption for that particular day to scale all the 
absolute power consumption values.

C. K-means
To create end-user profiles the K-means algorithm was 

used. Within clustering analyses, K-means is one of the most 
used methods. The K-means method has previously been used 
for classification of electrical power consumption patterns, 
with data from households in the USA and Germany [9], [6].
Roughly explained the method divide the entire data set, X, 
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hourly data from smart meters in order to facilitate for 
electricity distributors to get an overview of load points, in this 
case households. Information about load points can be of
interest for identifying where maintenance work is needed and 
where the networks need to be developed. Future grids need to 
be able to cope with fluctuations in the electricity supply, 
which is an effect of connecting new renewable resources to 
the grid. 

More precisely the aim is to propose and test a method for 
classification of end-user profiles based on data from smart 
meters among Swedish households. The goal is to design a 
method that can be used by electricity distributors to facilitate 
their work with future energy challenges, such as installation 
of solar panels. 

Since the aim is to make a classification of Swedish 
households’ consumption patterns, Sweden is used as a 
geographical boundary. The original data used for testing the 
method contains information about type of building, which 
makes it possible to divide apartments, row houses and 
detached houses into separate groups. This project is defined 
to focus on the detached houses’ power consumption;
therefore only data from detached houses is used for the 
classification. Furthermore, the houses have different types of 
heating systems: direct heating, heat pump, air heat pump or 
district heating and are located in a relatively limited area in 
Västerås, Sweden.

In the following sections is the classification method 
described and thereafter tested on a set of power consumption 
data. The received results are thereafter presented and 
discussed. 

II. METHOD

As a first step in the suggested classification method the 
hourly data was divided into seasons depending on time of the 
year. In the following step the data was divided into weekdays 
and weekends. Before the last classification step, the measured 
power consumption data was normalised to a value between 0 
and 1 in order to be able to compare households with low 
power consumption and households with high power 
consumption. To divide the clusters resembling each other into 
the same group, the last step in this classification was to use 
the K-means algorithm. All of the steps were performed in 
MATLAB. These steps are further described in the following 
sections.

A. Season and day Division
As mentioned earlier the electricity consumption is closely 

related to the outdoor temperature and since the data originates 
from households in a limited geographical area, the
assumption that all households were in the same climate zone 
was made. In order to take the outdoor temperature into 
account, the hourly data was first divided into four seasons; 
winter (December-February), spring (March-May), summer 
(June-August) and autumn (September-November). No 
account was taken into which year the data belonged to or the 
houses’ exact position. Every household was assumed to have 
the same climate, resulting in the same seasonal timing for all 

households. 
Another factor affecting the power consumption is the 

number of people living in the house, which has not been 
taken into account in this project. In this analysis the 
occupancy trends is assumed to differ between weekdays and 
weekends. Therefore the daily profiles are divided into 
weekdays, Monday to Friday, and weekends, Saturday to 
Sunday. The division into seasons and type of day is explained 
in Fig. 1.

Fig. 1. The division into seasons and weekdays and weekends. 

B. Normalisation
The purpose of the classification is to visualise when power 

peaks occur and to some extent, where these peaks occur. 
Therefore, the absolute value of the power consumption is 
uninteresting. Focus should be on the change of power 
consumption over time, i.e. trends. The data is therefore
normalised using the Min-Max normalisation method, which 
is done before using the K-means algorithm. Min-Max 
normalisation takes the absolute value in physical units and 
transforms it to a unit less scale of 0 to 1. Equation (1) shows 
the formula for the Min-Max normalisation [8].

𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀(𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖)  =  
𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖 − 𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚𝑖𝑖𝑖𝑖𝑚𝑚𝑚𝑚

𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 − 𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚𝑖𝑖𝑖𝑖𝑚𝑚𝑚𝑚
(1)

Where xi is the non-normalised value, in this case power 
consumption, for hour i. xmin and xmax is the minimum and 
maximum value for that particular day. 

With a normalisation step a comparison between high and 
low power consumers can be made. In this way a high 
consumer and a low consumer with similar usage pattern can 
end up in the same cluster although their absolute power 
consumption never matches. The data is normalised per day 
for each household using minimum and maximum values for 
power consumption for that particular day to scale all the 
absolute power consumption values.

C. K-means
To create end-user profiles the K-means algorithm was 

used. Within clustering analyses, K-means is one of the most 
used methods. The K-means method has previously been used 
for classification of electrical power consumption patterns, 
with data from households in the USA and Germany [9], [6].
Roughly explained the method divide the entire data set, X, 
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into K non-overlapping clusters [10]. The K-means algorithm 
is based on an iterative approach. Assume that the data points 
can be found in a 𝑛𝑛𝑛𝑛 × 𝑚𝑚𝑚𝑚 matrix, where n is the number of 
observations and m is the dimension of the observation. The 
aim of using the method is to divide observations similar to 
each other into one cluster. The number of clusters, K, must be 
decided in advance. The result will be a 𝑘𝑘𝑘𝑘 × 𝑚𝑚𝑚𝑚 matrix, θ, 
where each row in θ is representing a cluster centroid. A
cluster centroid is a cluster’s geometric center. For the first 
iteration MATLAB guesses one set of clusters for θ, based on 
the original data set [11], then the algorithm runs through all 
the observations, rows in X, and identify to which cluster 
centroid each row is closest to. In the next step the first set of 
cluster centroids is updated by taking the mean of all the 
vectors closest to the cluster. This process, updating the 
centroids of the clusters, will move the cluster centroids to 
areas with a higher density of observation. According to [12] it
can be shown that the K-means minimise the cost function

𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑛𝑛𝑛𝑛𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 ��𝑢𝑢𝑢𝑢𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑑𝑑𝑑𝑑𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑑𝑑𝑑𝑑(𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖 ,𝜃𝜃𝜃𝜃𝑖𝑖𝑖𝑖)
𝑘𝑘𝑘𝑘

𝑖𝑖𝑖𝑖=1

𝑚𝑚𝑚𝑚

𝑖𝑖𝑖𝑖=1

. (2)

The uij becomes either 1 or 0, 1 when xi lies closest to 
cluster θ j and 0 for the rest of the clusters. 𝑑𝑑𝑑𝑑𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑑𝑑𝑑𝑑 stands for a 
distance function. The most widely used distance function in 
K-means is the Euclidean distance. To summarise, K-means 
minimises the total sum of the Euclidean distance squared 
between the data point and its nearest cluster [12].

One disadvantage with K-means clustering is that it does 
not guarantee to find a global minimum; it only guarantees to 
find a local minimum. In other words, the first guess for the
cluster centroids will affect the result. With a different first 
guess the result can differ. Another disadvantage with K-
means is its sensitiveness towards outliers [10], [12], i.e.
points that deviate much from the rest of the points. K-means
possesses the quality of often converging after only a few 
iterations [12]. Only needing a few iterations is beneficial 
when the amount of data becomes very large. Running the 
algorithm with a big data set with fewer iterations will be time 
saving.

With the motivation that the K-means method converge fast 
the number of iterations was set to 100 iteration. K-means was 
set to start over with a new set of starting clusters 15 times, i.e. 
15 replicates.

When a set of test data was run through the K-means the 
cost function, the total sum of the Euclidean distances, 
changed very little when the number of replicates was altered.
1) Number of Clusters, K

A requirement to implement the K-means is to determine 
the number of clusters, K, in advance. The aim in this project 
is to create a method to classify usage patterns in households 
to enable a better overview for grid owners on how their grids 
are loaded. The final clusters should therefore exhibit 
differences between each other. Time when the power peaks 
occur, how long they last and how many power peaks a cluster 
exhibit during a day are some examples on parameters that can 

differ clusters from each other. To get an overview, the 
number of clusters cannot be too large. Due to the nature of K-
means, the cost function will decrease when the number of 
clusters increases. A balance between how many clusters the 
classification results in and how small the cost function should 
be is therefore needed.

In the authors’ presented method the similarity between two 
clusters centroids were evaluated by using cross correlation. 
Cross correlation is a basic tool when analysing multiple time 
series [13]. The cross correlation is calculated between two 
vectors X and Y, in this case the cluster centroids. Both X and 
Y are vectors with the dimension1 × 24, since the daily 
profiles include 24 power measurements. The cross 
correlation, R, is calculated using (3) and (4).

𝑅𝑅𝑅𝑅�𝑚𝑚𝑚𝑚𝑥𝑥𝑥𝑥(𝑚𝑚𝑚𝑚) = � 𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚+𝑚𝑚𝑚𝑚𝑦𝑦𝑦𝑦𝑚𝑚𝑚𝑚

𝑁𝑁𝑁𝑁−𝑚𝑚𝑚𝑚−1

𝑚𝑚𝑚𝑚=0

    𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 𝑚𝑚𝑚𝑚 ≥ 0 (3)

𝑅𝑅𝑅𝑅�𝑚𝑚𝑚𝑚𝑥𝑥𝑥𝑥(𝑚𝑚𝑚𝑚) =  𝑅𝑅𝑅𝑅�𝑥𝑥𝑥𝑥𝑚𝑚𝑚𝑚(−𝑚𝑚𝑚𝑚)       𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 𝑚𝑚𝑚𝑚 < 0 (4)

Where N is equal to the dimension of the vectors X and Y and 
𝑚𝑚𝑚𝑚 = 1,2, … , 2𝑁𝑁𝑁𝑁 − 1 [14]. The result when calculating cross 
correlation is a vector c, where the elements are described in 
(5).

𝑐𝑐𝑐𝑐(𝑚𝑚𝑚𝑚) =   𝑅𝑅𝑅𝑅�𝑚𝑚𝑚𝑚𝑥𝑥𝑥𝑥(𝑚𝑚𝑚𝑚 − 𝑁𝑁𝑁𝑁)    
𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 𝑚𝑚𝑚𝑚 = 1, 2, … , 2𝑁𝑁𝑁𝑁 − 1

(5)

The cross correlation can be described as the total sum of 
the products between the vectors elements, where the sum will 
be calculated for different time lags. With zero lag there is no 
time difference between the elements xi and yi. This can be 
described by arranging the two vectors above each other and 
then taking the product for elements connected vertical to each 
other. With zero lag, (6), the two vectors are in line over each 
other, when the lag is -1, (7), the second vector is moved one 
step to the left and for lag +1, (8), one step to the right.

(𝑥𝑥𝑥𝑥0 … 𝑥𝑥𝑥𝑥23)
(𝑦𝑦𝑦𝑦0 … 𝑦𝑦𝑦𝑦23) (6)

(𝑥𝑥𝑥𝑥0 … 𝑥𝑥𝑥𝑥22 𝑥𝑥𝑥𝑥23)
(𝑦𝑦𝑦𝑦0 𝑦𝑦𝑦𝑦1 … 𝑦𝑦𝑦𝑦23) (7)

(𝑥𝑥𝑥𝑥0 𝑥𝑥𝑥𝑥1 … 𝑥𝑥𝑥𝑥23)
(𝑦𝑦𝑦𝑦0 … 𝑦𝑦𝑦𝑦22 𝑦𝑦𝑦𝑦23) (8)

With vectors corresponding to hourly power consumption 
the lag will be shifting between -23 to +23, which results in 47 
different time lags between one pair of clusters. The reason for 
checking the cross correlation between the clusters is to find 
clusters with similar properties, meaning identifying clusters 
with power peaks on the same time, or roughly the same time, 
and peaks with the same characteristics. If the peaks, from two 
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different clusters, occurs ±1 hour from each other than the two 
clusters are defined as similar. Therefore only raw correlation 
representing ±1 lag or zero lag is used to check the similarity. 
If the cross correlations are greater than a certain limit the K-
means clustering is run once again with a new smaller value 
on K. Fig. 2 shows a flow chart on how this iteration works.
Assuming that a standard cluster just consists of a straight line, 
the limit for the cross correlation is set by using the maximum 
mean value for all of the normalised data. The mean is 
calculated for each hour and then the hour with the highest 
mean value is used. The parable limit is set to the zero lag 
cross correlation between the standard cluster and a cluster
with 80% of the standard cluster’s values.

Fig. 2. The cross correlation iteration

D. Visualisation 
In the last step, the resulting clusters are plotted for one 

specific day type and season. The clusters are arranged in 
descending order based on the size of the clusters. The cluster
with most day profiles included are placed first and the second 
largest placed next. To make the picture informative the plot 
shows the cluster’s centroid and a span between 5th and 95th 
percentile. Using this type of plotting, the picture of each 
cluster shows the cluster’s mean and also how widespread the 
different days in the cluster is. The plotted span represents 90
% of the measurements in the cluster.

A table, showing most frequent cluster for each house, is
also compiled, see Table IV for an example. The table makes 
it easy to establish which households are connected to which 
cluster and how strongly they are connected. By plotting the 
5th and 95th percentile the plot excludes outliers. Though, the 
outliers will still impact the result since one disadvantage 
using K-means is its sensitiveness towards outliers.

III. RESULTS

The data set used for testing the authors’ classification 
method contained hourly data from 124 detached houses from 
different time periods between 1 January 2014 and 29 June
2015, i.e. the time period is not equal for all houses. This 
causes a variation in the number of days in each season. The 
spring period contained for example more than twice as many 
observations as the autumn, where one observation is a daily 
load profile containing 24 power consumption measurements.
Table I shows how many observations each season contained. 

The start value for number of clusters, K, was set to 30 for 

every season. The number of clusters was then adjusted to fit 
the restrictions for the cross correlation. The limits for the 
correlation are depending on the maximum value of all of the 
mean values for every hour in the data set and are therefore 
shifting slightly between the seasons. In Table II are the cross 
correlation limits presented for each season. Due to fact that 
the input values used in (3) are unit less, the cross correlation
limits also are unit less. The greater the value is the greater is 
the similarities. The final K is depending on the cross 
correlation and varies therefore for each season, see Table III.

Some of the replicates did not converge during the 100 
iterations. MATLAB printed a warning for those replicates 
that did not converge.

TABLE II
CROSS CORRELATION LIMITS FOR EACH SEASON

Season Winter Spring Summer Autumn

Cross correlation limit -
Weekdays 5.89 4.80 3.49 5.49

Cross correlation limit -
Weekends 5.94 4.68 3.54 5.65

TABLE III
NUMBER OF CLUSTERS FOR EACH SEASON

Season Winter Spring Summer Autumn

Number of clusters 
Weekdays 16 9 4 22

Number of clusters 
Weekends 12 9 5 22

In Fig. 3 are all the cluster centroids for weekdays and all of 
the observations included for the winter period plotted. Fig. 4
also shows the winter weekday clusters, but here is the span 
between the 5th and 95th percentile and the cluster centroid 
plotted. Fig. 5 and 6 are the equivalent plots for winter
weekends. In all the figures the clusters are plotted in an order 
with the largest cluster first and then in descending order,
where the largest cluster contained the most observations. At 
the end, after the number of clusters had been adjusted with 
the cross correlation, the largest cluster for the winter 
weekdays included 984 number of observations compared to 
the smallest cluster, which included 352 observations. The 
clusters for the weekends included fewer observations and 
therefore the largest cluster contained 459 observations and 
the smallest only 225 observations.

TABLE I
NUMBER OF OBSERVATIONS INCLUDED IN EACH SEASON, WHERE ONE 

OBSERVATION CONTAINS 24 MEASUREMENTS

Season Winter Spring Summer Autumn

Number of observations 14732 20624 13390 9689
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different clusters, occurs ±1 hour from each other than the two 
clusters are defined as similar. Therefore only raw correlation 
representing ±1 lag or zero lag is used to check the similarity. 
If the cross correlations are greater than a certain limit the K-
means clustering is run once again with a new smaller value 
on K. Fig. 2 shows a flow chart on how this iteration works.
Assuming that a standard cluster just consists of a straight line, 
the limit for the cross correlation is set by using the maximum 
mean value for all of the normalised data. The mean is 
calculated for each hour and then the hour with the highest 
mean value is used. The parable limit is set to the zero lag 
cross correlation between the standard cluster and a cluster
with 80% of the standard cluster’s values.

Fig. 2. The cross correlation iteration

D. Visualisation 
In the last step, the resulting clusters are plotted for one 

specific day type and season. The clusters are arranged in 
descending order based on the size of the clusters. The cluster
with most day profiles included are placed first and the second 
largest placed next. To make the picture informative the plot 
shows the cluster’s centroid and a span between 5th and 95th 
percentile. Using this type of plotting, the picture of each 
cluster shows the cluster’s mean and also how widespread the 
different days in the cluster is. The plotted span represents 90
% of the measurements in the cluster.

A table, showing most frequent cluster for each house, is
also compiled, see Table IV for an example. The table makes 
it easy to establish which households are connected to which 
cluster and how strongly they are connected. By plotting the 
5th and 95th percentile the plot excludes outliers. Though, the 
outliers will still impact the result since one disadvantage 
using K-means is its sensitiveness towards outliers.

III. RESULTS

The data set used for testing the authors’ classification 
method contained hourly data from 124 detached houses from 
different time periods between 1 January 2014 and 29 June
2015, i.e. the time period is not equal for all houses. This 
causes a variation in the number of days in each season. The 
spring period contained for example more than twice as many 
observations as the autumn, where one observation is a daily 
load profile containing 24 power consumption measurements.
Table I shows how many observations each season contained. 

The start value for number of clusters, K, was set to 30 for 

every season. The number of clusters was then adjusted to fit 
the restrictions for the cross correlation. The limits for the 
correlation are depending on the maximum value of all of the 
mean values for every hour in the data set and are therefore 
shifting slightly between the seasons. In Table II are the cross 
correlation limits presented for each season. Due to fact that 
the input values used in (3) are unit less, the cross correlation
limits also are unit less. The greater the value is the greater is 
the similarities. The final K is depending on the cross 
correlation and varies therefore for each season, see Table III.

Some of the replicates did not converge during the 100 
iterations. MATLAB printed a warning for those replicates 
that did not converge.

TABLE II
CROSS CORRELATION LIMITS FOR EACH SEASON

Season Winter Spring Summer Autumn

Cross correlation limit -
Weekdays 5.89 4.80 3.49 5.49

Cross correlation limit -
Weekends 5.94 4.68 3.54 5.65

TABLE III
NUMBER OF CLUSTERS FOR EACH SEASON

Season Winter Spring Summer Autumn

Number of clusters 
Weekdays 16 9 4 22

Number of clusters 
Weekends 12 9 5 22

In Fig. 3 are all the cluster centroids for weekdays and all of 
the observations included for the winter period plotted. Fig. 4
also shows the winter weekday clusters, but here is the span 
between the 5th and 95th percentile and the cluster centroid 
plotted. Fig. 5 and 6 are the equivalent plots for winter
weekends. In all the figures the clusters are plotted in an order 
with the largest cluster first and then in descending order,
where the largest cluster contained the most observations. At 
the end, after the number of clusters had been adjusted with 
the cross correlation, the largest cluster for the winter 
weekdays included 984 number of observations compared to 
the smallest cluster, which included 352 observations. The 
clusters for the weekends included fewer observations and 
therefore the largest cluster contained 459 observations and 
the smallest only 225 observations.

TABLE I
NUMBER OF OBSERVATIONS INCLUDED IN EACH SEASON, WHERE ONE 

OBSERVATION CONTAINS 24 MEASUREMENTS

Season Winter Spring Summer Autumn

Number of observations 14732 20624 13390 9689
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Fig. 3. Plot showing the cluster centroids (black) and observations (grey) for 
weekday clusters during the winter in descending order with the largest cluster 
first.

Fig. 4. Plot showing the 5th and 95th percentiles for weekdays during the 
winter in descending order with the largest cluster first. The red line is the 
cluster centroid. 

The resulting clusters for winter weekdays show some 
differences from each other. 12 of the clusters show constant 
power consumption between 0.00-5.00. Cluster 11, 13 and 16 
show a wide span between the 5th and 95th percentile despite 
this resemblance they exhibit some unique characteristics. 
Cluster 13 has a dip in power consumption during the early 
afternoon and cluster 16 exhibits a decreasing trend during the 
day. Cluster 2, 4, 5 and 7 have a high peak in the early 
evening, the difference between them is the time. Beside from 
their evening peak they are similar for the rest of the day. The 
time differences for the evening peak are quite small, only a 
few hours, but it is still significant, especially when it comes 

to stress on the grid. The result for winter weekends shows
fewer clusters than for weekdays. A common result is a peak 
in power consumption on the second half of the day in all the 
clusters. In some cases the peak is not pronounced, for 
example in cluster 11 and 12. The tendency with low power 
consumption during the first hours of the day, which was 
significant for the weekday clusters, can also be found among 
the weekend clusters.

Fig. 5. Plot showing the cluster centroids (black) and observations (grey) for 
weekend clusters during the winter in descending order with the largest cluster 
first.

Fig. 6. Plot showing the 5th and 95th percentiles for weekends during the 
winter in descending order with the largest cluster first. The red line is the 
cluster centroid. 

The clusters for the rest of the seasons can be found in 
Appendix A. In each season, for both weekday and weekend 
profiles, there is at least one cluster with a wide span, so wide 
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that span between the 5th and 95th percentile almost cover the 
whole plot. A feature they all have in common is that the wide 
clusters are not one of the largest clusters. Another feature 
many of them share is the low demand of power between 
0.00-5.00. The summer clusters stands out from the rest. They 
all have a wide span. One explanation is that there are fewer 
clusters, both for the weekdays and the weekends and the 
clusters will therefore contain more days.  

For each household the most frequent cluster is identified. 
Table IV shows an extract over a few households’ most 
frequent cluster for weekdays during the winter period, the 
number of days in the specific cluster and how much the 
household belonged to the cluster in per cent.

TABLE IV
MOST FREQUENT CLUSTER DURING WINTER WEEKDAYS FOR A FEW 

HOUSEHOLDS

Household number Most frequent 
cluster

Number of 
days

Per cent
(%)

1 9 25 39.1

2 4 24 22.6

3 6 13 31.0

IV. DISCUSSION

The aim for the presented method is to, based on smart 
meter data, identify common 24-hour end-user profiles. In the 
presented method the results are based on normalised data 
using daily maximum and minimum values. The purpose of 
the normalisation step is to make it possible for a comparison 
of trends during a 24-hour period between high and low power 
consumption. The reason for using the maximum and 
minimum values per day was to assure that the cluster showed 
the daily trend and not trends over a season. With a 
normalisation over a season the data would include 
information of how the power demand changed over the 
season. This could be problematic, for example if one 
household exhibits one peak for a very short time, which is
much higher than the rest of the peaks for the season. The 
normalisation step would then result in a low value for every 
peak, except that “one time high” and comparison with other 
households would not contain information about common 
peaks. If the normalisation instead is based on daily maximum 
and minimum values all of the houses will exhibit at least one 
maximum peak per day, which makes it possible to identify 
common peaks. The “one time high”-peak could be an
incorrect measurement and since this method does not provide 
a data cleansing step, one incorrect point could have great 
impact for the classification of one household if the
normalisation was done seasonal. By using daily maximum 
and minimum values for the normalisation instead, one 
incorrect measurement would affect only one day and not a 
whole season.

The reason for dividing the year into seasons is to take the 
temperature shifting into account. Using this argument, why 
not use a monthly division instead? The shifting in 

temperature during a month will, presumably, be less than the 
shifting within a season. The aim is however to present a 
method to create a better overview over power usage. Using
more time periods there would be more sets of clusters to 
analyse and information to use, which might not be helpful for 
the electricity distributors. Therefore is the year divided into 
four seasons: spring, summer, autumn and winter.

Using normalised data, one can wonder if the division into 
seasons is necessary. If the data is normalised using each 
house’s maximum and minimum value per day, does the end-
usage pattern really vary between different seasons? After the 
normalisation is done only activities such as cooking or 
watching TV will affect the pattern. For example, during the 
winter in Sweden a lot of energy is used for heating but since 
the heating system most likely is running constantly it will not 
affect the normalised data and will instead be seen as a sort of 
background noise. The most contributory activities affecting 
the pattern is probably not depending on season, meaning that 
the basic needs and common activities is most likely the same 
throughout the whole year. Thus, it is questionable if the 
division into seasons is necessary. 

The ulterior motive with this method is to analyse end-
usage for one type of household, in this case detached houses. 
Since the data is normalised the result should not depend on 
type of heating system etc. and the method could therefore be 
used for more than one type of living at the same time or other
types of households than detached houses separate. The reason 
for only using data from detached houses is to get a more 
representative picture of one type of household. The results 
can be used as support for grid owners or other actors, which 
want to increase their understanding about end-users and 
usage of the electricity grid. Furthermore, detached houses
have a relatively high-energy usage and should therefore be
susceptible for saving energy, since it will both save money 
and decrease the environmental impact. 

Whether the size of the living area is affecting the results or 
not can also be discussed. Depending on how large the living 
area is, different amount of lightning is needed. Since 
lightning is most likely not used constant during a day it 
should not disappear in the normalisation and should therefore 
affect the end-use pattern. In the results for the tested data, 
winter and summer almost have the same amount of days but a 
very different number of clusters, see Table I and II. Energy 
usage during the summer might be more or less the same 
regardless size of living area but during the winter lights will 
affect the usage and the living area might therefore have an 
impact on the result, which might be causing the different 
number of clusters for summer and winter. 

The K-means algorithm assumes that the number of 
clusters, K, is known in advance. When identifying common 
end-user profiles, how can one know if the chosen K is 
optimal and further, how can one define what optimal means 
in this context? The aim for this classification method is to
create a better understanding for where and when power peaks 
occurred. Therefore it is impractical to have a lot of clusters 
and to make the information about the clusters useful; each 
cluster must show unique characteristics. If two clusters show
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that span between the 5th and 95th percentile almost cover the 
whole plot. A feature they all have in common is that the wide 
clusters are not one of the largest clusters. Another feature 
many of them share is the low demand of power between 
0.00-5.00. The summer clusters stands out from the rest. They 
all have a wide span. One explanation is that there are fewer 
clusters, both for the weekdays and the weekends and the 
clusters will therefore contain more days.  

For each household the most frequent cluster is identified. 
Table IV shows an extract over a few households’ most 
frequent cluster for weekdays during the winter period, the 
number of days in the specific cluster and how much the 
household belonged to the cluster in per cent.

TABLE IV
MOST FREQUENT CLUSTER DURING WINTER WEEKDAYS FOR A FEW 

HOUSEHOLDS

Household number Most frequent 
cluster

Number of 
days

Per cent
(%)

1 9 25 39.1

2 4 24 22.6

3 6 13 31.0

IV. DISCUSSION

The aim for the presented method is to, based on smart 
meter data, identify common 24-hour end-user profiles. In the 
presented method the results are based on normalised data 
using daily maximum and minimum values. The purpose of 
the normalisation step is to make it possible for a comparison 
of trends during a 24-hour period between high and low power 
consumption. The reason for using the maximum and 
minimum values per day was to assure that the cluster showed 
the daily trend and not trends over a season. With a 
normalisation over a season the data would include 
information of how the power demand changed over the 
season. This could be problematic, for example if one 
household exhibits one peak for a very short time, which is
much higher than the rest of the peaks for the season. The 
normalisation step would then result in a low value for every 
peak, except that “one time high” and comparison with other 
households would not contain information about common 
peaks. If the normalisation instead is based on daily maximum 
and minimum values all of the houses will exhibit at least one 
maximum peak per day, which makes it possible to identify 
common peaks. The “one time high”-peak could be an
incorrect measurement and since this method does not provide 
a data cleansing step, one incorrect point could have great 
impact for the classification of one household if the
normalisation was done seasonal. By using daily maximum 
and minimum values for the normalisation instead, one 
incorrect measurement would affect only one day and not a 
whole season.

The reason for dividing the year into seasons is to take the 
temperature shifting into account. Using this argument, why 
not use a monthly division instead? The shifting in 

temperature during a month will, presumably, be less than the 
shifting within a season. The aim is however to present a 
method to create a better overview over power usage. Using
more time periods there would be more sets of clusters to 
analyse and information to use, which might not be helpful for 
the electricity distributors. Therefore is the year divided into 
four seasons: spring, summer, autumn and winter.

Using normalised data, one can wonder if the division into 
seasons is necessary. If the data is normalised using each 
house’s maximum and minimum value per day, does the end-
usage pattern really vary between different seasons? After the 
normalisation is done only activities such as cooking or 
watching TV will affect the pattern. For example, during the 
winter in Sweden a lot of energy is used for heating but since 
the heating system most likely is running constantly it will not 
affect the normalised data and will instead be seen as a sort of 
background noise. The most contributory activities affecting 
the pattern is probably not depending on season, meaning that 
the basic needs and common activities is most likely the same 
throughout the whole year. Thus, it is questionable if the 
division into seasons is necessary. 

The ulterior motive with this method is to analyse end-
usage for one type of household, in this case detached houses. 
Since the data is normalised the result should not depend on 
type of heating system etc. and the method could therefore be 
used for more than one type of living at the same time or other
types of households than detached houses separate. The reason 
for only using data from detached houses is to get a more 
representative picture of one type of household. The results 
can be used as support for grid owners or other actors, which 
want to increase their understanding about end-users and 
usage of the electricity grid. Furthermore, detached houses
have a relatively high-energy usage and should therefore be
susceptible for saving energy, since it will both save money 
and decrease the environmental impact. 

Whether the size of the living area is affecting the results or 
not can also be discussed. Depending on how large the living 
area is, different amount of lightning is needed. Since 
lightning is most likely not used constant during a day it 
should not disappear in the normalisation and should therefore 
affect the end-use pattern. In the results for the tested data, 
winter and summer almost have the same amount of days but a 
very different number of clusters, see Table I and II. Energy 
usage during the summer might be more or less the same 
regardless size of living area but during the winter lights will 
affect the usage and the living area might therefore have an 
impact on the result, which might be causing the different 
number of clusters for summer and winter. 

The K-means algorithm assumes that the number of 
clusters, K, is known in advance. When identifying common 
end-user profiles, how can one know if the chosen K is 
optimal and further, how can one define what optimal means 
in this context? The aim for this classification method is to
create a better understanding for where and when power peaks 
occurred. Therefore it is impractical to have a lot of clusters 
and to make the information about the clusters useful; each 
cluster must show unique characteristics. If two clusters show
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great resemblance, the use of two clusters becomes 
unnecessary. By calculating the cross correlation, this method 
tries to achieve clusters with different characteristic. One 
could use other tools for identifying similar clusters, for 
example different types of correlation. However, cross 
correlation is a common choice of tool when analysing time 
series [13]. The result on the other hand reveals several 
clusters with great resemblance, for example cluster 2, 4, 5 
and 7 among the winter weekday clusters. The cross 
correlation limit should therefore represent a “maximum of
similarity” between two clusters that is acceptable. To 
determine the cross correlation limit this analysis first 
calculates the maximum value of all the mean values for every 
hour in the data set and then assumed a “mean”-cluster as a 
straight line with this value and then checked the cross 
correlation value at zero time lag with a straight line that was 
20 % lower and the “mean” cluster. The result shows that this
estimation for the cross correlation limit is too rough. For the 
winter and autumn, the estimated limit became quite high 
resulting in more clusters especially for the autumn clusters
and in the summer case the estimated limit came out to be 
much smaller resulting in too few clusters, see Table III for 
cross correlation limits and Table II for the number of clusters. 
To create the optimal cross correlation limit one could 
presume the number of clusters to be approximately equal for 
all seasons and also the cross correlation limit. The “mean”-
cluster estimation used in this analysis results in significant 
differences for the cross correlation limit. With an optimal 
strategy for calculating the cross correlation limit the resulting 
limit should not differ too much between different seasons. It 
can also be desirable to have a limit in a scale between 0 and 1 
to simplify limit adjustments to fulfil the chosen classification 
requirements.

There are several advantages using the K-means algorithm. 
As mentioned in the method, K-means is a well-known and 
used method, which gives the method credibility. It is also 
supposed to converge fast towards a solution, which is 
positive when running the algorithm for large amounts of data. 
Though it is not certain that the received result is the best 
possible. Depending on the start guess, different results may 
be achieved, which is a disadvantage since the most optimal 
start guess is not always known. Another disadvantage using 
K-means is outliers’ possible large impact on the result. 

How could a method for classification of power 
consumption pattern be of use to grid owners? To grid owners 
it is important to ensure the quality of the electricity, i.e. 
secure that the voltage remains on a steady and constant level. 
When the grid was built, the power flow was in one direction, 
from centralised power plants to the end-users. With the new
distributed and intermittent renewable resources connected to 
the distribution networks the power needs to be able to flow in 
both directions so the produced electricity can be used where 
the demand is located. Present distribution networks are not 
designed for bi-directional power flows. These new type of 
usages will require a lot of controlling and regulating. In the 
future grid owners will need more information about the 
utilisation of the grid. Today, distribution grids are connected 

to the transmission grids at a few connection points. The grid 
owner predicts their customers’ peak aggregated power 
consumption and puts after that on a safety buffer. Based on 
this information the grid owner pays a tariff for connection to 
the transmission grid. Like every other company, the 
distribution grid owners aim for a high yield and would 
therefore support a better way of exactly knowing the 
maximum consumption so that their prediction can be more 
accurate. With more information about power usages, the grid 
owner can also be better prepared for future development and 
maintenance on the grid.

A. Future work
Developing Smart Grids requires a lot of the electricity grid, 

including new technologies and control systems. More 
information about usage will be needed to be able to control 
and operate the grid safely. This project provides a start in 
profiling usage but there are still many questions to be 
answered.  

A major question to be answered is how to decide an 
optimal K. Is there a better way than using cross correlation? 
If cross correlation is a suitable tool, it is necessary to
investigate how the limit should be set. Another aspect worth 
exploring is if K-means is the best method to use for this type 
of profiling or if other clustering methods are more preferable. 

Since this method uses normalised values it would also be 
interesting to investigate if the method gives different results 
depending on type of household. If not, maybe all types of 
households should be included since everyone should be able 
to reduce their electricity consumption relatively, or at least 
change the pattern to reduce power peaks in the grid. It may 
also be valuable to investigate if the size of living area is 
affecting the results. If that is the case it might be interesting 
to partition into groups based on living area.

V. CONCLUSION

The proposed method mainly relies on a K-means clustering 
method and the result shows common clusters for the 
households. Taking into account that this is a first approach on 
trying to profile typical end-usage patterns among Swedish 
households, this first trial on hourly data from 124 detached 
houses shows it is possible to describe daily profiles with 
typical clusters using K-means. Though, to make it useful to
grid owners, questions like how one can determine what an 
optimal number of clusters is and how unique a profile needs 
to be requires further studies.

APPENDIX

For appendix, see separate file Appendix A.  
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CONTEXT L: WIRELESS STAND-ALONE SENSORS

DON’T LET YOUR WIFI GO TO WASTE

Around 100 years ago, Nikola Tesla described the freedom of transferring power without a physical 
connection to be of an “all-surpassing importance to man”. The idea to power devices independently 
of their position has been a dream for researchers for a long time and would not only offer the obvious 

benefits of mobility but would also remove the limitations and environmental impacts of batteries. This goal 
inspired KTH students to find methods for powering devices wirelessly with recycled energy.  

The law of conservation of energy explains; Energy can neither be created nor destroyed, it can only be 
changed from one form to another. Therefore harvesting energy is an appealing and efficient solution. Typi-
cally one can harvest solar, wind and geothermal power among others. With the ongoing growth of wireless 
networks, radio frequency (RF) harvesting can also be considered.

A way to do this is to utilize microwave energy already traveling through the air all around us. By designing 
systems that can capture and store this energy and optimizing them for the types of radiation typically found 
in urban environments, electric devices are being made completely self sufficient.

Tesla’s dream is finally being realised as new methods and innovations help to implement wireless energy 
transfer into useful every day situations. Students at KTH have successfully implemented a few different 
approaches for RF harvesting.
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Every day new technological innovations are 
made, giving us more and more ways to ac-
quire information about the world around us. 

Currently we have almost 25 billion devices con-
nected wirelessly, putting us on the brink of a new 
technological age, in which the physical world will 
be connected intimately to the digital world. Digital 
sensors are the key to translating events in our phys-
ical world into meaningful data, which can be used to 
make more controlled, efficient, and environmental-
ly friendly decisions in every aspect of life. 

In this context, three project groups work towards 
designing new methods for powering and placing re-
mote sensors, and also developing new and innova-
tive sensing methods. 

Sensors can provide measurements of physical 
quantities such as light intensity, humidity, air pol-
lution and temperature among others. The extensive 
use of sensing circuits creates high demands for these 
to be accessible, cheap and environmentally friend-
ly. Ideally, a sensor would be self-sufficient, without 
even too much dependency on its power source. One 
limiting factor in a sensor or any electric circuit is 
its power supply which constantly needs to be con-
nected to either the power grid or a battery. This may 
cause inconvenience as the circuit might be depen-
dent on a battery and need regular maintenance. 

Considering the vast amount of wireless data traf-
fic in urban environments, there is a lot of ambient 
radiation available. However, a large portion of this 
energy is never used and is just radiated into the sur-
roundings, making it accessible for capturing and 
re-purposing. This poses an alternate way of supply-
ing power in a highly accessible and environmentally 
friendly way. 

The projects L1 and L3 focus specifically on radio 
frequency harvesting - converting WiFi radiation 
to a useful source of energy. Since practically any 
modern building is equipped with a wireless local 
area network, the harvesting of WiFi-signals offers 
a possible way to power small sensor circuits wire-
lessly in a large portion of most buildings. By design-
ing a rectenna - the combination of an antenna and a 
rectifying circuit - the energy in microwaves may be 
captured and stored for later use. Projects L1 and L3 
have implemented this kind of circuit and optimized 
it for frequencies and power levels typical for WiFi 
signals. 

Another new and innovative application of sen-
sors is the maintenance and diagnostic care of large 
power components. Project L4 considers the imple-
mentation of reconstruction algorithms to detect de-
formations in waveguide structures. The successful 
implementation of this algorithm for simple struc-
tures leads to further possibilities to implement live 

monitoring systems for critical power components, 
where small deformations can lead to critical power 
failures and energy losses if not properly detected. 
Future projects in this area would be able to extend 
the shapes of the waveguides being considered, even-
tually allowing for practical products to be designed 
for power components. 

There are several approaches to harvest ambient 
energy which creates many opportunities for future 
projects. Both project L1 and L3 harvested WiFi radi-
ation which limited them to the indoor environment. 
By designing antennas for different frequencies 
would make self-sustained sensors viable for a wider 
range of environments. Another approach is to cre-
ate a system which can harvest other ambient energy 
sources, such as acoustics waves and thermal energy. 
A future project could also be to design and imple-
ment a self-sustaining system for a specific product. 
This would bring another aspect of limitations for 
the design of the antenna.

ETHICAL REFLECTION
Being able to power electric devices while reducing 
the environmental impact of batteries has led to large 
research areas focusing on new ways to store and 
transfer electricity. Transferring this energy wire-
lessly may help create a large amount of mobility for 
devices, while also reducing the environmental im-
pact of human energy consumption. Devices capable 
of harvesting ambient RF energy offer a solution to 
recycling otherwise wasted energy, and provide al-
ternatives to batteries, reducing the dangerous con-
sumption of hazardous materials used.

However, in a scenario where this technology is im-
plemented on a large scale, several ethical questions 
arise. If large systems dedicated for radiating wire-
less energy from one point to another are utilized to 
power machinery for example, there would be high 
levels of electromagnetic radiation present between 
the two points. Microwave radiation can heat up bio-
logical tissue - a long term exposure may have a pos-
sible harmful effect. Even for lower power levels the 
danger of long term constant exposure to microwaves 
have not been fully determined. This would make it 
necessary to regulate under which circumstances a 
system like this could be used in order to make sure 
that no living beings are harmed. 

The harvesting of RF-energy will have a big impact 
on the possibility to use sensors in many different en-
vironments, especially in the modern city. Wireless 
stand-alone sensors can directly be used on humans 
and can collect data from people. This collection of 
data has many positive applications such as state 
of health, improving the infrastructure by tracking 
people’s movement and security. The major problem 
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with collection personal data is the possible infringe-
ment on a person’s private life and the effect of how 
a third party can use the data. The implications of 
this can have more negative effects for a person than 
positive effects. Even with a well-developed data se-
curity system there is always a risk to store sensitive 
personal data. Therefore, our group has the opinion 
that it is important for companies and persons to re-
ally think through what negative impact the data can 
have, and not be blinded by the positive effects.

In a wide sense we believe that the technology being 
examined in these projects does not rise many ethi-
cal questions. The examples mentioned above are ex-
treme cases or just indirect consequences. Projects L1 
and L3 are essentially providing an alternate solution 
to the usage of electric cables as well as encourages 
the recycling of energy. There are plenty of benefits 
to this. However,  potential risks have not yet been 
fully vetted. These technologies have not yet matured 
and the risks are not completely understood. Unfor-
tunately as with every technology, there is always 
a way to find applications with will have a negative 
impact. However, the authors do not believe that the 
risks make up a large enough threat to discourage 
further development of this technology and that are 
convinced that it will serve many useful purposes in 
the future. 
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Ambient Radio Frequency Harvesting for Stand
Alone Sensors

Oskar Björkqvist

Abstract—In this report an implementation of an ambient
radio frequency harvesting system is demonstrated. The aim of
the project is to design a harvesting system that can power stand
alone sensors. Measurements of typical ambient radiation at the
KTH Royal Institute of Technology campus have been conducted
with respect to power levels and frequency, concluding that
communication signals are suitable for harvesting. The suggested
design operates over the WiFi frequency band at 2.45 GHz and
can utilize an arbitrary number of dual polarized patch antennas
and single band rectifiers. A Greinacher voltage doubler is used
for rectification and a multiple input, single output (MISO)
approach is implemented that provides a differential output DC
voltage. Simulated results proved the rectenna to be less than 4
% efficient at an input power of -20 dBm.

THE automatization and digitalization of society has re-
sulted in more functionality than ever being carried out

using electronics and wireless communication systems. Opti-
mizing and making systems more efficient is in constant focus
and electric control systems can be found in anything from
automotive control to systems that regulate the temperature
in buildings. Automatization of a system requires that the
system is able to provide information about itself and its
current physical state. This is making sensing circuits play a
significant role in modern electric systems. Sensors provide the
translation between physical and digital information and can
give measurements of physical quantities such as temperature,
position, acceleration and much more. An ideal sensor should
provide this translation in a seamless manner by being easy
to use, being environmentally friendly and having a small
need of maintenance. In a case of a stand-alone sensor that
does not need to be in constant use, an appealing solution
to all these problems is to power the sensor entirely with
energy that is available in the physical vicinity of the sensor,
energy harvesting. This kind of sensor could for example be
found in a so called smart building - a building that is highly
automated with respect to temperature- and light regulation,
and energy consumption. A temperature sensor for example
might not need to make constant measurements but rather at
single occasions with significant amounts of time in between,
making the required amounts of energy to power the sensor
very small.
There are several ways to harvest power from the surroundings
as energy can be extracted from different phenomenas such as
acoustic waves, thermal energy and ambient electromagnetic
radiation, which are all in a wide sense available at any point
on the planet. The latter is a suitable solution in situations
where the sensor is going to be used in an indoor environment,
as any modern building can be expected to have some kind
of wireless communication network. Wireless communication

implies the usage of electromagnetic waves to transfer infor-
mation between two antennas. These signal waves are being
radiated from all wireless devices, making certain kinds of
radiation very common in environments rich with electronics
- such as inside an office building. Even though intended for
communication purposes only, all these waves contain small
amounts of energy that may be captured and re-purposed.
The idea to capture and store microwave energy is commonly
referred to as radio frequency (RF) harvesting and has gained
an increasing amount of attention over recent years. Several
studies have been made on the topic and it has been proved
that the approach of harvesting ambient microwave energy is
completely viable [1], [2], [3]. The general principle of RF
harvesting is based on the combination of an antenna and a
rectification circuit and is commonly referred to as a rectenna
[4], illustrated in Fig. 1.

Fig. 1: The general principle of a rectenna.

The antenna acts as an interface between the electromag-
netic radiation and the circuitry. The rectifier is required for
converting the alternating characteristics of the captured waves
into direct current, which is necessary for storing the energy.
Between the two a matching network is implemented in order
to maximize the power transfer and the storage is made by
connecting the rectenna to a supercapacitor or a battery. A
small rectenna system does not require a lot of components
and is therefore fairly easy to construct. When designing it
specifically for low-power ambient radiation, it is however
important to make the design efficient and well optimized for
the desired frequencies and power levels.
The purpose of this project is to design and construct a
rectenna, harvesting over a single frequency band inside build-
ings using the campus of KTH Royal Institute of Technology
as the test bed.

I. FIELD MEASUREMENTS

In order to optimize the design and harvest as much energy
as possible, it is necessary to assess what kinds of ambi-
ent radiation that is available in the suggested environment.
Microwave circuits depend heavily on frequency and power
levels and will therefore only work under certain conditions.
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A survey made by Piñuela et al. [5], concluded that the
most interesting RF bands in urban environments are those
associated with WiFi, 3G and GSM signals. In this project,
the idea is to focus on the WiFi frequency band as the
target is mainly indoor environments. Measurements of the
power levels over this frequency band have been made around
the KTH campus and different kinds of environments were
investigated to survey how the power levels altered.
To perform the measurements, a monopole antenna was con-
structed for the frequency band 2.4 - 2.5 GHz, the band
corresponding to the WiFi technology. The monopole antenna
is suitable for the measurements as it covers the full azimuthal
space. This is necessary if the angle of an incoming wave
is uncertain, which is a good assumption when considering
ambient radiation. The antenna was connected to a HAMEG
HMS3910 spectrum analyzer and was left idle for approxi-
mately ten minutes, using a hold peak function. The analyzed
signals are sent as packages with varying frequencies, making
it impossible to get a good image with a single sweep. The
hold peak function retains the highest measured value at each
frequency, providing a perspicuous measurement image. The
measurement setup can be viewed in Fig. 2 and the obtained
results are illustrated in Fig. 3. Usable power levels for ambient
RF harvesting can be considered as ≥ −40 dBm.

Fig. 2: The spectrum analyzer and monopole antenna used for
measurements.

Fig. 3: Ambient radiation power levels at the KTH campus.

As exptected, there is a significant amount of energy around
2.45 GHz. The power levels are in the range of −40 dBm
to −20 dBm, which is the range that is considered when
designing the circuitry.

II. RECTENNA

Having determined the frequency band and the power levels
that will be considered, it is possible to start designing the
rectenna. Dual polarized single band patch antennas are used
for the antenna part, which are matched to greinacher voltage
doublers. The system can be extended to utilize an arbitrary
number of antennas for wider coverage and more harvested
power. When designing the system, the softwares CST Mi-
crowave Studio and Keysight Advanced Design System were
used for electromagnetic and circuit simulation, respectively.
The following sections motivate the design choices and de-
scribes all simulated and measured results of each part of the
rectenna system.

A. Multiple Input, Single Output

A multiple input, single output (MISO) approach is utilized
for the full system. The full rectification circuit has two
inputs that can receive signals from two different sources. By
utilizing two antennas, the total gain is doubled in decibels
and more energy may be captured. This, in contrast to just
using one antenna and dividing the power to the two ports,
provides twice the amount of energy given that the two
antennas receive similar signals. This is further exploited by
combining two antenna ports to a double Greinacher circut,
which does full wave rectification and acts as a voltage
doubler. By implementing a combination of two of these in
every rectifier, the voltage may be doubled one more time.
This is made by connecting each antenna port that receives
a certain polarization into a dedicated Greinacher circuit.
The two Greinacher circuits are then performing positive and
negative rectification, respectively, forming a differential DC
output. This is illustrated in Fig. 4. This design also makes it
possible to combine any number of antennas and input signals
to a single output signal.

Fig. 4: The full rectifier implementing two Greinacher voltage dou-
blers.

B. Antenna design

The choice of patch antennas is motivated by their high
gain and simple layout. Their appearance makes it possible
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to do the construction completely by hand, making them a
simple and cost effective choice with respect to manufacturing
as they do not need to be printed professionally, which usually
is very expensive. The patches can have a gain that amounts
to 9 dB and even though being hand made they can be up to
98% efficient. Choosing a high gain rather than a low gain
antenna is motivated by the fact that multiple antennas can
be implemented in the system, where the combined farfields
can cover any desired part of the surrounding space.

The dimensions of the antenna are determined by the target
frequency and the substrate material used for separating the
patch and the ground plane. This material is chosen to have
low losses in contrast to common materials used in printed
circuits like ’FR4’, which has considerably high losses at
the considered frequencies. Instead, a foam based material
called Rohacell 51HF is used with a thickness of 6 mm,
dielectric constant εr = 1.075 and tan δ = 0.0002 - properties
that are close to resembling the low-loss characteristics of
air. Choosing a low-loss material comes to the price of an
increased size of the antenna, but as there are no restrictions
on the system size, any choice that provides lower losses is
prioritized. For determining the dimensions of the patch, an
approximate expression for the resonance frequency for the
(fr)mnp mode may be expressed as

(fr)mnp =
1

2π
√
µε

√(mπ

h

)2
+
(nπ
L

)2
+
(pπ
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)2
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using the so called cavity model, as suggested by [6]. Here
h, L and W is the height, length and width of the patch,
respectively. Assuming that the patch is supposed to resonate
at 2.45 GHz in the (fr)010 mode, an expression for the L
parameter may be expressed as
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The value L typically needs to be tuned to make the antenna
resonate at the desired frequency, which is done by sweeping
this parameter in a series of simulations. The length of the
patch antenna is expected to be in the range

λ0

3
= 40.8mm < L <

λ0

2
= 61.2mm (3)

where λ0 is the wavelength in free space. The height h is
defined by the substrate thickness and the width W is here
chosen to be equal to the length. This is because the antenna
is supposed to receive perpendicular polarizations and should
therefore resonate in both the length- and width directions.
The patches are fed with coaxial transmission lines, which
need to have the proper placement to avoid mismatch. The
center of the patch corresponds to an impedance close to
zero and along the edges the impedance can be assumed to
be infinite. Somewhere in between the edge and center, the
impedance of the coaxial cable - 50Ω - is located and this is
where the feed needs to be placed.
Since Wi-Fi harvesting is mainly aimed for indoor
applications, the harvester is going to be placed in a

rich scattering and polarization environment. Taking this into
consideration, an X shaped slot has been introduced to the
patch layout to increase the cross polarization. Two separate
ports are connected to every patch, each receiving vertical
and horizontal polarization, respectively. The X slot channels
the currents along the patch surface, making it less likely for
more than one polarization to reach each of the ports. The
slot also helps reducing the antenna size. The layout of the
patch is illustrated in Fig. 5 and the constructed antennas in
Fig. 6 with the dimensions specified in Tab. I.

Fig. 5: A suggested setup of two patch antennas and the patch antenna
layout.

Fig. 6: The constructed antennas.

TABLE I: Dimensions for the patch antenna

Parameter Value Parameter Value
L1 200 mm L4 48.6 mm
L2 150 mm L5 1.2 mm
L3 14 mm L6 30 mm

To evaluate the performance of the antenna it is useful to
measure the scattering parameter of the input port, the S(1,1).
This is a measurement of the ratio between reflected and
incoming voltages and should thus be significantly low at the
desired resonance frequency. The bandwidth of the antenna
can be defined as all frequencies that have a reflection below
-10 dB [6].
The S-parameter measurements were conducted using a An-
ritsu MS2016B vector network analyzer and the radiation pat-
terns were measured using a near field scanner from EMSCAN
RF Expert. Only one of the two ports of the patch antenna
was connected to the measurement equipment, leaving the
other terminated with a matched load. Simulated and measured
results of the patch antennas are illustrated in Fig. 7.
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Fig. 7: Simulated and measured farfield and S(1,1) of the patch
antenna.

These results give an indication of that the antenna simula-
tions were well defined and also proves that the choice of hand
making the antennas does not have a significant impact on their
performance. The S(1,1) is slightly shifted in frequency but
still meets the requirements of bandwidth and the measured
gain is even higher than the simulated one. Any deviations
from the simulations can be explained with the fact that the
constructed antennas are just approximations of the 3D-model
used in the simulations.

C. Matching

When working with high frequency circuits it is important
that the input impedance of one component is matched to the
internal impedance of the previous component. This is because
an unmatched circuit will have considerable amounts of signal
reflection and thus a smaller power transfer between the
two components will occur. This phenomena can be derived
directly from electric circuit theory and the maximum power
transfer theorem, illustrated in Fig. 8.

Fig. 8: Illustration of the maximum power transfer theorem with the
matching reactance dashed.

Here the antenna is represented by the voltage source and
its internal impedance ZS , the rectifier by the load ZL and
the matching reactance by XM . The antennas are designed
to have an impedance of 50 Ω, making ZL the only value
that needs to be determined before performing the matching.
A formal definition of when maximum power transfer occurs

may be formulated as

ZL = Z∗
S (4)

where ∗ denotes the complex conjugate. Ideally only reac-
tive components should be used when matching because any
resistive components added take power from the actual load.
To perform the matching, the shorted single stub method is
used. This method is based on shorting the feeding transmis-
sion line at a distance d from the load with a line section of
length l and by doing this, creating the necessary reactance
XM for satisfying the criteria defined in equation 4. In Fig.
11, the stub is the short section of transmission line with width
d3.

The impedance of the rectifier circuit is simulated for input
powers from -70 dBm to 10 dBm, with the results presented in
Fig. 9. The impedance has a very large imaginary part for the
low power levels considered for harvesting, which complicates
the matching process.

Fig. 9: Simulated rectifier impedance swept over input power at a
frequency of 2.45 GHz.

As the impedance is relatively stationary at a magnitude
of 110 Ω and a phase of around −84◦ over the considered
power levels, this impedance can be used for determining the
parameters d and l.
In Fig. 10 the process of determining these parameters with
the help of a smith chart is illustrated. P1 represents the
normalized load impedance, which is obtained from Fig. 9.
This impedance is transformed into an admittance in point
P2. Point P3 is one of two intersections between the load
reflection circle and the circle with unity real impedance. By
measuring the angle between points P2 and P3, the distance
d that transforms the real part of the load impedance to the
proper value can be determined in terms of wavelengths. The
stub length l that eliminates the imaginary component in the
load impedance is then determined by measuring the angle
between the real axis and point P1. When running the circuit
simulation, it is typically necessary to tune these parameters
to make the circuit resonate at the desired frequency.
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Fig. 10: The single stub matching process using a Smith chart.

D. Rectifier

The choice of the Greinacher voltage doubling rectifier
circuit is suitable as the the low power levels naturally will
result in a lower input voltage. A part of the voltage is needed
for the forward voltage drop of the diodes and supplying a
higher voltage thus makes this drop less significant. Zero bias
Schottky diodes are used in the rectifier circuit as they have
a very low forward voltage drop [7].

The rectifiers are designed on teflon substrate with dielectric
constant εr = 2.53. By assuming a certain value for the
capacitors, the rectifier impedance can be determined and
thus the matching parameters d and l. These parameters then
need to be tuned until the rectifier performs as wanted.
The circuits are produced in sets of two for easy
implementation of the full double Greinacher circuit.
The layout of a single rectifier is presented in Fig. 11 and
Tab. II, and two constructed rectifiers in Fig. 12.

Fig. 11: The rectifier layout.

Fig. 12: The constructed rectifier.

In Fig. 13, the voltage rectification of the full voltage
doubler is simulated for input powers of -20 and -30 dBm.
For lower input powers the voltage doubling does not take
effect as a significant portion of the input voltage is required
for powering the diodes.

Fig. 13: Simulation of the voltage rectification at -30 and -20 dBm
of input power.

TABLE II: Dimensions for the rectifier

Parameter Value Parameter Value
d1 5.6 mm d10 5 mm
d2 2.2 mm d11 5.6 mm
d3 5.6 mm d12 5 mm
d4 8.5 mm d13 5.6 mm
d5 44.8 mm d14 10 mm
d6 5 mm d15 25.5 mm
d7 5 mm d16 5.6 mm
d8 5 mm C1 100 nF
d9 5.6 mm C2 100 nF

To confirm the results of the simulations and the constructed
rectifier, it is again suitable to simulate and measure the S(1,1)
of the input port. These results are presented in Fig. 14.

The produced rectifier is functional but has a shifted
resonance frequency, which makes the system in its whole
not function as intended as a significant portion of the signals
received by the antenna will be reflected at the rectifier. This
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Fig. 14: Simulated and measured S(1,1) of the rectifier.

becomes very explicit when looking at the efficiency, where
the efficiency of the produced rectifier is very low. The main
cause to this is likely that when designing the rectifier circuit,
only circuit simulations and no electromagnetic simulations
were conducted on the rectifier which may have led to
misleading simulation results of the S(1,1). In order to adjust
this deviation it is possible to alternate the length of the
feeding line of the rectifier.

III. SYSTEM PERFORMANCE

For evaluation of the rectifier performance, the efficiency
is measured and simulated with different resistive loads con-
nected. The efficiency η is defined as

η =
PRF

PDC
(5)

where PRF is the power of the RF signals delivered to
the rectifier and PDC the DC power delivered to the load.
The measurements were conducted by connecting a signal
generator to a power divider that delivered an equal amount
of power to each of the two rectifier ports. Different resistors
were then connected between the two rectifiers and the voltage
was measured over these to obtain the delivered power. In
Fig. 15 the results of the simulated and measured efficiency is
presented. It is here clearly visible that the constructed rectifier
is not working properly at 2.45 GHz. The optimal load for the
rectifier is in the range of 15 - 25 kΩ.

IV. IMPLEMENTATION

In order to implement an arbitrary number of the rectennas
in a larger system, every output from a set of two antennas
and one double Greinacher rectifier can be connected in series.
This provides the summed voltages from all rectifiers. For the
storage, the full system can be terminated in a super capacitor.
The super capacitor is a good choice for energy storage
because of its long lifespan and large storing capabilities.
Parallel to the storage, a load may also be connected.

Fig. 15: Simulated and measured rectifier efficiency at 2.45 GHz and
-20 dBm input power.

V. CONCLUSION

The rectenna system has been constructed and evaluated.
It is functional and can receive and rectify radiowaves at
the frequency band around 2.45 GHz as intended, but only
to a certain extent as the constructed rectifier performance
deviates a lot from what was intended. It could possibly be
used for harvesting energy for a sensor but would likely need
a very large amount of time before it could power anything.
For a practical usage the rectifier should be redesigned to
work properly at the correct frequency band.

There are many possibilities to further develop and ex-
tend this system, especially considering that any number of
antennas can be combined to a single DC output. Different
alternations of the rectennas with respect to frequency could
be made, making it possible to optimize the harvesting process
for different conditions and environments.
Another interesting way of extending the work could be to
design the system for higher power levels and to construct
a transmitting system dedicated for radiating power into the
harvester. By doing this, it could be possible to power more
energy demanding devices wirelessly, such as an electric
motor.
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APPENDIX A
CONSTRUCTION

One set of two patch antennas and one rectifier were
manufactured for evaluation. The construction was made by
hand in the ETK department facilities at KTH. The patch
antennas were built using a thin copper sheet in which the
X slot was cut out with a scalpel and the copper was attached
to the foam substrate with an adhesive. The rectifiers were
etched directly on to the teflon substrate.
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APPENDIX B
COST ANALYSIS

The following table declares the cost of a single rectenna
module with two patch antennas and two rectifiers.

Component Cost $ Supplier
Rohacell 51 HF 25 Evonik Industries
Teflon laminate 18 ELFA
Capacitors 1 Elfa
Avago HSMS 2852 2 Mouser
Connectors 22 Rosenberger
Copper 25 ELFA

APPENDIX C
AP-S STUDENT DESIGN COMPETITION

This project was made as a part of a larger project where
a system that can be powered by both 3G, GSM and WiFi
signals was developed. The overall project was submitted to
the AP-S/URSI 2016 Student design competition and was
selected as one of six finalist teams. The work of the project
was performed by the author, Oskar Dahlberg, Gustaf Silver
and Christos Kolitsidas at KTH Royal Institute of Technology.

REFERENCES

[1] U. Olgun, C. C. Chen, and J. L. Volakis, “Efficient ambient wifi energy
harvesting technology and its applications,” in Antennas and Propagation
Society International Symposium (APSURSI), 2012 IEEE, July 2012, pp.
1–2.

[2] C. Song, Y. Huang, J. Zhou, J. Zhang, S. Yuan, and P. Carter, “A high-
efficiency broadband rectenna for ambient wireless energy harvesting,”
IEEE Transactions on Antennas and Propagation, vol. 63, no. 8, pp.
3486–3495, Aug 2015.

[3] V. Marian, B. Allard, C. Vollaire, and J. Verdier, “Strategy for microwave
energy harvesting from ambient field or a feeding source,” IEEE Trans-
actions on Power Electronics, vol. 27, no. 11, pp. 4481–4491, Nov 2012.

[4] H. J. Visser and R. J. M. Vullers, “Rf energy harvesting and transport
for wireless sensor network applications: Principles and requirements,”
Proceedings of the IEEE, vol. 101, no. 6, pp. 1410–1423, June 2013.

[5] M. Piñuela, P. D. Mitcheson, and S. Lucyszyn, “Ambient rf energy
harvesting in urban and semi-urban environments,” IEEE Transactions
on Microwave Theory and Techniques, vol. 61, no. 7, pp. 2715–2726,
July 2013.

[6] C. A. Balanis, Antenna Theory Analysis and Design, 3rd ed. Hoboken,
New Jersey: John Wiley sons, Inc., 2005.

[7] ——, “Hsms2852 data sheet,” [Online] Available:
http://docs.avagotech.com/docs/AV02-1377EN, Avago Technologies,
San Jose, California, (2016, Mar).



392



393

L3: RF ENERGY HARVESTER FOR A SINGLE BAND FREQUENCY

Differential Patch Antenna
for RF Energy Harvesting

Martin Mattsson

Abstract—The development of the modern society demands
the possibility of wireless technical devices which can measure
physical data. The component which measure physical data is
the sensor and is a part of almost every technical device today.
At the current state they are powered by an external source which
makes the ability for wireless application impractical. A solution
to make self-sustained sensors viable is to harvest electromagnetic
energy which is the goal of this thesis. More specifically the goal
is to design a rectenna, which is an antenna that can convert
electromagnetic waves to direct current (DC), that can harvest
the radio frequencies (RF) from Wi-Fi at the frequency band
between 2.4-2.5 GHz. The rectenna has three main components
which are an antenna, a rectifier and an impedance matching
network. The antenna designed for this thesis is a differential
patch antenna with a dual-polarisation. The antenna operate for
the desired frequency band and has a maximum gain of 8.0 dB.
The rectifier chosen for the system is a Greinacher rectifier with
an impedance matching network.

I. INTRODUCTION

TECHNOLOGY has a big impact in our everyday life.
Different types of devices are all around us to make our

life more comfortable and the number of devices is increasing
all the time. In the future devices will be common in our
houses, cars and clothing, they will be everywhere. A lot
of the applications of the devices need to measure physical
parameters in the real world and translate this to the world
of computers. This can be done by sensors. In almost all of
our devices there are a sensor and often more than one. At
the moment most sensors are powered by an external source,
such as batteries but as the amount of sensors increase the
need of self-sustained sensors becomes more important. This
would decrease the need for batteries which would be positive
for the environment but also make sensors for wireless and
autonomous applications more viable. A solution to this is to
harvest the ambient RF energy which a modern city is full
of, sources of RF energy is telecommunications networks and
Wi-Fi networks. In this thesis a RF energy harvester will be
designed for the Wi-Fi network at the frequency band of 2.4-
2.5 GHz. The system which has the ability to accomplish this
is a rectenna which is comprised of an antenna, an impedance
matching network and a rectifier, a block diagram of a rectenna
can be seen in Fig. 1. The function of the antenna is to receive
the energy from the electromagnetic waves. To achieve a useful
powering function for a sensor direct current is imperative
which is the task of the rectifier. To have a maximum power
transfer through the system the antenna and rectifier has to
be impedance matched which is the task of the impedance
matching network.

The antenna is a patch antenna. A differential output make it
possible to directly connect the antenna and the rectifying cir-
cuit together and create a greater efficiency of the system [1].
There are three designs to accomplish a differential antenna
shown in [1]-[3]. Loop antennas give directly a differential
output which were used in [2]-[3], which has the downside
of a low gain of around 2 dBi. An antenna design with
higher gain is [1] which has a gain of 8.5 dBi and the whole
efficiency of the harvesting system was 65.3%. The design is
a differential microstrip antenna with two electromagnetically
coupled patches.

Antenna Matching
Network Rectifer Load

Rectenna
Fig. 1: Block scheme of RF harvesting system.

II. SYSTEM PERSPECTIVE

The system created in this thesis is the rectenna part in
Fig. 1, a more detailed overview of the system is shown in
Fig. 2. The left part in Fig. 2 is the patch of the antenna
with its four coaxial ports. All the ports are connected to its
own impedance matching network. The circuit in Fig. 2 is the
rectifier, port one and two is connected to the same rectifier
and port three and four is connected to a second rectifier.
The reason for this configuration is because of the differential
phase difference between the antenna ports. Between port one
and two there is a 180° phase difference, the same phase
difference exist between port three and four. Therefore, these
ports can be seen as pairs that give the antenna a differential
output which can be directly connected to the rectifier. The
rectifier’s top and bottom half has its diodes inverted because
of the differential output of the antenna. The top half rectify
the positive output and the bottom half rectify the negative
output. Both of these halves works as a voltage doubler and
together they will quadruple the output voltage. In the end both
rectifiers will be connected to the same sensor.

The system design focus on maximizing the power output
as the objective in this thesis is to sustain a sensor with power.
The sensor is a low-powering device but the incoming power
from the electromagnetic waves will also be small, the range
of power is between -40 dBm to -20 dBm. Therefore, it is
imperative to utilise all possible ways to gain power. The po-
larization from the incoming waves are unknown which makes
it important to create an antenna which can harvest waves with
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different polarization. The four port configuration is a dual-
polarized differential antenna. The differential output make it
possible to connect the antenna directly to the sensor, without
this either a Balun or two antennas would be needed. This
would create more losses and make the system impractical.

Matching
Network

Matching
Network

Matching
Network

Matching
Network

Port 2

Port 3Port 4

Port 1

Fig. 2: Overview of the system.

A. Antenna Design
As mentioned, the objective of the system is to give

power to a sensor which is a low-power device. The power
density in the far-field decreases as the inverse of the distance
from the source. To validate a proper design there are two
important parameters for the antenna which is the reflection
coefficient and the gain. The reflection coefficient describes
the transmission of power between the ports of the antenna.
The gain is a measure of how much power the antenna can
receive in a given direction.

The antenna’s final design is a square patch antenna which
is dual-polarized and has the same resonance lengths for both
polarizations. A patch antenna is simple to fabricate and has
high gain. The designed antenna was simulated in CST Studio
Suite, to validate the performance. The antenna is shown in
Fig. 4 and consist of a square patch, a substrate, a ground
plane and four coaxial connectrors. The dimensions of the
antenna were chosen with the the cavity model from Balanis
[4], the model is an approximation and therefore it had to
be some optimization in CST before the construction. Table
I present the dimensions of the antenna. Depending on the
dimensions of the cavity resonator the propagation of the
electromagnetic waves behaves differently and are classified by
different modes. Two different modes are transverse electrical
(TEmnp) mode and transverse magnetic (TMmnp) mode. If
there is no electrical field or no magnetic field propagating in
the same direction as the wave it is a TE-mode or a TM-mode,
respectively.

A rectangular cavity is shown in Fig. 3 and has a width of
W, a height of h and a length of L. The electrical field is shown

in Fig. 3 which get its characteristics from the (TM010) mode.
The following derivation is based on [5] and it is essential for
finding the different characteristics of the transverse modes.
Equation 1 is Helmholtz homogeneous equation and with it all
TE-modes and TM-modes can be solved. Assume the wave is
propagating in the z-direction, then for the TM-mode equation
1 can be solved with Ez(x, y, z).

Fig. 3: Illustration of a rectangular cavity from [4].

∇2Ez + k2Ez = 0 (1)

Equation 1 is a partial differential equation and can be
solved by separation of variables with boundary conditions.
By separate the electric field as three functions, Ez(x, y, z) =
X(x)Y (y)Z(z), and the usage of boundary condition of the
tangential electric field is equal to zero at the conducting
material, the TM-modes can be found. Equation 2 show
Helmholtz equation with the separated variables.

Y Z
∂2Z

∂x2
+XZ

∂2Y

∂y2
+XY

∂2Z

∂z2
+ k2XY Z = 0 (2)

By divide the equation 2 with XYZ and moving over the
x-dependent part to the right-hand side equation 3 is formed.

1

Y

∂2Y

∂y2
+

1

Z

∂2Z

∂z2
+ k2 = − 1

X

∂2X

∂x2
(3)

In equation 3 the left-hand side is independent of x and the
right-hand side is independent of y and z. For the equation to
be true both sides must be equal to a constant. In the case of
X this constant is called kx and equation 3 can be rewritten
as.

∂2X

∂x2
+Xk2x = 0 (4)

The general solution to equation 4 is shown in equation 5
and can be solved by using the boundary conditions of the
tangential electric field at the conductor, which is X(0) =
X(W ) = 0.

X = A cos (kxx) +B sin (kxx) (5)

One can see X(0) gives A = 0 and X(W) gives sin (kxW ) =
0, which is only true if kx is equal to equation 6.
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kx =
pπ

W
where p = 1, 2, 3.. (6)

By doing the same procedure for both Y and Z the electric
field in the z-direction can be found and the constants ky and
kz . The constants form the wave number k, shown in equation
7, which gives the resonate frequency shown in equation 8.

k =

√
kx

2 + ky
2 + kz

2 =

=

√(mπ

h

)2

+
(nπ
L

)2

+
(pπ
W

)2
(7)

(fr)mnp =
k

2π
√
µε

=

=
1

2π
√
µε

√(mπ

h

)2

+
(nπ
L

)2

+
(pπ
W

)2
(8)

The mode which give the lowest resonant frequency is called
the dominant mode. When L > W > L/2 > h TM001 is
the dominant mode which give the lowest resonant frequency
given in equation 9.

(fr)001 =
1

2W
√
µε

=
c0

2W
√
εr

(9)

Where c0 is the speed of light in vacuum. The patch is
a square and therefore the width will be denoted with the
length as they are equal. Equation 9 does not consider fringing
effects which effect the length of the antenna and the relative
permittivity. When the fringing effects are considered the
antenna preform as it is larger than the physical dimensions
which is shown in Fig 5 denoted as �L, this total length is
called the effective length which is calculated in equation 10.
From equation 9 and 10 the correct length of the antenna can
be calculated which is shown in equation 11. The equation for
�L and εeff is neglected as they are very long, the method
to calculate this is well explained in Balanis [4].

Leff = L+ 2� L (10)

L =
c0

2fr
√
εreff

− 2� L (11)

The feeding points in this design has great impact on the
features and performance of the antenna. In Fig. 6 an antenna
with two feeding points is shown. If the antenna would have
this design the antenna would be single polarized which
means it would only receive in the x-direction. With the four
port design it will receive in both the x- and y-direction, and
is therefore dual-polarized. The phase line is drawn in Fig.
6 to show how the differential output is created. As one can
see the phase is half a wavelength between the two ports and
therefore creates a 180° phase difference between them. The
positive features with a differential microstrip antenna is the
lower cross-polarization and the similar co-polarization to a
single feed antenna which were compared in [6]. The intended
direction of the antenna radiation is the co-polarization and

Lp

Lp
Xf

Ls

Ls

Substrate

Patch

Coaxial probe

(a)

Coaxial connector

Patch
Substrate

Ground plane

h

(b)

4

1

3

2

Fig. 4: (a) Top view of the antenna. (b) Side view of antenna
with the cross-section of one coaxial probe.

L LL

W

Fig. 5: Illustration of the effective length of a rectangular
antenna.

the perpendicular polarization to the intended direction is the
cross polarization [4]. The impedance of the antenna varies
between the edge and the center. The maximum impedance is
at the edge and zero impedance is at the center of the antenna.
The impedance of the coaxial probe is 50 Ω and to have a
maximum power transfer the feeding point Xf is located
were the antenna has a 50 Ω impedance. The feeding point
were calculated by simulating the result of the impedance in
CST.

The antenna was constructed by hand and the parameters of



396

L3: RF ENERGY HARVESTER FOR A SINGLE BAND FREQUENCY

y

x

Port 2

Port 1

Phase line

Fig. 6: The patch with two ports and their phase line.

TABLE I:
Antenna dimensions

Parameter Sim. Value (mm) Real Value (mm) Description

Lp 54.6 53 Length of antenna

Ls 200 100 Length of substrate

h 6 6 Height of substrate

Xf 11.6 11 Edge to probe

the antenna differs from the simulated antenna, as can be seen
in table I. The material for the substrate were Rohacell 71H
foam which has a dielectric constant εr=1.075 and a dielectric
loss tangent tan δ = 0.0002. For the patch and the ground
plane copper were used. In Fig. 7 the final construction of the
antenna is shown.

B. Antenna Results
To evaluate the antenna performance there are three

different parameters to study. The first one is the reflection
coefficient for each port to understand how much power it
will receive in the desired frequency band. The other two is
the E-plane and the H-plane, as a function of the gain with
respect to θ. This is important to understand because it gives
insight of how much power it can receive in a given direction.

In Fig. 9 the reflection coefficient for each port is shown
where the blue dashed line is the simulated result and the
orange continuous line is the measured result. The measured
results were obtained by a vector network analyser (VNA) by
Anritsu of model MS2026B. The model is a two-port VNA
and by measuring the two ports opposite each other while
the other two ports where terminated with 50 Ω the result
could be obtained. In Fig. 9 one can see that the measured
result is better for all ports, except port four, between 2.4
to 2.45 GHz. After 2.45 GHz the results are similar to the
simulations. Port four was badly soldered from the beginning
and had to be re-soldered. Before the re-soldering the result
was worse and the soldering is probably the reason why it
has a higher reflection coefficent than the other ports.

In Fig. 10 the three dimensional radiation pattern for port
two is shown. Port two is the top port on the y-axis and as

(a) Frontside.

(b) Backside.

Fig. 7: Realization of antenna.

explained before the radiation is therefore on the x-axis. The
E-plane will therefore be a cut of the x-axis for port two, which
is equivalent to a constant φ=0° , as can be seen in Cartesian
coordinates in Fig. 11. This is the same for port one as it is on
the y-axis, while port three and four has its E-plane on the y-
axis. The measurement of the radiation patterns were obtained
with a electromagnetic near-field scanner. One port at the time
were fed by a signal generator with the frequency 2.45 GHz,
while the other ports were terminated by 50 Ω. The setup for
the measurement is shown in Fig. 8.

The result of the E-plane is shown in Fig. 11. For all ports
the measured E-plane has its peak lowered by 1-2 dB compared
to the simulated result. There is a small shift by ∼5° in the
maximum peak for port one and port four. Port three has the
highest gain of 8.0 dB and the lowest gain is 7.0 dB from
port one and four. The difference in gain between the ports
come mainly from the construction, as the antenna was made
by hand there will always be some errors.

The result of the H-plane is shown in Fig. 12. The result
from the measured H-plane follow the simulated result.

C. Rectifier and Impedance Matching
The rectifier and impedance matching network were simu-

lated in Advanced Design Systems (ADS). The received signal
of the antenna is an RF signal and to be useful for a powering
function a rectifier need to convert it to DC. A Greinacher
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Fig. 8: Setup to measure the radiation pattern.
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Fig. 9: Simulated and measured reflection coefficient for each
port.

rectifier design was chosen for the circuit shown in Fig. 13,
which is constructed by Schottky diodes and capacitors. To
rectify an RF signal Schottky diodes are preferable due to
their fast switching speed and the low forward voltage [7].

The Greinacher design works as a full-wave rectifier which
rectifies both the positive half cycle and the negative half cycle
of the RF signal. During one of these half cycles the energy
is stored in the capacitor which will in the end of the cycle
double the voltage output. The design is a composition of
two Greinacher rectifiers and will therefore work as a voltage
quadrupler [8]. Another feature with the rectifier design is
the noise-canceling mechanism. In the RF signal which enter
the rectifier there will be some noise. As the top and bottom
half of the rectifier always take care of the waves with a
180° phase difference. Therefore, will the noise from the top

Fig. 10: The three-dimensional radiation pattern for port 2.
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Fig. 11: The E-plane for each port.

and bottom half have different signs which will cancel out [9].

For a maximum power transfer through the system the
antenna’s impedance and the rectifier’s impedance needs to be
matched to each other. This means the rectifier’s impedance
should be the conjugate to the antenna’s impedance. The
probe of the antenna is designed to have a 50 Ω impedance
but the rectifier’s impedance is more difficult to know because
of the nonlinear properties of the diode. To understand the
properties of the rectifier a harmonic balance simulation had
to be carried out to find the impedance during the steady
state of the diodes. The diode’s impedance depends of the
input power and the frequency which were set to -30 dBm
and 2.45 GHz, respectively. This was done in ADS and the
setup is shown in Fig. 14. Because one impedance matching
network will be needed for the positive input and one for the
negative input, only one half of the rectifier is considered.
As can be seen in Fig. 14 there is a point called Vin which
take the voltage before the circuit and a probe which measure
the current, with this the impedance can be calculated. First
a harmonic balance simulation was done for the frequency
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Fig. 12: The H-plane for each port.
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D4

RL

+

−

Fig. 13: Greinacher rectifier with load.

at 2.45 GHz. The result is in Fig. 15 which shows that the
impedance is Zin = 177.357e−j85.367◦ . The next step was to
evaluate if the impedance is stable for different values of the
input power, which should be stable around -30 dBm. In Fig.
16 the impedance is shown as a function of the input power,
the impedance is stable for input power lesser than -20dBm.

With both the antenna’s and rectifier’s impedances was
known they be matched. The impedance matching network
was a transmission line with a short circuit stub. A method
for designing the single stub tuner is the usage of the Smith
chart. The problem with the Smith chart is to design a good
impedance matching network for a wider band of frequencies.
Therefore, the Smith chart was used as a guidance to find a
good matching for 2.45 GHz and then the optimization tool in
ADS were used to find a good matching between 2.4-2.5 GHz.

Fig. 14: The setup in ADS for the harmonic balance simulation.

Fig. 15: Input impedance for 2.45 GHz.

Fig. 16: Input impedance as a function of the input power.

The goals were to minimize the reflections coefficient because
this maximize the power transfer. To validate a good power
transfer the voltage standing wave ratio (VSWR) is considered.
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The VSWR can be calculated with equation 12 and a maximum
power transfer occur if the VSWR is equal to one. The final
design of the impedance matching network with the rectifier is
in Fig. 17, and the setup for the optimization. The realisation of
this design is a microstrip configuration and therefore the last
step was to transfer the schematic in Fig. 17 to Momentum,
which is an electromagnetic tool in ADS that can simulate
the electromagnetic behavior in the microstrip lines and work
as a blue-print for the realization. In Fig. 18 the microstrip
configuration is shown and the realization of the design. The
realization is one impedance matching network with a half of
the rectifier therefore four of these were made, one for each
coaxial port. The final design was made by etching the circuit
on Teflon laminate.

Fig. 17: Final design of the impedance matching network and
rectifier.

V SWR =
1 + |S(1, 1)|
1− |S(1, 1)|

(12)

D. Results of Rectifier and Impedance Matching.
Fig 19 shows the reflection coefficient S(1,1) with respect to

the frequency for the rectifier with the accompanied matching
network. The simulated S(1,1) is equal to -23.1 dB for the
frequency 2.45 GHz. With this value of S(1,1) the V SWR =
1.15 and most of the power will be transmitted to the load.
The bandwidth is 100 MHz and cover the desired frequency
band. The measured rectifier has a similar result but is shifted
by 300 MHz and is therefore not suitable for the system.

III. CONCLUSION

A differential patch antenna has been designed and operate
for the desired frequency band of 2.4-2.5 GHz with a high
gain of 8.0 dB. To this a rectifier and impedance matching
network has been designed which operate for the frequency
band 2.1-2.2 GHz.

(a) Blue-print in Momentum.

(b) Realization of the blue-print.

Fig. 18: Impedance matching network and rectifier.
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Fig. 19: Simulated and measured reflection coefficient of the
rectifying circuit.

There are a few objects to improve or to be changed. The
most important improvement is to create a rectifying circuit
for the correct frequency band. At the current state the system
would not be able to harvest enough energy for the sensor
because most of the energy received would be reflected back
inside the rectifier. The reason for the shifted frequency is
not determined yet. There were several tries to redesign the
circuit but the same problem occurred. The etching of the
circuit was made by hand. The vertical interconnect access
was drilled and soldered by hand, and the capacitors and the
diode were also soldered. All of these could have an negative
impact on the result.
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The rectifier is constructed with capacitors which can create
problems due to their self-resonant frequency (SRF). The
SRF arise at high frequencies and change the properties of the
capacitor which will effect the impedance matching. How the
capacitor will change is difficult to know and is therefore very
difficult to account for. To avoid this [7] explain a method
how to translate a Greinacher made of lumped components
to an equal microstrip configuration. The configuration can
work as a voltage doubler or a voltage quadrupler. This is not
the reason for the shifting in frequency as the diodes were
stable as the result in Fig. 16 shows, but this design would
make the system more reliable if the system was designed for
higher frequencies.

What could be improved of the antenna is the reflection
coefficient. The problems that occurred when trying to lower it
were the impedance of the coaxial probes. With a differential
output design the impedance is very sensitive to changes as
[6] explain. When the position of the ports were moved closer
to the edge of the patch the reflection coefficient became
lower but it was not possible to match to 50 Ω. One possible
solution to this is to match the whole system for 75 Ω which
is also a common impedance of coaxial connectors. Another
attempt to lower the reflection coefficient were to decrease the
height of the substrate. The problem with this solution is that
it also lower the efficiency of the antenna. The final design
was the best compromisation for the antenna performance
and do fulfill the goal of powering a sensor.

The RF energy harvesting system in this thesis is made
for indoor applications as it is designed to receive RF from
Wi-Fi. This has many applications in the future because of
the development of smart buildings and the author do believe
energy harvesting systems will be common in the future. To
make energy harvesting system even more useful, an interest-
ing future project would be to create a dual-band antenna. This
would increase the viability of wireless sensors as they could
then be used both in a indoor and outdoor environment.
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S-parameter Measurements for Detection of
Boundary Deformations in Waveguides

Keegan McNamara

Abstract—In many diagnostic situations, it is of interest to
detect deformations or material changes within closed metallic
structures, e.g. waveguides. This diagnosis can be carried out
as a measure of scattering parameters (S-parameters) of the
waveguide. In this thesis, various deformations are designed,
manufactured, and placed within a hollow rectangular waveg-
uide. The S-parameters of microwaves within the waveguide are
measured. The intention is to use the measured S-parameters
to test reconstruction algorithms previously developed at KTH-
ETK. Measurements were taken using a S-band waveguide. Two
pyramidal deformations were manufactured using aluminium
blocks, milled to well defined geometries. The deformations
were placed within the waveguide using copper contacts, held
in place by specifically manufactured PVC screws. 16 different
locations and orientations of the deformations were recorded.
The S-parameters of the transitions are recorded, along with
the S-parameters of the empty waveguide, and the properties
of the transitions are calculated. It is found that small changes
in phase produce large deviations in the S-parameters of the
transitions. Finally the S-parameters of a PVC block filling the
entire cross section of the waveguide are measured, and the
dielectric properties are calculated using the Nicolson-Ross-Weir
method. The results suggest that further work needs to be done
in modelling the effects of the transitions.

I. INTRODUCTION

THE electric power grid consists of a large number of
components, all essential, and many being expensive to

replace or repair. The inclusion of renewable energy sources
into the grid increases the demand for reliable and accurate
diagnostic tools for assessing the integrity of these power
components, due to the power delivered by such sources
varying in time. In large power transformers, one of the most
expensive and essential elements of the grid, deterioration
processes can lead to deformations in the windings, which
reduce the integrity of the transformer, and can eventually
lead to failure of the component [1]. By developing reliable
online diagnostic tools the failure of power components can be
predicted ahead of time, while components are still connected
to the grid.

Previous work at KTH-ETK has demonstrated the possibil-
ity of reconstructing shapes of waveguide deformations, rep-
resenting degradation mechanisms in power grid components,
using scattering parameters (S-parameters) of the waveguide
obtained by means of numerical approaches [2]–[4]. The goal
of the project at hand is to provide actual measured data to
provide a scientific evaluation of the reconstruction algorithms.
This will help to provide a basis for future work within the
area of interest.

The simplest and most easily manufactured waveguiding
structure is the rectangular waveguide. Transitions between

coaxial cables to rectangular waveguides are well modelled,
and have fields which are simple to analyse in comparison
to other waveguides, e.g. circular waveguides. Therefore a
rectangular waveguide was chosen for use in this project. The
flat inner surface also allows for deformations to easily be
fabricated and placed, giving a large amount of useful data.

The main focus of this project was on the acquisition and
reliability of the data obtained. 16 cases of pyramidal defor-
mations were measured. In an attempt to further validate the
S-parameters, the dielectric properties of PVC were calculated
using the Nicholson-Ross-Weir Method, [5], [6]. However,
the de-embedding methods used give unexpected results, and
future work needs to be done to achieve a more accurate de-
embedding model.

II. BACKGROUND

A. Rectangular Waveguides

Rectangular waveguides are a well known topic in most
microwave engineering or transmission line theory courses.
Here a concise review of the theory is given, as in [7].

Fig. 1. Geometry of rectangular waveguide, figure courtesy of [4].

Let us consider a hollow rectangular waveguide with width
a, height b and length L, assuming that waves will propagate
along the longitudinal z-axis, then in general

E = Ẽ(x, y)e−γz, H = H̃(x, y)e−γz (1)

where Ẽ and H̃ denote the vector phasor dependent only on
the cross sectional coordinates. Then,

∂2E

∂z2
= γ2E,

∂2H

∂z2
= γ2H (2)

Using Helmholtz’s equation we see that,

∇2E + k2E = 0

∇2
xyE + (γ2 + k2)E = 0 (3)

and similarly

∇2
xyH + (γ2 + k2)H = 0 (4)
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where k = ω
√
εµ. Noting that

∇×H = jωεE (5)
∇×E = −jωµH (6)

we find the following set of differential equations,

H̃x = − 1

γ2 + k2

(
γ
∂H̃z

∂x
− jωε

∂Ẽz

∂y

)
(7)

H̃y = − 1

γ2 + k2

(
γ
∂H̃z

∂y
+ jωε

∂Ẽz

∂x

)
(8)

Ẽx = − 1

γ2 + k2

(
γ
∂Ẽz

∂x
+ jωµ

∂H̃z

∂y

)
(9)

Ẽy = − 1

γ2 + k2

(
γ
∂Ẽz

∂y
− jωµ

∂H̃z

∂x

)
(10)

A consequence of Eqs. (7-10) is that single conductor waveg-
uides cannot propagate transverse electromagnetic modes.
Transverse magnetic (TM) and transverse electric (TE) modes
however can propagate, and have cutoff frequencies given by,

(fc)mn =
1

2
√
µε

√(m
a

)2

+
(n
b

)2

(11)

where m and n are integers. When f > fc the propagation
constant γ is imaginary, and is given by,

γ = jk

√
1−

(
fc
f

)2

(12)

Within this project an S-band (WR284) waveguide was used,
with dimensions a = 34.04 mm, b = 72.14 mm, and L = 586
mm, which has a lowest mode of TE01, with cutoff frequency
2.08 GHz.

B. Scattering Parameters

The S-parameters of a waveguide describe how radio
frequency energy propagates through multi-port networks
through simple matrix equations. The scattering matrix (S-
matrix) for a 2 port network is defined by,

[
V −
1

V −
2

]
=

[
S11 S12

S21 S22

] [
V +
1

V +
2

]
(13)

Where V +
n is the amplitude of the incident wave on port n,

and V −
n is the amplitude of the reflected wave. The scattering

parameters can be individually determined by the following
relation,

Sij =
V −
i

V +
j

∣∣∣∣∣
V +
k =0 for k �=j

(14)

Eq. (14) tells us that Sij is found by driving port j with
some incident wave of voltage V +

j and measuring the reflected
amplitude at port i. The incident waves on all other ports
should be zero, meaning that they should be terminated by
a matched load to avoid reflections. The use of matched
loads at each port is what makes the S-matrix a much more
convenient tool to model microwave systems than other similar

parameters, as matched loads at high frequencies are easier to
handle. [8]

S-parameters for this project were recorded using a Anritsu
Vector Network Analyser (VNA) Master MS2026C, which has
a frequency range of 5 kHz to 6 GHz, [9]. VNAs allow both
the amplitude and phase properties of radio frequency systems
to be analysed, and are typically used to characterise 2-port
systems.

C. Transitions

To connect the rectangular waveguide to the VNA, two
WR284 coaxial to rectangular waveguide transitions, [10],
are used. These standard components allow the waveguide to
be connected via coaxial cables to ports on the VNA. The
transitions are designed to work best within the frequency
range 2.60− 3.95 GHz.

Two small 50 Ω to SMA(F) connectors were also used
to transition between the coaxial cables and the waveguide
transition ports.

D. De-embedding S-parameters

The measurements taken using the given VNA are ‘embed-
ded’, i.e. they include the effects of the transitions, mentioned
in section II-C, as well as the undisturbed waveguide sections.
A potential method for modelling the transitions, which then
allows for the de-embedding of them, is presented below. Con-
sider the two transitions to be equivalent. Then the transition
at port 1 has scattering parameters,

A =

[
r1 t
t r2

]
(15)

while at port 2 the transition has scattering parameters

B =

[
r2 t
t r1

]
(16)

If the two transitions are simply connected together, the
S-parameters can be measured, and the system will have
measured S-parameters S11 = S22 = R and S12 = S21 = T
as the system is symmetrical. By cascading A and B together
it can be shown that,

T =
t2

1− r22
(17)

R = r1 +
t2

1− r22
r2 = r1 + Tr2 (18)

An empty waveguide will have a theoretical scattering matrix
given by

M =

[
0 ρ
ρ 0

]
(19)

where ρ = e−γL, γ is given by Eq. (12) and L is the
length of the waveguide. If the waveguide is then connected
to the transitions, the scattering parameters S′

11 = S′
22 = Rp

and S′
12 = S′

21 = Tp can be recorded, where the primed
parameters indicate the measurement setup which includes the
waveguide and transitions. By again cascading the scattering
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matrices for the transitions and the waveguide it can be found
that,

Rp = r1 +
ρ2t2r2
1− ρ2r2

(20)

Tp =
ρt2

1− ρ2r22
(21)

Using Eqs. (17-21) it is possible to solve for r1, r2 and t2,

r1 =
ρTpR− TRp

ρTp − T
(22)

r2 =
Rp −R

ρTp − T
(23)

t2 = T (1− r22) (24)

It is also noted that arg(t) cannot be fully determined. Once
r1, r2 and t2, have been found it is possible to de-embed
the S-parameters of any measurement setup to remove the
effects of the transitions. For various frequencies where
ρTp − T → 0, the matrices used to derive these expressions
become singular. Thus the method must be discounted for
these select frequencies.

Once de-embedding of the transitions is completed, it is
also useful to remove the effects of the undisturbed waveguide
to isolate the scatering parameters of a dielectric slab, like
that shown in Fig. 2, or a deformation. The method for
deembedding the S-parameters of the waveguide and dielectric
(S′′) into those of just the dielectric slab (S), can be found by
taking into account the phase and attenuation of the waveguide
to either side of the slab through,

S′′ = ΘSΘ (25)

where Θ models the empty waveguide sections by,

Θ =

[
e−γL1 0

0 e−γL2

]
(26)

The S-parameters of the dielectric are then given by,

S =

[
S′′
11e2γL1 S′′

12eγ(L1+L2)

S′′
21eγ(L1+L2) S′′

22e2γL2

]
(27)

where γ is given by Eq. (12), and L1 and L2 refer to the
length of the waveguide on either sides of the dielectric slab
as shown in Fig. 2. [11]

E. Nicolson-Ross-Weir Method

To confirm that the effects of the transitions were correctly
removed, the determination of dielectric properties of a ma-
terial through the Nicolson-Ross-Weir (NRW) method was
performed.

The Nicolson-Ross-Weir method allows the permittivity and
permeability of dielectric materials to be determined through
measuring the S-parameters of a waveguide with a dielectric
material placed within, as shown in Fig. 2. The procedure was
developed in [5] and [6], and is deduced from the following
equations,

S11 =
Γ(1− T 2)

1− Γ2T 2
(28)

Fig. 2. Diagram of measurement setup for the NRW method. A slab of PVC
(marked in green) fills the entire cross sectional area of the waveguide.

S21 =
T (1− Γ2)

1− Γ2T 2
(29)

where Γ is the reflection coefficient, and T is the transmission
coefficient. Rearranging Eqs. (28) and (29) the reflection
coefficient is given by,

Γ = X ±
√

X2 − 1 (30)

where,

X =
S2
11 − S2

21 + 1

2S11
(31)

and the condition that |Γ| < 1 gives the correct sign to use in
Eq. (30). The transmission coefficient is given by,

T =
S11 + S21 − Γ

1− (S11 + S21)Γ
(32)

The transmission coefficient for the finite slab of material can
also be expressed by

T = e−γd (33)

where d is the length of the slab,

γ = j
2π

λ0

√
εrµr −

(
λ0

λc

)
, (34)

λ0 is the free space wavelength, and λc is the cutoff wave-
length for the waveguide. The cutoff wavelength for the S-
band waveguide used in this project occurs at a frequency of
2.08 GHz, or a wavelength of 14.4 cm. The permeability and
permittivity are then given by,

µr =
1 + Γ

Λ(1− Γ)

√
1

λ0
− 1

λc

(35)

εr =
λ2
0

µr

(
1

λc
+

1

Λ2

)
(36)

where,
1

Λ
=

j

2πd
ln

(
1

T

)
. (37)

Due to the definition of the complex logarithm there are an
infinite number of roots to Eq. (37), as shown by

ln

(
1

T

)
= ln |eγd|+ j(Arg(eγd) + 2πn) (38)

where n is some integer. The correct choice for n is discussed
in [6] and [12], alongside the instability of the NRW method
for |S11| → 0.
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III. DESIGN AND PREPARATION

A. Requirements

To test the capabilities and sensitivity of the reconstruction
algorithm, three main aspects were considered for the fabrica-
tion of the deformation.

Firstly the reconstruction algorithm should be able to accu-
rately determine the geometry of the given deformation, this is
particularly important for future applications as the geometry
determines the impact that a given deformation will have, and
may show if a power component will need to be replaced, or
can simply be repaired.

Secondly the reconstruction algorithm must be able to
locate where inside the waveguide the deformation occurs.
This requirement implies that many different positions for the
deformation should be possible, and lead to the idea of using
a movable deformation, held down by a plastic screw to make
electrical contact.

Thirdly the reconstruction algorithm should be sensitive to
the height of the deformation, leading to various copies of the
deformation being made with various heights.

B. Design

To test the capabilities for reconstructing the geometry, two
asymmetrical pyramidal shapes were designed. The design of
the deformations is shown in Fig. 3, both deformations had
the same design of the top, while having different heights.
One side of the pyramid was made asymmetrical so as to test
different rotations of the deformation. Due to manufacturing
constraints the pyramidal piece was raised by a minimum of
2.5 mm from the base.

The deformation was constructed from an aluminium block,
milled down to form the given shape. Measurements of the
final product, using a vernier caliper, showed that the dimen-
sions were accurate to within ±0.1 mm of those shown in Fig.
3.

The deformation was designed with a square base with sides
70 mm long so as to fit within the waveguides 72.14 mm base.
Initially it was hoped that solder, or another similar material,
could be used to both hold the deformation in place, and to
form electrical contact with the waveguide. It was quickly
realised however that this was impractical for various reasons.

Firstly, good electrical contact was needed between all four
sides of the deformation and the base of the waveguide. This
was limiting due to the gap of only 1.07 mm between the
sides of the deformation and the waveguide walls, making it
impractical to apply solder. Secondly the shape of the defor-
mation was required to be well known, and the geometry of
‘blobs’ of solder would be impossible to accurately measure.
Thirdly, to remove solder the entire waveguide would have to
be heated, potentially leading to unwanted deformations of the
waveguide.

Instead, copper contact was added to the deformation, with
the deformation being secured by a PVC screw. The copper
tape used was found to add an additional 0.3 mm of height
to the deformation due to the thickness of the tape. However
once the compression of the screw was taken into account
this reduced to 0.1 mm. The screw, as shown in Fig. 4, was

Fig. 3. Top view, (a), of the two constructed deformations, along with side
views, (b) and (c), of the two different deformations. The side view shown in
(b) and (c) is referred to as asymmetrically placed, while the side view not
shown is symmetrical.

designed to be as small as possible, while still having enough
rigidity to hold the deformation securely in place.

Fig. 4. Manufactured screw, hereafter ‘the screw’, used to hold the defor-
mations in place. Includes side view of the bottom thread piece (left), side
view of the bolt with hexagonal cutout (middle), top view of combined pieces
(right). The bottom thread piece also had a small indent (not shown) which
allowed it to sit on the point of the deformation. The piece was manufactured
from PVC.
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Fig. 5. Example of asymmetrically placed deformation, viewed along the
longitudinal axis of the waveguide.

C. Placement

Once manufacturing of all components was complete the
deformations were placed within the waveguide. Due to the
nature of inserting the deformation it was difficult to place the
deformation in predetermined locations, and so instead the de-
formation was simply placed, secured, and then measurements
of its placement were taken after the fact.

In order to secure the deformation the screw was placed
onto the tip of the pyramid, the deformation and screw was
pushed into the required position, with either the symmetrical
or asymmetrical side facing the entrance of the waveguide.
Once the deformation was in the required location a specially
designed spanner was used to further open the screw, thus
placing pressure onto the waveguide and ensuring electrical
contact. In order to secure the bottom of the screw to the tip
of the waveguide, a small amount of hot glue was used. An
example of an asymmetrically placed deformation is shown in
Fig. 5.

In order to measure the placement within the waveguide a
solid metallic ruler was used to measure the distance between
the edge of the waveguide and the two corners of the base
of the deformation. Due to the rotation of the screw as the
waveguide was placed, in combination with the width of
the waveguide being about 2 mm larger than that of the
deformation, the deformation was not always found to be
parallel to the waveguide once placed. This was accounted
for either through loosening the screw and rotating back, or
by simply recording the orientation of the deformation as
accurately as possible. A systematic labelling scheme for the
data is presented in section V.

IV. MEASUREMENTS

A. Initial Measurements

Before measurements of the deformations were taken the
measurement setup was tested using an empty waveguide.
Firstly the VNA was set up, and a Full 2-Port calibration was
performed. It is noted that the calibration plane occurs before
the two transitions, and the data presented here has not been
de-embedded as suggested in section II-D.

Once the VNA was calibrated the empty waveguide was
connected as shown in Fig. 6, the full S-parameters were
recorded for the range 2.0 − 4.5 GHz. Initial analysis of the
empty waveguide showed variations between S11 and S22 as

Fig. 6. Image of the measurement setup used, showing the VNA, 50 Ω coaxial
cables, transitions, and the waveguide.

shown in Fig. 7. Due to the symmetry of the setup it was
expected that S11 and S22 be equal. In order to determine
the source of the difference multiple variations of the setup
were tested, for example rotating the waveguide, changing the
coaxial cables, and changing the transitions. It was found that
the coaxial to waveguide transitions were the source of the
error, as swapping of the transitions led to S11 and S22 being
swapped while other changes had no such effect.

Though the difference was found to be caused by the
transitions, it was also noted that the VNA and calibration
kit are only expected to be accurate to between 20 and 25 dB.
This is illustrated in Fig. 8 which shows that the difference
between S11 and S22 is on the order of 20 dB, and poses a
limit on the resolution available for the results.

−40

−35

−30

−25

−20

−15

−10

−5

0

2 2.5 3 3.5 4 4.5

S-
pa

ra
m

et
er

(d
B

)

Frequency (GHz)

S11
S22
S21
S12

Fig. 7. Measured S-parameters for the empty waveguide, note that S11 and
S22 disagree over a large frequency range.

B. Consistency of Results

Measurements were continuously taken throughout the
project, and so care had to be taken each time a new set
of measurements were taken to ensure that all results were
consistent, and that any variations between each new set of
measurements was clearly recorded.

Once each deformation was placed (as in III-C) the two
coaxial to rectangular waveguide transitions were connected
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Fig. 8. Difference between S11 and S22 in Fig 7.

to the ends of the waveguide. Care was taken to distinguish
between the two transitions. The S-parameters were then
recorded for the setup. The S-parameters were recorded over
the range 2.0 GHz to 4.5 GHz, using 2000 data points.
Occasionally the S-parameters of the empty waveguide were
also recorded as a way to confirm the consistency of the
calibration method.

V. RESULTS

Using two deformations of different heights, 16 different
rotations and placements of deformations were recorded, with
the following variations

• 2 heights of deformations, 5.56 mm and 10.0 mm
• 2 rotations (asymmetrical and symmetrical)
• 4 locations in the z-direction with respect to Fig. 1

All data has been recorded within the range 2.0 − 4.5 GHz,
using 2000 data points.

The data is systematically stored with filenames such as
‘sym cc 199.s2p’. The naming convention used first gives the
orientation of the deformation with respect to the waveguide
as either ‘sym’, ‘sym2’, ‘asym’ or ‘asym2’, referring to
placements shown in the left of Fig. 9. The name then gives the
orientation of the deformation with respect to the wall as ‘b’,
‘t’, ‘cc’, or ‘c’ as shown in the right of Fig. 9. The gap between
the wall of the waveguide and the deformation was typically
0.5 mm for the closest point, and 1.5 mm for the furthest
point. The name then gives the distance, in mm, between the
opening of the waveguide at port 1, and the leftmost point of
the deformation. The data is then separated into different files
for the deformation of height 10.0 mm, and of height 5.56
mm. The complete list of locations and rotations for each of
the 16 cases have been presented to KTH-ETK, along with all
data files and documentation, allowing for future work.

As well as recording the S-parameters for the waveguide
with deformations, e.g. Fig. 11, measurements were also taken
for the empty waveguide, Fig. 7, the Nicholson-Ross-Weird
method, e.g. Fig. 10 and for the two transitions connected
together. While attempting to record the S-parameters for the
two transitions connected together it was found that the results

Fig. 9. Illustration of the naming scheme used, and the waveguide extends
to the left and right of the deformation. The size of the gap between the wall
and the deformation has been exaggerated to help visualise the placements.
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Fig. 10. Measured S11 and S21 for the NRW setup, using a 30 mm thick
block of PVC placed 259 mm from port 1 (and 297 mm from port 2).

varied significantly. Slight changes in the bends of the cable
or the placement of the two transitions led to vastly varying
S-parameters. Various plots of S11 are shown for the same
measurement setup in Fig. 12. Though S11 and S22 vary
significantly, it was noted that S12 and S21 remained mostly
unchanged. This leads to the understanding that the small
changes in the phase of the input voltages from the VNA have
a large effect on the reflections from the transitions, and that
small changes in the cables (i.e. bends) induce changes in the
phase.

A. Analysis

Though the S-parameters recorded for the two transitions
were inconsistent, the de-embedding methods given in section
II-D were still attempted as a way of confirming the S-
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Fig. 11. Example of measured S11 and S22 for an asymmetrically placed
deformation, located 110 mm from port 1 of the waveguide, with the
deformation placed at the bottom (as in Fig. 9).
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Fig. 12. S11 for four simultaneous measurements of the two transitions
connected together.

parameters and the NRW method. It was first noted that S11

and S22 were assumed to be equivalent in the derivation of
Eqs. (22-24), however in practice this was not the case for the
two transitions or the transitions and waveguide. Thus to test
the de-embedding S11 and S22 were simply averaged to give
R (or Rp), and similarly S21 and S12 were averaged to find T
(or Tp). Then r1, r2 and t2 were calculated for the transitions
using Eqs. (22-24). An example of this calculation is shown
in Fig. 13.

Once calculated, the effects of the transitions were de-
embedded from the S-parameters of the NRW setup, shown
in Fig. 10, before applying the NRW method introduced in
section II-E. The calculation suggested that εr for PVC was
approximately 1 over a small range between 2.4 − 3.0 GHz.
The method breaks down near 3.0− 3.4 GHz due to S11 → 0
in this frequency range. The calculation then becomes unclear,
and suggests negative εr for 3.4− 4.5 GHz. The method also
suggests a µr of 1.5 − 2 over a large range. These results
are unexpected, as εr for PVC is approximately 2 over the
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Fig. 13. Example of calculated r1, r2 and t2 showing the relatively low
reflection over the range, as well as the many points with which the de-
embedding method becomes singular.

range tested, as found in [13], and show that an alternative
de-embedding process is needed.

B. Future work

In the present study there appear to be flaws within the
assumptions made for de-embedding, such as the S-parameters
being equal, along with flaws in the measurement setup leading
to unclear results for the two connected transitions. Though
not considered in the context of this thesis, there are various
other de-embedding methods which are possible, and could be
considered in future work.

One such approach would be to use a time-domain method
for deconstructing the transitions, similar to that presented in
[5] and outlined in [14].

Another approach would be to design and implement a set
of calibration standards in order to calibrate the VNA at the
plane of the transitions. This would require well designed
open, short, and load attachments for the transitions. Though
fabrication of standardised calibration equipment is difficult, it
is possible that standard calibrations would prove more useful
in future applications, as calibrating the transitions before use
would remove unnecessary, and potentially inaccurate, de-
embedding calculations.

It is also possible to model the transitions using electro-
magnetic simulation software. However, idealised simulations
can deviate from the realistic transitions, and may not prove
to accurately model them.

VI. CONCLUSIONS

A pyramidal deformation is designed, manufactured, and
placed within an S-band waveguide. The location and geome-
try of the deformation is measured. The waveguide is then
connected to a VNA via coaxial to rectangular waveguide
transitions, and then the S-parameters of the system are
recorded. This is done for 16 different rotations and locations
within the waveguide, using two different deformation heights,
5.56 mm and 10.0 mm.
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The S-parameters of the connected transitions are recorded,
along with the S-parameters of the empty waveguide, and the
properties of the transitions are calculated. It is found that
small changes in phase produce large deviations in the S-
parameters of the transitions, and so the results from the de-
embedding methods used need to be investigated further.

A PVC piece 30 mm long, filling the entire cross section
of the waveguide, is placed within the waveguide. The S-
parameters of this setup are recorded, and the NRW method is
used to find the dielectric properties. The dielectric properties
calculated do not agree with the known values for the material,
this suggests that an alternative de-embedding approach used
should be investigated as a part of future work.

ACKNOWLEDGEMENT

I wish to thank Jesper Freiberg for his continued support
throughout this project, for his helpful contributions to designs
as well as his manufacturing expertise.

REFERENCES

[1] M. Bagheri, M. S. Naderi, and T. Blackburn, “Advanced transformer
winding deformation diagnosis: Moving from off-line to on-line,” IEEE
Transactions on Dielectrics and Electrical Insulation, vol. 19, no. 6,
2012.

[2] M. Dalarsson and M. Norgren, “First-order perturbation approach to
transformer winding deformations,” Progress In Electromagnetics Re-
search Letters, vol. 43, pp. 1–14, 2013.

[3] M. Dalarsson, S. M. H. Emadi, and M. Norgren, “Perturbation approach
to reconstructing deformations in a coaxial cylindrical waveguide,”
Mathematical Problems in Engineering, vol. 2015, 2015, article ID
915497.

[4] M. Dalarsson, “Perturbation approach to reconstructions of boundary de-
formations in waveguide structures,” KTH Royal Institute of Technology
School of Electrical Engineering, 2016.

[5] A. M. Nicolson and G. F. Ross, “Measurement of the intrinsic prop-
erties of materials by time-domain techniques,” IEEE Transactions on
Instrumentation and Measurement, vol. 19, no. 4, 1970.

[6] W. B. Weir, “Automatic measurement of complex dielectric constant
and permeability at microwave frequencies,” Proceedings of the IEEE,
vol. 62, no. 1, 1974.

[7] D. K. Cheng, Field and Wave Electromagnetics, 2nd ed. Syracuse
University: Addison-Wesley Pub. Co., 1989.

[8] D. M. Pozar, Microwave Engineering, 4th ed. University of Mas-
sachusetts at Amherst: John Wiley & Sons, Inc., 2012.

[9] Anritsu. (2011, Apr.) VNA master MS20xxC technical data sheet. [On-
line]. Available: http://www.electrorent.com/products/search/pdf/ANR-
ms2028c.pdf

[10] Advanced Technical Materials, Inc. (2016, Mar.) Waveg-
uide to coaxial right angle adapters. [Online]. Avail-
able: http://www.atmmicrowave.com/waveguide/adapter/waveguide-to-
coaxial-right-angle/

[11] R. Collier and D. Skinner, Microwave Measurements, 3rd ed. London:
The Institution of Engineering and Technology, 2007.

[12] J. J. Barroso and A. L. de Paula, “Retrieval of permittivity and perme-
ability of homogeneous materials from scattering parameters,” Journal
of Electromagnetic Waves and Applications, vol. 24, no. 11-12, 2010.

[13] A. A. Al-Ghamdi, O. A. Al-Hartomy, F. Al-Solamy, A. A. Al-Ghamdi,
N. Dishovsky, E. H. El-Mossalamy, and F. El-Tantawy, “Dielectric and
microwave properties of polyvinyl chloride/graphite/nickel composites
and its applications,” Journal of Thermoplastic Composite Materials,
vol. 27, no. 4, 2014.

[14] A. Technologies. (2012, May) Agilent time domain
analysis using a network analyzer. [Online]. Available:
http://cp.literature.agilent.com/litweb/pdf/5989-5723EN.pdf



409

KANDIDATEXJOBB | BACHELOR THESIS PROJECT 2016
PRODUKTION: Skolkansliet, KTH Skolan för elektro- och systemteknik
GRAFISK FORM: Skolkansliet, Skolan för elektro- och systemteknik
FOTOGRAFI: Lola Akinmade Åkerström/imagebank.sweden.se, Melker 
Dahlstrand/imagebank.sweden.se, Tuukka Ervasti/imagebank.sweden.se, 
Lars Lundberg/imagebank.sweden.se, Cecilia Larsson/imagebank.sweden.
se, Istockphoto 
TRYCK: US-AB, 2016


