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Abstract

The Internet and power distribution grids are examples of ubiquitous systems that
are composed of subsystems that cooperate using a communication network. We
loosely define such systems as networked systems. These systems are usually de-
signed by using trial and error. With this thesis, we aim to fill some of the many
gaps in the diverse theory of networked systems. Therefore, we cast resource alloca-
tion in networked systems as optimization problems, and we investigate a versatile
class of optimization problems. We then use decomposition methods to devise
decentralized algorithms that solve these optimization problems.

The thesis consists of four main contributions: First, we review decomposition
methods that can be used to devise decentralized algorithms for solving the posed
optimization problems. Second, we consider cross-layer optimization of communica-
tion networks. Network performance can be increased if the traditionally separated
network layers are jointly optimized. We investigate the interplay between the data
sending rates and the allocation of resources for the communication links. The com-
munication networks we consider have links where the data transferring capacity
can be controlled. Decomposition methods are applied to the design of fully dis-
tributed protocols for two wireless network technologies: networks with orthogonal
channels and network-wide resource constraints, as well as wireless networks using
spatial-reuse time division multiple access. Third, we consider the problem of de-
signing a distributed control strategy such that a linear combination of the states of
a number of vehicles coincide at a given time. The vehicles are described by linear
difference equations and are subject to convex input constraints. It is demonstrated
how primal decomposition techniques and incremental subgradient methods allow
us to find a solution in which each vehicle performs individual planning of its tra-
jectory and exchanges critical information with neighbors only. We explore various
communication, computation, and control structures. Fourth, we investigate the
resource allocation problem for large-scale server clusters with quality-of-service
objectives, in which key functions are decentralized. Specifically, the problem of
selecting which services the servers should provide is posed as a discrete utility
maximization problem. We develop an efficient centralized algorithm that solves
this problem, and we propose three suboptimal schemes that operate with local
information.
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Chapter 1

Introduction

T
elephone networks, power distribution grids, and the Internet are all exam-
ples of ubiquitous and vital infrastructures. These systems are composed of
subsystems that cooperate using a communication network, and we loosely

define such systems as networked systems.
The largest networked system today is probably the Internet with a mind-

boggling number of users (according to some estimates, the Internet has now over
one billion users). Another example is sensor networks, where cheap sensors using
wireless communications cooperate to collect and process data. Networked systems
are also present in places where you at a first glance would not suspect that this
is the case. One example of this is automotive applications; new cars often have
several subsystems (e.g., engine control and chassis control) that cooperate using a
local network.

Networked systems are virtually everywhere in our world and we are relying on
them more and more. Therefore, it is important to have a good understanding of
these systems. This understanding is required to engineer effective, safe, and robust
networked systems. However, the theory of these systems is far from complete and
most networked systems today are designed using empirical experience and trial
and error. With this thesis we aim to fill some of the many gaps in the diverse
theory of networked systems.

1.1 Motivation

We start with brief introductions of the three application areas that motivate this
thesis. We also describe the main features and the basic ideas of each application
area.

1.1.1 Cross-layer Optimization in Communication Networks

The world has an immense appetite for communication and the demand seems to
only increase. At the same time, the physical resources are limited (e.g., there is

1
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(a) (b)

Figure 1.1: The circles denote nodes in a communication network with controllable
link capacities, but the sum of the capacities is constant. The solid lines illustrate
the links and the thickness of the lines corresponds to the capacity. The two nodes
to the left and the node in the center desire to send as much data as possible to the
rightmost node. (a) This is the network before cross-layer optimization. All links have
the same capacity and the link to the right is a bottleneck. (b) This is the network
after cross-layer optimization. Now, the two left links have less capacity and the right
link has more capacity, and the bottleneck link has been relieved. The amount of data
that can be transferred from the left side and the center to the right side in the network
has increased.

only a limited spectrum available for wireless communications). Therefore, there are
financial incentives to use current and future communications hardware as efficiently
as possible.

A data network consists of several nodes communicating with each other using
some physical medium, see Fig. 1.1 for an illustration. The connections between
nodes are called links, and they can be considered to be pipes in which data flow.
If a node desires to communicate with a distant node, then it has to use several
links to reach the other node.

A design strategy often used in engineering is to divide a system into separate
subsystems (i.e., divide and conquer), which allows a more or less modular design.
This paradigm has also been used in network design, and the resulting subsystems
are often called layers. The layers are logically stacked on top of each other, where
the lower layers provide basic functionality for the higher layers. The higher layers
can use the functionality provided by the lower layers without knowing anything
about their inner workings. The layered structure will make the design and the
maintenance of the network design much simpler. However, if the layers are allowed
to cooperate more closely there could be performance benefits. This cooperation can
be achieved by using cross-layer optimization. The drawback with this increased
entanglement is that the design probably has to be redone if one layer is changed.
Thus, the performance is improved at the expense of greater complexity.

We consider networks where the physical medium is shared and the capacities
can be changed by allocating some limited physical resource. Returning to the pipe
analogy that we used earlier, we consider networks where the pipes have variable
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(a) (b)

Figure 1.2: The angular shapes denote agile aircraft and the rounded shape denotes
a slower aircraft. The aircraft should meet at some common point with the same
attitude. The arrows indicate the trajectories. (a) The aircraft meet in the middle
of their current positions. (b) The aircraft negotiate the meeting point taking their
different dynamics into account. A meeting point closer to the slower aircraft’s original
position and attitude enables the aircraft to meet faster.

radius that we can control. More specifically, we will concentrate on the interplay
between the data flow rates and the capacity allocation in the links.

The benefit of cross-layer optimization is illustrated by the four node example
network in Fig. 1.1. This network has links where the capacities are controllable,
but the total capacity is limited. If capacity is shifted from lightly loaded links to
heavily loaded links, the amount of data transferred over the network can increase.
The two nodes to the left and the node in the center desire to send as much data
as possible to the rightmost node. The first case illustrates the network before
cross-layer optimization. All links have the same capacity and the link to the
right is a bottleneck. The second case illustrates the network after cross-layer
optimization. The two links to the left have now less capacity and the right link
has more capacity, and the bottleneck link has been relieved. The amount of data
that can be transferred from the left side and the center to the right side in the
network has increased.

1.1.2 Consensus in Networked Systems

Networked systems is a broad concept and it incorporates many types of practical
systems. Often these networked systems are spatially distributed, but they still
have to perform a network-wide task. This implies that subsystems of the networked
system have to cooperate, and for this cooperation to be possible it is necessary that
they reach different kinds of consensus, for example, reach the same position and
attitude as in Fig. 1.2. The consensus can be provided by some central controller
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or it can be found by negotiation between the subsystems. We will concentrate on
systems that negotiate.

One class of networked systems that need consensus is sensor networks. These
systems consist of geographically distributed sensors, and the goal for sensor net-
works is often to measure and estimate physical quantities as accurately as possible.
This estimate can be interpreted as a consensus value.

Another class of networked systems that often relies on some kind of consensus,
is the class of multirobot systems. The benefits of these systems are that they
can perform tasks that are impossible for one robot to perform and that they can
perform certain tasks at a greater speed compared to a single robot. However,
to perform well (or, in some cases, at all), it is crucial that there is consensus
among the robots. Two specific examples are: (1) The search and rescue scenario,
where several robots cooperate to find an object. They may need to rendezvous
at the object’s location. (2) A team of robots with sensors have to be placed in
a formation in order to combine their measurements. The center of the formation
must be agreed upon.

In the rendezvous problem, most of the current literature considers the consensus
point to be fixed. In our approach, this meeting point is also subject to optimization.
This can be useful if the robots that are about to meet have different dynamics
(e.g., one of the vehicles is substantially slower than the others). This usefulness is
illustrated in Fig. 1.2. In this example there are three aircraft: two agile aircraft
and one propeller aircraft. The three aircraft should meet as fast as possible, and
they should also have the same attitude at the meeting point1. In the first case the
meeting point is fixed to be in the middle of the three aircraft’s original positions. In
the second case, the aircraft negotiate to find a meeting point that take the different
aircraft dynamics into account. The resulting meeting point is much closer to the
propeller aircraft since it is slower, and the three aircraft can meet considerably
faster than in the first case.

1.1.3 Resource Allocation for Quality of Service in Server

Clusters

The largest websites on the Internet attract a huge number of users, who generate
a substantial load on the web servers. One way of tackling this problem is to use a
server cluster. A server cluster consists of several networked servers that cooperate
to perform certain tasks. One famous example is the search engine Google. It is
powered by several clusters, and a recent estimate is that Google now has more than
450000 servers (Markoff and Hansell, 2006). Another example is content deliverer
Akamai. They help other companies to distribute their web content using server
clusters, and they report to have more than 20000 servers (Akamai website).

1This may not be the most relevant application (why should the aircraft meet at the same
point?). However, it attempts to illustrate the main idea, which is that if the different dynamics
are taken into account, the consensus can be reached faster.
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(a) (b)

Figure 1.3: The boxes denote servers and the arrows illustrate the current load. A
thick arrow indicates more load than a thin arrow. (a) The load on the server cluster
is equal, and the same amount of servers are serving the two classes. (b) The load on
the server cluster is uneven, and there are more servers serving the light gray class.

An obvious benefit of a server cluster is that the cluster has more computing
power than a single server. Clusters can also be more insensitive to server failures
since other servers can compensate for some of the lost capacity. A single server
is usually either working or not working. In contrast, the performance of a server
cluster can degrade gracefully when some servers in the cluster fail. A server cluster
can also improve the quality of service, which typically is measured in quantities of
average response time and service rejection rates.

A crucial question is how to assign resources in the server cluster, such as the
number of servers allocated to deliver a specific content or to serve a specific class
of users. Another important question is how the cluster should be managed, and
especially with a large amount of servers it is important to keep the maintenance
cost as low as possible. Today there exist several commercial solutions, which often
are centralized. We will later show an approach where optimization and utility
maximization are used in decentralized resource allocation strategies.

Resource allocation in server clusters is illustrated in Fig. 1.3, where the server
cluster adapt to different load situations. The server cluster provides two types of
services: gray and light gray. In the first case the gray load is the same as the light
gray load, and the server distribution is uniform. In the second case, the gray load
is much less than the light gray load, and there are several more servers serving the
light gray service.
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x,c

u(x)

subject to g(x) ≤ c

x ∈ X

c ∈ C

Figure 1.4: Overview of the theoretical tools, the class of optimization problems (1.1),
and the applications.

1.2 Utility Maximization and Resource Allocation

In this thesis we focus on optimization problems on the form

maximize
x,c

u(x)

subject to g(x) ≤ c

x ∈ X

c ∈ C.

(1.1)

As we will see, this formulation is surprisingly versatile, and it can be applied to
a variety of relevant engineering problems for networked systems, such as cross-
layer optimization of communication networks, finding the optimal consensus point
for constrained dynamical systems, and resource allocation for achieving quality
of service in server clusters. We use techniques from different disciplines to study
these types of optimization problems. The relationship between the disciplines, the
class of optimization problems, and the applications is illustrated in Fig. 1.4.

The three application problems have many things in common. One of them is
that resources have to be allocated to the subsystems. In cross-layer optimization
of communications, some resources (e.g., bandwidth) have to be allocated to the
links. In optimal consensus point for constrained dynamical systems, the consensus
point can be interpreted as a resource that all subsystems have to agree upon. And
in server clusters, some resource (e.g., number of servers) has to be allocated to the
services.

Resource allocation problems have a long history, and they have been studied in
several disciplines. For example, resource allocation has been studied in economics,
where it is especially useful in describing and making theories of market behavior.
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In economics, it is very natural to use prices to explain market behavior, and
optimization techniques that are based on prices have therefore been thoroughly
investigated. Optimization is also a field in its own right, and many results that
we use have their origin in this field. Finally, we will use the ideas of feedback and
model predictive control from control theory.

1.3 Contributions

The order of the authors indicates the workload, where the first author did most of
the work. The contributions are as follows

• The part on decomposition methods in Chapter 3 is based on

Johansson, B., Soldati, P. and Johansson, M.:, Mathematical
Decomposition Techniques for Distributed Cross-Layer Optimization of
Data Networks, IEEE Journal on Selected Areas in Communications,
24(8):1535-1547, August 2006.

Johansson, B., Johansson, M.: Distributed Cross-Layer Optimiza-
tion of Data Networks using Decomposition Techniques, 17th Interna-
tional Symposium on Mathematical Theory of Networks and Systems,
Kyoto, Japan, July 24-28, 2006.

• Chapter 4, on cross-layer optimization of communication networks, is based
in part on the previous papers and on

Soldati, P., Johansson, B. and Johansson, M.: Proportionally
Fair Allocation of End-to-End Bandwidth in STDMA Networks, ACM
MobiHoc, Florence, Italy, May 22-25, 2006.

Johansson, B. and Johansson, M.: Primal and Dual Approaches
to Distributed Cross-Layer Optimization, 16th IFAC World Congress,
Prague, Czech Republic, July 4-8, 2005.

The material has also been presented as a poster at the SIAM Optimiza-
tion conference in Stockholm, Sweden, 2005 and the INFOCOM Student
workshop in Miami, USA, 2005.

• The part on distributed consensus, Chapter 5, is based on

Johansson, B., Speranzon, A., Johansson, M. and Johansson,

K.: Distributed Model Predictive Consensus, 17th International Sympo-
sium on Mathematical Theory of Networks and Systems, Kyoto, Japan,
July 24-28, 2006.

• Finally, Chapter 6, which discusses some aspects of resource allocation in
server clusters, is based on
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Johansson, B., Constantin, A., Johansson, M. and Stadler, R.:
Decentralized Resource Allocation in Server Clusters, 45th IEEE Confer-
ence on Decision and Control, San Diego, USA, December 13-15, 2006.
To appear.

1.4 Outline

We have now briefly introduced the specific applications that have driven the de-
velopments in this thesis. The applications and the corresponding related work are
more thoroughly presented in the specific application parts of this thesis.

In Chapter 2, we sketch an overview of how the available theoretical tools and
models are interconnected. We also describe some limitations of the scope of the
thesis. The next chapter, Chapter 3, provides a more detailed background on the
specific theoretical tools that will be used in the rest of the thesis. In Chapter 4, we
apply decomposition techniques to two communication network examples to per-
form cross-layer optimization. Chapter 5 describes how to use primal decomposition
to devise algorithms for decentralized consensus negotiation. Next, in Chapter 6, we
discuss distributed algorithms that allocate resources in server clusters. In Chap-
ter 7, we present future directions for the research and discuss possible extensions.
Finally, the Appendix contains a brief background on convexity, subgradient and
gradient optimization methods, as well as longer proofs.



Chapter 2

Models and Tools

S
everal theoretical tools can be used to analyze and to devise algorithms for
networked systems. In fact, there is so much material that it is both a curse
and a blessing. The abundance of material available makes it hard to get an

overview. On the other hand, there is a lot of useful tools and results. In this
chapter we sketch an overview of how some of the available tools and models are
interconnected. It is impossible to cover even the basics, so view this chapter as a
highly selective sampling of the theoretical smorgasbord of relevant disciplines.

2.1 Network Models

In a distributed setting, especially if it is spatially distributed, it is necessary to have
a model of how the subsystems are connected and what information is available at
the subsystems.

2.1.1 Network Topology

The network topology describes the connections between the nodes in the network.
Usually, a network is described using a directed graph, which often is described using
a node-arc incidence matrix, A (see for example Nemhauser and Wolsey (1988)).
The elements of the node-arc incidence matrix are defined as

[A]ij =







1 if arc j starts in node i

−1 if arc j ends in node i

0 otherwise,

where [A]ij denotes the element in matrix A on row i and column j.

Example 1 (Incidence matrix). An example network with three nodes and three

9
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1

2
3

Figure 2.1: Example of a network with three nodes and three directed arcs.

directed arcs is shown in Fig. 2.1. The corresponding incidence matrix is

A =






1 −1 0

−1 1 1

0 0 −1




 .

The topology of the network might be either physical or logical. When repre-
senting the physical topology of a data network, nodes represent the geographical
location of routers and other networking equipment, while the links illustrate which
node pairs are connected by communication links. Logical topologies, on the other
hand, might be used to describe which nodes are allowed to exchange (coordina-
tion) information, what nodes share common resources, etc. An illustration of this
can be seen in Fig. 2.3, which can be interpreted as an undirected graph indicating
that subsystem 1 can exchange information with subsystem 2 and 4, and so forth.

2.1.2 Data Flows

In addition to representing the topology of the network, it is also important to model
how data flows across the network. When the routing is fixed, this information can
be encoded using a routing matrix. A routing matrix, R, is a zero-one matrix which
describes which links the flows are using, according to the following expression

[R]ls =

{

1 if link l is used by sender and reciever pair s

0 else.

Thus, if s is a vector of communication rates between each sender and receiver
pair, then Rs is a vector that describes the aggregate data flow on each link in the
network. The following example illustrates the concept of routing matrices in more
detail.

Example 2 (Aggregate data flow in communication networks). We consider a
communication network that consists of three nodes and two links connecting them,
see Fig. 2.2. There is one flow from node one to node two denoted s1, and there is
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1 2 3

PSfrag replacements

c1 c2

s1

s2

Figure 2.2: Example of a network with three nodes, two links, and two data flows.
The circles illustrate the nodes, the thick lines denote the links, and the dashed lines
denote the data flows.

another flow from node one to node three denoted s2. The aggregate or total data
flow on the two links can be expressed using the routing matrix as follows:

(

s1 + s2

s2

)

=

(

1 1

0 1

)

︸ ︷︷ ︸

R

(

s1

s2

)

︸ ︷︷ ︸

s

.

2.1.3 Information Delays and Constraints

In a large-scale network spread out over a wide area, time delays are inevitable,
and as we will see in Section 2.3, time delay can cripple performance. It is therefore
important that we know the time delays in the network.

In addition to time delays, there could also be constraints on how much control
information (e.g., bits/second) the subsystems can transfer to each other. This
possible constraint on control information has recently been revived and readdressed
in the control community. The aim is to provide a unified theory of information
and control (see e.g., Mitter (2001)). These types of questions are fundamental and
interesting, but they do not seem to be large issues in the applications we consider,
since we assume to have large communication capacities. Therefore, they are not
addressed in this thesis at this point. However, if the signalling required to perform
the resource allocation is too extensive, then the performance will be degraded.

2.2 Optimization

Optimization is a very broad and interdisciplinary field that provides techniques
for maximizing a criteria subject to some constraints. We write

maximize
x

u(x)

subject to x ∈ X ,

to represent the problem of finding the vector x that maximizes the utility func-
tion u(·) (typically representing the system performance), while satisfying system
constraints, represented by the restriction that x must lie in the set X .
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PSfrag replacements

u1(x1)

u2(x2)

u3(x3)

u4(x4)

Figure 2.3: Example of an optimization problem with separable utility function. The
boxes correspond to the different parts of the utility function, ui(xi). The boxes can
be interpreted as subsystems. The lines indicate how the subsystems can exchange
information with each other.

Some problems are more difficult than others, and the difficulty depends on
the properties of the utility function u(·) and the set X . A typical property that
simplifies the search for the optimal solution is convexity, which guarantees that
a local maximum is global. For convex optimization problems, there exist very
efficient software packages that allows problems with several thousands of variables
to be solved in a matter of second on a standard PC. Some rudimentary background
on convex optimization is given in Appendix A, while thorough treatments are given
in text books such as Bertsekas (1999) and Boyd and Vandenberghe (2004) (these
are just examples, the literature on convex optimization and its applications is
vast).

If the feasible set X is discrete, then the problem is not convex and we enter
the realm of combinatorial optimization (see e.g., Nemhauser and Wolsey (1988)).
These problems are often hard to solve (for example, in the sense that the compu-
tation time increases exponentially with the problem size), but efficient algorithms,
exploiting the structure of the problem at hand, can sometimes be found.

The optimization problem can also have a special structure that can be used to
decompose the problem into smaller and possibly easier subproblems. In addition,
decomposition may enable us to move from centralized optimization to decentralized
algorithms. To illustrate the developments to decentralized algorithms, consider the
following example.

Example 3. Consider the optimization problem

maximize
x1,x2,x3,x4

∑4
i=1 ui(xi)

subject to
∑4

i=1 xi = xtot

which is illustrated in Fig. 2.3. In this example the utility function can be split in
four parts, and these parts can be interpreted as four subsystems. The utility for
each subsystem only depends on a local variable. However, the four local variables
are coupled via the global constraint

∑4
i=1 xi = xtot.
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To develop decentralized algorithms, it is also important to specify which sub-
systems can coordinate and exchange resources with each other. This information
structure can be represented using an undirected graph, as in Fig. 2.3. In this case,
subsystem 1 can exchange information with subsystems 2 and 4, and so forth. The
solution algorithm has to be chosen to take the communication structure and the
type of constraints into account. We will return to these issues in Chapter 3, where
we deal with decomposition techniques.

If there is no analytic solution available to the optimization problem at hand,
then we have to resort to algorithms that improve gradually, so called iterative
methods. In iterative methods, an approximate optimal solution is found and this
approximate solution is improved in a sequence of steps. For certain types of
problems, the utility can be shown to increase for each step, but for other types of
optimization problems the utility is not guaranteed to increase in each step. Often,
for both types of optimization problems, convergence is offered only in the limit.
The prototype for all iterative methods is the update equation

x(k+1) = f(x(k)),

where x(k) is the iterate at step k and f(·) is the update function. On the path to
the optimal solution, the iterative method is usually either always feasible (x(k) ∈ X
for all k) or feasible in the limit (limk→∞ x(k) = x? and x? ∈ X ). Depending on
the application, this may or may not be a problem.

Example 4 (Congestion control in communication networks). To illustrate some
of the ideas in this chapter we will use congestion control in wired networks as
an example of networked resource allocation. Low and Lapsley (1999) introduce a
utility maximization problem that describes how the data sending rates should be
adjusted in a wired network when congestion occurs (we will describe this work in
more detail in Chapter 4). The maximization problem is as follows

maximize
s

∑

p up(sp)

subject to Rs ≤ c

s ∈ S,

(2.1)

where sp is the data sending rate between the sending node and the receiving node
forming pair p. The vector s contains all the data sending rates, and the matrix
R is the routing matrix. The vector c contains the capacities of the links in the
network. The set S contains the feasible sending rates, which usually implies an
upper and lower bound on sp. Finally, the flow conservation constraint, Rs ≤ c,
gives that the aggregate data flow is below available capacity.

Let us consider the example network in Fig. 2.2 once again; the first link can
support a total traffic of c1 (we will refer to c1 as the capacity of the first link), and
the capacity of the second link is c2. The flow conservation equations (in addition to
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(s1 s2)
ᵀ ∈ S) in the congestion control problem for this network are the following:

s1 + s2 ≤ c1

s2 ≤ c2
⇔ Rs ≤ c.

It turns out that it is possible to devise a decentralized algorithm that finds the
optimal working point. First, the constraint Rs ≤ c is replaced by introducing
prices, λl, for using the links. Second, the nodes then try to maximize their own
utility subject to these prices. Finally, the links adjust their prices according to
supply and demand: if there is capacity available then the price is decreased. If the
there is no capacity available the price is increased.

Node p solves the following problem

s(k+1)
p = arg max

zp∈S

{

up(zp) − zp

∑

l

rlpλ
(k)
l

}

, (2.2)

where rlp = [R]lp. This problem can be solved analytically for given prices with
some mild assumptions on up(·). Link l updates its price according to

λ
(k+1)
l = max

{

λ
(k)
l + α

(
∑

p

rlps
(k)
p − cl

)

, 0

}

, (2.3)

and if the step size α is chosen appropriately, the prices and sending rates can be
shown to converge to the optimal values.

2.3 Dynamics

The dynamics of an iterative optimization method can be described by a difference
equation

x(k + T ) = g(x(k), k). (2.4)

Systems and control theory provides methods for analyzing properties of difference
equations, including convergence to a point or a set and robustness of the solution
mechanisms to perturbations in the problem data. Since the theory for differen-
tial equations is more developed than the theory for difference equations, analysis
of the dynamical properties of optimization routines are sometimes done by first
approximating the difference equation (2.4) by a differential equation

ẋ = f(x(t), t).

In many cases, there are certain signals u that allow us to alter the dynamics of
the system. We refer to these as control signals, and write the system dynamics on
the form

ẋ = f(x(t), u(t), t).
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The field of automatic control develops control strategies for shaping the dynamics
of a system. If the control u depends on the system state x, we say that the control
uses feedback.

There are some fundamental limitations to what can be achieved by feedback
control. The simplest type of phenomena that induces severe limitations is time
delay, i.e., systems of the types

ẋ(t) = f (x(t), t, u(t− τ)) or x(k + T ) = g(x(k), k, u(k − τ)),

where τ is the time delay. The time delay will put a bound on how fast the system
can be controlled; it is not possible to make the system react faster than the time
delay, since the system output is needed to form the control signal using feedback.
Unfortunately, time delays are very common in networked systems and we can
expect difficulties when trying to control these systems. Known time delays are
easier to analyze compared to stochastic time delays, but also in this respect we
can expect problems since the networks in the applications we consider are not
deterministic. However, we will make the simplifying (and common) assumption
that the networks are deterministic or varying slowly.

Example 4 continued (Congestion control in communication networks). The con-
gestion control scheme proposed by Low and Lapsley (1999) can be approximated
with the following differential equations:

λ̇l(t) =
α

T

(
∑

p

rlpsp(t) − cl

)

sp(t) = (u′p)
−1

(
∑

l

rlpλl(k)

)

.

(2.5)

This scheme has the dynamics in the prices (a so called dual algorithm1). It is
also possible to have the dynamics in the sending rate update (a so called primal
algorithm), and Kelly et al. (1998) propose the following primal congestion control
scheme:

ṡp(t) = κ ·

(

wp − sp(t)
∑

l

rlpµl(t)

)

µl(t) = bl

(
∑

p

rlpsp(t)

)

,

(2.6)

where bl(·) is assumed to be a continuous, differentiable and non-decreasing func-
tion. Moreover, bl(y) can be interpreted as the price charged by link l, per unit flow

1In the literature on congestion control, primal usually implies dynamics in the algorithms at
the nodes, and dual usually implies dynamics in the algorithms at the links. In contrast, we will
later use primal and dual in their mathematical programming meaning: primal indicates that the
optimization problem is solved using the original formulation and variables, while dual indicates
that the original problem has been rewritten using Lagrangian relaxation.
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through link l, when total flow through link l is y. The variable wp is considered
to be fixed and it can be interpreted as the willingness to pay for node p. The
algorithm approximately solves the following optimization problem

maximize
s

∑

p wp log(sp)

subject to Rs ≤ c

s ≥ 0.

A time delayed version of (2.6) is studied by Vinnicombe (2000) using the gen-
eralized Nyquist criterion, which is a tool from control theory. We illustrate the
findings using the special case

ṡp(t) = κp ·

(

wp − sp(t− Tp)
∑

l

rlpµl(t− Tp)

)

µl(t) = bl

(
∑

p

rlpsp(t)

)

.

(2.7)

The main result is that the system (2.7) is locally stable if the following conditions
are fulfilled

κp ·

(
∑

l

rlpbl +
∑

l

rlpb
′
l

∑

p

rlps
?
p

)

<
π

2Tp
∀p,

where bl = bl

(
∑

p rlps
?
p

)

, b′l = b′l

(
∑

p rlps
?
p

)

, and s?
p is the equilibrium sending

rates. The result implies that the gain of the system is inversely proportional to
the time delay. This means that a larger time delay will make the system slower.
Also note that bl and b′l are network (topology) dependant.

Instead of analyzing time-delayed algorithms using a differential or difference
equation approach, it is possible to study these algorithms using an asynchronous
framework. The iterative methods introduced in the section on optimization are
synchronous iterative methods. A synchronous iterative method is written as

x(t+T ) = f(x(t)),

where x(t) is the iterate at time t, T is the time between updates, and f(·) is the
update function. It is also possible to use methods that update the different parts
of the vector x using possibly outdated information.

Bertsekas and Tsitsiklis (1991) have the following model for such iterative meth-
ods where parts, xi, of the vector, x, are updated separately with

x
(t)
i = fi(x

(t−τ i
1(t))

1 , x
(t−τ i

2(t))
2 , ..., x

(t−τ i
p(t))

p ),
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where τ i
j(t) are time delays satisfying

0 ≤ τ i
j(t) ≤ t, ∀t ≥ 0.

The x vector is thus split into p subvectors and these subvectors are updated using
information that are outdated by τ i

j(t).
Bertsekas and Tsitsiklis (1991) present the following three types of synchronism

(see the paper for exact details):
1) Synchronous. The information is not outdated

τ i
j(t) = 0.

2)Partially Asynchronous. The time delays are bounded by a constant B

0 ≤ τ i
j(t) ≤ B.

3)Totally Asynchronous. If a sequence of update times, {tk}, tend to infinity, then
the corresponding delay time sequence, {tk − τ i

j(tk)}, must also tend to infinity

lim
k→∞

tk = ∞ ⇒ lim
k→∞

(tk − τ i
j(tk)) = ∞.

This implies that new information will eventually be used.
Iterative methods that converge in synchronous operation can be proved to

converge also in partially and totally asynchronous operation if they for example
fulfill norm contraction conditions of the type

‖f(x) − x?‖ ≤ σ ‖x− x?‖ , ∀x ∈ X ,

where

‖x‖ = max
i

‖xi‖i

wi
,

σ ∈ [0, 1), X is the feasible set, ‖·‖i is a norm, and wi is a positive scalar.

Example 4 continued (Congestion control in communication networks). Low
and Lapsley (1999) also propose an algorithm that is partially asynchronous, and
we present below a special case of this to illustrate the findings.

Node p solves the following problem

sp(t) = arg max
zp∈S

{

up(zp) − zp

∑

l

rlpλl (t− τlp(t))

}

,

where τlp(t) is the time delay of the link price. Link l update its price according to

λl(t) = max

{

λl(t) + α

(
∑

p

rlpsp (t− ςlp(t)) − cl

)

, 0

}

,

where ςlp(t) is the time delay of the sending rate. The main result is that the system
converges to the optimal solution if the time delays are bounded.
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The time-delayed dynamical systems have similarities with the different forms
of asynchronous algorithms. However, a crucial difference is that for time-delayed
differential equations, the system evolves regardless of when the control action is
applied. On the other hand, for asynchronous algorithms, the dynamics is given
only by the updates. Without the updates that system would be stationary.

In this thesis we consider synchronous algorithms, while the extension to par-
tially or possibly totally asynchronous algorithms is left as future work.

2.4 Game Theory

Game theory provides tools that can be used to model the behavior of decision-
makers. Underlying assumptions are that the decision-makers are rational and that
they reason strategically. Several types of games exist, where one of the most basic
is the strategic game. In this type of game the decisions are carried out at the same
time, and the players have sets of different actions they can carry out. The players
also have preferences regarding their own actions and other player’s actions, and
these preferences may be represented as utility functions. One important notion of
a solution to a strategic game is a Nash equilibrium. In short: in a Nash equilib-
rium, no player will gain anything if he switches to a different action (Osborne and
Rubinstein, 1994). We discuss game theory interpretations of some optimization
schemes in Section 3.2.4. A good introduction to game theory with wireless network
applications is given by Felegyhazi and Hubaux (2006).

Example 4 continued (Congestion control in communication networks). In the
algorithm by Low and Lapsley (1999), the nodes can be interpreted to be players
in a game that selfishly maximize their own utility (sending rates are chosen using
(2.2)). The nodes can use as much resources as they desire, but the have to pay
the corresponding price. The links then update the prices using (2.3). Note that
the pricing process is based on demand and supply: if there are excess resources
(capacity) available then the corresponding prices are lowered. On the other hand,
if there are more demand than resources, then the corresponding prices are raised.
This pricing policy aligns the interest of the individual nodes, so that the equi-
librium point becomes socially optimal (in the sense that the sending rates is the
optimal solution to (2.1)).

2.5 Optimization and Automatic Control

Optimization theory is often applied to static systems and control theory to dy-
namical systems. These two areas can of course be combined, and this combination
is often done using a separation of time-scales. On a fast time-scale, control is exer-
cised by dynamic controllers. On a slow time-scale, the ideal operating conditions
are found by solving an optimization problem.

If optimization is going to be used in an automatic control system, then it is
important that the solutions are correct. The question that needs to be answered
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is: How will an error in a parameter influence the optimal solution? If it turns
out that the problem is very sensitive to perturbations, then the system need to
be made more robust. Ben-Tal and Nemirovski (2000) present numerous examples
of linear programs from the networking area that are very sensitive to parameter
perturbations. A possible way to correct this problem is to optimize over a set of
parameters using robust convex optimization (Ben-Tal and Nemirovski, 1998). The
drawback is that the optimization problems become more complicated.

Another potential problem is that if the iterates are to be used in some physical
system that must have the constraints fulfilled at all times. In this case, it is often
only possible to use methods that always provide feasible iterates. In Chapter 4,
about cross-layer optimization of communication networks, the utility function can
only be evaluated by using the current iterates as parameters in the communication
network. This is one of the cases where feasibility of the iterates is necessary.

Optimization techniques can be used for automatic control in several fundamen-
tally different ways. Naturally, these ways can also be combined to form hybrids,
and there are always borderline cases. Nevertheless, three distinct cases are (in-
spired by Skogestad and Postlethwaite (2005, page 386)):

1) Open-loop optimization. The plant is controlled in open-loop and the inputs are
chosen by solving an optimization problem off-line. This approach is very sensitive
to modelling errors and disturbances. The setup is shown in Fig. 2.4(a).

2) Set-point provided by optimization techniques. The plant is controlled in closed-
loop by a controller. Typically, the job of the controller is to keep the output of
the plant at a given set-point or to follow a given trajectory. The optimal set-point
or trajectory is computed by solving an optimization problem off-line. Then the
set-point or trajectory is followed by the controller. See Fig. 2.4(b) for a block
diagram illustration.

3) Optimizing controller. The plant is directly controlled by solving an optimiza-
tion problem on-line. This approach often requires a better model of the plant,
compared with the model needed for synthesizing simpler controllers. The block
diagram is shown in Fig. 2.4(c).

In some of the application we consider, the systems are modelled without taking
dynamics explicitly into account. At a first glance, it then seems to be possible to
solve these optimization problems off-line and then apply the optimal solution as
a control signal. However, in order to evaluate the utility we have to use the real
system and not a model. We also desire decentralized algorithms, and these require
us to use the real system for finding the optimal solution. On-line algorithms
can also adapt to slow variations in the system setup. Therefore, we are using
optimization as in Fig. 2.4(c).
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Figure 2.4: Different combinations of optimization and control. (a) The control signal
is found by optimization and is applied in open-loop. (b) The set-point is provided by
solving an optimization problem. The set-point is then achieved by a controller. (c)
The control signal is found by solving an optimization problem on-line using feedback
information.



Chapter 3

Optimization Techniques

I
n this chapter we review some properties of different resource allocation prob-
lems and decomposition techniques. The resource allocation problems are spe-
cialized instances of the class of optimization problems we introduced in Chap-

ter 1. We demonstrate the decomposition techniques by applying them to this class
of problems. The class of optimization problems is once again

maximize
x,c

u(x)

subject to g(x) ≤ c

x ∈ X

c ∈ C.

(3.1)

This should be interpreted as that u(x) should be maximized by choosing x and
c. The optimization variables (the variables that are allowed to vary) are shown
under the word maximize. Finally, the optimization variables must fulfill g(x) ≤ c,
x ∈ X , and c ∈ C. The variables x and c can either be scalars or vectors. In the
vector case, the symbol ≤ denotes elementwise less than or equal.

The optimal value of an optimization problem is sometimes written as

u?(c) = max
x∈X

{u(x) | g(x) ≤ c} .

This should be interpreted as that u?(c) is the optimal value of the following opti-
mization problem

maximize
x

u(x)

subject to g(x) ≤ c

x ∈ X ,

where c is fixed.
Optimization problems can either be posed as minimization of a cost function or

maximization of a utility function (both problems are equivalent, since maximizing
u(x) is equivalent with minimizing −u(x)). We will in most places in this thesis
pose the optimization problems as maximization problems.

21
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3.1 Centralized Utility Maximization

In this section we review some properties of a simple resource allocation problem.
First, we consider the case when the allocated resources are continuous variables.
Second, we add the constraint that the allocated resources have to be integers.

3.1.1 Convex Case

In general, the optimization problem (3.1) can be efficiently solved if the sets X and
C are convex, the function u(x) is concave, and the function g(x) is convex. If all
these conditions are fulfilled, then we have a convex optimization problem (see e.g.,
Boyd and Vandenberghe (2004); Bertsekas et al. (2003); Bertsekas (1999)) which
has the very nice property that a local maximum also is a global maximum. It is
also possible to efficiently (in the sense of computations needed) solve the problem
if centralized solution methods are acceptable.

The simple resource allocation problem

maximize
x

∑N
i=1 ui(xi)

subject to
∑N

i=1 xi = xtot

xi ≥ 0, i = 1, ..., N

(3.2)

is a special instance of (3.1) with u(x) =
∑N

i=1 ui(xi), g(x) =
∑N

i=1 xi (less than or
equal replaced by equality), and X = {x|xi ≥ 0}. The problem can be interpreted
as that all resources should be used and they should be allocated to maximize the
sum of the utilities for each resource. This is a standard problem in economics and it
is central in order to solve some of the subproblems we will encounter later. Several
solution approaches exist when ui(xi) is strictly concave and twice differentiable.

The optimal point of (3.2) can be characterized by the Karush-Kuhn-Tucker
conditions (Boyd and Vandenberghe, 2004) 1







u′i(x
?
i ) = ψ? if x?

i > 0

u′i(x
?
i ) ≤ ψ? if x?

i = 0
∑

i x
?
i = xtot.

(3.3)

This means that at the optimal point, the slopes of the utility functions will be the
same, except for those resources that are equal to zero. Since the utility functions
are concave, their slopes are decreasing, and if one utility function has a higher
slope then the other utility functions for some allocation, then that utility function
should get more resources.

As we will see in Chapter 4, these properties can be exploited in the distributed
search for the optimal point.

1According to Danskin (1967), the conditions for this problem are also known as Gibbs lemma,
after J. Willard Gibbs, who laid the foundation of modern chemical thermodynamics in "Equilib-
rium of Heterogenous substances", 1876
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3.1.2 Discrete Case

In some applications where the resources are inherently discrete, we have to add
the constraint that the x variables in (3.2) have to be integer. We then get the
following problem

maximize
x

∑N
i=1 ui(xi)

subject to
∑N

i=1 xi = xtot

xi ∈ {1, 2, 3, ..., xtot}, i = 1, ..., N.

(3.4)

This problem is nonconvex, which in general implies that it is hard to verify if a
local optimal solution is globally optimal. However, in this case, with ui(·) concave
or strictly concave, it is in fact possible to quite easily find the globally optimal
allocation. This case is a so called discrete resource allocation problem with a
separable and concave objective function.

To describe the optimal allocation, we define ∆i(xi), the marginal utility, for
integer xi greater than zero, as

∆i(xi) = ui(xi) − ui(xi − 1).

Thus, ∆i(xi) is the increase in utility when one resource is added to xi − 1 to reach
xi, and ui(xi) = ui(0)+

∑xi

i=1 ∆i(i), xi ∈ Z
+. We also have the following property:

since ui(·) is concave or strictly concave, we have that

∆i(1) ≥ ∆i(2) ≥ ... ≥ ∆i(xtot). (3.5)

The optimal allocation consists of the xtot largest elements in the set of all
possible ∆:s (see Ibaraki and Katoh (1988, Theorem 4.1.1)). Since the ∆:s are
sorted for each xi by (3.5), we can find the largest elements in a greedy fashion.

The greedy algorithm, which is one of the most well-known algorithms to find the
optimal allocation, is now as follows: starting from a zero allocation, the algorithm
adds a resource one at a time. One resource is added to the variable that have the
greatest marginal utility. The algorithm stops when the total number of resources
are allocated. More efficient algorithms also exist, but they are more complicated.

If we define

∆i(0) = ∞,

then we can express the optimal allocation of (3.4) in a similar way to (3.3),







∆i(x
?
i ) ≥ ψ for all i

∆i(x
?
i + 1) ≤ ψ for all i

x?
i ∈ {0, 1, ..., xtot} for all i
∑

i x
?
i = xtot.

(3.6)
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Figure 3.1: The optimization problem is decomposed into two levels: a master problem
and several subproblems.

This is a direct consequence of that the optimal allocation consists of the xtot largest
elements of the ∆:s. The ψ variable is a threshold between the xtot largest elements
and the other smaller elements. This means that ψ can be in an interval for an
optimal allocation.

3.2 Decomposition Methods

Decomposition methods are characterized by that the original optimization problem
is split into several subproblems. The subproblems are often independent but need
to be coordinated to reach the optimal solution to the original problem. This co-
ordination is done by usually having two levels of optimization problems: a master
problem that coordinates several subproblems, see Fig. 3.1. We demonstrate how
the decomposition methods can be applied to the main optimization problem (3.1).
The development relies on some basic results on subgradients, which are reviewed in
the Appendix. Although several surveys over decomposition techniques have been
written in the mathematical programming community, e.g., Lasdon (1970), Flippo
and Rinnooy Kan (1993) and Holmberg (1996), their focus is typically on exploit-
ing problem structure to improve computational efficiency. Our focus is different.
Rather than trying to divide the network utility maximization into subproblems
that can be solved efficiently (say, in terms of memory or CPU cycles), we use de-
composition techniques to divide the optimization of a network-wide performance
measure to functions that can be executed in a distributed manner. Below, we will
review three classes of decomposition principles: primal, dual, and primal-dual.
We use primal and dual in their mathematical programming meaning: primal in-
dicates that the optimization problem is solved using the original formulation and
variables, while dual indicates that the original problem has been rewritten using
Lagrangian relaxation. This is in contrast with the literature on congestion con-
trol (see Example 4 in Chapter 2 and Section 4.4), where primal usually implies
dynamics in the algorithms at the nodes, and dual usually implies dynamics in the
algorithms at the links.
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3.2.1 Dual Decomposition

Dual decomposition is sometimes referred to as price directive decomposition. The
name comes from the economic interpretation that the system is directed towards
its optimal operation by pricing the common resources. Constraints on the common
resource are not explicitly enforced, but the demand is aligned with the supply using
a simple pricing strategy: increase the prices on resources that are in shortage and
decrease the price of resources that are in excess.

Formally, we apply Lagrange duality to the coupling constraint of (3.1), g(x) ≤
c, and form the partial Lagrangian

L(x, c, λ) = u(x) − λᵀg(x) + λᵀc, (3.7)

where ᵀ denotes the transpose operator and λ are the Lagrange multipliers. The
dual function is defined as

g(λ) = max
x∈X , c∈C

L(x, c, λ).

Note that g(λ) is separable and can be written as

g(λ) = max
x∈X

{u(x) − λᵀg(x)}
︸ ︷︷ ︸

Subproblem 1

+ max
c∈C

{λᵀc}
︸ ︷︷ ︸

Subproblem 2

.

Thus, to evaluate the dual function for a given price vector we need to solve sub-
problem 1 and subproblem 2.

If u? denotes the optimal value of (3.1), then g(λ) ≥ u?, so we can think of g(λ)
as an optimistic estimate of the total utility. Intuitively, the coupling constraint
is not present as such, but accounted for using the pricing scheme. Since g(λ) is
convex, both prices that are too low and too high will yield larger value of g(λ).
The optimal prices are obtained by solving the dual problem

minimize
λ

g(λ)

subject to λ � 0.
(3.8)

The minimization tries to recreate the effect of link-rate constraints on the relaxed
problem. Denote the optimal value of the dual problem by g?. In general, g? ≥ u?.
When g? = u? we say that strong duality holds, and the optimal value of the
original problem can be computed via its dual. One condition that guarantees
strong duality is Slater’s condition: if there exists an interior point where strict
inequalities hold, then strong duality holds. See Boyd and Vandenberghe (2004)
and Bertsekas et al. (2003) for more details on duality.

Proposition 3.2.1. Let λ � 0 be given, and let x and c be the associated optimal
solutions to subproblem 1 and subproblem 2, respectively. Then, a subgradient of
g(λ) at λ is given by c− g(x).
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Algorithm 1 Dual

Let k = 0 and λ(0) ∈ Λ.
loop

Compute a subgradient at λ(k) by solving subproblem 1 and subproblem 2.
Update λ(k+1) via (3.9) and let k = k + 1.

end loop

Proof. See Bertsekas et al. (2003, section 8.1).

Now that we have a subgradient available, we can solve the dual problem using
the subgradient methods in the Appendix. We update the prices according to

λ(k+1) = PΛ{λ
(k) − α(k)(c(k) − g(x(k)))}, (3.9)

where α(k) is the step size and PΛ(·) denotes projection on the positive orthant.
From now on, PK{·} will denote projection on the set K. The step sizes should
fulfill

∞∑

k=1

α(k) = ∞,

∞∑

k=1

(

α(k)
)2

<∞, (3.10)

and a simple choice is α(k) = 1/k.
We have the following proposition.

Proposition 3.2.2. Using step sizes fulfilling (3.10), Algorithm 1 converges to the
optimal solution to (3.8).

Proof. See the subgradient section in the Appendix.

There are a number of issues in applying dual decomposition in a distributed
setting. The first one is that we often have to resort to diminishing step sizes,
using Proposition 3.2.2. The speed of convergence would be better and the imple-
mentation would be easier if we could use a fixed step size. However, this requires
that the dual function is differentiable and Lipschitz continuous (see Appendix A).
Unfortunately, this is not the case in general, and even if the dual is Lipschitz con-
tinuous, the Lipschitz constant is often hard to compute. Another, maybe more
critical, issue is that the primal variables obtained for a given price vector λ may
not be feasible, even if the dual variables are set to their optimal values (Holmberg,
1996). The following example is a simple case illustrating this phenomena.

Example 5. Consider the following optimization problem

maximize
x

x

subject to x ≤ K, x ∈ R.
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Strong duality holds and the Lagrangian is L(x, λ) = x − λ(x −K). The optimal
Lagrange multiplier is λ? = 1 yielding the optimal value g(λ?) = K. However, the
Lagrangian at λ?, L(x, λ?) = K, is maximized by an arbitrary x, and depending
on the implementation we can get primal solutions that are neither optimal nor
feasible.

Within linear programming, this property has been referred to as the non-
coordinability phenomenon. In off-line schemes, this problem can be circumvented
if one can devise a method for supplying a feasible primal solution. The following
result gives us conditions for convergence of the subproblem solutions.

Proposition 3.2.3. If the Lagrangian is maximized for a unique s and c for every
λ � 0, then the subproblem solutions corresponding to the optimal λ? are primal
optimal.

Proof. See the proof section in the Appendix.

There are several approaches for attaining primal convergence in dual decompo-
sition schemes. One approach is to add a strictly concave term to the maximization
objective, as is done in proximal point methods (see e.g., Bertsekas (1999)). The
original problem is then replaced by the equivalent formulation

maximize
x

u(x) − ε‖c− c̃‖2
2

subject to g(x) ≤ c, c ∈ C, c̃ ∈ R
L.

This makes the dual function smooth, and convergence of the primal variables in the
limit follows. For centralized optimization problems, one may also impose primal
convergence by solving a master problem (see e.g., Johansson and Xiao (2003));
however, since the master problem is typically a large-scale convex optimization
problem, the approach appears less applicable to distributed implementation. An-
other alternative is based on forming weighted averages of subproblem solutions in a
way that guarantees convergence to the optimal primal variables in the limit (Lars-
son et al., 1999); however, since the iterates themselves may not be well-behaved,
this approach is not always suitable.

3.2.2 Primal Decomposition

Primal decomposition is also called resource-directive decomposition. Rather than
introducing a pricing scheme for the common resources, the primal decomposition
approach sequentially updates the resource allocation to maximize the total utility.

Mathematically, primal decomposition relies on re-writing (3.1) in terms of the
primal function

ν(c) = max
x∈X

{u(x) | g(x) ≤ c}. (3.11)
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Algorithm 2 Primal

Let k = 0 and c(0) ∈ C.
loop

Compute a subgradient at c(k). Solve (3.11) and the optimal dual variables to
the corresponding optimization problem is the subgradient.
Update c(k+1) via (3.13) and let k = k + 1.

end loop

Note that the primal function is a pessimistic estimate of the achievable utility,
since the resource allocation may be fixed at sub-optimal values. The optimal total
utility can be found by solving the primal problem

maximize
c

ν(c)

subject to c ∈ C.
(3.12)

Although the primal function is potentially non-smooth, a subgradient is given by
the following proposition.

Proposition 3.2.4. Let λ be a vector of optimal dual variables for the constraint
g(x) < c in the optimization problem corresponding to ν(c). Assume that the al-
located c is such that there exist a strictly feasible x, i.e., ∃x ∈ X : g(x) < c. A
subgradient of ν(c) at c is given by λ.

Proof. See Bertsekas et al. (2003, section 6.5.3).

We can thus use the subgradient methods from Appendix to solve the primal
problem, updating c using the iteration

c(k+1) = PC{c
(k) + α(k)λ(k)}. (3.13)

We have the following proposition

Proposition 3.2.5. Using step sizes fulfilling (3.10), Algorithm 2 converges to the
optimal solution to (3.12).

Proof. See the subgradient section in the Appendix.

Contrary to dual decomposition, primal decomposition guarantees that the it-
erates remain feasible by construction.

3.2.3 Primal-Dual Decomposition

In primal-dual decomposition schemes, one tries to exploit both primal and dual
problem structures. One class of methods, sometimes called mixed decomposition
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applies price- and resource-directive to different components within the same sys-
tem (Obel, 1978). We will make use of an alternative decomposition scheme, called
cross decomposition (Van Roy, 1983).

In essence, cross decomposition is an alternating price directive and resource
directive decomposition approach. One alternates between the primal and dual
subproblems and there is no master problem involved. In general, the pure cross
decomposition approach does not converge. However, mean value cross decomposi-
tion (MVC), where one uses the mean value of all previous solutions, has recently
been shown to converge (Holmberg and Kiwiel, 2006). The MVC algorithm, see
Algorithm 3, solves the following problem (presented in its original form)

maximize
x,c

u(x) + v(c)

subject to A1(x) +B1(c) ≤ b1

A2(x) +B2(c) ≤ b2

x ∈ X

c ∈ C,

(3.14)

where u(x) and v(c) are concave, A1(x), A2(x), B1(c), and B2(c) are convex func-
tions, and X and C are convex and compact sets. It is also assumed that for any
c ∈ C there exist a strictly interior point, implying that strong duality holds for the
two coupling constraints. Define the partial Lagrangian as

L(x, c, λ) = u(x) + v(c) − λᵀ(A1(x) +B1(c) − b1),

and define K(c, λ) for any c ∈ C and λ ≥ 0 as

K(c, λ) = max
x∈X

{
L(x, c, λ)

∣
∣ {A2(x) +B2(c) ≤ b2} .

The primal subproblem is defined as

minimize
λ

K(c, λ)

subject to λ ≥ 0,

and the dual subproblem is defined as

maximize
c

K(c, λ)

subject to c ∈ C.
(3.15)

By strong duality (applicable by assumption), the primal subproblem can be rewrit-
ten as

maximize
x

u(x) + v(c)

subject to A1(x) +B1(c) ≤ b1

A2(x) +B2(c) ≤ b2

x ∈ X .

(3.16)
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Algorithm 3 MVC

1: Let c(0) ∈ C, λ
(0)

≥ 0, and k = 0.
2: loop

3: Solve the primal subproblem (3.16) for c(k) to get λ(k+1).

4: Solve the dual subproblem (3.15) for λ
(k)

to get c(k+1).
5: Update the averages with (3.17) and let k = k + 1.
6: end loop

The primal and dual subproblem are solved alternatingly for the mean values of
all previous iterations, where the mean values are defined as

λ
(k)

=

k∑

i=1

λ(i)

k
and c(k) =

k∑

i=1

c(i)

k
, (3.17)

and we have the following proposition for the these averages.

Proposition 3.2.6. Under the assumptions given, Algorithm 3 converges to the

optimal solution to (3.14), i.e., limk→∞ c(k) = c? and limk→∞ λ
(k)

= λ?.

Proof. See Holmberg and Kiwiel (2006).

3.2.4 Saddle-Point Computations and Min-Max Games

An alternative path to finding primal-dual optimal solutions to (3.1) goes via the
so called saddle-point characterization of optimal points.

A saddle point for a function f : R
n × R

m 7→ R is any pair (w̃, z̃) such that

f(w̃, z) ≤ f(w̃, z̃) ≤ f(w, z̃)

holds for all feasible w, z, i.e.,

f(w̃, z̃) = max
z

f(w̃, z) and f(w̃, z̃) = min
w
f(w, z̃).

This implies that the strong max-min property

max
z

min
w
f(w, z) = min

w
max

z
f(w, z)

holds (and that the common value is f(w̃, z̃)).
By weak duality, we have

max
x∈X , c∈C

min
λ≥0

L(x, c, λ) ≤ u? ≤ min
λ≥0

max
x∈X , c∈C

L(x, c, λ).

This inequality, known as the max-min inequality, simply states that the primal
problem underestimates the optimal value, while the dual problem overestimates
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it. Under strong duality, the inequality holds with equality as the primal and dual
optimal values are equal. The optimal point can then be given the following alterna-
tive characterization: (x?, c?, λ?) is a primal-dual optimal point to the optimization
problem if and only if (x?, c?) ∈ X ×C, λ? ≥ 0 and (x?, c?, λ?) forms a saddle point
of the Lagrangian, in the sense that

L(x, c, λ?) ≤ L(x?, c?, λ?) ≤ L(x?, c?, λ)

for all (x, c) ∈ X × C, λ ≥ 0 (cf. (Bertsekas, 1999, Proposition 5.1.6)). In other
words, λ? minimizes L(x?, c?, λ) while (x?, c?) maximizes L(x, c, λ?).

Moreover, for (3.1) we have that if (x, c, λ) form a saddle point of the Lagrangian
then (x, c) are primal optimal and λ is dual optimal, without any convexity assump-
tions on (3.1) (Lasdon, 1970, Theorem 2, page 85).

One of the most well-known algorithms for finding saddle points is the algorithm
due to Arrow-Hurwicz (Arrow et al., 1958)

x(k+1) = PX

{

x(k) + α(k)∇xL(x(k), c(k), λ(k))
}

c(k+1) = PC

{

c(k) + α(k)∇cL(x(k), c(k), λ(k))
}

λ(k+1) = PΛ

{

λ(k) − α(k)∇λL(x(k), c(k), λ(k))
}

,

where α(k) is the step size. Although the iteration is not guaranteed to converge
(unless one imposes the additional requirements of strict convexity-concavity (Ne-
mirovski and Judin, 1978)), it provides a unified view of the primal and dual decom-
position methods. In particular, the decomposition schemes can be interpreted as
methods that run the above updates on different time-scales. Primal decomposition
lets the x and λ dynamics run on a fast time-scale (essentially, until convergence)
while the resource updates, c, are run on a slow time-scale. Similarly, dual decom-
position can be seen as letting the x and c updates run on a fast time-scale, while
the λ variables are updated slowly.

Further insight into the decomposition schemes can be gained from the follow-
ing so called zero-sum game interpretation of the max-min inequality: consider
a game where the dual player selects λ, while the primal player picks s, c and
collects L(s, c, λ) dollar from the dual player (i.e., the primal player gets what
the dual player loses, hence a zero-sum game). If the dual player goes first, he
will try to minimize the amount that he can be forced to pay, i.e., he will let
λ = arg minλ�0{maxs∈S,c∈C L(s, c, λ)} resulting in the payoff u. Conversely, if the
primal player goes first, he will try to maximize the amount that the dual player is
guaranteed to pay and thus let (s, c) = arg maxs∈S,c∈C{minλ�0 L(s, c, λ)}, leading
to the payoff u. The max-min inequality simply states that it is best to go second,
u ≥ u. In convex games with strong duality there is no advantage to go second,
since the inequality holds with equality. These min-max and max-min solutions are
Nash equilibriums (see Chapter 2).
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The mean value cross decomposition can be seen as a repeated zero-sum game
where the dual and primal players act alternatingly. During the course of the
game, the players remember earlier moves and decide their own strategy under the
assumption that the other will use the average strategy over the history of the
game. In the game theory literature, such schemes fall into the class of fictitious
play (Brown, 1951).

3.3 Summary

In this chapter, we reviewed decomposition methods that can be used to devise
decentralized algorithms for solving the posed optimization problems. Different
decomposition techniques are better suited for some optimization problems than
others, and care must be taken when deciding which method to use. In the next
chapter, we will apply these methods for the design of fully distributed protocols
for two wireless network technologies.



Chapter 4

Cross-Layer Optimization in Communication

Networks

T
he performance of communication networks can be increased if the layers
in the network are jointly optimized. In this chapter we apply the de-
composition techniques presented in Chapter 3 to achieve cross-layer opti-

mization in two communication network examples.

4.1 Background and Related Work

Network functionality is often divided into subsystems, so called layers. These
layers are logically stacked on top of each other, where the lower layers provide
basic functionality for the higher layers. The higher layers can use the functionality
provided by the lower layers without knowing anything about their inner workings.
Moreover, the layered structure will make the design and the maintenance of the
network design much simpler. The most well-known protocol model is the OSI
reference model, which has seven layers, see Fig. 4.1 for an illustration.

In order to meet the increased demand for high-bandwidth network services, it
has become increasingly important to develop network control mechanisms that uti-
lize the full capabilities of all of the layers. However, in many network technologies,
including optical and wireless networks, there is an inherent coupling between the
layers. Adjusting the resource allocation in the physical layer changes the average
link rates, influences the optimal routing, and alters the achievable network utility.
Under such coupling, optimizing only within layers will not be enough to achieve
the optimal network performance, but the congestion control, routing, and physical
layer control mechanisms need to be jointly designed.

In standard wired networks, the links correspond to physical cabling between
the nodes and the link capacities are fixed. On the other hand, in a wireless
network the links are logical constructions representing the possibility of reliable
communication between nodes. Since the physical medium is shared, the capacity
of each link depends on the amount of resources allocated to all other links, as well

33
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Figure 4.1: Node 1 and node 2 communicate with each other using communication
protocols, which can be conceptualized with the OSI reference model. The OSI ref-
erence model contains seven layers, where higher level layers use the functionality of
lower level layers.

as the ambient radio environment. There exist different principles of how to access
the shared medium. One example is that access is controlled using a repeated
schedule. Time is divided into slots (the schedule) and the nodes are assigned slots
when they are allowed to transmit one at a time. When one node is transmitting,
the others are waiting for their turn. This principle is called Time Division Multiple
Access (TDMA). It is also possible to improve this type of scheme by using the fact
that interference decrease with distance. Nodes that are far apart can be assigned
to transmit in the same slot without interfering with each other. This extension is
named Spatial reuse Time Division Multiple Access (STDMA). Another principle
is Frequency Division Multiple Access (FDMA), where the radio spectrum is split
into nonoverlapping channels. Each node is assigned a different frequency channel,
and since the other nodes are using other frequencies, there will be no interference.
In these two principles, the capacity of the links can be changed. In TDMA and
STDMA, a node can be assigned more slots or the slot length can be increased,
which will give more capacity. In FDMA, the bandwidth of the frequency channel
assigned to a node can be increased or the transmission power can be increased,
which will increase the capacity of the corresponding link.

Recently, network utility maximization (NUM) has emerged as a powerful frame-
work for studying such cross-layer issues (e.g., Kelly et al. (1998), Low and Lapsley
(1999), Xiao et al. (2004), Chiang (2005) and Lin and Shroff (2005)). Although
utility maximization is a mature subject in disciplines such as economics (e.g., Ar-
row and Hurwicz (1960)) its application to congestion control in data networks was
pioneered by Kelly et al. (1998) and by Low and Lapsley (1999). The initial work in
the networking literature focused on understanding various network control schemes
(e.g., TCP/AQM variants) in the fixed Internet as algorithms for solving a perfor-
mance optimization problem, but it has also been used to engineer new congestion
control schemes, notably TCP FAST. The literature on utility maximization for
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networks with fixed link capacities is vast, and it is fair to say that there is now
a relatively complete understanding of both equilibrium properties and of the dy-
namics of Internet congestion control (see e.g., Srikant (2004) for a recent survey).
During the last couple of years, the basic model has been extended to include the
effects of the physical layer and a number of cross-layer optimal protocols have
been suggested for different wireless technologies (e.g., Johansson and Johansson
(2005), Wang et al. (2005), Chiang (2005), Lin and Shroff (2005), and Soldati et al.
(2006)). However, one may argue that there has been limited innovation in terms
of theoretical tools; almost all protocols have been designed using variations of the
dual decomposition techniques employed in the initial work by Low and Lapsley.

We demonstrate how the decomposition techniques presented in Chapter 3 sug-
gest network architectures and protocols with different properties in terms of con-
vergence speed, coordination overhead and time-scales on which resource-updates
should be carried out. Moreover, the techniques allow us to find distributed so-
lutions to problems where the dual decomposition approach is not immediately
applicable. Although these ideas have been pursued by the authors in a sequence
of papers (Johansson and Johansson, 2005; Soldati et al., 2006), similar ideas have
recently and independently been put forward by Palomar and Chiang (Palomar
and Chiang, 2005). The key contribution is to show how the alternative decompo-
sition techniques can be applied to design novel distributed protocols for two wire-
less network technologies: networks with orthogonal channels and network-wide
resource constraints, and wireless networks where the physical layer uses spatial-
reuse TDMA.

The chapter is organized as follows. In Section 4.2, we present two networking
problems that will be solved. Section 4.3 discusses how the choice of decomposition
method can affect protocol properties and guide architectural considerations. Sec-
tion 4.4 reviews optimization flow control for networks with fixed link capacities.
In Sections 4.5 and 4.6, we show how the principles presented in Section 3.2 can
be used to devise distributed algorithms for two network scenarios. Considerable
attention is given to the design of distributed mechanisms for allocating resources
in the physical layer. Finally, Section 4.7 concludes the chapter with a summary.
Longer proofs are given in the Appendix.

4.2 Network Utility Maximization

We consider a communication network formed by a set of nodes located at fixed po-
sitions. Each node is assumed to have infinite buffering capacity and can transmit,
receive and relay data to other nodes across communication links. The network
performance then depends on the interplay between end-to-end rate selection in
the transport layer, routing in the network layer, and resource allocation in the
physical layer.

We model the network topology as a graph with L directed links shared by P
source-destination pairs, see Fig. 4.2 for an example network. To each source, we
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Figure 4.2: Example of a network with three nodes, two links, and two data flows.
The circles illustrate the nodes, the thick lines denote the directed links, and the dashed
lines denote the data flows.

associate an increasing and strictly concave function up(sp), which measures the

utility source p has of sending at rate sp, and let u(s) =
∑P

p=1 up(sp) denote the
aggregate utility. We assume that data is routed along fixed paths, represented by a
routing matrix R = [rlp] with entries rlp = 1 if source p uses link l and 0 otherwise.
Moreover, we let cl denote the capacity of link l. The optimal network operation
can be found by solving the network utility maximization problem

maximize
s,c

u(s)

subject to Rs ≤ c

s ∈ S

c ∈ C

(4.1)

in variables s and c. In words, the problem is to maximize aggregate utility by
jointly choosing s and c, subject to the constraint that the total traffic across
links must be below the offered link capacities (Rs ≤ c) and restrictions on the
admissible end-to-end rates and link capacities (s ∈ S, c ∈ C). Specifically, the
vector of end-to-end rates s must lie in a convex set S, typically on the form
S = {s| smin ≤ s ≤ smax} or S = {s| smin ≤ s}, while the capacity vector must
lie in the (convex) multi-user capacity region C of the system. Any pair (s, c)
that satisfies the constraints of (4.1) is said to be feasible, and corresponds to an
admissible network operation. We will make the following technical assumptions:

Assumption A. i) The network is connected. ii) The utility functions, up(sp),
are strictly concave, differentiable, increasing, and limsp→0 up(sp) = −∞. iii) The
problem is feasible and a strictly interior point exists.

The class of problems that fit into (4.1) is rather large, and to arrive at specific
results we will focus on two (still quite broad) particular cases of (4.1). These
problem classes are practically relevant and have an underlying structure that allows
us to go all the way from new theoretical tools to novel distributed solutions to the
utility maximization problem.
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4.2.1 Example: Networks with Orthogonal Channels and

Network-wide Resource Constraint

The model (4.1) is rather abstract, as it hides the complexity of optimizing the
link rate vector, e.g., allocating communications resources, such as time slots in a
transmission schedule, transmission rates, powers, and bandwidths. In some cases
it is therefore more natural to be explicit about the resource dependence on the
link rates, and use a model on the form

maximize
s,ϕ

u(s)

subject to Rs ≤ c(ϕ)

smin ≤ s
∑

l ϕl ≤ ϕtot

0 ≤ ϕ,

(4.2)

where s and ϕ have to be found to jointly maximize the aggregate utility, and
where the link capacities are assumed to depend on a resource that has a network-
wide constraint (

∑

l ϕl ≤ ϕtot). This formulation can model a wireless or optical
network that uses orthogonal channels and supports dynamic allocation of spec-
trum between transmitters. The total resource constraint complicates the problem
since the resource allocation has to be coordinated across the whole network. In
Section 4.5 we will demonstrate how the tools presented in Chapter 3 allow us to
develop distributed algorithms for solving the NUM problem with network-wide
resource constraints.

4.2.2 Example: Cross-layer Optimized Scheduling in STDMA

Wireless Networks

In some cases it is fruitful to keep the abstract formulation of (4.1) but to restrict
the capacity region to have some specific structure. One interesting example is

maximize
s,c

u(s)

subject to Rs ≤ c

smin ≤ s

c ∈ C1,

(4.3)

where s and c have to be found to jointly maximize the aggregate utility, and where
C1 is a convex polytope, the convex hull of a finite set of points in R

L. This seems
very similar to the original problem, but the switch to a convex polytope as the
feasible region, instead of only demanding the region to be convex, will prove to be
crucial. This model captures networks that employ (possibly spatial-reuse) TDMA.
Section 4.6 demonstrates how the tools in Chapter 3 applied to this model suggest
distributed mechanisms for constructing transmission schedules with multiple time
slots.
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4.3 Decomposition as Guiding Principle for Distributed

Cross-layer Protocol Design

Modern networked systems are designed for a trade-off between a multitude of
objectives, including optimality of performance, simplicity and flexibility in imple-
mentation, operation and maintenance, as well as robustness to uncertainties and
variations. Trying to master this complex trade-off often results in highly struc-
tured designs and implementations, such as the layered architecture of the OSI
reference model.

The approach advocated in this work relies on a mathematical network model
that exposes the key interconnections between the network layers. Based on this
model, we formulate the optimal network operation under user cooperation and
cross-layer coordination as a global network utility maximization problem. To
transform the centralized optimization problem into distributed protocols, we must
find efficient ways for guiding different network elements towards the common goal.
Inspiration for such coordination schemes can be found in mathematical decompo-
sition techniques. Applying decomposition techniques to the global optimization
problem allows us to identify critical information that needs to be communicated
between nodes and across layers, and suggests how network elements should react
to this information in order to attain the global optimum. In many cases, the un-
derlying structure is such that these optimal rate and resource allocation schemes
suggested by the decomposition schemes reside in separate networking layers. The
layers are only loosely coupled via a set of critical control parameters. It turns out
that the basic analysis suggests that these parameters are the Lagrange multipliers
of the optimization problem.

The idea of decomposition applied to layers is not entirely new, but has appeared
in many papers during the last couple of years. However, the focus has been
almost exclusively on using dual decomposition techniques. As we will see below,
there are several complementary techniques that give rise protocols with alternative
properties, or allow us to find distributed algorithms to problems where the dual
decomposition approach is not immediately applicable.

An underlying assumption of this work is that if a solution procedure of de-
composition type has mathematical convergence, then it corresponds to a possible
network architecture. Inspired by Holmberg (1994), we can take a step further and
make a conjecture that a computationally efficient solution method corresponds to
a better way of organizing the networking stack than what a less computationally
efficient method does.

The decomposition schemes allow us to develop network architectures and proto-
cols with different properties in terms of convergence speed, coordination overhead
and the time-scale on which various updates should be carried out. In addition,
they allow us to find distributed solutions to problems where the dual decomposi-
tion approach is not immediately applicable.

A crucial observation is that the link capacities c (or the resource allocation ϕ)
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are complicating variables in the sense that if the link capacities are fixed, (4.1) is
simply an optimization flow control problem which can be solved using the tech-
niques in Kelly et al. (1998) and Low and Lapsley (1999).

4.4 Optimization Flow Control

Since optimization flow control will be a basic building block in our novel schemes,
this section contains a brief review of the work in Kelly et al. (1998) and Low and
Lapsley (1999), see also Example 4 in Chapter 2. A key assumption is that the
optimal bandwidth sharing mechanism solves the NUM problem

maximize
s

∑

p up(sp)

subject to Rs ≤ c

s ∈ S,

(4.4)

where the link capacity vector, c, is assumed to be fixed. A distributed solution
to this problem can be derived via dual decomposition. Introducing Lagrange
multipliers λ for the coupling constraints and forming the Lagrangian as in (3.7),
one finds that the dual function

g(λ) = max
s∈S

∑

p

{

up(sp) − sp

∑

l

rlpλl

}

+
∑

l

λlcl

is separable in end-to-end rates sp, and can be evaluated by letting sources optimize
their rates individually based on the total congestion price along the end-to-end
path, i.e., by letting

sp = arg max
zp∈S

up(zp) − zp

∑

l

rlpλl. (4.5)

Moreover, the dual problem can be solved by the projected gradient iteration

λ
(k+1)
l = PΛ

{

λ
(k)
l + α(k)

(
∑

p

rlps
(k)
p − cl

)}

,

where α(k) is the step size. Note that links can update their congestion prices based
on local information: if the traffic demand across link l exceeds capacity, the con-
gestion price increases; otherwise it decreases. Convergence of the dual algorithm
has been established in Low and Lapsley (1999). As argued in Low and Lapsley
(1999) and Low (2003), the equilibrium points of a wide range of TCP protocols
can be interpreted in terms of sources maximizing their marginal utilities (utilities
minus resource costs). Link algorithms generate prices to align the sources’ selfish
strategies with the global optimum. Most of the common TCP/AQM variants can
be identified with different utility functions and laws for updating the link prices.
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In the remaining parts of this chapter, we will demonstrate how the decompo-
sition techniques reviewed in Section 3.2 allow us to extend the optimization flow
control procedure to deal with the joint end-to-end rate and resource allocation
problem for the network scenarios described in Section 4.2.

4.5 Networks with Orthogonal Channels and Network-wide

Resource Constraint

As a first application, we consider the design of utility maximizing protocols for
systems with orthogonal channels and a global resource constraint in the physical
layer.

4.5.1 Optimality Conditions and Decomposition Approaches

The problem formulation (4.2) can be simplified using the properties of the optimal
point under the following assumptions

Assumption B. i) The channel capacities c(ϕ) are strictly concave, twice differ-
entiable, increasing, and c(0) = 0. ii) Each row and column of the routing matrix
R contains at least one positive entry. iii) smin > 0. iv) The problem is strictly

feasible, i.e.,
∑L

l=1

(

c−1
l (
∑P

p=1Rlp(smin + ε))
)

< ϕtot for some ε > 0.

The routing matrix assumption implies that all sources are assumed to be send-
ing and all links are used by at least one source. The assumption on smin and ϕtot

means that ϕtot is large enough to allow all sources to send just above the minimum
sending rate using the links indicated by the routing matrix. The optimal point
can then be characterized as follows:

Proposition 4.5.1. Under assumptions A and B, the optimal point, (s?, ϕ?, λ?),
to (4.2) is characterized by







∑

l ϕ
?
l = ϕtot

Rs? = c(ϕ?)

λ?
l c

′
l(ϕ

?
l ) = ν?, l = 1, ..., L

ϕ?
l ≥ ϕmin > 0, l = 1, ..., L

s?
p ≥ smin, p = 1, ..., P.

(4.6)

Proof. See the proof section in the Appendix.

Thus, in the optimal solution to (4.2), the common resource is fully utilized,
all links are bottlenecks and the marginal link revenues λ?

l c
′
l(ϕ

?
l ) are equal. One

consequence of this is that it is possible to consider a simpler, but equivalent,
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problem

maximize
x,ϕ

u(s)

subject to Rs ≤ c(ϕ)

smin ≤ s ≤ smax
∑

l ϕl = ϕtot

ϕmin ≤ ϕ.

(4.7)

The problems (4.2) and (4.7) are equivalent in the sense that they share the same
optimal solution. The crucial change is that

∑

l ϕl ≤ ϕtot has been changed to
∑

l ϕl = ϕtot. Moreover, some bounds have been introduced; the upper bound,
smax, on s and the lower bound ϕmin, on ϕ are technical conditions that do not
change the optimal point but make the analysis simpler. This simpler problem will
be solved using two approaches, dual and primal decomposition. We also introduce
the sets S = {s|smin ≤ s ≤ smax} and Φ = {ϕ|ϕmin ≤ ϕ,

∑

l ϕl = ϕtot}.

Dual Approach

Introducing Lagrange multipliers, λl, l = 1, . . . , L, for the capacity constraints in
(4.7), we form the partial Lagrangian

L(s, ϕ, λ) =
∑

p

up(sp) − λᵀ(Rs− c(ϕ))

and the associated dual function

g(λ) =max
s∈S

{
∑

p

up(sp) − λᵀRs

}

︸ ︷︷ ︸

Network subproblem

+ max
ϕ∈Φ

λᵀc(ϕ).

︸ ︷︷ ︸

Resoure allocation
subproblem

Thus, the dual function decomposes into a network subproblem and a resource
allocation subproblem. The network subproblem is identical to the end-to-end rate
allocation problem in optimization flow control (4.5), while distributed solutions
for the resource allocation second subproblem will be developed in Section 4.5.2.
Since the link capacities are assumed to be strictly concave, the partial Lagrangian
is strictly concave in (s, ϕ) and the dual function is differentiable (Bertsekas, 1999,
Proposition 6.1.1) and

∇g(λ) = c(ϕ?(λ)) −Rs?(λ).

Similarly to optimization flow control, the dual problem (3.8) can be solved using
the projected (sub)gradient iteration

λ
(k+1)
l = PΛ

{

λ
(k)
l − α(k)(cl(ϕ

(k)
l ) − [Rs(k)]l)

}

, (4.8)
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Algorithm 4 Dual

1: Let k = 0, λ(0) � 0.
2: loop

3: Solve the network subproblem using (4.5) for λ(k) to get s(k).
4: Solve the resource allocation subproblem using an algorithm from Sec-

tion 4.5.2 for λ(k) to get ϕ(k).
5: Get λ(k+1) via (4.8).
6: Let k = k + 1.
7: end loop

where the step sizes, α(k), fulfill (3.10) and PΛ(·) denotes projection on the positive
orthant. This update can be carried out locally by links based on their current
excess capacities. The optimization problem (4.7) can be solved with Algorithm 4,
as shown in the following proposition.

Proposition 4.5.2. Under assumptions A and B, Algorithm 4 with step sizes
fulfilling (3.10), e.g., α(k) = 1/k, converges to the optimal solution to (4.2), i.e.,
limk→∞ ϕ(k) = ϕ?, limk→∞ s(k) = s?, limk→∞ λ(k) = λ?.

Proof. See the proof section in the Appendix.

Note that the optimal resource allocation and source rates can be found in
parallel, but the optimal solutions to both subproblems should be found before
the dual variables are updated. From a practical perspective, even disregarding
potential synchronization issues, this approach has the disadvantage that resource
allocations have to be done at a fast time-scale and that the resource allocation
algorithm (at least in the most basic analysis) has to be executed to optimality
before the dual variables can be updated.

Primal Approach

As an alternative, we apply primal decomposition and re-write (4.7) as

maximize
ϕ

ν(ϕ)

subject to ϕ ∈ Φ,
(4.9)

where we have introduced

ν(ϕ) = max
s∈S

{u(s)|Rs ≤ c(ϕ)} . (4.10)

Note that ν(ϕ) is simply the optimal network utility that can be achieved by opti-
mization flow control under resource allocation ϕ. Consequently, to evaluate ν(ϕ)
we can fix the resource allocation and execute the distributed optimization flow
control until convergence.
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Algorithm 5 Primal

1: Let ϕ(0) � 0 and k = 0.
2: loop

3: Fix the resource allocation and let the congestion control scheme solve (4.10)
for ϕ(k) to get a subgradient.

4: Get ϕ(k+1) via (4.11) and perform the distributed projection using an algo-
rithm from Section 4.5.2.

5: Let k = k + 1.
6: end loop

Before attempting to solve the problem (4.9), we will establish some basic prop-
erties of ν(ϕ).

Proposition 4.5.3. Under assumptions A and B, ν(ϕ) is concave and a subgradi-
ent, h(ϕ), of ν(ϕ) at ϕ is given by

h(ϕ) =
(

λ1c
′
1(ϕ1) · · · λLc

′
L(ϕL)

)

,

where λl are optimal Lagrange multipliers for the capacity constraints in (4.10).

Proof. See the proof section in the Appendix

Since a subgradient of ν is available, it is natural to use a projected subgradient
algorithm

ϕ(k+1) = PΦ

{

ϕ(k) + α(k)h(ϕ(k))
}

, (4.11)

with diminishing step size, α(k), fulfilling (3.10). Here PΦ{·} denotes distributed
projection on the set Φ, i.e., solves the following projection problem in a distributed
fashion

maximize
ϕ

−||ϕ− ϕ0||22

subject to ϕ ∈ Φ.

The projection problem has a separable concave objective function since −||ϕ −

ϕ0||22 =
∑L

l=1 −(ϕl − ϕ0
l )

2, and the projection problem can be solved using the
techniques in Section 4.5.2.

Proposition 4.5.4. Under assumptions A and B, Algorithm 5 with step sizes
according to (3.10), e.g., α(k) = 1/k, converges to the optimal solution to (4.2), i.e.
limk→∞ ϕ(k) = ϕ?, limk→∞ s(k) = s?.

Proof. See the proof section in the Appendix.
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The primal method relies on solving the optimization flow problem on a fast
time-scale and performing incremental resource updates in an ascent direction of the
total network utility on a slower time-scale. The source rate and link price updates
are carried out in a distributed way, similarly to optimization flow control. As we
will show next, the resource update can be performed in a distributed manner that
only relies on communication and resource exchanges between direct neighbors. Put
together, this results in a completely distributed algorithm for the network utility
maximization problem.

4.5.2 Solving the Resource Allocation Subproblem

Two problems remain to be solved: the resource allocation subproblem in the dual
approach

maximize
ϕ

∑L
l=1 λlcl(ϕl)

subject to ϕ ∈ Φ,

and the distributed projection in the primal approach

maximize
ϕ

∑L
l=1 −(ϕl − ϕ0

l )
2

subject to ϕ ∈ Φ.

Both problems are on the form of (3.2), which once again is

maximize
ϕ

∑L
l=1 fl(ϕl)

subject to
∑L

l=1 ϕl = ϕtot

ϕl ≥ ϕmin, l = 1, ..., L.

The properties of the optimal solution to this problem was presented in Section
3.1.1. We present two algorithms that solve (3.2): the weighted gradient approach
and the direct negotiation approach.

Weighted Gradient Approach

The algorithms in Ho et al. (1980) and Xiao and Boyd (2003) solve (3.2) under
the assumptions that fl(·) are concave, twice continuously differentiable, with the
second derivative bounded below and above, ml ≤ f ′′l (ϕl) < 0, with ml known. The
algorithm presented in Ho et al. (1980) can also handle non-negativity constraints
on resources by identifying the components of ϕ that will be zero at optimality
and finding an appropriate starting point. The resource updates rely on nearest
neighbor communication only, and can be written in vector form as

ϕ(k+1) = ϕ(k) +W∇f(ϕ(k)). (4.12)
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The limitation that links should only be allowed to communicate and exchange
resources with its neighbors turns up as a structural constraint on W . Furthermore,
we require that 1ᵀW = 0, which implies that new resource allocations will remain
feasible (since 1ᵀϕ(k+1) = 1ᵀϕ(k) + 1ᵀW∇f(ϕ(k)) = 1ᵀϕ(k)). A simple way of
guaranteeing convergence is that W should satisfy the following conditions (the
Metropolis weight scheme from Xiao and Boyd (2003))







Wij =−min
{

1
|N (i)|mi

, 1
|N (j)|mj

}

+ ε, j ∈ N (i)

Wii = −
∑

j∈N (i)Wij

Wij = 0, otherwise,

where ε is a small positive constant and N (i) is the set of neighboring links to i.
The idea that nodes should give away resources to neighbors that have better

use for them is very intuitive. In for example Antal et al. (1998), a similar scheme,
based on heuristics, is suggested to be used in dynamic synchronous transfer mode
optical networks. In this scheme, the nodes have tokens that give them right to
a certain bandwidth. The nodes are suggested to transfer tokens to a neighbor
that have more use of the bandwidth; more precisely, a token is transferred if the
expression |(priority of node i) · (free channels of node i + 1) − (priority of node
i+1)·(free channels of node i)| decreases by a token transfer. The weighted gradient
algorithm gives a justification for this heuristic, and provides a precise definition of
the priorities.

Direct Negotiation Approach

As an alternative, the resource allocation problem (3.2) can be solved via direct
negotiation. This scheme requires the network to be ordered in a ring structure
(or, in fact, any other structure providing order). A similar structure is also needed
for determining a starting point that guarantees non-negativity of the iterates of
the weighted gradient method (Ho et al., 1980).

The approach is based on the so-called waterfilling method, see e.g., Boyd and
Vandenberghe (2004). The idea is to use the optimality conditions given in Sec-
tion 3.1.1. More specifically, we use an algorithm that finds ψ? (see Section 3.1.1).
We define

hi(ψ) =







ϕtot, if ψ < f ′i(ϕtot)

(f ′i)
−1

(ψ), if f ′i(ϕtot) ≤ ψ < fi(0)

0, if f ′i(0) ≤ ψ.

Note that hi(·) is a continuous function, decreasing in ψ and that the inverse
of f ′i(ϕi) is well-defined since fi(ϕi) is strictly concave. Also introduce h(ψ) =
∑

i hi(ψ), which is a sum of decreasing continuous functions, hence h(ψ) is also
continuous and decreasing. Now, the waterfilling method finds ψ? such that

h(ψ?) = ϕtot (4.13)
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A lower bound for ψ? is ψ = mini f
′
i(ϕtot), and an upper bound is ψ = maxi f

′
i(0),

so ψ ≤ ψ? ≤ ψ. Since h(ψ) is continuous and decreasing in ψ, we can use binary

search to find ψ? that fulfills (4.13). Start with taking ψ = (ψ + ψ)/2. If h(ψ) is

below ϕtot then set the upper bound to ψ, i.e., ψ = ψ, but if h(ψ) is above ϕtot

then set the lower bound to ψ, i.e., ψ = ψ. Repeat until (4.13) is satisfied with
desired accuracy.

The algorithm can be executed in a distributed way: one node takes the lead
and announces the initial value of ψ. The node forwards the current value of ψ and
the sum of claimed resources to the next node in the structure. After a complete
cycle, the total sum of requested resources is available and the search interval for
ψ? can be cut in half as above. The process is repeated until the desired accuracy
is achieved.

4.5.3 Numerical Results

To illustrate the performance of the approaches, we apply the dual and the primal
algorithms to a sample eight-node network used in Johansson and Johansson (2005).
The channel capacities are chosen to be the Shannon capacities and the resource is
channel bandwidth

cl(ϕl) = ϕl log(1 +
βl

ϕl
).

These capacities fulfill Assumption B, since limϕl→0 cl(ϕl) = 0 and c′′l (ϕl) < 0 when
ϕl > 0. The utility functions are logarithmic,

up(sp) = log(sp).

The routing matrix is not of full rank, but each row and column contain at least
one positive entry. Assumptions A and B are fulfilled for this example.

Solving the optimization problem with the primal and the dual algorithms yields
the results in Figure 4.4. Both algorithms are converging to the optimal point. The
dual algorithm descends in a smoother fashion, which can be explained by that the
dual function is differentiable. However, the dual algorithm seems to be sensitive
to the starting point and the initial step size (this cannot be seen in the current
plot): if either of these is badly adjusted the convergence rate can be significantly
reduced. Moreover, the iterates are only primal feasible in the limit. The primal
algorithm exhibits the typical subgradient method behavior, i.e., the descent is not
monotone. However, this algorithm seems to be more robust with respect to the
starting point and initial step size, and the iterates are always primal feasible.

4.6 Cross-layer Optimized Scheduling in STDMA Wireless

Networks

Our second application considers network utility maximization of wireless networks
that employ spatial-reuse TDMA (STDMA). STDMA is a collision-free access



4.6. STDMA Wireless Networks 47

0 0.2 0.4 0.6 0.8 1

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 4.3: The node placement of the example network. The filled circles denote the
nodes and the arcs indicate the links in the network.

scheme that allows spatially separated radio terminals to transmit simultaneously
when the interference they incur on each other is not too severe. We will con-
sider a particular instance of STDMA networks that offers a single communication
rate, ctgt, to all links that obey both primary and secondary interference con-
straints. The primary interference constraints require that a node communicates
with at most one other node at a time (these constraints are typically imposed by
the underlying technology, e.g., nodes equipped with omnidirectional antennas and
no multi-user detectors). The secondary interference constraints require that the
signal-to-interference and noise ratios at the receivers of active links exceed a target
value

GllPl
(

σl +
∑

j 6=lGljPj

) ≥ γtgt.

Here, Pl is the transmit power of link l, σl is the thermal noise power at the receiver
of link l, and Glj denotes the effective power gain from the transmitter of link j
to the receiver of link l. We say that a set of links is a feasible transmission group
if there is a power allocation such that all links in the set obey the primary and
secondary interference constraints. Associated to each feasible transmission group
is a feasible link capacity vector where cl = ctgt for all links l in the group and cl = 0
otherwise. By time-sharing over a large number of time slots, we can achieve any
average link capacity vector in the convex hull of the feasible link capacity vectors.
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Figure 4.4: The norm of the resource allocation minus the optimal resource allocation
versus main loop iterations for the dual and primal algorithms.

4.6.1 Decomposition Approaches

It is important to understand that the classical approach of dual decomposition
cannot be used for computing a schedule. The main reason is that the dual function

g(λ) = max
s∈S

{u(s) − λᵀRs} + max
c∈C1

{λᵀc}

is linear in cl and will return a single transmission group in each iteration. Since
each transmission group only activates a few links, many links will have zero rates
until the next iteration of the algorithm can be carried out by the system and
a new transmission group activated. If the communication overhead for solving
the scheduling subproblem is negligible, it may be viable to perform the schedul-
ing computations in each time slot. However, as we will see below, negotiating
for transmission rights and adjusting transmission powers may require substantial
overhead in interference-limited systems. It is then more attractive to maintain
a transmission schedule with multiple time slots and update the schedule less fre-
quently. As it turns out, a distributed algorithm for computing an asymptotically
optimal schedule can be derived either via mean value cross decomposition or primal
decomposition combined with a conditional gradient method.

For technical reasons (compactness), we have to add the requirement that c ≥
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cmin to (4.3). The problem becomes

maximize
s,c

u(s)

subject to Rs ≤ c,

s ∈ S

cmin ≤ c

c ∈ C1.

(4.14)

If cmin is chosen sufficiently small (this requires that smin is sufficiently small as
well), then the modified problem will have the same optimal solution as the original
one. Simulations indicate that if cmin is small, it can in fact be neglected.

Mean Value Cross Approach

First we use a mean value cross decomposition approach to solve this modified
problem (4.14). Recall that the mean value cross decomposition alternates between
the primal and dual subproblems using the average values of the computed iterates
as inputs. The primal subproblem

maximize
s

u(s)

subject to Rs ≤ c(k)

s ∈ S

(4.15)

gives the optimal Lagrange multipliers λ(k) for the capacity constraints, while the
(relevant part of the) dual subproblem

maximize
c

cᵀλ
(k)

subject to c ∈ C1

cmin ≤ c

(4.16)

yields c(k). Since the primal subproblem is an instance of optimization flow control,
mean value cross-decomposition suggests the following approach for solving the net-
work utility maximization problem (4.14): based on an initial schedule, we run the
TCP/AQM scheme until convergence (this may require us to apply the schedule
repeatedly). We refer to this phase as the data transmission phase. Nodes then
record the associated equilibrium link prices for their transmitter queues and main-
tain their average values in memory. During the subsequent negotiation phase,
described more in detail in Section 4.6.2, we try to find the transmission group
with largest average price-weighted throughput (solving (4.16)). We then augment
the schedule with the corresponding link capacity vector (effectively increasing the
number of time slots in the schedule by one). If the time slots are of equal length,
the offered link capacities of the resulting schedule will equal the average of all
computed transmission groups. The procedure is then repeated with the revised
schedule. Our algorithm is summarized in Algorithm 6.
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Algorithm 6 MVC

1: Let k = k0 and c(k0) � cmin.
2: loop

3: Solve (4.15) for c(k−1) to obtain λ(k) and compute λ
(k)

.

4: Solve (4.16) for λ
(k−1)

to obtain c(k).
5: Augment the schedule, compute c(k), and let k = k + 1.
6: end loop

Proposition 4.6.1. Under Assumption A and that the scheduling subproblem can
be solved to optimality, Algorithm 6 converges to the optimal solution to (4.14), i.e.,
limk→∞ c(k) = c?.

Proof. See the proof section in the Appendix.

Note that an initial schedule can be constructed by letting k0 = L and using
a pure TDMA schedule. Our theoretical analysis applies to the case when we
augment the schedule indefinitely, while in practice one would like to use schedules
with limited frame length. Some suggestions for how the basic scheme can be
adopted to this case can be found in Soldati et al. (2006). Although we do not have
any theoretical results for computing schedules of fixed frame length, simulations
reported in Soldati et al. (2006) indicate that the method can indeed be adopted
to this case.

Conditional Gradient Approach

We also use a primal approach, more specifically a conditional gradient approach, to
devise an algorithm for solving the modified problem (4.14). To prove convergence
of the algorithm we need the following additional assumptions.

Assumption C. i) All links are bottlenecks. ii) The routing matrix has full row
rank. iii) The scheduling subproblem can be solved to optimality.

The first assumption can be fulfilled by requiring that all links have at least one
flow using only that link. The second assumption is a bit more restrictive compared
to the assumptions needed for convergence of the MVC approach. But in the primal
case, we do not need to use the mean prices, which can lead to faster convergence.

We re-write the network utility maximization problem as

maximize
c

ν(c)

subject to cmin ≤ c

c ∈ C1,

where

ν(c) = max
s∈S

{u(s) | Rs ≤ c} .
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For a fixed link capacity vector c, the function ν(c) can be evaluated via the opti-
mization flow control algorithm, i.e., by letting the optimization flow control scheme
converge. As shown in Appendix, under certain assumptions ν(c) is differentiable
with respect to c with derivative λ, (the equilibrium link price vector for the net-
work flow subproblem). Thus, in order to update the schedule and hence the link
capacity vector c, it is natural to add the transmission group computed by the
scheduling subproblem

maximize
c

(λ(k))ᵀc

subject to c ∈ C1

cmin ≤ c

(4.17)

to the schedule. Effectively, this corresponds to a conditional gradient step in the
ascent direction of ν(c) (see Appendix). The augmented schedule is then applied
to the system and the optimization flow control scheme is run until convergence
before the procedure is repeated. To describe the algorithm in detail, let c(k) be
the transmission group computed in step k and let c(k) denote the average link-rate
vector for a schedule consisting of k time-slots of equal length, i.e.,

c(k) =
1

k

k∑

t=1

c(t).

For technical reasons we previously added the constraint cmin ≤ c, but in this
approach we only need the constraint cmin ≤ c̄ (which is less conservative). This
modified scheduling problem is

maximize
c(k)

(λ(k))ᵀc(k)

subject to c(k) ∈ C1

c(k) ≥ cmin

(4.18)

in the variable c(k). This problem is almost the same as in the section on mean value
decomposition, and an approximate solution method is presented in Section 4.6.2.
Simulations indicate that the iterates c(k) do not tend to zero, and in practice the
constraint c(k) ≥ cmin seems to be unnecessary and it can probably be neglected.

Our algorithm is summarized as Algorithm 4.6.1. An initial schedule can, for
example, be constructed by letting k0 = L and using a pure TDMA schedule.

This type of decomposition scheme falls into the class of cross decomposition
methods (Holmberg, 1994) or conditional gradient methods. Relatively little is
known about the convergence of these methods, and no results seems to be available
in the literature about the convergence of our scheme.

Proposition 4.6.2. Under Assumption A and Assumption C, Algorithm 6 con-
verges to the optimal solution to (4.14), i.e., limk→∞ c(k) = c?.
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Algorithm 7 Conditional Gradient

1: Let k = k0 and c(k0) � 0.
2: loop

3: Evaluate ν(c(k)) by solving the optimization flow control problem (4.4), and
let λ(k) be the associated equilibrium link prices.

4: Compute a new transmission group c(k+1) by solving the scheduling subprob-
lem (4.18) for λ(k).

5: Augment the schedule with this transmission group and compute the associ-
ated c(k+1).

6: Let k = k + 1.
7: end loop

Proof. See the proof section in the Appendix.

As stated before, the lower limit, cmin, on c̄ does not seem to be necessary. We
have the following conjecture:

Conjecture 4.6.3. Under Assumption A and Assumption C, but without the ex-
plicit enforcement of c̄ ≥ cmin, then Algorithm 6 converges to the optimal solution
to (4.14), i.e., limk→∞ c(k) = c?.

4.6.2 Solving the Scheduling Subproblem

The final component of a distributed solution to the NUM problem for STDMA
networks is a distributed mechanism for solving the scheduling subproblems (4.16)
and (4.18) (they are the same since the constraints cmin ≤ c and c(k) ≥ cmin are
neglected) in each negotiation phase. Although a fully distributed scheme that
solves the subproblem to optimality appears out of reach, a suite of suboptimal
schemes have been proposed and investigated in Soldati et al. (2006). We will
outline one of these approaches below.

Since the scheduling subproblems (4.16) and (4.18) are linear in cl, an optimal
solution can always be found at a vertex of the capacity region, i.e., among one of the
feasible transmission groups. We will consider a distributed solution that is based
on two logical steps: first, a candidate transmission group is formed by trying to
maximize the objective function subject to primary interference constraints only;
then, transmitters adjust their powers to allow the most advantageous subset of
candidate links to satisfy the secondary interference constraints. Clearly, some links
may need to drop out of the candidate set during the power negotiation phase, and
the resulting transmission group may be suboptimal.

The candidate group formation is based on the observation that the primary
constraints are satisfied if only one link in each two-hop neighborhood is activated.
In an attempt to maximize the objective of the dual subproblem, the link with the
highest average link price in a two-hop neighborhood will assign itself membership
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to the candidate set. To allow links to make this decision, we assume that the
transmitters of each link forwards information about its link price to the receiving
node. By collecting the maximum link prices from its neighbors, each node can
decide if one of its own transmitters should enter the candidate set or remain silent.

Once a link has identified itself as a member of the candidate set, it will start
contending for transmission rights. In our approach, links enter the transmission
group one-by-one, adjusting their transmit powers to maximize the number of links
in the transmission group. The approach exploits the properties of distributed
power control with active link protection (DPC/ALP) (Bambos et al., 2000). The
DPC/ALP algorithm is an extension of the classical distributed power control algo-
rithms (e.g., Foschini and Miljanic (1993)) which maintains the quality of service of
operational links (link protection) while allowing inactive links to gradually power
up in order to try to enter the transmission group. As interference builds up, ac-
tive links sustain their quality while new ones may be blocked and denied channel
access. The DPC/ALP algorithm exploits local measurements of SINRs at the re-
ceivers and runs iteratively. To describe the algorithm, we introduce A and I as
the set of active and inactive links, and let γl be the measured SINR on link l. The
DPC/ALP algorithm operates by updating the transmit powers Pl according to

P+
l =

{

δPlγ
tgt/γl if l ∈ A

δPl if l ∈ I,
(4.19)

where δ > 1 is a control parameter and P+
l denotes the next iterate of Pl. Links

change status from inactive to active when their measured SINR exceeds the target.
Inactive nodes that consistently fail to observe any SINR improvement enters a
voluntary drop-out phase and go silent (see Bambos et al. (2000) for details).

The negotiation phase is initialized by letting I equal the candidate set and
letting A be empty. Links then execute the DPC/ALP algorithm. To increase the
likelihood of forming a transmission group with high price-weighted throughput, we
let links wait a random time before starting to execute the DPC/ALP algorithm.
The waiting probability is a decreasing function of the link price, so that highly
loaded links will tend to start ramping up transmit powers before lightly loaded
ones (and thus, have increased chances to obtain transmission rights). At the end
of the negotiation phase, A constitutes a feasible transmission group.

4.6.3 Numerical Results

We now demonstrate the typical performance of Algorithm 6 by applying it to
the hypothetical indoor wireless LAN scenario described in Johansson and Xiao
(2003). Figure 4.6 shows the objective value versus schedule length. The MVC
algorithms start with an initial schedule consisting of an equal time slot length
TDMA schedule. The solid line is the optimal (variable time slot length) TDMA
schedule, the dashed line is the optimal performance computed using the off-line
approach described in Johansson and Xiao (2003), the dotted line is the MVC
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Figure 4.5: The node placement of the example network. The filled circles denote the
nodes and the arcs indicate the links in the network.

algorithm with the subproblem solved to optimality, and finally the dash-dotted line
is the MVC algorithm with the DPC/ALP approach to solve the resource allocation.
The MVC based algorithms perform significantly better than the optimal (variable
time slot length) TDMA schedule, and they tend to the optimal value.

4.7 Summary

This chapter has used the decomposition techniques presented in Chapter 3 to
design utility-maximizing mechanisms for two networking technologies.

The algorithms presented in this chapter are synchronized and finding exten-
sions to asynchronous versions are important. However, it seems to be quite hard to
devise asynchronous algorithms for the NUM optimization problems. More specif-
ically, we deal with problems where we have constraints of the type

∑N
i=1 xi = xtot

combined with x ≥ 0. If we only had one of the constraints, then this constraint
would not be a problem. We also have another problem: in the algorithms we
use, the step size is diminishing, but the available asynchronous framework (see
Chapter 2) demands that the iterations do not depend on the iteration number.

The algorithm used for the STDMA network is based on that the schedule is
augmented indefinitely, which is not practical. In practice the schedule length is
fixed. The most natural way of addressing this potential problem is to remove the
oldest slot and replace it with a new slot. The performance loss should be quantified
and also bounded if possible.

Although the theory for network utility maximization is evolving quickly, much
work remains to be done. This includes developing better tools for analyzing pro-
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Figure 4.6: Network utility as function of schedule length for a number of alternative
schemes.

tocol dynamics to guarantee stable and efficient system behavior, and improved
support for understanding the dependencies that the protocols introduce between
networking layers. On the practical side, complete implementations of the NUM-
based protocols should be developed and their performance should be assessed in
network simulators under realistic traffic and radio models, bringing the theory one
step closer to real-world deployments.





Chapter 5

Distributed Model Predictive Consensus

T
he different subsystems in a networked system often need to agree on some
common values, i.e., reach consensus, in order to cooperate. This chapter
introduces a novel consensus negotiation scheme and some variants.

5.1 Background and Related Work

The problem of cooperatively controlling a system comprised of a large number
of subsystems has attracted substantial attention in the control and robotics com-
munities. An emerging problem is the so called consensus problem, see for ex-
ample (Jadbabaie et al., 2003; Olfati-Saber and Murray, 2004; Cortés et al., 2004;
Smith et al., 2005) and the references therein. The consensus problem consists
of designing distributed control strategies such that the output of the subsystems
asymptotically converges to a common value. Usually, the common value is one of
the following three: it is the average of the subsystems’ states, it is specified a pri-
ori, or the common value per se does not matter as long as it is reached. Typically,
the subsystems are modelled by identical first-order systems and they communicate
over a fixed or time-varying communication network (Jadbabaie et al., 2003; Olfati-
Saber and Murray, 2004; Cortés et al., 2004; Carli et al., 2005). In this chapter we
study the consensus problem in a different setting. In particular, we assume that
the subsystems are described by linear difference equations, possibly time-varying
and different for each subsystem, that the inputs are constrained and that a lin-
ear combination of the states needs to converge to a common value, the consensus
point, after a fixed time. The consensus point is not specified in advance, but it is
negotiated by the subsystems so that a cost index is optimized.

In order to accommodate all the constraints a distributed model predictive con-
trol (MPC) strategy is used to design the controller and to determine an optimal
consensus point. In distributed MPC, a static finite-horizon optimization problem
is decomposed into a set of subproblems, each solved by an individual agent. The
coordination of the subproblems is, generally, achieved by an active communication,
or sensing, among the agents (Camponogara et al., 2002).

57
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Distributed MPC for coordinating swarms of mobile vehicles was recently pro-
posed in the literature. Distributed MPC strategies for steering vehicles to a stable
formation are studied in Dunbar and Murray (2004, 2005); Borrelli et al. (2005).
In Dunbar and Murray (2004, 2005) the authors propose a scheme where the equi-
librium is given a priori, while in Borrelli et al. (2005) the models and constraints
of the other agents are needed in order for each agent to solve its optimal control
problem. In this chapter we consider less restrictive setups.

The main contribution of this chapter is to propose a decentralized control
strategy that yields consensus in fixed time. In this solution, subsystems can be
described by arbitrary linear difference equations and be subject to convex input
constraints, while only suggested consensus points need to be communicated be-
tween agents. Contrary to related proposals, the subsystems do not need any model
of the dynamics of its team mates, nor exchange complete planned trajectories. We
explore various communication, computation, and control structures, and demon-
strate the performance of the algorithms by numerical examples.

The chapter is organized as follows. In Section 5.2 we formally define the subsys-
tem models and the distributed model predictive control problem. In Section 5.3 it
is shown how primal decomposition techniques and incremental subgradient meth-
ods allow us to find a distributed solution to this consensus problem, in which
each subsystem performs individual planning of its trajectory and exchanges criti-
cal information with neighbors only. We explore different computation and control
structures needed in order to cope with disturbances and changes in the system
configuration in Section 5.4. The performance of these structures are demonstrated
by numerical examples in Section 5.5. Finally, Section 5.6 concludes the chapter.

5.2 Problem Formulation

Consider N > 1 subsystems whose dynamics are described by the following discrete
time state equations

xi(t+ 1) = Aixi(t) +Biui(t)

yi(t) = Cixi(t) , i = 1, . . . , N ,

where Ai ∈ R
ni×ni , Bi ∈ R

ni×pi and Ci ∈ R
si×ni . We assume that the inputs are

constrained according to

ui(t) ∈ Ui := {v : ui ≤ v ≤ ui}, (5.1)

where ui, ui ∈ R
pi and the inequalities are elementwise.

Let T > 0 be a finite and fixed time. We want to find a sequence of inputs
ui(0), . . . , ui(T − 1), with i = 1, . . . , N and ui(t) ∈ Ui for all t = 0, . . . , T − 1, such
that

yi(T ) = θ, (5.2)
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where θ ∈ Θ is the consensus point and Θ is a given convex and compact set. In
other words, we are seeking a control sequence and a consensus point so that in
fixed time we reach that consensus point, meaning that all the outputs are equal
at time T .

In order for (5.2) to hold, the outputs need to have the same dimensions, i.e.,
we require that si = s for all i. We assume that the following cost function is
associated to the i-th system,

Vi(yi(t), ui(t), θ) = (yi(t) − θ)
ᵀ
Qi (yi(t) − θ)

+ ui(t)
ᵀRiui(t), (5.3)

where Qi ∈ R
s×s and Ri ∈ R

pi×pi are positive definite symmetric matrices (i.e.,
we penalize deviations from the consensus point and the use of control effort). We
then formulate the following control problem.
Problem: Let T > 0 be fixed. Determine the control vectors ui(t), t = 0, . . . , T −
1, for all i = 1, . . . , N and the consensus point θ ∈ Θ, that solve the following
optimization problem

minimize
u,x,y,θ

∑N
i=1

∑T
t=1 Vi(yi(t), ui(t), θ)

subject to xi(t+ 1) = Aixi(t) +Biui(t) , t = 0, . . . , T − 1, i = 1, . . . , N

yi(t) = Cixi(t), t = 1, . . . , T, i = 1, . . . , N

yi(T ) = θ, i = 1, . . . , N

xi(0) = x0
i

θ ∈ Θ

ui(t) ∈ Ui, t = 0, . . . , T − 1, i = 1, . . . , N.

(5.4)
In order to make the problem well posed the following assumptions need to be sat-
isfied. First, the dynamical systems are assumed to be controllable and observable.
Second, the meeting time T is large enough so that all θ in the set Θ is feasible,
i.e., all θ in the set Θ are possible consensus points. Third, for all θ ∈ Θ and
i = 1, ..., N , there exists a sequence ui(0), ..., ui(T − 1) in the relative interior of
Ui such that yi(T ) = θ. This condition means that it should be possible to reach
θ without saturating the control signal. Note that the optimal control signal may
still be saturated.

If we introduce

xi =









xi(1)

xi(2)
...

xi(T )









, ui =









ui(0)

ui(1)
...

ui(T − 1)









,
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then we can rewrite the optimization problem (5.4) as follows

minimize
u1,...,uN, θ

∑N
i=1 Vi(ui, θ)

subject to Hi(Eix
0
i + Fiui) = θ

θ ∈ Θ

ui ∈ UT
i ,

(5.5)

where UT
i =

∏T
k=1 Ui and the constraints yi(T ) = θ have been rewritten as

yi(T ) = Cixi(T ) =
(

0 . . . 0 Ci

)

︸ ︷︷ ︸

Hi

xi = Hi(Eix
0
i + Fiui) = θ

using the fact that

xi =









Ai

A2
i

...

AT
i









︸ ︷︷ ︸

Ei

x0
i +









Bi 0 . . . 0

AiBi Bi . . . 0
...

...
. . .

...

AT−1
i Bi AT−2

i Bi . . . Bi









︸ ︷︷ ︸

Fi

ui .

The cost function of (5.5) is given by

Vi(ui, θ) =

T∑

t=1

Vi(yi(t), ui(t), θ) =
(

Ci(Eix
0
i + Fiui) − 1T ⊗ θ

)ᵀ

Qi

(

Ci(Eix
0
i

+ Fiui) − 1T ⊗ θ
)

+ u
ᵀ

i Riui,

where 1T is the T -dimensional unity vector (1, 1, . . . , 1)ᵀ, Qi = IT ⊗ Qi, Ri =
IT ⊗ Ri, and Ci = IT ⊗ Ci, where IT is the T -dimensional identity matrix and ⊗
is the Kronecker matrix product.

When dealing with the coordination of a set of mobile subsystems, the opti-
mization problem (5.5) becomes interesting if the computations can be distributed
among the subsystems and the amount of information that the subsystems need to
exchange is limited. The problem is even more interesting if each subsystem is con-
strained to communicate only with a few neighboring subsystems. In the following
we develop a coordination algorithm in which subsystems only need to exchange
their current values of θ, but still the algorithm leads to that the subsystems’ out-
puts converge to the optimal consensus point.

5.3 Distributed Negotiation

In this section we show how the optimal consensus point, θ, can be computed in
a distributed way. The key idea is to transform (5.5) using primal decomposition
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in combination with incremental subgradient methods (see e.g., Bertsekas et al.
(2003)).

Since Hi(Eix
0
i +Fiui) = θ, we can eliminate the dependence from θ in Vi(ui, θ).

Thus we have

Vi(ui) =
(

Ci(Eix
0
i + Fiui) − 1T ⊗

(
Hi(Eix

0
i + Fiui)

))ᵀ

Qi

(

Ci(Eix
0
i + Fiui)

− 1T ⊗
(
Hi(Eix

0
i + Fiui)

))

+ u
ᵀ

i Riui .

We can then define qi(θ) as follows

qi(θ) = minimum
ui

{
Vi(ui) |Hi(Eix

0
i + Fiui) = θ, ui ∈ UT

i

}
. (5.6)

Then the optimization problem (5.5) can be written as

minimize
θ

∑N
i=1 qi(θ)

subject to θ ∈ Θ ,
(5.7)

since the only coupling between the subsystems is θ. We will later use subgradients
to find the consensus point and therefore we give the following definition.

Definition 1. (Bertsekas et al. (2003)) Let f : R
n → R be a convex function. We

say that a vector λ ∈ R
n is a subgradient of f at point x ∈ R

n if

f(z) ≥ f(x) + λᵀ(z − x)

for all z ∈ R
n.

Proposition 5.3.1. The cost function qi(θ) defined in (5.6) is a convex function
and a subgradient λi is given by the Lagrange multipliers corresponding to the con-
straint Hi(Eix

0
i + Fiui) = θ.

Proof. We start by showing that a subgradient is given by the Lagrange multipliers
corresponding to the constraint Hi(Eix

0
i + Fiui) = θ. By Lagrangian relaxation

we can define

L(ui, θ, λi) = Vi(ui) − λᵀ

i (Hi(Eix
0
i + Fiui) − θ) ,

where λi are Lagrange multipliers. We also introduce the dual function

d(λi, θ) = min
ui∈UT

i

Vi(ui) − λᵀ

i (Hi(Eix
0
i + Fiui) − θ) .

Since the constraint Hi(Eix
0
i + Fiui) = θ is linear in ui and there exist a solution

to this equation (by assumption) within the relative interior of UT
i and the function

Vi is convex and the set UT
i is convex, strong duality follows from Theorem 6.4.4

(p. 373) in Bertsekas et al. (2003). Now qi(θ) can be expressed as

qi(θ) = max
λi

d(λi, θ) .
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Consider two feasible points, θ† and θ‡, and let λ†i be the Lagrange multipliers
corresponding to the relaxed constraint for θ†, then

qi(θ
‡) = max

λi

{

min
ui∈UT

i

{
Vi(ui) − λᵀ

i

(
Hi(Eix

0
i + Fiui) − θ‡

)}}

≥ min
ui∈UT

i

{

Vi(ui) − (λ†i )
ᵀ
(
Hi(Eix

0
i + Fiui) − θ‡

)}

= min
ui∈UT

i

{

Vi(ui) − (λ†i )
ᵀ
(
Hi(Eix

0
i + Fiui) − θ†

)}

+ (λ†i )
ᵀ(θ‡ − θ†)

= q(θ†) + (λ†i )
ᵀ(θ‡ − θ†).

Hence, by the definition of a subgradient, λ†
i is a subgradient of qi(·) at θ†. Now

qi(θ
‡) can be expressed as

qi(θ
‡) = max

λi

{

min
ui∈UT

i

{
Vi(ui) − λᵀ

i Hi(Eix
0
i + Fiui)

}
+ λᵀ

i θ
‡
}

= max
λi

{
g(λi) + λᵀ

i θ
‡
}
,

where g(λi) is some function and g(λi) + λᵀ

i θ
‡ is convex in θ‡. Since qi(θ‡) is the

pointwise maximum of a family of convex functions, qi(θ
‡) is convex.

To find the consensus point θ, we next use incremental and randomized subgra-
dient methods. Proposition 3.2 provides the subgradients corresponding to qi(θ).

5.3.1 Incremental Subgradient Algorithms

We present in the following two algorithms that compute the optimal consensus
point, θ, using two communication strategies. These algorithms are based on the
incremental subgradient methods from optimization theory (Bertsekas et al., 2003).

Subgradient methods work in a way that is similar to gradient methods, i.e.,
the update is made in the opposite direction of the subgradient (for minimization).
The update equation is

θ(k+1) = PΘ{θ
(k) − α(k)λ(k)}, (5.8)

where PΘ{·} denotes the Euclidean projection on the set Θ and α(k) is the step
size. The subgradient at time step k, λ(k), is in the standard approach computed
for the total cost

∑

i qi(·). In this chapter we describe two algorithms where the
generic subsystem i computes the subgradient corresponding to the function qi at

time step k, λ(k)
i , based on the information received by the neighbor subsystems.

In the first algorithm we assume that the generic subsystem i communicates
with subsystem (i + 1) mod N , that is to say the neighbor of subsystem (i + 1)
mod N is subsystem i. Starting with an arbitrary initial condition θ(0) ∈ Θ, the

first subsystem computes the subgradient λ(0)
1 corresponding to q1(θ(0)). Using (5.8)
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Algorithm 8 Cyclic Incremental Algorithm

1: Initialize θ(0) and α(0)

2: k := 0
3: loop

4: for i := 1 to N do

5: Compute a subgradient, λ(k)
i , corresponding to qi(θ(k))

6: θ(k+1) := PΘ

{

θ(k) − α(k)λ
(k)
i

}

7: k := k + 1
8: α(k) := α(0)/k
9: end for

10: end loop

Algorithm 9 Randomized Algorithm

1: Initialize θ(0) and α(0)

2: k := 0
3: loop

4: Choose i ∈ {1, ..., N} accordingly to uniform probability mass function

5: Compute a subgradient, λ(k)
i , corresponding to qi(θ(k))

6: θ(k+1) := PΘ

{

θ(k) − α(k)λ
(k)
i

}

7: k := k + 1
8: α(k) := α(0)/k
9: end loop

an update of the consensus point θ(1) is computed and communicated to the next
subsystem. This subsystem then computes in the same way the next update of
the consensus point, θ(2). The algorithm then proceeds iteratively. A pseudocode
version of the algorithm is summarized in Algorithm 8.

In the second algorithm, at each time step k the subsystem that has performed
the last update of the consensus point, according to (5.8), randomly selects another
subsystem among all the available subsystems, and sends the update to the selected
subsystem. The advantage of the method is that there is no need for a particu-
lar communication structure, even if at each time step every subsystem must be
able to communicate with any other subsystem. The algorithm is summarized in
Algorithm 9.

We then have the following proposition.

Proposition 5.3.2. Algorithms 8 and 9 converge in the sense that limk→∞ θ(k) =
θ?, where θ? is the solution to the optimization problem (5.7).

Proof. The proposition follows from Theorem 8.2.6 (p. 480) and Theorem 8.2.13
(p. 496) in Bertsekas et al. (2003), since the set Θ is convex and compact (so the
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Figure 5.1: The logical flow of the control strategies. (a) open loop strategy: θ is
negotiated once at the beginning, then the corresponding control action is applied. (b)
set-point strategy: θ is negotiated once at the beginning and the corresponding control
action is then computed at every time step and applied to the system. (c) renegotiation
strategy: θ is renegotiated at every time step. The corresponding control action is then
computed and applied to the system.

norms of all possible subgradients have an upper bound), and the step size a(k) is
square summable over k but not summable over k.

5.4 Implementation

In this section we present three classes of control strategies that address the con-
sensus problem. Fig. 5.1 show the logical flow of these classes, cf., Skogestad and
Postlethwaite (2005, p. 386). The distributed MPC strategies discussed previously
belong to first class, while the second and third class are further improvements to
address various implementation aspects.

The main assumption we make here is that the most costly phase in the con-
sensus algorithms is the motion of the subsystems to the consensus point. We thus
consider the communication among the subsystems to be cheap. Such assumption
is plausible when the subsystems are, for example, large size autonomous robots or
unmanned aerial subsystems.

The logical flow of the first scheme is summarized in Fig. 5.1(a). In the nego-
tiation phase, the optimal consensus point is computed in a distributed way using
Algorithm 8 or Algorithm 9. After the distributed negotiation, the corresponding
control action is applied to the subsystem in open loop during the execution phase.
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If there are no disturbances the system will reach the consensus point at time T .
The main advantage of the scheme proposed is that it is possible to formally guar-
antee that the optimal consensus point is computed in a distributed way. Moreover
only a small amount of information, the current consensus point, needs to be ex-
changed at each step. Such strategy, being completely open loop, is very sensitive
to disturbances. Another disadvantage is that it requires the negotiation phase to
converge to the optimum consensus point before any control action can be applied,
or in more practical terms it would require a long time before the consensus point
is relatively close the optimum.

In Fig. 5.1(b), a second control strategy is proposed. In this case, as the
previous strategy, the negotiation phase yields a consensus point that is optimal in
the absence of disturbances. The controller that drives the subsystems towards the
consensus during the execution phase uses the negotiated consensus point as fixed
reference. Each subsystem can then use a receding horizon (MPC) control strategy
for reaching the consensus point: in each step we recompute the optimal control
sequence for reaching the consensus point at time T , apply the first component,
sense the current state and recompute the control sequence.

The third control strategy is shown in Fig. 5.1(c). The negotiation phase, in
this case, is carried out at each time step and we assume that the negotiation is
stopped after that all the subsystems have communicated only β times, namely we
assume that the negotiation is interrupted at k = βN . In this case we then have
N reference signals, one for each subsystem. Similarly to above, in the execution
the optimal control sequence for reaching the consensus point is computed and the
first component is applied. The negotiation phase is then repeated.

Similarly to classical MPC, the control strategies in Fig. 5.1(b) and Fig. 5.1(c)
can cope with disturbances due to the receding horizon operation. The main ad-
vantage of the strategy in Fig. 5.1(c) is that the negotiation is not carried out to the
optimum and we do not need to wait for the incremental subgradient algorithms
to converge. This solution can also cope with changes in the subsystem dynamics
and/or input constraints. Indeed the subsystem affected can include these changes
locally in its optimization algorithm. As we will see later, the strategy can also han-
dle the situation when the number of subsystems in the consensus problem increases
or decreases. In this case the new subsystem can be included in the negotiation
and the consensus point can be recomputed.

Compared to the open-loop solution of Fig. 5.1(a), the control strategies of
Fig. 5.1(b) and Fig. 5.1(c) are much harder to analyze formally, and an in-depth
theoretical investigation of these approaches are left as future work. Still, since
they are relevant from a practical perspective, we will demonstrate the potential of
such strategies via simulations.
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(a) The vehicles meet at θ at time T.
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(b) The vehicles meet at a formation,
the consensus point θ + individual off-
sets, at time T.

Figure 5.2: The trajectories of four vehicles with double integrator dynamics. The
circles are the starting points and the squares are the ending points. The arrows show
the initial velocities.

5.5 Numerical Examples

In this section we explore the performance of the three control strategies through
numerical examples. The setup is that a number of vehicles with double integrator
dynamics and input constraints should reach the same coordinates at time T .

5.5.1 Disturbance Free Scenario

The first case is the ideal case, where we assume that there is no noise, the number
of vehicles is constant, and the dynamics of the vehicles do not change. There is no
need for feedback and the optimal consensus point is negotiated in the beginning,
and then the corresponding control actions are applied to the systems in open-loop.
In this specific example there are four vehicles with double integrator dynamics,
identical control signal constraints, but different initial positions and velocities.
The vehicles should meet after 20 time samples. The trajectories are shown in Fig.
5.2(a). As we expect the vehicles meet after 20 samples. With the same setup we
also introduce the extension that the vehicles can meet in a formation. This is done
by adding an individual bias to the consensus point. The configuration is identical
with the ideal case except that the system now should meet in a square formation.
As can be seen in Fig. 5.2(b), the vehicles meet in a square formation after 20
samples.

5.5.2 Noisy Scenario

In the second case, we add Gaussian noise with standard deviation 0.5. Two variants
are compared: the open-loop variant (Fig. 5.1(a)) and the setpoint variant (Fig.
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(a) Open loop.
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(b) Closed loop with θ as setpoint.

Figure 5.3: The trajectories of four vehicles with double integrator dynamics and noise
added to the states at each sample. The circles are the starting points and the squares
are the ending points. The arrows show the initial velocities.

5.1(b)). In the setpoint variant, the consensus is negotiated before the vehicles
start moving, and then the consensus is used as a setpoint. The control signals are
recalculated at every time step, yielding a closed loop control. The trajectories of
the open loop variant are shown in Fig. 5.3(a), and as expected the vehicles do not
reach consensus. Fig. 5.3(b) demonstrates the results for the setpoint variant: the
vehicles are very close to achieving consensus in 20 samples despite the persistent
disturbances.

5.5.3 Scalability Scenario

The third case starts with three vehicles and adds a fourth vehicle after 10 samples.
The total time of the simulation is 30 samples. Also in this scenario, two variants
are compared: the setpoint variant discussed above and the renegotiation variant
(Fig. 5.1(c)). In the setpoint variant the consensus point is negotiated between the
three vehicles in the beginning. When the fourth vehicle is added, it is given θ as
a setpoint. Fig. 5.4(a) shows the trajectories of the setpoint variant. The vehicles
reach consensus as expected but the initial condition of the fourth system does not
influence the consensus point at all, irrespectively of how hard it is to control and
how expensive its control efforts are. In the renegotiation algorithm, the cyclic
algorithm is executed with 10 iterations at each step. The trajectories are shown
in Fig. 5.4(b), and as can be seen the final consensus is closer to the added vehicle
in this case compared with the previous algorithm. Another advantage is that the
vehicles can start moving before the consensus point is completely agreed upon.
However, this is also a drawback since if the current θ is far from optimal, then
the vehicles can start moving in the wrong direction. The behavior depends on the
setup, e.g., the dynamics and initial conditions, and warrants further theoretical
investigations.
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(a) Closed loop with θ negotiated once,
then θ is the setpoint for all systems.
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(b) θ is renegotiated at every time step.

Figure 5.4: The trajectories of four vehicles with double integrator dynamics. The
system starts with three vehicles and after 10 samples a fourth vehicle is added to the
system. The circles are the starting points and the squares are the ending points. The
solid lines denote the trajectories before the fourth system is added, and the dashed
lines denote the trajectories after that the fourth system has been added. Finally, the
arrows show the initial velocities.

5.6 Summary

We have formulated a consensus problem where the output of a number of sub-
systems should coincide after a specified time. The dynamics of the subsystems
can be arbitrary linear difference equations and the input can be subject to con-
vex constraints. We have shown that it is possible to find the consensus point
in a distributed way where the only information needed to be communicated is
the current consensus point suggestion. Moreover, we have proposed three control
schemes suited for more realistic scenarios and we have explored the performance
by numerical simulation. The control schemes are flexible and can handle several
difficulties in multi-subsystem coordination. The drawback is that the general be-
havior is difficult to analyze: we have only been able to analyze the simplest of
these schemes. Natural extensions include investigating the convergence properties
of the more advanced schemes, extending the set-up to include collision avoidance,
and performing more detailed simulation studies.



Chapter 6

Resource Allocation in Server Clusters

T
he use of server clusters can increase the quality of service compared to
a single server with the same capacity. Large-scale applications may also
need more capacity than what is available using a single server. To achieve

high performance in a server cluster, the resources in the server cluster have to be
allocated effectively. This is the topic of this chapter.

6.1 Background and Related Work

Large-scale web services, such as on-line shopping, auctioning, and webcasting,
rapidly expand in geographical coverage and number of users. Current systems that
support such services, including commercial solutions (IBM WebSphere (IBM) and
BEA WebLogic (BEA Systems)) and research prototypes (e.g., Ninja (Gribble et al.,
2001), Neptune (Shen et al., 2002)), are based on centralized designs. Centralized
designs limit the scalability of such systems in terms of efficient operation, low
configuration complexity and robustness.

Adam and Stadler (2006) addressed these limitations through a decentralized
design in their recent work on scalable web services with performance objectives.
The design uses peer-to-peer technologies, with proven properties of scalability,
self-organization and fault-tolerance (Yalagandula and Dahlin, 2004; Eugster et al.,
2004), as building blocks. We will here look into some specifics of this scheme.

Fig. 6.1 shows a possible deployment scenario. A large number of identical
servers, located in different data centers, form a global cluster with multiple entry
points. The cluster offers several services, each with its own QoS objectives in terms
of maximum response time and rejection rate. To access a service, a client sends a
request to an entry point, which forwards it to a server inside the cluster that can
process the request (the details can be found in Adam and Stadler (2006)). Fig. 6.2
shows the three distributed mechanisms that form the core of the design. Each
server executes these mechanisms periodically and asynchronously. First, topology
construction, based on an epidemic protocol (Jelasity et al., 2003), organizes the
cluster nodes into dynamic overlays, which are used to disseminate state and control
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Figure 6.1: A large-scale server cluster with multiple entry points.

(a) (b)

(c)

Figure 6.2: Three decentralized mechanisms control the system behavior: (a) topology
construction, (b) request routing, and (c) service selection.

information in a scalable and robust manner. Second, request routing directs service
requests towards available resources along an overlay.

We focus on the third mechanism, service selection, which dynamically allocates
the cluster resources to services. This mechanism runs a local algorithm that pe-
riodically assigns all local resources to a single service. The resources should be
assigned such that the quality of service targets are reached. The decision which
service to choose is based on the local state of the server and the states of its
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neighbors, as well as on the external load (supplied by the entry points).
The chapter is organized as follows. Section 6.2 develops a simple model that

relates the allocation of the server resources to the QoS objectives. The resource
allocation problem is formalized as a discrete utility maximization problem, and
an efficient centralized algorithm for finding the globally optimal resource alloca-
tion is developed. Section 6.3 and 6.4 describe heuristic control mechanisms that
mimic the behaviors of the centralized algorithm and discuss possible randomized
schemes. Finally, a comparative evaluation of these strategies, both in idealized
Matlab simulations and in detailed full-scale system simulations, is performed. A
summary concludes the chapter.

6.2 Modeling and Problem Formulation

The objective of the system is to continuously maximize a cluster utility function
that we define as the sum of service utility functions, one for each service the cluster
provides. A service utility function specifies the reward for exceeding and the
penalty for missing the QoS targets for a given service. The relative magnitude of
these rewards and penalties is defined by one or more control parameters associated
with a service utility function. The particular choice of these parameters allows the
system to differentiate between services, which is important in overload situations.
In our design, these parameters can be set from the management station, and the
system propagates them to all servers (Adam and Stadler, 2006).

We model the cluster as consisting of S servers that process requests coming from
C different classes of services1. Moreover, we assume that the number of processed
requests [requests/second], pc, depend linearly on the allocation as follows

pc =

S∑

s=1

kscxsc

where xsc is the amount of resources [resource] assigned to class c for server s, and
ksc is the capacity [requests/second/resource] of server s for class c. This implies
that the number of rejected requests rate [requests/second], rc, is computed as

rc = lc −
S∑

s=1

kscxsc,

where lc is the total load [requests/second]. We then define the rejection ratio
[dimensionless], qc, as the rejected requests rate, rc, divided by the total load, lc:

qc = rc/lc = 1 −
1

lc

S∑

s=1

kscxsc. (6.1)

1Please note that in this chapter, the variables s and c are not denoting source rates and
capacities. In this chapter, s denotes server, S is the total number of servers, c denotes service
class, and C is the total number of service classes.
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Figure 6.3: The utility function.

For each service class, c, there is a utility function, where the utility increases
with decreasing rejection ratio, qc. The utility functions are defined as

uc(qc) =

{

αc(ρc − qc) if qc ≤ q+c
−(qc − ρc)

βc elsewhere,
(6.2)

where αc, βc, and ρc are class specific parameters that control global system behav-
ior with βc > 1 and αc, ρc > 0, see Fig. 6.3. The nonlinear term is introduced as an
attempt to prevent starvation of a service class; that is, no service class should be
without resources in an overload scenario. At a first glance, it may seem to be odd
that the utility function is not increasing. This is because the utility function is
formulated in terms of the rejection ratio, and the rejection ratio should be as low as
possible; however, the more resources that are allocated to a specific service class,
the higher utility, so the utility function does have the same spirit as in previous
chapters.

The parameter q+c is chosen as the intersection point between the linear part

and the nonlinear part (i.e., q+c = ρc +α
1/(βc−1)
c ), to make the function continuous.

Thus, the utility functions are continuous and decreasing, and it can also be shown
that they are concave.

In the rest of the chapter we assume that the servers have the same capacity for
each class, ksc = kc, and to reduce notation we introduce xc =

∑S
s=1 xsc, which is

the sum of all resources assigned to service class c.
We would like to work with the xc variables and we use (6.1) for variable trans-

formation. We also do the following definition

ũc(xc) ≡ uc

(

1 −
kcxc

lc

)

=

{

αc((kc/lc)xc − χc) if xc ≥ x+
c

−(χc − (kc/lc)xc)
βc elsewhere,

where χc = 1−ρc and x+
c = (lc/kc)

(
χc − α1/(1−βc)

)
. The utility functions ũc(·) are

continuous, increasing, and concave. The condition that the rejection ratio always
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is greater than zero translates into

xc ≤
lc
xc
.

We are now ready to pose the main optimization problem, and first we pose it
using the original xsc variables:

maximize
{x11,...,xSC}

∑C
c=1 ũc(

∑S
s=1 xsc)

subject to
∑C

c=1 xsc = 1, s ∈ {1, ..., S}
∑S

s=1 xsc ≤ lc/kc, c ∈ {1, ..., C}

xsc ∈ {0, 1}, s ∈ {1, ..., S}, c ∈ {1, ..., C}.

(6.3)

The objective is to maximize utility (essentially minimizing the rejection ratios)
under the constraints that each server is fully utilized, and that the allocated re-
sources for each class do not exceed the requested load. Finally, the resources are
constrained to be either one or zero, which in combination with the resource sum
constraint imply that a server will handle only one service.

We can hide the individual server allocation and see the problem at a more ab-
stract scale by rewriting the main optimization problem (6.3) using the xc variables

maximize
{x1,...,xC}

∑C
c=1 ũc(xc)

subject to
∑C

c=1 xc = S

xc ≤ lc/kc, c ∈ {1, ..., C}

xc nonnegative integer, c ∈ {1, ..., C}.

(6.4)

One standard way to approximately solve this problem efficiently is to relax
the integer constraints. With this relaxation we get a convex optimization problem
that is readily solved. The relaxed optimal solution can then be rounded to give
an approximate integer solution.

However, the problem (6.4) is a discrete resource allocation problem with a
separable and concave objective function, and as mentioned in Section 3.1.2, an
optimal solution can be found by using the greedy algorithm. In this chapter
we present a modified version, the Greedy Variation, which starts with a feasible
allocation, see Algorithm 10. To present the algorithm, we need to define ∆c(y),
the marginal utility as

∆c(y) = ũc(y) − ũc(y − 1),

for c ∈ {1, ..., C} and y ∈ {1, ..., blc/kcc}, where b·c is the value rounded to the
closest integer towards minus infinity. Thus, ∆c(y) is the increase in utility when
one resource is added to y − 1 to reach y, and ũc(y) = ũc(0) +

∑y
i=1 ∆c(i). The

algorithm works as follows: starting from a feasible allocation it takes resources
from variables which have the least marginal utilities and reallocates these resources
to variables with the greatest marginal utilities. The main difference between this



74 Resource Allocation in Server Clusters

Algorithm 10 Greedy Variation. Solves (6.4).

1: Start with feasible x(0)

2: notDone:=true
3: k := 0
4: while notDone do

5: x(k+1) := x(k)

6: i := arg minv

{

∆v(x
(k)
v )
}

7: x
(k+1)
i := x

(k+1)
i − 1

8: j := arg maxv

{

∆v(x
(k+1)
v + 1)

∣
∣x

(k+1)
v + 1 ≤ lv

kv

}

9: x
(k+1)
j := x

(k+1)
j + 1

10: if
∑C

c=1 uc(x
(k+1)
c ) =

∑C
c=1 uc(x

(k)
c ) then

11: notDone:=false
12: end if

13: k := k + 1
14: end while

15: x? := x(k)

algorithm and the standard greedy algorithm is that this algorithm can warm start.
If the load conditions are changed slightly, then the optimal server allocation will
not change much. If the original greedy algorithm is used then the allocation starts
from scratch, but the Greedy Variation algorithm can exploit the previous allocation
and will not need as many reallocations, except in the worst case.

Proposition 6.2.1. Algorithm 10 converges to the optimal solution of (6.4).

Proof. See appendix.

Since all servers are assumed to know the global load, the number of servers,
and the server capacity, they can compute the optimal allocation on their own.
Furthermore, if the servers are ordered from 1 to S, then a server can decide which
class to serve, e.g., for one specific load, the servers one to ten should serve class 1
etc. However, this approach requires additional global information (the ordering),
and we require as little global coordination as possible. We call this the Static
Approach, since the server allocation is static under static load. This is the optimal
solution with our problem formulation, and its performance is beaten only by an
ideal system (by which we mean a super server with S resources, and capability of
assigning non-integer resources to different services).

In the rest of the chapter, we will focus on how to approximately solve (6.4).
The approximate solutions should avoid that the servers unnecessarily change the
type of class they serve (so called churn), since churn will yield much overhead.
We will do this using two basic approaches, the Direct Approach and the Reference
Approach. In the Direct Approach, the servers try to maximize the utility in (6.4)



6.3. Direct Approach 75

(a) (b)

Figure 6.4: Each server estimate the global server allocation using local information.
The solid line encircles the server that currently is in the service selection phase. The
dashed gray line encircles the neighborhood. (a) The server in the upper left corner is
in the service selection phase. The estimated global allocation is: light gray, 2

36 = 4,
and dark grey, 1

36 = 2. (b) The server in the lower left corner is in the service selection
phase. The estimated global allocation is: light gray, 1

36 = 2, and dark grey, 2
36 = 4.

Note that the neighborhoods overlap.

using local information. On the other hand, in the Reference Approach, the servers
will solve (6.4) on their own and use the optimal allocation as reference values. They
will try to get as close to the optimal allocation as possible using local information.

6.3 Direct Approach

In the Direct Approach we use an algorithm that is inspired by the Greedy Variation
algorithm. We cannot directly use the Greedy Variation algorithm since it requires
global coordination. Rather, we try to approximately solve (6.4) in a neighborhood
of each server. The idea is that each server estimate the global server allocation
using information from its neighborhood. Each server solve

maximize
xzc

∑C
c=1 ũc

(

(xzc +
∑

s∈N (z) xsc)
S

|N (z)|+1

)

subject to
∑C

c=1 xzc ≤ 1

(xzc +
∑

s∈N (z) xsc)
S

|N (z)|+1 ≤ lc
kc

xzc ∈ {0, 1}, c ∈ {1, ..., C},

(6.5)

where N (z) is the set of all neighbors to server z and |N (z)| is the number of
neighbors. The interpretation of the objective function is that the server computes
the server allocation ratio in its neighborhood, and this value is multiplied with
the total number of servers to get an approximate value of the global allocation.
The server and the corresponding neighborhood are illustrated in Fig. 6.4. The
optimization problem (6.5) is a discrete resource allocation problem with a sepa-
rable and concave objective function, and inspired by Algorithm 10, we propose
Algorithm 11 to approximately solve it.
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Algorithm 11 Direct Approach. Selects class for server z.

1: for c := 1 to C do

2: xNeigh
c := xzc +

∑

s∈N (z) xsc

3: end for

4: i := arg minv

{

∆v

(
SxNeigh

v

|N |+1

)}

5: if i = z then

6: xNeigh
i = xNeigh

i − 1

7: j := arg maxv

{

∆v

(
S(xNeigh

v +1)
|N |+1

) ∣
∣
∣xNeigh

v + 1≤ lv
kv

}

8: Switch to class j (⇒ xNeigh
j = xNeigh

j + 1)
9: end if

We will now go through Algorithm 11 in some detail, and let 〈r〉 denote line r
in the pseudocode. First, the server compute the current resource allocation in the
neighborhood 〈1 − 3〉. Then the class, denoted i, that gives the smallest marginal
contribution to the total utility is found 〈4〉. If the server is serving class i, then it
can switch to another class to increase utility. A resource is subtracted from class
i and a resource is added to the class, denoted j, that gives the greatest marginal
contribution to total utility 〈5 − 9〉.

It is also possible to let the servers switch to serve the class that gives the
maximum increase in utility, but since we desire to minimize the churn, a server
switches only when the server is serving a class with the least marginal utility. The
following example illustrates the discussion above using a special case.

Example 6. Consider a system with three services and ten servers. The servers
are assumed to have global information and the utility is defined as

u(x) = x1 + 10x2 + 100x3.

The constraints are that x1 ≤ 5, x2 ≤ 5, x3 ≤ 7, and the starting allocation is

x =
(

3 3 4
)

. We assume that the servers select service in the following order:

first the class 2 servers, then the class 3 servers, and finally the class 1 servers. If
Algorithm 11 is used, then servers serving class 2 will never switch class, only the
servers serving class 1 will switch to serve class 3. However, if the servers instead
are set to always switch to a class that gives greater marginal utility, then the
servers serving class 2 first switch to class 3. Finally, the servers serving class 1 will
switch to class 2. Thus, in the former case there is 3 state switches and in the latter
case there is 6 state switches, and in this special case Algorithm 11 is superior with
respect to minimizing churn.

6.4 Reference Approach

In this section we have separated the main optimization problem into two subprob-
lems: first solve (6.4) and then interpret the optimal solution as reference values,
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Algorithm 12 Simple Stochastic. Selects class for server z.

1: a :=rand(0, 1);
2: for i := 1 to C do

3: if
∑i−1

c=1
xref

c

S ≤ a <
∑i

c=1
xref

c

S then

4: Switch to state i
5: end if

6: end for

denoted xref , and try to follow them as closely as possible. The separation is sub-
optimal and can potentially be done in several ways.

The global optimization that we would like to solve is the following

minimize
xsc

∑C
c=1

∥
∥
∥
∑S

s=1 xsc − xref
c

∥
∥
∥

2

2

subject to
∑C

c=1 xsc ≤ 1, s ∈ {1, ..., S}

xsc ∈ {0, 1}, s ∈ {1, ..., S}, c ∈ {1, ..., C}.

(6.6)

However, this requires global information which is in conflict with our desire of a
decentralized solution. Thus, we have to be content with an approximate solution.

There are several approaches how to approximately solve (6.6) without global
coordination, and the approaches we will use can be divided into stochastic and
deterministic. The simplest completely decentralized stochastic approach is that
the normalized reference values are considered to be the probabilities of serving
the corresponding class. Finally, we consider a deterministic approach where we
minimize the estimated reference deviation using information from a neighborhood
for each server.

6.4.1 Simple Stochastic

The basic idea is that the expected proportion of time spent serving the different
classes should be the same as the corresponding reference value divided by the
total number of servers, xref

c /S. We accomplish this by letting each server draw a
uniformly distributed random number, a, in the interval [0, 1]. The server switches
to serve class c with probability xref

c /S, see Algorithm 12.
We then have that

S∑

s=1

E[Xsc] =
S∑

s=1

xref
c

S
= xref

c , for c ∈ {1, ..., C},

where Xsc is the stochastic variable with value one if the server is in state c and
value zero otherwise.
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The switching probability for a server is

P ( switch state ) =

C∑

c=1

xref
c

S

(

1 −
xref

c

S

)

, (6.7)

and the worst case is found by maximizing the switching probability under the
constraints that

∑C
c=1 x

ref
c /S = 1 and xref

c ≥ 0. Since this is a convex optimization
problem, we can use the Karush-Kuhn-Tucker-conditions (see e.g., Boyd and Van-
denberghe (2004)) to find the optimal solution, and we get the worst case reference
values, xworst

c = S/C, and the worst case switching probability, (C − 1)/C. Thus,
we have the following bounds for the switching probability

0 ≤ P ( switch state ) ≤
C − 1

C
.

Note that the upper bound tends to 1 as the number of service classes increases,
i.e., limC→∞

C−1
C = 1. This implies that if we have a large number of service

classes, we get large churn if we use the simple stochastic approach.
The Simple Stochastic approach can be interpreted as if the servers decide which

service to serve using stationary Markov chains, with the invariant distribution set
to the reference values divided by the number of servers.

If we use stationary Markov chains, with the sum of the invariant distributions
set to the reference values, and minimize the switch probability, then the optimal
solution is the same as the static case. Thus, we will get very good performance,
but the optimization problem is global and global coordination is needed to solve
it, which we do not allow ourselves to use.

6.4.2 Minimize Distance Approach

The idea of this approach is to minimize estimated reference deviation or distance.
The reference deviation is estimated by using information from the neighbors, and
we will use the same method as in the Direct Approach (Section 6.3) but with an-
other utility function. Each server, denoted z below, compute the optimal solution
to the following optimization problem

maximize
xzc

∑C
c=1 −

∥
∥
∥

(xzc+
P

s∈N(z) xsc)S

|N (z)|+1 − xref
c

∥
∥
∥

2

2

subject to
∑C

c=1 xzc ≤ 1

xzc ∈ {0, 1}, c ∈ {1, ..., C}.

(6.8)

This problem is on the same form as (6.5) if we replace ũc(y) with fc(y) and ∆c(y)
with Γc(y), defined as

fc(y) = −
∥
∥y − xref

c

∥
∥

2

2

and
Γc(y) = fc(y) − fc(y − 1).
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Table 6.1: Service QoS objectives and control parameters.

QoS Objectives Parameters

Resp. Time [sec] Rej. Rate (ρ) [%] α β

Class 1 2 1 800 4

Class 2 3 2 400 3

Class 3 4 10 80 2

The minus sign in the definition of fc(y) yields a concave function since the norm
is convex. Therefore, we can approximately solve (6.8) with Algorithm 11 from
Section 6.3.

6.5 Evaluation

We are now ready to evaluate the proposed service selection mechanisms. Evalua-
tions will be performed both in Matlab and in a detailed full-scale system simula-
tor. The Matlab simulations allow us to study the distributed control schemes in
an idealized setting close to our model assumptions, while the full-scale simulations
demonstrate the feasibility of our proposals in a real system.

6.5.1 Matlab Simulations

We have simulated a cluster with 400 servers and three classes of service. Every
server is connected to 20 neighbors and the topology is fixed, randomly generated
at the simulation start. The utility parameters are shown in Table 6.1. The load
is 110% of the capacity of the cluster (overload) and is distributed to class 1,2,
and 3 with the following proportions: 3/6, 2/6, and 1/6. With this setup we have
evaluated the Direct Approach, the Simple Stochastic, and the Minimize Distance
Approach. The resulting utilities are shown in Fig. 6.5 and the associated server
allocations in Fig. 6.7. The Simple Stochastic approach is not included in the utility
plot since it is several magnitudes worse than the others and its inclusion would
ruin the illustration of the others. We can see that although the server allocations
are quite close to the optimal, the total utility appears to be quite sensitive. This is
largely due to the high values of the β-parameters in the utility function definitions.
The churn for the approaches are shown in Fig. 6.6. The Simple Stochastic lies as
predicted by (6.7), while the two deterministic schemes have substantially lower
churn.
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Figure 6.5: Matlab simulations. Trace of the utility for the Static allocation, Direct
Approach, Minimize Distance Approach. The performance of the Simple Stochastic
approach is not included since it is several magnitudes worse than the others.

6.5.2 Full-scale System Simulations

The full-scale simulator implements the protocols for distributed topology construc-
tion, request routing and service selection, and takes the routing, processing and
queuing delays into account.

Using this simulator, we have performed a comparative evaluation of the re-
source allocation strategies described in the previous sections, by simulating a
system with two entry points and 400 servers. In this setup, each server has 20
neighbors and runs the service selection mechanism every 5 simulation seconds.
The maximum service rate of a server is 8 requests/second and that of the cluster
is thus 3200 requests/second.

Table 6.1 shows the QoS objectives and the utility parameters for each service.
We model the request arrivals as a Poisson process, and each service has the same
average arrival rate. We measure the number of servers assigned to each service and
the rejection rates for each service. We then compute the utility as a function of the
rejection rates, using equation (6.2). For each simulation run, we start measuring
the output metrics after a warm-up phase of 100 seconds.

We measure the performance of three resource allocation strategies: the Simple
Stochastic strategy, described in Section 6.4.1, the Direct approach, described in
Section 6.3, and the Static allocation strategy. In the Static allocation strategy,
servers are assigned to services before the start of the simulation. The reference
allocation is computed in a centralized fashion using the average global load for
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Figure 6.6: Matlab simulations. Number of switches for the Direct Approach, Minimize
Distance Approach, and Simple Stochastic.

each service and the capacity of the cluster.
In order to better understand the system performance, we compare the results

against an ideal system. The ideal system is a virtual centralized server that simul-
taneously offers all the services in the cluster, and has a capacity equal to the sum
of the capacities of the cluster servers. It does not incur any routing delays, and
can do fractional allocation of resources to services. The ideal system achieves the
best possible performance under any operating conditions.

Tables 6.2-6.4 show the average values of the server allocations to each service,
the rejection rates for each service and the cluster utility, and Fig. 6.8 shows a
trace of the cluster utility. These results were collected under overload conditions,
where the average request arrival rate is 110% of the system capacity, or 3520
requests/seconds. Based on this output, we draw the following conclusions. First,
the utility generated by the direct allocation approach is larger than the utility
generated by the simple stochastic approach. Furthermore, the direct approach
results in a server allocation that is closer to the ideal and the static allocations
than the allocation produced by the simple stochastic approach. Second, we observe
several spikes in the utility graphs represented in Fig. 6.8. These spikes are likely
caused by the server allocation deviating from the optimal allocation in combination
with load fluctuations. As mentioned in the Matlab Simulations section, the shape
of the utility functions, with the high value of the β-parameter, make the utility
highly sensitive to rejection rates exceeding the maximum rejection rates. Third,
Table 6.3 shows that the rejection rates for services 1 and 2 for the direct and
the static approaches are higher than the corresponding rejection rates of the ideal
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Figure 6.7: Matlab simulations. Server allocation for the three approaches. The
top bundle is for class 1, the mid bundle correspond to class 2, and the lower bundle
correspond to class 3.

Table 6.2: Full-scale system simulations. Server allocation in overload.

Strategy Class 1 Class 2 Class 3

Ideal 146.67 146.67 106.67

Static 147 147 106

Simple Stochastic 138 148 114

Direct 150 148 102

system, despite a near-optimal allocation of resources to services. This strongly
suggests that mechanisms other than service selection, such as request routing,
have a large influence on the system performance. (In fact, increasing the number
of neighbors of a node from 20 to 50 yields the following rejection rates for the
direct approach: 0.19% for service 1, 0.05% for service 2 and 29.77% for service 3
and the resulting system utility was -153.6, a value much closer to the ideal.)

6.6 Summary

This chapter has investigated control mechanisms for achieving quality-of-service
objectives in large-scale server clusters. We have formalized the resource allocation
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Table 6.3: Full-scale system simulations. Rejection rates in overload.

Strategy Class 1 Class 2 Class 3

Ideal 0% 0% 27.27%

Static 9.20% 5.58% 27.89%

Simple Stochastic 20.25% 7.32% 21.38%

Direct 8.46% 4.74% 29.58%

Table 6.4: Full-scale system simulations. Utility in overload.

Model Utility

Ideal 218.4

Static -9423.2

Simple stochastic -140355.0

Direct -8630.4

problem for our distributed service architecture as a discrete utility maximization
problem that reflects management objectives and critical system constraints. An ef-
ficient centralized algorithm for computing the optimal resource allocation has been
developed, and three suboptimal schemes that operate on only local information
have been proposed. Properties of the suboptimal schemes have been discussed and
evaluated in simulations, both under idealized conditions and in full-scale system
simulations. The simulations indicate that the Direct Approach is the best scheme.
The Minimize Deviation approach is quite close to the performance of the Direct
Approach, but tend to allocate too few resources to the premier class resulting in
a lower total utility.

Several aspects need to be addressed in our future work. A formulation of
the resource allocation problem that includes the cost of service changes (churn)
should be developed, and the interaction between the service selection and the
other control functions in our architecture should be understood in more detail.
For example, we have observed that the server connectivity has a profound impact
on the performance in the full system simulations.

In addition, a model of the traffic variations could be useful. The model could
be used to predict the future load and the server cluster could allocate resources to
be prepared for that load.

Furthermore, it would be interesting to develop a queueing-theoretic model and
study the optimal resource allocation problem in this framework.
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Figure 6.8: Full-scale system simulations. Trace of the utility of a cluster under
overload.

Finally, performance guarantees or bounds should be developed for the algo-
rithms, to assure efficient and effective operation under all operating conditions.



Chapter 7

Conclusions and Future Work

I
n this chapter we briefly review the main findings of the different chapters. We
also outline directions in which future research efforts of the exciting field of
networked systems should or could be focused.

7.1 Conclusions

This thesis consists of four main contributions, summarized below.
First, we reviewed decomposition methods that can be used to devise decentral-

ized algorithms for solving the posed optimization problems. Different decomposi-
tion techniques are better suited for some optimization problems than others, and
care must be taken when deciding which method to use. We use decomposition
methods to enable us to devise decentralized algorithms that are compatible with
existing technology.

Second, we used the decomposition techniques presented in Chapter 3 to design
utility-maximizing mechanisms for two networking technologies. For the network-
wide resource constrained network, we developed two decentralized algorithms,
based on dual and primal decomposition. Moreover, for the STDMA wireless
network, we devised two distributed algorithms, based on MVC and primal de-
composition. We tested the performance of the algorithms by numerical examples.

Third, we formulated a consensus problem where the output of a number of sub-
systems should coincide after a specified time. The dynamics of the subsystems can
be arbitrary linear difference equations and the input can be subject to convex con-
straints. We showed that it is possible to find the consensus point in a distributed
way using primal decomposition. The only information that needs to be communi-
cated between the vehicles is the current consensus point suggestion. Moreover, we
proposed three control schemes suited for more realistic scenarios and we explored
the performance by numerical simulation. The control schemes are flexible and can
handle several difficulties in multi-subsystem coordination. The drawback is that
the general behavior is difficult to analyze: we have only been able to analyze the
simplest of these schemes.
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Fourth, we investigated control mechanisms for achieving quality-of-service ob-
jectives in large-scale server clusters. We formalized the resource allocation problem
for our distributed service architecture as a discrete utility maximization problem
that reflects management objectives and critical system constraints. An efficient
centralized algorithm for computing the optimal resource allocation was developed,
and three suboptimal schemes that operate on only local information were proposed.
Properties of the suboptimal schemes were discussed and evaluated in simulations,
both under idealized conditions and in full-scale system simulations.

7.2 Future Work

In this section we outline possible future research directions.

7.2.1 Cross-Layer Optimization in Communication Networks

1. The current algorithms used in the dual and primal approaches requires that
we use a diminishing step size. While it would be very useful to devise an
algorithm with a fixed step size that converges to the optimal point, it seems
to be out of reach. Instead, we could settle to keep the current algorithm but
fix the step size. This will keep adaptability in the algorithms, but it will
also hinder convergence to the optimal point. However, we can argue that
convergence to the optimal point is probably not necessary, as long as the
iterates are close to the optimal solution in some sense. Natural future work
is then to quantify how far from the optimal operation point a fixed step size
would keep us.

2. It would be very interesting to devise an algorithm where the separation of
time-scales is removed or at least relaxed. Perhaps it is possible to exploit
the saddle point properties of the optimal solution, and maybe to consider
algorithms similar to the Arrow-Hurwicz algorithm.

3. The algorithm used for the STDMA network is based on that the schedule is
augmented indefinitely, which is not practical. In practice the schedule length
is fixed. The most natural way of addressing this problem is to remove the
oldest slot and replace it with a new slot. The performance loss should be
quantified and also bounded if possible.

4. It should be possible to prove Conjecture 4.6.3, i.e., that the iterates stay
bounded away from zero, which would imply that the "greater than" con-
straint is not needed. By intuition it seems very reasonable that the conjec-
ture is true. To see this, imagine that some average capacity is getting close
to zero. This implies that the corresponding Lagrange multiplier becomes
large. This in turn implies that the corresponding link will be assigned to
transmit in the next slot to be added to the schedule. With this in mind, the
capacities will probably never tend to zero.
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5. There is a need to develop better tools for analyzing protocol dynamics to
guarantee stable and efficient system behavior, and improved support for
understanding the dependencies that the protocols introduce between net-
working layers

6. The performance of NUM-based protocols should be compared to heuristic
and queuing theoretic approaches.

7. A long term goal is to develop complete implementations of the NUM-based
protocols, and their performance should be assessed in network simulators
under realistic traffic and radio models, bringing the theory one step closer
to real-world deployments.

7.2.2 Distributed Model Predictive Consensus

1. Extend Proposition 5.3.2 to be valid for a more general communication struc-
ture; for example, instead of using the previous consensus point suggestion,
the next subsystem could use the average of the two previous nodes’ sug-
gestions. This seems to be the most viable and easiest direction for future
research. Preliminary research indicates that for example by updating the
consensus iterate for a node using the mean of two neighbors will make couple
the expressions in a way that make further analysis more difficult. However,
these results are preliminary and another form of mean-like updates may exist
that gives an easier analysis.

2. Theoretical analysis of the more practical implementations. Natural exten-
sions include investigating the convergence properties of the more advanced
schemes. This is very interesting but probably very hard.

3. Extend the set-up to include collision avoidance more explicitly.

4. Further insights can be obtained by performing more detailed simulation stud-
ies.

7.2.3 Resource Allocation in Server Clusters

1. It may be possible to apply some other decomposition approach that guaran-
tees convergence to the global optimum even when using only local informa-
tion.

2. The simple stochastic approach can be interpreted as a Markov chain. Maybe
it is possible to design a more refined stochastic strategy using the Markov
chain framework.

3. A formulation of the resource allocation problem that includes the cost of
service changes (churn) should be developed.
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4. The interaction between the service selection and the other control functions
in our architecture should be understood in more detail. For example, we
have observed that the server connectivity has a profound impact on the
performance in the full system simulations.

5. It would be interesting to develop a queueing-theoretic model and study the
optimal resource allocation problem in this framework.

6. Performance guarantees or bounds should be developed for the algorithms, to
assure efficient operation under all operating conditions.



Appendix A

Convexity, Gradient and Subgradient

Methods

A.1 Convexity

This section briefly introduces important convexity concepts, see for example Boyd
and Vandenberghe (2004) for a more thorough exposition.

Definition 2. A function, f(·), is convex if

f(αx+ (1 − α)y) ≤ αf(x) + (1 − α)f(y)

for all x and y in the domain of f(·) and 0 ≤ α ≤ 0.

A convex function is illustrated in Fig. A.1.

Definition 3. A set, X , is convex if

(αx+ (1 − α)y) ∈ X

for all x and y in X and 0 ≤ α ≤ 0.

A convex set is illustrated in Fig. A.2. An optimization problem is convex if
the objective function is convex and the feasible set is convex. A very nice property
of convex optimization problems is that a local solution is also a global solution.

Figure A.1: Example of a convex function.
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Figure A.2: Example of a convex set.

A.2 Gradient and Subgradient Methods

A more thorough background on the methods presented here are given in Boyd and
Vandenberghe (2004), Bertsekas et al. (2003), and Bertsekas (1999). In this section
we focus on

maximize f(s)

subject to s ∈ S,
(A.1)

where f(s) is concave and S is convex and closed. One of the simplest methods
for solving (A.1) is the gradient ascent algorithm, which attempts to maximize the
increase of the objective function in each iteration by updating the current iterate in
the direction of the gradient of f(s). In many cases, however, f is not differentiable.
A natural extension of gradients for non-differentiable functions are subgradients.
Any vector µ which satisfies

f(s) ≤ f(y) + µT (s− y), ∀s ∈ S (A.2)

qualifies as a subgradient of f at y. All subgradients are overestimators for concave
functions. If there is only one unique subgradient then the function is differentiable.
A simple example of a concave nondifferentiable function is f(s) = −|s|. This
function is nondifferentiable at s = 0, and the set of all subgradients at s = 0 is
{a| − 1 ≤ a ≤ 1}, see Fig. A.3.

Subgradients can be used instead of the gradient to find the maximum, and
these subgradient methods take steps in the direction of a subgradient, i.e., proceed
according to

s(k+1) = PS

{

s(k) + α(k)µ(k)(s(k))
}

. (A.3)

The subgradient method is outlined in Algorithm 13. Contrary to the gradient
method, the objective value does not necessarily increase in each iteration of the
subgradient method. Rather, the distance between the iterate and the optimal solu-
tion will decrease. To show asymptotic convergence it is enough to use diminishing
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Algorithm 13 Subgradient Method

1: Let k = 0 and s(0) ∈ S.
2: loop

3: Compute a subgradient at s(k).
4: Get s(k+1) via (A.3) and let k = k + 1.
5: end loop

step sizes and that the subgradients are bounded. The step sizes that we will use
fulfill

∞∑

k=1

α(k) = ∞,
∑∞

k=1

(
α(k)

)2
<∞. (A.4)

This is satisfied with e.g., α(k) = 1/k. The following proposition formalizes the
convergence using such step sizes.

Proposition A.2.1. If a solution to problem (A.1) exists, the subgradients are
bounded by some constant C, and the step sizes are chosen to fulfill (A.4), then
Algorithm 13 converges, limk→∞ s(k) = s?.

Proof. See Bertsekas et al. (2003, Proposition 8.2.6)

If a fixed step size is used then the best value so far will converge to an area
around the optimal point as pointed out in the following proposition

Proposition A.2.2. If a solution to problem (A.1) exists, the subgradients are
bounded by some constant C, and the step sizes are set to a constant, α(k) = α,
then the best value of Algorithm 13 converges to a ball around the optimal point,

lim infk→∞ f(s(k)) ≤ f(s?) + αC2

2 .

Proof. See Bertsekas et al. (2003, Proposition 8.2.2)

If the objective function is differentiable then ordinary projected gradient meth-
ods can be used. If the gradient also is Lipschitz, i.e. if there exists K ≥ 0 such that
||∇f(x) −∇f(y)|| ≤ K||x − y||,∀x, y ∈ S, then a projected gradient method with
fixed step size can be used. In this method the subgradient is replaced by the gra-
dient and the diminishing step size is replaced with a fixed step size. Convergence
of this method is shown in the following proposition

Proposition A.2.3. If a solution to problem (A.1) exists, the gradient is Lips-
chitz with Lipschitz constant K, and the step size, α, fulfills 0 < α ≤ K

2 , then

Algorithm 13 converges, limk→∞ s(k) = s?.

Proof. See Bertsekas (1999).
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If the Lipschitz property does not hold, then a search can be done to find a step
size that increases utility in each iteration. However, this requires global coordi-
nation and does not appear to be a viable alternative in our search for distributed
algorithms.

Figure A.3: The solid line is y = −|s| and the dashed line is drawn in the direction of
one of the corresponding subgradients y = s

4 .



Appendix B

Proofs

B.1 Cross-layer Optimization in Communication Networks

Proof of primal convergence in the dual problem, Proposition 3.2.3. There exist a
dual optimal solution λ?, strong duality is assumed to hold, and a primal feasi-
ble optimal solution exist. Therefore (Bertsekas et al. (2003, proposition 6.1.1)),
any optimal primal-dual solution must fulfill L(s?, c?, λ?) = mins∈S,c∈C L(s, c, λ?).
Since this is fulfilled for a unique pair (s?, c?) they must be primal optimal.

Proof of optimal properties, Proposition 4.5.1. Use the Karush-Kuhn-Tucker (KKT)
conditions (see e.g., Boyd and Vandenberghe (2004)) to characterize the optimal
point. The Lagrangian is

L =
∑

p

up(sp) +
∑

i

λi

(

ci(ϕi) −
∑

j

Rijsj

)

+

ν
(

ϕtot −
∑

l

ϕl

)

+
∑

k

(sk − smin)mk +
∑

l

ϕlnl.

The KKT conditions for the optimal point is







∂L
∂sp

= u′p(s
?
p) −

∑

i λ
?
iRip +m?

p = 0
∂L
∂ϕl

= λ?
l c

′
l(ϕ

?
l ) − ν? + n?

l = 0
∑

l ϕ
?
l − ϕtot ≤ 0, (

∑

l ϕ
?
l − ϕtot) ν

? = 0

ν? ≥ 0,
∑

j Rijs
?
j − ci(ϕ

?
i ) ≤ 0

λ?
i ≥ 0,

(
∑

j Rijs
?
j − ci(ϕ

?
i )
)

λ?
i = 0

s?
k ≥ smin, (smin − s?

k)m?
k = 0

m?
k ≥ 0, ϕ?

l ≥ 0

ϕ?
l nl = 0, n?

l ≥ 0.
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Eliminate m?
s and n?

l







∑

l ϕ
?
l − ϕtot ≤ 0, (

∑

l ϕ
?
l − ϕtot) ν

? = 0

ν? ≥ 0,
∑

j Rijs
?
j − ci(ϕ

?
i ) ≤ 0

(
∑

j Rijs
?
j − ci(ϕ

?
i )
)

λ?
i = 0, λ?

i ≥ 0
∑

i λ
?
iRik − u′k(s?

k) ≥ 0, s?
k ≥ smin

ν? − λ?
l c

′
l(ϕ

?
l ) ≥ 0, ϕ?

l (ν
? − λ?

l c
′
l(ϕ

?
l )) = 0

ϕ?
l ≥ 0, (smin − s?

k) (
∑

i λ
?
iRik − u′k(s?

k)) = 0 .

Note that each row in R has positive entries by assumption. Combining this with
∑

j Rijs
?
j − ci(ϕ

?
i ) ≤ 0 and sj ≥ smin yields ϕ?

i > 0∀ i. Similarly, combining the
assumption that the columns in R have positive entries with

∑

i λ
?
iRik−u′k(s?

k) ≥ 0
and u′k(s?

k) > 0, gives that at least one λ?
i is positive. Hence, ν? − λ?

l c
′
l(ϕ

?
l ) ≥ 0

and c′l(ϕ
?
l ) > 0 give that ν? > 0. Now, ϕ?

l > 0 and ϕ?
l (ν

? − λ?
l c

′
l(ϕ

?
l )) = 0

imply that λ?
l > 0 and ν? = λ?

l c
′
l(ϕ

?
l )∀ l. Further, ν? > 0 and λ?

l > 0∀ l give
that

∑

l ϕ
?
l = ϕtot and Rs? = c(ϕ?). Finally, since

∑

pRlpsp ≥
∑

pRlpsmin then

ϕl ≥ ϕmin = c−1
l (
∑

pRlpsmin), ∀l.

Convergence proof of the dual algorithm, Proposition 4.5.2. The subgradient (which
also is the gradient) is

∇g(λ) = c(ϕ?(λ)) −Rs?(λ),

where s is in the interval smin � s � c(ϕtot) and ϕ is in the interval ϕmin � ϕ � ϕtot.
This implies that the subgradient is bounded as follows

||∇g(λ)||2 ≤ ||c(ϕtot) +Rc(ϕtot)||2.

With the assumptions A and B, convergence now follows from (Bertsekas et al.,
2003, proposition 8.2.6).

Proof of concavity and subgradient, Proposition 4.5.3. By strong duality,

ν(ϕ) =min
λ�0

max
smin�s

P∑

p=1

(up(sp) − spqp)+

L∑

l=1

λlcl(ϕl)

=min
λ�0

g̃(s(λ)) +

L∑

l=1

λlcl(ϕl),

with qp =
∑L

l=1 rlpλl. Thus, since ν(ϕ) is the pointwise infimum of concave func-
tions, it is concave. Let λ? be the optimal Lagrange multipliers for a resource
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allocation vector ϕ. For any other resource allocation ϕ̃, it holds that

ν(ϕ̃) ≤ max
smin�s

{∑

p

up(sp) − spq
?
p +

L∑

l=1

λ?
l cl(ϕ̃l)

}

≤ ν(ϕ) +
L∑

l=1

λ?
l c

′
l(ϕl)(ϕ̃l − ϕl),

with q?
p =

∑L
l=1 rlpλ

?
l . This, by the definition of a subgradient, concludes the

proof.

Convergence proof of the primal algorithm, Proposition 4.5.4. The subgradient is given

by h(ϕ) =
(

λ1c
′
1(ϕ1) · · · λLc

′
L(ϕL)

)

. Since h(ϕ) is continuous in ϕ, bounded

for every ϕ, and ϕ lies in a compact set, the subgradient is bounded by (the finite
value) D = maxϕmin�ϕ�ϕtot

||h(ϕ)||2. Together with the assumptions A and B,
convergence now follows from (Bertsekas et al., 2003, proposition 8.2.6).

Convergence proof of the cross algorithm, Proposition 4.6.1. The key is to identify
the algorithm to be a mean value cross decomposition. We do the following iden-
tifications (with MVC notation to the left and STDMA algorithm notation on the
right)

u(s) = u(s) v(c) = 0 A1(s) = Rs B1(c) = −c

b1 = 0 A2(s) = 0 B2(c) = 0 b2 = 0.

The MVC primal subproblem (3.16) is identified with the STDMA primal sub-
problem (4.15). The MVC dual subproblem (3.15) is identified with the STDMA
dual subproblem (4.16). Hence, the STDMA algorithm is an MVC algorithm and
convergence follows from (Holmberg and Kiwiel, 2006).

Convergence of the primal approach

First we consider some basic properties of ν(c) defined as

ν(c) = max
Rs�c, s�0

∑

p

up(sp).

Also define the dual function, g(c, λ), as

g(c, λ) = max
s�0

∑

p

up(sp) − λT (Rs− c).

Lemma B.1.1. For every positive capacity vector, there exists a strict interior
point s̄ to (4.14) and strong duality holds.
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Proof. A strict interior point s̄ satisfying s̄ > 0 and Rs̄ < c can be constructed by
setting the elements in s̄ to

s̄p = min
l

cl
L

− ε > 0, p = 1, ..., P,

where ε is a small positive constant. Since a strict interior point exists, Slater’s con-
dition for constraint qualification is satisfied, hence strong duality holds (Bertsekas,
1999).

Lemma B.1.2. g(c, λ) is concave and continuous in c for all λ � 0

Proof. Follows since g(c, λ) is linear in c.

Lemma B.1.3. ν(c) is concave, and subgradient to ν(c) at c is given by the optimal
Lagrange multipliers, λ?, for the capacity constraint in the definition of ν(c).

Proof. See Bertsekas (1999).

Lemma B.1.4. The optimal Lagrange multipliers λ? for the capacity constraint
in the definition of ν(c), with c � ρ � 0, are bounded and belong to a convex and
compact set Λ(ρ).

Proof. Follows analogously to Problem 5.3.1 in (Bertsekas, 1999).

Lemma B.1.5. The optimal Lagrange multipliers λ? for the capacity constraint
defining ν(c) are unique.

Proof. The Karush-Kuhn-Tucker (KKT) conditions are

u′(s?(c)) = RTλ?(c)

Rs?(c) = c.

The latter expression holds by the assumption that all links are bottlenecks. The
observation that the source rate s?(c) is unique since the objective functions are
strictly concave together with the fact that R has full row rank implies that λ?(c)
is unique.

Theorem B.1.6. ν(c) is differentiable for all c ∈ C, c � ρ � 0, and the derivative
is λ?(c).

Proof. ν(c) can now be expressed as

ν(c) = min
λ∈Λ(ρ)

max
s�0

∑

p

up(sp) − λT (Rs− c) = min
λ∈Λ(ρ)

g(c, λ),

where the set Λ(ρ) is compact (Lemma B.1.4), the optimal Lagrange multipliers
λ?(c) are unique (Lemma B.1.5), and g(c, λ) is continuous and concave in c for all
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λ ∈ Λ(ρ) (Lemma B.1.2). Furthermore, for every optimal Lagrange multiplier λ?,
g(·, λ?) is differentiable at c, i.e.,

∂g(c, λ?)

∂ci
=

∂

∂ci

∑

p

up(s
?
p) − λ?T (Rs? − c) = λ?

i .

Now Danskin’s theorem (Bertsekas, 1999) gives the desired result.

Remark 1. Since a ρ fulfilling c � ρ � 0, can be found for all c ∈ C, c � 0, the
theorem above gives that ν(c) is differentiable for all c ∈ C, c � 0.

Lemma B.1.7. The derivative of ν(c) is continuous

Proof. Using the KKT conditions and the implicit function theorem, it can be
shown that λ is differentiable with respect to c. This means that λ is continuous
in c, and the derivative is therefore continuous in c. See Bertsekas (1999) for
details.

Theorem B.1.8. Let u? be the optimal value of the centralized cross-layer design
problem (4.14). Algorithm 1 converges in the sense that limk→∞ ν(c(k)) → u?.

Proof. The update rule for c(k) can be re-written as

c(k+1) =
k

k + 1
c(k) +

1

k + 1
c′ = (1 − ωk)c(k) + ωkc

′,

where ωk = 1/(k + 1) and c′ is found as the solution to the congestion-weighted
throughput problem

maximize λT c′

subject to c′ ∈ C

c(k) ≥ ρ.

Since λ is a gradient of ν(c(k)) at c(k), this is a conditional gradient method with
an open loop step-size rule (Dunn, 1978) that satisfies

ωk+1 =
ωk

ωk + 1
, ω0 = 1.

Since λ? is continuous and the domain is compact (since c(k) ∈ C and c(k) ≥ ρ),
the derivative of ν(c(k)) is uniformly continuous. By Theorem 1 in Dunn (1978),
limk→∞ c(k) = c? and limk→∞ ν(c(k)) = u?. Thus, Algorithm 1 converges to the
optimal solution.
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B.2 Resource Allocation in Server Clusters

Proof of proposition 6.2.1. Since uc(·) is concave we have that

∆c(1) ≥ ∆c(2) ≥ ... ≥ ∆c(blc/kcc). (B.1)

Define the set D as

D = {∆c(y) | c ∈ C, y = 1, ..., blc/kcc}

and define DS as the set of the S largest elements in D. Now Theorem 4.1.1 in
(Ibaraki and Katoh, 1988) indicates that (6.4) is solved by finding the set DS , and
the optimal allocation, x?, is given by

x?
c =







0 if ∆c(1) /∈ DS

S if ∆c(S) ∈ DS

y if ∆c(y) ∈ DS and ∆c(y + 1) /∈ DS .

(B.2)

We will now show that the Algorithm 10 from an initial feasible allocation
reallocates the resources such that the set, corresponding to the final allocation,
consists of the S largest elements in the set D. Define the set E(x) as follows

E(x) = {∆c(y) | c ∈ C, y = 1, ..., x}.

The elements in the set E(x) can be organized as

∆1(1) ∆1(2) ... ∆1(x1)
...

. . .
. . .

...

∆C(1) ∆C(2) ... ∆C(xC)

where row c contains xc elements. The elements in each row are sorted and the
rightmost element is the smallest one for that row due to (B.1).

Now we will go through Algorithm 10:

〈5−6〉 Starting with a feasible allocation xk, the next iteration is initialized. The
algorithm finds the smallest element in E(xk), denoted ∆i(x

k
i ).

〈7〉 One resource is subtracted from xk+1
i and the corresponding element is re-

moved from the set, and we get E(xk+1) = E(xk) \ {∆i(x
k
i )}.

〈8〉 The largest element, denoted ∆j(x
k+1
j + 1), in the set D \ E(xk+1) is found.

〈9〉 One resource is added to xk+1
j and the corresponding element is added to the

set, and we get E(xk+1) =
(
E(xk) \ {∆i(x

k
i )}
)
∩ {∆j(x

k+1
j )}.

〈10〉 If the added element has the same value as the replaced one, the allocation
is optimal and the algorithm stops, otherwise it will do another iteration.
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The set E(xk+1) is the same as E(xk), except that the smallest element in
E(xk) has been replaced with an equal or larger element from the set

(
D \ E(xk)

)
∩

{∆i(x
k
i )}.

Since Algorithm 10 selects the S largest elements and chooses x? according
to (B.2), it converges to the optimal solution.
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