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Abstract Industrial Control Systems (ICS) are an integral part of modern 
society, not least when it comes to controlling and protecting critical 
infrastructure such as power grids and water supply. There is a need to test 
these systems for vulnerabilities, but it is often difficult if not impossible to do 
so in operational real time systems since they have been shown to be sensitive 
even to disturbances caused by benign diagnostic tools. This thesis explores 
how ICS field devices can be simulated in order to fool potential antagonists, 
and how they can be used in virtualized ICS for cyber security research. 8 
different field devices were simulated using the honeypot daemon Honeyd, 
and a generally applicable simulation methodology was developed. It was also 
explored how these simulations can be further developed in order to function 
like real field devices in virtualized environments. 

Keywords ICS field device simulation. Test beds. CRATE. Honeyd. Nmap. 

Wireshark. QTester104. IEC 60870-5-104.  

  



Sammanfattning Industriella informations- och styrsystem utgör en viktig del 
av vårt moderna samhälle, inte minst när det gäller kontroll och skydd av 
kritisk infrastruktur som elnät och vattenförsörjning. Det finns stora behov av 
att säkerhetstesta dessa typer av system, vilket ofta är omöjligt i 
produktionsmiljöer med realtidskrav som är erkänt känsliga för störningar, till 
och med från vanligt förekommande analysverktyg. Denna rapport presenterar 
hur vanliga komponenter i industriella informations- och styrsystem kan 
simuleras för att lura potentiella antagonister, och hur de kan användas i 
virtualiserade styrsystem för cybersäkerhetsforskning. 8 olika komponenter 
simulerades med hjälp av Honeyd, och en generellt applicerbar 
simuleringsmetodik utvecklades. Hur dessa simuleringar kan vidareutvecklas 
för att fungera som riktiga styrsystemskomponenter i virtualiserade miljöer har 
också undersökts. 
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1 INTRODUCTION 

Industrial control systems (ICS) encompass various automation systems responsible for 
controlling, monitoring and managing large industrial production systems. Examples of such 
systems are supervisory control and data acquisition (SCADA) systems, distributed control systems 
(DCS), process control systems (PCS), and safety instrumented systems (SIS), as well as smaller 
control system configurations such as programmable logic controllers (PLC). [6][15][27] 
 
These systems are often found in critical infrastructure industries such as electric power 
generation, transportation systems, dams, chemical facilities, petrochemical operations, and 
gas pipelines. Data is gathered from a variety of endpoint devices, commonly referred to as 
field devices, about the current status of a production process. Based on the received data from 
such devices, automated or operator-driven commands can be pushed to these more or less 
remote locations. Field devices are often responsible for controlling local operations such as 
opening and closing valves or breakers, collecting sensor data, and monitoring process 
control environments for alarm conditions. [6][15][25][31] 
 
Considering the critical nature of these environments, there are a plethora of activities one 
would like to pursue in these systems related to security. Tests to find vulnerabilities, study 
how easy it is for an antagonist to successfully attack systems, how difficult it is for 
defenders to secure systems, and test new defense mechanisms are just a few examples. 
Another potential application is education of various actors. Critical infrastructures are 
certainly potential targets for anyone wanting to disrupt the function of a company, if not a 
whole country, and Stuxnet showed us exactly how effective a well-aimed IT attack on ICS 
can be. [15][18][27][29][32] 
 
However, the extreme real-time requirements and potentially fatal failure consequences 
make it risky to perform any security testing at all in real operational systems. Research has 
shown just how vulnerable they really are, with components sometimes crashing from 
simple ping scans. Building complete copies of operational systems for security testing is 
also infeasible - worst case is they are destroyed by experimental attacks, and best case is 
they are expensive to reconfigure for each test. But the need for security testing remains. 
[15][27] 
 
The obvious solution to this type of problem is usually virtualization since it enables cost 
effective testing. However, hardware virtualization of field devices made up of proprietary 
hardware and software is generally not possible, while other ICS components such as servers 
are usually easy to virtualize using widely available software. When it comes to field devices, 
we are left with the option of simulating devices which can then be used in virtualized test 
beds for ICS related security activities. [9] 
 
This study first explores how such field devices are best built, and then implements a first 
version of the proposed system in a test bed called CRATE (Cyber Range and Training 
Environment), developed by the Swedish Defense Research Agency (FOI), using widely 
available software such as Nmap, Honeyd and Virtualbox. FOI has started a project in 
collaboration with the Department of Homeland Security (DHS) to develop virtualized ICS, 
and the simulations developed in this thesis provide a baseline system and methodology 
which FOI can use and continue to develop. [18] 
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1.1 Objectives 

The research question this study attempts to answer is twofold: 
 

 How can the fact that field devices are simulated be hidden from antagonists? and 

 How should simulated field devices be configured to be functional in a real SCADA 
system? 

 
In order to answer these questions, we first explore how SCADA and ICS work, and how IT 
attacks against such systems work, and then develop a simulation methodology which is 
generally applicable to all ICS field devices regardless of type and function. The proposed 
attack model is then used to develop a simulated system of field devices which is realistic 
enough to fool a potential antagonist in the network discovery phase of an IT attack. Many 
suggestions will be made for how this example simulation can be further improved and 
extended, and how it might be integrated into a virtualized ICS. 

1.2 Limitations and Scope 

This thesis focuses on the application of ICS in critical infrastructure, and even though the 
developed system is specific to the electric energy sector, the general discussion, results, and 
developed simulation methodology can be applied equally to any application domain within 
ICS. The security risks may vary from the quality of a bottled beverage to the risks inherent 
in a cascading electrical blackout or gas leak, but the widespread and diverse application of 
the various components used in ICS make these results highly relevant to most areas of 
modern society. 
 
Consider an ICS whose endpoints are a particular model of PLC, e.g., a few sections of 
railway. There may be any number of physical devices, but their functions are all fairly 
similar in that each device monitors a distinct part of said railway and periodically sends data 
to a central location. On a fundamental level, the devices may be for example Siemens S7s, 
which send and receive data using a particular protocol, e.g., Modbus. [18] 
    
This is of course a very simplified view of what an ICS might be, and yet this is essentially 
what an intruder might see using network scanning and sniffing tools such as Nmap and 
Wireshark - a number of black boxes which receive commands from a central server and 
regularly send data back according to a particular protocol format. Assuming that no 
advanced safety measures such as authorization or encryption stand in the way, an intruder 
might also be able to find out exactly what those black boxes are; what ports are in use, what 
services the device is capable of performing, what operating system it is running, and any 
number of other details that may aid an attack. [35][48] 
    
In a substation the device may be an RTU using IEC60870-5-104 and running proprietary 
software, but the same general principles apply. Field devices are used in any and all ICS 
settings and perform infinitely different functions, but from the outside we are still looking 
at a network of physical devices sending and receiving data and commands according to 
some specific protocol. Not only that, but often an almost unprotected network of highly 
vulnerable devices performing potentially lifesaving functions - unless compromised. 
[6][15][25] 
 
It is important to note that this is not a comprehensive study of the exact behavior of and 
methods used by the chosen software, e.g., Nmap and Honeyd (described in chapter 2 and 
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3). These are simply tools used to build a proof of concept system which could be easily 
extended and modified, or used as inspiration for a completely different system. The study 
as such, not least the developed simulation methodology, provides much more far reaching 
and flexible applications and conclusions than the capabilities of the example system alone 
suggest. 
     
Many of the conclusions drawn and lessons learned from this study could be used to 
improve the behavior of certain tools such as the network scanner Nmap. The 
implementation of such improvements is outside the scope of this study, although some 
suggestions are provided for future reference. 
    
It is also important to note that the goal of this study was to develop field device simulations 
that are realistic enough to fool an antagonist in the network discovery stage of an attack, rather 
than develop an exact replica of a particular device. What we are primarily after at this point 
is to simulate the behavior of a device which is actively scanned, as well as suggest how these 
simulations can be further developed to replicate the behavior of an ICS during all stages of 
the proposed attack model. 

1.3 Acronyms and Abbreviations 

APDU Application Protocol Data Unit 

APCI Application Protocol Control Information 

ARISTO Advanced Real-Time Interactive Simulator for Training and Operation 

ASCII American Standard Code for Information Interchange 

ASDU Application Service Data Unit 

CPE Common Platform Enumeration 

CRATE Cyber Range and Training Environment 

DCS Distributed Control System 

DHCP Dynamic Host Configuration Protocol 

DHS US Department of Homeland Security 

DNS Domain Name System 

DoS Denial of Service 

FOI Swedish Defense Research Agency 

FTP File Transfer Protocol 

ICMP Internet Control Message Protocol 

ICS Industrial Control System 

IEC International Electrotechnical Commission 

IED Intelligent Electronic Device 

IP Internet Protocol 

MAC address Media Access Control address 

NSE Nmap Scripting Engine 

OS Operating system 

PCS Process Control System 

PLC Programmable Logic Controller 

RTU Remote Terminal Unit 

SCADA Supervisory Control and Data Acquisition 

SCTP Stream Control Transmission Protocol 
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SIS Safety Instrumented System 

STARTDT Start data transfer 

TESTFR  Test frame  

TCP Transmission Control Protocol 

UDP User Datagram Protocol 

USC ISI University of Southern California Information Sciences Institute 

VICS Virtualized Industrial Control Systems 

XML Extensible Markup Language 
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2 BACKGROUND 

2.1 How do Industrial Control Systems Work? 

Despite the great variety of industrial control systems, there are certain features common to 
most of them. As discussed in chapter 1, any ICS can be viewed as a network of black boxes 
sending and receiving data. In this chapter we will outline a few of these components, as well 
as the tools used in this study.  
 
Industrial control systems have traditionally relied on physical isolation for security, being 
well protected standalone systems. Since then everything has become interconnected, and 
these days it is becoming increasingly common for ICS to be indirectly connected to even 
business networks. This means that ICS now face the same threats as normal IT systems – 
something they were not built for. Any additional security measures such as authentication 
and encryption negatively impacts the performance of these critical real time systems. What 
little protection there was from remote locations and general obscurity is all but gone, and IP 
convergence is becoming a real issue. Internet itself has become a critical infrastructure. [15] 
 
At the same time, environmental and economic motivators are driving changes in the energy 
mix in almost every country in the world. In most cases, the integration of non-dispatchable 
energy generation such as wind power and solar photovoltaics require changes to the 
underlying ICS architecture. These changes often imply a need for increased levels of remote 
monitoring and automation, further exacerbating the aforementioned security issues. Critical 
infrastructures such as electric energy, gas and water is vital for the function of modern 
countries and therefore a potential target for anyone wanting to disrupt that function. 

 

 

 

Figure 1. Overview of a typical ICS. 
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A crucial part of field device behavior is communication between devices, and there are a 
multitude of protocols in use - often proprietary just like the software and hardware used in 
these systems. Some of the most common protocols are Modbus, DNP3, IEC 61850-8-1, 
and IEC 61870-5-104, as outlined by FOI’s VICS study. Most field devices support several 
different protocols - the newer the device the more protocols it generally supports. For the 
purpose of this study, the protocol IEC 60870-5-104 was chosen as it is very common in 
primarily Scandinavian power generation and distribution environments. [18][23] 
 

We have used OpenMUC j60870 to implement the behavior of this protocol, which is a Java 
library compliant with the IEC 60870-5-104 communication standard that can be used to 
program both clients and servers. The library is licensed under GPLv3, and OpenMUC 
guarantees that any application developed using this library complies with the protocol 
specification, which means they should be able to communicate with any IEC 60870-5-104 
client. The simulation was then tested using QTester104, which is a tool commonly used for 
validating IEC 60870-5-104 traffic. [38][43] 

2.2 How do IT Attacks Against ICS Work? 

Research shows that IT attacks generally follow a pattern of three phases: learning, attacking, 
and abusing. Learning usually involves network discovery - using passive or active scanning 
methods to find out what the topology looks like and what devices are available. Attacking 
refers to all steps taken to gain access to those devices, i.e., interacting with the device, and 
abusing is the final step in which this often unauthorized access is used to disrupt the system. 
[27][29][31][32][24] 
 
 

 

Figure 2. Attack model. 

 
The objective in this thesis is to fool an attacker during the network discovery phase 
(learning), and network scanners are the most common tools employed during this phase. 
Nmap is generally considered the best network scanner out there, with many others simply 
being built on top of it, so that is what we have used in this study. 

2.3 Fooling an Antagonist 

A classic method of fooling potential attackers is to set up honeypots or a network of 
honeypots - commonly referred to as a honeynet. A honeypot is a computer security 
configuration used to detect, deflect and/or interact with attempted unauthorized use of 
information systems. A honeypot is a resource that appears to be a legitimate part of the 
system, but in reality, it is isolated from the real system, and closely monitored. There are 
many types of honeypots typically used, such as production honeypots, research honeypots, 
pure honeypots, high-interaction and low interaction honeypots, all depending on their 
configuration, purpose and level of functionality. [22] 
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Low-interaction honeypots, which is what we have used in this study, only simulate the 
services frequently requested by attackers. This limitation results in the honeypots 
consuming very few resources, allowing a large number of virtual honeypots to be hosted on 
a single physical system, as opposed to high-interaction honeypots which may provide more 
security by being more difficult to detect, but which are also far more expensive to maintain.  
 
In this study, we have used the honeypot daemon Honeyd to enable easy deployment of 
thousands of honeypots on a single machine. Honeyd has been specifically developed to 
fool the network scanner Nmap, which made it an obvious choice for this study. Since 
Honeyd only runs on Linux, the Ubuntu Linux distribution was chosen as the operating 
system. [41] 

 

2.3.1 Nmap 

 
Nmap is a free open source application used for network discovery and security auditing. It 
uses raw IP packets to determine what hosts are available on the scanned network and what 
applications or services they are running, as well as what operating systems they are using. 
Nmap can also detect packet filters, firewalls, and a multitude of other network and host 
characteristics. It can scan whole networks rapidly, allowing for easy network topology 
mapping, but it can also be used to scan single hosts, which is how it has been used in this 
study. 

 

2.3.1.1 Host Discovery and Port Scanning 

 

Nmap offers a wide range of options for network discovery which may be of use in the 
initial learning stage of an attack, as well as covering the needs of more benign purposes such 
as security audits, network administration, and penetration testing. It is often unnecessary to 
scan every IP address in what are commonly sparsely allocated networks, and Nmap can be 
used with arbitrary combinations of multi-port TCP SYN/ACK, UDP, SCTP INIT and 
ICMP probes. [30] 
 

The specified probes attempt to solicit responses from the scanned host(s) in order to 
determine which are in use and which are not. Any combination or range of ports, protocols 
and scan methods can be specified, making Nmap a very versatile tool for all levels of 
discovery complexity. The Nmap website and accompanying reference guide provide full 
details as well as many useful guides for customizing scan configurations to your specific 
needs. [30] 
 

Nmap is capable of recognizing the following six different port states, as defined in the 
Nmap Reference Guide, where further details and suggestions for resolving scan issues 
following each classification are given, as well as a comprehensive guide on port scanning 
techniques, port specification and scan order. [30] 
 
Open 

An application is actively accepting TCP connections, UDP datagrams or SCTP associations 
on this port. 
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Closed 

The port is accessible and receives/responds to probe packets, but no application is listening 
on it.  
 
Filtered 

Nmap cannot determine if this port is open or closed because packet filtering prevents 
probes from reaching the port. 
 
Unfiltered 

The port is accessible, but Nmap cannot determine if it is open or closed. This classification 
is only used by ACK scans. 
 
Open|filtered 

Nmap cannot determine if the port is open or filtered for probes where open ports give no 
response. This classification is used by the UDP, IP protocol, FIN, NULL, and Xmas scans. 
 
Closed|filtered 

Nmap cannot determine if the port is closed or filtered. This classification is only used by 
the IP ID idle scan. 

 

2.3.1.2 Service and Version Detection 

 

Nmap has an extensive database mapping about 2,200 well known services to their expected 
ports and protocols. This is accurate in the vast majority of cases, although services can and 
are run on strange ports sometimes. To provide more detailed information than for example 
web server, Nmap has extensive version detection functionality to determine what, for 
instance, servers and versions the scanned host is running. An excerpt from the nmap-
services database is shown below: 

 
# Fields in this file are: Service name, portnum/protocol,  

open-frequency, optional comments 

 

ssh 22/sctp 0.000000 # Secure Shell Login 

ssh 22/tcp 0.182286 # Secure Shell Login 

ssh 22/udp 0.003905 # Secure Shell Login 

 

When TCP and/or UDP ports are discovered, version detection interrogates those ports 
using probes defined in nmap-services-probes in an attempt to determine the service 
protocol, application name, version number, hostname, device type, OS family, and CPE 
representation (Common Platform Enumeration). Nmap can also be compiled with SSL 
support to find the services listening behind that encryption layer, and recognize RPC 
services behind firewalls or protected by TCP wrappers. 
 
When Nmap receives responses from a service that it does not recognize, a service 
fingerprint encoding all the information is has gleaned about the particular service is 
provided. If you know what service it corresponds to, you are encouraged to submit it to be 
added to the service probe database, which currently contains about 6,500 pattern matches 
for over 650 protocols. 
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2.3.1.3 Remote Operating System Detection and TCP/IP Fingerprinting 

 
Nmap provides remote OS detection using TCP/IP stack fingerprinting, by sending series 
of TCP and UDP packets to the target host and closely examining the content of the 
responses such as TCP ISN and IP ID sampling, TCP options support, and initial window 
size checks. These test results are then compared to the nmap-os-db database which contains 
over 2,600 known OS fingerprints. Each fingerprint contains a textual description, the 
vendor name, underlying OS, generation, device type and CPE representation. 
 
When Nmap fails to find a perfect match, it repeats the attempt up to five times, or as many 
as specified with the --max-os-tries option. If conditions are favorable but no match is 
found, Nmap outputs the OS fingerprint generated in the scan, and asks you to submit it for 
integration into nmap-os-db - provided you are sure what OS the scanned machine is using. 
Any number of fingerprints with the same name can be added to the database. 
 
An example reference fingerprint i shown below: 
 

Fingerprint Wind River pSOSystem 
Class Wind River | pSOSystem || specialized 
CPE cpe:/o:windriver:psosystem auto 
SEQ(SP=C-46%GCD=FA00|1F400|2EE00|3E800|4E200%ISR=97-

BB%TI=I%II=I%SS=S%TS=U) 
OPS(O1=M5B4%O2=M5B4%O3=M5B4%O4=M5B4%O5=M5B4%O6=M5B4) 
WIN(W1=1000%W2=1000%W3=1000%W4=1000%W5=1000%W6=1000) 
ECN(R=Y%DF=N%T=3B-45%TG=40%W=1000%O=M5B4%CC=N%Q=) 
T1(R=Y%DF=N%T=3B-45%TG=40%S=O%A=S+%F=AS%RD=0%Q=) 
T2(R=N) 
T3(R=Y%DF=N%T=3B-45%TG=40%W=1000%S=O%A=O%F=A%O=%RD=0%Q=) 
T4(R=Y%DF=N%T=3B-45%TG=40%W=1000%S=A%A=Z%F=R%O=%RD=0%Q=) 
T5(R=Y%DF=N%T=3B-45%TG=40%W=0%S=Z%A=S+%F=AR%O=%RD=0%Q=) 
T6(R=Y%DF=N%T=3B-45%TG=40%W=0%S=A%A=Z%F=R%O=%RD=0%Q=) 
T7(R=Y%DF=N%T=3B-45%TG=40%W=0%S=Z%A=S%F=AR%O=%RD=0%Q=) 
U1(DF=N%T=FA-

104%TG=FF%IPL=38%UN=0%RIPL=G%RID=G%RIPCK=Z%RUCK=G%RUD=G) 
IE(DFI=S%T=FA-104%TG=FF%CD=S) 

 

The fingerprints of known operating systems stored in nmap-os-db are called reference 
fingerprints, an example of which can be seen above. The fingerprint Nmap displays after 
scanning a system is called a subject fingerprint, and contains some additional data that allows 
for automatic integration into nmap-os-db upon submission, such as all lines beginning with 
OS:. A reference fingerprint is essentially a cleaned up version of a subject fingerprint, with 
some additional information in human readable format to be output in scan reports. An 
example subject fingerprint is shown below: 
 
 

OS:SCAN(V=5.05BETA1%D=8/23%OT=22%CT=1%CU=42341%PV=N%DS=0%DC=L%G=Y%TM=4A91CB 

OS:90%P=i686-pc-linux-gnu)SEQ(SP=C9%GCD=1%ISR=CF%TI=Z%CI=Z%II=I%TS=A)OPS(O1 

OS:=M400CST11NW5%O2=M400CST11NW5%O3=M400CNNT11NW5%O4=M400CST11NW5%O5=M400CS 

OS:T11NW5%O6=M400CST11)WIN(W1=8000%W2=8000%W3=8000%W4=8000%W5=8000%W6=8000) 

OS:ECN(R=Y%DF=Y%T=40%W=8018%O=M400CNNSNW5%CC=N%Q=)T1(R=Y%DF=Y%T=40%S=O%A=S+ 

OS:%F=AS%RD=0%Q=)T2(R=N)T3(R=Y%DF=Y%T=40%W=8000%S=O%A=S+%F=AS%O=M400CST11NW 

OS:5%RD=0%Q=)T4(R=Y%DF=Y%T=40%W=0%S=A%A=Z%F=R%O=%RD=0%Q=)T5(R=Y%DF=Y%T=40%W 

OS:=0%S=Z%A=S+%F=AR%O=%RD=0%Q=)T6(R=Y%DF=Y%T=40%W=0%S=A%A=Z%F=R%O=%RD=0%Q=) 

OS:T7(R=Y%DF=Y%T=40%W=0%S=Z%A=S+%F=AR%O=%RD=0%Q=)U1(R=Y%DF=N%T=40%IPL=164%U 

OS:N=0%RIPL=G%RID=G%RIPCK=G%RUCK=G%RUD=G)IE(R=Y%DFI=N%T=40%CD=S) 
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Both fingerprints contain all the test results that Nmap deems relevant, in an ASCII-
encoded format not made to be human readable, although it is possible to decode it. For 
example, the SCAN line describes the conditions of the scan, SEQ lists the results of the 
sequence generation tests, and T3 the results for a particular TCP probe. The parenthesis 
following each test name encloses the individual test results, where each pair of tests are  
separated by %. R=Y means that there was a response. An example of a cleaned up subject 
fingerprint is shown below: 

 
SCAN(V=5.05BETA1%D=8/23%OT=22%CT=1%CU=42341%PV=N%DS=0%DC=L% 

   G=Y%TM=4A91CB90%P=i686-pc-linux-gnu) 

SEQ(SP=C9%GCD=1%ISR=CF%TI=Z%CI=Z%II=I%TS=A) 

OPS(O1=M400CST11NW5%O2=M400CST11NW5%O3=M400CNNT11NW5% 

   O4=M400CST11NW5%O5=M400CST11NW5%O6=M400CST11) 

WIN(W1=8000%W2=8000%W3=8000%W4=8000%W5=8000%W6=8000) 

ECN(R=Y%DF=Y%T=40%W=8018%O=M400CNNSNW5%CC=N%Q=) 

T1(R=Y%DF=Y%T=40%S=O%A=S+%F=AS%RD=0%Q=) 

T2(R=N) 

T3(R=Y%DF=Y%T=40%W=8000%S=O%A=S+%F=AS%O=M400CST11NW5%RD=0%Q=) 

T4(R=Y%DF=Y%T=40%W=0%S=A%A=Z%F=R%O=%RD=0%Q=) 

T5(R=Y%DF=Y%T=40%W=0%S=Z%A=S+%F=AR%O=%RD=0%Q=) 

T6(R=Y%DF=Y%T=40%W=0%S=A%A=Z%F=R%O=%RD=0%Q=) 

T7(R=Y%DF=Y%T=40%W=0%S=Z%A=S+%F=AR%O=%RD=0%Q=) 

U1(R=Y%DF=N%T=40%IPL=164%UN=0%RIPL=G%RID=G%RIPCK=G%RUCK=G%RUD=G) 

IE(R=Y%DFI=N%T=40%CD=S) 

 
Several other tests are run based on the information gathered during OS detection, such as 
TCP sequence predictability classification, which estimates how difficult it is to establish a 
forged TCP connection against the target host. The result of this test is given as a rather 
inaccurate number based on statistical sampling, as well as a more reliable free text 
description which ranges from Trivial joke to Good luck!. Other tests enabled by data gathered 
for OS detection is guessing the target’s uptime, and establishing its IP ID sequence 
generation. For the latter, most machines are classified as incremental, which means that 
they are vulnerable to many types of advanced information gathering and spoofing attacks. 

 

2.3.1.4 Nmap Scripting Engine 

 
The Nmap Scripting Engine (NSE) allows users to write Lua scripts to automate networking 
tasks, which currently fall into the following categories; auth, broadcast, default, discovery, dos, 
exploit, external, fuzzer, intrusive, malware, safe, version, and vuln. More complex combinations of 
these third-party scripts can be run by specifying categories as Boolean expressions. 

 

2.3.1.5 Nmap Scan Reports 

 
Nmap is capable of making output available in five different formats - interactive output (sent 
to stdout), normal output (also sent to stdout but containing less runtime information), XML 
output, grepable output, and sCRiPt KiDDi3 0utPUt. In this study the default interactive output 
was analyzed. 
 
An example scan report is shown below: 
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Nmap scan report for 10.0.1.8 

 

PORT     STATE SERVICE 

23/tcp   open  telnet  

1066/tcp open  fpo-fns  

1719/tcp open  h323gatestat 

2404/tcp open  unknown  

 

MAC Address: 00:09:AB:00:04:28 (Netcontrol Oy) 

Device type: specialized  

Running: Wind River pSOSystem  

OS CPE: cpe:/o:windriver:psosystem  

OS details: Wind River pSOSystem  

 

Network Distance: 1 hop  

TCP Sequence Prediction: Difficulty=16 (Good luck!) 

IP ID Sequence Generation: Incremental  

 

Nmap done: 1 IP address (1 host up) scanned in 5909.93 

seconds  

           Raw packets sent: 262400 (11.546MB) | Rcvd: 131313   

           (6.303MB) 

 
An Nmap scan report is broken down into sections as described below. 
 

 Detailed port info port numbers and protocol, service name and state, as well as 
software version details if version detection has been requested. 

 MAC Address 

 Device type high-level device type classification such as router, printer, game console, 
general purpose, specialized, etc. Specialized is a catch-all for devices that cannot be placed 
in any other category. 

 Running OS family and possibly generation. 

 OS CPE Common Platform Enumeration representation of the OS. May also 
include a CPE representation of the hardware type. OS CPE begins with cpe:/o and 
hardware CPE begins with cpe:/h.  

 OS details free form data possibly containing more exact version numbers, device 
models and architectures. Comes from the text specified after the Fingerprint 
keyword in nmap-os-db. 

 Network distance hops between scanning machine and the scanned host. 

 TCP Sequence Prediction approximation of difficulty in guessing packet sequence 
IDs. 

 IP ID Sequence Generation method used, most are incremental. 

 
 

2.3.2 Honeyd 

 
Honeyd is a small daemon that creates virtual hosts on a network and provides them with 
unique IP and MAC addresses. The hosts can be configured to run arbitrary services, and 
their personality can be adapted so that they appear to be running certain operating systems. 
Honeyd enables a single host to claim multiple addresses, and has been successfully tested 
for up to 65536. It also provides mechanisms for threat detection and assessment, and deters 
adversaries by hiding real systems in the middle of virtual systems. 
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Figure 3. Example honeypot setup with Honeyd. [41] 

 

It is possible to ping the virtual machines, or to traceroute them. Any type of service on the 
virtual machine can be simulated according to a simple configuration file. Instead of 
simulating a service, it is also possible to proxy it to another machine, which could be a 
physical device on the network. Honeyd has been specifically built to fool the network 
scanner Nmap, by replicating operating system behavior, port states and packet responses. 
 
Honeyd can be used to create a virtual honeynet or for general network monitoring, and 
supports the creation of a virtual network topology including dedicated routes and routers. 
The routes can be parameterized with latency and packet loss to make the topology seem 
more realistic, and Honeyd supports a variety of features that make the daemon very flexible 
for creating both host based and network based virtual honeypots. 
 
In the context of this study, Honeyd can be viewed as a very flexible daemon which is 
capable of creating thousands of virtual hosts (honeypots), which is exactly what we want 
considering a typical ICS contains that many field devices. Along with the capabilities of the 
test bed CRATE, Honeyd allows us to take full advantage of the power of virtualization. 
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Figure 4. Honeyd packet rerouting. [41] 

 
Honeyd receives all traffic aimed at the honeypots and reroutes it according to the 
configuration, e.g., proxy to another machine, run a script, etc.  
 

2.3.2.1 Template Configuration 

 
Each honeypot is configured in a single file. Several honeypots can also be configured and 
run through the same file. The configured Honeyd personality corresponds to the operating 
system that Nmap will return, and Honeyd uses the nmap-mac-prefixes database to 
randomize MAC addresses based on the ethernet option in the configuration file. This 
prefix database is based on assigned MAC addresses per NIC (Network Interface 
Controller) manufacturer.  
 
An example Honeyd template is shown below. The language as such is fairly self 
explanatory, and the functionality is described in further detail in the following sections. One 
thing to note is that Honeyd configuration file names can be at most 16 characters long. 
 
 

create template  

set template personality "Wind River pSOSystem" 

 

add template tcp port 23   open  

add template tcp port 1066 open 

add template tcp port 1719 open  

add template tcp port 2404 open  

 

set template default tcp action filtered 

set template default udp action closed 

set template default icmp action closed 

 

set template ethernet "00:09:ab:00:04:28" 

dhcp template on eth0   
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2.3.2.2 Operating System Emulation 

 
For each honeypot, Honeyd can simulate the network stack behavior of a different operating 
system. Honeyd’s different TCP personalities are learned from reading the Nmap fingerprint 
database nmap-os-db (see section 2.3.1.3 Remote Operating System Detection and TCP/IP 
Fingerprinting), and the configured personality is the operating system that Nmap will return. 
Personalities can also be annotated to determine how they respond to FIN-scans of open 
ports, and how they reassemble fragmented IP packets. 
 
 

2.3.2.3 Service Emulation and Virtualization 

 
Besides rerouting traffic to various applications and/or separate machines, Honey is also 
capable of emulating arbitrary services by executing scripts written in a multitude of different  
programming languages. Many such open source scripts developed by various Honeyd users 
are available. [21] 
 
Honeyd also supports subsystem virtualization by executing Unix applications in address 
space of a honeypot, allowing any network application to bind ports dynamically and 
creating TCP and UDP connections using virtual IP addresses. A Honeyd configuration can 
include subsystems that are run as separate processes when the template is bound to a virtual 
IP address, allowing honeypots to create realistic background traffic like web page requests 
and reading email.  
 
 

2.3.3 QTester104 

 

QTester104 is a protocol tester implementing the IEC 60870-5-104 protocol for substation 
data acquisition and control via TCP/IP. It can be used to both poll and view data from, as 
well as send commands to, the substation system. [43] 

2.4 CRATE 

Because of the inherent difficulty in testing in operational ICS, many researchers have 
attempted to build test beds to copy the behavior of a real system. These test beds are 
generally developed using MATLAB and are limited in functionality, often supporting only 
one type of experiments, e.g., DoS attacks, rather than provide a robust platform which can 
potentially support any developed system. Two exceptions are CRATE (Cyber Range and 
Training Environment), developed by FOI, and DeterLab, developed by the USC 
Information Sciences Institute (ISI) in collaboration with University of California. 
[10][12][14][16][18][40]  
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Figure 5. CRATE architecture. [10] 

 

At the time of this writing, CRATE is a test bed for building large virtual networks of up to 
~5000 machines, developed and maintained by FOI. It is a virtual environment based on 
Oracle Virtualbox running on some ~400 servers entirely separated from the Internet. 
CRATE enables easy deployment and configuration of virtual machines in a controlled 
environment, and has host based traffic generators emulating user behavior, as well as tools 
for logging and monitoring the environment. Naturally, you can also connect physical 
devices such as printers, servers, PLCs or anything else to the network. This lab resource is 
mainly used during experiments, competitions and exercises in cyber security. 
 
All this makes CRATE a very powerful and flexible utility for creating attack scenarios, and 
it is primarily used during experiments, competitions and exercises in cyber security, such as 
the Baltic Cyber Shield held in 2010. [2][10][40] 
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3 METHOD 

Based on the three step attack model and research objectives previously described, the work 
process shown below was used to develop the field device simulations, further described in 
this chapter. 

 

 

Figure 6. Development method. 

 

3.1 Fooling an Antagonist 

 
3.1.1 Field Device Scanning 

 
There were no particular criteria used when choosing which field devices to study. All 
devices available at ICS and FOI which could be classified as a PLC (Programmable Logic 
Controller), RTU (Remote Terminal Unit) and/or IED (Intelligent Electronic Device) were 
used. This collection consisted of 8 different models and 11 different physical devices. 
    
In this context it is important to note that the main objective was to develop a general field 
device simulation methodology - to simulate the Nmap scan results for each device - not the 
exact behavior and functionality of the actual device. 
     
Attempts were made to achieve a consistent setup for all device scans. For efficiency reasons 
four different machines running Windows 7 were used for scanning, and each device was 
directly connected to its scanning machine via Ethernet cable. All devices were scanned as-is, 
without any attempt at configuring specific functions or services beyond static IP addresses. 
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Nmap Scanning Methods 
To extract all relevant information from the chosen field devices, each device was scanned 
five times using Nmap. The scanning methods used were quite aggressive and included 
probing all ports. Due to the time constraints of Nmap's full version scan (most estimating 
2-8 hours per scan for the selected devices), some devices were scanned without the version 
option, as shown below. The devices where such a scan took at most 2.5 hours were 
scanned using the full version options. With 8 models and 11 physical devices to scan, this 
was deemed a reasonable limitation. 
 
The following two Nmap scanning methods were used: 
 
 
nmap -O --osscan-guess --max-os-tries 10 -sC -sS -p 1-65535 -sU -sY -T4  

     -v -sV --version-all 

nmap -O --osscan-guess --max-os-tries 10 -sC -sS -p 1-65535 -sU -sY -T4  

     -v 

 

The options described below were used. For complete details, see the Nmap Reference Guide. 
[30] 

 

-O             remote OS detection 

--osscan-guess     aggressive OS guessing 
--max-os-tries 10 retry remote OS detection 10 times 

-sC             default scripts 

-sS             TCP SYN scan 
-p 1-65535         scan ports 1-65535 
-sU             UDP scan 
-sY             SCTP INIT scan 
-T4             aggressive timing template (assumes reasonably fast network) 
-v             verbose output 
-sV --version-all version detection with all probes (intensity 9) 

 

 

3.1.2 Simulation Profiles 

 

After the device scanning was completed, all Nmap scan reports were compared and 
separated into one or two simulation profiles for each device. The only criterion for 
separation into two profiles was varying port scan results. Varying operating system results 
were not taken into account on basis of the poor representation of relevant Nmap OS 
fingerprints, since no consistent Honeyd personality could be chosen based on these guesses 
anyway. Similarly, varying service results for any single port is only relevant in future 
simulation development when actual services will be connected to the simulations. 
     
Of course, the most common Nmap OS guess could be used as a personality in Honeyd, or 
one could perform more scans to try to determine a statistical probability for each recurring 
guess. However, this qualitative study is not sufficient to draw such quantitative conclusions. 
Furthermore, the limitations of the Nmap OS database suggests that seemingly erratic OS 
guesses is to be expected in real life scenarios anyway. 
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3.1.3 Honeyd Base Templates 

 

Based on the simulation profiles described in section 3.1.2, the corresponding Honeyd 
templates were generated, resulting in 10 different templates. These first templates include 
operating system (when applicable), port behavior, MAC address, and manufacturer. 
Honeyd was run as root using the command honeyd -d -f conf, which prevents 
daemonization, enables verbose debugging messages, and uses the configuration file conf. 
    
Two devices provided such varying scan results that two separate templates were created for 
each device. In both cases, this variation stemmed from differences in open ports between 
scans. 
 

3.1.4 Base Template Scanning 

 

While the goal of the initial device scanning was to extract as much information as possible 
from the devices, scanning the Honeyd base templates was aimed at comparing various 
Nmap scanning methods. What information can be extracted from the same simulation, just 
by changing Nmap's behavior? An attacker is more likely to run a default Nmap scan or 
probe just a few common ports rather than run a full two hour version scan, and this is 
highly relevant when determining which characteristics are desirable for the simulation. 
         
For this reason, three different methods were used when scanning the base templates:  
 
Default nmap -v 

All ports nmap -O --osscan-guess --max-os-tries 10 -sC -sS -p 1-65535 -

sU -sY -T4 -v 

Set ports nmap -O --osscan-guess --max-os-tries 10 -sC -sS -p x,y,z -sU 

-sY -T4 -v 

 
Nmap's default option is to scan the 1000 most common ports, while all ports does just that - 
scans all ports. The set ports method scans all ports specified in the simulation's Honeyd 
template. Note that no protocol qualifiers were used, hence all specified ports were scanned 
for TCP, UDP and ICMP. 
 

3.1.5 Nmap OS Database Modification 

 
3 additional fingerprints generated when scanning one of the simulations were added to 
Nmap’s OS database to test how this might affect the scan results. Exactly what variables 
varied is not relevant for this study, as previously explained. The point is that the database 
contained four different fingerprints for the same device, those are the results we were 
interested in. 
 
The following is an example of a fingerprint generated during a failed remote operating 
system detection, which was then added to nmap-os-db. 
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Fingerprint Wind River pSOSystem 
Class Wind River | pSOSystem || specialized 
CPE cpe:/o:windriver:psosystem auto 
 

SEQ(SP=2C%GCD=FA00%ISR=B8%TI=I%CI=I%II=I%SS=S%TS=U) 
OPS(O1=M5B4%O2=%O3=M5B4%O4=M5B4%O5=M5B4%O6=M5B4) 
WIN(W1=1000%W2=0%W3=1000%W4=1000%W5=1000%W6=1000) 
ECN(R=Y%DF=N%T=3E%W=1000%O=M5B4%CC=N%Q=) 
 

T1(R=Y%DF=N%T=40%S=O%A=S+%F=AS%RD=0%Q=) 
T2(R=Y%DF=N%T=40%W=0%S=Z%A=S+%F=AR%O=%RD=0%Q=) 
T3(R=Y%DF=N%T=41%W=1000%S=O%A=O%F=A%O=%RD=0%Q=) 
T4(R=Y%DF=N%T=3E%W=1000%S=A%A=Z%F=R%O=%RD=0%Q=) 
T5(R=Y%DF=N%T=3E%W=0%S=O%A=S+%F=AS%O=%RD=0%Q=) 

 
T6(R=Y%DF=N%T=3E%W=1000%S=A%A=Z%F=R%O=%RD=0%Q=) 
T7(R=Y%DF=N%T=40%W=0%S=Z%A=S+%F=AR%O=%RD=0%Q=) 
U1(R=Y%DF=N%T=FC%IPL=38%UN=0%RIPL=G%RID=G%RIPCK=Z%RUCK=G%RUD=G) 
IE(R=Y%DFI=S%T=FC%CD=S) 

 

 
3.1.6 Nmap Service Database Modification 

 
TCP port 2404 iec-104 (IEC 60870-5-104 process control over IP) was added to Nmap’s 
service database to test how this might affect the scanning results for the simulations using 
this port. 
 
# Service name, portnum/protocol, open-frequency, optional comments 
iec-104    2404/tcp    0.000330     

 

3.1.7 Honeyd Service Emulation 

 
Two basic scripts emulating Telnet and FTP, respectively, were added to a template to 
demonstrate how service scripts can be used with Honeyd to provide the attacker with some 
form of device interaction. The Telnet script is a Perl script which prints the appropriate 
response to a connection attempt, but it offers no further command capabilities. Similarly, 
the FTP script is a bash script which prints the appropriate information and ftp> prompt, 
making it look like it works but not offering any further functionality. 
     
Even though these sample service scripts are simple, this implementation is important as a 
starting point for future work on device interaction. This thesis focuses on the network 
discovery phase of an IT attack as previously described, and the natural next step in further 
developing these simulations would be to look at the next step in the attack model, which is 
attacking, i.e., device interaction. 

3.2 Field Device Communication 

Since the network discovery phase of an attack typically involves both scanning devices and 
how they are interconnected, as well as studying traffic between them, it is important that 
the simulated field devices can communicate with each other in a realistic manner. As a 
starting point for future development, the protocol IEC60870-5-104 was chosen for its 
common usage in European power systems and its relative simplicity. Five out of the eight 
studied device models support this protocol. 



 

 

Department of Electric Power and Energy Systems 

KTH - Royal Institute of Technology, Stockholm, Sweden 

23 

 

 

3.2.1 Simulation IEC 60870-5-104 with Honeyd Proxy and OpenMUC j60870 

 

 

 

Figure 7. OpenMUC j60870 package structure. 

 
In order to simulate the IEC60870-5-104 communication standard, the Java library 
OpenMUC j60870 was used, along with Honeyd’s proxy functionality. This was set up in 
such a way that Virtualbox directed the traffic in between virtual machines, while Honeyd 
directed traffic to the j60870 server and client applications via the configured ports. 
 

 

Figure 8. IEC 60870-5-104 simulation setup. 

 

3.2.2 Scenario Tests 

 
To test the communication skills of the simulations, a scenario was created with two 
simulated devices, one pretending to be an IEC60870-5-104 client/master and the other an 
IEC60870-5-104 server/slave. A separate virtual machine was set up as an attacker to scan 
the honeypots with Nmap. On a miniscule scale, this is essentially what a “real” virtualized 
ICS would look like, only it would contain upwards of a thousand devices. 
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Figure 9. Virtual machine setup with Honeyd, j60870  

applications and antagonist using Nmap. 

 
 

3.2.3 Protocol Validation with QTester104 

 
QTester104 was used as an IEC 60870-5-104 client to test the communication capabilities of 
the j60870 server application and an actual field device, respectively. The recorded traffic 
patterns were then compared. 
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3.3 CRATE Implementation 

 

 

 
Figure 10. Network setup in CRATE. 

 

The scenario described in section 3.2.2 with three virtual machines playing the roles of client, 
server and attacker, respectively, was then set up in CRATE, along with some additional 
functionality such as a DNS server. 
 

 

 

 
Figure 10. Virtual machine configuration in CRATE. 
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4 RESULTS 

4.1 Fooling an Antagonist 
 

4.1.1 Field Device Scanning 

 
Analysis of the Nmap scan reports for each of the 8 devices resulted in 10 different 
The Nmap scans provided detailed information about the status of all TCP, UDP and ICMP 
ports, what services were likely running on each active port, the MAC address and 
(hardware) manufacturer of each device, the device type, operating system, TCP sequence 
prediction and IP ID sequence generation. An example of Nmap output from one of these 
scans is shown below. 
 
 

Nmap scan report for 10.0.1.8 

 

PORT     STATE SERVICE 

23/tcp   open  telnet  

1066/tcp open  fpo-fns  

1719/tcp open  h323gatestat 

2404/tcp open  unknown  

 

MAC Address: 00:09:AB:00:04:28 (Netcontrol Oy) 

Device type: specialized  

Running: Wind River pSOSystem  

OS CPE: cpe:/o:windriver:psosystem  

OS details: Wind River pSOSystem  

 

Network Distance: 1 hop  

TCP Sequence Prediction: Difficulty=16 (Good luck!) 

IP ID Sequence Generation: Incremental  

 

Nmap done: 1 IP address (1 host up) scanned in 5909.93 

seconds  

Raw packets sent: 262400 (11.546MB) | Rcvd: 131313  

(6.303MB) 

 
 
These results should not be viewed as an absolute truth for the reasons previously discussed, 
and there was quite a variation in scan results even for the same device. MAC addresses 
presented no problem, and ports, services, TCP sequence predictions and IP ID sequence 
generation results were generally consistent for each device. 
     
The operating systems presented the greatest variation in scan results by far. Nmap only 
presented consistent OS results for 1 of 8 devices, no OS guesses at all for 2 devices, and the 
remaining 5 devices presented a plethora of OS guesses. Interestingly, the only consistent 
OS result was given for a proprietary operating system run by one of the oldest devices, and 
it was the only one clearly represented in the fingerprint database. 
     
As far as services go, the devices were not configured to run anything in particular while 
scanned. Some service results depend entirely on Nmap's service database, while others may 
vary based on probe replies. Again, as the purpose of this study was not to create an exact 
replica of the actual device, it remains unknown how realistic these results are. 
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4.1.2 Simulation Profiles 

 
Analysis of the Nmap scan reports for each of the 8 devices resulted in 10 different 
simulation profiles. These contain a device’s open and closed ports, services, MAC address, 
manufacturer, device type, operating system(s), TCP sequence prediction, and IP ID 
sequence prediction as presented by Nmap. An example simulation profile based on the 
field device scan report presented in section 4.1.1 is shown below. 
 
 

23  tcp open  

1066  tcp open   

1719  tcp open   

2404  tcp open 

  

MAC Address: 00:09:AB:00:04:28  

OS:   Wind River pSOSystem  

 
 

4.1.3 Honeyd Base Templates 

 
Ten different Honeyd templates were generated based on the simulation profiles generated. 
An example Honeyd template based on the simulation profile presented in section 4.1.2 is 
shown below. 

 

create template  

set template personality "Wind River pSOSystem" 

 

add template tcp port 23   open  

add template tcp port 1066 open 

add template tcp port 1719 open  

add template tcp port 2404 open  

 

set template default tcp action filtered 

set template default udp action closed 

set v default icmp action closed 

 

set template ethernet "00:09:ab:00:04:28" 

dhcp template on eth0 

 

4.1.4 Base Template Scanning 

 
All base simulations produced almost identical scan results to the corresponding devices in 
terms of configured ports. Only one port in one template out of 10 refused to open as 
configured. Given the previous Honeyd difficulties, in the context of this work this is 
considered a very good result, despite the fact that the behavior of that one port remains a 
mystery. An example template scan report is shown below, to be compared to the field 
device scan report in section 4.1.1 and the Honeyd template configuration in section 4.1.3. 
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Nmap scan report for 192.36.220.10 

 

PORT     STATE SERVICE 

23/tcp   open  telnet 

1066/tcp open  fpo-fns 

1719/tcp open  h323gatestat 

2404/tcp open  unknown 

 

MAC Address: 00:09:AB:D5:1B:B2 (Netcontrol Oy) 

Device type: specialized 

Running: Wind River pSOSystem  

OS CPE: cpe:/o:windriver:psosystem 

OS details: Wind River pSOSystem  

 

Network Distance: 1 hop 

TCP Sequence Prediction: Difficulty=49 (Good luck!) 

IP ID Sequence Generation: Incremental 

 

Nmap done: 1 IP address (1 host up) scanned in 1240.05 

seconds 

           Raw packets sent: 396326 (17.395MB) | Rcvd: 68591  

           (3.838MB) 

 

Results for three different groups of templates will be presented in the following: 
 

 Templates without a configured personality (case 1) 

 Templates with a configured personality (case 2) 

 Templates with a configured Windows personality (case 3) 
 

Case 1: Templates without a Configured Personality 

 
The table below shows a summary of the device and simulation Nmap scan results side by 
side for comparison. As we can see, they are identical except for the last three bytes of the 
MAC address which is randomized by Honeyd as previously described. 
 

 Device scan Simulation scan 

TCP ports 80 

2222 

open 

closed 

http 

EtherNet/IP-1 

80 

2222 

open 

closed 

http 

EtherNet/IP-1 

MAC address 00:0F:73:03:71:75 (RS Automation Co.) 00:0F:73:2B:97:3F (RS Automation Co.) 

Device type - VoIP adapter 

Aggressive  

OS guesses 

- Vegastream Vega 400 VoIP Gateway (85%) 

Running  

(just guessing) 

- Vegastream embedded (85%) 

TCP sequence 
prediction 

Difficulty = 134 (Good luck!) Difficulty = 0 (Trivial joke) 

IP ID sequence 
generation 

Incremental Randomized 
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The results presented above show one of the two field devices for which Nmap did not 
provide any operating system hints. The potential reasons for this lack of OS guesses are 
explained in section 3.2. Since Nmap could not provide any information, no personality has 
been added to the Honeyd template of the simulation. However, using Nmap OS 
fingerprinting when scanning the simulation provided an aggressive OS guess of Vegastream 
embedded, and it even goes so far as to suggest the device is a VoIP adapter.  
 
As we can see this is an 85% match, and all we can be certain of is that the simulation’s 
probe responses were an 85% match to a fingerprint someone has generated scanning a 
device they believed to be a Vegastream Vega 400 VoIP Gateway. This is in fact a typical 
simulation scan result, especially since this particular Honeyd template does not specify a 
personality. All Nmap has to go on is one open and one closed port. 
 
The lack of a template personality also causes the TCP sequence prediction and IP ID 
sequence generation results, or rather the lack thereof. Instead we are faced with a 
simulation scan that suggests a highly vulnerable device. Below, we will see what happens 
when we do add a proper template personality. 

 

Case 2: Templates with a Configured Personality 

 
For 5 of the 8 devices, Nmap provided 8-10 aggressive operating system guesses, but only 
one presented a consistent OS result when scanning the device. This personality was added 
to the simulation’s Honeyd template with good results, as can be seen in the table below. 
Further scans revealed that Nmap will not always be able to match even this existing 
fingerprint, but this is to be expected. 

 

The table below shows a summary of the device and simulation Nmap scan results side by 
side. 

 

 Device scan Simulation scan 

TCP ports 23 

1066 

1719 

2404 

open 

open 

open 

open 

telnet 

fpo-fns 

h323gatestat 

unknown 

23 

1066 

1719 

2404 

open 

open 

open 

open 

telnet 

fpo-fns 

h323gatestat 

unknown 

Device type specialized specialized 

Running Wind River pSOSystem Wind River pSOSystem 

MAC address 00:09:ab:00:04:28 (Netcontrol Oy) 00:09:ab:d5:1b:b2 (Netcontrol Oy) 

TCP sequence 
prediction 

Difficulty = 16 (Good luck!) Difficulty = 49 (Good luck!) 

IP ID sequence 
generation 

Incremental Incremental 

 

Worthy of note is that when a template has a personality, i.e., Honeyd is emulating a 
particular operating system, Nmap will provide TCP sequence prediction and IP ID 
sequence generation information. What this means is explained in section 3.2, and its 
significance for the quality of the simulation is further discussed in chapter 5. 
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Case 3: Templates with a Configured Windows Personality 

 
The remaining device presented a consistent OS result in four out of five scans, and since 
we knew the device was actually running Windows CE 6.0, this personality was added to the 
corresponding template. This is the newest of all devices studied, and it is clear even from 
these Nmap results that a lot has happened in recent years when it comes to the 
functionality offered by these devices. Interesting to note for comparison is that the device 
presented in Table X above is one of the oldest in this study. 

 
 Device scan Simulation scan 

TCP ports 21 

23 

80 

443 

502 

911 

5120 

9000 

open 

open 

open 

open 

open 

open 

open 

open 

ftp 

telnet 

http 

tcpwrapped 

asa-appl-proto 

xact-backup 

http 

cslistener 

21 

23 

80 

443 

502 

911 

5120 

9000 

open 

open 

open 

open 

open 

open 

open 

open 

ftp 

telnet 

http 

https 

asa-appl-proto 

xact-backup 

unknown 

cslistener 

UDP ports 123 

137 

138 

161 

1900 

open 

open 

open 

open|filtered 

open 

ntp 

netbios-ns 

netbios-dgm 

snmp 

upnp 

123 

137 

138 

161 

1900 

open|filtered 

open|filtered 

open|filtered 

open|filtered 

open|filtered 

ntp 

netbios-ns 

netbios-dgm 

snmp 

upnp 

Device type specialized specialized|general purpose|media device|phone|PDA 

Running Datalogic Windows PocketPC/CE - 

OS details Datalogic Kyman barcode scanner  
(Windows CE 5.0) 

- 

Running (just 
guessing) 

- Datalogic Windows PocketPC/CE (96%), Microsoft Windows 
PocketPC/CE|2003|XP|2000 (93%), Microsoft embedded 
(92%), HTC Windows PocketPC/CE (92%), Intermec Windows 
PocketPC/CE (88%) 

Aggressive OS 
guesses 

- Datalogic Kyman barcode scanner (Windows CE 5.0) (96%), 
Microsoft Windows CE 5.0 (ARM) (93%),  
Microsoft Windows Mobile 5.0 - 6.1 or Zune audio player 
(firmware 2.2) (92%),  
HTC Touch mobile phone (Windows Mobile 6) (92%),  
Microsoft Windows Server 2003 (91%),  
Microsoft Windows XP Professional SP2 or SP3 (91%),  
Microsoft Windows XP SP3 or Windows Server 2003 (91%),  
Microsoft Windows XP SP3 (90%),  
AT&T U-Verse set-top box (Windows CE 5.0) (89%),  
Intermec CK31 PDA (Windows CE 4.20) (88%) 

MAC address 00:04:5F:E0:A0 (Avalue Technology) 00:04:5F:A5:B9:8A (Avalue Technology) 

TCP sequence 
prediction 

Difficulty = 133 (Good luck!) Difficulty = 150 (Good luck!) 

IP ID 
sequence 
generation 

Incremental Incremental 
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The table below shows a summary of the device and simulation Nmap scan results side by 
side. We can see in the service results above that there are some discrepancies between TCP 
ports 443 and 5120, respectively, when comparing the device and the simulation. 

 

4.1.5 Nmap Operating Systems Database Modification 

 
With the default OS fingerprint database which contained one fingerprint with the exact 
operating system, Nmap provided the correct operating system in just 2 out of 20 scans. 
With just 3 additional fingerprints added (generated when scanning the simulation as 
described in section 3.1.4), Nmap’s OS accuracy was improved to 10 out of 20 scans. 

 

4.1.6 Nmap Service Database Modification 

 
With the default service database which contained no description for port 2404, Nmap 
provided ‘unknown’ as the service description for this port. With port 2404 added to the 
service database, this description changed accordingly to ‘iec-104’. Below is the service scan 
result, first with the default database, and the second with the modification. 

 
2404/tcp open  unknown 

 

2404/tcp open  iec-104 

4.2 Field Device Communication 

 
4.2.1 Honeyd Service Emulation 

 
The following shows the results from attempting to interact with the honeypot via the basic 
bash FTP script, where 192.36.220.47 is the attacking machine and 192.36.220.70 is the 
honeypot. The first line is the honeypot configuration, after that follows the command line 
interaction, and last is the Honeyd output describing the traffic redirection. 
 

 

add template tcp port 21 "sh scripts/linux/ftp.sh $ipsrc $sport 

$ipdist $dport“ 

 

foi@FOI-dev:~$ ftp 192.36.220.70 

Connected to 192.36.220.70. 

Name (192.36.220.70:foi): doa 

Login failed. 

ftp> quit 

-e 221 Goodbye. 

 

honeyd[2734]: Connection established: tcp (192.36.220.47:54168 - 

192.36.220.70:21) <-> sh scripts/linux/ftp.sh 192.36.220.47 54168 

$ipdist 21 

 

The following shows the result of trying to interact with the honeypot via the basic Perl 
Telnet script, the first showing the command line interaction, and the latter the 
corresponding Honeyd output showing the traffic redirection and connection establishment. 
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foi@FOI-dev:~$ telnet 192.36.220.97 

Trying 192.36.220.97... 

Connected to 192.36.220.97. 

 

Escape character is '^]'. 

 

Users (authorized or unauthorized) have no explicit or implicit 

expectation of privacy.  Any or all uses of this system may be 

intercepted, monitored, recorded, copied, audited, inspected, and 

disclosed to authorized site, and law enforcement personnel, as 

well as to authorized officials of other agencies, both domestic 

and foreign. 

 

By using this system, the user consents to such interception, 

monitoring, recording, copying, auditing, inspection, and 

disclosure at the discretion of authorized site. 

 

Unauthorized or improper use of this system may result in 

administrative disciplinary action and civil and criminal 

penalties.  By continuing to use this system you indicate your 

awareness of and consent to these terms and conditions of use.  

LOG OFF IMMEDIATELY if you do not agree to the 

conditions stated in this warning. 

 

User Access Verification 

 

Username: doa 

Password:  

% Access denied 

 

honeyd[2551]: Connection request: tcp (192.36.220.47:49951 - 

192.36.220.97:23) 

honeyd[2551]: arp_send: who-has 192.36.220.47 tell 192.36.220.97 

honeyd[2551]: arp_recv_cb: 192.36.220.47 at 08:00:27:f9:fe:cc 

honeyd[2551]: Connection established: tcp (192.36.220.47:49951 - 

192.36.220.97:23) <-> perl scripts/embedded/router-telnet.pl 

public private -config=scripts/unix/general 

 

 
4.2.2 Simulating IEC 60870-5-104 with Honeyd Proxy and OpenMUC j60870 

 
The setup described in section 3.2.2 worked as intended, with Honeyd and Virtualbox 
relaying the traffic in between virtual machines and the client and server applications on 
those virtual machines as expected. Below is an example of Honeyd and j60870 output 
showing the traffic redirection and example IEC 60870-5-104 commands. 
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Figure 11. Honeyd and j60870 communication. 

 

4.2.3 Scenario Tests 

 
The network of three virtual machines described in section 3.2.2 worked as intended, 
resulting in the same or very similar Nmap scan reports as their real field device 
counterparts. An example of such a report is shown in section 4.1.4. 

 
 
4.2.4 Protocol Validation with QTester104 and Zenon 

 
QTester104 could act as a client communicating with the j60870 simulation without issues, 
proving that the developed server application does indeed follow the IEC 60870-5-104 
standard, even when run via Honeyd honeypots.  
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Figure 7. IEC104 start TCP package exchange between QTester104-RTU  

and QTester104-j60870, respectively. 

 

Connections were also successfully established between Zenon Energy Edition acting like an 
IEC 60870-5-104 client and the j60870 SampleServer application, as shown in the figure 
below. [49] 
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Figure 8. IEC 60870-5-104 STARTDT package exchange between Zenon-RTU 

and Zenon-j60870, respectively. 



 

 

Department of Electric Power and Energy Systems 

KTH - Royal Institute of Technology, Stockholm, Sweden 

36 

 

 

Figure 14. IEC 60870-5-104 interrogation TCP package exchange between Zenon-RTU  

and QTester104-j60870, respectively. 

 

4.3 CRATE Implementation 

Since the local scenario tests described in chapter 3.2.2 worked perfectly, it should do so in 
CRATE as well. However, there are some communication issues in CRATE with regards to 
this implementation. The scenario described in chapter 3.3 was properly configured and 
each virtual machine with Honeyd, j60870 applications and Nmap installed separately 
worked as expected. However, the virtual machines could not ping each other, even in their most 
basic form without use of Honeyd or Nmap. 
 



 

 

Department of Electric Power and Energy Systems 

KTH - Royal Institute of Technology, Stockholm, Sweden 

37 

 

5 ANALYSIS AND DISCUSSION 

5.1 Fooling an Antagonist 

Since this study might have revealed potentially unknown vulnerabilities, the devices have 
been anonymized in the published thesis. The exact model or operating system of a 
particular device does not matter for the applicability of the developed simulation 
methodology, nor does it affect the validity of the simulation results presented. After all, the 
main objective was to develop a general field device simulation methodology - to simulate 
the Nmap scan results for each device - not the exact behavior and functionality of the actual 
device. 
 
Already during the extensive device scanning phase of this study, we saw that there is a wide 
disparity in scan results provided by Nmap. This is no coincidence as Nmap relies on its 
TCP/IP stack fingerprint database for determining operating systems, and additional 
databases for service and version detection. Further exploration of these databases revealed 
that only two of the operating systems used by the scanned ICS devices were actually 
represented - and even then it was in a different context than that of a field device. 
 
Additionally, any one TCP/IP stack fingerprint is not set in stone, since it depends on a 
great number of variables such as the characteristics of the scanned network, exact 
responses to individual probes and other tests, as well as the exact configuration and 
behavior of the scanned device. 
 
As previously discussed, industrial control systems have traditionally relied on physical 
isolation and security by obscurity, and even though this is no longer the case, the devices 
are still highly specialized and based on proprietary hardware and software – more widely 
available but still not a priority for contributors to Nmap’s development. Also, an antagonist 
wanting to disrupt real control systems is unlikely to openly contribute to an open source 
project in this way. 
 
Nmap scan reports need to be evaluated carefully, since different scanning methods not only 
use different probes, but also present different outputs. The results presented in this thesis is 
a combination of three different scanning methods used on simulations, which in turn are 
based on uncertain scanning results of one device. Nothing is certain beyond what the 
current version of Nmap likely will produce. 
 
Given the wide range of possible machine configurations, the general results are considered 
very good. Especially considering where this material may be used next, the fact that 
Honeyd – and by extension Nmap – is so easy to customize to get the desired behavior is 
one of its topmost strengths, because it means we can make it behave any way we want in an 
isolated game scenario, whether a small scale experiment or a full blown international war 
game. All we need to do is collect enough data from actual devices to be able to properly 
configure Nmap’s behavior, as well as that of Honeyd. 
 
Generating the proper Honeyd templates presented some difficulties, mainly due to the 
outdated documentation and keyword differences between various versions of Honeyd. The 
original website, book and related research articles by Niels Provos provide a comprehensive 
guide for Honeyd’s capabilities, but when it comes to more recent changes in the 
configuration language it is better to refer to the latest sample configurations on GitHub. 
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This depends entirely on which version of Honeyd you are using. One additional thing to 
note in this context is that hardware virtualization needs to be enabled on the machines you 
are running Honeyd on. [20][21][36][41] 
 
Despite the initial difficulties, Honeyd is and remains a very versatile tool that can be used to 
simulate any ICS field device. Just as any Nmap capability can be easily customized, once 
enough data has been collected Honeyd is also very easy to configure. The language itself is 
straightforward, and even in its most basic form a Honeyd honeypot is capable of realistic 
network behavior in terms of generating IP and MAC addresses, as well as how it responds 
to and redirects incoming traffic depending on its configured personality. 
 
As concluded from the initial device scans, varying results is a highly realistic behavior 
depending on Nmap’s customization level, and this behavior was reflected in the Honeyd 
base template scans as well. Naturally, Honeyd’s databases can also be customized to reflect 
the corresponding Nmap databases, making them both highly modular and flexible tools 
when combined. 
 
Depending on our objectives, which ports are closed or filtered may be just as important as 
which are open, and which services are visible and which are not. Again, the desired 
behavior depends entirely on what we are trying to achieve. In this study the Nmap scanning 
methods were chosen based on extracting as much information as possible in the shortest 
amount of time, but one could certainly explore other combinations of scanning methods, 
and in some scenarios a default scan of a select few commonly used ports may be enough to 
create a realistic behavior. Few antagonists faced with a network of a thousand hosts would 
run two hour scans of each of those hosts… although that naturally depends on the 
objectives of that person or organization as well.  
 
If improved realism is desired, one could easily scan a known device configuration and add 
more fingerprints to the operating systems databases. A few sample fingerprints were 
generated for one of the devices to show how, but the goal of this study was never to 
improve Nmap as a tool. However, in an isolated game network this functionality could 
prove useful as it allows customization of scan results, e.g., during an exercise when it might 
be desirable for antagonist players to get a certain set of results. In such experiments, one 
might want to consider what Nmap results are desirable and what scanning methods are 
permitted in the scenarios where the simulations will be used, and then choose device scans 
for data collection based on those considerations. 
 
As we have seen, the quality of the simulation depends entirely on what information is 
extracted from the actual device. The time limitations in this study prevented more thorough 
information extraction, which naturally affects the quality of the simulations developed. For 
example, all/default/set port scans of the devices and not just the simulations would have 
provided more information about device port responses, which could in turn have been 
translated into Honeyd templates. 
 
You could certainly run more tests to get quantifiable data to validate the simulation 
similarity, just like you could run more tests to add better fingerprints and therefore get 
better similarity. However, this is a qualitative study so the main result is the method 
developed, along with commentary on possible ways of improving the end result, e.g., 
adding fingerprints, ports and port descriptions to Nmap's and Honeyd’s databases, and 
studying known configurations of field devices and industrial control systems.  
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5.2 Field Device Communication 

As previously discussed, the Telnet and FTP scripts were taken from the collection of 
available Honeyd service scripts as examples to show what Honeyd is capable of. The two 
sample scripts worked as intended, establishing a connection and printing the output you 
would expect from Telnet and FTP services, respectively. As such, their functionality is 
extremely limited, but serve their purpose as a proof of concept implementation which could 
be extended to perform the same functions as their real counterparts. 
 
Honeyd is rather elegant and deceptive in its simplicity in this way - all it does is reroute and 
respond to incoming traffic, meaning there are basically no limits to what can be done with 
that traffic. It could be discarded, rerouted to a physical device, start some arbitrary 
application, or something else entirely. The realism of the honeypot behavior is only limited 
by the sophistication of the device, script or application the traffic is sent to.  
 
In a similar manner, only a couple of example IEC 60870-5-104 commands were 
implemented based on the provided j60870 library sample server and client applications. 
Despite this limitation, QTester104 was able to fully utilize the implemented functionality 
with basically no discernable difference compared to actual IEC 60870-5-104 traffic from a 
real RTU. The j60870 library implements all the same functions as a real IEC 60870-5-104 
server and client, so it would not be very difficult to extend the application functionality to 
include all possible responses and interrogation commands.  
 
Obviously, given the applications’ current functionality, an attacker capable of observing a 
longer traffic stream would be able to distinguish real devices, not least by analyzing data 
such as analogue measurements, but there is nothing to suggest j60870 is not sufficient if 
fully implemented. With the full protocol implementation, realistic data patterns and delays, 
it should be capable of fooling just about any antagonist. 
 
Given the limited functionality implemented, we did not test the communication against a 
real SCADA server. However, based on the QTester104 results it is capable of at least 
getting past the TCP handshake. With the full protocol functionality, there is no reason why 
it should not function like any other IEC 60870-5-104 capable device when connected to a 
SCADA server or similar. Again, the greatest challenge here lies in generating realistic data 
streams rather than implementing the protocol functionality. 
 
The scenario tests worked as intended, with each honeypot behaving the same way as it did 
individually when scanned from a separate virtual machine playing the part of antagonist. As 
previously discussed, the developed honeypots cannot hold up to any closer scrutiny or 
interaction, but the objective of fooling Nmap during the learning stage has been fulfilled. 

5.3 CRATE Implementation 

Unfortunately, the CRATE implementation did not work as planned, as previously 
described in chapter 4.3. Since CRATE is under development this could be a newly 
introduced issue, or a Virtualbox version issue. It could also be caused by some obscure 
network interface configuration, because Honeyd honeypots have been successfully 
deployed in this environment many times before. 
 
Once the virtual machines have been successfully configured as per previous experiments in 
CRATE, there is no reason why the addition of Honeyd, j60870 applications or Nmap 
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would not function as intended, since the only issue is the communication between the 
virtual machines, and the rest of the applications only reroute the incoming traffic as per the 
scenario tests carried out in this study. Hence this is most likely a problem in CRATE, which 
the responsible developers at FOI will continue troubleshooting. 
 
When these issues have been solved, Honeyd is definitely capable of scaling enough to build 
realistic control system networks while using very few resources. It has also been properly 
load tested in previous studies, and interesting to note is that even on virtually unprotected 
networks where it gets swamped with connection requests, Honeyd still manages to keep up 
very well and print all the expected output.  
 
Any significant delays in Honeyd execution experienced in this study seems to stem from 
DHCP related issues, the most likely cause being response times from the DHCP server. 
Once a honeypot has acquired an IP address there have never been any issues. 
 
Any development in the form of virtual machines is sufficient to run any simulations and 
tests in CRATE, as proven in previous studies. The only real limits in this context are 
memory requirements of the individual machines, which should never present a problem 
given Honeyd’s resource efficiency. 

5.4  Validity and Reliability 

As previously defined in chapter 1.1 Objectives and 1.2 Limitations and Scope, the research 
question this study attempts to answer is twofold: 
 

 How can the fact that field devices are simulated be hidden from antagonists? and 

 How should simulated field devices be configured to be functional in a real SCADA 
system? 

 
This study has explored how SCADA and ICS work, as well as how IT attacks against such 
systems work. A simulation methodology has been developed along with simulations of 8 
different ICS field devices and a few proof of concept implementations of field device 
interaction scripts and protocol applications. 

 
5.4.1 Validity 

 
The proposed three step attack model presented in chapter 2.2 How do IT Attacks Against 
ICS Work? is deceptive in its abstract simplicity of learning, attacking and abusing, and for a 
more in depth study of attacker behavior it would not be sufficient, but would necessitate 
answering questions such as “What attacker behavior is realistic and how does this affect what we want 
the simulations to do?”. 

 
However, the objective here is to study whether Honeyd can be successfully utilized to fool 
an antagonist using Nmap during the network discovery, i.e., learning, phase of an attack, 
including host discovery and common port scanning methods. Hence this attack model is 
sufficient for our purpose of putting this study into context, as well as for suggesting a 
framework for future research and development.  
 
The same argument holds for the abstraction of industrial control systems – and by 
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extension individual field devices – as networks of interconnected black boxes. There may 
be any number of field devices based on widely different proprietary hardware and software 
performing a plethora of different functions, but in their most abstract form they are still 
only devices sending and receiving data in a predetermined format. The most significant 
result of this study is the developed simulation methodology, which in itself is also generally 
applicable despite the fact that the proof of concept implementations are specific to the 
electric energy sector. 
 
For a more in depth study of a particular model or function of field device, these models 
would not be sufficient. This study presents a high level overview of 8 different field device 
models without making any claims to exploring them in a well-defined functional context. 
The behavior and functionality of ICS field devices is so highly context dependent that the 
result of any such specific study is unlikely to be generally applicable outside that context. 
For our purposes, these abstract models in tandem offer a robust yet simple framework for 
contextualizing both the results of this study and the suggested extensions and 
improvements that follow. 
 
It is also important to note that this is not a comprehensive study of the exact behavior of 
and methods used by the chosen software, e.g., Nmap and Honeyd (described in chapter 2 
and 3). These are simply tools used to build a proof of concept system which could be easily 
extended and modified, or used as inspiration for a completely different system. The study 
as such, not least the developed simulation methodology, provides much more far reaching 
and flexible applications and conclusions than the capabilities of the example system alone 
suggest. 
 
Many of the conclusions drawn and lessons learned from this study could be used to 
improve the behavior of certain tools such as the network scanner Nmap. The 
implementation of such improvements are also outside the scope of this study, although 
some suggestions are provided for future reference. 
 

5.4.2 Reliability 

 
The most significant result presented in this thesis is the developed simulation methodology. 
Indeed, the first and foremost consideration when forming this study was to make it easily 
reproducible, enabling FOI to continue developing realistic field device and ICS simulations 
as part of their VICS study. 
 
The number one difficulty which has been identified is determining realistic behavior of a 
particular field device. Fooling Nmap is easy enough using Honeyd, but how do you fool a 
SCADA operator or other threat agent into believing that your simulation is an actual field 
device once they start interacting with it? As these devices get increasingly sophisticated and 
modular, the traditional lines between RTUs, IEDs and PLCs have become blurred, and 
each device is customizable and programmable for any number of tasks.  
 
On the surface of a simple network scan, a modern field device may look like any other 
machine running a common embedded operating system such as Windows CE. It likely has 
web and FTP server functionality, emailing capabilities, supports configuration via Telnet 
and a whole host of various communication protocols which range from the specific 
(IEC104) to general (Modbus). The model and make of a device says very little about how it 
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should behave - it all depends on the application and operating environment of the device in 
question. Context is everything. 
 
While the oldest field device studied seemingly only has a handful of ports in use and 
supports a single communication protocol over TCP, the more recent devices were found to 
support up to 13 different services over TCP and UDP. This wide range of functions and 
configurations present both challenges and relief for anyone trying to reproduce field device 
behavior – in this study we have seen that varying Nmap scan results is nothing out of the 
ordinary even for the exact same device and network configuration. As such, Honeyd 
reproduces this seemingly erratic behavior very well. Our results suggest that network 
discovery is more of an art than an exact science. Again, context is everything as the skills of 
the antagonist determines the level of simulation sophistication required. 
 
Another important consideration is the accuracy of Nmap. As we have seen, Nmap scan 
results vary greatly depending on how well known the TCP/IP fingerprint of a device is, and 
it also relies heavily on a database of common ports and services to identify the services 
used. Response times, network latency, packet formats, ports used, customized scanning 
scripts, scanning methods employed – all affect the scan results. No results in this qualitative 
study are statistically significant, although the methods used could certainly be employed to 
form such quantitative studies.  
 
One must also carefully consider what output Nmap presents depending on the scanning 
methods used. In this study, there is no way to tell what protocol the ports listed as closed, 
filtered, and open|filtered, respectively, are for. Take for example an Nmap scan report where 4 
ports are open, 131066 ports are closed, and 65535 ports are filtered. The 4 open ports are open 
for TCP, fine, but there is no way to tell if the 65535 ports filtered are all UDP, all ICMP or a 
combination of TCP/UDP/ICMP. The only way to know for sure would be to perform 
TCP, UDP and ICMP scans separately, which was beyond the scope of this thesis. Someone 
closely familiar with common setups of similar field devices could probably make an 
educated guess, but there is no way to tell for sure based solely on an Nmap scan report. 

     
Naturally, this uncertainty affects the simulation scan results. For example, one of the device 
scan reports lists 2 open, 131068 filtered, and 65535 open|filtered ports. With the developed 
default Honeyd template of TCP filtered, UDP closed, and ICMP closed, the same Nmap scan 
of the honeypot gives 1 open, 65536 closed, and 131068 filtered ports. Also, recall that 
open|filtered means that Nmap cannot determine the exact state of the port, while Honeyd is 
only capable of replicating open, filtered, or closed. 
 
Another serious limitation in this study is of course the fact that all service scripts and 
protocol implementations are on a proof of concept basis. We have explored most of the 
functionality in Honeyd but did not fully utilize it. The importance of context, both for 
devices and humans involved, as well as analyzing antagonist and defender skill levels, tools, 
methods and behaviors cannot be stressed enough going forward.  
 
Fooling Nmap during learning is one thing, but fooling an antagonist with operator 
knowledge requires sophisticated interaction capabilities. Another vital consideration outside 
the scope of this study is realistic scale for building virtualized ICSs, which is the ultimate 
goal of VICS. Honeyd is certainly capable of scaling efficiently to that level, but network 
topologies and realistic traffic patterns also need to be determined. 
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6 FUTURE WORK 

This pre-study presents a proof of concept implementation of a realistically scaled 
virtualized control system. As such, there are many areas of this initial implementation which 
should be improved, and a lot of functionality which could be added to further improve the 
realism of the implementation, and therefore the application of any resulting system. Based 
on the following twofold research question, this chapter provides an overview of the 
improvement suggestions that have been identified as the most significant during this study. 
How can the fact that field devices are simulated be hidden from antagonists? and How should simulated 
field devices be configured to be functional in a real SCADA system? 
 
The main objective of this study was to implement virtualized field devices that fool 
antagonists during the network discovery (learning) phase of an attack. In the context of this 
implementation this comes down to fooling the network scanner Nmap using the honeypot 
daemon Honeyd. But fooling Nmap is only the first step – what happens after a device has 
been deemed an interesting target? The success of a virtualized system during the attacking 
and abusing phases of an attack all comes down to the sophistication of its interaction 
capabilities, both between devices and between the device and the antagonist. Fooling 
human operators and antagonists with extensive insider knowledge is a much more complex 
proposition than fooling their tools. 
 
Another aspect of this implementation is simplifying and automating the development 
process itself to allow for proper scaling and reproducibility, for which further 
recommendations have been added in the following. 

6.1 Automation and Quantitative Data Collection 

In order to improve the implemented proof of concept simulations, more quantitative data 
needs to be collected to allow for proper statistical analysis as a basis for profiles and 
Honeyd templates. This process can be significantly simplified and automated to allow for 
proper implementation scaling.  
 
Device scanning and fingerprint generation can be simplified or fully automated either by 
scripting, or by using some combination of the tools Nova and NMapStudio. The latter is a 
tool developed in C# at FOI, which has successfully been used in previous studies involving 
Nmap scanning. [36] 
 
Given the simple and well defined format of any Nmap scan report and Honeyd template, 
parsing the former and autogenerating the latter should present no great difficulty in 
practically any programming language of your choice. 

6.2 Network Topology and Field Device Communication 

The natural next step in this implementation is to connect the simulated field devices to 
actual or simulated process data and building properly scaled network topologies. 
Communication between devices is key since this traffic will be closely monitored by anyone 
wishing to understand the system and exploit its weaknesses.  
 
Achieving accurate data formats, and timing and delays such as response times, network 
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latency, switch delays, etc., are of the utmost importance in any virtualized ICS, although 
such characteristics were out of scope in this study. Realistic equipment operating times and 
delays should be added to future implementation iterations of the developed field device 
simulations, e.g., based on timing data captured from real field device operation logs.  
 
Capturing and analyzing real data streams in the ICS lab could be a first step, but the easiest 
way to achieve both realistic traffic and network topologies would be to use the real-time 
simulator ARISTO (Advanced Real-time Interactive Simulator for Training and Operation), 
developed and maintained by Svenska Kraftnät through Anders Edström. ARISTO is 
commonly used for operator training and contains a model of Sweden's main and regional 
power grids. If not, development effort must be put into faking believable process data 
based on recorded traffic. [45] 
 
A proof of concept simulation of the IEC 60870-5-104 protocol common in power 
distribution across northern Europe was developed in this study, but depending on the field 
devices in question, other protocols should also be implemented. We recommend putting 
effort into researching existing protocol simulators for common protocols applicable to the 
intended devices as identified by VICS, as well as extending the developed IEC 60870-5-104 
applications to include all protocol commands. [18] 
 
Other common network components such as firewalls, web servers, printers, etc. should 
also be connected to the virtualized ICS. As concluded by VICS, most SCADA components 
such as web servers are easy to virtualize and are readily available in CRATE. The honeypots 
could be connected directly to real services via Honeyd’s subsystem virtualization 
functionality, and physical machines could also be integrated into the virtual network 
topology. Honeyd configuration in itself is fairly straightforward, but there are virtually no 
limits to the level of sophistication which can be achieved using various scripts, subsystems 
and physical machines. [18] 

6.3 Attack Scenarios and Field Device Interaction 

To build a virtualized ICS one must also take into account the communication between the 
field devices and antagonists, and not only the communication between the devices 
themselves. The proof of concept implementation developed in this study includes basic 
FTP and Telnet service scripts, but these are far from sufficient to fool anyone for very long. 
Fooling human operators requires sophisticated service scripts or actual services, so 
implementing further device interaction functionality using, e.g., service scripts or Honeyd 
subsystem virtualization is needed.  
 
To this end, actual attacker behavior relevant for the intended attack scenarios should be 
analyzed, and data collection, scan methods, network and honeypot configurations, etc., 
should be tailored accordingly. What actions are permitted in a particular scenario? What is 
important and what is not? What Nmap options are most commonly used? What are 
antagonists looking for to consider a device or network vulnerable and therefore a potential 
target? Analyzing actual attacker behavior is needed to determine where to put the most 
research effort – how does an attacker actually use Nmap and how should a field device 
behave to be deemed worthy of further effort? 
 
Believable countermeasures for common expected attacks should also be implemented in 
the next iteration, by analyzing actual countermeasures to implement and/or enact. Both 
technical and human defense strategies should be considered. This is likely the greatest 
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challenge of all, since both the hardware and code base of the simulations differ from real 
physical field devices.  
 
Depending on the intended devices, certain automated responses or countermeasures might 
also be considered. Attacking the honeypots were out of scope during this study, but it 
should be possible to use scripts for most everything as Honeyd just receives traffic on 
specified ports – there is virtually no limits to what can be done with that traffic. The main 
difficulty lies in determining how a device should realistically behave, something which is 
highly dependent on the particular model, application and context of a device. 
 
Simplifying experiment set up and tear down to allow for proper reproducibility with 
minimal effort has been an objective of VICS from the start, and although out of scope 
here, given the results of this study, developing such a solution should not present too much 
difficulty, and the virtual honeypots could even potentially be configured for use with the 
attack graphs developed by Hannes Holm. 

7 CONCLUSIONS 

This study has attempted to answer the following questions by developing simulations of 8 
different models of field devices common in power distribution. 
 

 How can the fact that field devices are simulated be hidden from antagonists? and 

 How should simulated field devices be configured to be functional in a real SCADA 
system? 

 
The result is a rather elegant modular implementation based on the honeypot daemon 
Honeyd. As shown in this study, Honeyd is a very versatile tool that can be used to simulate 
any ICS field device. The quality of the simulation depends almost entirely on what 
information is extracted during scanning of the actual devices, i.e., what scanning methods 
are used in Nmap as a basis for the simulation templates, as different scan options provide 
different output. The time limitations in this study prevented more thorough information 
extraction, which naturally affects the quality of the proof of concept simulations developed. 
 
The main results of this study are a structured and generally applicable simulation 
methodology, and a highly flexible modular base implementation which can be further 
developed and adopted to any research scenario. Several recommendations for improving 
the realism of the implementation going forward have been suggested. 
 
FOI’s initial objective was to investigate if Honeyd is suited for field device simulation, 
which it has been proven to be in this thesis. The field device simulations should answer 
scans in a meaningful way, and they do – all Nmap scan results from the simulated field 
devices look convincing until the attacker starts to analyze them in more detail than their 
current sophistication level allows.  
 
The developed protocol applications comply with IEC104, and the server application could 
easily be extended to answer all messages outlined in this standard. Realistic traffic patterns 
and timings are also of the utmost importance in any virtualized ICS, and although not 
covered in this study, many suggestions for how to achieve this in future implementations 
have been outlined in chapter 6. 
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Honeyd is deceptive in its simplicity - the abstraction level makes it incredibly flexible and 
customizable, while it can be extended with all the functionality one could wish for in terms 
of mimicking the behavior of any physical networking device. Similarly, any Nmap 
functionality (or lack thereof) required for a specific experiment or game scenario can be 
easily customized once enough data has been gathered.  
 
It was never the intent of this study to improve Nmap as a tool, but all suggestions made 
can be used to customize the simulations and Nmap’s functionality to any intended research 
scenario in which they will be used. For example, the simulations can be scanned to generate 
even better fingerprints if OS accuracy is important in a particular scenario.  Honeyd is a 
very powerful tool capable of creating up to 65 000 honeypots on a single virtual machine, 
and together with CRATE, which can run about 5000 virtual machines in its current form, 
replicating realistically scaled ICSs is not an issue. 
 
Although attacking the honeypots were out of scope in this study, it should be possible to 
include relevant functionality in future iterations of the implementation. Honeyd just 
receives traffic on the specified ports, and there are virtually no limits to what can be done 
with that traffic. The main difficulty lies in determining how the field devices should 
realistically behave, which depends entirely on the device in question, its context and 
application. 
 
The simulated devices fool Nmap during the network discovery (learning) phase of an attack, 
fulfilling the main objective of this study. 
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