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Sammanfattning 
Den tekniska utvecklingen av datorenheter och kommunikationsverktyg har skapat 

möjligheter att lagra och bearbeta större mängder information än någonsin tidigare. För forskare 

är det ett sätt att göra mer exakta vetenskapliga upptäckter, för företag är det ett verktyg för att 

bättre förstå sina kunder, sina produkter och att skapa fördelar gentemot sina konkurrenter. Inom 

industrin har A/B-testning blivit ett viktigt och vedertaget sätt att skaffa kunskaper som bidrar till 

att kunna fatta datadrivna beslut.  

A/B-test är en jämförelse av två eller flera versioner för att avgöra vilken som fungerar 

bäst enligt förutbestämda mätningar. I kombination med informationsutvinning och statistisk 

analys gör dessa tester det möjligt att besvara ett antal viktiga frågor och bidra till övergången 

från att "vi tror" till att "vi vet". Samtidigt kan dåliga testfall ha negativ inverkan på företags 

affärer och kan också leda till att användare upplever testerna negativt. Det är skälet till varför 

det är viktigt att kunna förutsäga A/B-testets långsiktiga effekter, utvunna ur kortsiktiga data.  

I denna rapport är A/B-tester och de prognoser de skapar undersökta genom att använda 

univariat tidsserieanalys. Men på grund av den korta tidsperioden och det stora urvalet, är det en 

stor utmaning att ge korrekta långtidsprognoser. Det är en kvantitativ och empirisk studie som 

använder verkliga data som tagits från ett socialt spelutvecklingsbolag, King Digital 

Entertainment PLC (King.com).  

Först analyseras och förbereds data genom en serie olika steg. Tidsserieprognoser har 

funnits i generationer. Därför görs en analys och noggrannhetsjämförelse av befintliga 

prognosmodeller, så som medelvärdesprognos, ARIMA och Artificial Neural Networks. 

Resultaten av analysen på verkliga data visar liknande resultat som andra forskare har funnit för 

långsiktiga prognoser med kortsiktiga data. 

För att förbättra exaktheten i prognosen föreslås en metod med tidsseriekluster. Metoden 

utnyttjar likheten mellan tidsserier genom Dynamic Time Warping och skapar separata kluster 

av prognosmodeller. Klustren väljs med hög noggrannhet med hjälp av Random Forest 

klassificering och de långa tidsserieintervallen säkras genom att använda historiska tester och en 

Markov Chain. Den föreslagna metoden visar överlägsna resultat i jämförelse med befintliga 

modeller och kan användas för att erhålla långsiktiga prognoser för A/B-tester. 
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Abstract 
The technological development of computing devices and communication tools has 

allowed to store and process more information than ever before. For researchers it is a means of 

making more accurate scientific discoveries, for companies it is a way of better understanding 

their clients, products and gain an edge over the competitors. In the industry A/B testing is 

becoming an important and a common way of obtaining insights that help to make 

data-driven decisions. 

A/B test is a comparison of two or more versions to determine which is performing better 

according to predetermined measurements. In combination of data mining and statistical 

analysis, these tests allow to answer important questions and help to transition from the state of 

“we think” to “we know”. Nevertheless, running bad test cases can have negative impact on 

businesses and can result in bad user experience. That is why it is important to be able to forecast 

A/B test long-term effects from short-term data. 

In this report A/B tests and their forecasting is looked at using the univariate time-series 

analysis. However, because of the short duration and high diversity, it poses a great challenge in 

providing accurate long-term forecasts. This is a quantitative and empirical study that uses 

real-world data set from a social game development company King Digital Entertainment 

PLC(King.com). 

First through series of steps the data are analysed and pre-processed. Time-series 

forecasting has been around for generations. That is why an analysis and accuracy comparison of 

existing forecasting models, like, mean forecast, ARIMA and Artificial Neural Networks, is 

carried out. The results on real data set show similar results that other researchers have found for 

long-term forecasts with short-term data. 

To improve the forecasting accuracy a time-series clustering method is proposed. The 

method utilizes similarity between time-series through Dynamic Time Warping, and trains 

separate cluster forecasting models. The clusters are chosen with high accuracy using Random 

Forest classifier, and certainty about time-series long-term range is obtained by using historical 

tests and a Markov Chain. The proposed method shows superior results against existing models, 

and can be used to obtain long-term forecasts for A/B tests. 
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NOMENCLATURE 

Notations 

Symbol Description 

iid Independent and Identically Distributed 

lag Time interval between two measurements 

𝑥𝑡 Measurement 𝑥 taken at a time 𝑡 

𝜇𝑥 Mean value of a variable 𝑥 

𝜎𝑥 Standard deviation of variable 𝑥 

 

Abbreviations 

ACF AutoCorrelation Function 

AIC Akaike Information Criteria 

ANN Artificial Neural Network 

AR Autoregressive 

ARIMA AutoRegressive Integrated Moving Average 

BIC Bayesian Information Criteria 

CNN Convolution Neural Network 

DWT Discrete Wavelet Transform 

DTW Dynamic Time Warp 

ES Exponential Smoothing 

GA Genetic Algorithm 

GPU Graphical Processing Unit 

HMM Hidden Markov Models 

KPI Key Performance Indicator 

LR Linear Regression 

MA Moving Average 

MASE Mean Absolute Scaled Error 

MAPE Mean Absolute Percentage Error 

MC Markov Chain 

MF Mean Forecast 

PACF Partial AutoCorrelation Function 

PAM Partitioning Around Medoid 
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PCA Principal Component Analysis 

PSO Particle Swarm Optimization 

RF Random Forests 

RMSE Root Mean Square Error 

RNN Recurrent Neural Network 

RW Random Walk 

SOM Self-Organizing Map 

SVM Support Vector Machine 

SVR Support Vector Regression 

VAR Vector AutoRegressive 

VARMA Vector AutoRegressive Moving Average 
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1 INTRODUCTION 

This is an introductory chapter for this report that gives a brief commentary on the 

importance of the topic – time-series long-term forecasting for A/B tests. Further in Section 1.2 

is given an explanation on what is an A/B test, and how it can be used to make data-driven 

decisions. The typical test data and its analysis is showed through an artificial example. 

The goal of this report and the tasks that need to be accomplished are described in 

Section 1.3. This chapter is concluded with the methods used in this report and their description 

in Section 1.4. 

1.1 Background 

The widespread use of communication tools has allowed to connect billions of people 

and devices all around the world. Everyone who has access to the internet can access the vast 

amount of multimedia and knowledge gathered and published by others. Nevertheless, the 

technical achievements in electronics and communication has allowed to reduce the size of the 

computing devices and at the same time increase their processing capabilities. Advancements in 

storage technologies has reduced the price of hard disk drives and has greatly increased the 

amount of information that can be stored. The rise of technological development and information 

size has turned the 21th century into information era or sometimes called the “Big Data” era. 

In short amount of time companies have come a long way from gathering user feedback 

through polls and interviews, to be able to track user behavior on their website and mobile 

applications. Small sensor devices now are interconnected into sensor networks that can monitor 

buildings or even whole cities. The ability to access more people and to be able to store more 

detailed information gives the potential to gain more insight knowledge. 

All the technological achievements have also created a new set of problems. To process 

millions of web requests from the users, companies had to solve scaling issues. Eventually parts 

of the systems have to be distributed and controlled by resource managers and failure detection 

mechanisms. Storing and processing petabytes of information requires solving the problem of 

bottlenecks, and the problem of preventing data losses. One way of solving this is through 

scalable and distributed file systems and data replication. All this information is gathered for a 

sole purpose – extract valuable knowledge. The scale of the data and the questions that need to 

be answered requires reinventing old mathematical methods and coming up with new ways of 

statistical analysis. For the last years these mentioned problems have been a hot topic in industry 

and academia. 

The main reason behind the data gathering and processing boom is to use this 

information to help answer important questions. For researchers in academia this can be used to 

build more precise scientific theories. For companies this can help to improve their products, 

give better understanding of their clients, and gain an edge over their competitors. In recent years 

there has been a paradigm shift from the state of “we think” to “we know”. This has been made 

possible by the information obtained from data analysis. One important way of getting these 

insights that can help making data-driven decision is A/B testing. 

1.2 A/B tests 

A/B test, sometimes called split test, is a comparison of two or more versions to 

determine which is performing better according to predetermined measurements. From statistics 

point of view, it is a variation of a hypothesis testing where one version(A) is a null hypothesis 

and other version(B) is a different hypothesis that is being compared. From business perspective 
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A/B testing is a way of determining how existing product(A) compares against slightly changed 

version of the product(B). 

The goal of A/B testing is to better understand the impact a change would have on an 

existing solution. Analysis of this information can give detailed insights and help to make 

decisions that are backed by data and facts. This is usually achieved in a controlled 

environment - test is designed in a way that there is a slight difference between versions, but the 

impact of external factors is minimal. It is not always necessary that the different versions in an 

A/B test are built from the same original solution. However, if they have the same origin the 

comparison in analysis excludes additional external factors that may impact the results. 

A/B test are used by different disciplines, such as, internet companies for improving user 

experience through website design, e-commerce systems for reducing client drop-off rates, and 

retail companies for improving their product and service quality. Internet streaming company 

Netflix uses A/B testing to determine content cover pictures, and has reported that in some cases 

it has increased viewer count by 20% to 30% [1]. In some A/B tests, feedback information can 

be gathered quickly, but in other cases tests may require studying long-term effects where 

information can be obtained only after longer period of time. A/B test goal is to determine 

impact and improve different metrics, like, purchase count, user retention and income. However, 

some metrics, like, user experience and fun, may be harder and not so obvious on how 

to measure it.  

In this report only A/B tests that include users and their indirect feedback through 

different Key Performance Indicators(KPI) will be analyzed. When an A/B test involves users it 

requires them to be split-up into two or more groups as it can be seen in Figure 1. 

 

Figure 1. A/B test diagram with two test groups and result analysis 

In this example half of the users are assigned to the existing solution and are called the 

“control group” and the other half to a slightly modified version. During the A/B test several 

KPIs are collected from both groups. This helps to better understand the impact the modified 

version has on user’s behavior. Information gathered from the test can then can be used to make 

decision on whether changes should be applied to broader audience or not. The ability to test 

several changes on smaller user groups before making the final decision, allows to transition 

from “we think” to “we know”. This also helps to prevent applying potentially harmful decisions 

to the whole user base. 

When an A/B test is designed it is important to understand what type of question is being 

asked and what type of results would answer this question. Once the users are assigned to 

different versions and the test has started to have affect, it should not be interfered with changes 

as this may lead to compromised and biased results. That’s why it is important to think about the 

KPIs and ways of gathering this information before the tests has started. 

Once a reasonable time has passed, test is finished and data is gathered from all user 

groups, it can be analyzed to understand the impact the changes have and should the original 

solution be changed to one of the test versions. There exist several methods how A/B test 
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information can be analyzed. In Figure 2 is an artificial example of daily income from three same 

sized user groups – control group and two test groups. The black line on day 14 indicates the 

start of an A/B test which lasts for 30 days. 

 

Figure 2. Artifical example of profit between different test groups 

At the end of each day all profits are aggregated for each user group. In the first day’s users 

assigned to the control group are spending less than users assigned to the other test cases. 

However, after several days it becomes unclear if “case 2” is better than the existing solution. 

The information before the test starts helps to understand if there is user assignment bias. If the 

results obtained from a case before the test are significantly different from other cases it indicates 

that users are not assigned to the groups equally and may affect how the results are interpreted 

after the test starts.  

Another useful way of analyzing A/B test information is by looking at the daily 

difference between control group and test groups. In Figure 3 the daily percentage difference 

between two experimental cases and control group is computed. 

 

Figure 3. Percentage difference for two test groups against control group 

It can be better seen that “case 1” from the beginning of the test stays with a positive 

difference from 3-4%. Meanwhile, “case 2” start with a positive difference, but over the time it 

declines and after three weeks becomes negative. This indicates that “case 1” has a positive 

impact and could be considered as a replacement for the current solution. Nonetheless, this 

information is more insightful than the one shown in Figure 2. Daily profit difference in Figure 3 

has sudden spikes and may look noisy with a long-term trend. Less noisy information can be 

obtained from computing each test cases day-by-day cumulative data and then computing daily 

difference as it can be seen in Figure 4. 
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Figure 4. Cumulative percentage difference for two test groups against control group 

The daily information is smoother, the long-term trend difference between two 

experimental cases can be seen clearer and it can also be seen that after 7 days “case 2” starts to 

fall behind. In this artificial example the users assigned to the “case 1” from the first day are 

increasing profit over the control group users. Users assigned to the “case 2” after first week start 

to decrease the profit and eventually the difference against control group becomes negative.  

This example shows both the positive and the negative side of A/B testing. Users 

assigned to “case 2” shows decrease in profit opposite to “case 1”. This knowledge allows to 

better understand the user base and gives insights in decisions that end up having negative and 

positive impact. However, this difference between test cases starts to appear only after the first 

week and only after three weeks the “case 2” shows negative profit difference. Some test cases 

require longer time period before conclusions can be drawn. This may result in loosing profit or 

affecting the existing users that were assigned to the negative test cases. 

In A/B tests it is tempting to assume that a test case is performing better than other cases 

once it shows even slight increase in the value difference charts. After seeing an uplift in one of 

the tests, quite commonly a great effort is put into designing other tests with similar 

characteristics. However, this information can be misleading and the small uplift can happen due 

to the random processes, outliers or biases in test groups. This is a typical problem of micro 

optimization, and there is a reason why statistical tests for significance levels require certain 

amount of observations before any conclusions can be drawn. 

A/B tests can be analysed from both the statistics and the data mining perspective. 

Statistical analysis tries to determine how likely the observed values from the test groups are 

statistically different. This is achieved by comparing user group average values, observing data 

distributions, and using strict procedures of theoretical tests, like, t-student and z-score. By 

accumulating pre-defined amount of observations it is possible to calculate significance and 

confidence information about the tests. In contrast, data mining methods not necessarily rely on 

strict mathematical procedures and theoretical proof behind the data. These methods can be used 

for exploratory analysis, like, finding similar A/B tests or creating predictive models for possible 

future observations. Statistical methods depend on the observation size which in certain cases 

can take long time to accumulate. However, forecasting models can be used to compute future 

values of these observations, giving long-term information without the need to accumulate all the 

necessary data. Statistical analysis and data mining are two coexisting techniques for analysing 

A/B tests, and both can be used together to make more precise conclusions about the test cases. 

In this report A/B tests are analysed, and the problem solution is built through the data 

mining perspective. 

A/B testing is a useful way of obtaining insights about users and the impact different 

decisions have. Potentially harmful solutions can be prevented by testing them on smaller user 

groups, but it may require longer time period in identifying them. That’s why it is important to 
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understand the long-term impact different test cases may have as quickly as possible. This can be 

achieved by using short-term data in combination with forecasting models. By being able to 

forecast A/B test data evasive actions can be taken, like, reassigning users to less harmful test 

cases and understanding the point where enough data will be gathered to take the final decision. 

1.3 Goal and tasks 

A/B testing that involves users requires certain amount of time to pass before making 

long-term decisions about the impact each test case may have. Users assigned to harmful test 

cases will have negative experience and may influence important KPIs.  

The goal of this report is to forecast A/B test long-term trends using short-term data. To 

achieve this goal, several tasks need to be completed: 

 Analyse A/B test data through time-series techniques; 

 Pre-process real-world data for forecasting models;  

 Theoretically and practically review the existing univariate time-series 

forecasting models; 

 Based on the existing results, review the possibilities of increasing forecast accuracy; 

 Propose and build an algorithm for forecasting A/B test long-term trend with 

short-term data; 

 Create a method for long-term data prediction intervals; 

 Compare long-term forecast accuracy of the proposed and existing models. 

1.4 Method 

The goal of this report is to find a method for forecasting A/B test long-term trends using 

short-term data. This is important, because in certain scenarios tests take a long time to 

accumulate necessary data before certain decisions can be made. By being able to forecast the 

trends as early as possible, a potentially harmful cases can be prevented improving user 

experience and business performance. Whenever the term long-term is used in this report, it 

implies that the forecast period is equal or greater than the training period, which in the A/B test 

cases is only several daily data points. 

In this report a quantitative and empirical study is carried out mainly using the data 

mining techniques. Because A/B testing is mostly used by companies, the analysis and 

experimentation sections use historical A/B test data from a company King Digital 

Entertainment PLC(King.com). King is a social games development company that creates games 

for web and mobile devices. As of 2016 more than 300 million monthly users are playing games 

developed by King. For research purposes historical daily aggregated player KPI data are used.  

The research in this report is carried out in four distinct steps – analysis of time-series 

data for A/B tests, literature review and comparison of the existing forecasting models, 

description of the proposed A/B test forecasting method, and the forecast accuracy comparison 

between the existing solutions and the proposed method. Each of these steps cover various fields 

of statistics and data mining. Several parts of this report has been extensively covered by other 

researchers, and this report acts as a short survey combined with empirical result analysis. The 

scope is limited by the research time, but several areas are proposed for future work. Further is 

given a more detailed information for each of these steps. 

A/B test data exhibit similar characteristics with time-series data. For this reason, first in 

Chapter 2 a review of common time-series data pre-processing techniques, like, smoothing, 

normalization and randomness detection is carried out. All of these methods are review in 

consideration of short-term data, for example, Exponential Smoothing (ES) is used as it doesn’t 
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have requirements for the size of the data points. This step is crucial in cleaning the real-world 

data so that forecasting models in later chapters can work with clean training sets. 

Time-series forecasting models have been used by researchers for many generations, for 

example, in stock market predictions. To better understand long-term forecasting it is important 

to review the existing work and models. In Chapter 3 a brief survey on the theory of the models, 

like, MF, ES, ARIMA, ANN and SVM is given. The theory is then followed with a practical 

example of each of the models on a real A/B test data. In the end all of the reviewed model 

forecasting accuracies are compared on a larger A/B test data set. There exist many forecasting 

models, but due to the limitations only the most common ones are analysed. 

Information obtained from the A/B tests is used by companies that can make or break 

their products. That’s why it is important to find highly accurate forecasting method. The 

existing univariate models use the short-term data, try to find functions and parameters 

describing the patterns, and then re-apply them for long-term trends. However, in many cases the 

short-term information may not be enough for the models to learn the underlying patterns. That 

is why in the Chapter 4 a time-series clustering is proposed.  

The idea is to utilize the information of historical A/B tests and use their information as 

an extension for the new and unfinished tests. In a brief literature review on the time-series 

clustering it was discovered that existing clustering methods can be used, but it is important to 

utilize the similarity measures. A theoretical review of similarity measures in context of A/B 

tests is carried out. After comparing forecasting models in previous chapter, it was decided to use 

SVM for cluster forecasting method, because it is capable of learning non-linear relationships, 

and doesn’t rely on randomness. SVM is then optimized using PSO for forecasting long-term 

time-series trends. Apart from the mentioned method a prediction interval method is proposed to 

provide guarantees about the clusters. Researchers have tried different methods to obtain 

accurate long-term forecasts. By the time of making this report with best of the authors 

knowledge there are no superior long-term forecasting models, and due to the limitation of this 

report only few of these methods were used. 

After creating the proposed method, in Chapter 5 it was compared with other existing 

forecasting models, that were also analysed in previous chapters. This is necessary to evaluate 

the proposed method and understand if it can be used in real-life scenarios. Also an analysis of 

the proposed prediction interval method with cluster ranges is carried out. The results from the 

experiments are used to draw the conclusions about the possibilities of long-term forecasting for 

A/B tests from short-term data. 

1.5 Report outline 

The reminder of this report is structured as follows. In Chapter 2 A/B test data are 

described using time-series and pre-processing techniques, like, smoothing and normalization. 

Then in Chapter 3 existing univariate time-series forecasting models are analysed from 

theoretical and practical perspective, and an accuracy comparison with real-world A/B test data 

set is given. Chapter 4 describes the proposed method of clustering time-series with PAM 

algorithm, and training separate SVM forecasting models to improve long-term accuracy. In 

Chapter 5 the results from accuracy experiment are analysed comparing proposed method with 

existing forecasting models, and a cluster range method is evaluated. The report is concluded 

with the Chapter 6, where the work done in this report is summarized, and a potential future 

research areas are identified. 
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2 TIME-SERIES IN A/B TEST DATA 

In this chapter A/B test data are analysed from the perspective of time-series. Time-series 

data gathered during the A/B tests have unique characteristics that opens new problems that 

don’t exist in other disciplines. Examples from real-world data set are analysed to identify 

time-series components, like, trend, seasonality and noise. In Section 2.2 autocorrelation is used 

to gather information about variable relationship between different time periods. 

To create accurate forecasts, it is necessary to have a training data set that can be 

represented as a function of time and doesn’t contain outliers and noise. That is why it is 

important to be able to detect faulty data points and excluded them before they are used in 

mathematical models. To achieve this, a typical time-series pre-processing methods, like, 

smoothing (Section 2.3), normalization (Section 2.4) and randomness detection (Section 2.5) are 

analysed, and their relevance to the A/B test data is evaluated. 

2.1 Time-series 

Time-series is a form of data where measurements are observed over period of time and 

time is used as a separate dimension. In statistical analysis and data modelling this leads to a new 

and unique set of problems. By sampling adjacent data points, time-series introduces time 

dependent correlation. This restricts the use of many statistical methods that depend on the idea 

that data points are independent and identically distributed (iid) [2]. However, over the years 

many specialized methods have been developed and researchers have come up with extensive 

theory that can be used for time-series analysis. 

Using time as a separate dimension for data analysis is not a novel idea. People from the 

academia and industry have been using it to better understand the underlying information for 

different phenomena, like, weather, earthquakes, electrical signals and stock markets. 

In [3] authors have tried improving weather forecasting using multiple weather station 

time-series information and have used Artificial Neural Network (ANN) as a forecasting model. 

Extensive work has been done in area of electrical load forecasting [8, 9, 10, 11]. Researchers 

are using time-series to perform short and long-term forecast with various mathematical models. 

It can be easily seen that in parts of the world it is important to be able to predict electricity 

demands to prevent outages. A hot topic throughout the years has been stock market forecasting. 

There exist numerous research papers that propose different forecasting techniques with various 

accuracy results. To name few, in [4] a news information is combined with a moving average 

model, researchers propose using support vectors as a forecasting model combined with Genetic 

Algorithm (GA) for parameter optimization [5], a hybrid approach of an ANN and ARIMA is 

proposed as a method for forecasting Asian stock exchange [6], and authors of [7] propose using 

fuzzy time-series model for stock price prediction. There are many books on theory for 

time-series analysis, and there are even more research papers that use time-series data and theory 

to back-up their results. 

Time as an additional dimension can give important information, like, seasonality, 

long-term trends and changing patterns, that would be ignored when analyzing already 

aggregated data. For example, in Figure 5 is shown a yearly aggregated information about milk 

production in pounds per cow from 1962 to 1975 [12]. 
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Figure 5. Average milk production pound per cow per years 

By looking at the time-series chart it can be seen that over the year’s average milk 

production has an upwards trend. However, this information is aggregated by years and may 

ignore important seasonality patterns. Moreover, since this information is aggregated based on 

average value it can get skewed by outliers. Monthly information could be used to better 

understand the behavior of the data as it can be seen in Figure 6. 

 

Figure 6. Average milk production pound per cow per month 

Time-series information that is obtained by looking at monthly data shows seasonality 

patterns that could not be seen when looking at aggregated yearly data. In the middle of each 

year there is a big spike which indicates the part of the year when the production is the highest, 

and also big drops before and after it. This example shows that better insights can be gathered 

when using time as a dimension and looking into specific time granularity.  

As already mentioned time-series may have different patterns that can help to better 

understand the underlying data. A common way of analysing time-series is by splitting it into 

several components: 

 Trend; 

 Seasonality; 

 Cycles; 

 Noise. 

Trend is usually associated with time-series long-term behaviour, but it can also be 

observed in short and distinct time-series. It can be positive or negative, and it can be linear on 

non-linear. In previous example about milk production the long-term trend in given period has 

positive and almost linear trend. Seasonality describes patterns that repeat over time. When 

seasonality takes long time and the period is not fixed it is treated as a cyclic time-series. 

Seasonality may have short periods, for example, day or week and long periods, like, years, 

decades. Noise is a part of time-series that is treated as a random variable. Some factors, like, 
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outliers and missing data can also be categorized as noise. Depending on the nature of the 

environment where the data is gathered almost all time-series have a certain amount of noise. By 

detecting and reducing the noise the knowledge extracted from time-series can be made clearer.  

In time-series all of these components contribute more or less to the data. In case of 

additive time-series model: 

𝑇𝑖𝑚𝑒-𝑠𝑒𝑟𝑖𝑒𝑠 = 𝑇𝑟𝑒𝑛𝑑 + 𝑆𝑒𝑎𝑠𝑜𝑛𝑎𝑙𝑖𝑡𝑦 + 𝐶𝑦𝑐𝑙𝑒𝑠 + 𝑁𝑜𝑖𝑠𝑒 ( 1 ) 

It is assumed that all of the components have additive effect to the resulting time-series. 

This also has the assumption that throughout the time period each component has roughly the 

same impact and the amplitude stays the same. In a multiplicative model: 

𝑇𝑖𝑚𝑒-𝑠𝑒𝑟𝑖𝑒𝑠 = 𝑇𝑟𝑒𝑛𝑑 ∗ 𝑆𝑒𝑎𝑠𝑜𝑛𝑎𝑙𝑖𝑡𝑦 ∗ 𝐶𝑦𝑐𝑙𝑒𝑠 ∗ 𝑁𝑜𝑖𝑠𝑒 ( 2 ) 

Each component has a multiplicative effect to the resulting time-series. The effect may 

change over time and one component may have different effect at different time periods, for 

example, noise may add uncertainty to trend as the time progresses. It is important to note that 

each components contribution can be a mixture of additive and multiplicative effect. 

A/B test data that contain information about user daily KPIs can also have all previously 

mentioned time-series components – trend, seasonality and noise. However, there are rare cases 

when the duration of a test is long enough to show clear signs of seasonality or even rarer for 

cycles. It is due to the fact that running test with potentially harmful effect may have negative 

impact on user experience or company finances. Some tests may require certain amount of data 

to be collected before decisions can be made, but in those cases insufficient daily data may lead 

to high noise ratio. A/A tests are another form of testing where long time-series can be observed. 

In an A/A test users are divided in groups where each of them are assigned to the same version. 

These type of tests are usually designed to evaluate user assignment methods and for checking 

biases in these methods. 

As demonstrated in section 1.2, in an A/B test it is important to measure difference 

between an experimental version and the existing solution. When calculating the percentage 

difference or cumulative difference the A/B test time-series trend and seasonality is somewhat 

removed. By assuming that user groups are equally distributed, they all will experience the same 

external factors that affect daily KPIs. For example, if people tend to spend more money on 

holidays during summers, which can be considered as a seasonal effect, then all user groups in a 

test will experience the same seasonality effect and the difference shouldn’t be effected. 

However, this doesn’t include internal factors that are affected by how the A/B tests are designed 

and what KPIs they intend to affect. It is possible to observe trends in KPI differences if users 

from one group are showing increase or decrease over time against another user group. If the 

A/B test affects users on weekends more than on work days, then also a short time seasonal 

effect can be observed. As explained before all time-series are bound to have some type of noise 

and daily differences between user groups are no exception. 

Despite the traditional time-series components A/B tests can introduce another types of 

components. When users from a test group are exposed to changes that are slightly different 

from the current solution, depending on the changes, they may show sudden increase or drop in 

the KPIs. For example, a company that is limiting part of its client’s choice to a newer version of 

a product. Depending on the success of the product it may suddenly show increase in profit as 

more people are buying it, but after a while the daily sales figures drop to a stable situation. 

People interested in this new product have bought it and after a while it becomes a regular 

product. This situation can be considered as a novelty effect. In time-series domain it is 

sometimes referred to as failure, abnormality or outlier detection. In [13] a Self-Organizing Map 

(SOM) is trained on normal system behaviour and later used for identifying outliers. In some 

other study [14] authors have converted time-series into set of vectors and then used Support 

Vector Machines (SVM) to detect outliers. Another novelty detection method is inspired from 

immunology where system is trained to detect self patterns and detect others or the 

novelty effect [15]. 
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2.2 Autocorrelation 

In statistics, correlation refers to the relationship between two variables. It is a single 

number that describes the type of relation between variables – positive or negative and linear or 

non-linear. However, it is important to note that correlation not necessarily implies causality 

which is a common misconception. 

In this report time-series data are notated in a form of 𝑥𝑡, where 𝑥 is any type of 

measurement at a given time 𝑡. Since time-series usually contain several data points, then a 

vector of 𝑛 single metric time-series is {𝑥1, 𝑥2, 𝑥3, 𝑥4, … , 𝑥𝑛}. When talking about time lags in 

context of historical information or time period between two distinct data points it can be 

represented as a vector of {𝑥𝑡−𝑛 … , 𝑥𝑡−2, 𝑥𝑡−1, 𝑥𝑡, }. A single time lag is data between two time 

points separated by one unite of time, two time lags separate data by two time units, and so on. 

When dealing with sequences of variables or time-series it is important to know the 

correlation for variables between different time periods or lags. The correlation between two 

time-series as a function of lag is called cross-correlation: 

𝑟(𝑘) =  
∑ (𝑥𝑡 −  𝜇𝑥)(𝑦𝑡−𝑘 −  𝜇𝑦)𝑡

√∑ (𝑥𝑡 − 𝜇𝑥)2
𝑡 √∑ (𝑦𝑡−𝑘 −  𝜇𝑦)

2
𝑡

 
( 3 ) 

where 𝑟(𝑘) is the correlation coefficient between two time-series 𝑥 and 𝑦 at lag 𝑘, and 𝜇 

represents mean value of each of the series. The idea of cross-correlation can also be applied to a 

single time-series to determine if it contains relationship between time lags and what is the range 

between these time lags. Equation ( 3 ) can be adopted for a single time-series: 

𝑟(𝑘) =  
∑ (𝑥𝑡 −  𝜇𝑥)𝑁−𝑘

𝑡=1 (𝑥𝑡+𝑘 −  𝜇𝑥)

∑ (𝑥𝑡 −  𝜇𝑥)2𝑁
𝑡=1

 ( 4 ) 

This is called the autocorrelation coefficient and it is used to identify repeating patterns in 

time-series. If the autocorrelation coefficient is large enough between consecutive time lags, then 

it can be stated that time-series has an underlying relationship and it is not random. When 

autocorrelation coefficient is plotted against time lags it is called a correlogram. 

To better understand the importance of the autocorrelation in A/B test data, it is important 

to look at a real-world example. In Figure 7 is shown a percentage difference before and during 

the A/B test for a single KPI. 

 

Figure 7. Percentage difference for the test group against control group 

The black vertical line indicates the start day of the A/B test. Before that there is no 

significant increase or drop in difference between test and control group. It is assumed that the 

users assigned to different groups are equally distributed, and there shouldn’t be any correlation 

between time lags during pre-test period. Correlogram in Figure 8 shows autocorrelation 

function values by lags before the test and during the test.  
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Figure 8. Autocorrelation function before the test(left) and during the test(right) 

Horizontal blue lines indicate the 95% confidence interval. If the correlation coefficient 

lies between these lines it can be assumed that there is no significant correlation between time 

lags. However, if the coefficient values are close or outside the bands, it indicates lag count and 

at what periods there is a relationship and a repeating pattern. The first spike at lag 0 indicates 

that the value has a correlation 1 with itself as it would be expected. In Figure 8 before the test 

all the values are inside the bands and indicate no correlation between the lags – random 

behaviour. During the test the situation is a bit different. There is an indication that five 

consecutive lags have a positive correlation and around eight lags the correlation becomes 

negative. This information indicates that there is a relationship between measurements during the 

A/B test. 

Another way of gathering information from time-series through exploratory analysis is by 

using scatterplots. In a scatterplot each variable is plotted against each other as sown in Figure 9. 

 

Figure 9. Scatterplot of three KPIs before the test 

These kind of a plots allows to quickly observe relationship between different variables 

or in case of A/B test - relationship between KPIs. In the first scatterplot information about the 

pre-test period is displayed. Most of the dots are scattered around the area and show no clear 

indication of linear or non-linear relationship. Nevertheless, in Figure 10 the information during 

the test period is displayed, and there is a linear relationship between first two KPIs. 
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Figure 10. Scatterplot of three KPIs during the test 

Scatterplots are a good way of finding outliers, which in this example are two dots at the 

bottom left corner from the third KPI. 

Autocorrelation is a way of finding relationships in a single time-series between different 

time lags. Analysis for real-world data in A/B test data shows little or no correlation between 

KPI percentage differences in pre-test period. However, there exists correlation between 

different KPIs during the test period. The correlation depends on the design of the test as some 

tests are built to improve specific metrics. This information allows to assume that the user 

distribution between test groups has little or no bias and that there exists underlying signals that 

can be used for building forecasting models. 

2.3 Smoothing 

In many real-life scenarios time-series contains noise, which can affect the results based 

on such data sets. As discussed in section 2.1 noise is an additive or multiplicative component to 

the time-series. Trend and seasonality accuracy can be improved by reducing noise level. To do 

this a common approach is time-series smoothing. Several smoothing methods exists with their 

pros and cons. In this part of the report a short explanation of two methods is given - Moving 

Averages (MA) and Exponential Smoothening (ES). 

The MA, also called as running average, is a method that utilizes the concept of a sliding 

window. At any given point of time the value is replaced by the average of predefined length of 

previous values: 

𝑥�̂� =  
1

𝑘
∑ 𝑥𝑡+𝑖

0

𝑖=−𝑘

 ( 5 ) 

where 𝑥𝑡 is the actual value at time 𝑡, 𝑥�̂� is the smoothened value at time 𝑡 and 𝑘 is the size of the 

window that determines how many of the past values are taken into the calculation. This method 

has a downside – if the window size is too narrow and an outlier occurs. All the computed values 

get affected depending on how big the outlier is. This can be solved with another smoothing 

method called weighted MA. In this method a weight variable in a range of  [0; 1] is multiplied 

by the computed value. An updated version of ( 5 ): 

𝑥�̂� =  ∑ 𝑤𝑖𝑥𝑡+𝑖

𝑘

𝑖=−𝑘

 𝑎𝑛𝑑 ∑ 𝑤𝑖 = 1

𝑘

𝑖=−𝑘

 ( 6 ) 

The value of the weight 𝑤𝑖 depends from the data set and can also be a vector of different values, 

like, {
1

8
,

1

8
,

1

4
,

1

4
,

1

8
,

1

8
 } in case of a six value moving average. It is only important to respect the 

constraint that the sum of all weights in the window have to add up to one. 
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Another downside for the MA method is that it requires 𝑘 number of values before a 

smoothened value can be obtain. In a long time-series this is not a problem, but it is a problem in 

context of A/B test forecasting with a short-time series. To address this issue another type of 

smoothing method exists - exponential smoothing. 

The ES still uses information from the past data points, but it does not need to accumulate 

multiple of them to provide smoothened value. This is achieved using smoothing coefficient 𝛼 

that determines how much the current value and past values affect the smoothened value. In the 

equation ( 7 ) the smoothing parameter 𝛼 has to be in range 0 ≤  𝛼 ≤  1. 

𝑥�̂� =  𝛼𝑥𝑡 + (1 − 𝛼)𝑥𝑡−1 ( 7 ) 

If this procedure is repeated in a recursive manner then all the past values contribute to the 

current value, but are suppressed by the smoothing coefficient: 

𝑥�̂� =  𝛼 ∑(1 − 𝛼)𝑖𝑥𝑡−𝑖

𝑡

𝑖=0

 ( 8 ) 

If 𝛼 is equal to one, then there is no smoothing and the value is equal to current observation, but 

if 𝛼 is equal to zero then the current value only depends on the value of the one observation 

before it. The smoothing coefficient should be chosen based on the data set and the noise ratio. 

The plot in Figure 11 shows a visual comparison of different smoothing methods against 

original A/B test data during the test period. By lowering 𝛼 in ES and by increasing window size 

in MA, it is possible to make the original time-series look smoother. Both methods remove the 

sharp peaks and sudden bottoms. It is important to note that the higher the noise reduction, the 

higher is the possibility of removing valuable information. However, even though the methods 

seem to provide similar results, the MA skips the first set of data points to accumulate the 

average values. The goal of this report is to be able to forecast A/B test data from as short time 

period as possible. For this reason, the ES method will be used for removing the noise 

throughout the data pre-processing pipeline. 

 

Figure 11. Original time-series smoothing with exponential smoothing and moving average methods 

2.4 Normalization 

In statistics and data processing normalization or sometimes called feature scaling is a 

method of converting variables with different ranges and scales into unified system. This is 

mainly needed for two reasons – to make variables comparable between each other, and to 

prevent range domination in algorithms, like, Principal Component Analysis (PCA), k-means 

and Linear Regression (LR). A common example for the need of normalization is the housing 

price prediction using LR: 

𝑦𝑖 =  𝜃𝑥𝑖,1 +  𝜃𝑥𝑖,2 +  𝜃𝑥𝑖,3 ( 9 ) 
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In the example 𝑥1 is the number of rooms in the house, 𝑥2 is the age of the house, the 𝑥3 

is the size of the property in 𝑚2, 𝜃 is the weight coefficient for each of the variables, and 𝑦 is the 

predicted house price. Since the 𝑥3 is likely to have the highest value it would dominate other 

variables. To prevent this from happening its weight would be set to a very low value by an 

optimization algorithm. The results of the prediction would still be correct without performing 

the normalization, but the weights would be harder to interpret if an additional variable scale 

needs to be taken into consideration. 

This problem can be solved by applying normalization methods. The choice of the 

method heavily depends on the data set, but commonly used methods are rescaling or min-max, 

standardization or z-score and the decimal scaling [16]. 

In the min-max normalization method the goal is to rescale variables in predefine range, 

for example [0; 1] or [−1;  1]. This is achieved through the equation ( 10 ) which requires the 

minimal and the maximal values of a single variable range. 

𝑥�̂� =  
𝑥𝑖 − min (𝑥)

max(𝑥) − min (𝑥)
 ( 10 ) 

By using this equation all values from the same variable will be rescaled to a range 

of [0; 1]. For example, if the house size is 800𝑚2 and in the data set the smallest house size is 

200𝑚2 and the biggest is 2500𝑚2 then the normalized value will be 0,26. Naturally the smallest 

house size will be normalized to 0 and the biggest to 1. This method can also be reversed to 

retrieve the original values, and can be modified to change the range of the normalized values. 

However, if a new value is observed out of the original normalization data set, then it can fall out 

of the range and potentially give misleading results. Also if the data set contains an outlier it will 

drastically effect how the values are normalized, giving to many values too high or too low 

values. 

Another common normalization method is z-score. The purpose of this method is to 

normalize different variables so that their mean value is 0. This method is also safe against 

unseen values and is more tolerant to outliers. 

𝑥�̂� =  
𝑥𝑖 −  𝜇𝑥

𝜎𝑥
 ( 11 ) 

In ( 11 ) each variables value is subtracted by the mean value of all the variables and divided by 

the standard deviation. This method doesn’t guarantee predefined range, but it guarantees that all 

values have mean 0, and that they can be positive or negative. 

Decimal scaling normalizes the variables by moving the decimal point value depending 

on the highest absolute value in the value range: 

𝑥�̂� =  
𝑥𝑖

10𝑗
 ( 12 ) 

where 𝑗 is the smallest integer that satisfies max(𝑥�̂�) < 1. Using the example from min-max 

normalization, the 800𝑚2 would be normalized to 0,08, because the highest value is 2500 and 

the closest integer to satisfy the constraint is 10000 or 𝑗 = 4. 

 In time-series to be able to make a meaningful comparison, similarly to 

previously mentioned examples, it is important to normalize the data. A survey of more than 360 

research papers has shown that many of the results obtained from time-series analysis are 

misleading when no normalization methods are used [17]. Another research paper proves that by 

working with un-normalized data sets the error rate increases by 50% if there is a 5% scaling 

change [18]. In [19] authors have analysed how different normalization techniques combined 

with forecasting methods affect the accuracy, and they conclude that no method has significant 

superiority, but the results can differ between data sets. Nevertheless, in opposite to iid data, 

time-series can be non-stationary. This means that the mean and standard deviation of the 

time-series changes over time, and this is a problem to normalization methods, like z-score. 

Some researchers have proposed an adaptive normalization technique [20] by dividing time-
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series into several sub sequences and performing normalization on these sequences with several 

assumptions about the data range. 

For forecasting the A/B test data it is important to be able to normalize variables if a 

predictive algorithm, like, LR is used. A/B tests are a unique problem in time-series 

normalization, because the information before the start of the test can be considered random or 

white noise. This information should be discarded when normalizing the data during the test as it 

may behave as an outlier. When making forecasts based on short-term data it is possible that the 

values will exceed the limits set by the normalization method. Another important problem is the 

ability of normalizing time-series in real-time. By the time of writing this report there is no clear 

solution on normalizing streaming data without making the assumptions about the possibilities 

of data range. 

Based on the previous research and different normalization method characteristics, the 

z-score normalization will be used in this report whenever necessary. This decision was made, 

because the z-score method doesn’t have predefined range and it can have positive and negative 

values without prior modifications. The issue of non-stationarity will be addressed in section 3.2. 

2.5 Significance and randomness 

When working on exploratory data analysis or creating forecasting methods, it is 

important to be able to detect outliers and noise. By identifying these data points, they can be 

excluded from the training, validation and testing phases of the predictive analytics. Forecasting 

and classification model accuracy depends on the underlying signals and relationships between 

variables. If there doesn’t exist any kind of pattern, then neither simple or complex models will 

be able to capture or predict anything. In those cases, the most accurate model will be a 

random walk.   

To remove noisy data from an A/B test data set a significance test with a z-test and a 

randomness test with runs-test are performed. The idea is to identify A/B tests that don’t have 

significant enough difference between test and control groups, and to identify the time-series that 

express random behaviour. 

Z-test is a statistical test for comparing the observed average values of two groups, and 

the z-score is used to determine how likely it is that the observed values are different. In a z-test 

it is assumed that the statistical distribution is normal and the sample size is large enough to 

ensure the central limit theorem. The z-score is calculated: 

𝑧 =  
𝜇𝑥 −  𝜇𝑦

√
𝜎𝑥

2

𝑛𝑥
+  

𝜎𝑦
2

𝑛𝑦

 

( 13 ) 

where 𝑥 and 𝑦 are measurements from two different groups, 𝜎 is the standard deviation, 𝜇 is the 

mean value, and 𝑛 is the number of observations. Using a z-score table a probability can be 

found that corresponds to how likely the observed values between the groups are different. For 

example, if a z value is 1.43 then the probability of the new hypothesis being significantly 

different if 0.9236 or the p-value is 0.0764, and depending on what is considered significant 

enough the hypothesis of the two group average values being different can be approved or 

disproved. In many cases it is assumed that z-score of 1.96, which corresponds to probability of 

0.95, is enough to approve hypothesis as being significantly different. 

In an A/B test it is possible to compute the z-score on every day, and use this information 

to determine when the significance crosses over the confidence bands. However, since this is 

time-series where the information changes over time, it can happen that at time point 𝑡 z-score is 

significant enough, but at time interval 𝑡 + ℎ the z-score is not significant anymore. This is a 

problem of its own – determining A/B test stopping based on significance level. That’s why in 

theory it is important to decide on A/B test length, required number of observations and 
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significance level before the test has started. In Figure 12 is an example of an A/B test where the 

horizontal dotted lines indicate z-score of 1.96. 

 

Figure 12. Z-score, percentage and cumulative differences for single test with significance bands at 1.96 

At the day nine of the test, z-score exceeds the 1.96 mark and should be considered 

significant. However, as the time progresses the z-score fluctuates inside the bands. This is an 

example why it is important to determine stopping criteria before the test has started. Another 

interesting observation is that even though the z-score is not 95% significant the cumulative 

difference from the day five stays positive. It is possible that the test case would be considered 

insignificantly different from the control case, but the cumulative difference over longer period 

of time shows positive impact.  

Mathematically z-score from ( 13 ) is related to percentage difference. If the difference 

between the test cases is high, then the z-score should also be high. If the z-score fluctuates 

around zero and has a small probability of being significant, then also the percentage difference 

should be small. These type of A/B tests don’t have clear signs of being positive or negative and 

it would be hard to determine the reason behind that. Because of these reasons, in this report A/B 

test from the data set, that have low significance level, will be ignored. 

There are many definitions that try to explain what a random variable is [2]. A common 

assumption is that it’s a variable whose value is subject to a probability or a chance. In an 

unbiased coin toss example variable has equal chances of taking one of two states. Similar 

behaviour can be observed in a random walk [21] time-series where in case of a randomness, 

variable has certain probability of going up, down or stay in the same position. As stated before, 

random variables don’t express patterns therefore they can’t be accurately forecasted. 

To remove random time-series from the data set a Wald-Wolfowitz runs test is 

performed [22]. The goal of runs test is to capture time-series that repeatedly fluctuate around 

the mean value. A uniformly random time-series and its runs test plots are shown in Figure 13. 

 

Figure 13. Uniformly random time-series(left) and runs test diagram(right) 
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The runs test works by first finding the mean value of the time-series and using it as a 

baseline. Then each value is marked, in this example “A” and “B”, if it is higher or lower than 

the mean. Every transition from “A” to “B” is counted as a single run. This random series has 13 

runs. Then the number of runs is compared against what is considered as a random process, and 

if the difference is significant enough (p-value ≤ 0.05) it is assumed that the time-series is not 

random. Although the time-series in this example has only 30 values the p-value is 0.265 and it 

can be considered as a random. Opposite example of a uniformly random time-series is series 

with a linear trend and a small noise shown in Figure 14. 

 

Figure 14. Linear time-series with noise(left) and runs test diagram(right) 

Time-series in this example has only 6 runs and p-value of 4.56 ∙ 10−11. This is 

significant enough to consider the time-series as not a random process. Wald-Wolfowitz runs test 

is performed on all A/B tests in the data set to exclude time-series that are significantly random. 
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3 UNIVARIATE TIME-SERIES FORECASTING 

It is important to forecast long-term A/B test data so that potentially harmful versions 

can be prevented. The purpose of this chapter is to review the existing models for time-series 

forecasting. A brief look at the theory behind the models is given, and then the models are 

applied on the actual A/B test data for a long-term forecast. 

In this chapter forecasting models are split into three categories – simple (Section 3.1), 

ARIMA (Section 3.2) and advanced (Section 3.3). The long-term forecasts in this report is 

obtained using a rolling forecast technique, but an alternative method is explained in 

Section 3.4. The chapter is concluded in Section 3.5 with a comparison of a long-term 

forecasting accuracies between the models for the A/B test data with three different accuracy 

metrics - MAPE, MASE and RMSE. 

3.1 Simple models 

The concept of data sets with time dimensions has been around for generations. People 

from different parts of the research and industry have been using this information to extract 

valuable knowledge and gain understanding of the underlying patterns. Nevertheless, the idea of 

being able to forecast future values has always been an attractive topic. If time-series data 

describes behavioral changes over the period of time, then it is possible that these patterns repeat 

over time and they could be forecasted. In reality not all processes in life can be described 

through mathematical models. Sometimes it’s because of the complexity of the variables that 

affect the outcome, and sometimes because of the randomness in the process itself. 

The goal of the report is to find a way of forecasting A/B test data, and in this part 

different existing forecasting models are analyzed and their accuracies compared. There exist 

various ways on how forecasting models are classified and categorized. In this report the models 

are divided into two groups – “simple” and “advanced”. These terms don’t imply that the theory 

behind the models is simpler or more advanced, nor does it imply the complexity on using them. 

The models that are under the term “simple” are the models that don’t rely heavily on various 

parameters and on the training and validation phases. The models, like, ANN and SVM, have 

various tweaking parameters that can be found through cross-validation. However, there are 

many models that show high accuracy relying only on past values, like, average mean and auto 

regression. Another important note is that all the forecasting models will be used on univariate 

time-series. This means that the data consists of single variable values and the time component. 

The models that are categorized under the term “simple” in this report are – mean 

forecast, autoregressive, exponential smoothing, moving average and random walk. Each of 

these models have different underlying assumptions about the time-series, but for this report it is 

important to compare their forecasting accuracies for A/B test data. As discussed in section 2.1, 

it is not common for A/B test data to express long seasonality of cyclic components, because of 

the length of the tests. Also the information before the tests can be considered as a white noise 

and won’t be used for forecasting. 

There is also another set of time-series forecasting models that take into consideration 

multiple different time-series values. These are usually called as multivariate time-series 

forecasting models, and include such methods as Vector AutoRegressive (VAR) and Vector 

AutoRegressive Moving Average (VARMA). They utilize the information about time-series 

from multiple sources. In case of an A/B test these are different KPI metrics that relate to a 

single test. This additional information can be used to forecast time-series in a multidimensional 

value space. However, due to limitations and inaccuracy of early experiments, multivariate time-

series forecasting models are not used in this report. 
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Mean forecast 

Theory: The first model that is analyzed in this report is the mean forecast (MF). In MF 

the model computes the mean value of all previously seen values and forecasts future values to 

be this mean value. From the first thoughts this may seem like a very inaccurate forecasting 

model as the forecast will be straight line. However, for the time-series that exhibit iid and 

stationarity this can be quite accurate. Mean and standard deviation of stationary time-series 

doesn’t change over the time. MF assumes that also the future values will have the same mean 

and standard deviation.  

Practical: In cases of normally distributed random time-series this is a probable model as 

shown in Figure 15. MF model first computes the mean value of first 70 days (0.6) and then 

forecasts for the rest of time-series to have the same mean value. Blue dotted lines indicate one 

standard deviation which represents 68% of the value range. This forecast may look inaccurate, 

but without knowing the seed and random number generator function forecasts can’t be really 

improved. Not all A/B tests are stationary and not all have random time-series pattern. In those 

cases, MF model won’t give high accuracy, but it still can be used as a baseline when comparing 

forecasting model accuracies. 

 

Figure 15. Random time-series MF model forecast after 70 days 

Autoregressive 

Theory: Autoregressive (AR) model assumes that its future values are a linear 

combination of its past values [21]. The model also includes a constant 𝑐 and a random value 𝜀𝑡 

that is used to change the scale. The representation of AR model with order three (𝑝 = 3) is: 

�̂�𝑡 = 𝑐 + 𝜃1𝑥𝑡−1 +  𝜃2𝑥𝑡−2 +  𝜃3𝑥𝑡−3 + 𝜀𝑡 ( 14 ) 

This can also be written in a general equation for any number of orders or time lags: 

�̂�𝑡 = 𝑐 + ∑ 𝜃𝑖𝑥𝑡−𝑖

𝑝

𝑖=1

+ 𝜀𝑡 ( 15 ) 

By modifying 𝑐, 𝜃 and order 𝑝 AR model can capture and forecast different time-series patterns. 

If 𝑐 and 𝜃 are equal to zero, then AR model has the random walk characteristics, but if 𝑐 is not 

zero and 𝜃 𝑖𝑠, then AR model is a random walk with a drift. 

There are several methods on how to estimate AR models 𝜃 coefficients, like, least 

squares or Yule-Walker equations [21]. Commonly used method in LR is a least squares 

optimization. The idea is that the coefficients 𝜃 are changed in a way that the ( 15 ) minimizes 

square error between the forecasts on the training values. Another very important parameter is 

the order of past values (𝑝). This is usually determined by looking at the autocorrelation function 

plot and identifying how many consecutive lags are out of confidence interval.  
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Practical: In Figure 16 is an example of an A/B test data, where first 10 days are used for 

training, and rest is forecasted with different order AR models. 

 

Figure 16. A/B test cumulative difference data with different order AR forecasts 

It can be seen that lower order AR forecasts are a straight line and only on higher orders 

time-series start to fluctuate and show similarities to training period data, but this can also be 

purely accidental. However, time-series in this example has a downward trend and none of the 

models are able to capture it accurately. This can be explained with the volatile nature of short 

time-series, which will be addressed in more details later in this report. Although it looks like 

AR doesn’t work in this example, it is possible that AR models are quite accurate in time-series 

with less noise and clearer trends. 

Exponential smoothing 

Theory: Exponential smoothing (ES) was previously used in section 2.3 for reducing 

noise in time-series. In time-series smoothing ES uses the past values to calculate smoother 

present values, and the influence of the past values is determined by smoothing coefficient 𝛼. 

This process can be continued to produce future values. However, depending on the 𝛼, the future 

values will stabilize, average-out and become a straight line. Not all time-series exhibit straight 

lines and in fact many real-world time-series don’t. The limitations of ES forecasts were 

addressed by Holt and Winters [23] who proposed a method for adding linear and exponential 

trends for ES forecasts. The idea is that the forecast value is composed of ES past values, also 

called a level, and a trend or slope [24]: 

𝑙𝑡 = 𝛼𝑥𝑡 + (1 − 𝛼)(𝑙𝑡−1 + 𝑏𝑡−1) 

𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1 

𝑥𝑡+ℎ = 𝑙𝑡 + ℎ𝑏𝑡 

( 16 ) 

Where 𝑙𝑡 is time-series level equation at time 𝑡, 𝑏𝑡 is the trend equation and 𝑥𝑡+ℎ is the 

forecasted value ℎ time units ahead. Coefficient 𝛼 is the smoothing coefficient for the level and 

𝛽 is the smoothing coefficient for the trend. This adds a linear trend for the forecasted values. To 

add an exponential trend, the level and the trend components need to be multiplied: 

𝑙𝑡 = 𝛼𝑥𝑡 + (1 − 𝛼)(𝑙𝑡−1𝑏𝑡−1) 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1
+ (1 − 𝛽)𝑏𝑡−1 

𝑥𝑡+ℎ = 𝑙𝑡𝑏𝑡
ℎ

 

( 17 ) 

The smoothing coefficients 𝛼 and 𝛽 can be found by solving error minimization problem, like, 

least squares.  

Practical: The previous example in Figure 16 showed signs of linear trend, which AR 

models were unable to forecast correctly. However, this can be captured with ES model and a 
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linear trend as shown in Figure 17 with different values for 𝛼. There also exist seasonal ES 

models, but these are not covered in this report. 

 

Figure 17. Holts linear trend ES models forecast for A/B test data 

It can be seen that ES will have higher accuracy than AR, because it is able to capture the trend. 

However, if time-series has more of a seasonal or repeating pattern then ES with linear or 

exponential trends may give very low accuracy by over estimating the future values. 

Moving Average 

Theory: Moving Average (MA) model similarly to ES was used in section 2.3 for 

smoothing time-series, but can also be used for forecasting future values [24]. MA is similar to 

MF, and it uses mean of the past values and error terms to fit the models parameters. In MA the 

number of the past values is limited to a specified order (𝑞).  

 

Figure 18. MA forecast for A/B test with different number of past values 

Practical: Similarly, to the AR model, MA eventually forecasts a straight line as it can be 

seen in in Figure 18. Without the ability to add a trend to the MA forecast or removing the trend 

from the time-series, MA won’t produce high accuracy forecasts on non-stationary time-series. 

In case a single past value is used (𝑞 = 1), then the model relies only on a single value and a 

noise, creating a random walk forecast. 

Random walk 

Theory: Random walk (RW) is a stochastic process, where at each time period there are a 

set of states or values that the process can take, and probabilities associated to these states [21]. 

A common example of a random walk is a process where a person at each steps flips a coin to 

determine the direction it will go - right or left. In continuous time-series it is argued that for a 

random walk process the latest observation is the only one that matters and the past is irrelevant. 

This is similar to the case of Markov Chains where the states are memoryless. 
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In this report it has been mentioned several times that it is relatively easy to obtain a 

random walk model from other forecasting models. This is because if a model only uses the 

information from the last value (state) and adds to that only a random value, then the forecast is 

purely stochastic, memoryless and it is the definition of a random walk. These types of processes 

are notoriously hard to forecast as the model that describes them is too complex to build, and the 

best accuracy is models like MF. 

Practical: In time-series that are affected by many external and internal factors, like, stock 

prices, some researchers argue that it exhibits the characteristics of a random walk and can’t be 

forecasted. At the same time there are researchers that argue against it and say that it is not 

completely a random walk and to a certain extent it can be forecasted. In Figure 19 are shown 

two time-series - artificially generated random walk and a daily foreign exchange rates [25]. 

 

Figure 19. Foreign exchange rates (left) and random walk values (right) 

Without deeper knowledge of time-series and foreign exchange rates, it may be hard to 

distinguish between them. A small study [17] showed that 55.6% of people, when presented a 

stock and a random walk chart, are able to distinguish which are which. This is not much better 

than 50% probability of a random guess. This shows how complex certain processes are and how 

difficult or even impossible it is to build accurate forecasting models. Random walk model can 

be used as a baseline for comparing forecasting model accuracies. If a model shows lower 

accuracy than a random walk, then it is quite possible that either the process is likely to be a 

random walk or in case the process is not random the model parameters need to be adjusted. 

3.2 ARIMA models 

Theory: ARIMA stands for AutoRegressive Integrated Moving Average, and as it can be 

seen from the name it is a generalized combination of AR and MA models with a differencing 

step for transforming non-stationary time-series into stationary. ES forecasting models rely on 

the trends in time-series, but ARIMA models utilize autocorrelations. ARIMA is one of the most 

commonly used forecasting models. It has been studied extensively in many research papers and 

in many cases it shows superior forecasting accuracies compared to other already mentioned 

models. Because of these reasons there is a separate section devoted for theoretical and practical 

uses of ARIMA models in forecasting A/B tests. 

Autocorrelation, as previously discussed in section 2.2, describes value relationship 

between different time lags in single time-series. AR and MA models utilize this information to 

determine the order or the number of values that will be taken into forecasting model. The 

differencing step is used to transform non-stationary time-series into stationary. In some cases, 

this is needed to remove underlying trends that can falsely identify correlation between values 

and affect AR and MA models. Mathematically difference value is calculated by: 

𝑥𝑡
` =  𝑥𝑡 − 𝑥𝑡−1 ( 18 ) 
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If the first order difference still shows signs of non-stationarity, it can be repeated to 

calculate second or higher order differenced values. In Figure 20 is shown A/B test time-series 

ACF charts before and after first order of differencing. 

 

Figure 20. ACF charts of A/B test time-series before (left) and after (right) differencing 

Based on ACF values it can be seen that before differencing there is a strong linear correlation 

between time-lags, which may indicate linear trend. After calculating the difference, the trend is 

removed, and only negative and insignificant correlation exists between the first lag. However, 

not all time-series require differencing to provide accurate forecasting models. It is usually 

required for forecasting models that are built with assumptions of stationary time-series. 

The notation for ARIMA model is usually defined by the number of orders each of the 

components will use. For example, an ARIMA(𝑝, 𝑑, 𝑞) model that uses second order AR(𝑝 = 2) 

with first order difference(𝑑 = 1) and second order MA(𝑞 = 2) will be notated as 

ARIMA(2,1,2). It is possible to create previously mentioned simple models from different 

ARIMA order combinations: 

 ARIMA(0,1,0) will produce a random walk model;  

 ARIMA(0,1,0) with a constant will produce a random walk with a drift; 

 ARIMA(0,1,1) will be ES model without the trend component. 

When using ARIMA model it is important to understand what orders of 𝑝, 𝑑 and 𝑞 are 

needed to create the most accurate forecasts. One way of identifying the orders is by looking at 

ACF and partial ACF (PACF) charts. The autocorrelation coefficient of lag one for 𝑥𝑡 and 𝑥𝑡−1 

is assumed to be the same as for 𝑥𝑡−1 and 𝑥𝑡−2. This implies a causal correlation between 𝑥𝑡 and 

𝑥𝑡−2, which is assumed to be the square of lag one coefficient. The partial autocorrelation is the 

difference between the actual correlation at lag two and the expected correlation from causality 

at lag one [21]. In Figure 21 is shown an ACF and PACF charts of previous A/B test data after 

first order of differencing. 

 

Figure 21. A/B test time-series ACF and PACF charts after first order difference 

AR and MA orders can be estimated from both of these charts. The rule of thumb is that 

if PACF of differenced time-series displays a sharp cutoff and/or the lag one autocorrelation is 
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positive, then the order of AR is the lag at which the PACF cuts off. For the MA the rule is that 

if the ACF of differenced time-series displays a sharp cutoff and/or the lag one autocorrelation is 

negative, then the order of MA is the lag at which ACF cuts off. Based on these rules a probable 

forecasting model is ARIMA(1,1,1). However, the term “cut off" is very vague and there is a 

room for different interpretations. It is also possible that by using higher order of orders for AR 

and MA they may cancel each other out.  

Practical: In Figure 22 is a comparison of two ARIMA model forecasts. The model 

obtained from ACF and PACF charts has lower forecast accuracy, then a model obtained from 

trying out different order combinations. Even though the ARIMA(3,1,1) model has a better 

accuracy it can’t be used, because in real-life the values that need to be forecasted are not known, 

and adjusting parameters in this way is considered cheating. 

 

Figure 22. Different order ARIMA forecast accuracy comparison 

Finding ARIMA order by looking at time-series ACF and PACF charts is plausible for 

several long-term time-series, but even then the rules are too vague and can be misinterpreted. 

This process can be automated by using error minimization methods or different information 

criteria. Least squares method would try to minimize the error for fitted model on the training 

period. Without penalizing the model this can result in overfitting for the training period, and the 

model would not generalize enough for accurate forecasts. This can be solved by introducing 

regularization parameters. Akaike Information Criteria (AIC) and Bayesian Information 

Criteria (BIC) uses the idea of regularization by including the 𝑝 and 𝑞 orders in the equation. 

Then the ARIMA orders are found by minimizing BIC or AIC and choosing the orders which 

were used in the calculations. 

ARIMA is a generalized version of AR an MA models for stationary time-series, and on 

different time-series data sets show high accuracies. However, by choosing wrong order 

combination may result in poor forecasting accuracies. Despite the complexity of choosing 

parameters, it still is a viable forecasting model for A/B test data as seen in Figure 22. 

3.3 Advanced models 

The necessity to understand and detect the underlying time-series patterns with different 

kinds of models has been around for generations. Only in recent years the development in 

computing devices and the vast amount of information has allowed to revisit old methods that 

lacked either the processing capabilities or the data sizes. Depending on what kind of a problem 

needs to be solved and what type of data are available, different models will be used. Some 

models are able to find underlying structures of unlabeled data through decision trees and 

clustering methods, and some can learn accurate predictions through labeled data sets. Most of 

these models have tweaking parameters that can greatly affect the outcome. Before producing 

forecasting models, it is advised to use part of the data for training the models and other part for 

tweaking the parameters. However, to be able to compare the performance of these models 
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against others mentioned in this report, it is only fair that only single time-series information is 

used. More complex training techniques are used in chapter 4. 

There exist many research papers that have applied different combinations of advanced 

modeling techniques to time-series, like, ANN, SVM or Random Forests (RF) [28, 29, 30]. 

There has also been attempts in combining these models with previously mentioned, for 

example, ANN and ARIMA [26, 27]. In this part of the report ANN and SVM models are used 

on forecasting single univariate time-series. 

Artificial Neural Network 

Theory: Artificial Neural Network (ANN) is biologically inspired mathematical model 

that uses the concept of neuron activity in the brains. Neurons are individual cells that are 

interconnected between each other forming ordered multiple layer network. In the ANN, same as 

in the brains, neurons send signals to higher or lower levels through axons. The purpose of these 

signals in ANN is to recognize patterns from the input, and to be able to react, predict or provide 

output. The network learns these patterns by observing large quantity of inputs, passing them 

through weighted and layered neurons, and correcting these weights based on expected output 

(Figure 23). Every time a neuron receives a signal, it uses its threshold function, for example, 

sigmoid, to determine the strength of the signal that it will pass to other neurons. Once the 

network has been trained or a termination condition has been reach, it can be used in various 

applications one of them being time-series forecasting. 

The perceptron, which is the building block of ANN, was first introduced in 1943 by 

W. McCulloch and W. Pitts [31]. It’s ability to learn and approximate linear and non-linear 

functions gave excitement for many researchers and Artificial Intelligence (AI) enthusiasts. 

However, it didn’t take a long time till various limitations were reached and ANNs lost its 

highlight. Early versions of ANN were incapable of solving exclusive-or problem and the 

computation requirements were too demanding for the computers of that time. Few years later 

researchers came up with backpropagation algorithm that allowed the ANN to solve exclusive-or 

problem. In traditional feed forward ANN the input neurons send signals trough hidden layer till 

the output layer, updating the weights along the way. In the backpropagation algorithm, once the 

signal reaches the output layer, the error of the predicted output is calculated and then this error 

is propagated backwards through the network readjusting the weights. At the same time the 

computational capabilities were growing exponentially and training more complex network 

architectures became available. 

In recent years ANN have been resurrected, and they are widely used in field, like, object 

recognition, artificial intelligence and stock prediction. The development in parallel processing, 

distributed systems and Graphic Processing Units (GPU) has allowed to train ANNs with data 

sets of millions. This has also allowed to train different types of ANN, like, Long Short Term 

Memory (LSTM), Recurrent Neural Networks (RNN) and Convolutional Neural 

Networks (CNN). In [34] researchers have used CNN with Q-learning to create Deep Q-learning 

Network that learns to play Atari games better than humans. Another group of researchers have 

used CNN in medicine to recognize lung nodules from radiographs [32]. Authors of [33] have 

used RNN for learning the network to understand language and it is able to outperform previous 

approaches.  

When it comes to time-series and forecasting, ANN have been extensively applied in this 

discipline and in many cases show high accuracy. For a standard ANN one way of using it as a 

forecasting model is by using historical time period values as input and comparing the output 

with one step ahead forecasts as shown in Figure 23. 
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Figure 23. Feed forward ANN architecture for time-series forecasting 

In this example is shown a feed forward ANN with three units in the input layer, single hidden 

layer with 3 units, and a single unit in the output layer. The input consists of last three values and 

the output is one day after the latest input unit.  

The data set that is used for training such a network is obtained by taking fixed size 

window 𝑛, and storing in the data structure the values in this window as input, and 𝑛 + 1 value is 

stored as output. Then the window is shifted by single value and the process is repeated 

recursively until the end of time-series is reached, as illustrated in Figure 24. 

 

Figure 24. Training set extraction from time-series data using rolling method 

The same process is then used for forecasting part of time-series that was not used during the 

training. By taking latest 𝑛 values as input, a new value is forecasted. Then the oldest value from 

the input is discarded, everything is shifted one place, and the forecasted value serves as an input 

for the next forecast. This method is usually called the rolling forecast, but there is also another 

method called direct forecast, which is described in section 3.4. 

 There exists variety of research papers where ANN are used to forecast time-series. To 

name a few, in [35] authors have used Functional Link ANN for forecasting seasonal time-series, 

other researchers have used Fuzzy backpropagation ANN to help forecast intervals for financial 

markets [36], and authors of [37] have used neural networks with weather compensation to 

forecast one day ahead changes for the electricity load. 

ANN can be used for forecasting A/B tests, but they rely heavily on the training set. 

Since the goal of this report is to find long-term forecasts with short-term time-series, then this 

creates restrictions on the minimum amount of time unit values. For example, if ANN 

architecture requires five input values, then the first forecast can only be made for the sixth day. 

This is in the cases when the network is already trained. If the network is not trained yet, then it 

requires additional training set. The training size depends on the complexity of the time-series, 

but this again increases the number of days necessary to provide the first forecast. If multiple 

architectures are used, then it is important to compare their accuracy on a cross-validation set. 

This would furthermore increase the data points required and the forecasting could only start 
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after certain number of days. In some cases, the training may take too long to accumulate all the 

necessary values and by the time the forecast can be provided it is no longer necessary. 

Another important characteristic of ANN is the randomized weights. When the networks 

topology is created, then all the neurons are assigned with a random weight that changes during 

the training. And for smaller complexity networks this procedure is run several times to obtain 

the average or the best accuracy of the network. This is necessary to prevent the network getting 

stuck in a local optimum. ANN don’t guarantee to reach global optimum, but the randomization 

of initial weights is a common way of getting out of the local optimum. However, in case of 

time-series and non-stationarity it is possible that the network will only learn on the past values 

and give low accuracy when forecasting future values where the mean and standard deviation 

changes. This is one of the reasons why the information before the A/B test can’t be used in the 

training phase as it contains white noise. 

Practical: In Figure 25 is shown different architecture backpropagation ANN forecasts 

after running each of them 10 times with randomized weights and choosing the highest accuracy. 

The data for training were not normalized, because by using the rolling method the difference 

between inputs and outputs is relatively small and there is no significant value domination. 

 

Figure 25. Different ANN topology forecast comparison 

The first ten day values are used for training and the rest of the A/B test is used for comparing 

accuracies. In the legend topologies are notated as input-hidden-output. It is important to note 

that network with one unit in the hidden layer is the same as LR. Networks with at least four 

input values and at least three units in the hidden layer show the closest similarity to the actual 

values. This can be explained with the unstable behaviour in the beginning of the test, where 

ANN needs more information from the past values and more units to produce 

non-linear relationship. 

 ANN is a valid option for forecasting A/B tests as shown in previous examples. 

However, the network requires certain amount of daily data to accumulate before it can produce 

accurate forecasts. Other researchers [3] have found that due to the complexity of ANN and 

time-series it is almost impossible to find the perfect training size. Also the time-series in this 

report are short and the cross-validation for controlling random weights would only extend the 

data accumulation time. This is not a problem for A/B tests that are designed to run for longer 

periods of time or don’t have significantly negative impact on the users and the business in the 

first couple of days. 

Support Vector Machine 

Theory: Support Vector Machine (SVM) is a supervised classification algorithm that tries 

to find the largest or widest separation between the classes. The model is trained on a given set 

of values from different labeled classes, and then it can be used to classify new values into 

existing classes. Originally SVMs were designed for linear separation, straight line between the 
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classes, but they can be extended for non-linear separations through different kernels [38]. Also 

these types of models can be used as a time-series forecasting model. 

In theory two classes of values in 𝑛 dimensional space is linearly separable with 𝑛 − 1 

hyperplanes. SVM uses this idea to find the hyperplane that separates the classes in such a way 

that it maximizes the distance to this hyperplane by both classes. This is the opposite of LR, 

where it tries to find a curve or a line that fits all the data points the best, by minimizing distance 

to these values. The solution to this problem is also called the maximum-margin hyperplane. 

In Figure 26 is shown two classes that can be linearly (left) separated in numerous ways. 

 

Figure 26. Two classes separated by linear (left) and non-linear (right) functions 

Solving this optimization problem and finding this hyperplane, gives a classification model. In 

this example it is the black line that is the furthest apart from “A” and “B” classes. All new 

values will be classified depending on which side of the plane they are located. 

Not always it is possible to separate classes linearly. By looking at the non-linear 

example (right), it can be seen that there is no straight line that can separate both classes. In 

many real-life scenarios multiple class values are overlaid and there is no clear way of separating 

them. It is due to the fact that the data were labeled incorrectly or that the relationship is 

non-linear. In SVM this can be solved in several ways, like, error cost and kernels. 

The cost parameter is chosen by the user of SVM and it determines the amount by which 

the plane will be penalized when misclassifying a data point. This cost parameter is proportional 

by the distance to the point, and it will be taken into consideration when trying to optimize the 

objective function of maximum-margin. By setting the cost parameter high the objective function 

will try to find the widest margin, even if it misclassifies some data points. On the other side, if 

the cost parameter is low, the optimization will try to find smaller margins, but still some values 

can be misclassified. 

Another way of using non-linear functions for classification in SVM is by using kernels. 

In machine learning kernels or kernel trick is a method for using linear function for non-linear 

classification. This is achieved by mapping the original non-linear value into higher dimension 

space [39]. For example, in Figure 26 the non-linear classifier can be obtained by mapping 

values into three dimensional space and separating them by a linear function there. The most 

common kernels used in SVM: 

 Linear    𝑥 ∙ 𝑦 

 Polynomial   (𝛾 ∙ 𝑥 ∙ 𝑦 + 𝑐)𝑝 

 Radial basis function (RBF)  𝑒
−𝛾∙||𝑥−𝑦||2

𝜎2  

where 𝛾 is a free parameter, 𝑝 is the order of polynom and 𝑐 is the cost parameter. By choosing 

different kernels and adjusting their parameters, different non-linear classifications can be made. 

The choice of kernel highly depends on the data set and the relationship of data points between 

the classes. It is important to note that by using non-linear functions for separating classes, it is 
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easy to make too specific classifier. This will result in overfitting and the classifier will not be 

able to generalize enough for unseen values. 

When it comes to time-series forecasting, it is important to be able to forecast real values 

instead of classifying new values. Fortunately, SVM theory can be changed in favor of finding 

prediction functions [40]. This is done through regression SVM or Support Vector 

Regression (SVR), where the penalty function is more sophisticated then in the classification. In 

the SVR to obtain forecasting function an optimization problem needs to be solved. Due to the 

fact that this method doesn’t rely on randomization the function and its forecasted values will 

always be the same affected only by the choice of kernel and its parameters. This means that the 

objective function will reach its global optimum and provide guarantees for the forecasts, which 

are lacking in ANN with randomized weights. However, this doesn’t mean the SVM will have 

higher accuracy than ANN. This method still relies heavily on kernel functions. For finding the 

parameters an exhaustive grid search can be used, but this will be discussed in more details 

in section 4.3. 

SVMs have been extensively used in time-series forecasting solving various real-world 

problems. In [41] authors have combined time-series segmentation with SVM classification to 

find patterns in stock markets.  Authors of [42] have used SVR for time-series to forecast energy 

consumption and have found how different parameter selection methods affect forecast accuracy. 

Another group of researchers have used SVM with time-series data to obtain short-term forecasts 

for lake water levels [43]. 

Practical: When it comes to A/B tests and short-time series it is a gain, because less daily 

data is necessary for finding tuning the parameters which are not affected by randomization. In 

this report the training data for SVM are obtained using the same rolling method as in ANN. 

In Figure 27 is a comparison of different parameter SVM forecasts. 

 

Figure 27. Different parameter SVM forecast comparison 

In all of the SVMs a RBF kernel is used and the parameters are annotated as input-cost-gamma. 

From the shape of the forecasts it can be observed that for the higher order parameters they have 

a repeating pattern and similarities with the data from the training period. However, the data after 

the training period has a linear trend which is not present during the training phase, and this leads 

to poor forecasting accuracy. 

 SVMs show potential for non-linear time-series forecasting for the A/B tests. Early tests 

have shown similar and sometimes superior accuracy over ANN. Since this method doesn’t rely 

on randomization it can be considered as a more stable and safer approach. However, because of 

the large variety of kernels and parameters that can be tweaked, it can become quite time 

consuming in finding the best model. 
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3.4 Direct foecasting method 

In this reports previous sections, it has been mentioned several times that for the training 

data sets and for the long-term forecasts a rolling time-series method is used. However, this is 

not the only method of making long-term time-series forecasts. In some cases, a direct approach 

is used, which tries to forecast all future values at the same time and doesn’t rely on previous 

forecasts. The use of rolling or direct forecasting depends on the underlying patters of 

the data set.  

The rolling method for obtaining the training data uses a fixed size window to extract 

segments of time series and keeps repeating it recursively by sliding the window by one time 

unit position. The example of this method has been shown in Figure 24. When it comes to 

forecasting, the rolling method forecasts single time unit value at a time, and in later forecast 

uses the information it forecasted. Sometimes it is also called a recursive forecasting. If this 

method produces low accuracy forecasts, then they are used also in later forecasts. This can 

result in a roller coaster of inaccurate forecasts, where each forecasts keeps reducing the 

accuracy. To be able to use this method, one has to make sure that first set of forecasts 

will be accurate. 

Another method is called direct forecasting and it only uses past information to produce 

future values. In a long-term forecast for each value the direct approach uses a separate model. 

For example, to forecast seven values ahead there would be seven different forecasting models. 

The training procedure for these models is also different. In the training set the model to forecast 

the third day would exclude the first two days before it. Researchers [44] have done a good job 

in finding how direct forecasting method can find useful underlying patters in electricity load. 

Instead of relying on fixed size of consecutive past values it is possible that only certain days 

affect a specific future value. This is usually the case in seasonal time-series, for example, every 

Monday values may be more affected by values on previous Monday and two days before 

it - Saturday and Sunday, rather than previous weeks Thursday as illustrated in Figure 28. 

 

Figure 28. Example of direct forecasting method with seasonal pattern time-series 

The results from authors of [44] showed forecasting error in favor of direct method rather 

than rolling. However, A/B test data that are used in this report don’t show seasonality and are 

relatively short. Also initial experiments with ANN and SVM models didn’t show significant 

difference in favor of any of the methods. The short-term that is important for the A/B tests 

limits the possibilities of learning complex patterns and would be rather suited for long-term 

tests. For these reasons in this report only rolling data extraction and forecasting method is used. 

3.5 Forecasting model comparison 

In this section previously reviewed univariate time-series forecasting models are 

compared based on three different accuracy metrics. The goal of this comparison is to see the 

characteristics for the models when applied to a larger data set. This also can give insight 

information about the data set itself by observing which of the models has the highest accuracy. 

The comparison is done by taking the first three to seven days of A/B test time-series, 

and by using each of the models to create a long-term forecast till the end of the actual 

time-series. Each tests average error is calculated and the average of all tests per forecasting 
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model is taken. The data set that is used for evaluation is only a part of the whole A/B test data 

set. This is split in a way that the part of the tests can be later used for other forecasting model 

discussed in chapter 4. Each of the forecasting models had the same terms and no external 

information was used. The training data was also used for estimating other parameters if the 

model has any. One may argue that the data points available for forecasting models is not enough 

to provide accurate forecasts, but this experiment is created close to a real-life scenario, where it 

is important to get forecasts as quickly as possible. 

The first accuracy metric is Mean Absolute Percentage Error (MAPE). This method is 

independent of scales and can be used to compare forecasting accuracies between different 

scale test values: 
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where 𝑥𝑖 is the actual value, 𝑥�̂� is the forecasted value and 𝑛 is the number of values. MAPE has 

the drawbacks of the division by zero and penalizing heavier negative errors than positive. Also 

if the actual value is with a very small, then a meaningless error can result in a huge error which 

reduces the total accuracy. In Figure 29 is shown a bar chart of several forecasting models and 

their MAPE accuracies. 

 

Figure 29. Comparison of forecasting accuracy for different models using MAPE 

From the results it can be seen that in the first set of days none of the models has a superior lead 

over the others. This is due to the fact that the training set is too small and the best the models 

can forecast is a straight line. On the fifth day onwards the accuracies change in favor of ES 

model. In this experiment ES uses linear trends, and this indicates that the data set has mostly a 

linear trend that is captured by the ES model. Simplest of methods – random walk and MF, don’t 

show the highest accuracy, but can be used as a baseline to evaluate models that perform worse. 

It can be easily seen that ANN and SVM models have the lowest accuracy, and since there are 

other models that perform better than random walk, this indicates that the parameters haven’t 

been tweaked correctly and the number of values is too little. This can also indicate that ANN 

and SVM models learn the patterns in short-term data, re-apply them for the long-term forecast, 

and fail with low accuracy, because the patterns don’t repeat and are different from the 

long-term trends.  

The next accuracy metric is Mean Absolute Scaled Error (MASE). It is an alternative to 

MAPE, but solves few of its drawbacks. The numerator and denominator both have values from 

the actual data, making it scale independent: 
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where 𝑒𝑡 is the forecast error. In Figure 30 is shown the MASE accuracy of all forecasting 

models with different training data sizes. In the first couple of days, while the training set is 

small, all of the forecasting models perform similarly. Afterwards forecasting models show 

similar forecasting results as in MAPE. Probably the most significant difference is that with the 

training size of seven days, the random walk forecast in relatively closer to the ES forecast. 

Other forecasting models keep their proportions accuracy proportions against each other.  

 

Figure 30. Comparison of forecasting accuracy for different models using MASE 

The last forecasting accuracy metric used in this report is Root Mean Square 

Error (RMSE) and apart from the previous two methods, this is not scale independent. It 

calculates the error directly from the actual and forecasted values: 
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It is a very common and general accuracy measuring metric. Depending on what data was used, 

RMSE shows the actual error in the data metrics. In Figure 31 is a comparison of forecasting 

model accuracies using RMSE. It is the first of the metrics that show that random walk forecast 

has the highest accuracy.  

 

Figure 31. Comparison of forecasting accuracy for different models using RMSE 

As it is used in this report as a baseline, then two conclusions can be drawn – data set is too 

volatile for current models or the actual data set is mostly made out of random walk time-series. 

It is discussed later in chapter 4 that with several assumptions it is possible to improve the 

forecasting accuracy, and that the time-series not necessarily exhibit random 

walk characteristics. 

By comparing different forecasting model accuracies against larger data set helps to 

better understand the models and the data set. It is important to note that with less than five days 
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of training data these forecasting models show similar accuracy, and are unable to provide 

accurate forecasts. By increasing training data size, the overall accuracies improve, but due to the 

fact that time-series in many cases is non-stationary and changes its shape, some models tend to 

perform even worse. These results show similarities with what other researchers have found on 

long-term forecasts with short-term data [45, 46]. In many cases simple methods outperform 

more complex models.  These results show high inaccuracy and probably wouldn’t be 

considered as a valid forecasting methods in a real-life situation. To obtain valid forecasts, more 

data points are necessary, but this can result in a negative impact on users. 

The lack of the data points problem can be solved by making assumptions about the A/B 

tests. One of the assumptions that is made in this report is that, A/B tests over period of time 

exhibit similar behavior. This means that historical A/B test data can be used to help improve 

new A/B test forecasts. With this assumption external methods can be used, like, clustering 

time-series and training separate forecasting models. 
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4 TIME-SERIES CLUSTERING 

The existing forecasting model comparison in the section 3.5 showed that simple models, 

like, MF and RW, outperform more advanced methods for long-term forecasts with a short-term 

data. However, neither of the models gave forecasts with high accuracy. In this chapter a 

solution is proposed to improve the forecasting accuracy through clustering of historical A/B test 

time-series and training separate forecasting models. 

To cluster time-series a common similarity metric needs to be used. In Section 4.1 a 

time-series similarity measuring techniques, like, Euclidean distance and DTW are analysed. 

Then hierarchical and PAM clustering methods are used in Section 4.2 to cluster similar 

time-series. To improve the long-term forecast accuracy, the Section 4.3 describes how an SVM 

is trained and optimized for each of the clusters. The cluster selection method from short-term 

data is described in Section 4.4. The chapter is concluded in Section 4.5 with a proposal of an 

exploratory method that provides the prediction intervals for long-term A/B test data. 

4.1 Similarity measures 

The results in section 3.5 showed that for long-term forecasts simpler models, like, MF 

outperform more complex models – ANN and SVM. This has also been found by other 

researchers and surveys [45, 46]. In some cases, this is due to the fact, that the information in the 

short period is not enough to find non-linear functions that represent the long-term effects. In 

other cases, complex models learn the patterns for the short periods, but the period doesn’t 

represent the complete long-term behavior. Nevertheless, MF and RW models act as a baseline 

for other models to try improving the accuracy, and the results show that most of the advanced 

models underperform. 

One way of solving the problem for lack of information is by running A/B tests longer, 

but then there is higher risk of harming user experience and business. This is a tradeoff between 

duration of tests and the confidence about the results versus business performance and user 

satisfaction. Other way of solving the problem is by acquiring the information through other 

historical time-series. In this report an assumption is made that part of the A/B tests have similar 

patterns. From test design perspective it is plausible, because similar tests would be run in 

different environments to gain better insights. However, this not necessarily means that the 

patterns would be the same. Environments have external and internal factors that may affect the 

same test differently. That is why one cannot assume that a single test would behave similarly in 

different scenarios, and it is possible that unique tests would express similarities with other tests 

due to some underlying factors. 

In this report a solution for improving forecasting accuracy is proposed by utilizing 

historical time-series through unsupervised clustering and training separate, accurate forecasting 

models for each of the clusters. This way the models will have more data points to train and 

validate from, and new test short-term data can be used for finding clusters rather than training 

models. Also this approach can be used for exploratory analysis for identifying similarities 

between the tests. 

In order to build these time-series clusters it is important to find a similarity metric. It is a 

process of comparing two different time-series and characterizing their similarity or dissimilarity 

in a measurable and numerical way. There exist several different methods on finding time-series 

similarity and each of the methods have their pros and cons. In this section few of these methods 

are analyzed from the theoretical and practical aspect. 
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Euclidean distance 

The Euclidean distance or the 𝐿2 norm is a geometrical measurement for calculating the 

distance between two points. In case of a time-series it can also be generalized to measure 

distance between vectors of points: 

√∑(𝑞𝑖 − 𝑝𝑖)2

𝑛
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where 𝑛 is the number of data points, and 𝑞 and 𝑝 are vector of univariate time-series. It can be 

seen from the equation that to calculate the Euclidean distance the time-series length has to be 

the same, but not all of the A/B tests have the same length. One way of solving this is by making 

all time-series equal length and cluster them based on similarity for the same length. Another 

solution is by finding the smallest length between each two time-series and calculating the 

Euclidean distance for each pair separately. In Figure 32 is a single cluster after trying both of 

the similarity calculations – equal length and least common length. 

 

Figure 32. Time-series from clusters with 10 day similarity (left) and least common length (right) 

In the left is a single cluster time-series which are clustered based on 10 day similarity, and it can 

be seen that during the first 10 days the time-series exhibit similar shapes, but after that period 

the shapes differ. In the right are time-series from single cluster that are clustered based on least 

common length approach, and the shapes are similar during longer period. 

Forecasting models have high accuracy if the time-series have a pattern or a clear 

underlying function that describes them. However, Euclidean distance is scale dependent, and 

even if time-series have the same shape, but their heights are different, the distance between 

them will be calculated as high. This will result in low similarity between them even if they same 

can be described by similar function. To prevent that the time-series value axis has to be 

re-scaled, which is not that convenient with unfinished time-series. 

Dynamic Time Warping 

Dynamic Time Warping (DTW) is a time-series similarity measurement method that tries 

to find occurring patterns, similarities or shapes between sequences independently of time 

variable. As the name already suggests DTW does so by warping the shapes of time-series. 

Compared to Euclidean distance DTW is more tolerant to distortions in time axis. However, 

Euclidean distance can be used as a part of DTW. 

The algorithm constructs a 𝑛 ×  𝑚 matrix, and then fills the cells by the distance between 

each two points of the time-series. This step can be calculated with a distance measuring method, 

like, Euclidean or Manhattan distance. Then a warping path through this matrix is constructed. 

This step has three main constraints. Boundary – the path has to start and end of both diagonal 
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ends of the matrix; Continuity – it has to be connected by adjacent cells of the matrix, it can’t be 

broken; Monotonicity – warping path points have to be monotonically spaced in time [47]. This 

process then is optimized by minimizing warping path cost. In Figure 33 are shown two charts 

with warping path matrix and how the DTW looks between two sinus functions. 

 

Figure 33. Two sinusoid function warping path (left) and the shape allignment (right) using DTW 

The two sinusoid functions are out of alignment, and the DTW warping path tries to re-align 

them. After the re-alignment the similarity between these two function is high as it would be 

expected, showing the power of DTW. A straight diagonal through the similarity matrix would 

indicate an exact match without any warping necessary. DTW may seem to be computationally 

expensive. However, researchers have proposed a solution [18] on parallelizing and speeding-up 

the warping computations. 

 DTW being an updated version of Euclidean distance suffers from similar drawbacks, for 

example, scale dependency. However, it can be used for time-series with different lengths, and it 

will find common patterns if the shapes are not aligned. In time-series analysis a common 

problem is the lack of regular interval data points. In this report this is not discussed, because 

A/B test data comes from controlled environment. 

Other methods 

Apart from Euclidean distance and DTW there exists numerous other time-series 

similarity measurements. To name a few - Discrete Wavelet Transform (DWT), cross-correlation 

and combinations of PCA and distance factors for multivariate time-series. 

DWT utilizes the concept of wavelet transforms, where the data are passed through 

several predefined filters, like, Haar, decomposing time-series into set of wavelets. A wavelet 

from mathematical perspective is a function defined on real numbers. DWT uses a discrete set of 

wavelet scales and translations following some defined rules, which is the main difference 

compared to continuous wavelet transforms. Depending on the filter family and length, 

time-series similarity can be calculated and compared between each other [48]. DWT is a 

common method in signal and image processing. Compared to previous similarity measures, 

DWT is scale independent, and doesn’t require readjusting the time-series. However, in some 

filter cases it needs specific data length, and this could be a problem with short time-series. 

Cross-correlation was previously mentioned in context of time-series lag relationship and 

autocorrelation in section 2.2. The cross-correlation is calculated using ( 3 ), and it is a single 

value coefficient representing the similarity between two time-series as a function of lag. 

However, one has to be careful with correlation coefficients, because even if the coefficients 

seem high and similar it could potentially be meaningless. For example, by performing several 

random walks and accumulating them into time-series, the cross-correlation of two of them may 

be high, but it is meaningless as the process is completely stochastic, and doesn’t describe the 
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underlying similarity. Moreover, it is important to understand the assumptions of correlation 

coefficients, like, Pearson’s correlation assumes that the data points are independent, but in 

time-series they depend on time. 

During the analysis of existing work in similarity measures for time-series an interesting 

multivariate approach was discovered. The method combines the similarity factor from PCA and 

distance metric, and uses it to find similar time-series [49]. In this report only univariate 

time-series similarity measures are used, but the method showed potential, and was also 

implemented during the creation of this report. Researchers suggest using PCA for data 

similarity factor, and Mahalanobis distance as a distance factor. Once the PCA factor and 

Mahalanobis distance factor have been computed, they are combined in final 

similarity factor (SF): 

𝑆𝐹 = 𝛼𝑆𝑃𝐶𝐴 +  (1 − 𝛼)𝑆𝑑𝑖𝑠𝑡 ( 23 ) 

where 𝛼 is a weight coefficient that can be changed to emphasize more the PCA or distance 

factor. Full details for the calculation can be found in [49]. This method in combination with 

hyperparameter optimization has also been used in [50] for time-series clustering, and 

researchers of [51] have used it for clustering similar brain activity patterns. However, from 

early analysis it was discovered that for the A/B test data the clusters that were obtained didn’t 

look intuitive and the forecasting model accuracy was low. It is possible that this method is 

promising for exploratory analysis as shown by other researchers, but the multivariate 

components and distance factors of the current data set didn’t yield the expected results. 

 

To be able to cluster time-series it is important to have a metric that would put 

time-series into clusters with underlying similarities. This is important for creating accurate 

forecasting models from historical data, and to relax cluster search for new time-series. There 

exist many time-series similarity measurements. In this report several of most common similarity 

methods are analyzed, like, Euclidean distance, DTW, DWT and cross-correlation. Taking into 

consideration the method characteristics and early experiments, it was decided to use DTW as a 

similarity measure. It has a good property of warping similarities that are out of alignment, and 

the issue of scaling will be addressed with normalization. However, the choice of similarity 

measure depends highly on the data set, and the research problem.  

4.2 Clustering methods 

In data mining and statistical analysis clustering is an unsupervised method of grouping 

objects that have similar characteristics in separate groups, also known as clusters. In data 

mining clustering is a way of separating data sets into smaller groups, and a method of finding a 

classification algorithm that can describe the similarity structure. Statistical analysis is more 

intended for utilizing the information in the clusters, and extracting valuable knowledge about 

the groups and individual objects. 

Clustering is usually an unsupervised method where the data set is unlabeled, and the 

goal is for the algorithm to discover a pattern that separates the groups. This is usually the case 

where there is no clear expert knowledge on how the data set should be split apart. However, 

data set can also be labeled and the label information can be later used to evaluate the accuracy 

of clustering algorithm. Once an algorithm has been trained to cluster objects, it can be used to 

classify new unseen data points. This process is similar to the SVM algorithm described 

in section 3.3. 

Clustering is not a single method, but rather a collection of algorithms, where each 

algorithm has its strengths and weaknesses. Time-series doesn’t have specific requirements when 

it comes to clustering algorithms. The difference from conventional data sets is that time-series 

requires a similarity measurement, and this can result into different clustering characteristics, 

like, shape, structure or model-based. Common algorithms like, k-means, hierarchical clustering 
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and k-medoids, all can be used to cluster time-series. Authors of [52] and [53] have done a great 

job of collecting and analyzing the latest research in similarity measurement methods and 

time-series clustering algorithms. 

In making of this report, several clustering algorithms were used in combination with 

DTW similarity measurement. Some of these algorithms showed more intuitive grouping of tests 

than others. This is quite important, because of the diverse nature of the A/B tests, there are no 

clear rules on how they should be grouped. Moreover, some algorithms grouped the time-series 

in a way where the forecasting models would perform with higher accuracy. 

Hierarchical clustering 

Hierarchical clustering, as the name already suggests, tries to group individual objects 

into a hierarchical tree-like structure. This is achieved through one of the two common 

approaches – agglomerative or the bottom up, and the divisive or the top down. The hierarchical 

structure obtained from this clustering method can be represented with a dendrogram, like, 

the ones in Figure 34. 

 

Figure 34. Hierarchical clustering with complete (left) and single (right) linkage 

 Initially divisive method treats all objects as a single cluster. Then two objects that have 

the highest dissimilarity metric are split into two new clusters, and all other objects are placed 

into one of the two new clusters based on their similarity towards these two objects. This process 

is then repeated until each cluster can’t be split apart. This is only one of the clustering strategies. 

The explained method has a drawback towards the initial choice of the splitting objects. For 

example, if an object has a close similarity to both of the initial objects, after the first split it 

would be placed in one of the clusters and then it would be only compared to that particular 

clusters objects. This makes the method not tolerant to grouped and low diversity objects. 

However, there exist 2𝑛 possible ways of creating clusters, and different heuristics can be used to 

obtained different hierarchies for each individual data set. 

The agglomerative method builds pairs by joining the most similar objects (time-series) 

first, and then recursively repeating this process until all objects are joined together. There exist 

several object joining strategies. The method used in this report, also called the single-linkage, 

works by first constructing a similarity, also known as distance, matrix of 𝑛 × 𝑛 elements. The 

smallest dissimilarity pair is joined together first. Then an object with the smallest dissimilarity, 

with one of the existing objects in the pair, is joined to the hierarchy. This process is repeated 

until all objects are joined into a tree-like structure. 

To obtain distinct clusters from hierarchy of objects, a height needs to be chosen at which 

the hierarchy is split apart. It can be thought of as a horizontal line which is drawn at specific 

height and all the links between the objects above this line are removed. The higher the height at 

which the hierarchy is cut, the smaller number of clusters will be obtained. 

The choice for cluster count in an unlabeled data set is a known problem and there exist 

several methods that can be used to help decide it, but each data set is unique, and by the time of 
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writing this report there is no clear theory on choosing the correct amount of clusters. In the end 

it is up to the experts and the problem statement on deciding the number of clusters. The concept 

of cutting the tree structure in hierarchical clustering method is particularly ambiguous, because 

the expert has to have the understanding about what a particular similarity or the distance 

between objects actually means. Moreover, it is possible that there is no height at which a 

specific number of 𝑛 clusters can be obtained. 

Partitioning Around Medoid 

K-medoids or Partitioning Around Medoid (PAM) is a clustering algorithm that splits 

objects (time-series) into predefined number of clusters, based on their proximity to a 

pre-selected objects – medoids [54]. The algorithm tries to minimize each clusters object 

distance to the medoids. This method is similar to a popular data mining clustering algorithm 

called k-means, but it is important to note why in case of time-series the k-means algorithm 

would need modifications. 

K-means clustering algorithm selects a set of 𝑘 centroids which are placed in search 

space based on some heuristics or a pure randomness. Then each objects distance to the centroid 

is calculated and they are assigned to the closest centroid creating a cluster. Then the centroid 

locations are updated based on the objects assigned to them, and the process is repeated until a 

stopping rule is reached. This is an elegant clustering solution for unlabeled data sets. However, 

this is possible when objects are represented by a single or a vector of 𝑛 values. With time-series 

it is complicated to reduce it to a single value or to make all time-series into same length 𝑛 of a 

multidimensional search space. Commonly and also in this report dimensionality is reduced 

through similarity measurement, but this represents the relationship between a pair of 

time-series. Moreover, by relocating centroids it is possible to end up with a solution where there 

are empty clusters. For these reasons in this report k-means algorithm is not used for 

time-series clustering. 

In PAM algorithm initial 𝑘 medoids or the cluster centers are picked randomly, or by a 

specific heuristic. Then, from the similarity matrix, objects are assigned to the cluster (medoid) 

to which the dissimilarity value is the smallest. The goal is to minimize each clusters sum of 

dissimilarity or the error. Then another set of objects are selected as the new medoids, and the 

process is repeated. If the new medoids reduce the total clustering error, they are kept as the 

current best partitioning solution. If the medoids increase the total error, they are swapped back 

to previous solution. This process is continued until a stopping criteria is met. It is possible to try 

all possible combinations, but usually for large data sets some heuristics are applied, like, genetic 

algorithms. The formalization of the PAM algorithm: 

1. Pick 𝑘 randomly or with a heuristic selected objects as cluster medoids; 

2. Assign rest of the objects to medoids with the smallest dissimilarity; 

3. Calculate each clusters average similarity to the medoids; 

4. Store the state of the object clusters and cluster errors; 

5. If the stopping criteria is not met or the current error is higher than the best known 

solution, go to step #1.  

Compared to conventional k-means algorithm, PAM will not result with empty clusters, but it is 

possible that there will be clusters with a single object in them. Also this algorithm utilizes the 

similarity measure that was obtained in section 4.1. 

Model-based clustering 

The goal of time-series clustering in this report is to utilize historical A/B test 

information, and save the amount of data points necessary to obtain an accurate forecasting 

model. By partitioning time-series into clusters, they can be used for training separate forecasting 

models with a short-term data. Another approach that several researchers have tried is to cluster 
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time-series based on the actual forecasting models. The possibilities of this approach was also 

tried out during the experimentation phase of this report. However, the results were not used in 

the final solution, but it is still important to emphasize these methods as a significant work was 

put into them, and they could help for other work related to A/B tests and time-series. There are 

several ways on how model-based forecasting can be built. In this report three separate 

methods were created. 

In the first model-based clustering method a fixed number of 𝑘 clusters are created. All of 

the objects (time-series) are evenly and randomly assigned to one of the clusters. The objects in a 

single cluster are divided into 𝑛 unique sub-groups which contain 70% of the cluster objects. At 

a single iteration an SVM forecasting model is trained using the sub-group, and then tested on 

the rest of the clusters objects with MAPE ( 19 ) accuracy metric. This process is repeated for 

each of the subgroups obtaining 𝑛 models for each cluster. Then the model with the highest 

accuracy is selected as the clusters forecasting model. This method of validating models is also 

called a k-fold cross-validation. The hyperparameter optimization for SVMs is carried out using 

the method described in 4.3. This process is repeated for each of the clusters. Once 𝑘 number of 

forecasting models are obtained, the swapping phase starts. In the swapping phase each objects 

accuracy is calculated through a rolling forecast and is computed against all other forecasting 

models. If there exists a model that can improve objects forecast accuracy, then it is placed in 

that cluster. After all objects have found the highest accuracy model, the cluster model training 

procedure is repeated to obtain new forecasting models. The process is continued until there are 

no more swaps between clusters or a maximum iteration count is reached, in which case the 

cluster assignment state with the highest overall accuracy is chosen. A more formal description 

of the algorithm: 

1. Randomly assign objects to clusters; 

2. Create forecasting model using SVM and k-fold cross-validation for each cluster; 

3. Compute each objects forecast accuracy using MAPE and rolling forecast with each of 

the existing models; 

4. Store the state of the object assignments to the clusters and compute the total accuracy 

error; 

5. Swap models to clusters with the highest accuracy model/cluster; 

6. Check the number of iterations and the number of swaps for a termination condition; 

7. If a stopping criteria is not met, go to step #2. 

This method is quite expensive in terms of time and computational power, but most of 

the steps can be parallelized to speed up the process. During the execution of the algorithm two 

interesting observations were made.  

First the algorithm never reached the state where there were no object swaps between 

iterations. This is due to the fact that there were always some objects that would not fit into any 

of the models, and by swapping them they would reduce the accuracy of other objects. This kept 

repeating and the maximum iterations stopping criteria had to be introduced. Unfortunately, the 

second phenomena was due to the insufficient generalization of the forecasting models. By being 

able to forecast accurately few time-series, the total error of the cluster would be reduced, also 

reducing the total cluster error. However, for the rest of the time-series the forecasting accuracy 

was similar to MF. An opposite reaction can be observed when few time-series accuracy is very 

low and it drops the total accuracy. 

Due to the characteristics of the first model-based clustering a modified version with two 

changes was created. The idea of this clustering algorithm was to prevent large swaps between 

clusters that were disturbing other objects and models, and incentivize objects to work 

towards global benefit.  

This was achieved by creating an ordered list of objects based on their accuracy with the 

current clusters model. The first models that would be checked for cluster change would be the 

objects with the highest accuracy. The second change was that for each object a global benefit 
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was computed. Similarly, a rolling forecast accuracy with all possible cluster models was 

calculated, but this time the accuracy was calculated on the basis of inserting the object into the 

cluster and retraining the model. This way an information could be obtained about the impact on 

each of the clusters an object would have and also the impact on the global accuracy. The model 

is only swapped to a cluster if the global accuracy is improved by it leaving the old cluster and 

joining a new cluster. The new algorithm can be formalized: 

1. Pick 𝑘 highest single object model accuracies, and use them as cluster models; 

2. Evaluate each objects accuracy with the assigned cluster model; 

3. Order objects based on the accuracy; 

4. In an ascending order retrain objects existing cluster without it, and retrain all other 

cluster models with object in it; 

5. Evaluate objects global contribution towards reducing the accuracy error, if the 

accuracy is improved then swap the object; 

6. Check the number of iterations and the number of swaps for a termination condition; 

7. If a stopping criteria is not met, go to step #2. 

 This modified algorithm reduced the number of cluster swaps per iteration, and also 

allowed to converge to a situation where no more changes were happening between the clusters. 

However, this does not mean that the global optimal split of objects by clusters was obtained. 

The major drawback of this method is that each object is evaluated separately when the global 

benefit is calculated. A situation is possible where a single object swap would not improve the 

global accuracy, but two object swaps would, and this would never be captured by looking at 

each object separately. An ideal scenario would be to try all possible combination of clusters 

with all possible objects, but that is too time consuming and computationally inefficient. 

The two mentioned model-based clustering methods show how complicated it can be to 

find the optimal split of clusters to improve the overall accuracy. The last method that was tried 

was a Genetic Algorithm (GA), which is a heuristic search algorithm [55]. This algorithm tries to 

mimic the biological process in nature were children through generations pick characteristics 

from their parents. This is achieved through processes called crossover and mutation. This 

method was chosen because of the stochastic properties when searching for an optimal solution. 

In the GA used in this report a chromosome is a vector where each element represents an 

object (time-series) and the value is a clusters unique number. The fitness of a chromosome is 

computed through the total rolling forecast accuracy of all the objects. Initially clusters are 

assigned randomly to the objects. Then an SVM forecasting model is trained for each of the 

clusters, and each objects accuracy is calculated based on to which of the clusters it is assigned. 

After computing all 𝑛 chromosomes fitness values, 10% of the chromosomes with the highest 

fitness are instantly selected for the next generation. A one-point crossover with 60% probability 

is performed to obtain the rest of the next generation. In the mutation phase, every object in 

every chromosome is checked for a mutation with the probability of 0.01%, randomly changing 

objects cluster in case of a successful mutation. Then the process is repeated for the next 

generation. The algorithm stops once the maximum iteration limit is exceeded or there are no 

improvements in specific number of generations. Algorithm can be formalized: 

1. Create 𝑛 chromosomes where genes are objects (time-series) and their values are 

cluster numbers; 

2. Evaluate each chromosomes fitness value by training cluster forecasting models and 

calculating total cluster forecast accuracy; 

3. Store the highest accuracy chromosomes as the best solution; 

4. Pick 10% of the highest rated chromosomes for next generation; 

5. With 60% probability perform crossovers to obtain 𝑛 chromosomes for next 

generation 

6. Perform gene mutations with 0.01% probability; 

7. Check if stopping criteria is met, if not go to step #2. 
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It is important to note that the probability choice would be different for each problem and data 

set, and as of writing this report there is no exact theory on the choice of these probabilities. 

 The GA model-based clustering looked promising, because of the stochastic properties 

when searching for the global optimum. However, the computational time highly depends on the 

number of chromosomes and the number of clusters. In the initial experiments 50-100 

chromosomes were used. Due to the sensitive and diverse nature of an A/B test time-series the 

forecasting models would change significantly based on the objects assigned to the cluster. 

Usually, the mutations are performed to help algorithm get out of local optimum without 

disrupting rest of the chromosomes genes. However, in this scenario the mutations would 

introduce major changes in overall fitness values, and in most cases get the genes discarded in 

the next generation. In this report a one-point crossover was used, and it had an impact on the 

object placement in the chromosome. Initially middle of the chromosome was used as the 

crossover point, but later this was changed to a random position to speed-up the relocation 

process. GA is a promising method for finding optimal time-series placement in model-based 

clustering, but due to the fact that it is computationally expensive and heavily relies on carefully 

selected probabilities, it was not used as a clustering technique. 

 

Apart from hierarchical, k-medoids and model-based clustering, there also exist other 

methods, like, Hidden Markov Models (HMM), Self-Organizing Maps(SOM) and Fuzzy 

clustering, that have been studied by other researchers. This report does not intend to survey all 

of the existing methods, but only used those that initially looked the most promising for solving 

the problem of forecasting short time-series. 

It has been mentioned several times that there are no specific rules on selecting the 

correct number of clusters. In this report cluster count is selected based on an elbow method. The 

idea of the elbow method is that the objects are clustered with any of the previously mentioned 

methods, and then the overall cluster error, in this case average MAPE of all clusters, is 

calculated. The cluster count is increased and again the error is calculated. In Figure 35 is shown 

a clustering error with different number of clusters. 

 

Figure 35. Total cluster error by the number of clusters 

Then the number of clusters is chosen based on the part where the error drop momentum starts to 

slow down and it becomes more stable as the count of clusters increase. In the given example 

this happens around six to eight clusters. However, this method is up to interpretation and 

experimental analysis. The goal of this method is to pick the number of clusters in a way that the 

clusters are general enough containing substantial amount of objects, and the total error level is 

lower than large size clusters. 

In data mining exist several clustering methods that can be applied to time-series. In this 

section several of these methods and their implementations were described. In this report PAM 

method was chosen for clustering A/B test time-series. This decision was made due to the facts 

that it avoids empty clusters and gives an intuitive approach on selecting cluster count. The 
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tree-like structure of hierarchical clustering was too confusing for choosing the right height, and 

the model-based clustering never converged to a reasonable object split with an accurate 

forecasting models. 

4.3 Forecasting model hyperparameter optimization 

The results from the forecasting accuracies of univariate time-series in section 3.5 

indicated that more simple models that forecast a straight line outperform more advanced 

methods. One of the reasons is the lack of information in short-term data. The information in the 

data doesn’t represent the long-term trend of the A/B test, and the models that learned these short 

patterns had lower forecasting accuracies. In this report the problem is being solved through 

clustering similar time-series and training separate long-term forecasting models. So far it has 

been decided that DTW will be used for finding similarities between the time-series, and PAM 

clustering algorithm will be used for splitting time-series into smaller clusters.  

To train a forecasting model for each of the clusters, it is important to choose a method 

that is capable of capturing underlying non-linear relationship. For this reason, in this report 

SVM is used as the forecasting model for the clustered time-series. Although the initial 

experiments showed that it underperforms compared to more simple models, it still has better 

results compared to the ANN. Also SVMs rely on different tuning parameters and kernels, but 

don’t rely on randomness. This can greatly decrease the training time necessary, because there is 

no need to re-run the models several times. However, this doesn’t mean that SVM will obtain 

more accurate forecasting models than ANN. Another reason for choosing SVM over ANN is 

that the model can be dismantled and easier analyzed than the hidden layer and 

weights of an ANN. 

SVM forecasting model and its parameters were analyzed in section 3.3. Apart from the 

cost parameter, there are several kernels with different tuning parameters than can be used to 

obtained better forecasting models through the SVR. These tuning parameters can either make or 

break the forecasting accuracy. That’s why it is important to be able to find the optimal 

parameter, or also known as hyperparameters, configuration for each of the time-series clusters. 

Grid search 

A common way of optimizing these parameters is through an exhaustive grid search. In 

the grid search a discrete set of possible values are defined, and the algorithm tries out all the 

possible combinations of these parameters. A separate model is trained and evaluated for each of 

the parameter combinations, and its accuracy is calculated as a comparison method against other 

models. In Figure 36 is shown a two parameter SVM search space. 

 

Figure 36. An example for SVM paramter space with Grid search 
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The darker the color, the higher the parameter combination accuracy. There are two main 

drawback of the grid search method. First the parameter values are discrete and are fixed to 

users’ preferences. This means that the method will jump over parameter values and wouldn’t 

search for the optimal combination. If the user has chosen wrong set of values, the algorithm 

would only be able to find the highest accuracy region from these values. The second drawback 

is that the algorithm will check all possible combinations, and this can be quite time consuming 

in large search space even with the capabilities of parallelization. 

Because of the complexity of A/B test time-series, it may not be intuitive what type of 

discrete values should be used in the parameter space. It would be more convenient if an 

algorithm could find the hyperparameters through self-guided search space with a minimal user 

input. In this report one such a method is used – Particle Swarm Optimization (PSO). 

Particle Swarm Optimization 

Particle Swarm Optimization (PSO) is a computational optimization method that 

iteratively tries to optimize the objective function using population of a candidate solutions [56]. 

It is nature and biology inspired algorithm that mimics the movement organization of a flock of 

birds or fishes. PSO can be used as a heuristic algorithm for searching hyperparameters of a 

forecasting algorithm, but it does not guarantee reaching the global optimum. 

In the hyperparameter optimization the algorithm uses fixed number of particles that each 

represent a unique forecasting (SVM) model. Each of these particles try to find the optimal 

solution in a part of the search space, but these particles also communicate their findings with the 

swarm. Using the local and global information of the swarm, particles adjust their velocity and 

position towards finding a better solution. PSO doesn’t use gradient for the optimization, which 

means that the objective function doesn’t need to be differentiable. 

In the beginning each of the particles are given a unique value for each of the 

hyperparameters, also known as dimensions. The goal is to assign different variables so that the 

particles start from different parts covering the multidimensional search space. Through the 

communication and velocity, they will essentially all arrive to a swarms’ optimal solution. The 

velocity is calculated using: 

𝑣𝑖,𝑗 = 𝑣𝑖,𝑗 +  𝛼𝑟𝑝(𝑝𝑖,𝑗 − 𝑥𝑖,𝑗) + 𝛽𝑟𝑔(𝑔𝑖,𝑗 − 𝑥𝑖,𝑗) ( 24 ) 

where 𝑣𝑖,𝑗 is the 𝑖 particles 𝑗 dimension, 𝛼 and 𝛽 are learning coefficients for the particles and 

global best solutions, 𝑟𝑝 and 𝑟𝑔 are random values in range [0; 1] for the particles and global best 

solutions, and 𝑥𝑖,𝑗 is the current particles solution parameter values. It can be seen that particles 

utilize their own and swarms’ knowledge about the latest and most accurate solution. The 

random values are needed so that the particles don’t get stuck in local minimum and at the same 

time extend the covered search space. The size of the learning coefficients is up to the users of 

PSO, the higher the coefficients the more impact swarms’ knowledge has on the velocity of the 

particles towards the globally known best solution. However, by setting these coefficients too 

high, the particles will always overshoot the optimal solution, and by setting too low the particles 

will take more iterations to converge. Each of the particles parameter values are iteratively 

updated: 

𝑥𝑖,𝑗 = 𝑥𝑖,𝑗 +  𝑣𝑖.𝑗 ( 25 ) 

The ( 24 ) and ( 25 ) equations allow for particles to find hyperparameter values that were 

not originally defined in the discrete set that is used by the grid search. To avoid forecasting 

model overfitting and ensure that the models are still generalizable, each of the particles searches 

for the models using the k-fold cross-validation, that was described in section 4.2. The PSO 

algorithm is applied to each of the clusters and the method can be formalized: 

1. Initialize 𝑘 particles with random values from a set of discrete parameter values; 
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2. For each particle train a forecasting model with k-fold cross-validation; 

3. Calculate each particles models accuracy; 

4. If the accuracy is higher than the particles previous solutions, store it as the particles 

best solution; 

5. Communicate the best solution with other particles, finding the swarms best solution; 

6. Calculate particle new velocity using ( 24 ); 

7. Update particles model parameters using ( 25 ); 

8. Check if a stopping criteria is met, if not then go to step #2. 

In this report the stopping criteria is the maximum number of iterations or the number of 

consecutive iterations without change in the swarms’ best solution. The PSO algorithm is 

repeated for each of the clusters that were found previously using PAM algorithm. 

 

It is important for the forecasting models to be able to accurately forecast the time-series 

that are assigned to the same cluster. If the model is accurate and generalizable then it is possible 

that by newly assigned A/B test time-series will be forecasted with high accuracy. To ensure 

that, in this report PSO algorithm is used for tweaking SVM model hyperparameters. Initial 

experiments showed that it is capable of finding more accurate forecasting models, and doesn’t 

heavily rely on users’ choice of discrete parameters as it is in grid search method. Once the 

historical time-series are assigned to the clusters, and each of them have a unique and accurate 

model, it is important to find a method on how to assign new time-series to the clusters with the 

short-term data. 

4.4 Cluster selection method 

So far the A/B test time-series are clustered using PAM algorithm based on their 

similarities from DTW. Each cluster has a SVM forecasting models tuned using PSO. The goal 

of all these methods was to move away forecasting model generation from single time-series 

short-term data. Now the A/B test time-series short-term data can be used to find its cluster and 

use the information as an input for a long-term rolling forecast. However, the selection of a 

cluster turns out to be a challenging task, but as the two time-series forecasts from the clustering 

models in Figure 37 indicate, it can be rewarding with a high accuracy when the correct cluster is 

found in an early stage. In the example it can be seen that after three days, with the correct 

cluster, the rolling forecast has captured the long-term shape with reasonably high accuracy. 

 

Figure 37. Time-series forecasts using forecasting models trained on clustered time-series 
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When the whole time-series daily data is available it is a simple task computing its 

similarity against historical time-series and moving it to a cluster based on different medoids 

similarities. However, when only few data points are available there is high uncertainty about the 

future values. For example, if time-series after three days has a high similarity with one of the 

𝑘 medoids, it can happen that after single day the similarity would change in favor of another 

medoid. Initial experiments showed that as time progresses time-series tend to jump between 

several clusters, and only become stable after longer period of time, which is too late for 

providing any useful information. It is important to note that by selecting a wrong cluster in the 

beginning the forecast can be very inaccurate. In this report several methods were tried for 

identifying accurately with short-term data and the time-series cluster assignment.  

The first method calculated similarity towards each of the medoids and assigned the 

time-series to the cluster with smallest dissimilarity. As already mentioned it was observed that 

time-series kept switching between the clusters rapidly as the time progressed. In a modified 

version a score was assigned to each of the clusters similarities. The higher the score the longer 

period the time-series has had the highest similarity with the cluster. Only when the cluster 

accumulated enough score it was chosen as the time-series cluster. This solution had a problem 

that it would take too many data points for the time-series to switch away from falsely selected 

clusters. Another modification was made to give score only to top 𝑛 similar clusters and weight 

the score based on the similarity value – the smaller the dissimilarity the higher the weight. This 

method again had a problem with data point accumulation. All of these methods didn’t have a 

clear and correct way of identifying clusters with short-term data, and all this uncertainty was a 

reason for stopping the further development of these methods. 

These simple methods led to an assumption that the latest data point represents the most 

important state of the time-series, and that the past values or the shape is not relevant. This is 

somewhat similar to the idea behind Markov Chains (MC). However, the MC gives probabilistic 

guarantees and are later used in section 4.5 as an additional information. 

After trying these relatively simple univariate time-series methods, a classification 

problem was stated. The time-series that were used to build 𝑘 clusters can also be used to create 

a classifier. Instead of using univariate time-series similarity for the medoids, the multivariate 

aspect can be used. Since each of the A/B tests record several KPIs, this information can be 

combined with the cluster numbers. The idea was to build a classifier that can take KPI 

information and classify new time-series into a correct cluster. Particularly in this report the 

Random Forest (RF) method is used as the classification algorithm, because it has shown high 

accuracy and generalization in different discipline research problems [59, 60]. 

RF is technique that utilizes the concept of ensemble learning, and can be used for 

classification, prediction and other data mining tasks [58]. In this report RF is used for 

classification, in which case multiple decision trees are constructed. Through series of steps these 

separate trees are combined to obtain higher accuracy model, which is the idea behind ensemble 

learning. A decision tree is a hierarchical set of rules, where the branching points are the rules 

and the leafs are the different classes. In Figure 38 is shown a simple version of a 

single decision tree. The different methods that can be used for creating decision trees are 

beyond the scope of this report. 

Another aspect of RF is that it utilizes the concept of bagging. RF randomly samples the 

data set (historical time-series) and picks a unique combination of objects (time-series) that will 

be used for creating each of the decision trees. The samples can overlap, but they should not be 

the same. Also when sampling the RF randomly picks the KPIs that will be used when building 

the decision tree. Once the 𝑛 decision trees have been created, it can then be used to classify new 

objects. The name forest comes from the large amount of single decision trees, and the name 

random comes from the bagging approach it uses to sample the data set. 
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Figure 38. An example of a decision tree created from a diamonds data set 

The classification happens through the majority verdict. Whenever a new object with its KPIs is 

observed, the classifier runs it through each of the decision trees and obtains what class it is 

categorized in. The underlying assumption is that the majority of the decision trees are correct, 

and the new object is classified based on how the majority of decisions trees have classified it. 

The random sampling and the large quantity of decision trees has also shown to be quite accurate 

in early cluster selection. 

In this report the data set for the RF is created using new time-series latest data points 

KPIs. For example, if the A/B test has been running for three days, then the RF data set is built 

from filtered historical time-series using many KPI values only from the third day. This is due to 

the assumption that the latest data point accumulates all the historical information. It is possible 

to evaluate RF accuracy through the same data set that was used for creating the decision trees, 

because of the majority verdict and random sampling. However, in this report separate, unused 

data set of time-series is used to calculate the classifier accuracy. In Figure 39 is show how the 

classifiers accuracy changes with the progression of time. 

 

Figure 39. Classification accuracy for cluster selection with RF 

In this example the results are obtained from classifying and testing time-series that have already 

been pre-processed with techniques described in chapter 2, and the accuracy is calculated 

dividing the correct number of classification with the total number time-series. It is as expected 

that the longer the time period, the higher the classifiers accuracy. This is due to the fact that in 

long-term clusters exhibit more specific characteristics, which cannot be identified so clearly in 

the beginning. Also the number of clusters is important, because the more clusters the harder to 

classify new time-series. In this example seven unique clusters were used. 

RF as a cluster selection method from short-term data shows high accuracy. However, the 

classifier is not able to give 100% accurate clusters. In some cases, the clusters are quite similar 

and it has no harm if the time-series is classified in one of these clusters, but in other cases the 

clusters exhibit completely different long-term trends – positive and negative. If the time-series 

is initially assigned to a cluster that is positive in long-term, but it turns out that the time-series 
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should belong to a very negative cluster, then it is harmful and gives uncertainty about the 

forecasts. To give guarantees about the clusters and forecasts, an additional prediction range is 

calculated, which is described in detail in section 4.5.  

4.5 Cluster range 

Time-series forecasting is a very complex problem with many variables and unknowns. 

In many cases the highest accuracy forecasts is a straight line, as it can be seen from the model 

comparison in section 3.5. In other cases, the time-series pattern is quite simple, seasonal and it 

can be accurately captured with a linear or a non-linear function. However, in real-life scenarios 

it is not enough to forecast a line and hope that the actual values will follow it. There is 

requirement for the prediction interval where the time-series would evolve. 

Prediction intervals are somewhat similar to confidence intervals. Prediction interval is 

an estimate of the values that aren’t yet seen, but will be observed in the future. However, the 

confidence interval is an estimate of the likelihood of the values for an unobservable parameter. 

The prediction interval takes into consideration the uncertainty of the forecasting model. Because 

the models are only a simplifications of the real complex processes, there is always some 

uncertainty about how good was the fit of the model and how good is its generalization. The 

prediction interval range describes the uncertainty in the model, and a simple point forecast 

without this information could be absolutely meaningless. 

There exist several ways how the prediction intervals can be computed, and it is quite 

common to identify the 80% and 95% intervals. One way of calculating the interval is by 

measuring the error on the data set that was used for training the model. The errors in model 

fitting is sometimes called as the residuals. After measuring the model fit error, a mean and 

standard deviation can be obtained, but this is only when the residuals are uncorrelated and 

normally distributed. Then the one-step forecast 95% prediction interval is ±1.96𝜎𝑒, where 𝜎𝑒 is 

the standard deviation of the residuals [24]. For multi-step forecast prediction intervals a more 

complex equation needs to be solved and is beyond the scope of this report. 

In this chapter on time-series clustering a cluster range method is proposed. The method 

takes the information of historical A/B test time-series, pairwise similarities and cluster 

assignments. With a typical prediction interval method, because of the shortness of the 

time-series and low model fit accuracy, the prediction interval would almost always be in span of 

both positive and negative scale areas. This would be meaningless if the interval fan would be 

too wide. Fortunately, in this report it is assumed that most of the new time-series will have 

similarities with the historical time-series. It is important to note that this method is empirical 

and has not been theoretically proven. 

First the method assumes that the historical time-series have already been clustered using 

PAM algorithm. When a new time-series is observed, for example, after it has accumulated three 

day data, its similarity is calculated against each of the cluster medoids. Then all of the single 

time-series similarities are transformed into a range of vales whose sum is equal to 1, and the 

higher values means higher similarity. This is achieved through the equation: 

𝑠𝑖
′ =

1

𝑠𝑖
 

𝑠�̂� =
𝑠𝑖

′

∑ 𝑠𝑖
′𝑛

𝑖=1

 

( 26 ) 

where 𝑠𝑖 is the similarity of the time-series with a medoid 𝑖, and the 𝑠�̂� is the transformed 

similarity. Once the similarity values are transformed, for each of the clusters and for each of the 

days a mean and standard deviation is calculated. Then the time-series finds the highest 

similarity cluster and stores its mean values with the standard deviations. After that, other cluster 

mean and standard deviation values are multiplied by the transformed similarity value, and are 
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added to the time-series stored mean and standard deviation. This process is repeated with all the 

clusters pulling the mean and standard deviation in positive or negative direction. The idea is that 

if time-series has several high similarity medoids, which theoretically should not happen with 

correct clustering, then these other clusters make the prediction interval wider towards their 

median. Experimental it has been observed that too wide intervals indicate that in the upcoming 

time steps the time-series will change its cluster. A practical example of the cluster range method 

is analysed in section 5.2. 

This method gives some guarantees and interval of the clusters forecasting model, based 

on the time-series that are assigned to it. However, this method doesn’t give any guarantees that 

the time-series will stay in the cluster and wouldn’t leave it in the next step when more data 

points are accumulated. This problem was already mentioned earlier in section 4.4. After several 

failed attempts it was assumed that the latest data point is the most important in determining the 

probability for the time-series of switching clusters in the next step or in the future. These 

probabilities can be calculated using the Markov Chains (MC). 

Discrete-time Markov Chain is a stochastic process that describes the transition from one 

state to another in a state space [57]. One of the properties of the Markov process is that it is 

memoryless. This means that the transition probability to the next state only depends on the state 

in which the process is currently located, and the past states are irrelevant. This property is also 

assumed in this report, where the time-series transition from one cluster to another depends only 

on the current cluster, which represents all the past transitions. 

The state transition probabilities can be calculated by taking set of historical time-series, 

finding their cluster assignments based on the similarities for a particular time step, and 

recording their locations or transitions after one time unit. The transition probabilities then can 

be calculated by dividing the number of time-series that changed the cluster with the total 

number of time-series that were assigned to initial cluster in the previous time step. It is 

important to note that part of the historical time-series had to be used already in creating the 

clusters in the first place, and they cannot be re-used in calculating the transition probabilities. 

An example of cluster transition probabilities is given in Figure 40. 

 

Figure 40. Cluster transition probabilities for first day (left) and for the fifth day (right) 

From the example it can be seen that with only one day information the probabilities of 

time-series staying in the same cluster are lower than the probabilities calculated with the 

information of five day time-series. As more data points are accumulated about the test its shape 

and similarities start to become clearer. The number of clusters is set to five so that the 

information from the figure can be read easier. By knowing the time-series current cluster and 

the transition probabilities, it is possible to calculate the probabilities to which of the clusters the 

time-series will transition in the next step. It is also possible to construct a multi-step transition 

matrix, where the probabilities are calculated in the same way, but the transitions are counted 

several steps further. However, it is important that the time-series used for calculating the 
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transition probabilities are enough to represent all of the clusters and are not dominated by a 

single initial cluster, as that would give false results. 

MC has several properties about the transition probabilities – reducibility, periodicity and 

transience. Reducibility means that it is possible to reach any state from any other state. 

Periodicity means that the chain can return to the state only at multiples of some integer larger 

than 1. The state is said to be transient if it is not guaranteed to return back to a state where it 

started or that the probability of returning back is less than 1. 

From the early experiments of the A/B test data and their transition between clusters 

through MC, it was observed that after certain time period the probabilities of changing clusters 

are quite small, giving high guarantees of cluster range. Although, it is important to have created 

distinct clusters that don’t overlap too much in the value ranges. 

 

Even though this is only an empirical way of obtaining time-series cluster ranges, it is 

still an important information that can be used by people who analyze A/B tests, to know at 

which point the time-series will stabilize and fall into a certain prediction interval. The cluster 

range method described in this section will later be analyzed on a real-life data set to see how it 

can help gain better knowledge about time-series long-term forecasts in section 5.2. The cluster 

range information can be combined with the MC probabilities to give more guarantees about the 

long-term effects a particular A/B test version will have on different type of KPIs. 
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5 EXPERIMENTS 

In the Chapter 4 a method is proposed for improving long-term forecast accuracy for the 

A/B test data. In Section 5.1 the forecasting accuracy of the proposed method is compared to 

other forecasting models that were previously experimentally analysed in section 3.5. The results 

are evaluated using three accuracy metrics – MAPE, MASE and RMSE, and the results are 

followed with a brief discussion.  

Point forecasts without guarantees about the prediction interval are meaningless. So in 

Section 5.2 the cluster range method that was proposed in Section 4.5 is evaluated on the 

real-world A/B test data. The review is followed by a brief discussion of the results. 

5.1 Forecasting accuracy comparison 

The results from the comparison of univariate time-series forecasting in section 3.5 

showed that simple models outperform more advanced forecasting techniques One of the reasons 

for such results is the fact that the short-term information doesn’t represent the long-term 

behavior. Because of this, in chapter 4 was proposed a method of clustering historical time-series 

and training separate set of forecasting models. The idea of this method is to utilize historically 

similar time-series and their long-term information to boost the accuracy of new A/B test 

time-series. The information from new tests is rather used for finding similar clusters with 

accurate forecasting models. 

In this section the proposed method is compared against previously seen baseline models, 

like, RW, MF, MA and AR. Similarly as before, the testing set consists of filtered time-series 

with methods described in chapter 2 that filter out insignificant and noisy information. In the 

previous examples the cumulative difference information of a single KPI was used. In these 

experiments the time-series data had to be normalized, because the forecasting models of 

time-series clusters are trained on different scales. Z-score is used for the normalization, which 

was chosen through analysis of different normalization techniques in section 2.4. For this reason, 

the results obtained in this section are not directly comparable with the previous results from the 

section 3.5. However, the models that are compared against the proposed method also were 

forecasting based on the normalized data set. 

Simple forecasting methods used in this report don’t rely on information from other 

univariate time-series, but the proposed clustering method does. The testing data were split into 

two unique sets with ratio 70:30 – clustering and testing. The clustering set was used to create 

the clusters and to train forecasting models. The number of clusters were selected using the 

elbow method, and in these experiments it was determined that the cluster count is nine. After 

the time-series were assigned to clusters using the PAM method, a forecasting model using PSO 

was trained for each of the clusters. To make this experiment more realistic, the RF as a cluster 

selection classifier, that was described in section 4.4, was used to determine time-series clusters. 

The time-series from the testing set were used to obtain rolling forecasts with three to seven data 

points. The split between the clusters for the testing set is 6%, 22%, 12%, 18%, 24%, 8%, 6% 

and 3%. The same amount of information was used when the RF classifiers were created. In 

Figure 41 is shown the steps that are taken to find each testing set time-series forecasts.  

First the time-series are smoothened and normalized using z-score. Then the RF classifier 

is applied to determine the long-term cluster that the time-series will belong to. Once the cluster 

is assigned, an SVM model is used to obtain the rolling forecast. The model forecasts as many 

data points as the time-series originally had, and in the end forecasts accuracy is calculated using 

MAPE, MASE and RMSE. 
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Figure 41. New time-series long-term forecast pipeline 

The first accuracy metric is MAPE ( 19 ) which is scale independent and evaluates the 

absolute forecast difference rather than exact value difference. In Figure 42 is shown different 

model accuracy using three to seven input days. 

 

Figure 42. Comparison of forecasting accuracy for different models using MAPE 

The results show that with the MAPE accuracy metric the proposed solution “Cluster models” 

has a higher accuracy that the other baseline models, like RW and MF. It is interesting that the 

forecast accuracies are the highest with three and six day input data. The possible reason for this 

is the nature of the time-series. The information in the fourth and fifth day may be out of the 

previous pattern, and once that information is used as input the error rate drops. One would 

expect that with more data points the forecasting model should be more accurate, but the results 

can be explained with the previous experiment observations. The advanced models learn the 

short-term patterns, or the small trends and then re-apply them obtaining low accuracy. Because 

the cluster models are trained for long-term patterns, the short-term information has little or no 

effect over the long-term forecasting models. It is also important to note that the overall MAPE 

is very high, but this is due to the fact that time-series are normalized and have small values. 

This is one of the drawbacks of MAPE – if the actual value is very close to zero, like, 0.0001, 

then by forecasting even relatively small value, like, 0.1 the forecast error would be 999%. 

Another interesting result is that with more data points the RW forecast accuracy improves. This 

can be explained with the fact that as the time progress time-series mean and standard deviation 

stabilize and also the model has to forecast less values. Overall in this experiment the cluster 

model method has an improvement of 399%% over MF with three days (134 over 669), and 

149% improvement over AR with seven day input (172 over 428). 

The next forecasting accuracy comparison is carried out using the MASE ( 20 ) metric, 

which is scale independent. The results for the experiments are shown in Figure 43. The results 

show similarities with the experiment performed in section 3.5. Similarly to the MAPE accuracy 

metric, the MASE results show a higher accuracy for the proposed method, and the accuracy is 

stable with three to seven day input sizes. The most significant difference is that the MA model 

on the highest data input size performs with lower accuracy than with smaller inputs. 
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Figure 43. Comparison of forecasting accuracy for different models using MASE 

This can be explained with the inability of the MA model to capture the long-term characteristics 

of the time-series from short-term data, and that the larger input size doesn’t emphasize the 

long-term trend, but rather adds uncertainty. Scale wise the cluster forecasting model has 

improvement of 109% over MF with three day input (4.91 over 10.26), and 99% over RW with 

seven day input (4.81 over 9.57). 

The last accuracy metric that is used in this report is RMSE ( 21 ), and it scale dependent, 

measuring the actual value accuracy. The model comparison using the RMSE is shown in Figure 

44. 

 

Figure 44. Comparison of forecasting accuracy for different models using RMSE 

The results with RMSE, in comparison to the other forecasting metrics, are slightly different, as 

the accuracy of the proposed method improve as the input size increases. These is a slight 

decrease in the accuracy from third to fourth day, but after that the accuracy only increases. 

Nevertheless, the cluster models method shows 114% improvement over MF with three day 

input (0.75 over 1.61), and an 81% improvement over RW with seven day input (0.59 over 1.07). 

Even though the overall accuracy of cluster model improves with more input values, the same 

thing happens with RW model and other models. Since models like MF forecast straight line 

based on past values, the average value with more past values is more representative of 

future values. 

The forecasting model accuracy results indicate that the proposed solution of time-series 

clustering is a viable option. However, the results don’t show a large improvement or superiority 

over the already analyzed simple models. It is possible that is due to the fact that the forecast 

models don’t generalize enough to capture new time-series long-term patters, but then the 

time-series should have similar patterns or shapes with the ones in the cluster. Another reason for 

these results could be that the new time-series are classified in the wrong clusters as the 

classifiers accuracy for seventh day with four variables was 62.8%. It is also possible that the 

cluster count needs to be increased to create more accurate models, but this would decrease the 
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classifiers accuracy. Due to the uncertainty about the cluster selection and the forecasting 

accuracy not being significantly better than other simpler methods, the cluster range method was 

developed. 

5.2 Cluster range analysis 

Neither the existing forecasting methods nor the proposed clustering method have high 

accuracy for long-term forecasts with short-term data. This is a problem if one of these methods 

would be used in real-life systems. Since it is very complicated to forecast exact values of the 

time-series, usually a prediction interval is provided, that indicate with certain probability the 

range where the time-series could evolve. 

In section 4.5 was proposed a method for obtaining the possible time-series long-term 

range information from the similarity clusters. In the experiment section of this report a set of 

time-series are analyzed with the previously proposed method. The clusters are created from the 

same clustering set that was used in section 5.1, and the rest of the time-series are analyzed by 

seeing how accurate is the forecasted range. 

In Figure 45 with a black vertical line is shown the amount of data points available for 

forecast range. The curved black line indicates the actual time-series values. The red area shows 

the range of a cluster day-by-day to which the new time-series is the most similar, and the blue 

area indicates the influence of the similarity from the other clusters. 

 

Figure 45. Example of an A/B test forecast range with different number of data points 

It can be seen that after one day the time-series is similar to several clusters, indicated by 

the wide blue area. This is expected, because the similarity is measured using DTW and for a 

single point the similarity is the same as Euclidean distance. This would not be the case only if 

the time-series first day data would be in the extremes of the value range. However, as the time 

progresses the blue area narrows down around the single most similar clusters range. Already 

after three days the long-term range can give prediction interval with ~3% range, and the 

time-series stays in the range for the whole period. It is important to note that in real-life 
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situation the future of time-series is unknown and it cannot be easily guaranteed if the time-series 

will stay inside the bands. Some guarantees can be given through historical time-series and a MC 

probabilities described in section 4.5. 

In Figure 46 is shown another example of an A/B test time-series cluster range. From 

single data point which is close to the zero mark, the cluster with the highest similarity is 

selected. From the range area it can be seen that the clusters time-series oscillate around the zero 

value and are slightly shifted towards the negative side. However, the initial range is inaccurate 

as it can be seen from the actual values. After three data points the forecast range bands have 

already encapsulated the time-series, and as the time progresses the bands tend to narrow down 

giving more precise range. Again it is important to note that the range doesn’t give theoretical 

guarantees, and such information can be obtained from MC. 

 

The proposed clustering method can be combined with the information from the cluster 

ranges to give users more insight information about the time-series long-term forecasted values. 

Although the forecast accuracy is not superior to other existing methods, it still can be used to 

better understand the underlying behavior of the A/B tests. All the methods that have been tried 

out in this report show how complex it is to provide accurate long-term forecasts using 

short-term data. 

 

Figure 46. Example of an A/B test forecast range with different number of data points 
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6 CONCLUSION AND FUTURE WORK 

In this chapter the conclusions that were obtained from creating this report are 

presented. In Section 6.1 is given a summary of the work and the results obtained during the 

creation of this report. In 6.2 are indicated the potential research areas for future work that 

could be a continuation to further improve the results. 

6.1 Conclusion 

A/B testing, that involves observations from users, requires certain amount of time to 

pass before confident long-term decisions can be made. This is a trade-off between the time 

necessary to run the test and the confidence obtained from the data. In case users are assigned to 

the harmful test cases, they will have negative experience and may drastically influence 

important business KPIs. For these reasons the goal of this report was to forecast the A/B test 

long-term trends using short-term data. To accomplish this goal several tasks were set and 

completed during the making of this report using real-world data: 

 A/B test data were analyzed using ACF and PACF to determine if they exhibit 

time-series characteristics; 

 The real-world data set was pre-processed to clean the data and remove potential 

outliers. Time-series were smoothened using Exponential Smoothing, values were 

normalized using Z-score, insignificant tests were identified through Z-test, and 

Runs-test was used to detect random time-series; 

 A literature survey was used to identify existing forecasting models, like, Mean 

Forecast, ARIMA, ANN and SVM, and they were analyzed from the theoretical and 

practical aspect; 

 Existing forecasting model accuracies were compared after performing experiment on 

larger A/B test data set; 

 Based on the results from the model comparison it was decided to come up with an 

alternative solution, that would extend the available information for short-term 

time-series; 

 An alternative solution was built that uses time-series similarity through Dynamic 

Time Warping and groups historical time-series into distinct clusters using 

Partitioning Around Medoid algorithm; 

 Using the earlier forecasting model comparison results an SVM forecasting model 

was trained for each of the clusters, and the hyperparameters were optimized using 

Particle Swarm Optimization; 

 The proposed clustering method was experimentally compared with existing 

forecasting models, and the analysis showed increase in the forecast accuracy; 

 A/B test long-term range guarantees are given from a proposed solution of historical 

test clusters. 

As it can be seen from the list of accomplished tasks, the research is empirical and relies on data 

mining methods. Most of the decisions that were made during the creation of this report are 

based on literature review and experiments. After making this report several interesting 

conclusions can be made about the data and the problem itself. 

 First conclusion is from the experiments of the existing forecasting models for univariate 

time-series in section 3.5. The results showed that the simple models, like, ES and MF, 

outperform more advanced models, like, ARIMA and ANN. This is due to the fact that advanced 

models learn the non-linear short-term patterns and then keep reapplying them as the time 

progresses, and in some cases the short period information is not enough to determine long-term 
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trends. The result is an over or under estimation of the future values. A potential solution for this 

problem is to use more information from single time-series or use historical A/B tests. 

Multivariate approach was discarded after obtaining early results, and it was decided to build the 

clustering solution. 

Another conclusion can be drawn from analyzing historical time-series similarities and 

grouping them together into distinct clusters. By looking deeper into A/B test cluster it was 

discovered that some tests that were designed to improve similar KPIs, would end up in the same 

clusters. However, this is not necessarily true for all tests, but this information can still be used 

for gaining insights about the tests in exploratory analysis once they are finished. This 

observation later led to the creation of cluster forecasting models. 

The third conclusion can be seen from the experiments of the proposed forecasting model 

in section 5.1. The forecast accuracy results on the normalized data set are higher than other 

methods. With three day input data the clustering method shows improvement of 399% for 

MAPE, 109% for MASE and 114% for RMSE over the closest baseline methods. With seven 

day input data the improvements are 149%, 99% and 81% for MAPE, MASE and RMS. 

However, as already mentioned in section 2.4, there is no easy way of normalizing short-term 

non-stationary time-series. This method can be used on stationary data sets or only when the 

mean and standard deviation stabilizes. 

A/B test long-term forecasting from short-term data is a complex and challenging 

problem. After using existing methods and proposing a new clustering method, the overall 

accuracy measures were not high enough to provide outperforming point forecasts. However, the 

information obtained while making this report can still be used to provide valuable knowledge 

about the historical A/B tests. The proposed cluster ranges method can be used to calculate 

long-term ranges with probability guarantees from Markov Chain. 

6.2 Future work 

In this section few of the possible future research areas are mentioned that came up 

during the research, but due to the limitations were not implemented. It is possible that with 

additional research the results obtained in this report can be improved. 

The post-experiment analysis from the section 5.1 showed that the overall low forecast 

accuracy level is due to the fact that few time-series forecasts are way off, and the rest of the 

forecasts are very close to the original values. It would be quite valuable to extract the 

time-series that influence the overall accuracy, try fitting individual models, and analyze how 

these time-series can be identified or the cluster models generalized.  

Another possible research area closely related to the previously mentioned is the use of 

different forecasting models in clusters. It would be interesting to see if the different set of 

clustering models can be used for different clusters, rather than using the optimized SVM in all 

clusters. If the classifier with high accuracy can correctly classify new time-series, then the 

clusters model information would already give valuable long-term insights. 

The historical time-series clustering has a potential for exploratory analysis and 

forecasting. Apart from trying to improve the overall forecast accuracy, it is possible to also 

create more sophisticated classifier for early cluster identification. Currently only latest day KPI 

information from new test is used to find the cluster. It would be interesting to see if classifier 

accuracy can be improved by combining also previous day information. 

From statistics perspective A/B tests are analyzed to determine the test group difference 

significance, and the period when the test should be stopped. There exists work that is done in 

creating advanced methods for rules on A/B test early stopping. The time-series forecasting and 

cluster range information can be combined with the statistical tests to obtain guarantees about the 

time period needed to accumulate the necessary observations. Therefore, the statistical 

information could be combined with the data mining approaches to determine the necessary test 

duration and the significance. 
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