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Abstract

Cortical and subcortical microcircuits are continuously modified throughout life.
Despite ongoing changes these networks stubbornly maintain their functions, which
persist although destabilizing synaptic and nonsynaptic mechanisms should osten-
sibly propel them towards runaway excitation or quiescence. What dynamical phe-
nomena exist to act together to balance such learning with information processing?
What types of activity patterns do they underpin, and how do these patterns relate
to our perceptual experiences? What enables learning and memory operations to
occur despite such massive and constant neural reorganization?

Progress towards answering many of these questions can be pursued through large-
scale neuronal simulations. Inspiring some of the most seminal neuroscience exper-
iments, theoretical models provide insights that demystify experimental measure-
ments and even inform new experiments. In this thesis, a Hebbian learning rule
for spiking neurons inspired by statistical inference is introduced. The spike-based
version of the Bayesian Confidence Propagation Neural Network (BCPNN) learning
rule involves changes in both synaptic strengths and intrinsic neuronal currents. The
model is motivated by molecular cascades whose functional outcomes are mapped
onto biological mechanisms such as Hebbian and homeostatic plasticity, neuromod-
ulation, and intrinsic excitability. Temporally interacting memory traces enable
spike-timing dependence, a stable learning regime that remains competitive, post-
synaptic activity regulation, spike-based reinforcement learning and intrinsic graded
persistent firing levels.

In terms of large-scale networks, the model can account for a diversity of functions,
processes and timescales exhibited by the cerebral cortex and basal ganglia. Imbued
with spike-based BCPNN, a modular cortical memory network can learn meta-stable
sequential or nonsequential transitions. The trajectory of attractor states traversed
by the network is governed by externally presented stimuli and internal network
parameters. A spike-based BCPNN cortical model can perform basic perceptual
grouping operations, and a spike-based BCPNN basal ganglia model can learn to
dis-inhibit reward-seeking actions in a multiple-choice learning task with transiently
changing reward schedules. Numerical simulations are carried out on both a Cray
XC-30 supercomputer and on SpiNNaker: the digital, neuromorphic architecture
designed for simulating large-scale spiking neuronal networks using general-purpose
ARM processors. Spiking cortical networks are scaled up to 2.0 × 104 neurons and
5.1 × 107 plastic synapses. At the time of publishing, this represents the largest
plastic neural network ever simulated on neuromorphic hardware.

The thesis seeks to demonstrate how multiple interacting plasticity mechanisms can
coordinate reinforcement, auto- and hetero-associative learning within large-scale,
spiking, plastic neuronal networks. It sheds light upon many cognitive and motor
functions, including some high-level phenomena associated with Parkinson’s disease.
The thesis will argue that spiking neural networks can represent information in the
form of probability distributions, and that this biophysical realization of Bayesian
computation can help reconcile disparate experimental observations.
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Sammanfattning

Cortikala och sub-cortikala nätverk I hjärnan som förändras under hela ens liv.
De fungerar trots destabiliserande synaptiska och icke-synaptiska mekanismer som
borde driva nätverken till okontrollerad aktivitetsökning eller tystnande existerar.
Vilka dynamiska fenomen finns som möjliggör en balansering av nätverken? Hur
representerad fenomenen i form av aktivitetsmönster och hur relaterar de till våra
sinnesupplevelser? Var möjliggör att inlärning och minnesoperationer kan fungera
trots den neurala omorganisation som hela tiden pågår i hjärnan?

Ett steg mot att besvara dessa frågor kan göras genom storskalig simulering av
neurala nätverk. Matematisk modellering har gett betydande bidrag till några av
de mest innovativa experiment inom neurovetenskapen. I denna avhandling intro-
duceras en Hebbiansk inlärningsregel för neuroner med actionspotentialer framtagen
med inspiration från statistisk inferens. Den spikbaserade versionen av Bayesian
Confidence Propagation Neural Network (BCPNN) inlärningsregel involverar för-
ändringar i både av synapsstyrka samt strömstyrka inne i nervcellerna. Modellen
bygger på idén att utfallet av molekylära reaktionen i synapserna och nervcellerna
beskrivas genom biologiska mekansimer så som hebbiansk inlärning, homeostatisk
plasticitet och nervcellers aktiveringsbarhet. Tillfällig integration mellan minnesre-
laterade aktivitet möjliggör tidsberoenden mellan aktionspotentialer och en stabil
inlärningsregim som förblir funktionell med avseende på postsynaptisk aktivitets-
reglering, actionpotentialsberoendebaserad inlärning samt förändring av nervcellers
aktivitetsgrad.

Med avseende på storskaliga nätverk kan modellen förklara funktionell mångfald vil-
ket inkluderar processer och tidsskalor som kan återfinnas i cerebrala cortex (hjärn-
barken) och basala ganglierna. Ett modulärt cortikalt minnesnätverk som använder
sig har actionspotentialsbaserad BCPNN-inlärning kan lära sig metastabila sekventi-
ella och icke-sekventiella övergångar. Sekvensen av aktivitetsmönster som nätverket
genomgår styrs både av externstimuli och av modellparametrar. En cortical BCPNN
modell klarar av att genomföra enkla sinnliga grupperingsoperationer samt en mo-
dell av basal ganglierna med BCPNN kan lära sig att selektera handlingar i en
flervalsuppgift med belöningsbaserad inlärning som har ett skiftande belöningssche-
man. Simuleringarna I denna avhandling gjordes på både en Cray XC-30 superdator
samt på SpiNNaker - en digital arkitektur inspirerad av hjärnan byggd på ARM pro-
cessorer. Nätverksstorleken har skalats upp till 2.0 × 104 nervceller samt 5.1 × 107

plastiska synapser. I skrivandets stund representerar detta det största nätverk med
plastiska synapser som någonsin har simulerats på en SpiNNaker arkitektur.

Denna avhandling ämnar visa hur flera olika plasticitetsmekansimer kan intera-
gera och åstadkomma belöningsbaserad, auto- och hetero associativ inlärning och
inkluderar flera högnivåfenomen som associerats med Parkinsons sjukdom. Denna
avhandling kommer visa hur neurala nätverk med aktionspotentialer kan represen-
tera information som sannolikhetsdistributioner och hur en biofysikalisk realisering
av Bayesianska beräkningar kan sammanföra spretiga experimentella observationer.
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Dissertation
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Chapter 1

Introduction

1.1 On the (f)utility of understanding the brain

Disclaimer: at the conclusion of this thesis, and by some measures also the last five
years of my life, the mysteries of the brain remain, unfortunately, largely unsolved.
When I first stepped into my supervisor’s office all those years ago, I remember
remarking how satisfyingly recursive it would be to study the brain: the more I
would learn about it, I reasoned, the easier it would become to learn even more
because I’d begin to internalize and therefore better understand the phenomena
being carried out between my ears. In fact, exactly the opposite happened. Each
newly learned tidbit brought with it more and more questions and left me even
more puzzled and fascinated than when I began.

Why bother studying something so complex that there’s so little chance of un-
derstanding it all within a single lifetime? Part of it stems from curiosity, and
another part the desire to contribute to something bigger and more important than
myself. Advances in neuroscience offer the promise of a future encompassing longer,
more meaningful lives along with more intelligently planned and productive soci-
eties. From an altruistic point of view, there are a slew of diseases associated with
the brain including Parkinson’s, Alzheimer’s and epilepsy, which enact high emo-
tional tolls upon patients and their families. Even worse, rising life expectancies
resulting from improvements in clinical care do not benefit those who go on to
develop more mentally debilitating disorders such as dementia. When it comes to
extending human life, quantity has not given rise to quality.

While humanity may one day help cure the brain of its ailments through research,
by the same token the brain may one day help cure humanity of its own ailments.
From a technological point of view, artificial intelligence and brain-inspired au-
tomation have the potential to lift citizens out of poverty and create smarter, more
efficient societies. For example, at the time this thesis is being written, the world
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is on the precipice of self-driving cars, which could not only help optimize fuel effi-
ciency but also help drive down rates of accidental injury or death. The algorithms
underlying such applications generalize to a wide ranging set of problems and are
largely based on brain-inspired computing paradigms that have come to light due
to the last 30 years of basic research in the fields of machine learning and artificial
intelligence. Rather than making sense of patterns embedded within action po-
tentials like the brain, new technologies have leveraged brain-inspired architectures
and computational techniques to make sense of patterns contained within everyday
experiences like natural language, images and videos.

And we’ve still only scratched the surface of computerizing our neural circuitry.
It’s important to note that the most frequently applied state of the art brain-
inspired algorithms, like deep neural networks [1], incorporate only a sliver of the
brain’s fundamental structures and functions. The diagram in Figure 1.1 helps put
this into perspective.
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Figure 1.1: Spatial scales of the nervous system. Neural processes control structures
that range in size from nanometers to meters. Diagram inspired by [2].

The orders of magnitude differences in spatial scale between organization levels is
astonishing in its own right, let alone that these dynamical hierarchies operate so
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robustly day in and day out. Even more impressive is the notion that elements
within each of these organizational levels are themselves constantly changing (Fig-
ure 1.2).
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Figure 1.2: Temporal scales of the nervous system. Brain processes carry out
functions that range in runtime from picoseconds to years. Diagram inspired by [2]
as in Figure 1.1.

Many of the structures and functions in Figure 1.1 and Figure 1.2 are conserved
across species to varying degrees, and this veritable generalizability makes a com-
pelling case for further investigation towards incorporating these evolutionary adap-
tations into silicon. The overarching objective of this thesis will be to marry the
structure (Figure 1.1) and function (Figure 1.2) of specific brain areas, with the
twofold goals of having computer simulations improve our understanding of the
brain, and having our understanding of the brain improve computer simulations.

1.2 Thesis overview

To structure the proceeding thesis, I’ll first motivate the questions and hypotheses
it addresses and describe my contributions to the individual publications included
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at the end. Then, I’ll provide general background material to motivate some of
the more advanced topics covered further afar. I’ll begin with an overview of the
biological foundations of the cerebral cortex and basal ganglia, followed by model-
ing goals including how to go about understanding these complex neural structures
and how they are interdependent. I’ll cover some of the theoretical ideas these
models are based upon, and relate their dynamics to those observed in previous
experimental findings.

From there, I’ll begin to talk more specifically about the unique contributions put
forth by this work. I’ll introduce the theoretical underpinnings all of the results
are built upon, before describing the approaches taken in simulating these large-
scale models on distributed cluster and neuromorphic machines. I’ll pivot from
there into a reflection of the neurobiological correlates of the developed theoretical
model, starting from the level of individual synapses and neurons, and subsequently
working my way into more detailed biological circuits. I’ll conclude with highlighted
other studies this work has motivated, and more open-ended ideas that could be
pursued using the developed concepts.

1.3 List of publications

With a system as complex and dynamic as the brain, the best one can hope to do
is both stand on the shoulders of giants and try to provoke the next generation
into coming along and taking the scientific baton. That said, I’ve been lucky to be
able to work with inspirational collaborators who’ve helped me leave behind some
important contributions:

Poster Presentation 1: Tully, Philip. J., Henrik Lindén, Matthias H. Hen-
nig & Anders Lansner, "Probabilistic computation underlying sequence learning in
a spiking attractor memory network." BMC Neuroscience 14(Suppl 1): P236 (2013).

Manuscript 1: Tully, Philip. J., Matthias H. Hennig & Anders Lansner, "Synap-
tic and nonsynaptic plasticity approximating probabilistic inference." Frontiers in
Synaptic Neuroscience 6.8 (2014).

Manuscript 2: Knight, James C., Philip J. Tully, Bernhard A. Kaplan, An-
ders Lansner & Steve Furber, "Large-scale simulations of plastic neural networks
on neuromorphic hardware." Frontiers in Neuroanatomy 10.37 (2016).

Manuscript 3: Tully, Philip. J., Henrik Lindén, Matthias H. Hennig & Anders
Lansner, "Spike-Based Bayesian-Hebbian Learning of Temporal Sequences." PLoS
Computational Biology 12.5 (2016).

Manuscript 4: Berthet, Pierre, Mikael Lindahl, Philip J. Tully, Jeanette Hellgren-
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Kotaleski & Anders Lansner, "Functional Relevance of Different Basal Ganglia
Pathways Investigated in a Spiking Model with Reward Dependent Plasticity."
Frontiers in Neural Circuits 10.53 (2016).

1.4 Contributions to publications

Poster Presentation 1: Co-researched and co-created poster content, then co-
presented poster at conference. Forged initial ideas for basis of study, designed
model, performed simulations and analyzed results contained in poster.

Manuscript 1: Designed experiments, performed simulations, analyzed the data
and wrote the manuscript.

Manuscript 2: Designed experiments, analyzed the data and helped write and
review the manuscript.

Manuscript 3: Conceived and designed the experiments, performed the exper-
iments, contributed reagents/materials/analysis tools and wrote the manuscript.

Manuscript 4: Developed and delivered code for the plasticity model, conceived
and designed the experiments and helped write and review the manuscript.





Chapter 2

Background

2.1 Neurons

Before trying to tackle some of the grander challenges laid out in Section 1.2, a
brief groundwork will be provided from which many of the concepts introduced
later on in this work will stem. At a low level, neurons represent the fundamental
functional building block of the brain (but see [3]). Encompassing vastly different
structural and electrophysiological properties, neurons as a whole are remarkably
diverse, and its safe to say that no two neurons are exactly the same. Perhaps this
is best illustrated by the artwork of Santiago Ramón y Cajal, whose detailed but
immaculately detailed illustrations of neurons continue to help students put the
intricacy of neural circuits into perspective to this day [4].

However, there are elements shared in common between many different neuron
types, including their ability to generate electrical pulses known as action poten-
tials (i.e. spikes) and their ability to communicate across proportionally larger
spatial distances using synapses. Mechanically, each spike produced by a presynap-
tic neuron is sent to other postsynaptic neurons through projections called axons.
Axons terminate at the synapse where the output signal is transmitted and received
as input by dendrites of the postsynaptic neuron.

These morphological characteristics of each neuron help determine its unique phys-
iological characteristics. On the cell membrane of each neuron, there exist ion
channels that open and close, allowing ions to travel into or out of the cell. The
opening and closing dynamics of ion channels like sodium (Na+), potassium (K+),
calcium (Ca2+), or chloride (Cl-), and in turn the flow of ions across the cell, are
determined in part by voltage changes and in part by internal and external neu-
ral signaling. These ion channels help maintain a difference in electrical potential
between the inside and outside of the neuron, where the typical membrane voltage
Vm = -70 mV at rest. When current flows into the neuron, Vm increases and the

9



10 CHAPTER 2. BACKGROUND

cell becomes depolarized, and when current flows out of the neuron, Vm decreases
and the cell becomes hyperpolarized.

When a neuron is depolarized to the certain point, or voltage threshold (Vt), the
neuron fires an action potential or spike, which lasts around ∆T = 1 ms and leads
to a refractory period of tref = 2 ms during which another spike cannot be gener-
ated again. Spikes are 100 mV deflections that can be propagated to other neurons
that receive synaptic connections from the spiking neuron. As ion channels can be
modulated, neurons have several well-described dynamical phenomena that make
them more amenable to either depolarization or hyperpolarization depending on
certain conditions.

2.1.1 Spike-Frequency Adaptation
The first of these is spike-frequency adaptation, which means that a neuron’s spiking
behavior depends on the state of its recently emitted spikes, or lack thereof. Spike-
frequency adaptation reduces the firing frequency of spikes during a constantly
applied stimulus. Biophysically, the KCa ion channels and voltage-gated calcium
channels activate during multiple consecutive depolarizing events allowing the ac-
cumulation of intracellular calcium. When the intracellular calcium concentration
is too high, these currents cause an after-hyperpolarizing potential and spiking is
temporarily terminated while calcium decays with a timescale of around 150 ms
[5]. Thus each subsequently generated spike or burst of spikes is slightly more de-
layed in time. There are several other known mechanisms that could contribute
to spike-frequency adaptation, and each of these has a wide range of time courses
associated with their ultimate functional effects [6].

2.1.2 Intrinsic Plasticity and Excitability
A second neuron-specific dynamical phenomenon is long-term potentiation of in-
trinsic excitability (LTP-IE) [7], which occurs when stimulated neurons have an
increased likelihood of generating spikes. Seemingly opposing spike-frequency adap-
tation and involving separate ion channels, Ca2+-sensitive, activity-dependent K+

currents can decrease the spike threshold by enhancing neurotransmitter release
and broadening the spike. This mechanism has been conjectured to serve as a
memory substrate via locally stored information in the form of a neuron’s activity
history.

2.2 Synapses

Synapses can be either excitatory or inhibitory, depending on the makeup of their
neurotransmitters and whether they tend to depolarize or hyperpolarize the post-
synaptic neuron. By convention, a neuron is an excitatory neuron if it projects
excitatory synapses, and inhibitory if it projects inhibitory synapses. The most
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abundant excitatory neurotransmitter is glutamate, which activates α-amino-3-
hydroxy-5-methyl-4-isoxazolepropionic acid (AMPA) and N -methyl-D-aspartate re-
ceptor (NMDA) receptors on the postsynaptic cell. These two receptors have sig-
nificant structural differences, but functionally, they are differentiated according
to the time course of activation (2.1). The inhibitory neurotransmitter is gamma-
Aminobutyric (GABA), which activates GABA receptors on the postsynaptic cell.
These receptors have a similar time course as AMPA receptors.
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Figure 2.1: AMPA and NMDA receptor kinetics. Model synapses connecting neu-
ron i and neuron j have different time courses of activation when postsynaptic
conductances gsynij is elicited through AMPA (red) or NMDA (blue) receptors. The
inset provides a zoomed view of the area contained within the dotted gray lines,
figure adopted from Figure 2B of [8].

The basic mechanism of synaptic transmission involves a presynaptic spike that
depolarizes the synaptic terminal, which leads to an influx of calcium through
presynaptic calcium channels and subsequent release of neurotransmitter vesicles
into the synaptic cleft. When the neurotransmitter transiently binds to postsynap-
tic channels, it opens them and allows ionic current to flow across the membrane.
Models of synaptic transmission typically assume an instantaneous rise of synaptic
conductance due to an arriving spike. But sometimes for simplicity, models assume
synapses to be sources of current and not a conductance (see Section 2.4.1).

2.2.1 Long-Term Potentiation and Long-Term Depression
Like neurons, synapses can also be modulated as a result of dynamical phenom-
ena. One of the most well-researched mechanisms is long-term potentiation (LTP),
which is a long-lasting strengthening of the synapse due to pre- and/or postsynaptic
neural activity [9]. Correspondingly, long-term depression (LTD) is a long-lasting
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weakening of the synapse. These mechanisms are believed to subserve learning and
memory, since they biophysically sculpt and are sculpted by previous experience in
the form of neural activity. Both AMPA and NMDA synapses can be potentiated,
with delayed potentiation of NMDA currents requiring previous AMPA potentia-
tion [10].

Though many complex molecular chains of events are known to be involved in
LTP, it is generally caused by repeated synaptic stimulation, which leads to glu-
tamate binding and opening of NMDA receptor voltage gated channels followed
by calcium influx and a corresponding increase of intracellular Ca2+ levels . The
change in synaptic efficacy typically lasts on the order of minutes to hours, and
structural changes like spine growth or decay can mean that these changes can
persist for years afterwards. The timescales are similar for LTD, but this oppos-
ing effect is caused by decreases in postsynaptic receptor density and presynaptic
neurotransmitter release.

2.2.2 Hebbian Learning
Donald Hebb’s conceptual theory of cell assemblies is one of the oldest and most in-
fluential ideas in neuroscience to this day [11]. He hypothesized about the formation
and storage of memories originating from synapses connecting co-active neurons,
phrased elegantly in his own words:

When an axon of cell A is near enough to excite a cell B and repeatedly
or persistently takes part in firing it, some growth process or metabolic
change takes place in one or both cells such that A’s efficiency, as one
of the cells firing B, is increased.

With this simple formulation, Hebb helped set off an arms race among theoreticians
and experimentalists alike, who sought to verify and build upon his elegant ideas.
In fact, Hebb’s theories preceded even the earliest experiments discovering LTP
and LTD (see Section 2.2.1). According to this theory, memories are learned and
stored as increased synaptic strengths, and the set of neurons or cell assemblies
that are activated form the basis of an internal mental representation for externally
presented stimuli. Hebbian learning theory emphasized the role of cell assemblies
as fundamental functional cortical units, as opposed to e.g. individual neurons. In
practical terms, a basketball would invoke one cell assembly, while a football would
invoke a different one. In mathematical terms, a synapse would change its strength
as

∆wi = ηxiy (2.1)

This equation states that the change in synaptic weight wi from presynaptic neuron
i is equal to a learning rate η multiplied by the input from neuron i, xi, multiplied
by y the postsynaptic neural response. Though it is a very simple formulation of
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Hebbian learning, Equation 2.1 clearly demonstrates an inherent instability present
in these type of learning rules in general. In a network with Hebbian synapses, the
strongest signal present in that network will be infinitely amplified by runaway
growth of recurrent excitatory synaptic strengths over time, and the remaining
signals will eventually be silenced.

2.2.3 Spike Timing-Dependent Plasticity
A more nuanced view of Hebbian learning was later developed, when a ground-
breaking set of experiments determined that the precise timing of presynaptic and
postsynaptic spikes can have different effects on the magnitude and direction of
change in synaptic strength [12]. Suggesting a temporal coding scheme on the
order of milliseconds, this functional outcome was found after stimulating pre-
and postsynaptic neurons repeatedly at slightly different intervals, unveiling that
a presynaptic spike repeatedly occurring prior to a postsynaptic spike caused LTP
whereas a postsynaptic spike occurring prior to a presynaptic spike caused LTD
(Figure 2.2).

The finding of temporal contrast between LTP and LTD has not been without con-
troversy though. Firstly, the shape of LTP and LTD is not ubiquitous, in fact it can
have different outcomes when carried out in other animals, brain regions, synapse
types or using slightly different experimental protocols [13]. Secondly, the fidelity
of STDP has been questioned on the grounds that the artificial postsynaptic spike
typically elicited in experiments is not realistic enough to draw conclusions about
its importance in vivo [14]. Finally, asymmetrical STDP as a generic biological
learning rule suffers from some of the same theoretical pitfalls as LTP in terms of
being susceptible to runaway excitation [15].

2.2.4 Short-Term Plasticity
Another form of synaptic plasticity that is differentiated from classical LTP and
LTD is short-term plasticity. Also highly abundant and activity-dependent, facili-
tation and depression can modulate of synaptic efficacy on more rapid timescales.
Depression is the progressive reduction of postsynaptic responses during repetitive
presynaptic activity, whereas facilitation is an increase in postsynaptic response dur-
ing repetitive presynaptic activity [16]. Depression, an activity dampening mecha-
nism, is caused by depletion of neurotransmitters consumed during a presynaptic
spike. Facilitation, an activity quenching mechanism, is caused by an influx of
calcium into the axon terminal a presynaptic spike, which increases the release
probability of neurotransmitters [17]. The timescales of these changes can vary just
like LTP and LTD, they fall in a decidedly more rapid timescale classification of
hundreds of milliseconds to seconds. Mechanisms like short-term synaptic facilita-
tion are non-associative (non-Hebbian), and don’t account for the encoding of novel
associations observed in working memory tasks. Another fast-expressing form of
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Figure 2.2: Visualizing synaptic plasticity window outcomes. Absolute change in
peak synaptic amplitude after 100 pre- and postsynaptic events at 1 Hz, where
spike latency > 0 denotes a pre before post pairing. In this diagram, STDP is
demonstrated by the solid black line, which notably has a pronounced asymmetry
around ∆t = 0. The dotted line illustrates what the left side of the plasticity
curve would look like in the case where purely associative LTP was at work. In this
case, the change in synaptic strength occurs irrespectively of the timing relationship
between pre- and postsynaptic spike.

associative short-term potentiation based on Hebbian learning has been shown to
address these shortcomings [18].

2.2.5 Homeostatic Synaptic Plasticity

At the other end of the temporal spectrum lies homeostatic synaptic plasticity,
which seems to contradict the common notions of LTP and LTD since they act
in opposition to these modulatory forces: chronic increases in the global levels
of cellular activity weaken synaptic weights, and decreases strengthen them. A
particular mechanism of homeostatic plasticity is known as synaptic scaling, and
the key differentiator is that LTD and LTP take place over the course of seconds
to hours, while synaptic scaling takes place over the course of hours to days [19].
The mechanism also involves glutamate and AMPA receptors. It regulates that
quantity of AMPA receptors on the postsynaptic neuron, allowing global negative
feedback control over the neurons spike firing rate through its own efferent synapses.
Synaptic scaling can help solve the problem of runaway excitation by providing a
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stabilizing mechanism to normalize the otherwise overwhelming forces of LTP and
LTD [15].

2.2.6 Synaptic Tagging
Protein synthesis occurs within a neuron whereas LTP is dependent on external in-
put. A long-standing puzzle of memory formation due to LTP involved how synaptic
specificity could arise in the absence of elaborate intracellular protein trafficking.
Independent of protein synthesis, creation of a decaying ’synaptic tag’ for each
pre-post activated synapse for delivery of a specific marker that can be targeted for
future plasticity-associated protein trafficking was hypothesized to provide an inter-
mediary step in the transition from short-lasting LTP to long-lasting LTP [20].The
time course of activation for this synaptic tag is on the order of hours, and its
presence indicates that LTP depends in part upon prior activity of the neuron in
addition to coincident pre- and postsynaptic activity (see Subsection 2.2.1).

2.2.7 Neuromodulated Plasticity
Rather than focusing on single neurons or synapses, yet another form of plasticity
called neuromodulation provides more globally applied change to specific physical
areas wherein lie many neurons and synapses. Typically involving G-protein cou-
pled receptors that act on slower timescales compared to the ion channels involved
in LTP and LTD, neurotransmittors act through volume transmission meaning that
they cause effects in large and more dispersed brain areas.

2.2.8 Interacting Synaptic and Nonsynaptic plasticity
With all these cooks in the kitchen, its no wonder some of the issues outlined in
Section 1.1 remain unsolved. Because these moving parts occur all at different
timescales, it can be difficult to try to understand the ultimate affect they have in
terms of circuit functioning. Indeed, there is some overlap when it comes to the
underlying molecular processes that govern these observed dynamics. For example,
LTP/LTD and LTP-IE can be co-expressed due to their shared intracellular post-
synaptic Ca2+ signaling cascades [21]. Indeed, LTP-IE is thought to share many
common induction and expression pathways with LTP/LTD [22], and experimental
protocols used to study synaptic plasticity have often been shown to incidentally
give rise to LTP-IE [9]. As in LTP/LTD, LTP-IE is rapidly induced and long-lasting
[7].

Why so many cooks? An ad-hoc approach might involve simply storing every-
thing, but the nervous system is constrained by capacity and speed. Linear mem-
ory growth would lead to much higher post-storage access times. Storing things at
different but overlapping timescales is useful from a computational point of view
in order to avoid the deletion of important information through forgetting [23, 24].



16 CHAPTER 2. BACKGROUND

The fact too that some of these mechanisms are governed by similar molecular phe-
nomena indicates that these processes have built-in redundancy that renders them
robust to fast or unexpected changes in the external environment.

2.3 Anatomical architecture of the mammalian brain

Occupying a volume of 1400 cm3, the human brain consumes about 20 W power
while computationally outperforming the racks upon racks of processors comprising
modern supercomputers [25]. It is an interconnected web of structures with different
and overlapping functional specializations. Once environmental input is received by
sensory structures like the retina, epithelium and taste buds, a complex set of events
is initiated whereby signals are rapidly communicated through different pathways
to areas of the brain responsible for higher level processing. Structures like the
hippocampus, which has been associated with the consolidation of long-term mem-
ories, the amygdala, which has been associated with emotional motivators like fear
and food, and the cerebellum, which has been associated with procedural memory
learning of fine motor skills, all partially form the neuroanatomy of memory. In
addition to these anatomical structures, and of particular importance to the work
presented throughout this thesis, are the cortical and subcortical nuclei.

2.3.1 Cerebral cortex
As one of the most recent evolutionary additions and most defining physical land-
marks of the mammalian brain, the cerebral cortex is thought to confer advanced
computational functions including memory, language, abstraction, planning and
perception. Early experiments by Hubel and Wiesel provided evidence of a func-
tional neocortical organization [26]. They discovered that neurons in cat visual
cortex were most strongly activated by visual stimuli consisting of bars presented
at specific orientations, leading them to postulate that functional columns, or lo-
cal groups of highly connected and coactive neurons with similar receptive fields
[27, 28], were the underlying unit responsible for their observed phenomena. Mini-
columns were hierarchically grouped together into larger entities called hyper-
columns, which discretely and completely accounted for the set of possible ori-
entation values that the stimuli could represent. Stronger anatomical evidence
subsequently followed these observations [29].

This anatomical organization forms the basis behind many of the concepts elabo-
rated upon throughout the remainder of this work (see Figure 2.3). Biologically,
stimulus response specificity to incoming stimuli like bars at different orientations
could be mediated by basket cell inhibition between hypercolumns, a generic motif
commonly referred to as winner-take-all (WTA) that is thought to be fundamental
to cortical network organization [30]. The functional ramifications of this stereo-
typical organization, while not without controversy, are further explored in future
sections.
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Figure 2.3: Anatomical schematic of a cortical microcircuit. WTA hypercolumns
(shaded gray areas) consist of excitatory neurons (red circles) belonging to mini-
columns (red ovals) that innervate (red arrows) local populations (blue ovals) of
basket cells (blue circles), which provide inhibitory feedback (blue arrows). Semi-
circular arrowheads indicate the postsynaptic target. Figure adopted from Figure
1A of [8].

2.3.2 Basal ganglia and a Systems View of Cortical and
Subcortical Memory

The Basal ganglia is a more ancient brain structure than the cortex, it is ubiquitous
and similarly organized among vertebrate species and consists of well-defined sub-
structures believed to have been evolutionarily conserved for over 560 million years
[31]. It is hypothesized to be involved in action selection, helping to determine the
decision of which of several possible behaviors to execute at any given moment,
and to assume the role of a centralized selection device that resolves conflicts over
access to limited motor and cognitive resources [32].

The Basal ganglia receives connections from different areas of the cortex, amyg-
dala, thalamus, and dopaminergic nuclei, interacting with the cortex and thalamus
through several loops that travel through sensorimotor, associative and limbic brain
regions (Figure 2.4) [33, 34]. Functionally, the basal ganglia has a dual pathway
architecture: two different pools of inhibitory medium spiny neurons (MSN) ex-
pressing either dopamine D1 receptors in the direct pathway or D2 receptors in the
indirect pathway. It is comprised of many different complex substructures, includ-
ing the striatum, pallidum, substantia nigra (SNr) and subthalamic nucleus. The
striatum consists of MSNs that receive topographical connections from the cortex.
Specific cortical cells tend to activate a corresponding subgroup of striatal cells. In
Figure 2.4, a cortical state layer provides inputs to the striatum, which in turn rep-
resents the set of possible actions that can be taken. For example, the population
AD1 corresponds to the population of MSNs in the D1 pathway coding for action A.
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Figure 2.4: Anatomical schematic of the basal ganglia and its relationship to the
cortex. Figure adopted from Figure 1 of [35].

The striatum is further subdivided into striosomes and matrisomes. Matrisomes
consist of D1 and D2 MSNs that project to a large structure within the pallidum
called the internal lateral segment of the globus pallidus (GPi) and the SNr. These
projections can either be inhibitory, corresponding to the direct pathway, or exci-
tatory, corresponding to the indirect pathway. The GPi and SNr are the output
nuclei of the Basal ganglia, projecting to the thalamus and brainstem motor com-
mand centra [36]. The high resting activity of these nuclei keeps the target motor
structures under tonic inhibition. An efference copy informs the striatum about
the ultimately selected action based on the activity in GPi/SNr.

This web of interconnected microcircuits provides both functional dis-inhibition
in the D1 pathway, and functional dis-inhibition of excitatory neurons in thalamus
and brain stem in the D2 pathway [37, 31]. An action is performed upon removal of
inhibition from the output nuclei, i.e., when the motor command centra are disin-
hibited. The inhibition from the BG output nuclei can be decreased via the direct
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pathway, and enhanced via the indirect pathway. The MSNs associated with the
direct pathway send connections mainly to SNr and GPi, while those associated
with the indirect pathway project to the external part of the globus pallidus (GPe)
[37, 31]. GPe in turn provides an additional inhibitory stage before projecting to
SNr and GPi either directly or via the glutamatergic STN.

There is an additional dopaminergic reward prediction feedback pathway involv-
ing striosomes that project to dopaminergic neurons. The level of dopamine codes
modulates plasticity in the system, which occurs at cortico-striatal synapses and at
synapses from striosomes targeting dopaminergic neurons. Dopamine is involved
in the control of the different pathways [38], in the modulation of plasticity and
learning [39], and in coding the reward prediction error (RPE) [40, 41, 42, 43].

2.4 Modeling Learning, Memory and Neural Dynamics

Much previous theoretical work has focused on developing a generic set of differen-
tial equations that captures the most common dynamical properties exhibited by
different types of neurons and synapses. Proposed models tend to account for some
degree of the underlying biophysical dynamics (see Section 2.1), but level of detail
ranges all the way from multi-compartmental models represented by thousands of
coupled differential equations, to single-compartmental point models more applica-
ble towards studying network behavior arising from many interconnected units. As
an example, voltage-dependent K+ and Na+ conductances that contribute to action
potential generation can be accounted for by models with great level of detail, but
not explicitly including these mechanisms greatly lowers the computational cost of
simulating an action potential, speeding up the simulation time to the benefit of
the modeler.

2.4.1 Model Neuron and Synapse Types
One of the most basic types of model neurons is the integrate-and-fire (IAF) neuron
[44], which relates the membrane current to the conductance and the membrane
potential:

Cm
dVm
dt

= −gL(Vm − EL) + Iext (2.2)

In Eq 2.2, Cm stands for the membrane capacitance, gL the leak conductance, Iext
the level of external input current, and EL the reversal potential. Following a spike,
Vm is reset to a value Vr where Vr < Vth. It is called leaky because of the assump-
tion that membrane potential dynamics are modeled as a single passive leakage
term. The difference between Vm and EL is a driving force that determines current
when multiplied by gL, and the neuron acts like a simple electrical circuit with a
resistor and a capacitor.
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Such leaky IAF neuron models can reasonably approximate the dynamics of some
cells and are useful for studying large-scale phenomena. But oftentimes the sim-
plifications it introduces don’t adequately account for the complexities of experi-
mentally observed dynamics. For example, other terms can be incorporated such
that EL and gL vary with time. Many alternatives have been proposed to simply
account for the realities of biology (Figure 2.5), and one of them is the adaptive
exponential IAF model (AdEx) [45] that describes the temporal evolution of Vm as
well as an adaptation current Iw as:

Cm
dVm
dt

= −gL(Vm − EL) + gL∆T e
Vm−VT

∆T − Iw(t) + Iext

τIw

dIw
dt

= −Iw
(2.3)

AdEx theoretically describes spike emission at the time when Vm diverges towards
infinity, but in practice, when Vth is approached, Vm is reset to Vr like in Eq 2.2.
Except here, Vt is not a strict threshold per se, but rather the center of an ex-
ponential nonlinearity modeling each action potential upswing with spike upstroke
slope factor ∆T . Concurrently with the spike-induced voltage reset, an adaptation
current Iw increases according to Iw = Iw + b where b is a constant additive cur-
rent, and Iw then decays with time constant τIw

. The incorporation of a dynamic
adaptation current term not only enriches the dynamics of individual neurons but
also networks comprising them as interconnected elements.

Figure 2.5: Comparison of the realistic and computational properties of spiking
neuron models. Adopted from Figure 2 of [46].

Synapse models can incorporate different levels of sophistication as well. Current-
based models are more simplistic than those described thusfar, as they don’t in-
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corporate any dependency on Vm as in Eq 2.2. And in the network context,
conductance-based models incorporate other presynaptic sources i that can extend
the singular view presented in Eqs 2.2 and 2.3:

Itotj (t) =
∑
syn

∑
i

gsynij (t)(Vmj
−Esynij ) = IAMPAj

(t)+INMDAj
(t)+IGABAj

(t) (2.4)

Eq 2.4 describes the total current for postsynaptic neuron j aggregated from dif-
ferent subtypes of excitatory and inhibitory presynaptic inputs (see Section 2.2).

2.4.2 Autoassociative Memories and Attractors in Dynamical
Systems

Hebb’s ideas saw a resurgence in popularity in part due to important theoretical
work later performed by the physicist John Hopfield, who expanded upon Hebbian
learning by applying the collective stochastic dynamics of magnetic spin systems
to the dynamics of recurrently connected neural networks [47]. In this way, the
persistent firing of cell assemblies in Hopfield networks are akin to attractors in
dynamical systems: a set of points in the phase space toward which the system tends
to evolve. A trajectory that gets close enough to the attractor values will remain
close even if they are perturbed. Attractors in this sense represent memories, several
distinct memories can exist within a single network and the network connectivity
as a whole represents the attractor landscape.

2.4.3 Gestalt phenomena and perceptual grouping

Attractor networks display many of the original functions proposed by Hebb in-
cluding persistent activity, pattern completion and rivalry and figure-background
segmentation. For example, these properties confer the ability to stimulate a subset
of cells belonging to an attractor, in other words partially activate the pattern, the
remaining cells belonging to that pattern become activated resulting in a successful
associative memory retrieval [48]. Such behavior is reminiscent of figure-background
segmentation, which refers to the human perceptual tendency to see a figure in front
of a background. Likewise, due to lateral inhibition between neurons of a pattern,
stimulating a subset of cells belonging to one attractor with more vigor than a
subset of cells belonging to a different attractor can lead to the higher stimulated
one to win out, similar to the phenomena of perpetual rivalry that underlies how
humans resolve ambiguous stimuli. These are holistic descriptions of human per-
ception rooted in Gestalt psychology, which stresses that whole being separate from
the sum of its parts is important for how the brain creates meaning from the world
(Figure 2.6).
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Figure 2.6: Gestalt phenomena illustrated by the Necker cube (left) and Rubin
vase (right). In both examples, like dynamical attractors, only one of the two
interpretations of stimuli are perceived at a time. In the Necker cube, the frontward-
facing square of the cube is multistable, and in the Rubin vase, its either a vase or
two human face profiles.

2.4.4 Resolving the Problems of Abstract Attractor Memory
Networks

But there are several aspects of the classical attractor memory network paradigm
described thus far that make it difficult to reconcile with neurobiological reality
[49]:

• all-to-all symmetric connectivity

• violating Dale’s Law: each neuron should only release one type of neurotrans-
mitter at all of its synapses [50].

• activity levels of cell assemblies are significantly higher than experimentally
observed

• a ceiling exists for the number of storable patterns, after which the network
suffers from catastrophic forgetting where all memories are lost when the
system becomes overloaded.

• mechanisms for escaping from attractor states are absent

However, all of these issues can be addressed by taking a deeper look at some
of the more recent experimental observations concerning cortical anatomy, and
additionally using more realistic spike-based models of constituent neurons and
synapses. The above bullet point are addressed below, respectively:
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• replace the single pyramidal cell with a local population of interconnected
pyramidal cells called minicolumns, sparsifying and making asymmetric con-
nections at the neuron-to-neuron level [51]

• polysynaptic subcircuit including long distance inhibitory targeting [48]

• modularity and lateral inhibition by basket cells [5]

• palimpsest memory [23]

• spike-frequency adaptation and synaptic depression

Another prominent feature of Hebb’s original hypotheses was the presence of phase
sequences and association chains: cell assemblies that would sequentially activate
in response to stimuli in close temporal proximity. One of the major contributions
of the proceeding work will be to describe how this, like the previously described
grievances, can be resolved by delving deeper into the level of neurobiological detail.

2.4.5 Biophysical cortical memory networks
Phase sequences too can be accounted for in spiking cortical attractor memory
network models. Generation of sequential states as an outcome of temporally
asymmetric connections between neurons belonging to different attractor states
was proposed early on [52, 53]. Sequential attractor activity at any one point in
time thus depends on the delegation of neurons belonging to minicolumns active in
the previous time step, which is consistent with the idea of combinatorial coding
[54, 55]. This redundant neural coding scheme should not necessarily be viewed
in terms of anatomical columns, but rather functional columns consisting of sub-
groups of neurons with similar receptive fields that are highly connected [27, 56]
and coactive [57, 28].

Such distributed systems generally exhibit improved signal-to-noise, error resilience,
generalizability and a structure suitable for Bayesian calculations [58, 59]. Like their
uniformly interconnected counterparts, they exhibit high variability in their spike
train statistics [60, 61], and moreover, these topologies are advantageous for infor-
mation processing and stimulus sensitivity due to their capacity to exhibit a rich
repertoire of behaviorally relevant activity states [62, 63].

Similar stereotypical architectures have been used as building blocks for unified
mathematical frameworks of the neocortex [64, 65, 66]. When such anatomical or-
ganization is absent [67] or undetected, analogous clustering of functionally distinct
but anatomically intermixed subnetworks are nonetheless believed to support the
sequential propagation of activity [27, 68, 69, 70].

The interplay of excitation and inhibition has posed problems for biologically recon-
ciling coexisting propagation and stabilization in recurrent neuronal networks [71].
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Activity can be transmitted synchronously without disrupting network function un-
der feed-forward dominated conditions [54], and as demonstrated here, stable prop-
agation can be carried out by recurrent networks with high variability that make
use of clustered excitatory connectivity [60, 61]. Another approach includes models
of non-normal amplification though, in which functionally feed-forward pathways
can develop in the absence of mutually exciting neurons with similar activity [72].

2.4.6 Temporal sequences
Several physiological studies of temporal perception have provided insights into
how the cortex tells time. Neural ensembles can encode perceived elapsed time by
discriminating stimulus duration using reference cues in the range of hundreds of
milliseconds in intraparietal [73], frontal [74] and supplementary motor areas [75],
pointing towards a coordinated involvement of many regions as part of a funda-
mental cortical timing circuit. But the sequential structure of replay dynamics can
reflect the temporal interval used during training [76], hinting more broadly at an
inherent computation of time passage by evolving patterns of activity.

Aided by recent advancements in multi-unit recording technologies and quantitative
methods for extracting information from large neural populations, experimentalists
and theoreticians are increasingly able to investigate the extent to which spiking
activity is sequentially organized in behaving animals. Temporal sequences are
thought to engage circuit-level phenomena since their concatenated durations are
longer than individual cellular or synaptic time courses, but the intricacies of this
structure-function relationship have yet to be fully explored. Though initially be-
lieved to result from specialized devices like an internal clock, the emergence of
temporal sequences is alternatively explained by generic and non-dedicated, yet
still elusive, neural mechanisms [77, 78].

Furthermore, negative deflections in the local field potential propagate in a salta-
tory manner [79], and large-scale spatiotemporal patterns distributed over wide
swaths of cortex are believed to play a role in cross-modal sensory associations [80].

Despite initial skepticism regarding their statistical significance [81], the sponta-
neous presence of precisely repeating feedforward structures at fine temporal scales
have been reported [82, 83]. The concept has since been refined to accommodate
hierarchical [84] and polychronous [85, 86] motifs. But such temporal structure can
be observed in coarser resolutions, too [87]. The massively recurrent and long-range
nature of cortical connectivity, taken together with the emergence of temporal se-
quences at fine scales and distributed over spatial areas, suggests the presence of
generic circuit mechanisms. In our model, we focused on a specific but widespread
type of neural dynamics comprising transient neuronal coalitions that experience
concomitant shifts in their firing rates and manifest as stereotypical trajectories
taken through the state space of neocortical networks [88].
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In prefrontal (parietal) cortex, different sequential activity trajectories are tra-
versed in different trials according to whether rats (mice) turn left or right on
their journey through a figure-eight (virtual) T-maze during a working memory
task involving odor-place matching (navigation-based decision making) [89, 68].
Other task-critical spatial information can be dynamically encoded during object-
construction, like whether the visual absence of a square is located on the left or
right side of a reference object [90]. In this case, the left or right side was repre-
sented in monkey parietal cortex as brief sequential activations of successive neural
groups corresponding to distinct network states.

Even prior to the onset of performed motor programs, successive prefrontal activ-
ity state transitions can recall the ordered segment positions of geometrical shapes
that monkeys are trained to draw on a screen [91]. In this study, task errors indi-
cated premature representation of the subsequent segment position. In other words,
monkeys correctly predicted the segment to draw after next, but were wrong by
task definition since they were getting ahead of themselves. Consistent with this
notion, firing rate changes in pre-supplementary motor area neurons can hold in-
formation about the second-next movement in a series of movements, reflecting a
build-up of preparatory activity on the population level [92]. Similar dynamics also
arise in premotor cortex when monkeys plan intended arm-movements regardless
of whether the motor plan is successfully carried out or canceled [93].

Multiple single-unit data from cingulate cortex of rats performing a decision-making
task identified sequential ensemble organization only within successful trials [94].
Similarly acquired data analyzed using Hidden Markov Models revealed sequences
of firing rate states in taste specific cells from gustatory cortex [95] and in monkey
frontal cortex following visual cue presentation [96, 97]. Overall, the prevalence of
attractor-like sequence-based circuit dynamics during sequential and non-sequential
behaviors and behavioral outcomes hints that common computational strategies
may be at play.

2.5 Role of computational neuroscience

Organisms have evolved unique and sophisticated solutions for coping with threat-
ening external environments. Accompanying the advent of modern technology is
our burgeoning understanding of these complex biological phenomena, and in turn,
our ability to take technological inspiration from them to simplify human engineer-
ing problems. After all, what would the state of aircraft wing design be without our
current understanding of bird flight physics? Imitating nature is no less important
in the age of information technology, in which modern society searches for efficient
ways to tackle still unresolved, large-scale problems.
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The brain is the cheapest and fastest learner, predictor, memorizer, and recognizer
of patterns. It does so despite physical space constraints (i.e. skull size), offering
an immense power and capability that is unmatched by alternative computing ar-
chitectures. The field of neuroscience has greatly benefitted from recent advances
in recording hardware, heralding unprecedented access to neural data at high res-
olution and fidelity. As these technological developments march forward together
with our collective knowledge regarding the computational structure of information
processing in the brain, it becomes crucial to apply these insights to other practical
problems facing society. By mimicking the synaptic connectivity and signal prop-
agation characteristics of neurons, artificial neural networks (ANNs) represent an
important step in this direction.

2.5.1 Top-down versus bottom-up modeling approaches

Is the whole greater than the sum of its parts? Starting from scratch by simulating
the physics and chemistry of what is known regarding the physical brain, a bottom-
up modeling approach involves combining the simplest measurable elements in the
hopes of capturing function as a result of emergent phenomena resulting from these
combinations and their interactions. It aims to answer whether details of the neural
anatomy can incrementally reveal more and more information that may not be as
obvious when individual elements are considered alone. A big proponent of this
approach are the scientists involved in the Blue Brain [98] and Human Brain [99]
Projects, which aim to build comprehensive models of a cortical column and the
entire human brain, respectively. As it stands today, these projects require inor-
dinate amounts of computing power in order to simulate such large systems using
very detailed biological elements, and they are often run on the IBM Blue Gene or
CRAY supercomputers [98].

On the other end of the spectrum lies the top-down modeling approach, which
takes a more wholistic view of brain function by aiming to fill in previously un-
known details of the biological substrate by uniting as much known information as
possible into theoretical frameworks. This approach often makes assumptions and
abstractions regarding specific details, but can often be useful in terms of guid-
ing model development by compensating for empirical data that remains missing,
emphasizing certain included elements over others and providing more constraints.
From a high level, the approach aims to understand computing and information
processing of the brain.

In practice, however, its never so cut and dry. Modelers typically adopt a conve-
nient mixture of both approaches depending on the issue in question. For example,
the work in this thesis largely adapts a top-down approach, but at the same time
tries to incorporate as many relevant detailed biological processes as possible.
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2.5.2 Large-scale modeling with high-performance computing

Another issue to consider when pursuing the appropriate modeling approach is the
relative size of the model needed to prove or disprove the hypothesis in question.
Typically, modelers will subsample the biological network being studied in order
to 1) more easily understand the effects of different parameters being changed in
relation to outputs being generated, and 2) make each simulation run faster in or-
der to test more and increasingly diverse sets of parameters per trial. However, in
subsampling connection strengths and/or densities must be artificially exaggerated
in order to compensate for the small fraction of the real neurons, and therefore
presynaptic input sources, being simulated [25, 49]. These hacky assumptions can
degrade the quality of the model by distorting network dynamics, leading to unrea-
sonable predictions and biologically irreproducible conditions. Many weak signals
propagate within the biologically realistic networks, producing a rich repertoire of
dynamics. Contrastingly introducing unnaturally few and strong signals can lead
to artificial network synchronization, altering the dynamical regime of individual
cells and distorting the relationship between individual underlying mechanisms and
globally observed network phenomena.

Despite their numerous state variables and intensive computational demands, full
networks with a one-to-one correspondence between biological and model neurons
should be employed to most naturally and realistically imitate real neural sub-
strates. This is the ideal to strive towards, as large-scale models undoubtedly
enable the study of more elaborate network architectures that better match the
complexity of the real brain. Studying more realistic models will help demystify
the huge amount of experimental data gathered from large-scale recording tech-
niques, and simultaneously help us understand how these measurements relate to
biological processes and information-processing functions. It would help reconcile
experimental results at the behavioral, psychophysical and psychological levels, and
further expand the addressable experimental data by newer models.

But how far along are we on this journey? Computational power continues to
grow according to Moore’s law, which asserts the number of transistors per square
inch on computer circuits approximately doubles each year. Except these days, the
hardware harnesses multi-core architectures to keep up with Moore’s law, meaning
that software is increasingly designed in a multi-threaded fashion to exploit this
parallelism. Extrapolating from Moore’s law, we can then assume that the super-
computers available about 10 years from now will probably be capable of simulating
a full-scale human brain model in real-time. In 2008, supercomputer simulations of
extremely large neuronal network models were already being performed, like a 22-
million neuron 11-billion synapse mouse cortex model run on an IBM BlueGene/L
cluster supercomputer with 8192 parallel processors [25]. More recently, the K
computer was used to simulate a 1.86-billion neuron 11.1-trillion synapse generic
balanced random network model [100]. But much progress is et to be made in terms



28 CHAPTER 2. BACKGROUND

of power consumption and runtime of these simulations, which pale in comparison
to the real-time 20 W-powered human brain. Studies such as these and others will
continue to help enable a detailed understanding of diseases, perception, cognition
and behavior in terms of dynamical processes occurring at the cellular, synaptic
and molecular levels.

2.5.3 Neuromorphic Hardware

Still, the simulation of a complete human brain will require a supercomputer at
least a thousand times more powerful than the state of the art. Additionally, despite
Moore’s Law there are worrying signs that traditional CMOS supercomputer chips
are beginning to reach their physical capacities. Even if this is not the case though,
it’s clear that supercomputers will not be the ultimate solution for simulating a
realistic and full-scale human brain: the underlying architectures are completely
different, brittle supercomputers aren’t fault tolerant and the power consumption
and physical size of modern supercomputers cannot even begin to compete with the
extremely energy efficient neural computing structures of the brain. In addition to
being more power efficient than their general purpose architecture counterparts,
neuromorphic systems are better suited for embedded controllers of autonomous
units like robots.

What’s needed is hardware that’s more brain-like and naturally scalable to mas-
sively interconnected neural networks. Indeed, neuromorphic systems are beginning
to challenge the status quo in artificial neural network simulation. By providing
hardware level realizations of molecular processes like those reproducing neural-
and synaptic dynamics, neuromorphic hardware cut out the von-Nuemann bot-
tleneck. Brain-like hardware can be implemented by analog, digital, mixed-mode
analog/digital very large scale integration (VLSI) and software systems. The analog
nature of transistors provide a relative, graded value representation that contrasts
with absolute value of digital signals such that the underlying silicon is much better
utilized. A single digital operation can be carried out by thousands of transistors
and energy is spent charging up wires rather than the 0-1 gate itself, meaning there
is a 1000000x disparity in power efficiency between digital computation and single
transistor operation [101]. Emulation within hardware, involving measuring the
circuit output voltage directly representing the result of an equation, turns out to
be much cheaper than simulating the entire sequence of operations required to ex-
ecute the equation digitally. It can even be sped up to perform operations faster
than biological real time, capitalizing on the short physical electronic circuit dis-
tances [102]. In hybrid implementations, software can be utilized to perform tasks
like digital communication, where spikes are broadcast across longer physical chip
distances [102, 103]. Other more conventional implementations leverage general-
purpose ARM processors to simulate digital currents, permitting programmatic
simulation of a wide variety of neuron and synapse models [104].
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2.6 Bayesian brain hypothesis

Bayesian inference provides an intuitive framework for how the nervous system
could internalize uncertainty about the external environment by optimally com-
bining prior knowledge with information accumulated during exposure to sensory
evidence. In an uncertain world, the Bayesian brain would generate internal percep-
tual representations of the statistics of its surroundings, allowing it to recursively
make inferences to guide actions and make decisions. Bayesian approaches are
advantageous because they assume that each local computational stage represents
all possible parameter values and their associated probabilities, allowing the sys-
tem to efficiently integrate information over space and time, from different sensory
modalities and cues and to propagate uncertain information between stages without
committing too early to certain conclusions [105]. It is attractive in its simplicity
and power: it is evidence-based just like the scientific method in general.

2.6.1 Perceptual inference: evidence from psychophysics
Bayesian inference is a viable neurobiological encoding strategy that reasonably cap-
tures numerous psychophysical data, including human motor behavior. In a finger
reaching task, subjects were found to internally represent both the statistical distri-
bution of the task and their sensory uncertainty during sensorimotor learning, com-
bining these probabilistic quantities through a performance-optimizing Bayesian
estimation process [106]. In a similar finger reaching task during which subjects
had to perform rapid pointing movements at unseen targets, it was found that they
employed near-optimal Bayesian strategies by combining stimulus uncertainty and
prior information of the distribution of possible target locations [107].

2.6.2 Representing probabilities within the neural substrate
Theoreticians have proposed that the notion of probabilistic computation should
not be restricted to interpretations on the systems level, but rather that probabilis-
tic computation, if plausible, should occur on the timescale of a single inter-spike
interval (ISI) in order to match the temporal scale of perception and sensorimotor
integration [108]. This intuition propelled others to devise biophysical substrates
for the neural implementation of Bayes rule, but it remains an open theoretical
issue at which level of detail within the neural substrate probabilistic computation
should be embedded [105].

From single neurons [108], neural population responses [109], specifically within
the parietal [110] and prefrontal [111] cortices, activation levels in the visual corti-
cal hierarchy [112], LTP [113], and short-term synaptic plasticity [114], realizations
of disparate phenomena occurring within the cortical circuitry have been hypothe-
sized to represent viable coding schemes for such Bayesian principles. More complex
modeling approaches combine multiple synergistic empirically grounded phenom-
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ena for learning and inference. Coupled synaptic plasticity and synaptic scaling
[115] along with coupled STDP and homeostatic intrinsic excitability [116] have
been proposed in the context of the expectation maximization algorithm, whereas
a model with coupled synaptic and intrinsic plasticity has been implemented using
Gibbs sampling [117].

But inductive frameworks notoriously tend to impose restrictions about when learn-
ing should occur (if at all) and account for a fraction of the diversity in physiological
processes whose given anatomical granularity is otherwise arbitrary. The focus of
the remaining sections will be on deriving and demonstrating a model based on
probabilistic computation that encompasses many of the aforementioned biological
dynamical phenomena that can operate on the scale of the brain.



Chapter 3

Materials and Methods

3.1 Bayesian Confidence Propagation Neural Network

Consider a paradigm in which learning and recall are probabilistically grounded,
associative memory mechanisms. According to BCPNN [118, 119], computational
units representing stochastic events have an associated activation state reflected by
a real value between 0 and 1. This corresponds to the probability of that event,
given observed events, which are represented by other active units. In spike-based
BCPNN, units are viewed as local populations of 30 spiking neurons [120], i.e., mini-
columns, that have similar receptive fields and are highly connected and coactive
[29, 27, 28]. Corresponding levels of activation for these minicolumns are repre-
sented by their average spike rate normalized from between 0 and 1 activations to
between 0 Hz and 20 Hz.

Starting from Bayes’ rule for relating the conditional probabilities of two random
variables, observed firing rates collected from n presynaptic minicolumns x1...n, i.e.,
the evidence P (x1...n), can better inform the firing probabilities of neurons in the
postsynaptic minicolumn yj , i.e., the prior P (yj):

P (yj |x1...n) = P (yj)
P (x1...n|yj)
P (x1...n) (3.1)

By assuming conditional independence between x1...n, Bayes’ rule can be extended
by:

P (yj |x1...n) = P (yj)
P (x1|yj)
P (x1)

P (x2|yj)
P (x2) ...

P (xn|yj)
P (xn) (3.2)

The described learning approach from Equation 3.2 is tantamount to a naïve
Bayes classifier that attempts to estimate the posterior probability distribution
P (yj |x1...n) over a class (e.g., yj = "animal") realized by its observed attributes
(e.g., xh = "shape," "color," or "size"). The assumption of independent marginals

31
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above is insignificant considering that the denominator of Equation 3.2 is identi-
cal for each yj . Thus, relative probabilistic ordering of classes remains intact, and
probabilities can be recovered by normalizing P (yj |x1...n) to sum to 1. If we define
each attribute xh as a discrete coded or as an interval coded continuous variable
(e.g., xhi = "blue," "yellow," or "pink" for xh = "color"), a modular network topology
follows:

P (yj |x1...n) = P (yj)
H∏
h=1

nh∑
i=1

P (xhi|yj)
P (xhi)

πxhi
(3.3)

in which nh minicolumns are distributed into each of H hypercolumns (Figure
3.1A). Here, πxhi

represents relative activity or uncertainty of the attribute value
xhi, and πxhi

= 1 indicates that attribute value xhi was observed with maximal cer-
tainty. Equation 3.3 may instead be equivalently expressed as a sum of logarithms
by:

logP (yj |x1...n) = logP (yj) +
H∑
h=1

log

[ nh∑
i=1

P (xhi|yj)
P (xhi)

πxhi

]
(3.4)

Figure 3.1: Reconciling neuronal and probabilistic spaces using the spike-based
BCPNN architecture for a postsynaptic minicolumn with activity yj . A A cartoon
of the derived network incorporates NHC = 5 hypercolumns each containing NMC

= 4 minicolumns that laterally inhibit each other (red lines) to perform a WTA
operation via local inhibitory interneurons (red circles). The dotted gray area
is represented by B in detail. B Weighted input rates x1...N are summed and
passed through a transfer function to determine the amount of output activation.
Connections wxiyj can be viewed as synaptic strengths (black lines, semicircles) or
inverted directed acyclic graph edges representing the underlying generative model
of a naïve Bayes classifier. Adopted from Figure 2 of [121].

Equation 3.4 states that contributions via connections from minicolumns in the
same hypercolumn need to be summed before taking the logarithm, then summed
again. Such an operation might be performed dendritically. More generally, the
sum inside the logarithm can be approximated by one term through the elimination
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of index h, since there are significantly more hypercolumns than incoming synapses
per neuron in mammalian neocortical networks. Considering the asymptotically
large size and sparse connectivity of these networks, it is statistically unlikely that
a specific hypercolumn would receive more than one incoming connection from any
other hypercolumn.

Each hypercolumn is regarded as having normalized activity
nh∑
i=1

πxhi
= 1, and

such canonical connectivity schemes along with the WTA operations they imply
are prevalent throughout neocortex [30]. Hence in analogy to neural transduction,

a support value
N∑
i=1

πxiwxiyj can be calculated by iterating over the set of possible

conditioning attribute values N = Hnh for yj with weight wxiyj
and bias βj update

equations (Figure 3.1B):

βj = logP (yj)

wxiyj = P (xi|yj)
P (xi)

= log
P (xi, yj)
P (xiP (yj)

(3.5)

Activity statistics are gathered during learning and their relative importance is
evaluated and expressed as weights and biases. After Bayesian updating, probabil-
ities are recovered by normalizing P (yj |x1...n) to sum to 1 over each yj by using an
exponential transfer function since sj = logP (yj |x1...n):

logP (yj |x1...n) = esj∑nh

i=1 e
si

(3.6)

The variables w and β are henceforth referred to as models of the incoming synaptic
strength and excitability of a neuron. In the case where multiple synaptic boutons
from a pre- to postsynaptic target neuron exist, they are represented as a single
synapse.

3.2 The spike-based BCPNN learning rule and Cortical
microcircuit model

Using the previously described synaptic and neural spike-based BCPNN learning
models, this section summarizes a computational model of a cortical microcircuit
[8] inspired by previous work [5] that was topographically structured according to
the columnar organization of neocortex [26, 29]. The network consisted of 2700
pyramidal cells and 270 basket cells divided into nine hypercolumns (NHC = 9),
each consisting of 300 pyramidal cells and 30 basket cells. Pyramidal cells had
spike-frequency adaptation according to the AdEx model [45].

The pyramidal cells in each hypercolumn were further divided into ten minicolumns
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(NMC = 10), each consisting of 30 pyramidal cells [120]. The pyramidal cells in
each minicolumn laterally projected to and received feedback from the 30 local
inhibitory basket cells within their own hypercolumn to form competitive WTA
subnetworks [30]. These connections were static and consisted of both excita-
tory AMPA-mediated pyramidal-to-basket and inhibitory GABAergic basket-to-
pyramidal connections with connection probabilities set to 0.7. In addition to
the static local (i.e., within-hypercolumn) feedback connections, there were plas-
tic BCPNN synapses (see below), which randomly formed AMPA- and NMDA-
mediated connections among all pyramidal cells across the network with distant-
dependent axonal delays and a connection probability of 0.25 (Figure 3.2A).

Figure 3.2: A A more detailed illustration of Figure 2.3. Here, the WTA hyper-
columns (shaded gray areas) consisted of excitatory neurons (red circles) belonging
to minicolumns (red ovals) that innervate (red arrows) local populations (blue ovals)
of basket cells (blue circles), which provide inhibitory feedback (blue arrows). Non-
specific BCPNN synapses (black arrow) are recurrently connected amongst all exci-
tatory neurons (black dotted box), with learned weights (scale) determined by pre-
and postsynaptic spike activity. Semicircular arrowheads indicate the postsynaptic
target. B Schematic of a polysynaptic subcircuit that elicited a net excitatory effect
on the postsynaptic neuron when the BCPNN weight was positive (+ pathway),
while a negative BCPNN weight can be thought of as being converted to inhibition
via excitation of a local inhibitory interneuron (- pathway). Adopted from Figure
1 of [8].

The logarithmic transformation from Equation 3.5 was motivated by the Bayesian
underpinnings of the learning rule, but this caveat meant that multiplexed both
positive and negative signals. Learning of excitatory or inhibitory weights was
interpreted in the context of a monosynaptic excitatory connection with conduc-
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tance set by the positive component of alongside a disynaptic inhibitory connection
[122, 123, 124] set by the negative component (Figure 3.2B). In practice, when the
sign of the BCPNN weight turned negative, an inhibitory reversal potential was
used instead of an excitatory one.

Spike-based BCPNN is based on memory traces implemented as exponentially
weighted moving averages (EWMAs) [125] of spikes, which were used to estimate
Pi, Pj and Pij as defined above. Temporal smoothing corresponds to integration
of neural activity by molecular processes and enables manipulation of these traces;
it is a technique commonly implemented in synapse [126] and neuron [127] models.
EWMAs can ensure newly presented evidence is prioritized over previously learned
patterns because as old memories decay, they are gradually replaced by more recent
ones.

The dynamics governing the differential equations of the learning rule with two
input spike trains, Si from presynaptic neuron i and Sj from postsynaptic neuron
j, are illustrated in Figure 3.3A. A three-stage EWMA procedure (Figures 3.3B-D)
was adopted, the time constants of which were chosen to have a phenomenologi-
cal mapping to key plasticity-relevant changes within signal transduction pathways
that occur during learning.

The Zi and Zj traces had the fastest dynamics (Figure 3.3B), and were defined as

τzi

dZi
dt

= Si
fmax∆T

− Zi + ε

τzj

dZj
dt

= Sj
fmax∆T

− Zj + ε

(3.7)

which filtered pre- and postsynaptic activity with time constants τzi
, τzj

≈ 5-100
ms to match rapid Ca2+ influx via NMDA receptors or voltage-gated Ca2+ channels
[128, 9]. These events initiate synaptic plasticity and can determine the time scale
of the coincidence detection window for LTP induction [129].

We assumed that each neuron could maximally fire at fmax Hz and minimally at
ε Hz, which represented absolute certainty and doubt about the evidential context
of the input. Relative uncertainty was represented by firing levels between these
bounds. Since every spike event had duration ∆T ms, normalizing each spike by
fmax∆T meant that it contributed an appropriate proportion of overall probability
in a given unit of time by making the underlying Z trace ≈ 1. This established
a linear transformation between probability space ∈ {ε, 1} and neuronal spike rate
∈ {ε, fmax}. Placing upper and lower bounds on firing rates was reasonable given
physiologically relevant firing rates of cortical pyramidal neurons [82].

The Z traces were passed on to the E or eligibility traces [130], which evolved
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Figure 3.3: Schematic flow of BCPNN update equations reformulated as spike-
based plasticity. A The Si pre- (A-D, red) and Sj postsynaptic (A-D, blue) neuron
spike trains are presented as arbitrary example input patterns. Each subsequent
row (B-D) corresponds to a single stage in the EWMA estimate of the terms used
in the incremental Bayesian weight update. B Z traces low pass filter input spike
trains with τzi

= τzj
. C E traces compute a low pass filtered representation of the

Z traces at time scale τe. Co-activity now enters in a mutual trace (C,D, black).
D E traces feed into P traces that have the slowest plasticity and longest memory,
which is established by τp. Adopted from Figure 1 of [121].

according to (Figure 3.3C):

τe
dEi
dt

= Zi − Ei

τe
dEj
dt

= Zj − Ej

τe
dEij
dt

= Zij − Eij

(3.8)

At this stage of the EWMAs, a separate equation was introduced to track coincident
activity from the Z traces. Eligibility traces have been used extensively to simu-
late delayed reward paradigms in previous models [131, 132], and are viewed as a
potential neural mechanism underlying reinforcement learning [133]. They enabled
simultaneous pre-post spiking to trigger a buildup of activity in the E traces, which
could then be eligible for externally driven neuromodulatory intervention. The time
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constant τe ≈ 100-1000 ms was assumed to represent one of the downstream cellu-
lar processes that could interact with increased intracellular Ca2+ concentrations,
such as CaMKII activation [134]. Creation of a decaying tag for each pre-post
activated synapse for delivery of a specific marker that can be targeted for future
plasticity-associated protein trafficking [20] has also been hypothesized to provide
an intermediary step in the transition from early to late phase LTP.

E traces were subsequently passed on to the P traces (Figure 3.3D). Gene ex-
pression, protein synthesis and protein capture are cellular processes that mediate
LTP maintenance and long-term memory formation [135, 20]. They tend to be
activated in late phase LTP by elevated levels of Ca2+ dependent protein kinases,
akin to activation in the P trace dynamics originating from sustained activation in
the E traces:

τp
dPi
dt

= κ(Ei − Pi)

τp
dPj
dt

= κ(Ej − Pj)

τp
dPij
dt

= κ(Eij − Pij)

(3.9)

Since these processes tend to exhibit highly variable timescales lasting anywhere
from several seconds up to potentially days or months [136], we simply imposed
τzi

, τzj
< τe < τp, but typically used τp ≈ 10 s for the sake of conciseness in sim-

ulations. Directly regulating the learning rate, parameter κ ∈ {0,∞} represented
the action of an endogenous neuromodulator, e.g., dopamine [41], that signaled the
relevance of recent synaptic events. The P trace is considered a versatile process
tied closely to the nature of the task at hand by a globally applied κ [41]. Recently
stored correlations were propagated when κ 6= 0 and no weight changes take place
when κ = 0. Although we show through simulations how delayed reward could
be implemented with E traces, they are not required for inference, and having τe
approach 0 would not undermine any of the results presented here.

Probabilities were ultimately fed into the final learning rule update equations
(Equation 3.10) used to compute βj and wij :

βj = log(Pj)

wij = log
Pij
PiPj

(3.10)

The bias current βj enters the equation describing the neuron model, for example
in an AdEx neuron (see Eq 2.3) it would enter according to:

Cm
dVm
dt

= −gL(Vm − EL) + gL∆T e
Vm−Vt

∆T − Iw(t)− Itot(t) + Iβj
+ Iext (3.11)

Here, the term Iβj appears as an additive hyperpolarizing current. The weight wij
is the synaptic weight once it’s normalized by a constant term wgain to reflect the
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current- or conductance-based nature of its residing synapse.

3.3 Simulation tools and strategies

3.3.1 NEST
To confer upon simulations context and predictive power, the conditions and results
of electrophysiological experiments can be achieved in silico using computer pro-
gram libraries like the Neural Simulation Tool (NEST) [137]. The workflow of these
programs is straightforward: after setting parameters for the network like connec-
tivity, cellular and synaptic properties and simulation length, output variables like
spikes and/or voltages can be written to files for conducting postanalyses. NEST
was chosen for all of the work presented here because it is optimized for large net-
works of spiking neurons, as it can represent spikes on continuous timescales and
execute supralinearly on parallel computers without sacrificing mathematical ac-
curacy [138]. NEST has a convenient Python interface (i.e. PyNEST) and many
built-in, open-source neuron and synapse models to enable fast testing of hypothe-
ses. However, NEST was extended to include models defined by Equations 3.7-3.11
above for the purposes of this work.

3.3.2 PyNN
PyNN was created to be a simulator-independent Python interface that supports
NEST among other simulation programs [139]. Because the existence of different
simulation programs made it difficult to reproduce the work of others working on
creating models within computational neuroscience and in turn simulation results
had to be verified across different implementations, PyNN was introduced as a
way to abstract away the details of particular software setups in favor of more
translatable model development.

3.3.3 SpiNNaker
SpiNNaker is a digital neuromorphic architecture designed for the simulation of
spiking neural networks using PyNN. Although systems built on SpiNNaker chips
are available in sizes ranging from single boards to room-size machines [104]. SpiN-
Naker chips are connected to their six immediate neighbors using a chip-level in-
terconnection network with a hexagonal mesh topology. They each contain 18
ARM cores connected to each other through a network-on-chip, and connected to
an external network through a multicast router. Each ARM core has two small
tightly-coupled memories: 32 KiB for instructions and 64 KiB for data. They share
128 MiB of off-chip SDRAM with the other cores on the same chip.

The SpiNNaker neural simulation kernel maps neural networks in a memory-efficient
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manner while still obtaining supra-linear speed-up as the number of processors in-
creases [140, 141]. Each processing core can simulate between 100 and 1000 neu-
rons and their afferent synapses (Figure 3.4). When a spike occurs, the core sends
a packet containing a 32 bit ID to the SpiNNaker router. Spike packets are then
routed to the cores that are responsible for simulating these synapses. Biological
neurons have in the order of 103 - 104 afferent synapses, so updating all of these
every time step would be extremely computationally intensive. But taking advan-
tage of the low spiking rates of biological networks, spikes can only cause synaptic
updates as long as a new state can be calculated from the previous state, the time
since the last spike and the time-driven simulation of the postsynaptic neuron. Us-
ing this event-driven approach is advantageous because of the exploding number
of synapses need to be stored in the off-chip SDRAM, which has insufficient band-
width for every synapse’s state to be retrieved every simulation time step [143].
Instead, a core retrieves the row of the connectivity matrix associated with the
firing neuron from SDRAM upon receipt of a spike packet. Each of these rows
describes the parameters associated with the synapses connecting the firing neuron
to those simulated on the core. Once a row is retrieved the weights are inserted
into an input ring-buffer, where they remain until any synaptic delay has elapsed
and they are applied to the neuronal input current.

In addition to enabling large-scale simulations with static synapses, this event-
driven approach can be extended to handle other models of plastic synapses. How-
ever, simulating plastic synapses has additional overheads in terms of memory and
CPU load. Several different approaches have been previously developed that aim
to minimize memory usage [144], reduce CPU load [145] or offload the processing
of plastic synapses to dedicated cores [146]. An algorithm for distributed spiking
neural network simulation including synaptic plasticity in an event-driven manner
was developed using a simplified model of synaptic delay to reduce CPU and mem-
ory usage [147]. Results will demonstrate how SpiNNaker and its limited resources
can overcome such issues.
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Figure 3.4: Mapping of a spiking neural network to SpiNNaker. A network consist-
ing of 12 neurons is distributed between two SpiNNaker cores. Each core is respon-
sible for simulating six neurons (filled circles) and holds a list of afferent synapses
(non-filled circles) associated with each neuron in the network. The SpiNNaker
router routes spikes from firing neurons (filled circles) to the cores responsible for
simulating the neurons to which they make efferent synaptic connections. Adopted
from Figure 1 of [142].



Chapter 4

Results and Discussion

4.1 Paper 1: Emergent dynamics and neurobiological
correlates

In spike-based BCPNN, output firing rates represent the posterior probability of
observing a presented pattern. Although it is calculated by exponentiating the
support activity (Equation 3.6), exponential input-output curves are rarely mea-
sured in experiments despite the apparent computational benefits of non-linear
input transformation at the level of single neurons [148]. To account for these
biological constraints, an alternative scenario is considered in which a neuron is
stimulated by excitatory Poisson background input such that the mean voltage of
its membrane potential is subthreshold (Figure 4.1A) and it fires up to intermediate
levels. This background-driven regime enables spike production due to fluctuations
in subthreshold membrane voltage, and is thought to approximate in vivo condi-
tions during which cortical neurons are bombarded by ongoing synaptic background
activity [149].

Linearly increasing the level of presynaptic drive in the presence of background
activity caused an expansive non-linearity in the IAF input-output curve within a
physiologically relevant <1 up to 20 Hz range of firing, which has been reported
previously for conductance-based IAF neurons [150] and cortical neurons [151]. The
time-averaged firing rate was well-approximated by an exponential function (Figure
4.1B). Information deemed relevant in the form of increased activity by a subset
of presynaptic sources can cause the postsynaptic neuron to ascend its activation
function.

The neural input-output relationship is controlled by the abundance, kinetics, and
biochemical properties of ion channels present in the postsynaptic cell membrane.
This is represented in spike-based BCPNN by the variable βj , which is a func-
tion of the prior probability of postsynaptic activity Pj (Equation 3.10, see Figure

41
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Figure 4.1: A The bias term shows logarithmically increasing firing rate values of
the neuron for which it is computed. B When hyperpolarizing current proportional
to βj is applied, neurons that have previously been highly active will be more easily
excitable (e.g., yellow curve) compared to neurons that have had little recent history
of firing (e.g., blue curve). Error bars depict the standard deviation gathered from
50 repeated experiments. Adopted from Figure 8 of [121].

4.1A), and quantifies a general level of excitability and spiking for the postsynaptic
neuron. Because βj → log Pj for minimal and βj → log(1) = 0 for maximal post-
synaptic firing rates, βj essentially lowered the probability for neurons that were
seldom active previously to be driven passed threshold in the future. With regards
to the statistical inference process, this excitability represents an a priori estimate
of postsynaptic activation. The intuition is if an event is experienced for the first
time, it will still be highly unexpected. To account for these effects neurally, βj
was treated as a hyperpolarizing current, Iβj

, that was continuously injected into
the IAF neuron according to Equation 3.11.

The outcome of this type of dynamic modification is illustrated in Figure 4.1B. The
input-output curve shifted depending on βj , and the same synaptic input caused
differing output levels. Similarly, LTP-IE provides a priming mechanism that can
sensitively tune membrane properties of a neuron in response to altered levels of
incoming synaptic input [7]. The A-type K+ channel gates the outward flow of cur-
rent in an activity-dependent manner prescribed by a logarithmic transformation
of Pj [152, 22, 153]. The decay of a Ca2+-activated non-specific cationic (CAN)
current mediated by activation of transient receptor potential (TRP) channels [154]
is another candidate that is thought to play a role in these graded changes [155].
Mirroring the cascading trace levels that collectively compute βj , multiple time
scales of TRP current decay rate have been identified including a fast decay of 10
ms [156], a medium decay of 200-300 ms [157] and a slow decay of 2-3 s [158].

Intrinsic excitability has been conjectured to serve as a memory substrate via lo-
cally stored information in the form of a neuron’s activity history. Despite the lack
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of temporal specificity that exists for synapses, intrinsic effects provide an alterna-
tive computational device that is presumably beneficial for learning and memory.
We therefore asked how βj could account for functional aspects associated with the
modulation of intrinsic excitability.

Specifically, we sought to model the rapid changes in intrinsic excitability found
in slice preparations of layer V neurons from entorhinal cortex in rat [159]. In
this study, initially silent neurons were repeatedly depolarized leading to a graded
increases in their persistent firing levels. It was also shown that persistent activity
states were deactivated by applying hyperpolarizing steps until quiescence. Figure
4.2A summarizes this stimulus protocol, which was applied to an Iβj

-modulated
IAF neuron in the presence of background excitation. Duration and magnitude of
the transient events were parameterized according to Egorov et al. (2002), using
depolarizing steps of 0.3 nA for 4 s each and hyperpolarizing steps of 0.4 nA for 6
s each. The resulting activity of the neuron is illustrated by Figure 4.2B. Stable
periods of elevated and suppressed firing rates were associated with increases and
decreases in Iβj

, respectively. To achieve quantitatively similar graded persistent
firing levels as was shown in Egorov et al. a τp of 60 s was used, similar to induction
time courses observed for LTP-IE in neurons from visual cortex [7] and cerebellar
deep nuclear neurons [160]. The sustained levels of activation were noisier than the
in vitro preparation of Egorov et al., presumably due to the presence of excitatory
synaptic background activity in the model.

Importantly, the increased rate of firing caused by each depolarizing stimulus ap-
plication period led to a continuum of levels up to fmax Hz, rather than discretely
coded activity levels [155]. The number of levels was arbitrary and depended on
both the magnitude and duration of the pulse, displaying peak frequencies (<20
Hz) similar to those that were assumed for fmax. To test this, ten depolarizing
2 s current steps were induced, producing a continuum of levels that was approx-
imately linear with a regression coefficient of 1.33 (Figure 4.2B inset, red dotted
line). Discharges were sustained by changes in the Pj trace (Figure 4.2C). Each
depolarizing step led to the generation of spikes which transiently increased Pj
and made βj less negative. Conversely, each hyperpolarizing step tended to silence
output activity, decreasing βj and making it more difficult for the neuron to reach
threshold. A bidirectional effect of βj was apparent here, as excitability decreased
when the neuron was depotentiated [22].

The spiking setup allowed us to consider more detailed temporal aspects of plastic-
ity beyond simple rate-modulated Poisson processes. First, we investigated how the
temporal relationship between pre- and postsynaptic activity influenced expression
of plasticity in our model. To evaluate the STDP properties of spike-based BCPNN,
a canonical experimental protocol was simulated [129, 12] by inducing pre- (ti) and
postsynaptic (tj) spiking in IAF neurons shortly before or after one another 60
times at 1 Hz frequency without background activity (Figure 4.3A).
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Figure 4.2: Persistent graded activity of entorhinal cortical neurons due to βj . A
Stimulation protocol. Repetitive depolarizing followed by hyperpolarizing current
injections (switch occurs at black arrow) of the IAF neuron including βj . B Peris-
timulus time histogram (2 s bin width) of the elicited discharge. Red bars indicate
the time averaged activity of each 1 min post-stimulus interval. Time averaged ac-
tivity of 1 min post-stimulus intervals using 0.3 nA depolarizing steps each lasting
2 s (stars, red-dotted line: linear fit). C Underlying Pj trace evolution during the
simulation. Adopted from Figure 9 of [121].

The strength of the weight changes were bidirectional and weight-dependent (Fig-
ure 4.3B), generally exhibiting LTP for tight values of ∆t = ti − tj and LTD for
wider values of ∆t (Figure 4.3C). The shape of the learning window was dependent
upon the parameters τzi , τzj , and τp, defining the duration of the different memory
traces in the model (see Equation 3.7). Manipulation of the Z trace time constants
changed the width of the STDP window, and therefore τzi

and τzj
effectively reg-

ulated sensitivity to spike coincidence. Having τzi
6= τzj

generated an asymmetric
weight structure that allowed for prioritization of pre-post timing (+∆t) over post-
pre timing (-∆t, Figure 4.3D) and vice versa (Figure 4.3E). The LTD area shrank
for a constant STDP window width when τp was increased because it induced a
longer decay time for the P traces (Figure 4.3F), emphasizing a slowness in learn-
ing. Temporally symmetrical Hebbian learning was due to an increase of Pij as a
result of the amount of overlap between Pi and Pj . A similar form of LTP based on
pre- and postsynaptic spike train overlap has been shown for synapses in slices [161].

Long-term stability can be problematic for correlative learning rules (e.g., Fig-
ure 4.3C), since bounded Hebbian synapses destabilize plastic networks by maxi-
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Figure 4.3: STDP function curves are shaped by the Z trace time constants. A
Schematic representation of the STDP conditioning protocol. Each pre (blue)-post
(green) pairing is repeated for each time difference ∆t = ti− tj illustrated in (C-E).
B Weight dependence for positive (∆t = 0 ms, solid line) and negative (∆t = 50
ms, dashed line) spike timings. Compare to Figure 5 of Bi and Poo (1998). C
Relative change in peak synaptic amplitude using τzi

= 5 ms, τzj
= 5 ms, τe = 100

ms, and τp = 10000 ms. This curve is reproduced in (D-F) using dotted lines as
a reference. D The width of the LTP window is determined by the magnitude of
the Z trace time constants. When τzj is changed to 2 ms, the coincident learning
window shifts right. E Instead when τzi is changed to 2 ms, it shifts left. Note that
a decrease in τzi

is thus qualitatively consistent with the canonical STDP kernel.
F Changing the P trace time constant influences the amount of LTD. When τp
is doubled to 20000 ms, the learned correlations tend to decay at a slower rate.
Adopted from Figure 5 of [121].

mally potentiating or depressing synapses. Additional mechanisms such as weight-
dependent weight changes [15] or fine tuning of window parameters [162, 163] have
been shown to be able to keep weights in check. In contrast, owing to its plastic-
ity dynamics during on-line probability estimation, spike-based BCPNN naturally
demonstrated weight dependence (Figure 4.3B) along with a stable unimodal equi-
librium weight distribution when exposed to prolonged uncorrelated stimulation.
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We conducted equilibrium experiments (Figure 4.4) using spike-based BCPNN
synapses in which each of their mean stationary weight distributions were shifted
upwards by the lowest possible allowed weight. This subtrahend was calculated from
Equation 3.10, log(ε2/0.52) = log(4ε2), or the log minimum Pij = ε2 (no co-activity)
divided by maximum PiPj = 0.52 (both pre- and post-neurons are active half of
the time) trace values. Although this normalization would not occur biologically,
it was necessary for displaying true equilibrium weight values because the average
weight distribution ≈ 0 after τp ms due to P trace decay, and zero-valued average
weights would have mitigated any postsynaptic response in the absence of back-
ground input. To demonstrate stability, a postsynaptic neuron is shown steadily
firing at an average of 7 Hz when innervated by 1000 presynaptic input neurons
each producing 5 Hz Poisson spike trains due to background activity (Figure 4.4A).
Given this setup (Figure 4.4B), the evolution of the renormalized synaptic weights
during this period settled around 0 (Figure 4.4C).

Figure 4.4: The BCPNN learning rule exhibits a stable equilibrium weight distri-
bution. A Progression of averaged rates of firing (3 s bins) for the presynaptic
(blue) and postsynaptic (black) neurons in the network. B Setup involves 1000
Poisson-firing presynaptic neurons that drive one postsynaptic cell. C The BCPNN
synaptic strengths recorded every 100 ms (blue, dotted white line is their instan-
taneous mean) has an initial transient but then remains steady throughout the
entire simulation despite deviation amongst individual weights within the equilib-
rium distribution. D BCPNN weight histogram plotted for the final time epoch is
unimodal and approximately normally distributed (blue line, µ0 = 0.0 and σ0 =
0.38). Adopted from Figure 6 of [121].

This behavior can be understood by investigating the P traces. Initially, both Pi
and Pj increased as presynaptic input elicited postsynaptic spiking, growing the
value of the denominator from Equation 3.10. In the numerator, the mutual trace
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Pij built up as well, and there was an eventual convergence in the P traces to
PiPj =

√
Pij after an elapsed time τp. Because both neurons fired together, the

learning rule initially enhanced their connection strength, creating an initial tran-
sient output rate excursion. But as input persisted such that pre- and postsynaptic
neurons continued firing at constant rates, correlations were eventually lost due to
P trace decay. Statistically speaking, the signals emitted by the two neurons were
indistinguishable over long timescales. The steady state of the weights ended up
approximately Gaussian distributed around the quotient log(1) ≈ 0 (Figure 4.4D),
independent of the approximate rates for the pre- and postsynaptic neurons. This
stability was robust to the choice of time constants, given relatively constant pre-
and postsynaptic firing rates.

Figure 4.5: Delayed reward learning using E traces. A A pair of neurons fire
randomly and elicit changes in the pre- (red) and postsynaptic (blue) Z traces
of a BCPNN synapse connecting them. Sometimes by chance (pre before post*,
synchronous+, post before pre#), the neurons fire coincidentally and the degree
of overlap of their Z traces (inset, light blue), regardless of their order of firing,
is propagated to the mutual eligibility trace Eij . B A reward (pink rectangular
function, not to scale) is delivered as external supervision. Resulting E traces are
indicated (gray line, τe = 100 ms and black line, τe = 1000 ms). C Behavior of
color corresponding Pij traces and weights (inset) depends on whether or not the
reward reached the synapses in ample time. Adopted from Figure 3 of [121].

A learning scheme involving delayed rewards is depicted with a pair of connected
neurons (Figure 4.5A). In this example, a reward was delivered 1-2 s after coincident
activity [164] for 500 ms [165] to reinforce deserving stimuli. If τe was too small or
positive reward κ arrived after the E trace had decayed to baseline (Figure 4.5B),
no signal was propagated to the P traces. As a result, the corresponding Pij trace
and weight remained unchanged. However, if the E trace was sufficiently large such
that there was an overlap with κ, the strength of the synapse grew and associative
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learning transpired (Figure 4.5C). Although only one connection is depicted in this
example, κ would be modulated in the same way for all synapses in the network
context, typical of dopaminergic neuron release characteristics [164].
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4.2 Paper 2: Bayesian-Hebbian learning in an attractor
network

We then proceeded to use the spike-based BCPNN learning rule in a simulated
attractor network to generate sequential activations. The network was initially
trained using 10 orthogonal component patterns. Each pattern consisted of one
active minicolumn per hypercolumn without overlap (Figure 4.6), presented for
tstim = 100 ms using an inter-pulse interval (IPI) of 2 seconds (Figure 4.7A) during
which κ was clamped to 0 (Figure 4.7B).

Figure 4.6: Learning spontaneously wandering attractor states. Alternate network
schematic with hypercolumns (large black circles), along with their member mini-
columns (smaller colored circles) and local basket cell populations (centered gray
circles). Minicolumns with the same color across different hypercolumns belong
to the same pattern; these color indicators are used in the following subfigures.
Adopted from Figure 3 of [8].

Over the course of training, plastic changes transpired for intrinsic currents
(Figure 4.8A) and weights in both AMPA (Figure 4.8B) and NMDA (Figure 4.8C)
synapses. Neurons sharing patterns developed positive connections among them-
selves, but those belonging to different patterns developed strong negative ones.
Minicolumn neurons belonging to the same hypercolumn had similar average con-
nection strength profiles, so Figures 4.8B and 4.8C would look the same for a single
minicolumn within a hypercolumn as they do here for neurons belonging to a single
pattern across all hypercolumns.

During memory recall, the network spontaneously recalled stored temporal se-
quences in the form of temporally coactive patterns (Figure 4.9A). Sorting the
rastergram by pattern revealed clear 500 ms periods of attractor state activity
(Figure 4.9B). Network dynamics wandered from attractor to attractor, alternat-
ing in a seemingly random fashion, while neurons outside the currently active at-
tractor were silenced due to lateral inhibition (Figure 4.9C). A non-coding ground
state spontaneously emerged where individual active states were transiently inter-
rupted by lower rate (∼2 Hz) volatile periods in which neurons competed via WTA,
thwarting any obvious selection of a winner. Attractor demise was precipitated
by a combination of inhibition from the network together with neural and synap-



50 CHAPTER 4. RESULTS AND DISCUSSION

Figure 4.7: Applying temporally interleaved stimuli to a spiking network. A Raster-
gram (10x downsampled, henceforth) and superimposed firing rates (10 ms bins
averaged per pattern, henceforth) associated with the first training epoch. B Pro-
gression of the "print-now" κ signal whose brief activations are synchronized with
the incoming stimuli from A. Adopted from Figure 3 of [8].

tic fatigue, which consisted of an enhanced spike-triggered adaptation current Iw
(Figure 4.9D, see Equation 3.11) and short-term depression that depleted available
synaptic resources (Figure 4.9E, [17]) amid active attractor states.

A longer IPI (2 s) relative to the NMDA plasticity window width (150 ms) meant
that associations between different patterns did not develop. To demonstrate how
BCPNN learning could memorize sequences, we altered the training protocol by
decreasing IPIs and then reexamined network recall dynamics. We began by reduc-
ing the IPI to 0 ms (Figure 4.10A). Salient stimuli were always being encountered
by the network in this case, so κ = 1 throughout. This enabled an evolution of
Iβj

as in Figure 4.8A and gAMPA
ij trajectories as in Figure 4.8B, except for the

two neighboring patterns whose slightly higher gAMPA
ij arose from short temporal

overlaps with τAMPA
zi

and τAMPA
zj

. The otherwise similar learning outcomes can
be appreciated by the fact that neurons were exposed to identical stimuli while κ
= 1. Stimulus gaps previously encountered while κ = 0 (Figure 4.7B), which would
have led to gsynij and Iβj

decay if κ was nonzero, were essentially never learned.

However, the lower IPI did lead to a dispersion of higher average NMDA connec-
tion strengths that deviated markedly from Figure 4.8C (Figure 4.10B). Filtering
by the BCPNN traces reflected relative stimulus presentation times, which cre-
ated a discrepancy in the amount of overlap in the underlying running averages
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Figure 4.8: Evolving dynamical phenomena during stimulus learning. A Develop-
ment of Iβj

during training and averaged over 50 randomly selected neurons per
pattern. The period of time shown in Figure 4.7A-B can be discerned as * for refer-
ence. B Development of average gAMPA

ij during training that project from neurons
belonging to the first stimulated (i.e. red) pattern, with colors denoting target
postsynaptic neuron pattern. C Same as (B), except showing gNMDA

ij development
during training. Adopted from Figure 3 of [8].

of coactivity traces Pij (Equation 3.9) when the IPI was reduced. Reflecting the
temporal disparity between tstim versus τNMDA

zi
, the modified training procedure

allowed the network to learn stronger feedforward associations than recurrent ones
and produced an asymmetrical terminal structure (Figure 4.10C). NMDA synapses
connecting excitatory cells in subsequently presented patterns formed progressively
decreasing forward associations. Taken from the other perspective, trailing inhibi-
tion was learned in the form of negative-valued towards antecedent pattern cells.

The resulting weight configuration reorganized the network dynamics, generat-
ing reliable sequential transitioning between attractor states (4.11A-C). Sequential
state traversal stably and perpetually repeated, though including longer temporal
gaps between entire epochs rather than individual patterns could alleviate such
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Figure 4.9: Replaying spontaneously wandering attractors after learning. A Raster-
gram snapshot of excitatory neurons during recall. B Relative average firing rates
based on (A) and sorted by attractor membership. Each row represents the firing
rate of one attractor. C Average firing rate of the attractors displaying the random
progression of the network through state space. Arrows highlight the ground state,
which are competitive phases lacking a dominantly active attractor. D Evolution
of the adaptation current Iw for a single neuron whose activity builds up and at-
tenuates as it enters and exits attractor states. E Evolution of the same neuron’s
dynamic AMPA strength due to short-term depression, whose postsynaptic target
resides within the same attractor. Adopted from Figure 3 of [8].

cyclic behavior. Given the same training protocol as depicted in 4.11A, switching
the learning window widths and generated a mirror image of the profile from 4.11C
and led to reverse recall of the stored patterns (4.11D).

In networks trained using longer IPIs, the probability of transitioning from one at-
tractor to another seemed uniform (Figure 4.9A-C). However, attractor transitions
became more deterministic as IPIs were decreased to 0 ms (Figure 4.11A-C), thus
there were differential effects of the training interval on neural recall dynamics.
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Figure 4.10: Applying temporally consecutive stimuli to a spiking network. A
Rastergram and firing rates associated with the first out of 50 epochs of training.
B Average gAMPA

ij during training emanating from neurons belonging to the first
stimulated pattern as in Figure 4.8B (indicated with red arrow, colors denote target
postsynaptic neuron pattern). Contrast the weight trajectories between patterns
with Figure 4.8C. C Average gNMDA

ij after training that depicts an asymmetrical
terminal weight profile. As in (B), the red arrow indicates the presynaptic per-
spective taken from the first stimulated pattern, which is aligned here at index 4.
Adopted from Figure 4 of [8].

Since the difference in recall dynamics between the two setups presented here could
be mostly ascribed to the makeup of gNMDA

ij between neurons from different pat-
terns (e.g. rather than gAMPA

ij or Iβj
), we expressed the learned model networks

at different temporal intervals using their terminal gNMDA
ij profiles (Figure 4.12A).

To characterize the transformation from random to nonrandom temporal sequences
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Figure 4.11: Replaying sequential attractors after learning. A Rastergram snapshot
of excitatory neurons during recall. B Relative average firing rates based on (A) and
sorted by attractor membership as in Figure 4.9B. The sequence is chronologically
ordered according to the trained patterns from 4.10A. C Average firing rate of
attractors displaying the sequential progression of the network through state space.
D Resulting recall after training the network by exchanging τNMDA

zi
for τNMDA

zj

showing the reverse traversal of attractor states from (A-C). Firing rates here and
in (B) are coded according to the colorbar from Figure 4.9B. Adopted from Figure
4 of [8].

depending on these resulting weight profiles, we measured the distribution of at-
tractor transitions for different IPIs using Conditional Response Probability (CRP)
curves. Shortening the IPI led to narrower CRP curves that peaked at lag 1 (Figure
4.12B), indicating this manipulation decreased recall heterogeneity and made for-
ward transitions more likely. Networks trained with longer IPIs instead displayed
CRP curves that hovered around chance levels.
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Figure 4.12: The temporal structure of neural recall dynamics reflects the temporal
interval used during training. A Average gNMDA

ij after training as in Figure 4.10C
(reproduced here by the 0 ms line) except now depicting terminal weight profiles
for many differently trained networks with IPIs varying between 0 and 2000 ms. B
CRP curves calculated for networks with representative IPIs = 0, 500, 1000, 1500
and 2000 ms after 1 minute of recall, with colors corresponding to (A). Increasing
IPIs flattened the CRP curve, promoting attractor transition distribution evenness.
Error bars reflect standard deviations. Adopted from Figure 5 of [8].

As the network with IPI = 0 ms proceeded through sequential states, individual
neurons not actively participating in attractors were mostly quiescent, being sup-
pressed through lateral inhibition. Previously referred to as the background state
[62], single cells displayed characteristically hyperpolarized Vm (Figure 4.13A, see
Equation 2.4) until recruited into an attractor, where they then received an excita-
tory push through delayed activation of the NMDA receptor (4.13B, Equation 2.4).
Companion neurons then followed, and there was a period of mutual excitation
that stabilized attractor activity via the AMPA receptor (4.13C, Equation 2.4).
Once reaching fruition, the attractor immediately began to perish due to ongoing
cellular adaptation and short-term depression that ensured its neurons would even-
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tually lose their competition against neurons of opposing attractors due to GABA
receptor activation (Figure 4.13D, Equation 2.4).

Figure 4.13: Upkeep of stable sequential state switching during recall is permit-
ted by the interplay of excitation and inhibition in a single neuron. A Recorded
Vm of a randomly chosen single cell whose period of increased tendency for be-
ing suprathreshold coincided with its brief engagement within an attractor. The
red dotted line represents the membrane voltage threshold Vt for reference, and
the shaded area represents a detected attractor state that is reproduced in B-D.
B The same cell’s net NMDA current, which combined positive and negative af-
ferent BCPNN weights. C The same cell’s net AMPA current, which combined
positive and negative afferent BCPNN weights. D The same cell’s GABA current
originating from local basket cell inhibition. Adopted from Figure 6 of [8].

To analyze which factors played a role in determining the relative lifetimes of se-
quential attractors, we began by taking the perspective that the speed at which
sequences were learned was a product of the speed at which conditioning stimuli
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were presented to the network. Given its functional importance for sequence devel-
opment in this model (see Figure 4.12), the strength of terminal NMDA weights are
shown for different stimulus durations (Figure 4.14A). As tstim was decreased, the
shape of the terminal NMDA weight distribution flattened out, leading to an in-
creased level of overall NMDA excitation and therefore faster network recall speeds
(Figure 4.12B). We also measured the strength of terminal NMDA weights by vary-
ing the number of training epochs while tstim = 100 ms. Terminal weights could
evolve to a relatively stable distribution of values after only 10 epochs, lowering the
possibility that observed speed effects were localized only to the 50 epoch condition.

The speed with which attractors were recalled ranged from 3 to 7 attractors per
second due to changes in tstim. But recall speeds were mostly dilated, displaying
a compression factor < 1. This meant tstim changes (i.e. trained speed changes)
alone did not suffice to keep an even pace with the recall speed, let alone account for
compression factors as high as those from experimental measurements [12,13,43].

Since experiments demonstrating temporal compression similarly elicited firing ac-
tivity at longer durations [166, 167, 168], we analyzed the extent to which the
network could be maximally compressed and dilated for a pattern duration of tstim
= 500 ms (i.e. a trained speed of 2 patterns per second). Compression factors for
each calibrated parameter at this trained speed are summarized by Figure 4.15.

To further illustrate its robustness and functional flexibility, the network was trained
using sequentially overlapping temporal stimulus patterns. Two separate training
protocol were designed that were motivated by experimental paradigms [169, 170]
and adhered to generic sequential memory recall tasks [171]. For the following pro-
tocol, we reverted to a training configuration involving interposed delays between
trials, in other words training blocks with IPI = 0 ms were separated by 2000 ms
periods of quiescence. Each protocol consisted of two unique subsequences of the
complete sequence pattern alternatingly presented 50 times each.

In the first test, alternating stimulus patterns consisted of two subsequences where
the last pattern of the first subsequence matched the first pattern of the second
subsequence (Figure 4.16A). The network should be able to bind the transitively
associated discontiguous subsequences together and perform cue-triggered recall
in its entirety despite the different degrees of temporal proximity between subse-
quences [170]. After training, the resulting NMDA weight matrix exhibited pro-
nounced asymmetry (Figure 4.16B) as in Figure 4.10C. But nonspecific negative
connections developed between all of the non-overlapping patterns such that the
network could only rely upon the excitatory connections projecting to and from a
single pattern in order to bridge the two subsequences together. Nevertheless, the
network could overcome these limitations and successfully recall the entire sequence
(Figure 4.16C).
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Figure 4.14: Dependence of temporal sequence speed on the duration of condition-
ing stimuli. A Average gNMDA

ij after training as in Figure 4.10C (reproduced here
by the 100 ms line). B Speeds computed for the networks from (A) after 1 minute
of recall. The dotted gray line represents a linear relationship between training
and recall speeds (compression factor = 1), tstim used previously can be discerned
as * for reference, "attrs" abbreviates attractors and the shaded areas denotes the
standard deviation. Adopted from Figure 8 of [8].

In the second test, stimuli consisted of two alternating subsequences whose middle
two patterns were shared between both subsequences (Figure 4.16D). The first two
unique patterns of each subsequence were followed by an intersection where the
next two patterns were shared by both subsequences; this was followed by a "fork"
that divided the subsequences again into two separate branches comprising their
last two unique patterns [169].

The resulting NMDA weight matrix after training showed that the connections pro-
jecting from the overlapping patterns towards the patterns belonging to each fork
were identical (Figure 4.16E). But the unique subsequence patterns occurring be-
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Figure 4.15: Characterizing speed changes based on intrinsic network parame-
ters. Compression factor ranges measured for trained speeds of 2 patterns/second
achieved by altering one parameter at a time and keeping all others constant. Hor-
izontal bars denote compression factor cutoffs that were maximally allowable with-
out violating edit distance tolerance levels, and the gray dotted line indicates a
compression factor of 1. A second value does not exist for training speed since it
was held at 2 patterns/second. Adopted from Figure 10 of [8].

fore the overlapping patterns selectively developed connectivity preferences towards
the last two unique patterns of their associated fork branch, and formed negative
projections towards patterns belonging to their opposing fork branch. These pref-
erences, enabled by temporal extent of τNMDA

zi
, allowed the network to successfully

recall each individual subsequence when presented with its respective cue (Figure
4.16F).
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Figure 4.16: Cue-triggered overlapping sequence completion and disambiguation. A
Schematic of sequential training patterns used to demonstrate completion. Roman
numerals label uniquely trained subsequences that were alternatingly presented to
the network, and the gray box highlights overlapping subsequence patterns. B
Terminal average gNMDA

ij matrix resulting from (A). White Roman numerals iden-
tify regions of the weight matrix corresponding to learned connections between
the non-overlapping subsequences of (A), which were reciprocally inhibiting. Black
Roman numerals identify the crucial associations used for bridging the two subse-
quences together. C A cue (red star) presented to the first pattern 1 second into
recall resonates through the network. D Schematic of the training pattern as in
(A) demonstrating the problem of sequence disambiguation. E Terminal average
gNMDA
ij matrix resulting from (D) and white Roman numerals as in (B). Here,
black Roman numerals identify the crucial associations for bridging each individual
subsequence together despite their shared patterns, which each form indistinguish-
able average connection strengths towards each branch of the fork as emphasized by
the equivalent matrix cells contained within the dotted outlines. F Two separate
cues (red and blue stars) presented 8 seconds apart each resonate through their
corresponding subnetworks. Adopted from Figure 11 of [8].
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4.3 Paper 3: Scaling up Attractor Learning on
Neuromorphic Hardware

Next, we wanted to show that a similar network was generalizable enough to run
on other computing architectures, and furthermore that these simulations could be
enhanced through the use of neuromorphic hardware. In this bake-off, NEST sim-
ulations on Cray XC-30 compute nodes consisting of two 2.5 GHz Intel Ivy Bridge
Xeon processors were pitted against SpiNNaker simulations, but since SpiNNaker
runs at a fixed-fraction of real-time, we found that 9 supercomputer nodes were
required to match the run-time of the SpiNNaker simulation when NHC = 16.

We also derived approximate power usage statistics for simulations based on the
1 W peak power usage of the SpiNNaker chip and the 30 kW power usage of a
Cray XC-30 compute rack [172]. While these figures ignore the power consumed
by the host computer connected to the SpiNNaker system; the power consumed by
the "blower" and storage cabinets connected to the Cray XC-30; and assume that
all CPUs are running at peak power usage, they show that even in the worst case,
SpiNNaker uses 45x less power than the Cray XC-30 and, if the limitations of the
current SpiNNaker software are addressed, this can be improved to 200x.

Figure 4.17: Comparison of power usage of modular attractor network simulations
running on SpiNNaker with simulations distributed across enough compute nodes
of a Cray XC-30 system to match SpiNNaker simulation time. Adopted from Table
3 of [142].
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4.4 Paper 4: Reward-Dependent Bayesian-Hebbian
learning in a Biophysical Basal Ganglia model

In order to demonstrate the flexibility of the spike-based BCPNN learning rule, we
sought to replicate the results of an abstract model of the Basal Ganglia that learned
to map states to actions on blocks of 200 trials in a simple reinforcement learning
task [173]. This task involved the model described in Figure 2.4 with 3 states and 3
actions. During each trial one action was rewarded while all the others presented a
zero-valued reward, meaning each action had one state representing a time period
during which a positive reward was given. We found that the spike-based BCPNN
imbued model was able to learn a correct reward mapping in simulations consisting
of 15 blocks of 40 trials (Figure 4.18A).

The synaptic strengths from the striosomes to the dopaminergic population in the
RP pathway learned to correctly predict the reward (Figure 4.18B). Both the RPE
and weight volatility decreased over many trials. The slow decay of the D2 weights
after the initial surge at the beginning of a block resulted from the small variations
around baseline of the dopamine level, which also led to a gradual increase in D1
weights. Learning of the task was considered successful since the average success
approaching the maximum value at the end of each block (Figure 4.18C). Thus like
its abstract counterpart, the spike-based model could learn to select the correct
action for each state.

To explain these dynamics, we need to revisit Figure 2.4 and dissect how differ-
ent combinations of Go, NoGo and RP pathways perform during reward learning
tasks. During trials, activity of the dopaminergic neurons was modulated by input
from the striosomes, but the delivery of a reward as predicted by the RP pathway
enacted little change in the dopaminergic neurons’ firing rates. This was because
inhibition received from the specific striosomal sub-population coding for the rele-
vant state-action pair compensated for the increased excitatory input brought by
the reward on the dopaminergic neurons.

New reward mappings at the beginning of trials resulted from increased suppres-
sion from the then incorrect action coding D2 MSNs, together with a subsequent
decrease of promotion by the D1 population coding for that action. Decreased
promotion occurred when another action had been associated with the same state.
When an action-coding population learned higher D2 synaptic strengths, this led
to lower D2 weights associated with other action-coding populations. A difference
between the expected reward from the previous block and the new negative out-
come in the current block led to higher RPEs at the beginning of new blocks, which
subsequently enabled more rapid and volatile changes in D2 weights compared with
D1 weights. Thus, negative RPEs essentially allowed this learning system to stop
associating subsequent selection of the same action [35].
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Figure 4.18: Learning in the D1, D2, and RP pathways of a Spike-Based BCPNN
Basal Ganglia model. A The three colored lines represent the average weight of the
three action coding populations in D1 and D2 from state 1, where vertical dashed
gray lines denote the start of a new block. B The color coded average weights
from the nine state-action pairing striosomal sub-populations to the dopaminergic
population. C The moving average success ratio of the model over the simulation.
Adopted from Figure 3 of [35].

Lastly, the degeneration of dopaminergic neurons in SNc as observed in Parkin-
son’s disease was simulated by silencing fractions of dopaminergic neurons, which
prevented them from impacting network dynamics after 8 blocks. Decreasing the
number of dopaminergic neurons during learning to 16%, 33% and 66% of their
original amount and deteriorated task performance was observed during each condi-
tion, indicating that restoring plasticity within cortico-striatal connections towards
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D1 MSNs in Parkinsonian patients could help increase learning ability and action
selection performance.



Chapter 5

Concluding Remarks and Future
Directions

5.0.1 Summary
Cortical and subcortical neuronal networks stubbornly maintain their functioning
despite ongoing plastic changes that give rise to a host of dynamical phenomena.
Through large-scale neural simulations on supercomputing clusters and neuromor-
phic hardware, this work has demonstrated how an empirically-grounded proba-
bilistic learning rule can help account for a diversity of biological processes with
ranging physical and time scales. Spike-based BCPNN has helped drive hypothesis-
driven and experimentally testable predictions about the mechanisms underlying
cerebral cortex and basal ganglia functioning.

More generally, it demonstrated how multiple interacting plasticity mechanisms
can coordinate reinforcement, auto- and hetero-associative learning within large-
scale, spiking, plastic neuronal networks. Spiking neural networks are capable of
representing information in the form of probability distributions, and this biophys-
ical realization of Bayesian computation can help reconcile disparate experimental
observations. The work is a rung in the ladder of computational neuroscience that
provides value from both the theoretical and experimental perspectives. We review
below a few potential avenues of future investigation that can be carried out beyond
the results of this work.

5.0.2 Temporal Gestalten and other Perceptual Illusions of
Time Acquired from Probabilistic Plasticity

Illusions of time can help reveal how the brain organizes and interprets behavioral
experiences. It was initially mentioned that discovering sequential neuronal ac-
tivity within neocortical microcircuits could be expected given that planned and
performed actions could be boiled down to step-wise processes. In support of this
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idea, humans are thought to execute motor programs and perceive their experiences
as delimited subsequences in order to cope with a continuously arriving stream of
complex sensory information. For example, during handwriting one must recite
ordered combinations of finger movements, which themselves are controlled by se-
rial sequences of muscle group activations [174]. Such internal representations can
be clustered according to temporal community structure [175] and parsed into se-
quences of instances of exploration and stabilization in decision-making [176].

In visual cortex, well-aligned receptive fields that mutually excite one another and
increase each other’s saliency are called local association fields [177]. It is through
perceptual grouping of collinear line segment orientations at the level of receptive
fields (i.e. minicolumns) that observers can integrate more complex information like
smooth contours at the level of local association fields (i.e. attractors). According
to the incremental grouping model [178], such expanded input representations are
mediated by long-range recurrent horizontal connectivity, similar to the role played
by spike-based BCPNN synapses in the model presented here. Adhering to these
models, the anisotropic nature of tangential intracortical connections is thought to
underlie Gestalt principles of perceptual organization [179] such as similarity, or
the tendency to group items that resemble each other together [180].

In the parlance of attractor memory models, pattern completion can produce the
essential dynamical properties required by such grouping operations. Pattern com-
pletion can be demonstrated by stimulating of a subset of minicolumns belonging
to a stored pattern, which is adequate to then activate the remaining minicolumns
belonging to that pattern [5]. The model presented in this thesis could be used to
explore how the connectivity of such a network could be learned with the interesting
corollary that Gestalt criteria for perceptual grouping are not innate but rather the
result of previously experienced stimuli [181]. In support of this idea, the model
can perform a hallucinatory form of pattern completion in which the presented cue
not only ignites a single stored pattern but leads to the spontaneous recall of the
recently experienced temporal sequence in its entirety [168].

While usually illustrated by and applied to spatial stimuli, Gestalt phenomena
and their neural origins have received surprisingly little attention in the temporal
domain. The model here has been shown to simulate a temporal analog of figure-
ground segmentation, or the tendency to differentiate items based on their relation-
ship with other surrounding items, if one stimulates the network with isochronous
stimuli. Akin to spatial distance in a static image presented within the visual field,
introducing latency into training would allow arriving events to stand out and create
the impression that these interruptions should be differentially perceived against
the surrounding silence. This effect is more easily invoked in the auditory context,
where the incoming stimuli are sounds rather than pictures [182].

On the cognitive level, several illusory phenomena exist in which timing-independent
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stimulus properties can create a distorted judgment of recalled event duration,
including relative magnitude [183], visibility [184], emotional content [185], pre-
dictability [186], and granted level of attention [187]. While such high level psy-
chophysical effects undoubtedly involve mechanisms beyond what can be accounted
for by this simple cortical microcircuit, if they result from the dynamic patterns
produced by networks of neurons, then model simulations can help make predica-
tions regarding the neural factors that may play a role in forming these perceptual
experiences.

In motivating the ability of the network to learn various pattern constellations,
other temporal Gestalten could also be constructed. Future work could focus on
implementing the Gestalt grouping laws of proximity and connectedness. Proxim-
ity, or the tendency to perceive stimulus elements placed closely together as one
group, might consist of the following stimulus configuration: ’AB–CD’. One would
then expect the network to recall items that are temporally close to one another.
For example, if ’A’ was presented to the network as a cue during recall, ’B’ should
closely follow, and likewise for ’D’ when ’C’ is presented. Temporal relationships
between delay periods would be enhanced and therefore grouped together in the
Gestalt context. Connectedness, or the tendency to group objects that share com-
mon elements together rather than as unrelated individual items, could be construed
as ’AB–BC’. The network should be able to bind the transitively associated discon-
tiguous subsequences together and perform cue-triggered recall in its entirety when
presented with ’A’ during recall.

Continuity, or the tendency to group aligned objects together, could be explored
in the temporal context by presenting the network with two different patterns e.g.
ABC and DBE. Since the middle element B is present in both patterns, there is
ambiguity in how the network should perform sequential pattern completion after
replaying B when presented with an A or D cue. Sequential pattern rivalry could
also be simulated by initiating cue-triggered recall, but presenting another cue to
the network during pattern completion. We would expect the sequence trajectory
to be overwritten depending on if the novel stimulus can overcome the inclination
to complete the sequence.

5.0.3 Natural Language Processing
Word vectors are distributed word representations that have successfully been em-
ployed in several difficult natural language processing (NLP) tasks. They are the
new state-of-the-art in machine learning for extracting meaningful semantic infor-
mation from text, the quintessential example being that they can help solve the
following problem:

king - man + woman = queen
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without any a priori notion of gender or royal hierarchy. But how is it able to
complete this task? Word vectors are typically trained several times through huge
corpora, for example all of Wikipedia, using methods optimized for speed and stor-
age such as continuous bag-of-words (CBOW) and Skip-gram [188].

The goal of such advanced methods involve building up an accurate and concise
summary of word co-occurrences of the trained corpus, the idea being that words
that occur often enough together in these huge swaths of data can already take
you a long way in determining underlying semantic meaning. Given the proven
power of word vectors in a variety of NLP tasks, a hypothesis to explore is that the
brain might be capable of performing something vaguely similar to computing word
vectors. One could develop a spiking neural network that took words as inputs and
learned co-occurrences of these words using spike-based BCPNN [121]. An exam-
ple below are words taken from the famous One fish, two fish, red fish, blue fish
children’s poem written by Dr. Suess [189]. This corpus has lots of repeated words,
which leads to richer synaptic representation of co-occurrences. This prototype was
simulated used NEST [190] to encode each unique word as a 30-neuron population,
providing 100 ms of stimulation to each population in order to make it spike at 20
Hz when the word was encountered in the corpus. Going word-by-word, all neurons
in the network were simulated in this way. Using periods (’.’) as sentence delimiters,
we provided temporal gaps in which no stimulation was present to avoid associating
words between sentences.

Over the course of training, and due to a long Hebbian learning window, the
network was able to learn the full co-occurrence matrix of words in the form of
synaptic strengths 5.1. Since this way of storing word co-occurrences does not scale
so well because the entire NxN matrix scales as a square, it remains future work
to encode the input using multiple synapses in order to increase the dimensionality
such that output neurons are synthesized to respond to a particular spatio-temporal
pattern of input spikes [191].

5.0.4 Basal Ganglia Sequences

Our approach could be extended in the context of cortico-basal ganglia circuits
[173], where population activity patterns encode time in agreement with reinforce-
ment learning theory [192], and where switching between behavioral sequences
might be a beneficial strategy for successful task completion [193]. Spike-based
reinforcement learning [132] could be incorporated into BCPNN learning as an
added level of EWMAs with an intermediate time course between the Z and P
traces [121], representing downstream cellular processes that could interact with
increased intracellular Ca2+ concentrations [194]. This eligibility trace would rep-
resent interactions with neuromodulatory systems, wherein the basal ganglia are
a key player, and with which the emergence of sequential activity has been linked
[83, 195].
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Figure 5.1: Spike-based BCPNN synaptic weight matrix for a Dr. Suess poem.
Learning the full co-occurrence matrix of words in the form of synaptic strengths.

5.0.5 Outlook
This work generalizes across spatial and temporal scales in neuroscience, and is
applicable to a variety of biological and practical applications. As technology con-
tinues to improve and computational and experimental techniques allow for finer
grained study of dynamical phenomena, its fundamental assumptions will be tested
and called into question. Whatever those final set of answers may be though, the in-
sights brought to light in this work represent an an important step towards uniting
the disparate worlds of experimental measurement, mathematical theory and high
level brain function.
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