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Abstract 

A network is generally a collection of different hardware-based network devices carrying 
out various network functions, (NF). These NF implementations are special purpose and 
expensive, and often it is required to add another piece of hardware to provide a new 
network service. This makes it difficult for network operators to offer new network services 
at low cost. Network function virtualization (NFV) is a mechanism which aims to reduce the 
cost of deploying NFs. Instead of using special purpose hardware, NFV uses software-based 
implementation of NFs in commodity servers.  

It is challenging to achieve high networking performance due to bottlenecks in software, 
particularly in a virtualized environment where NFs are implemented inside the virtual 
machines (VM) as virtualized network functions. The performance isolation is yet another 
challenge, which means that the load on one VM should not affect the performance of other 
VMs running in parallel. However, it is difficult to provide performance isolation due to 
resource contention in a commodity server. Furthermore, different NFs may require 
different service guarantees (e.g. average throughput or bounded packet delay) which are 
difficult to ensure due to the non-deterministic performance behavior of a commodity 
server. 

In this thesis we investigate how the challenges of performance, isolation and service 
guarantees can be addressed for virtual routers (VR), as an example of a virtualized network 
function. We identify potential performance bottlenecks along the forwarding path of a 
Linux-based VR. It is argued that the forwarding path can be modified in an efficient 
manner to improve the packet forwarding performance. Then we extend our design for a 
multi-core platform and investigate how the parallelism of a multi-core platform can be 
exploited using hardware-assisted virtualization (Single Root I/O Virtualization, SR-IOV).  

When it comes to performance isolation, we discover poor performance isolation as a 
result of shared network queues and CPU sharing among VRs. We propose a design with 
SR-IOV, which allows reserving a network queue and CPU core for each VR. As a result, the 
resource contention is reduced and strong performance isolation is achieved. In another 
study, we demonstrate how similar resource reservations can be useful to achieve 
performance isolation for a real-time network application. Furthermore, we provide in-
depth comparison of KVM and LXC virtualization both from performance and isolation 
perspectives.    

Finally, it is investigated how average throughput and bounded packet delay can be 
guaranteed to VRs. We argue that a classic rate-controlled service discipline can be adapted 
in a virtual environment to achieve service guarantees. With such a design, the incoming 
traffic of each VR is regulated to a predefined traffic profile. However, we discover that 
scheduling delays in a commodity server leads to traffic distortion and thus violation of the 
traffic profile. We propose a solution to deal with the traffic distortions, and we demonstrate 
that this provides firm service guarantees to VRs with little overhead by adding token 
bucket regulators in the forwarding path. 

Keywords:  NFV, VNF, virtual router, service guarantee, scheduling, rate controller 
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Sammanfattning 

Ett nätverk kan beskrivas som en sammankoppling av olika hårdvarubaserade 
nätverksenheter som utför olika nätverksfunktioner (NF). Sådana NF-implementationer är 
specifika för uppgiften och dyra, och det är ofta nödvändigt att lägga till en ny hårdvara för 
att tillhandahålla en ny nätverkstjänst. Detta gör det svårt för nätoperatörer att erbjuda nya 
nätverkstjänster till låg kostnad. Virtualisering av nätverksfunktioner (NFV) är en 
mekanism som syftar till att minska kostnaderna för att implementera och installera 
nätverksfunktioner. I stället för att använda specifik hårdvara, medger NFV 
mjukvarubaserade NF-implementationer som kan köras på vanliga servrar. 

Det är en utmaning att uppnå hög nätverksprestanda för NFV på grund av flaskhalsar i 
mjukvaran, särskilt i en virtualiserad miljö där NF-implementationen exekverar i virtuella 
maskiner (VM) som så kallade virtualiserade nätverksfunktioner. Ytterligare en utmaning är 
prestandaisolering, vilket innebär att lasten på en VM inte ska påverka prestanda för andra 
VM som exekveras parallellt. Det är emellertid svårt att tillhandahålla prestandaisolering på 
grund av hur resurser används på en server. Vidare kan olika nätverksfunktioner kräva 
olika tjänstegarantier (t ex vad avser genomsnittlig genomströmning eller begränsad 
paketfördröjning), något som är svårt att säkerställa på grund av icke-deterministiskt 
beteende när det gäller prestanda hos en server. 

I denna avhandling undersöker vi hur utmaningar vad avsser prestanda, isolering och 
servicegarantier kan hanteras för virtuella routrar (VR), som ett exempel på virtualiserad 
nätverksfunktion. Vi identifierar potentiella prestandaflaskhalsar i pakethanterhingen för en 
Linux-baserad VR. Vi hävdar att pakethanteringen kan modifieras på ett effektivt sätt för att 
förbättra paketförmedlingsprestandan. Vi utvecklar sedan vår design för en plattform med 
flera CPU-kärnor och undersöker hur parallelliteten hos en plattform med flera kärnor kan 
utnyttjas med hjälp av hårdvarubaserad virtualisering (Single Root I/O Virtualization, SR-
IOV). 

När det gäller prestandaisolering identifierar vi dålig prestandaisolering som ett resultat 
av delade paketköer och CPU-delning mellan olika VR. Vi föreslår en design med SR-IOV, 
som gör det möjligt att reservera en paketkö och en CPU-kärna för varje VR. Som ett resultat 
reduceras resursbeläggningen och en god prestandaisolering uppnås. Vi visar sedan i en 
annan studie hur liknande resursreservationer kan vara användbara för att uppnå 
prestandaisolering för ett realtidsnätverk. Dessutom gör vi en ingående jämförelse av KVM- 
och LXC-virtualisering både ur prestanda- och isolationsperspektiv. 

Slutligen undersöks hur genomsnittlig genomströmning och begränsad paketfördröjning 
kan garanteras till virtuella routrar. Vi hävdar att en klassisk hastighetsstyrd 
servicedisciplin kan anpassas i en virtuell miljö för att uppnå servicegarantier. Med en 
sådan konstruktion regleras inkommande trafik för varje VR enligt en fördefinierad 
trafikprofil. Vi upptäcker emellertid att fördröjningar på grund av schemaläggning i en 
server leder till förvrängning av trafikmönstret och därmed avvikelse från trafikprofilen. Vi 
föreslår en lösning för att hantera förvrängningarna och visar sedan att den föreslagna 
lösningen ger servicegarantier med liten overhead genom att lägga till s.k. ”token bucket”-
regulatorer i pakethanteringen. 

Nyckelord: NFV, VNF, virtuell router, servicegaranti, schemaläggning, hastighetsregulator 



iii 

Acknowledgements 

I would like to pay special gratitude to my advisors, Peter Sjödin and Markus 
Hidell. They have supported me by all means during the time of study. They have 
shared great research ideas and made substantial efforts to provide me valuable 
feedback. I have no words to thank them. Simply, it would not be possible to write 
this thesis without their guidance.  

I am thankful to Professor Dejan Kostic, who encouraged me to achieve my study 
milestones. I would also like to thank Professor Mihhail Matskin for performing 
internal quality review of my thesis. I am thankful to Robert Olsson for providing 
valuable insight on Linux networking stack. He is also the developer of Linux 
packet generator, which I used in my experimental work. A special thank goes to 
Jens Laas from Uppsala University, who helped me to understand the source code 
of virtual network device driver in the early phase of my research. He also provided 
utilities to manage Linux network namespaces, at that time when there were few 
available tools for this purpose. Then, I am thankful to everyone at NSLab for 
sharing interesting ideas, and discussions especially in Lab seminars. 

Finally, I would like to thank my family and friends. My parents, wife and 
children provided me unconditional support. I appreciate their cooperation and 
patience in this regard. My father passed away during the time of my studies, I 
really miss him very much at this special occasion.  

Siraj Rathore 
Stockholm, April 13, 2017 





v 

Contents

LIST OF FIGURES ...................................................................... vii 

LIST OF ACRONYMS ................................................................ viii 

I THESIS OVERVIEW .................................................................... 1 

1 INTRODUCTION ........................................................................ 3 

1.1 Motivation ............................................................................................... 5 

1.2 Thesis Organization ................................................................................ 6 

1.3 Problem Statement ................................................................................. 6 

1.4 Research Methodology ......................................................................... 10 

1.5 Summary of Thesis Contributions ....................................................... 12 

2 BACKGROUND AND RELATED WORK .................................... 15 

2.1 Background ........................................................................................... 15 

2.1.1 Server virtualization ......................................................................... 17 

2.1.2 I/O virtualization .............................................................................. 19 

2.2 Related Work ........................................................................................ 21 

2.2.1 Packet processing in Commodity Servers ....................................... 21 

2.2.2    Virtual Networking Performance ..................................................... 24 

2.2.3    Virtual Networking Isolation and Service Guarantees ................... 28 



vi 

3 THESIS CONTRIBUTIONS ........................................................ 33 

3.1 Performance Evaluation of Open Virtual Routers ............................. 34 

3.2 Data Plane Optimization in Open Virtual Routers ............................. 35 

3.3 PC-based Router Virtualization with Hardware Support .................. 37 

3.4 KVM vs. LXC: Comparing Performance and Isolation of Hardware-assisted 

Virtual Routers .................................................................................................. 38 

3.5 Resilient Communication through Multi-homing for Remote Healthcare 

Applications ...................................................................................................... 39 

3.6 Service Guarantees for Virtualized Network Functions ..................... 41 

4 CONCLUSIONS AND FUTURE WORK ...................................... 43 

4.1 Conclusions ........................................................................................... 43 

4.2 Future Work ......................................................................................... 44 

BIBLIOGRAPHY .......................................................................... 47 

II RESEARCH PAPERS ................................................................ 59 



vii 

List of Figures 

Figure 1. Outsourcing of network functions ................................................................. 4 
Figure 2. Virtualized Computer System ........................................................................ 6 
Figure 3. RFC 2544 Test-bed ....................................................................................... 10 
Figure 4. Experimental Setup...................................................................................... 11 
Figure 5. Network Functional Virtualization Architecture [38] ................................ 16 
Figure 6. Hypervisor-based virtualization architecture............................................. 18 
Figure 7. Container-based virtualization architecture ............................................... 19 
Figure 8. Single Root I/O Virtualization [55] ............................................................ 20 



viii 

List of Acronyms 

API Application Programming Interface 

ARP Address Resolution Protocol 

ASIC Application Specific Integrated Circuit 

BFD Bidirectional Forwarding Detection 

BGP Border Gateway Protocol 

CFS Completely Fair Scheduler 

COTS Commodity-Off-The-Shelf 

CPU Central Processing Unit 

DHCP Dynamic Host Configuration Protocol 

DMA Direct Memory Access 

DPDK Data Plane Development Kit 

DPI Deep Packet Inspection 

DUT Device Under Test 

FIFO First In, First Out 

FPGA Field-Programmable Gate Array 

Gbps Gigabit Per Second 

GPU Graphical Processing Unit 



ix 

I/O Input/Output 

IP Internet Protocol 

Kpps Kilo Packets Per Second 

MAC Medium Access Control 

Mpps Million Packets Per Second 

NAPI Linux New Packet Reception API 

NF Network Function 

NFV Network Function Virtualization 

NIC Network Interface Card  

NUMA Non-Uniform Memory Access  

OS Operating System 

OSPF Open Shortest Path First Protocol 

PC Personal Computer 

PCI Peripheral Component Interconnect 

RFC Request For Comments  

RR Round Robin  

RSS Receive Side Scaling  

Rx Reception 

SDN Software Defined Networking 

SLA Service Level Agreement 

SR-IOV Single Root I/O Virtualization 

TBF Token Bucket Filter 

TCP Transmission Control Protocol 

Tx Transmission 



x 

UDP User Datagram Protocol 

Veth Virtual Ethernet Device 

VF Virtual Function 

VIF Virtual Network Interface 

VM Virtual Machine 

VNF Virtualized Network Function 

VR Virtual Router 

VT-d Intel Virtualization Support for Directed I/O 

WAN Wide Area Network 

WFQ Weighted Fair Queuing  

WRR Weighted Round Robin 



1 

Part I 

Thesis Overview 





3 

Chapter 1 
1  
Introduction 

Network operators are facing the challenge to offer new network services and at 
the same time lower the cost. Large operator networks are generally equipped with 
a variety of hardware-based network devices and adding a new network service 
often requires adding yet another piece of hardware. Such special-purpose 
hardware is usually expensive, requires more space and increases energy cost. It 
may also be unused for large part of the time, while the operators still need to pay 
the full price of the equipment. Furthermore, it is complex to manage, upgrade and 
deploy a large network that is a collection of different hardware-based network 
devices, produced by multiple vendors. Therefore, adding more hardware 
significantly increases both capital and operational cost of the network. The 
network operators are eager to offer new network services to generate more 
revenue, but the cost and complexity of hardware-based network infrastructures 
become bottlenecks. 

An alternative to special purpose hardware is to use software running on 
general-purpose computers. Software has several advantages, compared to 
dedicated hardware. It is flexible and can be managed at lower cost. This leads to 
the idea of implementing network functionality in software to deal with the 
aforementioned problems of cost and complexity. In this regard, the Virtual 
Network Function (VNF) framework [1] has been proposed to accommodate 
software-based network functions/middleboxes on inexpensive commodity servers 
(i.e. virtual network functions). It makes it possible to co-locate many different 
network functions (e.g. IP forwarder, firewall, intrusion detection system, etc.) as 
applications on a single server. The use of commodity hardware and software 
makes the solution more flexible, programmable and less costly than its hardware 
counterpart. The benefits are considerable, and therefore network operators and 
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vendors have initiated a new standardization group for virtual network functions 
[2].  

The concept of virtual network functions is often combined with cloud 
computing [3][4][5][6], which has emerged as a prominent computing technology 
in recent years. Cloud computing allows an enterprise to outsource its 
computational demands to cloud service providers [7][8]. The outsourcing reduces 
the costs of maintaining computing infrastructure at the enterprise. At the same 
time, the service provider can generate more revenue by offering cloud services to 
multiple customers. The scenario is shown in Figure 1. A service provider (network 
operator) uses server virtualization techniques to share same physical 
infrastructure among multiple customers. This is achieved by running multiple 
guest operating systems in parallel on the same hardware, and let each guest run a 
specific service (network function). Virtualization also gives flexibility, so that the 
service provider can add or remove resources as demands vary, which leads to cost-
efficiency. 

Figure 1. Outsourcing of network functions 

There are recent proposals where a cloud service provider (which might be a 
network operator) can offer network functions as cloud services [9][10]. In such a 
set-up, an enterprise outsources network functions to a network operator, which 
helps the enterprise to reduce its cost of network management. The network 
operator allocates one or more virtual machines to perform certain network 
processing tasks for the enterprise. Furthermore, the network operator supports 
multi-tenancy and co-locates multiple network functions (virtual machines) 
belonging to different enterprises on the same physical server. 
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1.1 Motivation 

The idea of outsourcing virtual network functions is attractive but offers many 
challenges to network operators. The first challenge is performance, since packet 
processing in software is generally slower than in hardware. But at the same time, 
the capacity of commodity servers is increasing, and the price is decreasing. For 
instance, today we may purchase a multi-core commodity server with fast memory 
access (NUMA) and high I/O bandwidth (PCI-express) at an affordable price. 
However, it is still challenging to achieve high-speed packet processing 
performance since performance bottlenecks may reside in software, something that 
might prevent network functions in software from taking full advantage of the 
capabilities offered by current server hardware. The focus of our work is to identify 
such performance limitations along the packet processing path in a server running 
virtual machines, and investigate how the performance limitations can be avoided 
in order to improve performance as much as possible. 

Ideally, the performance of one virtual machine should not affect the 
performance of other virtual machines running in parallel, this property is known 
as performance isolation. However achieving performance isolation is a challenging 
task. It is due to the fact that one virtual machine can attempt to acquire all 
available system resources (such as CPU, memory, and link bandwidth), which will 
result in performance degradation for other virtual machines. Therefore, proper 
resource management along the data plane of a virtual machine is pivotal to 
achieving high performance and isolation at the same time. In our work, we 
investigate how such resource management can be achieved under different 
virtualization technologies, and what the subsequent effects are from performance 
and isolation perspectives. 

The ability to provide service guarantees, for instance in terms of minimum 
bandwidth or maximum packet delay, is another desirable property of a virtual 
network function. Network functions running on different virtual machines are 
independent: it is likely to happen that several network functions want to transmit 
packets on the same physical interface at the same time. As a result, there might be 
link contention and non-deterministic performance behavior. In our work, we 
explore how the execution of individual network functions can be controlled in 
order to achieve service objectives.  

We present a high-level view of a virtualized computer system in Figure 2. In this 
setup, a computing virtualization technique (that is, server virtualization) is used to 
run multiple virtual machines in parallel on the same hardware. Here we use 
virtual routers performing IP forwarding as an example of network functions. Each 
virtual machine is equipped with its own set of network resources (virtual network 
interfaces (VIFs), routing protocols, packet filtering rules, and so on). Even though 
a virtual machine communicates over virtual interfaces, its purpose is often to 
process packets that appear on the physical interfaces in the host environment. It 
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means that a mechanism is required to redirect packets between physical and 
virtual interfaces. This redirection introduces a layer of indirection that is not 
present in a non-virtualized (physical) system. This is known as I/O virtualization. 
We provide more details on virtual computer systems in the background section 
(2.1) of related work. 

Figure 2. Virtualized computer system 

1.2 Thesis Organization 

This is a compilation thesis categorized into two parts. The first part consists of 
Chapter 1-4, which comprehensively summarize the thesis work. The second part is 
a compilation of the published research papers of the author of this thesis.  

The thesis is organized as follows: In the rest of Chapter 1, we formulate our 
problem statement and then present research methodology; the chapter is 
concluded with the summary of thesis contributions. Chapter 2 provides 
background and presents a literature study in the area of software-based packet 
processing and NFV. Chapter 3 presents the research contributions, where we 
present a summary of each paper and highlight its specific contributions. Finally, 
Chapter 4 concludes first part of thesis and gives directions for future work. Then 
follows the second part, which is a collection of research papers contributed by the 
author of this thesis. 

1.3 Problem Statement 

Virtualization of network functions has attained significant interest in recent 
years both in academia and the telecommunications industry [1][2][11]. It brings 
forward the idea of implementing network functions in software running on regular 
computers, instead of deploying dedicated hardware for each particular network 
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function (IP forwarders, firewalls, WAN accelerators, and so on). Different network 
functions can run in parallel as virtual machines/instances on the same computer 
platform, thereby sharing the hardware cost over multiple network functions. 
Software-based solutions offer many benefits compared to their hardware 
counterparts, including flexibility, ease of management, and lower cost. However, 
there are significant challenges associated with virtualized software-based 
solutions. Performance is the first and most obvious challenge, since packet 
processing in virtual machines incurs overhead that could lead to performance 
penalties. Performance isolation is another challenge, since we co-locate many 
different network functions on the same server platform, and the behavior of one 
virtual machine may impact the performance of others. This could potentially make 
it difficult to offer service and performance guarantees to virtual machines.  

In our thesis we investigate how performance, isolation and service guarantees 
can be provided to virtual network functions and what tradeoffs are involved. We 
specifically seek answers to the following research questions: 

• Performance: How can the networking components be virtualized in a
computer system, and what are the trade-offs between virtualization
functionality and performance?

• Performance isolation: How can virtual network functions coexist and
share resources without impacting the performance of each other, and
what are the tradeoffs involved with mechanisms to achieve
performance isolation?

• Service guarantees: How can traffic control and virtual machine
scheduling be integrated so that service levels can be guaranteed, and
what is the impact on performance?

In the rest of this section we elaborate each research question in more detail, 
along with discussions of the directions we take in our work to address the research 
questions. 

Performance 
As with any packet processing device, performance in terms for example 

bandwidth and delay are important properties of a virtual network function. The 
performance of general-purpose commodity hardware cannot be compared with 
that of special-purpose packet processing hardware. It could be argued though that 
the performance requirements of a software-based network function, running on a 
commodity server in a virtual environment, would be lower than that of a special 
purpose hardware-based solution. For instance, the main purpose of a software-
based network function might be just to switch packets between other virtual 
machines. 

Many architectural improvements have been carried out over the years and 
today’s computer systems are multi-core machines with fast memory access 
(NUMA) and high I/O bandwidth (PCI Express, for instance). Such configurations 
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are capable of processing packets in software at rates that support 10-100 Gb/s 
network links.  

Even though current hardware platforms can support high performance 
networking, there are still bottlenecks that come from the ways in which software 
packet processing is organized in operating systems. Furthermore, virtualization 
adds elements of packet processing to the data path that are not present in a non-
virtualized environment. For instance, a virtualized environment may need to use a 
software bridge in order to redirect packets between a virtual machine and the host 
operating system. The additional packet processing that this incurs is 
virtualization overhead that degrades performance, compared to a non-virtualized 
platform. 

In this thesis, we investigate the virtualization overhead for different 
combinations of operating system and I/O virtualization techniques, and explore 
how virtualization overhead can be reduced to a minimum level. Our hypothesis is 
that there is considerable room for improvements through optimization of virtual 
networking components (e.g. bridge and virtual networking devices), since they are 
in general not designed with the performance of virtual network applications in 
mind. 

The design of the data plane of a virtualized network is complicated by the fact 
that it is a combination of several different packet processing modules, which may 
operate at different levels in a computer system. Consider for instance a data plane 
with a software module residing in kernel space and another in user space. Then a 
CPU context switch between kernel and user space is required in order to pass a 
packet between the two modules, something that might become a performance 
bottleneck. We anticipate that the virtualization overhead that stems from such 
architectural bottlenecks might be significant. In our work, we identify such 
performance bottlenecks and investigate how they can be eliminated or alleviate 
their influence on performance. 

Performance Isolation 
When network functions are virtualized and run in a cloud environment, there 

will be many network functions running in parallel as virtual machines on the same 
hardware, where each virtual machine may belong to a different customer. In such 
a setup, it is desirable to maintain performance isolation among network 
functions. Performance isolation is the property of a virtualized platform that a 
virtual machine should not impact the performance of others. It is however 
challenging to maintain performance isolation, since system resources are shared 
among virtual machines and resource contention may lead to poor performance 
isolation properties. For instance, an overloaded virtual machine can overflow a 
shared packet queue, which may result in packet loss for other virtual machines.  

System virtualization techniques provide a certain degree of resource reservation 
for virtual machines, but it is not enough to ensure proper performance isolation 
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for virtual network functions. The reason is that the host environment (such as an 
operating system kernel including network interfaces) is shared among all virtual 
machines (as illustrated in Figure 2, where there is one “Hosting Environment” for 
all virtual routers), and network traffic at this level is not associated to virtual 
machines, and hence there are no means to enforce reservation polices. 

The lack of traffic control in a shared kernel/hosting environment leads to poor 
performance isolation. The ingress traffic in the hosting environment is placed on a 
network queue which contains the traffic of all virtual machines since the traffic is 
not classified yet. An incoming packet might be dropped due to contention on the 
queue even before it has been identified to which virtual machine the traffic 
belongs. The packet drop for a certain virtual machine leads to throughput 
degradation. The throughput drop due to resource contention in the hosting 
environment depicts poor performance isolation. We anticipate that fine grain 
control of network traffic at an early stage of packet processing might be useful to 
improve isolation. In our work, we investigate how ingress traffic for a virtual 
machine can be classified on a reserved network queue inside the NIC. In relation 
to this, we explore how CPU cores can be associated to network queues in order to 
spread the workload and avoid CPU contention. Furthermore, we analyze the 
organization of shared kernel paths in order to identify and possibly eliminate 
other sources of contention, such as shared packet queues. 

The Single Root I/O Virtualization (SR-IOV [12]) extension to the PCI Express 
standard provides hardware-assisted I/O virtualization, which gives a way to 
completely bypass the hosting environment and dispatch packets directly to virtual 
machines. This offers clear advantages for performance, by eliminating 
virtualization overhead on the packet processing path. Therefore, we evaluate SR-
IOV and make comparisons with software-based alternatives. We also investigate 
how isolation can be ensured through different combinations of system and I/O 
virtualization techniques, and the tradeoffs involved between performance and 
performance isolation. 

Service Guarantees 
A service level agreement (SLA) is a contract between customer and provider 

about the service levels that the customer can expect from the provider. An SLA can 
for instance define a service guarantee in terms of minimum network throughput 
or maximum packet delay. However, it is challenging in a virtualized environment 
to achieve such service guarantees since not only does this require performance 
isolation, as discussed above, but also proper means for providing quantifiable 
levels of service guarantees. To some extent the problem is similar to the problem 
of service guarantees in non-virtualized IP networks, where different network flows 
are competing for physical resources such as link bandwidth and buffer space. This 
is the case also in a virtualized network, but in addition there is also competition 
for host computing resources among different virtual network functions. 
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Furthermore, different virtual machines in a virtual network may belong to 
different network enterprises, so network traffic is not under the control of a single 
administrative domain. Therefore, additional mechanisms are required to control 
traffic streams of different virtual machines in order to offer service guarantees. 

In our work, we investigate how throughput and delay guarantees can be 
achieved for virtual network functions. Our hypothesis is that direct control over 
network traffic stream of each virtual machine might be useful to provide both 
throughput and delay guarantees. This is due to the fact that non-virtualized IP 
networks has already demonstrated that performance guarantees can be achieved 
for different competing network flows by directly regulating their packet departures 
and arrivals. In this area, mechanisms such as token bucket rate control [13] and 
Weighted Fair Queuing packet scheduling [14] are well-established techniques to 
provide service guarantees. In our work, we investigate how similar concepts can be 
extended into a virtualized environment to achieve performance guarantees. 

1.4 Research Methodology 

Our methodology can be characterized as empirical evaluation in a test-bed. 
With an empirical research methodology, an experiment is performed and data is 
collected in order to verify a hypothesis. Depending on the experimental results, 
the hypothesis is either accepted, rejected or it may lead to further 
experimentation. We chose an empirical research methodology based on 
experimentation, since our objective is to evaluate existing virtualization 
techniques deployed on standard server platforms. For instance, in our work we 
hypothesize that virtualization overhead is lower for a container-based technique 
than a hypervisor-based technique. We perform an experiment and measure the 
performance of both techniques, the performance results can be compared to verify 
the hypothesis.  

Figure 3. RFC 2544 test-bed 

We evaluate packet forwarding performance of a virtualized commodity server. 
RFC 2544 [15] defines a standard method to examine the performance of a packet 
forwarding device. It uses a source machine (Figure 3) that generates network 
traffic that passes through the device under test (DUT) and is forwarded towards a 
destination machine, the traffic sink. The performance measurements take place at 
the traffic sink.  
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 We design our experimental setup according to RFC 2544; it consists of three 
Linux machines as shown in Figure 4. As a traffic generator, we use pktgen [16] 
which is a high-speed open source packet generator for Linux. On the receiver side, 
we use pktgen with extensions for receiver-side traffic analysis [17] at the traffic 
sink. The DUT is a virtualized computer system with several virtual machines 
running on the same hardware platform. Packet arrives at the DUT on a physical 
network interface (ingress NIC eth0), then they are redirected to virtual machines 
where they are processed and finally sent onto another physical network interface 
(egress NIC eth1), which is directly connected to the traffic sink. Packets are 
received and transmitted on virtual interfaces within a virtual machine, and the 
virtual interfaces are connected with physical interfaces. For instance, in Figure 4 
each virtual machine is configured with two virtual interfaces VIF0 and VIF1, with 
VIF0 connected to eth0 and VIF1 to eth1. The exact configuration of virtual 
machines and the number of VIFs vary depending on the test scenario. 

Figure 4. Experimental setup 

In our work, we want to investigate the performance overhead induced by 
different virtualization technologies. A challenge here is how to quantify the 
virtualization overhead. Our approach to this is that the overhead of a virtualization 
system can be determined by comparing the performance of a virtualized network 
function with that of a baseline system, which is a non-virtualized version of the 
same function. Our rationale for this is that the virtualization modules (such as 
virtual interfaces and virtual switches) are added on top of the packet processing 
modules that exist in the baseline system, so that a virtualized system extends the 
data plane of a non-virtualized system. Hence, the performance difference between 
the baseline system and a virtualization system is a measure of the virtualization 
overhead. We start our analysis from a simple non-virtualized IP forwarder and 
then step by step add more virtual components in order to quantify the overhead 
induced by the virtual components. 
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Another challenge is to identify the cause of performance degradation for a 
specific setup. When the measured throughput at the traffic sink is lower than the 
offered load, it implies that packets are being dropped somewhere along the packet 
forwarding path of the DUT. To locate the place (or places) where packets are 
dropped, we need to identify the potential packet drop locations along the 
forwarding path, and examine system statistic to determine which of the locations 
that are dropping packets. For this we use networking utilities (ifconfig and ethtool 
[18]) and the system statistics that is available in the Linux /proc file system, in 
order to identify packet drop locations along the forwarding path. Furthermore, we 
perform system profiling (using OProfile [18]) which is another method to locate 
bottlenecks. The profiler reports CPU usage of different packet processing modules, 
which allows us to identify modules with high CPU utilization in overload 
conditions.  

In our experiments, we gradually increase offered load until packet losses occur, 
or the maximum line rate is reached. This approach makes it possible for us to 
study how the system behaves for varying load conditions. For instance, interrupt 
mitigation algorithms switch between different interrupt processing schemes as 
load conditions vary, and this which has impact on forwarding performance. Most 
of our measurements follow the same procedure: A test iteration consists of 
generating a certain number of packets at a fixed rate using pktgen and measuring 
the throughput at the packet sink. Each iteration is repeated five times and the 
average of the results is taken as the measured throughput (in all measurements, 
the variance is not more than 1%). Then the rate is increased and the throughput is 
measured again. This is repeated until the maximum rate is reached. In this way, a 
comprehensive system analysis is performed under different load conditions.  

1.5 Summary of Thesis Contributions 

In our work, we evaluate how router virtualization, as an example of a virtualized 
network function, can be enabled on a commodity server while addressing the 
challenges of performance, isolation and service guarantees. We perform an in-
depth analysis of the packet forwarding path of a virtual router and identify 
potential bottlenecks both in terms of performance and isolation. The adverse 
effects of these bottlenecks are then verified through experiments. To address the 
problems, we redesign the virtualization architecture and demonstrate that our 
design considerably improve performance with strong isolation properties as 
compared to traditional virtualization architecture. As a next step, we extend our 
design to a multi-core platform, and investigate how resource contention (CPU and 
network queues to be more specific) leads to poor performance and isolation. In 
order to avoid resource contention, we propose a design with hardware-assisted 
virtualization that allows reserving resources on the basis of each forwarding path, 
something that is difficult to achieve in a traditional virtualization architecture. As 
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a result, we demonstrate that our design scales considerably better than traditional 
software-based approach on the multi-core platform while maintaining strong 
isolation properties.  

In this thesis, we also investigate network performance of virtualization 
technologies by comparing two prominent but completely different types of server 
virtualization, namely KVM [20] (as a representative of hypervisor-based 
virtualization) and LXC [21] (as a representative of container-based virtualization). 
We seek to identify performance bottleneck in the forwarding path of a KVM-based 
virtual router and argue for hardware-assisted virtualization as a remedy for the 
bottlenecks. We demonstrate that packet forwarding performance of a KVM-based 
virtual router improves more than eight times after introducing hardware support. 
This substantial improvement makes KVM performance comparable to that of LXC 
lightweight containers. Furthermore, our analysis leads to the conclusion that KVM 
virtualization with hardware support offers better resource management for virtual 
routers as compared to LXC. We argue that better resource management may lead 
to better performance isolation, and demonstrate this by exploring an overload 
scenario where KVM is found to exhibit better performance isolation than LXC. 

We further demonstrate the adverse effects of poor performance isolation in a 
real-world scenario where the Bidirectional Forwarding Detection (BFD) protocol 
[22] is used to detect link failure in a software router used for mission-critical
applications for remote healthcare. It is discovered that incoming BFD packets
(keep-alive messages) are dropped due to resource contention during periods of
overload. As a result of packets being dropped, BFD generates false alarms, which
leads to route flapping and instability. In order to avoid resource contention, we
reserve a certain share of capacity in CPU and network queues for BFD traffic. In
this way, BFD traffic is isolated from other traffic. Our experiments show that
proposed design achieves accurate results for BFD even at overload conditions by
eliminating false alarms and route flapping.

Finally, we investigate how throughput and packet bounded delay guarantees 
can be provisioned to virtual routers. For this purpose, we explore how a rate-
controlled service discipline [23] based on token bucket regulators can be realized 
in a virtual environment to provide service guarantees to physical network nodes. 
One of the main challenges in such a virtualized system is that it tends to process 
packets in clusters, due to processing delays that lead to queue build-ups. This 
distorts the traffic and could potentially violate the service level agreements upon 
which the rate controlled design is based. We investigate solutions to deal with 
traffic distortions in order to adapt the rate-controlled design to virtualized 
environments. Furthermore, we discuss realization aspects of the rate-controlled 
design and analyze its resource requirements. Furthermore, we investigate design 
options for token bucket rate control and demonstrate how a device-level 
implementation of token bucket can incur less processing overhead as compared to 
the regular token bucket that is part of Linux traffic control support. Finally, we 
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perform experimental evaluation of our rate-control design for two different 
virtualization technologies, namely KVM and LXC. Our results demonstrate that 
firm service guarantees can be provided to multiple competing virtual routers even 
during conditions of overload. 
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Chapter 2 
2  
Background and Related Work 

2.1 Background 

The term “virtualization” has been used in various disciplines of computer 
science for decades: server virtualization (or virtual machines), disk virtualization 
and application virtualization (such as the Java virtual machine), to name a few. 
Generally, virtualization introduces a layer of abstraction between a user and a 
computing resource in order to hide physical characteristics of that resource. 
Virtualization is typically used to achieve objectives such as efficient resource 
utilization and ease of management. In our work, we focus on virtualization of 
computer systems to run multiple virtual machines that act as network functions. 
The physical resources (such as CPU and memory) of a computer system are 
partitioned using a virtualization technology (KVM [20], Xen [24], and LXC [21], 
for example) and assigned to different virtual network functions. In this section we 
review the role of virtualization in the field of networking and present a short 
introduction of the NFV architecture.  

It has been argued that the current Internet architecture is suffering from 
ossification [25][26][27], which makes it difficult to perform innovative networking 
experiments on hardware-based networking equipment. This is because of two 
reasons. Firstly, the hardware-based equipment provides limited programmability 
and often hardware redesign is required in order to test a new protocol or 
algorithm. Secondly, the hardware-based equipment is used in production and 
running experiments on the same hardware may affect the production traffic. 
Network virtualization is presented as a solution [28][29][30] to the problem of 
ossification by virtualizing building blocks of a network (i.e. nodes and links). In 
this way, a virtual network that consists of various virtual nodes and links is 
instantiated on the physical network. Furthermore, multiple virtual networks (e.g. 
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experimental, production etc.) can be co-located on the same physical network and 
each virtual network can be programmed and controlled independently. The 
abstraction of virtual networks promises programmability and traffic isolation; two 
required properties to address the problem of ossification. Network virtualization 
has received much attention by the communications industry where major router 
vendors [31][32] as well as the open source community [33] have shown their 
interest in the technology.  

The idea of network virtualization has motivated researchers to evaluate regular 
computers for packet processing. It is due to the fact that software-based platforms 
are highly programmable, as compared to hardware-based equipment. 
Furthermore, support for virtual networking is readily available on commodity 
servers. There are plenty of studies which evaluate the performance of IP 
forwarders (i.e. virtual routers) on virtualized commodity servers [34][35][36]. The 
research on virtual routers laid the foundation for Network Function Virtualization 
(NFV), which suggests implementing a variety of network functions (IP forwarder, 
firewall, load balancer etc.) on virtualized commodity servers. In 2012, the 
standard development for Network Function Virtualization (NFV) has been started 
under the umbrella of European Telecommunications standards Institute (ETSI) 
[37].  

Figure 5. Network functional virtualization architecture [38] 

ETSI presents a high level NFV architecture with three building blocks, as shown 
in Figure 5 [38][39]. The first building block is called NFV Infrastructure (NFVI). 
NFVI is a collection of hardware and software resources. Computing, storage 
devices and network links are examples of hardware resources. On the top of 
hardware resource, there is a layer of abstraction which virtualizes the hardware 
resources. The virtual resources (such as virtual CPUs and virtual NICs) are 
allocated to virtual machines and different virtual machines can communicate to 
each other over virtual links. The second building block of the NFV architecture 
consists of virtual network functions (VNFs) and services. A network function is a 
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functional block within a network infrastructure [38]. For instance, IP forwarders, 
firewalls and traffic load balancers are common network functions. A VNF is an 
implementation of a network function over a virtual infrastructure. For instance a 
network function may be implemented on one or more virtual machines. Similarly, 
multiple VNFs can be connected in a series (chain) to form a network service. The 
exact number of VNFs and their order may change from one service to another 
depending on the functional specifications. The third building block is known as 
NFV Management and Orchestration (NFV MANO). NFV MANO deals with 
resource provisioning and management of VNFs. For instance, it can select one or 
more virtual machines over NFVI in order to map a network function. 
Furthermore, network service automation including creation and deletion of VNFs 
is an example of a management task which is performed by VNF MANO. 

The topic of Software Defined Networking (SDN) is closely related to NFV and 
has received considerable attention from research community. The SDN decouples 
the control and data planes of a network device. The control planes are executed on 
a remote controller (regular computer) which communicates with network devices 
to manage packet forwarding rules. The centralized control is argued to provide 
better programmability and network management than the traditional monolithic 
design (where both control and data plane reside on the same network device). 
NFV is a different concept than SDN, since it suggests implementing network 
functions on commodity servers. The two concepts are complementary and do not 
depend on each other. Later in related work, we present studies where SDN and 
NFV are consolidated within the same framework [40] [41][42].  

In this thesis, we focus on the VNF building block of the NFV architecture. Since 
a VNF represents a network function implemented inside a virtual machine, we 
first cover background on virtualization of a computer system. There are many 
different virtualization techniques and design options that can be used along the 
data plane of a network function and that may yield different performance and 
isolation results. Next, we discuss different building blocks of a virtualized 
computer system, as depicted in Figure 2. 

2.1.1 Server virtualization 
Server virtualization is layer of abstraction to instantiate virtual machines with 

certain requirements on resource allocation. For instance, a virtual machine has its 
own set of computing resources (CPU and memory, for example) and network 
resources (network interfaces and routing tables, for example) resources. There are 
many server virtualization techniques, but broadly we can divide them into two 
categories: 

• Hypervisor-based virtualization
• Container-based virtualization
A hypervisor is a piece of software that runs on top of the physical hardware and

virtualizes hardware resources (e.g. CPU and memory), which are used by virtual 



18 

machines. For instance, mainstream Linux has the KVM hypervisor [20], a 
loadable kernel module. The virtual machines are created on top of the hypervisor 
and the host operating system. The architecture is shown in Figure 6. From the 
perspective of the host operating system, which runs directly on the hardware, each 
virtual machine is an ordinary user space process. However, the virtual machine 
itself is a complete system with its own operating system and virtualized set of 
resources (e.g. virtual CPU, memory and I/O devices). Another example from the 
open source community is the Xen [24] hypervisor. There are many proprietary 
alternatives as well: Microsoft Hyper-V [43] and VMware vSphere [44] are two 
well-known hypervisors.  

Figure 6. Hypervisor-based virtualization architecture 

A hypervisor-based solution offers great flexibility, since each virtual machine is 
free to choose its own operating system independently of the host. However, 
hypervisors constitute a level of indirection where all resource accesses go via the 
hypervisors, which may result in performance degradation. The container-based 
approach [45] is an alternative to hypervisors. The architecture for container-based 
approach is shown in Figure 7. It virtualizes operating system resources (such as 
files, system libraries, routing tables) to create multiple execution environments, 
known as containers, on top of the same operating system. The solution is 
lightweight in terms of performance, since there is no virtualization of hardware 
resources. However, it is less flexible, since all virtual machines share the same 
operating system kernel. Examples of container-based approaches include Linux 
OpenVZ [46], Linux containers (LXC) [21], Solaris containers [47] and FreeBSD 
jails [48]. 

The concept of containers in Linux is implemented through namespaces, which 
is a feature of the host kernel. Namespaces make it possible to partition OS 
resources, such as network interfaces and routing tables, between user processes. 
Linux supports different types of namespaces, where each namespace virtualizes a 
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certain kind of resource. The network namespace is the most relevant to our work, 
which virtualizes network protocol stack. It allows each container to have its own 
routing table, packet filtering rules, IP address space and virtual network 
interfaces.  

Figure 7. Container-based virtualization architecture 

2.1.2 I/O virtualization 
I/O virtualization provides a mechanism to associate virtual network interfaces 

(VIFs) to physical interfaces. The functionality can be implemented either in 
software or hardware. Examples of software-based solutions are Ethernet bridge 
[49] and Open vSwitch [49].  Ethernet bridge provides a general-purpose switching
function that allows packets to be switched between interfaces (virtual or physical)
based on MAC addresses and MAC address learning. The Open vSwitch provides a
similar but more advanced solution. For instance, it supports open-flow switching
[51] in addition to ordinary layer 2 switching.

When a hypervisor-based virtualization is combined with software-based I/O
virtualization, an ingress packet on a physical interface is processed both by the 
host kernel and in user space. It is due to the fact that the physical network device 
driver and I/O virtualization modules are part of host kernel, whereas the virtual 
machine is a user space process. In order to provide a transparent communication 
channel between kernel and user space, a virtual network device (known as the 
TUN/TAP interface [52] in Linux) is used. It consists of two interfaces, one in 
kernel space and one in user space. The two interfaces are connected in such a way 
that data (a packet) written to one side becomes available for reading at the other 
side. In user space, packets are received and transmitted on VIFs associated to the 
virtual machine. There are several alternatives for a VIF. For instance, a VIF can be 
an emulated network device. Device emulation is an attractive choice, since it 
makes it possible to use standard network device drivers (e.g. Intel e1000) in the 
virtual machine without any changes. However, device emulation is a CPU-
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intensive task that could incur performance penalties. Another option is the Virtio 
Para-virtualized network device [52]. It is optimized to reduce virtualization 
overhead but requires modifications of the guest kernel, and is therefore a less 
flexible approach. 

When we combine container-based virtualization with software-based I/O 
virtualization, packet processing takes place entirely in kernel space. This is 
expected to give better performance than hypervisors, where packet processing is in 
user space and requires context switching. There are several VIF designs supported 
by container-based technologies. For instance, the virtual Ethernet device (veth) 
[54] (an Ethernet-like link layer network device but completely implemented in
software) is supported by both LXC and OpenVZ. Another example is OpenVZ
virtual network device (venet), which operates at the network layer. A virtual
network device can appear at the network level or at the link layer. A network layer
virtual device has a local IP address which is not visible from external networks,
and therefore may require additional configuration of for example routing and
network address translation. In contrast, a data link layer device does not have this
limitation and can appear as a regular network unit together with DHCP, ARP,
Neighbor Discovery, and so on.

Figure 8. Single root I/O virtualization [55] 

Single Root I/O Virtualization (SR-IOV) is an extension to the PCI Express 
(PCIe) industry standard to provide hardware-assisted I/O virtualization [12][55]. 
It is an alternative to software-based I/O virtualization, and offloads packet 
processing onto NIC hardware to improve performance. A physical PCIe device is 
virtualized so that multiple virtual PCIe instances are created, called Virtual 
Functions (VFs) as shown in Figure 8. A VF network adapter provides an Ethernet-



21 

like interface that can be used within a virtual machine. When a packet is received 
on a NIC, it is passed to a switch (“L2 sorter”) on the NIC. A destination MAC 
address lookup is performed to determine the destination VF. After that, the packet 
is placed on a hardware queue reserved for that VF. The next step is to transfer the 
packet from NIC to the VF’s memory area in the virtual machine. The virtual 
machine has its own memory addresses separated from host memory addresses, so 
virtual memory addresses need to be translated to host memory addresses in order 
to perform a DMA operation. The hardware support for such address translation is 
integrated inside the CPU chipset (VT-d, Intel-Virtualization Technology for 
Directed I/O [56]), which makes it possible to directly transfer a packet to the 
virtual machine’s memory without involving the host kernel or a hypervisor. 

2.2 Related Work 

We start in Section 2.2.1 by reviewing the general topic of packet processing in 
regular computers, not specific to virtual systems. This is still relevant, since virtual 
components are added on top of standard software modules (e.g. NAPI discussed in 
section 2.2.1) that are part of the hosting environment. Thereafter, we present 
studies on virtualized network functions in Section 2.2.2 and 2.2.3. We first deal 
with the extensive related work on performance of virtual network functions in 
Section 2.2.2. Then we cover work in Section 2.2.3 concerning studies on isolation 
and service guarantees. We highlight the major contributions and findings of these 
studies. 

2.2.1 Packet processing in Commodity Servers 

Performance of Linux network stack  
The Linux networking community has been working for several years to increase 

packet processing performance on commodity servers. For instance, NAPI [57] is 
an API for packet reception that replaced the old SoftnetAPI, which was found to 
perform poorly under high packet rates [58]. In Softnet API, an interrupt is 
generated for each received packet and interrupt processing is costly under high 
packet rates, which results in poor packet processing throughput. To deal with the 
situation, NAPI uses device polling instead of interrupt handling. However, the 
drawback of polling is that it has higher packet latency than interrupts. Therefore, 
NAPI adaptively switches between interrupt and polling modes. When a device is 
lightly loaded it generates interrupts, but when the load goes up, interrupts are 
turned off and polling is activated. Bolla and Bruschi evaluate packet forwarding 
performance of Linux-based software routers [59]. They study the packet 
forwarding path in Linux and it argue that performance can be improved through 
efficient reuse of packet descriptors. Instead of de-allocating the packet descriptor 
of a transmitted packet, it is re-allocated to an incoming packet to reduce the cost 
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of memory management. The revised data plane with descriptor reuse support is 
introduced as an optimized version and compared against regular Linux as well as 
Click-based [60] data planes. The results indicate that the proposed solution can 
lead to significant performance gains.  

In the aforementioned studies, kernel level solutions are proposed to improve 
packet processing performance. However, packet processing in user space is yet 
another aspect of commodity servers. It is well known that packet processing in 
user space results in poor networking performance [34][35], due to the fact that an 
incoming packet needs to pass through the whole kernel level networking stack 
before reaching the user level process. Furthermore, a packet copy operation is 
involved between user-kernel buffers, which becomes the performance bottleneck 
under high packet rates. Some efforts have been made in recent years to improve 
packet processing performance in user space. The Netmap framework [61] uses 
shared memory area between kernel and user space to eliminate the need of packet 
copying between user-kernel buffers. In addition, static memory allocation 
techniques are used to further improve the performance (in contrast to dynamic 
memory allocation as used in the regular Linux kernel stack). It is claimed that 
packet transmissions with Netmap are more than 20 times faster than with the 
regular Linux stack. The Intel data plane development kit (DPDK) I/O framework 
[62] is another example that by-passes the host kernel network stack to accelerate
networking performance. The host kernel by-pass is achieved by directly mapping
NIC buffers into user-space memory. The network device drivers are implemented
in user space and use device polling (instead of processing interrupts) to support
packet processing at high rates.

Click-based packet processing platforms 
Click [60] is a framework for building modular and extensible network functions 

on commodity servers. In Click, packet processing modules are called elements 
which perform different processing tasks (e.g. packet classification, IP route 
lookup). These elements are connected into a directed graph to provide specific 
network functionality (for example bridging and routing). Click has received 
considerable attention from the research community since it is designed to provide 
programmable and flexible data planes. However, it is challenging to achieve high 
networking performance in Click, due to the way in which packet processing in 
software is organized. Several efforts have been made to improve Click 
performance.  Double Click [63] processes a whole batch of packets in a system call 
(instead of one packet) to reduce per-packet processing overhead. Fast Click [64] is 
a framework that combines kernel by-pass techniques (DPDK and Netmap) with 
Click modules in user space to achieve high packet forwarding throughput. 
RouteBricks [65] is a yet another example of a software router architecture built on 
the top of the Linux/Click environment. The authors argue that multiple servers 
can be used to perform packet processing in parallel to improve performance of a 
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software router. Furthermore, parallel processing can be performed within a server 
by distributing the load among various CPU cores. It is claimed that packet 
forwarding throughput of 35 Gbps can be achieved by exploiting such parallelism.  

Another approach to improve Click performance is to combine graphics 
processing units (GPU) hardware accelerators with the Click framework. For 
instance, the designers of PacketShader [66] argue that the CPU might become the 
performance bottleneck under high loads and propose offloading packet processing 
tasks to a GPU. Furthermore, various performance tunings (e.g. batch level packet 
processing) are suggested to reduce the performance penalties of packet processing 
in the regular Linux networking stack. The results indicate that through this 
combination of GPU offloading and Linux improvements, PacketShader achieves 
forwarding throughput of 39 Gbps. The Network Balancing Act (NBA) [67] is 
another approach to use both CPUs and GPUs for packet processing. The authors 
introduce an adaptive mechanism to distribute the load between CPUs and GPUs in 
order to accelerate the performance. The authors claim that NBA achieves 80 Gbps 
packet forwarding throughput.  

Performance of user-space network stacks  
Although Netmap and Intel DPDK promise offer high performance benefits 

through by-passing the host kernel network stack, they require the network stack 
(TCP/IP) to be re-implemented in user space in order to support network 
applications. There are several efforts to build network stack in user-space for 
Netmap and DPDK. For instance, the Sandstorm application-specific network stack 
is developed on the top of Netmap in order to the improve performance of web and 
DNS servers [68]. In contrast to a regular network stack, Sandstorm avoids packet 
copying/buffering between kernel and user space to enhance performance. The 
authors claim two to ten times throughput improvements for web server 
applications and nine times for DNS servers. Click middleboxes (CliMB [69]) is a 
platform aiming to enable high performance network functions for Click with 
DPDK. TCP is implemented as a part of the Click platform (cTCP) in user-space. In 
contrast to the regular socket API, the cTCP API avoids packet copy operation while 
receiving or transmitting a packet. The results indicate that CliMB improves four 
times the performance for a proxy server, compared to a regular Linux platform. 
Similarly, mTCP (TCP stack for multi-core systems, [70]) is yet another example of 
a TCP stack implemented in user space to improve performance. 

Performance of packet schedulers  
There are recent efforts in the area of packet scheduling for high speed networks. 

Rizzo et al. [71] argue that software-based packet schedulers may become a 
performance bottleneck at high link speeds (e.g. 10 Gb/s or higher), and present an 
architecture that separates packet scheduling from the actual packet transmission, 
so that both tasks can be performed in parallel on a multi-core platform. It is then 
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demonstrated that more than 20 million scheduling decisions per second can be 
made for multiple clients by exploiting the parallelism of a multi-core platform. 
Mittal et al. [72] investigate whether there exists any single universal packet 
scheduling algorithm that can perfectly match the results of any given scheduling 
algorithm. No such algorithm is found, but Least Slack Time First (LSTF) is a close 
approximation to a universal packet scheduler. Authors demonstrate how LSTF can 
be used in different scenarios to achieve performance objectives such as average 
flow completion time, tail packet latency, and fairness. Sivaraman et al. [73] 
address the problem that network switch redesign is generally required to test 
innovative packet scheduling algorithms. The authors introduce an abstract, high-
level scheduling model based on common characteristics of packet schedulers 
concerning timing and the order of the packet delivery. That abstract model is 
claimed to be able to support a variety of packet schedulers without switch 
hardware modifications.  

Performance isolation and service guarantees  
There are studies which argue that services guarantees can be achieved by 

resolving resource contentions in commodity servers. For instance, Leverich and 
Lozyrakis demonstrate that the “memcached” application suffer high latency on a 
commodity server in the presence of parallel workloads [74]. CPU scheduling delay 
is identified as a major cause of high latency and the Linux Completely Fair 
Scheduler (CFS) is replaced with a scheduler that favors latency-sensitive 
workloads in order to achieve sub-millisecond delay guarantees. In another study, 
Dobrescu et al. investigate how network flows affect each others’ performance 
while sharing a CPU cache [75]. The authors argue that performance drop for a 
specific flow can be predicted with the help of system profiling, where offline 
profiling is performed of each network flow and collecting data about number of 
cache misses per second. Based on the profiling data, it is possible to predict the 
drop in performance for a specific flow in presence of parallel workloads. It is then 
experimentally demonstrated that performance drop for a flow can be estimated 
with an error less than 3%.  

2.2.2 Virtual Networking Performance 

Performance of virtual routers 
There are several studies of packet forwarding performance for virtual machines 

(that is, virtual routers). VINI [35] is a virtualized networking platform for 
experimentation with innovative networking ideas in a controlled but realistic 
environment. The virtualization platform is based on user mode Linux (UML) [76] 
and the Click framework [60][77]. Click is used for data plane processing in user-
space virtual machines. The forwarding performance of VINI is compared to that of 
a non-virtualized IP forwarder. A substantial virtualization overhead is observed, 
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stemming from the performance penalties of packet processing in user space. In a 
study by Egi et al., the suitability of Xen as a virtual router platform is evaluated 
[34]. It is concluded that Xen’s privileged domain can forward packets as fast as 
native Linux, while guest domain forwarding offers poor performance, mainly due 
to context switch overhead between privileged and guest domains. Trellis [78] uses 
Linux VServer [79] which is a container-based server virtualization technique to 
enable virtual routers. The packet forwarding performance of Trellis is compared to 
Xen (hypervisor-based) and OpenVZ (container-based). It is demonstrated that 
Trellis and OpenVZ-based virtual machines achieve significantly better forwarding 
performance than Xen. The results are expected, since containers are more light-
weight (and therefore less demanding) than hypervisors. N. Egi et al. evaluate 
performance of Xen and Click-based virtual router platforms on multi-core 
commodity servers [36]. The authors conclude that poor CPU cache locality on a 
multi-core platform leads to considerable performance penalties, and that in order 
to improve cache locality, careful mapping is needed of packet processing tasks to 
CPU cores. For instance, packet processing tasks should be shared between CPU 
cores that have a common cache. Significant performance gains are reported when 
the system is configured accordingly.  

Performance of I/O virtualization 

There are several studies on the topic of high performance virtual switching (I/O 
virtualization). Open vSwitch [49][80] is a software implementation of an Ethernet 
switch. It resides within the hypervisor and provides connectivity between virtual 
and physical interfaces. In this respect, it is similar to the Linux software bridge. 
However, Open vSwitch offers many additional features, such as open-flow based 
packet forwarding and virtual network management utility. From a performance 
point of view, it is demonstrated that Open vSwitch can achieves performance 
comparable to that of the Linux bridge [80]. Other solutions are built on the top of 
I/O by-pass technologies in order to achieve high performance. VALE [81] and 
mSwitch [82] are examples of high performance virtual switches built on top 
Netmap, whereas DPDK vSwitch [83] and CuckooSwitch [84] are examples of 
virtual switches based on the Intel DPDK framework. Yet another alternative for 
high performance virtual switching is SR-IOV, where the functionality of virtual 
switching is offloaded onto NICs (i.e. hardware-assisted I/O virtualization [12]).  

Callegati et al. report an experimental study [85] to identify performance 
bottlenecks of an OpenStack-based virtual networking infrastructure. Packet 
reception throughput is measured for KVM-based virtual machines under different 
scenarios. In order to quantify virtualization overhead, the performance is 
compared against a non-virtualized baseline set-up. The authors report significant 
performance disadvantages for the virtual machines and identify Linux bridge as 
performance bottleneck. It is then demonstrated that performance improves 
considerably by replacing the Linux bridge with Open vSwitch. Similarly, Liu 
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compares the performance of SR-IOV and the Linux software bridge [86]. The 
results indicate significantly higher performance for SR-IOV, which achieves packet 
transmission and reception throughput close to line rate with KVM. The studies do 
not evaluate packet forwarding performance.  

Performance of virtual network devices 

There are several studies on efficient implementation of virtual network devices 
to improve networking performance for virtual machines. For instance, Rizzo et al. 
argue that emulated network devices incur significant performance penalty [87]. 
Device emulation involves a large number of CPU context switches (between virtual 
machine and host kernel), which degrades the performance. One way to improve 
performance is to replace the emulated devices with para-virtualized network 
devices (Virtio [52] and VMware Vmxnet, for example). A drawback with this 
approach is that it may lead to compatibility issues with differences between 
hypervisors and guest operating systems. Therefore, the authors investigate how 
performance can be improved for emulated device drivers (such as the Intel e1000 
driver). The emulated device driver is modified so that instead of going via the host 
kernel, the device is directly attached to a virtual switch. As a result, the number of 
CPU context switches between virtual machines and host kernel are decreased. It is 
demonstrated that with the modified emulated device, the networking performance 
for KVM virtual machines is significantly improved. 

Another example of virtual network devices is ptnetmap [88], which is based on 
the Netmap framework. Like SR-IOV, ptnetmap by-passes the host kernel, but 
unlike SR-IOV it is completely implemented in software. It is demonstrated that 
ptnetmap can achieve line rate performance with a 10 Gbps NIC (14.88 Mpps). 
Although software-based implementations of I/O by-pass are not dependent on 
specific hardware, they still require modifications of components in a virtualized 
system (such as hypervisor and guest OS), which raises concerns for compatibility 
issues with hypervisors and guest OS versions. Dong et al. investigate how the 
overhead of interrupt handling can be reduced for SR-IOV-based virtual interfaces 
[89].  

Optimized VMs for packet processing tasks 

An alternative approach is to design specialized guest operating systems to 
achieve high packet processing performance. For instance, Martins et al. claim that 
traditional virtual machines (such as Xen and KVM guests) have poor networking 
performance since they are not optimized for network processing [11]. Instead, the 
authors put forward ClickOS, an operating system for virtual machines that is 
specially optimized for network processing on the Xen platform. To achieve high 
performance, ClickOS reduces the number of hyper-calls, uses batch level packet 
processing, and removes unnecessary software processing along the data path in 
Xen’s I/O subsystem. NetVM [90] combines Intel DPDK I/O by-pass framework 
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[62] with KVM virtualization in order to overcome performance limitations with
SR-IOV and achieve high performance. In addition, several data plane
optimizations are introduced (such as zero-copy data delivery and locking-free
operations) to further improve the performance. Furthermore, in order to avoid
CPU contention, a CPU core is reserved for each network flow (which might be a
scalability concern when there are many simultaneous flows). The evaluation
indicates line-rate performance for ClickOS and NetVM with 10 Gbps line cards.
One could argue though that performance is achieved at the cost of flexibility, since
guest operating systems modifications are required. There might be compatibility
issues while considering different alternatives of virtual devices, virtual switches
and hypervisors on these systems.

 Instead of using hypervisors, researchers have investigated lightweight Docker 
containers to achieve high performance for virtualized network functions. 
OpenNetVM [91] is such a framework that aims to achieve high throughput for 
network function chaining by combining DPDK and Docker containers. 
Furthermore, OpenNetVM uses a shared memory area to avoid costly packet copy 
operations when delivering packets from one NF to another. The performance of 
OpenNetVM is compared against ClickOS, which is Xen-based. The results indicate 
that OpenNetVM can provide significant performance benefits compared to 
ClickOS. Anderson et al. [92] argue that Docker containers [93] are better suited 
for network functions than traditional hypervisor-based virtualization techniques. 
The authors perform a comprehensive study to analyze the performance of 
different server and I/O virtualization approaches. In summary, the results indicate 
lower packet latency for a Docker container as compared to a Xen-based virtual 
machine. Furthermore, Macvlan [94] and SR-IOV are found to yield lower packet 
latency and latency variation compared to the Linux bridge and Open vSwitch. For 
a network function chaining scenario, where multiple networks functions are co-
located on the same host, macvlan performs better than the other alternatives. The 
worst performance is reported for SR-IOV, due to the higher packet switching cost 
involved in copying packets back and forth between NIC and containers.  

Hardware accelerators 

There are several studies concerning the use of hardware accelerators such as 
ASICs, Field Programmable Gate Array (FPGA) and Graphic Processing Unit 
(GPU) to improve the performance of virtualized network functions. Ge et al. [95] 
argue that commodity servers have performance limitations when it comes to CPU-
intensive network functions such as Deep Packet Inspection (DPI). Even though 
hardware accelerators could be used for offloading such packet processing tasks, 
there is no support for such hardware acceleration in cloud platforms. Therefore, 
Ge et al. presents the OpenANFV framework, which integrates FPGA hardware 
accelerators into the OpenStack environment. A prototype implementation is 
evaluated and it is demonstrated that for three different hardware accelerated 
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network functions, OpenANFV achieves significantly higher throughput than a 
system without hardware acceleration. Bronstein et al. [96] present a hardware 
abstraction model (HWA) for a common, unified architecture for hardware 
accelerators. The evaluation indicates performance gains for traffic load balancing 
and IPSec. Nobach and Hausheer [97] propose a framework for dynamic allocation 
of processing resources (CPUs and FPGAs) to VNFs depending on performance 
requirements. Furthermore, dynamic redistribution of workload between different 
CPUs and FPGA units is also provided to improve resource utilization. Finally, PDP 
[98] is yet another example of hardware accelerated architecture for network
functions. PDP offers both hardware accelerators and OS bypass technologies
(DPDK and Netmap) as parts of a framework to improve networking performance.

Relevance to our work 

Like many of the performance studies discussed above, our work aims to 
investigate how networking performance can be improved in a virtual environment 
and evaluate performance characteristics of server and I/O virtualization 
platforms. Our work differs in that we perform in-depth analysis of performance at 
overload conditions and identified how congestion affects throughput and latency 
when multiple virtual machines compete for resources. Moreover, we investigate 
alternative approaches for queuing and the influence of backlog queues in 
performance. As a way to decrease the probability of congestion and improve 
system behavior at overload, we design and evaluate an alternative forwarding 
architecture based on NAPI-Macvlan devices that drop packets at the NICs rather 
than in the operating system when congestion occurs. 

2.2.3 Virtual Networking Isolation and Service Guarantees 

Addressing resource contentions 

Ideally, the performance of a virtual machine should not be affected by the 
workload of other virtual machines. However, achieving such ideal performance 
isolation is not an easy task, due to the contention for resources that inevitably 
takes place in commodity servers. One approach in related work is to address the 
problem of CPU contention in order to achieve isolation and performance 
guarantees. In the work with Trellis [99], scalability and performance isolation 
properties are evaluated for container-based virtual machines using Linux VServer 
and NetNS. It is demonstrated that containers are scalable by running 64 virtual 
machines in parallel without any considerable performance degradation. 
Performance isolation is evaluated by investigating how virtual machines running 
in parallel affect each other. It is further shown how increasing the workload on 
one virtual machine can cause CPU starvation and packet loss on other virtual 
machines. 
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XenMon [100] is a performance monitoring tool for Xen, and in their study the 
authors propose to limit CPU utilization of virtual machines in order to enforce 
performance isolation. However, the evaluation is aimed at web server applications 
rather than networking performance. Xen Throughput Control (XTC) [101] is a 
control mechanism to provide packet forwarding guarantees to virtual machines. 
The CPU usage of a virtual machine is capped after attaining the targeted 
throughput. In this approach, it is ensured that no virtual machine is getting more 
than its share of CPU, which avoids CPU resource contention. However, this 
demands an accurate calculation of CPU cap in order to achieve a pre-defined 
forwarding rate. A feedback controller is used to obtain the cap values, by applying 
classic control theory. The feedback controller adjusts the CPU share by comparing 
the actual throughput of a virtual machine against the targeted throughput. The 
results indicate that the system is able to limit average throughput to the given 
target with some error margins (which is expected due to the reactive nature of 
feedback controller). Furthermore, the work is focused on throughput guarantees 
and does not cover the packet delay guarantees.  

The aforementioned studies focus on the problem of CPU contention. There are 
other studies that focus on other aspects, packet scheduling in particular, in order 
to achieve performance guarantees. For instance, Adamczyk and Chydzinski claim 
that Xen-based virtual machines may experience poor performance isolation [102] 
due to Xen’s round robin packet scheduler serving all packets at the same priority 
level, something that is not suitable for virtual machines with different 
performance requirements. Instead, a weighted round robin (WRR) approach is 
proposed where packets can be served differently depending on the configured 
weights. It is experimentally demonstrated how two virtual machines can achieve 
different targeted throughputs with the WRR scheduler. 

Keller et al. present a platform that aims to provide performance isolation 
through a synthesized data plane by merging virtual networks onto a Click-based 
data plane for Linux VServer containers [103]. Similarly, Zhang et al. split traffic 
with different requirements onto customized virtual machines in order to support 
specific network services [104]. For instance, a configuration with shorter queues 
would be preferred on the virtual machine in order to support delay sensitive 
services, whereas longer queues would be preferred in order to support loss-
sensitive service. A prototype virtual network infrastructure is implemented using 
Click-based data planes and OpenVZ containers. It is demonstrated that fine-tuned 
virtual machines can considerably improve the performance for specific services. 
However, the work does not address the issue of how to guarantee a certain 
targeted throughput or delay for a specific service. 

Relevance to our work 

Our work differs from the research described above in that we present a novel 
rate-controlled service design for virtual machines that provides both throughput 
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and packet delay guarantees, and that can be implemented efficiently on current 
systems. Furthermore, in the design we also build upon the results from our 
previous work on avoiding CPU contention, and evaluate token bucket filter 
placements in order to drop non-conforming traffic while spending as little CPU 
cycles as possible.  

Service Guarantees in data center networks 

There are a number of studies that aim to provide service guarantees in a data 
center network by enforcing rate limits on traffic sources (that is, end-host virtual 
machines). QJUMP [105] addresses the problem that congestion might occur in 
data center network switches due to throughput-intensive network flows causing 
queue build-up and congestion. Since throughput and latency sensitive network 
flows share queues in network switches, congestion leads to deteriorated services 
for latency-sensitive flows. QJUMP limits the packet rate on network senders and 
use traffic class features available in current switches to serve latency-sensitive 
flows at higher priority than throughput flows. Furthermore, differentiated service 
levels are supported as levels of tradeoff between throughput and latency. It is then 
demonstrated through evaluations that bounded delay can be achieved at the cost 
of throughput, and correspondingly that high throughput can be achieved by 
sacrificing delay bounds. 

Silo [106] is based on an approach similar to QJUMP, and dynamically enforces 
rate limits on virtual machines in order to achieve performance guarantees. 
Additionally, Silo provides a virtual machine placement algorithm in order to 
maximize the number of tenants in the data center network. Gatekeeper [107] is 
another rate-limiting approach where Linux hierarchical token buckets are used to 
enforce rate limits. The Gatekeeper architecture aims to provide bandwidth 
guarantees by using a feedback mechanism, where the rate limit at the sender is 
adjusted according to feedback from the receiver. A feedback mechanism is also 
used by EyeQ [108] to achieve bandwidth guarantees. However, EyeQ has its own 
implementation of the rate limiter, which is claimed to be more efficient than the 
hierarchical token bucket in Linux. SENIC [109] uses hardware-assisted rate limits 
at the traffic sources to improve performance of latency-sensitive applications. 
ElasticSwitch [110] is implemented as a part of the hypervisor to enforce rate limits 
for virtual machines. It aims to provide minimum bandwidth guarantees in a work-
conserving fashion, which means that unused bandwidth can be shared among 
competing flows to improve resource utilization. Finally, CloudMirror [111] is a 
solution for throughput guarantees based on a network abstraction model and 
workload placement algorithm, which is combined with the ElasticSwitch 
bandwidth enforcement in order to achieve a complete network virtualization 
framework. The study is limited to bandwidth guarantees, while bounded packet 
delay is outside the scope.       
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The previous approaches use feedback mechanisms between sender and receiver 
to control packet transmissions in datacenters. A different approach is to have a 
centralized controller to govern packet transmissions. Fastpass [112] addresses the 
problem that the distributed network architecture (as inherited from the Internet) 
does not provide enough control over the network traffic for a data center 
environment. Instead, Fastpass uses a central arbiter with a global view of network 
topology; it decides when a packet should be transmitted and what path it should 
follow. Fastpass is evaluated in parts of Facebook’s datacenter network where it is 
found to perform considerably better in terms of throughput and latency compared 
to the traditional architecture. Similarly, SecondNet [113] is another effort where a 
centralized controller determines the rate limit and routing path between two 
virtual machines across a datacenter network.  The scope of this work is limited to 
bandwidth guarantees, and does not include latency.  

Relevance to our work 

In contrast to the aforementioned studies where the virtual machines are acting 
as traffic sources in datacenter networks, our scenario is different in that we 
investigate performance guarantees for virtual machines implementing virtualized 
network functions. However, the techniques for applying rate limits at traffic 
sources are complementary to our work, since our proposed rate-controlled service 
design relies on traffic shaping performed at traffic sources according to agreed-
upon traffic profiles. 

Admission control and mapping of VNFs 

There is a considerable amount of recent research on admission control and 
mapping/placement of virtualized network functions onto a physical network of 
servers [114]. For instance, Mijumbi et al. [115] compare the performance of greedy 
and tabu search-based algorithms for mapping of virtualized network functions. 
The algorithms are evaluated considering different metrics such as the number of 
successful mappings, processing time, mapping cost, etc., and the tabu search-
based algorithm is found to perform slightly better than the greedy algorithms. 
Similarly, Moens and De Turck present Virtual Network Function Placement (VNF-
P) [116] with a mapping algorithm for a small service provider network. The 
authors demonstrate that their algorithm maps more than 600 service requests 
within 16 seconds, which is claimed to be fast enough for a service provider 
scenario. R. Cohen et al. suggest yet another algorithm (capacitated NFV location) 
for the mapping of virtualized network functions [117]. The results indicate that the 
proposed algorithm performs better than the greedy node mapping algorithm. We 
consider these studies of mapping of virtualized network functions to be 
complementary to our work. Our work focuses on the enforcement of service 
guarantees, while we assume there already exists a mechanism for admission 
control and mapping of virtualized network functions onto physical servers.       
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Consolidated frameworks for SDN and NFV 
Several studies combine SDN and NFV into consolidated frameworks for 

resource management. For instance, OpenBox separates the control and data 
planes of network functions [42]. The OpenBox architecture consists of a controller 
(control plane), service instances (data plane), and a protocol for communication 
between controller and service instances. The architecture aims to provide simple 
network management with efficient resource utilization. The E2 NFV framework is 
another example where a central controller is used to manage network functions 
[41]. The authors argue that a controller with a global view of the whole system can 
lead to improved resource utilization. Furthermore, the authors propose a network 
function placement algorithm that is a modified version of the classic Kernighan-
Lin heuristic algorithm [118]. The results indicate that the overall system 
throughput can be improved through the controller’s efficient resource 
provisioning.  Similarly, CoMb [119] is based on central management of network 
functions to improve resource utilization. 

OpenNF is another centrally controlled platform, which allows network 
functions to dynamically migrate between platforms while preserving their 
forwarding states [40]. Slick [120] presents programmers with a platform that 
allows the writing of high-level network programs without concerning about 
implementation details. The underlying network abstraction is provided by the 
Slick controller, which hides implementation details (e.g. VNF mapping and 
routing) while enabling network functions to be executed according to their 
program logic. The Extensible Open MiddleBox (xOMB) [121] is another 
architecture aiming to build programmable and incrementally scalable 
middleboxes on commodity servers. The architecture is based on a modular 
programming approach and introduces a network processing pipeline. The control 
is transferred from one packet processing module to another in the pipeline, in 
order to achieve the targeted network functionality.  

Relevance to our work 

The studies above have different directions compared to our work, and are in 
some sense orthogonal: We suggest a solution for performance guarantees that 
might be integrated into any NFV framework. 

As a final remark, this survey of related work illustrates some of the many 
challenges involved in achieving high performance and service guarantees for 
networking applications in a computer system not tuned for network processing. 
However, researchers have spent much effort on improving performance by 
systematically identifying performance bottlenecks and resolving conflicts in 
resource contention, which has resulted in considerable improvements in 
performance. As a result, commodity servers have become attractive candidates for 
packet processing tasks.  
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Chapter 3 
3  
Thesis Contributions 

This chapter presents the original work and the main contributions of the thesis. 
The thesis is a compilation of the following research publications 
[122][123][124][125][126]:  

Paper A 
Title: Performance Evaluation of Open Virtual Routers 
Authored by: M. Siraj Rathore, Markus Hidell, Peter Sjödin 
Published in: IEEE GLOBECOM Workshop on Future Internet, 
Miami, USA, 2010 

Paper B 
Title: Data Plane Optimizations in Open Virtual Routers 
Authored by: M. Siraj Rathore, Markus Hidell, Peter Sjödin 
Published in: IFIP Networking, Valencia, Spain, 2011 

Paper C 
Title: PC-based Router Virtualization with Hardware Support 
Authored by: M. Siraj Rathore, Markus Hidell, Peter Sjödin 
Published in: IEEE International Conference on Advanced 
Information Networking and Applications (AINA), Fukuoka, Japan, 
2012 

Paper D 
Title: KVM vs. LXC: Comparing Performance and Isolation of 
Hardware-assisted Virtual Routers 
Authored by: M. Siraj Rathore, Markus Hidell, Peter Sjödin 
Published in: American Journal of Networks and Communications, 
Volume 2, No. 4, Pages 88-96, 2013 
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Paper E 
Title: Resilient Communication through Multihoming for Remote 
Healthcare Applications 
Authored by: Voravit Tanyingyong, M. Siraj Rathore, Markus Hidell, 
Peter Sjödin 
Published in: IEEE GLOBECOM, Atlanta, USA, 2013 

Paper F 
Title: Service Guarantees for Virtualized Network Functions 
Authored by: M. Siraj Rathore, Markus Hidell, Peter Sjödin 
Published in: Under submission 

I am the single main author in all research papers (except paper E) under the 
supervision of my advisors (co-authors). Paper E is joint work with my fellow PhD 
student, Voravit Tanyingyong. Both of us worked together and had regular 
discussions. We shared ideas and performed experiments together. In the 
following, a summary of each paper is presented. 

3.1 Performance Evaluation of Open Virtual Routers 

In this paper we evaluate the packet forwarding performance of PC-based virtual 
routers [122]. The virtualization adds an additional layer of packet processing along 
the forwarding path of a PC-based router. The objective is to measure the 
virtualization overhead, and to identify and eliminate performance bottlenecks to 
reduce the overhead as much as possible.  

We compare two container-based virtualization approaches, namely OpenVZ 
and Linux Namespaces, also known as Linux containers (LXC). We start with 
analyzing the forwarding path of a non-virtualized PC-based router. Then we 
investigate how it can be extended by incorporating virtual devices to enable 
multiple virtual routers to run in parallel on the same machine. We compare 
different virtual device mechanisms at the link layer as well as at the network layer, 
and conclude that a virtual router architecture based on link layer devices offers 
more flexibility. Therefore, we decide to use the Linux software bridge in 
combination with the virtual Ethernet device (veth) [54]. The device combination is 
referred to as bridge-veth, and it is supported by both OpenVZ and LXC. 

We compare a virtual router based on bridge-veth with a non-virtualized IP 
forwarder, and study the difference in throughput as an indication of the 
virtualization overhead that is introduced. We find that the virtualization overhead 
is substantial both for OpenVZ and LXC. This is somewhat surprising, since both of 
them are light-weight virtualization techniques, which could be expected to have 
little performance overhead. 

We investigate the reasons behind the performance degradation by using two 
different techniques. In a first step, we identify the packet drop locations along the 
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forwarding path. Thereafter, we perform system profiling and examine the CPU 
usage of different packet processing modules. We discover that congestion occurs 
on a backlog queue (a queue along the forwarding path) during overload 
conditions, which results in considerable performance penalties for both OpenVZ 
and LXC. Furthermore, we find that the software bridge device consumes a 
significant amount of CPU cycles, which causes the system to become overloaded. 

Since we find that the Linux software bridge is a source of inefficiency, we 
proceed to explore the Macvlan [94] virtual device as an alternative to bridge-veth. 
Macvlan is a link layer virtual interface that also provides support for virtual-to-
physical device mapping, and it could thus replace both the software bridge and the 
veth devices. Macvlan uses a static MAC address mapping from physical to virtual 
interface. The software bridge, in contrast, uses MAC learning and requires 
forwarding database updates, operations which are the causes of some of the 
performance degradations. We conclude that Macvlan is less flexible due to its 
static MAC address mapping, but it could also be expected to be faster than the 
bridge-veth combination. In our experimental validation, we achieve substantially 
less performance drop with Macvlan compared to the bridge-veth combination, 
although there is still a performance penalty compared to the non-virtualized IP 
forwarder. With Macvlan, we also avoid congestion on the backlog queue. As a 
result, the packet forwarding performance is significantly improved. 

The contributions of this paper are as follows: 
• An in-depth comparison of OpenVZ and LXC containers for virtual routers.
• A detailed analysis of the forwarding path of a virtual router, where we

identify potential performance bottlenecks, in particular the Linux
software bridge and the backlog queue.

• A redesigned virtualization architecture based on Macvlan devices, which is
demonstrated to significantly improve performance.

3.2 Data Plane Optimization in Open Virtual Routers 

This work is a follow-up of the previous paper, where we further investigate the 
performance of container-based virtualization using Macvlan interfaces [123]. In 
this work we turn our attention to the design of the forwarding path with a backlog 
queue. We identify following potential drawbacks of having the backlog queue: 

• The backlog queue is maintained on a per CPU core basis. Hence, virtual
routers sharing the same CPU core would also share the backlog queue,
which may lead to poor traffic isolation.

• Having multiple queues along the forwarding path results in an extended
data path and longer processing delay.

To investigate the influence of the backlog queue on performance, we redesign 
the   Macvlan implementation and remove the backlog queue. With the queue 
removed, packets are passed directly between processing modules, without being 
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stored in intermediate queues. The modified Macvlan device is referred to as NAPI-
Macvlan.   

We compare the performance of a virtualized router with NAPI-Macvlan with a 
virtual router based on regular Macvlan devices. The results show that the Macvlan 
setup suffers from congestion of the backlog queue when we increase the number of 
network interfaces. When the offered load is increased, the amount of packets 
dropped on the backlog queue increases as well, leading to a situation with 
deteriorated performance and an overall throughput degradation. This is an 
inefficient use of CPU and the cost of dropping packets in software is significant. 
Intuitively, when a packet is dropped in the backlog queue, all the CPU cycles spent 
on bringing the packet to the queue, have been wasted. Hence, if a packet is to be 
dropped, this should be done as early in the processing chain as possible, 
preferably without any CPU cycles being consumed. This is what happens with 
NAPI-Macvlan: it causes packets to be dropped on the NIC, outside the operating 
system, when the load exceeds the capacity of the CPU. This leads to a superior 
utilization of CPU resources and results in better throughput. At maximum offered 
load, the throughput of NAPI-Macvlan is 79% higher than Macvlan. Furthermore, 
the average packet latency is reduced to approximately 50%. 

We then proceed to comparing the two solutions in terms of isolation and 
scalability. The isolation test is performed by running two parallel virtual routers, 
each with a dedicated pair of physical interfaces but sharing the same CPU. The 
results show that the performance of one Macvlan-based virtual router degrades 
when the load is increased on the other. So, even though we have isolation at the 
physical interface level, the isolation cannot be preserved between two virtual 
routers because of the shared backlog queue. However, we do not see the same 
effect for NAPI-Macvlan, so the results indicate that having the shared queue is 
detrimental to performance isolation. We also demonstrate that NAPI-Macvlan 
scales better than Macvlan when we increase the number of virtual interfaces and 
routing table entries in a virtual router. In these experiments, we observe no 
throughput degradation for NAPI-Macvlan, while for Macvlan the throughput goes 
down with around 40% when the number of virtual interfaces is increased from 2 
to 512.  

Our contributions in this paper are as follows: 
• An investigation of the adverse effects of a backlog queue on the data path

from performance and isolation perspectives.
• A redesign of Macvlan to eliminate the backlog queue.
• An analysis of performance, performance isolation, and scalability

properties of NAPI-Macvlan compared to regular Macvlan.
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3.3 PC-based Router Virtualization with Hardware 
Support 

In this paper, we explore LXC-based virtual router architectures for multi-core 
systems [124]. With this architecture we aim to exploit the parallelism of a multi-
core platform to improve both performance and isolation. However, there is a 
potential drawback that resource contention may increase on such a platform and 
become a bottleneck that limits the amount of parallelism. For instance there might 
be a situation where multiple CPU cores access an object (for example a packet 
queue) at the same time, and then only one core will be able to execute at a time. 
The starting point for our work is that proper resource reservation for each virtual 
router will help to avoid contention. 

The hardware-assisted I/O virtualization (SR-IOV) is an attractive technology 
since it allows reserving networking resources for virtual routers. Specifically, we 
can reserve queues (RX and TX) for a virtual router and dedicate a CPU core to 
process traffic for that particular virtual router. In this way, multiple CPU cores can 
independently process network traffic belonging to different virtual routers. We 
contrast this with a software-based I/O virtualization approach (i.e. Macvlan) that 
does not allow resource reservation on a per virtual router basis. The Macvlan 
architecture shares all queues and CPUs among all virtual routers. This resource 
sharing increases resource contention. This can be avoided using SR-IOV, which 
thereby seems to lend itself better to parallelization compared to Macvlan.  

We compare the performance between virtual routers based on SR-IOV and 
Macvlan respectively. The results show that SR-IOV has higher throughput than 
Macvlan on a multi-core platform, and that the relative performance difference 
increases with the number of CPU cores and number of virtual interfaces. Hence, 
we conclude that SR-IOV based virtual routers have better scalability properties 
than Macvlan-based virtual routers. 

The isolation test is performed by running two virtual routers in parallel on a 
physical setup with two physical network interfaces and CPU cores. With Macvlan, 
the throughput of one virtual router degrades when the load is increased on the 
other. Investigating resource statistics, we find that a heavily loaded virtual router 
consumes a significant share of resources (RX queue and CPU), which has negative 
impact on the performance of the other virtual router. This is not the case for SR-
IOV, where an overloaded virtual router does not affects other virtual routers 
running in parallel.  

Our contributions in this paper are as follows: 
• Evaluation of hardware-assisted virtual router architecture with respect to

resource contention on a multi-core platform.
• A comparative study of hardware-assisted and software-based virtual

routers in terms of performance and performance isolation on a multi-core
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platform, where the results indicate better scaling properties for the 
hardware-assisted approach compared to I/O virtualization in software. 

3.4 KVM vs. LXC: Comparing Performance and 
Isolation of Hardware-assisted Virtual Routers 

The results from the work in the previous paper indicate that container-based 
(LXC) virtualization (combined with SR-IOV) can achieve performance isolation
when a CPU core is reserved for each virtual router. Clearly, this approach limits
the maximum number of virtual routers that can be hosted in a system, so with
current processor architectures only a very limited number of virtual routers could
run in parallel. Furthermore, the workload of a virtual router might not require the
full capacity of a CPU core. Therefore, we explore other mechanisms of CPU
allocation where a CPU core can be shared among multiple virtual routers [125].
We investigate how such resource sharing can be achieved without sacrificing
performance isolation properties.

In LXC, all packet processing takes place in the operating system kernel, which is 
shared by all virtual routers. There are no mechanisms to reserve CPU shares for a 
particular virtual router in the kernel domain. Thus, faced with the fact that our 
objective of fine-grained CPU resource allocation among virtual routers cannot be 
met with container-based virtualization, we consider hypervisor-based 
virtualization with KVM instead. It turns out that KVM together with SR-IOV is a 
virtualization architecture that easily lends itself to control of CPU sharing in a way 
that suits our purposes for virtual routers. SR-IOV offloads kernel level packet 
processing and makes it possible to dispatch packets directly into virtual routers. 
This enables the entire packet processing to take place in user space, since a virtual 
router is executing as an ordinary user space process. CPU sharing between virtual 
routers can then be accomplished through the regular mechanisms for process 
scheduling in the operating system. 

The next question is how we can improve performance in terms of throughput 
with SR-IOV hardware support. Certainly we expect better performance with 
hardware support irrespective of virtualization technology since packet processing 
is offloaded to hardware. From the previous work, we learned that SR-IOV can 
improve the performance of virtual routers with LXC. However, we anticipate that 
the level of improvement should be even higher for KVM-based virtual routers, 
since hardware support completely eliminates the performance bottleneck with 
context switching that comes from packet processing taking place in both kernel 
and user space. This should be seen in contrast to LXC, where the entire LXC 
packet processing is already in kernel space, so there is no context switching taking 
place.  

We compare the performance of LXC-based and KVM-based virtual routers with 
and without hardware support. For KVM, performance is low without hardware 
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support but it improves more than eight times with hardware support. LXC 
achieves much higher performance already without hardware support, and is 
further improved by 18% with hardware support. We conclude from these results 
that hardware support is especially important for KVM. With hardware support, 
the forwarding performance of KVM is in fact only a few percent less than that of 
LXC.  

The isolation experiments are performed in the same way as for the previous 
paper, namely by running two virtual routers in parallel with two physical network 
interfaces. But instead of using two CPU cores, we use only one CPU core to process 
packets of both virtual routers. The results indicate that for KVM, the virtual 
routers stay within their reserved CPU quotas even when overloaded, while 
resource reservations cannot be maintained for LXC. This is expected: with KVM 
we can reserve a CPU share for each virtual router, and rely on process scheduling 
to enforce virtual routers to stay within their quotas. There is no such CPU control 
in LXC, and the default mechanism of the Linux kernel for packet dispatching (i.e. 
NAPI [57]) is designed to distribute the traffic load evenly, something that may not 
be the desirable behavior in some cases. Hence, we conclude that KVM is more 
suitable to support CPU sharing and performance isolation for virtual routers with 
little performance penalty.   

Our contributions in this paper are as follows: 
• Comparison of the virtualized packet forwarding architectures of KVM and

LXC with and without hardware support.
• Performance analysis indicating that KVM performance can be

substantially improved with hardware support for I/O virtualization; KVM
as a heavyweight virtualization technique can achieve packet forwarding
performance comparable to that of LXC lightweight containers; KVM with
hardware support for I/O virtualization can provide performance isolation,
whereas LXC cannot.

3.5 Resilient Communication through Multi-homing 
for Remote Healthcare Applications 

This work [126] is carried out as a part of the Carenet project [127], an initiative 
to deliver high quality healthcare services to patients at their homes. The major 
service provided by Carenet is a high definition video call. Carenet deploys a private 
overlay network that connects the patient’s home to the hospital. The residential 
gateway (RG – a software router based on commodity hardware) located at the 
patient’s home establishes an IP tunnel over Internet to connect with the router at 
the hospital. To provide link redundancy, two IP tunnels are established using two 
different Internet connections. One tunnel is active and the other is in standby; if 
the active tunnel fails, the standby tunnel takes over.  
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In this paper we investigate how a fast sub-second failover can be achieved to 
maintain the quality of the video call in the presence of communication failures. In 
addition, we investigate how resource reservation can be used to guarantee that the 
execution of link failure detection protocol is not starved out in case of resource 
contention. It is important to reserve resources in order to avoid packet drop, 
which may lead to false reports of link failure. The work is focused on the 
performance isolation of the failure detection protocol. 

We explore different alternatives for failover. Failover is a function of any 
traditional routing protocol (e.g. OSPF) but the convergence time can be in the 
order of many seconds. We discover that with the Quagga OSPF implementation, it 
takes one second just to detect a failure (recovery time is added on top of it), even 
when OSPF is configured for fast failure detection using “fast hello”. An attractive 
alternative seems to be to use bidirectional forwarding detection (BFD), a protocol 
designed to detect failures in the sub-second range. However BFD is limited to do 
perform failure detection – it does not perform recovery through routing changes. 

We measure the failover time for two different implementations of BFD, BFD for 
Quagga BGP [128] and the BFD application daemon [129]. The latter only provides 
failure detection and has no mechanism to respond to the failure and reroute the 
traffic. We extend the BFD application daemon with mechanisms to reconfigure the 
routing based on BFD status changes (we call this BFD with static routing). BFD 
with static routing gives shorter failover times compared to BFD for Quagga BGP. 
This is expected since static route configuration propagates new routes 
immediately into the routing table, whereas BGP has an overhead of route 
calculation before updating the routing table. BFD with static routing achieves an 
average failover time below 200 milliseconds by using a hello interval of 100 
milliseconds and a hello multiplier of 2. The results are encouraging and we 
continue to explore the performance of BFD with static routing. 

Since the BFD application daemon runs as a user space process, it might face 
resource contention in an overloaded environment. To test our hypothesis, we 
examine how the BFD application daemon is affected by traffic load. It turns out 
that under high load, the BFD application daemon occasionally reports false link 
status, which results in route flapping. At maximum offered load, false status is 
reported for more than 90% of the time. This is due to BFD hello packets being 
dropped on the RX queue in the RG. To address this problem, we reserve an RX 
queue and a CPU core for BFD traffic. In this way, BFD traffic is isolated from other 
traffic, resulting in complete elimination of false reporting and route flapping, 
when a hello multiplier of 2 (or higher) is used. Hence, an average failover time 
within 200 milliseconds is achieved even during overload conditions. 

Our contributions in this paper are as follows: 
• Investigation of alternative approaches to provide fast failover for a

software router.
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• Design of a solution based on BFD with static routing that performs
failover within 200 milliseconds.

• Analysis of the effects of resource contention on BFD, causing false link
status alarms.

• Design of performance isolation support using I/O virtualization
mechanisms to maintain BFD failover performance during overload.

3.6 Service Guarantees for Virtualized Network 
Functions 

We investigate how average throughput and bounded delay guarantees can be 
provided to virtual routers in a shared environment of a regular computer. In this 
regard, we revisit the rate-controlled service discipline [23] which is a classic 
approach to provide service guarantees in traditional IP networks. The rate-
controlled service is attractive in the context of network function virtualization 
since it does not only provide end-to-end delay guarantees but also ensures that a 
pre-defined traffic profile is maintained at every intermediate network node. It is 
an attractive property for service function chaining (a concept closely related to 
NFV), where a series of network functions enables a network service. Since each 
network function in a chain maintains the traffic profile, it will also be maintained 
by the whole chain. 

In this paper we explore how a rate-controlled service discipline can be extended 
to a virtual environment in order to achieve performance guarantees. The rate-
controlled discipline is combination of traffic regulators (e.g. token bucket to 
regulate incoming traffic according to a given traffic profile) and packet scheduling 
(e.g. first-come-first-serve). The packets are by default processed in a first-come-
first-serve fashion in the Linux system. Therefore a rate-controlled service 
discipline can be enabled by adding a token bucket regulator in the forwarding path 
of each virtual router. However, it is important to know where exactly it should be 
added in the forwarding path. 

We make performance analysis of virtualized systems and discover that packets 
are processed in clusters due to CPU scheduling. This clustering distorts traffic and 
thus the traffic profile might be violated at the output of a virtualized network 
function. It is therefore required that traffic is regulated by adding a traffic shaper 
at the output of the system. In addition, we propose a traffic policer early in the 
forwarding path to deal with misbehaving traffic sources and potential 
disturbances on the links. In contrast to what happens in a traffic shaper, non-
conforming packets are discarded by the policer so that resources in the virtualized 
system are not over-utilized. 

Furthermore, we discuss implementation aspects of the design. We explore how 
our design can be implemented in a resource efficient way. In this regard we 
compare an existing implementation of the token bucket policer TcTB [13] [130] to 
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our own implementation at the device level, referred to as IgTB. The device level 
implementation is less flexible (since it is driver specific) but results in lower 
processing overhead than TcTB. There are two reasons behind this lower overhead. 
Firstly, the forwarding path with IgTB is shorter than the forwarding path with 
TcTB. Secondly, IgTB policer is placed at an earlier location in the forwarding path. 
It means that non-conforming packets are dropped earlier, which is preferable 
from a system resource perspective. 

We implement a rate-controlled server in the two different virtual environments 
KVM and LXC. We evaluate our design under different scenarios including 
overload situations. The results demonstrate that target throughput and low 
average packet latency is achieved. Furthermore, we present how packet clustering 
results in throughput degradation in some cases. However, we demonstrate that 
our design is able to deal with the problem since the targeted throughput is 
achieved by sacrificing a small degree of resource efficiency.  

Our contributions in this paper are as follows: 
• A rate-controlled service design for virtualized system.
• A resource efficient implementation of a token bucket policer (IgTB).
• Two different implementations of the design using KVM and LXC

virtualization.
• Evaluation of the design under varying offered load, token bucket sizes and

number of virtual routers.
• It is demonstrated that packet clustering distorts the traffic which may lead

to violation of profile.
• The solution is proposed to remove the traffic distortion.
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Chapter 4 
4  
Conclusions and Future Work 

4.1 Conclusions 

In this thesis we demonstrate that the performance and isolation of virtualized 
network functions can be improved significantly by using hardware support and 
addressing the performance bottlenecks. We compare performance and isolation 
characteristics of different server and I/O virtualization alternatives. As a first step, 
packet forwarding performance is compared between OpenVZ and LXC, which are 
two prominent container-based server virtualization techniques. The results 
indicate poor performance in both cases, which prompts an analysis of the packet 
forwarding path in order to identify the source of high performance drop under 
high loads.  

We observe congestion on the backlog queue (a packet queue for virtual network 
devices) as a source of poor performance under overload conditions. Furthermore, 
through system profiling it is discovered that the Linux software bridge (which 
provides I/O virtualization) consumes a significant amount of CPU cycles, which 
makes the system become overloaded. The bridge is replaced with a Macvlan 
virtual device, which is a lightweight I/O virtualization alternative (available with 
LXC). This leads to a considerable performance improvement since the overload 
situation is avoided by using a lightweight virtual device.  

The further evaluation reveals that the system becomes overloaded in more 
complex scenarios even with Macvlan setup (for example when more network 
interface cards are added to the system), and congestion is then observed again on 
the backlog queue. In addition, poor performance isolation can be noticed as the 
backlog queue is shared among different virtual routers. It is noticed that poor 
service rate of the backlog queue in overloaded situations leads to congestion. 
Furthermore, an incoming packet is processed before it reaches the backlog queue, 
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and then dropped because of queue overflow. It is a waste of CPU resources to 
process a packet which has to be dropped later. Based on our analysis, we decide to 
eliminate the backlog queue from the forwarding path, and a virtual device instead 
delivers a packet directly to the next processing module (instead of queuing). We 
improve both performance and isolation with this revised forwarding architecture. 
Performance improves since we shorten the forwarding path and since packets are 
dropped outside the system during overloaded conditions. Performance isolation 
improves since traffic of different virtual routers kept better isolated by removing 
the shared backlog queue.  

It is investigated how virtual routers can exploit parallelism of a multi-core 
platform. In this regard, the performance of Macvlan and SR-IOV (two I/O 
virtualization alternatives) is compared. The results indicate that SR-IOV scales 
better by exploiting the parallelism of a multi-core platform. In contrast to 
Macvlan, SR-IOV reserves network queues for each virtual router and allows 
binding a CPU core to serve a particular network queue. These mechanisms lead to 
better scalability by avoiding CPU contention and improving cache locality. We 
thereafter compare the performance between two different server virtualization 
techniques, KVM (hypervisor-based) and LXC (container-based). It is observed 
that the performance of LXC is much higher than that of KVM. The performance 
bottleneck for KVM is the packet copy operation between kernel and user space. 
However, when software-based I/O virtualization (Macvtap) is replaced with SR-
IOV, the bottleneck is eliminated since the host kernel is bypassed by SR-IOV. A 
substantial performance improvement is observed for KVM and the difference 
between LXC and KVM becomes marginal. Furthermore, better performance 
isolation is demonstrated for KVM as compared to LXC. It is due the fact that a 
KVM guest machine is a user-space process where it is straightforward to control 
CPU quotas of different virtual routers, whereas it is difficult to control CPU 
resources for LXC-based virtual routers within a shared kernel.  

Based on the lessons learned from the aforementioned studies, it is 
demonstrated how performance isolation can be achieved for BFD traffic in order 
to attain a fast failover (within 200 milliseconds). Finally, the adaptation of a 
classic rate-controlled service design is presented for a virtualized system. The 
solution is based on rate limits and avoids an overloaded system in order to achieve 
performance guarantees. 

4.2 Future Work 

We would like to evaluate the rate-controlled service design in more challenging 
scenarios. Currently, we have evaluated the performance of rate-controlled service 
design for an IP forwarder which is one example of virtualized network function. A 
natural extension is to evaluate the performance of a chain of network functions 
where a variety of virtualized network functions (such as Firewall, IP forwarder, 
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and load balancer) are connected in a series to achieve a desired network service. 
We believe that rate-controlled service design has a potential to provide service 
guarantees for a chain of network functions since it promises end to end guarantees 
by ensuring that traffic conforms to a given profile at each intermediate node of a 
network. The evaluation can be performed for a variety of scenarios, since the 
length and the order of network functions may vary from one service to another.  

It would also be interesting to examine the scalability of the solution on a multi-
core platform. For instance, one interesting question is how many parallel network 
function chains can be enabled through proper resource allocation on a single 
server. Furthermore, it is also important to evaluate the solution for bursty traffic, 
which can be expected in real scenarios. It might also be interesting to see how the 
proposed architecture can be extended to a large NFV setup where the underlying 
infrastructure is based on a cluster of commodity servers and switches. In this 
regard, the proposed solution can be combined to a larger NFV framework which 
provides solutions for other NFV related problems (orthogonal to our work) such as 
mapping of network functions onto virtual machines.  
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