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Abstract

Reconstructing the evolutionary history of a set of species is a fundamental problem in
biology. This thesis concerns computational problems that arise in different settings and
stages of phylogenetic tree reconstruction, but also in other contexts. The contributions
include:

• A new distance-based tree reconstruction method with optimal reconstruction ra-
dius and optimal runtime complexity. Included in the result is a greatly simplified
proof that the NJ algorithm also has optimal reconstruction radius. (co-author Jens
Lagergren)

• NP-hardness results for the most common variations of Multiple Alignment. In
particular, it is shown that SP-score, Star Alignment, and Tree Alignment, are NP-
hard for all metric symbol distances over all binary or larger alphabets.

• A 1.375-approximation algorithm for Sorting By Transpositions (SBT). SBT is the
problem of sorting a permutation using as few block-transpositions as possible. The
complexity of this problem is still open and it was a ten-year-old open problem to im-
prove the best known 1.5-approximation ratio. The 1.375-approximation algorithm
is based on a new upper bound on the diameter of 3-permutations. Moreover, a new
lower bound on the transposition diameter of the symmetric group is presented and
the exact transposition diameter of simple permutations is determined. (co-author
Tzvika Hartman)

• Approximation, fixed-parameter tractable, and fast heuristic algorithms for two vari-
ants of the Ancestral Maximum Likelihood (AML) problem: when the phylogenetic
tree is known and when it is unknown. AML is the problem of reconstructing the
most likely genetic sequences of extinct ancestors along with the most likely mutation
probabilities on the edges, given the phylogenetic tree and sequences at the leafs.
(co-author Tamir Tuller)

• An algorithm for computing the number of mutational events between aligned DNA
sequences which is several hundred times faster than the famous Phylip packages.
Since pairwise distance estimation is a bottleneck in distance-based phylogeny re-
construction, the new algorithm improves the overall running time of many distance-
based methods by a factor of several hundred. (co-author Jens Lagergren)
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Chapter 1

Introduction

This is a thesis in computer science and it concerns the interdisciplinary field of
computational biology. In this field, techniques from computer science are applied
to solve problems inspired by biology. A central notion in biology is models of evol-
ution which describe the origin and descent of species. The major concern of this
thesis is computational problems that biologists are faced with when tracing evol-
ution under different models. This chapter contains basic background to relevant
issues of computation and biology.

1.1 Basic Introduction to Computation

A common problem in evolutionary biology is the reconstruction of the evolution-
ary history of a set of species, usually represented by a phylogenetic tree. One
such example is the reconstruction of the phylogenetic tree of the great apes, see
Figure 1.1. There is frequently little ancient information and instead the evolution-
ary biologist has to rely on the biological features of the extant species, i.e., living
species. Classic evolutionary biology dealt mainly with physical and morphologic
traits, such as the shape and size of the scull, while modern evolutionary biology
mainly uses information extracted from genetic material, such as DNA sequences.

The underlying assumption when reconstructing phylogenetic trees is that two
species with a close common ancestor are more similar than two species with a
more remote common ancestor. With regard to DNA sequences, similarity is meas-
ured with respect to a model of evolution which describes the type of mutations
that causes the sequences to change over time. A simple similarity measurement,
between two sequences, is using the number of mutations needed to transform one
sequence into the other. In this variant, two species are considered similar if a small
number of mutations can be used to explain the differences in their DNA sequences.

Once a model of evolution has been chosen the problem of reconstructing the
correct tree becomes purely computational. With respect to the simple model
above, the evolutionary biologist has to find the tree that explains the extant species

3
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Figure 1.1: The phylogeny of the great apes.

using the least number of mutations. Such computational problems are called
optimization problems. Further, the objective, for this particular problem, is to find
the tree that minimizes the number of mutations.

With regard to genetic sequences, the problem of computing the optimal tree
is easier said than done. An algorithm has to be designed which takes genetic
sequences as input and gives the optimal phylogenetic tree as output. Ideally, the
algorithm should compute the optimal tree quickly. However, the amount of time
it takes depends on the length of the input, i.e., the length of the genetic sequences
times the number of species. The speed of an algorithm is, therefore, defined in
relation to the length of the input, a.k.a. runtime complexity. To a computer
scientist, an algorithm is efficient if there is a polynomial f(x) which provides an
upper bound on the time it takes to execute the algorithm on input of length x.

Unfortunately, under most models of evolution there are no (and probably never
will be) efficient algorithms for computing the optimal tree. To a computer scient-
ist this means that the problem is inherently intractable and no algorithm could
possible solve it quickly. Since a phylogenetic tree still needs to be reconstructed,
the computer scientist does his best at designing an algorithm which does the job
as well as possible. Sometimes there are efficient algorithms which return approx-
imate solutions; solutions that have a guaranteed bound on how far from optimal
they are. Many other times, especially for problems in evolutionary biology, heur-
istic algorithms are used that often work well, but in some cases could be bad. As
Professor Richard Lipton stated it [86]: ”In biology approximate results may be
okay at times, algorithms that work well only on average may be okay, and even
algorithms that do not work every time may be okay.”

In general, while some problems are intractable many other problems do have
efficient algorithms that compute optimal solutions. However, if the input is large it
is not always enough with an efficient algorithm. In particular, many computational
problems in evolutionary biology have such large inputs that the algorithms need
to be as efficient as possible to be useful. That is, the algorithms should have a
runtime complexity which is upper bounded by as small a polynomial as possible.
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To conclude, when a computer scientist is faced with designing an algorithm for
a computational problem there are typically four questions to be asked:

• What is the most efficient algorithm that can be designed?

• If no efficient algorithm exists can the problem be proved intractable?

• Can an approximation algorithm be designed?

• Can a good heuristic algorithm be designed?

This thesis deals with computational problems arising in different settings of
phylogenetic tree reconstruction. For these problems all the aforementioned is-
sues have to be taken into consideration. For a more detailed introduction to the
subjects of algorithms, complexity, and approximation the reader is referred to
the books Introduction to Algorithms by Cormen et al. [35] and Complexity and
Approximation by Ausiello et al. [8].

1.2 Basic Biological Background

This section is intended for people with little knowledge of biology, while the rest of
the thesis is purely computational. It provides basic background to the underlying
evolutionary problems that this thesis deals with. Some generalizations are made
and the reader is referred to the book Molecular biology of the cell [4] for a full and
excellent exposition.

Our planet is filled with a multitude of single- and multi-cellular organisms re-
producing themselves by transmitting their genetic information, the genome, to
their descendants. Cells are the smallest self-reproducing units and each cell con-
tains one copy of the organisms genome stored in the form of deoxy-ribonucleic
acid (DNA) molecules. The DNA molecule, Figure 1.2, is composed by the four
nucleotides {A, C, G, T} and has the shape of a twisted ladder, the double stranded
helix. Each step in the ladder is formed by a pair of nucleotides bonding either as
A-T (adenine-thymine) or as C-T (cytosine-guanine). The two strands in the helix
are, therefore, complementary, i.e. one strand can be deduced from the other. For
example, the strand ”AGGGCT” is complementary to ”TCCCGA”.

The double helical structure of DNA makes it particularly easy to replicate.
DNA replication starts with the two DNA strands separating. This allows for the
enzyme DNA polymerase to sweep along each of the two strands and bring in
new nucleotides to assemble the complementary strands. The result is two ”exact”
copies of the genome. Subsequently, the cell divides into two; each cell with one
copy of the genome.

A common analogy is that the genome is a blueprint describing the biological
features of the cell. However, rather than one huge blueprint the genome is di-
vided into several smaller blueprints called genes. For example, the human genome
consists of about 6 billion base pairs, divided into 30,000-40,000 genes each of a
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Figure 1.2: The DNA-helix.

few hundred to a few thousand base pairs. Genes convey genetic information for
biological features but do themselves not perform functions. Instead the nucleotide
sequence of genes are translated into amino acid chains called proteins which per-
form most of the functions in cells. For example, proteins act as enzymes catalyzing
reactions, determine the shape and structure of the cell, generate movements, sense
signals, etc.

There are 20 amino acids and the translation from the four letter nucleotide
sequences into amino acid sequences is determined by the rules of the genetic code.
Each triplet of nucleotides, called a codon, specifies one amino acid as described
in Table 1.1. Although they are sequentially assembled, the amino acids along the
chain interact with each other. This causes the protein to fold into a complicated
3-dimensional structure with reactive sites on the surfaces. It is this structure and
the reactive sites which determine the proteins function.

The conversion from genes to proteins is not immediate. It begins by the tran-
scription of DNA into an intermediary messenger RNA molecule. Ribo-nucleic acid
(RNA) is, as is DNA, composed of four nucleotides. It is, however, single stranded
and one of the bases Thymine has been replaced by Uracil (U). Transcription of
DNA into RNA is performed by the enzyme RNA polymerase which moves along
the DNA helix temporarily separating the strands and at the same time assembling
the complementary RNA strand. Subsequently, the mRNA is sent to a ribosome,
a protein synthesizing machine, which translates the RNA sequence into the asso-
ciated amino acid chain. Continuing with our analogy above, the mRNA is a light
weight copy of the gene which is sent to a factory for production.

The processes of DNA replication and creation of proteins from DNA is referred
to as the central dogma. It holds in all types of self-reproducing organisms; euka-
ryota, bacteria, and archea1. In Figure 1.3 it is shown how gene expression works
in eukaryotic cells, cells with a nucleus. Furthermore, it should be mentioned that

1Viruses are not self-reproducing organisms. They hĳack the protein synthesizing machinery

of the host organism to reproduce.
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there are exceptions to the central dogma; a large number RNA molecules perform
functions themselves and are not translated into proteins.

Eukaryotic cells store the genome in a nucleus while bacteria and archea do not
have a nucleus. Another difference is that in bacteria and archea the genome is or-
ganized into one large circular chromosome. In eukaryotic cells, however, which in
general have larger genomes, the genome is divided into a few separate linear chro-
mosomes. Furthermore, multi-cellular eukaryotic organisms are diploid, meaning
that each chromosome occurs in two copies; one from each parent.

As was mentioned above, the human genome contains 6 billion base-pairs and
about 30,000-40,000 genes of no more than a few thousand base pairs each. Straight-
forward arithmetic shows that the majority of the genome is non-coding and does
not result in proteins. Some of the non-coding regions do not have known functions
and was previously called junk DNA. Other parts of the non-coding regions play
an important role in the regulation of gene expression. These regions are usually
short sequences, 5-30 nucleotides long, and called regulatory elements.

Amino acid DNA codon Amino acid DNA codon

Isoleucine ATT, ATC, ATA Leucine CTT, CTC, CTA, CTG, TTA, TTG

Valine GTT, GTC, GTA, GTG Phenylalanine TTT, TTC

Methionine ATG Cysteine TGT, TGC

Alanine GCT, GCC, GCA, GCG Glycine GGT, GGC, GGA, GGG

Proline CCT, CCC, CCA, CCG Threonine ACT, ACC, ACA, ACG

Serine TCT, TCC, TCA, TCG, AGT, AGC Tyrosine TAT, TAC

Tryptophan TGG Glutamine CAA, CAG

Asparagine AAT, AAC Histidine CAT, CAC

Glutamic GAA, GAG Aspartic GAT, GAC

Lysine AAA, AAG Arginine CGT, CGC, CGA, CGG, AGA, AGG

Table 1.1: The 20 amino acids and the DNA triplets coding for them.

..................................................................................................................................................................................................
................................................................................................. .................................................. .................. ................

.............. .............. ............... ................. .............................................................. ............................................................. ............................................................ ............................................................ ............................................................. .............................................................. ................. ................ .............. .............. ................ .................. .................................................. ............................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................. ................ ................ ................. ................. ................ ................ ............... .............. ............... ................ ................ ................. ................. ................ ................ ........................................................................................................................................................................................................................................... 7
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Figure 1.3: Gene expression in a eukaryote cell.
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Mutations, Selection, and Evolution

Mutations in a cell’s DNA occur randomly due to copying errors by the DNA poly-
merase and also due to exposure to radiation, chemicals, or viruses. Occasionally,
mutations represent changes for the better, more probably it does not affect the cell,
and in many cases it causes damage to the cell and it dies. This is reflected in the
law of natural selection; mutations occur randomly and the survival or extinction
of the individual is determined by its ability to adapt to the environment. Through
the course of time, mutations and selection change the genetic information and the
original species evolves giving rise to new species.

In multi-cellular organisms only the genetic material of the germ cells, e.g. eggs
and sperms, are passed on to the offspring. As a result, most mutations that
are accumulated throughout the different cells of multi-cellular organisms are not
passed on. However, there is a large variety within populations of multi-cellular
organisms. Therefore, when multi-cellular organisms reproduce the genome of the
parents are combined to produce a new unique offspring.

Local Point Mutations During replication the DNA polymerase sometimes
makes mistakes and assembles an incorrect nucleotide in the complementary strand.
Most of the time this is noticed by other enzymes which correct the error, but on
occasion the error remains in the genome and a mutation is passed down to des-
cendant cells. Such mutations are called substitutions ; one nucleotide is replaced by
another. Other times the polymerase inserts or deletes nucleotides, a.k.a. indels.
These three mutations are commonly referred to as local point mutations.

Mutations occur randomly and at ”equal” rate all over the genome. Some parts
are however more essential than others and subsequently, due to selection, these
parts are more conserved as the organism evolves. One example of a particularly
essential region to all self-reproducing organisms is the gene coding for DNA poly-
merase. Clearly, mutations in this gene can seriously damage the reproduction
ability of the cell. Therefore, due to selective pressure, it has remained highly
conserved throughout all organisms on the planet.

Some other mutations are not affected by selective pressure. For example, some
nucleotide substitutions in codons do not result in a change of the amino acid
they code and are termed neutral. Since these mutations carry little risk to the
individual, they are steadily accumulated as genomes are passed down to the des-
cendant cells. The affect of an insertions of a single nucleotide into a gene is the
opposite. Such insertions change all subsequent codons, a frame shift, resulting in
a drastically changed protein and serious damage.

Global Mutations As opposed to local point mutations, there are genome re-
arrangements which effect large segments of the genome either by transposing (mov-
ing) or reversing them. Such segments are called mobile genetic elements. Genome
rearrangements do not change gene products and are much less common than local
mutations. Still they appear to have played a significant role in the evolution of
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genomes, especially in the evolution of the fruit fly, Drosophila. Such mobile ele-
ments are many times remnants from a viral or bacterial infection, i.e. a part of a
genome from a virus or a bacteria that has been incorporated into the host genome.

Another type of global mutation is the complete duplication of a segment. If
the segment contains genes then the duplication gives rise to two copies the genes.
Since both copies carry the same function, the selective pressure decreases making
it possible for one of the copies to evolve into a gene with a different function. In
fact, most genes belong to larger families of genes which all have evolved from one
common ancestral gene.

Other global mutations affect the organization of chromosomes such as fusion
and fission of chromosomes. A chromosomal translocation is another event where
the tails of two chromosomes are interchanged. While the mobile elements are
caused by remnants of viral and bacterial infections the latter global mutations
occur during cell division due mainly to errors in the biological process. Large
segmental insertions and deletions also occur. See Figure 1.4 for a view of how
global mutations have been part of the evolution of human and mouse species.

Figure 1.4: The picture shows the chromosomes of the human and mouse genomes.
Each segment of the mouse genome is colored by the color of the human chromosome
where the segment appears. The picture clearly shows that global mutations have
played a central role in the evolution of human and mouse. Source: [99].





Chapter 2

Introduction to Computational

Problems

This introduction is meant to give background and to place the results of this thesis
into context. The next chapter is meant to give a detailed exposition of the results.
Here, we deal with distance-based and character-based phylogenetic tree reconstruc-
tion, computation of pairwise distances both with respect to DNA sequences and
gene order data, ancestral sequence reconstruction, and also multiple alignments.
The red line throughout the chapter is that of phylogenetic tree reconstruction. For
a full and excellent exposition to this subject the reader is referred to Felsenstein’s
book on phylogeny [61].

The evolutionary history of a set of species is a central concept in biology that
is commonly described by a phylogenetic tree. Frequently it is the case that the
phylogenetic tree is unknown and the only information available is the genetic
information of the taxa, e.g., a set of extant species. It is, therefore, a fundamental
problem to reconstruct the phylogenetic tree given information about the taxa.

The first to reconstruct evolutionary trees were Darwin and Haeckel in the
middle of the 19th century. They used physical and morphological information
about the species and from that they reconstructed trees in which similar species
were grouped together. Today evolutionary trees are reconstructed from genetic
information about the taxa. Most often the information is in the form of genetic
sequences, but it can also be information about the gene order, or based on anything
else where similarity between species can be measured. However, the underlying
assumption is the same as that of Darwin and Haeckel;

Two species with a close common ancestor are more similar than two
species with a more remote common ancestor.

All methodologies for phylogenetic tree reconstruction are defined by the fol-
lowing two notions:

1. the objective function, i.e. a criterion by which trees can be compared,

11
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2. and the algorithm that is used to search the space of trees to find the best
tree.

The aim is that the objective function models our assumption of evolution and that
the algorithm is good enough at finding the best tree. In general, there are two
approaches to phylogenetic tree reconstruction;

1. distance matrix methods and

2. character-based methods.

Distance matrix methods are the more universally applicable approach. The only
input is a matrix of estimated pairwise distances between the taxa and the ob-
jective is to find an edge weighted tree whose leaf-to-leaf distances are close to
the input matrix. These estimated distances have, however, been estimated from
the available genetic information about the taxa. In character-based methods, the
approach is to use the actual genetic information and not to reduce it to pairwise
distances. Further, each character-based method has an underlying assumption of
the type of mutations that change the genetic information. The objective functions
in character-based methods are thus defined by the genetic information and the
mutations that act on it.

There are two basic types of optimization criteria for character-based recon-
struction: parsimony and likelihood. Parsimony is the most straightforward ap-
proach; the objective is to find the phylogenetic tree which explains the genetic
information at the leafs using as few mutations as possible. Mutations are however
known to occur at random and occasionally it happens that new mutations reverse
the effect of earlier mutations. Therefore, there are likelihood methods for tracing
mutational events. In likelihood methods, there is an assumption of a known prob-
abilistic model describing the probability of the mutational events and the objective
is to find the phylogenetic tree which is the most likely explanation of the genetic
information at the leafs.

This thesis concerns computational problems that arise in different settings
and stages of phylogenetic tree reconstruction. This includes computing distances,
computing objective functions, and designing algorithms for searching the space of
trees.

Organization of Introduction

In the rest of this introduction, we describe computational problems that arise
in different settings of tree reconstruction. First, in Section 2.1, distance matrix
methods are described together with the most common objective functions and al-
gorithms. Moreover, the subject of accuracy from a distance-based perspective is
approached. This introduces the paper Fast Neighbor Joining by Elias and Lager-
gren [49].

As mentioned, distance-based methods take as input a matrix of pairwise evol-
utionary distances between the taxa. This requires that pairwise distances can be
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computed from genetic information corresponding to the taxa. In the following sec-
tions, we describe the three major settings of genetic information that is available
for phylogenetic tree reconstruction:

1. genetic sequences that have evolved through substitutions,

2. genetic sequences that have evolved through local point mutations (substitu-
tions, insertions, and deletions),

3. and genomes that have evolved through genome rearrangements.

Section 2.2 introduces the most simple setting of phylogenetic tree reconstruc-
tion; when the genetic information of the taxa are DNA-sequences that have evolved
only through substitutions. We discuss the character-based methods in this setting
and present some common probabilistic models of DNA-sequence evolution. With
respect to these models it is possible to compute the ML estimate of the actual
number of mutations by correcting for the observed mutational events. This is the
main concern of the paper Fast Computation of Distance Estimators by Elias and
Lagergren [50].

In view of probabilistic models, an algorithm for tree reconstruction can be seen
as a statistical estimator of the underlying tree it aims at reconstructing. Thus, due
consideration has to be taken to consistency and convergence of these estimators.
We discuss these issues with regard to various character-based methods and distance
matrix methods. Thereafter, we discuss issues of reconstructing ancestral sequences
in a phylogenetic tree with respect to such probabilistic models. This introduces
the paper Reconstruction of Ancestral Genomic Sequences using Likelihood by Elias
and Tuller [51].

Thereafter, in Section 2.3, it is described how tree reconstruction is performed
when the taxa correspond to sequences that have evolved through local point muta-
tions: substitutions, insertions, and deletions. In most such cases, there is a stage
in the data processing in which the sequences have to be aligned into an alignment
matrix such that homologous nucleotides are in the same column. Such multiple
alignments allow for a more thorough investigation of the data using only substitu-
tions, as described above. We introduce the most common optimization criteria for
multiple alignments, discuss their complexity, approximation algorithms, and heur-
istics. The complexity of multiple alignment is the main concern of Settling the In-
tractability of Multiple Alignment by Elias [46]. Finally, in Section 2.4, we describe
how pairwise distances can be computed from gene order data that have evolved
through genome rearrangements. This introduces the paper A 1.375-Approximation
Algorithm for Sorting By Transpositions by Elias and Hartman [48].
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2.1 Phylogenetic Tree Reconstruction using Distance

Methods

This section introduces the problem of constructing phylogenetic trees from pairwise
distances. First the most important optimization criteria are introduced followed
by an exposition on the different heuristic algorithms. At the end, we discuss the
issue of accuracy from a distance-based perspective.

Phylogenetic trees are used to represent the evolutionary history of a set of
taxa. In the setting of distance matrix methods, such trees are accompanied by an
edge length function, where each edge length represents the amount of evolution-
ary change between the two associated nodes. Such edge weighted trees naturally
induces an additive leaf-to-leaf distance function which uniquely corresponds to
the underlying edge weighted tree, see Figure 2.1. If the tree is T and the edge
length function is w then we denote the leaf-to-leaf distance between leaf i and j
as Dw

T [i, j].
The general idea of distance matrix methods is to reconstruct the edge weighted

tree from a distance matrix of estimated pairwise distances between the taxa. The
aim is that the additive distance matrix of the edge weighted tree should be as
close as possible to the estimated distances. This simple formulation has led to a
large variety of optimization criteria for finding the closest tree. Today distance
matrix methods is the largest family of tree reconstruction methods. It should be
mentioned that although the edge lengths are of interest, it is the tree which is the
most essential parameter in tree reconstruction.

............................................................................................................................................................................................................................................... ................................................................................ ............................................................................... ........................................................................................................................................................................................................................................................................................................
Tree T

A

BC

D 3 2111 Dw
T =

A B C D
A 0 3 6 6
B 0 5 5
C 0 2
D 0

Figure 2.1: A tree with edge lengths and the associated additive distance matrix.

Optimization Criteria

In 1967, Cavalli-Sforza and Edwards [27] proposed the least squares criterion for
reconstructing an edge weighted tree from a matrix of pairwise distances between
the leafs:

argmin(T,w)

∑

i,j

(D[i, j]−Dw
T [i, j])2,

where Dw
T [i, j] is the leaf-to-leaf distance between leaf i and j and D the mat-

rix of estimated distances. In addition to the ℓ2 matrix norm, which corresponds
to the least squares estimate, there are optimization criteria under other matrix
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norms such as ℓ1 and ℓ∞ norms. The ℓ2 norm is, however, statistically justified
and is, therefore, the most common criterion. The justification is based on the
assumption that the estimated distances in the input matrix are observations from
independent normally distributed distances in the true edge weighted tree. Under
this assumption, the least squares estimate of Cavalli-Sforza and Edwards is the
standard statistical approach for obtaining the most likely estimate, when the vari-
ances of the distributions are assumed to be 1. Also in 1967, Fitch and Margoliash
[64] introduced a least squares estimate in which the variance was allowed to dif-
fer. Furthermore, there are least squares estimates in which the distances are not
assumed to be independent [29].

Cavalli-Sforza and Edwards proposed the least squares estimate and showed
how the least squares estimate of the edge lengths can be computed for a given
tree in time O(n3), this has subsequently been improved to O(n2) [66]. However,
as was shown by Day in 1986 [39], finding the least squares edge weighted tree is
NP-hard. Furthermore, it is NP-hard to select the closest edge weighted tree under
the ℓ1 [39] and ℓ∞ [2] matrix norms. Therefore, it is unlikely that exact polynomial
algorithms exist, but several heuristics have been proposed.

Minimum evolution (ME) [82, 105] is another popular criteria for distance meth-
ods. In ME, the objective is to find the edge weighted tree with total shortest edge
lengths when these are defined by the least squares estimate. Furthermore, there
are criteria that not are based on matrix norms. In particularly, those that are used
in quartet methods, which are mentioned below.

Algorithms

The work of Cavalli-Sforza and Edwards is based on the work on clustering al-
gorithms by Sokal and Sneath from 1963 [113]. The first clustering algorithm, called
UPGMA, was introduced by Sokal and Michener in 1958 [114] and since then a large
number of clustering algorithms have been invented [114, 107, 49, 65, 21, 110].
These build a binary tree from a star tree by iteratively picking a pair of sibling
taxa, creating a new node representing their parent, and computing a new reduced
distance matrix in which the siblings have been replaced by their parent. Thus,
there are two properties that define a clustering method: (1) the selection criterion
that is used for selecting a pair of siblings and (2) the reduction function used for
computing the new matrix.

Clustering methods do in general not optimize any of the aforementioned cri-
teria. They should rather be seen as recipes for constructing a tree according to a
set of rules. These rules are, however, many times based on the criteria mentioned
above and the algorithms can, therefore, be seen as heuristics for these criteria.

The Neighbor Joining (NJ) algorithm, seen below, is a clustering method intro-
duced by Saitou and Nei in [107], in Studier and Keppler [116] the running time
was improved to O(n3). My impression is that NJ is the most widely used tree
reconstruction method and that it has been embraced due to its simplicity, speed,
and accuracy. At each step it uses a form of minimum evolution to select which
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pair of taxa to cluster. NJ can thus be seen to approximate the minimum evolution
criterion and may also be seen as a rough estimation of the least squares estimate.

Algorithm NJ(D)

1. while the number of nodes in D > 3 do

a) Select a sibling pair by
(a, b)← argminx 6=y∈D(n− 2) ·D[a, b]−∑

z∈D

(

D[z, a] + D[z, b]
)

b) Reduce a and b to a new node c representing their parent. Remove a
and b from D and add c by setting the distance to any other node z as
D[z, c] ,

(

D[z, a] + D[z, b]
)

/2

c) Connect a and b to c by adding edges (a, c) and (b, c).

2. Connect the three nodes of D in a star and return the resulting tree.

There are other methods which attempt to optimize one of the criteria men-
tioned above. However, since the problems are NP-hard there are probably no
polynomial algorithms. Therefore, most algorithms that attempt at actually op-
timizing one of the criteria adopt heuristic hill climbing. The basic idea in these
methods, so called branch swapping algorithms, is to perform local changes in trees
to improve the objective, such as disconnecting a subtree and then reconnecting it
at some other place. In the case of the least squares criterion, there are two such
methods: Felsenstein’s method [60] and Makarenkov and Leclerc [91]. For min-
imum evolution the algorithm by Desper and Gascuel [41] also attempts at finding
a local optima through branch swapping.

Quartet methods1, popularized by Buneman [23], use a different set of optim-
ization criteria that are not based on matrix norms. Here, the idea is to build
small trees of only four species and then to puzzle these together using different
rules. The first such method was the Buneman tree algorithm [23] which has O(n3)
running time [18] and constructs a tree containing all quartets (a, b)(c, d) s.t.

min( D[a, c] + D[b, d] , D[a, d] + D[b, c] ) −D[a, b] −D[c, d] > 0.

The idea of using quartets to build a tree has been extended further in the DCM
algorithm [77, 85] which builds a set of subtrees, using some other algorithm as
a subroutin, and then merges these together to create a tree for all taxa. The
only implementation of DCM that is of practical interest uses NJ to construct the
subtrees and it requires O(n5) time. The algorithm FastNJ presented in Elias and
Lagergren yields a variant of DCM with running time O(n4).

1It should be mentioned that quartet methods also are applicable when the input consists of

quartets, rather than a distance matrix from which the quartets are constructed.
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Accuracy of Algorithms

Most objective functions in tree reconstruction from distance functions have been
shown to be NP-hard. However, it is possible to give conditions on the input matrix
under which algorithms do find the correct tree. One particularly desirable property
for a distance method is to reconstruct the unique edge weighted tree (T, w) given
an additive distance function Dw

T . For example, the UPGMA algorithm [114] does
not have this property while the NJ algorithm [66] does.

With regard to accuracy of tree reconstruction, the big quest is to give a com-
prehensive set of conditions under which different methods reconstruct the correct
tree. Atteson [7] was the first to approach this subject. He termed a distance
matrix D nearly additive if there is an additive distance function Dw

T such that

|D −Dw
T |∞ <

µ(T, w)

2
, (2.1)

where µ(T, w) is the minimum edge length in (T, w). Further, Atteson proved
that the two clustering algorithms NJ [107] and ADDTREE [110] have optimal
reconstruction radius in the sense that: (a) given a nearly additive distance function
they reconstruct the unique tree T and (b) there can be more than one tree for which
|D−Dw

T | < δ holds if δ ≥ µ(T, w)/2 (see Figure 2.2 for an explanation). Atteson’s
proof have been significantly simplified by Elias and Lagergren [49]. Moreover, they
presented a new variant of NJ, called FastNJ, with the same optimality guarantee
and also optimal runtime complexity O(n2). Recently, Mihaescu et al. [94] further
improved the work and proved that both NJ and FastNJ reconstruct the closest
tree under a larger set of distance matrices (which includes the nearly additive
matrices). They also proved that all edges which are longer than 4 · |D−Dw

T |∞ are
correctly inferred by both algorithms, i.e., l(e)/4 > |D−Dw

T |∞. This last property
is referred to as the edge radius of the algorithm.

In practice, most distances are far from being nearly additive. Thus, although
important, optimal reconstruction radius is not sufficient for an algorithm to be use-
ful in practice. Moreover, the notion of reconstruction radius only includes some of
the matrices for which a method correctly reconstructs the tree. Therefore, methods
cannot be compared only with respect to the reconstruction radius. For example,
the recent DLCA algorithm by Gronau and Moran [68] has optimal reconstruction
radius, optimal edge radius, and optimal runtime complexity. However, in practice
the output from this algorithm is not necessarily more accurate than that of NJ
and FastNJ. On page 22 we approach the subject of accuracy under probabilistic
models of sequence evolution. For a listing of the conditions under which different
algorithms reconstruct the correct tree see Table 2.1



18 CHAPTER 2. INTRODUCTION TO COMPUTATIONAL PROBLEMS

..................................................................................................................... .......................................................... ......................................................... ..........................................................................................................................................................................Tree T

a

bc

d

µ
. ........................................................................ ................................................................................................................................................................................................................................................................................................................................... .......................................................................................................... ............................................................................................................ ..........................................................................................................Input distanes D

ad

c b

µ/2

µ/2

........................................................... .........................................................
. ......................................................... ..........................................................

..........................................................................................................................................................................
Tree S

ad

c b

µ

Figure 2.2: The optimal reconstruction radius. The distance matrix D is on the
same distance to both trees, i.e. |D −Dw

T |∞ = µ/2 and |D −Dw
S |∞ = µ/2.

Complexity Radius Edge Radius

UPGMA [114] O(n2) 0 0
NJ [107, 7, 49, 94] O(n3) 1/2 1/4
BioNJ [65] O(n3) 1/2 1/4
FNJ [49, 94] O(n2) 1/2 1/4
ADDTREE [110, 7] O(n4) 1/2 1/2
Buneman [23, 7] O(n3) 1/2 1/2
DLCA [68] O(n2) 1/2 1/2

Table 2.1: A table overlooking the conditions under which some important al-
gorithms reconstruct the correct tree. The runtime complexity is expressed in the
number of taxa n, while the size of the input is a matrix of size O(n2). Both the
reconstruction radius and edge radius are expressed in terms of the factor which
provides the upper bound to the error, e.g. NJ correctly infers all edges that are
longer than l(e)/4 > |D −DT |∞ and therefore it has edge radius 1/4.

2.2 Tree Reconstruction based on Sequences that have

Evolved through Substitutions

This section contains an introduction to phylogenetic tree reconstruction from ge-
netic sequences that have evolved only through substitutions. We describe the
character based methods to tree reconstruction, present some important models of
DNA-sequences evolution and how estimated pairwise distances are computed in
these models. Further, we approach the subject of statistical accuracy and recon-
struction of ancestral sequences.

As was mentioned in the beginning of this chapter, the character based ap-
proach to tree reconstruction uses the actual genetic information of the taxa and
type of mutations that have caused their divergence. The most simple type of
genetic information available is that of DNA sequences that have evolved only
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through substitutions. There are few real world biological cases of sequences that
have evolved without insertions and deletions of nucleotides. However, the regu-
lar approach to tree reconstruction of genetic sequences that have evolved through
all three types of local point mutations is to first create a multiple alignment, as
describe in the following section. Thereafter, the common approach is to ignore
all positions in which insertions and deletions have occurred and to analyze the
remaining positions using only substitutions as done in this section.

Character Based Optimization Criteria

Parsimony is one of the first character based criterion for tree reconstruction that
was introduced in 1963 by Edwards and Cavalli-Sforza [43]. In parsimony, the input
is the sequences in the taxa and the objective is to find the most parsimonious (MP)
tree, i.e., the tree which explains the taxa with as few substitutions as possible. This
is a simple and appealing approach, since it does not assume any statical model of
sequence evolution. On the other hand, this is the very reason why MP is criticized
for not being statistically sound.

Since mutations occur at random, over time there is an increasing number of
substitutions which reverse the change of some earlier substitutions. One problem
with parsimony is that it fails to take such reversals into consideration. The more
common approach is therefore, to use probabilistic models of sequence evolution
which describe how nucleotides evolve independently and identically according to
some Markov model from the root down toward the leafs. In this statistical frame-
work each edge has an associated probability of change and, thus, each phylogenetic
tree has a probability, a.k.a. the likelihood, of generating the observed sequences at
the leafs. Likelihood methods were first introduced by Edwards and Cavalli-Sforza
in 1964 [44], but was to a large extent popularized by the work of Felsenstein [58].

The most common likelihood based criterion is to seek the phylogenetic tree,
together with edge lengths, which has the largest probability averaged over all
possible assignments to the internal nodes of generating the observed sequences at
the leafs. This criterion is commonly referred to as Maximum Likelihood (ML).
However, there are other criteria, for a listing see Steel and Penny [115], one of
which is Ancestral Maximum Likelihood (AML) which is described at the end of
this section. Also parsimony can be seen as a likelihood based approach if the rates
of evolution on each branch of the tree can vary freely from site to site.

Both MP and ML are NP-hard [39, 32] optimization problems. This probably
rules out polynomial algorithms for finding optimal solutions, but there are a large
number of heuristics. The most common heuristics for finding good trees [106, 59]
under both criteria is to start with an initial tree and then perform branch swapping
as described on page 16. In addition, distance methods can be used as heuristics
for character based optimization criteria. For MP the approach is to compute all
pairwise hamming distances and then apply a suitable distance method. Similarly,
for ML the approach is to compute the most likely estimate of each pairwise distance
and then apply the distance method. Since the genetic information is reduced to
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pairwise distances the distance-based methods are generally slightly less accurate
then the character based heuristics. However, distance-based methods are usually
much faster and also easier to implement.

Models of DNA Evolution and Distance Estimation

As mentioned above, mutations occur at random and therefore over time there is an
increasing probability that substitutions reverse the change of some earlier substitu-
tions. Here we present some probabilistic models of sequence evolution and describe
how estimated pairwise distances are computed in these models. There are vari-
ous Markov models which describe how sites evolve independently and identically
over time from the root down toward the leafs. The simplest model is the two-
state Cavender-Farris-Neyman model (CFN) [28, 55, 98]. In this model, there are
two symbols (0 and 1) and each edge is associated with a probability of mutation.
Although CFN applicable in some biological settings, it is mainly of theoretical in-
terest. Markov models for DNA evolution consist of four states, one for each base,
and for each state transition there is an associated rate of change per time unit. For
each such model, specific nucleotide, and elapsed time t it is possible to compute the
probability of observing a substitution from the nucleotide to any of the three other
bases. Moreover, it is possible, either numerically or through a closed formula, to
compute the most likely estimate of the actual number of substitutions between
two sequences by counting the observed number of substitutions and reversing the
computation of the Markov model.

The simplest of these models is the Jukes-Cantor model [78], Figure 2.3A. In
this model all state transitions have the same rate, denoted α. Since each nucleotide
can mutate into three other bases after time t the expected number of substitutions
in one position is t3α. Using the properties of the Poisson distribution, it can be
shown that the probability of observing a change n1 → n2 after time t is

Pr[n2|n1, t] =
1

4

(

1− e−4αt
)

and the probability of observing any of three possible substitution is, therefore,

3

4

(

1− e−4αt).

Thus, given α and t, we have the probability of change and can compute the
likelihood of observing two sequences of length l on Hamming distance h as

ph · (1− p)l−h,

where p is the probability of change. Moreover, if α and t are unknown we can
invert the function to compute the ML estimate of the actual number of mutations,
t3α, as

−3

4
· ln

(

1− 4h

3l

)

.
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Figure 2.3: (A) The Jukes-Cantor model. (B) Kimura’s two-parameter model, with
α as the transition rate and β as the transversion rate.

In the Jukes-Cantor model the probability of mutation is the same for all nine
different state transitions. Since this is not the case in reality there are more
general models. In Kimura’s two-parameter model [83], Figure 2.3B, which is a
generalization of the Jukes-Cantor model, there are two different rates of change.
The model, distinguishes between two types of state transitions; transitions which
are changes within the purine (A and T) and pyrimidine (C and G) groups and
transversions which are changes between the groups. As with the Jukes-Cantor
model, given the model parameters, α and β, it is possible to compute the likelihood
of observing two divergent sequences. Moreover, there is a closed formula for the
ML estimate of the actual number of mutations which is given by

1

2
· ln

( 1

1− 2P −Q

)

+
1

4
· ln

( 1

1− 2Q

)

,

where P and Q are the observed rates of transitions and transversions, respectively.
Both the Jukes-Cantor model and Kimura’s two-parameter model assume that

the equilibrium distribution of nucleotides is uniform. This is an unrealistic as-
sumption and there are more sophisticated models such as Felsenstein-84 [84] and
the Tamura-Nei model [119] which allow for arbitrary base frequencies. In addi-
tion, the Tamura-Nei model distinguishes between purine-transitions, A↔ G, and
pyrimidine-transitions, C ↔ T .

The Jukes-Cantor model and Kimura’s two-parameter model are the only two
used models with known closed formulas for the ML estimate. However, both
the Felsenstein-84 model and the Tamura-Nei model have well-behaved consistent
estimators with closed formulas. Moreover, the ML estimate can be computed
numerically. The approach to computing the ML estimate of the actual number of
mutations is, therefore, to first count the number of transitions (possibly purine-
and pyrimidine-transitions) and transversions and thereafter compute the estimate,
either numerically or exactly. Consequently, for two sequences of length l it takes
time Ω(l) to compute the estimate of the actual number of mutations.

In distance-based tree reconstruction all pairwise distances have to be estim-
ated between n sequences of length l. Therefore, the straightforward algorithm of
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computing all pairwise distances between n sequences has running time Θ(l · n2).
In theory, this computation can be accomplished in time O(l ·n1.376), see Elias and
Lagergren [49], however the only practical algorithms require Θ(l · n2) time.

The Neighbor-Joining [107], which is the most common distance method, has
running time O(n3). This means that since the sequence length typically is much
larger than the number of taxa, the distance estimation is the bottleneck in phylo-
geny reconstruction. In Elias and Lagergren [50], a fast practical algorithm is
presented which takes two sequences and counts the number of transitions and
transversion.

There are a large number of other issues regarding distance estimation, e.g., rate
variation between sites, ambiguity symbols, models for amino acid evolution etc.
For a thorough exposition of all issues in distance estimation the reader is referred
to the book Inferring Phylogenies by Felsenstein [61]. Furthermore, methods for
handling ambiguity symbols are investigated in Elias and Lagergren [50].

Statistical Accuracy - Consistency and Convergence

In view of Markov models for sequence evolution, the sequences representing the
taxa can be seen as having been generated by a random process over the underlying
tree. This random process is determined by the rates in the Markov model and the
elapsed time on the edges of the tree. Tree reconstruction methods can, therefore, be
seen as statistical estimators of these parameters. Consequently, due consideration
has to be taken that the estimators/methods are consistent, meaning that they
converge to the correct tree as the sequence length, the number of sites sampled from
the tree, approaches infinity (see Figure 2.4). Since the tree is the most important
parameter, in practice, tree reconstruction algorithms are termed consistent if they
are consistent estimators of the tree alone, i.e., disregarding the edge lengths and
the rates in the Markov model.

As mentioned above, for the Markov models of DNA evolution it is possible
to invert the model and to compute the ML estimate for the actual number of
mutations. These estimates are consistent in the sense that the estimated distance
approaches the actual distance as the sequence length approaches infinity. As a
result, due to the accuracy of distance methods (see page 17), the NJ algorithm
and many other distance methods are consistent methods for recovering the correct
tree, i.e., NJ reconstructs the correct tree given distances estimated from infinitely
long sequences.

With respect to character based methods the issue of consistency has been
wildly debated, see Steel and Penny [115] for a review. In 1978, Felsenstein [57]
showed that MP is an inconsistent estimator and, in 1996, Chang [30] showed that
ML is consistent. The latter result is based on that the correct model is known
before hand, otherwise ML is actually inconsistent [31]. Moreover, it is not be
forgotten that both MP [39] and ML [32] have been shown NP-hard. Therefore,
since heuristics are not guaranteed to find an optimal solution, heuristics can be
consistent or inconsistent independent of the criteria they aim at optimizing. In
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Figure 2.4: The performance of NJ and FastNJ on simulated data with 400 leafs.
Notice how both algorithms converge to the correct tree (0 on the y-axis) as the
sequences length increases. The y-axis corresponds to the normalized Robinson-
Foulds distance between the correct tree and the constructed tree. The Robinson-
Foulds distance is the number of edges (splits of the leafs) that are not part of both
trees. For example, for a sequence length of 1000 more than 85% of the edges are
correctly inferred by both NJ and FastNJ.

Elias and Tuller [51], another likelihood based criterion, AML, is shown to be an
inconsistent estimator of the tree.

In practice, sequences are of limited length and therefore it is not enough for
a method to be consistent. Instead, algorithms have to with high probability con-
struct the correct tree from sequences of reasonable length. It has been shown that
NJ requires sequences that have a length that is exponential in the number of taxa to
reconstruct the correct tree with high probability. From this has sprung the devel-
opment of fast-converging algorithms, i.e., algorithms that reconstruct the correct
phylogeny from sequences whose length is polynomial in the number of sequences
[52, 77, 85, 37]. However, except from the Disc-Covering Method (DCM) [77, 85]
these algorithms have had little or no practical impact. The only variation of DCM
that is fast-converging and of practical interest uses NJ to construct small sub-
phylogenies that are later patched together into one larger phylogeny, i.e., NJ is
used as a subroutine. Further, in Daskalakis et al. [38] an algorithm is presen-
ted which with high probability is expected to reconstruct the correct tree from

sequences of length O(log n) if no edge has change probability >
√

2−1
2
√

2
≈ 0.146.

Ancestral Sequence Reconstruction

As mentioned above, tree reconstruction methods are termed consistent if they are
consistent estimators of the tree. However, there are also other parameters that are
essential to the process that generated the sequences: the rates of change, the edge
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lengths, and also the ancestral sequences. A challenging task in computational
biology is the reconstruction of the ancestral sequences, given the phylogenetic
tree. Such sequences can give clues to the selective pressure at different sites in the
sequences.

Ancestral sequences can be reconstructed with respect to the same criteria as
for tree reconstruction, only that the tree is fixed. Since one of the underlying
parameters (the tree) is part of the input the new formulations are easier to solve
computationally. For example, the most parsimonious ancestral sequences can be
computed with dynamic programing in time O(nl) using Fitch’s algorithm [63].
With respect to the ML criterion, the problem has to be solved by first estimating
the edge lengths and the rates in the Markov model, thereafter the most likely
ancestral sequences can be inferred. This version of ML, called small ML, does not
have a polynomial algorithm on the other hand there is no intractability result.
However, if the tree in addition to the edge lengths and the rates in the Markov
model are known then the most likely estimate of the ancestral sequences can be
compute using dynamic programming similar to Fitch’s algorithm [104].

In the ML criterion the objective is to construct the phylogenetic tree with edge
lengths which has the largest probability, averaged over all possible assignments to
the internal nodes, of generating the observed sequences at the leafs. Another im-
portant likelihood criterion is the Ancestral Maximum Likelihood (AML) criterion.
Here the objective is to find the most likely estimate to all parameters together:
ancestral sequences, edge lengths, and rates in the Markov model. Also for AML
there is no polynomial algorithm nor intractability result. However, in Elias and
Tuller [51] approximation algorithms, fixed-parameter tractable algorithms (FPT),
and fast heuristic algorithms for two variants of the problem are presented: when
the phylogenetic tree is known and when it is unknown. The variant of AML when
the tree, in addition to the ancestral sequences are sought, has been shown NP-hard
by Berry et al. [1].

2.3 Multiple Sequence Alignment - Local Point Mutations

In this section, we consider sequences that have evolved through substitutions, in-
sertions, and deletions. We introduce the different optimization criteria for Multiple
Alignment. Further, we discuss the issues of complexity, approximation algorithms,
and heuristics.

Most mutational events in a genome are local point mutations that edit the
DNA sequences by substitutions of single nucleotides and indels (insertions and
deletions) of short segments. These events directly change biological features by
effecting gene products and gene expression. Similarity between DNA sequences
is, therefore, a good indicator of evolutionary origin and conservation of essential
biological features. As mentioned in the beginning of the previous section, tree
reconstruction from sequences that have evolved through local point mutations is
usually performed by first computing a multiple alignment, as described in this
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section, and thereafter analyzing the data using substitutions. The algorithm by
Ulitsky et al. [122] is an exception which computes pairwise distances from un-
aligned data.

An alignment of sequences, see Figure 2.5, is a matrix with one sequence in each
row. In alignments homologous nucleotides are identified by positioning them in the
same column, with gaps representing insertions and deletions. A central question is
how to score different mutational events. In the most elementary setting, the goal is
to find an alignment of two sequences containing the least number of mismatching
nucleotides. This type of alignment explains the least number of mutations needed
to transform one sequences into the other, a.k.a. the edit distance. This problem
was first studied 1965 by Levenshtein [87], with no relation to biology, who gave
O(l2) dynamic programing algorithm for solving the problem, where l is the length
of the sequences.

a a g a - c t
- - g a g c t
a c g a g c -
a - g t g c t

Figure 2.5: Example of a multiple alignment of four sequences. The gap symbol,
’-’, represent the insertion or deletion of a nucleotide.

Although elementary, the edit distance does not capture the biological reality
that insertions and deletions are less frequent than substitutions. Therefore, there
are other functions for scoring columns that more accurately model the mutational
distance between nucleotides. As with all distances, it is desirable to restrict the
symbol distance to a metric (see page 36 for formal definition). That is, the prop-
erties of identity, symmetry, and triangle inequality should hold for the distances
between symbols in the alphabet. The metric by which the edit distance is found
is known as the unit metric.

In 1970, Needleman and Wunsch [97] were the first to apply dynamic program-
ming to align biological sequences. Their approach was to, rather than minimizing
evolutionary distance, maximize the similarity between homologous nucleotides.
Ever since, numerous similarity scores have been proposed both for nucleotides and
amino acids sequences [40, 74].

The Needleman-Wunsch algorithm constructs a global alignment. In 1981, Smith
and Waterman [112] proposed a dynamic programming algorithm for finding the
most homologous subsequences in what is naturally referred to as a local alignment.
Both the Needleman-Wunch algorithm and the Smith-Waterman algorithm have
been the foundation for a large set of heuristics algorithms which allow for fast
homology searches of gigantic sequence databases, e.g., FASTA [90] and BLAST
[6]. Moreover, the runtime complexity of O(l2) has been improved to O(l2/ log l)
in [92, 36]. These improvements are however not practical.
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When sequence similarity is weak it may be difficult to capture the true evol-
utionary events with a pairwise alignment. This is because there is not enough
information available to make a good assessment from only two related sequences.
Therefore, more related sequences are included in the alignment in what is natur-
ally referred to as a multiple alignment. Since a multiple alignment communicates
information about the common evolution of a set of sequences, they are both more
accurate and also more informative about the evolutionary process. As stated in
[76] ”pairwise alignment whispers... multiple alignment shouts out loud.”

Multiple alignment is a core problem in computational biology [86] that has
received much attention over the years, both in the line of heuristics and hardness
results. It is a prerequisite to many computational problems in which several re-
lated sequences are investigated, such as: phylogenetic tree reconstruction, protein
structure prediction, and localization of regulatory sequences.

Optimization Criteria, Complexity, and Approximation

In a multiple alignment, there are several pairwise relations in each column; as
opposed to pairwise alignment, where there is only one pairwise relation in each
column. Therefore, it is not apparent what scoring function to use for columns
in a multiple alignment. Over the years many schemes have been suggested, the
most common variations are: the SP-score (sum-of-pairs score), Star Alignment,
and Tree Alignment (for a given phylogeny).

In the SP-score, the sum of all pairwise distances in each column are summed
to give a total score for the alignment matrix (see page 37 for formal definition).
Over the years, the SP-score has received a lot of attention [9, 70]. However,
no asymptotically faster algorithms have been proposed than the straightforward
generalization [126] of the dynamic programming algorithm for two strings and
it has a runtime complexity of O(2n

∏n
i=1 li), were n is the number of sequences

and li the length of the i’th sequence. In practice, there is a clever algorithm called
MSA [26] which reduces the volume of the multidimensional dynamic programming
matrix. Another very impressive algorithm is that of Althaus et al. [5], which solves
an integer programming formulation of the problem.

A significant number of heuristics exist for the different multiple alignment for-
mulations [121, 62], to mention just a few. Most of them are based on progressive
alignment which was first proposed 1987 by Feng and Doolittle [62]. In progress-
ive alignment a multiple alignment is built by successive pairwise alignments of
sequences and groups of sequences. This approach has turned out to be useful
and is, beyond any doubt, the most used approach for actually attaining multiple
alignments.

Gusfield [70] was the first to propose a polynomial time approximation algorithm
for the SP-score. The algorithm achieves a 2− 2

n approximation ratio and relies on
on the symbol distance being a metric. Bafna and Pevzner [11] improved the ratio
to 2− k

n for any fixed constant k. Thereafter, in the seminal work of Wang and Jiang
[123], a short NP-hardness proof was provided for the SP-score under a non-metric
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symbol distance over a 4 symbol alphabet. This result was improved by Bonizzoni
and Vedova [20], who showed that the problem is NP-hard for the binary alphabet
and a specific metric. The result was extended further by Just [79] to cover many
metrics and it was also proved APX-complete under some non-metrics. However, all
metrics were not covered and in particular not the unit metric; the most elementary
formulation of the problem. The intractability was settled in Elias [46], where it
was shown intractable for all metrics over binary or larger alphabets.

In Star Alignment, the score is given by the distances from all symbols in the
column to the consensus symbol for the column (see page 37 for formal definition).
The star alignment score has the same 2-approximation as do the SP-score. In
Wang and Jiang [123], Star Alignment was proved to be APX-complete over a 7
symbol alphabet, however the symbol distance did not have the property of identity
nor that of triangle inequality. Li et al. [88] gave a PTAS and an NP-hardness
result under the unit metric for a variant of Star Alignment, in which there was a
restriction on the number of gaps. Moreover, in Sim and Park [111] the problem
was proved NP-hard for a 6 symbol metric. Finally, in Elias [46] the problem was
shown intractable for all metrics over binary or larger alphabets.

In Tree Alignment, the input is a phylogenetic tree with sequences at the leafs
(see page 37 for formal definition). Here the score of a column is the least number
of mutations needed to explain the symbols of the column when these label the
associated leafs of the tree. When the symbol distance is a metric this problem is
a Steiner tree problem in a metric space. Wang and Jiang also proved that Tree
Alignment is NP-hard for a specific metric over a 4 symbol alphabet. Later, in two
companion papers Wang and Jiang [125, 124] gave a couple of nice PTASs working
for all metrics. Finally, in Elias [46], the problem was shown intractable for all met-
rics over binary or larger alphabets. This result completely settles the complexity
of the tree alignment score which cannot have an FPTAS unless P=NP [8].

2.4 Genome Rearrangements - Global Mutations

In this section, we introduce the subject of distance estimation and tree reconstruc-
tion from gene-order data. After a general introduction, we discuss the problems of
unsigned and signed sorting by reversals. Thereafter, we discuss sorting by trans-
positions and mention some other relevant genome rearrangement problems.

The occurence of genome rearragnements was first observed in the 1930s by
Dobzhansky and Sturtevant [42]. They studied the banded structure of the Droso-
phila chromosomes and observed that segments in chromosomes had been reversed.
Later in the 1980s, Palmer et al. [100, 101, 102, 75] observed that several spe-
cies have essentially the same set of genes, but that their gene order differs. This
suggests the use of genome rearrangements for tracing evolution.

When estimating the evolutionary distance between two organisms using gen-
omic data one wishes to reconstruct the sequence of evolutionary events that trans-
formed one genome into the other. As opposed to local point mutations, which
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are traced using alignments, global rearrangements are rare and may, therefore,
provide more accurate and robust clues to the evolution of a set of species. An-
other advantage is that compared to substitutions (page 19), the number of possible
rearrangements is large and therefore it is less likely that rearrangements reverse
the effect of earlier rearrangements. Moreover, since genome rearrangements take
the whole genome into account, gene-order data can be used for analyzing the evol-
utionary process of the whole organism rather than the evolution of a few genes.

In the remainder of this exposition, we make two common simplifying assump-
tions; we assume that genomes consist of a single linear chromosome and that there
is a one-to-one mapping between the genes in the two genomes, i.e., genes are as-
sumed not to be duplicated. At the very end of this section, we give references to
several works related to these biologically relevant issues.

In the last decade, a large body of work was devoted to genome rearrangement
problems. Genomes are represented by permutations, with the genes appearing as
elements. The basic task is, given two permutations, to find a shortest sequence of
rearrangement operations that transforms one permutation into the other. Assum-
ing that one of the permutations is the identity permutation, the problem is to find
the shortest way of sorting a permutation using a given rearrangement operation,
or set of operations.

There are three basic types of genome rearrangement events;

1. transpositions, a segment is cut out and inserted in a different position as
(1 2 3 4 5 6) → (1 4 5 2 3 6),

2. reversals, a segment is reversed as (1 2 3 4 5) → (1 4 3 2 5),

3. and trans-reversal, a segment is cut out reversed and inserted in a different
position as (1 2 3 4 5 6) → (1 4 5 3 2 6).

Ideally, we seek the best rearrangement scenario using all the aforementioned op-
erations. However, to date most works in the field have studied simplified versions
of the problem in which only subsets of all the operations are allowed (in addition
to the simplifying assumptions above).

The basic task in genome rearrangements is to compute the rearrangement dis-
tance, i.e., the shortest sequences of rearrangements needed to transform a permuta-
tion into the identity. With respect to tree reconstruction, page 2, this is equivalent
to the parsimonious distance between two permutations. Furthermore, there are, as
with genomic sequences, a large number of other computational problems related
to gene-order data and evolution. Some other important problems include:

1. What is largest possible rearrangement distance? This is also known as the
diameter of the associated Cayley graph.

2. Given a phylogenetic tree with permutations at the leafs compute the most
parsimonious ancestral permutations.
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3. Given a set of permutations compute the most parsimonious phylogenetic
tree.

As with genomic sequences, there are probabilistic models for genome rearrange-
ments [96]. These give rise to likelihood based questions such as; the expected
distance, the most likely tree, etc. However, as mentioned, the number of possible
global mutations is large and therefore it is less likely that rearrangements reverse
the effect of earlier rearrangements. Therefore, and also due to the complex ana-
lysis of rearrangements, parsimony based questions are more studied than likelihood
based questions.

Next we describe the (unsigned) Sorting By Reversals problem. Thereafter, we
introduce the related problem of sorting signed permutations by reversals (Signed-
SBR). We continue with Sorting By Transpositions and, finally, we mention some
other related questions.

Unsigned Sorting By Reversals

Computational aspects of genome rearrangements was pioneered by Sankoff [108,
109] in the 1990s. In particular, he formalized the problem of Sorting By Reversals
(SBR). Sorting a permutation π by reversals is the problem of finding the least
number of reversals needed to sort π. Kececioglu and Sankoff [81] observed that
the number of breakpoints, elements that are adjacent in π but not in the identity
permutation, can be decreased by at most 2 with each reversal. For example, the
permutation (1 3 2 4) contains two breakpoints 1 3 and 2 4 and both can be removed
by reversing the segment 3 2. This provided the first lower bound for the reversal
distance

drev(π) ≥ b(π)

2
,

where drev(π) is the reversal distance and b(π) the number of breakpoints. Since
it is possible to always find a reversal that decreases the number of breakpoints by
at least one, Kececioglu and Sankoff’s observation resulted in a 2-approximation.

In 1996, Bafna and Pevzner [12] introduced the notion of the breakpoint graph
for representing permutations. The breakpoint graph for the permutation π =
(π1 . . . πn) is an edge-colored graph with n+2 vertices {π0, π1, . . . , πn+1}. For
each i = [0, n] a black edge is added between πi and πi+1 and a red arc is added
between πi and πi + 1, see Figure 2.6. The intuitive idea is that the black edges
describe the order in the permutation and the red arcs describe the order in the
identity permutation.

A cycle in this edge colored graph is called alternating if the consecutive edges in
the cycle are of different colors. Since each vertex in the graph has an equal number
of red arcs and black edges, there is an alternating Eulerian cycle in the breakpoint
graph. Consequently, it is possible to decompose the graph into a maximal al-
ternating cycle decomposition. We denote the number of cycles in the maximal
decomposition by c(π).
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Bafna and Pevzner observed that the identity permutation is the only permuta-
tion with n+1 cycles in the maximal decomposition. Moreover, they observed that
the number of cycles in the maximal decomposition can change by at most one by
reversing a segment. Thereby, Bafna and Pevzner provided a new lower bound for
the reversal distance

drev(π) ≥ n + 1− c(π),

from which they obtained a 1.75 approximation algorithm. The breakpoint graph
has ever since been the classical tool for analyzing genome rearrangements.
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Figure 2.6: To the left the breakpoint graph for the unsigned identity permutation
and to the right the breakpoint graph for the permutation (5 4 3 1 7 2 6).

The approximation ratio of Bafna and Pevzner was improved to 1.5 by Christie
[33] and further to 1.375 by Berman et al. [16]. In 1997, SBR and maximal al-
ternating cycle decomposition were proved NP-hard by Caprara [24]. Furthermore,
Berman and Karpinski [17] proved that it is NP-hard to approximate the reversal
distance within a factor of 1.0008.

The reversal diameter, RD(n), of the symmetric group is the maximum value
of drev(π) taken over all permutations of n elements, i.e.,

RD(n) , max
π:n(π)=n

drev(π).

Bafna and Pevzner [12] proved that the diameter is RD(n) = n− 1.

Sorting Signed Permutations by Reversals

In reality, genes have a direction in which they are transcribed. If this information
is available, in addition to the gene order, genomes are represented by signed per-
mutations; permutations in which each element is preceded by a + or a − indicating
the direction of the corresponding gene. In this setting, when a segment is reversed
the signs of all the elements in the segment are changed, e.g.,

(+1 +2 + 3 + 4 + 5) → (+1 − 4 − 3 − 2 + 5).

Bafna and Pevzner [12] were the first to study the problem of sorting signed
permutations by reversals (Signed SBR) and to extend the notion of the breakpoint
graph. The breakpoint graph, Figure 2.7, for a signed permutations ~π = (π1 . . . πn)
is built by first transforming it into an unsigned permutation where each positive



2.4. GENOME REARRANGEMENTS - GLOBAL MUTATIONS 31

element +x is replaced by (2x−1 2x) and each negative element −x by (2x 2x−1),
e.g.,

(1 − 2 4 3)⇒ (1 2 4 3 7 8 5 6).

Since each element in the signed permutation is model by two elements, it is not
allowed to perform reversals that cut between any two elements 2i − 1 and 2i.
Thereafter, the breakpoint graph is constructed for the unsigned permutation and
for each i the black edge and red arc between elements 2i− 1 and 2i are removed.
The resulting graph uniquely decomposes into alternating cycles. Morover, as in
the unsigned case, the number of cycles can at most increase by one with each
reversal yielding the lower bound

drev(~π) ≥ n + 1− c(~π).

Furthermore, Bafna and Pevzner obtained a 1.5 approximation algorithm with re-
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Figure 2.7: The breakpoint graph for the signed permutation (1 − 2 4 3).

In their seminal work, Hannenhelli and Pevzner [71] analyzed cycle structures
in breakpoint graphs further. They observed that although it is possible to increase
the number of cycles by at most 1, certain substructures of cycles, referred to as
hurdles and fortresses, require one additional reversal. Furthermore, Hannenhelli
and Pevzner proved that the exact reversal distance is given by

drev(~π) = n + 1− c(~π) + h(~π) + f(~π),

where h and f are the number of hurdles and fortresses, respectively. Based on
this result, they gave an O(n4) algorithm for finding a shortest sorting sequence.
Subsequent papers [80, 120, 14] has in steps simplified the analysis and improved
the running time to O(n3/2

√
log n). Furthermore, in Bader et al. [10] a linear time

algorithm for computing the distance is provided.

The signed reversal diameter, SRD(n), of the group of all signed permutations
is the maximum value of drev(~π) taken over all signed permutations of n elements,
i.e.,

SRD(n) , max
~π:|~π|=n

drev(~π).

In [33], it is shown that the diameter is SRD(n) = n + 1.
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Sorting By Transposition

There has been significantly less progress on the problem of sorting by transpos-
itions, Figure 2.8. The complexity of sorting by transpositions is still open. In
this setting, after adding the element 0 and n + 1 to the beginning and end of the
permutation, respectively, the set of breakpoints is defined by each pair of elements
πi πi+1 for which πi+1 − πi 6= 1, Figure 2.8. Since a transposition can decrease the
number of breakpoints by at most 3, the lower bound based on breakpoints is given
by

dt(π) ≥ b(π)

3
.

Moreover, it is always possible to perform a transposition which decreases the num-
ber of breakpoints with at least 1. This simple analysis yields a 3 approximation
algorithm.

5 4 3 2 1 → 3 2 5 4 1 → 3 4 1 2 5 → 1 2 3 4 5

Figure 2.8: A shortest sequence of transpositions for sorting the permutation π =
(5 4 3 2 1). Altogether there are 7 breakpoints in π: 0 5, 5 4, . . ., 1 6.

The breakpoint graph, see Figure 2.9, for the permutation π = (π1 . . . πn)
consists of 2n + 2 vertices {r0, l1, r1, . . . , ln, rn, ln+1}, where li and ri are used to
represent the right and left side of element i. Let π0 = 0 and πn+1 = n + 1 and
further for every 0 ≤ i ≤ n, connect ri and li+1 by a red arc, and for every πi,
connect lπi

and rπi−1
by a black edge. Similarly to signed SBR, since each vertex

has degree 2 the graph decomposes into a unique alternating cycle decomposition.
We say that an alternating cycle is odd if it contains an odd number of red arcs and
denote the number of odd cycles by codd(π). Bafna and Pevzner [13] observed that a
transposition can change the number of odd cycles by at most two. Therefore, since
the identity has n + 1 odd cycles, Bafna and Pevzner show that the transposition
distance is bounded by

dt(π) ≥ n + 1− codd(π)

2
.

Furthermore, they gave a 1.5-approximation algorithm which with every three con-
secutive transpositions increases the number of odd cycles by 4.

Bafna and Pevzner’s algorithm was simplified by Christie [33] and further by
Hartman and Shamir [72], who also proved that the analogous problem for circular
permutations is equivalent. Subsequently, Elias and Hartman [48] improved the
approximation ratio to 1.375 by giving an algorithm which in every 11 consecutive
moves increases the number of odd cycles by 16. Eriksson et al. [54] provided
an algorithm that sorts any given permutation on n elements by at most 2n/3
transpositions, but has no approximation guarantee.
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Figure 2.9: The sorting by transposition breakpoint graph for the permutation
(5 4 3 1 7 2 6). The graph has one cycle of length 5 and one of length 3.

The transposition diameter, TD(n), of the symmetric group is the maximum
value of dt(π) taken over all permutations of n elements, i.e.,

TD(n) , max
π:n(π)=n

dt(π).

The transposition diameter of the symmetric group Sn is unknown. Bafna and
Pevzner [13] proved an upper bound of 3

4n, which was improved to 2
3n by the

algorithm of Eriksson et al. [54]. A lower bound of ⌊n
2 ⌋+ 1 is given in [33, 54, 93],

where it was conjectured to be the transposition diameter, except for n = 13 and
n = 15. Subsequently, Elias and Hartman [48] proved a lower bound of ⌊n+1

2 ⌋ +
1 on the transposition diameter of the symmetric group, thereby disproving the
conjecture of [33, 54, 93]. Furthermore, Elias and Hartman provided bounds on
two central subgroups of the symmetric group.

Other Genome Rearrangement Problems

Sorting by Trans-reversals (SBTR) is another biologically motivated problem. The
complexity of this problem is still open and any progress seems to be tightly linked
to that of SBT. Gu et al. [69] have given a 2-approximation for the problem.
Moreover, if an additional operation, called rev-rev, is allowed, which swaps two
consecutive segments and thereafter reverses both of them, then a 1.5 approxim-
ation algorithm is provided by Hartman and Sharan [73]. Further, Eriksen [53]
presents an approximation algorithm for a version in which transpositions have
weight 2 and reversals weight 1.

In [25], Caprara considered the signed reversal median problem (Median-SBR)
and showed that it is NP-hard. In this problem, three signed permutations, ~a,
~b, and ~c, are given as input and the problem is to seek a fourth permutation ~π
minimizing the total distance to the other three, i.e.,

argmin~π drev(~π,~a) + drev(~π,~b) + drev(~π,~c).

Caprara’s result imply that it is NP-hard also to find the most parsimonious tree
and even the most parsimonious ancestral permutations in a given tree. These are
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two of the problems mentioned in the beginning of this section. There are however
a series of results with heuristics for phylogenetic tree reconstruction from gene-
order data, see [95] for a review. Most of these heuristics are distance-based tree
reconstruction algorithms such as Neighbor-Joining and the Disk-Covering Method.

In reality short reversals are more common than long reversals. Therefore, in
[117] the problem of sorting by length weighted reversals is studied. There are also
several papers on generalizing the Hannenhelli Pevzner algorithm to handle multi-
chromosomal genomes [15]. Furthermore, there are few works on genomes with
duplicated genes [34, 67]. Table 2.2 summarizes relevant problems and complexity
results.

Problem Approx. Complexity

Unsigned-SBR 1.5[12] NP[24]
Signed-SBR 1[71] O(n3/2

√
log n)[120]

Median SBR 2 APX[25]
Signed-SBR with duplications k[67] NP-hard [34]
SBT 1.375[48] ?
SBTR 2.0[69] ?
SBTR + rev-rev 1.5[73] ?

Table 2.2: A summary of complexity results for central genome rearrangement
problems.



Chapter 3

Present Investigation

In this chapter, we present the results and formalize the problems that this thesis is
concerned with. The previous chapter provides an introduction that places the res-
ults into context. The aim is that this chapter should be self contained. Therefore,
each section begins with a summary of the main results followed by formal defini-
tions. The chapter ends with a section containing conclusions and open problems
for each of the problem settings.

Common Definitions

Strings are sequences from the binary alphabet Σ = {0, 1} or the DNA-alphabet
{A, C, G, T}. A phylogenetic tree is an unrooted binary tree T together with a leaf
labelling function λ, with vertex set V(T ) and edge set E(T ). The leaf labelling
function is a bĳection between the leaf set L(T ) and a set of taxa T . The taxa
are either represented by a set of strings, by a set of permutations, or simply by a
unique integer/identifier per taxa. A full labelling of a phylogeny λ̂ is a labelling of
all nodes of the tree such that the labelling at the leafs are the same as in the leaf
labelling, i.e., for each l ∈ L(T ) λ(l) = λ̂(l). Further, we denote the edges on the
path between two nodes a and b by PT (a, b).

3.1 Multiple Sequence Alignment is NP-hard

The paper Settling the Intractability of Multiple Alignment Elias [46] is a contribu-
tion to the problem of Multiple Alignment, see Section 2.3 for an introduction to
the field. The paper settles the intractability of Multiple Alignment which is one
of the most central problems in computational biology. Previous to this paper, not
even the most elementary variation of the problem, multiple alignment under the
unit metric, had been proved to be hard. The main results of the paper are:

• The SP-score is NP-hard for all metrics over binary or larger alphabets.

35
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• Star Alignment is NP-hard for all metrics over binary or larger alphabets.

• Tree Alignment is NP-hard for all metrics over binary or larger alphabets.

• Consensus Patterns and Substring Parsimony are NP-hard.

Formal Definitions

A pairwise alignment of strings s1 and s2 is a 2 × l matrix A, where row one
and two contain s1 and s2 interleaved by spaces, respectively. Table 3.1 depicts
a symmetric symbol distance for the binary alphabet and the space symbol ′−′.
Symbol distances for which identity, symmetry, and triangle inequality holds are
called symbol metrics. By the cost of A we mean dA(s1, s2) =

∑l
i=1 µ(r1[i], r2[i]),

where r1 and r2 are the rows in A and µ the symbol metric. We call the least such
cost, denoted d(s1, s2), the evolutionary distance.

µ 0 1 −
0 0 α β
1 α 0 γ
− β γ 0

Table 3.1: A symbol distance for the binary alphabet.

The most simple of metrics, the unit metric, is the metric in which all non-zero
distances are exactly 1. The cost of the minimum pairwise alignment under the
unit metric is also referred to as the edit distance for strings. The edit distance
is simply the minimum number of edit operations (substitutions, insertions, and
deletions) needed to transform one of the strings into the other.

A multiple alignment of strings s1, . . . , sk is a k×l matrix A where row i contains
string si interleaved by spaces. The score of the alignment is given by

dA(s1, . . . , sn) =
l

∑

i=1

d(r1[i], . . . , rn[i]),

where d(r1[i], . . . , rn[i]) represents the cost of the i’th column. It is not apparent
what scoring function to use for columns. Over the years many schemes have been
suggested, but the most common variations are the SP-score (sum-of-pairs score),
Star Alignment, and Tree Alignment (for a given phylogeny). These schemes have
in common that they depend on a symbol distance, but they differ in how the
pairwise distances in a column are combined to give a total score for the column.
Moreover, as is shown by Elias [46], they are NP-hard to compute for all metric
symbol distances. In addition, the reductions can be extended to show that the
problems are intractable for the most elementary similarity score.
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Sum-of-Pairs Score The SP-score is probably the most used scheme in practice.
In this scoring scheme, each column is scored by the sum of all pairwise distances
between the symbols in the column:

d(r1[i], . . . , rn[i]) ,

n
∑

x=1

n
∑

y=x

µ(rx[i], ry[i]).

Alternatively it can be seen to sum all pairwise string distances in the alignment
matrix:

k
∑

i=1

k
∑

j=i

dA(si, sj).

Star Alignment The Star Alignment scheme scores each column by the distance
of each symbol in the column to the consensus symbol as:

d(r1[i], . . . , rn[i]) , min
c∈Σ

n
∑

x=1

µ(c, rx[i]).

Star Alignment can be alternative formulated as computing a sequence s∗ minim-
izing the sum of pairwise alignments between s∗ and the input sequences:

min
s∗

k
∑

i=1

d(s∗, si).

It should be noted that whenever the symbol distance is a metric, the induced
evolutionary distance also describes a metric. As a result, Star Alignment can be
seen as a Steiner star problem in a metric space. Moreover, it should be mentioned
that all approximation algorithms for Star Alignment are based on those for Steiner
star problems.

Tree Alignment In Tree Alignment, the input is a phylogenetic tree T with leaf
labeling function λT assigning sequences to the leafs. The score of a column is
defined as the parsimony score, with respect to the symbol distance, in T for the
symbols in the column. Alternatively, the objective can be formulated as finding
a full labeling λ̂T minimizing the weighted number of edit operations needed to
mutate labels at adjacent nodes in the tree:

min
λ̂T

∑

(u,v)∈E(T )

d(λ̂T (u), λ̂T (v)).

As with Star Alignment, Tree Alignment can be seen as a Steiner tree problem
with fixed topology in a metric space. In Elias [46], Tree Alignment is shown to be
NP-hard for all metrics over binary or larger alphabets. Since Tree Alignment has
a polynomially bounded optimal solution, the result implies that an FPTAS cannot
exist unless P=NP. Thereby, the result closes the complexity of Tree Alignment (a
PTAS is presented in [125, 124])
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Conserved Regions The expression of a gene is regulated by transcription
factors that bind to short regions on the DNA helix. These regions are called
regulatory elements and appear in the vicinity of the gene. Since the regulatory
elements are short, insertions and deletions easily disrupt the binding ability of
the transcription factors. Therefore, in gene regulation studies, it is of interest to
find conserved regions (not allowing insertions and deletions) that are common to
a set of sequence. Consensus Patterns and Substring Parsimony, defined below,
are natural formalizations of the problem of finding the most conserved region in
a star and a phylogeny. These problems were first studied in [103, 22, 19]. While
the NP-hardness result for Substring Parsimony is new, Consensus Patterns has
earlier been proved NP-hard [19, 3] and W[1]-hard in [56]. However, my reductions
of Star Alignment, Tree Alignment, Consensus Patterns, and Substring Parsimony
are all very similar and give an overall understanding into the intractability of the
problems.

Given a set of strings S = {s1, . . . , sn} and a number k. Consensus Patterns is
the problem of finding a string c of length k and substrings ti of si of length k such
that the the sum of Hamming distances is minimized,

∑n
i=1 dH(c, ti).

For a leaf labeled tree of bounded degree and a number k, a k-substring labeling
is a full labeling of the tree such that all internal vertices are labeled with strings
of length k and each leaf with a substring of length k of the original leaf label.
Substring Parsimony is the problem of finding such a labeling of minimum cost.
The cost of the labeling is the sum of all edge lengths, where the length of an edge
is the Hamming distance of the two labels.

3.2 Approximating Sorting By Transpositions

The paper A 1.375-Approximation Algorithm for Sorting by Transpositions by Elias
and Hartman [48] is a contribution to the field of genome rearrangements and in
particular to the problem of Sorting By Transpositions, for an introduction see
Section 2.4. The paper was the first major contribution to the problem of Sorting
By Transpositions in 10 years. The main results of the paper are:

• A 1.375-approximation algorithm for Sorting By Transpositions, improving
on the ten-year-old 1.5-approximation ratio [13].

• A lower bound for the transposition diameter, TD(n) ≥ ⌊n+1
2 ⌋+1, disproving

the conjecture of [33, 54, 93].

• The transposition diameter of simple permutations TDS(n) = ⌊n+1
2 ⌋.

• An upper bound on the transposition diameter of 3-permutations

TD3(n) ≤ 11
⌊

n+1
24

⌋

+
⌊

3 ((n+1)/3mod8)
2

⌋

+ 1 ≈ 11
24n.
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Formal Definitions

Let π = (π1 . . . πn) be a permutation on n elements. A transposition τ on π is an
exchange of two disjoint contiguous segments. If the segments are A = πi, . . . , πj−1

and B = πj , . . . , πk−1, then the result of applying τ on π, denoted τ · π, is
(π1 . . . πi−1 πj . . . πk−1 πi . . . πj−1 πk . . . πn). The problem of finding a shortest
sequence of transpositions, which transforms a permutation into the identity per-
mutation, is called Sorting By Transpositions. The transposition distance of a per-
mutation π, denoted by d(π), is the length of the shortest sorting sequence.

The breakpoint graph [13], see Figure 2.9 on page 33, is a graph representation of
a permutation. The breakpoint graph for the permutation π = (π1 . . . πn) consists
of 2n + 2 vertices {r0, l1, r1, . . . , ln, rn, ln+1}. Let π0 = 0 and πn+1 = n + 1 and
further for every 0 ≤ i ≤ n, connect ri and li+1 by a red arc, and for every πi,
connect lπi

and rπi−1
by a black edge bi. The intuitive idea is that the black edges

describe the order in the permutation and the red arcs describe the order in the
identity permutation.

Since the degree of each vertex in the breakpoint graph is exactly 2, the graph
uniquely decomposes into cycles. The length of a cycle is the number of black edges
it contains. A k-cycle is a cycle of length k, and it is odd if k is odd. The number of
odd cycles is denoted by codd(π), and let ∆codd(π, τ) = codd(τ ·π)− codd(π), where
τ is a transposition that is applied on π. Bafna and Pevzner [13] proved that for
all permutations π and transpositions τ , ∆codd(π, τ) ∈ {−2, 0, 2}.

Let n(π) denote the number of black edges in the breakpoint graph; a permuta-
tion with n elements has n + 1 black edges. The maximum number of cycles is
obtained iff π is the identity permutation, which contains n(π) cycles, all of them
being odd (in particular, they are all of length 1).

A k-cycle in the breakpoint graph is called short if k ≤ 3; otherwise, it is called
long. A breakpoint graph is simple if it contains only short cycles. A permutation
π is simple if the breakpoint graph is simple, and is a 2-permutation (resp. 3-
permutation) if the breakpoint graph contains only 2-cycles (3-cycles).

The transposition diameter, TD(n), of the symmetric group is the maximum
value of d(π) taken over all permutations of n elements, i.e.,

TD(n) , max
π:n(π)=n

d(π).

Similarly, the transposition diameter of simple permutations (TDS), 2-permutations
(TD2), and 3-permutations (TD3), is the longest distance for any such permutation
to the identity.

A common technique in genome rearrangement literature is to transform per-
mutations with long cycles into simple permutations. This transformation consists
of inserting new elements into the permutations and thereby splitting the long
cycles (see [72] for a thorough description). If π̂ is the permutation obtained by
inserting elements into π then d(π) ≤ d(π̂), since inserting new elements only can
result in a permutation that requires more moves to be sorted. Clearly, any sorting
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of π̂ can be used to mimic a sorting of π by simply removing all new elements in
π̂. Such a transformation is called safe if it maintains the lower bound of Bafna
and Pevzner, i.e., if n(π)− codd(π) = n(π̂)− codd(π̂). Lin and Xue [89] proved that
every permutation can be transformed safely into a simple one.

The approximation algorithm given in Elias and Hartman [48], first safely trans-
forms the given permutation π into a simple permutation π̂, then it finds a sorting
sequence for π̂, and, finally, the sorting of π̂ is mimicked on π. The sorting found
for π̂ is guaranteed to for every eleven consecutive moves use at least eight 2-moves
and no more than three 0-moves. Thus the algorithm is guaranteed to return a
solution with approximation ratio 11

8 = 1.375.
The results in the paper, like many other results in genome rearrangements, are

based on rigorous case analyzes. However, for the results on 3-permutations, which
is the basis of the approximation algorithm, the number of cases is huge. Therefore,
we developed a computer program that systematically generates the proof. Each
case in the proof is discrete and consists of a few elementary steps that can be
verified by hand and thus it is a proof in the conventional mathematical sense.
Since it is not practical to manually verify the proof as a whole, a verification
program was written, which takes the proof as an input and verifies that each
elementary step in the proof is correct.

3.3 Fast Neighbor Joining

The paper Fast Neighbor Joining by Elias and Lagergren [49] is a contribution to
the field of distance matrix methods for tree reconstruction, see Section 2.1 for an
introduction. There are two major contributions in the paper:

• An algorithm called Fast Neighbor Joining (FastNJ) with optimal reconstruc-
tion radius and optimal runtime complexity O(n2).

• A greatly simplified proof that also the Neighbor Joining (NJ) algorithm (see
page 16) has optimal reconstruction radius.

Initial experiments show that the FastNJ algorithm in practice has almost the same
accuracy as the NJ algorithm; this indicates that it is the optimal reconstruction
radius and other similarities with NJ that give FastNJ its good performance. The
paper is one piece in the puzzle of constructing both fast and accurate tree recon-
struction algorithms.

Formal Definitions

A distance function is an n×n matrix D over the field of positive real numbers, it is
symmetric, and for all x it satisfies D[x, x] = 0. A phylogenetic tree T together with
an edge length function w : E(T ) → R+ induces a leaf-to-leaf distance function,
i.e., Dw

T : L(T )2 → R+ where Dw
T (a, b) ,

∑

e∈PT (a,b) w(e).
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A distance function D is additive if there is a phylogenetic tree T together
with a edge length function w such that D = Dw

T ; the tree is said to realize D,
it is unique, and it is denoted T (D). A distance function D is nearly additive if
there is a phylogenetic tree T together with a edge length function w such that
|D − Dw

T |∞ < µ(T, w)/2, where | · |∞ is the max norm and µ(T, w) the shortest
edge; again, the tree is said to realize D and it is unique with respect to the topology
T .

The FastNJ algorithm of Elias and Lagergren is a variant of the regular NJ
algorithm [107]. It takes a distance function as input and outputs an additive
distance matrix. FastNJ has running time O(n2), i.e., it is linear in the size of
the input matrix, while the regular NJ algorithm has running time O(n3). In the
paper, the FastNJ algorithm is shown to have optimal reconstruction radius in the
sense that: (a) given a nearly additive distance function it reconstructs the unique
tree T and (b) there can be more than one tree for which |D − Dw

T | < δ holds if
δ ≥ µ(T, w)/2 (see Figure 2.2). The proof of Elias and Lagergren also provides
a significantly simplified proof of the fact that also NJ has optimal reconstruction
radius.

3.4 Fast Distance Estimation from Aligned Sequences

The paper Fast Computation of Distance Estimators by Elias and Lagergren [50]
is a contribution to the problem of computing estimated pairwise distance between
aligned DNA sequences, see page 20 for an introduction. There are two contribu-
tions in the paper:

• A fast algorithm for computing the number of mutational events between
DNA sequences.

• A new method for estimating pairwise distance when ambiguity symbols are
present.

The new algorithm is several hundred times faster than the famous Phylip pack-
age. Since pairwise distance estimation is a bottleneck in distance-based phylo-
geny reconstruction, the new algorithm improves the overall running time of many
distance-based methods by a factor of several hundred.

Formal Definitions

The algorithm presented in the paper takes two aligned DNA-sequences of length
l as input and counts the number of differences in the strings. In particular, it
counts the number of purine-transitions, pyrimidine-transitions, and transversions ;
purine-transitions are differences between purines (A and T), pyrimidine-transitions
are differences between pyrimidines, and transversions are differences between the
two groups. The algorithm has the same asymptotic runtime complexity as the
straightforward approach of looping through every position, i.e. O(l). However,
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the novel algorithm presented in the paper adopts an advanced divide and conquer
and bit fiddling strategy that achieves a running time which in practice is several
hundred times faster.

Distance methods, which are a major family of phylogenetic tree reconstruction
methods, take as input a distance matrix containing estimated pairwise distances
between all pairs of taxa. Distance methods themselves are often fast, e.g., Fast
Neighbor Joining algorithm reconstructs a phylogeny of n taxa in time O(n2).
Unfortunately, computing the distance matrix, from n sequences of length l, can in
practice only be done in time l·n2. Since the sequence length typically is much larger
than the number of taxa, the distance estimation is the bottleneck in phylogeny
reconstruction. The novel algorithm removes this bottleneck in practice.

Ambiguity symbols are bases of uncertain identity, e.g., the letter R represents
either an A or a G. These symbols occur either due to polymorphism within a
population or due to failure during sequencing. There is no obvious approach for
including ambiguity symbols in distance estimation when the model of evolution is
probabilistic. There are two techniques: either as Swofford [118] or as Felsenstein
[61]. In the paper by Elias and Lagergren, a new method is presented which is
significantly more accurate and leads to faster computations than the previous
methods.

3.5 Ancestral Sequence Reconstruction using Likelihood

The paper Reconstruction of Ancestral Genomic Sequences Using Likelihood by
Elias and Tuller [51] is a contribution to the problem of computing ancestral se-
quences using the Ancestral Maximum Likelihood (AML) criterion, see page 23 for
an introduction. The major contributions of the paper are:

• A fixed-parameter tractable (FPT) algorithm for both Small and Big AML.

• A 2-approximation for Big AML.

• A PTAS for Small AML.

• AML is an inconsistent estimator of the phylogenetic tree.

This work is a step toward developing approximation algorithms and investigating
the properties of the AML criterion.

Formal Definitions

The simplest probabilistic model of sequence evolution assumes that sites evolve
independently and identically from the root down toward the leafs. Each edge in the
tree has an associated probability of change which specifies with what probability
a site changes. We denote the edge probability for the edge e by p(e) and make
the natural restriction 0 ≤ p(e) < 1

2 . In general, if two sequences of length m have
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hamming distance h and the change probability between these two sequences is p
then the likelihood of observing two sequences as divergent as them is given by
ph · (1 − p)m−h. Hence, the likelihood of observing a fully labeled tree (T, λ̂) with
edge probability function p is

L(T, λ̂, p) =
∏

e∈E(T )

p(e)h(e) · (1− p(e))m−h(e),

where h(e) is the hamming distance of the two labels incident with the edge.
Moreover, since the most likely edge probabilities are given by the hamming dis-
tance of the labels we have

max
p

L(T, λ̂, p) =
∏

e∈E(T )

(
h(e)

m
)h(e) · (1 − h(e)

m
)m−h(e).

As a consequence, we exclude the edge probabilities and denote maxp L(T, λ̂, p) by

L(T, λ̂) and the likelihood of the edge e by L(h(e)). This leads us to the definitions
of the two problems we are concerned with:

• Given a set of sequences T the (Big) Ancestral Maximum Likelihood (AML)
problem is that of finding the tree T together with the most likely full labelling
λ̂ such that each leaf is uniquely labeled by one of the sequences in T , i.e.,
max(T,λ̂) L(T, λ̂).

• Given a phylogenetic tree (T, λ) the Small Ancestral Maximum Likelihood
(Small AML) problem is that of finding the most likely full labelling, i.e.,

maxλ̂ L(T, λ̂).

3.6 Conclusions and Open Problems

In Elias [46], multiple alignment with SP-score, Star Alignment, and Tree Align-
ment are shown to be NP-hard. Previous to the paper, the problems were referred
to as NP-hard even though the most elementary variants had not been proved hard.
The paper closes the complexity of Tree Alignment (PTAS [125, 124] exists and an
FPTAS cannot exist unless P=NP). However, the best approximation algorithms
[11] for SP-score and Star Alignment have approximation ratio ≈ 2 and it is an
open problem to improve this ratio and to give bounds on the in-approximation.
Further, it is desirable with more accurate heuristics and also exact algorithms, as
in Althaus et al. [5], that can handle bigger instances.

Elias and Hartman [48] present the first significant advancement on the Sorting
By Transpositions (SBT) problem in 10 years. The big open problem in the gen-
ome rearrangement field is to close the complexity of SBT. Moreover, there is the
problem of determining the transposition diameter of the symmetric group. The
complexity of Sorting By Trans-reversals (SBTR) is also open. It seems likely that
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the approach that is used in Elias and Hartman to achieve the 1.375 approximation
ratio of SBT should be applicable also to SBTR. Another interesting problem is to
determine the expected reversal distance under the Nadeau-Taylor model [96]. Fur-
thermore, it will be interesting with good heuristics for reconstructing parsimonious
trees when all different types of genome rearrangements are allowed.

The big question with regard to distance methods is, as always, to find a fast
and accurate reconstruction algorithm. In my opinion there is room for significantly
more accurate heuristics. This does not only incorporate inventing new algorithms.
It also includes understanding under what conditions current algorithms perform
well and when they perform less well (or even bad). The papers [7, 94, 49, 68, 66,
18, 77, 85] (and many more) are all pieces in this puzzle.

There are a series of open problems for likelihood based character methods
for tree reconstruction. The most interesting result would be an approximation
algorithm for the NP-hard ML criterion [32]. Another is to settle the tractability
or intractability of Small ML. Similarly, Big AML is known to be NP-hard [1] while
it remains to categories the complexity of Small AML. Furthermore, it would be
interesting with branch and bound algorithms for finding optimal solutions.
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