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Abstract
Factor models attribute stock returns to a linear combination of factors.
A model with great explanatory power (R2 ) can be used to estimate the
systematic risk of an investment. One of the most important factors
is the industry which the company of the stock operates in. In commercial risk models this factor is often determined with a manually
constructed stock classification scheme such as GICS. We present Natural Language Industry Scheme (NLIS), an automatic and multivalued
classification scheme based on topic modeling. The topic modeling is
performed on transcripts of company earnings calls and identifies a
number of topics analogous to industries. We use non-negative matrix
factorization (NMF) on a term-document matrix of the transcripts to
perform the topic modeling. When set to explain returns of the MSCI
USA index we find that NLIS consistently outperforms GICS, often
by several hundred basis points. We attribute this to NLIS’ ability to
assign a stock to multiple industries. We also suggest that the proportions of industry assignments for a given stock could correspond to
expected future revenue sources rather than current revenue sources.
This property could explain some of NLIS’ success since it closely relates to theoretical stock pricing.
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Sammanfattning
Faktormodeller förklarar aktieprisrörelser med en linjär kombination
av faktorer. En modell med hög förklaringsgrad (R2 ) kan användas för
att skatta en investerings systematiska risk. En av de viktigaste faktorerna är aktiebolagets industritillhörighet. I kommersiella risksystem
bestäms industri oftast med ett aktieklassifikationsschema som GICS,
publicerat av ett finansiellt institut. Vi presenterar Natural Language
Industry Scheme (NLIS), ett automatiskt klassifikationsschema baserat på topic modeling. Vi utför topic modeling på transkript av aktiebolags investerarsamtal. Detta identifierar ämnen, eller topics, som är
jämförbara med industrier. Topic modeling sker genom icke-negativ
matrisfaktorisering (NMF) på en ord-dokumentmatris av transkripten. När NLIS används för att förklara prisrörelser hos MSCI USAindexet finner vi att NLIS överträffar GICS, ofta med 2-3 procent. Detta
tillskriver vi NLIS förmåga att ge flera industritillhörigheter åt samma
aktie. Vi föreslår också att proportionerna hos industritillhörigheterna
för en aktie kan motsvara förväntade inkomstkällor snarare än nuvarande inkomstkällor. Denna egenskap kan också vara en anledning till
NLIS framgång då den nära relaterar till teoretisk aktieprissättning.
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Chapter 1
Introduction
Modern portfolio management depends a great deal on applied mathematics and statistics. Recently, quantitative analysts have taken an
interest to the burgeoning field of machine learning, adopting hidden
Markov models and neural networks (among other concepts) for their
time series analyses. Input variables are not limited to price data - natural language processing (NLP) has been applied to decode the sentiment of tweets in order to quantify the mood of the stock market[6].
We contend that certain natural language data sources are underused and can help portfolio managers better understand market conditions. One such data source is the earnings call transcript and this report
will be concerned with using it to improve the explanatory power of
stock pricing models.
A fundamental arbitrage pricing theory (APT) model attributes relative stock price changes or returns to a set of "fundamental" factors
such as country and company size[40]. A fundamental factor of particular importance is the industry the company operates in. The standard
practice of determining industry is by using an existing classification
scheme like the Global Industry Classification Standard (GICS)[35] which
partitions the market into discrete categories.
We aim to supplant the rigid, manually constructed classification
schemes like GICS with a real- and multivalued industry classification scheme based on topic modeling. The intuition behind this aim is
that real-valued stock-factor sensitivities better model market conditions, where companies can be involved with multiple industries. A
more nuanced industry classification scheme provides an opportunity
to better identify and monitor systematic risk. We believe that natural
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language data can be utilized through topic modeling to provide this
classification.
An example: GICS classifies Amazon as a retailing company, yet
Amazon also provides web server solutions through Amazon Web Services and original video-on-demand programming through Amazon
Prime Video. GICS does not capture these industry engagements, but
a multi-valued industry classification scheme could.
With this report we try to answer whether a real- and multivalued industry classification scheme derived from topic models can explain stock returns better than GICS. We have limited our study to the
United States market, since data in the form of earnings call transcripts
are readily available for that market. Stock returns and risk are closely
related, but this report does not expound upon metrics for risk.
In the background section we lay out the basics of arbitrage pricing theory and move on to detail algorithms in topic modeling and
associated metrics. In the method section we formulate our industry
classification scheme based on topic modeling and its applications. In
the results and subsequent discussion sections we present and discuss
our findings.

Chapter 2
Background
2.1

Quantitative equity portfolio analysis

Quantitative analysts spend time studying time series:
T ∈ Rn×m

(2.1)

data sets of n variables at m intervals, such as the returns of n stocks
over some period of time. APT assumes that the returns of stocks in
a stock universe S are linearly related to a set of factors. The return of
stock i at interval t is modeled as:
rit = bi1 f1t + ... + bik fkt + it

(2.2)

bij denotes the sensitivity or beta of the i:th stock to the j:th factor.
fjt denotes the j:th factor return at interval t. it denotes the specific
or idiosyncratic return which correlates to no other stock or factor[40].
The time series of returns for all stocks in the stock universe can thus
be represented in matrix notation:
R = BF + E, R ∈ Rn×m , B ∈ Rn×k , F ∈ Rk×m , E ∈ Rn×m

(2.3)

APT models have been developed using different factors and with different markets in mind. The aim is to explain a significant share of
stock returns using the chosen factors without overfitting the model.
An APT model serves as the foundation of a risk model. There are different ways of measuring risk, but the general aim is to quantify the
probability of losing on an investment. Risk can be separated into systematic and idiosyncratic risk. Systematic risk is derived from the share
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of stock returns that are attributable to the factors, F. Idiosyncratic
risk is specific to each stock and is derived from the idiosyncratic returns, E. By having a diverse stock portfolio it is possible to mitigate
idiosyncratic risk, but systematic risk is inherent to the stock market.
However, since APT models consist of multiple factors, the systematic
risk contribution among the factors may be unequal. Hence, there is
considerable insight to be had from an APT model with great explanatory power. An important metric to measure explanatory power is the
ratio of squared factor returns to squared total returns:
P
vi 2
2
R = 1 − P i i2
(2.4)
i vi ri
where v is some weight vector dependent on the regression methodology. In other words, R2 or the coefficient of determination measures the
amount of variance in the returns that is explained by the factors. The
next two sections detail two different APT methodologies.

2.1.1

Macroeconomic factor models

Macroeconomic factor models rely on explaining returns using factors
such as changes in interest rate, inflation, oil price and the overall market return. The factor time series F is known up to present time so the
problem amounts to estimating the betas B. The betas are estimated
with a least squares regression, one stock at a time. For stock i the betas Bi: are estimated using F as independent variables and the return
time series Ri: as dependent:
Ri: = Bi: F + Ei:

(2.5)

Overall market returns tend to affect most stock returns, but other factors only affect some. For example, changes in oil price will impact
airlines significantly more than software companies as fuel is a source
of cost for airlines[40] .

2.1.2

Fundamental factor models

Fundamental analysis works on the notion that returns can be attributed
to fundamental attributes of stocks, such as which country or industry
they operate in, the size of the company, growth or financial leverage. Unlike macroeconomic factors, fundamental factor models have
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known betas. These sensitivities can be either discrete or real. The
most significant factors, country and industry, are usually represented
with discrete "dummy" variables. Here is an example:

Bind

AIG
M AC
= N RG
MMM
WM

F inancials

1





0
0
0
0

U tilities
0
0
1
0
0

Real Estate
0
1
0
0
0

M aterials
0
0
0
0
0

Industrials

0
0


0


1
1
(2.6)

In the example AIG is a financial company while 3M (MMM) is in industrials. The classification used is the Global Industry Classification
Standard (GICS)[35], a scheme that is published and reviewed annually by MSCI. GICS is hierarchical, consisting of 11 sectors, 24 industry
groups, 68 industries and 157 sub industries.
The factor model is completed by cross-sectional least squares regression. The regression solves a cross section of factor returns F:t at
time t using the corresponding cross section of stock returns R:t as dependent variables and B as independent:
R:t = BF:t + E:t

(2.7)

That is, the factor returns are calculated one interval at a time[40].
There are other industry classification schemes such as the North
American Industry Classification System (NAICS) and the Standard
Industrial Classification (SIC), which like GICS are hierarchical and
partition the stock market into discrete categories. SIC and NAICS
were developed by the US government for census purposes[8]. Some
studies have indicated that GICS is the superior classification scheme
for quantitative analyses. Among them, Hrazil, Trottier & Zhang have
shown that GICS provides company groupings that are more intrahomogenous than those of NAICS or SIC. That is, the members of
each company group are more homogenous. This is evident by higher
degrees of R2 (formula 2.4) when determining factor returns through
cross-sectional regression[17]. Many commercial risk models such as
Barra[34] and Citi RAM[33] use some level of GICS to determine industry.

6
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Topic modeling

Topic modeling and document clustering are two closely related tasks
within natural language processing (NLP) with slightly different goals.
Both are forms of unsupervised learning which take a set of text documents D as input. This set is refered to as a corpus. More specifically,
the input can be represented as a term-document matrix:
n×|D|

X ∈ Z+

(2.8)

where Xij denotes the frequency of term i in dj ∈ D. X:j is the term vector
model representation of dj . Note that in this section (2.2), n denotes
the number of unique terms. Terms are most commonly unigrams i.e.
single words. An individual occurrence of a word can be referred to
as a word token.
Document clustering seeks to assign the documents to clusters, grouping together documents that are similar by some measurement, like
cosine similarity of term vector representations. A distinction can be
made between hard and soft clustering, the former which assigns each
document to one cluster and the latter which assigns each document
a distribution over all clusters. The clustering can also be either flat or
hierarchical[28].
Topic modeling is a probabilistic framework which seeks to find a
set number of themes or topics embedded across multiple documents.
Topics are distinguished by their distribution over words and every
document is thought to consist of a mixture of topics. For example,
performing topic modeling on a set of newspaper articles might yield
topics with words like {’president’,’congress’,’dc’...} and {’climate’,’co2’...}
corresponding to US politics and climate change respectively. Some
documents might have just one topic assigned, but often the delineation is less clear cut. Articles about US legislation regarding climate
change should have significant assignments of both topics[4].
Topic modeling is closely related to document clustering in the
sense that documents that have similar mixtures of topics are likely
to be grouped together under document clustering. This is especially
likely in soft document clustering, where a document is permitted to
have multiple cluster assignments, similar to multiple topics. In both
document clustering and topic modeling a parameter k has to be determined. k specifies how many clusters or topics should exist.
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Sections 2.2.1 and 2.2.2 detail two frameworks which have been
successful in performing document clustering and topic modeling. Subsequently, section 2.2.3 explores metrics for evaluating document clusters and topic models. This helps us to determine which algorithm to
use.

2.2.1

Latent dirichlet allocation

The Latent dirichlet allocation (LDA) model is widely used for topic
modeling, described by Blei, Ng & Jordan [5]. The set of assumptions
that define LDA can be described succinctly in plate notation (figure
2.1). The directly observable variables of the LDA model are the word

Figure 2.1: Plate notation for the LDA model
tokens, W . LDA assumes that each token w of each document d has
been generated by
1. Sampling a topic zd,n randomly from the topic distribution of the
document, θd . θ is a dirichlet distribution, a type of continuous
multivariate distribution.
2. Sampling a word wd,n randomly from φzd,n . φzd,n is the distribution of topic zd,n over the vocabulary of words.
LDA uses the bag-of-words model - the order of words in the documents
do not matter. The order of the documents in the set do not matter
either.
Performing topic modeling using LDA, i.e. uncovering the hidden
variables θ and φ that have generated the observations W means calculating the posterior:
P (φ, θ, Z) =

P (φ, θ, Z, W )
P (W )

(2.9)

8
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Calculating the posterior exactly is intractable, given the exponential
number of possible topic distributions. The most commonly used method
of approximating the posterior is gibbs sampling, which is detailed in
the next section. The LDA model has two hyperparameters: α over
the document-topic proportions and β over the topic-word distribution. These allow assumptions about the topics to be encoded into the
model prior to running the algorithm.
2.2.1.1

Gibbs sampling

Gibbs sampling is an iterative algorithm which estimates the topic assignment zi for one token at a time, conditioned on all other topic assignments done:
K
CW
wi j + β

CDK
di j + α

· PK
(2.10)
P (zi = j|z−i , wi , Di ) ∝ PW
K
DK
( w=1 CW
wj ) + W β (
k=1 Cdk ) + Kα
×K
CW K ∈ ZW
, CDK ∈ ZD×K
+
+
K
where CW
wj contains the number of times word token w has been assigned to topic j (excluding current zi ). CDK
dk contains the number of
times topic k is assigned to some word token in document d (excluding current zi ). The algorithm starts by assigning each token of each
document to a random topic. Iteratively, every token is reassigned according to the best estimate (formula 2.10). Once multiple tokens of
the same word have been assigned to topic j the probability of assigning any token of that word to j will increase. This property is the result
of the left factor of formula 2.10. The right factor ensures greater probability of assignment to j if document i already has a large assignment
to topic j. In other words, there is a preference for assigning all tokens
of a document to just one or a few topics. After a number of iterations
through all tokens, the samples Z start approximating the posterior.
CW K and CDK can be used to estimate φ and θ:
K
CW
+β
ij
φji = PW
WK
( k=1 Ckj ) + W β

(2.11)

CDK
dj + β
θjd = PK
( k=1 CDK
dk ) + Kα

(2.12)

for every token i, document d and topic j[44].
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Nonnegative matrix factorization

Nonnegative matrix factorization (NMF) is a group of algorithms which
aim to approximate a matrix A as a product of two matrices:
k×m
A ≈ WH, A ∈ Rn×m
, W ∈ Rn×k
+
+ , H ∈ R+

(2.13)

using some specified k where k < min(m, n). As such, it is a matrix decomposition method like Principal Component Analysis (PCA).
Due to the nonnegativity constraints, NMF has shown to offer valuable properties of interpretability when applied to multivariate data.
Whereas PCA decompositions involve complex cancellations of positive and negative numbers, NMF decompositions are additive. Each
"object" (encoded into A) is thus decomposed into a combination of
interpretable "parts" (W being the parts and H determining their combinations). Lee & Seung have shown how this interpretability applies
to different domains like text or images[26].
Topic modeling can be achieved by decomposing a term-document
matrix A. If the terms used are unigrams the topic model will be bagof-words, like LDA. The objects to be decomposed are the term vector representations of each document. The parts are represented as
columns in W and correspond to topics. As an illustrative example,
matrix 2.14 represents three documents with a simple term vector model
(it has only four unique words). The first two documents contain two
unique terms each with no overlap. The third document contains all
four terms. Performing NMF with k = 2 yields a decomposition (2.15)
of the documents into two topics.
doc1
budget
6
0
0
A = 0f ederal0  10
climate  0
0
coal0
0
0

topic1
budget
2.03
0
0
f
ederal
 2.87
W= 0
0
climate
0
0
0
coal
0.01
0

0



0



doc2
0
0
7
4

doc3

5
3 

3 
2

topic2

0.30
doc1
0 
topic
3.30
1
H =

2.65
topic2
0
1.56

doc2
0
2.59

(2.14)

doc3 
1.46
(2.15)
1.22
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By normalizing the columns of W to unit length, each column can be
interpreted as the word probability distribution for a topic. Similarly,
when normalized, the columns of H can be interpreted as the proportions of topics for each document[21]. The remainder of this section
(2.2.2) is dedicated to descibing different NMF algorithms.
Block coordinate descent Most NMF algoriths fit into the block coordinate descent framework, where approximation of A is achieved by
alternating between optimizing the two factors W and H[21]. The optimization is done with respect to an objective function (equation 2.16).
||A − WH||2 = ||AT − HT WT ||2

(2.16)

W and H do not require separate functions to be optimized. The equivalence between the left and right hand side of the objective function
implies that both factors can be optimized the same way structurally.
Each optimization step amounts to solving a nonnegative constrained
least squares (NLS) problem:
argminW≥0 ||A − WH||2

(2.17)

argminH≥0 ||AT − HT WT ||2

(2.18)

The NLS problems are convex and thus have optimal solutions.
Another aspect of the coordinate descent is the first step i.e. the
initialization of W and H. A crude solution is to assign random values to the matrices, but this usually leads to slow convergence and
is by nature nondeterministic. In a research setting, nondeterminism
warrants experiments to be recomputed so that an average of results
can be obtained (a process which can be time-consuming). Other ways
of initializing have been developed, such as Nonnegative Double Singular Value Decomposition (NNDSVD)[7], a deterministic algorithm
which is well suited for sparse decompositions.
Sections 2.2.2.1-2.2.2.4 detail ways to solve problems 2.17 and 2.18
with varying degrees of sophistication.
2.2.2.1

Multiplicative update

NMF was popularized by Lee & Seung who proposed a simple algorithm referred to as multiplicative update (MU)[25]. It iteratively optimizes W and H with the following rules:
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(AHT )
W←W
(WHHT )

(2.19)

(WT A)
(WT WH)

(2.20)

H←H

where ab denotes matrix component-wise division. These steps are
guaranteed to not increase (2.17) and (2.18). MU is easy to implement
since the NLS steps consist of evaluating closed form matrix expressions. The algorithm terminates when the objective function reaches a
low threshold or a preset number of iterations are exceeded.
The algorithm converges slowly and Gonzales & Zhang have challenged the notion that convergence to a stationary point is guaranteed[15].
Hence, while popular, MU performs poorly when compared to other
NMF algorithms.
2.2.2.2

Alternating least squares

Another two-block coordinate descent algorithm is alternating least squares
(ALS). ALS updates matrix factors by solving unconstrained versions
of (2.17) and (2.18):
argminW ||A − WH||2

(2.21)

and projecting the solutions onto the nonnegative orthant by setting
negative components to zero:
W ← max(argminW ||A − WH||2 , 0)

(2.22)

Unconstrained linear least squares problems have closed form solutions making them straightforward to compute. ALS is hence cheap at
the expense of poor convergence properties, as projection may result
in suboptimal NLS approximations. ALS can be used as an initialization for more sophisticated NMF algorithms[14].
2.2.2.3

Hierarchical alternating least squares

A method often rediscovered but credited to Cichocki & Phan is hierarchical alternating least squares (HALS)[12]. HALS utilizes the fact
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that (2.17) and (2.18) can be decomposed to a number of independent
instances of constrained least squares problems:
argminx≥0 ||Cx − b||2 , C ∈ Rp×q , x ∈ Rq×1 , b ∈ Rp×q

(2.23)

since rows of W in the left hand side of equation 2.16 do not interact:
2

||A − WH|| =

n
X

||Ai: − Wi: H||2

(2.24)

i=1

Similarly, the rows of HT do not interact in the right hand side of equation 2.16. Like ALS, HALS consists of computing closed expressions
where nonnegativity is enforced by nonnegative projection. Formula
2.25 denotes the computation of a column of W.
W:j ← max(

AHT:j −

W:k (Hk: HTj: )
, 0)
||Hj: ||

P

k6=j

(2.25)

Decomposing the NLS problem improves the solution considerably.
HALS has about the same computational cost per iteration as MU but
converges much faster. Initialization of W and H must be done carefully however, as HALS otherwise might set them to zero[14].
2.2.2.4

Alternating nonnegative least squares

Another modern approach is alternating nonnegative least squares (ANLS)[27].
Unlike MU/ALS/HALS, ANLS solves the NLS problems (2.17) and
(2.18) optimally. Like HALS, it utilizes the fact that they are decomposable (2.23). There have been a number of different methods proposed to find solutions efficiently. Among them are a projected gradient method[27], Newton-type methods[19] and block principal pivoting which is detailed below.
Block principal pivoting Kim & Park have proposed to solve the
NLS subproblems in ANLS using block principal pivoting (BPP)[20]. An
independent NLS instance like formula 2.23 has the following four
Karush-Kuhn-Tucker (KKT) optimality conditions:
y = CT Cx − CT b

(2.26)

y≥0

(2.27)
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x≥0

(2.28)

xi yi = 0, i = 1, .., q

(2.29)

Finding a feasible x vector corresponds to finding a local minimum
solution[45]. In BPP, this search is accomplished by performing a regular (unconstrained) least square calculation, and subsequently checking that all values conform with the KKT constraints.
BPP is an active set-like method, it searches for the optimal configuration of zero-valued and non-zero valued indices of x. The set of
indices of x is divided into two sets F and G where F ∪ G = {1, ..., q}
and F ∩ G = ∅. xF , xG , yF , yG then denote the subsets of x and y
specified by F and G. Similarly, CF and CG denote the columns of C
specified by F and G. Initially, the values of xG and yF are set to 0, thus
the fourth KKT condition is satisfied (one of xi and yi is always zero).
The algorithm computes:
xF = argminxF = ||CF xF − b||2

(2.30)

yG = CTG (CF xF − b)

(2.31)

in accordance to the first KKT condition. If (xF , yG ) satisfies ≥ 0 then it
is feasible, i.e. x is a solution. If some indices are infeasible e.g. xFi ≥ 0
then some of the infeasible indices are exchanged between the sets F
and G. With V as the set of unfeasible indices and W ⊆ V , then F and
G are recomputed as:
F = (F − W ) ∪ (W ∩ G)

(2.32)

G = (G − W ) ∪ (W ∩ F )

(2.33)

xF and yG are recomputed (2.30,2.31) until x is feasible. Using |W | > 1
i.e. exchanging a block of variables speeds up the computation by decreasing the number of iterations to solve the NLS problem. A drawback of exchanging multiple variables is that the computation might
end up in a cycle. To amend this, BPP keeps track of the number of infeasible variables |V | and reverts to a single variable exchange |W | = 1
if |V | increases for a specified number of iterations. |W | = 1 guarantees
termination[20].
2.2.2.5

Block coordinate descent evaluation

Kim & Park have compared BPP to other NMF algorithms including MU, ALS and HALS[20]. They used four real world datasets, including face image data (ATNT)[9] and topic detection & tracking 2

14
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(TDT2)[38] . The resulting factorizations were evaluated by the relative objective function
||A − WH||2
||A||2

(2.34)

after a set running time. The values evaluated were the average of
5 tests using random initializations of W and H. In experiments performed on sparse (near 100% zero valued) as well as dense matrices
A with ranks ranging from 4000 to 26000, BPP performs favorably to
other ANLS methods. For k = 80 and k = 160 BPP converges considerably faster than the projected gradient method or the Newton-like
method. The convergence speed of BPP is comparable to and sometimes faster than a HALS.
Gillis tested the convergence of MU, ALS, HALS and ANLS on a
face image data set and a document corpus with k = 49 and k = 20 respectively. Using the same objective function as Kim & Park, Gillis
noted fastest convergence using HALS[14]. On the face image set
ANLS performed comparably to HALS but fared much worse on the
document set. It is unclear which specific ANLS algorithm was used.
2.2.2.6

Rank-2 hierarchical document clustering

The applications of NMF mentioned so far have only concerned flat
partitioning, though NMF can be applied to generate a hierarchy of
clusters. Given a matrix A and some k, NMF will generate factors W
and H, the latter whose columns can be used to partition the columns
of A into hard clusters. NMF can then be recursively reapplied on
each partition. The hierarchical structure lends itself well to real life
scenarios, but each layer can also be interpreted as a flat partitioning.
Kuang & Park have proposed a fast active set-like ANLS algorithm
which exploits certain properties when k = 2. The algorithm can produce a binary tree of clusters. It does so by recursively evaluating
possible binary partitions with a coherency metric (to see if coherency
is gained from partitioning the data) and either keeps the partitions or
exits the node[23]. Unlike regular NMF, rank-2 NMF (NMF2) does not
require k as input, which is usually a difficult variable to determine
in for various applications. Instead the algorithm requires a threshold
parameter for the coherency metric. A method of flattening a hierarchical clustering has been proposed (NMF2-Flat)[22] .
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Other developments

Due to the success of applying NMF in different problem domains,
research is currently unfolding in a number of directions. With the
prevalence of streaming data, online NMF algorithms have been proposed whose clustering capabilities are comparable to MU[47]. A parallel algorithm based on ANLS has also been proposed for processing
very large data sets[18]. For the purpose of this paper, neither online
nor parallel solutions shall be explored since the data will neither be
streaming nor exceedingly large.

2.2.3

Topic evaluation metrics

A number of metrics have been developed to assess the quality of document clustering and topic modeling algorithms. These metrics are
needed in order to determine which algorithm to use for this report.
Where ground truth is available as a labeled data set, accuracy or
purity can be computed with respect to hard document clustering[28].
For instance, newspaper articles partitioned into broad categories (sports,
culture, politics) could serve as ground truth for a hard document clustering. But for soft clustering and topic modeling, ground truth is often not a possibility. Consider the task of identifying the topics in the
politics category of the newspaper clustering. First of all, how many
topics are there? Unlike broad newspaper categories which can be
annotated manually by humans, fine-grained topics are a matter of interpretation. Furthermore, the proportion of each topic would have
to be manually annotated onto each document as well. To ameliorate
the situation, several coherence metrics have been proposed to evaluate
topic modeling. Most involve focusing on the top N occurring words
of each identified topic.
2.2.3.1

Human-led evaluation

One reliable metric is word intrusion, proposed by Chang[10]. Given
a topic, the top N words are obtained. One word is subsequently exchanged for a random one. Human evaluators are then tasked with
identifying the “intruding” word. If the topic is otherwise coherent
the intruding word should be easy to identify. Hence the accuracy of
the human evaluators in identifying the word should reflect the coherence of the topic.
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Chang also proposed a corresponding metric to evaluate topic assignments. Topic intrusion tasks evaluators with identifying an intruding topic among the largest topic assignments of a given document.
Topics are represented by their top words. Due to time constraints,
the evaluators only see the title and a short snippet of the document.
Presenting the entire document would not be feasible in most topic
modeling contexts.
Though the mentioned metrics give intuitive coherency scores, they
are resource and time consuming. In the next section several automatic
metrics are detailed.
2.2.3.2

Lexical probability metrics

Pointwise mutual information (PMI, also known as the UCI metric) looks
at all pairs (wi , wj ) of the top N words and measures the impact of an
independence assumption on the joint probabilities:
P MI =

j−1
N X
X

log

j=2 i=1

P (wi , wj )
P (wi )P (wj )

(2.35)

As such, topics whose top words almost exclusively co-occur and are
otherwise infrequent will get high scores. Topics whose words cooccur less frequently than under an independence assumption will get
negative scores. The lexical probabilities needed can be obtained by
sampling an external corpus such as a large set of Wikipedia articles.
Lau, Newman and Baldwin have demonstrated that a normalized version (2.36) which assigns scores in the range [-1,1] correlates reasonably well with the human-led word intrusion evaluation proposed by
Chang[24].
NP MI =

P (wi ,wj )
j−1
N X
X
log P (wi )P
(wj )
j=2 i=1

−logP (wi , wj )

(2.36)

Mimno et al. have proposed a similar metric which uses conditional
word probabilities (LCP, also know as the UMass metric)[32]:
LCP =

j−1
N X
X
j=2 i=1

log

P (wi , wj )
P (wi )

(2.37)

O’Callaghan et al. have proposed a coherence metric based on the
word2vec model by Mikolov et al.[37][31]. Word2vec is a neural network-

CHAPTER 2. BACKGROUND

17

based model which takes a large corpus of text as input and produces
vector representations of each word. Words which appear in similar
contexts are geometrically close to each other in the vector space. The
metric (2.38) is the mean cosine similarity between all term vectors in
a given topic:
W 2V =

N j−1
1 XX

similarity(wv i , wv j )
N
2

2.2.4

(2.38)

j=2 i=1

Evaluation of topic modeling algorithms

In this section we describe how different topic modeling algorithms
have performed coherence-wise in previous studies. The corpora used
in the studies are often of news articles, text documents with similar
characteristics as the company text data we will use (section 3.1.1).
Stevens et al. have compared LDA, NMF and Single Value Decomposition (SVD) on topic coherence using the PMI and LCP metrics.
The data consisted of 92600 New York Times articles with over 35000
unique words. For any number of topics, they found LDA to consistently be on par with or outperform NMF, which in turn outperformed
SVD[43]. They did however use MU, a primitive form of NMF. LDA
was performed using Mallet[29], an implementation using gibbs sampling.
O’Callaghan et al. have in a more recent study measured the coherence of NMF using ANLS and NNDSVD initialization. The metrics included NPMI, LCP and W2V. Using text corpora of news articles ranging from 5000 to 200000 documents, they found NMF to often
produce more coherent topics than LDA. They observed that LDA created broader, more general topics, suggesting that NMF is a better fit
for detecting niche content[37]. Like Stevens et al., the Mallet LDA
implementation was used.
Kuang et al. have observed consistently higher NPMI scores for
NMF2-Flat compared to NMF-ANLS and K-means on multiple news
corpora. NMF2-Flat also performed better or equal to the Mallet LDA
implementation[22].

Chapter 3
Method
3.1

Our industry classification scheme

In this section we detail our Natural Language Industry Scheme (NLIS).
For a stock universe S with per-stock natural language documents di ∈
D and corresponding term-document matrix X, our method should
produce k topics analogous to industries. The industry assignments
for stocks in S are derived from the topic proportions of their corresponding documents, yielding a sensitivity matrix with real-valued
assignments, as illustrated with example matrix 3.1:

Bind

topic 1 topic 2 ... topic k


stock1
0.77
0.23 ...
0
stock2 
0.33 ...
0.5 
 0.17


= stock3  0
0
...
1


...  ...
...
...
... 
stockn
0
0.5
...
0.5

(3.1)

While the matrix is truncated for convenience, note that the values imply that topic proportions for each stock sum to 1. Also note that in this
chapter n denotes the number of stocks in S. The k topics identified
can be interpreted by observing their word distributions and extracting the most probable words for each topic. If a topic is coherent, the
industry can be inferred.
Recall from formula 2.3 that B represents stock-factor sensitivities
of an APT model. Industry factors may constitute a strict subset of
the model factors, therefore Bind may only be a submatrix of B. The
application of Bind is detailed in section 3.2.
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Data

The natural language data we choose for NLIS are transcripts from
quarterly earnings calls. An earnings call is a conference call between
the CEO and the company’s stock holders. These are held in conjunction with the release of quarterly reports and usually involve Q&A
sessions. The transcripts are downloaded from Seeking Alpha[2].
It is also possible to use quarterly reports themselves as data. While
comprehensive with regards to company operations, official reports
suffer from verbose boilerplate text written by corporate lawyers. These
words do not help distinguish the industry of the company. Quarterly
reports also to a large degree consist of tables, the contents of which
may be valuable but hard to parse and thus lemmatize or filter (section
3.1.2). A parser works best given context, such as full sentences.
The methodology of selecting earnings calls transcripts from which
to derive a term-document matrix X is detailed in section 3.2.2.1.

3.1.2

Preprocessing

The text data is preprocessed in a number of ways to de-noise the topic
modeling. Each token is lemmatized. Lemmatization is the process of
changing the inflection of a token to its basic form or lemma. By conflating morphologically different tokens with similar meanings (like
’talking’ and ’talked’ to ’talk’) the term vector space is reduced at no
cost and may in fact increase topic coherence. Lemmatization requires
an understanding of the word being processed in order to apply the
proper morphological rules. This is accomplished by parsing each sentence, yielding part of speech information for each token. We parse and
lemmatize using spaCy, a fast Python library written in Cython with
good parsing accuracy[16]. Reducing the term vector space by shortening tokens is also known as stemming and does not have to rely on
sophisticated parsers. Schofield & Mimno have noted that crude stemming methods risk producing the same string for words of different
root meaning, thereby lowering topic coherence[41].
A list[1] of redundant words (stop words) ({"is","and","the"...}) to
filter out reduces the term vector space further. Finance-specific and
uninformative words like "revenue" and "ebitda" are filtered. Determining these words is done by observing overall word frequencies in
the corpus, similar to Stevens et al. [43]. Parsing sentences allows specific kinds of words to be filtered as well, such as the names of persons
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(the names of the people participating in the earnings calls should not
influence the topics).
The term-document matrix (2.8) is subsequently weighted by logarithmic tf-idf:
Xw
ij = log(Xij + 1) log(

|D| + 1
)
|{x ∈ Xi: |x > 0}|

(3.2)

since it has been show to considerably improve topic coherence[37].
Logarithmic inverse document frequency (the right factor in formula
3.2) ensures that words occurring in every document are weighted to
zero, effectively filtering them. This complements the filtering performed by stop lists.

3.1.3

Topic modeling algorithm

O’Callaghan et al. noted that tfidf-weighted NMF consistently produces coherent topics, often with more "niche" words than LDA[37].
NMF should be a suitable approach for determining industry classifications, as this specificity might us interpret what industry a topic
represents. If possible, we also want to avoid conflating different industries with slightly similar business jargon. For example, commercial airlines and aerospace defense contractors are both concerned with
aviation but operate in different environments. However, this goal is
set with respect to k, the number of topics (conflation is inevitable for
lower k).
Topic stability is another desirable property where NMF excels.
Choo et al. noted that with random initialization the popular LDA implementation Mallet exhibits nondeterminism to a much larger degree
than NMF[11]. Thus the LDA-derived topic model differed between
runs on the same data sets. NMF algorithms such as HALS and ANLS
are deterministic. If initialization is specified the resulting topic model
can be reproduced. This eliminates the need for multiple runs of the
same tests.
Both HALS and ANLS-BPP algorithms have performed well in minimizing the objective function (2.16) [14][21][20]. Convergence speed
is not that important of a property - computation occurs infrequently
and the problem size is not huge in a topic modeling context. The algorithm NLIS uses is HALS due to its robust and flexible implementation
in the Scikit-learn Python library[39].

CHAPTER 3. METHOD

3.1.3.1

21

NMF configuration

NLIS should only assign a few industries to each stock. The corresponding topics should have word distributions which cover only relevant words. Therefore the NMF decompositions should be sparse i.e.
W and H should contain few non-zero values. We initialize W and
H using the NNDSVD method, noted by Boutsidis & Gallopoulos to
produce sparse decompositions[7]. NNDSVD is also deterministic, a
desirable property (as described section 3.1.3). We apply regularization terms in the NMF objective function, provided in the Scikit-learn
implementation:
0.5∗||X−WH||2 +α∗β∗(||W||L1 +||H||L1 )+α∗(1−β)∗(||W||+||H||) (3.3)
where α determines the amount of regularization and β specifies the
ratio between L1 and L2 norms (terms use L2 i.e. euclidean norm unless specified). The two rightmost terms penalize overly complex assignments in W and H. Thus, the gain in similarity between X and WH
(from assignments in W or H) must outweigh the penalty in the latter
terms for the objective function to reach a lower value. The L1 norm
provides a harsher penalty (known as the lasso) and can force values
of W and H to be set to zero, hence inducing sparsity[46]. The values
of α and β are chosen by validation testing detailed in chapter 4.

3.2

Application

We construct a fundamental factor model (section 2.1.2) using NLIS
industry factors and apply it to explain the returns of MSCI USA, an
index for the American stock market of roughly 600 stocks (|S| = n ≈
600). Factor returns for each interval are determined through crosssectional regression (detailed in section 3.2.2). The time series runs
from March 2013 to April 2017 using the constituents of MSCI USA
as listed starting each earnings reporting period. Earnings call data
availability (on Seeking Alpha) dictates how far back the time series
can run, which is why we have limited it to 2013.

3.2.1

Response variables

For each interval in the time series we calculate R2 (formula 2.4). R2
constitutes the main response variable of the tests. A higher R2 implies
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greater explanatory power of the factor model. But we also have to assert that the regression coefficients (factor returns) are not random but
statistically significant. For every regressed factor return fj we perform a two-sided Student test by calculating the t-value[13] (formula
3.4).
fj
(3.4)
tvj =
stderr(fj )
A large positive or large negative t-value (hence two-sided test) indicates low probability that fj has been sampled from a zero-mean normal distribution (the null hypothesis H0 that fj is a result of randomness). Generally absolute t-values greater than 2 imply fj is significant
at the 95% confidence level. stderr(fj ) in formula 3.4 is the standard
error of the fj coefficient estimate, a measure of how precise the estimate is. Standard errors and regression coefficients are calculated with
the Statsmodels Python library[42].

3.2.2

Testing methodology

Recall that the returns of fundamental factors are determined by crosssectional regression (formula 2.7). Thus in order to determine F we
must define the number of factors and the sensitivity matrix B. We
model the return of stock i at time t as:
rit = bu fut +

k
X

bij fjt + it

(3.5)

j=1

Therefore we have k + 1 factors i.e. k NLIS industry factors and fut , a
universal factor to which all stocks have sensitivity bu = 1. This lets
the model attribute a share of returns which is not specific to industries but to the market (or at least the stock universe) as a whole. B is
constructed as:
B = ((bu )n×1 , Bind ) = ((1.0)n×1 , Bind )

(3.6)

Recall from section 3.1 that Bind is the stock sensitivity matrix to k topics analogous to industries. The values of Bind are however not constant across the whole return time series. How Bind is derived is described in detail in section 3.2.2.1.
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Topic models

Bind is derived (with the methodology described in section 3.1) from
the latest set of earnings call transcripts available at interval t. k, the
number of industries depends on the baseline and is detailed in section 3.2.2.3. Using the latest data lets NLIS be up to speed with new
company engagements (note also that NLIS is never tasked with explaining returns using future information, i.e. future earnings calls).
Since quarterly reports and their respective earnings calls are not held
at exactly the same dates across the market we need to determine the
optimal date of each reporting period to collect data and construct a
new topic model. We have devised a simple function evaluating a
date x:
X
agecorpus (x) =
|x − dt(d)|days
(3.7)
d∈Dx

Where dt(d) denotes date of d in Dx , Dx being the corpus of latest documents available at date x. For reporting period q with a set starting
value xq0 we select date argminxq >xq0 agecorpus (xq ), yielding a corpus
Dq of documents available at xq . Worded differently, xq is the date
when the earnings calls are collectively the newest.
The topic model at date xq consists of the corpus Dq +Dq−1 ..+Dq−3 .
In other words, the term-document matrix X is constructed from the
latest four transcripts per stock and is subsequently decomposed by
NMF. The second, third and fourth to latest set of transcripts are included in the corpus to stabilize the topic detection, giving the algorithm more data to draw from. A larger corpus will mitigate the identification of spurious topics. However, Bind is derived from the assignments on Dq only.
3.2.2.2

Weighting of returns

R, returns data from MSCI, come adjusted for dividends and other
corporate actions[36]. But when regressing F:t we have to take into
consideration that R:t will exhibit heteroscedasticity. Heteroscedasticity is a property of a set of random variables where the variance of the
variables differ. The variables in this case (with respect to our returns
model, formula 3.5) are the idiosyncratic returns of each company.
Smaller companies generally have greater stock return variance than
larger ones. Thus their returns are to a greater extent stock-specific, it .
We want to avoid fitting F:t to idiosyncratic returns, so we take a note
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from the BARRA risk model methodology[30] and weigh the observations assuming that the variance of idiosyncratic returns is inversely
proportional to the square root of market capitalization. Market capitalization of a company is the current stock price times the number of
issued stocks and hence an indicator of company size. We construct a
weight vector:
p
p
v = cap(s1 ), ..., cap(sn )
(3.8)
cap(si ) = pricesi × sharessi

(3.9)

With weekly market capitalization data provided by MSCI we are ready
to compute F:t . The weighted least squares regression is performed
with the WLS module in the Statsmodels Python library. The computation can also be expressed in closed form[3]:
F:t = (BT VB)−1 BT VR:t

(3.10)

V = diag(v)

(3.11)

diag in formula 3.11 denotes a diagonal matrix. The capitalization
weights (formula 3.8) are reused when calculating R2 (formula 2.4).
3.2.2.3

Baselines

The explanatory power of NLIS is compared to that of GICS. We set
k = dim(Bgics ), Bgics being the classification scheme applied to S, the
MSCI index. GICS categories that are not present in S are omitted so
that no columns of Bgics sum to 0. Thus, both models use the same
number of factors. The full sensitivity matrix for the GICS baseline is
then:
((1.0)n×1 , Bgics )
GICS factor returns are determined the same way as NLIS factor returns, as described in section 3.2.2.2. We compare R2 and t-values
using both the second and third tier of GICS (Industry Group, Industry). We reason that the first tier of GICS (|Sector| = 11) is not granular enough to let NLIS benefit from industry overlap. The fourth tier
(|Sub-industry| = 158) is too granular and would require a very large
stock universe for the regressed factor returns to have significant tvalues. The second tier categories is listed in table 3.1. We also test a
second, random baseline:
((1.0)n×1 , Brand )
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Code
1010
1510
2010
2020
2030
2510
2520
2530
2540
2550
3010
3020
3030
3510
3520
4010
4020
4030
4510
4520
4530
5010
5510
6010
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Table 3.1: GICS Industry Group
Name
Energy
Materials
Capital Goods
Commercial & Professional Services
Transportation
Automobiles & Components
Consumer Durables & Apparel
Consumer Services
Media
Retailing
Food & Staples Retailing
Food, Beverage & Tobacco
Household & Personal Products
Health Care Equpment & Services
Pharmaceuticals, Biotechnology & Life Sciences
Banks
Diversified Financials
Insurance
Software & Services
Technology Hardware & Equipment
Semiconductors & Semiconductor Equipment
Telecommunication Services
Utilities
Real Estate

where Brand is generated by assigning each stock with two randomly
chosen non-zero betas. We run the tests for 1000 random configurations to assess whether NLIS or GICS results can be achieved by
chance.
3.2.2.4

Pricing configurations

We perform the tests described in sections 3.2.1-3.2.2.3 using two different pricing configurations.
Simple factor model In this configuration R consists of weekly returns. We refer to this as the simple factor model since it does not
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account for any other factors but industry (and the universal factor
fu ).
Commercial risk model The second pricing configuration uses Radj ,
returns which have been adjusted for a number of macroeconomic factors. These factors come from a commercial risk model. The adjusted
return for stock i at time t is computed as:
X
X
EM
E ME
(3.12)
−
ritadj = rit −
f
bEM
bM
jt
ij fjt
ij
j

j

where ME denotes macroeconomic factors and betas and EM denotes
equity market factors and betas. The financial institute which publishes the commercial risk model makes a distinction between ME and
EM but the regression methodology is the same. The adjusted returns
are in essence the residuals of the regressions which determine ME and
EM betas. R2 is calculated using unadjusted returns in the denominator (formula 2.4), yielding the total explanatory power of NLIS/GICS
plus ME and EM factors. The commercial risk model uses monthly
stock returns and regresses ME and EM betas using the last ten years
of factor and stock returns. The ME and EM betas were calculated and
provided to us in April of 2017. A full description of the factors in the
commercial risk model is available in the appendix.
3.2.2.5

Factor correlations

We also calculate the correlation coefficients between each factor return time series Fj: . It is desirable that factor returns are not strongly
correlated, since that would indicate that some factors are redundant.
For example, if an industry is erroneously identified as two distinct
industries by NLIS the two factor return series will likely strongly correlate. However, as NLIS uses a new topic model for each reporting
period it is likely that the topic delineation changes over time. A topic
may come and go, merge or split into multiple topics. We measure the
correlation of the factors whose topics appear consistently over time.
Identifying topics across different topic models is done by measuring
the statistical distance between each word distribution.

Chapter 4
Results
Regularization hyperparameters (section 3.1.3.1) were set to α = 1.0
and β = 0.5, determined by validation testing with respect to R2 on
the the period from March 2013 to March 2014. In general the resulting NMF decompositions are very robust, so adjusting the parameters
has little impact. The objective function tolerance threshold was set
to 0.0001 (Scikit-learn default) and the maximum number of NMF iterations was set to 400 (double the Scikit-learn default). This was to
ensure that the NMF computation converged at the objective function
tolerance level. Most computations ran for between 170 and 220 iterations.
First we detail the results of the commercial risk model application (described in section 3.2.2.4) since they are most indicative of real
world gains.

4.1

Commercial risk model

Industry Group Figure 4.1 shows the 6-month trailing average R2
of monthly returns using macroeconomic factors plus either the NLIS
factor model (k = 24) or GICS Industry Group factor model. The NLIS
version average attributes between 33,5 and 51% of squared returns to
factors. Save for the first few plotted averages NLIS lies above GICS,
sometimes by more than 300 basis points. The mean difference between NLIS and GICS is 195 bps. For scaling reasons our second baseline of randomly generated betas Brand is omitted from the plot. The
mean difference between GICS and 1000 Brand configurations is 1121
bps with a standard deviation of 347 bps, demonstrating that random
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assignments perform far worse than either NLIS and GICS.
Recall that the NLIS and GICS models consist of k + 1 factors each
(section 3.2.2). With k = 24, 25 factor returns are determined each interval (month) of the time series. But since betas for fu are identical
across both models we omit their t-values from the following comparisons. The absolute t-values for NLIS and GICS factor returns are
similar (table 4.1). The mean absolute t-value of NLIS factor returns
is 2.069 with a standard deviation of 1.719. 41% of NLIS and 39% of
GICS factor returns have t-values over 2 and are thus significant at the
95% confidence level.
To determine correlation between factor returns, we identified 17
topics which appeared consistently in each topic model. We computed
the correlation coefficients of the 17 corresponding factor return time
series. NLIS and GICS have comparable correlation coefficients among
their factors. 62 of the 136 correlation coefficients for the 17 NLIS factors are positive. The mean of the 62 positive is 0.125. 117 of 276 correlation coefficients between the 24 GICS factors are positive. The mean
of the 117 positive is 0.127.
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Figure 4.1: 6-month trailing average of R2 for NLIS and GICS Industry Group incorporated into a commercial risk model. Returns are
monthly.

Table 4.1: T-values of regression coefficients for figure 4.1
Measure NLIS, k=24 GICS Industry Group
Mean
2.069
2.025
Std. dev
1.719
1.834
Skew
1.423
1.692
Kurtosis
2.873
4.006
>2
0.411
0.392
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Figure 4.2: 6-month trailing average of R2 for NLIS and GICS Industry
incorporated into a commercial risk model. Returns are monthly.

Table 4.2: T-values of regression coefficients for figure 4.2
Measure NLIS, k=64-66 GICS Industry
Mean
1.579
1.453
Std. dev
1.396
1.461
Skew
1.784
2.062
Kurtosis
5.244
6.342
>2
0.285
0.251
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Industry Upping k to match GICS Industry (k = 64 − 66, depending
on index constituents for each quarter), NLIS can explain 44 to 59%
of squared monthly returns. The mean difference to GICS Industry is
288 basis points. T-values have decreased with the increased number
of factors, leaving 29% of NLIS and 25% of GICS factor returns significant at the 95% confidence level (table 4.2). Only 23 topics appeared
consistently across all 17 topic models, hence we did not perform correlation tests.

4.2

Simple factor model

We now detail how much of returns can be attributed to a model consisting of only industry factors and a universal factor. Figure 4.3 shows
R2 of our simple fundamental factor model with k = 24. Averaged
over the trailing 26 weeks, NLIS can attribute between 30,5 and 45,5%
of squared returns to factors. At all times the NLIS average lies above
GICS. The mean difference between NLIS and GICS is 217 basis points.
The mean absolute t-value of NLIS factor return is 2.161 with a
standard deviation of 1.932 (table 4.3). GICS is slightly higher partly
due to stronger outliers (which the kurtosis is indicative of) but the
share of factor returns with absolute t-values over 2 is roughly the
same.
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Figure 4.3: 26-week trailing average of R2 for NLIS and GICS Industry
Group. Returns are weekly.

Table 4.3: T-values of regression coefficients for figure 4.3
Measure NLIS, k=24 GICS Industry Group
Mean
2.161
2.176
Std. dev
1.932
2.058
Skew
1.973
2.346
Kurtosis
7.510
11.293
>2
0.425
0.412
On Industry level (k = 64 − 66), NLIS can attribute between 40 and
53,5% of squared returns to factors (figure 4.4). The advantage over the
corresponding GICS benchmark increases to an average of 256 basis
points. There is a drop-off in significance when adding more factors
to the model (table 4.4), consistent with the results in the commercial
application (table 4.2). Still, NLIS factors are slightly more significant
than GICS factors.
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Figure 4.4: 26-week trailing average of R2 for NLIS and GICS Industry.
Returns are weekly.
Table 4.4: T-values of regression coefficients for figure 4.4
Measure NLIS, k=64-66 GICS Industry
Mean
1.619
1.527
Std. dev
1.562
1.658
Skew
2.382
2.869
Kurtosis
11.253
16.228
>2
0.284
0.255

4.3

Qualitative analysis

In this section we display and infer the meaning behind NLIS assignments for a few companies and highlight the strengths and weaknesses of NLIS. The top words of each topic (regardless of company)
are listed next to each slice. The assignment come from the topic mod-

34

CHAPTER 4. RESULTS

els (k = 24 and k = 65) on D2016Q4...2016Q1 which are the last topic models used in the applications. Assignments of less than 5% are omitted
from the charts.
Some companies have over half a dozen assignments and some
have only one. One could surmise that larger companies are more
diversified and hence have more assignments, but we have found no
correlation between number of assignments and market capitalization.
Figure 4.3 shows Amazon.com’s diverse business operation reflected
in diverse NLIS assignments (k = 24). The core online retail operation
is represented with the ’discretionary retail’ topic (olive, 18.6%). Also
represented is Amazon Prime Video (teal, 13%) and Amazon Web Services (light pink, 11.9%). The beige slice represents the industry that
derives revenue from online traffic and advertising (Google,Yahoo,
Zillow and Priceline are companies with this assignment). The airline
industry assignment (bright pink, 6.7%) most likely represents Amazon’s fleet of cargo planes and ambitions of drone deliveries. The yellow assignment (7.2%) is arguably not an industry, rather it represents
sensitivity to foreign markets.
Lookheed Martin (figure 4.3) is an aerospace and defense company.
At k = 24 NLIS plausibly assigns the company to industrial manufacturing (beige, 39.8%) but also to the airline industry (pink, 38.7%).
It is unlikely that the returns of Lockheed Martin are correlated with
those of United Airlines (whose key indicators include "rasm" or Revenue per Available Seat Mile). Aerospace has its own distinct industry
when k = 65.
Like Lockheed Martin, Ford (4.3) fails to find its specific industry
under k = 24. The car industry is approximated with industrial manufacturing (beige, 32.8%), transportation (off-white, 9.3%) and utilities
(green, 6.1%), amongst others. The erroneous computing assignment
(purple, 5.6%) is most likely due to mentions of "OEMs" (Original
Equipment Manufacturer) which are common in both the computer
and the automotive industry. The banking assignment (red, 6.0%)
might seem erroneous but corresponds to Ford Credit.
Apple’s (figure 4.3) core business is its smartphone. This makes
Apple sensitive to the telecom industry (green, 9.6%). At k = 65 there
is also a separate industry for wireless components (bright red, 8.8%).
Like Amazon, Apple is involved in software services (pink, 11.1%) and
online traffic (dark teal, 9.2%). Two seemingly erroneous assignments
over 5% are soda (light teal, 5.5%) and health care equipment (maroon,
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Figure 4.5: Amazon.com NLIS classification at k = 24. GICS Industry
Group: 2550 - Retailing.
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Figure 4.6: Lockheed Martin NLIS classification at k = 24. GICS Industry Group: 2010 - Capital Goods.
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Figure 4.7: Ford NLIS classification at k = 24. GICS Industry Group:
2510 - Automobiles & Components.
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Figure 4.8: Apple NLIS classification at k = 65. GICS Industry: 452020
- Technology Hardware, Storage & Peripherals.
6.7%). Going from k = 24 to k = 65 generally results in more assignments per company.
Texas Instruments (figure 4.3) manufactures embedded processors
and other technical components. The major NLIS assignments (k = 65)
cover semiconductors (dark beige, 8.5%), computers (purple, 10.4%),
industrial manufacturing (grey, 10.1%) but the largest assignment is to
wireless technology (red, 34.5%). The wireless assignment outweighs
the other three mentioned put together, which is perhaps not congruent with reality in terms of what drives revenue. Texas Instruments
also produces components such as cameras and radars for advanced
driver-assistance systems, which explains the automotive assignment
(light beige, 7.4%).
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Figure 4.9: Texas Instruments NLIS classification at k = 65. GICS Industry: 453010 - Semiconductors & Semiconductor Equipment.

Chapter 5
Discussion and conclusion
We have shown that topic modeling can be used to automatically produce an industry classification with explanatory power for factor pricing models. NLIS consistently has more explanatory power than GICS,
the de facto classification standard in commercial risk models. The regressed NLIS factor returns have t-values which are as high or higher
than those of GICS, a reassuring indication of significance. For portfolio managers, this presents an alternative foundation for risk evaluation, one which can attribute more return variance to factors and does
not depend on an institution like MSCI to publish stock classifications.
We shall now go into the reasons why NLIS works and also highlight
the weaknesses of the method, suggesting improvements for future
research.
The work began with the hypothesis that a multivalued classification system derived from topic models could explain returns better than a system like GICS. The reasoning was that a multivalued
abstraction would more closely model the diverse engagements (and
thereby sources of revenue and risk) of actual companies. The hypothesis rested on a considerable assumption that conversations during
earnings calls are representative of which industries the company operates in. What we found from observing NLIS classifications was that
while the major assignments were often correct their proportions were
not congruent with our perception of the companies’ current revenue
structures. Amazon’s "video programming" assignment is almost as
large as its retail assignment (figure 4.5). This implies that the earnings calls are spent discussing (and hyping) Amazon Prime Video almost as much as the retail business, even though the latter is of much
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greater importance to the company’s current bottom line. However,
this might also be why NLIS outperforms GICS in explaining stock
returns. Theoretically, a stock price is the expected sum of all future
dividends, subject to a discount rate. The sources of expected revenue
may not be the same as the sources of current revenue, as a company
might attempt to diversify or pivot their operations. Whereas GICS
only classifies the current industry engagement, NLIS can perhaps be
interpreted as a classification of expected industry - a subject for further
research.
The weaknesses of NLIS concerns the distinction of industries derived from topics. At k = 24 we were only able to identify 17 topics
which appeared consistently over the course of the time series and
we fared even worse when k = 64 − 66. This problem is party selfimposed, as we have chosen to create a new topic model for each quarterly reporting period (17 models in total) and abstained from explaining returns with topics derived from future text data relative to the
returns. A setup with fewer topic models (annual, bi-annual) would
mitigate this issue. Better still would be to explore topic modeling
methods which track topics over time natively. Nevertheless, a more
stable set of topics could be coerced with a strong topic model prior
specifying which topics should exist. There is also the issue of which
k is most appropriate, an established problem within topic modeling
and document clustering. For this report we only set k for parity with
two different tiers of GICS but values in between could have more desirable trade-offs between explanatory power and significance.
Another general topic modeling issue concerns the varying degrees
of idiosyncrasy in language. Pharmaceutical jargon (diseases, brand
names, technical terms) may vary to the extent that it warrants multiple topics from a topic model standpoint whereas it would suffice with
just one from an industry classification standpoint. It is also possible
that widespread mentions of particular organizations or brands align
topics with those names rather than any given industry. This could
be mitigated by an aggressive word filter incorporating named entity
recognition (NER). Whereas we only filtered named persons, it is possible to detect names of organizations and places as well.
In closing we think we have shown that alternative data such as
earnings calls have a place in modern portfolio management. There
are likely many ways to apply NLP to gain unique insights into the
market, a risk model is just one of them.
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Ethics and sustainability

Part of the master thesis report must relate to the ethical aspects of the
work and its societal impact, including sustainability. While the world
of finance can host unethical practices (shortsighted investments, investments in ethically dubious or environmentally harmful companies
et cetera) this thesis work has no observable implication for investor
behavior with regards to these issues. However, if investors use risk
models which are better at estimating systematic risk then it is conceivable that they will act more soundly in a general sense, having a
better interpretation of market conditions. But since this is a thesis in
computer science we stop short of exploring risk estimation - rather
we only focus on explaining returns.
This specific technology is not affected by concerns one expects in
computer science such as personal integrity or energy consumption
and the like. All the natural language data the NLIS model depends
on is publicly available information. Furthermore, the end users are
few unlike widely deployed consumer technology.
One possible implication for society that NLIS represents is the
looming prospect of automation. Unlike the automation shifts of the
past which rendered some manual laborers obsolete, automation today can come to replace certain white-collar jobs. NLIS is automated
and can, for select applications, outdo GICS (manually constructed by
analysts). However, manual schemes like GICS are still a better fit in
certain contexts, such as regulatory purposes.
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Appendix A
Commercial risk model
A.1

Macroeconomic factors

These are descriptions of the macroeconomic (ME) factors in the commercial risk model (section 3.2.2.4).
A.1.0.1

Economic growth shock

The difference between actual versus consensus expected monthly change
in industrial production.
A.1.0.2

Inflation shock

The difference between actual versus consensus expected monthly change
in the Consumer Price Index.
A.1.0.3

Long-term interest rates

The monthly change of 10-year US treasury bond yields.
A.1.0.4

Short-term interest rates

The monthly change of 3-month US treasury bill yields.
A.1.0.5

Credit spread

The monthly change of yield spreads between a high yield credit index
and 10-year US government bonds.
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A.1.0.6
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Oil

The monthly change of West Texas Intermediate crude oil price.
A.1.0.7

Trade-weighted dollar

The monthly change of the Bank of England trade-weighted effective
rate US dollar index.
A.1.0.8

Illiquidity

The monthly change of the equal-weighted average of an illiquidity
measure on Russell 1000 stocks.

A.2

Equity market factors

These are descriptions of the equity market (EM) factors in the commercial risk model (section 3.2.2.4). The EM betas are regressed on the
residuals of the ME regressions.
A.2.0.1

Market

The monthly S&P500 index returns.
A.2.0.2

Small-Cap premium

The monthly return spread of the Russell 2000 index vs. the S&P500
index.
A.2.0.3

Growth/Value premium

The monthly return spread of the S&P US Large Cap Growth index vs.
S&P US Value Index.
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