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Abstract

This thesis empirically studies transfer learning as a calibration frame-
work for Convolutional Neural Network (CNN) based appearance-
based gaze estimation models. A dataset of approximately 1,900,000
eyestripe images distributed over 1682 subjects is used to train and
evaluate several gaze estimation models. Each model is initially trained
on the training data resulting in generic gaze models. The models
are subsequently calibrated for each test subject, using the subject’s
calibration data, by applying transfer learning through network fine-
tuning on the final layers of the network. Transfer learning is ob-
served to reduce the Euclidean distance error of the generic models
within the range of 12–21%, which is in line with current state-of-
the-art. The best performing calibrated model shows a mean error
of 29.53mm and a median error of 22.77mm. However, calibrating
heatmap output-based gaze estimation models decreases the perfor-
mance over the generic models. It is concluded that transfer learning
is a viable calibration framework for improving the performance of
CNN-based appearance based gaze estimation models.
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Sammanfattning

Detta examensarbete är en empirisk studie på överföringsträning som
ramverk för kalibrering av neurala faltningsnätverks (CNN)-baserade
bildbaserad blickapproximationsmodeller. En datamängd på omkring
1 900 000 ögonrandsbilder fördelat över 1682 personer används för att
träna och bedöma flertalet blickapproximationsmodeller. Varje modell
tränas inledningsvis på all träningsdata, vilket resulterar i generiska
modeller. Modellerna kalibreras därefter för vardera testperson med
testpersonens kalibreringsdata via överföringsträning genom anpass-
ning av de sista lagren av nätverket. Med överföringsträning observe-
ras en minskning av felet mätt som eukilidskt avstånd för de generiska
modellerna inom 12–21%, vilket motsvarar de bästa nuvarande mo-
dellerna. För den bäst presterande kalibrerade modellen uppmäts me-
delfelet 29,53mm och medianfelet 22,77mm. Dock leder kalibrering av
regionella sannolikhetsbaserade blickapproximationsmodeller till en
försämring av prestanda jämfört med de generiska modellerna. Slut-
satsen är att överföringsträning är en legitim kalibreringsansats för att
förbättra prestanda hos CNN-baserade bildbaserad blickapproxima-
tionsmodeller.
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Chapter 1

Introduction

Eye tracking is the process of estimating the point of gaze of a given
subject and is a well-researched field [1] in the area of computer vision
and artificial perception. Eye tracking has numerous areas of appli-
cation ranging from research in marketing [2], usability [3], and user
behaviour [4] to usages in entertainment [5], special needs interfaces
[6], and many more [7]. Eye tracking serves as a mean to provide in-
sight into human behaviour and enables vision as an input interface.

The most popular and successful approaches to gaze estimation
are geometrical regression algorithms that find the location and rota-
tion of the eye in 3D-space using reflections on the eyes, known as
glints [8]. In contrast to geometrical eye tracking models, appearance-
based models use image features and map them to gaze points directly
[9]. With the rise of deep learning and convolutional neural networks
(CNN) for computer vision in the recent years [10], usage of such ap-
proaches for eye tracking has been researched with improving results
[11–14] compared to appearance-based methods using classic com-
puter vision models [9, 15]. Both geometrical- and appearance-based
models estimate the point of gaze using images captured of the sub-
ject’s face. Eye tracking hardware constructed for geometrical gaze
estimation capture images that are different compared to those cap-
tured for appearance-based methods [9, 11, 12]. Requiring glints on
the eyes, eye trackers for geometrical models commonly use infrared
cameras instead of RGB cameras, reducing the dimensionality of the
input image three-fold. Furthermore, using only the eyes for inference,
geometrical models usually only captures a stripe around the eye re-
gion, referred to as Region of Interest (ROI) images. In ROI images,
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2 CHAPTER 1. INTRODUCTION

some prominent facial features such as chin, nose, and other structures
of the face are unavailable.

In eye tracking, calibration is the process of tuning the gaze estima-
tion model to improve the gaze estimation for a selected subject. Re-
cently, individual subject calibration for subject-independent trained
models has been researched for appearance-based models [12]. Earlier
works have trained entire models for single subjects [9, 16], but the
current state-of-the-art approach trains a subject-independent CNN-
based model and provides calibration by replacing the final layer with
a Support Vector Machine (SVM) trained on the target subject [12],
combining a generic model for feature extractor with a specialised
gaze point regressor. In deep learning, model specialisation is usually
achieved through fine-tuning the final layers of the network in a pro-
cess known as transfer learning [17]. Calibration in deep CNN models
for gaze estimation has not been examined with transfer learning, but
has shown state-of-the-art results in other areas of artificial intelligence
and computer vision [10, 17–20].

1.1 Problem statement

The aim of this thesis is to investigate transfer learning as a calibra-
tion framework for gaze estimation with the use of deep CNN-based
appearance-based models. This investigation will guide the develop-
ment of a novel way to calibrate inference models for gaze estimation
by applying current state-of-the-art deep learning techniques. The the-
sis aims to answer the following question:

• How does individual user calibration using transfer learning affect the
performance of gaze estimation in appearance-based models for eye track-
ing?

1.2 Scope and objectives

This thesis is concerned with the performance of appearance-based
methods using CNN models trained on a large-scale dataset of ROI
images and the performance achieved by variants of these models
with and without applying transfer learning calibration. Although
this thesis concerns the images produced by eye trackers, it is not con-
cerned with studying embedded systems or any measure of real-time
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performance on such systems - it is about the quality of image process-
ing.

The implementation of the project requires:

• Creating a CNN system using similar approaches as proposed
by current state-of-the-art [12, 13].

• Comparing gaze estimation performance between different ar-
chitectures for the final layers of the model.

• Examination of the impact of calibration using transfer learning
on aforementioned models.

1.3 Thesis overview

Chapter 2 introduces eye tracking and the different paradigms within
the area. It introduces the basics of CNNs and how eye tracking has
utilised CNNs in related work and state-of-the-art. An overview of
other approaches of appearance-based models is also given. In Chap-
ter 3, dataset, network architecture, and training- and testing proce-
dure are explained and motivated. In Chapter 4, the results are pre-
sented and analysed. In Chapter 5, key findings are highlighted, lim-
itations are discussed, and future work is outlined. Finally, a conclu-
sion is presented in Chapter 6.



Chapter 2

Background

In this chapter an introduction of gaze estimation is given, the com-
ponents of CNNs are explained, the principles of transfer learning are
provided, and related work is presented.

2.1 Gaze estimation

Gaze estimation is the problem of inferring the point of focus of a
subject’s gaze. This is achieved by capturing a frontal face image of
the subject and providing a gaze estimation function that predicts the
gaze [1]. A series of gaze points need to be estimated in order to
achieve realistic gaze tracking. Thus, the gaze function needs to op-
timise for a varied input for the generic case. Gaze points are either
represented as 3D points, or as 2D projections on a target surface [1].
There are three paradigms for constructing the gaze function: shape-
based methods, appearance-based methods, and hybrid methods that
combine the previous paradigms [1].

2.1.1 Shape-based methods

The most common shape-based methods are geometrical models that
infer the gaze point of the subject by finding the angle of the eye through
the use of eye models [1]. Pupil Centre and Cornea Reflection (PCCR)
[1, 8] is a technique where an illuminator is used to produce a glint on
the cornea of the eye with which to estimate the gaze. Knowing the
relative positions of the camera and the illuminators combined with a
model of the interior of the eye, PCCR models use the glint position

4



CHAPTER 2. BACKGROUND 5

to estimate the parameters of its eye model [8]. Given a set of param-
eters, the eye model provides a visual axis of the eye that can be used
to estimate the gaze point. For these approaches, the main differences
consist of the number of cameras and the number of light sources pro-
ducing glints [1, 8]

Images captured by eye tracking hardware made for PCCR mod-
els produces dark pupil (DP) images or bright pupil (BP) images [21]
depending on the placement of the illuminator in relation to the cam-
era. Bright pupil images contain artefacts similar to red-eye effects
from regular photography where the pupils appears red and strong in
intensity. When the illuminator is close to the camera BP images are
produced, and when they are distant DP images are produced. A BP
image is shown in Figure 2.1, and a DP image is shown in Figure 2.2

Figure 2.1: A BP ROI image. Figure 2.2: A DP ROI image.

2.1.2 Appearance-based methods

Instead of modelling the shapes of the eye, appearance-based methods
use a holistic approach where the appearance is taken into considera-
tion [1]. A face can be considered a vector of pixel values, or as a point
in a high dimensional space where each pixel is a dimension [15]. Rep-
resenting the face as an image in a high dimensional space, the data is
amenable to a variety of analytic and numerical approaches to trans-
form the data. In this representation, the face is not viewed as a set
of shapes of a 3D model, but as an abstract manifestation of an high
dimensional unknown feature space. Appearance-based models find
inference models from such feature spaces to the point of gaze. Due
to the large dimensionality and high variance within the data, a large
number of images are necessary for training appearance-based models
[1].
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2.2 Convolutional neural networks

CNNs are sequences of convolutional layers, a sparse layer type in Ar-
tificial Neural Networks (ANN) that utilises the adjacency of data e.g.
groups of pixels within images. CNNs have been used in computer
vision with success and is the core component of the state-of-the-art in
several areas of computer vision [10]. Although CNNs have been ap-
plied to other areas of machine learning [22] this section will provide
an overview of CNNs in computer vision.

The input to convolutional layers are three dimensional tensors
Nin×Hin×Win whereNin is the number of features andHin×Win is the
dimensionality of each feature [22]. For the initial convolutional layer
in a CNN Hin ×Win is the size of the input image and the features are
commonly the red, green, and blue colour channels, or a single feature
for the intensity of gray-scale images. The output of a convolutional
layer has the formNout×Hout×Wout whereHout ≤ Hin,Wout ≤ Win [22].
The output features of a convolutional layer are not manually selected,
but dynamically learnt by the network. Therefore, CNNs are indepen-
dent of domain and do not require domain knowledge for setup.

A convolutional layer is a pipeline of convolutional transforma-
tions, non-linear activations, and optional pooling [22]. Each output
feature in the convolutional layer is represented by a w×h kernel. The
kernel maps eachw×h region of the input tensor to a single aggregated
value with a linear operation as shown in Figure 2.3. The parameters
of each kernel are shared over all regions within an input feature, sig-
nificantly reducing the number of parameters in the layer. The feature
extraction also becomes position invariant within the data. Each ag-
gregated value is transformed using a non-linear activation function,
such as the Rectified Linear Unit (ReLu) activation function [22]. Pool-
ing is a down-sample operation that aims to remove minor variances
in the data, improving generalisation [22]. Pooling reduces the size
of the data by aggregating regions similarly to the convolutional op-
eration. A 2 × 2 pooling step reduces the size of the data four-fold.
Common pooling operations are max or mean. Instead of pooling,
size reduction can be achieved by omitting output during the convo-
lution – known as stride [22]. A stride of 2 skips every other row and
column in the output, resulting in the same output size as applying
2 × 2 pooling.
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Figure 2.3: An illustration of the convolutional kernel transform for a single feature.
Note how the offset of the kernel in relation to the input image relates to the offset of
the output.

2.3 Transfer learning

Transfer learning is a learning framework in machine learning that at-
tempts to solve the problems caused by differences in training- and
future data [17, 23]. In machine learning, it is generally assumed that
training- and future data shares the feature space and data distribu-
tion. However, this is not always true [17]. Transfer learning attempts
to overcome this by applying learned knowledge from the training
data onto the new data that is different, but similar.

In computer vision, transfer learning has been shown improving
CNN model performance by pre-training on generic datasets, such as
ImageNet [24], followed by fine-tuning the CNN models on the target
domain [10, 18–20], extracting general image structure knowledge in
the pre-training step, followed by a domain specialisation. In the fine-
tuning step all layers can be updated [20], but it has been shown that
performance improvements can be observed by only fine-tuning the
few final layers of the model [19]. Fine-tuning can be performed by
updating pre-existing weights [19, 20], or by replacing the final layer
with a new layer trained from scratch [25]. Layer replacement is com-
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monly used when the output dimensionality is different in the new
domain, while layer fine-tuning is used when the dimensionality of
the output is unchanged.

2.4 Benchmarking eye tracking

A multitude of datasets [11, 12, 26–31] for eye tracking have been pro-
duced. These datasets generally also contain head pose data due to
free head movements being a prominent challenge for appearance-
based methods [32–37] due to the variational complexity introduced.
The datasets have become significantly larger with the introduction of
deep models in later years [11, 12]. However, there is no recognised
dataset that has become a defining benchmark in eye tracking such as
MNIST [38] and ImageNet [39] in image classification. There are also
disparities in the performance metric for gaze prediction, some works
measure error in degrees [14, 15, 40–42], while other works have used
euclidean distance error [11–13, 36, 37, 42–44]. This means that eye
tracking has no recognised standard for benchmarking and compar-
ing different models.

2.5 State-of-the-art in appearance-based meth-
ods

This section is related to previous work on appearance-based 2D gaze
estimation, in particular full-face methods using deep CNN networks
and calibration techniques.

2.5.1 Overview of appearance-based methods

Research in appearance-based methods covers a plethora of methods.
Earlier works includes ANNs [43, 45], appearance manifolds [15], ran-
dom forests [14, 42], linear regression [40], adaptive linear regression
[46], SMVs [12, 35], 3D facial mesh modeling [16, 36], multimodal
models [36], sparse auto-encoders [44], incremental learning [32], im-
age synthesis [16, 34], and deep end-to-end CNN systems [11–13, 16].
Research has been conducted on both 2D gaze estimation [11–13, 43]
and 3D gaze estimation [13, 36, 37, 42, 44].
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2.5.2 Early ANN appearance-based methods

Baluja et al. [45] introduced ANN systems for gaze estimation in 1992
using an end-to-end system by using low resolution eye patches com-
bined with small feed-forward networks using a dataset with 1000
data points. X- and y coordinates were estimated within a 50 dis-
crete value range each. Separate classifiers for x and y were tested
as well as combined classifiers. The combined network produced the
best result. Other works utilising similar small, fully connected ANN
systems were tested combined with image pre-processing [43].

2.5.3 Hybrid ANN appearance-based methods

Combining classic computer vision feature extraction methods with
ANN regressors has been an area of research [11, 14, 47]. In later years,
appearance-based methods incorporating CNNs for feature extraction
of facial- and eye features combined with classic regression algorithms
to transform extracted features into gaze points have emerged [11, 14].
For these approaches, single eye images have been used [11, 14, 47].

Only using single eye crops has dominated appearance-based re-
search [1, 11, 14, 40–44]. Usually the eye images are combined with a
head pose feature vector [11] to adjust for free head movements.

Zhang et al. [11] proposed image feature extraction of single eye-
images using the LeNet [48] network architecture, the extracted fea-
tures were combined with head angle vectors as input for a fully con-
nected 2D regressor. This showed state-of-the-art results over previous
methods. Wang et al. [14] used a similar CNN architecture as DeepID
[49] for feature extraction of single-eye images, and used a random for-
est model for gaze regression, achieving better performance compared
to non-CNN approaches.

Tősér et al. [16] proposed a calibration technique by constructing
a facial 3d mesh out of a set of calibration images from a subject and
synthesise training data for the specific subject to improve the model.
Random forests were used for the extraction of facial markers that
were used by a supervised descent method to construct the 3D mesh
consisting of 512 points. The mesh was rotated to create new training
data for the subject to train a CNN network similar to that proposed
by Zhang et al. [11]. Using synthesised training data, an improvement
of 40% was observed.
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2.5.4 Full-face end-to-end appearance-based methods

Recent approaches using full-face images combined with deep CNNs
for gaze estimation have produced state-of-the-art results for datasets
with free head movements [12, 13, 16], and generalises for non-training
subjects [12].

Krafka et al. [12] estimated gaze using a deep architecture based
on AlexNet [10] and achieved state-of-the-art performance. A dataset
of full-face smartphone images with 1,500,00 images distributed over
1,500 subjects was produced using crowd-sourcing. No images of the
test subjects were used for training the model, showing that generic
gaze models are able to perform well on novel subjects post train-
ing. Image features were extracted from full-face images and from the
cropped left- and right eye within those images. All image input was
re-sized to 224×224. Separate AlexNets [10] were used for the different
inputs, but the weights for the left- and right eye CNNs were shared.
A binary 25 × 25 mask input was also introduced, providing the crop-
ping region of the full-face image from the original image. Features
from the mask were extracted using fully connected layers. All the
extracted features were jointly connected to a fully connected feed for-
ward network providing the regression of the gaze point as a 2D point
on the screen. By replacing the last fully connected layer in the regres-
sion with a Support Vector Machine (SVM), it was shown that overall
performance was improved by training the SVM using a fixed set of
gaze points per subject. This resembles the calibration techniques used
in geometrical models, and showed that individual calibration is pos-
sible in appearance-based models. In an ablation test, the face mask
input showed the highest improvement in performance.

Zhang et al. [13] proposed a full-face appearance-based method us-
ing an expanded AlexNet [10] network influenced by state-of-the-art
techniques used in pixel-by-pixel classification proposed by Tompson
et al. [50]. Hypothesising that facial areas differ in importance for gaze
estimation, Zhang et al. [13] applied spatial weights to the extracted
image features from the AlexNet CNN prior to the fully connected
regressor to suppress noise from low activating regions. By passing
the extracted image features through a stacked network of CNNs with
1 × 1 filters and multiplying the resulting feature with the aforemen-
tioned image features, the network produced spatial weights in the
form of a heatmap for the image features. Input images were re-sized
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to 448 × 448 and final image features were of size 13 × 13. Their ap-
proach showed superior results compared to the proposed methods
by Krafka et al [12] and Zhang et al. [11].



Chapter 3

Methods

3.1 Dataset

The dataset consisted of 1682 subjects with a total of 1,917,742 BP and
DP ROI images combined. Each model only used DP or BP images
exclusively for training and testing. Each image was labelled with the
gaze location in a [0, 1] normalised screen position. The images were
captured from two different camera models, but hardware differences
were regarded negligible for the examined inference models. This was
confirmed by comparing model performance between models trained
on disjoint datasets and the complete dataset during initial tests.

Images were captured during seated recording sessions of subjects
in indoor office environments with varying light conditions prior to
the thesis. The screen sizes varied between subjects but were all within
409×255 and 533×301 millimetres and the camera was always located
at the bottom of the screen. The subjects were shown a dot on the
screen, moving between a set of gaze points. The dot was stationary
for a short period when capturing images for a given gaze point, and
no data was captured while moving between stimulus points. The
subjects performed natural head movements to follow the dot dur-
ing the recording session. Except for a few exceptions, 33 gaze points
were available for each subject; 12 uniformly distributed random gaze
points per camera model, and 9 uniform static calibration points as
shown in Figure 3.1. The random points were randomised within an
even 3 × 4 grid, ensuring that each subject had consistent coverage.

12
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Figure 3.1: Set of gaze points for a sample subject. Calibration points are shown as
circles, and random points are shown as dots. Calibration point locations are shared
among all recordings.

Increased internal subject variation has been shown giving dimin-
ishing returns early [12], thus only 10 images were extracted per gaze
point. The first 4 images of each gaze point series were ignored to
avoid introducing variance from gaze overshoot caused by the dot
changing to stationary from moving. From the remaining images, se-
lection was performed at a regular interval with respect to time. This
ensured enough variation to introduce noise for each gaze point per
subject. For calibration recordings, 35 images per gaze point were col-
lected similarly for a total 325 training images per subject for transfer
learning. Calibration gaze points were not included in the training
data, they were used exclusively for calibration fine-tuning in order
to avoid risking overfitting a preference for the shared 9 points in the
generic model.

The dataset was split into training- and test set with a 9 : 1 ratio
on subject level. Thus, all images related to each individual subject
was constrained to only one subset. For the test set, only subjects with
available calibration data was selected. A diagram depicting how the
dataset was split and used is shown in Figure 3.2.
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Figure 3.2: An illustration of how the dataset was split and used. Data was split in
the depicted fashion for both DP and BP images

All images were cropped slightly on the left and right side to re-
move background inclusions and re-sized to 400 × 120 pixels. Images
were normalised using contrast limited adaptive histogram equalisa-
tion [51].

3.2 Transfer learning training process

The process used for training the generic model and calibrate it using
transfer learning consisted of two steps. First, the model was trained
on all training data. From this point, the model could be input ROI
images of unseen subjects and estimate the gaze for that datapoint.
This model constituted the generic model. Given a trained generic
model, transfer learning was applied on the generic model using the
calibration data of a single unseen subject to train the calibration layers
of the generic model. After this stage, the model was calibrated for the
specific calibration subject.
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3.3 Network model

The current state-of-the-art in full-face gaze estimation has been achieved
by Krafka et al. [12] and Zhang et al. [13]. Both papers proposed
AlexNet-based CNN systems with architectural variants. The main
contribution of the work by Zhang et al. [13] was the spatial weights,
which was considered of less significance for the ROI dataset of this
thesis. Therefore, a similar network as Krafka et al. [12] was cho-
sen. The face mask input, providing a binary mapping of where the
ROI image was cropped from the original camera image, proposed by
Krafka et al [12] was used with a resolution of 25×25. No separate eye
image input was included in contrast to Krafka et al. [12].

3.3.1 Output representations

In order to get a better assessment of transfer learning for calibration,
different architectures for the final layers of the network were used to
produce different output representations of the gaze. In addition to
the 2D point gaze output used by current state-of-the-art [12, 13], two
heatmap approaches were included. One heatmap approach output
the probability of gaze over a discrete set of ranges over each indi-
vidual screen dimension, producing separate 1D heatmaps for the x
and y positions respectively. The second heatmap approach outputs
the probability of gaze over a joint set of discrete x and y ranges, pro-
ducing a 2D heatmap over the output space. Testing transfer learning
as calibration on other types of output representations was expected
to show possible generalisation of transfer learning as a calibration
framework.

Architecture and layer hyperparameter variables up until the unique
layers of the different output representations were identical across all
models, as well as training hyperparameters. This avoided introduc-
ing additional noise in the comparison between the models. Thus, the
same feature extraction architecture that extracted 252 input features
for the calibration layers was shared across all models. An illustration
of the shared network architecture is shown in Figure 3.3.

3.3.2 Shared model architecture

For layer specific parameters the following format will be used:
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• Convolutional layer with filter width W and height H, K features,
and a stride of S – CONV: W ×H/K(S).

• Max pool layer with filter width W and height H, and stride S –
Pool: W ×H/S.

• Fully connected layer with N nodes - FC: N .

The face image passed through CONV: 11×11/64(4) - Pool: 3×3/2

- CONV: 5 × 5/192 - Pool: 3 × 3/2 - CONV: 3 × 3/384 - CONV: 5 ×
5/384 - CONV: 5 × 5/256 - Pool: 3 × 3/2 - FC: 2048. As proposed by
Krafka et al [12], the face mask was fed through two fully connected
layers with 256 and 128 nodes respectively. The extracted features of
the face image network and the face mask (2048 and 128) were jointly
fed through a fully connected layer with 252 nodes as the final shared
architecture layer.

Figure 3.3: An illustration of the shared model architecture for all output represen-
tations. The ROI image is input for the CNN sequence that outputs 2048 features
and the face mask is input through a series of fully connected layers outputting 128
features. The features are then jointly transformed to 252 features that are input to
different architectures depending on the output representation.

3.3.3 Output representation models

The architecture for the final part of the network for the 2D point re-
gression was a series of fully connected layers with 128 nodes end-
ing up in 2 output nodes. The proposed architecture by Krafka et al.
[12] consisted of a single 128 node layer. However, hypothesising that
using several stacked fully connected layers for the fine-tuning step
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of the transfer learning would provide more complex transformations
for the calibration, calibration and model depth variations with 1, 2,
or 3 fully connected layers with 128 nodes prior to the final 2 output
nodes were tested. It was expected that calibrating more layers would
increase the performance gain of the calibrated network.

For the heatmaps, each dimension were split into 24 discrete re-
gions translating into the 1D grid consisting of 24 + 24 = 48 output
nodes, and the 2D grid consisting of 242 = 576 output nodes. The 1D
heatmap consisted of a hidden layer with 256 nodes followed by the
final 48 node layer. The 2D heatmap was constructed with a series of
transposed convolutional layers. The initial 252 features were trans-
formed into a 28x3x3 tensor and fed through the following network:
CONVT : 3× 3/256 (2) - CONVT : 3× 3/192 (2) - CONVT : 5× 5/64 (2) -
CONVT : 3×3/1. The final layer consisted of one feature of size 24×24

that corresponded to the gaze probability heatmap.

3.3.4 Ground truth labelling

The 2D point output, illustrated in Figure 3.4, used the 2D point gaze
as the ground truth for the loss function. For the 2D heatmap illus-
trated in Figure 3.5, the probability density function for a bivariate
gaussian distribution was applied to the grid and normalised to the
highest density region having density 1.0. The parameters of the bi-
variate gaussian are shown in Equation 3.1. The 1D heatmaps, illus-
trated in Figure 3.6, were produced in the same fashion but with sep-
arate 1D gaussians for both dimensions individually with a standard
deviation of 0.0007.

µ =

[
gazex
gazey

]
, Σ =

[
0.0007 0

0 0.0007

]
(3.1)
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Figure 3.4: 2D point gaze repre-
sentation for the (0.7, 0.45) gaze
point.

Figure 3.5: 2D heatmap represen-
tation of the (0.7, 0.45) gaze point
in a 24× 24 grid. Brighter colour
corresponds to higher probability

Figure 3.6: 1D heatmap represen-
tation for the x and y dimensions
of the (0.7, 0.45) gaze point using
24 discrete ranges per dimension.

3.3.5 Training details

The models were implemented using TensorFlow [52]. A stagnation
in test set performance was generally observed after approximately 8
epochs. Thus, each model was trained from scratch for 18,000 itera-
tions over 12 epochs with a batch size of 256. Batches were sampled
uniformly randomly from all training images each epoch. Adam opti-
miser [53] was used with a learning rate of 0.0001, β1 = 0.9, β2 = 0.999,
the learning rate was selected based on current state-of-the-art [12]
and the β-values were chosen based on suggestions from the original
Adam paper [53]. L2 loss was used for all models. Weight regularisa-
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tion of 0.0005 was used similar to Krafka et al. [12] and AlexNet [10],
weights were initialised as truncated normal with µ = 0, σ = 0.01 as
proposed by AlexNet [10]. ReLu activation functions were used across
the entire network. No dropout or batch normalisation was used, sim-
ilar to Krafka et al. [12] and Zhang et al. [13]. Each model was trained
and tested, both with and without calibration, 4 times. The same split
of the dataset was used between all models and all runs.

3.3.6 Calibration details

Calibration was performed using layer fine-tuning. Only the final
layer of the network was modified, except for the 2D gaze point mod-
els testing calibration on several layers. Adam optimiser [53] was used
with a learning rate of 0.000005 and all 325 of the subject’s calibration
images were used as the single batch, and the network was trained
for 300 iterations. The calibration was performed independently on
all subjects, thus the weights were restored to pre-calibration values
between each test subject. The learning rate and number of iterations
was chosen experimentally to maximise the improvement with a con-
vergence fast enough to be realistic in a user calibration process. No
cross validation was used in the training due to restricted amount of
data available for calibration. Overfitting has been observed for SVM
calibration regressors when using few gaze points [12], and expecting
similar issues with multilayer perceptrons, all calibration points were
used as training data.

3.4 Performance metrics

Model performance was measured as the Euclidean distance error be-
tween the gaze estimation and the ground truth gaze point. For the
heatmap models, the gaze estimation was chosen as the centre of the
region with the highest output activation. The error of each datapoint
for a model was averaged over all independent runs of the model.
Model performance was compared with a baseline of average distance
between two uniformly random points within a rectangle [54], repre-
senting the model guessing uniformly random given any point. The
rectangle dimensions for the baseline was the average screen size of
the entire dataset in millimetres: 470 × 290.
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Results

4.1 Generic model performance

Datasets of DP and BP images were split into separate datasets and
each model was independently trained on each dataset 4 times from
scratch. Training- and test data were split on subject-level and the split
was used for every individual run for every model for both DP and BP.
The test set consisted of 168 subjects totalling 39936 data-points. The
results on the test set for the different models without any calibration
are shown in Table 4.1. Metrics were averaged per data point over
each run and then finally averaged over each model. For example,
the model producing a 2D gaze point with 2 hidden layers in the final
regressor performed, when trained and tested on DP images, a mean
error of 35.09mm, a median error of 28.85mm and the standard devi-
ation of error over all averaged datapoints was 28.26mm. All models
outperformed the baseline and were thus considered able to infer a
satisfactory estimation of the gaze.

20
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Table 4.1: Generic model error per image measured as the Euclidean distance in mil-
limetres between the gaze estimation and the ground truth label. The standard devi-
ation of error across all 39936 datapoints is shown for each model. The best score for
each column is shown as bold. The baseline model is the average distance between 2
random points in a rectangle [54].

Image Type Model Mean Median σ

Baseline* 201.18 201.18

DP

2D Point 1 Layer 35.32 29.32 28.28
2D Point 2 Layer 35.09 28.85 28.26
2D Point 3 Layer 35.55 29.13 28.82

2D Heatmap 39.50 31.02 36.08
1D Heatmap 38.81 31.50 33.60

BP

2D Point 1 Layer 40.26 33.46 30.27
2D Point 2 Layer 41.63 34.84 30.68
2D Point 3 Layer 41.35 34.34 31.24

2D Heatmap 46.59 35.43 41.33
1D Heatmap 45.66 36.38 36.50

For statistical analysis, planned comparisons were made and their
outcomes are shown in Figure 4.1. Below is an explanation of each
group:

• Group A: Comparison of the 1D heatmap and the 2D heatmap.
Results are averaged over both DP and BP models.

• Group B: Comparison between DP and BP models. Results are
averaged over all models for each image type.

• Group C: Comparison between varying the number of calibra-
tion layers in the 2D gaze point model. Results are averaged
over both DP and BP models.

• Group D: Comparison between 2D gaze point models and heatmap
models. Results are averaged over both DP and BP models.

Statistical significance tests were conducted on test datapoint level,
and the model error for each datapoint was the average over the 4
independent runs. For the planned groups, model datapoint averages
were averaged within each aggregation. Statistical significance tests
were conducted with Student’s t-test for groups A,B, D and ANOVA
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was used for testing group C. All planned comparisons resulted in
rejection of the null hypothesis with p-values lower than 2 ∗ 10−5 as
shown in Figure 4.1.

Figure 4.1: Depiction of the aggregations of errors within the planned groups A-D
for the generic models. The box extends from the lower to upper quartile values of
the data, with median shown as a vertical line in the box. The whiskers extend from
the box show the extent of datapoints within the error range [Q1 − 1.5IQR, Q3 +

1.5IQR] where IQR is the interquartile range Q3−Q1 and Q1 and Q3 is the 25th
and 75th percentile respectively.

Collectively for both DP and BP images, the heatmap models can
be seen performing worse than the 2D point approaches in Figure 4.1D.
The performance difference between using 1, 2 or 3 layers for 2D point
gaze as shown in Figure 4.1C is small, post-hoc analysis of group C
with Student’s t’test shows that differences between all pairs in group
C are statistically significant with p-values below 10−3. The collec-
tive difference in performance between the 1D heatmap and the 2D
heatmap is also relatively small as seen in Figure 4.1A, though statis-
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tically significant. DP models collectively performed better than BP
models as shown in Figure 4.1B. From Table 4.1 a trend can be ob-
served that suggests that DP models outperform the corresponding
BP model in both mean and median performance. The DP models col-
lectively also show a smaller variance in the error compared to the BP
models as seen in Figure 4.1B.

4.2 Performance of the calibrated models

Each one of the trained generic models from Section 4.1 was evaluated
for its performance after calibration. With the learned weights from
the generic model, the calibration layers were trained exclusively on
the calibration data for each test subject. After the calibration training,
the model performance was evaluated on the test set of the calibration
subject. The training was performed on the generic model with fine-
tuning individually for each subject. Results for the different models
with calibration can be seen in Table 4.2. Metrics were averaged per
data point over each run and then finally averaged over each model.
For example, the calibrated model producing a 2D gaze point with
2 hidden layers in the regressor performed when trained and tested
on DP images a mean error of 29.53mm, a median error of 22.77mm
and the standard deviation of error over all averaged datapoints was
27.44mm, this corresponds to a change of -5.56mm in mean and -6.08
in median compared to the generic model, which are relative changes
of -16% and -21% in mean and median, respectively.
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Table 4.2: Calibrated model error per image measured as the Euclidean distance in
in millimetres between the gaze estimation and the ground truth label. For each
calibrated model, the change in error after calibrating the generic model, whose per-
formances are shown in Table 4.1, is presented in numerical and relative differences
for both mean and median. Relative differences are shown as percentages. A negative
change indicates model improvement. The best score for each column is shown as
bold.

Image Type Model Mean Median σ Change in Error
Mean Median

Num. Rel. Num. Rel.

DP

2D Point 1 Layer 29.83 23.72 26.69 -5.27 -15 -5.60 -19
2D Point 2 Layer 29.53 22.77 27.44 -5.56 -16 -6.08 -21
2D Point 3 Layer 34.75 25.22 27.96 -0.80 -2.2 -3.91 -13

2D Heatmap 49.29 30.42 69.85 +9.21 +23 -0.60 -1.9
1D Heatmap 51.99 37.75 51.77 +13.18 +34 +6.25 +20

BP

2D Point 1 Layer 33.73 27.23 27.61 -6.53 -16 -6.23 -19
2D Point 2 Layer 34.79 27.44 29.60 -6.48 -16 -7.4 -21
2D Point 3 Layer 36.40 29.49 29.63 -4.95 -12 -4.85 -14

2D Heatmap 64.47 34.83 87.96 +18.9 +39 -0.60 -1.7
1D Heatmap 48.76 37.45 42.51 +3.10 +6.7 +1.07 +2.9

The mean error of each test subject before and after calibration were
tested for significance using the Wilcoxon signed-rank test on the pop-
ulation of test datapoints for each model. All statistical tests rejected
the null hypothesis with p-values smaller than 10−16. The planned
groups presented in Section 4.1 were used and statistical analysis was
conducted on each group as outlined in Section 4.1. The results for the
groups are displayed in Figure 4.2. The tests showed statistical signif-
icance for all groups A–D with p-values smaller than 10−16.
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Figure 4.2: Depiction of the aggregations of errors within the planned groups defined
in Section 4.1 as A-D for the calibrated models. The box extends from the lower
to upper quartile values of the data, with median shown as a vertical line in the box.
The whiskers extend from the box show the extent of datapoints within the error range
[Q1 − 1.5 ∗ IQR,Q3 + 1.5 ∗ IQR] where IQR is the interquartile range Q3 −Q1

and Q1 and Q3 is the 25th and 75th percentile respectively.

From the results in Figure 4.2D, it is shown that the calibrated 2D
point models collectively outperform the calibrated heatmap models.
Looking at Figure 4.2B, DP models continue to collectively outperform
BP models after calibration. From Figure 4.2C it is observed that the 3
layer calibration performs slightly worse than 1 or 2 calibration layer
models, the differences between all pairs in comparison C were shown
statistically significant in post hoc analysis with p-values smaller than
10−8. The calibrated 1D heatmap models collectively show better me-
dian performance but larger variance compared to the calibrated 2D
heatmap models as seen in Figure 4.2A.

For the evaluation of calibration effect, two additional planned groups
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were introduced:

• Group E: Comparison of the generic- and calibrated 2D point
models. Results are averaged over both DP and BP models.

• Group F: Comparison of the generic- and calibrated heatmap
models. Results are averaged over both DP and BP models

Statistical significance tests were conducted with Student’s t-test
for both groups E and F over the averaged data points over each model
within each group. The planed comparisons for groups E and F re-
sulted in rejection of the null hypothesis with p-values lower than
10−16 as shown in Figure 4.3.

Figure 4.3: Depiction of the aggregations of errors within the planned groups E and F
showing, displaying the effect of calibration. The box extends from the lower to upper
quartile values of the data, with median shown as a vertical line in the box. The
whiskers extend from the box show the extent of datapoints within the error range
[Q1 − 1.5 ∗ IQR,Q3 + 1.5 ∗ IQR] where IQR is the interquartile range Q3 −Q1

and Q1 and Q3 is the 25th and 75th percentile respectively.

In Figure 4.3 the effect of calibration for groups E and F can be
observed. The calibrated 2D point models are shown in Figure 4.3E
performing collectively better than the generic models. In contrast,
the calibrated heatmap models performs collectively worse than the
generic models as shown in Figure 4.3F.

The results show that calibration using transfer learning can in-
crease the performance of the gaze estimation for 2D point models
with an average of 15%, up to 21% as seen in Table 4.2. However, it
is also shown that transfer learning calibration can cause performance
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to drastically decrease in other output presentations. Calibrating us-
ing transfer learning consistently shows improvement for the 2D gaze
output in all models independently of image type and number of cal-
ibration layers, but conversely shows the same consistency in reduc-
ing performance in the 1D- and 2D heatmap models. This suggests
that transfer learning consistently can improve gaze estimation per-
formance of current state-of-the-art models, but that the method does
not successfully transfer to all deep CNN-based gaze estimation archi-
tectures.

4.3 Training exclusively on calibration data

By applying transfer learning onto a generic model in order to max-
imise the performance of a single test subject it is assumed that the
pre-training step is a necessary component prior to training the model
on the calibration data of the subject. This assumption was tested
by training the models on a single test subject’s calibration data from
scratch and evaluating the model on that single subject’s test data. This
was done for all test subjects on all models. The results are presented
in Table 4.3. Metrics were averaged per data point over each model
trained and evaluated on a single subject. For example, The model
producing a 2D gaze point with 3 hidden layers in the final regressor
performed, when trained and tested on DP images, a mean error of
96.28mm, a median error of 83.87mm and the standard deviation of
error over all averaged data points was 57.57mm.

All models, except the 2D DP heatmap model, performed better
than the baseline and were thus considered able to infer an estimation
of the gaze. However, the performance can be observed, as expected,
to perform magnitudes worse than the calibrated transfer learning
results shown in Table 4.2. The average datapoint errors of all cali-
brated models and the average datapoint errors of the calibration-only
trained models were compared with the Wilcoxon signed-rank test re-
sulting in rejection of the null hypothesis with a p-value smaller than
10−16. This result strongly suggests that the calibrated performance ob-
served in the transfer learning model is not achievable on subject-level
training from scratch with only the calibration data.
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Table 4.3: Average model error per image for models trained on a single subject’s
calibration data and evaluated on the subject’s test data. Error is measured as the
Euclidean distance in millimetres between the gaze estimation and the ground truth
label. The best score for each column is shown as bold. The baseline model is the
average distance between 2 random points in a rectangle [54].

Image Type Model Mean Median σ

Baseline* 201.18 201.18

DP

2D Point 1 Layer 96.88 80.30 64.81
2D Point 2 Layer 120.15 110.09 71.15
2D Point 3 Layer 96.28 83.87 57.57

2D Heatmap 192.69 182.00 119.72
1D Heatmap 138.97 116.87 92.06

BP

2D Point 1 Layer 137.41 127.65 81.13
2D Point 2 Layer 152.19 143.33 84.02
2D Point 3 Layer 144.06 131.55 79.63

2D Heatmap 141.46 125.32 87.30
1D Heatmap 148.52 122.84 99.73

4.4 Calibration transformations

In Figures 4.4, 4.5, and 4.6 the range of complexity for calibration trans-
formation using different amount of layers in the final parts of the 2D
gaze point model are shown. For 2D gaze point inference, calibration
shows transformations similar to vector fields. Proximity between the
positions of non-calibrated gaze estimations correlates with similari-
ties in offset. An overall transformation shape can be observed for
each subject in all models. As seen in Figure 4.4, a single layer cali-
bration applies uniform transformations where most gaze points have
a similar transformation. The direction shows some moderate vari-
ance, but the magnitude shows more variance. Increasing the number
of calibration layers to 2, as shown in Figure 4.5, increases the vari-
ation in the transformation directions, prominent swirl patterns be-
comes more common. Magnitude range still remains broad. Figure 4.6
shows transformations for calibration with 3 layers, while these trans-
formations are similar to that achieved with 2 calibration layers, spatial
independence is stronger and transformations appear more local. An
overall transformation shape is still visible, but more complex.
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Simple linear shifts, or slight nudges appear for all 3 model vari-
ations. Thus, more layers does not implicate more complex transfor-
mations for all subjects. Figures 4.4, 4.5, 4.6 only show complexity
potential for the calibration models. Given that the 3 layer calibra-
tion yielded less improvement compared to 1 or 2 calibration layers
as shown in Table 4.2, it is assumed that the complex transformations
of the 3 layer calibration becomes too specific and overfits for the 9
calibration data-points.

Figure 4.4: Two representative samples of calibration transformations with 1 hidden
layer for 2D gaze points inference. Gaze points estimated by the generic model are
shown as circles, the estimations from the calibrated model are shown as dots. Lines
connects the estimations of the generic- and calibrated model for each datapoint.
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Figure 4.5: Two representative samples of calibration transformations with 2 hidden
layers for 2D gaze points inference. Gaze points estimated by the generic model are
shown as circles, the estimations from the calibrated model are shown as dots. Lines
connects the estimations of the generic- and calibrated model for each datapoint.

Figure 4.6: Two representative samples of calibration transformations with 3 hidden
layers for 2D gaze points inference. Gaze points estimated by the generic model are
shown as circles, the estimations from the calibrated model are shown as dots. Lines
connects the estimations of the generic- and calibrated model for each datapoint.
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Discussion

5.1 Key findings

Improvements in median performance for the best performing cali-
brated 2D point models were observed in a range of 15% to 21%, which
is in line with the performance improvement of 16% and 22% observed
for the SVM calibration proposed by Krafka et al. [12]. This suggests
that both calibration approaches perform similarly and indicates that
introducing SVMs for the purpose of calibration is excessive for eye
tracking in deep CNN-based appearance based models. Additionally,
in the calibration procedure by Krafka et al. 13 calibration points were
used as opposed to 9 calibration points used in this thesis. Therefore,
due to differences in datasets and training data, suggestions for future
work include comparing the improvement in performance from trans-
fer learning and the SVM calibration method, proposed by Krafka et
al. [12], on the same dataset for a reliable comparison.

The results demonstrate that more complex output representations
such as the probabilistic heatmap models are able to estimate gaze
with slightly worse performance than the traditional 2D point output
representation in generic models. The architectures of the heatmap
models were not explored thoroughly and could be explored further
in future work. Probabilistic gaze models could provide new means of
interfacing with eye tracking technology, e.g. providing the probabil-
ity that a given screen object is looked upon. Previous work in the field
has examined a narrow set of output representations for gaze estima-
tion, and the results of this thesis suggests that other types of output
representations could perform well and extend the possibilities of the

31
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eye tracking interfaces.
This thesis has shown that model performance can be drastically

improved using the principles of transfer learning. By treating sub-
jects as individual domains within the dataset, the network can be
pre-trained on a large dataset consisting of other subjects and then can
be fine-tuned on the subject data, previously unseen, resulting in im-
proved performance compared to the generic model. Thus, a method
for calibrating a generic model to specialise on a narrow subset of its
data space has been motivated. However, future work should investi-
gate if a generic model trained on a specific dataset of gaze-annotated
face images can be successfully calibrated for a subject from a distinc-
tively different dataset of gaze-annotated face images. This is expected
to produce satisfactory results based on previous research in transfer
learning.

5.2 Limitations

The tests in this thesis were performed on a single dataset that has
not been used in any previous publications resulting in inability to
make direct comparisons with the results of other previous studies.
The models used in this thesis were inspired by models used for full-
face images [12, 13], whereas the dataset used in this thesis consisted of
ROI images. This introduces variation that cannot be accounted for in
a direct comparison. However, the results of this study are in line with
results of current state-of-the-art [12] and it is expected that the models
would perform similarly with another large-scale dataset consisting of
a different type of gaze annotated images.

Significant differences were observed between the 2D gaze point
models and the heatmap models. However, the heatmap models were
not explored thoroughly and from the results a conclusion that the
output representations performs strictly worse than the 2D gaze point
models cannot be justified, although it is suggested. The heatmap
models have more complex output and the observed worse perfor-
mance could be a manifestation of a model that is harder to train and
more sensitive to hyperparameter values. Future work could explore
if generic heatmap model performance can be improved.

The calibration training process used the same hyperparameters
across all models. Hyperparameter choice was not trivial as a large
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variation was observed both between individual subjects and different
models. Although the selection of hyperparameters was made from a
small pool of choices, performance increase due to calibration is ex-
pected to be further improved by optimising hyperparameter settings
for individual models.

The results showed a high variance in error, especially for larger
errors. The thesis assumes that the dataset is mostly correct and that
the subjects look at the gaze point shown in the screen. However,
analysing a subset of the images with bad performance shows that
the dataset consists of varying quality, e.g. in some images, the sub-
ject is looking at the wrong part of the screen or looking away. No
filtering was performed on the dataset due to its scale, which proba-
bly introduced noise into both the training- and test set. Although no
major improvement is expected, having less noise in the data could be
attempted.

Additional metadata such as head pose information as input to the
regression models has been used in previous research. Given that a
dataset with multiple screen sizes was used for this thesis, this could
have introduced noise since the gaze position output was relative. Nei-
ther head pose data or screen size information was input to the models
in this thesis. However, it is expected that inclusion of screen size as
an input could improve the performance of the models since the phys-
ical output space represented by the gaze output is dependent on the
screen size.

5.3 Ethics and sustainability

One of the main ethical concerns of data driven models with data orig-
inating from human individuals is the risk of introducing bias out of
ignorance or intent. Training generic models need to test for a wide
range of people as possible in order to avoid discrimination of pos-
sible users. This distinction is not limited to only ethnic groups but
includes, for eye tracking, usage of glasses, scars, and other prominent
features of the face. While it is not expected for a generic model to per-
form evenly across any artificial grouping of people, making an effort
to identify a possible lack of representation in the test data and con-
sidering model performance for distinct sub-groups in relation to the
performance of the entire set is to take ethical considerations seriously.
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As in all of machine learning and data science, the production of-
and utilisation of more data is self-motivated. Although eye tracking
currently does not see the same scale of big data as in other fields,
finding ways to utilise all available data provides sustainability by re-
cycling data, making the production of said data more efficient, more
valuable, and possible reduces the need of data production. This is es-
pecially relevant when the production of new data is expensive. In this
thesis, data from two different camera models were joined into a single
dataset performing better than its parts. If deep CNN-models gener-
alise variations within a domain without loss in performance, need for
producing new data can be drastically reduced since the majority of
the data need can be obtained by data recycling.

Deep learning systems are usually deployed on external servers
clusters, separating the networks from the host system. This provides
computation power, flexibility and security. The main downside is
that feedback quality becomes dependant on network traffic delays.
In real-time systems, running ANN systems on external servers intro-
duces risk in accessibility and quality of experience. However, host-
based systems with trained ANN introduce security risks, with direct
access to the ANN, it is exposed and the confidentiality of the data
could be threatened since information about the data used for training
can be extracted. This could be of ethical concern depending on the
type of data that is used to train the system, especially if it originates
from human individuals. Running real-time systems with host ANN
components need to consider the confidentiality of the data and the
ethical risks involved in exposing a trained ANN system.
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Conclusion

The results show that individual user calibration using transfer learn-
ing can consistently improve the performance of 2D point gaze esti-
mation in appearance-based models for eye tracking. The best im-
proving models show improvements of up to 21% in median error,
which is in line with the calibration results of the current state-of-
the-art. It is shown that the fine-tuning of several layers, instead of
single layer fine-tuning, does not necessarily further improve the per-
formance over the generic models. It is noted that transfer learning
calibration does not improve the performance of heatmap-based gaze
output representations, suggesting that transfer learning does not im-
prove the performance for all ANN architectures for gaze estimation.
In conclusion, calibration exploiting transfer learning offers promising
performance. However, it is emphasised that the proposed calibration
method is not fully optimised and could be improved in future work.
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