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Abstract

Unnormalised parametric models are an important class of probabilistic models which
are difficult to estimate. The models are important since they occur in many different ar-
eas of application, e.g. in modelling of natural images, natural language and associative
memory. However, standard maximum likelihood estimation is not applicable to unnor-
malised models, so alternative methods are required.

Noise-contrastive estimation (NCE) has been proposed as an effective estimation method
for unnormalised models. The basic idea is to transform the unsupervised estimation
problem into a supervised classification problem. The parameters of the unnormalised
model are learned by training the model to differentiate the given data samples from
generated noise samples. However, the choice of the noise distribution has been left open
to the user, and as the performance of the estimation may be sensitive to this choice, it is
desirable for it to be automated.

In this thesis, the ambiguity in the choice of the noise distribution is addressed by
presenting the previously unpublished conditional noise-contrastive estimation (CNCE)
method. Like NCE, CNCE estimates unnormalised models by classifying data and noise
samples. However, the choice of noise distribution is partly automated via the use of
a conditional noise distribution that is dependent on the data. In addition to introduc-
ing the core theory for CNCE, the method is empirically validated on data and models
where the ground truth is known. Furthermore, CNCE is applied to natural image data
to show its applicability in a realistic application.
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Sammanfattning

Icke-normaliserade parametriska modeller utgör en viktig klass av svåruppskattade sta-
tistiska modeller. Dessa modeller är viktiga eftersom de uppträder inom många olika
tillämpningsområden, t.ex. vid modellering av bilder, tal och skrift och associativt minne.
Dessa modeller är svåruppskattade eftersom den vanliga maximum likelihood-metoden
inte är tillämpbar på icke-normaliserade modeller.

Noise-contrastive estimation (NCE) har föreslagits som en effektiv metod för upp-
skattning av icke-normaliserade modeller. Grundidén är att transformera det icke-handledda
uppskattningsproblemet till ett handlett klassificeringsproblem. Den icke-normaliserade
modellens parametrar blir inlärda genom att träna modellen på att skilja det givna data-
provet från ett genererat brusprov. Dock har valet av brusdistribution lämnats öppet för
användaren. Eftersom uppskattningens prestanda är känslig gentemot det här valet är
det önskvärt att få det automatiserat.

I det här examensarbetet behandlas valet av brusdistribution genom att presentera
den tidigare opublicerade metoden conditional noise-contrastive estimation (CNCE). Lik-
som NCE uppskattar CNCE icke-normaliserade modeller via klassificering av data- och
brusprov. I det här fallet är emellertid brusdistributionen delvis automatiserad genom att
använda en betingad brusdistribution som är beroende på dataprovet. Förutom att in-
troducera kärnteorin för CNCE valideras även metoden med hjälp av data och modeller
vars genererande parametrar är kända. Vidare appliceras CNCE på bilddata för att de-
monstrera dess tillämpbarhet.
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Chapter 1

Introduction

In statistics and machine learning, a goal is to use data to infer knowledge. The desired
knowledge is often represented as a set of parameters of a model chosen by the statisti-
cian. Statistical models can roughly be divided into two categories: parametric and non-
parametric. Parametric models are characterised by having a fixed number of parameters
while the number of parameters for a non-parametric model depends on the data [1, Chap-
ter 1].

The process of finding a set of parameters for which the model is in good agreement
with the observed data is called learning. Murphy distinguishes between three learning
archetypes: supervised, unsupervised and reinforcement learning 1 [1, Chapter 1]. Super-
vised learning is the most common form of machine learning and has seen much recent
success in conjunction with deep neural network models [2]. Also called predictive learning,
supervised learning is about finding the right parameters of the model to make accurate pre-
dictions. A prediction could be classification, e.g. distinguishing desired email from spam
[3, Chapter 1], or regression, e.g. predicting the air temperature in Stockholm for next Mon-
day. To accomplish this, supervised learning requires labeled data for training. That is, the
training data has to have two components, the features which the model uses to make a
prediction, and the corresponding desired prediction.

Unsupervised learning uses unlabeled data and is focused on pattern discovery rather
than prediction. The unsupervised learning problem can be formalised as a density estima-
tion task [1, Chapter 1]. That is, the observed data available is used to infer information about
the probability distribution which governs the data samples [3, Chapter 14]. When a para-
metric model is used to model the unknown true data distribution, the learning procedure
may be referred to as parametric density estimation.

Both Murphy and Hastie et al. argue that unsupervised learning is generally more dif-
ficult than supervised learning [1, 3]. The reason is that the latter learning type is usually
only concerned with predicting a single variable, while the former aims to estimate a mul-
tivariate density function. A further complication for unsupervised learning is the lack of a
clear measure of success. This is the case since the ground truth, the nature of the true data
distribution, is generally not known in practice.

As Hastie et al. point out [3, Chapter 14.2.4], it is possible to transform an unsupervised
estimation problem into a supervised learning problem. The idea is to set up a classifica-
tion problem with the data observations constituting one class and a set of generated noise

1Though a fascinating subject of its own, reinforcement learning will not be relevant for this thesis and details
on the subject are omitted.

1



2 CHAPTER 1. INTRODUCTION

samples the other. The model parameters are then estimated by applying non-linear logistic
regression. In essence, the model learns to distinguish between real and fake data by find-
ing the set of parameters which best describes the real data in contrast to the noise. Though
this transformation from the difficult unsupervised problem to the relatively easy supervised
problem seems appealing, the approach has historically not had much traction due to limits
in computation power which obstructed effective noise sampling [3, Chapter 14.2.4].

A difficult special case of unsupervised learning concerns estimation of unnormalised
models. Unnormalised models are a class of statistical models which outputs positive scalars,
but not true probabilities. As a consequence, standard estimation methods fail for unnor-
malised models. This presents a problem as these models are widespread, e.g. used to model
memory [4], vision [5, 6] or natural language [7, 8] with neural networks.

In 2010 and 2012, Gutmann and Hyvärinen presented two papers detailing Noise-
contrastive estimation (NCE) as a method for parametric estimation of unnormalised mod-
els [9, 10]. NCE extends the idea of transforming unsupervised estimation to supervised
learning via logistic regression to work for unnormalised models. NCE has some advan-
tages over competing methods [10], e.g. it is computationally appealing and can be used for
both continuous and discrete data, and has been used successfully in several applications
in recent years [7, 11]. For example, NCE is used to learn word embeddings in the popular
TensorFlow toolbox [12].

Nevertheless, NCE is ambiguous with regards to the choice of noise distribution, and
this choice is left open to the user. Intuitively, the noise samples ought to resemble the data
in order for the classification problem to not be too easy [9]. In accordance with this intu-
ition, Gutmann has proposed an version of NCE which aims to automatically choose the
noise samples given the data [13, unpublished document]. The goal of this thesis is to de-
velop, implement and validate these ideas in order to present a method which automatically
chooses the noise distribution of NCE.



Chapter 2

Background

2.1 Estimation of Unnormalised Parametric Models

In a typical parametric density estimation task, a set of observed data X = {x1, . . . ,xN} and
a model φ(u;θ) is given. It is assumed that X is a set of iid samples drawn from some distri-
bution pd, xi ∼ pd. The data domain will be denoted X, xi ∈ X. The model is parametrised
by θ ∈ RM , where M is the number of parameters, and it is assumed that the model maps
a point in U ⊇ X to a real positive scalar given the set of parameters, φ( · ;θ) : U 7→ R+.
Importantly, the model may not be normalised. A model is unnormalised if its integral does
not equal one for all parameter values, that is if∫

U
φ(u;θ) du = Z(θ) 6= 1. (2.1)

The term Z(θ) is called the partition function. By definition, the partition function can be
used to convert an unnormalised model φ(u;θ) into a normalised model p(u;θ),

p(u;θ) =
φ(u;θ)

Z(θ)
,

∫
U
p(u;θ) du = 1. (2.2)

The goal of the estimation task is to find parameters θ∗ such that

φ(u;θ∗)

Z(θ∗)
= pd(u). (2.3)

However, computation of the integral in Equation (2.1) is generally impossible analytically
and numerical computation is most often extremely expensive because of the “curse of di-
mensionality” [14]. This is an issue because the partition function plays an important role
in maximum likelihood estimation. Maximum likelihood estimation (MLE) is a standard
method for estimation of parametric models [15]. It consists in minimising the negative log-
likelihood function `mle(θ) with respect to θ,

`mle(θ) = − 1

N
log

N∏
i=1

p(xi;θ) (2.4)

= − 1

N

N∑
i=1

log p(xi;θ) (2.5)

= − 1

N

n∑
i=1

log φ(xi;θ) + logZ(θ). (2.6)

3



4 CHAPTER 2. BACKGROUND

If Z(θ) is intractable, i.e. it cannot be calculated analytically and numerical computation is
computationally too expensive, standard maximum likelihood estimation cannot be used
and alternative estimation methods are required.

The development of algorithms that can handle unnormalised models is important as
such models occur widely. Their attractiveness stems from the fact that it is often easier to
suggest a model which captures the shape of a distribution without having to worry about
the normalisation [14]. Some examples of unnormalised models are:

• Neural probabilistic language models, such as the log-bilinear model and skip-gram model,
are unnormalised [7]. These models have seen recent success in learning word embed-
dings [16].

• Unnormalised models have been used in computational neuroscience to model struc-
ture in image signals, see Köster & Hyvärinen [6] and Gutmann & Hyvärinen [10].

• Probabilistic submodular models is a class of unnormalised diversity models. These in-
clude Determinantal point processes(DDPs) and the recently proposed FLID (Facility Loca-
tIon Diversity) model [11]. Diversity models are used to encourage diversity in product
recommendation and data summarisation.

• In general, undirected graphical models, e.g. Boltzmann machines and their popular
subclass Restricted Boltzmann Machines RBMs, are unnomalised. These models are also
called Markov random fields [17].

Several different algorithms have been proposed for estimation of unnormalised models.
Approximation of the partition function using Monte Carlo sampling, called Markov chain
Monte Carlo maximum likelihood, was suggested by Geyer in 1991 [18]. Contrastive divergence
was suggested by Hinton in 2002 as a method of training RBMs [19]. Score matching has been
developed by Hyvärinen and used to estimate image models [6].

In 2012, Gutmann and Hyvärinen showed that their previously developed method Noise-
contrastive estimation (NCE) was able to strike a competitive trade-off between computational
and statistical efficiency with respect to the aforementioned methods [9, 10]. Furthermore,
NCE can be used for both continuous and discrete random variables unlike score match-
ing [14], and has a well-defined loss function which provides a convergence criteria unlike
contrastive divergence [10].

2.2 Noise-Contrastive Estimation

Noise-contrastive estimation (NCE) was proposed as a method for parametric estimation of
unnormalised models by Gutmann and Hyvärinen in 2012 [10]. The essence of the method
consists in training a parametric model to distinguish between the set of true observations
and a set of sampled noise observations using non-linear logistic regression. This way, the
unsupervised estimation problem is transformed into a supervised learning problem, follow-
ing the same procedure as described by Hastie et al. [3, Chapter 14.2.4]. A crucial difference
is that Gutmann and Hyvärinen does not assume the model to be normalised.

As mentioned, the supervised learning problem is formulated as a non-linear logistic
regression problem with one class consisting of the observed data, X, and the other of noise
data, Y = {y1, . . . ,yNy}. Y is drawn from a distribution pn which must be known in closed
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form. The union of X and Y will be denoted as U = {u1, . . . ,uN+Ny}. The conditional class
probabilities can be calculated using Bayes’ rule,

P(ui ∈ X|ui) =
P(ui|ui ∈ X)P(ui ∈ X)

P(ui)
(2.7)

=
P(ui|ui ∈ X)P(ui ∈ X)

P(ui|ui ∈ X)P(ui ∈ X) + P(ui|ui ∈ Y)P(ui ∈ Y)
(2.8)

=
pd(ui)

N
N+Ny

pd(ui)
N

N+Ny
+ pn(ui)

Ny

N+Ny

(2.9)

=
pd(ui)

pd(ui) + νpn(ui)
. (2.10)

In Equation (2.10) the definition ν = Ny/N was introduced. NCE avoids explicit calculation
of the partition function by considering it as a parameter of the model [10]. Equation (2.11)
is used as definition of the model with the partition function as a parameter,

φ(ui;θ, c) = exp(c)φ(ui;θ), c ∈ R. (2.11)

By substituting the data distribution in Equation (2.10) with our unnormalised model,

P(ui ∈ X|ui;θ, c) =
φ(ui;θ, c)

φ(ui;θ, c) + νpn(ui)
, (2.12)

MLE can be performed over the conditional class probabilities. Minimisation of the the neg-
ative log likelihood is the NCE estimator:

`nce,N (θ) = − 1

N
log

N+Ny∏
i=1

P(ui ∈ X|ui;θ, c)I(ui∈X)P(ui ∈ Y|ui;θ, c)I(ui∈Y) (2.13)

= − 1

N

 N∑
i=1

logP(ui ∈ X|ui;θ, c) +

Ny∑
i=1

logP(ui ∈ Y|ui;θ, c)

 (2.14)

=
1

N

 N∑
i=1

log
φ(xi;θ, c) + νpn(xi)

φ(xi;θ, c)
+

Ny∑
i=1

log
φ(yi;θ, c) + νpn(yi)

νpn(yi)

 (2.15)

=
1

N

N∑
i=1

log

(
1 +

νpn(xi)

φ(xi;θ, c)

)
+

ν

Ny

Ny∑
i=1

log

(
1 +

φ(yi;θ, c)

νpn(yi)

)
(2.16)

=
1

N

N∑
i=1

log (1 + ν exp(−G(xi;θ, c))) +
ν

Ny

Ny∑
i=1

log

(
1 +

1

ν
exp(G(yi;θ, c))

)
.

(2.17)

In Eq (2.17), the definition

G(u;θ, c) = log
φ(u;θ, c)

pn(u)
(2.18)

was used. Equation (2.17) is the sample version of `nce(θ),

`nce(θ) = Ex log (1 + ν exp(−G(x;θ))) + νEy log

(
1 +

1

ν
exp(G(y;θ, c))

)
. (2.19)
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The fact that the partition function can be estimated as a parameter is a key property of
NCE [14]. Using this property, consistency1 is proven for NCE [10]. The theoretical consis-
tency result is also verified via simulations in the same paper. Another important theoretical
results is that the estimation error becomes independent of the choice of pn as the number of
noise samples tends to infinity, ν →∞.

Nevertheless, infinity many data and noise samples are not available in practice, and
the choice of noise distribution will affect the performance of NCE [14]. Theoretically, pn
is constrained to probability density functions (pdfs) which are nonzero wherever the data
distribution pd is nonzero. Moreover, sampling and evaluation of the noise pdf at an ar-
bitrary point ought to be computationally inexpensive[10]. Since these mild constraints are
fulfilled by many different distributions, the choice of the noise distribution is left as a design
parameter. Intuitively, the noise distribution should be chosen to resemble the data distri-
bution since no learning is required if the data and noise are easily distinguishable [9]. In
agreement with this intuition, an iterative two-step approach to NCE has be tested. In the
first step, a preliminary model was estimated. The results for the first model could then be
used as the noise distribution for a second iteration. Simulation results suggest that such an
approach leads to statistically significant lower estimation error [9].

NCE can be considered a special case of a larger class of estimators for unnormalised
models based on minimisation of the Bregman divergence [20]. Though originally devel-
oped for estimation of pdfs, NCE turns out to also incorporate estimation of probability mass
functions (pmfs) for discrete random variables when viewed from the perspective of Breg-
man divergence. This result is also confirmed with simulations [20]. In addition to NCE,
Gutmann and Hirayama show that the Bregman divergence framework include Boosting,
Ratio matching and Score matching.

NCE has seen several successful application. Gutmann and Hyvärinen used NCE for
estimation of neural image models, including both a 2-layer [10] and a 3-layer [5] model.
Tschiatschek et al. used NCE to infer the FLID model, a novel log-submodular diversity
model for product recommendations which scales to large numbers of items [11]. Mnih and
Teh used NCE to train a neural probabilistic language model to learn word embeddings [7],
and NCE is similarly used in popular machine learning toolbox TensorFlow for training of
the word2vec model [12].

2.3 NCE with Conditional Noise Distribution

A version of NCE which takes advantage of the possibility of a data dependent noise dis-
tribution has previously been suggested by Gutmann [13]. This work serves as the main
precursor for Conditional noise-contrastive estimation (CNCE), the main topic of this thesis.
Since Gutmann’s work was never published, a summary of the ideas is presented here.

Gutmann suggests a special setup for the NCE classification problem. First, the noise
samples are drawn independently from a conditional noise distribution pc, which is condi-
tioned on the data X,

yi1 ∼ pc(yi1|xi), yi2 ∼ pc(yi2|xi), i = 1 . . . N. (2.20)

Second, the tuples αi and βi are formed from the data and noise,

αi = (xi,yi1) ∈ X× Y, βi = (yi2,xi) ∈ Y× X, i = 1 . . . N. (2.21)

1Consistency means that the NCE estimate θ̂ converges in probability to θ∗ as the sample size N grows.
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The NCE classification problem is now α vs β rather than x vs y. The probability distribu-
tions of α and β respectively can be expressed as a product of pd and pc,

pα(u1,u2) = pd(u1)pc(u2|u1), pβ(u1,u2) = pd(u2)pc(u1|u2). (2.22)

The loss function is formed from the NCE loss function in Equation (2.17),

JN (θ) =
1

N

N∑
i=1

log (1 + exp(−G(αi;θ))) +
1

N

N∑
i=1

log (1 + exp(G(βi;θ))) , (2.23)

and G(u1,u2;θ) is the parametrised version of the log-ratio of pα and pβ,

G(u1,u2;θ) = log
pα(u1,u2;θ)

pβ(u1,u2;θ)
(2.24)

= log
φ(u1;θ)pc(u2|u1)

φ(u2;θ)pc(u1|u2)
. (2.25)

Note that in contrast to Equation (2.17), ν = 1 since the number of samples from each class is
equal. Moreover, since the model φ appears in both the numerator and denominator of Equa-
tion (2.25) the partition function cancels and is not estimated. Furthermore, for a symmetric
pc, where

pc(u1|u2) = pc(u2|u1), (2.26)

the expression in Equation (2.25) becomes independent of pc. Hence, an analytic expression is
not needed for symmetric pc, only the possibility to sample. The marginal noise distribution
can be expressed using the sum rule for probability [15],

pn(y) =

∫
X
pc(y|x)pd(x)dx. (2.27)

Equation (2.27) highlights that pn depends on both pc and pd. The intuition is that it seems
easier work with the choice of pc and still have the noise samples resemble the data, than to
choose pn from scratch. Furthermore, Gutmann suggests an iterative approach for automat-
ing the choice of pc. These ideas are the basis for the adaptive CNCE algorithm presented in
Section 4.3.

It is worth noting the following property of G,

G(u1,u2;θ) = log
φ(u1;θ)pc(u2|u1)

φ(u2;θ)pc(u1|u2)
= − log

φ(u2;θ)pc(u1|u2)

φ(u1;θ)pc(u2|u1)
= −G(u2,u1;θ). (2.28)

By applying Equation (2.28) to the second term of Equation (2.23), the loss function can be
expressed in a more compact form,

JN (θ) =
1

N

N∑
i=1

log (1 + exp(−G(xi,yi1;θ))) +
1

N

N∑
i=1

log (1 + exp(G(yi2,xi;θ))) (2.29)

=
1

N

2∑
j=1

N∑
i=1

log (1 + exp(−G(xi,yij ;θ))) (2.30)

Equation (2.30) will return in Section 4.1 where this loss function is expanded to allow for
more than two noise samples per data sample.



Chapter 3

Problem Statement

The aim of this thesis to address the problem of ambiguity in the choice of noise distribution
for NCE, see Section 2.2. The problem will be addressed in the framework of conditional
noise distributions, see Section 2.3. The two core ideas of Gutmann’s proposal [13], i.e. the
use of a data dependent noise distribution and iterative updates of the noise, will guide
the development of a general estimation algorithm with a largely automated choice of noise
distribution. This new method, named Conditional noise-contrastive estimation (CNCE), will
have its theoretical properties validated via simulations of models for which the ground
truth is known. Furthermore, CNCE will be applied to the same image data as used for NCE
[10] in order to observe any differences with the use of this novel method.

As mentioned in Section 2.1, unnormalised models are widespread and estimation of
these is challenging. NCE has already proved its usefulness in tackling this challenge and
has been used for several applications in recent years, see Section 2.2. Nevertheless, NCE is
ambiguous with regards to the choice of noise distribution, and this choice is left open to the
user. It is desirable to automate this choice as it affects the outcome of the estimation [9, 13].
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Chapter 4

CNCE

Conditional noise-contrastive estimation (CNCE) is largely based on Gutmann’s preliminary
work, see Section 2.3. Similar to NCE, CNCE turns an unsupervised estimation problem into
a supervised learning problem. Specifically, the estimator finds parameters such that the
model is able to distinguish between data and noise samples. However, in contrast to NCE,
the CNCE noise samples are not independent from the data. In fact, the data dependence
is a core feature of CNCE, motivated by goal of automatically finding noise samples which
resembles the data. Moreover, the partition function of the model is not estimated for CNCE.

In Section 4.1, the CNCE loss function is derived and analysed. In Section 4.2, the generic
CNCE estimation algorithm is presented, and in Section 4.3 a proposal for an automated
choice of the conditional noise distribution is proposed.

4.1 The CNCE Loss Function

As discussed in Section 2.3, CNCE can be viewed as NCE with the noise samples being
drawn from a conditional noise distribution pc. In the previous formulation, see Equation
(2.23), the number of noise samples per data sample was limited to two. This restriction is
undesirable as it does not allow for control over the trade-off between precision and compu-
tational expenditure. For this reason, the CNCE loss function will be here derived to allow
for any integer multiplier of N noise samples.

Let κ be the number of noise samples per data point xi ∈ X. It is possible to sample a total
ofNκ noise samples, {y11, . . .yN1,y12, . . .yNκ} = Y, from the conditional noise distribution,

yij ∼ pc(yij |xi), (4.1)

with each noise sample residing in the noise space Y. The joint set of data and noise samples
is denoted U = X ∪ Y and the joint sample domain U = X ∪ Y. Now consider a sample
pair (u1,u2). As in Section 2.3, the sample pairs can be divided into two classes, Cα and Cβ.
Again Cα consists of sample pairs for which u1 is drawn from the data distribution pd and
u2 is drawn from the conditional noise distribution pc. The opposite is true for sample pairs
in class Cβ. In contrast to Section 2.3, separate noise samples are not used for the different
classes in this derivation of the CNCE loss function. This lifts the restriction of two noise
samples per data sample and each class can be populated with the full set of Nκ data noise
pairs.

9
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The joint probability of a sample pair given its class correspond to pα and pβ from Equa-
tion (2.22),

P(u1,u2|(u1,u2) ∈ Cα) = pα(u1,u2) = pd(u1)pc(u2|u1), (4.2)

P(u1,u2|(u1,u2) ∈ Cβ) = pβ(u1,u2) = pd(u2)pc(u1|u2). (4.3)

Similar to the derivation of NCE in Section 2.2, the conditional class probabilities can be
obtained using Bayes’ rule1,

pCα|u(u1,u2) =
pα(u1,u2)P((u1,u2) ∈ Cα)

P((u1,u2) ∈ Cα)pα(u1,u2) + P((u1,u2) ∈ Cβ)pβ(u1,u2)
(4.4)

=
1

1 + pd(u2)pc(u1|u2)
pd(u1)pc(u2|u1)

, (4.5)

pCβ|u(u1,u2) =
1

1 + pd(u1)pc(u2|u1)
pd(u2)pc(u1|u2)

. (4.6)

Since Cα and Cβ contain an equal number of sample pairs, the prior probabilities cancel
going between Equations 4.4 and 4.5. In the same step it is assumed that

pd(xi) 6= 0 ∀xi ∈ X, (4.7)

pc(yij |xi) 6= 0 ∀(xi,yij) xi ∈ X ∧ yij ∈ Y. (4.8)

By replacing pd with the model φ( · ;θ)
Z(θ) , the partition functions cancel and parametrised ver-

sions of the conditional class distributions are obtained,

pCα|u(u1,u2;θ) =
1

1 + φ(u2;θ)pc(u1|u2)
φ(u1;θ)pc(u2|u1)

, (4.9)

pCβ|u(u1,u2;θ) =
1

1 + φ(u1;θ)pc(u2|u1)
φ(u2;θ)pc(u1|u2)

. (4.10)

The CNCE loss function is formed as the negative log likelihood over the conditional
class probabilities, the same way as the NCE loss function was formed in Equation (2.17),

`cnce(θ) = JN (θ) = − 1

κN
log

κ∏
j=1

N∏
i=1

pCα|u(xi,yij ;θ)pCβ|u(yij ,xi;θ) (4.11)

= − 1

κN
log

κ∏
j=1

N∏
i=1

 1

1 +
φ(yij ;θ)pc(xi|yij)
φ(xi;θ)pc(yij |xi)

2

(4.12)

=
2

κN

κ∑
j=1

N∑
i=1

log

(
1 +

φ(yij ;θ)pc(xi|yij)
φ(xi;θ)pc(yij |xi)

)
(4.13)

=
2

κN

κ∑
j=1

N∑
i=1

log (1 + exp(−G(xi,yij ;θ))) . (4.14)

1In the interest of compact notation pCα|u(u1,u2) = P((u1,u2) ∈ Cα|u1,u2) is introduced.
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In Equation (4.14) the following definition has been used:

G(u1,u2;θ) = log
φ(u1;θ)pc(u2|u1)

φ(u2;θ)pc(u1|u2)
(4.15)

= log φ(u1;θ)− log φ(u2;θ) + log
pc(u2|u1)

pc(u1|u2)
. (4.16)

This is the same definition of G as used in the preliminary version of CNCE, see Equation
(2.25). Again, note that for symmetric pc, the last term of Equation (4.16) vanishes and a
closed form expression for pc is not required. G should be interpreted as the log odds [1,
Chapter 8] for CNCE. A positive value ofG(xi,yij ;θ) is interpreted as the specific data noise
pair (xi,yij) being easy to classify correctly with use of the parameters θ. Likewise, when
the log odds take a negative value, the data-noise pair is erroneously classified as yij being
the data sample and xi the noise sample.

A comparison between Equation (4.14) and Equation (2.30) reveals that both equations
describe the same loss functions, but now with κ as a free hyperparamter. By considering
JN as the sample version of

J (θ) = 2Exy log (1 + exp(−G(x,y;θ))) , (4.17)

where bothN and κ have been taken to the∞ limit, κ can be related to the Monte-Carlo error
of the approximation of the expectation operator. In other words, increasing κ increases the
precision of JN as an estimate of J .

The loss function J can also be expressed as a functional of G,

J̃ [G] = 2Exy log (1 + exp(−G(x,y))) . (4.18)

The definition of J̃ allows for the formulation of Theorem 4.1.1 regarding the consistency of
CNCE.

Theorem 4.1.1 (Nonparametric estimation 1). Let G : U× U→ R be a function of the form

G(u1,u2) = f(u1)− f(u2) + log
pc(u2|u1)

pc(u1|u2)
, (4.19)

where f is a function from U to R. Under the assumption X = Y, J̃ attains a minimum at

G∗(u1,u2) = log
pd(u1)pc(u2|u1)

pd(u2)pc(u1|u2)
(4.20)

defined on
Ω = {(u1,u2) ∈ X2 | pd(u1) > 0 ∧ pc(u1|u2) > 0 }. (4.21)

There are no other extreme points on Ω for J̃ .

The assumption X = Y can be relaxed to X ⊆ Y by extending pd such that

pextd (u) =

{
pd(u) if u ∈ X ∩ Y
0 if u ∈ Y \ X,

(4.22)

see Theorem A.1.1 in the Appendix, Section A.1. The proof for both of the theorems is located
in the same section.
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Theorem 4.1.1 and Theorem A.1.1 only concerns nonparametric estimation, and does there-
fore not take into account how G is parametrised. Extending the theorems to include para-
metric estimation can most likely be derived following the same procedures as established by
Gutmann and Hyvärinen for NCE [10]. However, a parametric consistency theorem would
still rely on technical assumptions related to local minima introduced by the parametrisation
of the model. Since such assumptions are difficult to verify in practice, a derivation of a
parametric consistency theorem for CNCE is omitted. Instead, consistency will be verified
via simulations of various models, for which the ground truth is known, see Section 5.2.

If the parametrisation is such that the global minimum in the parameter space corre-
sponds to the global minimum in the function space, Equation (4.15) and Equation (4.20) can
be equated:

G(u1,u2;θ
∗) = G∗(u1,u2) (4.23)

log
φ(u1;θ

∗)

φ(u2;θ
∗)

= log
pd(u1)

pd(u2)
(4.24)

φ(u1;θ
∗)

pd(u1)
=
φ(u2;θ

∗)

pd(u2)
= Z∗ (4.25)

φ(u1;θ
∗) = Z∗pd(u1), (4.26)

whereZ∗ is a constant equal to the value of the partition at θ∗ function which is not estimated
for CNCE.

4.2 The CNCE Algorithm

The generic CNCE algorithm can be expressed in two steps: obtain the noise samples by
sampling from the conditional noise distribution pc, and then minimise the loss function JN
over the parameters θ, see Algorithm 1. The algorithm requires as input the data samples X,
an initial value for the parameters θinit, the number of noise samples per data samples κ, a
conditional noise distribution pc and an optimisation algorithm which can minimise the loss
function under any extra constraints placed upon θ.

The hyperparameter κ controls the trade-off between precision and computational expen-
ditures for CNCE. The loss function JN and the gradient ∇θJN is computationally cheaper
to evaluate for a low value of κ, but there will be a larger Monte-Carlo error in the approxima-
tion of J , resulting in lower precision. The effect κ has on the estimation will be investigated
via simulations in Section 5.3.

The choice of pc is ultimately dependent on the data X and the model φ. The condition
X ⊆ Y can be interpreted as a need for Y to cover X in some sense, e.g. discrete noise could
not be used to estimate a model for continuous data. This constraint carries some resem-
blance with the constraint on the noise pdf for NCE, which must be nonzero whenever the
data pdf is nonzero [10].

Furthermore, the noise samples must be such that they can be evaluated under the model
φ(y), e.g. a model for a discrete variable can not necessary be evaluated for a continuous
noise sample. Nevertheless, it is possible to use noise samples outside of X if the model can
be defined for such values. This property will be highlighted by estimation of the log-normal
model (X = R+), using both positive and negative noise samples (Y = R), see Sections 5.1
and 5.2. However, it should often be advantageous to use a conditional noise distribution
for which Y = X, as assumed in Theorem 4.1.1, since any noise sample which falls in the set
Y \ X will not contribute to estimating the model in the region of interest, which is X.
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In Chapters 5 and 6, primarily real-valued data (X = RD) will be considered for sim-
ulations of CNCE. A simple choice of pc which fulfils Y = RD is a multivariate Gaussian
distribution which is centred on the conditional data sample,

yij = xi + εξij (4.27)

pc(y|x; ε) = N (y; x, ε21). (4.28)

1 is the identity matrix, ξij ∈ RD is a multivariate standard normal distributed random
variable and ε ∈ [0,∞) a scalar parameter that corresponds to the standard deviation of each
dimension, and which therefore controls the similarity between Y and X. It is assumed that
the data has been standardised [1, Chaper 4] so that the empirical variances of the data are
one for each dimension. Otherwise, different values of ε ought to be used for each dimension.
Due to its recurring appearance in later sections, the use of the conditional noise distribution
defined by Equation (4.28) with Algorithm 1 will be referred to as the CNCE algorithm.

In Section 2.2, it was mentioned that NCE can also be used to estimate distributions over
discrete variables. This is also the case for CNCE. For illustrative purposes, a proposition for
pc compatible with one dimensional binary data (X = {0, 1}), is presented in Equation (4.30),

yij =

{
xi if uij > ε

∼ xi otherwise,
(4.29)

pBerc (y|x; ε) =

{
1− ε if y = x

ε if y 6= x,
(4.30)

where ε ∈ [0, 1] and uij is a uniformly distributed random variable on [0, 1]. As with Equation
(4.27), ε controls the similarity between data and noise for pBerc . Note that both conditional
noise distributions defined by Equation (4.28) and Equation (4.30) are symmetric in their
arguments. In Section 5.2, pBerc will be used for estimation of an unnormalised Bernoulli
distribution.

The minimisation of JN can be done by any suitable optimisation algorithm, either con-
strained or unconstrained depending on the specifics of φ. Only unconstrained optimisation
has been considered in this project. Matlab provides a generic function for unconstrained
minimisation of non-linear multivariate functions, fminunc [21]. fminunc offers two dif-
ferent optimisation algorithms, Trust-Region (based on a paper by Coleman and Li [22]) and
Quasi-Newton BFGS [1, Chapter 8]. In addition to these built-in functions, Matlab code for
the conjugate gradient algorithm has been provided by Rasmussen [23]. This code was used
for the minimisation of the NCE loss function in the 2012 paper [10].

All mentioned algorithms have been used at different stages in this project due to dif-
ferent advantages. The quasi-Newton method has most often been observed to converge

Algorithm 1: Generic CNCE
Data: X, θinit, κ

1 for xi ∈ X do
2 for j = 1 to κ do
3 yij ∼ pc(yij |xi);

4 θ̂ ←Minimise JN (θ)|X,Y,θinit
;

Result: θ̂
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the fastest. Unfortunately, it has a tendency to get stuck in local minima for certain mod-
els and loss functions. In this respect, trust-region appears to perform better. Nevertheless,
trust-region uses finite difference to calculate the Hessian of the loss function, and is there-
fore unsuitable for large data sets. Even though Rasmussen’s conjugate gradient algorithm
has shown slower convergence than quasi-Newton, it sometimes manages to avoid the local
minima of the latter. Since it does not use curvature information, it is also more suitable for
large data sets. For clarity, the choice of algorithm will be specified in each result section. In
all cases, the gradients ∇θJN were calculated analytically so that finite difference gradients
did not have to be computed.

4.3 Adaptive CNCE (aCNCE)

In this section, the suggestion for an automatic choice of pc which was proposed by Gut-
mann [13, unpublished document] is restated and developed. This iterative algorithm will
be referred to as aCNCE (adaptive CNCE). Gutmann and Hyvärinen have previously exper-
imented with an iterative update of the noise distribution for NCE. In each iteration the noise
can be made more similar to the data distribution and thus potentially improve the estimate
[9]. Furthermore, an iterative approach is suitable when the whole data set cannot be used
at once, e.g. due to memory constraints [10]. aCNCE is further inspired by the Langevin al-
gorithm, a special case of the Hybrid Monte Carlo (HMC) algorithm. HMC is a Markov chain
Monte Carlo (MCMC) sampling method used to improve MCMC mixing in higher dimen-
sions [24]. This is partly achieved by using the gradient of the log target distribution in the
proposal distribution.

Assume that in meta-iteration2 k, an estimate θ̂k−1 has been obtained, which implies a
model φk−1(u) = φ(u; θ̂k−1). The model φk−1(u) can therefore be used to define the con-
ditional noise distribution pc at iteration k. Similar to Equation (4.28), p(k)c is taken to be
Gaussian with mean µk(u) and variance Σk:

µk(u) = u +
ε2k
2
∇u log φk(u), (4.31)

Σk = ε2k1, (4.32)

p(k)c (u2|u1) = N (u2;µk(u1),Σk), (4.33)

. That is, at meta-iteration k, yij |xi is generated as

y
(k)
ij = µk(xi) + εkξij , (4.34)

where each ξij is sampled from a standard normal distribution ahead of the first meta-

iteration. This choice of the conditional noise distribution defines the objectiveJ (k)
N (θ) which

is minimised at iteration k with θ̂k−1 as initial value.
The first step of the algorithm, which will be called the 0th meta-iteration, does not use the

data gradient ∇u log φ−1(u). This is a necessity since a first reasonable approximation of θ∗

is required for the gradient to not point in a random direction determined by the parameter
initialisation θ−1. Therefore, conditional Gaussian noise is used for the 0th meta-iteration,

µ0(u) = u, Σ0 = ε201. (4.35)

2A meta-iteration refers to a full cycle of updating pc and JN together with the minimisation of JN . Note that
it does not refer to the iterations of the numerical solver which minimises the loss function JN (θ).



CHAPTER 4. CNCE 15

This step will also be referred to as the CNCE step as it is identical with the CNCE algo-
rithm as defined in Section 4.2. In contrast, the subsequent meta-iterations of aCNCE will be
referred to as aCNCE steps.

In the Langevin diffusion process [25, Chapter 1], ε is interpreted as the time discretisa-
tion and can therefore be taken to be arbitrary small for any fixed simulation time. In HMC,
ε is a step size which has to be compensated by more leap-frog steps if taken too small [24].
In contrast to these cases, only a single step is taken with aCNCE. Therefore, ε has direct
influence over the similarity between the noise and the data, as pointed out in Section 4.2.
As a consequence, ε should not be too small nor too large in order for aCNCE to work ef-
fectively. In the extreme cases of ε = 0 and ε → ∞, the CNCE loss function is reduced to
constant values, independent of the model parameters. This important observation is stated
as Theorem 4.3.1, proved in Section A.2.

Theorem 4.3.1 (Loss Limits). For any value of θ, a fixed set of data and noise samples, and under
the assumption

lim
‖y‖22→∞,

log φ(y;θ) = −∞, (4.36)

limε→0 JN (θ, ε) = 2 log(2) and limε→∞ JN (θ, ε) = 0.

As the parameters θ, and possibly xi and ξij , are updated in each meta-iteration, εk also
needs to be updated in order to avoid the limiting regions where the loss function becomes
nearly constant and estimation is difficult. Since ε is a scalar and the value of the loss function
is known at each extreme, ε can be increased or decreased until it is sufficiently far away form
either extreme. This procedure is described in Algorithm 2.

At each meta-iteration, it is possible to either do a full minimisation of the loss function
or just take a few gradient steps. The second option is suitable when not all of the data
can be used at once for the minimisation. If all data is used and the minimisation of the
loss function is run until convergence, the 0th step should produce a θ̂0 which is sufficiently
close to θ∗ to introduce the gradient in the following meta-iteration. If the loss function is
only partly minimised in each meta-iteration, several CNCE steps might be necessary for the
gradient ∇u log φ(u; θ̂0) to not point in an arbitrary direction.

aCNCE is run for a fixed number of meta-iterations kmax. Terminating the algorithm
once ‖θ̂k−1− θ̂k‖2 falls below some threshold is also possible if the minimisation is run until
convergence at each meta-iteration. In addition to kmax, initial values θ−1 and ε−1 must be
provided by the user. See Algorithm 3 for aCNCE pseudo code.
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Algorithm 2: Generate Noise
Data: X, ξij , θ, ε−1, useGrad
Data: lmax, r+, r−, τ+, τ−

1 ε = ε−1;
2 yij = xi + εξij ;
3 if useGrad then
4 yij ← yij + ε2

2 ∇u log φ(xi;θ);

5 JN ← JN |X,Y(ε),θ;
6 l = 1;
7 while l < lmax do
8 if |2 log(2)− JN | < τ+ then
9 ε← (1 + r+)ε;

10 else if |JN | < τ− then
11 ε← (1− r−)ε;
12 else
13 Break;

14 yij = xi + εξij ;
15 if useGrad then
16 yij ← yij + ε2

2 ∇u log φ(xi;θ);

17 JN ← JN |X,Y(ε),θ;
18 l← l + 1

Output: Y, ε

X is the data in RD, ξij are Nκ standard normal distributed noise samples in RD, θ is the current parameter
values, ε−1 an initial value for ε and useGrad determines whether a CNCE or aCNCE step is taken. r+ and r−
are the increase and decrease rates for ε. τ+ and τ− are threshold values on JN (ε). lmax helps avoid rare cases
where ε could get stuck oscillating between two values.

Algorithm 3: Adaptive CNCE
Data: X, θ−1, ε−1, κ, kmax

1 Sample ξij ∀ i ∈ {1, . . . , N}, j ∈ {1, . . . , κ} ;
2 useGrad = 0 ;
3 Y(0) ← Generate Y |X, ξij ,θ−1, ε−1, useGrad ;

4 θ̂0 ←Minimise J (0)
N (θ) |X,Y(0),θ−1;

5 useGrad = 1 ;
6 for k = 1 to kmax do
7 Y(k) ← Generate Y |X, ξijθk−1, ε−1, useGrad ;

8 θ̂k ←Minimise J (k)
N (θ) |X,Y(k),θk−1;

Result: θ̂kmax

X is the data in RD, θ−1 is initial parameter values, ε−1 is an initial value for ε and κ is the number of noise
samples per data sample. ξij are Nκ standard normal distributed noise samples in RD. Algorithm 2 is used to
calculate the noise samples at lines 3 and 7.



Chapter 5

Empirical Validation of the Theory

In this chapter, several of the theoretical properties of CNCE are verified via simulations of
models for which the ground truth is known. In Section 5.1, the models and performance
measures are specified. Sections 5.2, 5.3, 5.4 and 5.5 treat different sets of simulation results.
Each section contains a short specification of the simulation setup, a description of the results
and a short discussion with conclusion. Section 5.2 concerns consistency of CNCE, i.e. veri-
fication that Theorem 4.1.1 extends to parametric estimation. In Section 5.3, the relationship
between the number of noise samples and the precision of the estimate and the estimation
time is investigated. In Section 5.4, some observations from Section 5.3 are further inves-
tigated by studying how CNCE and aCNCE behave for different data dimensionalities. In
Section 5.5, a comparison between CNCE, aCNCE and NCE is presented.

5.1 Models and Measures

In real applications, it can be difficult to measure the performance of an unsupervised esti-
mation method since it is often impossible to find a precise definition of the desired outcome.
For this reason, models and data where the true data generating parameter θ∗ is known is
used to validate the theoretical properties of CNCE. For this purpose, four different unnor-
malised probability models have been used. Each model can be normalised analytically and
therefore maximum likelihood estimates can be obtained.

Gaussian model

The Gaussian model is an unnormalised multivariate Gaussian model with zero mean and
parametrised precision matrix, see Equation (5.1). As the precision matrix is restricted to be
symmetric, the Gaussian model has D(D + 1)/2 parameters.

log φ(u; Λ) = −1

2
uTΛu, u ∈ RD,

Λ =


θ1 θ2 · · · θD
θ2 θD+1 · · · θ2D−1
...

...
. . .

...
θD θ2D−1 · · · θD(D+1)

2

 , θ ∈ R
D(D+1)

2

(5.1)

17
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The ML estimate for the Gaussian model is calculated by taking the inverse of the data co-
variance matrix,

Λ̂mle =

(
1

N − 1
XTX

)−1
, X ∈ RN×D. (5.2)

The error for the Gaussian model can be measured without complications using the Eu-
clidean distance, ‖θ̂ − θ∗‖2.

The Gaussian model with D = 5 was previously used to validate consistency for NCE
[10] and the possibility to compare the results for CNCE with those for NCE was an impor-
tant motivating factor for the choice of using this model for validation. Furthermore, the
fact that the Gaussian model has a convex loss function, and therefore does not have local
minima, makes it an attractive starting point for the validation of consistency.

ICA model

ICA (Independent Component Analysis) is a method commonly used in signal possessing to
separate source signals [26]. For the purpose of this thesis, ICA also defines a parametric
model which can be estimated with CNCE. ICA assumes the existence of Ks independent
non-Gaussian source signals composed in a vector s. The unknown source signals are mixed
by an unknown mixing matrix A to produce the observed data x, see Equation (5.3). It is
required that there are at least as many observation signals as source signals, i.e. D ≥ Ks.
For the simulations, each source signal was drawn from a Laplace distribution with zero
mean and unit variance, see Equation (5.4). An equal number of observations and sources
were used D = Ks, which corresponds to the setup in the 2012 NCE paper [10].

x = As, x ∈ RD, s ∈ RD, (5.3)

sk ∼ Laplace
(

0, 2−
1
2

)
A ∈ RD×D. (5.4)

The unnormalised ICA model is defined by Equation (5.5) and is parametrised by the demix-
ing matrix B. As Laplacian sources are used to generate the data, the non-linearity f is
chosen accordingly,

log φ(u; B) =

D∑
j=1

f(bTj u), u ∈ RD, (5.5)

B = A−1 =

bT1
...

bTD

 bi ∈ RD, (5.6)

=

θ1 · · · θD(D−1)+1
...

. . .
...

θD · · · θD2 ,

 , θ ∈ RD
2

(5.7)

f(u) = −
√

2|u|. (5.8)

As the true underling distribution of the sources is known, the ICA model in Equation (5.5)
can be estimated using MLE [26, 4.4.1]. The ML estimate is obtained via minimisation of the
negative log-likelihood,

`mle,ICA = −
N∑
i=1

D∑
j=1

f(bTi u)−D log | det B|. (5.9)
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The ICA model is ambiguous in the sign and order of the component vectors of B [26,
2.2]. Therefore, it is necessary to rearrange the component vectors before calculating the esti-
mation error for the ICA model. The rearrangement is executed using the same heuristic as in
the 2012 NCE paper, i.e. testing all permutations of the component vectors and choosing the
permutation with the lowest error [10]. Once the component vectors have been rearranged,
the error can be calculated using the Euclidean distance ‖θ̂ − θ∗‖2.

Log-normal model

The log-normal distribution is defined to have the samples normal distributed in the log
domain, i.e. log u ∼ N . Consequently, it is only defined for positive samples, i.e. the data
domain is X = R+. For this reason, the log-normal distribution is a suitable distribution for
illustrating that noise samples outside of the data domain can be used for the estimation, i.e.
Theorem A.1.1 only requires X ⊆ Y. An unnormalised log-normal model defined over the
whole real axis is presented in Equation (5.10),

log φ(u; θ, C) =

{
− θ

2(log u)2 − log u if u > 0

C if u ≤ 0
θ, C ∈ R. (5.10)

On the positive axis, the model is proportional to a log-normal distribution with mean 0
in the log domain and parametrised precision. On the negative axis, the model assumes a
parametrised constant value. Theoretically, the model does not constitute a proper proba-
bility model as it cannot be normalised except for the case where model goes towards −∞
for all values on the negative real axis. However, in practice this model can be estimated via
CNCE as the partition function does not play a role in the estimation. It is natural to define
C∗ = limC→−∞C since zero probability mass should be assigned to the negative axis. As C∗

can never be reached in practice, the error of the log-normal model is only measured for θ,
|θ̂ − θ∗|.

The ML estimate for θ can be calculated like the precision matrix in Equation (5.2), i.e. by
first transforming the data to the log domain and then calculating the inverse of the variance,

θ̂mle =

(
1

N − 1

N∑
i=1

(log xi)
2

)−1
. (5.11)

Bernoulli model

The Bernoulli model defines a simple probability mass function for a binary random variable
taking values on X = {0, 1}. In the normalised version, the Bernoulli model only has one free
parameter. Here, an unnormalised version with two free parameters is used,

log φ(u; θ1, θ2) =

{
log θ1 if u = 0

log θ2 if u = 1
θ1, θ2 ∈ R+. (5.12)

The use of two free parameters means that for every θ∗ = (θ∗1, θ
∗
2) there exist an infinite set

of equivalent model parameters which only differs from θ∗ by a scaling factor. For example,
θ1 = 0.25, θ2 = 0.75 implies the same normalised model as θ1 = 1, θ2 = 3. Consequently, to
measure the error for a parameter estimate of the Bernoulli model, i.e. θ̂ = (θ̂1, θ̂2), it is better
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to use the normalised error ‖(θ̂1 + θ̂2)
−1θ̂ − θ∗‖2. The ML estimate is obtained by counting

the number of positive outcomes in a sample,

θ̂2,mle =
1

N

N∑
i=1

xi, θ̂1,mle = 1− θ̂2,mle. (5.13)

Finally, in contrast to the other models, a discrete conditional noise distribution was required
for estimation of the Bernoulli model, for which the distribution specified in Equation (4.30)
was used.

The quasi-Newton BFGS algorithm [1, Chapter 8] was used for the minimisation of the
CNCE loss function for the described models. For the minimisation of the MLE loss function
for ICA, the trust-region algorithm [22] was used as it was found to be less prone to getting
stuck in local minima. For some simulations, the NCE estimate was also obtained to allow for
comparisons. In these cases, the quasi-Newton BFGS algorithm was used for minimisation
of the NCE loss function. In the simulations where aCNCE was applied, a maximum of ten
meta-iterations was used. However, the meta-iterations were stopped early if the condition
‖θ̂k−1 − θ̂k‖2 < 10−4‖θ̂k‖2 was fulfilled.

For measurement of the estimation time, the built-in Matlab functions tic/toc were
used. The exact values of these measurements do not hold much significance by themselves
since computational time is determined by a large range of factors, e.g. implementation
specifics, hardware and external conditions. Therefore, time is only reported in relation to
some other time measurement which was carried out during the same simulation, using as
similar code as possible and the same hardware.

5.2 Consistency

As was briefly mentioned in Section 2.2, the consistency property for an estimation methods
means that the method eventually recovers the true parameter values θ∗ when the sample
size goes to infinity [1, Chapter 6.4]. In this section, the consistency results for the CNCE
model are presented for the Gaussian model in 5D, the ICA model with 4 sources, the log-
normal model and the Bernoulli model. For each model, 100 different sets of parameters
were estimated for calculation of the median error and the quantiles. In addition to the
number of data samples, the number of noise samples also affects the error of the estimate.
Therefore, the consistency simulations were carried out for four different values of κ.

The aCNCE algorithm was not used for the log-normal model nor for the Bernoulli
model. As the former is discontinuous and latter is defined over a discrete variable, the
data gradient needs to be adjusted or replaced with an analogue for aCNCE to work. Due to
the project time constraints, these adjustments were not attempted.

Results

In Figure 5.1, the consistency results for all models are shown. Figure 5.1a and Figure 5.1b
shows the consistency results for the Gaussian model using the CNCE algorithm and the aC-
NCE algorithm respectively. In both cases, the error decreases linearly in the log-log domain,
similar to the ML estimate. This indicates convergence in quadratic mean, i.e. convergence
in L2, and hence consistency. As κ grows, the error appears to approach the ML error. This
is more pronounced for CNCE than for aCNCE, where the error is already close to MLE for
κ = 6.
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(a) CNCE, Gaussian model in 5D.
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(b) aCNCE, Gaussian model in 5D.

2 2.5 3 3.5 4 4.5
Sample size log10 N

-4

-3

-2

-1

0

1

lo
g
10

sq
E
rr

or

CNCE2
CNCE6
CNCE10
CNCE20
MLE

(c) CNCE, ICA model w. 4 sources.
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(d) aCNCE, ICA model w. 4 sources.
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(e) CNCE, log-normal model.
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(f) CNCE, Bernoulli model.

Figure 5.1: The consistency results for the different models. On the x-axis: the sample size in the log10 domain.
On the y-axis: the squared estimation error in the log10 domain. The thicker lines represent the median across
100 different estimates. The thinner lines are the 0.1 and 0.9 quantiles respectively. Each of the 100 estimates
correspond to a unique set of parameters. The different coloured and marked lines correspond to different values
of κ for CNCE and aCNCE as well as the MLE result. As the number of noise samples grows, the error for both
CNCE and aCNCE appears to decrease linearly in log-log space.
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In Figure 5.1c and Figure 5.1d, the consistency result for the ICA model is shown for
CNCE and aCNCE respectively. As with the results for the Gaussian model, the error ap-
pears to decrease linearly with the number of data samples on a log-log scale, and increasing
κ reduces the error towards the ML error. The difference between CNCE and aCNCE appears
to be less pronounced for the ICA model than for the Gaussian model.

The 0.9 quantile for MLE shows a high and relatively constant error. In these simulations,
the minimiser has gotten stuck in a local minimum of the MLE loss function. Though both
the CNCE and aCNCE loss functions contain local minima, the minimisers were less prone
to get stuck in these. Stated in numbers, the trust-region algorithm for MLE got stuck in 13
times out of the 100 estimations. The corresponding number was 7 for the quasi-Newton
minimiser for CNCE and aCNCE.

Figure 5.1e shows the consistency result for the log-normal model, and Figure 5.1f shows
the consistency of the Bernoulli model using CNCE. Again, the error appears to decrease
linearly in the log-log domain. For the log-normal model there is a benefit from using more
noise samples, while the CNCE estimate appears to match the MLE estimate already for
κ = 2 for the Bernoulli model.

Both the log-normal model and the Bernoulli model have two parameters, and therefore,
the CNCE loss function can be visualised on two axes for these models, see Figure 5.2a.
The iteration paths of the quasi-Newton minimiser are included in the figures. As visible,
the algorithm manages to find the approximation Ĉ = −18.2 for the parameter C∗ in the
log-normal model. Note that exp(−18.2) ≈ 10−8, so a very small portion of the models
"probability mass" is assigned to the negative axis. In Figure 5.2b, the invariance of the
loss function to the scaling of the parameters for Bernoulli model is apparent. This is a
consequence of the partition function not being estimated with CNCE.

Discussion

The linearly decreasing behaviour of both the median and quantiles for CNCE and aCNCE
agrees with previous results for NCE [10]. Moreover, the similarity to the behaviour of MLE
leaves little doubt about the consistency of the methods. Furthermore, it appears the number
of data samples have little effect on the CNCE and MLE error ratio compared to κ. This can
be seen in Figure 5.1 as the difference between the CNCE and MLE error being close to
constant in the log-error domain, which corresponds to a constant error ratio.

As mentioned, the optimiser had a tendency of getting stuck in local minima for the
ICA model. A way to counteract this tendency would be to minimise the loss functions
for several different initial parameters and pick the result with the smallest loss. However,
since the consistency results for CNCE is mainly interesting in relation to another estimation
method, only a single initialisation was used as this revealed a difference in the behaviour
between CNCE and MLE. Further simulations would be needed to confirm if this difference
is specific for the ICA model or if the same difference can be observed for other models with
local minima.

The results for the log-normal model validates that X = Y is not a necessary condition
of CNCE. Nevertheless, in Figure 5.2a it is visible that the optimiser spends many gradient
steps improving the estimate of C rather than θ. This observation agrees with the intuition
that enforcing X = Y leads to more effective use of the noise samples than X ⊆ Y.

By construction, the results for the Bernoulli model proves that CNCE can be used to
estimate distributions over discrete variables as well.



CHAPTER 5. EMPIRICAL VALIDATION OF THE THEORY 23

0.5 1 1.5 2 2.5 3
3

-5

0

5
C

1.5
1.5

1.5

2
2

2
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(a) Unnormalised log-normal model.
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(b) Unnormalised Bernoulli model.

Figure 5.2: The CNCE loss function for two specific models. In both cases N = 5000 and κ = 2 were used
for the visualisation. Figure (a) depicts the loss function for the log-normal model. The two parameters are the
precision θ on the x-axis and the model value on the negative real axis C. The blue line with circular markers
shows the iterations of the quasi-Newton minimiser. The optimisation algorithm finds the correct value of the
data precision, marked by the dashed red line, and an approximation of the true value of C. Figure (b) depicts
the loss function under the unnormalised Bernoulli model. The yellow star shows the parameter values used
to generate the data, i.e. θ∗. The dashed black line shows the set of parameters values for which the model is
normalised. The dashed red line shows the set of unnormalised parameter values with the same ratio as θ∗. The
blue line with the circle markers shows the steps of the quasi-Newton minimisation. As visible, the optimiser
find an unnormalised solution along the dashed red line.

A missing piece of these results is the distribution of the error as the sample size N gets
large. For NCE there are both theoretical and simulation results regarding asymptotic nor-
mality of the NCE error. Corresponding results for CNCE remain to be established.

5.3 Number of noise samples

As was shown in the previous section, the CNCE error seems to approach the MLE error
as the number of noise samples increases, see Figure 5.1. In this section, additional results
for the Gaussian model in 5D and the ICA model with 4 sources regarding the relationship
between κ and the estimation error are presented. Moreover, the role of κ in controlling
the trade-off between precision and computational expenditure is investigated by including
measurements of the estimation time.

Similar to the consistency simulations, 100 unique sets of parameters were estimated
so that the mean, median and quantiles of the error could be calculated. As the prelimi-
nary results obtained from the consistency simulations indicated that the number of data
points had a marginal impact the error ratio between CNCE and MLE compared to κ, the
number of data samples was fixed to N = 5000. Eight different values of κ were used,
{2, 4, 6, 8, 10, 20, 40, 60}. For each parameter set, 5000×60 standard normal noise samples ξij
were pre-sampled. This way, subsets of the total ξ-set could be used for the different values
of κ, thereby avoiding stochastic variations which would be introduced from resampling ξij
for all values of κ.
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Results

Figure 5.3 shows the simulation results for both the Gaussian model and the ICA model.
Looking at Figure 5.3a and Figure 5.3c, it is apparent that both the CNCE and aCNCE errors
decrease towards the MLE error as κ increases. For the Gaussian model, aCNCE produces
a significantly smaller error than CNCE of the same value of κ. The same does not hold for
the ICA model where the improvement from aCNCE is marginal.

Figure 5.3b and Figure 5.3d show how the estimation time is affected by κ. The results are
displayed in relation to the shortest measured estimation time, which for both models was
CNCE with κ = 2. The relation appears close to linear with the estimation time increasing
faster for aCNCE than for CNCE.

In Figure 5.3e and Figure 5.3f the results are displayed as trade-off curves with κ as an
implicit variable. The value of κ can be traced by counting the markers from left to right.
The trade-off is visualised by plotting the time ratio on the x-axis and the error ratio on the
y-axis, see Figure 5.3e for the Gaussian model and Figure 5.3f for the ICA model. In each
case, there is a value for κ which is closest to the optimal point, time ratio 0 and error ratio 1
(0, 1). For the Gaussian model, aCNCE appears to generally be more effective than CNCE as
the red curve lies closer to (0,1) than the blue curve. For the ICA model the opposite is true,
the blue CNCE curve is closer to (0,1) than the red aCNCE curve.

Discussion

The linear relationship between κ and the estimation time is supported by the theory as the
number of terms needed to be evaluated in the CNCE loss function increases linearly with
κ, see Equation (4.14). As aCNCE consists of several meta-iterations, it also makes sense that
the estimation time is longer by a factor 2-3 compared to CNCE.

The error ratio appears to be proportional to the algorithmic inverse of κ. Though this
may satisfy the intuition, any supporting theory for CNCE is currently missing. The theory
for NCE states that as the number of noise samples grow, the choice of noise distribution
becomes less important. At least this seems to hold true here as well since the CNCE and
aCNCE errors meet up for large values of κ, see Figure 5.3a. For the ICA model, the difference
between CNCE and aCNCE is small for all values of κ. The reason for this difference between
the Gaussian 5D model and the ICA 4 sources model will be further discussed in Section 5.4.

The trade-off curves reveal that both the choice of κ and the choice of CNCE algorithm
affect the trade-off between error and computational expenditure. For the Gaussian model
aCNCE can achieve the same error as CNCE using much fewer noise samples, indicating
that the aCNCE noise better captures the contrastive information which allows the CNCE
algorithms to make estimations. The same does not hold for ICA model for which it appears
better to use CNCE with more noise samples than to spend the extra computing power on
generating the more complex aCNCE noise and doing several meta-iterations.

For the ICA model, it should be noted that the 0.1 quantile in Figure 5.3c is low as a con-
sequence of the minimisation of MLE getting stuck in local minima, as discusses in Section
5.2. Another consequence of this issue is that the CNCE mean in Figure 5.3f reaches values
below one.
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(b) Gaussian model in 5D.
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(c) ICA model w. 4 sources.
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(d) ICA model 4 w. sources.
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(f) ICA model w. 4 sources.

Figure 5.3: These figures show how the error ratio between the CNCE methods and MLE, and the estimation
time are affected by κ. The solid lines show the mean and the dashed lines the median across 100 estimations
of different parameter sets. The edges of the shaded regions mark the 0.1 and 0.9 quantiles respectively. The
results for CNCE is shown in blue and the results for aCNCE in red. The top and middle row show the results
with κ as an explicit variable on the x-axis. In the bottom row, κ is an implicit variable governing the trade-off
between estimation error and computational expenditure.
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5.4 Data Dimensionality

In Section 5.2 and Section 5.3 it was observed that aCNCE produced a smaller error than
CNCE for the same values of κ when estimating the Gaussian model in 5D. It was also ob-
served that the difference between the two methods was only marginal for the ICA model
with 4 sources. In this section, these results are further investigated by studying the be-
haviour of CNCE and aCNCE as the data dimensionality changes.

The dimensionality D of the data and models was varied from 1 up to 10 while both
N and κ were kept fixed. For the Gaussian model N = 5000 and κ = 6 were used, while
N = 10000 and κ = 10 were used for the ICA model. The reason for the difference is that
the number of parameters grows faster for the ICA model than for the Gaussian model.
In each dimension, 100 different sets of parameters were used to generate the data so that
the mean, median and quantiles of the error could be calculated. Several meta-iterations of
aCNCE were performed for each parameter set with the loss function being minimised until
convergence in each meta-iteration. This way the 0th meta-iteration is equivalent to CNCE.
As the same noise base ξij was used in each meta-iteration, the only difference between the
0th and the following meta-iterations is the use of the data gradient information ∇u log φ.

Results

In Figure 5.4, the error ratio between CNCE and aCNCE after the 1st meta-iteration1 is shown
for both the Gaussian model and the ICA model. As visible, the mean, the median and
the quantiles are reduced to below one for both models for D = 10, meaning that aCNCE
achieved a lower error than CNCE.

Discussion

As noted in Section 4.3, the design of the aCNCE conditional noise distribution is inspired
by Hamiltonian Mote-Carlo (HMC) sampling. As was also mentioned, the inclusion of the
gradient ∇u log φ in HMC sampling is primarily beneficial in high dimensional spaces [24].
The results of Figure 5.4 suggest that this benefit carries over to CNCE. However, the results
here are only concerned with two models, and only dimensions up to 10 have been investi-
gated, so further verification of benefits from using the data gradient in high dimensions is
required before any more general conclusions can be drawn.

From Figure 5.4a and Figure 5.4b it is visible that aCNCE performs better than CNCE
already for D = 2 for the Gaussian model, while both methods perform equally well for
the ICA model up to D = 7. This explains the difference between Figures 5.3a and 5.3c in
Section 5.3 as five dimensions were used for the Gaussian model and D was four for the ICA
model in this case. Unfortunately, it has been outside the time frame of this project to find
an explanation for why a higher dimension is needed for the ICA model compared to the
Gaussian model.

The reason for the large variance and mean in the case D = 1 stems from the error being
calculated from a single parameter, e.g. if CNCE randomly has an error of 10−5 and aCNCE
an error of 10−3, the error ratio reaches a very large value, displacing the mean.

1 Figure B.1a and Figure B.1b in the Appendix show that there is no notable change for the aCNCE result after
the 1st meta-iteration.
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Figure 5.4: These figures show how CNCE and aCNCE start behave differently as the data dimensionality
grows. The x-axes show the dimensionality of the data, and the y-axes the error ratio of the CNCE estimate
from the 0th meta-iteration and the aCNCE estimate after the 1st meta-iteration. In each meta-iteration, the loss
function was minimised until convergence.

5.5 Comparison between CNCE, aCNCE and NCE

As stated in Section 4.1, both CNCE and aCNCE are extensions of NCE, and it is therefore
natural to ask how these methods compare in terms of statistical and computational effi-
ciency. However, to fully answer that question, a thorough investigation would be needed,
which is outside of the scope of this thesis. Nevertheless, the same consistency simulations
described in Section 5.2 were also performed for NCE which allows for a preliminary com-
parison. The noise distribution for NCE pn was taken as a Gaussian distribution with the
empirical mean and covariance of the data.

Results

Figure 5.5 displays a comparison of the consistency results for CNCE, aCNCE, NCE and
MLE. To avoid cluttering, only the results for κ = 6 for CNCE and aCNCE, and ν = 6

for NCE are displayed. For the Gaussian model, the results for NCE and aCNCE are almost
identical, while CNCE has a larger error. For the ICA model, NCE consistently has the lowest
error of the three methods.

Discussion

From this small set of preliminary results, it appears as if NCE would produce a smaller
estimation error than both CNCE and aCNCE. This is despite both CNCE and NCE using
Gaussian distributed noise samples in the case of the Gaussian model. It could be that the
Gaussian noise distribution is a good choice for the Gaussian and ICA model for NCE, and
therefore, the advantage using a conditional noise distribution is negated for these models.
Another hypothesis is that the difference stems from the dependency between data and noise
samples in the CNCE case. In either case, a more thorough investigation is needed before
wider conclusions on the comparison can be drawn.
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(a) The Gaussian model in 5D.
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(b) The ICA model w. 4 sources.

Figure 5.5: A small comparison between CNCE, aCNCE, NCE and MLE. On the x-axis: the sample size in the
log10 domain. On the y-axis: the squared estimation error in the log10 domain. The thicker lines represent the
median across 100 different estimates. The thinner lines are the 0.1 and 0.9 quantiles respectively. Each of the
100 estimates corresponds to a unique set of parameters. Only the result with κ = 6 for CNCE and aCNCE,
and ν = 6 for NCE are shown to avoid cluttering.



Chapter 6

Simulations with Natural Images

In addition to validation of the theoretical properties of CNCE using data and models where
the ground truth is known, it is also desirable to confirm that CNCE works in real applica-
tions. After all, the models studied in Section 5 can be normalised analytically and therefore
be estimated using MLE. In this section, CNCE is used to estimate an image model which
cannot be normalised analytically and is computationally expensive to normalise numeri-
cally. The studied image model is a single layer neural network model, closely related to the
two-layer and three-layer models which have previously been estimated using NCE [5, 10].

The goals of this chapter are:

• Confirmation that CNCE can be used to estimate the proposed image model by com-
paring the result with the NCE estimate.

• Visualisation and interpretation of the noise samples used by CNCE.

• Investigation of the behaviour of the CNCE estimate as the number of model parame-
ters grows.

In Section 6.1, the image data and preprocessing steps are detailed. In Section 6.2, the single
layer image model and the proposed noise distribution is presented. Section 6.3 contains the
simulation setup information and results for an image model using 160 neurons, including a
comparison between the CNCE and NCE estimates, and visualisations of some CNCE noise
samples. Section 6.4 contains the simulation details and CNCE results for a broad image
model using a total of 960 neurons.

6.1 Data and Preprocessing

The basic image data consists of N = 160 000 different 25px X 25px image patches, i.e. image
vectors of sizeDraw = 625 pixels. These were sampled from 11 different monochrome images
depicting wild life scenes, all taken from van Hateren’s image database [27]. To avoid image
patches with low variance, the 160 000 image patches were selected out of a larger sample
of 320 000 patches based on the patches’ variability. This is the same image data and patch
sampling method as used in the 2012 NCE paper [10].

The raw image patch data can be represented in a N × Draw matrix I with each row iTi
corresponding to an image with pixel values in the range [0, 1]. The same preprocessing is
then applied as in the 2012 NCE paper [10]. First, the DC-component (or local mean) and

29
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sample mean are removed from the images, see Equation (6.1) and Equation (6.2),

ı̃i = ii − 〈ii〉 = ii −
1

Draw

Draw∑
k=1

ii(k) (6.1)

i′i = ı̃i −
1

N

N∑
j=1

ı̃j . (6.2)

Second, the dimensionality of the data is reduced from Draw = 625 to D = 160 via
principal component analysis (PCA) [1, Chapter 12.2]. PCA can be formulated as the problem
of finding a low-dimension representation of the data D < Draw which either maximises
the preserved variance or minimises the reconstruction error under some constrains of or-
thogonality [15, Chapter 12.1]. For both formulations, the solutions is the same. The low-
dimensional representation of the image data Z ∈ RN×D can be expressed as

Z = I′V, V = EΛ−1/2, (6.3)

where I′ is defined as the N × Draw matrix with the zero mean image vectors i′ Ti on each
row, Λ ∈ RD×D is a diagonal matrix of the D largest eigenvalues of the data covariance ma-
trix sorted in descending order, and E ∈ RDraw×D contains the corresponding orthonormal
eigenvectors. V ∈ RDraw×D is called the whitening matrix and maps the image data from
image space RDraw to PCA space RD. Likewise, the pseudo-inverse V− = Λ1/2ET maps the
data back from PCA space to image space,

Î′ = ZV−. (6.4)

The matrix V− ∈ RD×Draw is called the dewhitening matrix.
The matrix E contains 160 orthonormal basis vectors for a 160D sub-space embedded in

image space. As a consequence of these bases vector residing in image space, each basis vec-
tor can be visualised as an image icon, see Figure 6.1b. The icons are arranged according to
their corresponding eigenvalues, going in descending order from left to right, and from top
to bottom. As visible, the large eigenvalues correspond to low-frequency features while the
small eigenvalues correspond to high-frequency features. Because the whitening matrix is a
product of E and Λ−1/2, more emphasis is placed of the high-frequency PCA features for this
basis. Likewise, more emphasis is placed on the low-frequency features for the dewhitening
matrix. This difference will be key for comprehension of the two different parameter visual-
isation methods in Section 6.3.

Reduction of the data dimensionality from 625D to 160D retains 93% of the variance.
However, the dimensionality reduction implies that the image reconstruction Î′ is not per-
fect, and it can be viewed as applying a low-pass filter to the images I′ [10]. A sample of
preprocessed image patches ordered by their variability can be seen in Figure 6.1a.

6.2 Image Model

The image model is a single layer neural network which closely resembles the first layer of
the two-layer model previously used with NCE [10]. However, the data for the two-layer
model went through an additional preprocessing step where each data point was centred
and rescaled to unit variance. These two steps can be viewed as moving the data points onto
a (D-1)-dimensional sphere in D-dimensional space, see Equation (6.5). Moving the data
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(a) Image patches after preprocessing.

(b) 1D interpretation of the image model.
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(c) 1D interpretation of the image model.

Figure 6.1: (a) shows a subset of 160 preprocessed image patches which were used to train the image model.
The patches are ordered according to their variability. (b) shows the 160 PCA bases onto which the images are
projected. The bases are ordered according to their respective eigenvalue. (c) shows the effective non-linearities
(Equation (6.19)) for b ∈ {0,−5,−10} and ‖w‖2 ∈ {50, 200, 600}.
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onto the sphere is desirable since it cancels out some effects of the lighting conditions and
helps the model in accessing the structure of the image patches. Because it is more difficult
to sample additive noise directly on the sphere than moving a noise sample onto the sphere
after sampling, the centring and rescaling is here considered part of the model rather than a
preprocessing step,

ũ(ui) =
ui − ūi
‖ui − ūi‖2

, ūi =
1

D

D∑
k=1

ui(k). (6.5)

Together with Equation (6.5), Equations (6.6) to (6.10) define the image model,

log φ(u; W,b) =

Kn∑
j=1

f(wT
j ũ(u); bj)−

1

2
uTu, (6.6)

W =

 wT
1
...

wT
Kn

 wj ∈ RD, (6.7)

b =

 b1
...

bKn

 bj ∈ R, (6.8)

f(u; b) = fre(log
(
u2 + 1

)
+ b), (6.9)

fre(u) = 0.25 log(cosh(2u)) + 0.5u+ 0.17. (6.10)

The model consists of two parts reflected by the two terms in Equation (6.6). The first term is
the neural network term which aims to model the structure in the image patches. The neu-
rons, or receptive fields, are represented by the Kn different weight vectors wj , and the dot
products between the weight vectors and the centred and normalised stimulus ũ measure the
agreement between each receptive filed and the input. These scalars are passed through a
non-linearity f , defined in Equation (6.9). The non-linearity f is composed of three functions
with different purposes. The squaring of the input u reflects the assumption that f ought
to be an even function, image data which only differs by a sign should be treated the same.
The rectifying function fre acts as a threshold function with the aim of helping to separating
data and noise input. After training, the idea is that the image patches will stimulate the
neurons enough to pass above the threshold while the stimulation from noise input ought
to not activate the neurons. The log function compresses the input to the rectifying function,
counteracting the squaring of u and ensuring numerical stability for large values of u.

The second term in Equation (6.6) is a Gaussian term which models the unstructured
component of the image patches. In practice, the Gaussian term is often much larger than
the neuron term, which tends to impede learning. Consequently, the classification of data
and noise samples may be reduced to comparing the values of the Gaussian term for the
different samples, thereby not learning the structured part of the data. This issue can be
avoided by including an extra Gaussian part in the noise distribution,

log pc(u2|u1) = − 1

2ε2
‖u2 − µ(u1)‖22 −

1

2
uT2 u2 + const. (6.11)
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Inserting Equation (6.6) and Equation (6.11) in the equation for G gives

G(u1,u2; W,b) = log
φ(u1; W,b)pc(u2|u1)

φ(u2; W,b)pc(u1|u2)
(6.12)

=

Kn∑
j=1

f(wT
j ũ(u1); bj)−

1

2
uT1 u1 +

1

2ε2
‖u2 − µ(u1)‖22 −

1

2
uT2 u2

−
Kn∑
j=1

f(wT
j ũ(u2); bj) +

1

2
uT2 u2 −

1

2ε2
‖u1 − µ(u2)‖22 +

1

2
uT1 u1

(6.13)

=

Kn∑
j=1

f(wT
j ũ(u1); bj) +

1

2ε2
‖u2 − µ(u1)‖22

−
Kn∑
j=1

f(wT
j ũ(u2); bj)−

1

2ε2
‖u1 − µ(u2)‖22

(6.14)

= log
φ̃(u1; W,b)p̃c(u2|u1)

φ̃(u2; W,b)p̃c(u1|u2)
, (6.15)

where the definitions

log φ̃(u; W,b) =

Kn∑
j=1

f(wT
j ũ(u); bj), (6.16)

log p̃c(u2|u1) = − 1

2ε2
‖u2 − µ(u1)‖22 + const (6.17)

have been used. As visible, the Gaussian parts of the model and noise distribution cancel,
and only the neural network term of the model and the same CNCE and aCNCE noise dis-
tribution as used in Chapter 5 remain. Therefore, φ̃ and p̃c constitute the effective model and
noise distribution of the image model, and it is these which have been used in the implemen-
tation.

By observing that

wT ũ(u) = ‖w‖2‖ũ(u)‖2u = ‖w‖2u, (6.18)

where u ∈ [−1, 1] corresponds to the cosine of the angle between wj and ũ(u), and ‖ũ(u)‖2 =

1 from Equation (6.5), a one-dimensional representation of the effective non-linearity is found

f(u; w, b) = fre(log
(
‖w‖22u2 + 1

)
+ b). (6.19)

The effective non-linearity is visualised for the parameter combinations given by ‖w‖2 ∈
{50, 200, 600} and b ∈ {0,−5,−10} in Figure 6.1c. Increasing the norm of the weight vector
increases the steepness of the function, and lowers the effective threshold. Decreasing b has
the opposite effect. Therefore, the two parameters may compensate each other, e.g. note that
the curves for ‖w‖2 = 50, b = −5 and ‖w‖2 = 600, b = −10 are almost identical.

6.3 Estimation of Model with 160 Neurons

This section addresses the first two goals of the chapter, i.e. the comparison between the
CNCE and NCE estimates, and the visualisation of the CNCE noise samples. For this pur-
pose, a model with 160 neurons is used. As the ground truth, i.e. W∗ and b∗, is not available
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for the image model, the results cannot be presented in terms of estimation error. Instead,
the presentation of the results is focused on visualisations, comparisons and interpretations
of the learned feature detectors1 W, threshold parameters b and of the CNCE and aCNCE
noise.

Visualisations

The data and feature detectors typically reside in a high dimensional space, e.g. D = 160.
Therefore, some visualisation techniques are required to present and analyse the results. The
noise samples are generated in PCA space RD and can therefore be projected to image space
using the dewhitening matrix, i.e. iTnoise = yTV−.

The feature detectors wj can also be visualised in image space. The projection can be
done in different ways resulting in different visualisation. One alternative is to visualise the
maximum stimulus of the features. It can be shown that the image patch which optimally
stimulates w, under the constraints represented by the projection onto the sphere from Equa-
tion (6.5), is proportional to (w− 〈w〉)TV−, where 〈w〉 is the mean value of w. For proof see
the 2012 NCE paper [10, Appendix B.2]. These visualisation will be referred to as stimu-
lus features. Because the dewhitening matrix is used for the mapping to image space, the
resulting feature icons tend to highlight the low-frequency properties of the weight vector.

Another visualisation alternative comes from the observation that wT z = wTVT i′ =

w̃T i′. The vector w̃ = Vw resides in image space and can therefore be visualised. These
visualisations will be referred to as image features. As the whitening matrix is used for
this visualisation, the resulting icons tend to highlight the high-frequency properties of the
feature.

It is further important to note that the visualisations of the features are rescaled so that
the whole grayscale spectrum is used, i.e. so that the maximum absolute pixel value of each
feature icon is one. This aids in highlighting the structure of the feature. The rescaling hides
differences in the norm of the weight vectors, i.e. differences in brightness and contrast of
the feature representations. However, the norms are indirectly visualised by plotting the
effective non-linearities, see Equation (6.19).

Simulation Setup

As mentioned, an image model with 160 neurons was used for the simulations comparing
CNCE, aCNCE and NCE. To ensure as comparable results as possible, all three methods
were run using the same data, the same initialisation and the same random seed. Each of
the weight vectors wj were initialised with standard normal noise and the corresponding
threshold parameters bj were initialised with uniform noise in the range (−1, 0).

In contrast to the simulations in Chapter 5, it is not possible to run the minimisation of
the CNCE loss function nor the NCE loss function until convergence for the image model.
Therefore, all three methods will use meta-iterations. Each meta-iteration consists of 10 gra-
dient steps using the minimize function by Rasmussen [23]. Due to memory constraints,
the whole data set of 160 000 image patches cannot be used simultaneously. Instead, a subset
of 80 000 data points is sampled at the start of each meta-iteration. For each of the three
estimation methods, a total of five meta-iteration was used, resulting in a total of 50 gradient
steps. As the data is resampled at the start of each meta-iteration, new noise samples are also

1In this section the weight vectors or neurons may be referred to as feature detectors, feature vectors or simply
features to emphasise that W now represents the learned parameters.
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generated. For aCNCE, this implies that the data gradient is updated. As in Chapter 5, one
meta-iteration of CNCE is performed before the data gradient is used.

As discussed in Section 6.2, the same conditional noise distribution as in Chapter 5 was
used for CNCE and aCNCE. For NCE, the effective noise distribution was a standard mul-
tivariate normal distribution, i.e. zero mean and identity covariance matrix, the same setup
as in the 2012 NCE paper [10]. Six noise samples per data sample were used, i.e. κ = 6 and
ν = 6.

Results

In Figure 6.2, the stimulus feature visualisations of the weight vectors after five meta-iterations
are shown, and the corresponding image features are presented in Figure 6.3. As visible, the
stimulus features are low-frequency visualisations and the image features high-frequency vi-
sualisations. The features discovered by CNCE and aCNCE are almost identical under visual
inspection. Some minor differences are distinguishable, e.g. the icons located at (r(ow) 10,
c(olumn) 1), and (r 16, c 3). Overall, the NCE and CNCE features are similar. In many cases,
the neurons with the same ID even find similar structures due to the identical initialisation,
see (r 1, c 1), (r 1, c 6), (r 4, c 2) etc.

In Figure 6.4, the learned non-linearities are plotted for all 160 neurons. In the images on
the left, the whole stimulation range from zero to one is used for the x-axis. On the right,
the area around the effective threshold is magnified. On the larger scale, the learned non-
linearities appear very similar for the three methods. One difference is the neuron which is
deactivated for almost all stimulation for CNCE and aCNCE. The corresponding icon can
be seen at (r 16, c 7) in Figures 6.2 and 6.3, and is marked by a thin blue frame for the
aCNCE features. Some more differences are revealed in the magnified versions. The NCE
non-linearities are smoother around the threshold and the bundle of curves for the different
neurons is less compact than for CNCE and aCNCE. CNCE and aCNCE are more similar,
both methods having learned a relatively sharp threshold.

In Figure 6.5, a subset of the stimulus features from Figure 6.2 are shown as they evolve
with the number of gradient steps, with CNCE on the left and NCE on the right. The left
most columns show the initialisation of the weight vectors. After only 10 gradient steps,
clear structures are revealed for most of the CNCE features. For NCE, at least 20 gradient
steps are needed before clear structures become visible, with some stimulus feature still only
showing vague structure after 50 gradient steps, e.g. row 5. In the Appendix, the evolution
for the remaining 140 features is shown, see Figures C.3 to C.9.

The key difference between CNCE, aCNCE and NCE is the way noise samples are gener-
ated. In Figure 6.6, two sets of noise samples are visualised for different values of ε. The two
icons at the top are the preprocessed image patch on the left and the standard normal noise
on the right. Note that standard normal noise was used for NCE, so the second icon repre-
sents the NCE noise sample. The columns show the CNCE noise, two versions of the aCNCE
noise, which differ in the parameters used to compute the data gradients, and visualisations
of these gradients. The columns are explained in more detail in the caption. Moreover, if
rescaling were not used for the visualisations, a gradual change in the image contrast would
be seen.

The visualisations are accompanied by plots showing how the conditional class proba-
bility pCα|u, see Equation (4.4), changes with ε. The probabilities are calculated using the
image model with the estimated parameters after ten meta-iterations. The probability pCα|u
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gives an indication of how difficult it is for the model to distinguish between the data and
the noise, with pCα|u = 0.5 signifying indistinguishability. As ε increases, the classification
becomes easier. Notably, the gradient using the learned parameters appears to lower pCα|u,
indicating that the classification problem is made more difficult. The use of the initial pa-
rameters has the opposite effect. Four additional noise sample visualisations are available in
the Appendix Section C.3.

Discussion

As visible in Figure 6.2 and Figure 6.3, all three methods find the Gabor-like features which
have been observed both in image models, e.g. Gutmann and Hyvärinen [10], Osindero et
al. [28] and Hyvärinen and Oja [26], and in studies of animals’ visual system [29]. All three
methods find primarily two different types of features, low-frequency features and edge-like
features. These can be imagined to correspond to two different regularities present in the
image data. Shifts in brightness from different regions of the image patches would stimulate
the low-frequency filters, and edge-like structures would stimulate the edge-like features.
These regularities can be seen in the example data shown in Figure 6.1a. By adding noise to
the image patches, these regularities are obscured, see Figure 6.6, which is why the data and
noise can be distinguished using these features.

Despite the overall similarity, the detailed structure of the learned features and the form
of the learned non-linearities differ between NCE and CNCE. The features appear more
clearly defined, and the edge-like features are more local for CNCE compared to the more
elongated NCE features. One possible interpretation of the difference is that the structure
present in the CNCE noise encourages more local features and a sharper threshold. Regard-
less of the exact interpretation, it is probable that the methods favour different feature types
since the CNCE and NCE loss functions are different. However, another possibility is that
the methods share a common global minimum, and the observed difference is only a con-
sequence of the slower convergence of NCE as was observed in Figure 6.5. In either case,
to determine whether one estimate is "better" than the other, an objective measure would be
needed.

The observation that fewer gradient steps are needed to obtain structured features using
CNCE and aCNCE compared to NCE is potentially very useful. Computation of model gra-
dients are usually expensive, especially if they are computed numerically. However, fewer
gradient steps do not necessarily imply shorter estimation times as the noise generation gen-
erally requires more computation for CNCE than for NCE. Furthermore, the methods may
have different preferences in terms of minimisation algorithms. It has previously been men-
tioned that the combination of data batches and second order gradient descent algorithms
are not effective for NCE [10]. However, the same does not necessarily hold true for CNCE.
As the choice of minimisation algorithm may have a significant effect on the estimation
time, further research is required to fully establish the different computational advantages of
CNCE and NCE.

In Figure 6.6, it is seen that the additive Gaussian noise tends to blur areas of contrast in
the image patches. As the Gabor-like features are stimulated by contrast the classifier can
use them to distinguish the data and noise. Using the estimated parameters, the addition of
the data gradient was observed to make the classification more difficult. A desirable inter-
pretation of the gradient would therefore be that it enhances the areas of contrast in the noise
patches. However, the visualisations of the data gradients in columns D do not necessarily



CHAPTER 6. SIMULATIONS WITH NATURAL IMAGES 37

support this interpretation.
It was furthermore observed that the classification problem was simplified with the use

of the initial random parameters. The direction of the gradient is in this case essentially
random, so the addition of the gradient is analogue to adding more noise to the image patch,
which makes the classification easier. In Figures 6.6c and 6.6d, it can be seen that the class
probability is relatively high already for ε = 0.1, even though the factor ε2 would suggest
that the addition of the gradient could be neglected. However, the pc ratio present in the
calculation of pCα|u is sensitive when pc is asymmetric. This is reason for the aCNCE noise
sometimes being easier or more difficult to classify already for small values of ε. Note that
this is not always the case as it depends on the image patch, the iid noise and the gradients,
see Equation (A.60) and Figures C.11c and C.11d in the Appendix.

(a) CNCE stimulus features. (b) aCNCE stimulus features. (c) NCE stimulus features.

Figure 6.2: The discovered stimulus features after 5 meta-iterations, i.e. 50 gradient steps, of (a) CNCE, (b)
aCNCE and (c) NCE. The CNCE and aCNCE features are almost identical under visual inspection. A few
differences can be observed, e.g. the features at (r 10, c 1) and (r 16, c 3). The NCE features look slightly more
elongated, see (r 1, c 6), (r 9, c 3) and (r 9, c 8) in comparison with CNCE and aCNCE. It appears as NCE
favours different features than CNCE and aCNCE, but the slower convergence of NCE should also be taken
into consideration, see Figure 6.5.
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(a) CNCE image features. (b) aCNCE image features. (c) NCE image features.

Figure 6.3: The discovered image features after 5 meta-iterations, i.e. 50 gradient steps, of (a) CNCE, (b)
aCNCE and (c) NCE. There are some more subtle differences visible between CNCE and aCNCE with this
visualisation, e.g. (r 9, c 2) and (r 20, c 4). Again, the NCE features appear more elongated compared to the
CNCE and aCNCE counterparts.



CHAPTER 6. SIMULATIONS WITH NATURAL IMAGES 39

0 0.2 0.4 0.6 0.8 1
u

0

1

2

3

4
f
(u

)

(a) CNCE.

0 0.02 0.04 0.06 0.08 0.1
u

-5

0

5

10

15

f
(u

)

#10-3

(b) CNCE, threshold magnification.
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(c) aCNCE.
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(d) aCNCE, threshold magnification.
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(e) NCE.

0 0.02 0.04 0.06 0.08 0.1
u

-5

0

5

10

15

f
(u

)

#10-3

(f) NCE, threshold magnification.

Figure 6.4: The effective non-linearities of the learned CNCE, aCNCE and NCE parameters. The left column
shows the non-linearities for the whole stimulation range, and the right column shows a magnification of the
threshold region. The feature shown at (r 15, c 7) in Figures 6.2a and 6.3a for CNCE, and marked by a blue
frame in the corresponding aCNCE figures, has a significantly larger effective threshold than the other features
for CNCE and aCNCE.
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(b) NCE stimulus features.

Figure 6.5: A comparison of the evolution of a subset of the stimulus features from Figure 6.2 between (a) CNCE
and (b) NCE. The left most columns of both sub-figures show the initialisation. Already after 10 gradient steps,
clear structures are visible for the CNCE features. For NCE, structures start to appear after 20 gradient steps.
However, for some features the structure remains vague after 50 gradient steps, e.g. row 5.
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(a) Image patch 275 and noise.
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(b) Image patch 250 and noise.
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(c) Class probability vs ε, patch 275.
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(d) Class probability vs ε, patch 250.

Figure 6.6: The sub-figures (a) and (b) show visualisations of the CNCE and aCNCE noise for two different im-
age patches. The two icons at the top are the preprocessed image patch on the left, and the standard normal noise,
i.e. ξ, on the right. The columns display the following: (A) - CNCE noise (z+εξ), (B) - aCNCE noise using the
final estimate (z+ ε2

2 ∇u log φ(θ̂)+εξ), (C) - aCNCE noise using the initialisation (z+ ε2

2 ∇u log φ(θinit)+εξ),
(D) - aCNCE gradient using the final estimate ( ε

2

2 ∇u log φ(θ̂)), (E) - aCNCE gradient using the initialisation
( ε

2

2 ∇u log φ(θinit)). (c) and (d) show the classification probabilities using the different noise types.
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6.4 Estimation of Model with 960 Neurons

In this section, the simulation results of the image model using a total of 960 neurons are
presented. The focus here is the behaviour of the image model as more feature detectors are
added rather than the performance of CNCE.

Simulation Setup

An image model with 960 neurons is too large for all parameters to be estimated simulta-
neously due to memory limitations. For this reason, the 960 neurons were divided into six
blocks of 160 neurons each. Using these blocks, the model was estimated using the following
schema:

• The model is initialised with 160 neurons which undergo ten meta-iterations, five
CNCE and five aCNCE meta-iterations2. Only ten meta-iterations were used for the
initialisation parameters as these came from previous simulations related to Section
6.3.

• Another 160 neurons are added with parameters initialised as described in Section 6.3.
The parameters of the previous neurons are now fixed and are not updated during gra-
dient descent. The new neurons are updated using 160 meta-iterations, first 20 CNCE
steps, then 140 aCNCE steps.

• New neurons are added following the procedure described in the previous step until
the model has 960 neurons with the corresponding estimated parameters.

Like the simulations of Section 6.3, 80 000 data points, κ = 6 and ten gradient steps were
used in each meta-iteration.

Results

In Figure 6.7 the 960 discovered stimulus features are displayed, and in Figure 6.8 the cor-
responding image features are found. The features are arranged in six blocks, with each
block containing the features which were learned together. Within each block, the features
are ordered row by row according to the norm of corresponding weight vectors ‖wj‖2. Be-
cause of the rescaling for the visualisation, the norm cannot be seen directly. In these results,
some different feature types can be distinguished. In the first block, broad low-frequency
and edge-like features are visible, similar to the features shown in Figures 6.2 and 6.3. In the
second block, smaller Gabor features, with a lower aspect ratio than the edge-like features,
appear, see the first row of the second block. As these are found along the edges and in the
corners of the icons, they will be referred to as corner features. Furthermore, the edge-like
features in the second block appear to contain more high-frequency components, better visi-
ble for the image feature icons in Figure 6.8. In the third block, high-frequency features begin
to appear, e.g. feature 321. Finally, in the last row of the sixth block, features 954 to 957 do
not appear to contain much structure at all, more resembling Gaussian noise.

To better understand the different feature types, a selection of weight vectors are dis-
played in Figure 6.9. In each sub-figure, the weight vectors are displayed as bar graphs

2A meta-iteration for the image model simulations was described in Section 6.3.
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together with the corresponding stimulus and image features. In Figure 6.9a, a typical low-
frequency feature is displayed. As expected, the mass of the weight vector falls on the low-
frequency PCA bases. The opposite holds for Figure 6.9e where mostly high-frequency bases
are used. The edge-like features in Figures 6.9b and 6.9d, and the corner feature in Figure
6.9c all use a larger range of different PCA bases. Feature 17 from the first block has less
emphasis on high-frequency bases than feature 218, which is also visible in the image fea-
ture icons. Even though the feature icons reveal a clear structure for these three features, the
corresponding spectra are difficult to distinguish from the standard normal noise shown in
Figure 6.9f.

The norm of each weight vector and the value of the corresponding threshold parameter
is displayed as plots in Figure 6.10. Again, the features are ordered block wise according
to the norms of weight vectors. Interestingly, the median norm within each block rises for
each added block, while bj tends to decrease, which corresponds to raising the threshold.
Furthermore, within each block there is a small increase of bj as the norm decreases.

In Figure 6.10b, some pronounced dips in the threshold parameter can be observed.
These dips occur for the features with IDs 483, 795-800 and 954-960. By plotting the effective
non-linearities, Figure 6.11, it is found that these features are effectively deactivated due to
the large thresholds, see the flat lines in Figures 6.11b, 6.11d and 6.11f. Moreover, Figure 6.11
shows the effective non-linearities corresponding to the 16 largest and the 16 smallest weight
vector norms of each block. A magnification of the threshold area for the same features is
found in Figure 6.12.

Discussion

As in Section 6.3, the features displayed in Figures 6.7 and 6.8 are Gabor-like. However,
more feature types are found using this larger model compared to the 160 neurons model. In
particular, the corner features and the high-frequency features which appear in the second
and third block. The appearance of these new features might be explained by the longer
learning time used for the parameters of these blocks. However, another explanation follows
from observation of the PCA features in Figure 6.1b. The first principle components with
the highest eigenvalues are the low-frequency features, and thus these explain more of the
variance in the image data than the high-frequency components. Therefore, the image model
first learns to recognise the larger strokes of the image patches using low-frequency features,
and then learns details using high-frequency features. This interpretation of the result is
supported by previous research [6].

As mentioned, the features with ID 483, 795-800 and 954-960 correspond to the relatively
flat lines in the non-linearities plots. The inactivity of features 954 to 957 can be explained
by visual inspection of the icons in Figure 6.7b. Due to lack of structure, these four features
more closely resemble Gaussian noise than any of the other features and would probably be
equally stimulated by the noise samples as the data samples. The remaining inactive fea-
tures resemble other active features, so a different explanation is needed. One hypothesis
is that these features are inactive since similar features already appear several times in the
active feature set. The model φ̃ is a sum over all neurons and the presence of too many
similar features may cause a too large total output from the noise samples. This hypothesis
is strengthened by the observation that similar corner features appear several times among
the inactive features, e.g. 483, 797, 799, 959 and 960. A prediction based on the hypothesis
would be that more and more features would be deactivated as more neurons are added.
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Unfortunately, it was not possible to use more than 960 features for this investigation as the
estimation time for every next set of 160 neurons increased by a factor 5 compared to the
estimation time of the previous blocks. The major contributing factor for this increase came
from the line search algorithm used for the minimisation of the loss function. Insufficient
diagnostics were collected from the optimisation algorithm to understand the cause, but it
is likely related to the appearance of unstructured features in the final block and the corre-
sponding low threshold parameter values, e.g. b955 ≈ −85.96. A smaller contribution came
from the algorithm used to find a good value for ε, see Algorithm 2. The exact problem Al-
gorithm 2 experienced is explained in the Appendix Section C.2, but it is a consequence of
the crudeness of the algorithm and could be fixed in future implementations.

Taken together, Figure 6.10 and the effective non-linearities in Figure 6.11 show that the
changes in ‖wk‖2 and bj compensate each other. The norms of the first 16 features of the
first block differ by more than a order of magnitude from those of the first 16 features of the
sixth block. Nevertheless, the corresponding non-linearities in Figures 6.11a and 6.11f do
not differ much due to the decrease of bj . From this it is also clear that the non-linearity is
much more sensitive to changes in bj than in ‖wk‖2, which is due to the log function in the
Equation (6.19).
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(a) aCNCE stimulus features 1-480. (b) aCNCE stimulus features 481-960.

Figure 6.7: The discovered stimulus features using aCNCE and a total of 810 meta-iterations. The coloured
blocks mark the different phases of the estimation. Within each block, the features are ordered according to the
norm of the corresponding weight vector ‖wj‖2. The icons highlighted in red are the inactive features with IDs
483, 795-800 and 954-960, see Figure 6.11.
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(a) aCNCE image features 1-480. (b) aCNCE image features 481-960.

Figure 6.8: The discovered image features using aCNCE and a total of 810 meta-iterations. The coloured blocks
mark the different phases of the estimation. Within each block, the features are ordered according to the norm
of the corresponding weight vector ‖wj‖2. The icons highlighted in red are the inactive features with IDs 483,
795-800 and 954-960, see Figure 6.11.
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(a) Feature 1. (b) Feature 17.

(c) Feature 162. (d) Feature 218.

(e) Feature 321. (f) Standard normal noise.

Figure 6.9: The weight vectors/PCA basis spectra for some different feature types. (a) shows a typcial low-
frequency feature, (b) and (d) show edge-like features, (c) shows a corner feature, (e) shows a high-frequency
feature and (f) show a weight vector consisting of standard normal noise for reference. For each spectrum,
the corresponding feature icons are shown, with the low-frequency stimulus visualisation on the left, and the
high-frequency image visualisation on the right.
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(a) The norm of the discovered features.

0 200 400 600 800 1000
Feature nr

-30

-20

-10

0

b j

(b) The discovered threshold parameters.

Figure 6.10: (a) The Euclidean norm of the discover features and (b) the corresponding threshold parameter
values. Within each block of 160 neurons, both quantities are ordered in descending order according to the
norm of the weight vectors. The full length of the final dip in Figure 6.10b is not shown because the threshold
parameter value for the feature with ID 955 reaches much lower values than the other parameters, b955 ≈ −86.0.
The norm of the corresponding weight vector is ‖w955‖2 ≈ 759.
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(c) Features 161-176 and 304-320.
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(d) Features 641-656 and 784-800.
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(e) Features 321-336 and 464-480.
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(f) Features 801-816 and 944-960.

Figure 6.11: The effective non-linearities for a subset of the 960 feature detectors. The filled curves correspond
to the first row of each block of features in Figures 6.7 and 6.8. The dashed curves correspond to the last row of
each block. The flat lines correspond to feature detectors which are not activated by any input stimuli.
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Figure 6.12: Magnification of threshold region for the non-linearities in Figure 6.11.



Chapter 7

Conclusions and Future Research Di-
rections

7.1 Summary

The overarching topic of this thesis has been parametric estimation of unnormalised proba-
bilistic models. As mentioned, these models are important as they are useful in many areas
of applications, but estimation is challenging since standard maximum likelihood estimation
requires the models to be normalised. Noise-contrastive estimation has been presented as an
effective method which does not require normalisation. A shortcoming of NCE is that the
estimation result may be sensitive to the choice of a noise distribution which is left open to
the user. This shortcoming was addressed in an unpublished document with the proposal of
reducing the choice to a conditional noise distribution for which the estimation result would
be less sensitive. The aims of this thesis were to develop these ideas into a general estimation
algorithm and to implement and empirically validate this new method on both artificial data
and real image data.

7.2 Conclusion

As shown in Chapter 4, conditional noise-contrastive estimation constitutes a framework of
estimation algorithms based on the idea of letting the contrastive noise depend on the data,
i.e. a conditional noise distribution is used. The main advantage of this approach is that
a relatively simple conditional noise distribution, e.g. a Gaussian distribution, can be used
for a wide range of different data and model types while retaining similarity between the
distribution of the noise samples and the data distribution. A second advantage is that for a
symmetric conditional noise distributions, a closed form expression for the conditional noise
is not needed.

Two different implementations of the CNCE framework were presented in Chapter 4.
These were named the CNCE algorithm and the aCNCE algorithm respectively. The CNCE
algorithm uses a spherical Gaussian distribution centred at each respective data sample for
the generation of noise samples, see Equation (4.27). For aCNCE, the mean of each Gaus-
sian is adjusted in the direction of the data gradient of the model, see Equation (4.34). The
standard deviation of the Gaussians is chosen with a heuristic algorithm, see Algorithm 2.

In Chapter 5, important theoretical properties of CNCE were empirically validated via
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simulations of models for which the ground truth was known. The following conclusions
can be drawn from the simulation results:

• Both the CNCE and the aCNCE algorithms display consistency for parametric estima-
tion. That is, the estimates converge in probability to the true parameter values for the
three continuous models and the one discrete model presented in Section 5.1.

• The choice of the number of noise samples per data sample controls the trade-off
between precision and computational expenditure. The trade-off curve differs from
model to model, and also differs between CNCE and aCNCE. For a large number of
noise samples, both CNCE and aCNCE appear to approach the MLE estimate. This is
an empirical finding, a formal proof has not yet been established.

• The inclusion of the data gradient in the generation of the noise samples for aCNCE
appears to be advantageous for data in high dimensions. The dimension for which
aCNCE provides a better estimate than CNCE on average depends on the model and
on the number of noise samples.

In Chapter 6, the CNCE algorithms were applied to natural image data. The aim was to
confirm that CNCE could be used with a model and data which were more realistic than the
artificial data used in Chapter 5. As the ground truth was not known, the results had to be
interpreted and compared to NCE. The main conclusions drawn from these simulations are:

• The CNCE algorithms find the same Gabor-like features as are usually found for nat-
ural image data. There are some small differences in the discovered features between
the CNCE methods and NCE.

• The CNCE algorithms find structured features using significantly fewer gradient steps
than NCE. However, this does not directly translate to a faster estimation time as sev-
eral other factors have to be considered.

• The more structured noise samples used for CNCE are a likely reason for the fewer
gradient steps needed.

Moreover, a broad image model which systematically grew to have six times as many
feature detectors as the data dimensionality was estimated. The results revealed that CNCE
primarily favoured low-frequency features with high-frequency features being added as the
model grew.

7.3 Future Research Directions

This is the first published work presented on CNCE, and due to time constraints, many in-
teresting research questions have been left unanswered. On the theoretical level, several
questions concerning the behaviour of CNCE as the number of data and noise samples go to
infinity have not been addressed. For NCE, both consistency of the estimator and asymptotic
normality have been proved. It is possible that these results extend to CNCE, but it is not
obvious due to the data noise dependency that is present for CNCE. Moreover, the results in
Section 5.3 indicated that the CNCE estimate approaches MLE as the number of noise sam-
ples grows. It is an open question if convergence towards MLE can be proved analytically.

An important practical question concerns the statistical and computational efficiency of
CNCE in comparison to NCE. The preliminary results from Section 5.5 and Chapter 6 give
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an indication that there is a performance difference, with NCE producing lower estimation
errors in Section 5.5, and CNCE finding image features with fewer gradient steps in Chapter
6. A further in-depth comparison of both methods is required to fully understand their
respective strengths and weaknesses which are influenced by several different aspects.

In terms of statistical efficiency, the preliminary results presented in Section 5.5 showed
that for these particular choices of models and noise distributions, NCE achieved a lower
estimation error than CNCE for the same amount of data samples. Via simulations of more
models, and using different noise distributions for NCE and CNCE, it could be investigated
whether this result is part of a larger trend, or just a consequence of the particular combina-
tion of model and noise used in Chapter 5.

As the noise samples for CNCE tend to be more complex than the NCE noise samples,
a hypothesis is that CNCE can use each noise sample more efficiently than NCE, thus re-
quiring fewer noise samples for the same performance. This idea ties into the observation
that fewer gradient steps were needed for CNCE compared to NCE for the estimation of the
image model in Section 6.3. By systematically varying the noise strength parameter ε, an ex-
periment could be designed to investigate how the shift from structured noise to stochastic
noise affects the number of gradient steps needed for estimation of the image model.

The image model investigated in Section 6.4 was broad but shallow. Today, deep neuron
models are popular [2] and it would be interesting to compare CNCE with NCE on the two-
layer and three-layer models from previous research [5, 10]. A different research direction
is to see whether the CNCE loss function itself could be implemented as a neural network
model. The log-exp non-linearity is already a rectified linear unit, as used in many neural
network models, and with a symmetric noise distribution and a log-linear model for φ, the
loss function closely resembles a neural network model.

In addition to image models, NCE has seen recent success in applications for natural
language processing [7, 8, 12]. These applications tend to concern estimation of discrete
conditional probability distributions, e.g. probability distributions over words given a sen-
tence context. In this thesis, the focus has been on continuous data, and the simple Bernoulli
model used in Chapter 5 was only a proof of concept. Therefore, much research is available
in application of CNCE to discrete data. It would be interesting to see if CNCE could be
implemented in a way which took advantage of the estimation of a conditional probability
distribution, e.g. generate noise words based on both the given word and sentence context.

In practice, the code used for the implementation of the CNCE algorithms is important.
For the simulations run in Chapters 5 and 6, CNCE was implemented in Matlab. A more
efficient implementation of CNCE in license-free language such as Python or C/C++ would
be desirable. It would also be desirable to investigate how the implementation of CNCE
could be parallelised and made more memory efficient. Some research has already gone into
implementing NCE for estimation using large vocabularies on GPUs [8]. The same ideas of
sharing noise samples across minibatches could possibly be used for CNCE as well.

The log-exp non-linearity of the CNCE loss function is the numerically most expensive
part to evaluate, with exception of the model φ. For this reason, the non-linearity is usually
approximated as zero for small input, e.g. G < −30, and as the identity function for large in-
put, e.g. G > 30. It is possible that the non-linearity could be approximated with a quadratic
function in the intermediate region, e.g. G ∈ [−30, 30]. This approximation could speed up
the computation of the CNCE loss function, but research in needed to ensure that such an
approximation would not have a detrimental effect on the estimation.
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Appendix A

Theory

A.1 The CNCE Loss Function

In this section, Theorem 4.1.1 is restated as Theorem A.1.1 where the condition X = Y is
relaxed to X ⊆ Y, and both theorems are proved. In order to simplify the notation for the
proof, the following definition is introduced,

r(u1,u2) =
pc(u2|u1)

pc(u1|u2)
(A.1)

=
1

r(u2,u1)
. (A.2)

Furthermore, the Taylor expansion in Equation (A.3) should be observed as it will be impor-
tant for the proof,

log(1 + exp(−(G+ εq))) = log(1 + exp(−G))

− εq exp(−G)

1 + exp(−G)

+
ε2q2

2

exp(−G)

(1 + exp(−G))2
+O(ε3).

(A.3)

Theorem A.1.1 (Nonparametric estimation 2). Let G : U× U→ R be a function of the form

G(u1,u2) = f(u1)− f(u2) + log r(u1,u2), (A.4)

where f is a function form U to R. Under the assumption X ⊆ Y, J̃ attains a minimum at

G∗(u1,u2) = log
pextd (u1)pc(u2|u1)

pextd (u2)pc(u1|u2)
(A.5)

defined on
Ω′ = {(u1,u2) ∈ X× Y | pd(u1) > 0 ∧ pc(u1| ·) > 0 }, (A.6)

and using the definition

pextd (u) =

{
pd(u) if u ∈ X
0 if u ∈ Y \ X.

(A.7)

There are no other extreme points on Ω for J̃ ,

Ω = {(u1,u2) ∈ X× X | pd(u1) > 0 ∧ pc(u1|u2) > 0 }. (A.8)
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First, the proof for Theorem 4.1.1 is presented, followed by the exrta steps required to prove
Theorem A.1.1.

Proof for Theorem 4.1.1(Nonparametric estimation 1). The proof is divided into two parts.
First, G∗ is proved to be a critical point of J̃ by showing that the linear term of the Tay-
lor expansion for J̃ with respect to G is zero for G∗. In the second part, we prove that G∗ is a
minimum and the only extremum by showing that the quadratic part of the Taylor expansion
is strictly positive on Ω.

The functional J̃ [G] is expressed as the integral

J̃ [G] = Exy log (1 + exp(−G(x,y))) (A.9)

=

∫
X×Y

log (1 + exp(−G(x,y))) pd(x)pc(x|y)dxdy. (A.10)

Inserting Equation (A.4), we obtain the functional

J̃f [f ] = Exy log (1 + exp(f(y)− f(x) + log r(x,y))) (A.11)

=

∫
X×Y

log (1 + exp(f(y)− f(x) + log r(x,y))) pd(x)pc(x|y)dxdy. (A.12)

Now consider an arbitrary perturbation ψ : U→ R of f

J̃f [f + εψ] = Exy log (1 + exp[f(y) + εψ(y)− f(x)− εψ(x) + log r(x,y)]) (A.13)

=

∫
X×Y

log (1 + exp[f(y) + εψ(y)− f(x)− εψ(x) + log r(x,y)])

pd(x)pc(x|y)dxdy

(A.14)

=

∫
X×Y

log (1 + exp[−(G(x,y) + ε(ψ(x)− ψ(y)))]) pd(x)pc(x|y)dxdy. (A.15)

The perturbation of J̃f [f ] corresponds to the following perturbation of J̃ [G],

J̃ [G+ ε(ψ(x)− ψ(y))] = Exy log (1 + exp[−(G(x,y) + ε(ψ(x)− ψ(y)))]) . (A.16)

Using the Taylor expansion from Equation (A.3) gives

= Exy log(1 + exp(−G(x,y)))

− εExy(ψ(x)− ψ(y))
exp(−G(x,y))

1 + exp(−G(x,y))

+
ε2

2
Exy(ψ(x)− ψ(y))2

exp(−G(x,y))

(1 + exp(−G(x,y)))2

+O(ε3).

(A.17)

Equating the 1st order term with 0 lets us find a necessary condition for the optimal G,

0 = Exy(ψ(x)− ψ(y))
exp(−G(x,y))

1 + exp(−G(x,y))
(A.18)

=

∫
X×Y

ψ(x)
exp(−G(x,y))

1 + exp(−G(x,y))
pd(x)pc(y|x)dxdy

−
∫
X×Y

ψ(y)
exp(−G(x,y))

1 + exp(−G(x,y))
pd(x)pc(y|x)dxdy

(A.19)
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We now make a change of variables. For the first term in Equation (A.19) we write u for x

and v for y while for the second term we use the transform

T2 :

(
u

v

)
=

(
0 1

1 0

)(
x

y

)
(A.20)

det

(
0 1

1 0

)
= −1 (A.21)

T2(X× Y) = Y× X. (A.22)

In the resulting equation, the integrals for the two terms are taken over different domains,

0 =

∫
X×Y

ψ(u)
exp(−G(u,v))

1 + exp(−G(u,v))
pd(u)pc(v|u)dudv

−
∫
Y×X

ψ(u)
exp(−G(v,u))

1 + exp(−G(v,u))
pd(v)pc(u|v)dudv.

(A.23)

For Theorem 4.1.1 we assume Y = X so that

0 =

∫
X×X

ψ(u)
exp(−G(u,v))

1 + exp(−G(u,v))
pd(u)pc(v|u)dudv

−
∫
X×X

ψ(u)
exp(−G(v,u))

1 + exp(−G(v,u))
pd(v)pc(u|v)dudv

(A.24)

=

∫
X×X

ψ(u)

(
exp(−G(u,v))pd(u)pc(v|u)

1 + exp(−G(u,v))

−exp(−G(v,u))pd(v)pc(u|v)

1 + exp(−G(v,u))

)
dudv

(A.25)

Since Equation (A.25) should hold for any ψ on X × X, the factor in the parenthesis must
equal 0. The factor can be expanded by inserting the assumed form of G, see Equation (A.4),

exp(−G(u,v))pd(u)pc(v|u)

1 + exp(−G(u,v))
=

exp(−G(v,u))pd(v)pc(u|v)

1 + exp(−G(v,u))
(A.26)

pd(u)pc(v|u)

exp(G(u,v)) + 1
=

pd(v)pc(u|v)

exp(G(v,u)) + 1
(A.27)

pd(u)pc(v|u)

exp(f(u)− f(v))r(u,v) + 1
=

pd(v)pc(u|v)

exp(f(v)− f(u))r(v,u) + 1
(A.28)

exp(f(v))pd(u)pc(v|u)

exp(f(u))r(u,v) + exp(f(v))
=

exp(f(u))pd(v)pc(u|v)

exp(f(v))r(v,u) + exp(f(u))
(A.29)

Using r(v,u) = 1/r(u,v) from Equation (A.2), a factor can be taken out of the denominator
of the r.h.s,

exp(f(v))pd(u)pc(v|u)

exp(f(u))r(u,v) + exp(f(v))
=

1

r(v,u)

exp(f(u))pd(v)pc(u|v)

exp(f(v)) + exp(f(u))r(u,v)
(A.30)

exp(f(v))pd(u)pc(v|u) =
1

r(v,u)
exp(f(u))pd(v)pc(u|v) (A.31)

exp(f(v))pd(u)pc(v|u) =
pc(v|u)

pc(u|v)
exp(f(u))pd(v)pc(u|v). (A.32)
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Now consider only Ω ⊆ X× X where both sides in the above equation are not trivially zero,

exp(f(v))pd(u) = exp(f(u))pd(v) (A.33)
pd(u)

exp(f(u))
=

pd(v)

exp(f(v))
= Z (A.34)

f∗(u) = log pd(u)− logZ (A.35)

G∗(u1,u2) = log pd(u1)− log pd(u2) + log r(u1,u2). (A.36)

The first part of the proof is now completed as G∗ in Equation (A.36) is a critical point of J̃ .
It is straightforward to show that G∗ is minimising J̃ and is the only extreme point. By

considering the second order term of the Taylor expansion in Equation (A.17),

Exy(ψ(x)− ψ(y))2
exp(−G(x,y))

(1 + exp(−G(x,y)))2
, (A.37)

we observe that it is positive for all non-constant perturbations ψ. Since constant perturba-
tions of f does not change G, it can be concluded that Equation (A.36) describes a minimum
and the only extreme point on Ω. �

Proof for Theorem A.1.1(Nonparametric estimation 2). We can follow the proof for Theorem
4.1.1 until Equation (A.23), just after the change of variables. We now observe the following

X× Y = (X ∩ Y)× (X ∩ Y)

∪ (X \ Y)× (X ∩ Y)

∪ (X ∩ Y)× (Y \ X)

∪ (X \ Y)× (Y \ X)

(A.38)

The assumption X ⊆ Y implies (X \ Y) = ∅ and (X ∩ Y) = X. Therefore,

X× Y =
(

(X ∩ Y)× (X ∩ Y)
)
∪
(

(X ∩ Y)× (Y \ X)
)

(A.39)

=
(
X× X

)
∪
(
X× (Y \ X)

)
, (A.40)

and similarly

Y× X =
(
X× X

)
∪
(

(Y \ X)× X
)
. (A.41)

It is now possible to reevaluate Equation (A.23),

0 =

∫
X×X

ψ(u)
exp(−G(u,v))

1 + exp(−G(u,v))
pd(u)pc(v|u)dudv

+

∫
X×(Y\X)

ψ(u)
exp(−G(u,v))

1 + exp(−G(u,v))
pd(u)pc(v|u)dudv

−
∫
X×X

ψ(u)
exp(−G(v,u))

1 + exp(−G(v,u))
pd(v)pc(u|v)dudv

−
∫
(Y\X)×X

ψ(u)
exp(−G(v,u))

1 + exp(−G(v,u))
pd(v)pc(u|v)dudv

(A.42)
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0 =

∫
X×X

ψ(u)

(
exp(−G(u,v))pd(u)pc(v|u)

1 + exp(−G(u,v))

−exp(−G(v,u))pd(v)pc(u|v)

1 + exp(−G(v,u))

)
dudv

+

∫
X×(Y\X)

ψ(u)
exp(−G(u,v))

1 + exp(−G(u,v))
pd(u)pc(v|u)dudv

−
∫
(Y\X)×X

ψ(u)
exp(−G(v,u))

1 + exp(−G(v,u))
pd(v)pc(u|v)dudv

(A.43)

Following the proof for Theorem 4.1.1,

G(u1,u2) = log pd(u1)− log pd(u2) + log r(u1,u2) (A.44)

will set the first term of Equation (A.43) to 0. By using the expanded data distribution pextd

from Equation (A.7) in place of pd, we find

G∗(u1,u2) = log pextd (u1)− log pextd (u2) + log r(u1,u2). (A.45)

Since G∗ becomes arbitrarily large on X × (Y \ X), the second and third terms of Equation
(A.43) are 0. As in the proof for Theorem 4.1.1, the second order term is positive for all
non-constant perturbations ψ on Ω. �

A.2 Loss Limits

Proof for Theorem 4.3.1 (Loss Limits). To prove the theorem, the loss function for some value
of the parameters θ is considered as a function of ε given the fixed sets of data {xi}Ni=1 and
noise samples {ξij}

N,κ
i=1,j=1. In the interest of readability, the notation

p(v) := ∇u log φ(v) (A.46)

is introduced for the model gradient. The previously established expressions for the noise,
the loss function and G are restated,

yij = xi +
ε2

2
p(xi) + εξij (A.47)

JN (ε) =
2

κN

κ∑
j=1

N∑
i=1

log(1 + exp(−G(xi,yij ; ε))) (A.48)

−G(xi,yij ; ε) = log
φ(yij)pc(xi|yij)
φ(xi)pc(yij |xi)

(A.49)

= log φ(yij) + log
pc(xi|yij)
pc(yij |xi)

− log φ(xi). (A.50)

See Equations (4.34), (4.14) and (4.16) for reference.
When ε = 0, yij = xi follows from Equation (A.47). By insertion into Equation (A.50), we

find that G goes to 0 for all i and j, and as a consequence JN goes to 2 log(2) ≈ 1.386. This
proves the first part of the theorem.

For the case when ε → ∞, we note that ‖yij‖22 → ∞ except for those samples where
p(xi) = 0 and ξij = 0. Since the probability of a sample with ξij = 0 is infinitesimally small,
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these cases can be disregarded. Therefore, the term log φ(yij) in Equation (A.50) goes to −∞
as ε→∞ under the assumption given in the theorem.

Second, we establish the non-positivity of the second term in Equation (A.50) as follows;

log pc(xi|yij) = − 1

2ε2

∥∥∥∥xi − (yij +
ε2

2
p(yij)

)∥∥∥∥2
2

+ const (A.51)

= − 1

2ε2

∥∥∥∥xi − (xi +
ε2

2
p(xi) + εξij +

ε2

2
p(yij)

)∥∥∥∥2
2

+ const (A.52)

= − 1

2ε2

∥∥∥∥ε22 (p(xi) + p(yij)) + εξij

∥∥∥∥2
2

+ const (A.53)

log pc(yij |xi) = − 1

2ε2

∥∥∥∥yij − (xi +
ε2

2
p(xi)

)∥∥∥∥2
2

+ const (A.54)

= − 1

2ε2

∥∥∥∥(xi +
ε2

2
p(xi) + εξij

)
−
(

xi +
ε2

2
p(xi)

)∥∥∥∥2
2

+ const (A.55)

= − 1

2ε2
∥∥εξij∥∥22 + const (A.56)

log
pc(xi|yij)
pc(yij |xi)

= − 1

2ε2

(∥∥∥∥ε22 (p(xi) + p(yij)) + εξij

∥∥∥∥2
2

−
∥∥εξij∥∥22

)
(A.57)

= −1

2

(∥∥∥ε
2

(p(xi) + p(yij)) + ξij

∥∥∥2
2
−
∥∥ξij∥∥22) (A.58)

= −1

2

(
ε2

4
‖p(xi) + p(yij)‖22 + ε(p(xi) + p(yij))

T ξij

+
∥∥ξij∥∥22 − ∥∥ξij∥∥22) (A.59)

= −ε
2

(ε
4
‖p(xi) + p(yij)‖22 + (p(xi) + p(yij))

T ξij

)
(A.60)

Applying the Cauchy–Schwarz inequality gives

log
pc(xi|yij)
pc(yij |xi)

≤ −ε
2

(ε
4
‖p(xi) + p(yij)‖22 − ‖p(xi) + p(yij)‖2‖ξij‖2

)
(A.61)

= −ε
2

2
‖p(xi) + p(yij)‖2

(
‖p(xi) + p(yij)‖2 −

4

ε
‖ξij‖2

)
(A.62)

If p(v) = 0, as is the case for CNCE noise, the right handside of Equation (A.60) is zero.
Otherwise, Equation (A.62) shows that we can take

ε > max
i,j

4‖ξij‖2
‖p(xi) + p(yij)‖2

, (A.63)

to ensure that the the second term in Equation (A.50) will be non-positive.
The final term of Equation (A.50) is a constant with respect to ε. Therefore,−G(xi,yij ; ε)→

−∞ as ε→∞ and limε→∞ J (ε) = 0.
�



Appendix B

Empirical Validation of the Theory

B.1 Gradients

This section contains the gradient of the CNCE loss function, as well as the parameter gradi-
ents and the data gradients for the four models used in Chapter 5.

CNCE Loss Function

∇θJN (θ) =
2

κN

κ∑
j=1

N∑
i=1

1

1 + exp(G(xi,yij ;θ))
(∇ log φ(yij ;θ)−∇ log φ(xi;θ)) (B.1)

Gaussian Model

∇θ log φ(u;θ)T = −1

2

[
u21, 2u1u2, . . . 2uk−1uD, u

2
k, 2ukuk+1, . . . u

2
D

]
. (B.2)

∇u log φ(u;θ) = −Λu. (B.3)

ICA Model

[
∇θ log φ(u;θ)

]
k

= −
√

2 sign(bTl u)ud, l = k mod Ks, d =

⌈
k

Ks

⌉
. (B.4)

[
∇u log φ(u;θ)

]
k

= −
√

2

Ks∑
j=1

sign(bTj u)θj+(k−1)Ks
. (B.5)

Log-normal Model

∇θ log φ(u; θ, c) =

{
(−1

2(log u)2, 0)T if u > 0

(0, 1)T if u ≤ 0
(B.6)

Bernoulli Model

∇θ log φ(u; θ1, θ2) =

{
( 1
θ1
, 0)T if u = 0

(0, 1
θ2

)T if u = 1
(B.7)

62



APPENDIX B. EMPIRICAL VALIDATION OF THE THEORY 63

2 4 6 8 10
Dimension D

0.9

0.95

1

1.05

1.1
E
rr

or
ra

ti
o

aCNCE (-nal) / aCNCE (iter 1): median
aCNCE (-nal) / aCNCE (iter 1): mean

(a) Gaussian model, 1st and final meta-iterations.
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(b) ICA model, 1st and final meta-iterations.

Figure B.1: Comparison of aCNCE 1st and final meta-iteration with full optimisation of the loss function in
each meta-iteration. The y-axis shows the error ratio between the estimate for aCNCE after the 1st and final
meta-iteration. There appears to be no benefit from the additional meta-iterations since a full minimisation of
the loss function is used at each meta iteration.

B.2 Data Dimensionality

Here some supplementary results from Chapter 5 are presented. In Figure 5.4 it was seen that
aCNCE achieves a lower error than CNCE for data in high dimensions. The errors after one
iteration of aCNCE and the final iteration of aCNCE were also compared. As mentioned in
Section 5.4, more aCNCE meta-iterations were run until ‖θ̂k−1− θ̂k‖2 < 10−4‖θ̂k‖2. In Figure
B.1, it is seen that the error ratio fluctuates around one, meaning that there is no increase or
reduction of the error given more meta-iterations. The conclusion of this is that the change
in the data gradient which follows from the model being updated does not significantly
influence the minimum of the CNCE loss function for these models.

B.3 Loss Limits

In this section, the CNCE and aCNCE loss functions are visualised as functions of θ and ε

using the Gaussian model with D = 1. The loss functions were evaluated using N = 5000

and κ = 6. The CNCE loss function is shown in the top two plots in Figure B.2, and the
aCNCE loss function in the bottom two. For the evaluation of data gradient for aCNCE, the
true parameter value θ = 1 was used.

As predicted by Theorem 4.3.1, the loss function converges towards 2 log(2) when ε goes
to zero, and towards zero for ε → ∞, for any value of θ. Figure B.2a and Figure B.2c show
that the value of ε affects the minimum of the loss functions, marked by stars. It is also
observed that the aCNCE loss function approaches zero faster when ε→∞.
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(b) CNCE loss function vs ε
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(c) aCNCE loss function vs θ
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(d) aCNCE loss function vs ε

Figure B.2: The CNCE loss function in (a) and (b), and the aCNCE loss function in (c) and (d), for the 1D
Gauss model with parametrised precision (θ∗ = 1, N = 5000, κ = 6). (a) and (c) show the loss functions
against the precision parameter θ on the x-axis and for different values of ε. The star marks the minimum
at each curve. As visible, the value of ε affects the minimum of the loss functions. (b) and (b) show the loss
functions as functions of ε for different values of θ. As predicted by Theorem 4.3.1, the loss function goes to
2 log 2 when ε→ 0 and to 0 when ε→∞.



Appendix C

Natural Images

C.1 Model Gradients

In this section, the analytically expressions for the parameter and data gradients of the image
model are stated. For this purpose, some intermediate variables and functions are defined,
and the definition of ũ is repeated:

v1(u,w) = wT ũ(u) (C.1)

v2(v1) = log
(
v21 + 1

)
(C.2)

v3(v2, b) = v2 + b (C.3)

ũ(u) =
u− ū

‖u− ū‖2
, ū =

1

D

D∑
k=1

u(k). (C.4)

By using v1 and v2, the image model can be expressed

log φ̃(u; W,b) =

Kn∑
j=1

fre(v3(v2(v1(u,wj)), bj)). (C.5)

On this form, the chain rule can be used to calculate the derivatives:

∂ log φ̃

∂wj
(u; W,b) =

∂fre
∂v3

∂v3
∂v2

∂v2
∂v1

∂v1
∂wj

, (C.6)

∂fre
∂v3

= 0.5 tanh(2v3) + 0.5, (C.7)

∂v3
∂v2

= 1, (C.8)

∂v2
∂v1

=
2v1
v21 + 1

, (C.9)

∂v1
∂wj

= ũ(u). (C.10)

∂ log φ̃

∂bj
(u; W,b) =

∂fre
∂v3

∂v3
∂b

(C.11)

∂v3
∂b

= 1. (C.12)
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∂ log φ̃

∂u
(u; W,b) =

Kn∑
j=1

∂fre
∂v3

∂v3
∂v2

∂v2
∂v1

(
∂v1
∂ũ

)T ∂ũ

∂u
, (C.13)

∂v1
∂ũ

= wj , (C.14)

∂ũ

∂u
=

1

‖u− ū‖2

(
1− 1

D
1T1− ũ(u)ũ(u)T

)
. (C.15)

C.2 Loss Limits

Like in Section B.3, the loss function can be plotted as a function of ε using the effective image
model φ̃ and the effective noise distribution p̃c. For this, N = 5000 and κ = 6 were used. In
Figure C.1, the image model using 160 neurons is shown, with the CNCE loss function on the
left, and the aCNCE loss function on the right. The parameter initialisation is used for the red
line, and the estimate after ten meta-iterations is used for the green line. For contrast, the loss
function given the parameters with added Gaussian noise is shown as thin blue lines, each
line corresponding to different added noise. The additional noise used larger variance than
the initialisation and was added both to the weight vectors wj and the threshold parameters
bj . As in Section B.3, the final estimate was used to calculate the data gradient for aCNCE.

The curves for the CNCE loss function do not go to zero as ε→∞. This is a consequence
of the assumption from Theorem 4.3.1, i.e.

lim
‖y‖22→∞,

log φ(y;θ) = −∞, (C.16)

not holding true for the effective model φ̃. For aCNCE, the addition of the data gradients
takes the loss function towards zero for large values of ε.

In Figure C.2, the loss functions for the image model with 960 neurons is shown. The
final estimated parameter values are used for each curve, but only a subset of all neurons
are used. The total number of neurons used for each curve is displayed in the plot legend.
Again, the CNCE loss function on the left does not go to zero as ε grows. However, as the
model grows, the curves are pushed downwards, indicating that the data and noise sam-
ples are easier to distinguish. Likewise, the curves for the aCNCE loss function is pushed
downwards as the model grows. Consequently, the range of ε values which are acceptable
under the conditions used in Algorithm 2 shrinks, and the computational time of the algo-
rithm increases. In unfortunate cases, Algorithm 2 may get stuck oscillating between two
unacceptable values of ε, which is likely what happened in the end of the estimation of the
broad image model in Section 6.4. This effect could be taken into consideration for future
improvements of Algorithm 2.

C.3 Supplementary Visualisations

This section contains supplementary visualisations for Chapter 6. Figures C.3 to C.9 show
how the 140 stimulus features not shown in Chapter 6 evolve during gradient descent. Fig-
ures C.10 and C.11 show visualisation of four additional noise samples.
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Figure C.1: The CNCE and aCNCE loss functions vs ε using the effective image model φ̃ with 160 neurons.
The blue curves use the initial parameter values with with added Gaussian noise with high variance. The red
curve show the loss functions using the parameter initialisation described in Section 6.3, and the green curve
used the parameters estimated after ten meta-iterations. These parameters are also used to calculate the data
gradient for the aCNCE noise in (b).
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Figure C.2: The CNCE and aCNCE loss functions vs ε using the effective image model φ̃ with 960 neurons.
Each curve shows the loss function using a subset of the 960 neurons, as described by the plot legends. For
the aCNCE result in Figure C.2b, the same parameters were used to calculate the data gradient as were used to
evaluate the loss function.
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(b) NCE features.

Figure C.3: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
21-40.
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Figure C.4: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
41-60.
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Figure C.5: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
61-80.
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Figure C.6: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
81-100.
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Figure C.7: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
101-120.
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Figure C.8: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
121-140.
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Figure C.9: The evolution of the CNCE and NCE stimulus features with the number of gradient steps. Features
141-160.
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(a) Image patch 1300 and noise.
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(b) Image patch 1250 and noise.
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(c) Class probability vs ε, patch 1300.
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(d) Class probability vs ε, patch 1250.

Figure C.10: Same as for Figure 6.6 with different image patches.
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(a) Image patch 200 and noise.
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(b) Image patch 104 and noise.
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(c) Class probability vs ε, patch 200.
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(d) Class probability vs ε, patch 104.

Figure C.11: Same as for Figure 6.6 with different image patches.
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