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Abstract

This thesis contains five papers and an introduction. The first four of
the included papers are related to financial mathematics and the fifth paper
studies a case of mean field game equations. The introduction thus provides
background in financial mathematics relevant to the first four papers, and an
introduction to mean field game equations related to the fifth paper.

In Paper I, we use theory from optimal control to calibrate the so called lo-
cal volatility process given market data on options. Optimality conditions are
in this case given by the solution to a Hamiltonian system of differential equa-
tions. Regularization is added by mollifying the Hamiltonian in this system
and we solve the resulting equation using a trust region Newton method. We
find that our resulting algorithm for the calibration problem is both accurate
and robust.

In Paper II, we solve the local volatility calibration problem using a tech-
nique that is related to - but also different from - the Hamiltonian framework
in Paper I. We formulate the optimization problem by means of a Lagrangian
multiplier and add a Tikhonov type regularization directly on the parameter
we are trying to estimate. The resulting equations are solved with the same
trust region Newton method as in Paper II, and again we obtain an accurate
and robust algorithm for the calibration problem.

Paper III formulates the problem of calibrating a local volatility process
to option prices in a way that differs entirely from what is done in the first two
papers. We exploit the linearity of the Dupire equation governing the prices
to write the optimization problem as a quadratic programming problem. We
illustrate by a numerical example that method can indeed be used to find
a local volatility that gives good match between model prices and observed
market prices on options.

Paper IV deals with the hedging problem in finance. We investigate if
so called quadratic hedging strategies formulated for a stochastic volatility
model can generate smaller hedging errors than obtained when hedging with
the standard Black-Scholes framework. We thus apply the quadratic hedging
technique as well as the Black-Scholes hedging to observed option prices writ-
ten on an equity index and calculate the empirical errors in the two cases. Our
results indicate that smaller errors can be obtained with quadratic hedging
in the models used than with hedging in the Black-Scholes framework.

Paper V describes a model of an electricity market consisting of house-
holds that try to minimize their electricity cost by dynamic battery usage.
We assume that the price process of electricity depends on the aggregated
momentaneous electricity consumption. With this assumption, the cost min-
imization problem of each household is governed by a system of mean field
game equations. We also provide an existence and uniqueness result for these
mean field game equations. The equations are regularized and the approxi-
mate equations are solved numerically. We illustrate how the battery usage
affects the electricity price.
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Sammanfattning

Den här avhandlingen inneh̊aller fyra artiklar och en introduktion. De
första fyra av de inkluderade artiklarna är relaterade till finansmatematik och
den femte artikeln studerar ett fall av medelfältsekvationer. Introduktionen
ger bakgrund i finansmatematik som har relevans för de fyra första artiklarna
och en introduktion till medelfältsekvationer relaterad till den femte artikeln.

I Artikel I använder vi teori fr̊an optimal styrning för att kalibrera den
s̊a kallade lokala volatilitetsprocessen givet marknadsdata för optionspriser.
Optimalitetsvillkor ges i det här fallet av lösningen till ett Hamiltonskt sy-
stem av differentialekvationer. Vi regulariserar problemet genom att släta ut
systemets Hamiltonian och vi löser den resulterande ekvationen med en trust
region Newtonmetod. Den resulterande algoritmen är b̊ade noggrann och ro-
bust i att lösa kalibreringsproblemet.

I Artikel II löser vi kalibreringsproblemet för lokal volatilitet med en teknik
som är besläktad med - men ocks̊a skiljer sig fr̊an - det Hamiltonska ramver-
ket i Artikel I. Vi formulerar optimeringsproblemet med en Lagrangemulti-
plikator och använder en Tikhonovregularisering direkt p̊a den parameter vi
försöker uppskatta. De resulterande ekvationerna löses med samma trust re-
gion Newtonmetod som i Artikel II. Även i detta fall erh̊aller vi en noggrann
och robust algoritm för kalibreringsproblemet.

Artikel III formulerar problemet att kalibrera en lokal volatilitet till op-
tionspriser p̊a att sätt som skiljer sig helt fr̊an vad som görs i de tv̊a första
artiklarna. Vi utnyttjar linjäriteten hos Dupires ekvation som ger options-
priserna och kan skriva optimieringsproblemet som ett kvadratiskt program-
meringsproblem. Vi illusterar genom ett numeriskt exempel att metoden kan
användas för att hitta en lokal volatilitet som ger en bra anpassning av mo-
dellpriser till observerade marknadspriser p̊a optioner.

Artikel IV behandlar hedgingproblemet i finans. Vi undersöker om s̊a kal-
lad kvadratiska hedgingstrategier formulerade för en stokastisk volatilitets-
modell kan generera mindre hedgingfel än vad som erh̊alls med hedging i
den standardmässiga Black-Scholes modellen. Vi tillämpar s̊aledes teorin för
kvadratisk hedging s̊a väl som hedging med Black-Scholes modell p̊a obser-
verade priser för optioner skrivna p̊a ett aktieindex, och beräknar de empi-
riska felen i b̊ada fallen. V̊ara resultat indikerar att mindre fel kan erh̊allas
med kvadratisk hedging med de använda modellerna än med hedging genom
Black-Scholes modell.

Artikel V beskriver en modell av en elmarknad som best̊ar av hush̊all
som försöker minimera sin elkostnad genom dynamisk batterianvändning. Vi
antar att prisprocessen för el beror p̊a den aggregerade momentana elkonsum-
tionen. Med detta antagande kommer kostnadsminimeringen för varje hush̊all
att styras av ett system av medelfältsekvationer. Vi ger ocks̊a ett existens-
och entydighetsresultat för dessa medelfältsekvationer. Ekvationerna regula-
riseras och de approximerade ekvationerna löses numeriskt. Vi illustrerar hur
batterianvändningen p̊averkar elpriset.
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Chapter 1

Finance

1.1 Introduction

In this chapter, we introduce some background to finance relevant for the papers
I, II, III and IV of this thesis. We start by the standard theory of arbitrage free
pricing in Section 1.2. Section 1.3 briefly discusses the background of Paper IV,
which treats cases where the standard theory can not be directly applied. In Section
1.4 we introduce Dupire’s partial differential equation, which is used for the inverse
problem we outline in Section 1.5. This inverse problem, then, is the topic of papers
I, II and III, which are also discussed in Section 1.5.

1.2 The standard framework

Modern mathematical finance started with the seminal work of Black and Scholes
[8] and Merton [34]. In a market which is assumed to be free of arbitrage, it is
shown - under certain additional hypothesis - that the prices of contingent claims
written on a risky asset are uniquely determined and that their stochastic evolution
can be perfectly replicated by a dynamically reallocated portfolio whose capital is
divided between the risky asset and a risk free bond. To fix the ideas, let us thus
assume a market which consists of a risky asset S, which we can think of as a
continuously traded stock, and a risk free bank account B, with dynamics under
some probability measure P given by

dSt = (µt − qt)St dt+ σ(t, St)St dWt

dBt = rtBtdt,
(1.1)

where µt is the drift process, qt is a continuous dividend yield, paid to the owner of
the stock, Wt is a Brownian motion and the volatility σ : R2

+ → R+ is sufficiently
well behaved for the stochastic differential equation for S to have a solution. The
process rt, determining the drift of the bank account, is the market’s risk free rate
of return. Suppose a contingent claim, that for some payoff function h at a future
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date T pays a quantity h(ST ) to its owner, is introduced in the market. The classic
pricing theory of Black, Scholes and Merton [8], which can be found in numerous
text books on mathematical finance (see for example Björk [7] or Foque et al.
[20]), shows that under the assumption of absence of arbitrage, the price u of the
contingent claim is governed by the following partial differential equation

∂tu(t, x) = −1

2
σ2(t, x)x2∂xxu(t, x)− (rt − qt)x∂xu(t, x) + rtu(t, x),

(t, x) ∈ [0, T )× R+

u(T, x) = h(x), x ∈ R+

(1.2)

This is the famous Black-Scholes partial differential equation. Since the arbitrage
free pricing theory is usually presented without the dividend yield qt, we will give
the heuristic argument leading to (1.2) here. We then assume that the price of
our contingent claim written on S can be expressed on the form u(t, St) for some
function that is once differentiable in t and twice in S. We will attempt to cre-
ate a self-financing portfolio P consisting of positions in the assets (B,S, u) that
eliminates the risk that comes from the process S. Let δSt denote the number of
underlying assets S held at time t, and δut be the corresponding number of contracts
u. Since P is self-financing, we have the following relation:

dPt = δSt dSt + δut du(t, St) +
(
Pt − δSt St − δut u(t, St)

)
rtdt+ δSt Stqtdt. (1.3)

Note the last term δSt Stqtdt, which is present since the owner of δSt stocks S con-
tinuously receives a total dividend yield of δSt Stqt. Now apply Itô’s lemma to u to
get

du(t, St) = ∂tu(t, St)dt+ ∂Su(t, St) dSt +
1

2
∂2
SSu(t, St)

1

2
σ2(t, St)S

2
t dt. (1.4)

We name the bounded variation part of the diffusion u as α,

αt := ∂tu(t, St) + (µt − qt)St∂Su(t, St) +
1

2
σ2(t, St)S

2
t ∂

2
SSu(t, St), (1.5)

so that we can write

du(t, St) = αtdt+ ∂Su(t, St)Stσ(t, St)dWt. (1.6)

The dynamics of the portfolio Pt are then given as

dPt = δSt (µt − qt − rt)Stdt+ δut (αt − δut u(t, St)rt)dt

+ δSt σ(t, St)StdWt + δut ∂Su(t, St)σ(t, St)StdWt + Ptrtdt+ δSt Stqtdt.
(1.7)

We now attempt to create an arbitrage in the market by choosing the weights δS

and δu such that the martingale part of Pt is zero and the resulting drift part is
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different from the risk free rate of return rt. Specifically, we try to choose weights
such that

dPt = Pt(rt + ε)dt (1.8)

for some ε 6= 0. If this were possible, we could for ε > 0 lend money from the bank
at rate rt, invest it in the portfolio Pt and earn money without risk at the rate
ε. For ε < 0, we could sell the portfolio (i.e., own −Pt), invest the capital in the
bank account, and again earn the difference in drift |ε|. From (1.7) we see that the
condition (1.8) would hold if the two following equations were satisfied(

δSt + δut ∂Su(t, St)
)
σ(t, St)StdWt = 0(

δSt (µt − rt)St + δut (αt − u(t, St)rt) + Ptrt
)

dt = Pt(rt + ε)dt, (1.9)

i.e., we need to eliminate the martingale part of Pt and make the drift different
from rt. We can rewrite the above relations as(

δSt + δut ∂Su(t, St)
)
σ(t, St)St = 0

δSt (µt − rt)St + δut (αt − u(t, St)rt) = Ptε, (1.10)

which on matrix form reads[
σ(t, St)St ∂Su(t, St)σ(t, St)St

(µt − rt)St αt − rtu(t, St)

][
δSt

δut

]
=

[
0

Ptε

]
. (1.11)

Now, the assumption is that our market will be free of arbitrage. This means that
equation (1.11) can not have a solution. If no solution exists, then the rows on the
left hand side of the linear system must be linearly dependent. So we conclude on
the existence of a real number λt, known as the market price of risk, such that

λtσ(t, St) = (µt − rt)
λt∂Su(t, St)σ(t, St)St = αt − rtu(t, St).

(1.12)

If we now insert (1.5) into (1.12), and use that the prices are equal to their respective
claims at the maturity date, we get

0 = ∂tu(t, St) + (rt − qt)St∂Su(t, St)

+
1

2
σ2(t, St)∂

2
Su(t, St)− u(t, St)rt

u(T, ST ) = h(ST ).

(1.13)

This is exactly the partial differential equation (1.2), if we replace S by x and note
that since St can obtain any value in R+, the space variable x in (1.2) must be
defined for R+. We look at the dynamics of the contract u. If we subtract (1.13)
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from (1.4) we obtain

du(t, St) = ∂tu(t, St)dt+ ∂Su(t, St)dSt +
1

2
σ2(t, St)∂

2
SSu(t, St)dt

− ∂tu(t, St)dt− (rt − qt)St∂Su(t, St)dt−
1

2
σ2(t, St)∂

2
SSu(t, St)dt

+ u(t, St)rtdt,

(1.14)

which, if we simplify, gives the following

du(t, St) = ∂Su(t, St) (dSt − (rt − qt)Stdt) + u(t, St)rtdt. (1.15)

We can rewrite (1.15) as

du(t, St) = ∂Su(t, St)dSt + (u(t, St)− ∂Su(t, St)St) rtdt+ ∂Su(t, St)Stqtdt, (1.16)

to see that the dynamics of u can be described as a self-financing portfolio that holds
∂Su shares S, invests (or borrows) the capital u(t, St)− ∂Su(t, St)St in (or from) a
bank, and receives the dividend yield ∂SuStqt from owning the shares S. Thus, the
contract u can be perfectly replicated by a portfolio with a dynamically reallocated
positions in S and a bank account. We say that the contract u can be perfectly
hedged by holding, at every instant t, exactly ∂Su number of stocks, starting with
a capital that at t = 0 equals the solution to the Black-Scholes equation (1.2).

1.3 Quadratic hedging in incomplete markets

The situation in Section 1.2 above, in which every contingent claim can be per-
fectly replicated by a self-financing portfolio, is referred to as the market being
complete [7]. Harrison and Kreps [24] and Harrison and Pliska [25], [26] formalize
the conditions necessary for market completeness within the framework of stochas-
tic analysis. However, many realistic assumptions lead to incomplete markets,
meaning that contingent claims can not necessarily be perfectly replicated by a
self-financing portfolio of tradable positions. In Paper IV in this thesis we will em-
pirically investigate strategies for hedging when the market is incomplete. This is
done using the framework of so called quadratic hedging, see the surveys of Pham
[36] and Schweizer [38]. If ut, t ∈ [0, T ] is a process that describes the evolution of
a financial contract with maturity T and if Pt, t ∈ [0, T ] is a self-financing portfo-
lio investing in tradeable assets, then the quadratic hedging approach consists in
choosing, at each t ∈ [0, T ], the weights in the portfolio Pt so as to minimize the

expected quadratic distance E
[
(uT − PT )

2
]

between the contract and the repli-

cating portfolio at T . To this end, quadratic hedging strategies use martingales
in a setting such that the problem can be treated as a projection problem in a
certain space of stochastic processes. Our contribution in this context is empirical;
we illustrate that smaller hedging errors can be obtained using a quadratic hedg-
ing strategy with a model under which the market is complete than by using the
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hedging strategy prescribed by a traditional Black-Scholes model under which the
market in theory should be complete. When completing the work with Paper IV,
we became aware of a study by Bakshi et al. [5] which in many ways is similar
to ours. Their study uses data on market quoted options from 1988 − 1991 and
we use data from 2011− 2013. From this perspective, our report can be seen as a
follow-up of [5]. However, as is discussed in more detail in Paper IV, there are also
differences between [5] and our work.

1.4 Dupire’s equation

One of the implications of the Black-Scholes equation (1.2) is the following. Suppose
we invoke the Girsanov theorem [29] to rewrite the dynamics of S under a new
measure Q as

dSt = (rt − qt)St dt+ σ(t, St)St dW̃t, (1.17)

where

dW̃t := dWt −
rt − µt
σ(t, St)

dt (1.18)

is a Brownian motion under Q. Then the Feynman-Kac formula [29] tells us that
the solution u to (1.2) can be expressed as

u(t, x) =
Bt
BT

E [h(ST ) |St = x] , (1.19)

where the conditional expectation is taken under Q. Thus, if we know the density
ϕ of ST given St, we can calculate the price u(t, x) by an integration of the payoff
multiplied by ϕ. Now, it is well known that the density ϕ of the diffusion (1.17) is
governed by a Kolmogorov forward equation [29], which reads

∂tϕ(t, x) =
1

2
∂xx

(
x2σ2(t, x)ϕ(t, x)

)
− ∂x ((rt − qt)xϕ(t, x)) , (t, x) ∈ R+ × R+

ϕ(0, x) = δ(x− S0), x ∈ R+, ϕ(t, 0) = 0, t ∈ R+,

(1.20)

where δ is the Dirac delta measure. From a computational perspective, an advan-
tage in calculating the price u from (1.19) as an integral with respect to ϕ that
solves (1.20), is that the prices of contracts with different payoff functions h can
be calculated using the same density ϕ. We thus only need to solve one partial
differential equation to calculate several prices, whereas calculating prices from the
Black-Scholes equation requires the solving of one equation for each payoff.

Financial markets on equity indices quote prices on so called European put- and
call options. A European call option of maturity t and strike k is a contract which
at maturity pays max(0, St−k) to its owner. Such contracts are traded for different
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choices of t and k. A widely used result in mathematical finance shows that it is
possible to formulate partial differential equation whose solution yields the solution
of all maturities and strikes simultaneously. This was shown by Dupire [16] and
Derman and Kani [15]. As we saw above, we could calculate the prices by solving
one Kolmogorov forward equation and integrating with respect to the payoffs of call
options with different strikes. However, what was shown in [16] and [15] was that
a partial differential equation can be formulated which directly yield the prices of
every call option can be formulated. The equation in question is commonly known
as Dupire’s equation, and we derive it as follows. Let us choose h(s) = max(0, x−k)
and define

c(t, k) = B−1
t E [h(St)] = B−1

t

∫ ∞
k

(x− k)ϕ(t, x)dx (1.21)

where ϕ solves (1.20). Then c(t, k) is the price of a European call option of maturity
t and strike k. The time variable t in c(t, k) is thus the maturity of the contract,
denoted T in the case of the Black-Scholes equation (1.2). The space variable k is
the strike of a call option, whereas in the Black-Scholes equation the space variable
represented the spot price of the underlying stock S. A differentiation of (1.21) in
the strike k yields

∂kc(t, k) = −B−1
t

∫ ∞
k

ϕ(t, x)dx. (1.22)

By subtracting (1.22) multiplied by k from (1.21) we get

c(t, x)− k∂kc(t, k) = B−1
t

∫ ∞
k

xϕ(t, x)dx (1.23)

which we will use below. A second differentiation of (1.22) yields

ϕ(t, k) = B−1
t ∂kkc(t, k) (1.24)

and for the time derivative of (1.21) we have

∂tc(t, k) = −rtc(t, k) +B−1
t

∫ ∞
k

(x− k) ∂tϕ(t, x)dx. (1.25)

Now multiply Kolmogorov’s equation (1.20) by B−1
t max (0, s− x) and integrate to

obtain

B−1
t

∫ ∞
k

(x− k) ∂tϕ(t, x)dx =
1

2
B−1
t

∫ ∞
k

(x− k) ∂xx
(
x2σ2(t, x)ϕ(t, x)

)
dx

−B−1
t

∫ ∞
k

(x− k) ∂x ((rt − qt)xϕ(t, x)) dx.

(1.26)

A partial integration of (1.26) yields

B−1
t

∫ ∞
k

(x− k) ∂tϕ(t, x)dx =
1

2
B−1
t

(
σ2(t, k)k2ϕ(t, k)

)
+B−1

t

∫ ∞
k

((rt − qt)xϕ(t, x)) dx.

(1.27)
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Now insert (1.25), (1.24) and (1.23) in (1.26) above to get

∂tc(t, k) + rtc(t, k) =
1

2
σ2(t, k)k2∂kkc(t, k) + (rt − qt) (c(t, k)− k∂kc(t, k)) . (1.28)

By rearranging (1.28) we obtain

∂tc(t, k) =
1

2
σ2(t, k)k2∂kkc(t, k)− (rt − qt)k∂kc(t, k)− qtc(t, k),

(t, k) ∈ R+ × R+

c(0, k) = max (0, S0 − k) , k ∈ R+, c(t, 0) = S0 e−
∫ t
0
qsds, t ∈ R+,

(1.29)

where the initial condition is inferred from (1.21) together with the initial condition
on ϕ from (1.20), and the boundary condition results from (1.19) with payoff h(x) =
max(0, x−k) evaluated at k = 0 and with the appropriate maturity time. Equation
(1.29), then, is Dupire’s partial differential equation. It gives the prices of all call
options c(t, k), of maturity t and strike k, as the solution to one single partial
differential equation.

In the derivation of the Black-Scholes pricing equation (1.2) it was assumed
not only that the market was free of arbitrage and that the market’s contracts
were continuously traded, but also that the market participants knew the exact
dynamics of the risky asset S, given in (1.1). This is a very strong assumption,
which is definitely not fulfilled in the real world. In practice, practitioners in the
market turn the theory we have outlined above upside down. It is assumed that
the pricing framework derived from the theory is correct, although the assumption
of perfect knowledge about the underlying risks is obviously not satisfied. Then a
model for the underlying is guessed, and information from actual prices observed in
the market is used in order to infer the parameters of the model. The model used
for St in (1.1) is often referred to as the “local volatility” model, and its popularity
in finance stems from the pricing equation (1.29). The main unknown parameter
in the model is the function σ. Equation (1.29) says that the function σ is uniquely
determined if the prices of call options of all maturities and strikes are known.
Indeed, by rearranging (1.29) we get

σ2(t, k) =
∂tc(t, k) + (rt − qt)k∂kc(t, k) + qtu(t, k)

1
2k

2∂kkc(t, k)
, (t, k) ∈ R+ × R+. (1.30)

In real markets, however, option quotes come only at discrete maturities t and
strikes k, and the formula (1.30) is not of great use in practice since the differentia-
tion of c in the nominator and denominator can not be performed with reasonable
accuracy from observed prices. Other methods need to be applied in order to find a
function σ that makes prices calculated from Dupire’s equation (1.29) fit observed
prices on options. This is the topic of the papers I, II and III in this dissertation.
In the next section, we give some background to the methodologies we use for this
purpose.
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1.5 The inverse problem in finance

As mentioned above, market practitioners reverse the axioms of the classic theory of
finance in that they try to infer the parameters of a given model from the observed
prices of options, rather than to infer the prices of the options from parameter
values known in advance. This is what leads to the inverse problem in finance. In
the setting outlined above, this inverse problem consists in trying to find a local
volatility function σ such that the solution to Dupire’s equation (1.29) matches a
discrete set of observed market prices on options. This thesis contain three papers
that deal with this particular problem - Paper I, Paper II and Paper III - which we
will refer to below.

The Lagrangian and Hamiltonian frameworks used in Paper I
and Paper II

In order to address the inverse problem numerically, we will need to discretize
Dupire’s partial differential equation in both time and space. Our principle problem,
though, can readily be formulated with just a discretization of the space variable.
Let us thus introduce a grid in the space variable k as

κ = {kj : k0 = 0, kj−1 < kj , j = 1, . . . , nk + 1} . (1.31)

and assume that cj(t), j = 0, . . . , nk is an approximation of the solution c(t, kj)
to (1.29). We let D1

j and D2
j , j = 1, . . . , nk be finite difference operators that

approximate the first and second space derivatives of c, so that D1
j cj(t) ≈ ∂kc(t, kj)

and D2
j cj(t) ≈ ∂kkc(t, kj). We can then approximate the solution to (1.29) by an

ordinary differential equation according to

c′j(t) =
1

2
σ2
j (t)k2

jD
2
j cj(t)− (r(t)− q(t))kjD1

j cj(t)− q(t)cj(t),

c0(t) = S0 e−
∫ t
0
qsds, cnk+1(t) = 0, (t, j) ∈ [0, T ]× {1, . . . , nk}

cj(0) = max (0, S0 − kj) , j ∈ {0, . . . , nk + 1} .

(1.32)

where σj(t) is given by σ(t, kj) with σ(·, ·) in (1.29) and we solve up to a maximum
maturity T . If we then let

f = (f1, . . . , fnk) : R+ × Rnk × Rnk → Rnk (1.33)

be defined by the spatial finite differences in (1.32), we have for c, σ ∈ Rnk that

fj(t, c, σ) :=
1

2
σ2
jk

2
jD

2
j cj − (r(t)− q(t))kjD1

j cj − q(t)cj , j = 1, . . . , nk. (1.34)

We can then write (1.32) on vector form according to

c′(t) = f(t, c(t), σ(t)), t ∈ [0, T ], c(0) = max (0, S0 − k) , (1.35)
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where f includes the boundary values from (1.32), k = (k1, . . . , knk) and (S0− k)+

is to be taken element-wise.
Now imagine that the vector c̄ ∈ Rnk contains market quotes on European call

options of maturity T for the strikes given in κ. (The case of put options will in our
papers be handled with the parity relation between European put- and call options,
a simple linear interpolation will remove the requirement that the quoted strikes
coincide with the grid κ, and we will also include options of different maturities.)
The inverse problem of finding the volatility function σ(t) : R+ → Rnk that makes
the solution c to (1.35) match the observed market prices c̄ can now be stated as

min
σ∈Σ

g(c(T ))

subject to: c, σ satisfy (1.35),
(1.36)

where Σ is an appropriate space of functions and we let

g(c(T )) := ‖c(T )− c̄‖2 (1.37)

for some suitable norm ‖·‖ in Rnk . We will use two different, but related, methods
for solving the problem (1.36). The first (used in Paper I) is based on the Hamilton-
Jacobi-Bellman equation [19, Ch 10] and the second (used in Paper II) uses a
Lagrangian multiplier [33]. In Paper III, we will use a problem formulation different
from (1.36), which we will describe below. But first we explain the principles for
solving (1.36) used in Paper I and Paper II, starting with the Lagrangian framework.

We can define a Lagrangian functional for the problem (1.36). For a multiplier
function λ : [0, T ]→ Rnk , we write

L(λ, c, σ) = g(c(T )) +

∫ T

0

λ†(t) (c′(t)− f(t, c(t), σ(t))) dt, (1.38)

where † denotes the transpose. First order optimality conditions for our problem
(1.36) can be expressed in terms of the Lagrangian as

∂cL(λ, c, σ) = 0, ∂λL(λ, c, σ) = 0, ∂σL(λ, c, σ) = 0, (1.39)

where ∂c, ∂λ and ∂σ indicate Fréchet differentials with respect to λ, c and σ. The
conditions (1.39), applied to (1.38), lead to the following three equations in c, λ, σ,
for t ∈ [0, T ],

−λ′(t) = ∇cf(t, c(t), σ(t))λ(t), t ∈ [0, T ), λ(T ) = ∇cg(c(T ))
c′(t) = f (t, c(t), σ(t)) , t ∈ (0, T ], c(0) = max (0, S0 − k)

0 = ∇σf(t, c(t), σ(t))λ(t), t ∈ [0, T ),
(1.40)

where ∇cf and ∇σf denote the Jacobian matrices of f with respect to c and σ
respectively. In Paper II, we will use a Lagrangian approach to solve the problem
(1.36). We will, however, formulate the optimization in a fully discretized setting,
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rather than the continuous time formulation used here. The fully discretized version
of (1.40) is a non-linear system that we will solve with the trust region Newton
method that we describe in Section (2.4) below.

We now turn to the Hamilton-Jacobi-Bellman framework, used Paper I for solv-
ing (1.36). From optimal control theory, it is well known that the value function as-
sociated with the optimization problem (1.36) satisfies a Hamilton-Jacobi-Bellman
equation [19, Ch 10]. Moreover, Pontryagin’s maximum principle [6], [9] states
that if c and σ are optimal for (1.36), then there is a function λ : [0, T ]→ Rnk that
satisfies

−λ′(t) = ∇cf(t, c(t), σ(t, c(t), λ(t))) · λ(t), t ∈ [0, T ), λ(T ) = ∇cg(c(T )),

σ(t, c(t), λ(t)) ∈ argmin
α∈Σ

{f(t, c(t), α(t)) · λ(t)} , t ∈ [0, T ).

(1.41)

If the Hamiltonian H : R× Rnx × Rnx → R is defined as

H(t, c, λ) := inf
σ∈Σ

f(t, c, σ) · λ, (1.42)

it can be shown [37, eq (1.8), Remark 3.1] that for differentiable H and f , we have

∇cH(t, c, λ) = ∇cf(t, c, σ(t, c, λ)) · λ

∇λH(t, c, λ) = f(t, c, σ(t, c, λ))

H(t, c, λ)−∇λH(t, c, λ) · λ = 0,

(1.43)

where σ is given by the last row in (1.41). From (1.43) and (1.41) we can conclude
that necessary conditions for optimality in our problem (1.36) is the existence of
c, λ that solve

−λ′(t) = ∇cH(t, c(t), λ(t)), t ∈ [0, T ), λ(T ) = ∇cg(c(T )),

c′(t) = ∇λH(t, c(t), λ(t)), t ∈ (0, T ], c(0) = max (0, S0 − k) .
(1.44)

Equation (1.44) is known as the Hamiltonian system of the optimization problem
(1.36).

In view of the first two rows in (1.43), the two equations in the Hamiltonian
system (1.44) are - for an optimal σ - identical to the first two equations in the
optimality conditions (1.40) from the Lagrangian formulation. Also, the last equa-
tion from (1.40), stating that the derivative of the Lagrangian with respect to σ
is zero, is a weaker formulation of the second equation in Pontryagin’s maximum
principle (1.41). The Lagrangian framework and the Hamiltonian approach are
therefore closely related. However, they do not lead us to solve the exact same
equations. In the Hamiltonian setup, the system (1.44) is solved, and the optimal
control σ is constructed à posteriori from Pontryagin’s maximum principle (1.41).
In the Lagrangian formulation, we solve the related equations (1.40), which has two
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equations related to the Hamiltonian system (1.44), plus a third equation for the
optimality condition in the σ-variable.

The problem of estimating the parameter σ in Dupire’s equation (1.29) from
observed data is known to be ill-posed [18]. Ill posed problems typically require
regularization for a successful numerical treatment [18], [39]. In the Lagrangian
case, the regularization we use will be a Tikhonov type smoothness penalty [18],
[39], [17] in the σ-varibale which is added to the objective function in (1.36). In the
Hamiltonian setting, we will regularize the problem by smoothing the Hamiltonian
H from (1.42) as proposed in [37]. The different regularization techniques will add
further differences to the otherwise conceptually linked systems of equations (1.40)
and (1.44).

A technique with linear combinations used in Paper III

Paper III of this thesis uses an approach to solve the inverse problem which we
have not found in previously published articles. The idea is based on the linearity
of Dupire’s equation (1.29). We let σl, l = 1, . . . , n, be given volatility functions and
cl be the solution to a Dupire equation of the form (1.29) with volatility function
σl. If we also let α = (α1, . . . , αn) ∈ Rn satisfy

n∑
l=1

αl = 1,

n∑
l=1

αl∂xxcl(t, x) > 0,

n∑
l=1

αlσ
2
l (t, x)∂xxcl(t, x) > 0, (t, x) ∈ (0, T ]× R+,

(1.45)

then we can use linearity to show that the function cα, defined as

cα(t, x) :=

n∑
l=1

αlcl, (1.46)

solves the Dupire equation (1.29) with volatility function σα given by

σ2
α(t, x) :=

∑n
l=1 αlσ

2
l (t, x)∂xxc(t, x)∑α

l=1 αl∂xxc(t, x)
. (1.47)

If we thus let c̄l ∈ Rnk be a vector that contains the solution cl at the same strikes
as those in the vector c̄ from (1.37), we can formulate an optimization problem to
fit the observed market data as

minα∈Rn ‖
∑n
l=1 αlc̄l − c̄‖

2

subject to:
∑n
l=1 αl = 1,

∑n
l=1 αl∂xxcl(t, x) > 0,∑n

l=1 αlσ
2
l (t, x)∂xxcl(t, x) > 0, ∀(t, x) ∈ (0, T ]× R+.

(1.48)

12



The problem (1.48) has an infinite number of constraints since it is formulated in
terms of the continuous Dupire equation (1.29). However, relations equivalent to
equations (1.45), (1.46) and (1.47) hold true for Dupire equations discretized by
finite differences. When discretized equations are used, the optimization problem
corresponding to (1.48) becomes a quadratic programming problem. From an opti-
mization point of view, this is a simplification in comparison to the fully non-linear
problem (1.36). In Paper III, we formulate this approach in more detail and use it
to fit a volatility function to observed market data.

Some previous works on local volatility estimation

The parameter estimation problem outlined above - finding a local volatility func-
tion such that the corresponding solution to Dupire’s equation fit observed option
prices - has been the topic of several studies, many of which employ tools from
the theory of inverse problems. We will mention some of these previous studies,
without pretending to be exhaustive. Lagnado and Osher in [30] add a Tikhonov
regularization to the objective function and solve the problem by a gradient method
in which a partial differential equation for the gradient is obtained and solved nu-
merically. Jackson et al [28] exploit the ideas of Lagnado and Osher to calculate a
local volatility defined in a space Σ of spline functions and employ a gradient based
quasi-Newton optimization technique. Coleman et al. [12] also let the space Σ
consist of spline functions defined on a grid but use a Jacobian based optimization
algorithm in which the Jacobian is numerically evaluated. A similar approach is
used by Glover and Ali in [21] but now with Σ consisting of a space of radial basis
functions rather than splines. Achdou and Pironneau [2] regularize the objective
function by adding penalties on the derivatives of the squared volatility σ2 and find
an equation for the gradient of the objective function which is used to solve the
problem on a successively refined grid with a finite element method. Avellaneda
et al. [4] do not use an objective function based on a squared norm as in (1.36),
but pose the calibration of a local volatility to market data as the problem of
minimizing a certain entropy of the volatility under the constraint that the model
prices match market prices. This approach leads to a Lagrange-formulation and
a resulting minimization problem in the Lagrangian multiplier that is solved with
a gradient method. Andreasen and Huge [3] develop a fast algorithm for solving
(1.36) with a fully implicit finite difference scheme on a coarse grid (corresponding
to the set of observable maturities and strikes) and use the result to interpolate
prices in time between the maturities with observable data.

The approaches used in Paper I and Paper II of this thesis have points in
common with many of the above mentioned studies. We recognize the need for a
regularization and will, as mentioned, in Paper II use a Tikhonov penalty in the
problem (1.36) (as in e.g. [17], [2]) and in Paper I smooth the Hamiltonian H from
(1.42) (as in [37]). We will also, in booth Paper I and II, iteratively solve a sequence
of successively more difficult problems by reducing the level of regularization from
one round of solving to the next. See [17] and references therein for an analysis
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of this technique in the case of Tikhonov regularization. Like many authors (e.g.
[2], [12]), we recognize the need to have fewer degrees of freedom for the volatility
than we use in the discretization of the Dupire equation (1.29) itself. This is done
in order to avoid ending up with a largely underdetermined problem. We also, like
in [32], define our volatility to be piecewise constant in time and space. In our
case, this means that the value of the volatility at a given node in the grid only
have a local effect, thus making the resulting system we solve sparser, with fewer
connections between the variables than if some basis functions with larger support
(as, e.g., the radial basis functions used in [21]) were to be used in the volatility
definition.

Something we do believe to be of considerable benefit, but that we have not seen
in other studies, is to write the system of optimality conditions for our optimization
in a fashion which allows for a natural use of Newton based optimization algorithms.
In particular, this means that we can analytically calculate the Jacobian matrix of
the system we want to solve, which is done in both Paper I and Paper II. In contrast,
the cited studies use either gradient methods, quasi Newton methods or Newton
methods in which the Jacobian is obtained numerically. The main contribution
of the two first papers of this thesis is therefore to illustrate how elements from
well established theory of inverse problems and optimal control can be brought
together with a Newton based optimization to form robust and efficient algorithms
for solving the local volatility calibration problem.
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Chapter 2

Mean field games

2.1 Introduction

So called mean field games were introduced in [31] and [27] and has since become
an active area of research, see e.g. the overviews [23] and [22]. Mean field games
can be seen as game theory for an infinite population of identical agents, each of
which has information about the empirical distribution of the other agents. This
game with an infinite population can be viewed as a limit of games with finite
numbers of players. In the infinite population case, the optimal behaviour of each
agent is governed by a coupled system of a Hamilton-Jacobi-Bellman equation and
a Kolmogorov forward equation, known as the mean field game equations. Our aim
is to numerically solve these equations, and we will thus work exclusively on the
infinite population level. Below we will outline an approach to numerically solve
the mean field game equations for a model example which is closely related to the
treatment in [1]. We will describe our method for solving the resulting equations in
some detail, since we use essentially the same numerical procedures in Paper V of
this thesis. We thus give the general model and the mean field game equations in
Section 2.2. In sections 2.3 and 2.4, we propose a discretization of these equations
along with a numerical solving scheme. Section 2.5 provides a numerical example
and Section 2.6 briefly discusses the relation to Paper V .

2.2 A model example

We consider a diffusion in Rd with dynamics given by

dxt = a(t, xt,m(t, ·), α(t, xt))dt+ σ(t, xt)dWt (2.1)

where Wt is a Brownian motion on Rd, m(t, ·) : Rd → R+ is the probability density
of the stochastic variable xt and α a function α : R+ × Rd → Rd. The drift of xt
is then given by the function a : R+ × R × L1(Rd) × Rd → Rd and depends on
the distribution of xt itself. The diffusion coefficient σ : R+ × Rd → Rd×d, on the
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other hand, is not a function of the density m. We will assume that σ is a diagonal
matrix with diagonal elements given by σ1(t, x1

t ), . . . , σ
d(t, xdt ), so that the diffusion

coefficient for each diffusion xjt , j = 1, . . . , d, is a function only of xj . We consider
the function α to be a feedback type control and define a cost functional J as

J(t, x, α) := E

[∫ T

t

h(s, xs,m(s, ·), α(s, xs)) ds+ g(xT ,m(T, ·))

∣∣∣∣∣xt = x

]
h(t, x,m, α) : R+ × Rd × L1(Rd)× Rd → R

g(x,m) : Rd × L1(Rd)→ R.

(2.2)

The aim is to find a control α that attains the infimum of J over some suitable
space of functions A. We thus define the value function u of J according to

u(t, x) := inf
α∈A

J(t, x, α), (2.3)

The value function u and the density m will then be related via a coupled system
consisting of a Hamilton-Jacobi-Bellman equation in v and a Kolmogorov equation
in m. We let ν : Rd → Rd×d be the diagonal matrix whose elements are given by

νl(t, xlt) :=
1

2

[
σl(t, xlt)

]2
, l = 1, . . . , d, (2.4)

and define the Hamiltonian H according to

H : R+ × Rd × L1(Rd)× Rd → R
H(t, x,m, p) := inf

β∈A
{p · a(t, x,m, β) + h(t, x,m, β)} (2.5)

for some A ⊆ Rd which will depend on our choice of function space A. The system
of coupled system of partial differential equations in u and m is then given by

∂tu+

d∑
l=1

νl∂xlxlu+H(t, x,m,∇u) = 0, u(T, x) = g(m(T, ·), x)

∂tm−
d∑
l=1

∂xlxl
(
νlm

)
+ div {m∇pH(t, x,m,∇u)} = 0, m(0, x) = m0(x)

t ∈ [0, T ], x ∈ Rd,
(2.6)

where we have omitted the dependency on (t, x) in u and m and the dependency
on (t, xl) in νl. We will study a modification of (2.6) with Dirichlet- and Neumann
boundary conditions in a bounded domain Ω ⊂ Rd. These boundary conditions
correspond to stopped and reflected diffusion processes respectively, see [35].

2.3 Discretization

Let us consider a two dimensional diffusion xt in (2.1) so that the Hamiltonian H
from (2.5) is a function H : R+ × R2 × R2 × L1(R2)→ R. We discretize the space
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variable x = (x1, x2) ∈ [0, 1]× [0, 1] on a grid

χ1 × χ2 :=
{
x1

1, x
1
2, . . . , x

1
n1

}
×
{
x2

1, x
2
1, . . . , x

2
n2

}
(2.7)

with x1
j = (j − 1)∆x1, j = 1, . . . , n1 and x2

j = (j − 1)∆x2, j = 1, . . . , n2 where

∆x1 = 1
n1−1 and ∆x2 = 1

n2−1 . We also divide the time interval [0, T ] in n0 + 1
time steps on a grid

τ :=

{
tj : tj = j∆t, j = 0, . . . , n0, ∆t =

T

n0

}
. (2.8)

We will seek a discrete function uij,k, (i, j, k) ∈ {0, . . . , n0}×{1, . . . , n1}×{1, . . . , n2}
that approximates the solution u to (2.6) on the points (t, x1, x2) ∈ τ×ξ1×ξ2. If we
set xj,k = (x1

j , x
2
k), we will thus make the approximation uij,k ≈ u(ti, xj,k), and we

define standard finite difference operators for the first and second order derivatives
in x1 as

∂x1
j
u(ti, xj,k) ≈ D1

x1
j
uij,k :=

uij+1,k − uij−1,k

2∆x1

∂2
x1u(ti, xj,k) ≈ D2

x1
j
uij,k :=

uij−1,k − 2uij,k + uij+1,k

(∆x1)
2 ,

(2.9)

and likewise for x2. We can then define discrete versions of the gradient operator
according to

∇j,kuij,k :=
[
D1
x1
j
uij,k, D

1
x2
k
uij,k

]
† (2.10)

where † denotes the transpose. For any two discrete functions u, v defined on
τ × χ1 × χ2, we also define a discrete divergence operator according to

divj,k
(
uij,k, v

i
j,k

)
:= D1

x1
j
uij,k +D1

x2
k
vij,k. (2.11)

Just as for u, we define a discrete function mi
j,k, (i, j, k) ∈ {0, . . . , n0}×{1, . . . , n1}×

{1, . . . , n2} and we will use the notation mi for all values on the space grid in χ1×χ2

at a given time ti, so that

mi :=
{
mi
j,k : (j, k) ∈ {1, . . . , n1} × {1, . . . , n2}

}
. (2.12)

We now discretize the Hamilton-Jacobi-Bellman and Kolmogorov equations from
(2.6) with a scheme that is fully implicit in time in both u and m. We let νl,ij :=

νl(ti, xlj), for l = 1, 2 and with νl from (2.4), and write

0 =
mi
j,k −m

i−1
j,k

∆ti
−D2

x1
j

(
ν1,i
j mi

j,k

)
−D2

x2
k

(
ν2,i
k mi

j,k

)
+ divj,k

{
mi
j,k · ∇pH

(
ti, xj,k, m

i, ∇j,kuij,k
)}
,

1 ≤ i ≤ n0, 2 ≤ j ≤ n1 − 1, 2 ≤ k ≤ n2 − 1.

(2.13)
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In our numerical example in Section 2.5, we will use homogeneous Dirichlet and
homogeneous Neumann boundary conditions on different parts of the boundary
of the domain Ω = [0, 1] × [0, 1]. In the discrete setting, we can define boundary
conditions for m according to

0 = mi
1,k − b1,1

(
mi

2,k, x1,k

)
, 1 ≤ i ≤ n0, 2 ≤ k ≤ n2 − 1

0 = mi
n1,k

− b1,2
(
mi
n1−1,k, xn1,k

)
, 1 ≤ i ≤ n0, 2 ≤ k ≤ n2 − 1

0 = mi
j,1 − b2,1

(
mi

1,k, xj,1
)
, 1 ≤ i ≤ n0, 2 ≤ j ≤ n1 − 1

0 = mi
j,n2

− b2,2
(
mi
j,n2−1, xj,n2

)
, 1 ≤ i ≤ n0, 2 ≤ j ≤ n1 − 1

0 = mi
1,1 − c1,1

(
mi

2,2, x1,1

)
, 1 ≤ i ≤ n0

0 = mi
1,n2

− c1,2
(
mi

2,n2−1, x1,n2

)
, 1 ≤ i ≤ n0

0 = mi
n1,1 − c2,1

(
mi
n1−1,2, xn1,1

)
, 1 ≤ i ≤ n0

0 = mi
n1,n2

− c2,2
(
mi
n1−1,n2−1, xn1,n2

)
, 1 ≤ i ≤ n0,

(2.14)

for some real valued functions bp,q, cp,q for p, q = 1, 2. As for the initial value m0,
equation (2.6) gives

0 = m0
j,k −m0 (xj,k) , 1 ≤ j ≤ n1, 1 ≤ k ≤ n2. (2.15)

For the Hamilton-Jacobi-Bellman equation in u we set

0 =
ui+1
j,k − uij,k

∆ti
+ ν1,i

j D2
x1
j
uij,k + ν2,i

k D2
x2
k
uij,k +H

(
ti, xj,k, m

i, ∇j,kuij,k
)
,

0 ≤ i ≤ n0 − 1, 2 ≤ j ≤ n1 − 1, 2 ≤ k ≤ n2 − 1,

(2.16)

and we use the same boundary value functions in u as in m, so that

0 = ui1,k − b1,1
(
ui2,k, x1,k

)
, 0 ≤ i ≤ n0 − 1, 2 ≤ k ≤ n2 − 1

0 = uin1,k
− b1,2

(
uin1−1,k, xn1,k

)
, 0 ≤ i ≤ n0 − 1, 2 ≤ k ≤ n2 − 1

0 = uij,1 − b2,1
(
ui1,k, xj,1

)
, 0 ≤ i ≤ n0 − 1, 2 ≤ j ≤ n1 − 1

0 = uij,n2
− b2,2

(
uij,n2−1, xj,n2

)
, 0 ≤ i ≤ n0 − 1, 2 ≤ j ≤ n1 − 1

0 = ui1,1 − c1,1
(
ui2,2, x1,1

)
, 0 ≤ i ≤ n0 − 1

0 = ui1,n2
− c1,2

(
ui2,n2−1, x1,n2

)
, 0 ≤ i ≤ n0 − 1

0 = uin1,1 − c2,1
(
uin1−1,2, xn1,1

)
, 0 ≤ i ≤ n0 − 1

0 = uin1,n2
− c2,2

(
uin1−1,n2−1, xn1,n2

)
, 0 ≤ i ≤ n0 − 1,

(2.17)

The terminal value in u, as dictated in (2.6), will be

0 = un0

j,k − g (mn0 , xj,k) , 1 ≤ j ≤ n1, 1 ≤ k ≤ n2. (2.18)

Let us define a vector of variables

r :=
(
r1, . . . , r(2n0+1)n1n2

)′
, (2.19)

with elements given by

r2i(n1n2)+(j−1)n2+k := uij,k, 0 ≤ i ≤ n0, 1 ≤ j ≤ n1, 1 ≤ k ≤ n2

r(2i−1)(n1n2)+(j−1)n2+k := mi+1
j,k , 1 ≤ i ≤ n0, 1 ≤ j ≤ n1, 1 ≤ k ≤ n2.

(2.20)
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Note that we include the terminal value in u and the boundary values in u and m
from equations (2.14) and (2.17) in the variables r, whereas the initial value in m
from (2.15) is considered as a constant input and is thus not included among the
unknown variables.

We now name and enumerate the right-hand side of each of the equations in
(2.13) and (2.14) as f2(i−1)(n1n2)+(j−1)n2+k, with the bounds on i, j, k indicated in
each equation. The indices i, j, k here are the same as for mi

j,k in equation (2.13)

and correspond to the indices in t, x1 and x2 of the leftmost m-variable on the
righ-hand side of the equations (2.14). For the equations (2.16) and (2.17) in u, we
denote the right-hand side as f(2i+1)(n1n2)+(j−1)n2+k, with the indices i, j, k chosen
as for the equations in the m-variable. Finally, we set fn0n1n2+(j−1)n2+k for the
right-hand side of the n1n2 equations for the terminal value in u in (2.18). We can
then write

f2(i−1)(n1n2)+(j−1)n2+k(r) = 0, 1 ≤ i ≤ n0, from (2.13) and (2.14)
f(2i+1)(n1n2)+(j−1)n2+k(r) = 0, 0 ≤ i ≤ n0 − 1, from (2.16) and (2.17)

f2n0n1n2+(j−1)n2+k(r) = 0, from (2.18),
(2.21)

for 1 ≤ j ≤ n1, 1 ≤ k ≤ n2 in each of the three equations above. If we then let
f : Rn → Rn for n = (2n0 + 1)n1n2 be the vector function

f :=
(
f1, . . . , f(2n0+1)n1n2

)′
, (2.22)

we can write (2.21) as
f(r) = 0. (2.23)

The system of equations (2.6) with boundary conditions, discretized in the equa-
tions (2.13) to (2.18), has an initial value in m and a terminal value in u. If we try
to solve this system directly for a final time T that is not too small - e.g., T = 1
- we will not in general converge to a solution. However, if the final time T is
small, the solution in m(T, ·) should, heuristically, be close to the starting value
m(0, ·) and the solution u(0, ·) should be close to the terminal value u(T, ·). When
we solve the resulting non-linear, discrete system f(r) = 0 from (2.23), we will
use iterative optimization methods which require an initial guess. For small T , a
reasonable initial guess would be to assume the solution is constant, which in the
m- and u-variables respectively corresponds to setting

mi
j,k = m0

j,k, 1 ≤ i ≤ n0, 1 ≤ j ≤ n1, 1 ≤ k ≤ n2

uij,k = un0

j,k, 0 ≤ i < n0, 1 ≤ j ≤ n1, 1 ≤ k ≤ n2.
(2.24)

Suppose now that we have solved the system (2.23) with a terminal time equal to
T 1 and a number of time-steps n1

0 in (2.8). If we want to solve the same system
with a different terminal time T 2 > T 1, we could use the solution obtained using
T 1 as the terminal time as initial guess when we solve the system resulting from
using T 2 rather than T 1. Let r1 denote the solution to (2.23) for a system with
terminal time T 1. Then r1 does not contain any variables that corresponds to
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times t in the interval (T 1, T 2]. The simplest way of obtaining an initial guess
for this interval (T 1, T 2] when we solve the system with corresponding to T 2 is to
make a constant extrapolation of the solution r1 to the variables in the new system
corresponding to times after T 1. The procedure above can be repeated iteratively
for a sequence of terminal times until we reach a desired time T . Suppose that we
fix a time-step ∆t and an initial number of time-steps n1

0. The terminal time on a
uniform grid τ1 given as in (2.8), will be given by T 1 = n1

0∆t. We first solve (2.23)
for this T 1 and obtain a solution r1 and then we will solve for a larger number of
time-steps n2

0 = n1
0 + l for some l. Using the same ∆t, we then get a terminal time

T 2 = T 1 + l∆t and a time grid τ2 whose first n1
0 + 1 elements are those of τ1. For

the first n1
0 time-steps, we can then use the values in r1 as initial guess. For the l

last time-steps, we use the value from time-step n1
0 as a constant extrapolation in

time for our initial guess. This procedure can be iterated until we have solved to
the desired terminal time T . We summarize the procedure in Algorithm 1. The
optimization step on line 12 of the algorithm will be performed with a so called
trust region Newton method. This is the topic of the next section.

Algorithm 1 Solving for successively longer terminal times.

1: Fix ∆t.
2: Fix a number of time-steps nT which is a multiple of q for some q > 0.
3: for l = 1 to nT

m do
4: Set n0 = lq and T = n0∆t.
5: if l = 1 then
6: Set

uij,k = g (m0 (xj,k) , xj,k) , 0 ≤ i ≤ n0

mi
j,k = m0 (xj,k) , 1 ≤ i ≤ n0, (2.25)

for 1 ≤ j ≤ n1, 1 ≤ k ≤ n2.
7: Let rl be the variable from (2.20) with the above values of u and m.
8: else
9: Set rlk = rl−1

k for k = 1, . . . , (2(n0 − q) + 1)n1n2.
10: Set

rl2i(n1n2)+(j−1)n2+k = rl−1
2(n0−q)(n1n2)+(j−1)n2+k

rl(2i−1)(n1n2)+(j−1)n2+k = rl−1
(2(n0−q)−1)(n1n2)+(j−1)n2+k, (2.26)

for (n0 − q) + 1 ≤ i ≤ n0, 1 ≤ j ≤ n1, 1 ≤ k ≤ n2.
11: end if
12: Use rl defined above as initial guess and find r that solves f(r) = 0 from

(2.23).
13: Set rl = r.
14: end for
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2.4 Optimization

We want to find an r ∈ R2(n0+1)n1n2 that satisfies f(r) = 0 as in (2.23). In the
sequel, we will set n = (2n0 + 1)n1n2. Given an initial guess r0, the update scheme
for the Newton method for solving f(r) = 0 reads

pk = −J−1(rk)f(rk), rk+1 = rk + pk, (2.27)

where J(r) ∈ Rn,n is the Jacobian of f(r). The Newton method in this form,
however, is known to lack robustness; although the convergence rate is quadratic if
r0 is sufficiently close to an optimal point r such that f(r) = 0, in general nothing
guarantees that convergence will occur for any r0. Trust region methods [13] are
a class of optimization algorithms that alleviate the instability of the pure Newton
method by considering optimal solutions in a subset around the current step, rather
than in the whole space. Their robustness have made them a popular choice in large
scale optimization problems. In trust region methods, we consider minimizing the
norm of our function f , i.e., to solve

r∗ = argmin
r∈Rn

‖f(r)‖2 , (2.28)

where ‖·‖ is the l2-norm in Rn. Of course, any solution to (2.23) will be a solution

to (2.28), and if ‖f(r)‖2 = 0, then r is a solution to (2.23). If we now define

s(r) :=
1

2
‖f(r)‖2 =

1

2

n∑
i=1

f2
i (r), (2.29)

then a second order Taylor expansion of s around r yields

s(r + p) ≈ s(r) +
(
J†(r)s(r)

) †p+
1

2
p†

(
J†(r)J(r) +

n∑
i=1

fi(r)∇2fi(r)

)
p, (2.30)

where ∇2fi is the Hessian of fi, i = 1, . . . , n. In the Gauss-Newton method, the
second order terms ∇2fi are discarded and the Hessian of s(r) is approximated by
J†(r)J(r). We thus write

s(r + p) ≈ q(r, p) := s(r) +
(
J†(r)f(r)

) †p+
1

2
p†J†(r)J(r)p. (2.31)

First order optimality conditions for q with respect to p yields

∇pq(p, r) = J†(r)f(r) + J†(r)J(r)p = 0

J†(r)J(r)p = −J†(r)f(r)
(2.32)

which is the normal equations in p for the least squares problem

min
p∈Rn

‖J(r)p+ f(r)‖2 . (2.33)
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If the Jacobian J(r) is invertible, then the solution to (2.33) is given by p =
−J−1(r)f(r), which corresponds to the Newton-step from the first line of (2.27).
For f(r) with an invertible Jacobian, an iterative scheme for finding first order
optimality points of (2.28) based on the Gauss-Newton approximation (2.31) will
therefore lead to exactly the same updates as for the Newton scheme (2.27) to
solve (2.23). The formulation of the problem as a minimization in norm and the
approximation (2.31) will, however, be of use in the formulation of trust region
algorithms.

In a trust region method, the optimization update step is restricted in norm and
possibly also restricted to a subspace of Rn. Given an initial guess r0, iteration k
of a trust region method based on the Gauss-Newton approximation (2.31) solves

pk = argmin
p∈V k

q(rk, p)

subject to: ‖p‖ ≤ δk
(2.34)

where the subspace V k ⊆ Rn and radius δk > 0 are updated at each iteration.
The idea is to asses whether the approximation (2.31) is “good enough” within
the “trust region” given by the set

{
rk + p : p ∈ V k, ‖p‖ ≤ δk

}
. This is tested by

comparing how close the change predicted by the value q(rk, pk) is to the actual
change in the objective function, namely f(rk +pk)−f(rk). We thus introduce the
ratio

ρk :=
f(rk)− f(rk + pk)

f(rk)− q(pk, rk)
(2.35)

of actual change to predicted change in f given the quadratic approximation (2.31).
The radius δk+1 used at the next step will be increased, unaltered or decreased
compared to δk as a function of ρk. A large ratio ρk, means the approximation was
good and the trust region radius can possibly be increased. A small ratio ρk means
the actual change was small compared to the predicted change, and the radius will
be decreased or unaltered. By exploiting this simple idea, trust region algorithms
can obtain global convergence to first order optimality points (i.e., ∇f(r) = 0)
while preserving the quadratic convergence properties of the Newton method close
to an optimal point [13, Ch 6.4].

The trust region subproblem (2.34) will be of high dimension and hard to solve
if the subspace V k is chosen to be the whole space Rn. To alleviate this curse of
dimensionality, it is common to use methodologies that only compute an approxi-
mate solution to (2.34). One choice is to approximate a solution to the trust region
problem in Rn with the altered conjugate gradient algorithm named the Steihaug-
Toint method proposed in [13, p 205]. Another approach is to replace the whole
space Rn by a lower dimensional subspace Vk for which (2.34) can be solved exactly.
The solution to (2.34) for the chosen Vk will, of course, also in this case only be
an approximation of the solution to the full dimensional problem. We will use the
subsapace proposed [10, p 219], namely span

{
gk, vk

}
where gk is the gradient of s

and vk the Newton direction of q for the problem (2.33). In our case, we will thus
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have

Vk := span
{
J†(rk)s(rk), −J−1(rk)f(rk)

}
. (2.36)

The full trust region method we use is given in Algorithm 2, which is a version
of the solving scheme from [11, p 426]. In [11], though, the space Vk is chosen to
be the full space Rn. The two dimensional space in (2.36) is the same choice as
made in Matlab1 in the trust region method available in the function lsqnonlin.
A crucial part of our algorithm is, of course, the solution of the two dimensional
trust region problem (2.34). A detailed analysis of two dimensional trust region
problems is given in [40, p 33-67], and we have implemented the algorithm proposed
therein for its solving. The most computationally costly step in our algorithm is
the computation of the Newton direction vk that solves J(rk)vk = f(rk). Our
implementation is made in C++ and for this step, we use the PARDISO solver,
which is an efficient direct linear solver included in the MKL2 package.

Algorithm 2 Trust region Newton algorithm.

1: Choose an initial guess r0 , an initial trust region size δ0 and a tolerance tol.
2: Set k = 0.
3: while

∥∥s(rk)
∥∥ > tol do

4: Calculate gk = J†(rk)s(rk) and vk = −J−1(rk)f(rk).
5: Calculate pk that solves the trust region problem (2.34).
6: Calculate ρk from (2.35).
7: if ρk ≥ 3

4 then
8: Set δk+1 = 2δk.
9: else

10: if ρk ≤ 1
4 then

11: Set δk+1 = 1
2δ
k.

12: else
13: Set δk+1 = min(δk,

∥∥vk∥∥)
14: end if
15: end if
16: if ρk ≥ 1

4 then
17: Set rk+1 = rk + pk.
18: else
19: Set rk+1 = rk.
20: end if
21: Set k = k + 1.
22: end while

1Matlab Version 8.4.0.150421 (R2014b), Optimization Toolbox Version 7.1, The MathWorks,
Inc., Natick, Massachusetts, United States.

2Intel® Math Kernel Library, MKL 11.2
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2.5 Numerical example

We will consider an example where the mean field game equations (2.6) model the
movement of a crowd of people. We will use a modified version of the problem
considered by Achdou [1], who solves the mean field game equations (2.6) with a
Hamiltonian given by

H(t, x,m, p) := k(x)− ‖p‖2 (c0 + c1m(t, x))
−γ

, (2.37)

where m(t, x) is the density of the crowd at the point (t, s). The parameter values
used are c0 = −1, c1 = 4, γ = 1.5 and k ≡ 0.1. (In [1], H is written with
opposite sign. This is because the cost functional there is maximized with respect
to the control, whereas our cost functional is minimized, as defined in (2.2)). It
can be readily verified that the Hamiltonian (2.37) corresponds to setting the drift
coefficient a ≡ α and choosing the penalty function h in (2.5) according to

h(t, x,m, α) = k(x) + ‖α‖2 (c̃0 + c̃1m(t, x))
γ
, (2.38)

where c0 = 4c̃0 and c1 = 4c̃1. Since a ≡ α, the control α corresponds to the
drift of the diffusion (2.1), and thus the velocity with which an individual in the
crowd moves. The penalty function h thus increases quadratically with the norm
of the velocity, an it also increases with the value of the density m at the time and
space coordinates (t, x) of the individual. In other words, it is more difficult for an
individual in the crowd to move fast than slowly, and it is more difficult to move
when the crowd is dense. The resulting Hamiltonian (2.37) inherits the quadratic
term from the cost function (2.38) and is thus smooth in both p and m.

We will slightly modify the Hamiltonian given above. We thus consider a situ-
ation in which we have bounds on the maximal velocity at which an individual can
move is limited by an upper level which depends on the density of the crowd at the
point where the individual is situated. The quadratic penalty in (2.38) does indeed
penalize high velocities, but there is no upper bound for the allowed velocity. Since
pedestrians indeed have a limited max speed, it can be argued that it would be
more realistic to let this be reflected in the model. We will also consider that the
maximal velocity be a decreasing function of the density, which is realistic since
a pedestrian typically moves slower in a dense crowd than in a sparse one. We
will introduce this density dependent bound on velocities by letting the space A of
admissible controls be parametrized by the density m. We thus set

A = α : R2 → R2 : α(t, x) ≤ ᾱ (c0 + c1m(t, x))
−γ
, (2.39)

for some constant α and where c0, c1, γ are constants as in (2.37). Our penalty
function h will be a function of the space variable x only, and we will use it to
model a situation where certain areas of the domain Ω in (2.6) are more difficult for
a pedestrian to move in. With a penalty h = k(x), we then obtain our Hamiltonian
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from (2.5) as

H(t, x,m, p) = inf
α≤ᾱ(c0+c1m(t,x))−γ

k(x) + p · α

= k(x)− ᾱ ‖p‖ (c0 + c1m(t, x))
−γ

.
(2.40)

The Hamiltonian H above is not differentiable in the variable p for p = 0, whereas
the Hamiltonian with the squared norm from (2.37) is C∞ with respect to p. A
non-smooth Hamiltonian in (2.6) is likely to yield a more numerically challenging
problem than a smooth one.

We will adopt a geometry for our problem similar to what is used in [1], and
numerically solve the system (2.6) on the domain (t, x) ∈ [0, 1]×Ω with Ω = [0, 1]2.
As in [1], we will consider that Ω represents a room with an opening, and that a
crowd of people with some initial distribution will attempt to exit the room through
an opening. Homogeneous Dirichlet boundary conditions will be used to represent
the door, and homogeneous Neumann conditions to represent the walls. We will
consider that a door is located at x2 = 0 for x1 ∈ [0.7, 0.9] and set, with ∂n denoting
the derivative in the normal direction of the boundary of Ω in the space variable,

∂nm(t, x) = 0, (x1, x2) ∈ {0, 1} × (0, 1)
⋃

(0, 1)× {1}
⋃

(0,
¯
x)× {0}

⋃
(x̄, 1)× {0}

m(t, x) = 0, (x1, x2) ∈ [
¯
x, x̄]× {0} ,

(2.41)

for
¯
x = 0.7, x̄ = 0.9. For boundary values on the discrete grid χ1 × χ2 from (2.7),

we will define the functions in (2.14) so that

mi
1,k = mi

2,k for k = 2, . . . , n2 − 1

mi
n1,k

= mi
n1−1,k for k = 2, . . . , n2 − 1

mi
j,1 = mi

j,2 for j such that x1
j ∈ (0, 0.7)

⋃
(0.9, 1)

mi
j,1 = 0 for j such that x1

j ∈ [0.7, 0.9]
mi
j,n2

= mi
j,n2−1 for j = 2, . . . , n1 − 1

mi
1,1 = mi

2,2

mi
1,n2

= mi
2,n2−1

mi
n1,1 = mi

n1−1,2

mi
n1,n2

= mi
n1−1,n2−1

(2.42)

for all i = 1, . . . , n0. The boundary conditions used in the u-variable are exactly
the same. The geometry in [1] contains “obstacles” within the square Ω, for which
homogeneous Neumann conditions are used in the same fashion as for the “walls”
∂Ω. We will not use “hard” obstacles with boundary conditions, but rather model
“soft” obstacles by introducing a penalty on certain areas of the domain through
the function k in (2.40). Specifically, we set

D = [0.2, 0.3]× [0.2, 0.3]
⋃

[0.7, 0.8]× [0.2, 0.3]
⋃

[0.7, 0.8]× [0.7, 0.8] (2.43)
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and let

k(x) =

{
50 if (x1, x2) ∈ D
0 otherwise.

(2.44)

As initial condition in the m-variable we set, in (2.6),

m0(x) =

 4 if (x1, x2) ∈ [0.15, 0.35]× [0.7, 0.9]
8 if (x1, x2) ∈ [0.75, 0.95]× [0.7, 0.9]
0 otherwise.

(2.45)

The terminal penalty g in (2.6) is set to be the distance of an individual’s position
and the door, thus reflecting that every member of the crowd in the room is aiming
to get out through the door. Since the door is given by the points (y, 0) for y ∈
[0.7, 0.9], we thus have

g(m,x) = min
y∈[0.7,0.9]

(x1 − y)2 − (x2 − 0)2. (2.46)

We use a constant diffusion coefficient with the same value in both space direc-
tions. Specifically, we set ν1(t, x1

t ) ≡ ν2(t, x2
t ) ≡ 0.0375, where ν1, ν2 are defined as

in (2.4). We choose n0 = n1 = n2 = 50 in the definitions of our grids τ and χ1×χ2

from (2.8) and (2.7). In the Hamiltonian from (2.40) we use the constants ᾱ = 2,
c0 = 1, c4 = 4 and γ = 1.5 We then solve the systems (2.13) to (2.18) by means of
Algorithm 1, where we increase the number of time-steps by l = 2 in each iteration.
We show the initial density m0 and the final density at T = 1 in figures 2.1a and .
The value function u at t = 0 and t = 1 is displayed in figures 2.1c and 2.1d. We
can clearly see that the density decreases to zero close to the door, and that the
density is lower where we have placed “obstacles” by means of the function k. For
the displayed case, the residual in maximum norm of the function f(r), at T = 1,
was around 6 · 10−6. We were thus able to solve the problem with high numerical
accuracy.

2.6 Discussion

In Paper V of this thesis, we describe a model of an electricity market in which
the agents tries to minimize their energy cost through the use of a battery. In
our model, the electricity price depends on the mean value of the momentaneous
electricity usage taken over the infinite population of agents. We solve a model
problem in two dimensions which can be seen as an extension of the one dimensional
model used in [14]. The minimization of the cost function of each agent leads to a
set of mean field game equations of the type (2.6), in which the dependency on the
density function m enters as a moment integral. We use a fixed point argument
to prove existence of a solution to the mean field game equations for this case.
Solutions to mean field game equations with a more general form on the coupling
between the mean field m and the Kolmogorov equation in u have been studied in
for example [27]. We use the numerical setup outlined above in sections 2.3 - 2.5,
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Figure 2.1: Numerical solution to the system of mean field game equations for the
crowd model with Hamiltonian given in (2.40). We have used 51 grid points in time
and 50 in each of the space variables.

but now the integral over m that enters the equations lead to a globally coupled
system of discrete equations. In contrast, in the system (2.6) in two dimensions
with the Hamiltonian (2.40), the dependance on m is only local. In this respect,
the equations solved in Paper V are more numerically challenging than those given
in this introduction.
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