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Abstract. This thesis consists of four papers studying structure learning
and Bayesian inference in probabilistic graphical models for both undi-
rected and directed acyclic graphs (DAGs).

Paper A presents a novel algorithm, called the Christmas tree algo-
rithm (CTA), that incrementally construct junction trees for decompos-
able graphs by adding one node at a time to the underlying graph. We
prove that CTA with positive probability is able to generate all junction
trees of any given number of underlying nodes. Importantly for practical
applications, we show that the transition probability of the CTA kernel
has a computationally tractable expression. Applications of the CTA tran-
sition kernel are demonstrated in a sequential Monte Carlo (SMC) setting
for counting the number of decomposable graphs.

Paper B presents the SMC scheme in a more general setting specifi-
cally designed for approximating distributions over decomposable graphs.
The transition kernel from CTA from Paper A is incorporated as proposal
kernel. To improve the traditional SMC algorithm, a particle Gibbs sam-
pler with a systematic refreshment step is further proposed. A simulation
study is performed for approximate graph posterior inference within both
log-linear and decomposable Gaussian graphical models showing efficiency
of the suggested methodology in both cases.

Paper C explores the particle Gibbs sampling scheme of Paper B for
approximate posterior computations in the Bayesian predictive classifica-
tion framework. Specifically, Bayesian model averaging (BMA) based on
the posterior exploration of the class-specific model is incorporated into
the predictive classifier to take full account of the model uncertainty. For
each class, the dependence structure underlying the observed features is
represented by a distribution over the space of decomposable graphs. Due
to the intractability of explicit expression, averaging over the approxi-
mated graph posterior is performed. The proposed BMA classifier reveals
superior performance compared to the ordinary Bayesian predictive clas-
sifier that does not account for the model uncertainty, as well as to a
number of out-of-the-box classifiers.

Paper D develops a novel prior distribution over DAGs with the abil-
ity to express prior knowledge in terms of graph layerings. In conjunction
with the prior, a stochastic optimization algorithm based on the layer-
ing property of DAGs is developed for performing structure learning in
Bayesian networks. A simulation study shows that the algorithm along
with the prior has superior performance compared with existing priors
when used for learning graph with a clearly layered structure.
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Sammanfattning. Denna avhandling består av fyra papper som studerar
strukturinlärning och Bayesiansk inferens i probabilistiska grafiska mod-
eller för både icke-riktade och riktade acykliska grafer (DAGs).

Paper A framför en ny algoritm, kallad Christmas tree-algoritmen
(CTA), som inkrementellt konstruerar korsningsträd för nedbrytbara grafer
genom att lägga till en nod i taget till den underliggande grafen. Vi be-
visar att CTA med positiv sannolikhet kan generera alla korsningsträd
med godtyckligt antal underliggande noder. Vi visar att övergångssanno-
likheterna i CTA kärnan har ett beräkningsbart uttryck, något som är vik-
tigt inom praktiska tillämpningar. Tillämpnigar av CTA övergångskärnan
demonstreras i en sekventiell Monte Carlo (SMC) kontext för att beräkna
antalet nedbrytbara grafer.

Paper B presenterar SMC aloritmen i en mer generell miljö speficikt
anpassad för att approximera fördelningar över nedbrytbara grafer. Tran-
sitionskärnan för CTA från Paper A är där inkorporerad som förslagskärna.
För att förbättra den traditionella SMC algoritmen så föreslås vidare
en particle Gibbs sampler med ett s.k. systematiskt förfriskningssteg.
En simuleringsstudie är genomförd för både log-linjära och nedbrytbara
Gaussiska grafiska modeller och visar på effektivitet av den föreslagna
metodologin i båda fallen.

Paper C utforskar particle Gibbs sampler i Paper B inom ramver-
ket för Bayesiansk prediktiv klassificering. Med avseende att ta hänsyn
till den klass-specifika modellosäkerheten så representeras beroendestruk-
turen som underligger de observerade variablerna med en mängd nedbry-
tbara Gaussiska grafiska modeller. Med anledning av
svårigheten att explicit uttrycka aposteriorifördelningen för grafer så läggs
tonvikt vid Bayesiansk modellmedelvärdesbildning (BMA), där
medelvärdesbildning över approximerade aposteriorisannolikheter över
grafer utförs. Den föreslagna BMA-klassificeraren visar bättre prestanda
i jämförelse med såväl med den vanliga Bayesianska prediktiva klassi-
ficeraren som inte tar hänsyn till modellosökerheter som ett antal s.k.
out-of-the-box-klassificerare.

Paper D utvecklar en ny a priori-fördelning över DAGs med förmå-
gan at uttrycka förkunskap i termer av graflager. Tillsammans med a
prior-fördelningen utvecklas en stokastisk optimeringsalgoritm baserad
på graflageregenskapen i en DAG med avseende att genomföra struk-
turinlärning inom Bayesianska nätverk. En simuleringsstudie visar att
algoritmen tillsammans med a priori-fördelningen har bättre prestanda i
jämförelse med befintliga a priori-fördelningen när den används för att
inlärning av grafer med en tydlig lagerstruktur
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1. Introduction

The recent advances of computational power and the ability of storing large
datasets with modern computers have generated a need for modeling and under-
standing interactions between variables in various distinct areas, for example web
search, modeling genetic disorders, image recognition, reconstruction of biological
networks, speech recognition, natural language processing, robotics, fraud detec-
tion and many more. For such examples, a graph provides a convenient tool to
visualize dependence that are interpretable by human. Each node in the graph
represents a random quantity and the edge set defines the dependence structure
for the underlying joint probability distribution. In practice, the random quanti-
ties are represented by random variables and the underlying distribution is usually
assumed to belong to some known parametric family. These models are usually
referred to as graphical models and a vast body of literature written on this topic is
available, see e.g. Lauritzen (1996); Pearl (1997); Cowell et al. (2003); Whittaker
(2009); Koski and Noble (2009); Edwards (2012).

The graph itself or its underlying distribution may be deduced either from an
expert or inferred from data (or a combination). The main focus of this thesis
regards the problem of inferring the graph structure purely from data in a Bayesian
perspective, referred to as Bayesian graph structure learning. In this context, the
graph itself is regarded as a parameter and expressing information of the scientific
domain in terms of a prior distribution is essential. The assessment of graph
priors which are both informative and computationally tractable is known to be a
challenging and very important topic in the realm of structure learning, especially
in high-dimensional settings. Such distributions might be capable to capture prior
information by means of graph features such as edges, classes of edges, degree
distributions, causality and sparsity.

Having a graph prior suited for the specific problem at hand, it is then updated
by the data yielding the posterior which can then be used for Bayesian inference.
However, the space of graphs grows very fast with the number of nodes, thus
evaluating the posterior probability for every graph becomes computationally in-
feasible even for relatively small graphs. This problem has given rise to a major
development of stochastic computational methods in the last decades in order to
either approximate or identify high probability regions of the posterior. Markov
chain Monte Carlo (McMC) methods such as the Metropolis-Hastings algorithm
are commonly utilized for this purpose and several schemes for proposing new
graphs by perturbing the edges set have been suggested in the literature. An
important challenge to be addressed is the mixing problems inherited by the local
moves that characterizes the majority of algorithms in this area.

The rest of this thesis is structured as follows. The next section provides
an introduction the theory of graphical models and their interpretation for both
undirected and directed acyclic graphs. Section 3 gives an overview of problems
related to Bayesian inference in graphical models. Brief summaries of the four
papers are given in Section 4.
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2. Graphical models

Exploiting graphs for representing multivariate dependence has a long history,
starting for directed graphs in Wright (1921, 1934) for expressing causal rela-
tionships in what would later be called path analysis, and for undirected graphs
with the Ising model for modeling nearest-neighbor atomic spin arrangement in
statistical physics, see Lenz (1920); Ising (1925). More general graphs for repre-
senting dependencies known as Markov random fields, were later developed from
these models by Spitzer (1971) and Preston (1974). The Markov random fields
also provide a generalization of the standard independence assumption in Markov
chains: a future event is independent of the past knowing today’s state, usually
represented by a connecting state variables (nodes) that are neighbors in time
by an edge, to a more flexible representation where the dependence can be rep-
resented by an arbitrary undirected graph. The relation to the log-linear and
recursive causal models can be found in Darroch et al. (1980) and Kiiveri et al.
(1984) respectively.

In essence, the graph represents how an associated probability distribution P ,
or its corresponding density may be factorized according to the structure of the
graph. A flurry of variations of graphs are available and studied in the literature,
the reader is referred to Lauritzen and Sadeghi (2017) for an overview. This
thesis is contributes to Bayesian inference and related topics in both undirected
and directed acyclic graphs. The rest of this section is aimed for introducing
the factorization and Markovian properties of graphs in more detail to provide
background theory to the topics studied in the papers.

2.1. Notations and preliminaries. Throughout, we let P denote a probabil-
ity distribution defined on a measurable space (Ω,F), where Ω = ×pi=1Ωi is a
Cartesian product space and F = σ(Ω) is the σ-algebra generated by Ω. Random
vectors defined on (P,Ω,F) will be denoted by X = (Xi)pi=1 and take values in
X = ×pi=1Xi. The Xi’s will all either be finite discrete or continuous. A graph is
a pair (V,E), where V is a finite set of nodes and E ⊆ V × V is a set of edges.
A graph is said to be directed, if the order of the nodes in the edges matter, i.e
for α, β ∈ V , (α, β) 6= (β, α), whereas for undirected graphs the order is irrelevant
so that (α, β) = (β, α). A directed acyclic graph (DAG), is a directed graph that
contains no directed cycles, meaning that there is no way to return to a starting
node by following a path of nodes in the direction of the edges.

The development of graphs as statistical modeling tools really took off after the
study of conditional independence of random variables as a separate field, initiated
in Dawid (1979, 1980). Given any disjoint sets A,B,C ⊆ V , the random variables
XA and XB are said to be conditionally independent given XC , if it holds for any
D ∈ F and almost all xB , xC ∈ XB ×XC that

P (XA ∈ D | XB = xB , XC = xC) = P (XA ∈ D | XB = xB).(1)

This relation is denoted by XA ⊥⊥ XB |XC . An intuitive example demonstrating
the concept is as follows. Suppose for a randomly picked person from a list, one
would like to predict the color X1 of that persons hair. Then, knowing the hair
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color X2 of the persons siblings will certainly be valuable information. However,
if information about the hair color X3 of the persons parents is available, then the
knowledge about the siblings hair color will be superfluous which can be expressed
as X1 ⊥⊥ X2 |X3.

Further, if there exists a joint density fABC for XA, XB and XC , an equivalent
way to express (1) is in terms of marginal densities:

fABC(xA, xB , xC) = fAC(xA, xC)fBC(xB , xC)
fC(xC) .

2.2. Independence models. The connection between conditional independence
and graphs is established by the concept of Markov properties via the induced
independence model. For an extensive exposition on this subject, see Studeny
(2006). Let T (V ) denote the set of all possible triplets of the form 〈A,B | C〉
where A,B,C are disjoint subsets of some finite set V . An independence model
on V is a subset of T (V ) and V could for example be the nodes in a graph or
subsets of a random vector. For example, the independence model J (P ) induced
by the conditional independence statements in P is given by

J (P ) = {〈A,B | C〉 ∈ T (V ) : XA ⊥⊥ XB |XC}.

Hence, by having a probability distribution in mind when interpreting indepen-
dence models, the triple 〈A,B | C〉 can be thought of as XA ⊥⊥ XB |XC .

In the seminal papers Dawid (1979) and Dawid (1980), four fundamental prop-
erties for conditional independence were established which would later be taken
as axioms for characterizing a specific class of independence models called semi-
graphoids, see also Paz and Pearl (1985) and Dawid (2001) for an even more
general presentation. An independence model, J over a finite set V is a semi-
graphoid if the following properties holds for A,B,C and D being disjoint subsets
of V :

(S1) if 〈A,B | C〉 ∈ J then 〈B,A | C〉 ∈ J (symmetry)
(S2) if 〈A,B ∪D | C〉 ∈ J then 〈A,D | C〉 ∈ J (decomposition)
(S3) if 〈A,B ∪D | C〉 then 〈A,B | C ∪D〉 ∈ J (weak union)
(S4) if 〈A,B | C ∪D〉 ∈ J and 〈A,D | C〉 ∈ J then

〈A,B ∪D | C〉 ∈ J (contraction).
If the following additional property holds, J is called a graphoid:

(S5) if 〈A,B | C ∪D〉 ∈ J and 〈A,D | B ∪D〉 ∈ J then
〈A,B ∪D | C〉 ∈ J (intersection).

For many independence models of interest, pairwise conditional independence im-
plies setwise conditional independence. This is expressed by the following criteria:

(S6) if 〈A,B | C〉 ∈ J and 〈A,D | C〉 ∈ J then
〈A,B ∪D | C〉 ∈ J (composition).

A semi-graphoid satisfying (S6) is called compositional.
For instance, for any probability distribution P , the independence model J (P )

is a semi-graphoid. Alternatively, we may say that the generating quantity itself,
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in this case P is a semi-graphoid. Further if P has a strictly positive density it is
a graphoid, see e.g. Pearl (1997).

Two independence models J and J ′, are said to be faithful, isomorphic to-
or perfect independence maps (I-maps) of each other if J = J ′. A specific semi-
graphoid J is called probabilistic if there exists a distribution P such that J (P ) is
faithful to J . It was conjectured in Paz and Pearl (1985) that the semi-graphoid
axioms completely characterize probabilistic conditional independence in the sense
that every semi-graphoid J is probabilistic. The conjecture was however disproved
in Studeny (1990), where a stronger result on axiomatic characterization is stated,
showing impossibility of characterizing the probabilistic conditional independence
by a finite set of axioms.

Another example of a semi-graphoid is that induced by the separation state-
ments in an undirected graph, G = (V,E). For disjoint sets A,B,C ⊆ V , the set
A is separated from B by C in G, if all paths from A to B intersect C. This is
denoted by A ⊥ B |C. The independence model induced by G is the set

J (G) = {〈A,B | C〉 ∈ T (V ) : A ⊥ B |C}.(2)

Example 1. Figure 1 shows the undirected graph G = ({1, 2, 3}, {(1, 2), (2, 3)}),
having the induced independence model J (G) = {〈{1}, {3} | {2}〉}.

1 2 3

Figure 1. An undirected graph.

In contrast to probabilistic conditional independence, separation in undirected
graphs do have a complete characterization in terms of a finite set of axioms, see
e.g. Paz et al. (1996). A model satisfying these axioms are called graph induced,
and it can be verified that these models are compositional graphoids.

Ideally, in the context of structure learning, the underlying distributions for
which the graph is to be inferred should be graph induced. Since if that were
the case, the full set of induced conditional independence statements could be
represented by a graph. Unfortunately, this is in general not the case, the question
whether for a given distribution P there exists a graph G which faithful to G is
treated in Sadeghi (2017) in a general setting. The reversed statement is proved to
hold for specific type of distributions; given an undirected graph G it is possible to
construct a probability distribution P and a sample space such that P is faithful
to G, see Geiger and Pearl (1990, 1993); Sadeghi (2017). This result is however of
limited use from a statistical inference point of view where the graph is unknown
and the task is to infer it or the corresponding graph posterior distribution, given
a set of data.

The independence model induced by the separation statements in a DAG,
G = (V,E) is a graphoid as well. In order to make this statement clear, two
further concepts are needed. The ancestral set of some set A ⊆ V is the set of
nodes β such that there exists a directed path from β to A. The moral graph of G,
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denoted by Gm is the undirected graph obtained by first connecting (marrying)
the parents of every node by an undirected edge and then making all the edges
undirected. Now, the independence model induced by G is given by

J (G) = {〈A,B | C〉 ∈ T (V ) : A ⊥ B |C in (GAn(A∪B∪C))m},(3)

where An(A∪B∪C) is the minimal ancestral set containing A∪B∪C. As for prob-
abilistic conditional independence, there is no finite axiomatic characterization,
see e.g (Studeny, 2006, p. 51) for a discussion on this topic.

Example 2. Figure 2 shows the DAG, G = ({1, 2, 3}, {(1, 2), (3, 2)}) with condi-
tional independence model J (G) = {〈{1}, {3} | ∅〉}.

1 2 3

Figure 2. A DAG.

It was proved in Geiger and Pearl (1990) that for any DAG, G there exists a
discrete probability distribution P and sample spaces Xi’s such that P is faithful
to G.

2.3. Factorization and Markov properties. The following two definitions
found in Lauritzen (1996) provide the factorization of P according to a given
undirected or directed acyclic graph.

A complete set is a subset of V where each pair of nodes are connected by an
edge. A clique is a complete set which is not contained in any other complete set.
For directed graphs, the set of parents for a node α is denoted by pa(α). This set
contains all the nodes β ∈ V for which (β, α) ∈ E.

Definition 1. The distribution P is said to factorize according to an undirected
graph G if for all cliques A, there exist non-negative functions ψA that depend on
x only through the subvector xA, and there exists a product measure µ = ⊗α∈V µα
on X , such that P has the density f with respect to µ where

f(x) =
∏

A clique

ψA(xA).

Definition 2. The distribution P is said to admit a recursive factorization with
respect to a DAG G, if there exist non-negative functions, referred to as kernels,
kα : X × Xpa(α) → R, such that∫

kα(yα, xpa(α))µα(dyα) = 1

and P has a density f with respect to µ, where

f(x) =
∏
α∈V

kα(xα, xpa(α)).
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In lack of direct correspondence between graph separation and probabilistic
conditional independence, the Markov properties define which separation state-
ments in the graph should be interpreted as conditional independence in an as-
sociated distribution. Generally speaking, one semi-graphoid can satisfy certain
Markov properties with respect to another semi-graphoid, defining which inde-
pendence statements in the former are also included in the latter. In the present
context, the former will be induced by some distribution P and the latter by some
graph G.

Definition 3. A distribution P is said to be pairwise Markov (PM) with respect
to an undirected graph, G = (V,E) if for any α, β ∈ V it holds that

〈α, β | V \ {α, β}〉 ∈ J (G) =⇒ 〈α, β | V \ {α, β}〉 ∈ J (P ),
where J (G) is the independence model in (2).

The following theorem proved in Hammersley and Clifford (1971), bridges the
concept of factorization along a graph to the pairwise Markov property.

Theorem 1. A probability distribution P with positive and continuous density f
with respect to a product measure µ satisfies the pairwise Markov property with
respect to an undirected graph G if and only if it factorizes according to G.

The global Markov property has a more intuitive interpretation since every sep-
aration statements in G can be directly translated into conditional independence
in P .

Definition 4. A distributions P is said to be globally Markov (GM) with respect
to an undirected graph, G = (V,E) if for any disjoint sets A,B,C ⊆ V it holds
that

〈A,B | C〉 ∈ J (G) =⇒ 〈A,B | C〉 ∈ J (P ),
where J (G) is the independence model in (2).

The pairwise and global Markov properties are different in general where
(GM) =⇒ (PM). However, for J (P ) being a graphoid (PM) =⇒ (GM),
in which case they are equivalent, see Lauritzen (1996).

In Paper B and Paper C as in many practical situations of statistical modeling,
the underlying distribution P is considered to be multivariate Gaussian. The
following example illustrates how to construct a graph to which P is globally
Markov under this assumption.
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Example 3. Let P be a multivariate Gaussian distribution with positive definite
covariance matrix Σ. In this model all the conditional independence statements
are given by Σ. In particular it holds that

XA ⊥⊥ XB |XC ⇐⇒ (ΣAB|C)AB = 0,

where ΣAB|C is the covariance matrix in the conditional distribution of XAB given
XC = xC . This also implies that

(Σ−1)ij = 0 ⇐⇒ Xi ⊥⊥ Xj |XV \{i,j},(4)

for any i, j ∈ V , see e.g. (Studeny, 2006, Lemma 2.8). Thus an undirected graph,
G to which P satisfies the local Markov property can be constructed by, starting
from the empty graph, and then including (i, j) in G if and only if (Σ−1)ij 6= 0.
These models are usually called covariance selection models or Gaussian graphi-
cal models (GGMs), see Dempster (1972); Speed and Kiiveri (1986). Since Σ is
positive definite, there exists a corresponding density for P which is strictly posi-
tive. Therefore, J (P ) is a graphoid and satisfies the global Markov property with
respect to G as well. It can also be checked that J (P ) is compositional. However,
P will in general not be faithful to G, see Tatikonda et al. (2014). Consider the
following covariance matrix

Σ =

3 2 1 2
2 4 2 1
1 2 7 1
2 1 1 6

 .
The inverse of Σ does not contain any zeros so that the induced graph will be
the complete graph, but since (Σ13|2)13 = Σ13 − Σ12Σ22Σ23 = 0 we have that
X1 ⊥⊥ X3 |X2.

The following Markov property of DAGs is found as Proposition 3.32 in Cowell
et al. (2003).

Definition 5. Let G = (V,E) be a DAG. Then P is directed global Markov with
respect to G if for any disjoint subsets A,B,C ⊆ V

〈A,B | C〉 ∈ J (G) =⇒ 〈A,B | C〉 ∈ J (P ),

where J (G) is the independence model in (3).

The distribution P , or the pair (P,G) is usually called for a Bayesian network.
Assuming the existence of a density for P , the factorization property and directed
globally Markov property for a DAG G are equivalent, see e.g. (Lauritzen, 1996,
Theorem 3.27).

A version of the classic example illustrating the expressive power of the DAG
representation found in (Pearl, 1997, p. 93), is stated here. Assume that X1
and X3 are two coins who are flipped independently and let X2 be a bell that
rings whenever both coins shows heads. Suppose that we want to predict the
outcome of X1. Then information about X2 is of no value since by the assumption
X1 ⊥⊥ X3 | ∅. However, if we also know that the the bell rings, then we also have
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information about X1 so that X1 6⊥⊥ X2 |X3. The DAG to which the underlying
distribution is directed globally Markov is depicted in Figure 2.

2.4. Decomposable graphical models. Turning back to the class of distribu-
tions which are Markov with respect to an undirected graph, an important and
central concept in the study of graphical models is the ability to decompose a
graph into two parts. A decomposition of a graph, G is a pair (A,B) such that
A ∪ B = V and A ∩ B is a complete set separating A from B in the sense that
every path between nodes in A and B must intersect A ∩ B. The set A ∩ B is a
called a separator. A graph G is called decomposable if it is either complete, or
if there exists a decomposition (A,B) of G such that the induced subgraphs GA
and GB are both decomposable. Distributions which are globally Markov with
respect to decomposable graph G are called decomposable models. These models
are attractive and have gained much attention since they can be treated locally
clique-wise. Assume that P is a decomposable model with density f . Then f
admit the so called clique-separator factorization property

f(x) =
∏
C∈C f(xC)∏
S∈S f(xS)

,(5)

where C and S are the set of cliques and separators in G, respectively. In de-
composable models statistical operations such as likelihood ratios and posterior
densities of the parameters also factorizes according to the graph, and can thus
be performed locally on each clique, see e.g. Sundberg (1975); Frydenberg and
Lauritzen (1989). Due to the factorizational properties, many structure learning
algorithms are restricted to concern only decomposable models.

Another characterization of the decomposable graphs is useful in a structure
learning context. A graph G is decomposable if and only if its cliques C can be
arranged in a junction tree, meaning that for any pair A,B ∈ C it holds that
A ∩B ⊆ C, for every C ∈ C on the unique path between A and B.

Paper A presents an algorithm for stochastic generation of junction trees for
decomposable graphs, where the tree is constructed incrementally by expanding
the underlying graph with one node in each step. Its relevance and contribution
in the context of graph theory and learning graphical models will be discussed
further in Section 4.

It is important to note that the junction tree representation is not in general
unique, a simple example of two equivalent junction tree representations of one
specific decomposable graph is given below.

Example 4. Figure 4 illustrates the two possible junction trees of the graph
( {1, 2, 3, 4, 5}, {(1, 2), (1, 3), (2, 3), (2, 4), (2, 5), (3, 4)} ) from Figure 3. The cliques
are C = {{1, 2, 3}, {2, 3, 4}, {2, 5}} and the separators are S = {{2}, {2, 3}}.

There is a conceptual bridge connecting decomposable graph and DAGs. For a
DAG, G who’s moral graph Gm is decomposable, the independence set J (G) and
J (Gm) are equivalent. However, in some situations it is beneficial to regard the

8



1 2

3 4 5

Figure 3. A decomposable graph.

{1, 2, 3} {2, 3, 4} {2, 5} {2, 5} {1, 2, 3} {2, 3, 4}

Figure 4. Two junction tree representations the graph in Figure 3.

parents of a node in a DAG as direct causes of the effect (the node), such interpre-
tation will of course vanish when switching to the decomposable representation,
see Pearl (2009).

3. Bayesian inference

Given a set of n i.i.d observations of p-dimensional random vectors (Xj)pj=1,
stored as a matrix X = ((xij)pj=1)ni=1, the term structure learning refers to infer-
ence on the underlying independence model expressed by means of a graph. We
consider the graph posterior defined as

p(G|X) = f(X|G)p(G)∑
G′∈G

f(X|G′)p(G′)
,

where the first term in the numerator is the so called marginal likelihood defined
as

f(X|G) =
∫

θ∈ΘG

f(X|θ)f(θ)dθ,(6)

where ΘG is the parameter space restricted by G, f(X|θ) is the likelihood of X
for a given parameterization, θ and f(θ) is a prior distribution on ΘG. The second
term p(G) is the prior distribution on G, the graph space of interest.

The next three sections describe important considerations regarding p(G|X).

3.1. Prior specification. An understanding of the relevant scientific domain
may suggest that not every possible graph is equally plausible, and that cer-
tain features should be regarded as a priori more likely than others. As for any
Bayesian problem, the choice of prior can be challenging and does often involve
a trade-off between mathematical convenience and expressibility. Next, two pre-
sentations of priors for DAGs are briefly discussed.
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Mukherjee and Speed (2008) propose as a building block of DAG priors called
concordance functions, real-valued functions g on G that is increasing in the degree
to which graph G agrees with a certain prior belief. Specifically, they suggest log-
linear priors of the form

p(G) ∝ exp
(
λ

k∑
i=1

wigi(G)
)
,

where {gi(G)}ki=1 is a set of concordance functions weighted by {wi}ki=1 and λ
expresses the overall strength of prior. Let E+ denote a set of edges expected to
be present and E− a set of edges expected to be absent and let E+∩E− = ∅. The
following network prior is an example suggested in Mukherjee and Speed (2008):

p(G) ∝ exp
(
λ(g1(G) + g2(G))

)
,

where g1(G) = |E∩E+| and g2(G) = −|E∩E−|. Here, the concordance functions
are counting edges, with the prior attaining its maximum value if and only if G
contains all of the edges in E+ and none of the edges in E−.

A related presentation for both undirected and directed acyclic graphs can be
found in Byrne (2012); Byrne and Dawid (2015); Green and Thomas (2017) are
called structural Markov graph laws. The definition in the DAG case is considered
here.

A DAG law is called structurally Markov if for any A ⊆ V , it holds that

GV |A ⊥⊥ GA | {G ∈ D(A)},

where D(A) is the set of Markov equivalent DAGs in which A is an ancestral set.
The graph GV |A is the so called reminder graph of G given A, the definition is
skipped here. They define the d-clique vector, t(G) ∈ Z2V

and show that a graph
law is structural Markov if and only if it belongs to the exponential family with
density of form

p(G) ∝ exp(ω · t(G)),

where t(G) is the natural statistic. The connection to the log-linear prior suggested
in Mukherjee and Speed (2008) is seen by taking the d-clique vector as concordance
function. However, as pointer out in Byrne and Dawid (2015), the structurally
Markov laws assign equal mass to Markov equivalent graphs in contrast to the
priors suggested in Mukherjee and Speed (2008).

In Paper D, we derive a prior for DAG models which we term the minimal
Hoppe-Beta prior. Our suggested prior does in general not assign equal probability
to Markov equivalent DAGs, and does not belong to the exponential families
described above. However, by exploiting a minimal layering criterion which can
be calculated in any DAG, the suggested prior has the ability to express prior
knowledge in terms of layerings. Application of this may be useful in the so called
causal Bayesian network, where the number of layer in the DAG can be interpreted
as the maximal causal depth of the model.
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3.2. Graph likelihood. The evaluation of the marginal likelihood f(X|G) is a
central topic in structure learning. The reason is that in general, it does not have
a closed form expression.

For DAG models, this becomes tractable by using a prior f(θ) for θ = (θα : α ∈
V ), θα = (θα|β : β ∈ pa(α))) which is satisfies local independence, meaning that
the parameters within θα|β are mutually independent for α ∈ V , see Spiegelhalter
and Lauritzen (1990). For such priors the marginal likelihood is tractable.

For decomposable models, a prior for θ is said to satisfy the weak hyper Markov
property if for any decomposition (A,B) it holds that

θA ⊥ θB | θA∩B ,

where the notation θA refers to the marginal distribution of XA and θA|B deter-
mines the distribution of (XA|XB = xB). It is strong hyper Markov if

θA|B ⊥⊥ θB .

For example, given that the data is generated independently from a decom-
posable GGM with graph G and covariance matrix Σ, the distribution of the
maximum likelihood estimate XTX/n of Σ is weak hyper Markov with respect
to G. The sample distribution of XTX is called hyper Wishart as the individual
clique-specific marginal distributions are Wishart distributions which are hyper-
consistent, have the same marginals over the separators in G. Analogously, the
hyper inverse Wishart distribution is the law obtained by combining hyper con-
sistent inverse Wishart distributions. This law is shown to be the conjugate prior
for Σ and it satisfies the strong hyper Markov property, see Dawid and Lau-
ritzen (1993). As do the Markov distributions, the hyper Markov laws also admit
the characteristic clique-separator-factorization property. For example, the hyper
inverse Wishart distribution with graph G factorizes as

IWG(Σ) =
∏
C∈C IW(ΣC)∏
S∈S IW(ΣS)

,

where C and S are the cliques and the separators of G, respectively.
The strong hyper Markov property is of particular interest in Bayesian infer-

ence since it enables for posterior calculations to be performed locally using data
collected separately for each clique. For further details of hyper Markov laws, see
Dawid and Lauritzen (1993) and Letac and Massam (2007).

For non-decomposable models, Roverato (2002) derives the conjugate prior for
Σ−1 in non-decomposable GMMs and shows that it can be regarded as a gen-
eralization of the hyper Wishart law. The factorization of the density does in
this case split into densities over the so called prime components in the graph
in contrast to cliques in the decomposable case. The problem with these models
when applied in practice is the main motivation for using decomposable models;
the marginalizing constants corresponding to the individual prime components
do not have any explicit form. In decomposable models, these do have explicit
expressions, it is a product of the normalizing constants in the clique- and separa-
tor specific Wishart distributions. For non-decomposable, approximations can be
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obtained by Monte Carlo methods and importance sampling, see e.g. Roverato
(2002); Atay-Kayis and Massam (2005); Carvalho et al. (2007). However, such
approximations are computationally demanding which in turn means that struc-
ture learning algorithms relying on such methods are limited to problems with
about p ∼ 20. This is one explanation to the great attention that has been payed
to decomposable models the last decades.

In Paper C we focus on decomposable models and exploit the strong hyper
Markov property in a Bayesian model averaging (BMA) approach to predictive
classification. BMA is a simple but very powerful tool in the Bayesian toolbox for
performing statistical analysis, see Madigan and Raftery (1994); Madigan et al.
(1995); Hoeting et al. (1999). The rationale of the methodology for estimating a
certain statistical quantity of interest can be summarized as follows. Instead of
first selecting only one model and then proceed the analysis as if that model actu-
ally generated the data, in the BMA framework we employ a posterior distribution
over models and then obtain estimates of the statistical quantity of interest under
the assumption of each of the models. Each of the estimates are then weighted
by the corresponding model posterior probabilities. In case of predictive classi-
fication, the statistical object of interest is the predictive distribution for a new
unseen observation and each model is represented by a graph. As a key step of
the this procedure we derive the hyper normal inverse Wishart distribution from
combinations of hyper consistent inverse Wishart distributions and show that it
satisfies the strong hyper Markov property. It then follows that the obtained
predictive non-central graph t distribution is globally Markov with respect to G.

3.3. Graph space exploration. In the undirected case, even when restricting
the model space to the subset of decomposable graph, traversing the whole space
for a complete determination of the graph posterior is only possible for p ∼ 10.
Thus an exhaustive search and calculation of the posterior of all possible graphs
is also intractable. This section is focused on the main strategies for structure
learning in decomposable graphs. The problem imposed by restricting the consid-
eration to decomposable graphs when the true graph underlying the is actually
non-decomposable, is investigated and discussed in Fitch and Jones (2012) and
Fitch et al. (2014). For structure learning in Bayesian networks, extensive reviews
and tutorials are provided in e.g Heckerman (1995); Heckerman et al. (1995); Daly
et al. (2011); Koski and Noble (2012).

Traditionally, the exploration of the space of decomposable graphs is achieved
by Markov chain Monte Carlo (McMC) strategies to generate a trajectory of
decomposable graphs and possibly corresponding model parameters which after
a burn-in period will converge to the target distribution. These strategies are
typically based on variations of the Metropolis-Hastings algorithm, where new
graphs based on edge perturbations of the previous ones are iteratively proposed.
The proposed graphs are then accepted or rejected, according to a criterion which
ensures detailed balance in each move.

A blindly proposed edge modification of a current decomposable graph will
however typically not preserve the decomposability. Thus an algorithm which
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takes no consideration of the proposed edge perturbations will require a check
for each proposed graph. This can be achieved in time of order |V | + |E|, us-
ing for example the maximal cardinality search (Tarjan and Yannakakis (1984)),
see Madigan and Raftery (1994); Dellaportas and Forster (1999); Madigan et al.
(1995). However, even though the maximal cardinality algorithm is fast, an eval-
uation in each step will evidently not scale well. Moreover, the fraction of graphs
which are decomposable decreases very fast as the dimension grows as demon-
strated in Paper A, which also will lead to more rejections.

Frydenberg and Lauritzen (1989) identified the set disconnectible pairs of nodes
while maintaining decomposability as the set of connected nodes which are both
contained in exactly one clique. An analogous result for the set of connectible
nodes were proved in Giudici and Green (1999). Two nodes α and β are con-
nectible if and only if there exists some junction tree where α and β are contained
in two neighboring cliques. On the basis of these characterizations, Giudici and
Green (1999) provide a reversible jump McMC algorithm (Green (1995)) for ex-
ploring the joint space of graph and corresponding model parameters which ex-
clusively proposes legitimate moves, avoiding an extra check for decomposability.
A simplified expression of legitimate connections with improved time and space
complexity is given in Thomas and Green (2009).

Green and Thomas (2013) takes the junction tree representation for model de-
termination one step further and present an McMC sampling scheme where the
junction tree itself is used as a state variable. Here, the probability of one junction
tree is defined as the underlying graph probability normalized by the number of
equivalent junction tree representations. The junction tree representation sub-
stantially facilitates the determination of the possible moves, as it only requires
the structure of one single junction tree, the state tree itself. The mixing proper-
ties are reduced due to a more stringent selection of the underlying graph moves
imposed by the junction tree representation. On the other hand, multiple edge
moves are possible which will make the Markov chain to take larger jumps.

One of the problems in most McMC strategies is that the moves are made in
a local sense by single or multiple edge perturbation on basis of the previous ones
which may lead to poor mixing. In Paper B, we propose a particle Gibbs scheme,
defined on the junction tree space where the moves are of a more global character.

Even though McMC methods and other related sampling strategies have be-
come standard for graphical model determination, due to the immense search
space, one might not in practice expect the Markov chains to converge. In fact,
these methods are sometimes used merely as stochastic optimization algorithms
to find the best, say top-k graphs. Jones et al. (2005), exploit this fact and
provide a heuristic method which they call the shotgun-search, that operates on
either decomposable or non-decomposable graphs. Their generated Markov chain
will never converge, but they show by examples that it is faster than traditional
McMC approaches to detect high posterior regions for moderate sized graphs,
where p = 150.
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3.3.1. Graph estimation in GGMs. This section provides a brief overview of a
different approach to structure learning, applicable in GGMs. More precisely, the
connection between conditional independence and the elements in the precision
matrix, Θ = Σ−1 in the zero mean multivariate Gaussian distribution has enabled
for performing structure learning as a by-product of parametric inference. As a
direct consequence, if one is not interested in the full graph posterior distribution,
model determination in the Gaussian case can reach higher dimensions.

Consider the following optimization problem

(7)
minimize

Θ
trace(ΘS)− log det(Θ)

subject to Θ � 0,

where S = XTX/n and Θ � 0 indicates positive definiteness of Θ. For n > p, the
solution to (7) is the the maximum likelihood estimate of Θ given by Θ̂ = S−1,
see e.g. Johnson and Wichern (2007).

One natural first attempt to structure learning in this setting is to estimate the
graph from the non-zeros elements in Θ̂. The first problem with this approach is
that the event of a subset of elements in Θ̂ being zero has zero probability mass,
meaning that the graph estimate will always be the complete graph. One remedy
could be to impose a threshold, τ and regard elements Θ̂ij as zero if Θ̂ij < τ ,
where τ could be chosen by for example cross validation. A second problem with
this approach is that S is singular for n ≤ p, making this the method inapplicable
in many practical situation. For n ≈ p, even if S is not singular, it will suffer
from high variance giving unreliable estimates, see e.g Danaher et al. (2014).

The graphical Lasso, addresses the problem of dimensionality and zero proba-
bility by imposing the L1-penalty on Θ:

(8)
minimize

Θ
trace(ΘS)− log det(Θ) + λ‖Θ‖1

subject to Θ � 0,

where ‖Θ‖1 =
∑
i<j

|Θij | and λ > 0. This L1-penalty ensures convexity even

when n < p and has the property that certain elements of Θ may be forced by
λ to be exactly zero. Several solvers to (8) have been proposed in the literature,
see for example Vandenberghe and Boyd (1994); Mazumder and Hastie (2012);
Meinshausen and Bühlmann (2006); Yuan and Lin (2007); Pavlenko et al. (2012).

When viewed from a Bayesian perspective, the solution to (8) has a meaningful
interpretation. It is the mode of the posterior density of Θ � 0 defined as

f(Θ|X) = f(X|Θ)f(Θ)∫
Θ′�0

f(X|Θ′)f(Θ′)dΘ′
,(9)

where the prior, f(Θ) assumes the diagonal elements, Θii to be exponentially
distributed with parameter, nλ/2 and the off-diagonal elements Θij , i 6= j, to be
double-exponentially distributed with parameter nλ, for i, j = 1, . . . , p. Wang
(2012) proposes a block Gibbs sampling scheme for sampling from f(Θ|X) where
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the elements of Θ are sampled column-wise from known conditional distributions.
However, any approach to estimate the graph by sampling from this posterior is
doomed to induce new problems since sampling a specific Θ from f(Θ|X) has
probability mass zero as discussed above. The solution taken in Wang (2012)
is also to induce an ad-hoc thresholding technique similar to the one described
above.

4. Summary of papers

Paper A: Generating junction trees of decomposable graphs with the
Christmas tree algorithm. This paper presents a novel stochastic algorithm,
called the Christmas tree algorithm (CTA), for sequential generation of junction
trees for decomposable graphs. By starting with one node, a junction tree is se-
quentially built by adding one node at a time to the underlying decomposable
graph. In effect it also serves as a method for sequential generation of decompos-
able graphs. The CTA has two important properties which seem hard to obtain
at the same time for an algorithm which generates decomposable graph directly.
Firstly, every junction tree and hence every decomposable graph has positive prob-
ability of being generated. Secondly, the transition probability from one tree to
another has a tractable expression. These two properties make the CTA along
with its reversed version suitable as building blocks in the sequential Monte Carlo
(SMC) sampling scheme presented in Paper B.

As an example, we specify a distribution over the space of junction trees and
estimate the number of decomposable graph through the normalizing constant.
Estimations were made for up to p ≤ 15 nodes. For p ≤ 13 a comparison to the
true counts listed in Wormald (1985), where made. In all of the estimates, the
true value was within one standard error.

Figure 5 illustrates a one step transition of the CTA. The junction tree in the
right panel in a CTA expansion of the junction tree in the left panel, where the
internal node 9 has been added.

Paper B: Bayesian inference in decomposable graphical models using
sequential Monte Carlo methods. As described in Section 3.3, traditional
methods for approximating posterior distributions over decomposable graphs are
Metropolis-Hastings like samplers where local moves are proposed based on ma-
nipulations of the edge set. As an alternative to this, Paper B presents a particle
approach to the same problem. We recast the problem of graph estimation, which
in general lacks of natural sequential interpretation, into a sequential setting.
Specifically, we propose a recursive Feynman-Kac model which generates a flow
of junction tree distributions over a space of increasing dimensions and develop
an efficient SMC sampler. A key ingredient is the proposal kernel in our sampler
is the CTA transition kernel from Paper A. The cloud of evolving particle is con-
trolled by a set of parameters devising the sparsity of the proposed graph and the
neighborhood from which they are sampled.

Further we develop a particle Gibbs (PG) algorithm as it allows for generating
McMC chains with global moves on an underlying space of decomposable graphs.

15



1 2

3 4 5 6

7 8

9 1 2

3 4 5 6

7 8

{3, 4} {1, 4, 5} {2, 5, 6} {5, 6, 8}

{4, 5, 7}

{4} {5} {5, 6}

{4, 5}

{3, 4, 9} {4, 5, 9} {5, 6, 9}

{1, 4, 5} {2, 5, 6} {5, 6, 8}

{4, 5, 7}

{4, 9} {5, 9}

{4, 5} {5, 6}
{5, 6}

{4, 5}

Figure 5. The junction tree (decomposable graph) in the right
panel is a CTA extension of the junction tree (decomposable
graph) in the left panel.

To further improve the algorithms mixing properties of the PG we incorporate a
systematic refreshment step, implemented through direct sampling from a back-
ward kernel. Performance accuracy of the graph estimators are illustrated through
a collection of numerical examples demonstrating the feasibility of the suggested
approach in both discrete log-linear models and GGM.

Paper C: Graphical posterior predictive classifier: Bayesian model av-
eraging with particle Gibbs. The CTA and particle-based graph structure
learning algorithm proposed in Papers A and B respectively, provide a simulation-
based methodology to sequential Bayesian computation. In Paper C, we explore
this methodology from the perspective of predictive Bayesian inference. Specifi-
cally, we present a multi-class graphical predictive classifier that incorporates the
uncertainty in the model selection into the standard Bayesian formalism.

The natural strategy to take full account of the class-specific graph model
uncertainty is Bayesian model averaging (BMA). For each class, we represent
the model underlying the observed features by a set of decomposable GGMs.
However, even though the decomposability assumption severely reduces the model
space, the size of the class of decomposable models is still immense, rendering the
exact Bayesian averaging over all the models infeasible. We address this issue, by
exploiting the PG sampler of Paper B for approximating the graph posterior in
BMA.

As an intermediate result for deriving the graphical predictive classifier, we
introduce the hyper normal inverse Wishart conjugate family of prior distributions
and show that it is strong hyper Markov.

We present empirical results for a number of classification scenarios with the
synthetic data and one realistic dataset. The proposed classifier reveals supe-
rior performance compared to the ordinary Bayesian predictive rule that does
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not account for the model uncertainty, as well as to a number of out-of-the-box
classifiers.

Paper D: The minimal Hoppe-Beta prior distribution for directed acyclic
graphs and structure learning. This paper develops; 1) a prior distribution
for DAGs and 2) a stochastic optimization algorithm suited for the developed
prior. The impetus of the work is the paper Mansinghka et al. (2006), where a
joint prior distribution for DAGs and DAG layerings, together with a sampling
scheme for the joint posterior is developed. However, the layering of a DAG based
on the approach in that paper is not unique, for example the graph with p nodes
and no edges has 2p−1 possible layerings. This ambiguity has two major draw-
backs; firstly it is hard to interpret the partitions and secondly, standard structure
learning algorithms are not defined on a joint space.

The prior suggested in this paper exploits the fact that every DAG has a unique
minimal layering, see Healy and Nikolov (2002). A sampling procedure following
this prior, which we call the minimal Hoppe-Beta prior, can be described in two
main steps. First sample the minimal layering using Hoppe’s urn scheme. Then
sample edges randomly from a Beta distribution, while ensuring the minimal
layering obtained in the first step.

Since the minimal layering is unique, the minimal Hoppe-Beta prior enables for
expressing domain knowledge in terms of graph layerings. Thus the ambiguity of
the joint distribution in Mansinghka et al. (2006) removed. For example, the only
graph with p nodes with only one layer, is the empty graph. Another example is
the DAG shown in Figure 2, having the three possible layerings found in Figure 6,
where the layers are to be read in a vertical order from top to bottom so that the
minimal layering, found in the left panel of Figure 6, has node 1 and 3 in layer 1
and node 2 in layer 2.

The stochastic optimization algorithm is developed such that the minimal lay-
ering is maintained during the procedure, avoiding calculating it from scratch for
every scored graph.

The minimal Hoppe-Beta priors ability to express prior knowledge is compared
to the uniform prior and the prior developed in Mansinghka et al. (2006) in a
simulation study where the data, where data were sampled from a clearly layered
DAG.
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Figure 6. The three different layerings of the DAG
({1, 2, 3}, {(1, 2), (3, 2)}). The minimal layering is found to the
left where node 1 and 3 are in layer 1 and node 2 is in layer 3.
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