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Abstract

A major challenge in the transportation industry is how to reduce the emissions of
greenhouse gases. One way of achieving this in vehicles is to drive more fuel-efficiently.
One recently developed technique that has been successful in reducing the fuel
consumption is the look-ahead cruise controller, which utilizes future conditions such
as road topography. In this this thesis, similar methods are used in order to reduce
the fuel consumption of heavy-duty vehicles driving in environments where the
required and desired velocity vary. The main focus is on vehicles in urban driving,
which must alter their velocity due to, for instance, changing legal speed restrictions
and the presence of intersections. The driving missions of such vehicles are here
formulated as optimal control problems. In order to restrict the vehicle to drive in a
way that does not deviate too much from a normal way of driving, constraints on
the velocity are imposed based on statistics from real truck operation.

In a first approach, the vehicle model is based on forces and the cost function
involves the consumed energy. This problem is solved both offline using Pontryagin’s
maximum principle and online using a model predictive controller with a quadratic
program formulation. Simulations show that 7 % energy can be saved without
increasing the trip time nor deviating from a normal way of driving.

In a second approach, the vehicle model is extended to include an engine and
a gearbox with the objective of minimizing the fuel consumption. A fuel map for
the engine and a polynomial function for the gearbox losses are extracted from
experimental data and used in the model. This problem is solved using dynamic
programming taking into consideration gear changes, coasting with gear and coasting
in neutral. Simulations show that by allowing the use of coasting in neutral gear,
13 % fuel can be saved without increasing the trip time or deviating from a normal
way of driving.

Finally, an implementation of a rule-based controller into an advanced vehicle
model in highway driving is performed. The controller identifies sections of downhills
where fuel can be saved by coasting in neutral gear.



Sammanfattning

En stor utmaning för transportsektorn är hur utsläppen av växthusgaser ska min-
skas. Detta kan åstadkommas i fordon genom att köra bränslesnålare. En nyligen
utvecklad teknik som har varit framgångsrik i att minska bränsleförbrukningen är
framförhållningsreglering, som använder framtida förhållanden så som vägtopografi.
I denna avhandling används liknande metoder för minska bränsleförbrukningen i
tunga fordon som kör i miljöer där önskad och tvingad hastighet varierar. Fokus
ligger framförallt på fordon i stadskörning, där hastigheten måste varieras beroende
på bland annat hastighetsbegränsningar och korsningar. Denna typ av körning
formuleras här som optimala reglerproblem. För att hindra fordonet från att avvika
för mycket från ett normalt körbeteende sätts begränsningar på tillåten hastighet
baserat på statistik från verklig körning.

Problemet angrips först genom att använda en fordonsmodell baserad på krafter
och en kriteriefunktion innehållande energiförbrukning. Problemet löses både offline
med Pontryagin’s maximum princip och online med modellprediktiv reglering baserad
på kvadratisk programmering. Simuleringar visar att 7 % energi kan sparas utan att
öka körtiden eller avvika från ett normalt körbeteende.

Problemet angrips sedan genom att utöka fordonsmodellen till att också in-
nehålla motor och växellåda med målet att minimera bränsleförbrukningen. Specifik
bränsleförbrukning och en polynomisk approximation av förlusterna i växellådan är
extraherade från experiment och används i simuleringarna. Problemet löses genom
dynamisk programmering som tar hänsyn till växling, släpning och frirullning. Simu-
leringar visar att 13 % bränsle kan sparas utan att öka körtid eller avvika från
normalt körbeteende genom att tillåta frirullning.

Slutligen görs en implementering av en regelbaserad regulator på en avancerad
fordonsmodell för ett fordon i motorvägskörning. Regulatorn identifierar sektioner
med nedförsbackar där bränsle kan sparas genom frirulllning.
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Chapter 1

Introduction

1.1 Motivation

A major concern among scientists, politicians and in the industry is how to reduce
the emissions of greenhouse gases. Since the transport sector accounts for as much
as 22 % [1] of the CO2 emissions in the European Union, a lot of attention is given
to companies and institutions in this field. Companies in the transportation industry
also have their own incentives to decrease the fuel consumption of their vehicles.
For a European hauler, the fuel cost corresponds to about 35 % of the total costs[2].
The cost divided by category can be seen in Figure 1.1.

One way manufacturers of heavy-duty vehicles (HDV):s have reduced the fuel
consumption in recent years is by the development of smarter cruise controllers.
With more sensors and computational power available in the vehicle, such solutions
have become more common. This development is intensified by the trends toward
more autonomous vehicles, since these vehicles need to be able to automatically
control the velocity based on its sensor inputs.

Intelligent speed controllers are today a well-developed technique for highway
driving, where the variations in velocity are very small. Commercial solutions exist
with fuel savings of 3 % [3]. Such controllers make use of the fact that the acceleration
of HDV:s is strongly influenced by changes in the altitude, i.e., the road slope. The
air resistance that has large impact on personal cars has, in relation, smaller impact
on heavy vehicles. As opposed to lighter vehicles, HDV:s can have difficulties keeping
the cruising speed even in moderate uphills. Due to the great weight of such vehicles,
the power necessary in order to keep the cruising speed is in these situations greater
than the maximum possible. On the other hand, HDV:s often accelerate without
any tractive force even in moderate downhills. These two facts make the speed
controllers of HDV:s more complex than for personal cars. Fuel can be saved in
downhills by coasting, i.e., by not using any tractive force by the vehicle. The fuel
efficiency can be improved further by knowing future road slope. This is possible
today, since the road slope can be found by using a digital map and the current
position of the vehicle can be found by a global navigation satellite system, such as

1
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Figure 1.1: Cost for European haulers per category.

the Global positioning system (GPS). Fuel can then be saved by coasting already
ahead of a downhill. The vehicle will initially lose speed, but accelerate as it enters
the downhill. Since the velocity by using this technique is now lower towards the
end of the downhill than it would by otherwise, the use of the brakes is reduced.
However, this behavior will lower the average speed in downhills, which means that
some time is lost. This can be compensated for in uphills. A vehicle that does not
take any precautions ahead of an uphill will lose velocity and thus time as it enters
the hill. By accelerating ahead of the uphill and thus increasing the average velocity
in the hill, time can be saved.

For driving conditions with large variations in the required velocity such as urban
driving, these techniques are not as developed. Drivers in such applications face a
complex challenge, since factors such as road slope, changing speed restrictions, and
timing of gear changes must be taken into account simultaneously. Intersections and
stop signs force the vehicle to first decelerate and then accelerate again. Judging
by today’s rapid development towards higher degrees of autonomy of vehicles, the
decisions regarding how to control the speed of the vehicle are likely to be taken
by machines rather than humans in the near future. Similarly as fuel efficiency is
motivated by the high fuel costs, autonomy of the vehicles is motivated by the high
cost of drivers. The cost of drivers for European haulers is, which can be seen in
Figure 1.1, also around 35 % [2].
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Figure 1.2: A heavy-duty vehicle driving in an urban environment. Photo courtesy
of Scania CV AB.

1.2 Problem description

This thesis treats the subject of how to minimize the fuel consumption of an
HDV driving in environments where the desired and required velocity varies. One
important such environment is the urban environment. The method for reducing the
fuel consumption is to use information about future conditions, such as changing
speed restrictions and rode slope. By using this information, the control signals such
as traction and gear selection, can be set such that the expected fuel consumption
is minimized.

An HDV operating in an urban environment can be seen in Figure 1.2. As
opposed to a vehicle in highway driving, a vehicle in urban driving must often
perform large variations in the velocity. One reason for this is because of the design
of the infrastructure. The vehicle must obey to legal maximum speed restrictions,
the vehicle must stop at stop signs, and the vehicle might have to decrease its speed
when turning in an intersection in order not to drift or turn over. Another reason
is due to other traffic participants. The vehicle must slow down due to preceding
vehicles driving more slowly, or slowing down ahead of turning.

Another application where the desired and required velocity varies is HDV:s in
mining applications. Such vehicles must vary their velocity due to sharp curves and
limited visibility. Although most of the simulations covered in this thesis focus on
urban driving, the methods could be used for mining applications as well.
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Figure 1.3: A heavy-duty vehicle is driving in an environment containing road
elevation, varying speed restrictions and an intersection.

In order to be able to reduce the fuel consumption in urban environments,
it is important to know in advance the upcoming surroundings. This includes
information about slope of the road and upcoming speed restrictions, intersections
and roundabouts. A vehicle facing this kind of situation can be seen in Figure 1.3.
This vehicle approaches a new speed restriction followed by a stop sign in an
intersection, all the while the road slope is changing. In order for this vehicle to
drive fuel efficiently, it must take all this information into account simultaneously.
Such information can be given by a map, which often means that the information is
given for a large region at once. It can also be given as the vehicle drives, either
through a driver or detected and classified by a camera. Such technique is an example
of an advanced driver-assistance system (ADAS), which is a collection of systems
developed in order to automate part of the driving or assist the driver. The purpose
can be to improve safety, driver comfort, and fuel efficiency. Examples of ADAS
systems are adaptive cruise control (ACC), forward collision warning (FCW) and
lane departure warning systems [4].

Another way for the vehicle to receive useful information is by V2X communica-
tion. These are relatively new techniques through which a vehicle can communicate
with either other vehicles (V2V) or with the infrastructure (V2I). One example of
V2I is the communication between vehicles and traffic lights [5]. This communication
can be used in order to control the timing of the light signals such that the vehicle
can avoid stopping or even braking. Avoiding unnecessary stops can save a lot of
fuel, especially for heavy vehicles due to their large kinetic energy.
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There are driving conditions in which the velocity of a vehicle can be freely chosen,
without having much of an impact on or from the surrounding traffic participants.
Examples of such conditions include urban delivery driving during nights, buses in
dedicated lanes, and driving in mining applications. More common however, are
situations in which other traffic participants decrease the possibility to drive in the
desired way. These can have influence both directly, for instance by blocking the
way ahead of the vehicle, and indirectly, by the desire of controlling the vehicle such
that it does not disturb other traffic.

The main focus of this thesis is fuel optimal driving of HDV:s in urban environ-
ments. The main questions are how to control the vehicle in the best way and what
the potential fuel savings of such control are. The trade-off between fuel efficiency
and reduced trip time is considered throughout the thesis. Surrounding traffic is
not considered directly. Instead, the vehicle is enforced to adapt its way of driving
to how similar vehicles normally drive. The trade-off between on the one hand fuel
optimality and on the other hand, deviations a normal way of driving is investigated.
The optimal control methods and the solutions they lead to can be a basis for
the development of software for intelligent speed controllers. These can be used
both as ADAS systems in manually driven vehicles and for velocity control of fully
autonomous vehicles.

1.3 Outline and Contributions

In this section, the outline and contributions of the thesis are given.

Chapter 2: Background
This chapter treats how driving missions can be formulated as optimal control
problems. This is typically done by creating a vehicle model, defining a cost function
to minimize and setting constraints on the state and control variables. Different
complexity levels on the vehicle models as well as the question of solving the problem
online or offline are discussed. Lastly, a theoretical background for the methods used
in this thesis is given.

Chapter 3: Velocity constraints
This chapter introduces the concept of the driving corridor. The driving corridor
consists of upper and lower constraints for the velocity of the vehicle and its purpose
is to enforce the vehicle to drive in a way that similar vehicles would typically
do. The driving corridor is based on a reference speed trajectory together with a
statistical analysis of vehicles in live operation.

The chapter is based on the publications:

• Manne Henriksson, Oscar Flärdh, and Jonas Mårtensson. Optimal Speed
Trajectory for a Heavy Duty Truck Under Varying Requirements. In 2016
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IEEE 19th International Conference on Intelligent Transportation Systems,
pages 820–825, Rio de Janeiro, 2016

• Manne Henriksson, Oscar Flärdh, and Jonas Mårtensson. Optimal Speed
Trajectories Under Variations in the Driving Corridor. In 20:th IFAC World
Congress, pages 13062–13067, Toulouse, 2017

Chapter 4: Optimal speed control
In this chapter, the vehicle dynamics are described by a tractive force, a braking
force, and external environmental forces. The driving mission is formulated as an
optimal control problem with the objective of minimizing the energy consumption.
The optimal control problem is first solved using Pontryagin’s maximum principle.
Next, a model predictive controller is presented that solves the problem using
a quadratic programming formulation in a receding horizon fashion. Sensitivity
analyses are performed with respect to both the settings of the driving corridor and
the horizon length.

The chapter is based on the publications:

• Manne Henriksson, Oscar Flärdh, and Jonas Mårtensson. Optimal Speed
Trajectory for a Heavy Duty Truck Under Varying Requirements. In 2016
IEEE 19th International Conference on Intelligent Transportation Systems,
pages 820–825, Rio de Janeiro, 2016

• Manne Henriksson, Oscar Flärdh, and Jonas Mårtensson. Optimal Speed
Trajectories Under Variations in the Driving Corridor. In 20:th IFAC World
Congress, pages 13062–13067, Toulouse, 2017

• Manne Held, Oscar Flärdh, and Jonas Mårtensson. Optimal Speed Control of
a Heavy-Duty Vehicle in Urban Driving. Submitted to IEEE Transaction on
Intelligent Transportation Systems

Chapter 5: Optimal powertrain control
In this chapter, the vehicle model from the previous chapter is extended to include
an engine, a clutch, and a gearbox. The driving mission is formulated as an optimal
control problem with the objective of minimizing the fuel consumption. The instan-
taneous fuel consumption is given by a fuel map derived from experiments. The
problem is solved using Dynamic programming, with specific transitions between
stages consisting of same gear transitions, coasting in neutral, coasting with gear,
and transitions involving gear changes.

The chapter is based on the following publication:

• Manne Henriksson, Oscar Flärdh, and Jonas Mårtensson. Optimal Powertrain
Control of a Heavy-Duty Vehicle Under Varying Speed Requirements. In 2017
IEEE 20th International Conference on Intelligent Transportation Systems,
Yokohama, 2017
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Chapter 6: A heuristic extension to highway driving
This chapter presents a contribution to the AAC2016 Benchmark - Look ahead
control of Heavy Duty Trucks on Open Road, which was a benchmark challenge
taking place at the 2016 IFAC Advances in Automotive Control in Kolmården,
Sweden. The benchmark challenge consisted of the task of minimizing the fuel
consumption of an HDV in highway driving, given an advanced vehicle model. The
proposed solution consists of a rule based controller focusing on coasting in neutral
ahead of downhills and using full power ahead of uphills. The chapter is based on
the following publications:

• Andreas Thomasson, Lars Eriksson, Kristoffer Ekberg, Alberto Reig, Mark
Eifert, Fabrizio Donatantonio, Antonio D’Amato, Ivan Arsie, Cesare Pianese,
Pavel Otta, Manne Henriksson, Ulrich Vögele, and Christian Endisch. Look-
Ahead Controls of Heavy Duty Trucks on Open Roads - Six Benchmark
Solutions. Submitted to Control Engineering Practice

Chapter 7: Summary, conclusions, and future research directions
The final chapter of the thesis summarizes the work presented and emphasizes
potential future research directions.

1.3.1 Contribution by the author
The order of the author names reflects the workload, where the first had the most
important contribution. The author of this thesis was previously known under the
name Henriksson, which is the name used in most of the publications. The author
of this thesis is the main author of the publications and the results are mostly
his own original work. One exception, where all but the first three authors made
the same amount of contribution is Andreas Thomasson, Lars Eriksson, Kristoffer
Ekberg, Alberto Reig, Mark Eifert, Fabrizio Donatantonio, Antonio D’Amato,
Ivan Arsie, Cesare Pianese, Pavel Otta, Manne Henriksson, Ulrich Vögele, and
Christian Endisch. Look-Ahead Controls of Heavy Duty Trucks on Open Roads -
Six Benchmark Solutions. Submitted to Control Engineering Practice.





Chapter 2

Background

2.1 The driving mission as an optimal control problem

The approach for reducing the fuel consumption in this thesis is to formulate the
driving mission as an optimal control problem (OCP). The solution to this problem
can then be used when controlling the vehicle. An early attempt to decrease the
fuel consumption in this way is done in [11], where it is investigated how a vehicle
driving on a highway should deviate from its set speed depending on the changes in
road grade. Pontryagin’s maximum principle (PMP) is used to find optimal speed
trajectories. Since the technological equipment necessary in order to predict the
upcoming hills, such as the GPS, was not yet developed at this point, the applications
of the work was not yet clear. In [12], 15 late-model cars are modelled and dynamic
programming (DP) is used in order to find behavior that maximize the fuel economy.
A few specific situations are considered, such as driving between two stop signs and
cruising in a hilly terrain.

In the last decades, the interest in finding fuel efficient control has increased and
thus also the available literature on the topic. An overview of how driving missions
can be formulated as OCP:s is given in [13].

2.1.1 Online or offline

One way of categorizing solutions for reduced fuel consumption in two groups is to
view the target as either (a) solve the OCP offline and use the derived trajectory as
a reference for an online controller to track or (b) solve the OCP online while driving.
Several solution methods exist for both approaches; however, they are usually
implemented differently. When solving the problem as in (a), the computational
time is not crucial, so the calculations can be allowed to take a considerable amount
of time. On the other hand, if the vehicle cannot exactly follow the trajectory found
by the optimal control, e.g. due to disturbances, an external controller must be
used. When solving the problem as in (b), the computational time must be taken
into account. The problem must be solved at least within the update frequency

9
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of the controller. A common way to resolve this is to use the framework of model
predictive control (MPC) [14]. The solver considers the predicted states within some
horizon and adds a cost at the end of this horizon. When the problem is solved for
this horizon, only the first part of the derived control is applied to the vehicle, the
position is updated, and the problem is solved again. An investigation of how near
optimal solutions can be reached by different levels of information in the controller
is performed in [15] for a hybrid electric car in urban environment. It is found that
a position independent controller consumes 1-3 % more fuel than optimum and a
position dependent controller reaches consumption of less than 0.2 % from optimum.

One popular method for solving OCP:s is to use PMP [16]. This method has
successfully been applied to the optimal control of rail bounded trains [17][18][19]
and to Hybrid electric vehicles (HEV):s [20][21]. A similar method is used in [22]
to identify different policies for highway driving such as maximum fueling and no
fueling. By formulating the problem using PMP, one can in many cases draw the
conclusion that the optimal control consists of sequences of specific modes, such as
maximum power and coasting [23]. In order to find the solution of such problems,
it is often necessary to use a shooting method in order to find the initial value of
the variables. This is done in [24], where the method is applied to a plug-in hybrid
electric vehicle (PHEV). PMP is usually used for finding the trajectory offline, but
can also be used when solving the problem in an MPC fashion by using a penalty
function at the end of the horizon [25].

For more complicated problems than the ones usually solved by PMP, one
possible approach would be to discretize the search space and find the optimal
solution by exhaustively searching through all possible solutions. Since this would
in most cases mean searching through an enormous amount of possible solution,
methods for reducing the size of this search is often used. One common approach is
the use of DP. By applying DP, the search space and thus the complexity of the
problem is reduced [26][27]. The execution time can be reduced further by applying
some heuristic in the search for the optimal trajectory [28][29][30]. In [31], the
optimal control of an HDV driving on a highway is found using DP. Another way to
reduce the computational burden in the vehicle is to solve the OCP in the cloud [32].
The optimal control of an off-road construction vehicle is found in [33] by an MPC
framework using DP. In [34], a car-following problem is solved using DP. In order
to take the preceding vehicle into consideration as a constraint, the computations
are performed forward in distance as opposed to the standard algorithm where the
computations are performed starting from the end position.

2.1.2 Diversity in solution methods

An example of how a driving mission formulated as an OCP can be solved in many
different ways is the work done in [10]. The paper summarizes six solutions of
the Heavy Duty Truck on Open Road- The AAC2016 Benchmark[35]. Given an
advanced model of an HDV, the contestants were given the challenge of constructing
a controller for the vehicle in order for it to drive 120 km on a highway. The solutions
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had to obey to strict constraints regarding air-to-fuel ratio, maximum turbo speed
and trip time etcetera. The solutions were scored mainly by the fuel consumption,
but also by computational time and by points given by industrial and academic juries.
In total, six contestants contributed with a solution to the benchmark competition.
These are briefly described here in order to give an example of how the same problem
can be solved in a variety of ways.

In the first solution of the benchmark problem, the differential equations of the
system are discretized using collocation. The discretized problem is then transcribed
into a non-linear program which is solved using the solver IPOPT, which is an open
source solver based on an interior point method.

The second solution takes advantage of knowing the road slope by changing
the speed set-point depending on whether the vehicle is driving downhill, uphill or
on flat sections of the road. By doing so, the required torque is chosen such that
the working point of the engine is moved in order to increase the efficiency. The
constraint on air-to-fuel ratio is fulfilled by realizing that the risk of violating the
constraint is greatest during tip-in and tip-out. These situations typically occur at
crests of downhills and uphills, and the fueling is therefore controlled such that less
fuel is injected in these situations.

In the third solution, the problem is first solved offline using dynamic program-
ming in order to find trajectories for the velocity and gear selection. The trajectories
are then tracked online by a controller taking as input the deviation from the
reference speed and the current magnitude of the resistive forces.

In the fourth solution, multivariable polynomials are obtained in order to describe,
among others, the fuel flow and steady-state value of the speed. These are found
as functions of the control signals, the rode slope and the gear selection. An offline
optimization problem is then formulated with the cost function consisting of a
combination of fuel cost at steady state and the cost of acceleration.

The fifth solution, proposed by the author of this thesis, is based on a heuristic
rule-based system. Chapter 6 of this thesis is devoted to this solution.

In the sixth solution, a predictive controller is used. Given the current vehicle
state, the controller derives optimal velocity profiles and control strategies. A solution
is defined as optimal if there is no other solution which has both shorter predicted
trip time and lower fuel consumption. In case the road slope information is missing,
which is defined as a fallback situation in the contest, the future slope profile is
estimated using a neural network.

Even though the six solutions solve the same problem, they are all different.
They all have their pros and cons when considering simultaneous fuel consumption,
pre-computational time, online computational time, robustness etcetera.

2.1.3 Reducing the computational time

As mentioned previously, it is often crucial that the OCP:s can be solved quickly.
One way of solving the problem using an MPC approach very quickly is to simplify
the problem such that it can be formulated as a quadratic program (QP) [36]. OCP:s
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representing driving missions often include a trade-off between the minimization of
on the one hand fuel or energy consumption and on the other hand trip time. The
fact that time is inversely proportional to velocity renders a nonlinear relation if
the velocity is used as state variable. In order to being able to take the trip time
into consideration in a QP, the deviation from a reference speed can be penalized
instead of the trip time [37]. Another way is to make the relation between velocity
and time linear by linearizing the velocity around some value. This is done in [38]
by approximating time by a piece-wise affine (PWA) function.

Several other methods for reducing the computational time have been suggested
in the literature. In [39], a nonlinear MPC is solved in real-time by a convexifi-
cation and relaxation approach. In [40], an MPC is developed for personal cars
in urban environment and solved using a continuation and generalized minimum
residual (C/GMRES) method. A similar problem is solved in [41], where sequential
quadratic programming (SQP) is used and the update is sped up by taking advantage
of structures in the problem.

2.1.4 Feasibility of solutions

Formulating and solving a driving mission as an OCP might yield solutions that
are not suitable to use in real driving. The risk of this is especially large when
considering vehicles with varying speed requirements, such as the ones in this thesis.
For instance, long distances of coasting ahead of stopping is generally energy efficient,
but can be frustrating both to the driver and to trailing vehicles. This problem can
be solved by settings restrictions on the allowed deceleration or velocity at different
positions or at different times. One way to set such restrictions on the velocity of the
solution is to use data from real traffic. This is done in [42], where such boundaries
are referred to as the driving corridor. In [27], an optimal cruise control algorithm
is developed using DP for an HEV having its velocity limited by a driving corridor.
Studies on the fuel consumption in environments with varying speed restriction
include [43], where subsections of the driving mission are divided into the phases
acceleration, constant speed and deceleration. The optimal switching points between
these are then found analytically.

One application where varying speed requirements need to be considered is when
driving in the presence of traffic lights. The restrictions on velocity can then be set
depending on whether the signal is red or green [44]. In [45], the velocity trajectories
during deceleration are restricted by a maximum and minimum deceleration. The
minimum deceleration is given by the value given by constant deceleration in order
to pass the traffic light as it turns green. The maximum deceleration is given by
60 % of the gravity constant.

Another application where varying speed requirements need to be considered is
when driving in the presence of other traffic. In this situation, the restrictions on
the velocity of the controlled vehicle, referred to as the ego-vehicle, are typically
restricted by a preceding vehicle. In [46], the deceleration of cars is studied in order
to approximate the average velocity as a polynomial function of distance to stopping
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position. This function is used to model the deceleration of a preceding vehicle, and
it thereby influences how the ego-vehicle can drive. Using an MPC is popular when
considering a preceding vehicle, because it has the possibility to dynamically adapt
to changes in the environment that cannot be predicted. Three different MPC:s are
proposed in [47], with different approaches to treating uncertainties in the future
behavior of the preceding vehicle.

2.1.5 Engine efficiency

The efficiency of a combustion engine depends on the engine speed and the torque.
This efficiency can be described by the brake specific fuel consumption (BSFC),
which is a map of the efficiency as a function of engine speed and torque. The BSFC
is considered in the optimization problem in [48], where it is investigated how the
engine efficiency influences the optimal driving strategy at different velocities of the
vehicle. The BSFC is approximated by a continuous function in [49] and solved in
a receding horizon fashion using SQP to solve the underlying nonlinear program.
Nonlinearities in the BSFC of an HDV is studied in [50], where it is found that
switching between two different speeds is beneficial compared to keeping a constant
speed on a road with moderate grade. This is done such that the vehicle avoids
operating at inefficient engine speeds. The fuel consumption in [51] is experimentally
fitted to a function in engine speed and torque. Dynamic programming is then used
to minimize the fuel consumption of a light vehicle with a rule based gear selection
based on engine speed.

There are two distinct ways in which a vehicle can travel without any positive
tractive force. In this thesis, these are denoted coasting with gear when the powertrain
is closed, and coasting in neutral when the powertrain is open. When the vehicle
model does not include a powertrain, coasting means that the vehicle is subject to
neither any tractive nor any braking force.

During coasting with gear, no fuel is injected to the engine and the engine is
kept running by the inertia of the vehicle. When coasting in neutral, the engine
is kept at idling speed by combustion of fuel in the engine. These two cases are
studied in [52] when vehicles have to slow down when approaching traffic lights. A
stochastic dynamic programming approach is used in a car-following scenario in [53],
with the fuel consumption modelled by a multilayer perceptron. The fuel economy is
improved by up to 13 % by using a so called pulse-and-glide (PnG) technique. PnG
is a driving technique consisting of switching between on the one hand tractive force
at or close to the most efficient working point of the engine and on the other hand
coasting in neutral with low fuel consumption.

When several types of energy are involved in the OCP, such as fuel, electric
energy, and rotational energy, a way of weighting the cost between these energy types
are necessary. This is discussed in [54], where an evaluation of the fuel equivalent of
electrical energy in an HEV is performed.
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2.2 Optimal control - formulating the problem

The OCP:s in this thesis are formulated either in continuous or discrete form. These
are both described in the following.

2.2.1 Continuous form

The continuous form of an OCP can be stated as

minimize
u(s)

∫
S

0
f0(s, x(s), u(s))ds + φ(x(S))

subject to dx(s)
ds

= f(s, x(s), u(s)),

x(0) = x0,

x(S) ∈ XS ,

u(s) ∈ U ,

(2.1)

where s denotes the independent variable which in this thesis is the position, x(s)
the state variable, u(s) the control, f0 the cost function, φ(x(S)) is the terminal
cost, U the set of possible control, S the final position, x0 and xS the initial and
final values of the state variable respectively, XS the set of feasible terminal states
and f the differential equation for the state variable.

2.2.2 Discrete form

In the discrete form of an OCP, the independent variable is discrete and defines
the different stages. The state and control variable might still be continuous. The
discrete form of an OCP can be stated as

minimize
uk

N−1
∑
k=0

f0(s, xk, uk) + φ(xN)

subject to xk+1 = f(s, xk, uk),
x0 given,
xN ∈ XN ,

uk ∈ U ,

(2.2)

where k denotes the enumeration of the stages, N the final stage, xk the state
variable at stage k, uk the control, f0 the cost function, φ(xN) is the terminal cost,
U the set of possible control, S the final position, x0 and xS the initial and final
value of the state variable respectively, XN the set of feasible final states, and f the
difference equation for the state variable.
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Figure 2.1: Concept of a model predictive controller. The predicted control is found
such that the predicted states take optimal values. The first part of the control is
implemented, and the procedure is then repeated.

2.3 Optimal control - solving the problem

There are many available methods for solving the problems presented in Section 2.2.
The methods used in this thesis are presented in this section.

2.3.1 Pontryagin’s maximum principle
PMP states [16], that given an OCP on the form 2.1, the optimal solution must
pointwise maximize the Hamiltonian H given by

H(s, x, u,ψ) ≜ −f0(s, x, u) + ψT f(s, x, u). (2.3)

The variable ψ is the adjoint-state variable with derivative

dψ
ds
= −∂H

∂x
(2.4)

having ψ(0) and ψ(S) free given that the values on x(0) and x(S) are fixed. PMP
provides a necessary, but not sufficient, condition for optimality.

2.3.2 Model predictive controller
MPC is a control framework that iteratively solves OCP:s. Given a state-space
model of the system, future states can be predicted from the current state and future
predicted control inputs. The MPC finds the control that should be applied in order
to make the state variables attain optimal values. The control framework was first
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used in the seventies in chemical plants [55]. Because of limited computational power
at this time, such slow processes were the only ones that could be solved using an
MPC. As of today, computational speed is much higher and the control framework
can therefore be implemented in many other applications involving quicker processes.

The following OCP is solved at each time instant k:

minimize
uk

k+NH−1
∑
j=k

f0(j, xj , uj) + φ(xk+NH
)

subject to xj+1 = f(j, xj , uj),
xk given,
xj ∈ X ,
uj ∈ U

(2.5)

where k is the current stage, NH is the prediction horizon, f0 is a cost function, φ
is the cost at the end of the horizon, f is the difference equation for x, xk is the
given current state, X and U are the sets of feasible states and control input. The
concept is visualized in Figure 2.1.

2.3.3 Dynamic Programming
DP is a method for solving complex OCP:s by breaking them down into simpler
subproblems. Each subproblem is solved once and its solution is saved. This solution
is used later if the same subproblem occurs again. The method, introduced in [56],
relies on the principle of optimality, i.e., the fact that regardless of what the initial
state is, the remaining control must be optimal with respect to the states resulting
from this control. For a problem on the form (2.2), the optimal cost-to-go Jk(xk) is
defined as the cost for taking xk at the current stage to the final stage using the
optimal control sequence. The transition cost from one stage to the next is denoted
ζk(xk, uk). The algorithm becomes

1. At the last stage N , the optimal cost-to-go is equal to zero for all feasible
states at this stage JN(xN) = 0∀xN ∈ XN .

2. For k = N − 1, ...,1, the optimal cost-to-go is given by

Jk(xk) =min
uk

{ζk(xk, uk) + Jk+1(fk(xk, uk))}. (2.6)

3. The solution constitutes of the control sequence uk for k = 1, ...,N − 1.

In this thesis, DP is applied to problems with discretized state variables. The concept
can be seen in Figure 2.2.
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Figure 2.2: The dynamic programming algorithm. At stage k, three different transition
costs are calculated by using the three different controls, u1, u2, and u3. The optimal
one among these is the one for which the sum of transition cost and the cost-to-go of
the resulting state is the lowest.





Chapter 3

Velocity constraints

3.1 Motivation

Throughout this thesis, the concept driving corridor is used to denote the upper
and lower constraint for the velocity of the vehicle in the OCP. One interpretation is
that these two constraints together form a corridor within which the velocity must
be. The driving corridor will have a very important role in forming how the speed
trajectories in the solutions of the OCP:s will look.

In this thesis, the position s is mainly used as the independent variable. The
other option is to use time as the independent variable. Since the focus here is driving
in environment with changing conditions, such as different speed requirements and
varying rode slope, choosing position rather than time is a more convenient choice.
Furthermore, the kinetic energy rather than velocity is used throughout this thesis to
describe the movement of the vehicle. There is a direct relation between velocity and
kinetic energy and the two terms will therefore be used interchangeably throughout
the thesis. The relation is given by

K(s) = mv(s)
2

2
, (3.1)

where K is the kinetic energy, v is the velocity and m is the mass of the vehicle.
Using the kinetic energy to describe the motion of the vehicle follows naturally when
position is chosen as the independent variable. The differential equation relating the
movement of the vehicle with the resulting forces on it then becomes linear. The
same is true if the velocity is used as the state variable with time as the independent
variable. This can be seen from the two relations

dK

ds
= F
m
= dv
dt

(3.2)

where F is the sum of the external forces. The driving corridor will therefore mainly
be given in terms of kinetic energy.

The upper and lower constraints of the driving corridor are denoted Ku(s) and
Kl(s) respectively. The existence of an upper constraint Ku(s) can be motivated by

19
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Figure 3.1: Reference speed trajectory from part of the Trosa driving cycle.

legal maximum speed restrictions, the necessity to lower the speed in sharp curves,
and special conditions due to climate and weather. The motivation of the lower
constraint is to restrict the vehicle to drive in a way that resembles how an HDV
normally drives. The lower constraint makes an important difference to the speed
profile, especially during decelerations and in downhills. From simulations without
a lower constraint on the velocity, it was found that when the vehicle approached
a downhill or an area where the maximum allowed velocity was decreasing, the
optimal solution was to decelerate by coasting rather than braking. This is optimal
from an energy perspective, but would probably not be accepted by a driver nor
the surrounding traffic. The intention of using the driving corridor is to delimit this
kind of behavior. For the question of exactly how these constraints should be set,
there is not a single answer. The approach in this thesis is to base the constraints
on data from real truck operation in order to set them according to how a similar
vehicle would normally drive.

3.2 Reference speed trajectory

In order to perform simulations of driving missions of vehicles, it is common to
use a driving cycle as the basis for setting constraints in the OCP. A driving cycle
typically contains a desired speed profile as a function of time or position and may
also contain an altitude profile of the road. A popular driving cycle for highway
driving is the highway fuel economy test cycle (HWFET) and a popular driving
cycle for urban driving is the urban dynamometer driving schedule (UDDS) [57].
Both these are used for simulations of an HEV in [58]. The speed profile from
driving cycles is in this thesis used as a basis for creating the driving corridor. The
driving cycle used for simulations of urban driving in this thesis is an internal test
cycle at Scania CV known as the Trosa driving cycle. The Trosa driving cycle was
developed in order to be a reference cycle for testing driving applications in which
the required speed profile contains frequent variations. The data from this cycle
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used for simulation are an altitude profile and a reference speed trajectory. The total
length of the Trosa driving cycle is 70 km. A part of its reference speed trajectory can
be seen in Figure 3.1. The reference speed trajectory contains sections of constant
values interrupted by complete stops.

The reference speed trajectory vr(s) is the basis for creating the driving corridor.
On sections where the reference velocity is constant, the driving corridor is centered
around it. This is done by allowing a deviation of v∆ in both directions. The
constraint for the driving corridor becomes

vr(s) − v∆ ≤ v(s) ≤ vr(s) + v∆. (3.3)

This resembles how the driver of a HDV on a highway can often set the cruise
controller: A set speed together with some allowed deviation.

On sections where the speed reference is lowered, i.e., where the vehicle needs
to decelerate, it is not as clear how to set the driving corridor. In these cases, the
driving corridor is constructed based on historical data from decelerations in live
operation. By creating the driving corridor in this way, the vehicle is restricted to
decelerate in a way that similar vehicles normally do.

3.3 Driving data

The data used to derive the statistics come from a heavy-duty distribution truck
operating in the UK. It was selected from a database of several vehicles because
its velocity was varying between many different values during operation, which
resembles the intended driving profile in this thesis. The velocity signal was collected
from a driving distance of 39 000 km and sampled at 20 Hz. The features selected
for analysis was the mean and standard deviation of the decelerations performed by
this vehicle. The duration of a deceleration was defined as the distance between a
local maximum and a local minimum of the velocity. The velocity signal contained
some high frequency noise and was therefore filtered with a low pass filter with
cut-off frequency 1 Hz. The speed range, which was 0-90 km/h, was divided into
bins of 5 km/h. By doing so, decelerations from e.g. 50-55 km/h to 20-25 km/h were
analyzed as one type of deceleration. A deceleration might start or end with a very
long transient not really belonging to the intended lowering of the speed. Because
of this, the top and bottom 10 % of the change in speed was not considered to be
part of the deceleration. This resembles how the rise time is normally defined in
automatic control. Since the vehicle was often keeping an almost constant speed
around the limit of one of the bins, a deceleration from one bin to an adjacent one
was not considered as a deceleration. An example of a few deceleration trajectories
for one specific type of deceleration can be seen in Figure 3.2. For these trajectories,
the corresponding mean deceleration is calculated and shown in the figure.

From a total number of 20 160 decelerations with different start and end speed,
the mean deceleration and the corresponding standard deviation was calculated.
The result can be seen for the mean in Figure 3.3 and the corresponding standard
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Figure 3.2: A few deceleration trajectories together with the corresponding mean
deceleration when decelerating from 50-55 to 20-25 km/h.

deviations in Figure 3.4. The most common deceleration was from 85-90 km/h to
75-80 km/h which occurred 596 times and the least frequent was from 80-85 km/h
to 10-15 km/h which occurred 16 times. The outcome of the statistical analysis is
two functions. The first function

dµ = dµ(v1, v2), (3.4)

gives the mean deceleration from a start speed v1 to an end speed v2. The second
function

Σ = Σ(v1, v2), (3.5)

gives the standard deviation for this type of deceleration.

3.3.1 Creating the driving corridor
The reference speed trajectory of the Trosa driving cycle is a piecewise constant
function with a total number of 57 stops. The reference speed is constant between
two positions where the reference speed is 0 km/h. When the value of the reference
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Figure 3.3: Mean of rate of deceleration as a function of start and end speed.
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Figure 3.4: Standard deviation of deceleration as a function of start and end speed.
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Figure 3.5: The reference speed trajectory in solid and the driving corridor in dashed
lines.

speed trajectory is being changed, for instance from a section with the constant
value 90 km/h to 0 km/h, this is done from one sample to the next.

The creation of the driving corridor from a reference speed trajectory can be
seen in Figure 3.5, where the solid line is the reference speed trajectory and the
dashed lines form the driving corridor. Two inputs are required in order to create it.
The first one is the allowed deviation from the reference speed trajectory v∆ given
in km/h. The second input is the number of standard deviations nΣ that the vehicle
should be allowed to deviate from the average deceleration when the reference speed
is decreased. For a position se where the reference speed is decreased from v1 to
v2, the driving corridor is created by calculating backward from se. The connection
of the lower parts of the driving corridor before and after the change is done using
the minimum allowed deceleration dµ(v1, v2) − nΣΣ(v1, v2)). The connection of the
upper parts of the driving corridor before and after the change is done using the
maximum allowed deceleration dµ(v1, v2) + nΣΣ(v1, v2)). The variables v∆ and nΣ
are chosen as part of the simulation and the variables dµ(v1, v2) and Σ(v1, v2) are
functions of the start and end speed of the decelerations and are given by the
statistical driving data.
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Figure 3.6: Deceleration statistics from the special case of complete stop showing mean
rate of deceleration as a function of starting speed, together with the corresponding
standard deviation.

In the drive cycle used in this thesis, all decelerations are performed to a complete
stop. For this special case, both the upper and lower constraint of the driving corridor
are set to 0 km/h. For this special case of braking to a complete stop, the mean
rate of decelerations with the corresponding standard deviation can be plotted as a
function of start speed, see Figure 3.6

When the value of the speed reference is increased from v0 to v1, as is the case
at position s0 in Figure 3.5, the driving corridor does not consider statistics from
accelerations of the vehicle. It is created differently in the different chapters of this
thesis, but they have in common that they enforce the vehicle to accelerate using
maximum or close to maximum power. This can be done by calculating the position
smin in the figure such that maximum power is necessary in order for the solution
to be feasible.
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3.4 Discussion

The main objective of making use of the driving corridor is to restrict the vehicle to
not deviate too much from what can be considered a normal way of driving. This can
be done in many different ways. Another possible way would be to set constraints
directly on the rate of change in speed in the formulation of the OCP. This would
however raise the question of when such constraints should be active. Since the
vehicle must be allowed to keep constant speed, the constraints can only be active
ahead of decreases in the reference speed. The concept of the driving corridor was
chosen since it allows the constraints in the OCP to be formulated similarly both
when the vehicle is keeping constant speed and when it is decelerating. The driving
corridor is in both situations simply two values: an upper and a lower constraint on
the velocity. Setting the constraints directly on the state variable allows for the use
of many different methods for solving the OCP.

The constraints on the acceleration of the vehicle are not given the same attention
as the ones for deceleration. The constraints are designed such that the vehicle must
use maximum or close to maximum power when accelerating. Since an HDV most
often accelerates more slowly than other traffic, this is not a disturbing constraint
from the perspective of other traffic participants. There are however applications
where also the driving corridor during accelerations should be given attention. When
finding the optimal control of buses, the accelerations should be smooth enough not
to be uncomfortable for the passengers. This is especially true for city buses with
many accelerations and often standing passengers.



Chapter 4

Optimal speed control

In this chapter, the driving mission is formulated as an OCP with the objective
of minimizing the energy consumption. The vehicle model is based on forces and
contains no powertrain components. The problem is solved using two different
approaches. The first one is to formulate the driving mission as a continuous OCP
that is solved offline using PMP. The second approach is to formulate the driving
mission as a discrete OCP in the form of a QP. The problem is solved online using
an MPC.

The objective of this chapter is to find energy optimal speed trajectories rather
than actual control of the vehicle. Given a driving mission, the shape of these
trajectories depend on how large deviations are allowed through the settings of
the driving corridor described in Chapter 3. Simulations are performed in order to
investigate how variations in the settings of the driving corridor influence the energy
consumption. Next, the OCP is solved using an MPC. In this case, it investigated
how the length of the prediction horizon influences the energy consumption. It is of
special interest to find out how long horizon is needed in order to obtain the same
energy savings as when solving the problem offline for the complete driving mission.

Two different vehicle models are used in this chapter. In the first one, all energy
when braking is converted to heat and is thus a loss. In the second vehicle model,
part of the energy when braking is saved and is possible to reuse. Simulations are
performed in order to find out how the energy consumption and the resulting speed
trajectories differ between the two models.

4.1 Vehicle model

In this chapter, vehicle models based on Newton’s laws are used. The dynamics of
the vehicle are described by forces acting on the vehicle, which is seen as a point
mass. A basic model is first described, for which all energy converted during braking
is wasted. Next, a vehicle model including regenerative braking is introduced.

27
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4.1.1 Basic model
A simplified model of a HDV is used with the kinetic energy K(s) as the state
variable where s is the position. The position is used as the independent variable
rather than time, because the driving corridor and altitude data are given as
functions of position. The derivative of the kinetic energy with respect to position is
given by

dK(s)
ds

= Ft(s) + Fb(s) + Fw(s,K(s)) + Fg(s) (4.1)

where Ft(s) is the controllable tractive force, Fb(s) is the controllable braking
force, Fw(s,K(s)) is the sum of the resistive environmental forces and Fg(s) is the
gravitational force. The resistive environmental forces are given by

Fw(s,K(s)) = Fa(K(s)) + Fr(s) (4.2)

where the contribution from the air resistance Fa(K(s)) is given by

Fa(K(s)) = −ρAfcd
K(s)
m

(4.3)

and the contribution from rolling resistance is given by

Fr(s) = −mgcr cos(α(s)) (4.4)

where ρ is the air density, Af is the vehicle frontal area, cd is the air drag coefficient,m
is the vehicle mass, cr is the coefficient for the rolling resistance, g is the gravitational
constant and α is the road slope. The gravitational force Fg(s) is given by

Fg(s) = −mg sin(α(s)). (4.5)

The parameters used for calculating the values of the environmental forces are
set using the values proposed in [59] and can be seen together with the vehicle
parameters in Table 4.1. The tractive and braking forces are restricted by

0 ≤ Ft(s) ≤ Ftmax(K(s)), (4.6a)

Fbmax ≤ Fb(s) ≤ 0. (4.6b)
The vehicle is modelled to have constant maximum tractive power, Ptmax . This
yields a velocity-dependent, or here, a kinetic-energy dependent, limitation on the
maximum tractive force Ftmax(K(s)). The relation between force, power and kinetic
energy is given by

F = P
√

m

2K(s)
. (4.7)

Since this yields infinite maximum force as K(s) approaches zero, the maximum
force is also limited by a constant value Ftmax . The total limitation on the maximum
tractive force is then given by

Ftmax(K(s)) =min(Ftmax , Pmax

√
m

2K(s)
. (4.8)
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Table 4.1: Natural constants and vehicle parameters.

Parameter Value
Vehicle mass (m) 26 000 kg
Maximum tractive power (Pmax) 250 kW
Maximum tractive force (Ftmax) 25 kN
Maximum braking force (Fbmax) 100 kN
Drag coefficient (cd) 0.5
Air density (ρ) 1.3 kg/m3

Vehicle cross-sectional area (Af ) 10 m2

Rolling resistance coefficient (cr) 0.006
Ratio of regeneration (γr) 0.7
Maximum power regeneration (Prbmax) 100 kW

4.1.2 Regenerative braking

An extension to the vehicle model in the previous subsection is to let some of the
energy from braking be stored in the vehicle for reuse. This is known as regenerative
braking and is typically used in HEV:s. Regenerative braking can reduce the energy
consumption, since the stored energy can be used instead of energy from the
conventional source. One problem when regenerating energy from braking for a
HDV is that the energy that needs to be converted is very high. The battery has a
limitation on the maximum power that can be regenerated, denoted Pbrmax . Also,
by converting kinetic energy to electric potential in the battery and back to kinetic
energy, there are losses such that not all of the braking energy can be reused. The
ratio between the energy that is stored and the energy converted from kinetic energy
during braking is denoted γr. The regenerative braking is modelled by splitting the
braking force Fb(s) into two parts, such that

Fb(s) = Fbr(s) + Fbl(s), (4.9)

where Fbr is the part of the braking force that can be regenerated and Fbl is a pure
loss in terms of energy. The constraint for the regenerated part is

Fbrmax(K(s)) ≤ Fbr(s) ≤ 0, (4.10)

where Fbrmax(K(s)) is calculated by Pbrmax

√
m

2K(s)
. The constraint for the total

braking force (4.6b) still holds. The regenerated energy is given by γrFbrds for the
infinitesimal distance ds.
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4.2 Problem formulation

The main objective of the work presented in this chapter is the minimization of
the energy consumption. However, if this would be the only entity to minimize, the
solution would be to drive as slowly as allowed, since the energy losses increase with
higher velocity due to (4.2). Therefore the trip time, defined as

T = ∫
S

0

√
m

2K(s)
ds, (4.11)

is also part of the minimization The objective is to minimize the weighted sum
between input energy, regenerated energy, and trip time:

min
Ft,Fb

∫
S

0
(Ft(s) + γrFbr(s) + β

√
m

2K(s)
ds. (4.12)

The parameter β defines the weighting between energy and trip time, such that the
trip time can be seen as an energy-equivalent loss. For the case of no regenerative
braking, γr is set to zero in (4.12).

The value of β decides how the solver performs the trade-off between consumed
energy and trip time. Given a specific β, there is a value of K that minimizes the
cost function in (4.12) in steady-state. Taking the derivative of the integrand in
(4.12) with respect to K and setting it equal to zero gives

ρAfcd

m
− β
√
m

2
K−3/2 = 0, (4.13)

which gives
β = ρAfcdv

3, (4.14)
for the velocity v. This relationship can be used in order to set β such that a desired
speed is optimal at steady state.

4.3 Pontryagin’s maximum principle

4.3.1 Introduction
This section describes how the cost function (4.12) is minimized using PMP intro-
duced in Section 2.3.1.

4.3.2 Analysis of the Hamiltonian
In order to apply the maximum principle to the problem formulated in Section 4.2,
let ψ(s) be the adjoint-state variable corresponding to the state variable K(s). The
Hamiltonian is then given by (4.1) and (4.12) as:

H = − Ft − β
√

m

2K
− Fbrγr

+ ψ ⋅ (Ft + Fbr + Fbl + Fw(s,K(s)) + Fg(s)) .
(4.15)
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This can be reformulated to

H =Ft[ψ − 1] + Fbr[ψ − γr] + Fblψ

− β
√

m

2K
+ Fw(s,K(s))ψ + Fg(s)ψ.

(4.16)

When solving the maximization problem with state constraints, one method [60] is
to form the Lagrangian L given by

L =H + µu(s)hu(K,s) + µl(s)hl(K,s), (4.17)

where µu(s) and µl(s) are non-negative Lagrange multipliers for the upper and
lower constraints on the kinetic energy defined by the functions

hu(K,s) ≜Ku(s) −K(s) ≥ 0 (4.18)

and
hl(K,s) ≜K(s) −Kl(s) ≥ 0. (4.19)

These constraints are in fact the driving corridor introduced in Chapter 3.
For the Lagrange multipliers, the conditions

µu(s)hu(K,s) = 0 (4.20)

and
µl(s)hl(K,s) = 0 (4.21)

must be satisfied everywhere. From (4.20) it can be seen that µu = 0 when K <Ku

and µu ≥ 0 when K = Ku. Similarly, from (4.21) it can be seen that µl = 0 when
K >Kl and µu ≥ 0 when K =Kl. These conditions are known as the complementary
slackness conditions.

The differential equation for the adjoint-state variable is given by taking the
negative derivative of the Lagrangian with respect to the state variable, in this case
the kinetic energy. Doing so gives

dψ

ds
= (1 − ψ)∂Ft

∂K
+ (γr − ψ)

∂Fbr

∂K
− ψ∂Fbl

∂K
− β
√

m

(2K)3

− ψF ′w + µu − µl.

(4.22)

PMP states that the optimal control is received by maximizing the Hamiltonian
(4.16). In some cases, the optimal control can be found directly by studying the
Hamiltonian (4.16). In other cases, a boundary value problem (BVP) with the
differential equations (4.1) and (4.22) must be solved. By studying the Hamiltonian
and noting that the only variables that can be controlled are Ft, Fbr, and Fbl, the
following regimes can be identified

Full power: If ψ(s) > 1, then Ft(s) = Ftmax(s) and Fb(s) = 0, called the full power
regime, since maximum tractive force will maximize the Hamiltonian.
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Partial power: If ψ(s) = 1, then 0 ≤ Ft(s) ≤ Ftmax and Fb(s) = 0, called the partial
power regime. The optimal control is not given directly by the Hamiltonian
here.

Coasting: If γr < ψ(s) < 1, then Ft(s) = 0 and Fb(s) = 0, called the coasting regime,
since both the tractive and the braking force should be equal to zero in order
to maximize the Hamiltonian.

Partial regenerative braking: If ψ(s) = γr, then Ft(s) = 0, Fbrmax(K(s)) ≤
Fbr(s) ≤ 0, and Fbl(s) = 0, called the partial regenerative braking regime. The
optimal control is not given directly by the Hamiltonian here.

Full regenerative braking: If 0 < ψ(s) < γr, then Ft(s) = 0, Fbr(s) = Fbrmax ,
and Fbl(s) = 0, called the full regenerative braking regime, since maximum
regenerative braking force will maximize the Hamiltonian.

Partial braking: If ψ(s) = 0, then Ft(s) = 0 and Fbmax ≤ Fb(s) ≤ Fbrmax(K(s)),
called the partial braking regime. The optimal control is not given directly by
the Hamiltonian here.

Full braking: If ψ(s) < 0, then Ft(s) = 0 and Fb(s) = Fbmax , called the full braking
regime, since maximum braking force will maximize the Hamiltonian.

If γr = 0, i.e., if the basic vehicle model without regenerative braking is used, then
the partial regenerative braking and the full regenerative braking regime disappears.
In the partial power regimes where ψ(s) = 1, in the partial regenerative braking
regimes where ψ(s) = γr, and in the partial braking regimes where ψ(s) = 0, the
optimal control cannot be found directly from the Hamiltonian but must be found
by solving a BVP. This can be stated as

find s1, s2

subject to differential equations 4.1 and 4.22,
K(s1),K(s2), ψ(s1), ψ(s2) given by regime type,
Ft, Fbr, Fbl given by analysis of Hamiltonian,

(4.23)

where s1 and s2 are the start and end positions of the distance for which the BVP
is solved. The values of K(s1), K(s2), ψ(s1), and ψ(s2) in the BVP depend on the
types of regimes that can occur at these positions. The possible regimes are partial
power, partial regenerative braking and partial braking. The conditions for when
these can occur are given in the following subsections.

4.3.3 Partial power
In the partial power regimes where ψ(s) = 1, (4.22) and (4.2)-(4.3) gives

β

√
m

(2K)3
−
ρAfcd

m
− µu(s) + µl(s) = 0. (4.24)
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There are possibly three different scenarios in which this can occur, depending on if
the vehicle is driving at any of the two speed constraints or not. Considering the
case when the vehicle has a kinetic energy between the upper and lower constraints,
then (4.24) becomes

β

√
m

(2K)3
−
ρAfcd

m
= 0 (4.25)

which is equivalent to (4.14). There is a unique solution to (4.25) denoted K =Ks,
where the constant Ks is called the stabilization energy that depends on how β and
the parameters in the resistive force Fw are chosen. Considering the case when the
vehicle is keeping a kinetic energy equal to the upper constraint, then hu(K,s) = 0
and µu(s) > 0 by (4.20). Equation (4.24) becomes

β

√
m

(2K)3
−
ρAfcd

m
− µu(s) = 0, (4.26)

which has a solution K ≤ Ks. Considering the case when the vehicle is keeping a
kinetic energy equal to the lower constraint, then hl(K,s) > 0 and µl(s) = 0 by
(4.21). Equation (4.24) becomes

β

√
m

(2K)3
−
ρAfcd

m
+ µu(s) = 0, (4.27)

which has a solution K ≥ Ks. Since the vehicle is limited by a maximum tractive
force, it might not be able to keep the constant kinetic energy Ks or follow the
upper or lower constraint for the kinetic energy. Whether or not partial power can
occur at a specific position depends on how steep the uphills are and how rapid the
changes in the speed constraints are. The conditions for the different scenarios when
partial power can occur are:

Stabilization: K(s) =Ks can occur when Kl(s) ≤K(s) ≤Ku(s) and
0 ≤ −Fg(s) − Fw(s,K(s)) ≤ Ftmax(K(s)).

Lower constraint: K(s) =Kl(s) can occur when Ks ≤Kl(s) and
0 ≤ −Fg(s) − Fw(s,K(s)) + dKl

ds
≤ Ftmax(K(s)).

Upper constraint: K(s) =Ku(s) can occur when Ku(s) ≤Ks and
0 ≤ −Fg(s) − Fw(s,K(s)) + dKu

ds
≤ Ftmax(K(s)).

The second condition in each case is due to the fact that partial power can only
occur when tractive force is enough for following Ks, Kl, or Ku respectively and
due to the limited tractive force.

4.3.4 Partial regenerative braking
In partial regenerative braking regimes where ψ(s) = γr, (4.22) becomes

β

√
m

(2K)3
− γr

ρAfcd

m
− µu(s) + µl(s) = 0. (4.28)
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There are possibly three different scenarios in which this can happen. Either the
vehicle is driving at the upper speed constraint, somewhere in between the constraints,
or at the lower speed constraint. For each of these cases respectively, (4.28) becomes

β

√
m

(2K)3
+ γr

ρAfcd

m
− µu(s) = 0, (4.29a)

β

√
m

(2K)3
+ γr

ρAfcd

m
= 0, (4.29b)

β

√
m

(2K)3
+ γr

ρAfcd

m
+ µl(s) = 0. (4.29c)

For (4.29b) there is a unique solution denoted Ksr for stabilization regeneration. For
(4.29a) there is a solution for K <Ksr and for (4.29c) there is a solution K >Ksr.
The conditions for the different scenarios when partial regenerative braking can
occur are:

Stabilization regeneration: K(s) = Ksr can occur when Kl(s) ≤ Ksr ≤ Ku(s)
and
−Fbrmax(K(s)) ≤ Fg(s) + Fw(s,K(s)) ≤ 0.

Lower constraint: K(s) =Kl(s) can occur when Ksr ≤Kl and
−Fbrmax(K(s)) ≤ Fg(s) + Fw(s,K(s)) − dKl

ds
≤ 0.

Upper constraint: K(s) =Ku(s) can occur when Ksr ≥Ku and
−Fbrmax(K(s)) ≤ Fg(s) + Fw(s,K(s)) − dKu

ds
≤ 0.

The second condition in each case is due to the fact that partial power can only
occur when braking force is necessary for following the stabilization or constraint
and due to the limited regenerative braking force.

4.3.5 Partial braking
In partial braking regimes where ψ(s) = 0, (4.22) becomes

β

√
m

(2K)3
− µu(s) + µl(s) = 0. (4.30)

There are possibly three different scenarios in which this can happen. Either the
vehicle is driving at the upper speed constraint, at the lower speed constraint or at
a speed somewhere in between. For each of these cases, (4.30) becomes

β

(2K)3/2
− µu(s) = 0, (4.31a)

β

(2K)3/2
= 0, (4.31b)
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β

(2K)3/2
+ µl(s) = 0. (4.31c)

For (4.31a), there are no constraints on the solution and for (4.31b) and (4.31c)
there are no solutions. Partial braking can thus only occur in the following situation

Upper constraint K(s) =Ku(s) can occur when
Fbmax

≤ −Fw(s,K(s)) − Fg(s) + dKu

ds
≤ Fbrmax

(K(s)).

The second condition is due to the fact that partial braking can only occur when
the required braking force is greater than the maximum of the regenerative braking
and due to the limited braking force.

4.3.6 Linking of intervals

As discussed in Section 4.3.2, the optimal control can in situations when ψ(s) = 1,
ψ(s) = γr or ψ(s) = 0 not be found directly from the Hamiltonian. In some special
cases, typically for shorter distances, ψ(0) can be chosen such that (4.1) and (4.22)
can be integrated over the full interval without ψ(s) ever being constantly equal to
any of these values on any subinterval and satisfying the boundary conditions for K.
In these cases, the optimal solution is found by a shooting method in order to find
a value on ψ(0) that solves (4.1) and (4.22) over the full interval. For most problem
formulations consisting of longer driving distances however, there are sections where
the optimal solution contains sections of partial power, partial regenerative braking
or partial braking. Finding the optimal solution consists of linking all or some of
these sections by finding the point of entry and exit by integrating (4.1) and (4.22)
given the boundary conditions for ψ(s) and K(s) on each interval. An example of
this can be seen in Figure 4.1 for the case of coasting in a downhill.

4.3.7 Jumping conditions for ψ

The Lagrange multipliers µu(s) and µl(s) are not continuous functions but can
jump from zero to some positive value when the velocity reaches the corresponding
constraint. From this fact, it follows that (4.22) is not continuous at these points.
As discussed in [60] the adjoint-state variable may have a discontinuity at these
points given by

ψ(s−) = ψ(s+) + η(s)hK(s), (4.32)

where η(s) ≥ 0, h(s) ≥ 0, η(s)h(s) = 0, s− is the right-hand side limit of the point of
reaching or leaving the state constraint, s+ is the left-hand side limit. The function
hK(s) is the derivative of a state constraint such as (4.18) and (4.19) with respect
to the state variable, in this case K. By inserting (4.18) and (4.19) into (4.32), it
can be concluded that ψ can make a positive jump when reaching or leaving the
upper speed constraint and a negative jump when reaching or leaving the lower
speed constraint. These facts are used during linking of the intervals.
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Figure 4.1: An example of the shooting algorithm for the case of coasting in a downhill
surrounded by two sections of partial power at K(s) =Ks. After a few unsuccessful
shooting attempts (thin lines), the two intervals before and after the downhill are
paired by finding start and end positions such that the two differential equations can
be integrated with the correct boundary values (thick lines).
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4.3.8 Benchmark trajectory
In order to be able to quantitatively analyze the energy savings, the derived trajec-
tories are compared to a benchmark solution. The simplest way of doing so would
be to compare the trajectories with a trajectory only consisting of full power, con-
stant speed and braking according to the mean deceleration rate from the available
statistics. Such trajectory would however not be very realistic. It would, for instance,
suddenly change from traction to braking when entering a downhill and thereby not
use any look-ahead at all, not even for the distance within visible view. Since the
benefits of look-ahead control are well established, the chosen benchmark solution is
allowed to use this technique to a small extent by allowing small deviations from the
reference. This is done by forcing it to be within a driving corridor with ∆v = 1 km/h,
nΣ = 0.5. Furthermore, the stabilization energy, Ks, of the benchmark solution is set
based on the reference speed on each subsection. This is done by setting the value
of β individually on each subsection based on (4.14). By doing so, the trip time of
the benchmark solution is a good approximation of the trip time a truck following
the reference speed trajectory would have. Solutions found by PMP for different
driving corridors compared with the benchmark is presented in Section 4.5.2.

4.4 Quadratic program in a model predictive controller

The previous section found the optimal speed trajectory offline for the full driv-
ing mission. Implementing the optimal control found by this method cannot be
implemented directly. Any disturbance would have the effect that the vehicle would
deviate from the optimal trajectory, resulting in the derived control no longer being
optimal. Due to this, another controller would be needed in order to follow the
pre-calculated trajectory. In this section, a controller in the form of an MPC, which
can handle this problem, is developed. The MPC solves the optimization online,
implements only the first part of the optimal control and then again solves the
optimization problem based on the most recent information. In order to use MPC,
the problem formulated in Section 4.2 is discretized using zero-order hold with step
length ∆s = 20 m. Defining the control vector

Fk =
⎡⎢⎢⎢⎣

Ft,k

Fb,k

⎤⎥⎥⎥⎦
, (4.33)

and with Fw,k and Fg,k defined as in (4.2) and (4.5), then (4.1) becomes

Kk+1 = AKk +BFk + vk (4.34)

where
A = eAc∆s, (4.35a)

B = (e
Ac∆s

Ac
− 1
Ac
) [1 1] , (4.35b)
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vk = −(
eAc∆s

Ac
− 1
Ac
)mg (sinαk + cr cosαk) (4.35c)

where Ac = −ρAcd

m
. The total energy consumption when driving from a position

denoted by k to a position denoted by N is given by ∑N−1
k=1 Ft,k∆s. The evolved time

from position k to k + 1 is approximated by

tk =∆s
√
m

2
K
−1/2
k . (4.36)

Since the MPC should solve the optimization problem online, it is important
that it can be solved quickly. One way of achieving this is to formulate the problem
as a QP. In order to do this, the cost function needs to be quadratic in the state and
control variables and the equality constraints linear. Both the cost function (4.12)
and the constraints involving limitations on the maximum power (4.8) contain the
expression K−1/2. They therefore need to be approximated by Taylor functions. The
terms containing K−1/2 in the cost function are approximated by a second order
function and the terms in the constraints involving K−1/2 by a first order function.
The second order Taylor approximation of the kinetic energy around a reference
trajectory Kr is given by

K−1/2 ≈K−1/2
r − 1

2
K−3/2

r (K −Kr) +
3
8
K−5/2

r (K −Kr)2. (4.37)

Using (4.37) in (4.36) gives the approximated time during step k as

tk =
√
m

2
∆s
8
(15K−1/2

r,k − 10K−3/2
r,k Kk + 3K−5/2

r,k K2
k). (4.38)

Relations of the type F = P /v are used in the constraints (4.8) and (4.10) and these
therefore need to be approximated by the first order Taylor approximation such
that

F =
√
m

2
P

2
(3K−1/2

r −K−3/2
r K). (4.39)

The reference trajectory Kr is the kinetic energy given by the state prediction
from the previous iteration. At the very first iteration, it is given by the trajectory
received by accelerating using maximum power until vr is reached.

The total trip time T is given by

T =
N−1
∑
k=1

tk. (4.40)

The tractive and braking forces are restricted by

0 ≤ Ft,k ≤ Ftmax , (4.41a)

Ft,k ≤ a1 + a2Kk, (4.41b)
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Fbmax ≤ Fb,k ≤ 0. (4.41c)

with a1 =
√

m
2

Pmax

2 3K−1/2
r,k and a2 = −

√
m
2

Pmax

2 K
−3/2
r,k by (4.39). The MPC considers

only the first NH discretized position, where NH is the prediction horizon. At the
end of the horizon, residual kinetic energy KN is subtracted from the cost function.
This follows naturally, since at all iterations leading up to this point, the amount of
energy used to accelerate the vehicle is penalized. The optimization problem to be
solved for at each iteration k becomes

min
F

k+NH−1
∑
j=k

(QjK
2
j + q1Kk + qT

2 Fj + pj) −KNH
(4.42a)

s.t. Kj+1 −AKj −Buj − vj = 0 j = k, ..., k +NH − 1 (4.42b)
Kl,j ≤Kj ≤Ku,j j = k, ..., k +NH (4.42c)
Ft,j ≤ a1 + a2Kj j = k, ..., k +NH − 1 (4.42d)
0 ≤ Ft,j ≤ Ftmax j = k, ..., k +NH − 1 (4.42e)
− Fbmax ≤ Fb,j ≤ 0 j = k, ..., k +NH − 1 (4.42f)
Kk given (4.42g)

where A,B and vj are given by (4.35) and

Qj = β∆s
√
m

2
3
8
K
−5/2
r,j (4.43a)

q1,j = −β∆s
√
m

2
5
4
K
−3/2
r,j (4.43b)

qT
2 =∆s [1 0] (4.43c)

pj = β∆s
√
m

2
15
8
K
−1/2
r,j . (4.43d)

In the case of regenerative braking, the cost function is modified to include the
regenerated energy such that (4.43c) becomes qT

2 =∆s [1 -γr0]. The control vector
(4.33) is modified to

Fj =

⎡⎢⎢⎢⎢⎢⎢⎣

Ft,j

Fbr,j

Fbl,j

⎤⎥⎥⎥⎥⎥⎥⎦

(4.44)

and the constraint (4.42e) is modified to

− Fbmax ≤ Fbr,j + Fbl,j ≤ 0 (4.45a)

− Pbrmax

√
m

8
(3K−1/2

r −K−3/2
r K) ≤ Fbr,j ≤ 0 . (4.45b)

This is QP, for which many efficient solvers exist. The Matlab tool Yalmip[61] was
used for converting the MPC problem into a form that could be solved by the
Matlab function quadprog.
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Figure 4.2: Simulation results in terms of energy consumption and trip time for
different settings on the driving corridor.

4.5 Simulation results

Simulations were performed using Matlab with a self-written solver when using
PMP and the Matlab solver quadprog when using MPC. The driving corridor was
constructed from the Trosa driving cycle introduced in Chapter 3. The simulations
were performed in order to investigate the two main topics of interest, i.e., the
influence of variations in the driving corridor on the resulting energy consumption
for the offline solver, presented in 4.5.1 and the influence of variations in the horizon
length for the MPC, presented in 4.5.2. In both these cases, the potential energy
savings when enabling regenerative braking were also investigated.

4.5.1 Variations in the driving corridor
In order to be able to fairly compare simulations originating from different driving
corridors, the tuning parameter β was varied in order to obtain similar trip times to
the benchmark solution. If the trip times still deviated from it, a linear interpolation
of the results was performed between simulations with the most similar trip time.
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The idea can be seen in the in Figure 4.2. The plot shows simulation results in terms
of trip time and energy consumption. Simulations belonging to the same driving
corridor are connected by a line. For each line, the energy consumption belonging
to a trip time corresponding to the benchmark value, is found.

The resulting energy losses for different settings on the driving corridor can
be seen in Figure 4.3. Since all simulations are performed with the same starting
positions and speed, comparing the energy losses is equivalent to comparing the
energy consumption. Each stack shows the percentage of energy loss that originates
from air resistance, rolling resistance, and braking. Given the trajectory of the
vehicle, these are calculated using (4.2)-(4.4). They are normalized by the energy
consumption of the benchmark solution. The benchmark solution is obtained by
letting ∆v = 1 km/h, nΣ = 0.5 and setting β according to Section 4.3.8. In Figure 4.4,
the same analysis is performed with the vehicle model including regenerative braking.
These results are also normalized with respect to the benchmark solution, which
does not regenerate braking energy.

One typical section of the simulations is shown in Figure 4.5 in order to visualize
the differences in trajectories depending on the driving corridor. The constraints
of the driving corridor in kinetic energy Kl and Ku are here converted into the
corresponding velocity in km/h. In the downhill at around 1500 m, the vehicle
following the widest driving corridor in terms of ∆v avoids braking by coasting
ahead of the downhill. Towards the end, the vehicle following the widest driving
corridor in terms of nΣ saves more energy than the other by starting coasting ahead
of them. The same section is shown in Figure 4.6 for the case of regenerative braking.
Here, it can be seen that the vehicle restricted by the wider driving corridor in terms
of nΣ starts both the coasting and braking earlier. The trajectories in the figures
showing trajectories do not have the same trip time. This is done in order to make
the visual comparison of the trajectories simpler.

In both the case with and the case without regenerative braking, the reduction
in energy consumption by widening the driving corridor is achieved by decreasing
the losses due to braking. It can be seen in Figure 4.4 that the losses due to
air resistance increase with wider driving corridor. This is due to the fact that,
in order to compensate for the time lost during the longer coasting and braking
phases, it must drive faster on other sections. Since the force for the air resistance
is proportional to the square of the velocity, this behavior increases the losses due
to air resistance.

4.5.2 Variations in the horizon length

The previous subsection found the upper constraint for the possible energy savings
given different settings on the driving corridors. The simulations performed in this
subsection investigate how the length of the control horizon in the MPC-solver
influences the possibility to realize these savings. The driving corridor is here fixed
at ∆v = 4 km/h, nΣ = 1 std. In Figure 4.7, simulation results are presented for
different lengths of the prediction horizon. The results are normalized according to
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Figure 4.3: Simulation results using PMP and the basic vehicle model showing energy
losses for each simulation parameters (v∆,nΣ) as percentage of total losses for the
benchmark value (1,0.5).
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the optimal solution found by the PMP solver, shown as the leftmost stack in the
figure. The corresponding result is shown in Figure 4.8 for the case of regenerative
braking. The same section as in the previous subsection is shown in Figure 4.9. As
can be seen in the figure, the vehicle with the longest control horizon can predict
both the upcoming downhill at around 1500 m and the deceleration toward the
end. By doing so, it avoids braking and saves energy by coasting a longer distance.
For the case of regenerative braking in Figure 4.10, the vehicle with longer control
horizon starts both the coasting and braking phase earlier than the vehicle with the
shorter horizon.

4.6 Discussion

The reason why PMP is used for solving the offline version of the OCP is that it is
a more analytical than many other methods. For some special cases, for instance
very short sections between two stops, the optimal solution found by PMP is given
by the integral of two differential equations and their boundary values. For the
other cases the solution is given by a combination of, on the one hand following
the driving corridor or keeping constant speed, and on the other hand the integral
of these same differential equations. For other methods, such as QP or DP, the
independent variable is discretized and the optimal control is only studied at these
discrete points.

As stated in Section 2.3.1, PMP provides a necessary but not sufficient condition
for optimality. One way of proving optimality is to prove that the admissible control
is unique. This is done for a similar problem formulation in [17].

From the simulations, it can be noted that for a given driving corridor or horizon
length, the total input energy is higher when enabling regenerative braking. For
instance in Figure 4.3, the input energy for ∆v = 6 km/h and nΣ = 2, the input
energy is 85.0 % of the benchmark while in Figure 4.4, the corresponding energy is
93.8 %(including the regenerated energy). The explanation lies in the fact that the
trip times of the two simulations are the same. Allowing regenerative braking makes
the truck brake in downhills and ahead of stopping to a greater extent. In order to
compensate for the time lost because of this, the truck must drive faster at other
parts of the trip. For this example, the values of β necessary to achieve the same trip
correspond to velocities of around 70 km/h and 90 km/h in (4.14) for regenerative
braking disabled and enabled respectively. Given a driving corridor or horizon, the
total input energy is greater when enabling regenerative braking. However, since a
big portion of the input energy is regenerated, the consumed energy is less when
enabling regenerative braking. Analyzing differences in air resistance is complex,
since enabling regenerative braking creates higher losses during constant speed, but
lower losses ahead of stopping.

The influence of the horizon length of the MPC was investigated for the driving
corridor ∆v = 4 km/h, nΣ = 1 std. For this specific driving corridor, it can be seen in
Figure 4.7 and Figure 4.8 that the maximum possible energy savings are achieved
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for a horizon length of 1000 m. Most of the energy savings are achieved already with
a horizon length of 500 m. These observations seem to be valid regardless of whether
regenerative braking is enabled or not.

The simulations performed in this chapter indicate that large amount of energy
can be saved by controlling the vehicle optimally and allowing for variations around
the reference trajectory. Allowing deviations of 4 km/h and 1 standard deviation dur-
ing decelerations saves 6.7 % of energy without increasing the trip time. This can be
compared to 3.5 % savings for highway driving found in [31]. When implementing the
controller as an MPC, a horizon length of 500 m achieves most of the possible energy
savings. This can be compared to studies on different highways [62], where horizon
lengths 1000-3000 m are necessary to achieve the same proximity to optimality. The
work presented in this chapter shows the importance of developing intelligent speed
controllers for driving in environments with varying speed requirements, such as
urban driving.





Chapter 5

Optimal powertrain control

In this chapter, the vehicle model is made more complex compared to the one in
the previous chapter. Here, it includes the powertrain components: clutch, gearbox,
final drive and an engine. The fuel map of the engine and the losses in the gearbox
are taken from experimental data. While the minimization in the previous chapter
involved the energy consumption, the minimization in this chapter involves the fuel
consumption. The intention is to not only find optimal speed trajectories as in the
previous chapter, but also find out how to control the fueling and the gear selection in
order to minimize the fuel consumption. A similar analysis as the previous chapter
is performed, i.e., on how variations in the driving corridor influences the fuel
consumption. In addition, the potential of saving fuel by the possibility of engaging
neutral gear is studied.

5.1 Vehicle model

The model of the powertrain of the vehicle can be seen in Figure 5.1 and each part
will be described in the following subsections. Parameters related to the vehicle and
the environment are given in Table 5.1.

5.1.1 Chassis dynamics

The dynamics of the vehicle are given by:

dv(t)
dt
= 1
mcm

(Tw

rw
+ Fenv(v,α) − Fb(t)) (5.1)

where v(t) and m are the velocity and mass of the vehicle, Tw is the torque at the
wheels, rw is the wheel radius, Fenv(v,α) is the sum of the environmental forces, α
is the road slope, and Fb(t) is the force at the brakes. The variable cm ≥ 1 represents
a mass factor in order to take the moment of inertia of the wheels and engine into

49
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Tw
Tfw γg γfd

Ie

Figure 5.1: The powertrain including from the left: engine, flywheel, gearbox, final
drive and driving wheel.

account and is given by

cm =
mr2

w + Iw + (γgγfd)2Ie

mr2
w

(5.2)

where Iw and Ie are the moment of inertia of the wheels and engine respectively
and γg and γfd are the transmission ratios of the current gear and the final drive
respectively. If neutral gear is engaged, then γg = 0. The sum of the environmental
forces Fenv(v,α) in (5.1) is given by

Fenv(v,α) = −mg cos(α)cr −
1
2
ρAfcdv

2 −mg sin(α) (5.3)

where g is the gravitational constant, cr is the coefficient for the rolling resistance,
ρ is the air density, Af is the vehicle frontal area and cd is the air drag coefficient.

5.1.2 Engine
The flywheel torque Tfw is given by

Tfw = Te − Td(ω) (5.4)

where Te is the engine torque created by the combustion in the engine and Td(ω) is
the drag torque created by friction in the engine. The flywheel torque Tfw is limited
such that

− Td(ω) ≤ Tfw ≤ Tmax(ω) (5.5)

where Tmax(ω) is a function of engine speed ω and the lower bound is found by
setting Te = 0 in (5.4).
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Table 5.1: Parameters related to the vehicle and the environment.

Parameter Value
m - vehicle mass 26 000 kg
rw - wheel radius 0.5 m
Pmax - maximum power 250 kW
cd - air drag coefficient 0.5
ρ - air density 1.292 kg⋅ m−3

Af - vehicle cross-sectional area 10 m2

cr - rolling resistance coefficient 0.006
γfd - final drive ratio 2.92
ωidle - idle engine speed 500 RPM
ωmin - minimum engine speed 800 RPM
ωmax - maximum engine speed 2400 RPM
Ie - moment of inertia engine 4 kg⋅m2

Iw - moment of inertia wheels 92 kg⋅m2

τg - time of a gear change 1 s
eideal - ideal specific energy 48 MJ/kg
γc - average combustion efficiency 0.45

The engine drag torque is a function of engine speed and is taken from previous
experiments in a test cell. In the simulations in this chapter, it is approximated by
the function

Td(ω) = d0 + d1ω (5.6)
where d0 and d1 are found by a linear least square fit to the experimental values.
The minimum possible flywheel torque is negative and is obtained when no fuel is
injected to the engine. In this case, the engine torque Te0 and the flywheel torque
is created solely by the engine drag torque. The fuel flow ṁf is given in kg/s by a
fuel map in the form of a look-up table as a function of engine speed and flywheel
torque such that

ṁf = ṁf(ω,Tfw). (5.7)
This look-up table is taken from previous experiments in test cells. A similar fuel
map as the one used in this thesis is shown in Figure 5.2, Two specific cases of the
fuel map are of special interest. The first is when neutral gear is engaged and is
referred to as coasting in neutral. In this case, the engine torque should be enough to
overcome the engine drag torque in order to keep the engine speed at the constant
value ωidle. The fuel consumption is in this case

ṁf = ṁf(ωidle,0). (5.8)
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The second case of special interest is when a gear is engaged but no fuel is injected
to the engine. The flywheel torque is then Tfw = −Td(ω). This is referred to as
coasting with gear and the fuel flow is:

ṁf = 0. (5.9)

5.1.3 Gear engaged

The flywheel torque is transmitted through the gearbox with a resistive torque in
the gearbox Tgb such that

Tw = (Tfw − Tgb(ω,Tfw))γgγfd. (5.10)

The torque Tgb is given as a function of engine speed and flywheel torque found
through experiments. It can be approximated by a piecewise affine function such
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that
Tgb(ω,Tfw) = k1ω + k2∣Tfw ∣ + k3 (5.11)

for some constants k1, k2 and k3. The gearbox has 14 gears with a range transmission.
The lower eight gears are engaged by using low range and the six highest gears are
engaged by switching to high range. Four different planes are used to model the
losses. The different planes correspond to the four possible combinations of having
high or low range and whether the direct gear is used or not. When using the direct
gear, the torque is transmitted straight through the gearbox without passing the
secondary axis. The 14:th gear uses both high range and direct gear and it therefore
has the smallest losses. The engine speed, which is given by the engaged gear and
the velocity of the vehicle, is limited such that

ωmin ≤ ω ≤ ωmax. (5.12)

For any velocity of the vehicle, the set of feasible gears is thus given by the gears
satisfying (5.12).

5.1.4 Neutral gear
When neutral gear is engaged, the engine speed is constant with the value ωidle. In
order to keep this value, Tfw = Te − Td(ω) = 0 must hold. Since only a very small
torque is transmitted through the gearbox, the gearbox losses are set to Tgb = 0
when using neutral gear.

5.1.5 Gear changes
A transition from one gear to another is modelled to take τg = 1 s, during which
no fuel is injected to the engine. The energy loss due to the engine drag torque is
calculated using (5.5). When a gear shift is performed such that the engine speed is
increased, i.e., either from a higher to a lower gear or from neutral gear to any gear,
the rotational energy in the engine is increased. The energy required to increase the
engine speed to the new value is given by the difference in rotational energy

∆Eω =
Ie(ω2

2 − ω2
1)

2
(5.13)

for two engine speeds ω1 and ω2. The cost in terms of energy needed in order to
increase the engine speed can be related to a fuel cost by a constant e such that
mfe = ∆Eω. The constant e = eidealγc is the specific energy of diesel calculated from
the ideal specific energy of diesel eideal times an average combustion efficiency of
the engine γc.

5.2 Problem formulation

The state variables, control variables and environmental variables are all discretized
with steps of ∆s = 10 m. The positions 0,∆s,2∆s, ..., (N − 1)∆s define the position
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of the stages. The velocity of the vehicle is discretized with steps of ∆v = 0.1 m/s.
The model (5.1) is discretized using Euler forward such that

xk+1 = Fk(xk, uk) (5.14)

where the subscript k indicates the stage and the state variable xk is given by

xk = [vk gk]
T

(5.15)

where gk is the engaged gear at step k. The control variable uk is given by

uk = [Te,k gd,k Fb,k]
T

(5.16)

where gd,k is the control gear. If the control gear is different from the current gear, i.e.,
gd,k ≠ gk, then a gear change is requested. The velocity is at all positions constrained
by the driving corridor introduced in Chapter 3 such that vl,k ≤ vk ≤ vu,k, where vl

and vu are the lower and upper constraint of the driving corridor respectively. The
lower constraint vl is not set based on traffic data during the acceleration phase.
Instead, it is set using 60 % of maximum power, which was found empirically to be
a good value during simulations. If set to a higher value, there might be no feasible
solution, since the vehicle loses time in the simulation due to gear changes that are
not taking into account when creating the driving corridor.

The objective of the optimization problem in this chapter is the minimization of
the weighted sum

N−1
∑
k=1

mf,k + βtk (5.17)

where β defines the weighting between fuel and the time t. The evolved time in one
step is calculated using the mean of the two velocities at the two stages as

tk =
2∆s

vk + vk+1
. (5.18)

5.3 Dynamic Programming

5.3.1 Theoretical background
The problem formulated in this chapter is solved using DP introduced in Section
2.3.3. The optimal cost-to-go Jk(xk) is defined as the cost for taking the vehicle
from the state xk at stage k to the final stage. The transition cost from one stage
to the next using the control uk is denoted by ζk(xk, uk). The algorithm becomes:

1. At the last stage N of the driving mission, the velocity vN is fixed while the
gear gN is only restricted by the requirements on the engine speed (5.12). The
optimal cost-to-go is equal to zero for all feasible states at this stage.
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Jk(xk)

Jk+1(F (xk, uk,2))

Jk+1(F (xk, uk,1))

ζ(xk, uk,1)

ζ(xk, uk,2)

Position

Velocity

Figure 5.3: A transition using the same gear. Given a velocity and gear at stage k,
the controls uk,1 and uk,2 are calculated such that they lead to feasible states at the
next stage. The state shown in red is not considered, since its velocity is not feasible
for this specific gear.

2. For k = N − 1, ...,1, the optimal cost-to-go is given by

Jk(xk) =min
uk

{ζk(xk, uk) + Jk+1(Fk(xk, uk))}. (5.19)

3. The solution constitutes of the control sequence uk for k = 1, ...,N − 1.

The DP algorithm in this thesis considers four different types of transitions between
stages. These are same gear transitions, coasting in neutral, coasting with gear, and
gear changes and they are each described in the following subsections.

5.3.2 Same gear transitions
For each velocity at the start stage, the set of feasible gears is given by the constraints
on the engine speed. Then, for each velocity for which a gear is feasible also at the
target state, the required flywheel torque Tfw and/or braking force Fb required for
this transition is calculated using (5.14). The optimal cost-to-go and the control
signals are given by

Jk(x) =min
uk

{ζk(xk, uk) + Jk+1(Fk(xk, uk))} (5.20)

where ζk(xk, uk) is given by

ζk(x,u) = (ṁf,k + β)tk. (5.21)

The fuel mass flow ṁf,k is given by (5.7). This type of transition is visualized in in
Figure 5.3.
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Jk(xk)

Position

Velocity

Figure 5.4: A transition of the type coasting in neutral or coasting with gear.
Interpolation of the cost-to-go function must be performed between two values at the
end stage.

5.3.3 Coasting in neutral

A transition to a state where neutral gear is engaged is referred to as coasting in
neutral. This is performed during a full interval ∆s. The resulting velocity at the
next stage is in most cases not equal to any of the beforehand discretized velocities.
The cost-to-go at the end of one step of coasting in neutral is therefore given by a
linear interpolation of the two surrounding values of the discretized velocities. The
control signals are gd,k = 0 and Te,k = Td(ωidle) and the braking force Fb,k is only
applied in order to avoid overspeeding. The optimal cost-to-go at stage k is given by

Jk(x) = min
uk∈Uk

{ζk(xk, uk)

+ εJk+1(Fk(xk, uk)) + (1 − ε)Jk+1(Fk(xk, uk))}
(5.22)

where Fk(xk, uk) and Fk(xk, uk) are the state Fk(xk, uk) with its velocity rounded
to the nearest higher and lower value respectively and ε is given by the linear
interpolation between the two states such that 0 ≤ ε ≤ 1, see Figure 5.4. The
transition cost ζk(xk, uk) is given by (5.21) with the fuel mass flow given by (5.8).

5.3.4 Coasting with gear

Transitions using coasting with gear are also performed during a full interval ∆s,
but with lower end velocity than when coasting in neutral, since Tfw < 0 in this case.
The optimal cost-to-go is calculated for each feasible velocity and gear using (5.22)
and (5.21) with the fuel mass flow given by (5.9). The control signals are gd,k = gk,
Te,k = 0 and the braking force Fb,k is only applied in order to avoid overspeeding.
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Figure 5.5: A transition involving a gear change. Interpolation of the cost-to-go
function must be performed between four values at the end stage.

5.3.5 Gear changes
A gear shift always starts at a position belonging to a stage, lasts for τg, and might
therefore end between two stages. During a gear shift, the vehicle rolls with open
clutch, i.e., with zero flywheel torque. If the vehicle reaches the next stage in less
than this time, the residual time necessary for the gear change is calculated until
two stages are found between which the gear change is completed. The cost-to-go for
when the gear change is completed is then given by a bilinear interpolation between
the four surrounding points in terms of position and velocity, which can be seen in
Figure 5.5. The optimal cost-to-go from a specific state is given by

Jk(x) =min
uk

{ζk(xk, uk)

+ ε1Jn(Fk(xk, uk)) + ε2Jn(Fk(xk, uk))

+ ε3Jn+1(Fk(xk, uk)) + ε4Jn+1(Fk(xk, uk))}

(5.23)

where εi are constants given by the bilinear interpolation such that 0 ≤ εi ≤ 1, i ∈
{1,2,3,4} and ∑4

i=1 εi = 1. The control gear is any gear not equal to neither the
current gear nor neutral gear, the engine torque Te,k = 0 and the braking force Fb,k

is only applied in order to avoid overspeeding. The transition cost to the position
where gear change is finished becomes

ζk(xk, uk) =
n

∑
i=k

(ṁf,i + β)ti + γ∆Eω (5.24)

where ti is given by (5.18) for i = k, ..., n − 1 and tn is the time consumed at the
incomplete last stage such that ∑n

i=k ti = τg. The fuel mass flow is zero for an upshift,
since the decrease in engine speed is used for overcoming the engine drag torque.
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Table 5.2: Resulting fuel consumption for five different simulations with the same
trip time.

Driving corridor Neutral allowed Fuel savings
∆v = 1 km/h, nΣ = 0.1 std no 0 %
∆v = 2 km/h, nΣ = 1 std no 5.0 %
∆v = 4 km/h, nΣ = 1 std no 8.0 %
∆v = 2 km/h, nΣ = 1 std yes 9.2 %
∆v = 4 km/h, nΣ = 1 std yes 12.7 %

When changing from a higher gear or from neutral gear, the fuel mass flow in (5.24)
is set by ṁf(ωk,0).

5.3.6 Solution
The steps in Section 5.3 are applied to Section 5.3.2 - 5.3.5. If no feasible solution
from a state is found, the cost-to-go is set to infinity. The control vector uk is stored
for each feasible state at each stage. When the DP-algorithm is finished all the way
back to the starting point of the section, a forward algorithm using the optimal
control uk for the current state is applied. Using the control uk, the vehicle might
end up in between two discretized velocities during gear changes, coasting in neutral
or coasting with gear. If the current state is between discretized states with the
same gear, interpolation is used in order to find the control at this state. If the
current state is between discretized states with different gears, the control belonging
to the nearest one in terms of velocity is chosen.

5.4 Simulation results

Simulations were performed using Matlab on the Trosa driving cycle introduced in
Chapter 3. The cycle contains a total of 53 stops, at which the vehicle is starting and
stopping with a velocity of 10 km/h, since the dynamics during very small velocities
are out of scope for this thesis. The intention of the simulations is to investigate how
the fuel consumption is affected by a wider driving corridor and by the possibility
to use neutral gear. The width of the driving corridor is varied by setting different
values on the two parameters introduced in Chapter 3: ∆v. The parameter ∆v sets
the allowed variations in km/h during constant reference speed, and nΣ sets the
allowed number of standard deviations from the average rate of deceleration. In
order to fairly compare simulations with different driving corridors, the value of the
time penalty parameter β is adjusted such that the simulations have the same trip
time. A simulation with a narrow driving corridor ∆v = 1 km/h and nΣ = 0.1 is used
as a benchmark. The resulting trajectory using a wider driving corridor with the
possibility to use neutral gear can be seen in Figure 5.6 for the first 25 km of the
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Figure 5.6: Simulation using ∆v = 4 km/h and nΣ = 1 std.
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Figure 5.7: Trajectory using a narrow corridor compared to using a wider corridor
and the ability to coast in neutral gear.
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cycle. A trajectory from the same simulation is in Figure 5.7 shown together with a
trajectory from the benchmark solution with the same trip time.

The resulting fuel consumption for trajectories with the same trip time, is
summarized in Table 5.2. An analysis of the distribution of losses from an energy
perspective is also performed. Figure 5.8 shows categorized energy losses normalized
with the benchmark solution. The numbers for these are different, since only the
former takes into account the varying efficiency of the combustion engine.

5.5 Discussion

By using the vehicle model and problem formulation in this chapter, the optimal
control in terms of gear selection and engine torque can be found using DP. The
simulations show potential fuel savings of up to 12.7 % without increasing the trip
time. It can be seen in Figure 5.6 that if allowed, coasting in neutral will be used
frequently. Even on flat regions, the vehicle will switch between high torque and
coasting in neutral, which is known as Pulse-and-Gliding [48]. Since the vehicle may
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only deviate within the driving corridor, the frequency at which neutral gear is
engaged depends on the width of the driving corridor. The computation time of the
proposed algorithm has not been considered in this chapter but will be investigated
in future work.

One can note that the actual fuel savings shown in Table 5.2 are in fact lower
than the energy savings in Figure 5.8. This means that the fuel is saved by more
energy efficient speed profiles rather than more efficient combustion in the engine.
It can be noted in Figure 5.8 that most of the energy saved by widening the driving
corridor is made through reduction of lost energy due to braking and engine drag.
This can be compared to the findings in [63], where it is concluded that most of the
fuel is saved by a more fuel efficient velocity profile. Only a very small part of the
fuel savings are obtained through more efficient working points in the fuel map.





Chapter 6

A heuristic extension to highway driving

This chapter presents a solution to the Heavy Duty Truck on Open Road - The
AAC2016 Benchmark [64]. The benchmark competition was announced prior to the
Advances in Automotive Control (AAC) Conference 2016 in Kolmården, Sweden.
The contestants were given an advanced vehicle model and should implement their
own control strategies for a driving mission. The task was to construct a controller
for the vehicle that scored as many points as possible while fulfilling some strict
constraints. The solutions were mainly scored according to their fuel consumptions,
but other measures such as computational time and the score according to an
industrial ranking were also taken into account.

The driving mission consists of highway driving, which differs from the previous
chapters in this thesis that focus on urban driving. Nevertheless, this chapter shows
how a rule-based controller for the longitudinal movement of an HDV can be
constructed based on heuristics from solving OCP:s rather than directly from the
solutions of OCP:s as in the previous chapters. There are in total six proposed
solutions to the benchmark contest. The solution presented here is the one created
by the author of the thesis. A short description of the other solutions was given in
Chapter 2.

6.1 Vehicle model

The provided vehicle model given to the contestants in the form of a Simulink
mdl-file contains the modules: Engine, clutch and transmission, transmission control
unit, chassis, and road slope. The engine is a 12.7 liter, 6-cylinder diesel truck engine
with EGR and VGT and is based on [65]. A gear change consists of a torque ramp
down during 0.5 s, a speed synchronization phase during 1 s and a torque ramp up
during 0.5 s. The chassis module describes the external forces on the truck which
sums up to Fenv such that

Fenv = Fr + Fa + Fg. (6.1)
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The individual forces are given by

Fr =mg cos(α)(cr,0 + cr,1v
2) (6.2a)

Fa =
1
2
ρAfCdv

2 (6.2b)

Fg =mg sin(α) (6.2c)
where cr,0 and cr,1 are coefficients for the rolling resistance and the other parameters
follow the notation in Section 4.1. The actuators to be controlled are the gear request
ug,r, fuel injection mf , variable geometry turbine (VGT) actuator uV GT , exhaust
gas recirculation (EGR) valve uEGR, and brake ub. The most important outputs
from the vehicle, which become inputs to the controller, are the engine torque Me,
the air-to-fuel ratio λ, the turbo speed nt, the engine speed ωe, the vehicle velocity
v, and the travelled distance s.

6.2 Problem formulation

A description of the benchmark problem can be formulated as

minimize
u(s)

∫
T

0
ṁfdt

subject to ẋ = f(x,u),
x(0) = x0,

umin ≤ u ≤ umax,

λ(x,u) ≥ 1.3,
nt ≤ 110 000 RPM
v ≤ 91 km/h,
s(T )/T ≥ vdes

(6.3)

where x and u denote the set of state and control variables respectively, vdes is the
minimum allowed average speed. The route for the vehicle to drive is the highway
between the Swedish cities Södertälje and Norrköping for which the altitude profile
is shown in Figure 6.1. The total weight of the truck is 40 000 kg and it is required
to keep an average speed of vdes = 80 km/h. The contestants were also informed that
in addition to this given case, their controller would be tested in other scenarios.
These could include variations such that the total mass of the vehicle would be
between 7000 and 60 000 kg and the distance and altitude data might be taken from
other roads.

6.3 Solution

By early experiments with the vehicle model, it was found that the vehicle does not
consume any fuel at all if neutral gear is selected. This corresponds to being able
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Figure 6.1: Altitude profile of the road between Södertälje and Norrköping.

to shut off the engine while driving, as opposed to the vehicle model in Chapter 5,
in which the engine consumes the necessary fuel in order to overcome the drag
torque of the idle engine speed. Because of this beneficial feature, the main idea of
this solution is to maximize the distance during which the vehicle has neutral gear
engaged.

This solution is split into two parts. The first part is a pre-computation running
before the vehicle starts and the second part is an online controller which is run as
the vehicle travels along the road. The reason for this division is that the execution
time of the pre-computation and the online controller are scored differently. More
points are awarded for low online computational time, and this solution therefore
performs as much of the calculations as possible in the pre-computations. These
consist of an algorithm that uses the road elevation data in order to identify start
and end positions for the use of neutral gear during downhills. These positions
and a speed trajectory are then used online during the driving mission by a simple
controller. Each of these two parts is described in the following two subsections and
the third subsection treats the control of VGT, EGR, gear and brake.
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6.3.1 Pre-computations
The external forces acting on the vehicle are, according to (6.1), air resistance,
rolling resistance and gravitational force. One part of the rolling resistance is speed
independent and these losses can therefore not be decreased. The gravitational
force does not result in any loss of energy, but rather a conversion between kinetic
and potential energy. The losses due to air resistance and one part of the rolling
resistance however, are caused by forces proportional to the squared velocity. In
order to minimize the losses originating from these forces, while obeying to the
constrained trip time, the vehicle should keep as equal velocity as possible. Due to
the large weight of the vehicle in combination with altitude changes of the road, it
is not possible to keep constant speed at all parts of the road. This is the case in
steep the uphills. There may also be sections of steep downhills where the truck will
accelerate even without any tractive force. Such sections are typically where it is
possible to save fuel by smarter control. The steep uphills and downhills constitute
the foundation of the derived solution presented in this section. At and around the
steep uphills, the truck uses maximum power. At and around steep downhills, the
truck coasts in neutral. For the remaining distance, the truck keeps a constant speed
denoted v.

The result of the pre-computation is a speed trajectory, a time trajectory indi-
cating the expected elapsed time as a function of position and positions for start
and end of sections where coasting in neutral and full power should be performed.
The pre-computation is an iterative procedure where a new trajectory is calculated
in each iteration. It will end when the final time of the calculated trajectory T is
between 0 and 10 s less than the maximum allowed time tmax = stot/vdes. This was
empirically found to be a good trade-off between execution time of the algorithm
and the quality of the trajectories.

The pre-computation starts by finding an initial guess for the speed trajectory.
This is done by dividing the total distance with the allowed time. The first guess of
the speed trajectory will thus be that the constant value v should be held everywhere.
By using the model of resistive forces (6.1) with Fenv = Fenv(s, v) for position s
and velocity v, each position s is defined as either flat, uphill or downhill. A section
containing the position s is defined as uphill if

Fenv(s, v) > Fmax(v), (6.4)

defined as downhill if
Fenv(s, v) < 0, (6.5)

and defined as flat if
0 ≤ Fenv(s, v) ≤ Fmax(v), (6.6)

where Fmax(v) is the velocity dependent maximum tractive force given by a look-up
table derived beforehand by experimenting with the model. For a specific velocity v,
the different sections can be seen in Figure 6.2 with flat sections in blue, uphills in
red and downhills in green.
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Figure 6.2: Sections considered as uphills, downhills and flat for a given velocity v.

As seen in the previous chapters of this thesis, coasting should not only be
performed in the downhill sections. It should start already before the downhill in
order to lower the velocity to a value below v. When entering the downhill, the
vehicle will start accelerating and somewhere in the middle of the downhill, the
velocity reaches and passes v. At some distance after the end of the downhill, the
vehicle has lost velocity such that it again drives at v, which can now be held
constant. The speed profile in a downhill can be seen in Figure 6.3. If the upper
speed limit is reached in a downhill, the calculations are performed again in order
to reach slightly below the speed restriction exactly at the end of the downhill. An
example of this can be seen in Figure 6.4. For very long or steep downhills, the
vehicle might need to lower the speed ahead of the downhill to unacceptable low
values. A minimum value vmin is therefore introduced and set to vmin = 45 km/h
which was empirically was found to be a good trade-off between fuel savings and
trip time.

The opposite process takes place in uphills. Maximum power starts before the
uphill such that the vehicle enters it with a higher velocity than v. As the vehicle
reaches the middle of the uphill, its velocity decreases below v. The use of maximum
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Figure 6.3: Sketch of a speed profile during coasting in neutral in a downhill.
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Figure 6.4: Sketch of a speed profile for coasting in neutral in the case it cannot be
performed symmetric around v due to the speed restriction.
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power then stops when the vehicle again has managed to reach v.
For both uphills and downhills, the calculations are done by the Matlab function

ode45. They are, in the case of not being close to the speed limit, performed such
that the profile becomes fairly symmetric around v as in Figure 6.3. This is done by
first calculating a center of the hill sc in terms of the energy gain/loss such that

∫
sc

hill start
Fenv(s, v)ds = ∫

hill end

sc

Fenv(s, v)ds (6.7)

for downhills and

∫
sc

hill start
Fenv(s, v) − Fmax(v)ds = ∫

hill end

sc

Fenv(s, v) − Fmax(v)ds (6.8)

for uphills. The trajectories are then given by integrating the differential equation
for the velocity forward and backward from sc.

When integrating the velocity using ode45 in uphills, one or many gear shifts
may occur. From the gear controller, which will be described later, the velocities for
when the truck will need to lower the gear are known. As the vehicle loses speed in
the uphills, one or many of these velocities for a downshift of the gear may occur. If
this happens, the input force is set to zero for a distance corresponding to 2 s before
the vehicle can again use maximum power.

The distance between the point where the velocity leaves v until it again reaches
it is considered either a coasting in neutral section or a full power section. The
speed trajectory is given by the constant speed v together with the results from
solving the differential equations during coasting in neutral and full power. If the
sections for coasting in neutral and full power coincide with sections of the same
type, computations are done again combining the sections to one longer hill. If the
sections for coasting in neutral and full power coincides by sections of the other
type, then the more extreme in terms of deviation from v is chosen.

A resulting speed trajectory can be seen in Figure 6.5. Red indicates sections of
full power, green sections of coasting in neutral and blue sections where constant
speed is kept. The strategy plotted on an altitude curve can be seen in Figure 6.6.

Given the speed trajectory from the pre-computation, the total trip time T and
the margin to the maximum allowed time tmargin = tmax − T can be calculated.
In order to finish in time, tmargin ≥ 0 must hold and in order not to waste fuel
by driving faster than necessary, tmargin ≤ 10 is set as the upper bound. If these
conditions do not hold, v is recalculated. This calculation is done by starting with
the full distance and the allowed time of the trip. From these, the distance and time
during which either coasting in neutral or using full power occurs. The remaining
distance and time belong to the flat areas. The new v is calculated by dividing this
distance by the corresponding time. The full procedure of the pre-computation is
summarized in the pseudo-code below:

Initialize v = stot/tmax
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Figure 6.5: Speed trajectory calculated by the pre-computation. This trajectory is
used as reference for the online controller.

for i = 1 ∶ 10

Find sections of uphills and downhills.
Calculate sections of full power and coasting in neutral.
Calculate trip time T .
if 0 ≤ tmargin ≤ 10

break.
else

Let tdyn and sdyn be time and distance for coasting in neutral and
full power.
Set v = stot−sdyn

ttot−tdyn
.

end

end



6.3. Solution 71

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1 1.1 1.2
⋅105

−40

−20

0

20

40

60

80

Position [m]

A
lti

tu
de

[m
]

Constant speed
Coast
Full power

Figure 6.6: Sections for coasting in neutral, full power and constant velocity.

Since convergence is not guaranteed, the algorithm stops after ten iterations and
uses the trajectory calculated so far in case the stopping requirement is not fulfilled.
The reason why this iterative procedure is needed is that the sections considered as
uphills or downhills depend on the previous guess on the constant speed v, since
the resistive force and maximum force is velocity dependent. Also, the algorithm
tries to create symmetric deviations from v in terms of velocity during coasting in
neutral and full power. This means that time is lost in these sections compared to if
constant speed was held. This is especially true if gear changes occur in an uphill or
if the speed restriction is reached in a downhill.

6.3.2 Online controller
The online controller should follow the pre-computed speed trajectory and initiate
coasting in neutral and maximum power at the pre-computed sections. There is
already a default limiter on the fuel injection in the provided vehicle model, so the
controller itself does not have to limit the amount of fuel except for making sure not
to cause too low values on the air-to-fuel ratio λ. The limit on the fuel injection uδ

is set as a function of the air mass flow through the compressor Wc and the engine
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speed ne as in [66]. For this specific vehicle the limit is

uδ ≤
10.2 ⋅ 105Wc

ne
. (6.9)

The online controller is designed with the objective of finishing ∆t = 5 s ahead
of the time limit tmax. One can argue that finishing with time margin as small as
possible would be optimal, since this would optimize the fuel consumption. However,
exceeding the time limit disqualifies the solution, so the margin for the controller
to aim for was chosen empirically to be just large enough not to exceed the time
constraint. If the vehicle is ahead or behind the pre-computed time trajectory, it
needs to adjust accordingly. This is done by adjusting the velocity in the sections
where neither coasting in neutral nor full power is desired. From the pre-computation,
the expected time of finish T is given. By stating that the vehicle should finish ∆t

ahead of the time limit, the amount of time the vehicle should be ahead of the
computed trajectory is easily calculated. The fuel injection at these sections is given
by

uδ =Kpverr +Ktserr + Fenv/rF F (6.10)

where verr is the difference between the velocity from the trajectory and the current
velocity in km/h and Kp = 50. This can be seen as a proportional gain. The variable
serr is the difference between the position from the trajectory and the current
position and Kt = 1. This can be seen as an integral gain. The constant rF F is the
ratio between fuel and force which is empirically estimated to rF F = 40 and this last
term can therefore be seen as a feed-forward part proportional to the resistive forces.
The fuel injection may however not exceed the value given by (6.9). On sections of
full power, uδ is given by setting equality in (6.9) and on sections for coasting in
neutral it is given by setting uδ = 0.

6.3.3 Other control signals
The previous section covers how the control for the fueling is performed. This section
covers the other control signals, i.e., EGR, VGT, gear changes and braking.

EGR and VGT

Both the EGR and the VGT signals are kept at constant values during the full
driving mission. To reach the conclusion not to change them dynamically, the model
was decoupled from the driving mission and experiments were performed on the
model of the vehicle alone. In steps of five percentage points in the span 0-100 %,
the EGR and VGT signals were varied for different values on the engine speed
and the fuel injection in the typical working range of these signals. A typical plot
showing the output torque from the engine as a function of EGR and VGT for the
engine speed ne = 1100 RPM and fuel injection uδ = 210 mg/stroke can be seen in
Figure 6.7. It can be seen that for VGT equal to 50%, higher values do not yield
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Figure 6.7: Output torque as function of EGR and VGT for engine speed 1100 RPM
and fuel injection 210 mg/stroke

any significant increase in output torque. The EGR values for higher VGT do not
have much influence on the torque. With these motivations, the VGT was set to
50% and the EGR to 0 %.

Gear and brake

The default gear selection provided in the vehicle model is used. The brake is only
used in case the velocity is less than 2 km/h from the speed limit at the same time
as the vehicle is accelerating.

6.4 Results

The results from a simulation with the default problem formulation can be seen in
Figure 6.8, where the resulting speed is plotted together with the trajectory from
the pre-computation. The two trajectories are mostly similar with a few exceptions.
During the interval t = 1600-1900 s, the vehicle is ahead of the pre-computed
trajectory and therefore drives slower than v. During the interval t = 2800-3200 s,
the vehicle is behind the pre-computed trajectory and therefore drives faster than v.
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Figure 6.8: Speed trajectory from simulation compared to speed trajectory from the
pre-computation.

The fuel consumption for this solution on the road between Södertälje and
Norrköping was 2.85 liters per 10 km. As can be seen in [10], this solution fulfilled
all constraints and had the lowest fuel consumption of all solutions in this scenario.
After scoring all other categories of the competition, the solution finished in third
place.

6.5 Discussion

This solution provides a straightforward and fairly intuitive controller for the
benchmark problem. The focus is on minimizing the fuel consumption by engaging
neutral gear during downhills. There is, however, still room for improvements of the
algorithm for pre-computing the speed trajectory. The algorithm should be made
more robust. It was found during the evaluation that if the vehicle mass is high or
if the road is very hilly, the algorithm might fail to find a solution. The reason is
that during such circumstances, the vehicle will lose a lot of time during uphills and
during coasting in neutral in downhills. This loss of time cannot be compensated
for during the flat sections, since the speed there would have to be higher than the
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maximum allowed, i.e., v > 91 km/h.
A second improvement could be to increase the distance of coasting in neutral

even more. This could be done by increasing the speed ahead of downhills and by
allowing the vehicle to lose speed below v directly after a downhill. Furthermore, it
was found in Chapter 5 that switching between coasting in neutral and high power,
i.e., pulse-and-gliding, is beneficial for the fuel consumption even on flat regions.
Since the engine in that chapter was modelled to consume fuel when idling the
engine, which is not the case for the engine in this chapter, using the pulse-and-glide
method in this chapter is likely to be even more beneficial. This strategy would
however increase the air resistance and the velocity dependent part of the rolling
resistance, compared to keeping constant speed on flat regions. But the increase
in fuel consumption due to this is probably smaller than the gains, judging by the
findings in Chapter 5.





Chapter 7

Summary, conclusions, and future research
directions

7.1 Summary

This thesis treats the problem of minimizing the fuel consumption of an HDV. The
main focus is on applications in which the desired and required velocity is varying,
such as in urban driving. The approach to minimizing the fuel consumption is to
formulate the driving mission as an optimal control problem and solve it. This is
done by defining a model of the vehicle, setting constraints on the variables and
stating an objective function that is to be minimized.

Chapter 3 introduces the upper and the lower constraints on the kinetic energy,
referred to as the driving corridor, which is an important part of the constraints
throughout this thesis. A method for creating the driving corridor is proposed. The
purpose of the driving corridor is to keep the vehicle from deviating too much from
a normal way of driving. Most attention is given to deceleration situations, since
this is typically when the optimal speed profile of an HDV deviates from the speed
profiles of other traffic. For setting the driving corridor in these situations, data
from real truck operation is used in order to set the constraints.

Chapter 4 introduces a vehicle model where the dynamics of the vehicle are
described by a function of environmental forces and controllable tractive and braking
forces. The driving mission is formulated as an OCP with the objective of minimizing
the weighted sum between energy consumption and trip time. The problem is solved
using two different methods. The first method is to solve the OCP in continuous
form offline using PMP. It is investigated how variations in the driving corridor
influence the energy consumption. It is found that the energy consumption can be
reduced by 6.6 % without increasing the trip time nor deviating too much from a
normal way of driving. The second method is to discretize the state space and solve
the problem using an MPC with the problem in QP form. It is here investigated how
variations in the horizon length of the MPC influence the energy consumption. It is
found that 1000 m is enough in order to obtain the same values as when solving the

77
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problem offline, and a horizon length of 500 m yields results only a few percentage
points from the optimal.

Chapter 5 contains a more complex vehicle model, including an engine, a clutch,
a gearbox, and a final drive. The driving mission is formulated as a discrete OCP
with the objective of minimizing the weighted sum of the fuel consumption and trip
time. The problem is solved using a DP-algorithm considering specifically transitions
between states using the same gear, coasting in neutral, coasting with gear, and gear
changes. It is investigated how the fuel consumption is influenced by variations in
the driving corridor and the possibility to engage neutral gear. It is found that the
energy consumption can be reduced by 12.7 % without increasing the trip time nor
deviating too much from a normal way of driving. The energy is saved by minimizing
the losses due to engine drag and from braking, rather than by improving the
combustion efficiency in the engine.

Chapter 6 shows how heuristics from optimal control can be used in order to
implement a rule-based controller. A solution to a benchmark competition regarding
the control of a HDV on highway driving is presented. The main idea of the solution
is to identify sections where the vehicle should engage neutral gear in order to save
fuel in downhills and use maximum power in order to decrease the time lost in
uphills. The problem is solved iteratively by finding such sections together with
a constant speed that should be held between the hills. The result is a successful
algorithm for decreasing the fuel consumption.

7.2 Conclusions

There are great potentials for saving fuel in driving environments such as urban
driving. The potential savings in these environments are greater than for using
look-ahead control on highways. The main savings come from reducing the losses
due to braking. It is therefore important that the upcoming driving conditions are
known to the controller. These conditions include the road slope and the changes
in the required or desired maximum speed. Such requirements are typically lower
speed limits, or intersections and roundabouts.

7.3 Future research directions

This section presents a few possible directions of the future research.

7.3.1 Real-time implementation

The computational time of the solutions in this thesis has not been prioritized. As
was discussed in Chapter 2, applying optimal control to vehicles often means that
the selection between an online and an offline controller has to be made. In an
online controller, the calculations have to be done in real time and can thus not be
too computationally heavy. If the optimization is done offline, a controller has to
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be designed to track the trajectories derived from the optimization. The selection
between these two options and its implications has to be considered if the work in
this thesis is to be used in a real vehicle. If new hardware is necessary in order to
implement the control, the cost due to this has to be compared with the potential
gains from reduction in the fuel consumption. Finding the best trade-off between
fuel consumption and production cost will be important.

7.3.2 Perform experiments
The optimal control methods derived in this thesis need to be validated experimen-
tally. A controller that can be implemented in a vehicle needs to be developed. The
experiment can be performed either on public roads or at an isolated test track.
It is of great interest to compare the fuel savings derived in this thesis through
simulations with the ones obtained in real experiments.

7.3.3 Consider trafic lights and surrounding traffic
In some isolated environments such as mines or dedicated lanes, the vehicle may be
able to avoid interference with other traffic. In most cases however, this is not the
case. A first approach to addressing this problem can be to introduce a preceding
vehicle, i.e., another vehicle driving ahead of the ego-vehicle and thus introducing
addition restrictions on position and speed. Urban environments often include traffic
lights. Even if the current and upcoming phasing of the light signals are known, it
increases the complexity of the optimization problem, since also the dependence on
time must be taken into consideration.





Abbreviations

ACC Adaptive Cruise Control
ADAS Advanced Driver-Assistance Systems
BSFC Brake Specific Fuel Consumption
BVP Boundary Value Problem
DP Dynamic Programming
EGR Exhaust Gas Recirculation
GPS Global Positioning System
HDV Heavy-Duty Vehicle
HEV Hybrid Electric Vehicle
MPC Model Predictive Controller
OCP Optimal Control Problem
PHEV Plug-in Hybrid Electric Vehicle
PMP Pontryagin’s Maximum Principle
PnG Pulse-and-Glide
QP Quadratic Programming
RPM Revolutions per Minute
SQP Sequential Quadratic Programming
VGT Variable Geometry Turbocharger

81





Notations

s position
v velocity
K kinetic energy
Kl lower constraint of driving corridor
Ku upper constraint of driving corridor
ψ adjoint state variable in
v∆ Allowed deviation during constant speed
nΣ Allowed number of standard deviations during deceleration
F force
Ft tractive force
Fa air resistance force
Fr rolling resistance force
Fg gravitational force
Fenv sum of environmental forces
g gravitational constant
γg transmission ratio gearbox
γfd transmission ratio final drive
Af vehicle frontal area
cd air drag cofficient
ρ air density
cr rolling resistance coefficient
m vehicle mass
P power
ω engine speed
I moment of inertia
J cost-to-go
ζ transition cost
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