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Abstract

With the progress of data handling methods and computing power
comes the possibility of automating tasks that are not necessarily han-
dled by humans. This study was done in cooperation with a company
that digitalizes receipts for companies. We investigate the possibility
of automating the task of finding anomalous receipt data, which could
automate the work of receipt auditors. We study both anomalous user
behaviour and individual receipts. The results indicate that automa-
tion is possible, which may reduce the necessity of human inspection
of receipts.

Keywords: Anomaly detection, receipt, receipt digitalization, au-
tomatization
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Sammanfattning

Med de framsteg inom datahantering och datorkraft som gjorts så
kommer också möjligheten att automatisera uppgifter som ej nödvän-
digtvis utförs av människor. Denna studie gjordes i samarbete med ett
företag som digitaliserar företags kvitton. Vi undersöker möjligheten
att automatisera sökandet av avvikande kvittodata, vilket kan avlas-
ta revisorer. Vti studerar både avvikande användarbeteenden och in-
dividuella kvitton. Resultaten indikerar att automatisering är möjligt,
vilket kan reducera behovet av mänsklig inspektion av kvitton.

Nyckelord: Anomalidetektion, kvitto, kvittodigitalisering, automa-
tisering
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Chapter 1

Introduction

Anomaly detection, also commonly referred to as outlier detection, is
the process of finding data points that deviate from some measure of
normality. The problem has been intensely studied and the methods
generated are used in everything from credit card fraud detection to
monitoring of patient medical data (Chandola, Banerjee, and Kumar
2009).

The origin of anomalies naturally varies with the field of study. They
may arise from e.g. fraud attempts, sensor faults or user mistakes in a
data input interface. A thorough understanding of the ’black box’ be-
tween the mechanism generating the data and the data itself is there-
fore usually very helpful, or even necessary, for finding interesting
outliers, which is one of the reasons why domain-specialized studies
are common in the field of anomaly detection. This thesis is such a
domain-specialized study, with the focus being on receipt data.

1.1 Problem description

This work is done in cooperation with a company that provides a ser-
vice for digitally handling receipts. The common customers are com-
panies in need of a service that lets employees easily structure and re-
port expenses made on behalf of the company in order to be refunded.
The user fills in a form for each receipt, where he or she may choose
to either manually enter fields such as total cost, date of expense, VAT
cost etc., or let the system suggest completed field based on an OCR
reading of the receipt.
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2 CHAPTER 1. INTRODUCTION

After completing the form, the user sends the data to the person or
persons responsible for handling receipts at the company (henceforth
referred to as auditors). The user’s request is either accepted or rejected,
where a reason for rejection may be e.g. that the auditor considers the
expense to be of personal nature.

Figure 1.1: Receipt digitalization system.

The expenses reported through this system has been stored in a dataset
that is henceforth referred to as the Expense dataset. All data is anonymized
to avoid identification of individuals. The original Expense dataset
consists of approximately one million data points. In this study we
use a subset of the dataset which only contains data from paying users
with at least 500 receipts in the dataset. The leaves about 155, 000 data
points from 197 users. This reduction was done to 1) remove all data
from users that merely test the system, 2) be able to draw conclusions
about user behaviour, which is difficult if too few data points are avail-
able. The features of the dataset are:
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• Transaction ID. Works as a primary key; it does not provide any
information.

• User ID. Used to identify the user that the receipt belongs to.

• Company ID. Used to identify the company which the user be-
longs to.

• The date of the expense, that is, when the purchase was made.

• The exchange rate to SEK at the date of purchase.

• The Value Added Tax (VAT) cost.

• Total cost of the expense (that is, including VAT).

• The country of the expense.

• The currency of the expense. This may be different from the cur-
rency of the country feature, e.g. if someone buys something
with euros in a country outside the eurozone.

• Number of attendees.

• An image url, which provides a link to the image of the receipt.

• An ID that identifies a category of the transaction.

• Zero or more class tags of the transaction.

Most features are self-explanatory, but the last four warrant further
explanation. The number of attendees is an integer that is used in
restaurant receipts where several people were present. This allows us
to normalize the total cost of the restaurant visit by simply dividing by
this number, as visits with a large number of attendees would other-
wise appear as very large expenses.

The image url provides a link to the receipt which the expense re-
ported is based upon. This provides us with a ground truth for the
expense report, and based on inspection of the image we may e.g. de-
termine if an error in the data input has been made.

For purposes of bookkeeping, receipts are stored in different categories,
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such as software or transport, which is found in the dataset by the cat-
egory ID. The categories used may vary with the company, thus all
companies have the possibility of defining their own. This posed a
problem when a classification mechanism based on the OCR reading
was added to the system.

To solve this, a set of 26 class tags such as advertising, aviation, restau-
rant or car maintenance, which the classification algorithm could use,
was introduced. The tags are designed to be non-overlapping and to
encompass almost every reported receipt. Companies can then define
their own categories, and associate class tags with every category. For
example, a company may have transport as a category and associate
the tags taxi, aviation, bus, boat, train, parking, rental car with it. A data
point classified in one of the tags would then be categorized as trans-
port.

It would be useful if the web service offered a way for subscribing
companies to automate the task of auditing receipts. This study inves-
tigates the possibility of this in the context of the reduced Expense
dataset.

Thus, the following questions are evaluated in this study:

• How may we construct an automatic auditor that flags individ-
ual receipts and users for inspection in such a way that the flag-
ging agrees well with human conceptions?

• How may such an automatic auditor’s performance be evalu-
ated?

• Which existing anomaly detection methods may be used for this
task?

1.2 Ethical considerations

The obvious ethical issue of this study is that which is common to all
big data studies, which is privacy invasion. It quickly becomes easy to
monitor and study the behaviour of users, which makes surveillance
of employees much easier for companies and for those in possession of
the data. While the data set we worked with was anonymized in terms
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of the user id etc., it was still possible sometimes to identify individ-
uals by name in the receipt images. A leak of such data could make
it easy to study the patterns of persons or organizations by unwanted
individuals.

Another potential problem with receipt digitalization could perhaps
be the appearance of new types of forgeries. Currently, receipts must
be kept in physical form, but if this demand is removed and perhaps
only an image is necessary, then image manipulation could become a
real problem.

1.3 Related Work

To the author’s knowledge, no previous study has been done on re-
ceipt data. The field that has been extensively studied and which is
probably in some sense closest to this problem is credit card fraud de-
tection. However, as the data generating mechanism is still different,
in that private consumers have a different spending pattern from em-
ployees, insights from that field can not be directly applied without
modifications.

Credit card fraud detection was one of the early applications of data
mining and machine learning techniques to outlier detection, and many
designs have been conceived.

One approach is the construction of user profiles made of credit card
transaction features, where new data points may be tested against this
profile of normality. The work of Kokkinaki (1997) is an example of
such a method. In their study, user habits are represented by a data
structure called a Similarity Tree, which is similar to a decision tree.
New transactions may then be tested against this tree to determine
how anomalous they are. It is shown that false negatives are few,
but that the false positive rate is dependent on irregularity of user be-
haviour.

Self-organizing maps (SOMs) are a type of artificial neural networks
that may be used for clustering, and are especially useful if many fea-
tures are present. As clustering is closely related to anomaly detec-
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tion, they may also be used for that purpose, as is done in e.g. Quah
and Sriganesh (2008). In their study, they use self-organizing maps on
real bank data from five randomly selected customers with good re-
sults. Many others have used neural networks on credit card data and
other financial data. Aleskerov, Fieisleben, and Rao (1997) devised a
complete system, CARDWATCH, which incorporates a set of neural
network architectures. The user may then choose the method that he
or she deems most appropriate. Their system achieved high retrieval
rates for known frauds. More recent work is found in e.g. Patidar and
Sharma (2011), where a combination of genetic algorithms and neural
networks is proposed to handle the problem of parameter selection in
the neural networks.

While neural networks and clustering algorithms are common approaches,
one should be aware of the abundance of other methods that have been
proposed as well. As an example, Bentley et al. (2000) use genetic
programming to evolve a set of fuzzy logic rules that may be used to
classify transactions into suspicious and non-suspicious. By trial and
error appropriate rules may then be determined based on the training
set. In their study, all suspicious receipts in the test set could be recov-
ered with a ≈ 5% false positive rate.

In many cases, the present methods for anomaly detection are too
crude to work practically. Real life data is often more complex than
e.g. a set of well-defined clusters and a few outliers. In such a case, it
may be more fruitful to develop tools and methods that aid humans
in exploring the data instead of relying purely on computers. David J.
Hand and Blunt (2001) showcase some of the ways in which it may be
done for credit card data by using statistics and visualization.

Surveys on the subject may be found in Delamaire, Abdou, and Pointon
(2009), Kou et al. (2004), and Bolton and David J Hand (2002).
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Background

This chapter first provides some necessary background knowledge of
anomaly detection in general. Afterwards a description of the various
algorithms used in this study is given.

2.1 Anomaly detection

The problem of anomaly detection is not well defined. Definitions
proposed, such as that of Hawkins (1980), are of general format and
merely put into words our intuitive understanding of the word ’anomaly’;
they provide no information that aids in the practical process of find-
ing them. This is not due to a lack of inventiveness, but to the fact that
the term has come to span such a wide array of applications. The lack
of a well defined problem domain gives rise to a number of issues, as
we shall see, but anomaly detection has been found useful in a variety
fields, and will continue to do so.

To handle the problem in a structured manner, clear definitions of the
types of outliers that are interesting to us are necessary. The discovery
and isolation of what is interesting in a data set depends on us specify-
ing what makes it interesting and separate from other data points. For
example, in a dataset containing spatial data our heuristic of ’outlier-
ness’ may be Euclidean distance to other data points. In a dataset of
categorical data, unusual combinations of feature values may be our
measure. With a sufficiently large sample drawn from a normally dis-
tributed random variable the z-score (signed number of standard devi-
ations) would probably be used.

7
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Most real-world datasets will be unlabeled (Aggarwal 2017), that is,
no binary split of the dataset into anomalous and non-anomalous data
points will be available. If labels are present, the problem is essentially
reduced to the binary classification problem. Sometimes, only data
labeled as ’normal’ or data labeled as ’abnormal’ is present, which is
usually referred to as semi-supervised anomaly detection. The former
case is the more common one, and it is used in e.g. novelty detection,
where modeling anomalies may be very difficult, but modeling nor-
mality may be easy (Chandola, Banerjee, and Kumar 2009; Markou
and S. Singh 2003). An example is fault detection in spacecrafts, where
e.g. a crash would be very difficult to model (Fujimaki, Yairi, and
Machida 2005). The latter case is more rare, but some uses may be
found in Dasgupta and Niiio (2000).

Another aspect to consider when mining for anomalies is whether or
not the anomalies are present only in some specific setting. A common
distinction is usually made between the following types (Chandola,
Banerjee, and Kumar 2009):

• Point anomalies. Refer to data points that are anomalous with
respect to the rest of the data set.

• Contextual anomalies. Refer to data point that are anomalous
with respect to some given context, but not otherwise. Some-
times referred to as conditional anomalies. For example, a user’s
behaviour may be anomalous with respect to the company that
he or she works for, but not with respect to all users.

• Collective anomalies. Refer to data points that are anomalous as
a group. For example, in an operating system a certain sequence
of system calls may be considered anomalous.

Some further aspects of anomaly detection that should be considered
are (Chandola, Banerjee, and Kumar 2009):

• The defining characteristics of normality or abnormality may change
with time. If one studies fraud detection, this may be due to
fraudsters inventing new types of fraud. In the study of con-
sumption patterns the normal behavior may change as new prod-
ucts reach the market.



CHAPTER 2. BACKGROUND 9

• The definition of a boundary between normality and abnormal-
ity may have to be done quiet arbitrarily, which may mean that
data points close to boundaries in particular may not be reliably
labeled. Furthermore, the construction of a region of normality
that encompasses all types of normal behavior in real datasets
is often cumbersome. To handle this problem some researchers
have taken a so-called scoring approach instead (Zhang, Hutter,
and H. Jin 2009). Instead of labeling points binarily, one com-
putes a score of ’outlier-ness’ for every point, and then option-
ally a list of the n points with the highest scores is provided as
an output (the top-n list). This avoids the problem of arbitrary
thresholds.

• If the method one develops is supposed to be useful in practice,
the amount of false positives will have to be minimal, otherwise
users will tend to discard all warnings of anomalies. Finding a
large factor of the true positives without also reporting a large
number of false positives is very difficult in a dataset that may
contain perhaps less than 1% percent of real outliers. For exam-
ple, consider a data set containing 1000 data points where 10 are
anomalies. An algorithm has a 90 % true positive rate and a 10%
false positive rate, which seem like decent numbers. However, a
user monitoring reported outliers would receive 10 times more
false outliers than true outliers.

2.1.1 Evaluation

As mentioned by Campos et al. (2016), almost all evaluation meth-
ods of anomaly detection algorithms are so-called external evaluation
methods, which means that they rely on a ground truth in order to cal-
culate values such as the Receiver Operating Characteristic (ROC), Area
Under the Curve ROC (AUC ROC, or AUROC) or precision-recall curves.
Evaluation is quite straightforward here, though some possible traps
such as misinterpretations of the AUC or human intervention through
optimal parameter selection must be avoided (Aggarwal 2017, p.30).

The precision and recall of a given anomaly threshold t is, using the
notation of Aggarwal (2017):
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Precision(t) = 100 · |S(t) ∩G|
|S(t)|

(2.1)

Recall(t) = 100 · |S(t) ∩G|
|G|

(2.2)

Where S(t) refers to the set of reported outliers with threshold t, andG
refers to the set of ground truth outliers in the dataset. The threshold
parameter that specifies how strictly we define an anomaly is impor-
tant, as the precision and recall will vary with its choice. A precision-
recall curve for sufficiently many values of t should therefore always
be provided.

The ROC curve is instead a plot of the true positive rate TPR(t) ver-
sus the false positive rate FPR(t). D refers to the dataset at hand.

TPR(t) = Recall(t) = 100 · |S(t) ∩G|
|G|

(2.3)

FPR(t) = 100 · |S(t)−G|
|D −G|

(2.4)

Algorithms are usually compared in terms of their ROC or precision-
recall curves, where consistently higher values for a majority of thresh-
old values indicates better performance. This requires visual inspec-
tion, and is not as easily summarized. AUCROC is often used for this
purpose, where integration under the ROC curve for each algorithm
is made. Area magnitude is then the measure of performance, but as
mentioned above there are possible problems with this approach, so it
should be used with prudence. Both ROC and precision-recall require
completely labeled datasets.

Without the availability of a ground truth, one is left with an internal
validation measure, that is, a measure that does not rely on some ex-
ternal ground truth. Many such measures exist in clustering, e.g. the
Silhouette coefficient (Rousseeuw 1987). While these measures may
be informative in the sense that they provide a way to compare al-
gorithms relatively, one may question whether they actually say any-
thing about the true quality of the algorithms, as the algorithm’s qual-
ity is judged based only upon its agreement with the measure, and not
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with objective ground truth. (Aggarwal 2017, p. 27). This means that
one may "outperform" other algorithms simply by creating an algo-
rithm that over-fits to the measuring criteria.

Campos et al. (2016) were only able to find one published paper on
an internal evaluation measure in anomaly detection, which is the In-
ternal, Relative Evaluation of Outlier Solutions (IREOS) index provided
in Marques et al. (2015). This index evaluates the ’outlier-ness’ of the
set of top-n outliers generated by an algorithm based on their margin
to other data points. The margin is determined by a nonlinear max-
imum margin classifier such as a Nonlinear SVM or Kernel Logistic
Regression. An even more recent paper by Goix (2016) instead takes
an approach based on Mass-Volume and Excess-Mass curves. While
both these studies obtained good correlation with external measures
on several datasets, and may work well as evaluation measures in
specific cases, the ’problem’ that the evaluation measure’s definition
of ’outlier-ness’ will have to agree with our own specific case remains.
Internal evaluation methods definitely have their place in that they
provide a way to compare algorithms relative to its criteria of ’outlier-
ness’, but one should be aware that this is only what they do.

For further information on the subject of evaluation we refer to (E.
Schubert et al. 2012; Marques et al. 2015; Campos et al. 2016; Swersky
et al. 2016; H.-P. Kriegel, E. Schubert, and Zimek 2016)

2.1.2 Summary

While the methods of anomaly detection coincide with those of noise
removal, the objectives of the two subjects are opposite. With data
analysis rising in use, the mining of data points that are in some sense
’special’ is of growing interest in many fields. Researchers face the
problem of producing methods that reliably find true outliers in vary-
ing types of datasets, most commonly in an unsupervised setting, and
here questions about parameter selection, definitions and evaluation
are among the most difficult.
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2.2 Methods for anomaly detection

There is a large assortment of methods available for anomaly detec-
tion, as method choice is completely dependent on the heuristic (sta-
tistical, distance-based, frequency-based etc.) of ’outlier-ness’ and on
the dataset structure. Due to the extensiveness of the range of methods
that have been proposed, we can not provide an overview of the field
as a whole here, but only of methods we judge to be relevant to the
reader. The reader who wants further information is referred to e.g.
Aggarwal (2017). Some surveys that at least partially cover the field
may be found in (Bolton and David J Hand 2002; Wang 2010; Kou
et al. 2004; Chandola, Banerjee, and Kumar 2009; Hodge and Austin
2004; Markou and S. Singh 2003; Zimek, E. Schubert, and H. P. Kriegel
2012).

2.2.1 Temporal anomaly detection

The analyst who is searching for anomalies in time series needs to be
aware of a number of issues that may not be present in other types of
data. One such issue is that of stationarity. A stationary time series
is one in which the underlying mechanism generating the data, mod-
eled as a stochastic process, does not change with time. Why is this
relevant? Consider e.g. the study of credit card expenses over time.
If modeled as a stationary process, we would incorrectly report large
expenses around certain holidays or other special dates as abnormal.
There are a number of stationarity tests that may be applied, e.g. auto-
correlation plots, but domain knowledge is also important, especially
if the data available is too scarce to see trends or if it has only been
gathered over a short time period.

Some other issues that should be considered include determining whether
we are searching for anomalous trends or data points, how to han-
dle possibly changing behaviour over time and whether or not the
data is studied online or not, which could make performance demands
stricter on the method of choice.

As temporal anomaly detection is a very large subfield, we will only
describe some of the terms mentioned in this paper. Specifically, we
are interested in anomalous data points within a single time series, not
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in e.g. whether or not the time series is anomalous as a whole compared
to other time series, or in anomalous sequences.

Gupta et al. (2014) identifies three approaches towards the problem
of finding an individually anomalous data point in a time series: pre-
diction based approaches, profile similarity based approaches and in-
formation theoretic approaches. Prediction based approaches use the
various methods available for time series prediction, and apply them
to the outlier detection problem (Aggarwal 2017, p. 276). This is done
by making the observation that anomalous data points should deviate
more from the prediction made by a model based on previous data
points than normal data points. Profile similarity based approaches
construct a profile of what may be considered within the bounds of
normality based on previous data points. Information theoretic ap-
proaches are methods that measure outlier-ness based on the descrip-
tion length of the time series. A sequence containing anomalous data
points needs more information than a homogeneous sequence. For ex-
ample, suppose that we represent our data points with a histogram
with a given number of bins. If the removal of a data point signifi-
cantly reduces the errors of this histogram, it is likely that is anoma-
lous.

Amongst these methods, we tried a prediction based approach for our
problem, in specific the ARIMA(p,d,q) model, and we will therefore
describe it in more detail.

ARIMA modeling

An Autoregressive Integrated Moving Average (ARIMA) model is a
combination of an AR model and and MA model, with the term ’inte-
grated’ referring to the fact that the model handles non-stationary time
series by de-trending them; if we assume stationarity we merely have
an ARMA model instead. De-trending is done by so-called differencing
of the time series, which removes level changes.

Individually, an autoregressive (AR) model bases its prediction on the
preceding p number of values in the time series, that is:

Xt = Σp
i=1aiXt−i + c+ εt (2.5)

c and the regression coefficients a1, ..., ap are the terms that are learned
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by the model from data. εt is the error in the prediction. In order to
make the prediction more robust, we may add the moving average
(MA) term to the model, which makes a prediction based on the com-
bination of a learned average and the error terms in the previous q
values of the time series:

Xt = Σq
i=1biεt−i + µ+ εt (2.6)

By learning the µ (average term) and bi (weights) parameters with
data, the model combines a moving average with a sum of weighted
error terms et−i. to make a prediction. Again, the error in the predic-
tion is εt.

By combining these two models we get the ARMA(p,q) model:

Xt = Σp
i=1aiXt−i + Σq

i=1biεt−i + c+ εt (2.7)

The outlier score for a given data point is then et, that is, the error
in the prediction. This is intuitive: a high error likely indicates large
’outlier-ness’.

2.2.2 Global anomaly detection

Global anomaly detection deals with the problem of finding data points
that are anomalous with respect to all other data points in the data set.
In this study we only deal with numeric data, with the difference mea-
sure being Euclidean distance.

k-NN

k-Nearest neighbours is based on the assumption that normal data
points are close to other data points in term of some distance mea-
sure, while abnormal data points are in a sparse area (Upadhyaya and
K. Singh 2012). The method assigns an anomaly score based on the
distance to the kth nearest neighbour of the data point.

Isolation Forests

Isolation Forests are similar to Random Forests, but as the name sug-
gests the trees are instead used to measure how easy it is to isolate
a given data point. The reasonable assumption is that an anomaly
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should, in general, be easier to isolate than a normal data point.

The method works by constructing a number of iTrees (Tony Liu, Ming
Ting, and Zhou 2008; Liu and Ting 2012). An iTree is a binary tree
which is constructed by randomly selecting a feature and a split point
(it is assumed that the dataset only contains continuous numbers) at
each node. All values larger than the split point are added as the right
child while those less than the split point are added as the left child.
This is done until the dataset can no longer be split. If anomalies are
more easily isolated than other data points, their path length in the tree
will be shorter if we average over a set of iTrees. Anomaly scores may
thus be given based on the averaged path length.

ABOD

Angle-Based Outlier Detection (ABOD) is a method suggested by H.-P.
Kriegel, M. Schubert, and Zimek (2008), which exploits the fact that the
angle between an outlying data point and any two other data points in
a dataset tends to vary less than it does for an inlying point. Suppose
we are given the dataset D. To assign an outlier score to a given data
point A ∈ D, we take all pairs of data points (B,C) ∈ D \ {A} and
calculate the scalar product 〈B,C〉 between them. The outlier score,
referred to as the Angle-Based Outlier Factor (ABOF) in Kriegel’s pa-
per, is then:

ABOF ( ~A) = V AR ~B, ~C∈D

(
〈ĀB,ĀC〉

||ĀB||2·||ĀC||2

)
2.2.3 Local anomaly detection

Local anomaly detection algorithms are algorithms that do not just
consider global distances between data points in its scoring, but which
also consider local structures that may render methods such as k-NN
inaccurate for some purposes. There are a variety of such methods.
The Local Outlier Factor (LOF) method has been the inspiration of
many more recent methods, and we will therefore use it as a repre-
sentative of local methods in this paper.

Breunig et al. (2000) give an example of where their method (LOF) may
be useful. Consider, for example, a case where we have two clusters
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in our data, C1 and C2. C1 is a very dense cluster, while C2 is sparse.
kNN distances in the sparse cluster will be larger, which means that
any outliers in the dense cluster will be neglected, even though they
may be more interesting in practice. By considering local structures,
LOF attempts to solve this problem.

The LOF score of a data point p is calculated by first selecting a neigh-
bourhood size k. A distance called the k-distance of p is defined as the
distance to the outer limits of this neighbourhood. The reachability dis-
tance p with respect to another data point o is:

reach-distk(p, o) = max(k-distance(o), d(p, o)) (2.8)

This is used instead of the normal distance to reduce local fluctuations
in the k-neighbourhood. A higher value of k cause more similar reach-
ability distances for objects within the same neighbourhood.

A value called the local reachability density, or lrd, is calculated with
this distance. It is the inverse of the average reachability distance of all
the data points in the k-neighbourhood of p.

lrdk(p) = 1/

(
Σo∈Nk(p)reach-distk(p, o)

|Nk(p)|

)
(2.9)

With this, the LOF score is calculated as:

LOFk(p) =
Σo∈Nk(p)

lrdk(o)
lrdk(p)

|Nk(p)|
(2.10)

If the data point p has a low reachability density compared to the data
points in its neighbourhood, it receives a high LOF score, and thus a
high outlier score. This is intuitive; if the neighbours of p have, on
average, smaller distances to their respective neighbours than p, then
p should have a higher anomaly score.
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Method

As noted by Aggarwal (2017) (section 1.2), modeling for unsupervised
anomaly detection will usually have to be done in cooperation with a
human that possesses an understanding of the problem domain. By
consultation an understanding of how to separate interesting outliers
from noise may then be gained. We have consulted with a domain
expert and studied the system interface, and based on this we have
chosen two potentially fruitful approaches for anomaly detection. The
first approach characterizes users based on a set of features, and then
tries to find anomalous user behaviour based on this summary profile.

The second approach studies user costs as a function of time, where
receipts are received ’online’ and only user receipts at previous dates
can be used to model normality. This is closer to what an auditor actu-
ally does than the first approach. Our guideline for success here is that
our system should be able to reliably flag data that a human auditor should
review before it is accepted, with few false positives. If such a system is
sufficiently reliable, it could then be used to make it only necessary to
review receipts that exceed some anomaly score threshold.

3.1 Data

As mentioned above, anomaly detection is closely related to our un-
derstanding of the data. With a faulty model of normality comes faulty
anomaly reporting. Any study of the problem should therefore be-
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gin with an exploration and understanding of the nuances of the data
(Eriksson 2013).

3.1.1 Data selection

As mentioned in the introduction, we will work with a filtered ver-
sion of the Expense dataset. Two further transformations are applied:
1) Restaurant visits tend to have several attendees (see Introduction),
thus the total cost of these receipts will be normalized by dividing the
cost with the number of attendees. 2) All costs are converted to SEK
based on the exchange rate at the date of purchase, as SEK is the cur-
rency used in a majority of the receipts. This was done to make direct
numerical comparison possible.

In our first approach for automatic auditing (the user characteriza-
tion), we will only consider the total cost, the purchase country and the
purchase date feature of the dataset in characterizing user behaviour.
The other features of the data set are not really suitable for this pur-
pose. For example, we cannot draw conclusions about user behaviour
based on VAT rates, as those are predetermined, so there is no idea
in including that feature. The category features are also interesting,
but as the usage of these categories vary a lot depending on the com-
pany at hand, we have chosen not to include them in our analysis, as
we judged it to be unreliable. There may be possible ways of includ-
ing these features; these are discussed below in the section on further
work.

In our second approach we will work with the purchase date and the
total cost features, that is, cost as a function of time. We will men-
tion some possibilities of how to include categorical variables such as
purchase country or category for outlier scores, if needed.

3.1.2 Data description

Total cost

We take the approach of studying the total cost as a non-negative, real-
valued, random variable X . Some studies have found that some eco-
nomic quantities such as income, stock price and some other market
prices tend to decently fit log-normal distributions (Limpert, Stahel,
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and Abbt 2013; Clementi and Gallegati 2005; David J. Hand and Blunt
2001). We may test this hypothesis by normality testing the logarith-
mically transformed total cost.

We use the normality test of scipy1, which is an implementation of
the work of D’Agostino and Pearson that measures deviation from the
normal distribution based on kurtosis and skew. We use this measure
as it works for larger sample sizes, unlike e.g. the Shapiro-Wilks test.
(D’Agostino 1971; D’Agostino and Pearson 1973).

Figure 3.1: D’Agostino-Pearson normality test p-values for users.

The test shows great variance in output depending on user; based on
the p-values we certainly cannot reject that cost is log-normally dis-
tributed. To deeper understand the data, we may visualize the total
costs for all users in a Q-Q plot, where we plot the logarithmically
transformed data against a normal distribution in terms of their re-
spective quantiles (figure 3.2).

1https://docs.scipy.org/doc/scipy-0.19.0/reference/
generated/scipy.stats.normaltest.html
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Figure 3.2: Q-Q plot of logarithmically transformed total cost for all
users, versus a normal distribution.
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Figure 3.3: Q-Q plot of logarithmically transformed total cost for two
users, versus normal distributions.

The plot (figure 3.2) indicates that the cost distribution is slightly more
fat-tailed than a normal distribution, but that expenses tend to be log-
normally distributed in the middle quantiles when sufficiently many
data points are given. Q-Q plots for individual users (fig 3.3) also de-
cently coincide with the normal distribution. The upper plot in figure
3.3 is the Q-Q plot for a user with p-value 0.73 in the D’Agostino-test,
while the lower plot is from a user with p-value of approx. 10−5. This
shows the usefulness of Q-Q plotting or other such visualization meth-
ods (e.g. histograms), as one may draw too large conclusions based on
the normality tests in figure 3.1 due to the fatter tails of the cost distri-
bution.

Purchase date

The purchase dates are more straightforward. Primarily, it may be in-
teresting to see if there are seasonal patterns in purchases. Also, the
frequency of user transactions may be interesting.
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Figure 3.4: Number of transactions per month

Figure 3.5: Number of transaction per day of month
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Figure 3.6: Scatter plot of number of days between transactions.

The seasonal pattern in Figure 3.4 is quite expected: employees tend
to be less active during the summer, about half as active according to
the plot.

No clear pattern in Figure 3.5 may be found, except perhaps a slightly
higher activity in the first half of the month compared to the second.
The difference is marginal though. The drop at the 31st day is ex-
plained by the fact that not all months have a 31st day.

The scatter plot in Figure 3.6 is more interesting. The median differ-
ence in days between user transactions is 0 or 1 for all users in the
dataset, which is reflected in the plot by the fact that most data points
are close to zero. However, there are some cases where years have
passed between user transactions, which we should be aware of if pur-
chase frequency is to be studied.

Country of purchase

There are receipts from 91 countries. 118, 000 receipts are Swedish,
leaving approximately 37, 000 non-Swedish receipts. No per-country
data is given here as it is irrelevant to the methods chosen. All that
needs to be known to the reader is that most of the non-Swedish re-
ceipts are concentrated in a few countries.
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Summary

While the tests made give some evidence that the total cost tends to
decently follow a log-normal distribution, the results vary too much
depending on which user we study for us to rely on this as an as-
sumption in our further study.

As expected, users tend to purchase less during the common vaca-
tion periods. Users purchase things frequently, but in some edge cases
users do not report receipts to the system for a very long time.

Almost all receipts are Swedish, with only about 24% being non-Swedish.

3.2 Automatic auditing

As mentioned above, we will study two aspects of the problem of au-
tomatic auditing. Our first approach is the construction of summary
statistics into a user profile. With this constructed data one may then
warn about users who deviate in some interesting manner. The sec-
ond approach is the study of user costs as a function of time, which is
closer to what an auditor actually does. By constructing some model of
what an auditor considers to be normal user behaviour, we may then
partially automate their task. Both of these approaches are common in
credit card fraud detection (e.g. David J. Hand and Blunt 2001; Bolton
and David J Hand 2001; Quah and Sriganesh 2008; Kokkinaki 1997).

3.2.1 User characterization

As mentioned above, we will study the total cost, the purchase date
and the purchase country for users in this part of the study, summa-
rized on a per-user basis. The problem that faces us here is the con-
struction of suitable features based on the available features so that we
may recover interesting anomalies (users that deviate in an interesting
way). The usefulness of the method is completely dependent upon
the feature engineering; the importance of this cannot be overstated,
as illustrated in e.g. Goldberg and Shan (2015). To do good feature en-
gineering we must understand what is of interest to an auditor, which
is subjective, and we make no claim that these are the ’best’ features.
However, the method is easily extended or modified by changing the
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feature list.

While the initial discussion of the data given above gave some indica-
tion that we may view costs as being drawn from a log-normal distri-
bution, individual variation is too large for us to make the assumption
that this always holds. Furthermore, extreme outliers are often present
in the user data. Based on this, we will only use non-parametric, ro-
bust statistics to characterize user costs. This will describe the general
user behaviour in a robust manner, however, we also want to add some
features representative of the outliers.

Similarly, we will study the receipt frequency for users. As mentioned
above, the difference in days between user receipts also contains ex-
treme outliers. Our measures of general receipt frequency will there-
fore also have to be robust.

A description of the features chosen is given below. A shortened ver-
sion of the respective feature’s name is given in parenthesis in each
headline, where necessary.

Median

We will use the median as our robust measure of location of the cost
distribution. The median is the point at which we separate the lower
half of the data from the higher half of the data.

IQR

The inter-quartile range, or IQR, is the term usually used for the differ-
ence between the third and the first quantile, that is: IQR = Q3−Q1.
This is a robust measure of the spread of the cost distribution.

Medcouple

The medcouple is a robust measure of the skew of the cost distribution.
We will use the implementation of stattools2, which is an implementa-
tion of the work of Hubert and Vandervieren (2008).

2http://www.statsmodels.org/stable/generated/statsmodels.
stats.stattools.medcouple.html#statsmodels.stats.stattools.
medcouple
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Fraction of non-Swedish receipts (fnsr)

This is the fraction of non-Swedish receipts among the user’s receipts.

Travel unusualness (tu)

Furthermore, the combined ’unusualness’ of a user’s purchases with
respect to the country of purchase may be interesting to catch unusual
travel destinations or purchase locations. There are many ways to
quantify this. We chose the following method for calculating the tu
for a user:

Algorithm 1: Retrieving the travel unusualness of a user.

let user_foreign_purchases be a dictionary of the user’s foreign pur-
chases, of the form {country:number of purchases}
let all_foreign_purchases be a similar dictionary, but for all users.
let tot_number_of_foreign be the total number of foreign receipt for
the user.
let country_scores be an empty list.
for country in user_foreign_purchases do

append user_foreign_purchases[country]
all_foreign_purchases[country]

to country_scores
end for
return sum(country_scores)

tot_number_of_foreign

Trimmed mean purchase frequency (mpf)

As the median of the purchase frequency is 0 or 1 for all users, as men-
tioned above, this would make the feature quiet uninteresting. We
will therefore use a trimmed mean as our robust measure of purchase
frequency. As the outliers are quiet few, we trim only 5% of the data.

Mean absolute cost change (mac)

If we sort the user costs by date in ascending order, the mac is:

mac =
Σ|xi+1 − xi|

n
i = 1, 2, ..., n− 1. (3.1)
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That is, it is a measure of the variability in the user behaviour over
time.

Normalized energy (energy)

The normalized energy is:

energy =
Σx2

i

n
i = 1, 2, ..., n. (3.2)

This is equal to the second raw moment. We use the term ’energy’
from signal processing to denote the fact that this value expresses the
’power’ of a user’s sequence of costs. This term will especially be dom-
inant for users with several very large transactions, and is therefore
our primary feature for cost outliers.

Largest transaction (lt)

This is self-explanatory: the largest cost of a given user. This may be
interesting, as it says something about the edge case behaviour of a
user.

Furthermore, as our anomaly detection methods are distance based, it
is important to scale or transform our features so that no feature re-
ceives undue importance due to mere magnitude of intra-feature dis-
tances. Similarly as in the section above, it may be helpful to observe
if our features follow some distribution. We omit the results here, as
the methodology is the same as in that section, but based on our study
of the features we concluded that we may not assume normality or
log-normality of all features, even though some of them (e.g. the mean
and median) are decently log-normal. This rules out standardization,
robust z-scoring, the Mahalanobis distance etc. as our scaling method.

Min-Max normalization could be used to map the features to the [0, 1]

range, but has the problem that an extremely large outlier will com-
press other outliers to a small range, which masks them from the out-
lier detection algorithms.
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Normalizing each user vector to a unit vector is similarly not a good
idea, as large values for one feature would cause other features to be-
come irrelevant.

There are scaling methods that are robust to outliers, e.g. sklearn’s ro-
bust scaler3, in which e.g. the median is subtracted from the data point.
The difference is then divided by some robust measure of spread, such
as the IQR. This is robust against outliers, but features will still be
mapped into significantly different ranges.

The problem of Min-Max lies in the fact that it is a linear function.
Sigmoidal/Softmax normalization could be a remedy for this. As a
function of the mean and the standard deviation, this is often given as
(Priddy and Keller 2005):

x =
1

1 + e
x−µ
σ

(3.3)

The method is very close to a linear mapping for data points that are
within a standard deviation of the mean. However, the mapping is
more smooth (as the function is ’s-shaped’) for outlying data points.
As the mean and variance are unreliable measures for our distribu-
tions, we will instead use the robust transformation of sklearn men-
tioned above. The IQR is divided by 2 to obtain the quartile deviation.
That is:

x =
1

1 + e
x−median
IQR/2

(3.4)

In practice, the IQR turned out to be a bad measure of the ’normal
range’ in our data, as the data points outside of this range differed
too significantly from it. This caused a lot of outliers to be mapped
to ≈ 1, which is obviously unwanted as the distance between outliers
will then go to 0. We therefore replaced the IQR with the difference
between the 95th and the 5th percentile. Again, this has to be adapted
depending on the data and purposes at hand.

A correlation heat map of the scaled features is found in figure 3.7.

3http://scikit-learn.org/stable/modules/generated/sklearn.
preprocessing.robust_scale.html#sklearn.preprocessing.robust_
scale
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As expected, there is a correlation between some features. We will not
remove any features, however, as we believe that they may contain in-
teresting information in some cases despite large correlation.

Figure 3.7: Spearman correlation heat map of scaled features.

The next question is method choice for anomaly detection on these
features. The choice of method will heavily influence the outlier scor-
ing, as different methods put different weight on what an outlier is.
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For example, a local outlier detection method (e.g LOF) will put more
focus on outliers that are outliers with respect to a very dense clus-
ter than a global method (e.g. k-NN) will. It is not immediately clear
which types of outliers that are of most interest to us here, so we will
compare the top-10 outliers outputted by four different algorithms to
study the differences and commonalities, as is done in e.g. W. Jin et al.
(2006). Based on this a recommendation for this specific case may be
made.

3.2.2 Temporal analysis

While user characterization may be useful for auditors to e.g. iden-
tify structure and anomalies in employee data in a more long-term
perspective, in practice a more fine-grained method is often wanted,
that detects whether or not newly added receipts should be inspected
based on the history of a user.

To find anomalies in time-ordered data that closely agree with a hu-
man auditor’s sense of what is anomalous is not trivial, especially as
there may even be disagreement among humans. To illustrate some of
the problems, consider the following, hypothetical series of expenses
(Table 3.1):

When viewed as a whole, most people would probably give an outlier
score merely on the magnitude of the total cost. However, consider
the case where this is data that is gradually given as a stream of data
to an auditor. Transaction number 3 would then probably warrant a
closer look, as it is approximately ten times larger than previous ex-
penses. Likewise, we would want to inspect transaction 4 when it ar-
rives. However, would we be as interested in transaction 5? It is larger
than the previous expenses which we considered anomalous, but in
the context of the imposed ordering of time, it should probably not be con-
sidered as anomalous once transaction number 4 has been approved
as normal as it would have been otherwise, as it is only marginally
larger in terms of ratio. Likewise, we would not consider transaction 6

anomalous, even though it is identical to transaction 3.

Transaction 7 is comparable to the last few transaction within its cate-
gory, but as over 90 days have passed since transaction 5 was made, a
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ID Day Total cost
1 1 100
2 2 150
3 5 1000
4 7 5000
5 24 6000
6 28 1000
7 109 5000
8 113 600
9 114 400
10 120 800
11 121 800
12 124 800
13 127 250
14 130 6000

Table 3.1: Hypotethical series of expenses

quiet long interval compared to the normal interval, an auditor would
probably want to inspect it as much may have happened in between.

Only 21 days pass between transaction 7 and transaction 14, which is
not much more than between transaction 4 and 5. Yet, we propose that
transaction 14 is still more anomalous than transaction 5, as there are
several transactions between 7 and 14 that are smaller, which in some
sense model what is normal at that time, and then render 14 more de-
viant.

This example was used to illustrate some minimal demands we put on
our automatic auditor, and they were determined in coordination with
a domain expert at the company. This is not meant as a set of ’general
objective rules’ for auditing, but the example illustrates why and how
we chose to model an auditor in the way we did. By using heuristics
such as these it is easy to modify or extend the model demands to suit
the purposes at hand.

Preliminaries

Before one models time-series data it may be useful to search for pat-
terns of e.g. seasonally different behaviour or trends in data.
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In general, no trends or seasonal behaviour could be observed in users,
as seen in a typical autocorrelation plot for a user in figure 3.8. This
may seem to contradict the description on the data given above, where
a significant dip in the number of transactions during the summer was
seen. However, we are here concerned with expense magnitude over
time, so frequency is not taken into account unless one uses some cu-
mulative measure (as is done in e.g. Bolton and David J Hand (2001)).
Based on this, it seems reasonable to assume stationarity of the data.
Factors such as inflation, economic depression etc. are not considered
here, as they will be mostly irrelevant for the final chosen method.

Figure 3.8: Autocorrelation plot of expense costs for a user.

First approaches

Our first approach was attempting to eliminate outliers by using an
ARIMA(p,d,q) model, or in our case, due to the stationarity, ARIMA(p,
0, q). Outlier scoring would then be based on the difference between
forecast and outcome, as mentioned in the background. While the
method certainly works for outlier detection in time series in general,
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we found it difficult to adapt to the specific demands of our problem,
for example in controlling the delayed effect of a large transaction on
subsequent outlier scoring (as in the example above). This approach
was therefore abandoned. Other time-series prediction methods were
also rejected for the same reason, which is essentially that it does not
fit our problem well.

Another approach is to use all data for a set of times t < tcurrent as
training data, and to then use a clustering approach such as kNN, or
a one class classification method such as the one-class SVM that labels
the previous data as ’normal’ and then classifies the data point at time
tcurrent based on this data. This would probably have been a good ap-
proach if our definition of an anomaly was ’different from other data
points’. In our case, an anomaly is defined as having a large magni-
tude compared to some set of other data points. For this reason, clus-
tering, one-class classification and similar approaches was rejected, as
they were ill-suited to our problem. It may be possible to restate our
problem in such a way as to fit into this framework, but we do not in-
vestigate it in this study.

Bolton and David J Hand (2001) suggested two approaches for de-
tecting outliers in time series data: Breakpoint Analysis (BPA) and
Peer Group Analysis (PGA). Both methods use cumulative spending
as their measure, which makes it possible to find e.g. users who spent
large sums within specific time periods. However, we are primarily
interested in individual expenses, and therefore we rejected this as an
alternative.

The problem that is most likely closest to ours is peak detection. Some
of the methods available for this are listed in Palshikar (2009). The
method that we finally constructed has some similarities with these
methods, but an adaptation to our problem domain was still neces-
sary, and we could therefore not use any existing methods.

Proposed approach

As we could not find a method that is well-suited to our problem, we
chose to implement a model of the heuristically determined demands
outlined above. We will use terminology similar to signal processing,
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similar to what is done in e.g Wan (1993), to avoid having to introduce
too many new concepts and terms.

The total cost of user i at sequence number n, henceforth called xi[n],
may be viewed as an impulse or a discrete input signal of size |xi[n]|.

The auditor, A, is modeled as a discrete-time system which takes a set
(xi[n−k], xi[n−k+1], ..., xi[n]) as input and outputs a response yi[n]. k
can be described as the memory of the system/auditor (also sometimes
called a sliding window). The mapping from input to response is done
by some function F . For example, consider a causal finite impulse re-
sponse (FIR) filter where the response is a weighted sum:

yi[n] = b0xi[n] + b1xi[n− 1] + ...+ bNxi[n−N ] (3.5)

Here we have F (b,x) = b · x, and the filter order N of the FIR filter
corresponds to the auditor’s memory term k.

In time series prediction, the goal is for F to accurately predict the next
data point based on some set of previous data points. Our problem is
similar to this, but with some significant differences. As mentioned
above, a set of demands on our system has been defined. Our model
should be a direct mapping from these demands, as this allows us to
automate the task. We propose the following:

• An auditor A has some sense of normality Si for a given user i,
that is, A contains a set of functions Fi = Si for each user i that is
monitored.

• An input signal xi[n−τ ] only affects Si if is within memory of the
auditor, that is, if τ ≤ k. Based on the example above, k should
be chosen as some quite small constant in our case, e.g. 10, but it
may of course also be chosen as all previous data points or some
other subset if that is deemed more appropriate. Note that this is
different from the p term of autoregressive models in that there
is no recursive dependency between outputs; output is merely
a function of input, which makes the method much quicker as
well.

• The effect (which is equivalent to magnitude) of an input signal
xi[n − τ ] on Si decreases both with the the time passed since the
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signal (the date difference), and with the number of transactions in
between the transaction and the current one, which is τ . Thus,
Si[n] is a function of λ(τ,∆T )xi[n − τ ] , where λ(τ,∆T ) is some
decay function (strictly decreasing), and ∆T is the number of time
units passed between n and n − τ . The way in which τ and ∆T

interrelate is discussed below. Again, if some other parameters
are wanted for the decay function it is easy to modify the model,
this is merely based on our proposition of what is suitable here.

• Si never decreases below some baseline β, which should be rep-
resentative of all data received so far, e.g. the median or the
mean. This is to avoid a situation where all data points in the
memory of the auditor are unusually small, which would cause
data points at e.g. the median to be reported as having a high
anomaly score. Thus, Si ≥ β.

• Therefore, Si[n+ 1] = max(β, e). Where

e = g(λ(k− i, T [n+ 1]− T [n− k+ i])x[n− k+ i]), i = 0, 1, ..., k.

(3.6)
Or in words, e is the total effect of all input signals in memory,
where g determines how we should weigh their individual, de-
cayed effect. For example, g could be a max function. The sense
of normality of the auditor is then merely the max of the baseline
and of all decayed inputs in memory. If g is a normalized sum, e
is reduced to a simple moving average of the memory.

We may summarize this as:

Definition 3.2.1. An auditor,A, is composed of a set of functions Si(λ, β,x, e)
for each user i, and a memory k. It takes a set of input signals xi[n− τ ]

for a user i and outputs Si[n+ 1].

Our anomaly scoring function is:{
f(Si[n+ 1], xi[n+ 1]) xi[n+ 1] > Si[n+ 1]

0 xi[n+ 1] ≤ Si[n+ 1]

Where for example, we may have f(Si[n + 1], xi[n + 1]) = xi[n + 1] −



36 CHAPTER 3. METHOD

Si[n+ 1] if we want to score based on the magnitude of the difference,
or f(Si[n + 1], xi[n + 1]) = xi[n+1]

Si[n+1]
if ratio is seen as more appropriate.

An illustration of the output is shown in figure 3.9.

Figure 3.9: A plot of the costs in Table 3.1 versus the sense of normality
Si and the anomaly score for each point. Here we have set β = 350, k =

5, λ as an exponentially, strictly decreasing function that only depends
on τ and not on the number of days between, unlike in the example.
Therefore transaction 7 receives an anomaly score of 0. The scoring
function is a simple difference function.

Parameter selection

The purpose of β is simply to model the fact that our sense of what is
normal is both local and holistic. An auditor will usually have some
sense of what is a normal expense level for a certain category in their
company. While local variation may cause increases in Si, we would
not want local variations to cause Si to decrease below this holistically
determined sense of a baseline, as a normal expense could then get a
high anomaly score after a set of small expenses, which, in our view, is
not how a human screens a time series for anomalies.
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The decay function should be strictly decreasing and fulfill λ(0, 0) ≤ 1,
as there is, in our opinion, no apparent reason for why Si should be
larger than the input signals received. As long as this is fulfilled, the
function may be chosen by preference. The primary difficulty here is
the interaction between τ and ∆T . One possible method would be
two-factor decay, e.g. λ(τ,∆T ) = e−c(τ+∆T ). A further problem is our
definition of ∆T . If this is difference in days between two transactions,
this term will almost always be larger than τ , and decay will probably
be too quick. We therefore suggest that some unit of T , call it uT , is
introduced. We can then set ∆T

ut
as a measure of how many ’time units’

that have passed between transactions. We propose that a trimmed
mean difference in days between transactions is suitable in our data
set. Our reason for trimming the mean is the outliers present in the
transaction frequency, as detailed above in the section describing the
data.

We will choose g as themax function in this study, as it worked well for
our purposes, and the effects of the choice is easily predictable which
helps in making the method robust (especially the fact that this choice
makes sure that Si never gets larger than the input signals, as e.g. a
linear combination could have done).

Method additions

In practice, the auditor may want to take other data into account, e.g.
expense category or country where the expense was made. We pro-
pose that the above method should be used in each category indepen-
dently. This makes the behaviour predictable for every category. If the
user has a lack of data points for that category, one could e.g. use the
data of other employees within the company to score the user’s data.
We will not take these issues into account here, as they are a mere prac-
ticality.

Another interesting feature of the receipts to study would be the coun-
try code. Here one may use e.g. the fuzzy measure proposed in Last
and Kandel (2001) as a score, or the more simple measure of ’travel un-
usualness’ we used in the section above on user characterization. The
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score may then be weighted together with the score that the total cost
received, or perhaps the max of the two independent scores could be
used.

By using this sort of heuristic reasoning it is easy to extend the method
further if new features are wanted.

3.3 Evaluation

Evaluation is one of the most difficult parts of unsupervised anomaly
detection, as mentioned in the background. If the problem is to study
user input mistakes in the data, it is easy to construct a ground truth
in our case, as we have an image of each receipt. However, we have
dealt with anomalous behaviour in our study. This is a completely dif-
ferent problem, and no method such as the AUCROC may be used.
There is no objective truth here, and ’anomalous’ is defined by us.
The methods are mostly ad hoc based on our definitions, as seen in
the section on temporal anomalies. In some sense, the construction
of some internal evaluation metric is the same problem as the con-
struction of a method for solving the problem. If we find an internal
evaluation metric that perfectly defines what human auditors believe
to be anomalous, we have only really found a mathematical model of
human auditing; which is what we have been doing in the method
section.

Therefore, we will not provide any seemingly ’objective’ metric such
as precision in the top k outliers, an ’internal’ evaluation metric, or
other similar metric, as we believe that the use of such a metric would
be misleading in our case. Furthermore, the methods used are mostly
parameter-dependent. As we cannot manually inspect the results for a
large set of parameters, these measures would be even more mislead-
ing.

We will instead use the methodology of e.g. David J. Hand and Blunt
(2001), which is a description and visualization of some of the results
of our methods.

We will first compare the top-10 reported anomalies of the four algo-
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rithms used for the numerical data of the user characterization section.
Based on what the individual algorithms put weight on, we may rea-
son on which method may be most suitable in our case.

Secondly, we will detail the results of the proposed time series anomaly
detection method on a selection of users. We will highlight strengths
and problems of our method, and suggest potential solutions.

3.4 Implementation

We used sklearn’s (0.18.1) implementation of Isolation Forests4. We
used the standard parameter choices of sklearn, which is a default sub-
sample of 256 and 100 trees.

We used ELKI 0.7.15 for the implementation of LOF, ABOD and k-NN.
We used a value of 10 for ELKI:s standard k-value for LOF and k-NN.

4http://scikit-learn.org/stable/modules/generated/sklearn.
ensemble.IsolationForest.html

5https://elki-project.github.io/
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Results

4.1 User characterization

Outlier rank Isolation Forest k-NN LOF ABOD
1 ID 1 ID 1 ID 2 ID 1
2 ID 2 ID 2 ID 11 ID 2
3 ID 3 ID 5 ID 3 ID 3
4 ID 4 ID 11 ID 5 ID 5
5 ID 5 ID 3 ID 13 ID 4
6 ID 9 ID 7 ID 14 ID 11
7 ID 10 ID 8 ID 6 ID 8
8 ID 8 ID 4 ID 12 ID 7
9 ID 6 ID 13 ID 10 ID 14
10 ID 12 ID 14 ID 1 ID 13

Table 4.1: Top-10 outliers for the selected algorithms.

There is a large overlap in the reported top-10 outliers; the primary
variation is found in the ordering. However, we also see how certain
users, e.g. ID 11 or 9, is highly ranked by one algorithm while being
absent in other algorithms’ lists. Feature values for all users may be
found in figure 4.1, with the fourteen users reported in the top-outlier
lists being colorized, and other user values in transparent black.

40
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Figure 4.1: Feature values for all users, with users present in the top-10
lists colorized.

4.2 Time series analysis

Our auditor model is completely dependent on the user’s choice of
parameters and functions. The behaviour of the scoring is therefore
easily predictable, unlike what may be the case in e.g. models learned
from data. This section is therefore, primarily, only an illustration of
the behaviour of our scoring for a given parameter/function assign-
ment. We illustrate the behaviour with two images in Figure 4.2 and
4.3. Our parameter choices for these examples are:
k = 10

λ(τ,∆T ) = e−0.2max(τ,∆T ). ∆T is normalized, as described in the method
section. We weigh the two parameters by simply selecting the major
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one. The function choice here is otherwise arbitrary: the choice of it
just depends on how quickly one wants the importance of a data point
to decay.
β = median of all preceding data points. The first data point in the
time series is therefore not scored.
g(x) = max(x)

The first user, in Figure 4.2, illustrates the typical behaviour of the ma-
jority of the users studied. It is easy to determine some measure of
a normal transaction, as almost all transactions are small and within
similar range. The anomalies are therefore also clear, and the scoring
agrees well with the demands put on the model.

Figure 4.2: Anomaly score vs. Total cost. A typical user’s behaviour.

The second user, in Figure 4.3, highlights a case where our scoring
mechanism fails because of the difficulty of determining normality. A
few, two or three observed ones, exhibited this type of behaviour, with
very regular, large transactions occuring. This is usually because of
subscriptions, recurrent travels etc.
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Figure 4.3: Anomaly score vs. Total cost. A user with very regular,
large expenses.
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Discussion

We will here discuss the results from our user characterization and
temporal anomaly detection sections and suggest further work.

5.1 User characterization

k-NN and ABOD had a 100% overlap in their top-10 outlier lists in
section 4.1, which is not that unexpected considering the fact that they
both are global, geometric outlier detection methods. The fact that
ABOD achieves a high agreement rate with such a well tested method
as k-NN points toward the reliability of the method.

The Isolation Forest achieves slightly different results from these two
global methods, even though the overlap is still large. To see why, con-
sider the user with ID 11 in Figure 4.1. This user is absent from the list
of the Isolation Forest, but receives a high score from the other three
algorithms. Why does the Isolation Forest ’miss’ this data point? The
reason lies in the fact that iTrees randomly select attributes when sep-
arating data points. ID 11 has a very high travel unusualness score, but
has normal values for all other features. This means that most iTrees
will assign a low anomaly score for this user. Distance based methods
will, naturally, assign a high score due to the large distance to other
points in this feature.

Likewise, we see that a data point such as ID 10 or 6, with slightly
higher than average values in several features is absent from the lists
of k-NN and ABOD, while taking the 7th place in the list of the Isola-
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tion Forest. The reason is that, as in the case above, that the Isolation
Forest will assign higher anomaly scores to data points that are easily
separable in many features, while distance-based algorithms will not
assign a high anomaly score to these types of data points due to their
relatively small euclidean distance to other data points.

LOF has a quiet large overlap with the global methods. The most
striking difference lies in the fact that ID 1, which is ranked first by
all global methods, is ranked 10th. This may appear strange if one
studies the feature values in Figure 4.1. Why would a user with the
highest feature values in three features be ranked 10th, while ID 2 and
11 which has the highest ’travel unusualness’ only is ranked first and
second? The reason is likely the fact that the features which ID 1 tops
also have several other users with large values, which makes ID 1 not
so locally isolated in that feature as e.g. ID 2 is in travel unusualness.

There is no ’best’ algorithm of choice in general, as we see from this
discussion; it depends on what goals one has, just as is the case with
feature engineering. Based on the results, we would probably use a
global distance-based method such as k-NN, as we are more interested
in data points that have extreme values in one feature than data points
that have moderately high values in several features. ABOD was in-
vented to handle problems that arise with high dimensionality, which
is why we included it, but it appears that a 10-dimensional dataset is
no problem for k-NN in this case, as it reported relevant outliers. If
more features are added, it could be necessary to use ABOD instead.

5.2 Time series analysis

Our problem does essentially suffer from the same ’issue’ as that of
peak detection; a clear, human-made conception of what a peak or
anomaly is is necessary when choosing parameters. We did not have
access to any data on what auditors in general would consider to be
anomalous when formulating our method, which limited us to our
own conceptions of what auditors would likely find to be interesting.
The problem is then essentially just that of mapping our conception to
a mathematical model.
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A typical user’s behaviour is observed in figure 4.2. Based on this,
we may say that we succeeded in our goal, as the scores agree well
with our conception. By observing a large number of users it is easy to
tune parameters at hand to suitable values. The values chosen in this
study worked well, except for users that did not showcase random be-
haviour, which were only a few.

These users have a quiet regular behaviour, as is seen in figure 4.3.
By studying their receipts, we saw that it had its origin in various re-
current events such as business travels or software subscriptions. To
avoid reporting a large number of false positives as is done in figure
4.3, a mechanism for filtering out such occurrences should be added.
We did not observe any other types of deviant behaviour among the
users in our dataset, and therefore we found no more issues with the
model. One should be aware though that more issues may arise as one
adds users with fewer data points in their history, as different kinds of
behaviours may be present amongst them.

5.3 Further work

There are many more additions that could be made or studied. Firstly,
it would be interesting to add a feedback mechanism to the software,
which would allow auditors to inform whether or not the reported
anomalies are to be regarded as such or not. This could then perhaps
be used to either add machine learning methods, or to tune the param-
eters of the current model.

A common method for fraud detection is the usage of Benford’s law,
which is the observation that the first digit in many real life, numerical
data sets follow a certain distribution. Fraudsters that forge numbers
may often be detected by comparing their data with this distribution,
as human invented numbers tend to not follow it. Fraud is probably
not a big problem in the type of data studied here, but we did observe
that expenses in the data tend to follow Benford’s law quiet decently.
However, we also saw that data in certain expense categories such as
software tended to not follow it, mostly because of the problem of sub-
scriptions as mentioned above, which makes the expense distribution
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tend to be categorical instead of continuous. By studying the relation-
ship between deviation from Benford’s law and recurrent behaviour
one could perhaps use this as a way of filtering out data that causes
problems in our temporal model.

Another interesting aspect that could be considered is pure input er-
rors, for example, a receipt may be wrinkled or smudged, which may
cause an incorrect reading by the OCR, or even by a careless human
reader. Primarily, errors in the total cost would be of interest. An ap-
proach that correctly identified many input errors was found based
on the VAT rate. This was done by exploiting the fact that the VAT
rate only takes a few discrete values for a given country, and a simple
rule-based approach may then be used to find errors here.
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