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Abstract
Robots are operating for longer times and collecting much more data than just a
few years ago. In this setting we are interested in exploring ways of modeling the
environment, segmenting out areas of interest and keeping track of the segmentations
over time, with the purpose of building 4D models (i.e. space and time) of the relevant
parts of the environment.
Our approach relies on repeatedly observing the environment and creating local
maps at specific locations. The first question we address is how to choose where to
build these local maps. Traditionally, an operator defines a set of waypoints on a prebuilt map of the environment which the robot visits autonomously. Instead, we propose
a method to automatically extract semantically meaningful regions from a point cloud
representation of the environment. The resulting segmentation is purely geometric, and
in the context of mobile robots operating in human environments, the semantic label
associated with each segment (i.e. kitchen, office) can be of interest for a variety of
applications. We therefore also look at how to obtain per-pixel semantic labels given
the geometric segmentation, by fusing probabilistic distributions over scene and object
types in a Conditional Random Field.
For most robotic systems, the elements of interest in the environment are the ones
which exhibit some dynamic properties (such as people, chairs, cups, etc.), and the
ability to detect and segment such elements provides a very useful initial segmentation
of the scene. We propose a method to iteratively build a static map from observations
of the same scene acquired at different points in time. Dynamic elements are obtained
by computing the difference between the static map and new observations. We address the problem of clustering together dynamic elements which correspond to the
same physical object, observed at different points in time and in significantly different circumstances. To address some of the inherent limitations in the sensors used,
we autonomously plan, navigate around and obtain additional views of the segmented
dynamic elements. We look at methods of fusing the additional data and we show
that both a combined point cloud model and a fused mesh representation can be used
to more robustly recognize the dynamic object in future observations. In the case of
the mesh representation, we also show how a Convolutional Neural Network can be
trained for recognition by using mesh renderings.
Finally, we present a number of methods to analyse the data acquired by the mobile
robot autonomously and over extended time periods. First, we look at how the dynamic
segmentations can be used to derive a probabilistic prior which can be used in the
mapping process to further improve and reinforce the segmentation accuracy. We also
investigate how to leverage spatial-temporal constraints in order to cluster dynamic
elements observed at different points in time and under different circumstances. We
show that by making a few simple assumptions we can increase the clustering accuracy
even when the object appearance varies significantly between observations. The result
of the clustering is a spatial-temporal footprint of the dynamic object, defining an area
where the object is likely to be observed spatially as well as a set of time stamps
corresponding to when the object was previously observed. Using this data, predictive
models can be created and used to infer future times when the object is more likely
to be observed. In an object search scenario, this model can be used to decrease the
search time when looking for specific objects.
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Sammanfattning
Robotar blir mer och mer kapabla, och samlar in mer data än för bara några år
sedan. Inom detta område är vi intresserade av att modellera robotens omgivning, och
segmentera ut intressanta delar, såsom föremål. Vidare vill vi följa föremålens rörelse
över tid, och bygga fyrdimensionella (rum + tid) modeller av dessa.
Vårt tillvägagångssätt bygger på att upprepat observera omgivningen och bygga
lokala kartor över specifika områden. Den första fråga vi ställer oss är hur vi väljer
områden att observera. Historiskt har en operatör manuellt definierat en mängd områden inuti en förprogrammerad karta över robotens omgivning. Istället för detta föreslår
vi en metod som automatiskt segmenterar meningsfulla områden från en punktmolnsrepresentation av omgivningen. Den resulterande segmenteringen är definierad som
geometriska områden inuti robotens karta, med etiketter på varje område, såsom “kök”
eller “kontor”. Detta är av intresse för flera användningsområden inom robotiken. För
att skatta etiketter för varje liten del av kartan använder vi oss av en probabilistisk
modell kallad CRF (Conditional Random Field). Den tillåter oss att väga samman fördelningar över föremålens etiketter och de olika områdenas etiketter till en gemensam
skattning.
För många robotsystem är de relevanta elementen i omgivningen de som också
uppvisar dynamiska egenskaper (såsom människor, stolar, muggar, osv.). Det vore därför mycket användbart att kunna segmentera sådana element, eftersom det ger oss en
god initial segmentering av omgivningen. Vi framlägger en metod som från observationer av ett område iterativt bygger en karta över de statiska elementen i omgivningen.
Dynamiska element erhålls sedan genom att beräkna skillnaden mellan den statiska
kartan och efterföljande observationer. Vi adresserar också problemet att klustra observationer av samma dynamiska föremål som samlats in vid olika tidpunkter. För att
lindra begränsningarna hos de sensorer vi använt för att samla in data så låter vi roboten köra runt de segmenterade dynamiska elementen och samla in observationer från
olika vinklar. Vi jämför olika metoder för att sammanfoga datan och visar att både en
punktmolns-modell och en ytmodell (mesh) kan användas för att känna igen föremålen i ytterligare observationer. Slutligen visar vi att ett neuralt nätverk kan tränas från
renderingar av de konstruerade ytmodellerna.
Till sist presenterar vi flera metoder för att analysera data som mobila robotar samlat in under en längre tidsperiod. Vi studerar hur segmentering av dynamiska föremål
kan användas för att härleda en probabilistisk prior som sedan kan användas för att
ytterligare förbättra segmenterings-precisionen. Vi undersöker också hur man kan använda spatio-temporala modeller för att klustra dynamiska element som observerats vid
olika tidpunkter, och under olika förutsättningar. Vi visar att vi givet några få, grundläggande, antaganden kan förbättra klustrings-precisionen också när utseendet skiljer sig
signifikant mellan olika observationer. Resultatet av klustringen är ett spatio-temporalt
“fotspår” för föremålet, som definierar ett område där föremålet troligt kommer att
återfinnas och de tider då föremålet observerats i området. Med hjälp av denna data
kan vi bygga prediktiva modeller, som sedan kan användas för att förutsäga när vi kan
förvänta oss att observera föremålet i framtiden. I ett scenario där roboten letar efter
ett specifikt föremål kan detta vara mycket användbart, och förkorta tiden att hitta det.
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Chapter 1

Introduction
The idea of a robotic butler or assistant to help around the house or office has captured
imaginations for more than half a century. But while intelligent mobile robotic systems
have been around in popular culture for considerable time, they have yet failed to materialize in the way they were promised or intended to.

(a)

(b)

Figure 1.1: Intelligent mobile robots in popular culture [2].
The challenge, however, is immensely complex. Mobile robotics, as a field, covers a
wide range of capabilities. The platform itself blends together expertise from mechanical
and electrical engineering. Artificial Intelligence (and all derivatives including computer
vision, localization, mapping, etc.) allows the system to perceive and understand the environment and plan its actions. Executing actions safely and without compromising the platform stability and integrity requires expert control knowledge. Interaction with humans
requires at least a basic understanding of human intentions, if not the ability to predict
them as well as communicate back information. At the nexus of all these seemingly dis1
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parate fields lies the intelligent robotic system, with some popular culture examples shown
in Fig. 1.1.

Figure 1.2: Atlas Robot executing a task [1].
And while great progress has been made in some respects: fully automated manufacturing plants, self-driving cars, autonomous rovers exploring the surface of Mars, AI which
is able to teach itself its own language for the purpose of translating other languages into
each other, algorithms which can predict what and how information should be presented
in order to sway preference etc., the state-of-the-art in mobile robotics is rather accurately
depicted in Fig. 1.2 - crude, brittle, unwieldy and very much task-oriented. A common denominator for the instances where progress has been made is structure: if the environment
and task can be quantified and reduced to a number of well defined laws, a system can be
designed whose progress can be measured and improved. Scientific advances have pushed
the frontier of the state-of-the-art into the unstructured, and to some extent boundless reality outside the research lab.
Challenges have evolved from understanding and operating in static, well controlled
environments to ensuring robustness, extensibility and the ability to learn for lifelong operation in unstructured, dynamic, human-populated environments. This thesis aims to address some of these challenges, and concerns itself with the theory and practice of autonomous mobile robotic systems, operating for extended periods of time, in human populated environments. As a motivational example, in [73] we show that a mobile robot is
more successful in helping humans find objects in complex environments when its understanding of the environment allows it to decide where but also when to look for the objects.
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In achieving this, of particular interest are algorithms that allow a mobile robot to learn and
adapt to the environment with little to no prior knowledge, thus maintaining the approach
as general as possible. An underlying assumption is that, with enough time and experience,
a mobile robot will be able to autonomously discover and build models which explain both
what the environment looks like in the present and what it is likely to look like in the future.
Most of the work presented in this thesis has been done as part of the EU project
"STRANDS" [4], at the Center for Autonomous Systems (CAS) at KTH Royal Institute of
Technology. The aim of the project is to enable a robot to achieve robust and intelligent
behaviour in human environments through adaptation to, and the exploitation of, long-term
experience. The following sections of this chapter briefly describe the robotic platforms,
sensors and off-the-shelf software tools available. Next, we describe what challenges are
addressed in this thesis and we end the chapter with a list of the publications which have
contributed to this thesis, along with a description of how and where they fit in the thesis.

1.1
1.1.1

Prerequisites
Robotics Platforms

Fig. 1.3 shows examples of some of the typical platforms available to indoor mobile
robotics researchers.

(a) MetraLabs’ Scitos G5 robot (b) Rethink
(Rosie) [16]
robot [13]

Robotics’

Baxter (c) Willow Garage’s PR2 robot [5]

Figure 1.3: Common mobile robot platforms for indoor use.
A common wheel configuration is a differential drive system - i.e. two wheels which
can be separately driven and which are placed on either side of the robot. This allows the
controlling software to easily decide the rate and axis of turn, and specifically it allows the
robot to turn in place. Many other platforms are available however, with different configu-
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rations (e.g. the PR2 has a base with 4 wheels). Typical sensors found on these platforms
include laser range finders for localization and 2D map building, sonars for obstacle avoidance and cameras usually used for more complex applications such as object detection,
person identification etc. The last few years have seen a surge in the number of RGB-D
(RGB-depth) sensors in use, triggered by the advent of the Microsoft Kinect sensor. With
considerable research invested both in their use as well as making them more light-weight
(both in terms of size and power consumption) and affordable, they are posed to be the defacto sensor enabling a wide range of applications, not only limited to mobile robots but
also for Unmanned Aerial Vehicles (UAVs) and hand-held devices such as smart-phones
and tablets.
Most of the experiments presented in this thesis have been carried out using the Scitos
G5 robot shown in Fig. 1.3a. The robot’s name is Rosie, and with a battery life of approximately 8 hours and the ability to recharge autonomously, she has been carrying out
long-term experiments in our offices for periods of up to five weeks of continuous operation. Similar long-term experiments have been carried out within the STRANDS [53]
project deployments using identical robots, for periods of up to fours months.
These experiments, in conjunction with the experiments conducted at other sites within
the STRANDS project, have been the primary test-beds for the algorithms proposed in this
thesis.

1.1.2

Simultaneous Localization And Mapping (SLAM)

One of the main challenges the mobile robotics community has had to address is the Simultaneous Localization And Mapping (SLAM) problem. In most cases, it is unreasonable to
assume that a mobile robot will have access to a detailed, accurate map of the environment
in which it will operate (particularly true of disaster areas, etc.). For robots to be truly useful, they must be able to adapt to and operate in previously unknown environments. The
SLAM problem refers to a robot’s ability to build a map of the environment, and to localize
itself on it, without any prior knowledge of what that environment looks like. After decades
of research in this direction the community has reached a mature level of understanding,
both at the 2D as well as 3D map level [46, 62, 91, 135]. With the advent of the Robot Operating System (ROS) framework [103], efficient open source implementations [49] have
become widespread and easily available. For an overview of the state-of-the-art as well
as remaining challenges regarding SLAM, please refer to [29]. A common approach for
many mobile robotics applications consists of using a SLAM framework to first build a
map with the mobile robot, and once the map is complete to localize on it using a Monte
Carlo localization method [47, 62] (without updating the map further).
We have used this approach during the robot deployments of the STRANDS project [53]
- Fig. 1.4 shows a map of a typical robot deployment environment. Similarly, in the mobile
robot experiments presented over the course of this thesis, the first step usually consists of
building a map of the environment, which is subsequently used for navigation and localization (described in more detail in Sec. 3.4).
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Figure 1.4: 2D map built using [49] for a long-term robot deployment (scale of 5cm/pixel).

1.1.3

RGB-D Sensors

Indoor perception and computer vision have seen a boost in recent years, partly owing to
the availability and proliferation of cheap off-the-shelf RGB-D sensors. A typical commercially available design is shown in Fig. 1.5, with many other alternatives available on the
market. The key insight is that the RGB-D sensor combines an RGB camera with a depth
sensing modality (based on an infrared emitter and an infrared camera), thus augmenting
each RGB-pixel with a 4th dimension, i.e. the depth from the depth sensor to the object
lying along that respective ray.
Despite their wide use, RGB-D sensors have a number of limitations, which we briefly
mention here, along with the relevant literature. Approximating the RGB and depth sensors
with pinhole cameras, the first step is to calibrate their intrinsic (see [87] for an in-depth
description of the image acquisition pipeline and intrinsic calibration) and extrinsic parameters. However, the depth sensor is known to suffer from systematic distortions, especially at depths larger than 3 meters, which are usually unaccounted for during the standard
checker-board camera calibration. Specialized algorithms have been proposed [130] which
estimate the un-distortion coefficients and correct the sensor bias thus allowing the sensor
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to be used at depths of up to 10 meters.
The behaviour of the RGB-D sensor has been analysed extensively, and the noise in
the depth modality has been shown to fit a Gaussian distribution whose variance scales
quadratically as the depth from the sensor increases [88]. Axial and lateral noise terms
can also be associated to a depth measurement, depending on its projection onto the image
plane [88]. A number of data structures have been proposed which overcome these limitations, especially in the case when a stream of RGB-D images is available. Some of the most
popular approaches include the Truncated Signed Distance Function (TSDF) (introduced
in [35] and further popularized by [61]), or the surfel approach introduced in [65].

Figure 1.5: The Microsoft Kinect RGB-D Sensor [3].
Finally, [11] discuss how to address some of the limitations inherent in the RGB camera, such as artefacts introduced by the auto-brightness functionality or the vignetting effects, with the aim of obtaining better 3D reconstructions.

1.1.4

Long-term Autonomy

Part of this thesis is concerned with understanding the environment and the way it changes
over time. Implicit in this formulation is the assumption that the robot is able to operate
autonomously for extended periods of time, so that it may observe and build models of
the environment. As robotics becomes a mature field, more and more projects tackle issues related to the lifelong operation of robotic systems. The growing popularity of the
Robot Operating System (ROS) [103] has allowed researchers to bypass some of the earlier hurdles of deploying a robot in an environment. In essence, ROS provides a structured
communications layer designed to facilitate easy and quick prototyping and integration
of various components making up a robotic system (sensor and actuator interfaces, algorithms, introspection tools etc.). Thus researchers can re-use components corresponding to
mature concepts and implementations, getting up to speed with the state-of-the-art much
faster than before.
A number of papers deal with specific challenges arising in long-term autonomy contexts: localization in dynamic environments [104, 136], navigation [115], long-term route
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following [97], mapping [71,72], etc. However, end-to-end systems operating for extended
periods of time in human populated indoor environments remain rare in the literature. One
such example is the STRANDS project. The target applications are a security scenario [53]
and a care scenario [52, 55] where the robot operates in an elderly care home for people
with cognitive disabilities. STRANDS reports autonomous operating times of up to 4
months in populated environments. Similarly, [23] presents insights as well as qualitative
and quantitative results following long-term experiments involving multiple robots covering 1,000-km in real-world human environments. An earlier example is the Minerva
robot [132] which operated for two weeks autonomously as a museum tour guide.

1.1.5

2D and 3D Perception

The topic of perception in the context of this thesis refers to identifying semantic elements
(objects, people, structural elements, etc.) in 2D and 3D data. The related work is quite
broad, and while we discuss some relevant work in the following chapters, we mention
here that we build on top of some of the established results in the community. Particularly,
we make use of the Scale Invariant Feature Transform (SIFT) [78] 2D image descriptors
for image registration, as well as the Viewpoint Feature Histogram (VFH) [108] 3D descriptors for object recognition. The development of the Point Cloud Library (PCL) [109]
has streamlined some applications dealing with 3D point cloud data, by providing easy
access to data-structures as well as a number of off-the-shelf algorithms (e.g. registration, matching, segmentation, etc.). More recently, computer vision advances using Neural Network architectures [107], particularly using fully-connected and convolutional layers [74, 117, 155], have redefined benchmarks in terms of object and scene segmentation
and recognition.
Segmenting objects autonomously with a mobile robots has been an active area of research and has spawned a significant amount of relevant related work. We discuss this in
more detail in Chapters 3 and 4, and only briefly mention here that our primary method of
detecting objects in the environment is scene differencing. To achieve this the robot is required to visit and observe the same area in the environment repeatedly. New observations
are compared with previous ones and the changes are extracted. Owing to its simplicity
and generality (i.e. no a-priori knowledge is needed about what is segmented), this method
is used by other researchers in the community as well [42, 43, 57].

1.1.6

Temporal Modeling

Temporal modeling (also referred to as 4D modeling in this thesis) refers to the robot’s
ability to take observations about a particular part of the environment (e.g. presence of
absence of an object or person at a given time) and create a model which both explains
previous observations and can be used to predict the future state of that particular part of
the environment. One approach is to analyse the data and try to identify periodicities that
explain the pattern observed. The Frequency Map Enhancement (FreMEn) [71] technique
relies on a Fourier analysis to identify the frequency spectra in the data. [63] combines this
method with time-varying Poisson process models to model patters in human trajectory
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data collected by a mobile robot. [113] combines the spatial-temporal representation of
FreMEn with various exploration strategies while phrasing the exploration task as a neverending data gathering process. [104] develops a persistence model which is applied to
features in the environment. The model is based on survival analysis and through a recursive Bayesian estimator it provides an exact method of computing a probabilistic estimate
of the persistence of the features in the environment.
Another way of interpreting the problem of modeling and predicting the behaviour of
features in the environment arises from the field of target or multi-target tracking [79].
Multi-target tracking refers to the problem of jointly estimating the number of targets and
their states given environment observations. In the context of this thesis, it is related to
the problem of re-identifying objects segmented by the robot at different points in time.
Multi-target tracking has been researched for over 50 years and thus the relevant related
work is quite broad; [79] provides an overview of the latest advances. A few papers tackle
this issue in a mobile robotics context as well, with a good overview of systems for the
detection and tracking of moving objects in robotic applications given in [82].

1.2

Thesis Outline

This thesis builds on recent developments in the field, and particularly on the assumption
that a map of the environment is available and that the mobile robot is capable of localizing
and navigating on it. The target application scenarios are unstructured environments such
as offices or homes, and we explore a series of algorithms which would allow the robot,
in an unsupervised, autonomous way, to decide where to further explore the environment,
what to build detailed models of, and how to translate the 3D knowledge it learns across
time, augmenting it with a 4th dimension (corresponding to time) which it can use to make
predictions about the environment.

Chapter 2
In order for a mobile robot to explore and learn about the environment, it has to know
where to go, i.e. which places are interesting. In this chapter we propose a method which
partitions a map of the environment into semantically distinct regions (rooms or corridors),
using a number of geometric cues which are combined in a multi-label energy minimization formulation. Further, we seek to augment the regions with semantic category labels
(e.g. kitchen, bedroom). As shown in [51], knowledge of the semantic category of a room
can greatly help a robot optimize an object search task. We propose a framework which
fuses information from a number of disparate sources into a Conditional Random Field
(CRF) formulation and outputs a final semantic labeling of the environment.
Fig. 1.6 shows an overview, starting from the 3D map of the environment and ending
in the room segmentation and semantic segmentation.
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(a) Environment 3D map.
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(b) Room/geometric segmentation (arbitrarily coloured).

(c)
Semantic
segmentation
(colour coded):
each color
represents a different category
(e.g. purple is kitchen).

Figure 1.6: Environment room and semantic segmentation.

Chapter 3
The regions segmented in the previous chapter denote interesting, semantically separated
areas in the environment. In this chapter, we describe algorithms for creating local maps
which denote the static part of the environment. The robot visits the regions repeatedly, and
updates the local maps over time, at each iteration removing the dynamic components and
updating the static ones. We refer to the static part of the environment as the Meta-Room.
We show that the method is robust over long term autonomous experiments, and it can
be used to segment out dynamic objects. Importantly, we make no prior assumptions and
simply observe the environment over time to create our models and segmentations. Fig. 1.7
shows three Meta-Rooms (coloured blue) and corresponding dynamic objects (coloured
red).

(a)

(b)

(c)

Figure 1.7: Meta-Rooms and dynamic objects. Static points are coloured with blue and
dynamic points with red. The walls and ceilings of the Meta-Rooms are removed for
visibility.
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Figure 1.8: Textured mesh models of objects constructed autonomously with the mobile
robot.
Chapter 4
The methods of Chapter 3 allow a mobile robot to segment dynamic objects autonomously.
However, having a single view of a dynamic object is usually not enough to completely
infer the type and shape of the object. Therefore, in this chapter we investigate ways of
creating complete 3D models of the dynamic objects we segment. We present an end-toend modeling pipeline which runs fully autonomously on a mobile robot. We compare a
number of ways of creating the models, from point clouds to textured meshes, contrasting
advantages and disadvantages. We also look at re-identifying the models in future observations, and show that the more data the robot can acquire, the higher the recognition success
rate. Fig. 1.8 shows examples of the textured meshes we are able to build autonomously
with the mobile robot.
Chapter 5
In this chapter we look at exploiting the temporal nature of the knowledge learned by the
robot. We design a classifier trained in an unsupervised way on segmentations made by
the robot autonomously. The output of the classifier is a probabilistic indication of how
dynamic parts of the environment are likely to be and we benchmark our results on a

(a) Cupboard - 0.06

(b) Desk - 0.158

(c) Backpack - 0.827

(d) Chair - 0.73

(e) Plastic bag - 0.6

Figure 1.9: Classifier score on various objects (the higher the score the more likely an
object is to be dynamic).
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labeled dataset. Fig. 1.9 shows a typical result when running the learned classifier on a
set of objects. We use this as a prior in the mapping process. This allows us to deal with
changes and updates to the static structure in a generic way, without any prior assumptions
about the environment. We show that by using this method we can increase the quality of
the segmentations made by the robot.
Chapter 6
In Chapter 4 we have shown that the more data the robot collects of an object, the easier
it is to re-identify that object in the future. However, in some cases, the robot is simply
unable to navigate and acquire any additional views (not uncommon in cluttered office
environments or homes).

(a)

Figure 1.10: Spatial-temporal map of dynamic objects. Top - environment outline (red)
and spatial distributions of four dynamic elements (blue). Middle - Temporal pattern for
one of the elements that is matched across time showing when it is has been detected.
Bottom - Snapshots of the segmented element at different points in time.
In this chapter, we look at the problem of object re-identification when only one view
of the object is available in each observation. We show that by taking into account the
spatial-temporal aspect of the data, we can re-identify the object over time with greater
success than when using only appearance and shape based matching methods. The result is
a spatial-temporal footprint of the object, as observed by the robot over time. An example
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is shown in Fig. 1.10, with the bottom row showing that our approach is able to cluster
together instances of objects even in the case when they vary significantly in shape and
appearance. Using this information, in [73] we show that the mobile robot is able to build
predictive models of when and where the objects are likely to be observed, which makes
the robot more efficient when searching for the objects in the environment.
Appendix A
The registration of RGB-D data into a common frame of reference is an underlying problem which needs to be addressed at many different points in this thesis. In this appendix
we present our method of registering RGB-D views, based on correspondences of image
features which are used in a non-linear least squares minimization formulation.
Appendix B
In Chapter 4 we looked at ways to create models of objects, with the assumption that the
robot is able to navigate in the environment and collect additional data. To tackle the
situation when the mobile robot’s path is blocked by clutter, we propose to augment its
capabilities by also using an Unmanned Aerial Vehicle (UAV). In this appendix, we briefly
describe how our object modeling approach can be used on a UAV, and we compare the
modeling results with those obtained when using the mobile robot.

1.3

Publications and Contributions

The material used to write this thesis has been published in various conferences and journals. This section lists the relevant publications in chronological order, as well as how they
relate to the thesis and my contribution to each of them.
P.1 Rares, Ambrus, , Nils Bore, John Folkesson, Patric Jensfelt, "Meta-rooms: Building
and Maintaining Long Term Spatial Models in a Dynamic World", in Intelligent Robots
and Systems (IROS), 2014 IEEE/RSJ International Conference on. [16]
Abstract: We present a novel method for re-creating the static structure of cluttered
office environments - which we define as the "Meta-Room" - from multiple observations collected by an autonomous robot equipped with an RGB-D depth camera over
extended periods of time. Our method works directly with point clusters by identifying
what has changed from one observation to the next, removing the dynamic elements
and at the same time adding previously occluded objects to reconstruct the underlying
static structure as accurately as possible. The process of constructing the meta-rooms
is iterative and it is designed to incorporate new data as it becomes available, as well as
to be robust to environment changes. The latest estimate of the meta-room is used to
differentiate and extract clusters of dynamic objects from observations. In addition, we
present a method for re-identifying the extracted dynamic objects across observations
thus mapping their spatial behaviour over extended periods of time.
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Contribution to the thesis: This paper describes an iterative method for the modeling
of the static structure of the environment. It constitutes the bulk of Chapter 3, where it
is used on a mobile robot for the autonomous segmentation of dynamic objects.
Authors’ contribution: I did the conceptual, implementation and writing work, under
the supervision of John Folkesson and Patric Jensfelt. Nils Bore helped with the data
collection part of the pipeline.
P.2 Rares, Ambrus, , Johan Ekekrantz, John Folkesson, Patric Jensfelt, "Unsupervised
learning of spatial-temporal models of objects in a long-term autonomy scenario", in Intelligent Robots and Systems (IROS), 2015 IEEE/RSJ International Conference on. [18]
Abstract: We present a novel method for clustering segmented dynamic parts of indoor RGB-D scenes across repeated observations by performing an analysis of their
spatial-temporal distributions. We segment areas of interest in the scene using scene
differencing for change detection. We extend the Meta-Room method and evaluate the
performance on a complex dataset acquired autonomously by a mobile robot over a
period of 30 days. We use an initial clustering method to group the segmented parts
based on appearance and shape, and we further combine the clusters we obtain by
analysing their spatial-temporal behaviours. We show that using the spatial-temporal
information further increases the matching accuracy.
Contribution to the thesis: The main aim of this paper is to create spatial-temporal
models of objects autonomously. This is used in Chapter 6. This paper builds on
top of P1, extending the method for long-term operation, and thus contributes also to
Chapter 3, Sections 3.3.3, 3.4, 3.5.1.
Authors’ contribution: I did the conceptual, implementation and writing work, under
the supervision of John Folkesson and Patric Jensfelt. Johan Ekekrantz worked on the
registration of the RGB-D data and contributed to part of Section A.1.
P.3 Thomas Fäulhammer, Rares, Ambrus, , Christopher Burbridge, Michael Zilich, John
Folkesson, Nick Hawes, Patric Jensfelt, Markus Vincze, Johan Ekekrantz, John Folkesson,
Patric Jensfelt, "Autonomous Learning of Object Models on a Mobile Robot", in IEEE
Robotics and Automation Letters (RAL), 2016. [41]
Abstract: In this article, we present and evaluate a system, which allows a mobile
robot to autonomously detect, model, and re-recognize objects in everyday environments. While other systems have demonstrated one of these elements, to our knowledge, we present the first system, which is capable of doing all of these things, all
without human interaction, in normal indoor scenes. Our system detects objects to
learn by modeling the static part of the environment and extracting dynamic elements.
It then creates and executes a view plan around a dynamic element to gather additional
views for learning. Finally, these views are fused to create an object model. The performance of the system is evaluated on publicly available datasets as well as on data
collected by the robot in both controlled and uncontrolled scenarios.
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Contribution to the thesis: This paper describes a pipeline for end-to-end autonomous
object modeling on a mobile robot. It contributes to Chapter 4, particularly to Sections 4.3, 4.4, 4.5.3, 4.9.
Authors’ contribution: The first three authors all contributed to the conceptual design of the method, as well as the writing of the paper. I contributed to the pipeline
implementation, segmentation of dynamic objects, and did all the experiments on the
mobile robot, under the supervision of John Folkesson and Patric Jensfelt. Thomas
Fäulhammer worked on the incremental modeling pipeline, described in Section 4.5.3,
under the supervision of Michael Zilich and Markus Vincze. Christopher Burbridge
contributed to the pipeline implementation and worked on the path planning approach
for the mobile robot (Section 4.4) under the supervision of Nick Hawes.
P.4 Rares, Ambrus, , John Folkesson, Patric Jensfelt, "Unsupervised object segmentation
through change detection in a long term autonomy scenario", in Humanoid Robots (Humanoids), 2016 IEEE-RAS 16th International Conference on. [15]
Abstract: In this work we address the problem of dynamic object segmentation in
office environments. We make no prior assumptions on what is dynamic and static,
and our reasoning is based on change detection between sparse and non-uniform observations of the scene. We model the static part of the environment, and we focus
on improving the accuracy and quality of the segmented dynamic objects over long
periods of time. We address the issue of adapting the static structure over time and
incorporating new elements, for which we train and use a classifier whose output gives
an indication of the dynamic nature of the segmented elements. We show that the proposed algorithms improve the accuracy and the rate of detection of dynamic objects
by comparing with a labeled dataset.
Contribution to the thesis: This paper proposes an unsupervised approach to training
a classifier based on dynamic object segmentations. The output of the classifier is used
as a prior in the mapping process. The content of this paper is presented in Chapter 5.
Authors’ contribution: I did the conceptual, implementation and writing work, under
the supervision of John Folkesson and Patric Jensfelt.
P.5 Rares, Ambrus, *, Sebastian Claici*, Axel Wendt, "Automatic Room Segmentation from
Unstructured 3D Data of Indoor Environments", in IEEE Robotics and Automation Letters
(RAL), 2017. (*the authors contributed equally) [14]
Abstract: We present an automatic approach for the task of reconstructing a 2-D
floor plan from unstructured point clouds of building interiors. Our approach emphasizes accurate and robust detection of building structural elements and, unlike previous
approaches, does not require prior knowledge of scanning device poses. The reconstruction task is formulated as a multi-class labeling problem that we approach using
energy minimization. We use intuitive priors to define the costs for the energy minimization problem and rely on accurate wall and opening detection algorithms to ensure
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robustness. We provide detailed experimental evaluation results, both qualitative and
quantitative, against state-of-the-art methods and labeled ground-truth data.
Contribution to the thesis: This paper proposes a method of automatically extracting
a room layout from a 3D representation of the environment. P1 assumes that an operator annotates a map of the environment, thus instructing the robot where to build the
long-term maps and segment the dynamic objects. This paper replaces the need for an
operator, providing an automatic way of extracting relevant regions in the environment.
The content of this paper is used in Chapter 2, Sections 2.3, 2.4, 2.7.
Authors’ contribution: The first two authors contributed equally to the conceptual
design of the method and the writing of the paper, under the supervision of Axel Wendt.
My work was focused on the structural elements part of the pipeline (walls, openings,
projection) and view point reconstruction, as well as the experiments and comparisons.
Sebastian Claici contributed to the cell complex energy minimization of Section 2.4,
and to the experiments and results of Section 2.7.1.
P.6 Rares, Ambrus, , Nils Bore, John Folkesson, Patric Jensfelt, "Autonomous meshing,
texturing and recognition of object models with a mobile robot", in Intelligent Robots and
Systems (IROS), 2017 IEEE/RSJ International Conference on. [17]
Abstract: We present a system for creating object models from RGB-D views acquired autonomously by a mobile robot. We create high-quality textured meshes of
the objects by approximating the underlying geometry with a Poisson surface. Our
system employs two optimization steps, first registering the views spatially based on
image features, and second aligning the RGB images to maximize photometric consistency with respect to the reconstructed mesh. We show that the resulting models can
be used robustly for recognition by training a Convolutional Neural Network (CNN)
on images rendered from the reconstructed meshes. We perform experiments on data
collected autonomously by a mobile robot both in controlled and uncontrolled scenarios. We compare quantitatively and qualitatively to previous work to validate our
approach.
Contribution to the thesis: This paper extends P3 and proposes a method for constructing textured mesh models of household objects autonomously with a mobile
robot. The content of this paper is used in Chapter 4, Sections 4.5, 4.9.
Authors’ contribution: I did the conceptual, implementation and writing work, under the supervision of John Folkesson and Patric Jensfelt. Nils Bore helped with the
comparison of segmentation methods of dynamic objects (Sections 4.5.2, 4.9.2).
P.7 Michael C. Welle, Ludvig Ericson, Rares, Ambrus, , Patric Jensfelt, "On the use of
Unmanned Aerial Vehicles for Autonomous Object Modeling", in Mobile Robots (ECMR),
2017 European Conference on. [148]
Abstract: In this paper we present an end to end object modeling pipeline for an
unmanned aerial vehicle (UAV). We contribute a UAV system which is able to au-
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tonomously plan a path, navigate, acquire views of an object in the environment from
which a model is built. The UAV does collision checking of the path and navigates
only to those areas deemed safe. The data acquired is sent to a registration system
which segments out the object of interest and fuses the data. We also show a qualitative comparison of our results with previous work.
Contribution to the thesis: This paper contributes to Appendix B and it describes an
object modeling pipeline using an Unmanned Aerial Vehicle. It extends the work of
P3 and shows that autonomous object modeling can be done end-to-end using a UAV.
Authors’ contribution: The first three authors contributed to the design of the pipeline,
under the supervision of Patric Jensfelt. Michael C. Welle and Ludvig Ericson worked
on the hardware implementation of the UAV described in Section B.1 and carried out
the experiments on the drone. Michael C. Welle worked on the view planning of the
UAV, briefly described in B.1. I worked on the processing of the RGB-D data, registration, object segmentation and modeling (Section B.2) as well as the writing of the
paper.
P.8 Maximilian Dürner*, Manuel Brücker*, Rares, Ambrus, *, Zoltán Csaba Márton, Axel
Wendt, Patric Jensfelt, Kai Arras, Rudolph Triebel, "Semantic Labeling of Indoor Environments from 3D RGB Maps", under review. (*the authors contributed equally) [37]
Abstract: We present an approach to automatically assign semantic labels to rooms
reconstructed from unstructured point clouds of apartments. Evidence for the room
types is generated using state-of-the-art deep learning techniques for scene classification and object detection. The evidence is merged using Conditional Random Fields.
We provide detailed experimental evaluation results.
Contribution to the thesis: This paper extends P5, adding semantic labels to the
room segmentation. The method proposed combines information from different, independent sources into a Conditional Random Field to obtain the final labeling. The
content of this paper has been used in Chapter 2, Sections 2.1, 2.2, 2.5, 2.6, 2.7.
Authors’ contribution: The first three authors contributed equally to the system design (Sections 2.1, 2.2), and the writing of the paper. I worked on processing the environment mesh (rendering, generating ground truth labels), generating the geometric
cues used in the optimization along with ground truth, baseline comparison methods
(majority voting - 2.7.3, naive Bayes - 2.7.4) and alternate Conditional Random Field
formulation (Section 2.7.5). I worked under the supervision of Patric Jensfelt, Axel
Wendt and Kai Arras. Maximilian Dürner worked on the proposed CRF approach
(Section 2.6) and experiments (Section 2.7.2) and Manuel Brücker worked on training
the Convolutional Neural Networks and generating the potentials and correlations for
scenes and object types (Section 2.5) and experiments (Section 2.7.2). Maximilian
Dürner and Manuel Brücker worked under the supervisor of Zoltán Csaba Márton and
Rudolph Triebel.
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Other Publications

In addition to the publications listed in the previous section, I also contributed to the following papers (not included or only briefly mentioned in this thesis):
P.9 Zhan Wang, Rares, Ambrus, , John Folkesson, Patric Jensfelt, "Modeling Motion Patterns of Dynamic Objects by IOHMM", in Intelligent Robots and Systems (IROS), 2014
IEEE/RSJ International Conference on. [146]
Abstract: This paper presents a novel approach to modeling the motion patterns of
dynamic objects, such as people and vehicles, in the environment with the occupancy
grid map representation. Corresponding to the ever-changing nature of the motion
pattern of dynamic objects, we model each occupancy grid cell by an IOHMM, which
is an inhomogeneous variant of the HMM. This distinguishes our work from existing
methods which use the conventional HMM, assuming motion evolving according to a
stationary process. By introducing observations of neighbour cells in the previous time
step as input of IOHMM, the transition probabilities in our model are dependent on the
occurrence of events in the cell’s neighbourhood. This enables our method to model
the spatial correlation of dynamics across cells. A sequence processing example is
used to illustrate the advantage of our model over conventional HMM based methods.
Results from the experiments in an office corridor environment demonstrate that our
method is capable of capturing dynamics of such human living environments.
P.10 Akshaya Thippur, Rares, Ambrus, , Gaurav Agrawal, Adria Gallart Del Brugo, Janardhan Haryadi Ramesh, Mayank Kumar Jha, Malepati Bala Siva Sai Akhil, Nishan Bhavanishankar Shetty, John Folkesson, Patric Jensfelt, "KTH-3D-TOTAL: A 3D dataset for
discovering spatial structures for long-term autonomous learning", in Control Automation
Robotics & Vision (ICARCV), 2014 13th International Conference on. [131]
Abstract: Long-term autonomous learning of human environments entails modeling
and generalizing over distinct variations in: object instances in different scenes, and
different scenes with respect to space and time. It is crucial for the robot to recognize
the structure and context in spatial arrangements and exploit these to learn models
which capture the essence of these distinct variations. Table-tops posses a typical
structure repeatedly seen in human environments and are identified by characteristics
of being personal spaces of diverse functionalities and dynamically changing due to
human interactions. In this paper, we present a 3D dataset of 20 office table-tops
manually observed and scanned 3 times a day as regularly as possible over 19 days
(461 scenes) and subsequently, manually annotated with 18 different object classes,
including multiple instances. We analyse the dataset to discover spatial structures and
patterns in their variations. The dataset can, for example, be used to study the spatial
relations between objects and long-term environment models for applications such as
activity recognition, context and functionality estimation and anomaly detection.
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P.11 Tomás Krajník, Miroslav Kulich, Lenka Mudrova, Rares, Ambrus, , Tom Duckett,
"Where’s waldo at time t? Using spatio-temporal models for mobile robot search", in
Robotics and Automation (ICRA), 2015 IEEE International Conference on. [73]
Abstract: We present a novel approach to mobile robot search for non-stationary objects in partially known environments. We formulate the search as a path planning
problem in an environment where the probability of object occurrences at particular
locations is a function of time. We propose to explicitly model the dynamics of the object occurrences by their frequency spectra. Using this spectral model, our path planning algorithm can construct plans that reflect the likelihoods of object locations at the
time the search is performed. Three datasets collected over several months containing
person and object occurrences in residential and office environments were chosen to
evaluate the approach. Several types of spatio-temporal models were created for each
of these datasets and the efficiency of the search method was assessed by measuring
the time it took to locate a particular object. The results indicate that modeling the
dynamics of object occurrences reduces the search time by 25% to 65% compared to
maps that neglect these dynamics.
P.12 Johan Ekekrantz, Nils Bore, Rares, Ambrus, , John Folkesson, Patric Jensfelt, "Towards an adaptive system for lifelong object modeling", in Robotics and Automation
(ICRA), 2016 Workshop: AI for Long-term Autonomy. [39]
Abstract: In this paper, a system for incrementally building and maintaining a database
of 3D objects for robots with long run times is presented. The system is a step towards
lifelong autonomous object modeling using a mobile robot. The proposed solution
iteratively fuses observations as they arrive into better and better models. By greedily
allowing the system to fuse data, mistakes can be made. The system continuously seek
to detect and remove such errors, without the need for batch updates using all known
data at once.
P.13 Nils Bore, Rares, Ambrus, , John Folkesson, Patric Jensfelt, "Efficient retrieval of
arbitrary objects from long-term robot observations", in Journal of Robotics and Autonomous Systems, 2017. [24]
Abstract: We present a novel method for efficient querying and retrieval of arbitrarily shaped objects from large amounts of unstructured 3D point cloud data. Our approach first performs a convex segmentation of the data after which local features are
extracted and stored in a feature dictionary. We show that the representation allows
efficient and reliable querying of the data. To handle arbitrarily shaped objects, we
propose a scheme which allows incremental matching of segments based on similarity
to the query object. Further, we adjust the feature metric based on the quality of the
query results to improve results in a second round of querying. We perform extensive
qualitative and quantitative experiments on two datasets for both segmentation and
retrieval, validating the results using ground truth data. Comparison with other stateof-the-art methods further enforces the validity of the proposed method. Finally, we
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also investigate how the density and distribution of the local features within the point
clouds influence the quality of the results.
P.14 Diogo Almeida, Rares, Ambrus, , Sergio Caccamo, Xi Chen, Silvia Cruciani, João F.
Pinto B. De Carvalho, Joshua Haustein, Alejandro Marzinotto, Francisco E. Viña B., Yiannis Karayiannidis, Petter Ögren, Patric Jensfelt and Danica Kragić, Team KTH’s Picking
Solution for the Amazon Picking Challenge 2016, in Robotics and Automation (ICRA),
2017 Workshop: Warehouse Picking Automation. [13]
Abstract: In this work we summarize the solution developed by Team KTH for the
Amazon Picking Challenge 2016 in Leipzig, Germany. The competition simulated
a warehouse automation scenario and it was divided into two tasks: a picking task
where a robot picks items from a shelf and places them in a tote and a stowing task
which is the inverse task where the robot picks items from a tote and places them in
a shelf. We describe our approach to the problem starting from a high level overview
of our system and later delving into details of our perception pipeline and our strategy
for manipulation and grasping. The solution was implemented using a Baxter robot
equipped with additional sensors.
P.15 Nick Hawes, Christopher Burbridge, Ferdian Jovan, Lars Kunze, Bruno Lacerda,
Lenka Mudrova, Jay Young, Jeremy Wyatt, Denise Hebesberger, Tobias Körtner, Rares,
Ambrus, , Nils Bore, John Folkesson, Patric Jensfelt, Lucas Beyer, Alexander Hermans,
Bastian Leibe, Aitor Aldoma, Thomas Fäulhammer, Michael Zillich, Markus Vincze,
Muhannad Al-Omari, Eris Chinellato, Paul Duckworth, Yiannis Gatsoulis, David Hogg,
Anthony Cohn, Christian Dondrup, Jaime Pulido Fentanes, Tomás Krajník, João Machado
Santos, Tom Duckett, Marc Hanheide , "The STRANDS Project: Long-Term Autonomy in
Everyday Environments", in IEEE Robotics and Automation Magazine, 2017. [53]

Chapter 2

Room Segmentation and Semantic Labeling
The ability to generate accurate room level segmentations is an important capability for
many mobile robotics systems. As the field matures, open source software such as GMapping [49] has made the creation of accurate 2D maps of the environment common practice.
Recently, a number of approaches have enabled the creation of large-scale 3D maps with
increasing levels of fidelity and accuracy. However, for many robotic applications (e.g.
object search, professional cleaning, security guard scenarios, etc.), these maps are too raw
to be used directly. The ability to segment this raw data and obtain a higher level representation in the form of semantically separate regions is quite valuable. Equally important
is the ability to add meaning to the regions identified. For example, when searching for a
specific object, such as a mug, a mobile robot would be much more successful if it knew
which part of the environment was the kitchen so that it could begin its search there. To
enable this, in this chapter we aim to (i) segment the environment into semantically independent regions (e.g. rooms, corridors, etc.) and (ii) to assign labels such as kitchen or
bedroom to the regions (or parts of the regions) we identified.
The wide availability of low-cost RGB-D sensors has opened up a wide range of applications dealing with 3D data. However, some challenges remain. The data acquired
is often noisy, and/or poorly aligned, leading to artefacts such as double walls, or even
missing data. In addition to noise, clutter is almost always present in indoor environments,
either as furniture or objects. Identifying structural elements (e.g. walls, doors, windows,
etc.) helps alleviate some problems, and is often a first step during the automated generation of indoor floor-plans. Many approaches exist in the literature, however most make a
number of simplifying assumptions: walls are perpendicular to the floor, straight ceilings,
the world is aligned according to one Manhattan frame of reference, etc. Another common
assumption, particularly in the case of large 3D environments, is knowing the positions
from which the environment was scanned. This reduces the complexity by providing an
easy way to reason about occluding surfaces, as well as a way to obtain an upper bound on
the number of resulting semantic segments (equal to the number of scan positions). Our
approach lifts most of the assumptions made in the literature, and is based on an intuitive
energy-minimization formulation which yields the semantic segmentation. Importantly, we
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are more general than existing approaches by being able to process data without requiring
the scanning view points as input.
Further, we aim at extending this segmentation in the direction of assigning room type
labels to the map. Labeling part of the environment as "kitchen" or "bedroom" requires not
only knowing what a "kitchen" is, but also knowing how it is different from a "bedroom".
In choosing the label, the appearance of the scene plays an important role. In addition,
being able to identify objects in the scene adds another important clue. For example,
being able to identify a bed should constrain the labeling algorithm such that choosing
"bedroom" becomes much more likely than choosing "kitchen". However, appearance
also introduces ambiguity. Some rooms are inherently ambiguous in the way they are
furnished, or used (e.g. a kitchen and a dinning room may share pieces of furniture such as
a table and chairs). Moreover, the position from where the scene is viewed can influence
the labeling. In the first part of this chapter we focus on a segmentation which relies on
geometric elements, such as walls and doors. When assigning semantic labels, we would
like to rely on this segmentation, but also take into account appearance based cues to further
break down the segments according to functionality (e.g. while a studio apartment may be
segmented geometrically into one segment, we would like to be able to identify a living
area, a bedroom area, etc.).
We propose a semantic labeling approach which is able to combine data in the form of
geometric and appearance based cues into a probabilistic framework. While some methods in the literature have built-in smoothing effects, our approach can deal with ambiguity
in some areas and still yield a fine-grained labeling. Importantly, our approach relies on
a sound method of combining data originating from a highly heterogeneous set of cues,
which allows it to overcome their individual limitations. By learning the optimal parameters for our data, our approach is able to deal with geometric over-segmentation or undersegmentation by leveraging the cues originating from the appearance based sources, and
vice-versa.

2.1
2.1.1

Related Work
Segmentation

The segmentation of 2D maps into semantic entities has received a fair amount of attention
in the literature. A review of methods which operate on complete 2D maps is provided by
Bormann et al. [27]. In an alternate setting, Pronobis et al. [102] process data incrementally and build a semantic map as a mobile robot explores the environment. Their system
combines laser and visual data to infer the semantic entities. Xiong et al. [153] process
large 3D maps constructed with laser scanners through an algorithm which extracts planar
patches and learns contextual relationships between different types of surfaces. Xiao and
Furukawa [152] propose to use the "Inverse Constructive Solid Geometry" algorithm to
reconstruct scenes through a representation which consists of texture-mapped volumetric
primitives. In [141,142], Turner et al. produce 2.5D watertight models and textured meshes
from 3D point clouds through a graph cut approach which is applied on a partition of the
space into interior and exterior domains (obtained through a Delaunay Triangulation).
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Armeni et al. [20] describe a method which uses convolution operators on different
axes to identify structural building elements as well as rooms. Their approach extracts
walls based on the free space between them, with the limitation however that the walls have
to be aligned to a predefined Manhattan world frame. Our method lifts the single Manhattan world frame assumption, as indoor environments typically exhibit multiple Manhattan
frames [124]. In [84] Mura et al. propose to explicitly encode adjacency relations between
structural building elements. The weights and relationships between the permanent structures are stored in a 3D cell complex. A first Markov Clustering step computes the number
of rooms in the environment, while the final reconstruction and labeling is modeled as a
a multi-label Markov Random Field. In contrast, our approach does not explicitly encode
relationships between the structural primitives, and instead of first computing the number
of rooms we run the energy minimization and merge the resulting segments by comparing inferred partitions with the actual walls detected. Oesau et al. [93] first extract the
wall directions through an application of the Hough Transform and generate a volumetric
model by using graph cuts to obtain an inside/outside labeling of the environment. Our
method also uses graph cuts, but we apply them iteratively to obtain multiple labels, one
for each room. Similarly, Ochmann et al. [92] define an energy minimization formulation
which they solve through iterative graph cuts. Also close to our approach is that of Mura
et al. [85] who first segment out planar primitives in a 3D point cloud and use a 2D cell
complex to represent the relationships between the patches. They use diffusion maps to
propagate the weights through the cell complex and further cluster the cells using the kmedoids algorithm. Unlike [85, 92], our method does not rely on the a-priori knowledge
of the viewpoints from which the environment was scanned. Instead, we reconstruct a
synthetic set of viewpoints which we use for an initial labeling of the point cloud. In the
results section we evaluate our segmentation method by comparing our (quantitative and
qualitative) results with [27, 85, 92] on a manually labeled dataset.

2.1.2

Semantic labeling

We present a brief overview of methods which aim to derive a scene type label, starting
from methods which operate on one image and moving on to methods which build and label entire maps. A number of traditional image recognition approaches for labeling single
frames [94, 151] employ image descriptors for representing the frames. Recently, methods
based on Convolutional Neural Network (CNN) architectures have become the primary
choice for tasks such as segmenting objects in an image [117] or labeling the scene [155].
Liao et al. [76] propose to combine both scene and object information into a CNN architecture. A number of methods [77, 154] use Conditional Random Fields (CRFs) to combine
information from various sources and jointly estimate the scene type as well as the objects
present.
Hermans et al. [60] also propose to use a CRF, with the aim of incrementally labeling
3D point cloud maps with object level information. Koppula et al. [67] also label 3D maps,
however they use a Markov Random Field (MRF) and combine a number of features such
as appearance, geometry, etc. Nüchter and Hertzberg [90] first build a map by registering
3D scans in a 6D SLAM formuation. Structural elements (e.g. wall, floor, ceiling) are then
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extracted through a RANSAC based approach, while objects are detected first by contour
and feature matching on 2D renderings of the 3D data and second, by an ICP alignment
step in 3D. [101, 127] propose online systems which incrementally label semantic maps
built by the robot. [101] combines a number of features in a chain graph on which inference
is done through Loopy Belief Propagation while [127] employ a Bayesian update step to
fuse CNN predictions incrementally. Conversely, Sjoo et al. [120] label complete 2D maps
in one pass, through an energy maximization formulation.
While [101, 127] are designed to run online, our system labels the whole map in one
step. Unlike [120], we fuse CNN distributions over the type of scene and the types of
objects present with a geometric segmentation which we use as a prior. The final labeling
is obtained by doing an inference step in a Conditional Random Field.

2.2

System Overview

Starting from a point cloud representation of the environment, our segmentation method
parses the data and returns a number of semantically distinct entities which we refer to as
rooms. We define a room as the interior of a simple closed curve in the plane, bounded
by permanent building structures (e.g. walls). Further, rooms are semantically disconnected from other rooms through meaningful separators, such as doors or openings in wall
segments.

Figure 2.1: Room segmentation pipeline.
We first detect structural building elements (walls, ceilings and openings) which we
use to compute a 2D projection of the data. Using the 2D projection, we sample a set of
viewpoints on the Voronoi partition of the data, through which we obtain an initial labeling
of the environment point cloud. We define an energy minimization formulation and trade
off between two metrics in order to obtain a maximum a posteriori labeling for each room.
A high level overview of the segmentation pipeline is shown in Fig. 2.1.
The next step is to further augment this segmentation with semantic labels, on a perpixel basis, as well as further split the segmentation if enough semantic information is
present (e.g. a studio room could be split into a kitchen area and a bedroom area). For this
part of the method we use a mesh representation of the environment.
Figure 2.2 shows an overview of the proposed method for computing the semantic
labels. The viewpoint reconstruction is used to render realistic-looking images, which are
further used to obtain probabilistic estimates about the type of room and objects present.
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Figure 2.2: Overview of the proposed system for semantic room labeling. A geometric/room segmentation and probabilistic distributions over the type of scene and objects
present are used as potentials in the Conditional Random Field.

It is important to note here that, to begin with, we do not have access to the intermediate
data used to capture the environment and create the mesh, and therefore rendering images
inside the mesh is the only way to generate the data for the following steps of our method.
At each viewpoint a virtual camera is placed at a height halfway between the floor and the
ceiling. The virtual camera is rotated in increments of 10 degrees around the z axis, and 36
partly overlapping images of resolution 640x480 are rendered. Missing parts of the mesh

Figure 2.3: Sample images rendered inside the environment mesh.
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are covered with black colour (see examples in Figure 2.3).
Due to the nature of the data, some images may contain little or no information at all.
We discard images where the colour is too homogeneous or which are rendered too close
to a wall. The remaining images are passed to CNN classifiers which output probability
distributions over the type of scene and the types of objects in the images (see Sec. 2.5).
We also learn statistics correlating object presence to scene types. These sources of information, along with the initial geometric segmentation, are combined in a Conditional
Random Field (see Sec. 2.6.1).

2.3

Segmentation of Structural Elements

We first detect primitive shapes in the environment point cloud by using the method of
Schnabel et al. [25, 114]. This returns a set of connected components corresponding to
shapes fitting parametric models of planes, cylinders and spheres. Fig. 2.4 shows the typical output of this step. For the experiments presented in this paper we only consider
the planar primitives, which correspond to straight walls, however through the cylindrical
shapes we could also detect curved walls.

Figure 2.4: Plane primitives extracted from a point cloud, arbitrarily coloured.

2.3.1

Wall and Ceiling Detection

To identify ceiling and floor primitives, we perform a height analysis on the primitives
detected so far, trying to identify the "highest" and "lowest" primitives. We only consider
the points which lie on one of the primitives detected so far. We project each point onto a
2D grid, aligned with the XY plane, and for each cell we record the point with the highest
/ lowest height (i.e. along the Z axis). We use the points to identify the primitives they
correspond to. The advantage of this method is that it allows the detection of ceilings and
floors at different heights, however with the assumption that the environment point cloud
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corresponds to a single floor (i.e. we cannot detect stacked ceilings with this method).
We allow for an orientation of up to 45o with respect to the ground plane when detecting
ceilings and floors, to account for the variability present in most indoor environments.
Similar to other indoor reconstruction methods, we make the assumption that a wall is
a planar patch of points, which is perpendicular to the ground plane. While this discards
slanted or curved walls, it captures the vast majority of structural elements. Moreover,
our testing dataset does not exhibit any such walls either. Thus after a simple filtering
operation we are left with a set of wall candidate primitives which satisfy the orientation
requirements. In addition to wall candidates, a number of false positive planar primitives
can also be perpendicular to the ground floor, e.g. doors, cupboards, etc. Mura et al. [85]
present a solution based on an analysis of occlusions in the scene. To carry out this operation Mura et al. use the original viewpoints to find and remove the occluding surfaces. Our
method however does not take as input the scanning viewpoints, and we rely instead on a
binary energy minimization step to obtain a foreground/background segmentation once we
compute the 2D projection of the data (described in more detail in Sec. 2.3.3).

2.3.2

Opening Detection

To identify gaps or occlusions, we project each wall candidate P to an image. To achieve
this we multiply each point in P by a 2D reference frame B defined in the plane, with origin
aligned to the plane lower left corner. Essentially, B defines a 2D basis which maintains
Euclidean distances between the points: B = {~z,~z ×~n}, with ~n denoting the normal to the
plane.

(a)

(b)

Figure 2.5: Plane with projection. (a) Point cloud of a room with selected plane points
coloured in blue. (b) 2D projection of the wall points on a 2D plane with white pixels
denoting free cells and blue pixels occupied cells.
Fig. 2.5 shows an example of this operation. As can be seen in Fig. 2.5b, the empty
spaces in the resulting projection correspond to unoccupied areas, which are either due to
openings (left side of Fig. 2.5b) or due to clutter (right side of Fig. 2.5b). To detect the
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openings we fit rectangles into the patches of empty space, and compare their dimensions
with a parametric model of a door. To find the rectangles we use a dynamic programming
approach with linear complexity.

2.3.3

Viewpoint Generation

To obtain the 2D projection of the environment point cloud, we project the ceiling primitives on a grid aligned to the XY plane. The points which lie within the bounding box of
individual ceiling primitives are marked as free space. We also project the walls and openings and use them to mark obstacles. As can be seen in Fig. 2.6a, the resulting projection
contains some noise in areas with low ceiling density, as well as a number of artefacts due
to false wall candidates which correspond to furniture. To improve the projection we run a
simple binary energy minimization step which eliminates some of the noise, and results in
a refined foreground/background segmentation (see Fig. 2.6b).

(a)

(b)

(c)

Figure 2.6: Simple room reconstruction. (a) 2D projection of ceiling points and wall
candidates. Notice a clear separation between rooms, but noisy interior. (b) Best foreground/background segmentation after energy minimization. (c) Rooms after flood filling.
Using an iterative flood fill operation, we can obtain semantically separate regions
from the segmentation, as can be seen in Fig. 2.6c. While the results are good for some
environments, this method relies on detecting the openings and walls accurately. Moreover,
the result at this step produces jagged walls, and regions can be clustered together if the
openings are not detected correctly. We evaluate this intermediate result qualitatively and
quantitatively - see Table 2.3d and Fig. 2.17f - and contrast it with our final segmentation
result.
The segmentation of Fig. 2.6b captures the structural elements of the environment well,
and is mostly free of clutter. We can therefore use it to compute a synthetic set of viewpoints from which the entire environment can be observed. We use the intuition that points
with the highest visibility lie along the medial axes of free space. Following the work
of [133], we compute a Voronoi graph, partitioning the free space along its medial axes
(see Fig. 2.7a). To sample viewpoints we select points on the Voronoi graph and raytrace
on the map, counting the number of visible pixels for each point. The raytrace distance is
chosen to (i) reflect the operating range of the sensor used to capture the data originally,
and (ii) to ensure we obtain an over-segmentation of the space (i.e. a viewpoint placed in a
room will not be able to also cover a long corridor which lies along a potential ray). Since
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we will use these viewpoints in the energy minimization step later, a requirement is that
we obtain an over and not an under-segmentation (i.e. a higher number of viewpoints than
actual semantic components).

(a)

(b)

Figure 2.7: Initial viewpoint labeling. (a) Voronoi graph. (b) Viewpoints in 2D shown in
red. Points visible from at least one viewpoint shown in gray, while unobserved points are
coloured white.
We select the viewpoints in a greedy fashion, starting from the ones with the highest
visibility, and continue until most of the cells in the 2D projection have been covered by
at least one viewpoint. Finally, we project the viewpoints back into the environment point
cloud by placing them at an average height between the ceiling and the floor. The resulting
set of viewpoints, projected on the 2D map can be seen in Fig. 2.7b.

2.4

Room Reconstruction

In order to obtain the final segmentation, we define an energy minimization problem which
we solve using iterative graph cuts. We use the wall primitives we detected to partition the
space and define a set of regions. To aim is to cluster these regions together, based on a set
of unary and binary potentials which encode the spatial relationships between the regions.

2.4.1

Cell Complex

To partition the space we make use of a cell complex or arrangement of lines [32, 38].
Each wall segment is projected onto the ground plane, inducing a line and two separate
regions. The line equation is computed through a least squares minimization which finds
the line which best fits the projections of the points making up the wall primitive. While
our dataset only contains straight walls, we can represent curved walls by piecewise linear
approximations. The projection of the wall segments induces a graph G, with vertices
denoting the intersection of the lines corresponding to the segments. The graph G defines
a dual graph, with vertices corresponding to the faces of G (also referred to as the primal),
and edges connecting adjacent faces. This is illustrated in Fig. 2.8.
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We define an energy minimization problem on the vertices of the dual graph, by associating unary potentials with each vertex (representing the faces in the cell complex), and
binary potentials for vertices which are connected by an edge. Our formulation is:
min ∑ Uv (lv ) +
l

v∈V

∑

Bv,w (lv , lw )

(2.1)

v,w∈E

where l ∈ L |V | is a per vertex label vector drawn from a finite labeling set L . The number
of labels |L | is equal to the number of synthetic viewpoints computed earlier, plus an
additional viewpoint denoting unoccupied space (described in detail subsequently). After
solving the minimization, the resulting number of labels will be at most equal to |L | and
therefore it is important that |L | is higher than the true number of rooms. The unary
potential Uv : L → [0, 1] corresponds to a distribution over all possible labels in L , and
denotes the likelihood of the assignment of different labels to a particular vertex. Each
vertex in the dual graph is associated with a unary potential. For vertices connected by an
edge in the dual, we define the binary potential Bv,w : L × L → [0, 1], which denotes the
likelihood that the two vertices should have the same or different labelings in the resulting
segmentation.

Figure 2.8: Cell complex example. This figure shows the main components of a cell complex data structure. We show the full primal graph as gray edges. A few examples of
dual vertices and dual edges are shown. Dual vertices (corresponding to primal faces) are
shown as red circles, and dual edges are shown as dashed red lines.
We use the synthetic viewpoints defined previously to compute the unary potentials.
First, all the points of the input point cloud which lie within a fixed radius of each viewpoint are labeled with a viewpoint specific colour. An example colouring of cloud points
based on viewpoint visibility is shown in Fig. 2.9b. We want to capture here the intuition
that the points which can be seen from one viewpoint are more likely to belong to the
same semantic segment, and therefore we take visibility into account when identifying the
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(a)

(b)

(c)

(d)

Figure 2.9: Room reconstruction end-to-end: (a) Initial point cloud. (b) Initial viewpoint
labeling of point cloud - each colour represents points associated with a different viewpoint.
(c) Initial room segmentation. (d) Final room segmentation, after merging.

points associated with each viewpoint (i.e. points which lie behind a wall with respect to a
particular viewpoint will not be coloured with that viewpoint’s colour).
By projecting the coloured points on the cell complex, we can compute the number of
points of each colour falling on each particular face in the primal. For each face i and each
colour j, we compute the number ci j denoting the number points coloured with colour j
c
which fall in face i. We define θ ji = ∑ icj i j as the ratio between the number of points with
j
colour j in face i over the total number of points falling in face i. Thus we associate each
face (and implicitly to the corresponding vertex in the dual) with a unary potential θ i ,
which defines a per-face probability distribution over the set of possible labels (i.e. the set
L ).
Note, however, that some faces in the cell complex correspond to empty space, as can
be seen in Fig. 2.8 (i.e. between walls, or outside the environment). To detect these faces,
we look at the density of the points they contain (i.e. number of points divided by face
area) and check if it is within a given factor of the average density of all the points in
the environment. Cells which are below this threshold are marked as empty. We create a
fictitious viewpoint labeled 0 for the empty spaces, and to each empty region we associate
a potential θ ji = 0 if j 6= 0 (i.e. j is not the empty label), and θ ji = 1 if j = 0 (i.e. j is the
empty label).
The binary potential Bu,v (lu , lv ) is computed using the wall information. Each edge e
in the cell complex is within the linear span of a wall segment w. For two faces lu and lv
separated by edge e, we define Bu,v (lu , lv ) as:
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(
0
Bu,v (lu , lv ) =
1 − |e∩w|
|e|

if lu = lv
otherwise.

(2.2)

Here |e| denotes the length of e, and e ∩ w is the segment intersection of e and w,
which can be either a segment, a point, or empty. Figure 2.8 illustrates the intuition behind
this potential: the red dotted line on the left represents cells which are separated by a cell
complex edge but not a wall (hence Bu,v will be high), while the red dotted line in the center
of the figure denotes cells which are separated by an actual wall (hence Bu,v will be low).

2.4.2

Room Segmentation

We use the alpha expansion algorithm of Boykov and Kolmogorov [28] to solve Eq.2.1. We
set Bu,v (l, l) = 0 in Eq. 2.1 thus ensuring that the B function is a semi-metric, a requirement
of the graph cut algorithm. The result can be seen in Fig. 2.9c.
In the cases when cell complex edges are induced by long wall segments, the segmentation algorithm can infer imaginary walls. To correct this, we simply check the overlap
between the separators inferred and the wall primitives detected in Sec. 2.3.1. The regions
where the overlap between the imaginary wall and the detected wall primitive is below
20% are merged together. The final result is shown in Fig. 2.9d.

2.5

Cues for Semantic Room Labeling

The next step of our pipeline consists of adding semantic labels to the map. The segmentation we obtained in Sec. 2.4 constitutes an important first step, and as the results show,
accurately reflects the structural or geometric boundaries of indoor spaces. However, the
environment mesh contains a wealth of additional data which, so far, we have ignored. To
make full use of the available information, we render images inside the mesh, as described
in Sec. 2.2. Fig. 2.10 illustrates the idea, with the view-cone corresponding to a particular
rendered image denoted by the gray pixels in Fig. 2.10b. and the corresponding rendered
image in Fig. 2.10c.

(a)

(b)

(c)

Figure 2.10: Environment mesh and rendered image view cone. (a) Environment mesh.
(b) 2D projection of the environment mesh with rendered image view cone (gray pixels).
(c) Image rendered inside the mesh.
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Our aim is to use the rendered images to gather information about the type of scene we
are looking at. Our approach for this task relies on the use of neural network models, owing
to their recent successes on related task in the computer vision community. Unfortunately,
our own datasets are not large enough for training neural network models from scratch,
and therefore we use off-the-shelf networks. In each rendered image we classify (i) the
type of scene observed and (ii) the type of objects present. The training datasets, neural
network architectures and results for scene and object level classification are presented in
the following sections.

2.5.1

Scene Level Classification

Currently the biggest dataset for scene classification is the Places 365 dataset [155], which
contains 365 different scene categories (including outdoor categories). We selected a sub1) bathroom, shower
3) childs room, nursery
5) dining room
7) laundromat
9) office, home office
11) storage room, closet, pantry

2) bedroom
4) corridor
6) kitchen, galley
8) living room
10) staircase

Table 2.1: Subset of Places 365 scene types used in this work. Classes in regular font were
merged into the 11 bold ones.
set of these categories which is relevant for our application (see.Table 2.1). We then trained
a Convolutional Neural Network (CNN) using the GoogLeNet [128] architecture. The network reached a validation accuracy of 85% after 80 Epochs of training. The output of the
CNN on three images rendered inside the environment mesh is shown in Fig. 2.11.

Figure 2.11: Three pictures rendered in a single room. Depending on the viewpoint, the
appearance is drastically different. The Scene Classification scores the images from left to
right with: 0.99 office, 0.99 storage room and 0.96 bedroom.

We note here that our room segmentation dataset also contains ground truth annotations for the types of scenes we expect to get (see Fig. 2.24c). Using the ground truth
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information, we perform a test to evaluate the performance of the CNN at estimating the
type of scene in the images. The results are summarized in Fig. 2.12. For each rendered
image, we look at the ground truth labeling and count the number of pixels for each particular label present in the image. We create a histogram on the number of pixels, and for
each bin in the histogram, we report the percentage of times that the label falling in that
bin was the one with the highest likelihood in the Scene CNN prediction. For example,
according to the results shown in Fig. 2.12, when a label accounted for 100000 points in
the ground truth image, the Scene CNN prediction returned that label as the one with the
highest likelihood in approximately 28% of the cases. Similarly, in the cases when most of
the image contained just one label (i.e. right side of Fig. 2.12), the same label was the one
with the highest likelihood in approximately 35% of the cases.

Figure 2.12: Accuracy of the scene classification as a function of how many pixels represent the room type. The X-axis corresponds to a scene category being labeled with a certain
number of pixels in the ground truth images. The corresponding Y-axis value counts how
often that particular label was the one with the highest likelihood in the Scene CNN prediction. Even in the most unambiguous scenes the accuracy was below 50%.
The main difficulty in this task arises from the fact that many scenes are ambiguous or
are difficult to label (e.g. if multiple room types are visible in a single view, due to an open
door). In addition, some rooms are either ambiguously furnished (see Figure 2.11) or not
furnished at all. Therefore, we marked such cases in gray on the ground truth segmentation,
and while we report our predictions for them, their label is not being taken into account
(see Section 2.7.6 and Figure 2.24).
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Combining scene type distributions
As shown in Fig. 2.10b, we first project down each virtual view on the 2D projection of
the environment, and assign the CNN output to each pixel covered by its view cone. We
record in each pixel of the 2D projection the posterior over the scene class distribution, as
reported by the CNN. In case multiple views cover the same pixel, we fuse the measurements together using Bayes’ rule. Given pixel p, we denote the scene class distribution
over pixel p as s p , and all the CNN measurements that contribute to that distribution as
xt = {x0 ...xt }. Using Bayes’ rule, we compute p (st |xt ), i.e. the updated class distribution
of pixel p given the new CNN prediction xt :



1
p st |xt = p xt |xt−1 , st p st |xt−1
Zt

(2.3)


where Zt = p xt |xt−1 . To simplify the computation, we assume that the CNN prediction
xt is conditionally independent of the previous CNN predictions given the scene class st .
Since we are dealing with a static
system, we assume that the posterior class distribution

stays the same, i.e. p st |xt−1 = p st−1 |xt−1 . This allows us to rewrite equation 2.3 as:


1
p st |xt = p (xt |st ) p st−1 |xt−1
(2.4)
Zt
Using Bayes’ rule again, this time on the conditional p (xt |st ) we obtain the optimal
prediction of the posterior:


1 p (st |xt ) p st−1 |xt−1
t
p st |x =
(2.5)
Zt
p (st )
where p (st ) = p (s) is a uniform prior over the scene class type. Note that we do not need
to compute Zt and instead just normalize the posterior distribution.

2.5.2

Object Level Detection

In addition to estimating the type of scene directly from an image, we can also leverage
information about the presence of objects in the image. Particular objects (e.g. a bed, or a
stove) serve as very good indicators of the type of scene we are looking at. To detect object
bottle
tv/monitor
cabinet
door
keyboard
shelves

chair
bag
ceiling
floor
mouse
sky

dining table
bed
clothes
flower
curtain
bedcloth

potted plant
bench
computer
food
sign
wall

sofa
book
cup
ground
plate
window

Table 2.2: Used subset of PASCAL-Context Dataset objects.
classes in images we use the Fully Convolutional Network (FCN) of [117], which is based
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on the FGG16 architecture and trained using the 59 labels of the PASCAL Context [83]
annotations of the original PASCAL dataset. The network returns per-pixel distributions
over the type of objects (see Fig. 2.13). For our purposes we select a subset of 30 object
classes which are listed in Table 2.2. As in Sec. 2.5.1, we record the posterior over the types
of objects, by projecting the 3D points associated with the objects onto the 2D environment
projection. We mention here that the environment mesh was created using cheap, off-the-

Figure 2.13: Results of the object detection module. Each pixel in the input images is
labeled with the highest scoring class.

shelf RGB-D sensors. While very popular, these sensors suffer from noise which affects
the quality of the geometric reconstruction and can in turn affect the texturing as well.
This is particularly noticeable in the situations where the environment is cluttered by many
smaller items, such as cups, bottles, items of food, etc. The geometry of the scene is
inaccurate in these instances, and textures tend to get blended together. This is illustrated
in Fig. 2.13, with the lower image showing significantly more errors than the image above
it. We note however that we are only visualizing the class with the highest probability in
each pixel, but that when fusing this information to obtain the final labeling we will be
considering the complete distribution.
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Objects/Room type correlation

We correlate object presence with scene type by learning occurrence statistics from data.
We use the NYU RGBDv2 dataset [119], which contains per-pixel object type labels as
well as scene labels for each image. Moreover, this dataset contains most of the object
categories relevant to our problem.

Figure 2.14: Correlation between scene types and object categories, based on the NYU
RGBDv2 dataset.

For each scene type, we compute the likelihood of a particular object type appearing in
that scene. The results are displayed graphically in Fig. 2.14, with dark red indicating high
probability and light yellow indicating the opposite. We mention that we discard a number
of categories (e.g. door, wall, ceiling and floor) as they appear in all scene types and thus
do not discriminate well. We also employ the complete linkage hierarchical clustering
algorithm to group together objects which tend to appear together. The object categories
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are listed in Fig. 2.14 according to the output of the clustering, forming roughly three
categories: furniture items, common household items and kitchen items.

2.6

Inference

2.6.1

Conditional Random Field

To merge the heterogeneous labeling cues described in the previous section, we use a
Conditional Random Field (CRF). The vertices in the optimization are defined as the pixels
of the 2D projection of the environment that we wish to label. Formally, let V be the set
|V|
of vertices, and let y ∈ Lscene , y = {y0 , . . . , y|V| } be a per-vertex label drawn from a finite
labeling set Lscene , with L = |Lscene |. Note that Lscene is the set of semantic labels (e.g.
kitchen, bedroom, etc.) we want to assign to each vertex, and is not to same set of labels
L of Sec. 2.4, which corresponds to the different room segments we have identified.
We define the function S : V → [0, 1]L , which associates each vertex with a probability distribution over the type of scene, as computed in Sec. 2.5.1. Further, we define
O : V → [0, 1]K , which associates each vertex with a probability distribution over the
type of objects, with K representing the total number of object classes, as described in
Sec. 2.5.2. Finally, we define the output of the room segmentation of Sec. 2.4 as the function G : V → L , which associates each vertex with a label originating from the room
segmentation. Thus, for vertex v ∈ V we have associated semantic label yv , probability
distribution over the type of scene sv , probability distribution over the type of objects ov ,
and room segmentation label gv . We formulate the following energy function as a sum of
unary and binary potentials:
E(y) =

∑ wTscene Uscene (v, yv ) + ∑ wTob j Uob j (v, yv ) + ∑ wThom Bhom (v, y)

v∈V

v∈V

v∈V

(2.6)

The terms Uscene and Uob j are unary potentials, while Bhom is a binary potential, connecting the current vertex v to all other vertices in the graph. In the following paragraphs
we describe the potentials we are using in detail.
Scene The unary potential Uscene : V × Lscene → [0, 1] corresponds to the likelihood of
the vertex v being assigned label yv as computed using the Scene CNN of Sec. 2.5.1:
Uscene (v, yv ) = syvv

(2.7)

Object occurrence We combine the objects detected in Sec. 2.5.2 with the statistic relating objects to scenes (see Sec. 2.5.3) to obtain a unary potential over the type of scene.
Thus, Uob j : V × Lscene → [0, 1] describes the likelihood of a vertex of being assigned a
particular scene type. As already hinted at in Sec. 2.5.3 and in Fig. 2.14, the objects cluster
into three main categories. We add a fourth category corresponding to the objects bed and
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sofa, which are often confused with each other by the classifier. The formulation becomes:
i
h
1
2
3
4
Uob j (v, yv ) = Uob
j ,Uob j ,Uob j ,Uob j

(2.8)

i
T
Uob
j = ov pstat

(2.9)

with pstat representing the occurrence statistics learned from the data. Grouping the objects
into four categories also reduces the number of weights wob j which we have to learn while
training.
Homogeneity The CRF implementation of [69] uses Gaussian binary potentials, however the downside is that they tend to enforce smoothness and wash out smaller details.
Instead, we propose to learn distance-dependent statistics for pixels (denoted by f ), given
their semantic labels and room segmentation labels. Formally, let v, w ∈ V, with associated
semantic labels yv , yw and associated room segmentation labels gv , gw . We propose to learn
the following:
yv = yw and gv = gw

(2.10)

yv 6= yw and gv = gw

(2.11)

yv = yw and gv 6= gw

(2.12)

yv 6= yw and gv 6= gw

(2.13)

The statistics are learned during training, see Fig. 2.15. They are used in the binary
potential Bhom (weighed by the number of nodes contributing to them):
V \{v}

Bhom (v, y) =

∑

f (yv , gv , yw , gw )

(2.14)

w∈V

Inference
We run inference on the graph defined and compute the label y∗ which maximizes the
energy:
y∗ = arg max E(y)
(2.15)
y
where E(y) is the energy defined in Eq. 2.6. Due to our formulation of the CRF (i.e. fully
connected and with binary potentials) we cannot run exact inference. Instead, we use a
Gibbs sampling approach, with nodes chosen at random for the inference. The nodes y are
initialized randomly weighted by the probability distribution of the Scene Classification
CNN.
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Figure 2.15: Distance-dependent proportion of pixel pairs that have the same or different
semantic labels in the case of shared or distinct room/geometric segmentation clusters.
Order of plots from top to bottom corresponds to Equations 2.10 to 2.13.

Learning
We use the structural SVM method of [140] to obtain the optimal parameters for the CRF.
The method minimizes the equation:
min

w,ξx ≥0

C
1
||w||22 + ∑ ξx
2
N (x,y)

(2.16)

T

s.t. w (φ (x, y) − φ (x, ŷ)) ≥ 1 − ξx ∀(x, y), ŷ
with ŷ ∈ Lscene as any arbitrary label, ygt as the ground truth and x the input of a potential
function φ . The variable ξx is the "slack" of the current input x.

2.7

Evaluation and Results

To test our algorithms we have created a dataset consisting of 10 large environment meshes,
with ground truth segmentation labels1 (see Fig. 2.17a and b). We uniformly sampled
1 The

data is available at http://www.dlr.de/rm/Bosch_Semantic_Interpretation_Challenge

2.7. EVALUATION AND RESULTS

(a)

41

(b)

(c)

Figure 2.16: Intersection over union operation. (a) Ground truth labeled data set. (b) Our
results on the same data set. (c) Intersection over union visualization; regions coloured red
are incorrectly labeled.
points on the surface of the meshes to obtain point clouds of the environment and downsampled the resulting point clouds through a voxel grid with a resolution of 0.05m.

2.7.1

Room Segmentation

For evaluation we use two metrics. First we perform intersection over union (IoU) tests by
looking at the ratio between the intersection and union of our segmentation and the ground
truth. In the case when a room intersects multiple ground truth regions, we take only the
best matching ground truth region. Fig. 2.16 illustrates this process. The second metric
captures at a coarser level our ability to partition the environment into semantically distinct
regions or rooms, and we report the precision and recall. We count as true positives the
rooms whose intersection with the ground truth covers at least half of the room surface area.
In the case of under-segmentation - i.e. a room in our segmentation covers multiple ground
truth rooms (e.g. room 10 in Fig. 2.18) we only count one room. False negatives correspond
to over-segmentations - i.e. rooms which are mistakenly segmented as part of other rooms,
as well as failure to detect rooms altogether. Finally, false positives correspond to rooms
detected by our algorithm but not present in the ground truth. The results are summarized
in Table 2.3 while Figures 2.17 and 2.18 display qualitative results.
First, we benchmark the impact of using the cell complex energy minimization formulation by reporting results both for the flood-fill segmentation of Sec. 2.3.3 (see Table 2.3d
and Fig. 2.17f) as well as the cell complex segmentation defined in Sec. 2.4.2 (see Table 2.3e and Fig. 2.17g). The qualitative results show that when using the cell complex
formulation, the segmentations have boundaries composed of a few straight-lines segments
and are much cleaner than those of Sec. 2.3.3. In addition, we also improve in terms of the
quantitative measures we defined. Fig. 2.17/2.18f rows 2 and 9 illustrate one of the limitations of the flood-fill segmentation: regions are clustered together during the floor-fill
operation in the cases when the door detection fails.
We also perform the same evaluation on a number of methods from the literature. We
evaluate of the morphological, distance and Voronoi segmentation methods of [27]. These
approaches are based on image processing operators, and are close in nature to the method
through which we obtain the flood-fill segmentation of Sec. 2.3.3.
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(b) Ochmann et al. [92]

(c) Mura et al. [85]

(d) Sec. 2.3.3

(e) Sec. 2.4.2

Prec.

Rec.

IoU

Prec.

Rec.

IoU

Prec.

Rec.

IoU

Prec.

Rec.

IoU

Prec.

Rec.

IoU

1
2
3
4
5
6
7
8
9
10

1
0.75
1
0.8
0.72
1
1
1
0.75
0.47

0.9
1
0.82
1
1
0.75
0.5
1
0.75
0.9

0.71
0.77
0.77
0.83
0.88
0.65
0.67
0.8
0.85
0.61

0.8
0.6
0.8
0.57
0.63
1
1
0.67
0.89
0.69

0.8
1
0.73
1
1
1
1
0.8
1
0.9

0.74
0.7
0.83
0.62
0.73
0.88
0.86
0.78
0.79
0.68

0.9
1
1
1
1
1
1
1
1
1

1
1
1
0.75
1
0.92
1
1
1
0.1

0.75
0.9
0.81
0.88
0.95
0.9
0.86
0.9
0.95
0.44

1
0.83
1
1
1
1
0.91
1
1
0.7

0.8
0.83
1
1
1
1
0.91
1
0.75
0.7

0.92
0.81
0.87
0.9
0.92
0.91
0.90
0.94
0.87
0.7

1
1
1
1
1
1
1
1
0.89
0.64

0.9
1
1
0.75
1
1
0.8
1
1
0.9

0.93
0.95
0.95
0.89
0.94
0.93
0.82
0.91
0.92
0.7

Mean

0.85

0.86

0.75

0.77

0.92

0.76

0.99

0.88

0.83

0.94

0.90

0.87

0.95

0.94

0.89

Table 2.3: Results and comparison with state-of-the-art. We measure precision and recall based on the number of detected rooms
against the ground truth labeling. To obtain a measure for the error in area, we compute the intersection over union score of the best
labeling pairing between each method and the ground truth. (The results shown for Bormann et al. [27] correspond to the Voronoi
segmentation method.)
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(a) Bormann et al. [27]
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Since these methods are designed to operate on 2D maps, we supply them with the
2D projection we compute (where we have already eliminated most of the clutter), but we
have not marked the doors as impassable areas. We report results only for the Voronoi segmentation (see Table 2.3a and Fig. 2.17d), which performed the best of the three methods
we evaluated. The results indicate that our segmentation performs much better, which we
attribute to the smoothing effect of our foreground/background energy minimization step
(Sec. 2.3.3) as well as the marking of the doors as impassable areas, which helps fix the
partition of the space.
Our cell-complex energy minimization formulation shares similarities with the work
of Mura et al. [85] and Ochmann et al. [92]. We evaluate these methods on our dataset and
report the results of [92] in Table 2.3b and Fig. 2.17c, and the results of [85] in Table 2.3c
and Fig. 2.17e.
Since [85] and [92] require viewpoint information, we supply the viewpoint positions
computed by our method for the purpose of the comparison. We notice that even though
our method is more general, our results (see Table 2.3e and Fig. 2.17g) outperform the
related work in terms of the precision/recall measures reported. [85] performs quite well
on most of the data, with the exception of instance 10 of our dataset (see Fig. 2.18e, row
10), where [85] clusters the environment into just one room. Instance 10 of our dataset is
challenging for our method as well, as it is much larger in volume than the other instances
in the dataset, with very high ceilings and a number of smaller rooms adjoined to two larger
rooms. As the space covered is much larger in this environment, the noise in the resulting
point cloud is also higher. Moreover, in some parts of this instance the ceiling has not been
scanned, and as a result our method incorrectly labels those parts as empty. We attribute
the result of [85] on instance 10 to the presence of ceilings of different heights / non 2.5 D
as well as the increased amount of noise in the point cloud. The qualitative results of [92]
indicate that the method is able to accurately detect the wall primitives as compared to the
true room boundaries of the ground truth segmentations, but is prone to over-segmenting
the environment.

2.7.2

Semantic labeling

We use the same dataset for evaluating the performance of our semantic labeling method.
We extend the dataset with 3D ground truth information corresponding to the semantic
regions we aim to identify. Using this information, we can generate ground truth for any
image rendered inside the mesh. Qualitative results are shown in Fig. 2.24. Specifically,
Fig. 2.24a shows a top-down view of the dataset, while Fig. 2.24b shows the room segmentation of Sec. 2.4. The ground truth segmentation is shown in Fig. 2.24c, colour coded
according to semantic label. As mentioned earlier, the gray segments in the ground truth
segmentations are not counted when computing the accuracy of the segmentation methods.
In Fig. 2.24d we show the results of the raw Scene CNN predictions - for each pixel we
record the label of the class with the highest likelihood.
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(a) Cloud
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(c) [92]
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Figure 2.17: Qualitative results of room segmentations: (a) shows the original data (ceilings removed for clarity) and (b) the ground truth labeling. We compare with the methods
from [92] [27] [85], displayed in (c),(d) and (e). We also show our results in (f) - simple
segmentation as defined in Section 2.3.3 and (g) - segmentation after the energy minimization step described in Section 2.4.2. All images show a top-down view of an orthographic
projection of the data. Continued in Fig. 2.18
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Figure 2.18: Qualitative results of semantic segmentations (ii): continued from Fig. 2.17

2.7.3

Majority Voting

We define a baseline method for assigning semantic labels to the room segmentation of
the environment. As described in Sec. 2.5.1, we project each rendered view on the envi-

Figure 2.19: Confusion matrix for majority voting approach.

ronment 2D projection. Instead of the Bayesian fusion step, for this baseline method, we
simply label each pixel in the view cone of the rendered image as the class associated with
the highest probability from the CNN distribution. We obtain the "majority vote" baseline

46

CHAPTER 2. ROOM SEGMENTATION AND SEMANTIC LABELING

result by selecting, for each segment in the room segmentation, the semantic class represented by the highest number of pixels in that segment. Intuitively, this also allows us to
visually inspect the quality of the Scene CNN predictions averaged over different rooms.
We report the labeling results averaged over all datasets as a confusion matrix in Figure
2.19. Qualitative results are shown in Fig. 2.24e.

2.7.4

Multinomial Naive Bayes Model

The majority voting baseline of Sec. 2.7.3 yields a per-segment labeling using only the
scene CNN information. In this section we propose an alternative formulation: using the
object presence information to derive the scene label. As described in Sec. 2.5.2, we run
the rendered mesh images through a CNN network and obtain pixel level annotations regarding the presence of objects (see Fig. 2.13). We correlate the marked image pixels with
their counterpart 3D points in the environment point cloud frame of reference. This gives
us clusters of points in the global frame of reference corresponding to the different objects
detected. For each cluster, we compute its centroid and check in which geometric segmentation region it falls into. We accumulate presence of objects for each region, and we use
this information to define a Multinomial Naive Bayes model on which we run inference
to obtain the label with the highest likelihood for each segment of the 2D projection. The

Figure 2.20: Naive Bayes model.

Naive Bayes assumption is that the object types Oi and O j are conditionally independent
given the segment label c, i.e.:
(Oi ⊥ O j |c) , ∀Oi , O j

(2.17)

We can therefore compute the complete joint distribution over the network as a product
of the conditional probabilities of the object features given the segment label times a prior
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over the segment label variable:
n

p (c, O0 , ..., On ) = p (c) ∏ p (Oi |c)

(2.18)

i=0

The solution is given by:
n

ĉ = arg max p (c = C, O0 , ...., On ) = p(c = C) ∏ p (Oi |c = C)
C

(2.19)

i=0

We compute p (c = C) as the ratio between the number of examples of class C divided by
the total number of examples in the training set. For computing the conditional probabilities we employ a multinomial model, whereby the distribution is parametrized by vectors:

θc = θC0 , ..., θCn
(2.20)
for each class c = C, where n is the total number of objects, and θCi is the probability
p (Oi |c = C) of object i appearing in a segment with label C (in the ground truth labeling).
The parameters θC are estimated through relative frequency counting:
θ̂Ci =

NCi + α
NC + α · n

(2.21)

Where
NCi =

(2.22)

∑ xi

x∈T

is the number of times a feature (i.e. object) i appears in a sample of class c = C in the
training set T , and
|T |

NC = ∑ Nci

(2.23)

i=1

is the total count of all features for class c = C.

(a)

(b)

Figure 2.21: Multinomial naive Bayes results.

(c)
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Preliminary results of the Multinomial Naive Bayes model are shown in Fig. 2.21. The
method is heavily biased towards the "bedroom", "bathroom" and "kitchen" class types,
due to the fact that (i) the CNN was trained on a different training dataset that doesn’t
reflect accurately the objects present in the test dataset and (ii) the conditional probabilities
over objects and scene types are learned for a subset of the scene types available in the test
dataset. This indicates that more hand-annotated ground truth data specifically collected
for the task at hand is needed for the model to give meaningful results. For the comparisons
presented in Sec. 2.7.6 and Fig 2.24 we only use as baseline the majority voting method of
Sec. 2.7.3, which yields more reliable results.

2.7.5

Fully Connected CRF with Gaussian edge potentials

A third baseline method consists of using the dense CRF implementation of [69]. As
unary potentials we use the probability distributions over the type of scene, as returned by
the Scene CNN. [69] uses Gaussian kernels as binary potentials, and they enforce both appearance consistency (i.e. nearby pixels should have the same label) as well as smoothness
(small, disconnected regions should be removed).

Figure 2.22: Confusion matrix for the CRF from [69].
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The binary potentials are defined over the pixels of the room-segmentation.
|pi − p j |2 |Ii − I j |2
k( fi , f j ) = w exp −
−
2θα2
2θβ2
(1)

!

|pi − p j |2
+ w exp −
2θγ2
(2)

!
(2.24)

Where fi and f j are feature vectors for pixels i and j, pi and p j represents the pixel
positions in the image, and Ii and I j are the pixel colours. As suggested by [69], we learn
the parameters (w(1) , θα , w(2) , θβ , θγ ) from data through a grid search over the parameters
space. Qualitative results are shown in Fig. 2.24f.

2.7.6

Proposed CRF approach

For training the proposed CRF, we used the formulation of Sec. 2.6.1. Specifically, we use
a 10-fold data split, and we learn parameters on one instance and test on the remaining nine
instances of our dataset. We report the accuracy of the proposed method in Fig. 2.23. Our
qualitative results are shown in Fig. 2.24g.

Figure 2.23: Confusion matrix for the proposed CRF fusion.
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Figure 2.24: Qualitative results of semantic labeling (i): (a) original data, with ceilings
removed for clarity; (b) room segmentation based on geometric primitives (Sec. 2.4), arbitrarily coloured; (c) the ground truth labeling, from here coloured according to semantic
class; (d) raw prediction maximas for the scene view CNN; (e) majority voting results; (f)
labeling using the CRF of [69]; (g) our results. Continued in Fig. 2.25
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Figure 2.25: Qualitative results of semantic labeling (ii): continued from Fig. 2.24.
The results of the methods compared are close, with our method performing slightly
better. The average recall of our method is 0.45, of [69] is 0.42 and that of the majority voting is 0.43. We attribute our failure cases to the poor performance of the pre-trained CNNs
we use as potentials. As indicated by the raw output of the Scene-CNN classification (see
Fig. 2.24d), the results vary significantly as compared to the ground truth, and even within
the same room. And while the scene level classification does perform well sometimes (as
indicated by the majority voting results), the object level predictions suffer even more, due
to the degradation of the input data particularly in the case of smaller objects. Using [69]
we are able to alleviate some of the limitations, particularly in the case of false room segmentations, however the method relies solely on the Scene-CNN output and thus misses
the potential benefits of using the object level detectors. Conversely, our method shows
greater flexibility due to our use of distance-specific statistics as binary potentials (thus not
enforcing smoothness over the labeling) as well as the usage of the object distributions.

2.8

Conclusions

In this chapter, we have presented an automatic method for reconstructing room information from raw point cloud data using only 3D point information. Our method is the first
such method to not rely on viewpoint information without relying on a Manhattan frame
assumption. We have given extensive quantitative results that prove our method outperforms the state-of-the-art on both fine grain and coarse grain segmentation tasks.
Further, we have looked at automatic ways of assigning semantic labels to rooms from
RGB data. The proposed CRF-based approach performed better than the baseline methods,
while combining a heterogeneous set of cues in a sound, probabilistic way. We believe that
adding additional potentials into the energy function could improve results further, however
the greatest drawback at the moment is the lack of bespoke detectors for the data we are
working with. Collecting a large dataset of apartment meshes with dense, object level
annotations will give us the opportunity to train detectors which are robust to the kind of
anomalies and imperfections resulting from the use of cheap RGB-D sensors.

Chapter 3

Meta-Rooms and Dynamic Object
Segmentation
In Chapter 2 we looked at the problem of identifying semantically meaningful regions
in the environment. The next step consists of exploring the regions autonomously, with
the mobile robot. Our aim in this chapter is two-fold: first, we are interested in building
local models which allow the robot to understand the environment; and second, using
our models, we want to be able to segment out "interesting" parts of the environment,
which the robot can investigate further (more about this in Chapter 4). In our context, the
"interesting" parts of the environment are the ones which exhibit dynamic properties, i.e.
change position over time, such as chairs, backpacks, cups and other typical household
objects. We would like the robot to discover and segment these objects in an unsupervised
way, thus reducing the need to build in assumptions or a-priori information about the world.
Moreover, as we target months of continuous operation, our models should be robust and
stable over time.
With increased operating times, the handling of the huge amounts of data the robot
collects and extracting the interesting and relevant parts of that data is critical. In this
chapter we develop a framework for doing just that by separating the static parts of a room
scene from the dynamic ones and improving this separation as the robot returns to the
room many times. By being able to identify these static and dynamic parts the robot can
better localize itself and navigate the environment. It can also detect when a change in the
environment is ’normal’, that is, only dynamic objects have moved or when it is anomalous,
that is, something that was believed to be static has now moved. This is important in, for
example, a watchman robot scenario. The data from dynamic parts of our environment
properly registered and segmented will be valuable as input to object classifiers to find
out what they might be or to initialize new object classes. The motions of these objects
can then be recorded and analysed for patterns leading to more complete models of them.
Unusual motion can then also be detected as an another kind of anomaly. We address some
of these issues in subsequent chapters, and we focus here on a good way to recursively
estimate the dynamic/static separation in our 3D sensor data.
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Related work

Our aim in this chapter is to build models of the environment which allow us to segment
out the dynamic elements, with an emphasis on robust, long-term operation. We start the
literature review with an overview into the general problem of handling dynamic elements
in long-term autonomy scenarios, and gradually move to the detection and handling of
objects, either at the semantic map level or explicitly in object detection / recognition
applications.
In the context of SLAM on 2D grid maps, the study of dynamics has lead to complex
formulations of the traditional, static grid cell occupancy that take into account, in addition
to occupancy, the dynamic elements. In [111] Saarinen et al. use an independent Markov
chain to model dynamics within grid cells; Kuchner et al. [75] use a Conditional Transition
Map which models, for each grid cell, the transition probability of a dynamic object moving to one of its neighbouring cells and test their method in roundabout scenario. In our
work [146], we model the dynamics of objects or people by using an Input-Output Hidden
Markov Model, which enables our method to capture the spatial correlation of dynamics
across grid cells. Walcott-Bryant et al. address the problem of changing environments in a
Pose-Graph SLAM system by augmenting a node in the graph with information concerning its dynamic state, and they maintain two separate maps - active and dynamic - to better
represent the environment [145]. In [22], Bieber and Duckett employ a number of maps,
called sample maps, which adapt to changes at different rates and time scales. The Normal
Distribution Transform (NDT) approach to grid map representation has also been applied
successfully for the detection of dynamic cells in 3D [19, 112]. Our approach to dealing
with dynamic environments over large periods of time takes a significant paradigm shift
from traditional grid based methods of representing occupancy and dynamics. Instead, we
focus on well-localized clusters of points, and we reconstruct the environment based on
their motion (or the absence of it).
At the semantic map level, Gunther et al. [50] segment objects based on planar regions,
and they build large scale 3D maps which are augmented with the CAD models corresponding to the segmented objects. In [80] Mason et al. segment objects lying on planar
surfaces and build semantic maps for object query and change detection. In contrast, our
approach does not actively look for objects, but instead we focus on reconstructing the
static structure of the environment, on the basis of which the dynamic objects can be easily
obtained.
A number of methods approach the problem of detecting dynamic objects (e.g. chairs,
cups, tables) by actively looking for them in the environment. We give a brief overview
of methods which focus on the object recognition task in RGB-D data combined from
multiple scenes, as this is closer to our applications scenario. Koppula et al. [67] extract
and label objects via a graphical model based on individual object features and inter-object
relationships (e.g. proximity, visual similarity, etc); through an online experiments they
show that by using their method, the robot can actively search and re-identify these objects
in cluttered scenes. Ruhnke et al. [106] first remove the floor and walls (through plane
segmentation) and form clusters from the remaining points. They use range images to
compare the clusters across observations and further merge the likely matches into objects.
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Within the sphere of object recognition, the works closest to our method are the ones that
rely on change detection across observations. In [12], Alimi et al. use scene differencing to
model the static background as well as segment the objects which have moved. Herbst et
al. [58, 59] use surface patches to describe a scene (usually of a table-top with various objects). They propose a method which uses multi-class spectral clustering using 2D features
(kernel features) and ICP as similarity measures, with the aim of grouping the detected
shapes into object clusters. The method is further extended in [57], where the system is
able to simultaneously build models of the objects that have moved as well as update the
background map. At a larger scale, Finman et al. use scene differencing to compare large
RGB-D maps, with the aim of learning object segmentation parameters which increase the
changes of re-identifying the objects in future maps. Beuter et al. [21] propose using in
the vista space (short observations of some part of the world from the same viewpoint) in
conjunction with scene differencing to extract static, moving and movable entities. Change
detection is also used by Pomerleau et al. in [99] to develop an outdoor mapping system
which requires no a-priori information but which uses repeated observations to label points
as static or dynamic.
In contrast to related work [12, 21, 43, 58, 59], we focus on methods which are suitable
for long-term operation. Our experiments are performed over much longer time frames
(weeks or months), and we model entire rooms (as opposed to table tops). We employ
scene differencing owing to its simplicity and lack of assumptions about what is to be
segmented, but we propose a number of improvements (e.g. region growing) to deal with
limitations such as partial segmentations. Finally, we benchmark both the quality of the
reconstruction of the static map, as well as that of the segmented dynamic objects, by using
a labeled dataset, collected autonomously by the mobile robot over a period of more than
30 days.

3.2

Method Overview

Our approach consists of an iterative method through which we estimate the static structure
of the environment. In Chapter 2 we described a method which segments the environment
into semantically separate regions, i.e. rooms or corridors. This is what we envision as
input, with the robot visiting each region repeatedly, over time. Once it reaches a region
(or waypoint), the robot collects an observation of the environment, which consists of a
number of RGB-D frames. The frames are registered into a common frame of reference
using a least squares minimization approach, as described in Appendix A. The result is a
dense point cloud describing the environment around the robot at the particular waypoint.
Fig. 3.1 shows the resulting registered point clouds of three different rooms on the 2D
map, each point cloud consisting of about 2 million points.
At each waypoint, through repeated observations we iteratively remove the dynamic
parts. The remaining points denote what is static, and we refer to this structure as the
Meta-Room. In addition to removing the dynamic elements, the Meta-Room should also,
given enough information, update to reflect changes in the static structure (e.g. addition of
a new piece of furniture). In Sec. 3.5 we benchmark the convergence of the Meta-Room
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Figure 3.1: Registered scans of different office rooms.

by looking at the number of points added and removed over time.
A natural by-product of modeling the static structure is that it can be used to compute
what is dynamic. Given a new observation, through a simple comparison with the MetaRoom we can extract the dynamic clusters of points. In Sec. 3.5.1 we benchmark the
quality of the segmentations in a long-term experiment conducted autonomously with the
mobile robot.

3.3

Meta-rooms

As mentioned, the Meta-Room is a local map, updated iteratively when the robot visits
each particular location. Fig 3.2 shows different observations of the same room, and also
illustrates some of the challenges inherent when dealing with RGB-D data, such as missing
points (red ellipse in Fig. 3.2b) due to reflective surfaces or occlusions (the red ellipse in
Fig 3.2c shows part of the couch which is occluded by the chair in front of it). In this section
we also address the issues of partial segmentations, sensor noise and ways of updating the
static model over time.

3.3.1

Initialization and Update

A Meta-Room is constructed through an iterative process, taking into account new room
observations when they are available. At first, the Meta-Room is empty and it is initialized
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(a)

(b)

(c)

(d)

Figure 3.2: Four observations of the same office room at different times. The red ellipses
in b) and c) indicate missing data due to sensor error and due to occlusions. The ceilings
have been removed for clarity.

with the first room observation. A second, optional step, is to detect bounding primitives
in the observation point cloud (i.e. walls, ceiling and floor), and use them to filter out
points which lie outside the room. This step is described in more detail in our work [16]
and while it has some desirable properties, it rests on the assumption that the rooms have
convex shapes, thus limiting the applicability of the method in more general scenarios, or
when gathering an observation of a room whose walls fall outside the range of the RGB-D
sensor (approximately 4 meters).
After initialization, the Meta-Room contains both static and dynamic elements. The
update step is twofold: the dynamic elements will be removed while the space occluded by
them will have to be added, as it could be a previously obscured part of the static structure.
We mention that both the Meta-Room and the new observation are acquired by a mobile
robot which is localized on the 2D map it uses for navigation. However, while minute
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localization errors might not affect navigation, they have a significant impact during the
update step of the Meta-Room. To account for this, an explicit registration operation is
required, which aligns the new observation and the Meta-Room, bringing them in the same
frame of reference.
For the registration of complete room point clouds, a well-established method in the literature is the Normal Distribution Transform (NDT) algorithm [123], which is robust and
well suited for the rapid registration of large point clouds. An alternative is [96], where
registration is done using plane estimates while implicitly accounting for the plane parameter uncertainty during the optimization. However, these methods do not exploit the rich
textures often present in typical indoor environments. Using the texture information when
available, we can further constrain the computation of the optimal registration transform,
obtaining a higher degree of robustness. This allows us to define an alternative registration method, which relies on solving a non-linear least squares minimization problem. To
define the minimization we use feature correspondences extracted from the RGB-D data
making up the observations. More details about this in Sec. A.3.
Once the point clouds have been aligned we update the Meta-Room by looking at the
differences between the two point clouds. Given two points clouds P and Q, the resulting
point cloud S = P Q after taking their difference is defined such that:
S=P

Q = {p | p ∈ P ∧ ∀q ∈ Q, ||p, q|| > d}

(3.1)

where d is a threshold, which in our experiments is set to 1 cm. Thus the set S contains all
the points of the first point cloud that don’t have a nearest neighbour within the specified
threshold in the second point cloud. Note that in our context this operation can only be
performed on aligned point clouds.
The difference operator as defined in Eq. 3.1 has one obvious disadvantage: it treats
all points in the scene in the same way. However, we can leverage the information that we
know from where the data was acquired and therefore we can compute statistically how
much noise we expect to see in points at certain distances away from the sensor. Therefore
we propose to augment the scene-differencing operation from Eq. 3.1 to take into account
the sensor noise model [88]. We model the noise as a Gaussian with 0 mean and standard
deviation related to the distance of a point from the sensor, scaled quadratically from 0.5cm
at 1m distance to the sensor. Thus, taking the noise model into account, and denoting the
sensor position with o, the scene differencing operation becomes:
S=P



Q = p ∈ P | ∀q ∈ Q, kp, qk ∈
/ N 0, ko, pk2 · 0.005

(3.2)

The distance ko, pk2 , computed in meters, is used to obtain the standard deviation of
the Gaussian, and any point p that is part of the difference set lies outside the resulting
distribution (up to two standard deviations) with respect to any other point q, as defined in
Eq. 3.1. In practice, this allows us to segment smaller objects and greatly reduces noisy
segmentations as the distance from the sensor increases.
Fig. 3.3 illustrates the update step, with the Meta-Room shown in Fig. 3.3a and a new
room observation rendered in Fig. 3.3b. The aim is to identify and remove all the dynamic
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(a) Meta-room

(b) New room observation

(c) Meta-Room (blue), clusters to be removed
(green) clusters to be added (red)

(d) Updated Meta-Room

Figure 3.3: Meta-Room update process. The ceiling and walls have been removed for
clarity.

elements from the Meta-Room. By taking the difference between the Meta-Room and the
new observation, we obtain all the points which are present in the Meta-Room and not in
the new observation. However, not all these points are dynamic, as some may be occluded
in the new observation by other objects. The same reasoning applies when taking the
difference between the new observation and the Meta-Room. Therefore, while updating
the Meta-Room, we need to perform an occlusion check and identify the elements which
are truly dynamic, and not just occluded in the new observation. At the same time we
want to identify, if possible, what is static from the new observation and, if not already
part of the Meta-Room, add it. Before reasoning about occlusions we execute a clustering
step, grouping points which are within a certain distance of each other into connected
components - this allows us to perform the occlusion analysis at the level of objects (or
parts of objects).
The steps involved in updating the Meta-Room are described in Algorithm 1. We first
take the point cloud difference (as defined in equation 3.2) both ways (i.e. from the room
to the Meta-Room and from the Meta-Room to the room). Next, we cluster both difference
point clouds and we check both sets of clusters for occlusions. Note that in Algorithm 1, C1
denotes the set of clusters from the difference point cloud between the Meta-Room and the
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Algorithm 1 Check occlusions (mr - metaroom, r - room)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

procedure C HECKO CCLUSIONS(mr, r)
S1 ← mr r
S2 ← r mr
C1 ← connectedComponents(S1)
C2 ← connectedComponents(S2)
toRemove ← 0/
toAdd ← 0/
for c1 ∈ C1 do
for c2 ∈ C2 do
if ¬ occluded(c1 ,c2 ) then toRemove += c1
end if
if occluded(c2 ,c1 ) then toAdd += c2
end if
end for
end for
mr += toAdd
mr −= toRemove
end procedure

room, and vice-versa for C2 . When reasoning about occlusions we perform the following
operations:
• If a cluster from C1 is occluded by another cluster from C2 , it should not be removed
from the Meta-Room, as it could be part of the static structure.
• If a cluster from C2 is occluded by another cluster from C1 , it should be added to the
Meta-Room, as it could be part of the static structure.
To check whether one cluster occludes another cluster (operation performed on lines 10
and 12 of Algorithm 1), we take a spherical projection of the data. Specifically, we place a
sphere at the position of the depth camera when the observation was collected (described
in more detail in the experimental setup in Sec. 3.4). The clusters are then projected on
this sphere, allowing us to easily check if one occludes the other. Figure 3.3c shows the
clusters to be removed from the Meta-Room in green and the clusters to be added in red,
while figure 3.3d shows the updated Meta-Room after this iteration.
While simple to implement and use, the scene differencing operator does not have any
prior on the shape of the segmentations and is only based on a nearest neighbour operation
between the latest point cloud and the previous data. This may lead to partial segmentations
in the cases when the objects move only slightly, but still occupy roughly the same area
(i.e. there is some partial overlap between their points between observations). We seek
to address this through the region-growing method discussed in Sec. 3.3.3. Checking for
occlusions also has its limitations, as illustrated in Fig. 3.4 where a zoomed in view of part
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Figure 3.4: Meta-Room points (red), points to be removed (blue), points to be added from
a new room observation (yellow).

of the Meta-Room from Fig. 3.3 is shown, with dynamic points to be removed coloured in
blue, and static points to be added shown in yellow. The chair has been marked as static
as it appears to be occluded by the person on the chair, when in fact it is a dynamic object.
This is a consequence of the way we reason about occlusions, however the reasoning is
that, in the long run, the chair being dynamic will be segmented again and eliminated from
the static structure.

3.3.2

Dealing with room changes

In addition to updates to the static structure due to the motion of objects between observations, the Meta-Room should also be able to take into account and adapt to changes in
the static structure, such as the addition of new furniture. After the introduction of the new
furniture into the environment, it will be segmented as dynamic in each new observation
(since it was not present in the environment before). Based on the assumption that the
new furniture will lie in the same position, a simple sliding window approach over past
segmentations should be able to detect the fact that a new object has been in the same
position for some amount of time. To get the matching segmentations in multiple observations, we employ a kd-tree over the centroids of the dynamic segments. This allows us
to identify segmentations that lie in roughly the same position. We also use the Visual
Feature Histogram (VFH) on the segmentations to make sure that they are indeed the same
element.
To actually decide when an object has been in the same position for long enough and
it should become static, we propose a Bayesian approach that explicitly takes into account
the temporal aspect of our data. We model the probability that an object is dynamic, given
that it has been in the same position for some amount of time τ as:
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P(dynamic|τ) ∝ P(τ|dynamic)P(dynamic)
The factor P(τ|dynamic) represents the probability that an element has not moved for
τ given that the element is dynamic and is modeled as a Poisson distribution. The Poisson
distribution is parametrized by the mean number of events per day λ . In our case we
compute λ = 1.23 from the data, and it represents how many times a dynamic element
is expected to move in one day. Further, we need a prior, P(dynamic), on the likelihood
that an element is dynamic. We use a heuristic to estimate this, which relies on the fact
that the flatter a segmentation is, the more likely it is to be static (i.e. cabinets, walls,
parts of sofas, etc.). In Chapter 5 we present a more general approach which uses the
segmentations themselves over time to learn this prior. If the probability P(dynamic|τ)
falls below a certain threshold, we conclude that the segmentations is dynamic, otherwise
we mark it as static and add it to the Meta-Room.

3.3.3

Region-growing for robust object segmentation

Using a region-growing algorithm we aim to address the following limitations of scene
differencing for object segmentation:
• Objects sometimes move only partially between subsequent observations, resulting
in partial segmentations.
• Some surfaces are highly reflective, resulting in erroneous differences between observations and therefore segmentations due to noise.
Fig. 3.5 shows the steps involved in the region growing algorithm. Given an initial
segmentation (see Fig. 3.5a), we perform a super voxel clustering of the observation point
cloud using the technique described in [95] (see Fig. 3.5b) and we assign the same normal
to the points belonging to a super voxel as the normal of the super voxel.
Next, we use the points belonging to the initial segmentation as a seed to the region
growing algorithm, and we grow the regions based on smoothness of normals (i.e. if a
neighbouring point’s normal is within a threshold of the normal of a point belonging to a
region, we add the neighbouring point to the same region). Finally, we use a heuristic on
the ratio between the resulting grown region number of points and the initial segmentation
number of points to decide whether to keep the region or discard it as noise. Fig. 3.5c
shows the result of the region growing algorithm for a particular observation: the areas
coloured in blue represent grown regions which are kept as successful segmentations, and
as can be seen they belong to objects that had been segmented only partially initially (chair
backrests, lower parts of objects on desks, etc.). The region coloured in black in Fig. 3.5c
is discarded as noise (part of a cupboard).

3.4

Experimental Setup

To test the methods described in this chapter we have used data collected by an autonomous
MetraLabs Scitos G5 robot (Fig. 3.6a) conducting patrol runs in an office environment.
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(a) Initial dynamic segmentation (green static, red - dynamic)
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(b) Supervoxel clustering

(c) Dynamic segmentation with region growing (green - static, red - initial segmentation elements, blue - region grown segmentation elements, black - discarded segmentation elements)

Figure 3.5: Region growing algorithm

The robot is equipped with an Asus Xtion RGB-D camera, which is mounted on top of
a Pan-Tilt Unit (PTU), as well as a 2D laser scanner. Before deploying the robot, a 2D
map is built using Gmapping [49]. The robot uses its laser scanner to localize on the 2D
map through a Monte Carlo particle filter localization method [47]. The robot navigates
between a set of waypoints, which are either defined by an operator, or are chosen as the
centres of semantically distinct regions identified through the segmentation of Chapter 2.
Once it reaches a waypoint, the robot executes a sweeping motion with the PTU, stopping at a number of intermediate positions while the RGB-D camera collects approximately
15 frames. The data from the depth frames is averaged, thus reducing the noise in the depth
modality. Once all the RGB-D images have been collected, they are registered through the
procedure described in Sec. A.1. Particularly, since the PTU always executes the same
motion and stops in the same positions, we use use data from multiple observations to calibrate out the errors between the RGB-D sensor and the frame of the PTU. This results in
very accurate registration of the RGB-D images making up an observation. To eliminate
outliers in the combined observation point cloud, we employ a statistical outlier removal
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(a)

(b)

Figure 3.6: (a) Scitos G5 Robot; (b) 2D map with waypoints
procedure based on the mean and standard deviation of neighbouring points [110].
We perform two experiments. First, we benchmark the validity and robustness of the
Meta-Room method described in Sec. 3.3 on a small dataset. The robot visits the three
waypoints shown in Fig. 3.6b) once a day over the course of a week1 . For the second
experiment, we conduct a more thorough evaluation over a period of approximately 30
days, and we benchmark the segmentation of dynamic objects. The robot typically starts
operating at 9 AM and finishes around 7 PM every day, with patrol runs scheduled every
hour. During each patrol run, the robot visits eight waypoints (see Fig. 3.7) and collects an
observation at each waypoint. During the experiments the waypoints are visited between
80 and 100 times, for a total number of approximately 720 observations. We mention here
that the data is not uniformly sampled, as sometimes the robot cannot reach a waypoint
due to clutter, closed doors, etc. in which case it continues to the next waypoint.
To evaluate the quality and completeness of the segmented dynamic objects we have
used GrabCut [105] to manually annotate the dynamic objects from one of the waypoints.
We have performed the annotations both in the RGB and in the depth images, as the data
was sometimes captured late during the day and with poor visibility. The labeled dataset
consists of about 3400 RGB and depth image pairs, originating from approximately 100
observations collected at the waypoint2 .
1 The
2 The

data can be found online at https://goo.gl/qHTsFC
labeled data can be found online at https://goo.gl/rDc6Kn while the complete dataset can be found at
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Figure 3.7: 2D map with waypoints for the long-term experiment

3.5

Results

Using the data from the first experiment with the mobile robot, we benchmark the robustness of the method proposed to model the static structure. In evaluating the convergence,
the expectation is that after a number of update iterations during which the dynamic elements have been removed and the static ones have been added, the Meta-Room will converge to contain only the static elements.
Fig. 3.8 shows the number of points added and removed over the update iterations,
for the three Meta-Rooms constructed at the waypoints shown in Fig. 3.6b. As can be
seen, after a while the meta-rooms converge and the number of points added or removed
approaches zero.

Seq 1 (%)
Seq 2 (%)
Seq 3 (%)
Seq 4 (%)
Seq 5 (%)
Seq 6 (%)

Seq 1
0
0.7
0
2.8
0
1.2

Seq 2
0.5
0
4.1
2.9
3.5
6.1

Seq 3
0.5
0.7
0
2.9
0
1.3

Seq 4
1.0
1.1
3.7
0
3.5
4.8

Seq 5
0.5
1.1
0
2.5
0
0.7

Seq 6
3.8
5.6
2.9
6
2.6
0

Avg
1.2
1.9
2.1
3.4
1.9
2.8

Table 3.1: Percentage difference in meta-rooms created from random sequences of observations of the same room. The point cloud difference is obtained using a distance threshold
of 1 cm. The average meta-room difference is 2.2 % of its point clouds size.

We also evaluate the consistency of the method proposed. Using the observations collected at one of the waypoints, we create six random sequences, each containing the same
https://goo.gl/i9i9jo
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Figure 3.8: Analysis of meta-room convergence with respect to points removed / added
over all iterations

observations but in a different order. We create a Meta-Room for each sequence and compare the results. We quantify the similarity between two Meta-Rooms as the ratio between
the number of points in their difference (according to Eq. 3.2) and the number of points in
the Meta-Room. In this context, 0% difference indicates that the Meta-Rooms are identical, while 100% difference indicates that the Meta-Rooms have no points in common. The
results are summarized in Table 3.1, with the average difference between the Meta-Rooms
being 2.2%. This indicates that the method proposed is robust and that the results obtained
are independent of the order in which the observations are processed. We attribute the remaining difference to sensor noise as well as artefacts introduced by the partial movement
of objects in some sequences. We also investigate how the distance threshold of the difference operation (see Eq. 3.2) affects the similarity between the Meta-Rooms. The results
are summarized in Fig. 3.9, and as expected, they point to the fact that, as the difference
threshold goes up, the average difference percentage goes down significantly. This reinforces our earlier conclusion that the differences between the resulting Meta-Rooms are
due to sensor noise and misalignments.

3.5.1

Segmentation of Dynamic Objects

In this section we benchmark the performance of segmenting dynamic elements in a scene.
For each observation, we generate precision and recall values in terms of the dynamic
objects we segmented. Using R to denote the set of dynamic points we have identified
through our method in an observation, and T the set of points we have labeled as dynamic
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∩R|
in the dataset, we define precision as P = |T|R|
, and recall as R = |T|T∩R|
| , where |T | denotes
the number of points in the point cloud T . The results are showing in Fig. 3.10 and Fig 3.11.
To compute the intersection between two points clouds we use the difference operator
defined in Eq. 3.2:

T ∩R = T

(T

R)

(3.3)

We achieve an average precision score of 82.7% and an average recall score of 85.9%.
As we can see from Figures 3.10 and 3.11, there is some amount of variance in the precision
and recall numbers across observations. We attribute this to errors while labeling - as this is
not an engineered but a real-world dataset, we were not in control of what changed between
observations. While we have tried to label the dynamic objects as accurately as possible,
we may have sometimes overlooked other dynamic objects such as bags on the floor or
mugs on tables, which are detected by our system nevertheless. In addition, our results are
also affected by the motions of the semi-static parts of the environment, such as couches
or desks. While we have labeled these objects as static, sometimes they may move slightly
and will therefore be detected as dynamic by our system. Our formulation from Sec. 3.3.2
allows the Meta-Room to adapt to these changes, but while they are detected as dynamic
the precision / recall scores will be affected.
Our annotated dataset also contains unique labels for each individual object (e.g. different chairs, backpacks, etc.). This allows us to perform a second test, where for a particular object, we look at the quality of its segmentations across all the observations. In
Figures 3.12 and 3.13 we show statistics for 10 objects with the highest number of occurrences in the annotated dataset. We first look at the rate of segmentation, and for each

Figure 3.9: Analysis of meta-room difference with various difference thresholds (in cm).
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Figure 3.10: Dynamic element segmentation - precision
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Figure 3.11: Dynamic element segmentation - recall

instance of an object marked as dynamic in an observation in the annotated dataset, we
check whether it was also segmented as dynamic in the output of our method. These re-
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Figure 3.12: Dynamic element segmentation - detection rate of individual objects
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Figure 3.13: Dynamic element segmentation - accuracy, averaged over all detections for
each object

sults are summarized in Fig. 3.12. Further, we look at the quality of the segmentations by
checking the object reported by our algorithm against the object from the annotated dataset.
We use a metric similar to Eq. 3.3. The results are summarized in Fig. 3.13, where results
for a particular object are averaged over all the observations where that object is present.
We achieve an averaged detection rate of 70.4% and an averaged accuracy of 82.6%.
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(a)

(b)

(c)

(d)

Figure 3.14: Meta-rooms (blue) with dynamic clusters (red).

3.5.2

Qualitative Results

Once the Meta-Room has converged to a stable state, it can be used effectively to extract
dynamic objects, by subtracting it from new observations. Figures 3.14 displays a few
examples of the Meta-Rooms and the dynamic objects detected while Fig. 3.15 shows in
more detail some of the dynamic objects segmented using the Meta-Room method.

3.6

Conclusions

In this chapter we presented a method that allows an autonomous robot to distinguish between static and dynamic objects as it learns about its environment over extended periods
of time and without any human supervision or intervention. Our method relies on scene
differencing, which makes no prior assumption about the environment or about the segmentations. We have shown how to tackle some of the limitations of scene differencing,
by incorporating the sensor noise model while computing the difference and by using a
region growing approach to deal with partial segmentations. Through our experiments,
we have shown that our method is robust and that the static structure we model converges
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(a) Chair

(b) Pillow

(c) Person on chair

(d) Laptop screen

(e) Chair

(f) Lamp

(g) Backpack

(h) Bicycle

(i) Chair

Figure 3.15: Examples of dynamic clusters

after a number of iterations. Further, we have looked at how to use the static model to extract dynamic elements from observations. To evaluate the quality of the segmentations we
have used data collected autonomously by a mobile robot over a period of approximately
30 days in a cluttered office environment. By manually annotating part of the dataset, we
have evaluated (i) how often our algorithm is able to correctly segment the dynamic objects
and (ii) given a specific segmentation how accurate is it (in terms of point cloud coverage)
as compared to the annotated dataset.
We also note that while the method was introduced in [16], the version presented in
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this chapter contains some improvements introduced later on in [18]. While in this chapter
we have focused on the performance of the final version of algorithm, [18] contains more
details on the improvements as well as a more thorough evaluation on how they affect the
quality of the segmented objects.
In addition to the experiments described in 3.4, the methods described in this chapter
have been a part of the STRANDS system and as such have been involved in the long-term
experiments conducted at partner sites within the project (more details in [53]). Specifically, the robot operated autonomously for 30 days in 2015 and 60 days in 2016 at G4S
Technology (STRANDS project partner). During the experiments conducted in 2015, 364
observations were constructed and 488 dynamic objects segmented, out of which 129 object were selected for modeling and 771 additional RGB-D views were collected in total
during the modeling process (more information on object modeling and view planning in
Chapter 4). In 2016, 422 observations were constructed, 382 dynamic objects segmented,
72 objects selected for modeling and 448 additional RGB-D views collected during modeling.

Chapter 4

Object Modeling with a Mobile Robot
Robots operating in unstructured, real-world environments need to be able to autonomously
learn about, and adapt to, their environment. For example, [53] report deploying mobile
robots in unstructured environments (offices and elderly care homes) for durations of up to
6 months. Such experiments are pushing the boundaries of what these systems are capable
of, and widen the frontier to the next set of issues to be addressed, such as exposure to
large amounts of data, learning patterns about the environment, lifelong robust localization
and navigation, etc.
In the previous chapters we presented methods for (i) segmenting the map of the environment into semantically meaningful regions and (ii) building reliable models of the static
parts of the environment with the aim of segmenting out the dynamic elements. However,
an object model built from a single view can only partially describe the object; depending
on the appearance and position of the object relative to the camera, this partial model would
miss a lot of information due to occlusion and noise in the sensor data. This information is
crucial however for subsequent tasks such as re-detection or object grasp calculation. We
therefore propose to obtain further views of the object being learned with an approach that
drives the robot to new vantage points to create a more complete 3D object model.
Having 3D models of objects is important for various tasks in robotics such as recognition, tracking, and manipulation. Many modeling methods have been proposed by the
computer vision community, however, most are designed to run offline and require a user
to define the object in advance [36, 70, 100, 147]. Such assumptions are unrealistic in the
context of lifelong autonomous operation, where the robot needs to be able to learn about
new and interesting objects on-the-fly and augment its knowledge base. Developing an
end-to-end system for autonomous object modeling, from segmentation, data collection
and modeling is challenging as all the components need to be robust and unsupervised.
In this chapter we describe such an end-to-end system, which is capable of operating autonomously in everyday environments. While other systems have demonstrated some of
these elements, to our knowledge this is the first system which can execute all these tasks
without any human supervision. We provide a quantitative evaluation of our system’s components, compared to the qualitative evaluations found for related work in the literature.
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We also show through detailed evaluations that the data acquired by the robot can be used
to create point cloud models as well as textured mesh representations of the objects.
In addition to modeling an object autonomously, the ability to recognize the object
in the environment is an equally crucial capability for a robotic system. In this chapter
we also use recognition of the models we build as a way to benchmark the quality of the
reconstructions, and we show that the recognition rate increases with the number of views
of the object captured by the robot. We use manually annotated data to contrast a number
of recognition methods, starting from "traditional" computer vision algorithms based on
2D and 3D features and moving on to more recent methods based on Convolutional Neural
Networks (CNNs).
A typical hindrance when using CNNs in mobile robot applications is the lack of data.
In typical applications, mobile robots are able to take only a small number of images of
the objects of interest. Related work [56] has shown that it is possible to use a pre-trained
CNN for recognition by fine-tuning it on a new set of objects with only a few images of
the new objects. Through the experiments presented, we show that the data captured by
mobile robots operating in indoor environments is sometimes not enough to successfully
train a CNN for recognition tasks. However, we show that having a mesh representation
allows us to leverage the power of CNNs, as it enables us to create additional training
data by rendering images of the object in arbitrary poses and on arbitrary backgrounds.
Particularly, we show that in the case when only a few images of an object are available,
training a CNN using just the images acquired by the robot performs significantly worse
at recognition tasks than a CNN trained on rendered images from the reconstructed object
mesh.

4.1

Related work

This chapter presents a robotic system which is able to autonomously segment, learn and
then subsequently re-recognize the learned objects in normal indoor scenes. We classify
and review related work according to these three components of our system.

4.1.1

Detecting objects from dynamics

Our system relies on detecting changes between observations of a scene in order to identify
objects to learn. Since we already covered this topic in depth in Sec. 3.1 we only mention
here that one of the more relevant works in the literature is that of Finman et al. [43], who
also use differences between RGB-D maps to create object models. However, their work
focuses on learning segmentation methods that allow the objects to be identified in future
runs. This is fundamentally different from our work, where we aim to build complete
3D models of objects. Unlike [43], we compare both the quality of the resulting model
as well as the recognition accuracy of the system, and we inspect observation differences
from multiple views rather than a single one. In our work [41] we perform a comparison
between the relevant parts of our system and [43], which we leave out of this thesis, as it
only evaluates parts of the system and not the complete object modeling task.

4.1. RELATED WORK
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View planning

Once a potential object has been detected, the next step is to navigate along a trajectory
around the object, and acquire additional views. View planning for object recognition or
modeling is an active research area, and while we list here only a few relevant works, a
move detailed survey can be found in [116].
Many existing works (e.g. [70]) have explored the problem of obtaining next-best views
(NBVs) of an object by picking it up with a robot arm and rotating if in front of a static
camera. Vasquez-Gomez et al. [143] address the problem of generating the NBV for object
modeling by using an arm in conjunction with a mobile robot. Their approach accounts
both for the uncertainty in the robot pose and for the displacement between views so that
they can be aligned successfully through an application of the iterative closest point (ICP)
algorithm. Velez et al. [144] also use a robotic platform, however they compute the planing
trajectory in order to maximize the probability of recognising an object which is known apriori. Unlike these methods, our platform is not equipped with a manipulator, and we deal
with unknown objects. Our approach generates complete paths around the object, as our
robot has to navigate autonomously in a cluttered indoor environment.

4.1.3

Object modeling

The views obtained are fed to an unsupervised 3D object modeling process. While we
execute this task autonomously, most methods in the literature are based on an interactive
process, where a user places the objects on a turntable [36, 100] or by in-hand scanning
[70, 147]. These approaches usually obtain high-fidelity models, owing to the fact that the
distance to the camera can be controlled, the objects can easily be segmented, uniform
illumination, etc. While these assumptions do not hold in our circumstances, we use the
method of [100] to build ground truth models on a turn table, which we use for comparison.
A number of approaches try to represent the RGB-D data as a surface or a mesh. Stückler and Behnke [125] segment the object of interest from an input mask and a volume selected by a user, while the registration of the RGB-D views is done through an efficient
SLAM-based method. A number of other methods [61, 149] rely on dense measurements
from relatively close distances to reconstruct the scene, using either a Truncated Signed
Distance Function (TSDF) or a surfel representation to reconstruct the underlying geometry of the scene. Zhou et al [156] use the system of [61] for an initial mesh generation, and
apply a post-processing photometric optimization step combined with a method to apply
non-rigid corrections to the mesh. Unlike these systems, our method takes as input a sparse
set of views, acquired by the robot autonomously and usually from further away.
A number of methods employ optimization techniques for colour alignment and blending with the goal of obtaining better quality textured objects. An example is the work
of Narayan et al. [86] who obtained good results on challenging objects by combining
colour smoothing and camera viewpoint selection in the optimization process. However,
this method assumes a detailed mesh as input, and the setting in which the images are acquired is controlled in terms of illumination and camera blur. A method similar to ours,
which also uses a Poission surface to reconstruct the underlying geometry of the objects
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(a) 3D Metric map and dynamic (b) Down projected 3D map and the (c) Additional object views aquired
cluster selected
planned path
along the path

Figure 4.1: The object modeling process on the robot from segmentation, path planning
and view acquisition.

is that of Prankl et al [100] who also employ an initial optimization step for aligning the
RGB-D frames, followed by a filtering step to reduce noise. However, [100] is aimed at
modeling objects in the controlled environment of a turntable. Our environment is more
challenging, as the objects are further away, and due to the robot’s motion we have to deal
with blur and greater illumination changes. To account for this, we correct the pose of the
RGB image in a second optimization step.
In terms of recognition, Convolutional Neural Network approaches have all but replaced traditional methods based on image features. The Residual Network architecture
of He et al [54] has redefined the state-of-the-art for many vision tasks. In our work we
use the Inception network of Szegedy et al [129], owing to its high accuracy and low computational cost for training. Importantly, [56] has shown that a pre-trained network can
be fine-tuned to recognise a new set of objects, even if very few images are available of
the new objects, and that the results are better than when using hand-crafted features. The
recognition accuracy is further improved in [56] through an intermediate training step on
a dataset containing a few object instances observed from different viewpoints. Going
further, Su et al [126] show that classifiers trained on 2D image renderings of 3D shapes
outperform classifiers trained directly on the 3D shapes. We make use of these results in
our work, and we compare the CNN we train from images rendered of the reconstructed
meshes with a CNN trained using the original images of the objects, and show that constructing a high quality mesh can further improve the results obtained when using a CNN
for recognition.

4.2

Method Overview

The overall approach we take to autonomously learning object models can be seen in Figure 4.1. The mobile robot patrols a set of waypoints in its environment. At each location
it creates and updates a model of the static parts of that location based on data from its
RGB-D camera (Section 4.3). Using this model, the robot segments clusters of points corresponding to objects which have moved at that location. These clusters are then assessed
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(a) Object views acquired by the
robot.
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(b) Sparse registration (Sec. A.1).

(d) Mesh generated by Poission surface reconstruction
(Sec. 4.6).

(c) Surfel filtering and segmentation (Sec. 4.5.1, 4.5.2).

(e) Dense registration and
texturing (Sec. 4.6.1).

Figure 4.2: The proposed pipeline for creating textured mesh models autonomously

for observability by the mobile robot (Section 4.4), and one is selected for additional viewing. The robot then navigates along a path around the object and collects additional views.
Fig. 4.12 shows a high-level overview of our approach to creating high-quality mesh
representations of the objects segmented by the robot. We first perform a sparse registration
step to spatially align the views, as described in Appendix A, after which we filter the data
using a surfel representation, see 4.5.1. Next we segment out the object from the registered
scene (see 4.5.2) and we create a mesh by fitting a Poisson surface, see 4.6. We then
perform a dense registration step to ensure the photometric consistency of the RGB images
on the mesh and finally, we project the registered RGB images on the mesh to create a
consistent texture, see 4.6.1. In 4.7.1 we describe the architecture and method used to train
a CNN for recognition.
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4.3

Dynamic Cluster Detection

To detect dynamic objects in the environment, we use the Meta-Room method (described
in Chapter 3). Specifically, we take the difference between a new observation and the MetaRoom and obtain the dynamic clusters (as shown in Figure 4.3a). We also find a camera
pose for the object. To do this we place a number of virtual cameras at the position of the
robot, each corresponding to a different Pan-Tilt orientation, then project the segmented
object in the frustum of each camera. We select the pose which fully contains the object,
then compute a mask corresponding to the object projected in the image of the camera at
that pose. We use this computed mask, denoted by O0 , to initialize the object modeling
algorithm described in Section 4.5. Figure 4.3b shows the image corresponding to the
selected camera pose, with the object mask outlined in red.

(a) Meta-Room (RGB) and segmented dynamic cluster (red).

(b) Camera image containing segmented cluster and
mask (red)

Figure 4.3: Dynamic cluster detection during an experiment with the mobile robot.

4.4

Path Planning and Camera Tracking

Given one or more segmented dynamic clusters, the robot must choose one for which to
gather more data, by navigating around it and collecting additional views. The first step
is to find a set of viewpoints around the object that the robot can navigate to. We use a
down projection of the 3D observation collected by the robot for collision checking (see
Fig. 4.1b). To find the set of viewpoints, we consider v evenly spaced radial lines centred
on the object. The viewpoints are located along each particular line at the first position
where the robot footprint fits without colliding with obstacles (see Fig. 4.4a). We consider
at most 20 radial lines, with the exact number depending on the object size, based on the
intuition that the larger an object the more viewpoints the robot should consider. Once the
viewpoints have been identified we connect each one by planning a global path between
them using the NavFn planner1 . We discard paths for which the length of the path is larger
1 See

the ROS navigation stack: http://wiki.ros.org/navfn.
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than a factor times the straight-line distance between the points. In our work we use a
factor of two, however this depends on the reliability of the platform, the noise level of the
sensor, whether camera tracking needs to be performed, etc.

(a) Intermediate trajectory points are first selected around the object.

(b) Points are then connected into candidate
observation trajectories.

Figure 4.4: Planning candidate trajectories for observing objects.

Fig. 4.4b shows an example where two candidate trajectories have been identified for
a particular object. In order to select a view trajectory, a plan is made between the robot’s
current position and the start/end points of each of the candidate observation trajectories,
with the nearest one being selected. While this might result in picking shorter trajectories
over longer ones, it reduces the risk of camera tracker failure, as the robot might have
to move further away from the object towards parts of the environment with less texture
(camera tracking is described in more detail in Sec. 4.5.3). While driving along a trajectory
the robot is localized on the global map, and thus we can use its transform tree to transform
the centre of the object O0 into the current optical frame and command the Pan-Tilt Unit
(PTU) such that the object is kept in the image centre.

4.5

Modeling

In this section we present our modeling approach which relies on bundle adjustment for the
registration of the RGB-D views, and it is performed after all the data has been collected
by the robot (thus providing as many constraints as possible for the optimization). In
Sec. 4.5.3 we present an alternate formulation which can be run online, incrementally, as
the robot is collecting the data.
The first step is to register the set of RGB-D views V , acquired by the mobile robot. To
achieve this we employ a non-linear least squares minimization framework, using image
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features extracted from the views. The details of our RGB-D registration method can be
found in Appendix A.

4.5.1

Surfel representation filtering

Fig. 4.5a shows an example of the scene after the RGB-D views have been registered. As
can be seen, owing to the noise inherent in the RGB-D sensors used, the scene contains
certain artefacts, particularly at depth continuities and around the edges of objects. To
reduce the noise we exploit the fact that the scene is viewed from different viewpoints.
Specifically, we use a surfel representation of the data, using the data fusion component
of [149]. Each point in an RGB-D view is associated with a surfel. If the surfel is reobserved in another view, its confidence is increased.

(a)

(b)

Figure 4.5: An RGB-D scene before (a) and after filtering (b). The scene after filtering is
almost entirely free of noise and spurious points.
We first create a surfel map S from all the registered frames in V . After this filtering
step we would like to only keep the surfels with high confidence, while at the same time
ensuring that we cover the scene entirely. However, as the robot doesn’t observe the object
of interest equally from all sides, using a rigid confidence threshold would not suffice.
Instead, we iteratively extract surfels from S varying the confidence between two thresholds
cmax and cmin . We first extract all the surfels with confidence above cmin and store them
in Scmin . Thus, Scmin represents the entire scene which can be covered using surfels with
confidence above cmin . The goal is not to return all the surfels in Scmin , but to find surfels
with as high a confidence as possible such that all of Scmin is covered. We define coverage
by a nearest neighbour search with a variable radius depending on the surfel distance from
the camera, thus accounting for the sensor noise model. We then construct the filtered map,
S f inal , by iteratively extracting surfels from S starting from confidence cmax and decreasing
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the threshold until all points in Scmin have been covered. We use cmin = 3 and cmax = 10 in
all experiments. The result of this step can be seen in Fig. 4.5b.

4.5.2

Object segmentation

Following the registration and filtering of the RGB-D frames, the next step is the segmentation of the object of interest. The input at this stage is the registered set of views V and a
set of indices O0 marking the object of interest in the first view. We present two segmentation methods which lend themselves naturally to our setup, and we benchmark the results
of the segmentations by comparing them with ground truth annotations of the objects in all
the additional views collected by the robot. We note here that while describing the incremental modeling approach in Sec. 4.5.3, we present an alternative method where the object
of interest is segmented by propagating the indices in O0 iteratively, across all the views.
Meta-Room segmentation
We mention here that the initial object segmentation, denoted by O0 in the first view, was
obtained through a difference between the new observation acquired by the robot and the
Meta-Room, i.e. the object was not a part of the Meta-Room. Thus, we can perform a
similar operation to obtain the complete object model from the filtered map S f inal . Recall
that in Sec. 4.3 we also computed the transformation between the first view containing the
segmentation O0 and the Meta-Room. Using this information we can align S f inal and the
Meta-Room and extract the relevant object.

(a)

(b)

(c)

Figure 4.6: Segmented objects by comparison with the Meta-Room.
Some example segmentations are shown in Fig. 4.6. Note that the objects which are
highly reflective are missing depth information in some parts (e.g. Fig. 4.6b - the microwave).
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(a)

(b)

Figure 4.7: Convex segmentation method [26]: a) convex segments in different colours
and initial indices O0 shown in black; b) selected convex segment.
Convex segmentation
To keep the pipeline applicable in a wider range of applications we also present a segmentation method which does not rely on the a-priori construction of the Meta-Room. This
is based on a convex segmentation of the scene S f inal , using the method of [26]. Briefly,
the method relies on a supervoxel segmentation of the scene, and subsequent clustering
of the supervoxels using the graph cut algorithm of [122]. The segmentation method cuts
iteratively until a smallest segment size has been reached or the cost of cutting is too high.
Edge weights between the supervoxels are defined to be higher on convex boundaries and
flat surfaces and lower on concave boundaries. The resulting method is robust to small
concavities inside segments, enabling many household objects to be segmented as one
piece.
After the convex segmentation we select the segment(s) which overlap the initial set of
indices O0 . See Fig. 4.7 for an example of the convex segmentation output, with different
segments represented with different colours.

4.5.3

Incremental modeling

In this section we briefly present a second modeling approach to creating point cloud object
models, based on our earlier work [41]. This approach relies only on the segmentation O0
of the dynamic object in the first view. The 3D model is constructed incrementally, as the
points which denote the object are propagated from one RGB-D view to the next. This is
in contrast to the modeling method presented in the previous section, which is used once
the robot has finished collecting all the additional views.
Camera tracking
To track the motion of the robot, we employ the camera tracker of [100] which uses a combination of a frame-by-frame KLT-tracker [137] with a keyframe based patch refinement
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stage. At any point in time, the tracker estimates the pose of the robot with respect to the
object. The tracking starts from the moment the robot has planned a path and continues
until the modeling process is finished. We note that while performing the tracking, the
motion of the camera has to be kept relatively stable (i.e. no sudden turns) to avoid blurry
images which would cause the tracker to diverge.
Pre-Processing
Typical RGB-D cameras suffer from various imperfections such as measurement noise and
non-perfect RGB-depth registration, especially at depth discontinuities [88]. Furthermore,
our approach has to deal with inaccurate camera pose estimates coming from a possibly
noisy camera tracker, and discretization errors when extracting the initial dynamic cluster.
To reduce the influence of these imperfections, view point clouds are filtered through the
following operations: Erosion and Outlier Removal [110], Supervoxel Based Refinement
and Plane Clustering. More information on the implementation and parameters used in
these steps can be found in our work [41].
Modeling
The modeling process consists of identifying object points in the filtered views Stf |t>0 (see
Fig. 4.8). The object points are denoted by O0 in the first view. The method is based
on propagating the object points from view St<T to view ST , while considering that some
points may have been invisible or unlabeled in previous views. Thus, to infer points in
subsequent views we assume that the objects are made up of smooth surfaces, a constraint
we enforce when identifying new object points. Using the registered view transforms,
we project object points from previous views into the current view Stf , using a radius of
1cm. We label the points identified as Ot , and we apply the filtering steps described in
Sec. 4.5.3. To identify new object points in the current view, we employ a region growing
step, through which we search for new objects points s ∈ Stf \ Otf within a radius of 1cm to
any point o ∈ Otf . A candidate point s is added to the object if the normal to the surface on
which it lies n(s) is within an angle threshold of the normal to the surface normal of object
point o. In this work we use a threshold of 20◦ , thus enforcing the smoothness constraint.
Once we have identified the object points in all the views, we perform a final filtering
step, exploiting the fact that the points are observed from different viewpoints. We follow
the approach of [88] and associate an expected lateral and axial noise term with each point,
depending on the point’s distance to the camera and on the position of its projection on the
image plane. In addition, we also compute the Euclidean distance d of each point to its
−d

2

nearest RGB-D edge [34] and assign it a noise term σe = k exp D2 , with k = 1m and D =
2mm. This helps deal with the increased noise level at depth discontinuities. We place all
the points in an octree structure with a leaf size of 2mm, and we sample from each leaf the
points with the lowest corresponding sum of squared noise terms, σz2 + σL2 + σe2 . Finally,
we apply another filtering step as described in Sec 4.5.3 to remove statistical outliers (see
Fig. 4.8 for an example of this step).
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S0

Sf0

S1

Sf1

training views & plane removal
nearest
initial object
neighbours Ot

filtered object
Otf

Pre-Processing

reconstruction

Region Growing

outlier
removal

Post-Processing
Figure 4.8: An example of the incremental object modeling pipeline. The autonomously
segmented object is marked green, and the transfer of this to a subsequent view is marked
red. In S0 , the model only describes a small part of the object due to sensor noise and
object self-occlusion. This is partially compensated for in S1 by our region growing and
filtering approach.

4.6

Meshing

The input to this step is a segmented object (see Fig. 4.6 or Fig. 4.8), and the goal is to
convert it into a mesh φ consisting of vertices and sets of polygons which best represent the
underlying geometry of the input object. The surfel representation of S f inal also contains
normals for each surfel, which, through the fusion of additional RGB-D frames, are quite
accurate and hence useful during the meshing step. Similarly, we obtain refined normals
through the method described in Sec. 4.5.3. A number of meshing algorithms exist in the
literature, however not all are suitable to our data. Specifically, we would like to be able to
reconstruct the underlying geometry in the presence of noise and sometimes missing data,
as is usually the case for reflective objects. A commonly used technique is the Poisson
surface reconstruction method, which has been shown to maintain high fidelity with respect
to the underlying geometry even in the presence of noise or missing data. Specifically, we
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 4.9: Poisson surface reconstruction results: (a) - (d). Vertex colouring on the same
meshes: (e) - (h).
use the Screened Poisson Surface Reconstruction method [64].
Briefly, the method computes a 3D indicator function χ equal to 1 for points inside
the model, and 0 otherwise, from which the model surface is extracted. In our case, the
points in S f inal and their respective normals define the gradient of the indicator function.
The indicator function is represented discretely through an octree, whose depth defines the
granularity of the resulting surface. In all our experiments we use a depth D = 10, which
results in an average execution time of 20 seconds per mesh.
Fig. 4.9a - d shows the resulting meshes for some of the objects in our dataset. A
simple colouring approach consists of assigning to each vertex in the mesh the colour of
the closest surfel in S f inal . The colour of each triangle in the mesh is then obtained by
blending the colours of its three vertices. We show the result of this approach to colouring
the mesh in Fig. 4.9e - h. While the results are acceptable for uniformly coloured objects
(i.e. the head sculpture object shown in Fig. 4.9e), richer textures such as text or pictures
are not well captured. In Sec. 4.6.1 we present an alternative method which obtains much
better results. Fig. 4.10a shows an example where the Poisson reconstruction method fails
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(a) Initial reconstruction

(b) Convex hull (points outside
rendered in green)

(c) Final reconstruction

Figure 4.10: Poisson surface reconstruction of the fruit basket.

to recover the underlying geometry and diverges. This is due to the fact that large parts
of the surface are missing. To account for this, we compute the convex hull of S f inal (see
Fig. 4.10b) and we remove all the faces which fall outside the convex hull (see Fig. 4.10c
for the final result).

4.6.1

Dense registration and Texturing

As already pointed to in Fig. 4.9e - h, direct vertex colouring does not accurately capture
richly textured areas. Instead, we propose to identify, for each triangle in φ , an RGB image
form V in which that particular triangle is visible. However, most triangles and vertices
in φ are observed by multiple RGB cameras, and we must ensure that the cameras are
well registered with respect to the mesh such that the projection of the RGB images leads
to consistent results (i.e. photometrically consistent). Given the constructed mesh φ and
the positions of the RGB cameras resulting from Section 4.5, we formulate a new residual
which ensures consistency in the poses of the RGB cameras with respect to the mesh. We
assume that the RGB cameras for a particular set of RGB-D additional views V share the
same intrinsic parameter matrix K (defined in Appendix A).
We first identify the images which observe a particular vertex of φ . For each point
M ∈ φ we compute the set of images I M in which it is visible by ray-tracing from the
point’s 3D coordinates towards the 3D position of the registered RGB cameras. We check
for intersections with any other parts of the mesh to identify and discard the cameras which
cannot directly observe the point. Fig. 4.11a shows four cameras observing a mesh, while
Fig. 4.11b shows which part of the mesh is observed by the individual cameras. Each
image IiM ∈ I M has associated pose Ti as computed in Section 4.5. Thus for each point
M = (X,Y, Z) ∈ φ , observed by a particular RGB camera IiM , we can compute its pixel
coordinates m = (x, y, 1) in IiM through m = K · Ti−1 · M. We further define the operation
ΠI M (m) as the operation returning the value in the image IiM at pixel m. With this notation
i
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(a)

(b)

Figure 4.11: (a) Spatially registered RGB cameras; (b) the projection of the mesh in individual cameras.
in place, we can now define the residual for point M ∈ φ observed by two cameras IiM and
IM
j :



eMi, j = kΠI M K · Ti−1 · M − ΠI M K · T j−1 · M k2
(4.1)
i

j

Through the residual of Eq. 4.1 we enforce the constraint that, if a point is observed by
two cameras, its pixel projections on the two respective image planes should have the same
colour. Note that we convert the images to grayscale, to reduce the complexity of the
optimization and also ensure (some) robustness to illumination changes. The complete
formulation is:
min

∑ ∑ ∑ eMi, j ,

Ti ,T j ,K M

i

∀M ∈ φ ,

M
∀IiM , I M
j ∈I

(4.2)

j

We mention that we also optimize the intrinsic parameters K of the cameras at this step.
The optimization formulation of Eq. 4.2 is similar to that of [156], however we also restrict the set I M to contain only cameras whose viewing directions are within a maximum
orientation with respect to the normal of M. This reduces the influence of cameras which
observe that particular vertex at an oblique angle, and could potentially suffer from lighting
artefacts. The formulation of Eq. 4.2 results in 0.5 · 106 − 5 · 106 residuals depending on
the number of vertices in the input mesh and the number of cameras observing the scene.
We employ the Ceres optimization engine [6] to solve Eq. 4.2. The average run-time of
the optimization is 20 seconds.
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(a) Microwave

(c) Cereal box

(b) Router box

(d) Fire extinguisher

Figure 4.12: Textured mesh reconstructions of four objects in the dataset.

Finally, to texture the mesh we use the method of [30]. This method first identifies
which triangles are observed by which cameras and groups together triangles observed by
the same camera in a greedy fashion to obtain larger chunks. Chunks which are observed
by different cameras are blended together at their borders, thus ensuring colour uniformity
on the mesh. The resulting textured meshes for four objects are shown in Fig. 4.12. The
textures displayed are obtained through the projection and blending of approximately 20
different RGB images on each respective mesh.
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Object Recognition

To identify learned objects within the environment, we evaluate a number of approaches,
depending on the representation (e.g. point cloud or mesh).
To recognize the point cloud models, we use the object recognizer from [9]. To exploit
the strengths of different feature descriptors, this recognizer extracts multiple features in
parallel pipelines, generates object hypotheses by a graph-based grouping of merged feature correspondences, and verifies these object hypotheses by finding a global optimum
solution that best explains the scene in terms of a number of metrics. To exploit both the
texture and the shape of our objects, we extract two feature descriptors, (i) sparse SIFT [78]
back-projected to 3D for visual texture information and (ii) SHOT [138] features sampled
uniformly over all points within 1.5cm to capture the geometry of the scene. These features
are extracted from all the object views collected by the robot and matched to the observed
scene by L1 nearest neighbour search.
For the mesh models, we use the SimTrack system of [98], which extracts SIFT features
based on renderings of the textured meshes from different viewpoints. The keypoints are
stored in a data-structure which is used to identify objects in the validation images. We
report results for this method only for the objects with enough texture to extract meaningful
SIFT features.

4.7.1

Training a Convolutional Neural Network

We also evaluate a Convolutional Neural Network based approach for recognizing our
objects. We use the Inception V3 network architecture of Szegedy et al [129], pre-trained
on the ImageNet 2012 Visual Recognition Challenge dataset [107]. For each experiment
we fine-tune this network through gradient descent, learning new weights only for the last
layer (i.e. the softmax weights). In all experiments we use only RGB images, with a batch
size of 32 and a learning rate of 0.001.

(a)

(b)

(c)

Figure 4.13: Synthetic images generated from the textured meshes.
We train two types of networks. First, we train a baseline CNN on the original RGB
images from the set V autonomously acquired by the robot. Second, we render synthetic
images from the reconstructed meshes. The advantage of the mesh representation is that we
can render many more images than the number in the original set of views V , while at the
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same time varying the viewing angle. To obtain the synthetic images, we use the camera
poses computed in Sec. 4.6.1 and we vary the distance to the mesh as well as angle along
the camera viewing direction. In addition to viewing angle variation, we add a background
to each rendering, with the intuition that this will help the networks generalize in a better
way. In the experiments presented in this chapter we manually selected 4 background
images from the data collected by the robot at different places in the environment. Sample
rendered images are shown in Fig. 4.13

4.8

Experimental Setup

To carry out the experiments described in this chapter, we use the same mobile robot as
described in Sec. 3.4, i.e. a MetraLabs SCITOS A5 platform running ROS, with an ASUS
Xtion Pro mounted on a Pan Tilt Unit (PTU) 1.8m above the ground. We use ROS packages
to localise in a static map using adaptive Monte Carlo localisation [134], and navigate using
the dynamic window approach [48].
In our experiments, the robot navigates to predefined waypoints within a typical household environment, creates a Meta-Room at each waypoint from which it extracts dynamic
elements, then plans a trajectory around them using the techniques described previously. In
between visits to the same waypoint, we put 10 different objects in the room. The objects
are typical rigid household objects with and without visual texture on their surfaces.
To evaluate our methods, we created two scenarios, one more and one less controlled.
In the controlled scenario, the objects are placed on a round table, thus giving the robot
the opportunity to easily navigate and view the objects from different sides. In addition,
we placed some textured pieces of paper on the table, to facilitate the camera tracker (see
Fig. 4.3). We recorded 5 runs per object, for a total of 50 controlled runs. In the uncontrolled setting, the objects were placed in less accessible locations (i.e. couches or tables
inside cluttered offices), and without any additional texture. We recorded another 30 runs
for the uncontrolled experiments.

4.9

Results

We have evaluated our system’s performance on the task of autonomously learning object
models in an indoor environment, using a mobile robot. We compare our point cloud and
mesh models with ground truth models created on a turn table. We also benchmark the
quality of the object segmentations against ground truth annotations. Finally, we look at
the recognition accuracy with respect to the number of views available, and we contrast
a number of state-of-the-art recognition techniques. We present more object modeling
results using an Unmanned Aerial Vehicle platform in Appendix B.
To evaluate the performance of the initial object labeling O0 with respect to the groundtruth object being visible in the first keyframe, we first align the initial labeling and the
ground truth with ICP. Next, for each point pm in the ground-truth model we check if there
is a point in the object labeling O0 within a radius of 2cm, and so explains the ground-truth
point. The recall is defined as the ratio of explained ground-truth points to the total number
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of ground-truth points. Similarly, the precision is defined as the ratio of explained model
points to the total number of ground-truth points. Averaged over all controlled patrol runs,
we achieve a recall of 0.8 (±0.15) and a precision of 0.99 (±0.01). We stress here that
this is a measure pertaining to the initial segmentation O0 and its coverage of the ground
truth model as visible in the first frame, and not the complete ground truth model (which
cannot be seen in its entirety in the first frame).

4.9.1

Point Cloud and Mesh Models - Qualitative Results

A qualitative comparison between the models built online (using the incremental modeling
method of Sec. 4.5.3) and offline is shown in Fig. 4.14. For the objects built offline we use
the method of [100], which constructs an object model by placing it on a textured turntable
with the camera close to the object.
In some situations, the camera tracker produces inaccurate registration of the clouds
(see e.g. the muesli and cooler box objects in Fig. 4.14). We attribute this to abrupt movements of the Pan Tilt Unit or a long path taken by the robot without rich texture information.
In one case, the object modeling failed to segment the table plane and clustered it with the
cooler box. In the uncontrolled patrol runs the robot sometimes had to use views acquired
from farther away from the object, with more distant views increasing sensor noise. This
resulted in models missing points on certain materials (e.g. monitor or microwave) or the
region growing failing due to noisy surface normals.
To compare the two methods of creating point cloud models, in Fig. 4.15 we show the
point cloud models obtained through the incremental modeling approach of Sec. 4.5.3
alongside the point cloud models obtained through the global modeling approach of
Sec. 4.5.1. We see that the models of Sec. 4.5.1 are generally sharper, better registered,
and suffer from less noise. We attribute this to our use of bundle adjustment for registration (as opposed to camera tracking) as well as the superior filtering effects of using a
surfel based representation for the data.
We compare the output of our textured meshes (after the step described in Sec. 4.6.1)
with meshes built on a turntable setting using the method of [100] (see Fig. 4.15). We
can see that our mesh models are on par with the ones of [100], albeit those have slightly
sharper textures, due to the controlled setting and smaller distance between the camera and
the objects.
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Figure 4.14: Point cloud models of objects learned autonomously in controlled (middle; dashed lines) and uncontrolled (bottom,
◦ × 4) environments (using the method of Sec. 4.5.3), compared to ground truth models (top row; blue solid line). The recognition
rate of the respective model with respect to the completeness of the object model are shown on top. Note that we are only showing
3 out of the 5 controlled experiments splits.

CHAPTER 4. OBJECT MODELING WITH A MOBILE ROBOT

controlled

--

Our meshes

[100]

–

4.5.2

–

4.5.3

4.9. RESULTS

–

–
cooler
box

fire
extinguisher

fruit
basket

cereal
box

owl

router
box

microwave

muesli

monitor

head
sculpture

Figure 4.15: Qualitative results of models built from one of the controlled runs. Top two rows: our textured mesh objects compared
to ground truth meshed objects built using [100]. Bottom two rows: point cloud models after the step in Sec. 4.5.2 compared to the
point clouds models obtained through the incremental modeling approach described in Sec. 4.5.3.
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Segmentation

To benchmark the performance of the segmentation, we compare the segmented object in
each controlled run against the RGB-D views collected during that particular run, which we
have manually annotated. To check the overlap of a segmentation with an annotated view,
we first compute the visible points of the segmentation in that view. We then voxelize with
a leaf-size of 3cm both the projected segmentation and the annotated part of the view, and
compute the score as the number of voxels occupied by both the segmentation and the view
divided by the number of voxels occupied by either cloud. We compare the performance
of the segmentation with the Meta-Room method against the performance of the convex
segmentation [26].

Meta-Room
Convex seg.
Meta-Room
Convex seg.

Router
Monitor
Fire ext. Cereal Fruit basket
0.61
0.52
0.63
0.62
0.63
0.62
0.43
0.65
0.62
0.59
Owl Microwave Muesli Cooler Head sculpt.
0.63
0.68
0.61
0.68
0.61
0.48
0.68
0.59
0.68
0.55

Table 4.1: Segmentation results when using the Meta-Room (Chapter 3) and Convex segmentation [26])
The results are summarized in Table 4.1. A score of 1 indicates complete overlap between the ground truth segmentations and the ones obtained through our methods. Note
that the figures are lower than one might expect given the quality of the models displayed in
Fig. 4.15, however this is due to imperfect labeling and to the fact that we use a conservative metric. From Table 4.1 we see that the two segmentation methods perform comparably
with the exception of the owl and the monitor which are usually segmented in multiple segments owing to the non-convex shapes.

4.9.3

Recognition

To evaluate the recognition rate, we create eight data splits (five from the controlled scenario and three from the uncontrolled scenario), each data split containing views acquired
by the robot for each one of the ten objects. Using the annotation tool [8], we annotate
the identity and 6DoF pose of each present object in each of the controlled keyframes. But
given that each modeled object is in a different coordinate system, we only check for object
presence and not for correct pose estimation.
First, we benchmark the effect of using the additional views on the recognition rate. For
this we use the recognizer of [9] (described in Sec. 4.7) and the point clouds obtained using
the incremental modeling method described in Sec. 4.5.3. For each split (controlled or uncontrolled), we train the recognizer and evaluate the recognition performance by checking
for the presence of the object on the (remaining) views from the controlled patrol runs. Re-
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sults for recognition are at the top of Fig. 4.14. For the offline based recognizer, we use the
10 object models trained offline (Fig. 4.14 - top, blue line). The recognition performance
is measured by the f-score, f = 2∗precision∗recall
precision+recall averaged over all tested keyframes with
respect to the coverage of each (partial) object model.
To show the improvement of recognition rate with additional training views, we train
the recognizer on models created from subsets of successive training views (i.e. for each
training split, we select subsets of various sizes of successive training views for each object). The coverage is estimated by putting the model created from the subset of training
views into a fixed-sized voxel grid and counting occupied voxels with respect to the ones
occupied by the respective turntable object. Thus, the coverage axis reports the addition
of keyframes for each model (i.e. increasing completeness). Each model of an object produces a different line on the graph, with the uncontrolled models being shown as symbols.
These graphs show the trend that gathering additional views improves recognition performance, and that models created in the uncontrolled scenes are useful for recognition, but
are (inevitably) comparable to a less complete model.
The average recognition rates per object type, when the recognizer is trained with all
the views available for each split, are summarized in Tables 4.2 and 4.3. When using the
incremental modeling approach (Sec. 4.5.3), training views are not always well registered
(e.g. muesli), sometimes due to sudden movements by the robot which would cause the
camera tracker to fail. This can result in poor recognition performance for autonomously
learned models. Nevertheless, the average recognition performance is comparable to the
one for offline trained models. In fact, the head sculpture autonomously learned in the controlled setup achieves even better results than the one trained offline. This can be explained
by the fact that we have more similar lighting conditions in both training and testing, and
that the Kinect sensor uses automatic white-balancing which changes the perceived colour
used for verifying generated object hypotheses.
We also compare against the SimTrack system of [98], which extracts SIFT features
based on renderings of the textured meshes from different viewpoints. We evaluate in the
same way as before: we train the system of [98] on each of the 8 splits and check for object
presence on the (remaining) views from the controlled patrol runs. The average recognition
results per object type can be seen in Tables 4.2 and 4.3. We report results for this method
only for the objects with enough texture to extract meaningful SIFT features.
To evaluate the CNN based recognition, we perform 3 types of experiments: (i) we
train on a split from the controlled scenario and validate on the remaining images from the
controlled scenario (Table 4.2); (ii) we train on a split from the uncontrolled scenario and
validate on the images from the controlled scenario (Table 4.3); and (iii) we train on a split
from the controlled scenario and validate on the images from the uncontrolled scenario
(Table 4.4). For each image in the validation sets we record the f-score per object type. We
report the averaged f-score for each object type in the tables, across all the splits.
We train two CNNs as described in Sec. 4.7.1. For each data split, we train the weights
of the softmax layer using the training data for the 10 object classes. The rows in tables
4.2, 4.3 and 4.4 labeled CNNv1 correspond to the CNNs trained using the original views
of the objects, while the rows labeled CNNv2 correspond to the CNNs trained using the
rendered mesh images.
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We note that in the controlled scenario (see Table 4.2), the CNN-based recognition
methods outperform the other approaches. We attribute this to the fact that in these scenarios the robot was able to navigate around the objects and collect a high number of images,
which provide enough information to fine-tune a CNN (that has already been pre-trained
on ImageNet). Furthermore, we observe that training on the original images performs
slightly better than training on the rendered images, which we attribute to imperfections in
the meshes created, such as colour blending artefacts.
The uncontrolled scenario is much more challenging for the robot as its path is often
obstructed by natural clutter. In these situations, the robot can collect only a few additional
views, usually from further away. The net effect is that the recognition performance of
the CNNs trained with the original set of views acquired by the robot drops significantly
(see CNNv1 in Table 4.3). Conversely, using the reconstructed meshes we can generate
additional images to complement the data acquired by the robot. This allows the training
of networks which obtain much better recognition results (see CNNv2 in Table 4.3), thus
validating our initial hypothesis, i.e. that generating synthetic data can be used as a means
to increase CNN performance in such situations.
Finally, we investigate how well the CNNs we train generalize, by training on the
images from the controlled scenario and evaluating on the images from the uncontrolled
scenario. We mention that all the experiments in the controlled scenario were conducted in
the same room, while for the uncontrolled experiments multiple rooms were used. Thus,
for these experiments, there is significant variability between the training and the testing
environments. The results, summarized in Table 4.4 confirm our intuition that using synthetic data improves the robustness and power of generalization of the classifiers. While
we note a performance drop for both classifiers, the difference in performance for the CNN
trained on the synthetic images is much less significant.

4.10

Conclusions

In this chapter we presented a mobile robot system that can successfully segment out interesting parts of the scene, build object models of these parts from multiple views, and
re-identify them in future observations. Unlike other approaches, this complete pipeline is
executed in an unsupervised way and without any prior knowledge.
We also showed that our system is able to reconstruct high quality textured meshes
from RGB-D data acquired autonomously. We presented qualitative comparisons showing
that our meshes as well as point cloud representations are on par or better than state-ofthe-art methods. We showed that the resulting meshes can be used to create synthetic data
from which a CNN can be trained. Finally, we showed that the recognition results of our
CNN surpass previous state-of-the-art results as well as alternative CNN formulations.
In addition, in Appendix B we show that the modeling pipeline can also be used on
board an unmanned aerial vehicle (UAV). We explain how to generate a view plan, execute
it to acquire data and how to use this data to build object models. Our experiments show
that the quality of the models built with the UAV are close to those generated by a mobile
robot in situations where the objects have been placed in easily accessible locations.

Router
0.92
0.91
0.99
0.90

Monitor
0.70
1
0.97

Fire ext.
0.75
0.76
1
0.99

Cereal
0.91
0.97
0.99
0.93

Fruit basket
0.89
1
1

Owl
0.74
0.76
1
0.98

Microwave
0.59
0.99
0.98

Muesli
0.35
0.53
0.97
0.81

Cooler
0.97
0.89
0.98
0.84

Head sculpt.
0.45
0.97
0.83

Avg.
0.727
0.803
0.992
0.925
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Sec. 4.7
SIFT [98]
CNNv1
CNNv2

Table 4.2: Recognition results for the controlled scenario (f-score). CNNv1 is trained using the original RGB-D views of the objects.
CNNv2 is trained using images rendered from the reconstructed meshes of the objects.

Sec. 4.7
SIFT [98]
CNNv1
CNNv2

Router
0.37
0.58
0.19
0.51

Monitor
0.18
0.39
0.65

Fire ext.
0.58
0.36
0.96
0.87

Cereal
0.47
0.56
0.30
0.58

Fruit basket
0.25
0.85
0.98

Owl
0.42
0.28
0.57
0.88

Microwave
0.3
0.37
0.83

Muesli
0.43
0.26
0.04
0.48

Cooler
0.26
0.58
0
0.38

Head sculpt.
0
0.05
0.23

Avg.
0.326
0.437
0.378
0.640

Table 4.3: Recognition results for the uncontrolled scenario (f-score).

CNNv1
CNNv2

Router
0.19
0.61

Monitor
0.47
0.67

Fire ext.
0.90
0.98

Cereal
0.33
0.52

Fruit basket
0.99
0.99

Owl
0.74
0.96

Microwave
0.90
0.83

Muesli
0.03
0.23

Cooler
0.8
0.67

Head sculpt.
0.48
0.73

Avg.
0.585
0.718

Table 4.4: Recognition results (f-score) when training on the controlled scenario splits and evaluating on the uncontrolled data.
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Chapter 5

Modeling Dynamic Priors Using Change
Detection
In Chapter 3 we developed a method which iteratively constructs a model of the static
structure of the environment. We have shown that we can use the static structure to segment
out objects which exhibit dynamic properties, i.e. which move in between the robot’s
observations of the environment. However, as shown in the experiments performed in
Chapter 3, the segmentation of dynamic objects is not perfect and we still obtain a number
of false positives. This is due to the fact that what we have labeled as static does in fact
change: furniture items can move slightly (e.g. tables, sofas) and new furniture items
can be added altogether. We have addressed this issue in Sec. 3.3.2 where we proposed a
Bayesian approach which uses a prior on the shape of the segmentation to link it to a time
duration after which it should be marked as static. Effectively, we used a heuristic which
links how flat a segmentation is to a time duration, with the intuition that flat surfaces
usually represent static areas. In this chapter we investigate this further, with the aim of
replacing this heuristic by a more generic approach which learns what is static from data.
We propose to exploit the fact that, at each observation, the Meta-Room method labels parts
of the environment as static or dynamic. This suggests that we can use this unsupervised
labeling to derive a probabilistic function which, given a new segmentation, can return
a score which describes the likelihood that the segmentation belongs to a dynamic or a
static object. In turn we can link the likelihood to a time duration such that segmentations
which are very likely to belong to static objects are quickly added to the static structure
(and therefore no longer segmented as dynamic objects, thus reducing the number of false
segmentations). Conversely, segmentations which are likely to belong to dynamic objects
should be added more slowly to the static structure. The key contribution of our approach
is that we can learn in an unsupervised way from data what we previously defined through
a heuristic, thus ensuring that our segmentation method is equally applicable in any kind
of environment.
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Related work

In this work we propose training a two-class classifier on previously segmented data to distinguish between what is static and what is dynamic in future observations of that specific
environment, and we use the output of the classifier to improve the robustness of the static
structure we model. Endres et al. [40] use Latent Dirichlet Allocation to discover in an
unsupervised way object classes by using the spin-image local-features extracted over the
3D input data. Triebel et al. [139] use manually labeled data to learn Markov Networks
which are used to label new data in a way that maximizes the likelihood of the labels given
the data. Our approach also uses labeled data, however the labels are produced in an unsupervised way by our algorithm, and we have only two classes - static and dynamic. The
underlying idea is similar to background/foreground labeling in images which has been
studied extensively in computer vision. Most similar to our work is perhaps the method
proposed by Sofer et al. [121], which, like ours, uses a Radial Basis Function SVM classifier to classify 3D data in two classes: foreground and background. The key differences
between our work and their system is that we perform our experiments with a mobile robot,
autonomously, over large time periods. This also means that the amount of data we handle
is much larger, which leads to a different feature definition. In [121] Sofer et al. use a
7 dimensional feature vector which consists of the 3D coordinates of a point, the normal
to the surface on which the point lies and an integer frame index. Conversely, our feature
vector has 40 elements and it also models the neighbourhood around the point, both spatially and in terms of colour, which leads to a richer representation and reduces ambiguity
in the feature space. In the results section we provide a comparison of our choice of feature
versus a variant of the one proposed by Sofer et al in [121]. Rosen et al. [104] propose a
method based on a Bayesian formulation which models the expected time a feature in the
map is likely to be present. The approach is based on survival and information theory, and
the feature persistence is modeled through a recursive filter. However, the method of [104]
requires designing a survival time prior, which encodes the feature disappearance rate and
how it varies over time. Our work in this chapter can be interpreted as an initial approach
to compute this prior in an unsupervised way, based on the data collected by the robot.

5.2

Overview

The method proposed in this chapter runs on top of the Meta-Room method of Chapter 3,
and we use the data from the experiments described in Sec. 3.4. To store the data acquired
by the robot, we use an octree representation. For each occupied cell we record a label l ∈
{static, dynamic}. As opposed to Chapter 3, the data-structure now keeps track of all the
points, with the Meta-Room corresponding to all the cells that have been marked as static
at the current time. In addition, for each cell we store a vector T of timestamps and boolean
values denoting whether that particular cell was present or absent in the observation at a
particular time-stamp. Thus we represent each cell q as q = (lq , Tq ), and using this data we
can easily calculate t present (q) or tabsent (q) - the time duration or the number of observations
for which the content of a cell has been present or absent.
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Each new observations is partitioned into static and dynamic elements. We use this
labeling to train a Support Vector Machine (SVM) classifier that learns to distinguish between static and dynamic elements in an unsupervised way. Finally, we define a mapping
which relates the classifier output for a particular dynamic cell q = (dynamic, Tq ) to an
amount of time τ, such that the cell can be marked as static:
t present (q) > τ ⇒ q ← (static, Tq )

5.3

(5.1)

Training a static/dynamic classifier

In this section we describe the method through which we train a two-class classifier. The
training data consists of two sets of cells, one corresponding to dynamic and one to static
objects. The output of the classifier is a value ζ ∈ [0, 1] which denotes the likelihood of a
particular cell of being static or dynamic.
Feature vector
The input to the classifier is a feature vector which combines local and global information.
For a cell q in the octree, we define the corresponding feature fq as:
fq = (zq , nq · (0, 0, 1) , NNq ,CNq )

(5.2)

The global information stored by the feature vector consists of zq - the height of the
cell, and nq · (0, 0, 1) - the vertical component of the normal vector to the surface on which
the cell lies. To compute the plane of best fit, we find all neighbouring points in a neighbourhood around the cell and solve the associated least squares problem. The elements
NNq and CNq represent statistics of the points in a neighbourhood around the current cell.
Specifically, following the work of [44], we use NNq to represent the normals of the points
around q as a histogram, and CNq to encode their average colour. The information encoded
in this feature vector captures local, patch-level information around the cell, as well as
allows us to distinguish between cells at different heights and orientations.
SVM classifier
We train a ν-Support Vector Classifier [31, 66], and use a Radial Basis Function (RBF)
kernel defined as:
K(x, x0 ) = e

−

kx−x0 k2
2σ 2

(5.3)

where x and x0 are feature vectors. The parameters ν and σ are chosen through a 3-fold
cross-validation step on our labeled dataset. In the results section we motivate our choice
of kernel through a comparison with alternate formulations.
The output of the classifier is a probabilistic decision function which returns a value
ζ ∈ [0, 1]. We train one classifier after processing each observation, using the segmented
static and dynamic cells. We mention here that ambiguity is, to some extent, inherent in

102

CHAPTER 5. MODELING DYNAMIC PRIORS USING CHANGE DETECTION

Figure 5.1: Thresholded classifier output (green - points labeled as static, red - points
labeled as dynamic)

our data. The robot segments the objects when they move, thus if a scene contains two
identical chairs, but only one moves between observations, then only the chair that moved
will be labeled as dynamic by the Meta-Room method. Therefore we run the risk of using
identical features both for the static and the dynamic objects. To alleviate this problem to
some extent, we first place all the feature vectors extracted from the dynamic elements in
a kd-tree. Next we rank the features from the static elements in decreasing order based
on the chi-square distance to their nearest neighbour from the kd-tree, and we discard the
most similar ones up to a threshold. This ensures that there is no overlap in the space of
features we use to train the classifier.
To label future observations we use an ensemble consisting of a number of previously
trained classifiers. Each classifier in the ensemble labels a feature vector and the resulting
score is obtained by averaging the labels of all the classifiers. In practice this is both faster
and more robust than training just one classifier using all the labeled data from all or a
subset of previous observations. Fig. 5.1 shows qualitatively the ensemble output on the
features extracted from an observation, with points in green/red denoting static/dynamic
elements. To obtain the labeling, we threshold the ensemble output and mark points with a
probability below 0.5 as static. In the results section we perform a more thorough analysis
of the classifier performance, however at this point, through visual inspection we see that
most of the points labeled as dynamic fall on objects which are indeed dynamic in our
environment (chairs, people, laptops, backpacks, etc.).
We perform a second test, this time running the classifier on a set of manually segmented objects. The scores obtained for each object (the higher the score, the more "dynamic" an object is) are shown in Fig. 5.2. To get a score for an object, we uniformly
sample points on the object, compute feature vectors for each sampled point and we average the classifier output over all the feature vectors. The results shown in Fig. 5.2 reflect
the nature of our environment, where chairs and backpacks are dynamic, while desks and
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(a) Cupboard - 0.06

(b) Desk - 0.158

(c) Backpack - 0.827
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(d) Chair - 0.73

(e) Plastic bag - 0.6

Figure 5.2: Classifier score on labeled objects
cupboards are usually static.

5.3.1

Using the classifier output to define a non-uniform temporal
model

We augment the octree representation to store the probability ζ in each cell, denoting
how dynamic that cell is. We define functions f and g with the purpose of relating the
probability ζ to a time duration:
f , g : [0, 1] → [t1 ,t2 ]

(5.4)

where [t1 ,t2 ] represents a time interval. Further, for a dynamic cell q = (dynamic, Tq , ζq )
to be marked as static we update Eq. 5.1 to take into account the prior ζq :
t present (q) > f (ζq ) ⇒ q ← (static, Tq , ζq )

(5.5)

Similarly, for a cell p = (l p , Tp , ζ p ) to be removed from the octree, we define:
tabsent (p) > g (ζ p ) ⇒ p ← 0/

(5.6)

Thus, functions f and g map the classifier output ζ to a temporal model. Specifically,
they allow to treat segmentations differently, depending on how dynamic or static they
are. We contrast here with our approach from Sec. 3.3.2, where we computed the average
number of times a dynamic object moves over some time period τ1 , and we used that to
model the likelihood that an object that hasn’t moved for time τ2 should become static. By
explicitly linking τ to the output of the classifier, we obtain a formulation which allows us
to define a temporal model for each object. In our experiments we have defined f and g
as linear functions, centred around a parameter τ (i.e. f (0.5) = τ and g(0.5) = τ) but in
principle they can be any function, depending on the desired behaviour.
Fig. 5.3 shows specific embodiments for the functions f and g, and it illustrates the relation between the classifier output per object and the addition and removal time (according
to the definitions in Eq. 5.5 and Eq. 5.6). Specifically, for the backpack shown in Fig. 5.2
(ζ = 0.827) to become static, it would have to be observed in the same position for 13.6
hours, while the cupboard (ζ = 0.06) will be labeled as static in 2.8 hours. This difference
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function f:[0,1]

function g:[0,1]

→τ

16
←backpack

12.2

←chair

10.3

←plastic bag

τ (hours)

τ (hours)

13.6

9

4.3

←desk

2.8
2

←cupboard

16
15.2

←cupboard

13.7

←desk

→τ

9
7.7

←plastic bag

5.8

←chair

4.4

←backpack

2
0

0.5

1

ζ

(a) Function f (see Eq. 5.5 )
with f (0) = 2h and f (1) = 16h

0

0.5

1

ζ

(b) Function g (see Eq. 5.6 )
with g(0) = 16h and g(1) = 2h

Figure 5.3: Classifier output vs addition and removal time per object

reflects the fact that in our environment, cupboards are usually static while backpacks are
dynamic. Thus, if at any point in time a cupboard is segmented as dynamic, it will be
marked as static much faster than other objects which are usually segmented as dynamic.

5.4

Results

To test and benchmark the outcome of the proposed algorithms, we have used the labeled
dataset presented in Sec. 3.4, which we have extended with additional labels for smaller
objects such as cups, mugs, bags, etc.1

5.4.1

Classifier performance

To evaluate the classifier performance we compare the predicted label for a cell against
the annotated data. As mentioned in Sec. 5.3, we threshold the classifier output, marking
cells with values below 0.5 as static and the others as dynamic. For each observation in the
dataset, we compute the accuracy of the dynamic labeling as the ratio between the number
of true positives and the total number of dynamic points in that specific observation; we
compute the static accuracy in a similar way.
Fig 5.4 shows the performance of the classifier ensemble when using the proposed RBF
kernel defined in Sec. 5.3. The labeling is not perfect owing to the ambiguity in the data
we use for training. The two dotted lines represent average accuracy for static elements 82% (red) and dynamic elements - 72% (green).

1

The data can be found online at https://strands.pdc.kth.se/public/KTH_longterm_dataset_labels/
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Figure 5.4: Classifier label accuracy for static and dynamic elements

We also evaluate our choice of kernel for the classifier, and compare with a number of
alternative kernel formulations. Specifically, we also train the ν-Support Vector Classifier
with a linear kernel and 2nd and 3rd order polynomial kernels. We report the accuracy
of labeling static and dynamic points with the classifier ensemble, averaged over all the
observations. The results are summarized in Table 5.1. The results show that the RBF
kernel gives the best results. Further, we train the classifier using the RBF kernel and a
variant of the feature vector used by [121]. We mention that we drop the 7th dimension
which corresponds to a frame index in [121] and use only the first 6 dimensions - while this
formulation is able to label the static points quite well, the accuracy in labeling dynamic
points is lower than when using the feature vector proposed in Sec. 5.3.

Classifier
Proposed with RBF kernel
Proposed with linear kernel
Proposed with 2nd order poly.
Proposed with 3rd order poly.
Variant of feature from [121]

Acc. static
0.82
0.46
0.62
0.65
0.82

Acc. dyn
0.72
0.83
0.82
0.82
0.34

Avg
0.77
0.645
0.72
0.735
0.58

Table 5.1: Classifier performance on the labeled dataset. The first rows show our method
with various kernel types while the last row shows results obtained when training with a
variant of the feature type proposed in [121].
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Segmentation accuracy

We also evaluate how the methods proposed in this chapter compare against the MetaRoom method when using a uniform temporal model, as defined in Eq. 5.1. As before,
we report the precision of labeling dynamic elements as the ratio between true positives
and total reported dynamic elements. Similarly we define recall as the ratio between true
positives and the total dynamic elements present in the labeled scene.

90
original method - cluster size 500
improved method - cluster size 500
original method - cluster size 100
improved method - cluster size 100
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Figure 5.5: Average precision versus average recall for different values of τ
We perform experiments by varying two control parameters: the first one is τ
which defines after how much time objects are added to the static structure, τ ∈
{1h, 6h, 12h, 24h, 36h, 48h}. We define the functions f and g from Eq. 5.4 as linear functions with f (0.5) = g(0.5) = τ, f (0) = g(1) = 2h and f (1) = g(0) = 2 · τ, and we use
them to map the classifier labels to time durations in the improved method. In the original
method we employ a uniform temporal model for all points, as defined in Eq. 5.1. The
second parameter we vary is the minimum cluster size for an element to be reported as
dynamic; we perform experiments with a minimum cluster size of 100 and of 500 points.
We threshold in a similar way the labeled objects to correspond to the reported objects (i.e.
when running a test where we only report clusters above 500 points, we only compare with
labeled objects above 500 points).
For each combination of control parameters, we compute the average precision and
recall over all the observations in the dataset, for both methods. The results are displayed
in Fig. 5.5. The marked points on the plot correspond to a different value of τ, with the first
point on the left corresponding to τ = 1h, and the last point on the right corresponding to
τ = 48h. The trend observed in the curves in Fig. 5.5 follows the intuition that, when τ
is small, segmentations are added very quickly to the static structure. In this case, fewer
erroneous segmentations are made. However if the segmentations were actual dynamic
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elements and we have added them to the static structure, we are not segmenting them any
more (until they move again when they will be segmented by scene differencing), and thus
recall values are lower. As expected, recall increases as τ increases. We note that using
the classifier ensemble we achieve an increase in performance as compared to the method
using a uniform temporal model.
Looking at results of the same algorithm, either original or improved, but with different
minimum cluster size, we can see that both precision and recall are higher when considering only larger clusters. This effect is to be expected, as many small noisy segmentations
are filtered out when only considering larger objects, thus increasing the accuracy of the
segmentations. Moreover, segmenting out smaller objects such as cups, bottles or caps is
more difficult, bringing down the overall recall score of the algorithms.
1100

original method - cluster size 500
improved method - cluster size 500
original method - cluster size 100
improved method - cluster size 100
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Figure 5.6: Total number of segmented objects
In Fig. 5.6 we show the total number of objects segmented, for different values of
τ. As τ increases, so does the number of segmentations. At the same time, the time it
takes the static structure to adapt to noise is higher, and hence the overall accuracy of the
segmentations decreases (Fig. 5.5).
From the figures, the trend is clear: the proposed improvements increase the number of
correctly segmented objects (both in terms of the absolute number as well as the average
recall across all the observations) as well as the precision with which they are segmented
(i.e. less noise is being segmented).
We also compute per-object statistics, by checking, for each object in the dataset, the
amount of overlap with the closest element segmented by our method. If there is any
overlap, we count that occurrence as a successful segmentation. In case of a successful
segmentation we also compute the accuracy of the segmentation by taking the ratio between the number of voxels occupied by both the labeled and the segmented object divided
by the voxels occupied by either (with 1 indicating a perfect overlap and 0 no overlap).
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(a) Instances: 83
Segmented: 97%
Acc: 0.85

(b) Instances 8
Segmented: 100%
Acc: 0.87

(c) Instances 55
Segmented: 90%
Acc: 0.74

(d) Instances: 48
Segmented: 83%
Acc: 0.85

(e) Instances: 43
Segmented: 97%
Acc: 0.72

(f) Instances: 10
Segmented 80%
Acc: 0.68

Figure 5.7: Objects present in the labeled data, with number of instances present, percentage of times segmented and segmentation accuracy averaged over all segmentations
In Fig. 5.7 we show results for six objects in the labeled dataset, displaying under each
object the number of instances it is present in the labeled dataset, along with the percentage
of successful segmentations (100% indicating the object has been successfully segmented
whenever it was present in an observation). In addition we also show the segmentation
accuracy averaged over all segmentations of an object.

5.5

Conclusions

In this chapter we have presented a method for modeling the static and dynamic parts of
the environment using RGB-D data collected autonomously by a mobile robot over long
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operating times. Specifically, we showed that it is possible to make use of previous segmentations to train a two-class SVM classifier on data labeled in an unsupervised way by
our algorithm. We used the output of the classifier to define a non-uniform temporal model
for the addition of elements to the static scene. Finally, we benchmarked the performance
of the algorithm in terms of precision and recall on a labeled dataset.

Chapter 6

Unsupervised Learning of Spatial-Temporal
Models of Objects
In Chapter 4 we have looked at ways to create 3D models of dynamic elements, from multiple views. We have also investigated how to re-identify the elements in future data, and
shown that the more data available to create the 3D models, the better the recognition performance. However, in environments such as cluttered offices or homes, a mobile robot is
sometimes unable to obtain more than one view of a scene (due to occlusions or obstacles).
Re-identifying the elements in such situations becomes quite a challenging, but important
problem to address.
Our work [73] serves as motivation for the importance of being able to re-identify dynamic elements over time in robot observations. In [73] we have manually annotated which
elements are present in observations collected by the robot over a period of approximately
30 days, at multiple locations in an office environment (for more information about this
dataset see Sec. 3.4). We use the Frequency Map Enhancement (FreMEn) method [71, 72]
to create a predictive model of when the objects are most likely to be present in the environment. FreMEn is a method that can introduce dynamics into static environment models. Specifically, FreMEn extracts the frequency spectra of binary functions that represent
long-term observations of environment states, discards non-essential components of these
spectra and uses the remaining spectral components to represent probabilities of the corresponding binary states in time. The task of finding the objects in the environment is cast
as a variant of the Graph Searching Problem [68], and we propose a path-planning search
algorithm based on a recursive version of depth first search. We show that using the predictive models, the time the robot spends finding the objects in the environment decreases
by up to 33%.
However, the problem of matching the dynamic elements across observations collected
at different points in time is inherently hard. The data is collected at different times during
the day, and even during the night. The dynamic elements are usually seen in different
relative poses, meaning different sections of the element will be seen at different times
leading to very small overlap between observations. For an example see the bottom row
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Figure 6.1: Modeling the spatial distribution of dynamic elements and matching them
across time. Top - environment outline (red) and spatial distributions of four dynamic
elements (blue). Middle - temporal pattern for one of the elements that is matched across
time showing when it is has been detected. Bottom - snapshots of the segmented element
at different points in time.

of images in Fig. 6.1. Dynamic elements may be composed of several separately dynamic
parts, a stack of books for example. Some dynamic elements can change shape, like a
laptop or may even be truly non-rigid like a coat.
In this chapter we investigate the clustering of such elements across time, in the case
when only one view of the elements is available in each observation. We aim to create
spatial-temporal models of dynamic elements, which are a higher level representation of
the world that can be used for a variety of tasks such as predicting where objects are likely
to be at various points in time or as input to an object recognition pipeline that could
also take into account the spatial-temporal features. Moreover, such representations would
help facilitate great data reduction. Instead of storing the raw data for each instance of
an element, the robot could simply store one complete model of the element and its poses
over time. Figure 6.1 illustrates some basic concepts. The upper part shows a 2D slice
of the environment with the red outline representing what is static. The ellipses show a
Gaussian estimate of the spatial distribution of four dynamic elements. The middle part
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shows when a certain element has been observed and in the bottom we see five example
observations of the dynamic element, a chair. Notice how the chair both changes pose and
sometimes includes a person. In this chapter we investigate a method which clusters the
dynamic elements over time by exploiting spatial-temporal constraints.

6.1

Related work

Many feature representations exist in the literature within the context of re-identifying objects in RGB-D data, and substantial research has been invested in coming up with better
descriptors that handle occlusions or partial data - e.g. Aldoma et al [10] or Tombari et
al. [138]. We also deal with partial observations of objects collected under very different
circumstances. However, we only rely on features extracted over the point cloud for an
initial clustering phase. Contrary to previous work, we look at the spatial and temporal behavior of the elements we segment to form the clusters. We have access to this information
as our data is captured over very long time periods, and we show that by using it we can
improve the classification accuracy over methods using only point cloud features.
Other work that makes no or few assumptions about the environment and that does not
require any training or previously defined data includes Endres et al. [40]. They employ a
variant of the spin-image local feature extracted from the input point cloud in conjunction
with Latent Dirichlet Allocation to autonomously discover and classify object classes by
modeling the distribution of the features in different object classes. Shin et al. [118] segment the input point cloud using a superpixel segmentation algorithm and match groups
of segments using a modified version of the branch and bound algorithm. Their method
however relies on the fact that the scene contains multiple instances of an object, as a prerequisite for that object to be segmented. Mattausch et al. [81] segment the input point
cloud into planar patches and define a patch similarity measure that takes into account
geometric properties of the patch as well as spatial relationships with other patches, and
which is used to cluster the patches in a higher dimensionality Euclidean space. They show
that their method scales well with very large amounts of data. We also segment objects in
an unsupervised fashion and without requiring any training data as input. Our work differs
in that it focuses on building models of individual objects observed multiple times over
extended time rather than trying to find multiple instances of the same type of object.

6.2

Clustering Dynamic Elements

Dynamic objects are segmented autonomously by a mobile robot navigating to predefined
waypoints, through the Meta-Room method described in Chapter 3. Typical segmentations
are shown in Fig. 6.2, which also illustrates some of the challenges in dealing with this data,
such as significant changes in appearance, pose and even shape.
We propose a method for re-identifying the detected dynamic objects across observations in an unsupervised way. The result is a set of clusters, with each cluster containing
the segmentations corresponding to a particular object, observed at different points in time.
We note here that in our data there are multiple instances of the same type of object (e.g.
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Figure 6.2: Top: example observations (static points - blue, dynamic objects - coloured
points) and bottom: the appearance of a particular dynamic object in the observations.

multiple chairs of the same kind), and our method should be able to identify the segmentations corresponding to the different instances as separate clusters. Our aim is to build a
spatial-temporal map of each segmented object, and therefore our method should be able
to deal with such situations.
Our algorithm consists of two steps: first, we cluster objects based on appearance and
shape. As indicated already in Fig. 6.2, the variability in the data is quite high, and we
cannot hope to successfully identify all the segmentations which correspond to a specific
object. To account for this, in a second step we perform a spatial-temporal analysis through
which we merge the clusters which correspond to the same physical object. In the results
section, we show that using the spatial-temporal properties of indoor objects we are able
to improve the accuracy with which we cluster the segmentations.

6.2.1

Initial clustering

The first clustering step consists of matching the segmentations based on appearance and
shape. We use the Visual Feature Histogram (VFH) [108] to describe the appearance of a
segmented dynamic object. Our choice of visual feature is based on the fact that the scene
is observed from roughly the same position, as the robot navigates to the same waypoint
before collecting an observation. Moreover, objects in typical office environments tend to
cluster around the same areas (over time), e.g. a chair in front of a desk, or objects on a
table.
For every segmented object from a particular observation, we try to find corresponding
matches in subsequent observations. When searching for potential matches in a new observation, we limit the space of candidate matches to a neighbourhood around the position
where that particular object was detected in the past (i.e. its centroid). This ensures that
in the case when multiple instances of the same kind of object are present, they will be
matched to their correct clusters. Before adding a match to a cluster, we also perform a
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spatial alignment step using ICP which helps discard false matches. Since we are likely
to get partial segmentations, our appearance and shape based matching methods may erroneously match objects to wrong clusters (e.g. a chair’s backrest and a monitor may look
very similar under the right illumination conditions). Restricting the spatial neighbourhood
in which we accept matches helps alleviate this problem. In addition, we impose a very
strict matching threshold before adding a segmentation to a cluster of matches. We will
necessarily discard some true matches as well, however false positives are much more of a
problem than false negatives. Our aim at this stage is to build clusters of the segmentations
which we can further use in the next matching step. Our approach relies on the fact that
over time, the objects we are matching will present themselves with similar appearances
often enough so that we can build these clusters based on appearance and shape.
Algorithm 2 Initial Clustering
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

procedure I NITIAL(allEl, newEl, clMap)
for e ∈ newEl do
matches ← getKNearestNeighbours(e, allEl)
matchFound ← False
while (matches 6= 0)
/ do
m ← f indClosestElement(matches, e)
matches.pop(m)
if poseMatch(m, e) then
clMap[e] ← clMap[m]
matchFound ← True
break
end if
end while
if not matchFound then
clMap[e] ← e
end if
end for
allEl.push_back(newEl)
end procedure

The main steps of the initial clustering algorithm are summarized in Alg. 2. For each
new observation, we consider the new segmentations newEl, the previous segmentations allEl, and a bookkeeping data-structure clMap, which keeps track of which segmentations
belong to which cluster, i.e. cluster Ci is defined as all the segmentations c such that:
Ci = { c ∈ clMap | clMap[c] = i }
For each new dynamic object segmented e, we first return a number of matching objects according to the Chi-square distance of their VFH descriptors. We return at most
K matches or until the Chi-square score falls below a predefined matching threshold. We
need to return multiple matches at this point, to be able to handle the case when multiple in-

116

CHAPTER 6. UNSUPERVISED LEARNING OF SPATIAL-TEMPORAL MODELS OF
OBJECTS

Figure 6.3: Left: observation (static points - blue, clusters - coloured points) and matched
clusters; and right: three difference clusters with their individual objects.

stances of the same kind of object are present in the environment. We proceed by selecting
the closest match spatially. If the match returned is outside a maximum matching distance,
we simply initialize a new cluster for the current object. Otherwise, we perform a two-way
ICP alignment step to further reinforce the belief that the two objects should be placed in
the same cluster. If the poses align, we add the new element e to the matching cluster.
The left side of Fig. 6.3 shows an example of matched clusters after a few iterations, with
segmentations belonging to the same cluster rendered with the same colour.
The output of this first step of our algorithm consists of sets of clusters, each consisting
of segmentations of similar shape and appearance and denoting a particular object. In the
results section we benchmark the result of this step in terms of how many of the instances
corresponding to a particular object we have been able to segment.

6.2.2

Spatial temporal clustering

The aim of the second clustering step is to identify the clusters of segmentations which
correspond to the same physical object. Recall that two clusters of segmentations corresponding to the same physical object must necessarily contain segmentations which are
different in appearance and shape. Fig. 6.2 helps illustrate this situation: we could potentially end up with one cluster corresponding to segmentations similar to the two images
on the left, and a second cluster corresponding to segmentations similar to the two images
on the right. Therefore appearance and shape based matching methods cannot be used to
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Figure 6.4: The spatial and temporal distributions of three dynamic element clusters obtained after initial clustering. The bottom row shows the temporal patterns of the three
clusters rendered on the same graph.

conclude that these clusters represent the same physical object.
We proceed starting from the assumption that clusters of segmentations which correspond to the same physical object define the same spatial distribution, i.e. their segmentations cover the same area of space. This is an assumption which can only made in
experiments which run for extended periods of time. Our reasoning here is that the clusters
corresponding to the same physical object will, over time, consist of segmentations which
cover approximately the same parts of the environment. Implicitly, we make the assumption here that indoor objects behave (i.e. move), over time, according to some underlying
law, and that their embodiments, regardless of appearance, will be found to cover the same
area spatially.
Assuming a cluster is made up of n dynamic elements di with centroids ci , we model
the spatial distribution of the n dynamic elements making up a cluster as a Gaussian with
mean and covariance:
1 n
µ = ∑ ci
n i=1
(6.1)

1 
T
Σ=
[ci − µ] [ci − µ]
n−1
In Fig. 6.4 we show the spatial distributions of three clusters of dynamic elements.
We can see that the segmentations making up the three clusters lie in roughly the same
area, which in this case is in front of a desk, with the segmentations corresponding to the
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same chair. The next step is to compare these distributions and identify similar clusters.
Given two normal distributions, N0 (µ0 , Σ0 ) and N1 (µ1 , Σ1 ), we use the Symmetric Kullback Liebler divergence (SKL), defined as DSKL (N0 kN1 ) = DKL (N0 kN1 ) + DKL (N1 kN0 ),
to obtain a score on their similarity. We define the KL divergence as:

DKL (N0 kN1 ) =





det Σ1
1
T −1
(µ
−
µ
)
−
k
+
ln
Σ
+
(µ
−
µ
)
Σ
tr Σ−1
1
0
0
1
0
1
1
2
det Σ0

(6.2)

For two clusters Ci and C j , with associated distributions Di and D j , the SKL metric is
a measure of their spatial overlap. We conclude that clusters Ci and C j are candidate
matches if SKL(Di kD j ) < δ , where δ is empirically chosen on a subset of our data. We
perform a second check before merging clusters Ci and C j , this time based on a temporal
constraint. The insight we follow is that, if Ci and C j represent the same physical object,
then the segmentations they are made up of should not have been observed at the same
time. Formally:
Match(Di , D j ) ⇐⇒ ∀dk ∈ Di , ∀dl ∈ D j (time(dk ) 6= time(dl ))

(6.3)

This assumption is based on the fact that any physical object can be in at most one place
at any given time (i.e. an object cannot be in two places at the same time). This also underscores the importance of the clusters consisting only of true positives, as adding false
segmentations to the clusters would lead to temporal mismatches. The second part of
Fig. 6.4 illustrates this idea by showing the history of the timestamps when the segmentations corresponding to the same physical object were observed.
While running the spatial-temporal clustering step we merge clusters together iteratively, starting from the largest clusters. The algorithm stops when no pairs of clusters
satisfying the requirements can be found. The dataset we used for our experiments was
acquired over a period of 30 days by the mobile robot, and we ran the spatial-temporal
clustering once, at the end of the experiment.

6.3

Results

We quantify the performance of the proposed clustering algorithm by computing per-object
statistics in terms of true and false positives. The dataset collected by the robot contains
manual annotations of the objects segmented, with the segmentations corresponding to the
same physical object marked with the same label in all the observations where they occur.
For each object in the dataset, we find all the clusters containing some of its segmentations,
and compute for each cluster the number of true segmentations (i.e. the ones corresponding
to the respective object) as well as false segmentations (i.e. segmentations in the cluster
which correspond to different objects). Since the aim is to cluster together as many of
the true segmentations corresponding to a particular object, we report for each object the
statistics of the best matching cluster in terms of true positives. The results are summarized
in Fig. 6.5, which shows the statistics for the five objects in the dataset with the highest
number of occurrences.
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Figure 6.5: Dynamic element clustering - true and false positive rate for the initial and
spatial-temporal clustering methods

We see that using appearance and shape based matching we can only identify 30%40% of the true matches corresponding to an object. We note that using the spatial and
temporal assumptions described earlier, we can improve this performance greatly, while
adding only a few false positives. Both sub-plots of Fig. 6.5 display statistics for the same
physical objects. One of the drawbacks of our approach is that it does not handle false
associations, i.e. the assignment of a segmentation to a cluster is final. However, we
are looking for the maximum likelihood assignment of segmentations to clusters, with a
number of unary potentials (position, shape) as well as binary potentials (appearance and
shape similarity) between segmentations. This kind of formulation lends itself to a multilabel energy minimization approach similar to the one proposed in Chapter 2, which can
be run at different points in time to obtain the maximum a-posteriori assignment given the
latest information.
Finally, we show qualitatively one of the resulting clusters as well as the set of timestamps when it was observed in Fig. 6.6. The spatial distribution, modeled as a Gaussian, is
shown in the map frame of reference. The red circles in Fig. 6.6 denote the outline of the
environment (i.e. walls), obtained after a 2D projection of the data on the XY plane.

6.4

Conclusions

In this chapter we tackled the problem of object re-identification in a long-term autonomy
scenario. The data is acquired by a mobile robot autonomously over more than 30 days,
and the same objects are seen in different positions and orientations and at different times
of the day. While in Chapter 4 we have looked at the re-identification problem, we have
focused on complete object models, and we have also evaluated how completeness affects
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Figure 6.6: Dynamic element spatial-temporal model.
recognition. In this chapter we focused on the case when only one view of the object is
available in each observation, which is much more challenging. To tackle this, we presented a novel method of object clustering: first we cluster based on appearance and shape
and second we use the spatial and temporal patterns of the clusters to enforce constraints
which allow us to further increase the clustering accuracy. Using the proposed method we
have shown that we can overcome some of the limitations of appearance and shape based
matching, and we have evaluated our results on a labeled dataset.

Chapter 7

Conclusions
In this thesis we have explored a number of algorithms which allow a mobile robot to
autonomously explore, understand and build models of the environment around it. One of
the underlying ideas of this work has been to build as little as possible prior knowledge into
the system, and allow the robot to identify and model what is relevant in an unsupervised
way. The fundamental question we answer is: what are the steps a mobile robot should
take to understand and build predictive models of the environment around it?
Building on the idea that the mobile robot should observe the environment over time,
the first question we addressed is how the environment should be observed, or rather where.
To answer this we designed a method which identifies semantically distinct regions on a
map of the environment, separated through meaningful separators (which we interpret as
doors or openings in wall segments). The approach we proposed is more general than what
is currently available in the state-of-the-art, and lifts some of the assumptions commonly
made in the literature. We evaluated our method on an extensive dataset and showed,
through qualitative and quantitative experiments, that our results are on par or better than
other methods. We also investigated ways of further splitting the segmentation and assigning semantic categories such as kitchen or bedroom to the relevant areas. The intuition is
that we may further refine our initial geometric segmentation by incorporating additional
information (e.g. a studio apartment can be further split into an eating area and a sleeping
area given the appropriate segmentation cues). To achieve this we looked for semantic
information available in the environment map, and tried to infer probability distributions
over the type of scene or the types of objects presents. We combined disparate sources of
information in a Conditional Random Field (CRF) and we ran an approximate inference
method to obtain the final labeling.
The regions segmented indicate where the robot should observe the environment. We
proposed a method whereby the robot creates local maps by repeatedly visiting the regions.
Through this iterative process, the robot removes what is dynamic in each local map and
keeps what is static. The result is what we call the Meta-Room, or the static structure
of the environment. We showed that our method is robust, and that over time the MetaRooms converge to a stable structure. Once the static part has been modeled, we showed
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that it can be used to segment out dynamic objects. Most importantly, we have made no
assumption on the shape or appearance of what we segment; our method allows the robot
to understand, over time, which parts of the environment exhibit dynamic properties and
are worth studying further.
Next, we looked at how to create complete 3D models of the objects segmented. One
view of the objects is usually not enough to completely infer its shape or type, however
these are crucial details for higher level tasks such as object tracking or manipulation. To
account for this, we designed an end-to-end autonomous object modeling pipeline which
we evaluated extensively on a mobile robot. At the time of writing, our method represents the first work to demonstrate end-to-end autonomous object modeling (segmentation,
view planing, navigation and data-acquisition, model building and recognition) on a mobile robot. Our experiments showed that the recognition rate increases as the robot collects
more data and constructs more complete models of the objects. We proposed two modeling approaches and compared point cloud models with textured mesh models. We showed
how the latter can be used to train Convolutional Neural Network (CNN) models and we
further showed that the CNNs trained on renderings of the object mesh models outperform
in recognition tasks the CNN models trained using the raw data acquired by the robot, as
well as traditional computer vision recognition approaches.
In [73] we showed that having the ability to re-identify objects across observations allows the robot to build predictive models describing the behaviour of the objects. Through
experiments we showed that using these 4-dimensional models, the robot is more efficient when looking for objects in the environment. We investigated further the problem of
re-identifying objects when only one view is available in each observation, which is sometimes the case in cluttered office environments. We started with an initial clustering based
on appearance and shape. Next, we grouped the resulting clusters together based on an
analysis of their spatial and temporal constraints. We showed that by making a few simple
assumptions about the motion of indoor objects over time, we can improve the clustering
accuracy. Finally, we proposed to use the dynamic segments obtained by the robot over
time to train a classifier in an unsupervised way. We used the output of the classifier as a
prior in the mapping process, particularly to deal in a better way with changes to the static
structure of the environment. Finally, we showed that we are able to reduce the number of
false segmentations.
In conclusion, a mobile robot equipped with the algorithms developed in this thesis
will be able to:
• Find interesting, semantically distinct areas in the environment which should be investigated further. The robot will also be able to assign semantic class labels to the
areas (e.g. kitchen, dinning room, etc.). This kind of contextual knowledge will help
it optimize its actions when operating alongside humans in the environment.
• Model the static part of the environment robustly, through repeated visits. At the
same time, the robot will observe and segment out interesting objects which exhibit
dynamic properties.
• Create complete, rich and accurate 3D models of the objects segmented.
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• Re-identify the objects segmented in future observations, by using recognition methods tailored to the objects to be recognized.
• By re-identifying the objects across time, the robot will be able to create spatialtemporal footprints of the objects. The robot can then use this information to predict
where and when the objects are likely to be observed in the future, and thus optimize
its actions.
Moreover, the robot will be able to achieve these tasks completely autonomously, starting only from a map of the environment. The methods described are based on the idea
that as little a-priori knowledge as possible should be built into the system, allowing the
robot to explore and learn concepts which are relevant to the environment it operates in.
This ability to learn and adapt to new environments without supervision is key if mobile
robots are to make the transition from laboratory experiments to fully autonomous lifelong
operation in cluttered, human populated environments.

7.1

Future Work

A number of avenues for further research open up. The geometric segmentation method
proposed relies on an energy minimization formulation where the energy potentials are
defined in a 2D cell complex data structure. We define the 2D cell complex using the wall
primitives detected, with the limitation that we only consider walls which are perpendicular
to the ground plane. A further limitation arises from the fact that currently we can only
parse a point cloud corresponding to one floor of an environment (i.e. we cannot detected
stacked ceiling or floor planes). A potential solution would be to first perform a histogram
along the "z" axis of the data and identify potential "ceilings" at which to partition the
data. Another possible extension would be to define potentials in a 3D data structure,
which would allow us to also encode other geometric information, such as various wallceiling-floor configurations, etc.
One of the main limitations of our semantic labeling approaches is the lack of dedicated
data. The probability distributions we use are generated using pre-trained CNNs, which
we run on data rendered inside meshes of the environments. One way to improve results
here is to create a dedicated dataset, on which to train neural networks specifically for this
task. Another potential improvement could come from defining the binary energy terms of
the CRF on the cells induced by the 2D cell complex, as opposed to on cells obtained by a
down-sampling of the environment map; this would lead to a more natural formulation of
the optimization.
Our method for estimating the static-structure relies heavily on the assumption that we
can successfully register the data into a common frame of reference. While our approach
to registration has proven robust for the indoor environments where we have deployed
our robots, we can further investigate ways to combine visual and structural features in
a minimization framework, thus ensuring successful operation in environments with less
texture.
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We have shown that we are able to build mesh models of objects autonomously, and
that our mesh models are on par with the ones built in controlled settings, using a turntable.
However, the resolution of the RGB camera on the sensor remains a limiting factor. One
way to alleviate this is to use super resolution imaging methods, which would allows us
to get higher quality textures on the meshes. Another alternative would be to add a higher
resolution camera to the system and use its image in the photometric optimization step.
We have also shown that we can model objects with an Unmanned Aerial Vehicle,
however we performed experiments in a specialized environment (for safety). In the future we would like to perform end-to-end object modeling experiments with the mobile
robot as well as the UAV, and benchmark the potential gains when using both platforms in
conjunction.
We have looked at re-identifying objects across time, in different observations. A potential improvement would be to develop a probabilistic way of assigning segmented objects to clusters, which allows for correcting the assigned labels once more information
becomes available. In addition, it would be interesting to look at matching objects across
local maps which are part of the same larger environment. And finally, we would like to
see how localization can be improved in an environment where the robot knows which
objects are dynamic.

Appendix A

RGB-D registration
This thesis relies heavily on the accurate registration of RGB-D data. The topic of point
cloud registration has received a great deal of attention in the literature, with a number of
mature implementations available off-the-shelf, e.g. the Normal Distribution Transform
(NDT) algorithm [123], the Iterative Closest Point (ICP) algorithm [33] or the planarsurface patch method of [96]. However, in the case of data originating from an RGB-D
sensor, it is possible to take advantage of the fact that the data has the form of a stream of
RGB-D images, with the implicit assumption that the images overlap occasionally. This
is related to the well known bundle adjustment formulation, where the 3D coordinates of
specific features in the environment are adjusted to compute the optimal structure of the
scene as well as the viewing parameters [7]. The solution to the bundle adjustment problem is cast as a non-linear least squares minimization problem, typically solved with the
Levenberg-Marquardt [89] algorithm. In the case of RGB-D data, the depth to a particular
feature is known, and its 3D coordinates can be computed in the local frame of reference
(corresponding to the view in which the feature was detected). Therefore the optimization
takes a different form, and while the coordinates of the features are no longer unknowns, a
noise term is appended to reflect the noise model of the sensor.
In the sections below we present a general method for the registration of a sequence
of RGB-D images, as well as a variation in the case when the aim is to register two sets
of RGB-D images together. For all registration steps we use the Ceres optimization engine [6], and the transforms (unless previously computed) are initialized with the identity
matrix. We assume that the intrinsic camera parameters are known (denoted by K in the
following sections).

A.1

Formulation

The input is a set V = {Vi } of RGB-D frames. Each RGB-D frame consists of an RGB and a
depth image, Vi = (Ii , Di ). Each pixel p = (x, y) ∈ Ii and associated depth measurement d ∈
Di has corresponding Cartesian camera coordinates P = (X,Y, Z) which can be computed
using the camera intrinsic matrix K (we assume no distortion).
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For each input image Ii we extract a set of SIFT keypoints using [150]. We discard keypoints corresponding to invalid depths. For each pair of images Ii and I j we compute SIFT
feature correspondences, which we filter using a RANSAC [45] step, thus keeping only
the spatially consistent samples, Ci, j = (Pi , Pj ). The goal of the optimization is to find the
camera poses TVi = (Ri ,ti ) which minimize the residual:
min ∑ ∑ ei, j = kTVi · Pi − TV j · Pj k2
Ti ,T j i

(A.2)

j

For typical consumer-grade RGB-D sensors the error associated with depth measurements
fits a Gaussian distribution whose variance increases quadratically with the depth [88]. To
account for this in the optimization, we compute a weight associated with each constraint:

kPi k2 + kPj k2
(A.3)
wi, j =
2
Further, we scale each residual appropriately: ei, j ← ei, j /wi, j . Since the data is expected
to contain some outliers, we also apply a loss function to reduce the influence of bad
measurements on the solution. We use the Huber loss function commonly employed in
least squares optimization problems, appropriately scaled to take into account the weight
of each constraint:
 1
ei, j
: ei, j ≤ wi, j
2 ·√
Lwi, j (ei, j ) =
(A.4)
2 · ei, j − 1 : ei, j > wi, j
The proposed method has been used to register RGB-D data acquired by the robot. In
Fig. A.1, we show a qualitative comparison with an RGB-D camera tracker [100] (also
based on image features). More information on how these methods are used can be found
in our work [17, 41], or in Sections 3.4 and 4.5.

A.2

Registering with a reference set of RGB-D images

In this section we provide a modified version of the registration method, applicable in the
case when we have access to a reference set of RGB-D views R = {Ri }, which are already
registered. When registering the current set of views V = {Vi }, we may use the reference
views to further constrain the optimization.
As above, we are interested in finding the transformations TV i which bring the views
V = {Vi } into a common frame of reference. From our experiments (e.g. in [148]), solving
Eq. A.2 for the set of views V = Vi , where less information / texture is available can
result in failure when not enough feature correspondences are available to constrain the
optimization. This is especially noticeable when collecting data with an Unmanned Aerial
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(a) Proposed method

(b) [100]

(c) Proposed method

(d) [100]
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Figure A.1: The result of the proposed method vs the RGB-D camera tracker registration [100] on two sets of RGB-D views acquired by the robot.
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Vehicle, where the data gathered is usually noisier and sometimes suffers from motion
blur. To account for this, we use the set of views Ri as reference, and keep the transforms
computed earlier TRi fixed.
As before, we compute SIFT feature correspondences between image pairs Vi and V j ,
augmented with depth information. Next, we compute SIFT feature correspondences between image pairs Vk and Rl . The minimization problem becomes:

min

∑ ∑ kTV i · Pi − TV j · Pj k2 +

TV i ,TV j i

j

(A.5)

+ ∑ ∑ kTV k · Pk − TRl · Pl k2
k

l

In Eq. A.5, we force the views Vi to register with each other and against the reference
views Ri . Keeping the transformations TRi fixed is required, otherwise the registration of
Ri might diverge if the quality of data in Vi is too poor.
Finally, we have the option to use the information in the views Vi to improve the registration of the reference views Ri . To achieve this, we perform a registration step where we
allow only small changes to the transforms TV i and TRi . This step fine-tunes the registration, and has the same shape as Eq.A.5, except both TV i and TRi are varied by the optimizer.
The average runtime for a set of RGB-D frames is 0.2 seconds.
The results of the registration for data collected autonomously with an Unmanned
Aerial Vehicle can be seen in Fig. A.2.

(a)

(b)

Figure A.2: RGB-D view registration results: (a) and (b) show the registered frames Vi for
two sequences of RGB-D images acquired with an Unmanned Aerial Vehicle [148].
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Registering two sets of RGB-D images with known
structure

In this section we present a solution for the special case when we are registering two sets
of views with known structure. In our work [16, 17, 18], a mobile robot visits the same location in the environment at different points in time. After reaching the specified location,
the robot collects an observation by executing the same motion each time and capturing
a set of RGB-D frames. As the two observations are acquired at the same position (and
orientation) in the environment, corresponding images in the two observations have some
amount of overlap (i.e. image 1 from observation O1 and image 1 from observation O2
cover roughly the same area). We exploit this fact and extract SIFT feature correspondences from images in the two observations, Ii1 and Ii2 . Using the the correspondences, the
goal of the optimization is to minimize the following residual:
min ∑ ei = kT · Pi1 − Pi2 k2
T

(A.6)

i

We are therefore looking for the transformation T aligning the two observations. We
use the same optimization framework as before, and scale the residuals appropriately. The
assumption of overlap between corresponding images in the observations is quite important, as it allows us to greatly reduce uncertainty in the minimization. The alternative to
this assumption is to compute correspondences between all pairs of images in the two observations, however this can be quite problematic in areas with symmetries (e.g. corridors).

Appendix B

Object Modeling with an Unmanned Aerial
Vehicle
In Chapter 3 we have shown that a mobile robot can robustly segment out objects of interest
in the environment through change detection. Further, in Chapter 4 we have looked at how
a robot can autonomously build complete 3D models of the objects by collecting additional
views. However, when deploying such systems in unstructured environments (e.g. an office
or a home) for extended periods of time, it quickly becomes apparent that a mobile robot’s
path is quite often obstructed by natural clutter (tables, chairs, etc.). In such situations
the robot can potentially navigate to one or two additional vantage points within a room,
which, as we show through the experiments of Chapter 4, is often not enough to obtain a
good object model. In this chapter we propose to explore a way of addressing this issue,
by pairing the mobile robot with an Unmanned Aerial Vehicle (UAV). While UAVs could
potentially overcome the limitation of cluttered floors, they add another level of complexity
and introduce a new set of challenges. The platform itself often has to be built from scratch
in research labs, and while mobile robot navigation and localization have become mature
with many implementations available off-the-shelf, safe autonomous flight with a UAV is
still a challenge.
The aim in this chapter is to develop a modeling pipeline, executed on a UAV equipped
with an RGB-D camera. We make a number of simplifying assumptions, and focus on
autonomously planning a path, navigating along it and collecting RGB-D views of an object of interest, and finally creating an object model. We use an external motion capture
system to localize the drone in the environment. In previous chapters we have shown how
a mobile robot can segment out objects autonomously. This is what we envision as the first
step, before deploying the UAV to further observe the object. However, in order to be able
to run experiments on the UAV in a safe environment (i.e. a cage with nets on all sides),
we present a simpler method for obtaining the input segmentation. Finally, we benchmark
the object models we create with the UAV by comparing them against models of the same
objects built with the mobile robot.
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Overview

The UAV we use is shown in Fig. B.1a. It is a custom made platform with a 250mm base
(distance between motor axes) and a PX4 PixRacer flight controller. The UAV is equipped
with a Primesense 1.08 RGBD camera, with static mounting where the camera is tilted
down at an angle τ = 37◦ . More details on the specifications of the platform can be found
in our work [148].
All experiments with the UAV are performed inside a 3x3x3m cage with protective
nets. Figure B.1b shows a snapshot from one of the experiments. We can see to the left the
UAV hovering near an object while sequentially moving between the view points generated
by the view planning component. The plan is checked for collisions, in this case typically
caused by the walls of the cage. In the upper right corner the camera image at the same
point in time is shown, with the object clearly in view. The lower right corner shows the
raw RGBD frame along with the view plan.

(a)

(b)

Figure B.1: (a) The Unmanned Aerial Vehicle (UAV) used in the experiments; (b) A snapshot from one of the experiments.
The input to our method is a cluster of points corresponding to a partial observation
of an object and the output is an object model. The main steps in the pipeline are view
planning, plan execution and object modeling data fusion. Our work [148] contains more
details on the method. As mentioned already, the UAV has to be flown inside a controlled
environment (i.e. a cage with mattresses on the floor, as shown in Fig. B.1) for safety reasons. Thus we cannot use the wheeled robot to obtain the first segmentation of the object
to be modeled. Instead, we employ a simpler method, whereby the UAV first executes a
flight path inside the environment and collects a number of RGB-D views. These represent
the static map (similar to the Meta-Room of Chapter 3). Next we place an object in the
environment, and use the UAV to take a snapshot of the object. Finally, we segment the
object by cropping it out of the snapshot based on a height threshold specified by an operator. While this method requires user supervision, it allows us to remove the dependency
on the mobile robot and focus on flying the drone, acquiring data and modeling the object.
We briefly describe the object modeling part of the pipeline. Following the view plan-
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ning and plan execution (data acquisition step), a number of RGBD views V = Vi containing the object of interest have been collected autonomously by the UAV. In addition, we
also have access to the RGBD views R = Ri , collected before the object was introduced
in the environment, as reference. When collecting the reference views, the UAV is free to
collect data without aiming at a specific object, which ensures a uniform and complete coverage of the environment. To register the RGB-D views we follow the approach described
in Sec. A.2, with the mention that the data acquired by the UAV can contain motion blur
and, in general, is more difficult to register than data captured by a wheeled mobile robot.
We therefore perform a number of optimization steps, starting with the views V = Vi and
R = Ri individually and then in a combined formulation with alternating optimization variables. More details in [148].

B.2

Results

We perform experiments using five household items. Before each run, we first perform a
flight pass with the UAV and stop at specified way points in the cage. This gives us the
map we compare against, which would normally be provided by the mobile robot. We then
place one of the objects in the environment (in various positions, including corners), and
we run the segmentation procedure described in Sec. B.1. Further, we collect data at the
viewpoints computed and we extract one object model for each experiment.1
We compare our results qualitatively with the results described in Sec. 4.9.1, where a
mobile robot was used to acquire views and build models of the objects autonomously. In
the controlled experiments, the object was placed in an accessible area, such that the robot
was able to navigate all around and collect additional views from all sides. In the uncontrolled experiments, the object was placed in more natural but less accessible locations, and
the robot was only able to collect a few additional views. Finally, we also show ground
truth point cloud models of the objects built using a turntable with the method described
in [100].
The results are show in Fig. B.2. We notice that the ground truth models are the
sharpest, with the least amount of blur or noise, and with the textures clearly visible.
Fig. B.2b and c show the progression when the objects are placed from more to less accessible locations. The degradation in quality can readily be observed when the robot can
only take a few snapshots of the objects from further away. In contrast, our results in Fig.
B.2d are closer in quality to the ones of 4.9.1 in the controlled experiments, even though
we conduct our experiments on a platform which is much more difficult to control. We
note that our registration and modeling step perform successfully, and that the resulting
model contains much more information than a single scan of the object would.
We conclude that the system presented has the capability of augmenting a mobile robot
platform by safely navigating to previously inaccessible locations, collecting data reliably
and using the data to create object models autonomously.

1 The

data can be found online at https://strands.pdc.kth.se/public/KTH_UAV_object_modeling/
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Figure B.2: Qualitative results of the object models built with the UAV: (a) Ground truth
models built on a turntable using [100]; (b) Point cloud models from the controlled experiments described in Sec. 4.9.1; (c) Uncontrolled experiments of Sec. 4.9.1; and (d) Our
point cloud object models.
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