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Abstract 

 
Nowadays, the amount of data generated by users within an Internet product 
is increasing exponentially, for instance, clickstream for a website application 
from millions of users, geospatial information from GIS-based APPs of 
Android and IPhone, or sensor data from cars or any electronic equipment, 
etc. All these data may be yielded billions every day, which is not surprisingly 
essential that insights could be extracted or built. For instance, monitoring 
system, fraud detection, user behavior analysis and feature verification, etc. 
Nevertheless, technical issues emerge accordingly. Heterogeneity, 
massiveness and miscellaneous requirements for taking use of the data from 
different dimensions make it much harder when it comes to the design of data 
pipelines, transforming and persistence in data warehouse. Undeniably, there 
are traditional ways to build ETLs - from mainframe [1], RDBMS, to 
MapReduce and Hive. Yet with the emergence and popularization of Spark 
framework and AWS, this procedure could be evolved to a more robust, 
efficient, less costly and easy-to-implement architecture for collecting, 
building dimensional models and proceeding analytics on massive data. With 
the advantage of being in a car transportation company, billions of user 
behavior events come in every day, this paper contributes to an exploratory 
way of building and optimizing ETL pipelines based on AWS and Spark, and 
compare it with current main Data pipelines from different aspects. 
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Abstrakt 

 
Mängden data som genereras internet-produkt-användare ökar lavinartat och 
exponentiellt. Det finns otaliga exempel på detta; klick-strömmen från 
hemsidor med miljontals användare, geospatial information från GIS-
baserade Android och iPhone appar, eller från sensorer på autonoma bilar. 
Mängden händelser från de här typerna av data kan enkelt uppnå miljardantal 
dagligen, därför är det föga förvånande att det är möjligt att extrahera insikter 
från de här data-strömmarna. Till exempel kan man sätta upp automatiserade 
övervakningssystem eller kalibrera bedrägerimodeller effektivt. Att handskas 
med data i de här storleksordningarna är dock inte helt problemfritt, det finns 
flertalet tekniska bekymmer som enkelt kan uppstå. Datan är inte alltid på 
samma form, den kan vara av olika dimensioner vilket gör det betydligt 
svårare att designa en effektiv data-pipeline, transformera datan och lagra den 
persistent i ett data-warehouse. Onekligen finns det traditionella sätt att bygga 
ETL’s på - från mainframe [1], RDBMS, till MapReduce och Hive. Dock har 
det med upptäckten och ökade populariteten av Spark och AWS blivit mer 
robust, effektivt, billigare och enklare att implementera system för att samla 
data, bygga dimensions-enliga modeller och genomföra analys av massiva 
data-set. Den här uppsatsen bidrar till en ökad förståelse kring hur man 
bygger och optimerar ETL-pipelines baserade på AWS och Spark och jämför 
med huvudsakliga nuvarande Data-pipelines med hänsyn till diverse aspekter. 
Uppsatsen drar nytta av att ha tillgång till ett massivt data-set med miljarder 
användar-events genererade dagligen från ett bil-transport-bolag i 
mellanöstern. 
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1 Introduction  
 

1.1 Context 
 
A product will inevitably yield miscellaneous data from different aspects, 
which is veracious reflection on the product’s characteristic and could provide 
insight regarding improvement of product itself or detection of miscellaneous 
users, etc. Consequently, the concept of ETL emerges.   
 
ETL represents a standard way of architecting the data pipeline. More 
specifically, data will be loaded from multiple sources with heterogeneous 
formats (raw text records, XML, JSON, Image, etc.), some transformation will 
be made on top of the raw data and persists to the underlying data 
warehouse[4]. After this procedure, data could be used to trace back for the 
history and status quo of the product via being queried to generate report or 
feeding to monitoring system on batch/real-time computing process 
frameworks like MapReduce, Hive or Storm, etc.  
 
In the past, there’s relatively small amount of data which could be stored, 
organized and handled by limited PC machines, this is more common in 
traditional companies like banks, hospitals or supermarkets, etc. However, the 
topic for data processing is changed dramatically in terms of size, variety, 
heterogeneity and business requirements as the Internet becomes faster, at 
the same time, PC and mobile phone become more prevalent nowadays. 
Previous works have already been done to migrate from storing and 
computing on a single supercomputer to distributed storage system and 
parallel computing thanks to the emergence of Hadoop Ecosystem [1]. 
 
Hadoop framework helps solve an essential problem, that the supercomputer 
will eventually suffer from hardware bottleneck as the data size and 
computation complexity is growing day by day. Moreover, company doesn’t 
have to buy this kind of costly server machine anymore, instead, commodity 
machine will suffice with the dedicate-designed distributed computing 
algorithms [2]. Data will be stored on each server and the computation 
procedure is moved to where data resides, not reverse, which could reduce the 
I/O shuffle remarkably and provide lots of valuable features like fault 
tolerance, replications, consistency, etc. which are all transparent to front-end 
users [3].  
 
At the same time, Spark is one of the most popular in-memory parallel 
computing frameworks which yields better performance in most scenarios 
when comparing to Hive or MapReduce [5]. Moreover, Spark provides unified 
integral packages for different computation models which are all benefit from 
Spark’s underlying design and structure, namely, graph computing, machine 
learning, stream processing and batch processing [6].  
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Being in a car transportation company, there are tens of millions of users all 
around the world calling on private cars serving as taxi, which will generate 
over billions of user behavior events every day. For instance, user and driver 
information, service area, trip and booking related tables. Some of the metrics 
will be massive in amount, like driver pings, which will yield more than 
billions of records per day by sending driver’s location to the backend data 
center; also, like trip and booking related tables, every status (booking a ride, 
order is taken, arrival of driver, customer in the car and destination is made) 
will be logged in the backend as well for the purpose of tracing back later on, 
so the amount of data for trip and booking will be up to hundreds of millions 
per day. 
 
Consequently, great values could be extracted and the company has already 
built data platform based on on-premises Hive cluster to consume data for 
usages like guiding decision making, fraud detection, A/B testing and 
monitoring systems, etc. 
 

1.2 Problem 
 
As the market is spread faster, user’s are growing faster in current year. Before 
January 1st, 2017, for a range of more than 4 years, there’re altogether 7.6 
million of users, yet due to the end of July 2017, there’re 13 million of users 
totally. To put differently, users have virtually doubled in 7 months when 
comparing to the previous 4 years, which is remarkable. Inevitably, data size 
is expanding accordingly, and also, we are planning to collect more metadata 
from the App, like acceleration, speed, direction, etc., to build a more dedicate 
profile of the product itself.  
 
As the way of consuming data becomes more versatile and complicated as well 
as analytics becomes more insightful, some new scenarios like massive-join 
iteration or machine learning model implementations could not be supported 
well on the current architecture, which is based on on-premises Hive cluster. 
Either it is hard or not possible to implement based on Hive SQL, or it is slow 
to execute as a daily task. Since more and more tasks need to be scheduled to 
run in daily manner, thus there’s need to explore a new way of constructing 
the data platform which should be more robust, flexible, extensible and cost-
efficient in terms of scheduling daily data pipelines and supporting analyzing 
jobs from different teams.  
 

1.3 Purpose 
 
With the emergence of AWS which serves as a big-data service platform, it 
provides virtually all kinds of middlewares like logging aggregation center, 
message system, container server for deploying scalable web applications, etc. 
From this point of view, AWS is likely to serve as a better underlying 
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infrastructure to support ETL pipelines construction. Moreover, Spark is well 
known for it’s great in-memory programming model which could supply 
almost all transformation semantics (including higher-order functions like 
map, filter, fold and advanced semantics like window function) as well as 
massive-iteration tasks efficiently. Since our mainly ETL pipeline task is based 
on the above semantics, thus Spark could be a good solution when comparing 
to Hive based on MapReduce. 
 
This paper intends to construct a more robust, flexible, extensible and cost-
efficient data platform based on Amazon AWS and Spark for the purpose of 
serving analytical tasks and scheduled data pipelines regarding aspects like 
speed, maintenance and costs. Moreover, AWS-related ETL issues will be 
experimented and optimized. And eventually, performance gain will be 
quantified when comparing to the previous data platform architecture. 
 

1.4 Goal 
 
1. Experiment on the I/O performance of Hive table based on Amazon S3 and 

Hive table based on HDFS, build the new ETLs based on this experiment’s 
result.  

2. Build API Gateway to collect massive data to raw data layer which serves as 
the data lake, and benchmark performance of the service in terms of RPS, 
peak handling, etc. 

3. Build cleansed data layer based on App events collected from API Gateway, 
which partially constructs cleansed data layer.  

4. Build and optimize materialization ETL server which enables data platform 
to denormalize data from data lake to data mart, which could generate 
insights and extract essential information from the collected App events. 

5. Compare experiment results with previous ETL architecture and illustrate 
the performance gain quantitatively. 

 

1.5 Methodology / Methods 
 
Methodologies have been applied to provide theoretical support for this paper. 
Overall, the paper conforms with research methodology via introducing a 
research question and a hypothesis, making predictions on the possible 
results, designing and implementing experiments and constructing the 
essential part of ETL pipelines for testing and gathering metrics. Lastly, 
results will be analyzed to support for the previous hypothesis and 
predictions. In detail, there’re two methodologies that have been applied in 
the paper which are illustrated below. 
 
Deductive Approach[7] is being applied to help verify hypothesis based on 
existing theories from existing papers. It is always go along with the scientific 
research, which will help determine that current hypothesis will be more likely 
to be true.  
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Quantitative research[8] is the other methodology that will be applied to 
answer the research question. All experiments and benchmark testing will be 
built upon comparative test, where variables will be controlled to guarantee 
that two different ETL pipelines should be comparable to safely draw the 
conclusion.  
 

1.6 Outline 
 
In the following Chapters, paper is divided into 4 parts. Specifically, in 
Chapter Two, extended background is elaborated so as to give a more 
comprehensive introduction regarding the background and fundamental 
environment this paper is built upon; Chapter Three describes the main work 
of the paper, including the design and architecture of each module, details of 
implementation and optimization as well as the design and result of 
experiments regarding performance metrics; Chapter Four illustrates the 
overall comparison of performance between this paper’s work and the 
previous ETL architecture in a quantitative manner; Lastly, in Chapter Five, 
conclusions of the above work are summarized. Moreover, limitations and 
future work are also stated in this chapter. 
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2 Background 
 
Continue from Chapter 1, a more detailed description regarding background 
of this paper is elaborated, which will be divided into three parts. Namely, 
Hadoop related concepts, large scale ETL concepts and AWS will be presented 
in the following sections. 
 

2.1 Hadoop Related Concepts 
 
In this section, concepts of Hadoop ecosystem within the scope of the paper 
will be introduced. Specifically, distributed computing engines will be firstly 
described because it is the foundation for large scale ETL design. Next, 
Hadoop file formats will be presented and compared between each other 
which serves as the basis of data persistence in the following paper.  
 

2.1.1 Distributed Computing Engines 
 
Hive serves both as a distributed computing engine and as a data warehouse 
based on MapReduce [9] which facilitate the process of implementing 
business requirement on massive data stored in HDFS via SQL-like query 
[10]. The underlying architecture of Hive is essentially mapping data in HDFS 
to table in Hive, where a service called Hive Metastore comes into play to help 
manage the metadata and partition information of all Hive tables. Users or 
other tools like Spark could access Hive Metastore via HCatalog or HWebcat 
tools [11] as API portals.  
 
Moreover, Hive table could be built with the support of partition feature which 
will separate underlying data by specific context like day, month or year. In 
this way, not all data needs to be scanned for queries with date range 
constraint, which will remarkably boost the speed of computation. 
 
From the above point of view, Hive definitely provides an easier and more 
convenient way to manipulate on big data, yet it still suffers from performance 
penalty because it will cost disk I/O shuffling immensely when there’s 
multiple phases due to the underlying architecture of MapReduce [12]. 
Consequently, if ETL is constructed upon Hive with massive data transformed 
every day, it’s going to cost much more resources and time to finish the job. 
 
Spark, as a new computing engine after Hive framework, it’s biggest 
characteristics is the ability of in-memory computation, which is faster than 
Hive especially when there’s multiple MapReduce phases on a complicated 
query [13]. Further, UDF implementation in SparkSQL is much easier and 
more flexible when comparing to that in Hive [14], which needs to be 
packaged, deployed and referenced from Hive. This is essential since ETL 
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requires UDFs frequently and it saves human resources significantly in terms 
of implementing, deploying and management. And lastly, Spark and 
SparkSQL could take use of Hive table via Hive Metastore connection, 
therefore all ETL jobs that are implemented in Hive are essentially able to be 
migrated to SparkSQL, which will yield great performance gain [15]. 
Consequently, Spark and SparkSQL will be the major choice for implementing 
ETL pipelines. 
 

2.1.2 Hadoop File Formats 

2.1.2.1  Introduction 
 
There’re multiple storage format in Hadoop file system to store underlying 
data as. For instance, TextFile, SequenceFile, Avro, and Parquet.  
 
TextFile and SequenceFile are both file-based formats, the former will store 
data based on row in plain text, whereas the latter will serialize data in key-
value structure for each line of record [16]. 
 
Avro, on the other hand, is one of the serialization formats, whose files are 
compressed and splittable. The ability to split is essentially important among 
all compressed Hadoop file formats since it will help take full advantages of 
distributed computation engines like MapReduce, Hive or Spark to split 
compressed files to different executors [16]. 
 
Parquet is one of the columnar-based storage formats which are optimized for 
column-oriented queries, that will select only limited columns out of wide 
tables with numerous columns [26]. The reason for that is because data is 
stored per-column rather than per-row, so only a limited number of data will 
be loaded when querying on subset of all columns as shown in Figure 1 [27]. 
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Figure 1 Columnar-Based V.S. Row-Based Storage in Hadoop 

 
Also, columnar-based file format will be more suitable for parallelism. 
Multiple executors could load each column simultaneously when it intends to 
load one line of record [28]. Moreover, since data in the same column will be 
more similar than that in each record, it will gain better compression rate 
[28]. 
 

2.1.2.2  Comparison 
 
As introduced in Section 2.1.2.1, there’re various types of file format that could 
be applied. In this section, the advantages and disadvantages will be analyzed 
in detail as well as the difference among major Hadoop file formats. 
 
To begin with, TextFile and Parquet file format are firstly compared. 
According to experiment, Parquet table consumes much less disk space than 
TextFile table with the same underlying data, which is expected empirically. In 
the experiment itself, log data is compressed from 7.2TB plain text to 2.9TB in 
Parquet format, which reduces virtually 60% of disk spaces [29]. Moreover, 
queries on Parquet table gain much better performance in comparison with 
that on TextFile table when only querying on a subset of all columns in the 
table. This is because Parquet table is columnar-based so that not all data in 
every column needs to load into memory and shuffle around, which will 
decrease the query time remarkably. On the contrary, if it is frequent to select 
all columns out of the table, then the result shows that query on Parquet table 
will be relatively much slower than that on TextFile table due to the record 
assembling procedure for columnar-based Parquet files [29]. 
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Further, the vital advantages of either Avro or Parquet file type over 
SequenceFile is the characteristics of schema evolution [16]. Schema evolution 
supports that the schema to load files is not necessarily the same as the 
schema for writing the file. This enables user to add new fields to existing files 
without affecting the historical data when facing changes in the future. 
 
Lastly, when it comes to comparing Avro and Parquet file formats, Avro is 
merely better than Parquet in terms of compression rate, which will save more 
disk space. Regarding querying, Avro table takes more time for the same SQL 
query than that on Parquet table or even TextFile table [26]. Moreover, 
according to experiment [26], all types of queries, scan queries and 
aggregation queries, yield better performance over table in TextFile or Avro 
format.  
 
To recapitulate, the comparison between major Hadoop file formats could be 
summarized as Table 1: 
 
 TextFile SequenceFile Avro Parquet 

Compression 
Rate 

No Good Best Better 

Splittable Yes No Yes Yes 

Column-
Oriented 
Queries 

Less 
Performance 

----- Less 
Performance 

Good 
Performance 

All-Column 
Based 

Queries 

Good 
Performance 

----- Less 
Performance 

Less 
Performance 

Schema 
Evolution 

No No Yes Yes 

Table 1 Comparison Among Major Hadoop File Formats 
 

2.1.2.3  File Format Selection 
 
In our scenario, there will be two categories, namely, data lake and data mart 
which is described thoroughly in Section 3.3.  
 
For App events data in data lake, since it is coming from API Gateway and 
persist in Amazon S3 in plain text, so this table will be built on TextFile for the 
consideration of ease of implementation (no need to transfer from TextFile to 
Parquet anymore). Moreover, Hive partition and denormalized tables will be 
created or calculated based on merely every day’s new incoming data in 
app_events table, whose procedure is incremental and will suffer less from 
performance penalty when comparing to query on Hive table in Parquet 
format.  
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Further, as for denormalized tables, since they are calculated based on tables 
in data lake and will result in wide tables with much more columns that will 
provide insights for business logic, so it would be better to persist in Parquet 
format which will be more efficient in later query. 
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2.2 ETL Concepts 
 
ETL has been evolved over a long time, when data needs to be ‘Extracted’ from 
various data source, ‘Transformed’ to desired structure and format, and 
eventually ‘Load’ into data warehouse for business requirements or analytics, 
etc. [17] 
 
As data is more prevalent nowadays, massiveness, heterogeneity and 
generated speed are all problems challenging traditional ETLs in all the three 
phases (which could be safely proved from the result of performance 
experiment in Section 3.4). Moreover, the architecture of traditional ETLs 
procedure may need to adjust as well. Massive data are coming in without 
knowing what’s the perfect structure that could fit all requirements in the 
future, transforming and cleaning procedure could be complicated and 
introduce severe latency on ETL job, etc. All this may contradict with the 
traditional ETL design.  
 

2.2.1 Large Scale ETL Architecture 
 
Solution for issues face with traditional ETL architecture is evolved in the 
following ways: 
 

1. Data will be collected with the support of distributed messaging system, 
like Kafka [18], which would work as a robust buffer for storing and 
consuming on large amount of data. 

2. Transformation procedure could be deprecated in the context of ETL 
and store raw data directly into data warehouse. In this way, ETL would 
be better in performance regarding response time and less error-prone 
with dirty data, wrong format, etc. [19] 

3. After data is loaded into data warehouse. More transformation could be 
applied to cleaning, manipulating on data for other purposes like 
monitoring system, training model via machine learning, etc., which will 
be described in the next part [19].  

 
Large scale ETL is not merely about collecting and persisting data anymore, 
instead, building a robust data platform which is able to handle various 
requirements regarding analyzing, monitoring or training in reasonable time 
on massive dataset is the new specification for current scenarios to some 
extent. 
 

2.2.2 Data Layer 
 
For data persistence, in traditional ETLs, data will be cleansed, filtered and 
transformed to a designed and unified schema before putting into Data 
Warehouse, after this procedure, user could execute analytics based on 
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curated data in warehouse [20]. The drawback is already elaborated in the 
start of Chapter 2.2, consequently, the concept of Data Lake [21] brings out 
accordingly. Data Lake, on the contrary, serves as the data center where data 
directly goes in in raw format without any transformation as shown in Figure 
2, from this perspective, it is also called Raw Data Layer. Moreover, Data Lake 
provides another great feature called schema-on-read, which is contrary to 
schema-on-write for Data Warehouse [16]. Schema-on-read enables different 
schemas could be applied on the same data for reading, whereas schema-on-
write needs designing the schema firstly before persisting data to disk. 
Apparently, the former solution is more flexible and will meet large scale 
ETL’s requirements. 
 

 
Figure 2 Comparison of ETL Based on Data Warehouse and Data Lake 

 
After Raw Data Layer, transformation (cleansing, filtering, type casting, etc.) 
will be applied on the raw data in various ways and eventually persist to 
another place called Cleansed Data Layer, where data is more structured and 
consumable than Data Lake.   
 
Lastly, queries will be built upon data in Cleansed Data Layer and the final 
results will constitute the Application Data Layer, which is also called Data 
Mart [22]. Data in this layer could be consumed directly by applications like 
monitoring system, training models or advanced analytical process, etc. 
Where data science team will mostly work on this level. 
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2.3 AWS 
 
As the developing of big data ecosystem, small companies are more preferring 
to have an all-in-one integral solution of data platform regarding 
transformation and persistence for the purpose of agility, cost-saving, 
stability, maintenance-free, etc. As a matter of fact, architecture of large scale 
ETL for this paper is designed on AWS platform, which is one of the leading 
SaaS providers to support miscellaneous data requirements [23].  
 
In this chapter, AWS will be elaborated in detail for the related services which 
will constitute the foundation of the paper’s architecture. 
 

2.3.1 Amazon S3 
 
Amazon S3 is an object-based distributed storage system which could handle 
trillions of objects with 99.9% monthly uptime [24].  Data stored in Amazon 
S3 could be easily managed and supported by computing engines like Hive 
and Spark, which is essential for the architecture of this paper’s large scale 
ETL design.  
 
Inevitably, HDFS [31], which is a distributed file system designed for Hadoop 
ecosystem, will always be brought out to compare with S3. Detailed 
exploration will be described in Section 3.1.1. 
 

2.3.2 Amazon Redshift 
 
Amazon Redshift [25] serves as a data warehouse which facilitates users to 
run complex SQL queries on petabytes of structured data efficiently, which is 
also known as an OLAP engine. On the contrary, data warehouse like MySQL 
will handle small queries with better performance, thus it is deemed more as 
an OLTP engine. 
 

2.3.3 Elastic Beanstalk 
 
Elastic Beanstalk is a container service for deploying other applications or 
services with support of scalability, load balancing and health detection, etc. 
The most significant feature of this service regarding the paper is the ability to 
scale with condition triggering. Since we need to deploy API gateway (Section 
3.2) as the façade of incoming App events, so there’s need to automatically 
scale the API gateway service horizontally whenever requests per second 
increase accordingly. Moreover, Elastic Beanstalk integrates with CloudWatch 
service (described in Section 2.3.5) which will alert responsible individuals by 
text message or email provided there’s any exception from the server.  
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2.3.4 Kinesis 
 
Kinesis is a distributed streaming system for processing on massive data 
streams. It is composed of three modules, namely, Kinesis Streams, Kinesis 
Firehose and Kinesis Analytics.  
 
As for Kinesis Streams, it merely serves as a messaging system for publishing 
and subscribing on different data stream within applications, whereas Kinesis 
Firehose goes more step further, it could facilitate the procedure of loading 
data into AWS services like Amazon S3, Amazon Redshift, Kinesis Analytics, 
etc. Lastly, Kinesis Analytics is a real-time data processing engine which helps 
to deal with streaming analytics. 
 

2.3.5 CloudWatch 
 
CloudWatch provides the ability to monitoring the health condition and 
supervising on specific metrics or log files from different services in AWS and 
send alert according to condition. Almost all of the following services applied 
in this paper will be connected with CloudWatch to provide emergency alert in 
time. 
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3 Implementation 
 
In this chapter, the architecture and constitution of the paper will be 
described in detail, which could be divided into four parts, namely,  

1. Experiment for comparing query performance with Hive table on both 
Amazon S3 and HDFS. 

2. Design and construction of App Events API Gateway for collecting data-
intensive events from customer and driver App, and the overall ETL 
dataflow, including batch processing consumer, to persist app events in 
the downstream pipeline. 

3. Design and construction of creating Hive table upon App events as data 
lake and denormalizing tables as data mart, which both will serve as the 
persistence level for data platform. 

4. Implementing and optimizing materialization ETL server which serves 
as the core module to supply tasks to calculate on data from cleansed 
data layer into application data layer in a schedulable and robust way. 

 

3.1 Optimization of Denormalizing Table on Amazon S3 
 
For all Hive tables within the scope of the paper, they are all built upon 
Amazon S3 as the external data source. Inevitably, there’s need to benchmark 
performance of Hive table built on both S3 and HDFS. 
 
In this section, Experiment for comparing query performance on Hive table 
with external data source both from Amazon S3 and HDFS is proceeded and 
the optimized solution is proposed. 
 

3.1.1 Comparison of S3 and HDFS 
 
Amazon S3 is a distributed storage system based on object, which could scale 
horizontally over trillions of objects with virtually 100% durability and, 
obviously, could serve as data persistence location [30]. Similarly, HDFS 
could also serve as the distributed file storage system for huge amount of data 
with consistency and availability [31]. 
 
In the context of current company’s architecture, all data is primarily stored in 
S3 with the following consideration (Summarized in Table 2): 
 

1. Cost. According the estimation [32], Amazon S3 is 5 times cheaper than 
HDFS when benchmarking on 1 TB data per month. 

2. Elasticity. Capacity estimation for storing future data is hard to predict, 
it will thus cost more labour resources to extend, balance, maintain the 
HDFS cluster provided that the usage of disk space exceeds the capacity 
in the future. On the contrary, S3 provides the features of extending the 



15 
 
 
 
 

capacity, balancing data to prevent data skew and maintenance natively, 
which are all transparent to the user. From this point of view, S3 is more 
elastic than HDFS. 

3. Availability and Durability. According to the experiment on HDFS 
regarding availability and durability [33], it is safely shows that Amazon 
S3, which guarantees  99.999999999% durability and 99.9% availability 
[34], overshadows that on HDFS. 

4. Performance/Cost. The shortcoming of Amazon S3 is that it doesn’t 
support data locality [35], whereas HDFS does. Therefore, on average, 
HDFS could provide 6 times higher read capacity than Amazon S3 [32]. 
Nevertheless, Amazon S3 is approximately 2 times better when 
comparing to HDFS regarding performance/cost owing to the fact that 
S3 is 10 times cheaper than HDFS. 

 

 Amazon S3 HDFS 

Cost 1x 5x 

Elasticity Good Bad 
Availability and 

Durability Higher High 

Performance/Cost 2x 1x 

Data Locality Not support Support 

Read Throughput 1x 6x 
Table 2 Comparison Between Amazon S3 and HDFS 

 

3.1.2 Problem Statement 
 
As stated in Section 3.1.1, Amazon S3 is much slower than HDFS in terms of 
read capacity due to the lack of data locality support. Since there are terabytes 
of data, with billions of log records, residing in the data lake, it is therefore 
urgently needed to examine the influence of different external data source to 
the query performance on top of computing engines like SparkSQL. To be 
more specific, query performance difference between Hive table based on S3 
and Hive table based on HDFS needs to be benchmarked on all kinds of query 
types (scan query and aggregation query). 
 

3.1.3 Experiment 
 
Firstly, due to the fact that Amazon S3 and on-premises HDFS cluster are 
different regarding the way of estimating capacity and pricing, thus, 
1000/(cost*time) will be applied as the metric for comparison. As for Amazon 
s3, the price is calculated by the usage of data size, whereas on-premises 
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HDFS is built upon 5 VPCs, each of which is capable of 4vCPUs, 32GB 
memory, and EBS only.  
 
The procedure for comparison the query performance is designed and 
executed as follows (illustrated in Figure 3): 
 

1. Pick 3 correlated Hive tables (namely tbl_a_1, tbl_b_1 and tbl_c_1), 
whose data format is Parquet and data size is 120 GB respectively on 
average, with hundreds of millions of records in each table. 

2. Copy underlying data of the above tables from S3 to HDFS, build another 
3 Hive table based on the new identical data in HDFS, namely tbl_a_2, 
tbl_b_2 and tbl_c_2. 

3. Design scan query (Q1) and aggregation query (Q2) respectively as is 
shown in Figure 4. Scan query will simply retrieve all records out with 
filter condition, whereas aggregation query will combine join operation 
and group operation together to verify the performance. All results after 
executed will be written back to another Hive table with corresponding 
underlying external data source, either HDFS or Amazon S3. 

4. Replicate the 3rd step 3 times and calculate average number as result. 
 

 
Figure 3 Experiment Design for Query Performance Based on 2 Data Sources 
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Figure 4 Query Designed for Benchmarking Performance 

 

3.1.4 Result 
 
Since there’s only 120GB data applied in current experiment, yet the disk’s 
capacity of HDFS could handle far more data amount, thus the price for HDFS 
is estimated proportionally to the size of real applied data. Also, HDFS is 
required for persisting the intermediate temporary data while calculating, so 
the price estimation only covers the data storage part, for HDFS cluster itself, 
it is excluded from the comparison. Consequently, HDFS solution is estimated 
1.16 times more expensive than that on Amazon S3. 
 
Result is demonstrated in Table 3, it shows that HDFS Hive table will be 
31.8% times greater than S3 Hive table on scan query, which is based on 
1000/(cost*time), and 66.4% times greater on aggregation query. It seems like 
the more complicated the query is; the better performance will be gained 
when comparing HDFS Hive table to S3 Hive table. It makes sense empirically 
given that aggregation query will read and write more data from and to the 
external data source than scan query, which only manipulates on merely one 
Hive table. 
 

 HDFS Hive Table S3 Hive Table 

Q1 1000/(1.16*242)=3.56 1000/(1*371)=2.70 

Q2 1000/(1.16*787)=1.095 1000/(1*1519)=0.658 
Table 3 Result of Query Performance on 2 Data Sources 
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3.1.5 Trade-off Solution 
 
From the result shown in Section 3.1.4, there’s a need to find compromise 
between better performance on HDFS Hive table and an abundance of 
advantages (Section 3.1.1) on S3 Storage. Consequently, another experiment is 
designed:  
 
For S3 Hive table test case, procedure is the same as in Section 3.1.3, except 
that writing the result to a HDFS Hive temporary table instead of directly into 
the destination S3 Hive table. After this phase, use S3DistCp tool to efficiently 
copy data from HDFS to S3 [36]. The procedure is illustrated in Figure 5. 
 

 
Figure 5 Experiment for Trade-off Solution 

 
The result is shown in Table 4, which looks promising. HDFS Hive table is 
only 22.8% times greater than the new trade-off solution on scan query, and 
33.2% times greater on aggregation query, which are both tolerable when 
comparing to the previous 31.8% and 66.4% performance difference. 
 

 HDFS Hive Table 
S3 Hive Table 

(HDFS temporary 
table) 

S3 Hive Table 
(Directly) 

Q1 1000/(1.16*242)=3.56 1000/(1.17*295)=2.90 1000/(1*371)=2.70 

Q2 1000/(1.16*787)=1.095 1000/(1.17*1031)=0.822 1000/(1*1519)=0.658 

Table 4 Result of Query Performance on 2 Data Sources (with Trade-off 
Solution) 
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In the rest of the paper, all pipelines within data lake and data mart are built 
via the trade-off solution by default. And in the next section, API Gateway will 
be designed and implemented to collect log events from frontend APPs. 
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3.2 App Events API Gateway 
 
This part focus on the design and construction of API Gateway which will 
collect data from millions of Apps every day, as well as the testing before 
moving forward to production environment and the performance it could 
handle. 
 

3.2.1 Purpose 
 
There are millions of customers and drivers all around the world, from whom 
events will generate from second to second as they move around, call a driver 
to pick up, and their current location, etc. All these data needs to be collected 
efficiently to the backend for later use. Moreover, “You can never have too 
much data – bigger is always better”, said by Amazon’s chief technology 
officer Werner Vogels [37]. So it is imperative to collect almost all the data 
generated by user in case there’s any business requirement in the future. 
 

3.2.2 Design Consideration 
 
There’re several design considerations that need to meet, namely: 
 

1. Consistency. Data needs to be consistent with what user generates from 
their App, to put differently, no duplication, no loss, and guarantee that 
events will be exactly the same after yielding from App and persisting in 
Amazon S3. 

2. Quality. Data needs to have a least specified structure, for instance, it 
should be in JSON format, with required fields like UUID, App info, 
event name, timestamp, etc. In this way, data could be well-manipulated 
with more value in the downstream. 

3. Scalability. From observation of history data, user increases 20% per 
month, so there’s need to scale horizontally for the API Gateway to 
handle the peak scenario and more incoming events from the newly-
joined users. 

4. Traceability. Every event could fail when sending to API Gateway due to 
network trembling, event format error, system downgrade, etc. so the 
logging and monitoring module should be robust to trace any possible 
error that could lead to the failure of requesting on API Gateway. 

5. Near Real-time Processing. Due to the future data products 
characteristics like fraud detection, App events data needs to be 
persisted and is able to be consumed by downstream analysis in near 
real-time level so as to react immediately once some emergencies should 
happen. 

6. Extensibility of Consumer. Consumers of App events data from API 
Gateway should be easily-extensible and flexible enough for later use. As 
of now, the basic pipeline would be merely batch processing on near real-
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time data, but in the future, stream analytics could also be added so the 
architecture of ETLs should consider this scenario as well. 

7. Ease of Consuming. The place for persisting the events records should 
be flexible enough to be consumed by any other consumers and is 
capable of building Hive table upon the data so as to be used by any other 
computing frameworks like MapReduce, Hive or Spark, etc. 

8. Handle Peak, Data-Intensive Request, Responsive-Fast. It should be 
able to avoid system downgrade as much as possible even when there’re 
more incoming requests in a sudden short time. Meanwhile, it should 
always response requests fast enough so there’s no blocking to the sender 
thread. 

 

3.2.3 Technical Selection 
 
There’re two choices to build the App Events API Gateway: 
 

1. Build it on Spring Boot, which makes it simple to build stand-alone and 
robust web applications in an agile way, deploy in Elastic Beanstalk. 

2. There’s a built-in module in AWS called Amazon API Gateway, a service 
that makes it easy for developers to mange custom APIs with the ability 
to scale, which could serve as the façade of backend applications like 
Kinesis Stream with just a few clicks. 

 
For comparison, it seems like the second framework provided by AWS is 
easier to configure and deploy. However, since it is encapsulated like a black 
box, so it’s not as flexible as the first solution that we can write any code to do 
filtering and verification within the gateway itself, which suits better to our 
scenario. 
 

3.2.4 Architecture 
 
The architecture of API Gateway is illustrated in Figure 6: 
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Figure 6 Architecture of API Gateway 

 
As we can see from top to bottom, the App events pipeline will be in the 
following order:  
 

1. users will use the App and corresponding events will be sent to the 
API Gateway. 

2. API Gateway resides and are running in a Docker container, and 
there will be multiple API Gateways (and corresponding Docker 
containers) in the AWS Elastic Beanstalk.  

3. All API Gateways will send App events to Kinesis Stream, which is 
the distributed messaging system in AWS, after checking, filtering 
and transforming. 

4. An AWS Lambda is subscribed on the corresponding Kinesis Stream, 
pull out the data whenever there’s new App events and push forward 
to Kinesis Firehose, which is configured to push the data to Amazon 
S3 directly. 

 
As for the internal design of API Gateway, it’s depicted in Figure 7. 
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Figure 7 Internal Design of API Gateway 

 
API Gateway is built upon Spring Boot. The main thread consists of Controller 
façade, which is responsible for receiving HTTP requests from users, and 
integrity checking module, which will help guarantee that the incoming 
requests is in JSON format and required fields are available in the content of 
every App event. After this phase, main thread will request for a child thread 
from the thread pool to do the transformation of App event and put it in the 
buffer array. The motivation for applying thread pool and buffer array is 
essentially for two factors, namely, guarantee to the main thread that it’s 
always high responsive to the HTTP requests, as well as buffering for 
incoming requests in the peak time. If the buffer size is above 80% of the 
overall allocated size, alert will be sent from the Thread Pool Monitor module 
to Elastic Beanstalk, which would scale up another API Gateway service 
quickly to share the pressure. Lastly, a consumer thread will check the buffer 
periodically and send App events, if any, in batch to Kinesis Stream. 
 
As for the buffer array, it is implemented via BlockingQueue in Java, which is 
thread-safe and are born for implementing producer-consumer scenario in 
multi-thread environment. Consequently, it will guarantee consistency and 
veracity with the underlying structure. 
 
Lastly, for the design considerations in section 3.2.2, all will be met with the 
above architecture as illustrated in Figure 8. To be more specific,  
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1. Consistency is guaranteed. App events will flush in to the API Gateway 
and there will be checking and filtering procedures before the data could 
go further to the downstream. During which process, there’s no change 
to the App event and it’s guaranteed by unit tests. 

2. Quality is guaranteed. All App events passing API Gateway will be 
checked with the format and required fields before sending to Kinesis 
Stream, which is self-explained. 

3. Scalability is guaranteed. Elastic Beanstalk supports auto-scaling 
according to the pressure or number of incoming requests to API 
Gateway in each Docker container, that is to say, when the peak time, 
people going to work place in the morning or back home in the afternoon, 
is coming or user is increasing to another order of magnitude, Elastic 
Beanstalk could scale up and down automatically according to the 
configured metrics.  

4. Traceability is guaranteed. For API Gateway module, logging is verbose 
when there’s error from the sent App events or the network trembling. 
All logs from every API Gateway will be aggregated and collected to 
CloudWatch, which is the monitoring service in AWS. Track metrics 
have been set to monitor log files and will alarm when fatal errors are 
triggered. Moreover, for modules like Kinesis Stream, AWS Lambda and 
Kinesis Firehose, there’s built-in monitoring tools regarding memory 
usage, CPU usage, system load or incoming requests rate, etc. All these 
system metrics have corresponding alarming configuration provided 
there’s emergency to check and fix upon. 

5. Near real-time processing is guaranteed. During the dataflow of App 
events, there’s no block from any modules like API Gateway, Kinesis 
Stream, AWS Lambda, etc. So the data will go directly into S3 in current 
design as soon as they have been forwarded. Nevertheless, there’s some 
time interval for consolidate the App events to a file before writing into 
S3 so there will be approximately 3 minutes’ latency which is tolerable 
and meets the design patterns. 

6. Extensibility of consumer is guaranteed. By applying Kinesis Stream as 
the messaging system. Different consumers could be easily added to 
consume App events data from this level to implement other pipelines 
like streaming analytics as an example. 

7. Ease of consuming is guaranteed. Since S3 is equivalence of HDFS in 
AWS, and Hive could build table upon external data in S3, so we choose 
S3 as the final data warehouse. In section 3.3, it will be discussed in more 
detail regarding the way to build and denormalize corresponding tables 
upon App events and the way to consume it with all related distributed 
computing frameworks. 

8. Handle peak, data-intensive request, responsive-fast is guaranteed by 
applying thread pool to detach the request façade in main thread, as well 
as applying BlockingQueue as a buffer for app events. 
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Figure 8 Design Patterns Guaranteed By API Gateway Architecture 

 

3.2.5 Optimization, Testing and Result 
 
The test procedure is divided into two phases: 1. Load testing and stress 
testing 2. Optimizing. 
 
The difference between load testing and stress testing is that the former one 
will try to fix the RPS rate in order to verify that current system could handle 
the pressure in the long run stably, whereas the latter one will try to yield RPS 
as high as possible until the system goes downgrade in a short time. Load 
testing is proceeded by loadtest tools [38] from NPM repositories, and stress 
testing is implemented by the famous Apache HTTP benchmarking tool [39]. 
 
Firstly, the test is limited on a single API Gateway, which is deployed on a EC2 
instance. Load testing is processed and the outcome shows that maximum 
acceptable RPS is 100, which is too low to accept. And when doing stress test, 
system is degraded quickly as shown in Figure 9. 
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Figure 9 Load Testing Monitoring Metrics of API Gateway Before Optimization 

 
After tweaking on metrics regarding both environment and procedure of API 
Gateway, it yields better performance with RPS boosting to 1976 on average as 
shown in Figure 10 with load testing, and there’s no degrade for the API 
Gateway anymore in Figure 11, which will suffice for our case.  
 
 

 
Figure 10 Load testing Result After Optimization 
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Figure 11 Load Testing Monitoring Metrics of API Gateway After Optimization 

 
To be more specific, the amended metrics are listed as below: 
 
1. EC2 instance type. The original type is t1.micro, and for production 

environment there’s need to upgrade to m3.xlarge type. Comparison of both 
instance type is illustrated in Table 5, where the network performance, 
vCPUs and memory are all one of the bottlenecks for the low RPS 
empirically. 

2. Kinesis Stream sharding related. When checking the log from EC2 instance, 
the following error complains: “ProvisionedThroughputExceededException 
- Rate exceeded for shard shardId-000000000000 in stream 
[stream_name] under account [account_number]”. It is due to that 
sharding is set to be too small to accept that amount of data flushing in to 
Kinesis Stream according to the related thread [41].  Consequently, the 
shard number is increased accordingly. 

3. Data skew. System time in milliseconds is applied to the partitionKey when 
adding App events to Kinesis Stream, this could cause data tilting since time 
is consecutive and the adjacent App events are more likely to be identical 
and put in the same stream bucket, which will bear more pressure than the 
others. The optimization to this case is appending random suffix string to 
the partitionKey so it is less likelihood to suffer from data skew anymore. 

4. Write in batch procedure. As is shown in Figure 12, the original logic is write 
in batch for merely one time when there’s App events detected in the buffer 
and then going to sleep for some time. In this way, there’s chance that an 
abundance of data in the buffer could be blocked when a peak occurs with 
substantial requests in a short time. So for the purpose of optimizing, the 
procedure will be amended to send in batch exhaustively until there’s no 
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more App events in buffer and eventually moving to sleep process, which 
could handle the peak scenario efficiently. 

 
 

EC2 instance type t1.micro m3.xlarge 

Memory 0.613GB 15GB 

vCPUs 1 4 

Instance Storage EBS only 2*40GB SSD 

Network 
Performance Very low High 

Table 5 Comparison between t1.micro and m3.xlarge [40] 
 

 
Figure 12 Write In Batch Procedure Optimization 

 
To recapitulate, the optimization and final performance result regarding API 
Gateway is illustrated in Table 6. In Section 3.3, the Consumer for App events 
will be introduced thoroughly. 
 
 Original Optimized 

EC2 Instance t1.micro m3.xlarge 
Kinesis Stream Sharding 2 8 

Data Skew not solved solved 
Write In Batch 
Procedure non-exhaustive exhaustive 

RPS 100 1976 
Table 6 Optimization and Result Regarding API Gateway Performance 
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3.3 App Events Consumer 
 
In this section, the consumer in downstream for App events will be described 
in detail with aspects regarding the design and architecture for establishing 
the downstream consumer, technical selection for building Hive table upon 
App events, summarization of implementation process as well as features that 
the consumer could provide with. After the consumer module is built, App 
events will be visible to specific Hive table and could be manipulated flexibly 
with Hive or Spark/SparkSQL later on. 
 

3.3.1 Design and Architecture 
 
As described in 3.2.4, App events will flow through API Gateway and be 
pushed in Kinesis Stream directly. Kinesis Stream will serve as a messaging 
system that any subscribers could consume App events data for purposes like 
real-time analyzing or batch processing in general as depicted in Figure 13. 
Regarding the range of this paper, batch processing will be mainly focused 
upon, where App events dataflow will go through AWS Lambda, Kinesis 
Firehose, etc. and persist in Amazon S3 eventually (Figure 6).  
 

 
Figure 13 Consumer Types for App Events 

 
As a fact that Amazon S3 could be served as the external data source for Hive 
table [42], it is convenient to create Hive table based on App events data in S3. 
After App events table is built, other tables could be denormalized according 
to event types in App events via Hive / Spark / SparkSQL correspondingly to 
data mart, which all constitute the persistence level regarding data lake and 
data mart for collecting logs from all sources (Figure 14: Batch Processing 
Analysis). 
 
Moving upward, it is the computing engines layer, which is encapsulated by 
visualization and querying layer with tools like Redash, Zeppelin or Hue, etc. 
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as is shown in Figure 14. Altogether, this App events consumer architecture 
comprises the persisting and analyzing data platform for teams like data 
science team to manipulate upon. 
 

 
Figure 14 Architecture of Batch Processing Analysis 

 

3.3.2 Technical Selection 
 
There’re two ways to denormalize App events table, namely: 

1. Take use of S3 Client package to delegate different events to different 
buckets in S3 via Java, Scala or Python. In this procedure, each record 
will be read to memory in the project and write to other S3 locations 
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according to event types. Eventually, partitions of denormalized tables 
will be built respectively on the new data every day (Figure 15). 

 

 
Figure 15 Method 1 of Building App Events Architecture 

 
2. Build denormalized tables via SparkSQL every day (Figure 16). 

 

 
Figure 16 Method 2 of Building App Events Architecture 

 
Since the structure of JSON records for each event type is different, the first 
method is more flexible than the second one when nested, dynamically-
structured data are more frequent because it manipulates on the underlying 
data directly, whereas the second method is more succinct and easier to 
modify since it is based purely on SQL and it’s transparent to the underlying 
data in S3.  
 
For our case, we have constrained the structure and required fields of App 
event record, which is shown below in Figure 17, within API Gateway. 
Apparently, it is flattened and fixed. Consequently, the second one is more 
appropriate for implementation. 
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Figure 17 JSON Format of App Event Record 

 

3.3.3 Implementation 
 
As a prerequisite, App event records from API Gateway (Section 3.2) will 
eventually persist into S3, with location structure as 
‘/app_events/[year]/[month]/[day]/*’. Apparently, app_events Hive table 
could be built with separate data locations per day to support partitions. To 
implement, app_events Hive table will be created only once and crontab job 
will be executed to add partitions for current day to the table 00:01 every 
morning. For instance, the following command will be executed on 2017-06-
01 00:01:00. 
 
ALTER TABLE app_events 
ADD PARTITION (day="2017-06-01") 
location 's3://app_events/2017/06/01/'; 
 
Since App events are coming in all the time, therefore, real-time data will 
always be accessible from app_events Hive table for batch analytics. 
 
Moreover, since the App event records are in JSON format, which Hive or 
Spark SQL doesn’t natively support well or as flexibly as possible, a third-
party package named Hive-JSON-Serde [44] is applied in our scenario. This 
package could help map JSONObject and JSONArray to map type and array 
type in hive respectively [45]. For example, the following data in column col_a 
could be accessed with Hive or Spark SQL illustrated in Figure 18: 
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Figure 18 JSON Format Data Accessing in Hive or Spark SQL 

 
Next, after app_events Hive table is built, which will serve as the data lake, 
data mart will be denormalized against it based on event type via Spark SQL. 
To be more specific, partition for each denormalized tables of yesterday (T-1) 
will be calculated and persisted every morning of current day. For instance, 
partition of 2017-06-01 for event_a denormalized table will be created on date 
2017-06-02 00:01:00 with the following SparkSQL shown in Figure 19 and 
Figure 20. 
 

 
Figure 19 Sample Table Schema for Denormalized Table 

 

 
Figure 20 Add Partition Query to Denormalizing Table of event_a 

 
Denormalized tables in data mart will serve as views for various business 
logics, so columns in each of the table will be wider than those of tables in data 
lake. Moreover, these tables will be accessed more often by colleagues from 
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either data science team or BI team. Consequently, based on the above 
precondition, denormalized tables should be  created in Parquet format, 
which will be better in terms of disk space saving and query performance in 
later use according to Section 2.1.2. 
 
In a nutshell, the advantages of App events denormalized tables in data mart 
is listed below: 
 

1. Each event type has its own columns in different primitive types. After 
denormalizing, these columns will be accessible directly from that 
specific table without having to cast or check the column types. 

2. Parquet file format will save disk space remarkably and, at the same time, 
gain better performance when queries are column-oriented and 
executed frequently. 

3. In general, denormalized tables in data mart will decouple from 
app_events table which represents raw data in data lake, which benefits 
from transparency feature. For example, in our scenario, there’s a bug in 
the code from Android side and some of the logs are sending wrongly. 
What we can do is to rectify the wrong data with a Spark SQL, mask it as 
a view [46] in Hive table (illustrated in Figure 21) and let the view, 
instead of app_events table, serve as the data source for denormalizing 
tables in data mart.  

 

 
Figure 21 Create View On Top Of App Events for Rectifying Raw Data 

 
On the contrary, the disadvantages are as following: 
 

1. Denormalized tables will always present data before yesterday (T-1), not 
today’s real-time App events. 

2. Schema for that denormalized table need to be created manually 
provided that there’s a newly-added event type. But since the number of 
event type is relatively limited, so it’s not a problem in this scenario. 

 

3.3.4 Features and Result 
 
Lastly, to recap, consumer for App events provides the fundamental basis for 
data lake and data mart which will persist real-time data from millions of 
customer App that serves as the more veracious status quo of company’s 
product. Moreover, BI team and data science team are now available to 
manipulate on the data and provide the chance to analyze and build reports 
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from different metrics to help enhance the produce from various aspects, like 
fraud detection, A/B testing, etc. 
 
In Section 3.4, materialization ETL server will be designed, implemented and 
optimized which will serve as the middleware between cleansed data layer and 
application data layer. 
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3.4 Materialization ETL Server 
 
After the construction of Section 3.2 and Section 3.3, App event records will 
now resides in raw data layer and cleansed data layer respectively. Altogether 
with other Hive tables like trip, booking, customers and drivers, etc. from 
different ETL pipelines, data will be fully available from cleansed data layer to 
be manipulated for purposes like extracting business insights or improving 
product’s features. Under such circumstances, it is necessary to build a 
centered service for scheduling pipelines from cleansed data layer to 
application data layer as illustrated in Figure 22. As for application data later, 
it could be made up of multiple data persistence destinations like Hive table or 
Amazon Redshift. 
 

 
Figure 22 Responsibility of Meterialization ETL Server 

 

3.4.1 Design and Architecture 
 
Since the materialization ETL server will be provided as an internally-public 
service for all teams in the company, so some specific SLAs should be 
considered, namely: 
 

1. Availability. Server should be accessible and available all the time. Any 
authorized entity should be able to configure or revise ETL jobs. 

2. Stability. All ETL jobs should be run stably as scheduled every day. 
3. Traceability and the ability to remedy. If one or more jobs are fail, related 

log should be persisted on disk, with the ability to trace back and remedy. 
4. Isolation. One job fails should not affect later jobs.  

 
The rudimentary architecture is designed in Figure 23, which will always 
employ Hive table as the first destination. If there’s need to move data a step 
further to place like Amazon Redshift, then a post-ETL process will be 
triggered. Tasks will be loaded from configuration file and each task will be 
push into Execution Block to execute. Once a job fails in the middle of 
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execution, exception will be caught, logged and move on to the next task. All 
procedures are running sequentially as scheduled per day/week/month.  
 

 
Figure 23 Architecture of Materialization ETL Server 

 
As for post-ETL process, a open-source package called spark-redshift [47] is 
applied. The spark-redshift package is used for transmitting data efficiently 
between Hive table and Amazon Redshift which is suitable for building ETL. 
After the denormalized Hive table is calculated and persisted, a corresponding 
Redshift table will be built via spark-redshift package. 
 

3.4.2 Issues 
 
After applying the above architecture in production, some issues come up. To 
be more specific: 
 

1. From a single task’s perspective, the phases are illustrated in Figure 24. 
We could obviously see that only the execution phase (SparkSQL) part is 
resource-intensive (memory and CPU), the rest of phases will only be IO-
intensive and doesn’t occupy much resource. From this point of view, 
lots of time is wasted and it’s inefficient without doubt on a single-
threaded scenario. 

2. An abundance of Hive tables in cleansed data layer are huge, with 
billions of rows in each table. Some tasks need to be calculated on the 
basis of all data without date range constraint, therefore, it takes 
remarkably more time to execute than the other tasks.  
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Figure 24 Workflow For A Single Task in Materialization ETL Server 

 

3.4.3 Optimization 
 
As per issues listed in Section 3.4.2, they could be amended accordingly as 
below: 
 

1. Multi-threading is applied (as is shown in Figure 25) to let task run 
simultaneously so that resource (memory and CPU) and IO could be 
taken full advantages of at the same time. 

2. Convert full-time-range query to incremental query whose process is 
transparent to frontend users. If the query could be divided into two part, 
historical result and fresh result, and combine together as the final 
result, then it could be converted to incremental query that only run the 
query on data within a specific date range, which will immensely save 
the calculation time. To be more specific, historical result will be 
calculated and persisted in a hive table in monthly level, fresh result will 
merely be calculated on current month, and eventually, merge the two 
parts together will yield the final results back to user. 
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Figure 25 Architecture of Optimized Materialization ETL Server 

 

3.4.4 Experiment and Result 
 
12 tasks have been applied from BI team as the benchmark for materialization 
ETL server. The assumptions are as following: 
 

1. Underlying data and table schema in each data source (Amazon Redshift 
and Hive table) is exactly the same. 

2. Queries are identical respectively for each test case. 
 
As for the experiment, 12 tasks will be executed on Amazon Redshift via SQL 
query, rudimentary materialization ETL server and optimized materialization 
ETL server respectively for 3 times, the average of overall time consumed will 
be applied for comparison. 
 
Since it is confidential to present the details of each cluster’s capacity, so the 
comparison will be built upon 1000/(cost*time) metric. After estimating 
based on hardware and data size, METL Server architecture is 1.3 times 
expensive than the Amazon Redshift data warehouse, which comparison is 
based upon. 
 
Eventually, result is listed in Figure 26. As we can see, rudimentary and 
optimized materialization ETL servers are 3.0 times and 6.5 times faster than 
Amazon Redshift test case respectively, whose increment on computation 
speed is tremendous. 
 

 Amazon 
Redshift 

Rudimentary 
METL Server 

Optimized 
METL Server 

Time 
consumed for 

12 tasks 
1000/(1*712.1) 

=1.40 
1000/(1.3*136.4) 

=5.64 
1000/(1.3*73.3) 

=10.49 

Figure 26 Experiment Result for Benchmarking Materialization ETL Server 
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4 Experiment Results 
 
Experiment results regarding performance for every module is illustrated in 
each Section of Chapter 3 respectively, In this Chapter, the overall 
performance gain will be analyzed and concluded. 
 
For the original architecture of ETL pipeline, it is constructed of 9 VPCs where 
all essential services including Kafka, HDFS, Hive, etc. are deployed. The 
overall procedure is listed as below: 
 

1. data is collected and stored in HDFS via the data collection module, 
which is built mainly on Kafka on 4 VPCs. 

2. Denormalizing procedure will be mainly run upon Hive with HDFS 
serving as underlying storage system, which are both deployed on 5 VPCs, 
to generate analysis report every day.  

 
The original ETL pipeline and the new ETL pipeline based on Spark and AWS 
platform run parallelized for 20 days to make the comparison. Consequently, 
the experiment performance results are all based on this prerequisite. 
 
Each VPC in the Hive cluster is capable of 4 vCPUs and 32GB memory, 
whereas each EC2 machine for the Spark cluster in the new ETL pipeline is 
capable of 4 vCPUs and 30.5GB memory. Both clusters consist of 1 master 
node and 4 slave nodes which provide the computation resource. With the 
adjustment of allocations for cluster resource, 16 vCPUs and 91.5 GB memory 
is fixed for both clusters. Every day, data will be pushed to both ETLs and 
daily denormalizing tasks will be calculated on both clusters. 
 
After 20 days of comparison experiment, result could be illustrated from 3 
perspectives. Namely, price for hardware, maintenance time calculated by 
human hour, and the performance of denormalizing calculation. 
 
Due to the confidentiality of current company, the price for VPC couldn’t be 
provided. However, it approximately reduces 27.9% of total prices with the 
consideration of transferring from VPC to EC2 based on EMR, as well as using 
AWS Kinesis and Elastic Beanstalk to serve as the basis of data collection 
module. That is to say, ETL based on AWS will save more money yet support 
the same amount of data yielded every day in comparison with the original 
ETL pipeline. 
 
The human hour for maintaining the stability of both clusters are 25.5h, for 
the original ETL pipeline, and 6h, for the new AWS ETL pipeline, respectively. 
For the original one, VPC cluster needs to be scaled up if there’s a peak time of 
incoming data, and be scaled down manually after it recovers back normally. 
Moreover, it sometimes suffers from memory and network IO issues due to 
the configuration and sudden increase of data, which need to be tweaked by 
engineer from time to time. All these count to the maintenance cost. On the 
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other side, in the AWS ETL pipeline, data collection module could 
automatically scale up and down according to the traffic amount flexibly, as 
for Spark cluster, there’s only some basic dev-ops job needs to be done every 
day, which saves human hour remarkably. 
 
As illustrated in Section 3.4.4, only 12 tasks have been applied in that 
experiment for testing the materialization ETL server. In production 
environment, there’s 31 tasks need to be executed every day. On average based 
on the 20-day experiment, it takes 432 minutes to run on the original ETL 
which is based on Hive cluster, 147 minutes to run on the AWS ETL which is 
based on Spark cluster. To put differently, 66% of time is being saved after 
transferring to the optimized materialization ETL server based on AWS.  
 
To recapitulate, the robustness and flexibility based on AWS platform as well 
as the efficiency of Spark over Hive regarding construction of ETL pipeline is 
confirmed, which is consistent with the hypothesis in the paper.  
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5 Conclusions and Future Work 
 
The contribution of the paper is mainly focus on constructing and optimizing 
a large scale ETL pipeline based on AWS platform and Spark computation 
framework, and verify, in quantitative manner, that it is more robust, flexible 
and efficient in comparison with the existing Hive-based on-premise ETL 
pipelines described in current papers. Specifically, an experiment has been 
firstly designed and proceeded to measure the performance difference of 
running computing engine on different underlying storage system (HDFS and 
AWS S3) which serves as the basic infrastructure solution for all the later ETL 
pipeline designs in this paper. Next, the construction and optimization of ETL 
pipeline base on AWS and Spark is implemented, including procedures like 
data collection, data persistence and data transformation. Lastly, the 
comparative test has been made to compare the new ETL with the old one 
from different perspectives. 
 
The paper provides a new direction to build large scale data ETL pipelines 
with the support of cutting-edge distributed computing framework and cloud 
platform serving as the infrastructure, which is agile and efficient for 
companies to establish their data platform. However, there’re two 
delimitations for the above ETL solution.  
 
Firstly, only Amazon AWS and Spark are being chose and applied in this 
paper for exploring a better way to replace current on-premises HDFS 
solution, other frameworks like Apache Flink or Google Cloud Platform are 
not in current scope and thus not verified. 
 
Second, due to current scenarios and requirements within the company, the 
majority types of query are based on simple and complicated data 
manipulation, no machine learning are being applied and tested on previous 
or current architecture. 
 
In the end, the paper could possibly be improved in two directions: to 
substitute Spark with some other distributed computation frameworks like 
Flink and compare quantitatively regarding the performance and cost-
efficiency. Also, to verify the feasibility of current architecture to support 
scenarios with machine learning task pipelines. 
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