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Abstract
The topic of this thesis is on how text mining could be used on patient-reported symptom
descriptions, and how it could be used to aid doctors in their diagnostic process. Healthcare delivery
today is struggling to provide care to remote settings, and costs are increasing together with the
aging population. The aid provided to doctors from text mining on patient descriptions is unknown.
Investigating if text mining can aid doctors by presenting additional information, based on what
patients who write similar things to what their current patient is writing about, could be relevant to
many settings in healthcare. It has the potential to improve the quality of care to remote settings and
increase the number of patients treated on the limited resources available. In this work, patient texts
were represented using the Bag-of-Words model and clustered using the k-means algorithm. The
final clustering model used 41 clusters, and the ten most important words for the cluster centroids
were used as representative words for the cluster. An experiment was then performed to gauge how
the doctors were aided in their diagnostic process when patient texts were paired with these
additional words. The results were that the words aided doctors in cases where the patient case was
difficult, and that the clustering algorithm can be used to provide the current patient with specific
follow-up questions.
Keywords: patient-reported symptoms, self-reported symptoms, symptom descriptions, text
mining, machine learning, clustering, virtual visits, web-doctor, diagnostic aid.
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Sammanfattning
Ämnet för detta examensarbete är hur text mining kan användas på patientrapporterade
symptombeskrivningar, och hur det kan användas för att hjälpa läkare att utföra den diagnostiska
processen. Sjukvården har idag svårigheter med att leverera vård till avlägsna orter, och
vårdkostnader ökar i och med en åldrande population. Idag är det okänt hur text mining skulle kunna
hjälpa doktorer i sitt arbete. Att undersöka om läkare blir hjälpta av att presenteras med mer
information, baserat på vad patienter som skriver liknande saker som deras nuvarande patient gör,
kan vara relevant för flera olika områden av sjukvården. Text mining har potential att förbättra
vårdkvaliten för patienter med låg tillgänglighet till vård, till exempel på grund av avstånd. I detta
arbete representerades patienttexter med en Bag-of-Words modell, och klustrades med en k-means
algoritm. Den slutgiltiga klustringsmodellen använde sig av 41 kluster, och de tio viktigaste orden för
klustercentroider användes för att representera respektive kluster. Därefter genomfördes ett
experiment för att se om och hur läkare blev behjälpta i sin diagnostiska process, om patienters texter
presenterades med de tio orden från de kluster som texterna hörde till. Resultaten från experimentet
var att orden hjälpte läkarna i de mer komplicerade patientfallen, och att klustringsalgoritmen skulle
kunna användas för att ställa specifika följdfrågor till patienter.
Nyckelord: patientrapporterade symptombeskrivningar, självrapporterade symptombeskrivningar,
text mining, maskininlärning, klustring, virtuella möten, nätdoktor, diagnosstöd.
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1 Introduction
Healthcare today is digitizing, with the number of virtual visits predicted to surpass physical visits by
2025 [1]. Virtual visits both present and enable collection of substantial amounts of information. This
thesis asks the question if text mining can process the symptom descriptions provided by patients to
improve the patient flow, or even aid doctors in the diagnostic process by presenting to them
previously invisible information about their patient.
Healthcare delivery in industrialized countries is facing major challenges today, including increasing
costs and reduced access to providers [2]. A possible solution, at least partially, to these challenges
are virtual visits with primary care doctors. Web-based primary care centres have emerged all over
Europe and studies have shown the virtual visits to have similar efficacy levels as physical visits, with
the exception for diagnoses requiring physical examinations [2], [3].
The virtual visit providers have emerged on the Swedish markets as well, and a recent study indicates
that replacing substantial parts of physical meetings with virtual visits has the potential for large
societal savings in Sweden [4]. Virtual visits collect data that is rarely recorded: symptom descriptions
written with the words of the patients themselves. As healthcare becomes more digitized and more
patients log their health themselves, text mining on self-reports will become relevant for fields other
than virtual visits as well. Any remote diagnosis could benefit from the information gained through
text mining, and it could be particularly useful for doctors preparing for long distance visits. As
patients become more invested in their care, and logging more information about their health, text
mining on patient-reported symptoms could aid earlier diagnosis. This field of text mining has the
potential to improve the care provided to many, many patients.
An example information flow in an application from a virtual visit provider can be seen in Figure 1.
The information flow is based on the virtual visit provider in collaboration of this work. Patients are
prompted to write about their current state before their meeting is initiated. The patient can then
select to either choose a category for their symptoms and answering specific questions, or to write
about their current health status in general. As is now, many of the patients appear to prefer to not
choose a category. Doctors working with virtual visits have described the non-selection to be
problematic. The amount of data presented by the patient can be large and unstructured, increasing
the difficulty to screen for diagnostic keywords. Text mining could instead utilize the size of the
patient texts, possibly revealing helpful information. Patients could be grouped based on their
symptom descriptions, and be provided a set of questions tailored for their symptoms. Comparisons
between the text of a current patient and the keywords in texts from similar patients can give doctors
information about what could be missing in the current text, possibly finding previously invisible
indicators of other diagnoses the patient could have. The literature survey revealed no previous
studies on how the information retrieved from patient-reported descriptions affected the differential
diagnostics process for doctors.
The aim of this work is to see if text mining performed on the symptom descriptions of patients can
sufficiently group patients around their symptoms, and possibly provide doctors with further
information about the state of their patient. The research question is: “Can text mining used on
1

symptom descriptions provide helpful information to doctors for their diagnostic process, and if so,
how does it aid them?”. The objectives of this work are:
●
●
●

To extract and cluster information from symptom descriptions using text mining techniques.
To validate the quality of the clustering results, from the viewpoint of clustering around
symptoms.
To investigate if presenting representative words for symptom groups aids the doctors in
their diagnostic process and if so, how it aids them.

The scope of this project is limited in two ways: (1) the clustering algorithm will not consider parts of
the anamneses other than the symptom descriptions, such as age and gender; and (2) the patient
data is not linked to a diagnosis, which limits the ability to build predictive models.
The data used in this thesis was provided by the Swedish virtual visit provider KRY. The data contains
all patient texts collected over the period January to March 2017. Due to confidentiality, the data used
for this study cannot be published. Text mining was applied to data extracted from the database, the
position of which is indicated in Figure 1. The texts were represented using the vector space model
and then clustering analysis was performed. The resulting clustering scheme was then used to
perform a qualitative experiment with doctors as participants.
The next section, Section 2, presents the literature survey which introduces text mining in general,
how text mining is used in healthcare, and how to design an experiment to measure if and how
doctors were aided by additional information. Section 3 presents the process that was used for
clustering analysis. Section 4 presents the methodology, and Section 5 presents the results for each
section of the methodology. Section 6 contains a discussion on the results and potential future work,
while Section 7 concludes the thesis by summarising the work and highlighting the most important
results.
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FIGURE 1: PATIENT INFORMATION FLOW THROUGH AN APPLICATION BY A VIRTUAL VISITS PROVIDER
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2 Theory
This section first presents an overview of text mining and clustering analysis. The section then
presents how text mining has been used in healthcare, and the state of the art for text mining on
patient-reported symptoms. Lastly a section on experimental design is presented, detailing how to
measure that doctors have been aided in their diagnostic process.

2.1 Text Mining
Text mining refers to the process of extracting knowledge from text data, converting qualitative
information to quantitative information which more easily can be analysed in statistical models, and
then structuring this data based on the quantitative information [5]. Text mining has a wide area of
application today, from severity classification of bug reports [6]–[8] to analysing consumers attitudes
about different brands [9]. Text mining is domain agnostic, as the process is conducted similarly
independent of the field of application [10]–[13].
Within text mining there are some concepts on which the definition should be clear. While the
fundamental unit of a text is a word, the basic unit of analysis within text mining is usually a document.
A document can be a book, a paper, a tweet, or just a sentence - the classification as a document is
that a single writer has written the entire piece with a single topic or purpose. A collection of
documents is called a corpus, and within a corpus all the documents are of the same type. [11]

2.1.1 Document Representation
Document representation addresses how to quantitatively represent the texts while retaining the
substance of the texts. There are several more advanced ways to represent documents, but the
classical model is the Vector Space Model (VSM) [14]. VSM is used within both text mining and
information retrieval [12], which is the academic field of finding material of unstructured nature
(usually text) within large collections of material [13]. VSM is also called the bag of words model,
because only the frequency and not the order of words is considered: words are just “tossed into a
bag and counted”. In this model, documents are represented as feature vectors constructed by termweight pairs [11], [13]. Each term, or feature, represents a dimension of a vector space, and the weight
represents the value for that certain document. As such, the values represent where in this vector
space that a document resides.

2.1.2 Machine Learning
Within text mining, Machine Learning (ML) is used for analysing the data set of text representations,
either by building a predictive model or by structuring the information [5], [8]. ML is a section of
computer science in which the algorithm is not explicitly programmed what to do, but instead learns
from training data on which it builds a model to interpret new data [15]. Like text mining, ML is
independent of the application field [16]. Two prominent areas of ML are supervised learning and
unsupervised learning [15], [16]. The main difference between these two categories is that supervised
learning attempts to learn to predict an outcome depending on the input, while unsupervised learning
tries to find structure in the data without regards to the output [16]. To relate back to the section on
text mining, it is supervised learning that is used for predictive modelling and unsupervised learning
4

that is used for structuring data. Unsupervised learning is of use when the training data has no
outcome labels on the instances.

2.1.2.1 Clustering Algorithms
Clustering analysis is the most common method of unsupervised learning [17]. The method aims to
divide the data into homogeneous subgroups, with similar data instances closer together and
dissimilar data instances further apart [16], [18]. The typical uses of clustering algorithms include data
reduction, hypothesis generation, hypothesis testing, and prediction based on groups [18]. The
different algorithms available for clustering are mainly defined by two properties: a proximity measure
and a clustering criterion. The proximity measure defines what we mean by two data points being
‘similar’ to each other, while the clustering criterion is a function or rule which determines belonging
to a cluster [18].
K-means is one of the most well-known clustering algorithms [16], [18], [19], and is commonly
encountered across applications of text mining [12], [20]–[23]. K-means clustering is a type of
partitional clustering, where the algorithm divides the data into a pre-specified number of clusters k.
The default proximity measure for k-means is the Euclidian distance, which is the standard metric for
geometrical problems [12]. The clustering criterion for k-means is to minimize the total within-cluster
distances [12], [16], [18]. The algorithm begins by initializing k different centres of clusters, also called
cluster centroids, among the data instances. Each instance is then assigned a cluster based on which
cluster centroid it is closest to, according to the proximity measure. Then new cluster centroids are
calculated as the mean of the current cluster members. This process is repeated until the cluster
centroids stops moving, and the centroids serve as representations for their clusters. The initial
selection of cluster centroids can be done randomly, but the outcome of the k-means algorithm can
be sensitive to the selection. The performance of the algorithm has been shown to increase in both
speed and accuracy by using a seeding technique instead, such as k-means++ seeding [24].

2.1.2.2 Validation of Clustering Algorithms
When evaluating machine learning models, the focus of interest is in how well the model performs on
new, previously unseen data. If validation is performed only on the data which the model was trained
on there is an elevated risk of overfitting. Overfitting means that in the process of optimizing on the
training data, the model has begun to cluster around errors, noise, or too specific information. One
way to reduce the risk of overfitting is to divide the available data into a training set and a test set. By
performing validation on the test set as well, as the performance of the model on the test set will
appear to worsen. [16]
When validating clustering models, the main question is if the clusters represent the subgroups of the
data or whether they are just clusters of noise [16]. Other questions to be considered are if the number
of clusters are appropriate or if this is the best clustering scheme for the data set [18]. These questions
can usually be answered experimentally in cases where the data, i.e. feature vectors, has only two
features, since there is an easy 2D-representation of the data in which clusters can be identified
visually [18]. It is much more complicated when the feature vectors are of higher dimensions, and
because of that evaluation methods have evolved to gauge the results of clustering algorithms [18].
5

The process of evaluating the results from clustering algorithms is called cluster validity. The
different methods are used to achieve an optimal clustering scheme, by which is meant the
“outcome of running a clustering algorithm that best fits the inherent partitions of the data set” [18,
p. 122]. It is important to note that these methods only are tools that provide an indication of the
quality and require expertise to evaluate results accurately [18]. There are three categories of
criteria that can be used to investigate cluster validity [18], [19]:
1. External criteria: Clustering schemes are evaluated based on a pre-specified structure which
is imposed on our data set. Examples of these criteria are purity and entropy, and they either
require the data to be linked to outcomes initially or to be labelled manually by experts.
2. Internal criteria: Clustering schemes are evaluated only in respect to information inherent to
the data.
3. Relative criteria: Clustering schemes are compared to other clustering schemes resulting
from the same clustering algorithm but with different input parameter values, and the
comparison can be based on external or internal criteria.
Two internal criteria proposed for the evaluation and selection of an optimal clustering scheme are
cohesion and separation. Cohesion, also called compactness, refers to how tight together clustermembers are and the aim is to minimize the Within-clusters Sum of Squared errors (WSS). Separation
refers how well-separated clusters are, and is measured by Between-clusters Sum of Squared errors
(BSS). Both metrics are measured only on the model, i.e. on the training data. For evaluation on the
test data other metrics must be used. Another metric available for cluster validation, which is from
none of the criteria categories above, is using maximum likelihood estimation to calculate the
likelihood that the number of clusters is the best for this data. This metric can be applied to both test
data and training data, and can be used for comparison between clustering schemes as a relative
criterion. When the likelihood is calculated on the training data 10-fold cross-validation is most often
used. It divides the training data into 10 pieces, or folds, and use the first fold as test data and the rest
as training data. Then it calculates the likelihood in the same manner as is done for regular test data.
The process is then repeated for each fold, and the sum of all likelihoods is averaged over the number
of iterations. [18]

2.2 Text Mining in Healthcare
The previous section detailed how text mining is applied in general. Within healthcare, text mining
has had a wide impact. It has been used to automate coding of health-status documents to ICD-9
codes [25], which are important for reimbursement purposes but very time-consuming to do
manually [5]. Other potential applications that have been proposed from research are: (1) to extract
data for research initiatives from electronic medical records [5], [26]; (2) to predict adverse events
such as vaccine reactions [5], [27]; and (3) to minimise differences in treatment depending on the
doctor, by providing doctors with an optimised treatment plan based on previous patients in the same
situation [5], [28]. The field has explored using both the traditional VSM model for document
representation [22], [29], as well as models that are more sensitive to the syntax of natural language
[27], [30].
Text mining in healthcare have been run on clinical text (i.e. the words of a health-care professional)
to a large extension [22], [25]–[31]. In fact, most of Swedish healthcare text mining have been
6

performed on clinical text. Text mining tools previously used in Swedish healthcare, for which
vocabularies are impactful, are therefore heavily focused on clinical terms [29], [30]. The words
occurring in clinical text are quite different from how patients themselves describe their symptoms,
and these tools can therefore not be directly applied on symptom descriptions.

2.2.1 Text Mining on Patient-Reported Symptom
There exist a few studies which analysed the content of patient-reported symptoms. One study gave
patients questionnaires in which they could tick boxes for their symptoms which were then used for
clustering [32]; another study performed a content analysis of patient-reported medication outcomes
from social media data [33]; and a third study analysed tweets to identify latent infectious diseases
[20]. The third study indicates that the k-means algorithm is commonly used for clustering healthrelated social media data [20], which seems to be the case for clustering of regular social media data
as well [21].
The patient texts collected from virtual visit applications resembles tweets in many aspects. The texts
are short descriptions of their symptoms or health status, often less than two lines, and contain
misspellings and jargon. Special consideration must therefore be taken when processing these texts,
as the low word count can be an issue for document clustering [21]. The desired effect of stemming,
to connect words with the same meaning to one term, is also harder to achieve with jargon and
misspellings [21]. Ru et al. [33] improved this connection by using data sources for alternate drug or
disease names to map these words together. Lim et al. [20] did so as well, but for non-standard
expressions for body parts, pain locations, and symptoms. Examples of such data sources are UMLS,
WordNet and Consumer Health Vocabulary.

2.3 Experimental Design for Measuring Provided Aid
In the previous section, text mining and the suitability of clustering algorithms for patient-reported
symptoms has been discussed. The effect of information of related symptoms on differential
diagnosis needs to be measured. In this section, the experiment design required for such a
measurement is discussed.

2.3.1 Measurement Construction
Measurement construction is commonly centred around the research question [34]. Based on the
research question the effect to be measured is ‘aid provided’, and the cause of the effect should be
the ‘information presented’ from the optimal clustering scheme. How the doctors are aided will
primarily be measured by changes in their diagnostic process. The diagnostic process is largely based
on mapping symptoms to differential diagnoses [35], [36], i.e. the different diagnoses that could
apply given the set of symptoms. To infer that the changes in the symptom-diagnoses mapping
corresponds to aiding doctors, additional questions must be included in the experiments. The
questions should be designed together with a doctor, with the aim of measuring other parts that
describe the performance of the diagnostic process. These questions should preferably be answered
by scoring, e.g. with Likert-scales, as the analysis performed can be more sophisticated than with yesno questions [34].
7

2.3.2 Single-Subject Experimental Design
Single-subject experimental designs are methods where you measure the behaviour of one or few
individuals, rather than the average behaviour of a group of participants. Single-subject methods
have a long history in the scientific field of psychology, and are commonly used in the sub-fields
behaviourism and psychophysics (the study of the relationship between perceptual experiences and
physical stimuli). The logical basis behind single-subject methods are to control unwanted variations
directly instead of through randomisation. This means the field of study must have the ability to
control relevant variables properly for the single-subject methods to be effective. The aim of singlesubject designs is to compare effects to a baseline in the same individual, and conclusively showing
that the effect was due to the experimenter’s manipulation - this last part is what cause these
methods to be considered experimental designs. [34]

8

3 Clustering Analysis
Clustering analysis was performed to group patients into clusters. The raw data required preprocessing before clustering analysis began. This pre-processing was performed with JavaScript. The
WEKA toolkit was used for the clustering analysis. This section first details how the raw data was preprocessed, and then details how clustering analysis was performed until the final clustering was
obtained.

3.1 Raw Data Pre-Processing and Data Sets
The data was received in two sessions: raw data from January and February were provided at the
beginning of march, and raw data from march were provided at the beginning of April. The raw data
contained instances from all the platforms: Swedish, English, Norwegian, and Spanish; most of the
instances came from the Swedish platform. Additionally, the free-text fields contained characters
that WEKA could not process. This meant that some initial pre-processing on the raw data was
required.
The raw data was parsed from JSON to CSV using JavaScript. The pre-processing entailed extracting
the instances coming from the Swedish platform, and then removing instances for which a category
had been chosen by the patient when filling out the form. These instances were removed because
choosing a category entailed very short answers, with the patient answering specific questions rather
than describing their symptoms and status in general. Instances had several fields for text, so text
fields were combined into one for each instance, and all characters but Swedish letters, numbers, and
the most common punctuation marks were removed using regular expression replacement. Finally,
the instances were saved with an id, the chosen symptom category, and the text. This raw processing
was done on each set of instances, and the sets were then combined into a full set. The data set sizes,
i.e. number of instances, in each data set can be seen in Table 1 below.

TABLE 1: THE NUMBER OF INSTANCES (UNIQUE PATIENT TEXTS) CONTAINED IN EACH DATA SET.
Number of instances

Raw data

Swedish, all instances

Swedish, no category
instances

Jan-Feb

12110

10949

6241

March

11752

10813

5638

Total

23862

21762

11879

(month received)
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The full data set was separated into two sets: a test set containing the first 20 percent of the full set,
and a training set which contained the remaining 80 percent. The training set was then used to
construct the vocabulary, around which feature vectors are built, and to build the clustering model,
and the test set was used to evaluate the model.

3.2 Clustering Analysis Method
This section explains the sequence of steps that were performed for clustering analysis. The
clustering process can be seen in Figure 2. The process was repeated, with modifications in some
steps between consecutive clustering runs. The precise modifications made in these steps are
specified in the Methodology, Section 4.2.

3.2.1 Text Processing
The weight of a term represents how important a term is in a document. The most common weighting
scheme for VSM is tf-idf, which stands for term frequency-inverse document frequency. The term
frequency, tf, marks how often a term occurs in one document, with a higher frequency indicating
importance in that document. Inversely, if that term occurs often in the whole corpus it indicates a
lower importance in the document. The inverse document frequency, idf, is therefore incorporated in
the weighting. Idf for a term i in a document is then calculated as log(N/dfi), where N is the number of
documents in the corpus and dfi is the number of documents that the term i occurs in. Tf-idf is then
calculated as tf*idf for each term in the document. [11]–[13]
To convert texts to feature vectors, text processing is required. Typical steps included in text
processing are tokenization, stop-word removal, and stemming [8]. Tokenization breaks large pieces
of texts into words, removing all periods and punctuations and replacing them with whitespace
characters [8], [13]. Stop-word removal removes words that do not contain any information about the
content of the texts, but are there for grammatical soundness [8], [12]. Stop-word removal is usually
about removing “filler words”, but it can also be about removing words that are not of interest in the
specific context [12]. Stemming maps several different forms of the same word by reducing the word
to its root form [13].
The text processing steps can be seen in the top half of Figure 2. The steps conducted were, in order:
lowercasing (not included in figure), tokenization, stemming, stop-word removal, and setting feature
vector sizes. Lowercasing first turns the whole text to lowercase. The tokenization sequence used
was the WordTokenizer, which splits text into words. These words are considered tokens, which is
the unit to be counted and that can have weights. The weighting scheme chosen for tokens was tfidf. Stemming was then performed with the Swedish Snowball Stemmer [37], which breaks the words
down into their root form and all versions of the root are considered the same token. The list of stop
words for the stop-word removal step and the feature vector size varied for the different iterations.
These steps were applied to the training section of the corpus to build a vocabulary around, and
feature vectors were built for both the training documents and the test documents from this
vocabulary.
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FIGURE 2: THE STEPS THAT CONSTITUTE THE CLUSTERING ANALYSIS PROCESS AND WHICH TOOLS WERE
USED FOR EACH STEP. “SEVERAL ITERATIONS EXPLORED” MARKS WHICH STEPS WHERE EFFECTS OF
MODIFICATIONS WERE EXPLORED OVER ITERATIONS OF THE PROCESS.

The list used for stop-word removal and feature vector size were modified between iterations.
Altering stop-word lists and feature vector sizes produce different vocabularies around which the
feature vectors are built. The feature vector size determines how many of the most frequent words
in the corpus to keep, which means the algorithm ignores other words when building the feature
vector from the text. Adding or removing stop-words commonly affect the frequent words, therefore
significantly affecting which words show within the range of feature vector size. The different
modifications that were explored for stop words and feature vector sizes are detailed in the Section
4.2.

3.2.2 Clustering Algorithm Selection
The process of clustering algorithm selection can be seen in the bottom half of Figure 2. The process
refers to the steps required not only to choose the type of clustering algorithm, but also which
settings results in an optimal clustering scheme for the data. Clustering was performed using the kmeans algorithm from WEKA, called SimpleKMeans. The clustering algorithm was wrapped into a
density-based clustering algorithm, to enable the use of maximum likelihood estimation for
validation of the clustering scheme. All settings were the standard options apart from using kmeans++ seeding [24] for initial centroid placement. The number of clusters, k, to look for was
modified between iterations. Which ranges of k that were explored is detailed in the Section 4.2.
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Evaluation of the clustering scheme was done by using metrics on the clustering model itself and by
clustering test data with the model. The validation of the clustering scheme was performed using one
metric from each of the three categories for cluster validation: WSS, maximum likelihood estimation,
and words in clusters. WSS is from the internal category and measures cohesion of the clusters in the
model: smaller WSS indicates tighter clusters. Log-likelihood is from the relational category and is
equivalent to maximum likelihood estimation, which measures how likely it is that the clustering
model is the best fit for the data. This validation was performed both on the training data, using 10fold cross-validation, and on the test data, by clustering the test data with the model. Information
about which clusters the test data was clustered to was also collected. The external validation was
performed by examining the combination of which clusters were used and if the new clusters seemed
to be coherent and of diagnostic value. The top ten most important words, based on their average
weighting across all texts belonging to a cluster, were constructed for each cluster. The quality of a
cluster was based on how well the words were connected as well as on the feedback from the
interview with the doctor at the start of the project. The interview questions are presented in Section
4.1 and the feedback in Section 5.1.
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4 Methodology
A flowchart of the methodology can be seen in Figure 3 below. To determine which unsupervised
learning method would be most appropriate to extract information from the data, an interview was
conducted with a doctor, after first getting familiar with the data set. Based on this interview,
clustering analysis was initially identified as the most appropriate method. The following parts
methodology were therefore based on the most common method for clustering analysis [18], [38].
The four steps of the methodology following the interview were text processing, clustering algorithm
selection, validation of clustering results, and interpretation of results. The first three of these steps,
together called clustering analysis, were iterated with variations in either the text processing step or
the algorithm selection step: this process is described in Section 3. This process was repeated until an
optimal clustering scheme for the data was found. The last step, interpretation of results, is usually
interpretation performed by experts in the application field, often together with other experimental
evidence, to infer knowledge from the final clustering. For this work, it is replaced with an experiment
aiming to measure the effects of the clustering information on the differential diagnosis process.

FIGURE 3: FLOWCHART OF INTENDED METHODOLOGY FOR THIS WORK.
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4.1 Interview
An interview was conducted with one of the doctors at KRY to identify what kind of information to
focus on extracting from the patient texts. First a brief introduction was given to the doctor on what
patient data was accessible in this work, i.e. no other anamnesis information than the free texts from
each patient. Then the following questions were asked to the doctor, which evolved into a free
discussion around them:
1. What kind of information would you want that isn’t available to you today [through the
patient forms]?
2. What information do you lack the most?
3. What problems do you most often have regarding the information?
4. What terms could be important from an information point of view?

4.2 Clustering Analysis
Several options of clustering algorithm settings were explored to find the optimal clustering scheme
for the data. The structure of this process is detailed in Section 3. The steps that were modified and
of which the effects were explored were stop-word removal, feature vector size, and number of
clusters to look for (k) in the k-means algorithm. For each modification that was performed a batch
of clustering algorithms were run, i.e. a batch of clustering models were built. The different batches
are detailed in Table 2. Each batch built one clustering model for each combination available from
the specified ranges in the table.
In total six different stop-word lists were used. A Swedish stop-word list was downloaded [39] and
served as a base for the following stop-word lists. As clustering runs were performed the words from
clusters were studied, and words deemed as stop-word in the context of diagnostics were added to
the consecutive stop-word list. The feature vector sizes ranged between 250 and 2000 words to keep,
with 1000 words to keep being the standard setting in WEKA. The range for k was tried between 10
and 60 with increments of five. The range was loosely based on the KRY app having 27 symptom
categories to choose from.
As the clustering schemes became more refined, increments of one were used over the ranges of k
where the internal and relational validation metrics indicated the clustering schemes were better.
The decision for moving on to the experiment step depended primarily on external validation, i.e. the
words within clusters, but also on the cohesion of the clusters.
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4.3 Experiment
When the optimal clustering scheme was found, the test set was clustered using this model assigning a cluster to each patient text present in the test set. Five patient texts were then chosen
from the test set. Two versions of these texts were prepared to be presented to the doctors: (1) one
with only the text from the patient; and (2) one with the text from the patient and the top ten words
from the cluster they were assigned to. The experiment was then designed around measuring if the
presence of these words aided the doctors in their diagnostic process. To create a proper
measurement construction for aiding doctors in their diagnostic process, the measurement
construction was performed together with a doctor. The doctor that the initial interview was
conducted with confirmed that measuring changes in symptoms-diagnoses mappings would
accurately describe changes in their diagnostic process, and therefore questions about diagnostic
keywords and differential diagnoses were included. Further questions that would describe whether
this change was beneficial or not were also constructed together with the doctor.
A questionnaire was created to execute the experiment, hosted as a Google Form. The questions used
are presented in Appendix 1: Experiment Questions. The questionnaire began with introductory
questions about the experience of the doctor. Then the questions constructed together based on the
input from the interview were presented, once for each of the five texts. The same texts were then
presented again but together with the words from their assigned clusters, with the same questions
as before. They were also asked whether they were aided by these extra words for each text. The
questionnaire ended with questions about their overall thoughts about the experiment. The
participants for the experiments were then recruited from doctors employed by KRY, who had
experience in remote diagnosis. The questionnaire was open for a week, and participants were
reminded of the importance of secrecy between participants regarding details of the experiment.
Considering the secrecy standards for doctors with patient data, the possibility of details leaking was
deemed not to be a threat to validity. The experiment was designed with the purpose of being a single
subject experiment. The motivation was that unwanted variations are controlled through the
similarity of the medical background for the participants, in which there is a prominent strive to
provide the same diagnostic process to a patient regardless of which doctor they see.
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TABLE 2: THE DIFFERENT SETTINGS FOR CLUSTERING ALGORITHMS AND TEXT PROCESSING THAT WERE USED.
WHEN SEVERAL STOP-WORD LISTS OR FEATURE VECTOR SIZES ARE SPECIFIED, ONE CLUSTERING RUN WAS
PERFORMED FOR EACH COMBINATION.
Batch no. Stop-word lists

Feature vector
sizes

Number of clusters, K

1

1
(original)

1000

10-50 [stepsize 5]

2

2
(added “är”, “inte”, and numbers 1-100)

1500, 2000

30-55 [stepsize 5]

3

3
(large adding based on clusters)

500, 1000, 1500

15-25 [stepsize 5]

4

4_1, 4_2, and 4_3
(identified stop-word lists were applied
after stemming, add from clusters)

250, 500, 1000,
1500, 2000

15

5

4_3

1000, 2000

40-60 [stepsize 5]

6

4_3

1000

50-60 [stepsize 1]
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5 Results
In this section, the results from each step of the methodology are presented. First follows a summary
of the interview with a doctor, then the outcomes of the clustering analysis, and lastly a summary of
the responses to the experiment questionnaire.

5.1 Interview
The doctor initially stated the potential of this work for the doctors, with the core was achieving more
prepared meetings. The doctor deemed key benefits to be less time spent preparing for meetings
and shorter meetings, while still receiving higher patient satisfaction than before. The answers to the
questions are summarized below.
1. What kind of information would you want that isn’t available to you today [through the
patient forms]?
A comparison to similar patients. The comparison could be of a sort that if the current
patient has a symptom X, the application would tell me that “90% of patients who have
symptom X also has symptom Y” [author’s translation]. A probability measure for
diagnoses, based on what the patient mentions, could also aid the differential diagnostics
process. Visualisation of the most important keywords in a patient texts would also make
information handling easier.
2. What information do you lack the most?
The most lacking information is how the current patient relates to other patients. The
differential diagnostic process requires to keep track of many things at once: the symptoms
and durations the patients mention, which diagnoses that could match the anamnesis. Then
the doctor must determine which questions to ask the patient, in order to exclude the
dangerous diagnoses or to confirm the diagnoses which are safer. Seeing what other,
similar patients said and how they were treated could simplify this step significantly.
3. What problems do you most often have regarding the information?
One common issue in remote diagnostic is managing the information when longer texts are
presented. It can be difficult to filter these text for the parts that are diagnostically relevant.
Another issue is navigating between the patient information, journal systems, and pages for
accessing relevant research articles.
4. What terms could be important from an information point of view?
Anatomical locations are the first stop of the diagnostic process, and is therefore the top
priority. Indications of duration is also of high interest, both for diagnosis and how quickly
the patient requires care, but it is not above anatomical locations in priority.

5.2 Clustering Analysis
Over the whole clustering analysis process, it could be seen that larger feature vectors resulted in
larger log-likelihood on the test data, but also lower cohesion within the clusters. The stop-words lists
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were the primary factor affecting cluster cohesion, and the stop-wording improved both cohesion
and the words which clusters were centred around. Extensive stop-wording was required to acquire
clusters which did not consist primarily of words considered to be stop-words, both in this context
and otherwise. Regardless of what k was used the test data never used all the clusters, but even very
high numbers for k revealed new, coherent cluster based around important diagnostic words. A
diagram of the validation results for the last batch of clustering schemes can be seen in Figure 4.
The clustering scheme that was identified as the optimal clustering scheme was the one looking for
60 clusters, K60, in the last batch. A closer comparison between this clustering scheme and another
scheme from the same batch is presented in Table 3. The clusters and the top ten words for each
cluster for this clustering scheme is presented in Appendix 2: Final Clusters. The K60 clustering
scheme was chosen for the experiment, even though the log-likelihood for the test data was higher
for the scheme with 53 clusters. This was because the K60 scheme included further clusters of
diagnostic interest. From this model five clusters were chosen to take part in the experiment, which
can be seen in Table 4. These clusters were chosen based on their quality, for the experiment to
explore the research questions sensitivity to cluster quality. The first three of the clusters are of
adequate size (30+) to accurately represent a group of patients with the same symptoms. The fourth
cluster is quite small, potentially causing the words of importance to be overly specific. The fifth
cluster is very large, with over half of the texts from the training data, and the words are therefore
not expected to be of much diagnostic value.

FIGURE 4: DEPICTS TWO VALIDATION METRICS FOR THE LAST BATCH OF CLUSTERING SCHEMES.
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TABLE 3: COMPARISON OF VALIDATION METRICS BETWEEN TWO CLUSTERING ALGORITHMS FROM THE FINAL
BATCH. K60 WAS IDENTIFIED AS THE OPTIMAL CLUSTERING SCHEME BASED ON THESE METRICS, AS WELL AS
THE WORDS WITHIN CLUSTERS.
Clustering Run

K54

K60

Within cluster SSE (train)

31087.76328

30866.6498

Log-likelihood 10-fold CV (train)

-4414438861

-4414438856

Log-likelihood (test)

237.75163

240.57433

Number of clusters used when clustering test data

38

41

TABLE 4: CLUSTERS FROM THE OPTIMAL CLUSTERING SCHEME THAT WERE USED FOR THE EXPERIMENTS.
Cluster

Number of Instances

Top ten words, in order of importance for the cluster

0

55

magsjuk diarré lös kräkts kräk kräkning feber avföring blöja
slö

39

66

halsont feber halsfluss hosta förkylning streptokocker
muskelvärk snuva influensa hes

53

102

ögat vagel öga svullet röd svullnad ögonlocket rött rinner
svullen

51

10

migrän huvudvärk pannan migränmedicin illamående tinning
orkeslös påverka yrsel tryck

33

4679

sår springmask ångest urinvägsinfektion vattkoppor svullnad
svamp ramla klåda oro

19

5.3 Experiment
Thirteen doctors participated in the study, and they are denoted as D1-13 throughout this section.
Most of them stated their speciality as general practitioners or qualified doctors, but there were also
some resident doctors and a few doctors with other specialities such as rheumatology and
otorhinolaryngology. The years of experience for doctors are shown Figure 5. Their experiences as
doctors ranged between 1 and 18 years, with an average of 6.8 years. Their experiences with remote
diagnostics ranged between 0.25 and 1 years. During the initial stages of the experiment there was
an issue with data collection. Due to this, no answers were collected from the first participant (D1) for
the effects of additional information from the last cluster (33). The cells in tables where the effects of
the additional information would be presented are therefore left blank.
For each text, at least some of the doctors changed their diagnostic keywords when cluster words
were presented. The doctors who changed their keywords are presented in Table 5. Cluster 51, which
was very specific and built from only 10 symptom descriptions, caused the largest number of doctors
to change. Cluster 33, which was very unspecific and built from 4679 symptom descriptions, caused
almost half of the doctors to change their keywords. For this cluster, there was a clear discrepancy
between those who had changed their keywords and those who had not. The doctors either seemed
to be aware that these words could be unrelated to the patient, or they seemed to put high confidence
into the precision of the clustering algorithm - assuming they were automatically relevant for the
patient. The first three clusters indicated the same discrepancy, but only slightly.

FIGURE 5: THE EXPERIENCE AS DOCTORS AND EXPERIENCE WITH REMOTE DIAGNOSIS FOR EACH
PARTICIPANT.
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The doctors who changed their differential diagnoses are presented in Table 5. For cluster 39 and
cluster 33, many of the doctors who changed their differential diagnoses seemed to think that the
words from similar patients automatically applied to the current patient text. For cluster 33,
participants D7 and D11 dropped several of their previous diagnoses for the current text, and replaced
it with diagnoses directly mentioned among the words from the cluster. For cluster 53 and cluster 51,
the differential diagnoses instead became more alike. In both cases, one diagnosis which had only
appeared for one doctor also appeared in several other differential diagnoses after the words had
been presented. For cluster 0, one doctor lists several new differential diagnoses and then say, “I get
several different new ideas for diagnoses, but none of them seems to be connected to the patient”
[author’s translation].
The comparison between years in the field and perceived change in diagnostic difficulty is shown in
Figure 6. Some doctors seem to perceive that the diagnostic difficulty decreased with the presence
of the additional information for all the clusters, while others perceived the difficulty change mixed
and a few felt the difficulty only increased or didn’t change. The same comparison but for change in
degree of confidence in differential diagnosis and change in additional information required is shown
in Figure 7 and Figure 8 respectively. For participants D7 and D10 the decreased difficulty appears
correlated with their increase in degree of confidence in diagnosis, and for participant D7 the decrease
in information need seem to correlate as well. For the remaining participants, no apparent
correlations can be seen.
The doctors were asked if the information aided them for each cluster. As expected, the first three
clusters yielded better results than the last two. For the first cluster 62% of the doctors responded
that the words aided them fully or partially. For the second and third clusters, the same responses
constituted for 38% and 54% respectively. The while this fraction was only about 15% for the fourth
and fifth clusters. When it came to the question if they would use a diagnostic aid like this, most of
the doctors were sceptical. A chart showing the responses to this question can be seen in Figure 9.
Comments were also collected for each cluster and for the whole experiment. One participant was
focused on the patients’ choices of words, the content of the patient texts, or how patient symptoms
should be collected, while the others primarily focused on the benefit of the additional words. Many
of the participants seemed to feel the connection between the current words were unclear, and
sometimes entirely unrelated. On cluster 33, both expressions on receiving too little information and
too much information occurred. On cluster 53, some of the participants who felt partially aided by the
additional words commented that “it’s easy to get tunnel vision if you go on what the patient says”
[author’s translation] and that “more differential diagnoses came up, but they were somewhat in the
periphery” [author’s translation]. From the comments on the aid provided across the whole
experiment, about a third of the participants expressed that they had no use of the extra information.
Some of those did not understand the purpose of seeing what other patients had said, and thought
the focus should be on extracting more information on the current patient. The remaining
participants said that the information aided in some cases and in other cases it was just confusing.
One participant noted that the aid provided is not very large in simple cases, which most of primary
care virtual visits are.
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TABLE 5: THE PARTICIPANTS WHO CHANGED THEIR DIAGNOSTIC KEYWORDS OR DIFFERENTIAL DIAGNOSES
WHEN CLUSTER WORDS WERE PRESENT.
Cluster

Doctors who changed keywords Count

Doctors who changed
diagnoses

Count

Cluster 0

D2, D3, D5-12

10

D3, D4, D6-13

10

Cluster 39

D2, D3, D6-9, D11, D12

8

D6-D12

7

Cluster 53

D1, D2, D5, D7-12

9

D4, D5, D7-D12

8

Cluster 51

D1-5, D7-12

11

D5-D10, D12

7

Cluster 33

D2, D3, D7, D10-12

6

D3, D6, D7, D9-12

7

FIGURE 6: THE COMPARISON BETWEEN THE YEARS OF EXPERIENCE AND PERCEIVED CHANGE IN DIAGNOSTIC
DIFFICULTY FOR EACH PARTICIPANT. A NEGATIVE CHANGE INDICATES LOWER DIFFICULTY WITH CLUSTER
WORDS.
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FIGURE 7: THE COMPARISON BETWEEN THE YEARS OF EXPERIENCE AND PERCEIVED CHANGE IN DEGREE OF
CONFIDENCE FOR EACH PARTICIPANT. A POSITIVE CHANGE INDICATES HIGHER CONFIDENCE WITH CLUSTER
WORDS.

FIGURE 8: THE COMPARISON BETWEEN THE YEARS OF EXPERIENCE AND PERCEIVED CHANGE IN ADDITIONAL
INFORMATION REQUIRED TO CONTINUE THE DIAGNOSTIC PROCESS FOR EACH PARTICIPANT. A NEGATIVE
CHANGE INDICATES LESS INFORMATION REQUIRED WHEN TEXTS ARE PRESENTED WITH CLUSTER WORDS.
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FIGURE 9: THE COMPARISON BETWEEN YEARS OF EXPERIENCE AND PROBABILITY OF USING THE CLUSTER
WORDS AS DIAGNOSTIC SUPPORT FOR EACH PARTICIPANT.
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6 Discussion
The research question of this thesis was “Can text mining used on symptom descriptions provide
helpful information to doctors for their diagnostic process, and if so, how does it aid them?”. This
section first presents a discussion of methodology, thereafter a discussion of results, and lastly a
presentation of future work.

6.1 Discussion of Methodology
Some critique can be aimed at the fact that only one data provider was used, and that the initial
interview and confirmation on clusters were conducted with a single doctor. Regarding the data
provider: a master thesis project is almost always marked with the lack of time, and virtual visits is a
hot topic and the field is marked by tough rivalry. Some providers are not keen to work in
collaboration with their competitors. The content of the data is expected to be roughly similar
between providers, and the resulting clustering model is expected to be as valid for the competitors
as for the collaborating provider. Nevertheless, similar work should be performed with other
providers, as to confirm these expectations. Regarding the interview and cluster confirmation, more
doctors would have been preferable. The decision was made to only interview one due to lack of time.
Input from more doctors would have given a more reliable base for determining the focus and
outcome of clustering model, and avoid the model being tailored to only the specific doctor that was
being interviewed. On the other hand, the doctor interviewed was one of the doctors with the most
experience working with the doctor end of the virtual visit application, so he would have the best
insight to what the doctors would like aid with in this type of setting.
Some of the decisions on experimental design might have had a negative impact on answering the
research question. A couple of the doctors asked questions during the experiment on the thought
behind the experiment, so they could understand how the words were to be used. The explanations,
which are shown with the questionnaire in Appendix 1: Experiment Questions, were kept brief to
avoid influencing the experiment and the participants responses, per regular experimental design.
However, in this case it seems like the background and intention of use for the cluster words would
have had to be further detailed if they were to be of use to doctors in a direct manner. The lack of this
information may therefore be the cause of a lower perceived aid from the cluster words. Similar
future experiments should take this into consideration for their experimental design. The doctors also
expressed that the lack of other anamnesis information about the patient increased the difficulty of
the differential diagnosis. Future experiments of this kind should therefore aim to present more
information about the patient than just their texts, to better simulate a real consultation.
Originally, a workshop was planned for the experiment instead of a questionnaire. Due to lack of time
and perceived difficulty in gathering participants, the questionnaire was chosen instead – as it would
be quicker for participants to respond, it would not demand participants to travel on-site, and it would
save the author time for other work. In retrospect, a workshop with fewer participants than was
achieved with the questionnaire could have been more constructive for the study. Had a workshop
been performed, the information gained through the interview and cluster confirmation could have
been verified. Similarly, when questions arose regarding the interpretation of cluster words, decisions
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could have been made to explain, which could have avoided many questions regarding the source of
certain outcomes.

6.2 Discussion of Results
Referencing to the results section, the answer to the research question seems to be that text mining
could aid in the diagnostic process under specific conditions. The specific or difficult diagnostic cases
were the ones in which doctors seemed the most aided by the words. The need for clusters to be more
specific than they are currently is strengthened by the fact that the very small cluster performed
surprisingly well, in terms of differential diagnosis changes. One reason for this could be that the
words are more coherent, and the connection to the current text more obvious to the doctors. Some
questions also arose regarding the cause behind some of the results. Due to the issues discussed in
the previous section, it is not clear if the doctors who felt aided in fact were aided (i.e. improved
diagnostic process) by the words or if they put too much confidence in the words. Similarly, it was not
clear if the doctors who did not feel aided were in fact due to the absence of improved diagnostic
process, or if it was due to lack of understanding of how to use the words. The complex nature of the
research question and lack of previous similar work made it difficult to anticipate these issues in
internal validity. Regardless of these issues, the results show there is a potential that text mining
could be used as a diagnostic aid, and the results encourage further work to be performed.
A way to improve how the words aid the doctors, and avoid the issue on how the words relate to the
patient, could be to improve the clustering model to the point where words could be almost
guaranteed to be of relevance to the current patient. Another way could be to construct the words
for a patient from e.g. the ten or twenty most similar patients, instead of extracting them from cluster
centroids. This option would circumvent the issue of large clusters not being representative for a
patient, but the most similar patients have a risk of being non-representative as well if any of the
patient texts are outliers in the vector space model.
Even if the extracted information from the clusters cannot aid the doctors directly, the clustering
component of this work can do so indirectly. Part of the problem setting for this work was the
difficulty for doctors to sort the information from large sets of texts. One participant in the
experiment expressed that they think that patients “should tick which symptoms they have from a
list” [author’s translation]. Since many patients already appear to prefer to write freely about their
symptoms over choosing a category of symptoms, based on the input data of this work, having such
a symptom list to tick off from could lead to a worsened care experience for these patients. A way to
aid doctors to get more information from the current patient could be to use the clustering
component of this work to map the patient toward specific questions for their symptoms. The
clustering model as it is now is sophisticated enough to steer patients to a symptom category based
on their text, which can be used to provide the patient with a set of follow-up questions based on their
category. With some additional work the clustering model could become more sensitive, possibly
able to specify follow-up questions tailored to the responses of individual patients. The machine
learning algorithm will also be able to adapt to changes in the population, providing support in asking
the most relevant questions as new diseases and health issues arise.
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6.3 Future Work
In the previous section it was concluded that the clusters would have to be more specific to be useful.
A significant improvement to the clustering model would be to break up the largest cluster into
smaller ones, which currently include more than half of the texts, but the model would also be
improved by breaking up medium-sized clusters. Further text processing methods can be explored to
do so, such as improving the stemming or treating several words together as tokens (i.e. n-gram) in
the tokenization process. Other options are to correct spelling errors and to use vocabularies, such as
those mentioned in the literature survey, to map non-technical expressions of words to their technical
equivalent. The next step of exploration to create more specific clusters would be more syntaxsensitive versions of document representation, such as with phrase recognition or negative
expression recognition. This could yield another set of clusters, instead of just expanding the set, as
the nature of the document representation would change.
Other avenues are available for pursuit to improve the viability of the clustering model as a diagnostic
aid. One option is to investigate possible ways to identify keywords from text regarding duration,
such as how long the patient has been sick or how suddenly they became sick, therefore aiding
doctors further by highlighting the acuteness of the disease. The clusters could become even more
specific if the clustering model took the time aspect into consideration as well, potentially creating a
powerful triage system. Another option is to improve the model by providing it with access to more
training data. The clustering algorithm used for the clustering model is not one that can be iteratively
built, meaning that the model will have to be rebuilt each time new data is to be added to the training
data. The aim is to maintain this model by rebuilding it each month with the data from the previous
month to see how it develops, and to take further steps from the ones mentioned above to improve
the clustering model.
Even though the focus of this section has been on how the clustering model can be used as a
diagnostic aid, there are other potential applications. Other potential applications for the clustering
component are clustering of patient diaries or even doctor’s notes, but both might require more or
less extensive changes to the stop-words. Lastly, I would like to urge others to perform related
investigations, as no similar work was found during the literature study, to confirm or deny the results
of this study.
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7 Conclusion
This thesis investigated the research question “Can text mining used on symptom descriptions
provide helpful information to doctors for their diagnostic process, and if so, how does it aid them?”.
Patient-reported symptom descriptions from a Swedish virtual visit provider were analysed using text
mining. A doctor was interviewed to establish which kind of information would be of use to doctors
and which parts of descriptions to focus on. The symptom descriptions were represented using the
bag-of-words model with tf-idf weighting, and clustering analysis was performed using the k-means
algorithm. Cluster words from the optimal clustering scheme were then used together with a patient
text from the same cluster in an experiment questionnaire, which aimed to measure if the doctors
were aided in their diagnostic process by the addition of these words.
The conclusion was that the doctors participating in this study were aided or partially aided in their
diagnostic process when the patient cases were difficult, and when it was clearly distinguishable
which words in clusters were applicable to the current patient text. Another conclusion from the
results is that if the words from clusters are to be used as a complement to the diagnostic process,
the doctors need a more in-depth understanding of the capabilities of the tool. The clustering
component is nevertheless sufficient for patient flow improvements, such as mapping patients to
symptom categories so that follow-up questions can be presented to them automatically. The
primary benefit of visualising what other patients say, as was attempted in this thesis, would be in
more complicated cases. These cases are currently rare in the virtual visits, but the results of this work
could aid doctors diagnosing difficult patient cases in other remote settings.
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Appendix 1: Experiment Questions
This section presents the questions used in the experiment, the descriptions used to aid if questions
were unclear, and in which format answers were collected for each question. The questions and
descriptions are in Swedish. The first and last set of questions appeared only once, while the other
sets were repeated once for each text presented. The texts which were used for the experiment are
treated as patient data, and can therefore not be published here for confidentiality reasons.
Inledande frågor
Beskrivning: “Beskriv kort din erfarenhet inom läkaryrket.”
1. Specialitet:
2. År av erfarenhet:
3. År av erfarenhet med fjärr-/videodiagnostik:
Frågor till endast texterna
<Texten presenteras>
1. Vilka diagnostiska nyckelord finner du?
Beskrivning: “Vilka ord i texten fokuserar du på när du diagnostiserar?”
Svarsalternativ: Kort fritext
2. Vilka differentialdiagnoser identifierar du?
Beskrivning: “Alla diagnoser du tror kan vara aktuella utifrån texten.”
Svarsalternativ: Lång fritext
3. Hur svårt var det att utföra differentialdiagnostik med den tillgängliga informationen?
Svarsalternativ: Likertskala 1-5 [mycket enkelt - mycket svårt]
4. Hur stor säkerhet känner du till din differentialdiagnostik?
Svarsalternativ: Likertskala 1-5 [mycket osäker - mycket säker]
5. I vilken grad önskar du mer information för att komma vidare i diagnostikprocessen?
Svarsalternativ: Likertskala 1-5 [väldigt lite - väldigt mycket]
Frågor till texter tillsammans med viktigaste orden
<Texten presenteras>
Liknande patienters ord (i viktighetsordning): <Tio ord presenteras>
1. Vilka diagnostiska nyckelord finner du?
Svarsalternativ: Kort fritext
2. Vilka differentialdiagnoser identifierar du?
Svarsalternativ: Lång fritext
3. Hur svårt var det att utföra differentialdiagnostik med den tillgängliga informationen?
Svarsalternativ: Likertskala 1-5 [mycket enkelt - mycket svårt]
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4. Hur stor säkerhet känner du till din differentialdiagnostik?
Svarsalternativ: Likertskala 1-5 [mycket osäker - mycket säker]
5. I vilken grad önskar du mer information för att komma vidare i diagnostikprocessen?
Svarsalternativ: Likertskala 1-5 [väldigt lite - väldigt mycket]
6. Upplevde du att den extra informationen hjälpte dig att utföra differentialdiagnostik,
jämfört med enbart texten?
Svarsalternativ: Ja, Nej, Delvis
7. Kommentarer och tankar
Beskrivning: “Exempel: Fick du några nya uppslag på följdfrågor till aktuella
patienten baserat på orden från liknande patienter”?
Svarsalternativ: Lång fritext
Avslutande frågor
Beskrivning: “Beskriv ditt helhetsintryck av det diagnostiska stödet.”
1. Hur sannolikt är det att du skulle använda ett sådant här stöd till den
differentialdiagnostiska processen?
Svarsalternativ: Likertskala 1-5 [mycket osannolikt - mycket sannolikt]
2. Kommentarer, förslag eller tankar
Beskrivning: “Vad var bra eller dåligt? Var det effektivt hela tiden, inte alls, eller bara
vissa fall?”
Svarsalternativ: Lång fritext
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Appendix 2: Final Clusters
This appendix shows the resulting clusters and their words from the final scheme. The table appears
on the following three pages.
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