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Abstract
Scalar fields occur quite commonly in several application areas in both
static and time-dependent forms. Hence a proper visualization of scalar fields
needs to be equipped with tools to extract and focus on important features of
the data. Similarity detection and pattern search techniques in scalar fields
present a useful way of visualizing important features in the data. This is done
by isolating these features and visualizing them independently or show all
similar patterns that arise from a given search pattern. Topological features
are ideal for this purpose of isolating meaningful patterns in the data set and
creating intuitive feature descriptors. The Merge Tree is one such topological
feature which has characteristics ideally suited for this purpose. Subtrees of
merge trees segment the data into hierarchical regions which are topologically
defined. This kind of feature-based segmentation is more intelligent than pure
data based segmentations involving windows or bounding volumes.
In this thesis, we explore several different techniques using subtrees of
merge trees as features in scalar field data. Firstly, we begin with a discussion
on static scalar fields and devise techniques to compare features - topologically
segmented regions given by the subtrees of the merge tree - against each
other. Second, we delve into time-dependent scalar fields and extend the
idea of feature comparison to spatio-temporal features. In this process, we
also come up with a novel approach to track features in time-dependent data
considering the entire global network of likely feature associations between
consecutive time steps.
The highlight of this thesis is the interactivity that is enabled using
these feature-based techniques by the real-time computation speed of our
algorithms. Our techniques are implemented in an open-source visualization
framework Inviwo and are published in several peer-reviewed conferences and
journals.

iv
Sammanfattning
Skalärfält används tämligen ofta inom en rad olika tillämpningsområden,
både i statiska och tidsberoende sammanhang. Därav behöver en korrekt visualisering av skalärfält vara försedd med verktyg för att extrahera och fokusera
på avgörande kännetecken i datan. Användbara visualiseringspraktiker för att
genomföra detta är att utröna förekomster av likheter eller andra mönster i datan. Detta görs genom att särskilja kännetecknen och visualisera dem separat
eller att visa alla likhetsmönster från en given sökning. Topologiska kännetecken är särskilt lämpliga att använda för att särskilja meningsfulla mönster
i datan och de ger möjlighet att skapa intuitiva beskrivningar av särdragen.
Ett s k merge tree är ett sådant topologiskt kännetecken som passar detta
syfte ypperligt. Underträden till ett merge tree delar upp datan i hierarkiska
regioner som är topologiskt definierade. Denna typ av känneteckensbaserade
segmentering är mer intelligent än rent databaserad segmentering inbegripande sådant såsom fönster eller bundna volymer.
I denna avhandling undersöker vi flera tekniker att använda underträd
till merge trees för att finna särdrag i skalärfältsdata. Vi inleder med en
diskussion om statiska skalärfält och redogör för tekniker för att jämföra
särdrag - topologiskt segmenterade regioner som ett resultat av underträd till
ett merge tree - med varandra. Därefter ger vi oss på tidsberoende skalärfält
och utvecklar idéen om särdragsjämförelser genom spatio-temporala särdrag.
I den processen presenterar vi också en ny ansats för att spåra särdragen
i tidsberoende data som omfattar hela det globala nätverket av sannolika
associerade särdrag mellan efter varandra följande tidssteg.
Höjdpunkten i avhandlingen är den interaktivitet som möjliggörs genom
att använda dessa känneteckensbaserade tekniker utifrån realtidsberäkningar
av algoritmerna. Våra tekniker är implementerade i en open source-programvara,
Inviwo, och resultaten har presenterats och publicerats i ett antal välrenommerade konferenser och tidskrifter.
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Chapter 1

Introduction
1.1

Overview of Concepts

Scalar Fields
A scalar field is a real-valued function over a domain Rd which maps every point
in this domain to a scalar value. Most kinds of real world data can be expressed
in the form of scalar fields. Be it meteorological data [WRP85] where the pressure,
temperature, humidity or wind speed of a particular region are observed, or computational fluid dynamics data [KTK92] obtained from simulating airflow around
a vehicle body. There are several other areas where data appears in the form of
scalar fields such as medical imaging data [LHH96], geophysical data [Bac70], potential fields in physics and cosmology [Muk85, GKMP04] as well as cell biology
and neuroscience [ZB03, TDS∗ 01]. In most of these areas, data is not static but is
changing in time. Thus, time-dependent scalar fields are also hugely common and
of considerable interest.
Spatial data can also be characterized by a vector-valued function. Such a
function maps every point in the domain to a vector value. The resulting field is
called a vector field. Computational fluid dynamics usually involve time-dependent
analysis of a directional fluid flow and these are usually given by vector fields.
A function can also map every point to multiple scalar values. Such fields are
known as multi-field or multivariate data. Meteorological [KHGR02] or molecular
dynamics [AFH∗ 00] field data is usually multivariate data. This thesis however,
limits itself to single-valued scalar fields only and explores techniques to analyze
single valued components from multifields and derived scalar functions from vector
fields. Figure 1.1 shows an example of a scalar field depicting a flow around a square
cylinder.
The methods described in this thesis are all combinatorial in nature, and hence
a discretized version [DDFM03] - a grid over the continuous space - is required for
them to be applied. Typically, real world scalar field data is always discrete in
1
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Figure 1.1: A dataset depicting a 3D time-dependent flow around a confined square
cylinder. This is a direct numerical Navier Stokes simulation by Simone Camarri
and Maria-Vittoria Salvetti (University of Pisa), Marcelo Buffoni (Politecnico of
Torino), and Angelo Iollo (University of Bordeaux I) [CSBI05] which is publicly
available. We use a uniformly sampled version [WHT12], on which the OkuboWeiss criterion - a scalar field indicating vortex behavior [SWTH07] - is computed
and visualized here.

nature as measurements are inherently confined to discrete points in space. The
algorithms in this thesis are for structured rectilinear grids in 2D or 3D. However,
they can very well be extended to unstructured grids, triangular meshes or tetrahedral meshes using appropriate neighborhood functions on the grid vertices. In the
subsequent parts to follow, we will delve deeper into the analysis and visualization
of discrete single-valued scalar fields.

Similarity Estimation in Scalar Fields
Due to the ubiquitous nature of scalar fields, their visualization becomes an important topic in the broader spectrum of scientific visualization with several different
areas of research existing within this topic. Finding similar or repeated patterns in
static or time-dependent scalar fields is one of those areas where several interesting
and useful methods have been proposed in the recent past. Isolating meaningful structures by segmenting them, and visualizing similar structures and patterns
help in providing useful insights on data, which can be, often times, quite noisy
and chaotic.
Feature based methods work well for isolating and segmenting meaningful structures in the data. This is because feature based methods are data aware and a
standard method of selection of a region using a axis-aligned bounding box for example is not. Figure 1.4 shows a feature based selection based on the topology of
the data. A bounding box selection region might contain several (possibly partly)
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overlapping features of interest in a given selection region. This is avoided using a
feature based approach.
It is difficult to compare data obtained from an experimental setup with data
from a simulation if a feature-based approach is not considered. First, the data
obtained from the experimental setup may not be sampled using the same grid sizes
used for the simulation. This makes it difficult to estimate the correct scale factor
between the sliding windows to be used in both setups. Second, experimental data
is prone to noise, and if not looked at wholly from a feature-based perspective, it
may be impossible to infer meaning out of individual regions given by a pre-defined
sized window.
This leads us to concur, that feature-based approaches are the favored path
towards pattern extraction and pattern search. In this thesis, we present algorithms
on pattern search in both static and time-dependent scalar fields which can be used
in interactive applications. We also present a fast method of tracking features in
time-dependent scalar fields with spatio-temporal pattern search in mind.

Topological Feature Representations
To analyze patterns in scalar fields, we have argued for using a feature-based approach. Of several feature representations that exist, topological features are explored as the primary interest in this thesis. Topology ignores the actual shape of
the feature but rather captures its structure. It is common for two features to be
different in shape but exhibit similar topology. A doughnut and a coffee mug for
example, are very different in shape, but are topologically the same.
Some of the topological representations that are commonly used are watersheds,
merge trees, contour trees, Reeb-graphs and Morse-Smale complexes. Watersheds
[NS94] as the name suggests, are regions marked by steadily draining water via
the lowest points in a landscape. As an initial scenario, we imagine a function
on a 2-manifold as a 2D landscape completely immersed in water. Gradually this
water drains through the lowest points, i.e., the minima of the function. Some
regions begin to appear as the water above them subsides. These regions are called
watersheds and the highest points in these regions are the maxima of the function.
As more water drains out, some of these regions start to merge with each other.
The points at which regions merge are called saddle points. Eventually, all of the
water drains out and the final point which emerges is the global minimum of the
function. Together, maxima, minima and saddles are termed as the critical points
of the function, as the gradient of the function at all these points is zero. The
contour surrounding a watershed region at any moment is termed as an iso-contour
in 2D (and iso-surface in higher dimensions). The value of the function on all points
on an iso-contour are equal.
Merge trees (or barrier trees) [FHSW02] are an abstract representation of the
evolution of watersheds as water is gradually drained out. The vertices represent
the critical points of the function and the edges link two regions where one merges to

4
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Figure 1.2: A scalar field alongside its contour, join and split trees [Wei08].

the other. In the case where the iso-contours move from higher to lower values the
merge tree is called the join tree. Considering the negated function of the landscape,
the maxima and minima are interchanged. In this scenario, water drains through
the maxima, the minima emerge first and the final point to emerge is the global
maximum. The watershed regions in this negated scenario are called watercourses.
In this reversed case, the iso-contours move from lower to higher values and the
merge tree is called the split tree. The Contour tree [Car04] is the representation
obtained by combining the join and split trees. Figure 1.2 illustrates the concept
of a contour tree.

A general 2-manifold can curve around in space and exist in higher dimensions.
For example, the surface of a torus is also a 2-manifold. Assuming a linear function
f (x, y, z) = x on all points on a torus lying in 3D space, if we were to consider
the iso-contours on the surface of this torus, we would notice that the iso-contours
would split and merge again. For this general setting, the contour tree takes on the
form of a more general representation called the Reeb graph [Ree46].

If the function f on the 2-manifold is differentiable at all points on the manifold,
one can construct a vector field of the gradient of this function. Each point, can
then be assigned to a gradient line, leading to a local maximum or minimum.
The regions consisting of only ascending or descending gradient lines can then be
grouped together. These regions are respectively known as ascending or descending
manifolds, also referred to as Morse cells [Mil16]. The entire cell complex consisting
of either of these regions is termed as the Morse complex. Considering the complexes
from both ascending and descending manifolds, and intersecting these cells, one
obtains what is called the Morse-Smale complex [EHNP03]. Figure 1.3 shows a
MS-Complex of a 2D scalar field.
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Figure 1.3: A Morse-Smale Complex. The red, blue and yellow points represent
maxima, minima and saddles respectively. The red and blue lines are lines where
the gradient is zero are termed as separatrices and represent the boundary of the
ascending and descending manifolds [WG09].

1.2

Related Work

Similarity Estimation
Estimating similarity between structures or shapes is a topic of great interest in the
related fields of Computer Graphics and Computer Vision. In Computer Graphics,
several shape recognition or classification techniques employ feature attributes to
distinguish object shapes from each other [BMP02, OFCD01, GCO06]. Several of
these employ topology or graph based representations. Hilaga et al. compute a
Reeb graph representation for shapes by defining a distance function on the surface
of the shape. This is then used to compare and classify different shapes [HSKK01].
Sundar et al. develop a similar object matching scheme based on a skeletal structure
of the shape [SSGD03]. Siddiqi et al. [SSDZ99] use yet another graph based
representation of a shape called a shock graph as a shape signature to match 2D
shapes. Moving to Computer Vision algorithms, Manjunath et al. [MCvdM92]
used a topological graph based representation of facial features to match faces.
Wiskott et al. [WKKVDM97] perform face recognition using an elastic graph based
representation of the face. A survey of graph based methods for pattern matching
was done by Conte et al. [CFSV04]. All of these methods, however, deal with
matching entire images or shapes and do not consider partial matches within images
or shapes.
Closer to scientific visualization and scalar field data, several attempts have
been made to compare two different scalar fields. Schneider et al. [SWC∗ 08] compared two scalar fields by using iso-surfaces as features and estimating a correlation
between two sets of features using a overlap based similarity measure. With regards
to multifield data, Sauber et al. [STS06] compute correlation fields from subsets
of several multifields and then create a graph structure called the Multifield Graph

6
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to visualize these correlations and their strengths. An algorithm to compare two
scalar fields based on the merge tree was given by Beketayev et al. [BYM∗ 14].
This algorithm compared the two respective merge trees by comparing all of their
probable branch decompositions with respect to an  threshold. As computing
all possible branch decompositions is exponential in runtime, the algorithm is not
practical for interactive applications. Using a memoization approach, the authors
manage to improve the runtime to O(n5 ) where n is given by the size of the merge
tree(s). This complexity is still not feasible for most real data sets with regards
to interactivity. Bauer et al. [BGW14] propose an algorithm for computing the
distance between Reeb graphs accounting for slight instabilities.
Similarity estimation in the same data set, can be seen as a more general case of
symmetry detection. To detect symmetry within a data set, one needs to find two
or more similar parts (features) locally in the data. Mitra et al. [MGP06] detect
partial and approximate symmetries in 3D geometries using local shape signatures
and clustering them. Bokeloh et al. [BBW∗ 09] detect rigid symmetries in geometric
data sets using line features.
In scalar fields, symmetry detection was done by Thomas et al. [TN11] where
similar branches of the contour tree were clustered together to visualize symmetric
topological regions. The premise of similar branches or subtrees translating to similar spatial regions could be seen here. Later, the authors used different topological
abstractions like the augmented extremum graph [TN13] and geometric properties
of iso-contours [TN14] for detecting similarity in static scalar fields. Their work is
the most similar to ours and uses the same premises for detecting similarity.
Tree and graph comparison algorithms fall under the general purview of graph
isomorphism [CG70]. However, these problems are more algorithmic in nature and
seek to find completely overlaying trees or graphs. For similarity estimation using
topological graph representations in real data, one has to account for approximate
similarity and the presence of noise. Tree edit distance [Bil05] is another technique
which computes approximate distances, but this works for labeled vertices only.

Tracking Topological Features in Time-Dependent Data
A plethora of techniques exist on the tracking of features in time-dependent data these include tracking of critical points, isosurfaces, vortex structures or topological
feature abstractions.
Tricoche et al. [TWSH02] track critical points in 2D time-dependent vector
field using a time interpolation strategy. Garth et al. [GTS04] track vector field
singularities in 3D time-dependent vector field data using rules imposed by fundamental invariants obeyed by these singularities. Theisel et al. achieves the same
using Feature Flow Fields [TS03]. Weinkauf et al. introduce Stable Feature Flow
Fields [WTGP11] which improves upon the existing feature flow fields tracking by
making it robust to numerical errors. Reininghaus et al. introduce Combinatorial Feature Flow Fields - a combinatorial algorithm to track critical points of 2D
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time-dependent scalar fields avoiding numerical schemes involving derivatives or
numerical integration leading to a more robust and faster algorithm.
Tracking regions enclosed by isosurfaces have also been explored to a great
extent. Early methods are due to Samtaney et al. [SSZC94], Silver et al. [SW97,
SW98] and Bajaj et al. [BSS02]. Most of these methods reduce the problem of
region tracking to one finding the best pairwise correspondences between regions
of two consecutive time steps. In the possibility of two or more features in a
subsequent time step being matched to one feature, the best match, according to
some similarity measure, usually overlap, is considered to be the matching feature.
We will witness later in Section 4.2 why this is not the most optimal decision in
the global sense.
Bremer et al. [BWP∗ 10] track subsets of isosurfaces defined by the Morse complex. Widanagamaachchi et al. [WCBP12, WCK∗ 15] visualize tracks pertaining to
isosurfaces at a given isolevel by creating a dynamic tracking graph representing
all possible transitions between features. Lukasczyk et al. [LWM∗ 17] visualize all
nested regions of the tracking graph at once.
Edelsbrunner et al. [EH04] present an algorithm to compute the Jacobi set
between two Morse functions and prove the application of this method for tracking
critical points. Bremer et al. [BBD∗ 07] use Jacobi sets to track critical points in
a 2D time-dependent scalar field. However, approximations of real world functions
contain noise and discretization artifacts making their Jacobi sets very large and
complex. Suthambhara et al. [SN11] introduce a method to simplify the Jacobi sets
in a robust manner. Bhatia et al. [BWN∗ 15] introduce yet another simplification
algorithm which translates topological simplification of the scalar functions to their
Jacobi sets. However, an extension to higher dimensions is still to be desired as the
method is fairly complicated to implement.
Methods on tracking entire topological structures such as the contour tree or
merge tree also exist. Edelsbrunner et al. track Reeb graphs using the concept
of Jacobi curves [EHM∗ 08]. Weber et al. [WBD∗ 11] track regions defined by
isosurfaces by computing a Reeb graph in the spatio-temporal domain. Sohn et al.
[SB06] track changes to isocontours in the contour tree using quantitative measures
such as a volume and surface area. Oesterling et al. [OHW∗ 15] provide an exact
method of tracking the merge tree by using the augmented merge tree by examining
the relative changes of its vertices in their sorted order. Although this method
provides an accurate tracking and evolution of critical points in the merge tree, it
is dependent on the size of the data set (N ) rather than the number of features and
runs at a higher order polynomial runtime of O(N 3 ). For this reason this method
is infeasible for most real world data sets.

8
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Figure 1.4: A scalar field depicting the electrostatic field around a benzene molecule.
The six-fold symmetry is apparent.

1.3

Contributions

In this thesis, I present our contributions to the areas of similarity estimation
in static and time-dependent scalar fields as well as tracking of features in timedependent scalar fields. We use the merge tree as our choice of topological abstraction of a static scalar field. This is because for our purposes, the merge tree is ideal
for a variety of reasons. Firstly, it allows for a hierarchical segmentation of the
important features. This is due to the inherent rooted-tree structure. Secondly, it
can be topologically simplified to deal with noise. Thirdly, it is easily computed for
a variety of field representations by simply defining an appropriate neighborhood
function. In this thesis, these properties of the merge tree are used to extract and
isolate important structures in 2D and 3D scalar fields. This is explored in detail
in Chapter 2.
In Chapter 3, several methods to compare such structures with each other using
their features are introduced. These methods can be used to estimate similarity
within patterns existing in the same or in another data set. Figure 1.4 shows an
illustration of this concept for estimating self-similarity within a data set. In timedependent scalar fields, such structures are not static but are evolving in time. A
track of such a feature represents its spatio-temporal evolution. We define a spatiotemporal feature as simply given by a string of spatial features. This representation
makes possible a novel comparison strategy for spatio-temporal features which, to
the best of our knowledge, the first of its kind in existing literature.
Chapter 4 shows how a global approach to track spatio-temporal structures
is employed for purposes of spatio-temporal comparison. Arguments for a global
approach – considering all time steps at once – as opposed to a local one, considering
only two successive time steps, are argued for.
Finally, the thesis concludes with a final discussion of these methods in Chapter 5.
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List of Publications

In this section, I list the publications discussed in this thesis, in chronological order.
In all cases, I was the leading author and worked on all aspects of the paper, guided
by appropriate supervision.
(A) Himangshu Saikia, Hans-Peter Seidel and Tino Weinkauf.
“Extended branch decomposition graphs: Structural comparison of scalar
data.”
Computer Graphics Forum (Proc. EuroVis) 33, 3 (June 2014).
In this work, we introduce a data structure which efficiently encodes the
primary branch decompositions of all subtrees of the merge tree as a graph.
This graph - called the extended Branch Decomposition Graph (eBDG) is
then used to compute a pair-wise distance matrix between all pairs of subtrees
of two merge trees using dynamic programming. This distance matrix is then
used to visualize similarities between two data sets or symmetries within a
data set.
(B) Himangshu Saikia, Hans-Peter Seidel and Tino Weinkauf.
“Fast similarity search in scalar fields using merging histograms.”
Topological Methods in Data Analysis and Visualization IV. TopoInVis 2015.
Mathematics and Visualization. Springer, Cham.
Using the same premise of computing pair-wise distances between all pairs of
subtrees, a new feature descriptor - the histogram of vertex intensity values
- for every subtree is introduced. A technique which allows for computing
these feature descriptors on the fly, i.e, by augmenting the merge tree computation algorithm by a few lines is also presented. Since the histogram feature
descriptors are born and merged like level set components of the merge tree,
the algorithm is titled ‘Merging Histograms’.
(C) Himangshu Saikia and Tino Weinkauf.
“Global feature tracking and similarity estimation in time-dependent scalar
fields.”
Computer Graphics Forum (Proc. EuroVis) 36, 3 (June 2017).
In this paper, we present two novel techniques – one for tracking and one for
spatio-temporal comparison of merge tree subtrees in time-dependent data
sets. The tracking involves computing a directed acyclic graph of all likely
correspondences between two successive time steps and finding a best path
through this graph using Djikstra’s shortest path algorithm. Once tracks are
obtained for all likely spatial candidates to a selected subtree region, they are
in turn compared using Dynamic Time Warping.
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(D) Himangshu Saikia and Tino Weinkauf.
“Fast topology-based feature tracking using a directed acyclic graph.”
Extended Abstract accepted to Topology-based Methods in Visualization 2017.
Full paper submitted to the Mathematics and Visualization series of Springer.
Extending on the previous method of tracking one feature – a node in a
directed acyclic graph – we compute tracks corresponding to all nodes. We
introduce an algorithm which computes these tracks by using the fact that
nodes lying on the shortest path between the same source and sink, trace
the same shortest path. We prove this algorithm to run orders of magnitude
faster than the naïve version of running the tracking algorithm for a single
node for all nodes.
In the remainder of this thesis, I shall use the pronouns we, our and us, to indicate contributions in the aforementioned papers, as is the standard of referencing
contributions in scientific literature.

Chapter 2

Background
A scalar field is defined as a real valued function f : Rd → R for an d-dimensional
domain. Typically, in scientific visualization we deal with 3D volumetric data, 2D
height-fields or slices of 3D volumetric data. In the examples shown in this thesis,
we always deal with structured rectangular grids. We also restrict the domain to
2D and 3D only. However, it is possible to extend the approaches in this thesis to ddimensional data and unstructured grids by defining an appropriate neighborhood
function. In our case, the neighborhood function on a vertex, outputs all vertices
which are directly connected to that vertex by a grid line.

2.1

Topological Structures in Scalar Fields

Critical Points
The critical points of a scalar function f : Rd → R are defined as the points where
the derivative of the function is zero. This means, that at these points, the function
undergoes a change from a positive gradient value to a negative gradient value or
vice versa. For a discrete rectangular grid, this can be interpreted as a positive to
negative or negative to positive gradient change in all orthogonal directions. In 1D,
there can be a gradient change only in one direction. When the gradient changes
from negative to positive, the critical point is called a maximum. At a maximum,
the value of the function is greater than all the values at its neighboring points.
When the gradient changes from positive to negative, the point is called a minimum.
Here, the value of the function is lesser than all the values at its neighboring points.
In a two or higher dimensional setting, there may exist points where the gradient
undergoes both a positive to negative and a negative to positive transition at the
same time along different directions. Such points are called saddle points. Figure 2.1
shows an illustration of the three types of critical points in 2D.
11
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(a) Maximum

(b) Saddle

(c) Minimum

Figure 2.1: Illustration of the three types of critical points in a 2D rectangular grid.
The arrows move from lower to higher valued vertices.

Level Sets
A level set of a scalar field f : Rd → R, is given by a set of the form
Lc = {x|f (x) = c}

(2.1)

That is, the set Lc consists of all points in the domain where f obtains the value
+
c. Similarly, we can define a sub-level set L−
c and super level sets Lc as follows
L−
c = {x|f (x) ≤ c},
L+
c = {x|f (x) ≥ c}.

(2.2)

+
where L−
c (Lc ) contains all points where the function value f is less (greater)
than or equal to c.

A level set may consist of several connected components. These connected
components represent interesting topological features and several useful attributes
can be defined for them. Figure 2.2 shows the super-level sets of a scalar field at
various iso-values c. New level sets are created at critical points - either maxima or
minima. As the iso-value is increased, existing components merge with one another
and new ones are created. Components always merge at saddle points. Eventually
all components merge into one component given by the entire data set.

2.2

Merge Trees

A merge tree encodes the connectivity information of all super(sub) level sets of
the scalar field. The nodes of a merge tree represent (some) critical points of the
scalar field. An edge of the merge tree represents the region that a super(sub)

2.2. MERGE TREES

(a) c = 0.60
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(b) c = 0.55

(c) c = 0.54

Figure 2.2: Illustration of super-level sets in the potential field of a Benzene
molecule. The super-level set L+
c at c = 0.6 consists of 6 components. Each
component refers to a single carbon atom. As the value of c decreases to c = 0.55
we notice that the components grow larger. At c = 0.54 we observe that the previous components have merged into a single component and 6 new components
emerge. The new components signify hydrogen atoms. Eventually, when c reaches
its minimum value, L+
c is given by the entire domain consisting of all points.
level set component traces out starting from its birth up until it merges with other
components. The merge tree that traces the evolution of super level sets, is called
the join tree [Car04]. In case of sub-level sets, it is called the split tree. A simple
scalar field and its associated join tree are shown in Figure 2.3.
The merge tree is computed by a sweep-up (or sweep-down) of all the points in
the scalar field ordered by their value. Saddle points in the merge tree denote a
merge of super(sub) level set components into a single component. For the purpose
of this thesis, we draw and identify merge trees as rooted at the bottom with the
leaf nodes at the top.

Subtrees of Merge Trees
Merge trees encode level set topology and their hierarchical nested structure has
several useful properties. Most importantly, they allow a natural segmentation of
important structures in the data. This is observed in Figure 2.4.
Subtree A subtree of the merge tree is defined as a tree rooted at any given node,
and containing all edges above it. A subtree represents an interesting connected
region in the data. Regions corresponding to parent subtrees - subtrees containing
one or more subtrees - completely contain regions corresponding to child subtrees.
Also, the number of subtrees is equal to the number of edges in the merge tree.
This is easily seen when we closely look at the definition of a subtree. Since every
subtree has to be rooted at a node, it must contain the edge pointing to it from
the top. This implies, that for every edge, there has to be a unique subtree given

14
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(a) Contour Lines of a 2D Height Field

(b) Join Tree of (a)

Figure 2.3: A simple scalar field and its associated join tree.

by the edge itself along with all of the edges connected to it from the top.
Branch Like in any tree structure, there is a unique path from every node to
the root of the tree. If the node is a leaf node, this path is called a branch of the
tree. In case of a join tree, a branch consists of a maximum-saddle pair at its end
points, except in the case of the root branch, which consists of the global maximum
and global minimum as the end points.

Edge Weights
To compare two trees by overlaying one on top of the other, one needs to quantify
the edges or nodes or both. For simplification purposes, one must also perform
pruning of leaf edges following an order of importance. Edges are weighed for
these purposes. The edge weight is a characteristic of the region encompassed by
the points contained in that edge. Edge weights should also have a well-defined
combination operator to determine weights of branches or subtrees. In this thesis
we implement and use four kinds of edge weights:
Height Difference The height difference weight wh is defined by the difference
in function value between the highest and lowest points in an edge. More formally,
for a scalar field f and edge ei→j where the top node of the edge is i and bottom
node j we have
wh (ei→j ) = |f (i) − f (j)|

(2.3)

The height difference for a branch or a subtree is also obtained simply by computing the absolute function value difference of their highest and lowest points.
Volume The volume weight wv is defined by the space covered within the
region defined by an edge. We approximate this by defining volume as the number
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(a) Neghip Full

(b) Selection 1

(c) Selection 2

(d) Full Join Tree

(e) Subtree corresponding
to Selection 1

(f) Subtree corresponding
to Selection 2

Figure 2.4: The Merge Tree encodes hierarchies of nested regions. The Neghip
dataset representing the spatial probability distribution of electrons in a high potential protein molecule is shown in (a) and the associated join tree for the data
in (d). A subtree of the full join tree is shown in (e). The region associated with
the subtree in (e) is shown in (b). The parent subtree of (e) is shown in (f),
and the corresponding associated region in (c). Notice that as the parent subtree
completely contains the child subtree, the associated parent region also completely
encompasses the child region.

of vertices belonging to an edge. Although this is not an accurate representation
of the actual volume, it serves well as an approximation. Thus, if an edge ei→j
denotes the set of all vertices that belong to it, the volume is given by
wv (ei→j ) = |ei→j |

(2.4)

For a subtree S (or a branch B), the total volume weight is given by the sum
of the volumes of all edges in the subtree or branch.
wv (S) =

X
e∈S

|e|,

(2.5)

16
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Product of Height Difference and Volume This measure is used to provide
better stability in the branch decomposition tree as opposed to just height difference
or volume weights. It is given by
whv (ei→j ) = |f (i) − f (j)||ei→j |

(2.6)

Integrated Intensity The integrated intensity weight is the sum of height
differences between every point and the lowest point in an edge.
wii (ei→j ) =

X

|f (v) − f (j)|

(2.7)

v∈ei→j

For a subtree S (or a branch B), with the lowest point denoted by z we have
wv (S) =

XX

|f (v) − f (z)|

(2.8)

e∈S v∈e

Branch Decomposition Trees
To determine topological similarity between two structures, a well defined hierarchical segmentation, as is present in the merge tree, is very useful. However, real world
data is often noisy and its underlying topology may fluctuate rapidly with small
perturbations. This may lead to several spurious critical points and unimportant
edges in the merge tree. One way to simplify and prune unimportant edges is done
by means of the branch decomposition tree. Figure 2.5 illustrates how a branch
decomposition tree looks like. Initially, all edges are assigned a weight according
to some measure as described previously. Then, leaf branches are progressively
plucked off starting with the lowest weighted ones first. If a saddle has only one
edge connected to it from the top, it is collapsed into its bottom edge and the entire
branch becomes a new leaf branch. The last branch to be plucked is therefore the
branch consisting of the global maximum and global minimum. This branch is the
root branch and is denoted by a root node in the branch decomposition tree. All
branches that have been plucked off that branch are marked as child branches, and
so on, recursively until all branches are taken care of. The ordering of branches
at one level, can be done using some criteria, like position of the saddle point for
example. Naturally, the weight of branches gets progressively lower, as one moves
from the root branch downward. An illustration of how a branch decomposition
tree maintains structure in spite of noise can be seen in Figure 2.6.
It is possible for a merge tree to have several branch decompositions. The
algorithm mentioned above, of progressively plucking the minimum branch gives
rise to one of several possible branch decompositions. This decomposition is called
the primary branch decomposition. The primary branch decomposition is important
for simplification purposes because it maintains a strong vertical ordering in weight.
This is enforced by the algorithm of picking the minimum weighted leaf branch first.
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Figure 2.5: Branch Decomposition of a Merge Tree [SSW14]. Nodes in a branch
decomposition tree denote branches of the merge tree. The importance of branches
goes down from top to bottom. The horizontal ordering can be arbitrary or can
follow a desired ordering, like position of the saddle in the parent branch, for example.

Consider a simple case of a merge tree being a binary tree. That is, every nonleaf node has two child nodes. The total number of branch decompositions of such a
tree is bounded by the value (n/2)! where n is the number of nodes in the tree. This
can be observed as follows. There are n/2 leaf nodes in a tree of size n. Hence, the
first one can be picked in n/2 ways. Once a branch is removed, the tree is reduced
to one or more sets of subtrees. Again there are n/2 − 1 ways of picking one of the
remaining n/2 − 1 leaf nodes. Of course, some of the branch decompositions may
be identical even if the order of picking is different. Eventually, there will be (n/2)!
ways of decomposing a binary merge tree into its branches, leading to a maximum
of (n/2) branch decompositions. For the general case of any merge tree - binary
or not, if m denotes the number of leaf nodes in the tree, there is a total of m!
possible branch decompositions. This can be proven using the same logic for the
binary tree. Since, n/2 ≤ m < n the number of branch decompositions is always
exponential in the size of the merge tree.

Topological Simplification
For any meaningful analysis of the data using a merge tree, it needs to be simplified
using a measure of importance on its edges. Simplification is done by means of the
primary branch decomposition tree. If a weight threshold is specified, all branches
below that threshold are removed from the branch decomposition tree. The merge
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Figure 2.6: A simple dataset (top row) and its noisy version (bottom row). The
corresponding join trees (center) and their branch decomposition trees (right) can
be seen alongside. Notice that, the noisy version of the join tree is completely indistinguishable, whereas the primary branch decomposition trees show remarkable
similarity. [SSW14]
tree is then reconstructed from the remaining branches with points from the pruned
branches being assigned to their parent branch.
It is observed in general, that for most real-world datasets, a simplification
threshold of even 1% significantly reduces the complexity of the merge tree and
consequently reduces the runtimes of all the algorithms covered in this thesis. This
is due to the fact that the runtime complexities for all of these algorithms are
polynomially dependent on the size of the merge tree.

Chapter 3

Comparison of Merge Tree
subtrees
Comparisons of topological structures can present useful insights on how two or
more structures, probably of different scale or even from different domains, can be
similar or different from each other. A similarity measure also enables clustering
parts of a single data set into its constituent self-similar parts. As already seen,
subtrees of a merge tree represent a hierarchical segmentation of the dataset into
topologically meaningful regions. Hence, comparing two subtrees is equivalent to
comparing two such topological regions. In this thesis, we explore two techniques
to compare subtrees of merge trees with each other.

3.1

Contributions

In Section 3.2 we describe the Extended Branch Decomposition Graph which is
a fast technique to compare all pairs of subtrees in two merge trees. Section 3.3
describes Merging Histograms where histogram signature descriptors are computed
on-the-fly as part of the merge tree computation process. In Section 3.5 we describe a technique to compare spatio-temporal subtrees, or simply stated, strings
of subtrees. The following three papers cover these three techniques:
• Himangshu Saikia, Hans-Peter Seidel and Tino Weinkauf.
“Extended branch decomposition graphs: Structural comparison of scalar
data.”
Computer Graphics Forum (Proc. EuroVis) 33, 3 (June 2014).
• Himangshu Saikia, Hans-Peter Seidel and Tino Weinkauf.
“Fast similarity search in scalar fields using merging histograms.”
Topological Methods in Data Analysis and Visualization IV. TopoInVis 2015.
Mathematics and Visualization. Springer, Cham.
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Figure 3.1: All subtrees of the join tree shown in Figure 2.5 and their corresponding
primary branch decompositions. There are as many subtrees as number of edges in
the join tree.
• Himangshu Saikia and Tino Weinkauf.
“Global feature tracking and similarity estimation in time-dependent scalar
fields.”
Computer Graphics Forum (Proc. EuroVis) 36, 3 (June 2017).

3.2

Extended Branch Decomposition Graph

Comparing two subtrees by laying them on top of one another is difficult to achieve
especially when the trees are riddled with a lot of noisy branches. This can be
seen in Figure 2.6. Hence, a better alternative to compare is the primary branch
decomposition tree since it preserves the important structures and restricts branches
to a strict ordering both vertically and horizontally.
To determine self-similarity within different structures in the same dataset, we
need to compare all structures against each other. This involves decomposing every
subtree of the merge tree into its primary branch decomposition and then comparing every such branch decomposition with every other. Figure 3.1 shows such an
enumeration of subtrees. It can be observed that there is quite a bit of redundancy
in structure of the branch decompositions. For example, the decomposition {bCG →
bDF } is completely contained within {bBI → bCG , bCG → bDF , bBI → bAE }. This
happens because subtrees are also inherently nested within each other.
The extended branch decomposition graph (eBDG) takes advantage of this re-
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Figure 3.2: The extended branch decomposition graph for the join tree in Figure 2.5.

dundancy and merges all primary branch decompositions into a single graph structure. Figure 3.2 shows the eBDG for the join tree in Figure 2.5 and its corresponding
subtree forest in Figure 3.1.
The eBDG is a directed graph where the nodes represent branches and the
directional edges follow a decreasing order of importance. A horizontal ordering
is also maintained for all children of a given branch node and that is given by the
position of the saddle point of that branch node along the parent branch node.
The branch decomposition tree corresponding to every subtree can be traced in the
eBDG by starting at the root branch node and following the directional edges all
the way to the leaf branch nodes. Hence, every branch decomposition is embedded
in the eBDG. The number of the branch nodes in the eBDG is also, therefore,
equal to the number of branch decompositions which is equivalent to the number
of subtrees in the join tree.

Comparison Algorithm
The problem of comparing every subtree to every other, is now reduced to comparing all nodes of the eBDG against each other. For this purpose, the concept of
levels are introduced. A level-0 branch node is one which has no children. A level-1
branch node is one which has one or more level-0 children only. Consequently, a
level-n branch node is one which has one or more level-(n-1) and zero or more lower
level children only.
Comparing level-0 nodes is simple, the cost of overlaying one level-0 branch
node on top of the other is just given by the difference in their weights. Let us
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denote a level-L branch node as BiL and its corresponding branch weight as wi .
Thus, for two level-0 branch nodes B10 and B20 , the cost C is given as
C(B10 , B20 ) = |w1 − w2 |

(3.1)

Comparing level-1 is slightly more involved. In this case, not only the root
branch nodes need to be overlayed, but also the level-0 children. Let the set of all
0
0
children of a level-1 branch node Bi1 be given by Hi0 = {Bi,1
, Bi,2
, . . .}. For two
level-1 branch nodes B11 and B21 , the cost C is thus given as
C(B11 , B21 ) = |w1 − w2 | + C(H10 , H20 )

(3.2)

The second part of the sum on the right side of Equation 3.2 is obtained by
solving a matching problem on the two sets of level-0 children H10 and H20 . It
requires us to find the best matching M ∗ between the child nodes in both sets,
so that the sum of the costs of comparing all pairs of nodes which match and the
weights of all nodes which are left unmatched, is minimized. More formally, the
following expression needs to be minimized for the matching M
M ∗ = arg min(
M

X

X

|wi − wj | +

Bi0 ∈H10
Bj0 ∈H20
(i,j)∈M

X

wi +

Bi0 ∈H10
(i,k)∈M
/

wj )

(3.3)

wj

(3.4)

Bj0 ∈H20
(k,j)∈M
/

and C(H10 , H20 ) is given by
X

C(H10 , H20 ) =

X

|wi − wj | +

Bi0 ∈H10
Bj0 ∈H20
(i,j)∈M ∗

wi +

Bi0 ∈H10
(i,k)∈M
/ ∗

X
Bj0 ∈H20
(k,j)∈M
/ ∗

Equations 3.3 and 3.4 can be written more generally for any two sets of child
nodes H1p and H2q as follows

M ∗ = arg min(
M

C(H1p , H2q ) =

X

C(Bi , Bj ) +

Bi ∈H1p
Bj ∈H2q
(i,j)∈M

X
Bi ∈H1p
Bj ∈H2q
(i,j)∈M ∗

C(Bi , Bj ) +

X

wi +

Bi ∈H1p
(i,k)∈M
/

X
Bi ∈H1p
(i,k)∈M
/ ∗

X

wj ),

Bj ∈H2q
(k,j)∈M
/

wi +

X
Bj ∈H2q
(k,j)∈M
/ ∗

(3.5)
wj .

3.3. MERGING HISTOGRAMS

23

The algorithm hence proceeds by computing the costs of comparing all pairs
of level-0 branch nodes first using Equation 3.1. Then it computes the cost of
comparing nodes of the subsequent levels against the same and all lower levels,
in increasing order until nodes of all levels are processed using the general form
for nodes of any level p > 0 and q > 0 given by Equation 3.5. The minimization
problem of finding the best matching between two sets of child nodes is solved using
dynamic programming. An example illustration of comparing all pairs of nodes in
two eBDGs is show in Figure 3.3.

Runtime And Space Complexity
The time and space complexity of the eBDG algorithm depends on the number of
features in the two merge trees, as well as their branching factors. The branching
factor is given by the average number of child nodes that a parent node has. Given
two merge trees with n1 and n2 number of features and b1 and b2 as their branching
factors, the average time complexity of comparing all pairs of features is given by
O(n1 n2 b1 b2 ). This is because the dynamic programming problem has to be solved
for every pair of nodes and it runs in O(b1 b2 ) time. The space complexity is given
by O(n1 n2 + b1 b2 ). Here, since b1 << n1 and b2 << n2 , the space complexity can
be simply given by O(n1 n2 ) that is, the space required to store the n1 − by − n2
cost matrix.
Running our algorithm on real world data sets on a 2.3GHz Intel i7 powered
laptop with 16GB main memory took very reasonable pre-processing times. This
included the time required to compute the eBDG for a single data set and to compare all subtrees against each other. The EMDB-1603 data set shown in Figure 3.4
for example, contained 910 edges in the join tree and the pre-processing time was
54 seconds. After the pre-processing stage, it is possible to explore subtree regions
and their similarities interactively. Additional runtimes for several other data sets
appear in the papers.

3.3

Merging Histograms

Subtrees can also be compared by comparing their spatial attributes or features
directly, instead of trying to find the best possible overlap of the tree structures.
One such useful feature is given by the histogram of intensity values of all vertices
contained within a subtree region. Figure 3.5 shows the discriminatory power of
intensity histograms. In [SSW17], we introduced Merging Histograms - a technique
by which histogram feature vectors for every subtree is computed on the fly as
part of the merge tree computation algorithm itself. This is achieved by a simple
augmentation of the original merge tree computation algorithm.
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(a) level-0 nodes against
level-0 nodes

(b) level-1 nodes against
level-1 nodes or lower

(c) level-2 nodes against
level-2 nodes or lower

(d) Cost Matrix after all
level-0 nodes are processed

(e) Cost Matrix after all
level-1 nodes are processed

(f) Cost Matrix after all
level-2 nodes are processed

Figure 3.3: Illustration of comparing all pairs of branch nodes in two eBDGs.
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(a) Full volume rendering
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(b) Selected subtree region

(c) Similar structures to
the selected region

Figure 3.4: The EMDB-1603 data set shows a cryo-electron microscopy reconstruction of a recombinant active ribonucleoprotein particle of the influenza virus. The
scalar field has ≈39k edges in the join tree. It was simplified to ≈900 edges. The
9-fold symmetry within the data is apparent after isolating a selection and revealing
its matching structures within the data set using the eBDG. The data is acquired
from the Electron Microscopy Data Bank.
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Figure 3.5: Illustration of the discriminatory power of histogram feature vectors.
Four different subtree regions in the benzene dataset and their corresponding histograms are shown. Clearly the histograms pertaining to the carbon atoms (bottom
row) are similar to each other. The ones pertaining to the hydrogen atoms (top
row) are also similar. However, there is a striking difference between histograms
pertaining to a carbon and a hydrogen atom.

26

CHAPTER 3. COMPARISON OF MERGE TREE SUBTREES

Merge Tree Computation Algorithm
The merge tree computation algorithm involves a single pass through a sorted ordering of all vertices in the dataset and incrementally builds the merge tree data
structures. Assuming the vertices are sorted by decreasing order of intensity. During this pass, four kinds of vertices are encountered:
• Maximum. When a maximum is encountered, a new component is created.
This component corresponds to a leaf edge in the merge tree. A vertex is
identified as a maximum, when all its neighbors have not appeared before
during the pass.
• Regular. A regular vertex is identified when one or more of its neighbors
are connected to just one component. It is then assigned to that component.
A regular vertex does not affect the merge tree as it is not a critical point.
• Saddle. A saddle is identified when its two or more of its neighbors are
connected to two or more components. At this point, the components are
said to merge at the saddle and a new component is created. The edges in
the merge tree corresponding to those components merge at this saddle and
a new edge is created.
• Global Minimum. This is the final vertex in the pass. This vertex is marked
as the global minimum since there are no more vertices to process. The merge
tree is rooted at this vertex.
After the end of the pass, the merge tree is computed.

Augmented Merge Tree Computation Algorithm
The merging histograms are computed by augmenting the above cases slightly to
update the histogram feature vectors corresponding to every subtree as follows:
• Maximum. A new histogram feature vector is created and the corresponding
intensity bin is incremented by one.
• Regular. The intensity bin is incremented by one for the histogram corresponding to the component that this vertex belongs to.
• Saddle. A new histogram is created by a bin-wise sum of the histograms
corresponding to the components that merge at this saddle.
• Global Minimum. This is treated as a regular vertex.
The augmented algorithm is illustrated in Figure 3.6. The runtime cost of
comparing two features using histograms is linear in the number of bins. Hence,
compared to the eBDG method, it is faster to compute pairwise cost values for all
pairs of subtrees using this method.

3.4. OTHER METHODS

(a) Maximum
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(b) Regular

(c) Saddle

Figure 3.6: Illustration of the Merging Histograms algorithm on a join tree. (a)
A new histogram is created along with a new component when a maximum is
encountered. (b) On encountering a regular point the corresponding histogram bin
is incremented by one. (c) On encountering a saddle all histograms pertaining to
components merging into it are themselves merged by simply performing a bin-wise
summation.

Runtime and Space Complexity
Using merging histograms, we can improve on the time complexity even further at
the expense of lower discriminatory power for more complicated trees with higher
number of branches. This is because the histogram signature for a complicated
subtree does not hold information about its branching structure. Hence, possible
discriminatory information present in the branching structure is lost. The time
complexity of comparing all subtrees of two merge trees with n1 and n2 number of
features using histograms of B bins is given by O(n1 n2 B). The space complexity
is similar to the eBDG method and is given by O(n1 n2 + B 2 ). Figure 3.7 shows an
illustration of this approach on the EMDB-1603 data set from Figure 3.4.

3.4

Other Methods

There exist several other methods to compare Merge Trees or Contour Trees. In
[TN11], the authors use a tree overlaying technique similar to the eBDG to cluster
similar branches of the contour tree. The extremum graph is another topological
representation which covers geometric aspects of the data as well. In citethomas13
the augmented extremum graph is used to detect symmetries in scalar fields pertain-
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(a) Full data set

(b) Four different selections

(c) The top 9 matches for
each selection

Figure 3.7: Illustration of subtree matching using the merging histograms approach
on the EMDB-1603 data set. Four different selections are chosen and colored using
different transfer functions. The 9-fold symmetry becomes apparent by observing
the matching subtree regions.

ing to cryo-electron microscopy data sets. In [TN14], the authors detect symmetry
by clustering iso-contours of the contour tree.
Overall, there has been significant research done in the areas of static scalar
field symmetry or similarity detection techniques. However, detection of similarity
in spatio-temporal scalar field data is still at its nascent stage.

3.5

Spatio-Temporal Comparison

Scalar field data in general is not static but dynamic. That is, typically data is
time-dependent where features evolve over time, new features are born and old
features either merge, split or die. For an effective spatio-temporal comparison
strategy one needs to compare actual spatio-temporal features. A spatio-temporal
feature corresponding to a given spatial feature from any time step is the evolution
of the spatial feature both backward and forward in time. Naturally, this evolution may contain merges and splits and will usually be a tree structure. For the
purpose of this thesis however, we consider tracks to be a single straight string of
spatial features, where two successive features denote the best match between the
corresponding two successive time steps. There are several methods to track these
features over time and find associations between features in two successive time
steps. Once such an association is made, it is possible to string together spatial
feature descriptors into a single spatio-temporal feature descriptor.
In [SW17b], a global approach to tracking features was put forward. This is
discussed in more detail in Chapter 4. Once these spatio-temporal features are
extracted, a strategy is required to compare them. Figure 3.8 shows an example
illustrating the idea behind temporal similarity. Let us assume that f and g are two

3.5. SPATIO-TEMPORAL COMPARISON

29

A1

A2

A3

A4

A5

A6

A7

A8

B1

B2

B3

B4

B5

B6

B7

B8

C1

C2

C3

C4

C5

C6

C7

C8

Figure 3.8: An example illustrating the concept of temporal similarity. Three
spatio-temporal tracks of circular features A, B and C are shown where the spatial
similarity is estimated by the radii of the circular regions. Regions A1 and B1 are
spatially identical, but their temporal behavior is quite different. Feature A grows
slowly and then shrinks, but B grows and shrinks rapidly. However, most parts of
features A and C i.e., regions A3 through A8 and C1 through C6 are identical and
hence overall A and C are more similar spatio-temporally, than A and B. There
exists only a slight temporal shift between A and C.
spatio-temporal features that need to be compared. Some important considerations
that have to made here are,
• If fi and fi+1 denote two successive spatial features in f , and gj and gj+1
denote the same in g, and a matching is established between fi and gj+1 ,
then a matching between fi+1 and gj cannot be established at the same time.
This means that a matching between features cannot have crossings.
• If a matching is established between fi and gi , then there may or may not be
a matching established between fi+1 and gj+1 . Instead fi and gj+1 or fi+1
or gj might be matched. This implies that there should be a possibility of
temporal contractions and expansions.
In [SW17b] we compared two spatio-temporal structures using Dynamic Time
Warping. Dynamic Time Warping is a technique to compare any two one-dimensional
signals allowing for contractions and expansions. Specifically, it only requires pairwise cost values between any two points in the respective signals. From our discussion in the previous sections, we already have the means to compare spatial features
and produce a cost value for every pair of features. Hence, it is simple to apply
dynamic time warping for two spatio-temporal features obtained from subtrees of
the merge tree. Figure 3.9 shows an illustration of dynamic time warping.
The best matching problem between two time series using Dynamic Time Warping is similar to computing the Levenshtein distance [Lev66] between two strings.
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Figure 3.9: Illustration of Dynamic Time Warping. The best matching allows for
contractions and expansions and does not allow for crossings.
The Levenshtein or edit distance between two strings is given by the mininum number of single character edits (insertions, deletions or substitutions) to transform
one string into the other. The minimization problem for the current scenario is
described as follows. Consider two spatio-temporal features f = (f1 , f2 , f3 , . . . , fn )
and g = (g1 , g2 , g3 , . . . , gm ) of length n and m respectively. It is useful to note that
the two sequences being compared need not be of the same length. A matching M
is described as a set of associations between indices (1, . . . , n) in f and (1, . . . , m)
in g so that the sum of distances between all matching pairs of nodes is minimized.
The size of M is given by the maximum length out of two sequences and every index
in f is matched with one or more indices in g and vice versa. This accounts for the
contraction and expansion criteria. Also, if some arbitrary matching pair (fi , gj )
exists in M , it is not possible to have (fi−1 , gj+1 ) in M as well, since crossings are
not allowed. More formally, we have the following expression to be minimized over
all M ,
Mmin = arg min

X

d(fi , gj )

(3.6)

(i,j)∈M

where d denotes the distance function between two spatial features in the spatial
domain. In this case, d denotes a cost function to compare two subtrees of the merge
tree. This can be achieved using any of the spatial matching techniques covered in
the previous sections of this chapter. In [SW17b], intensity histogram signatures
were used as feature vectors for subtrees and the chi-squared histogram difference
function was used to compute the distance between these signatures. Equation 3.6
can be formulated recursively akin to the edit distance problem and is solved in
O(mn) time using dynamic programming. An illustration of this technique can be
seen in Figure 4.5 where a secondary vortex structure in a flow field is queried to
find similar temporally evolving vortex structures elsewhere in the time-dependent
data set.

Chapter 4

Global Tracking of Merge Tree
subtrees
For determining the evolution of a feature in time-dependent scalar fields, we need
to track that feature in time. This is not a trivial problem as there are several
features in every two successive time steps in a time series. In addition to that, in
every time step, there are several features that die or merge with other features,
as well as several features are being born. There are several methods explored in
the past to track topological features such as critical points. These methods have
several limitations like being able to work on only the unsimplified merge tree and
having infeasible run-times for real data sets.
A track of a topological feature in the general sense, has to account for merges
and splits. Thus, tracking a spatial feature at any time step both backward and
forward in time, should give rise to a tree like structure. Several previous attempts
have been made to visualize this tree structure [WCBP12, WCK∗ 15] considering
connected components of the merge tree as regions and given a single iso-value
threshold. More recently the nested hierarchy of such components has also been
visualized [LWM∗ 17]. As has been previously mentioned, for the purpose of this
thesis, we only consider tracks to be a single straight sequence of spatial features.
A spatio-temporal feature is hence, a string of spatial features where any two consecutive features occur in consecutive time steps. This restriction also eases spatiotemporal comparison of features as was discussed in Section 3.5.

4.1

Contributions

We introduce a global approach to tracking subtree regions of merge trees. Our
method works on simplified merge trees and its runtime depends only on the number
of features. This is made possible by a directed acyclic graph structure which
records all likely correspondences between features in all pairs of consecutive time
steps. The following two papers cover the above technique:
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• Himangshu Saikia and Tino Weinkauf.
“Global feature tracking and similarity estimation in time-dependent scalar
fields.”
Computer Graphics Forum (Proc. EuroVis) 36, 3 (June 2017).
• Himangshu Saikia and Tino Weinkauf.
“Fast topology-based feature tracking using a directed acyclic graph.”
Extended Abstract accepted to Topology-based Methods in Visualization 2017.
Full paper submitted to the Mathematics and Visualization series of Springer.

Section 4.5 describes the method in the first paper - that of tracking a single
node in a directed acyclic graph. Section 4.6 describes the method in the second
paper which extends the first method to track all nodes in the directed acyclic
graph in an efficient manner.

4.2

Global vs Local

There are two methodologies when it comes to tracking structures over time. The
local approach only looks at structures in successive time steps and determines
the best matching between these two sets of structures. Several methods in the
past have tried to solve the tracking problem using this approach [SW97, SSZC94,
SW98]. Although an optimization or even a greedy approach to find the best
matching pairs between two time steps works in most cases, it does not consider
the global evolution of the feature and hence might not reflect the correct temporal
evolution. Figure 4.1 shows an example in which this is the case.
A global approach, which considers not just two successive time steps but all
time steps as a whole, leads to a better prediction of the actual track as we shall
see later.

4.3

Directed Acyclic Graph (DAG)

As we saw in Figure 4.1, a one-one greedy local decision may lead to the actual
track being broken at certain places. To account for a globally consistent track,
one needs to include the possibility of making less optimal local decisions as well.
In [SW17b] we used a directed acyclic graph (DAG) representing all spatial subtree
regions as nodes and their likely correspondences in the preceding and succeeding
time steps as edges. The direction of all edges in this DAG are from t to t + 1, that
is, in the forward direction. All edges are weighted according to the likeliness of
the two connecting nodes corresponding to the same feature.
We used the histogram signature distance measure as well as the spatial overlap
ratio between the two subtree regions as combined measures for the edge weight.
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Figure 4.1: Illustration of how only one-one local choices can lead to broken tracks.
In this example, due to a small perturbation between time steps t3 and t5 , subtrees
A and its parent subtree C become very similar. A one-one local decision entails
finding best matching pairs of nodes in two successive time steps. Between time
steps t5 and t6 for example, C5 and A6 match up better than A5 and A6 . This
causes the green feature track to be broken and not tracked completely.
More formally, for two features A and B, the signature distance between them is
given by
ds = χ2 (hA , hB )

(4.1)

where hA and hB are the histogram signatures of the two features and the χ2
distance [PW10] measure between two histograms is used. It is also possible to use
any other histogram distance measure, or a completely different spatial similarity
technique like the eBDG instead of histogram signatures. The histogram signature
happens to be a practical choice for most data sets as it is easy to compute and its
distance computation is also linear in the number of histogram bins.
The spatial overlap is also considered as an important factor determining edge
weight. Under the general assumptions that a feature does not rapidly change its
attributes and also undergoes slow translational motion between time steps, this
value quantifies the intersection and union under the two areas or volumes of the
two features. More formally, the overlap distance between A and B is given by
do = 1 −

|A ∩ B|
|A ∪ B|

(4.2)

The combined edge weight de is given by a linear combination of the two distance
measures and is controlled by a user controlled parameter λ.
de = (1 − λ)do + λds

(4.3)
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Figure 4.2: A directed acyclic graph representing possible temporal evolutions in the
entire spatio-temporal domain. Nodes represent subtree regions. Edges represent
the likelihood of two nodes corresponding to the same feature.
The histogram distance accounts for similarity between two features and the
overlap distance accounts for proximity. A node which has no incoming edges is
termed as a source. This represents a birth of a new feature or the start of the time
series. A node which has no outgoing edges is termed as a sink. This represents a
death of a feature or the end of the time series. Figure 4.2 shows an illustration of
a DAG representing the example in Figure 4.1.
The DAG records all likely correspondences according to similarity as well as
proximity between features of two successive time steps. A track representing a
given feature corresponds to a subset of edges in this graph. The goal is to find
this subset of edges which best represents the track of a selected feature or subtree
- also termed as a DAG node.

4.4

Thresholding a DAG

As can be seen in Figure 4.2 the DAG is not a complete graph. In time steps t3
and t4 for example, there exists three features each, which accounts for nine likely
correspondences considering any feature in t3 can transition to any other in t4 .
However, there is no overlapping region between the red and green features and
hence the overlap distance between them is 1. There is also, very little similarity (if
volume is to be considered as a similarity measure) between these features. Hence,
the combined edge weights between a red-green and green-red correspondence would
be large. The same could be said for a red-blue and blue-red correspondence as
well, as the overlap distance between the two is quite large.
Thus, certain edges are trivially thresholded out, i.e., the ones with large overlap
distance. This significantly reduces the size of the DAG in terms of its edges, cutting
down their number by as much as 97% as seen in [SW17b].
Choosing a proper threshold determines which nodes become sources or sinks
which in turn determine the quality of the tracks obtained. A very conservative
(low) threshold might result in longer tracks but very dis-similar features. A very
strong (high) threshold would cut off many edges and might result in a short and
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Figure 4.3: Starting from a given region, we use the Dijkstra algorithm to find the
shortest path through the DAG, which represents the track of this region. In this
example, the shortest path was computed starting from A1 and is shown as a green
band.

incomplete track. The method on how to choose an appropriate threshold warrants
further research, although low conservative thresholds work well for the data sets
that were experimented on.

4.5

Tracking a DAG node

In [SW17b], we introduced an algorithm to find the globally optimal spatio-temporal
feature corresponding to any given spatial feature. This was done by calculating
the shortest path using Djikstra’s shortest path algorithm from the given node, to
all reachable sources and sinks in the DAG. The shortest path distance in this case,
was not given by the sum of the edge weights in a path, as this would discourage
selecting longer paths - a situation which should rather be encouraged. Therefore,
the root mean squared (RMS) average edge weight of a path was chosen to be the
distance function which had to be minimized.
Using a shortest path computation approach to tracking a feature over the entire
DAG reduces the probable negative effects of performing locally optimal decisions
only. Using the RMS average weight ensures that unexpected transitions do not
occur in parts of the track, as well as rewarding a longer track at the same time.
Two passes of Djikstra’s algorithm are run, starting from the given node, in both
the forward and backward directions. The two best paths in both directions are
then combined - leading to the best overall path through the given node. Figure 4.3
shows an illustration of a track from the example in Figure 4.1. Figure 4.4 shows the
result of this algorithm applied to the time-dependent data set seen in Figure 1.1.

4.6

Tracking all DAG nodes

In [SW17a], we further extended the problem of tracking spatio-temporal features
to cover all nodes in the DAG, as opposed to just one.
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Figure 4.4: Example of a spatiotemporal feature. The spatial feature (shown in red) is tracked both
forward and backward in time. The
snapshots are taken at time steps t =
60, 65, 70, 75, 80, 85, 90 and 95. The
spatial selection is made at time step
t = 65.

Figure 4.5: Illustration of the Dynamic Time Warping algorithm to
find similar spatio-temporal matches
to a selected feature.
The best
matches to the selected spatiotemporal feature in Figure 4.4 are all
shown together.
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Figure 4.6: The shortest paths through all nodes in the DAG combined represent
our track graph structure. Our algorithm avoids computing the three shortest paths
(given by the green, cyan and red bands) for every single node naively, but instead
traces a single shortest path only once. Nodes which lie on a shortest path and has
the same source-sink pair, trivially trace the same path.

Using the algorithm of finding the shortest path via one node to find the shortest
paths via all nodes, by running the same algorithm for all nodes is not an efficient
way of computing all shortest paths. This is because several nodes may lie on
the same shortest path, with shortest distances to the same source-sink pair. This
would involve a lot of redundancy, as all nodes lying on a shortest path having the
same best source-sink pair, would follow the exact same shortest path.
To prove this claim, consider a path s1 → . . . → i → j → k → . . . → s2 to be the
shortest path through node i starting at source s1 and sink s2 . As can be seen, node
j lies on this path as well and our claim is, the shortest path through node j starting
at the same source-sink pair (s1 , s2 ) would be the exact same path. Let us assume
that there is an alternate path from node j to sink s2 given by j → p → . . . → s2
which is the shortest path from j to s2 . If such a path were to exist then the
shortest path through node i would be s1 → . . . → i → j → p → . . . → s2 . This
contradicts our initial assumption that the shortest path through i runs through
node k and not through p. Thus, j → p → . . . → s2 cannot be the shortest path
from j to s2 and this proves our initial claim.
This just leaves the determination of the best source-sink pair for every node
in the DAG. We achieved this by running over all nodes in two passes, forward
and backward, recording shortest path information from all reachable sources and
sinks to every node. The two passes keep track of which path is the best one that
leads to all reachable sources and sinks as well as the associated RMS cost in two
separate mappings. Then another pass for every node and the two mappings are
enough to compute the best score and best source-sink pair for every node. Making
use of the fact that two nodes with the best source-sink pair will end up on the
same best path, all shortest paths are then traced out. The algorithm is illustrated
in Figure 4.7. The three best tracks going through all nodes in the example from
Figure 4.1 is shown in Figure 4.6.
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Figure 4.7: For every node ni in the DAG, the lowest cost (and the corresponding
best neighbor) to every reachable source is computed iteratively and stored in the
associative map Si . In this figure, for example, the best path from ni to source s1
is via its neighbor ni−1,1 . Similarly lowest costs to all reachable sinks are stored in
the map Ki . After these values are computed, the best source-sink pair (s, k) is
computed with the lowest cost and the best path Pmin from s to k passing through
ni is traced out. All nodes lying on Pmin which have the same best source-sink
pair (s, k) need not be processed as the best path through any such node is Pmin
itself. The final output is the set of all paths passing through every node in the
DAG.

4.7

Runtime and Memory Analysis

In [SW17b] we provide an extensive comparison between the merge tree tracking
method by Oesterling et al.[OHW∗ 15] using the augmented merge tree versus our
approach using the un-augmented merge tree. The approach using the augmented
merge tree provides a detailed case-by-case analysis of the transitions of all critical
points between time steps and does so by examining the shifts between the sorted
order of points in two consecutive time steps. This provides an exact means to
track critical points and consequently, subtrees as well. But the drawback to the
method is its computational runtime. The algorithm is estimated to run at O(N 3 )
where N denotes the size of the data.
In our case, the features are independent of the size of the data and depend
only on the size of the merge tree. The actual number of features are far less than
the number of subtrees, as most of these subtrees pertain to noise only and are
thresholded out. Let us denote the average number of features in a static scalar
field as n. For a time-dependent data set with t time steps we would then have tn
features or nodes in the DAG. The number of edges are far less however, as edges
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exist only between features in two successive time steps. Considering even a fully
connected DAG, the number of edges should be bounded to n3 (n2 between each
time step, and n−1 such pairs of time steps), although the true number is a fraction
of that. This is because edges with little or no overlap are thresholded out and they
account for a significant fraction of the total number of edges. Djikstra’s algorithm
on a DAG which is topologically sorted (ordering of time step) runs in O(V + E)
time where V is the number of vertices and E is the number of edges. Hence
our algorithm to find a single shortest path through any given node as explained
in Section 4.5, considering full connectivity in the DAG, has an upper bound of
O(tn + n3 ) which is still far less than O(N 3 ).
For the algorithm of Section 4.6, to find all shortest paths together, the naive
version of running the algorithm for a single path for nodes would be prohibitive.
For tn nodes, the runtime will be bounded by O(t2 n2 + tn4 ). However, running
the improved algorithm over all nodes together is O((V + E)p) with an added
overhead of looping through the source-sink maps of size p. Here we can assume
that p << tn. Thus, this algorithm is bounded by O(ptn + pn3 ). However, this
algorithm needs to store the source-sink maps for every node and hence its memory
footprint is bounded by O(tnp) as opposed to just O(tn) for the single shortest
path case.

Chapter 5

Conclusions
5.1

Discussions

Topological Features
As was seen in the previous chapters, using topological features as analysis tools
for better visualization and similarity estimation in scalar fields leads to intuitive
and efficient algorithms. Merge trees with their inherent rooted tree structure are
perfect for hierarchical segmentation of the data and subtrees of merge trees provide
a data centric means to isolate the most important regions of interest. Simplification
of the merge tree by even a very small relative threshold leads to a drastic decrease
in its complexity in most real world cases, thus making the memory and runtime
constraints of comparison and tracking algorithms all the more efficient.

Feature Based Methods
Segmentation and Comparison
In application domains such as image processing, it is fairly common for segmentation techniques to use axis-aligned bounding boxes. However, such a method of
segmentation is not data aware and are not suitable for comparison purposes. This
is because the features may lie within an axis-aligned box in any orientation and
hence the segmentation will not be invariant to linear transformations. Feature
based segmentation allowed for by the merge tree are by design, translation and
rotation invariant, and can be made to some degree, scale invariant as well. Transitioning to a data aware segmentation also contributes to a great deal in runtime
and memory savings, as the algorithms that were described in this thesis exemplify.
Tracking
To track features in discrete space in an exact manner, one needs to consider topological changes triggered by intensity changes in individual vertices. This would
41
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imply that any such algorithm would be dependent on the the size of the data set.
Thus, this way of tracking does not typically work well for most real world data
sets and are restricted to small synthetic data sets only. Also, unimportant features
which might arise due to noise are not possible to simplify before tracking. It is
possible to perform smoothing operations on data - but this may alter important
topological features. Hence, tracks obtained using such methods would, in addition
to being expensive to compute, be riddled with noisy tracks. Appropriate simplification methods need to be devised for removing the noise from such tracking
results.
Another method to solve the tracking problem is by solving a correspondence
problem between extracted features in successive timesteps. This is the approach
taken in this thesis. Such methods depend only on the number of extracted features
and not on the size of the data set. The number of extracted features can also be
reduced by using techniques such as topological simplification. Thus, such methods
are suitable for larger real world data sets as shown in the examples in this thesis.

5.2

Shortcomings

Spatial Comparison
Extended Branch Decomposition Graph
The eBDG provides advantages in reducing the space required to store all branch
decomposition trees for every subtree, as well as provides runtime efficiency in
comparing them against each other. However, it only handles a single (primary)
branch decomposition which makes the method sensitive to topological instabilities.
Figure 5.1 shows an example of an instability which reverse the vertical ordering of
certain nodes in the branch decomposition tree. In Figure 5.2 a reversal is seen in
the horizontal ordering.
These instabilities are part of a branch decomposition and cannot be eliminated.
However, a different edge weighing scheme can make the primary branch decomposition quite stable to such perturbations. We discovered that the product of height
difference and volume to perform better than height difference or volume alone. We
present an analysis of this result in [SSW14].

Merging Histograms
Histograms are excellent signature descriptors for their ease of computation and
comparison. However, the intensity distribution does not capture the shape of a
structure. Hence the histogram comparison method can sometimes result in false
positives. Figure 5.3 shows an example where this is the case.
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Figure 5.1: Illustration of vertical instabilities in the primary branch decomposition. A slight perturbation in the heights of maxima B and C, which changes
their relative ordering, also changes the root branch and consequently the vertical
ordering of nodes in the branch decomposition tree.
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Figure 5.2: Illustration of horizontal instability in the primary branch decomposition. A slight perturbation in the heights of saddle points E and G which changes
their relative ordering also changes the horizontal ordering of the children of node
BI in the branch decomposition tree. This happens because the horizontal ordering
is done with respect to the position of the saddles lying on the parent branch.
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(a) Primary Vortex at T = 65

(b) Secondary Vortext at T = 31

Figure 5.3: Illustration of a false positive using histogram signatures in the Flow
around a Cylinder data set. A primary vortex shown on the left, was used a search
query to find similar structures in a time-dependent data set. Out of around 16,000
subtrees in all timesteps, the secondary vortex pair shown on the right was found
to be the 10th best spatial match. The structures are naturally, very different in
terms of shape, but their intensity distributions are apparently alike.

5.3

Future Work

Spatio-Temporal Comparison
Windowed Dynamic Time Warping
Dynamic Time Warping is ideal for comparing two time series which are slightly
shifted in time, or if one has small temporal contractions or expansions relative to
the other. However, for time series which are very different in length, fitting every
node of one series to one of the other does not seem intuitive. Especially since the
shorter series might match partially with the longer one, which is not accounted
for by the standard algorithm. For very large contractions or expansions, it is also
not clear how to interpret the best matching cost. For this reason, a windowed
version of dynamic time warping is interesting, which puts a limit on how large the
contractions or expansions can be. In this version of the algorithm, the window size
w is limited by the difference in lengths of the two series l1 and l2 , i.e., w ≥ |l1 − l2 |.
This means that for a large difference in length between the two series, the window
also must be large. Hence, a technique to properly estimate the similarity between
two series with a large difference in lengths, and with probable partial matching, is
an area for further interesting work.
Comparing Tracks with Merges and Splits
As explained in the previous chapters, our tracking methodology defines a track as a
sequence consisting of a single feature in every time step. This does not accurately
represent the temporal evolution of a feature though, since topological features
merge or split over time. Although, a merging or splitting feature changes the very
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definition of a feature track and somehow complicates it, it is interesting to be able
to compare two tracks with splitting and merging features. This will be equivalent
to comparing two spatial-temporal trees instead of two sequences.

Tracking Spatio-Temporal Features
Currently our tracking algorithms is given a sparse directed acyclic graph (DAG)
after some appropriate thresholding is applied. Generally, thresholding out edges
with zero overlap is enough for this purpose. However, certain applications may
contain fast moving features - due to actual change in data, or inadequate sampling
necessary to maintain overlap - and overlap cannot be used as an edge distance. In
this case, and in general, it is useful to come up with an algorithm which inspects
the entire un-thresholded DAG and thresholds it automatically.
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