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Abstract
The development of adaptive mesh refinement capabilities in the field of computational fluid dynamics is an essential tool for enabling the simulation of larger
and more complex physical problems. While such techniques have been known
for a long time, most simulations do not make use of them because of the lack
of a robust implementation. In this work, we present recent progresses that
have been made to develop adaptive mesh refinement features in Nek5000, a
code based on the spectral element method. These developments are driven by
the algorithmic challenges posed by future exascale supercomputers.
First, we perform the study of the strong scaling of Nek5000 on three
petascale machines in order to assess the scalability of the code and identify
the current bottlenecks. It is found that strong scaling limit ranges between
5, 000 and 220, 000 degrees of freedom per core depending on the machine
and the case. The need for synchronized and low latency communication for
efficient computational fluid dynamics simulation is also confirmed. Additionally,
we present how Hypre, a library for linear algebra, is used to develop a new
and efficient code for performing the setup step required prior to the use
of an algebraic multigrid solver for preconditioning the pressure equation in
Nek5000. Finally, the main objective of this work is to develop new methods
for estimating the error on a numerical solution of the Navier–Stokes equations
via the resolution of an adjoint problem. These new estimators are compared to
existing ones, which are based on the decay of the spectral coefficients. Then,
the estimators are combined with newly implemented capabilities in Nek5000
for automatic grid refinement and adaptive mesh adaptation is carried out.
The applications considered so far are steady and two–dimensional, namely the
lid-driven cavity at Re = 7, 500 and the flow past a cylinder at Re = 40. The
use of adaptive mesh refinement techniques makes mesh generation easier and
it is shown that a similar accuracy as with a static mesh can be reached with a
significant reduction in the number of degrees of freedom.
Key words: Error estimators, mesh refinement, adaptivity, spectral element
method, algebraic multigrid method.
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Mot adaptiv nätförfining i Nek5000
Nicolas Offermans
Linné FLOW Centre, KTH Mekanik, Kungliga Tekniska Högskolan
SE-100 44 Stockholm, Sverige

Sammanfattning
Utveckling av adaptiv nätförfining är, inom strömningsmekaniken, ett väsentligt
steg för att möjliggöra simuleringar av större och mer komplexa fysikaliska
problem. Trots att teknikerna är kända sedan tidigare, är de sällan använda
i verkliga simuleringar eftersom robusta implementeringar saknas. I det här
arbetet presenterar vi aktuella framsteg som möjliggör användandet av adaptiv
nätförfining i Nek5000 (en kod baserad på spektralelementmetoden). Denna
utveckling drivs av de algoritmiska utmaningar som förknippas med framtida
superdatorer i exaskala.
Inledningsvis undersöker vi den starka skalbarheten av Nek5000 på tre
superdatorer i petaskala för att bedöma kodens skalbarhet och identifiera befintliga flaskhalsar. Det är konstaterat att den starka skalningen per kärna för
koden är begränsad till mellan 5, 000 och 220, 000 frihetsgrader, beroende på
superdator och fall. Det är även bekräftat att synkroniserad kommunikation med
liten fördröjning är nödvändigt för att uppnå effektiva strömningsmekaniska
simuleringar. Vidare visar vi hur Hypre, ett programbibliotek för linjär algebra, används för att utveckla ny och effektiv kod för det initierande steg som
krävs innan användning av den algebraiska flernätslösaren som fökonditionerar
ekvationen i Nek5000. Slutligen är huvudsyftet med arbetet att utveckla nya
metoden för att uppskatta det numeriska felet hos lösningar till Navier-Stokes
ekvationer genom att lösa det adjunkta problemet. De nya feluppskattningarna
jämförs med befintliga metoder baserade på minskning av spektralkoefficienterna. Sedan kombineras feluppskattningarna med de nyutvecklade funktionerna i
Nek5000 för automatisk nätförfining och en adaptiv nätanpassning utförs. De
strömningsfall som hittills tagits i beaktning, nämligen strömning i en kavitet
med en rörlig rand (eng. lid-driven cavity) vid Re = 7, 500 och flöde kring en cylinder vid Re = 40, är båda tvådimensionella och i jämnviktsläge. Användandet
av adaptiva nätförfiningstekniker gör nätgenerering enklare och det visas att en
noggrannhet motsvarande den av ett statiskt nät kan nås med ett signifikant
mindre antal frihetsgrader.
Nyckelord: Feluppskattning, nätförfining, adaptivitet, spektralelementmetoden, algebraisk multigrid.
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Preface
This licentiate thesis deals with the development of adaptive mesh refinement
capabilities for computational fluid dynamics simulations using the spectral
element method. The first part of the thesis describes the state of the art in
error estimators and automatic mesh refinement and introduces useful concepts
that appear throughout the work. The second part contains 3 papers. The
first paper has been published in the proceedings of a conference. The second
paper has been accepted for publication in the proceedings of a conference. The
third paper is a technical report. The first two papers are adjusted to comply
with the present thesis format for consistency but their contents have not been
altered as compared with their original counterparts.
Paper 1. N. Offermans & al.. On the Strong Scaling of the Spectral Element
Solver Nek5000 on Petascale Systems. Proceedings EASC ’16.
Paper 2. N. Offermans, A. Peplinski, O. Marin, P. Fischer & P.
Schlatter. Towards adaptive mesh refinement for the spectral element solver
Nek5000. Proceedings DLES11 ’17.
Paper 3. N. Offermans, A. Peplinski, O. Marin & P. Schlatter.
Adjoint error estimators and adaptive mesh refinement in Nek5000. Technical
report.
December 2017, Stockholm
Nicolas Offermans
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Part I
Overview and summary

Chapter 1

Introduction

At the end of the 19th century, Wilbur and Orville Wright, two brothers from
Dayton, Ohio, started the construction of various gliders in the hope of fulfilling
their lifelong dream of flying. The design of their machines was largely inspired
by their patient observation of the flight of birds and based on the work of
other aviation pioneers, such as Otto Lilienthal. In 1901, disappointed by
the performance of their aircraft, the brothers built an original wind tunnel
in the back of their bike shop and started a meticulous study of the lift and
drag generated by different wing profiles. Thanks to their inventiveness and
dedication, the aerodynamic research they carried out enabled them to manage
the first self-propelled and controlled flight in the history of humankind two
years later, in 1903. Their achievement, despite its notoriety and tremendous
consequences, is only one of the many examples where the experimental study
of a fluid (gas or liquid) in motion leads to an engineering breakthrough.
Experiments in fluid mechanics have provided, for many centuries, and
keep on providing significant knowledge on a wide variety of topics, such as
the flow around cars, planes or ships; the design of dams, canals, levees; the
mixing of chemicals in a reactor. With the advent of the computer, scientists
and engineers possess a complementary tool allowing them to virtually simulate
experiments, by numerically solving the so-called Navier–Stokes equations, a
set of partial differential equations representing the conservation laws for mass,
momentum and energy, satisfied by any flow of fluids. This branch of fluid
mechanics is called Computational Fluid Dynamics (CFD) and has undergone
a huge evolution since its inception in the early 1940s. A large amount of new
methods and algorithms has been developed and a huge amount of codes is now
available, commercially or openly, to engineers. In addition, the performance
of the fastest supercomputers has increased exponentially, reaching a speed
of almost 100 Pflops (Linpack performance) for Sunway TaihuLight, currently
the fastest computer in the world, nearly 85,000 times more than the fastest
computer 20 years ago (Top500, June 2017 vs. June 1997). This combination
of efficient methods and fast hardware has enabled the modelling and the
understanding of a wide range of cases of engineering and scientific interest.
The main limitation to the size and class of problems that can be studied
nowadays is, in most cases, the breakdown to turbulence at high Reynolds
1
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number and especially the resolution of all the turbulent scales up to dissipation
at the end of the energy cascade (Moin & Kim 1997). Therefore, the majority
of the work in simulation-based engineering, has relied on Reynolds averaged
Navier–Stokes (RANS) models, where only the large-scale, non-fluctuating
structures are resolved (Spalart 2000; Schiestel 2010b). On the opposite side of
the spectrum, direct numerical simulations (DNS) resolve all the turbulent scales,
which is computationally prohibitively expensive for almost any simulation of
engineering interest (Moin et al. 1998). A third, intermediate, category of
models is the large–eddy simulation (LES) method, which resolves most of
the scales except the smallest ones that are removed via low-pass filtering and
adequately modelled instead (Bardina 1983; Piomelli 1999; Schiestel 2010a). An
additional number of hybrid techniques such as detached–eddy simulation (DES)
(Spalart 2009) or hybrid RANS-LES modelling (Fröhlich & von Terzi 2008) have
also appeared in the past few years, which provide more accurate information
than traditional RANS modelling. Yet, these methods remain computationally
intensive and require large computational resources. Furthermore, the size of
the problems to be studied numerically is virtually unbounded and the demand
for ever larger and more resolved simulations is constantly increasing. For that
reason, intensive research is ongoing in order to deliver the combination of
hardware and algorithmic development required to breach the exascale barrier
in the following years, between 2020 and 2023 depending on the sources (Service
2013; Palmer 2015). The current limitations and future challenges that the
CFD community will need to overcome in order to achieve major breakthroughs
in physics modelling on machines of the next generation are numerous (see for
example the NASA technical report by Slotnick et al. (2014)).
First of all, CFD codes will need to adapt to future supercomputers (Gropp
& Snir 2013). While the exact details of the architecture of exascale machines
is still uncertain, future computers will be made of O(1, 000, 000) compute
cores, they will probably involve heterogeneous computing, characterised by the
interaction between central processing units (CPUs) and graphical processing
units (GPUs), and they might possibly include hierarchical memory and networks. Other predictions on the future of computers depend on the availability
of some HPC technologies currently being developed, such as quantum and
molecular computing or superconducting logic for instance (the feasibility of
some technologies is discussed by Shalf & Leland (2015)). In any case, effective
CFD simulations will require current codes to maintain good scalability on such
hardware and to efficiently deal with data input/output (I/O), node failure,
data post-processing, etc. Another fundamental improvement for future CFD
simulations lies in the development of robust and reliable models for turbulence
modelling. Indeed, while current turbulence models perform well for attached
and fully turbulent flows, they proved much less reliable when predicting transition to turbulence and flow separation. Then, the increasing size of the problems
to be studied will require the improvement of the current tools for CFD simulations. At the core of these changes, the discretisation techniques and the
numerical solvers in CFD codes, should be made more robust and less dependent
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on the physics of the problem or on the quality of the mesh, while also be better
adapted to new HPC environments. Moreover, new techniques for estimating
the error should be developed in order to ensure a satisfying level of accuracy
of the solution. Finally, tools for mesh adaptivity should be implemented and
combined with error estimators in order to enable the development of adaptive
mesh refinement (AMR) techniques. AMR will facilitate the mesh generation
process and ensure error control within the domain at minimum computational
cost. In addition, effective and parallel tools should be implemented to visualise
and extract data from large, high-resolution simulation results. Finally, some
frameworks should be built for multiphysics simulations in order to couple
various models and phenomena for more accurate and complex simulations.
As a summary, users of CFD codes in the future should be able to study
larger and more complex problems, produce more accurate data and focus more
on interpreting the physical results they obtain. On the other hand, users should
spend less time setting up a simulation (choice of an appropriate turbulence
model, mesh generation, etc.), fixing stability issues or questioning the validity
of their results. As a result, the improved workflow of a CFD simulation, the
increased scalability and accuracy of the CFD codes and the more efficient
usage of available resources will drive new progresses in the understanding of
flow physics.
The present work focuses mostly on error estimators and mesh refinement.
In particular, adjoint error estimators are developed within the framework of
the spectral element method (SEM), based on similar methods from the finite
element method. These estimators are then combined with mesh adaptivity tools
in Nek5000, a code based on the SEM. AMR capabilities are demonstrated for
simple 2D geometries and the efficiency of the adjoint estimators are compared to
existing error indicators. Furthermore, the strong scaling of Nek5000 are studied
and serve as a reference for comparison with other codes or for quantifying the
impact of future improvements. Finally, the development of a faster setup for
an algebraic multigrid (AMG) solver required by Nek5000 for large cases, is
presented and validated.

1.1. ExaFLOW project
The current work is part of ExaFLOW (2017), a project funded by the European
Union Horizon 2020 Framework Programme, which brings together academical
and industrial partners over Europe in order to address the algorithmic challenges
toward exascale computations in the field of CFD. The objectives of the project
align perfectly with the ideas presented previously. The project focuses mostly
on the following aspects:
•
•
•
•
•

error control and automatic mesh refinement,
optimisation of the communication strategy on exascale systems,
solvers efficiency and optimised preconditioners,
managing fault tolerance and resilience,
efficient parallel input/output,

4

1. Introduction

• heterogeneous modelling allowing the use of different models depending
on the region of the domain,
• reducing energy consumption via energy-efficient algorithms.
The present contribution to the project consists in developing efficient a
priori error estimators and adaptive techniques. The new or improved algorithms
will be implemented mostly within spectral element codes and tested on large
scale simulations of practical engineering interest such as an airplane wing, the
front wing of a Formula 1 car and other automotive test cases.

1.2. Nek5000 and the spectral element method
The numerical code, which will be considered all over this thesis, is Nek5000
(Fischer et al. 2008), an open-source, highly scalable and portable code based
on the spectral element method (SEM) (Kopriva 2009; Karniadakis & Sherwin
2005), which offers minimal dissipation and dispersion, high accuracy and nearly
exponential convergence. It was originally developed from the mid 1980’s by
Paul Fischer, Lee-Wing Ho, and Einar Rønquist (M.I.T) and is aimed at solving
direct numerical simulations of turbulent incompressible or low Mach-number
flows with heat transfer and species transport. The SEM is a method developed
by Patera (1984) and it can be seen as a high–order finite element method
(FEM): the computational domain is divided in a finite number of disjunct
elements and the basis functions on each element correspond to polynomials
up to order N (typically N ≈ 7 − 15). The main advantage of the SEM is
the exponential decay of the error as the polynomial order increases. Most
of the theoretical and implementational details of the SEM can be found in
Deville et al. (2002). Nek5000 uses a matrix–free approach and the solution
is represented by tensor product of polynomials, allowing for efficient cache
efficiency and memory usage, thus reducing computational cost. The mesh can
be unstructured but it must be conforming (no hanging nodes) and the elements
can be deformed but need to be hexaedral in 3D (quadrilateral in 2D). Nek5000
is written mostly in Fortran77, with the exception of the communication library,
which is written in C, it uses MPI for message passing and it is characterised
by its high portability, from personal workstations to large supercomputers
of various architectures. The code won a Gordon Bell prize in 1999 for its
outstanding scaling performance. As Nek5000 is designed to perform DNS, it is
well suited for simulation-based scientific research and most of its about 200
users come from academia.
1.2.1. Non–dimensional Navier–Stokes equations
As a starting point, let us consider the incompressible, non-dimensional version
of the Navier–Stokes equations for a Newtonian fluid. The velocity and space
variables are scaled respectively by U , a reference velocity, and L, a reference
length for the problem. The pressure is scaled by ρU 2 , where ρ is the density of
the fluid, and the forcing terms are scaled by U 2 /L. The system of equations

5
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to be solved is
∂u
1 2
+ (u · ∇)u = −∇p +
∇ u + f in Ω,
∂t
Re
∇ · u = 0 in Ω,

(1.1)
(1.2)

with associated boundary and initial conditions, where Ω is some domain being
considered, u(x, t) is the velocity, p(x, t) the pressure, f (x, t) a forcing term
and Re = UνL the Reynolds number, a measure of the ratio between convective
and diffusive effects, where ν is the kinematic viscosity of the fluid.
1.2.2. Spatial discretisation
1.2.2.1. Weak form
The problem (1.1)–(1.2) can be recast in weak form as
Find u ∈ X, p ∈ Z s.t.




1 2
∂u
, v + ((u · ∇)u, v) = (−∇p, v) +
∇ u, v + (f , v)
∂t
Re

∀v ∈ X0 ,
(1.3)

(∇ · u, q) = 0

∀q ∈ Z,

(1.4)

where
Z
a (x) · b (x) dx

(a, b) =

∀a, b ∈ L2 (Ω) ,

Ω


X = v : vi ∈ H 1 (Ω) , i = 1, . . . , d, v = gD on ΓD ,

X0 = v : vi ∈ H 1 (Ω) , i = 1, ..., d, v = 0 on ΓD ,
Z = L2 (Ω) .
L2 is the Lebesgue space with 2-norm and H 1 is the Sobolev space of functions
belonging to L2 , whose first derivative also belongs to L2 . By ΓD , we denote
the part of the boundary of Ω where Dirichlet boundary conditions are applied.
Moreover, d is the dimension of the problem.
1.2.2.2. Gauss quadrature
One of the main characteristics of the spectral element method is that the
inner products appearing in equations (1.3)–(1.4) are performed using Gauss
quadrature. In the specific case of Nek5000, the polynomials associated to
the quadrature are Legendre polynomials and the quadrature points are the
Gauss–Lobatto–Legendre (GLL) points for velocity. For the pressure, the GLL
or the Gauss–Lobatto (GL) points can be used. The GLL points, denoted
ξi , i = 0, ..., N , satisfy the following equation
(1 − ξ 2 )L0N (ξ) = 0,

ξ ∈ [−1, 1],

(1.5)
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where LN is the Legendre polynomial of order N . On a one-dimensional
reference domain, the associated Gaussian quadrature is expressed as
Z 1
N
X
ρk u(ξk ).
(1.6)
u(r) dr ≈
−1

k=0

A more detailed discussion on Gauss quadrature using the more general family
of Jacobi polynomials is presented by Deville et al. (2002).
1.2.2.3. Spectral bases
Similarly to the finite element method, the support for the basis and test
functions is obtained by splitting the global domain Ω in E non-overlapping
elements Ωe . On each element Ωe , the basis functions belong to PN (Ωe ), the
set of polynomials of order N . The space X from the weak formulation is then
restricted to a finite dimensional subspace
X N = X ∩ PdN,E ,
where PdN,E denotes the tesselation of polynomials of order N in d dimensions,
on each of the E elements of the domain. The subspace Z N can be chosen
between two options in Nek5000: Z N ≡ X N or Z N = Z ∩ PdN −2,E the set of
N − 2 Lagrange interpolants on the Gauss-Legendre (GL) points. In the first
method, which is referred to as PN − PN , the pressure and velocity points
are collocated and spurious modes are avoided thanks to a method developed
by Tomboulides et al. (1997). In the second method, referred to as PN PN −2 ,
the spurious pressure modes are suppressed by considering a space of smaller
polynomial order for the pressure.
In Nek5000, the basis functions for X N are defined on each element as the
Lagrangian interpolants of order N on the GLL quadrature points. Following
the idea of the Galerkin method, the test functions are chosen identical to the
basis functions. The one-dimensional interpolants, denoted πiN (r), are plotted
in Figure 1.1 for i = 0, . . . , 4 in the case N = 8. Let us note that the interpolants
satisfy the relation πi (ξj ) = δij , which will lead to some simplifications when
building the mass matrix.
In two and three dimensions, the solutions are represented via tensor
products of the basis polynomials, which offers a high computational speed and
efficiency. The associated Lagrange interpolants in 2D are given by
N
πi,j
(r, s) = πiN (r)πjN (s),

(r, s) ∈ [−1, 1] × [−1, 1].

(1.7)

A visualisation of the GLL points in 2D can be seen in Figure 1.2. In particular,
Figure 1.2a represents the grid as it is designed by the user, while Figure 1.2
includes the inner GLL grid points in the case N = 8.
1.2.2.4. Mapping to a reference element
Assuming that the global domain Ω is made of the tesselation of E elements,
denoted Ωe (e = 1, ..., E), a function on Ωe can be mapped to the reference
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Figure 1.1: Lagrangian interpolants on the Gauss–Lobatto–Legendre quadrature
points at polynomial order N = 8 (interpolants shown for i = 0, .., 4).

(a) Spectral elements.

(b) GLL grid points (located at the intersection
of the straight lines).

Figure 1.2: Visualisation of the Gauss–Lobatto–Legendre quadrature points for
polynomial order N = 8.
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element Ω̂ = [−1, 1]d by transform of coordinates. In one dimension, a solution
u(x) on an element Ωe can be expanded spatially using the Lagrange polynomials
as
N
X
u(xe (r))|Ωe =
u(xe (ξi ))πiN (r), r ∈ [−1, 1],
(1.8)
i=0

and we assume that the coordinates transform between x and r satisfies the
following affine mapping
Le
(r + 1),
(1.9)
xe (r) = xe−1 +
2
where Le = xe − xe−1 is the length of element e.
Alternatively, the solution can be seen as an expansion in terms of Legendre
polynomials
N
X
u(x) =
ûi Li (r),
(1.10)
i=0

where ûi is the spectral coefficient of u(x) with respect to the Legendre polynomial of order i, Li (r). An important property of the spectral method is
that the spectral coefficients for smooth functions, and also the error, decay
exponentially as N → ∞.
In Nek5000, element deformation in 2D and 3D is not limited to affine
transformation as curved boundaries are also supported. This is done via the
Gordon–Hall algorithm, which is based on the sum of some linear operators. In
order to keep the computations simple in this introduction, we only consider
affine mapping in the following derivations.
1.2.2.5. Local spectral-element matrices
The spectral-element operators can be seen as the assembly of local operators.
We first present the computation of the local, element-wise operators. We will
explain how they are assembled in the next section.
We introduce an expansion of the form (1.8) in the weak form (1.3)–(1.4)
and use Gauss quadrature on the GLL points for the inner products. On each
element e, the local mass matrix is given by
Z
N
Le
Le X
Le
Mije =
πi (r)πj (r)dr ≈
ρk πi (ξk )πj (ξk ) =
ρi δij ,
(1.11)
2 Ω̂
2
2
k=0

while the local stiffness matrix is
Z
N
2
dπi (r) dπj (r)
2 X dπi (ξk ) dπj (ξk )
e
Kij = e
dr = e
ρk
.
L Ω̂ dr
dr
L
dr
dr

(1.12)

k=0

These operators can be rewritten in terms of the derivative, mass and stiffness
matrices on the reference element, denoted respectively by D̂, M̂ and K̂,
dπj (ξi )
defined as D̂ij = dr
, M̂ = diag(ρk ) and K̂ = D̂ T M̂ D̂. Therefore, we
e
get D e = L2e D̂, M e = L2 M̂ and K e = L2e K̂. Thanks to the choice of the
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polynomial basis and the GLL points, we notice that the resulting mass matrix
is diagonal. However, this is only an approximation because the integral in 1.11
is exact up to order 2N − 1 only (and the integrand is of order 2N ).
In three dimensions, considering an element e with dimensions Lex × Ley × Lez ,
the derivative and mass matrices are obtained by tensor product of the one–
dimensional operators as
D1e =

2
2
2
(D̂ ⊗ I ⊗ I), D2e = e (I ⊗ D̂ ⊗ I), D3e = e (I ⊗ I ⊗ D̂) (1.13)
e
Lx
Ly
Lz

and
Me =


Lex Ley Lez 
M̂ ⊗ M̂ ⊗ M̂ .
8

(1.14)

1.2.2.6. Continuity enforcement
The global, unassembled spectral operators are then formed by gathering the
local operators as
 1

M


M2


ML = 
(1.15)

..


.
ME,
 1
K


KL = 



K2
..

.
KE






(1.16)

and
 1
D


DL = 



D2
..

.
DE



.


(1.17)

These operators are called unassembled because they act locally and independently on each element. Gridpoints at the interface between two elements
are computed locally as two separate degrees of freedom, while they globally
represent a single degree of freedom. Therefore, after application of the unassembled operators, the local values of a same grid point might differ among the
elements. Since it is required that the space for the basis function belongs
to H 1 (Ω), C 0 continuity needs to be enforced at the interface. If polynomial
order N is considered, let N̄ (N̄ ≤ (N + 1)d E) denote the number of distinct
nodes in Ω and u ∈ RN̄ denote the associated vector of nodal values. Then,
d
let ue ∈ R(N +1) denote the vector of local basis coefficient associated with Ωe .
The collection of all the vectors ue is denoted uL . For example, if we refer to
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u14

u15

Ω1
u11,3

u6

u12

u3

u10

Ω
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u1

u2

u12,3

u13,3

Ω2
u21,3

u22,3

u23,3

u13 u11,2

u12,2

u13,2 u21,2

u22,2

u23,2

u11 u11,1

u12,1

u13,1 u21,1

u22,1

u23,1

Figure 1.3: Example of a mapping between local and global numberings for a
domain made of two spectral elements.

Figure 1.3, then the vectors u and uL are given by
u =(u1 , u2 , u3 , ..., u15 )T ,
uL =(u11,1 , u11,2 , ..., u13,3 , u21,1 , u21,2 , ..., u23,3 )T .
In order to enforce continuity across the elements, we introduce a Boolean
connectivity matrix, denoted Q that maps u to uL . This operator is defined
such that
(1.18)
uL = Qu.
This operation is called a scatter from the global to the local vector and its
application copies the global values into the local vectors. On the other hand,
the reverse operation
v = QT uL
(1.19)
is called a gather. The action of QT is to sum entries of the local nodes that
correspond to the same global one. Very often a gather is immediately followed
by a scatter, resulting in a gather–scatter operation QQT . In practice the QQT
operator is never explicitly built but only its application is computed. In order
to obtain u an additional averaging step needs do be performed on v since it
contains the sum of the entries of uL .
1.2.2.7. Semi-discrete Navier–Stokes equations
Denoting by u and p the discrete counterparts of u and p, and using the
operators previously defined, the following semi-discrete problem is obtained
du
1
M i + Cui = DiT p −
Kui + M f i i = 1, ..., d
(1.20)
dt
Re
Di ui = 0,
(1.21)
where M = QT ML Q is the global mass matrix, C is the convection operator,
Di = DL,i Q is the global first derivative operator in the direction i (i =
1, 2, 3) and K = QT KL Q is the global stiffness matrix. Einstein summation
convention is assumed for repeated indices. The convection operator can be
expressed in terms of the mass and derivative matrices using either the convective,
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conservative or skew-symmetric forms. We also note that the derivative matrix
Di is square if the PN − PN method is used for representing the pressure, while
it it rectangular with dimensions (N − 1) × (N + 1) if PN − PN −2 is used instead.
1.2.2.8. Time integration
The time derivative is discretised via implicit backward differentation (BDF).
The treatment of the advective term is done explicitly using the convective form
and an extrapolation (EXT) formula; it is also overintegrated (dealiasing) to
ensure that skew-symmetry is retained. If the BDF coefficients are denoted bj
and the EXT coefficients are denoted aj , then temporal discretisation of order
k leads to the system
k
k
X
X
bj
M un−j
+
aj Cun−j
i
i
∆t
j=0
j=1

=

DiT pn −

Di uni

=

0

1
Kuni + M f ni , (1.22)
Re

i = 1, ..., d.

(1.23)

In the case of second order for example, k = 2, b0 = 32 , b1 = −2 and b2 = 12 ,
while a1 = 2 and a2 = −1.
1.2.2.9. Fractional step method
The resolution of the system (1.22)–(1.23) is commonly solved by decoupling the
viscous and pressure terms via a time splitting operation (Fischer 1997; BrynjellRahkola 2015). To simplify notation, we introduce the Helmholtz operator H =
Pk bj
Pk
n−j
b0
1
n
− j=1 aj Cun−j
+ M f ni .
i
j=1 ∆t M ui
∆t M + Re K and we let r i = −
If PN − PN −2 is considered, a block LU-decomposition as proposed by Perot
(1993) is performed. Following ideas by Couzy (1995), the system to be solved
becomes
Hu∗i = DiT pn−1 + r ni ,

(1.24)

b0
Di M −1 DiT (pn − pn−1 ) = Di u∗i ,
(1.25)
∆t
∆t −1 T n
uni = u∗i +
M Di (p − pn−1 ),
(1.26)
b0
where u∗i is an intermediate velocity field that is not divergence-free.
The splitting technique for the resolution of the PN − PN case is described
in two papers (Tomboulides et al. 1997; Tomboulides & Orzag 1998). While the
method was originally developed for a compressible solver, it can be applied to
the incompressible case. Skipping numerical details, it is shown that the system
can be solved via the following splitting




k
X
1
n−j
Kpn = Di r ni −
M ∇ × ∇ ×
aj ui  ,
(1.27)
Re
j=1
−

Huni = DiT pn + r ni .

(1.28)
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1.2.2.10. Other features of the code
Nek5000 also possesses a wide range of features that make it a fast and efficient
solver. A non-exhaustive list of the features is given here
• an efficient preconditioning strategy for the pressure equation, which
combines a local Schwarz problem and a global coarse grid one,
• a projection technique for the solution arrays of the pressure and the
velocity components is available in order to speed-up the resolution of
the iterative solvers,
• numerical stability is improved via filtering, which consists in damping
the mode with highest frequency (i.e. corresponding to the Legendre
polynomial of highest order),
• a C library for the gather-scatter operation, which uses Message Passing
Interface (MPI) and optimises the communication between processes.

1.3. Contribution
The main goal of the present work is to enable more efficient computations of
large-scale problems by developing tools for adaptive mesh refinement (AMR)
within Nek5000. AMR requires two main ingredients: a method that identifies
the under–resolved regions in the domain and tools to refine the grid at these
places. The current work aims at developing new methods for estimating
the error in a computation and compare them with existing one. Moreover,
these techniques will be combined with newly implemented methods for mesh
refinement and applied to simple test cases. The benefits of using AMR in
Nek5000 are numerous: mesh generation is made easier, error control gives an
indication of the a priori unknown level of resolution of the simulation, the grid
is automatically built in an optimal way that reduces the computational cost,
etc. While the tools presented focus mainly on the spectral element method,
they are inspired by more generic approaches. The main objectives of the work
include:
• Study the strong scaling of Nek5000 on current petascale machines. The
results provide a global view of the scalability limit of the code on modern
supercomputers and the bottlenecks to a better scaling are identified.
• Develop an efficient algebraic multigrid (AMG) setup for the preconditioning of the pressure equation in Nek5000. The AMG solver is preferred
over another, direct solver called XXT for massively parallel large cases.
• Validate existing error estimation techniques in Nek5000.
• Develop, implement and validate adjoint error estimators in Nek5000.
• Combine several methods for error estimators with mesh refinement tools
and perform AMR on simple 2D configurations.
Thesis structure. The first part of the thesis continues with an introduction
on the various topics that are addressed in the second part. In chapter 2,
we introduce some useful background regarding parallel efficiency and strong
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scaling. In chapter 3, we introduce the basic concepts behind the AMG setup
and solver and present preliminary results from the new setup code. In chapter
4, we perform a literature review on error estimators, mesh refinement and
AMR for the SEM. Finally, conclusions on the current work and outlook on
future progress are discussed in chapter 5.
The second part of the thesis includes two papers published in conference
proceedings and one technical report. The first paper presents the results that
are observed from the strong scaling study and subsequent conclusions that
are drawn. The second paper presents the speedup obtained thanks to the
new AMG setup code on several relevant test cases. In the third paper, the
development and implementation of adjoint error estimators in Nek5000 is
presented and AMR techniques are applied to simple 2D test cases.

Chapter 2

Strong scaling performance of Nek5000

As a preliminary task before improving the performance Nek5000, the strong
scaling of the code is studied on current petascale machines. These tests provide
useful information on the strong scaling limit and on the bottlenecks in the
code. They are also used as benchmarks in order to quantify the impact of
new algorithms or methods and to compare Nek5000 to other codes. Finally,
the scaling results highlight the impact of the choice of the preconditioning
method on the performance of the computation. The framework for studying
the scalability of a computation on a given machine follows the classical concepts
of memory latency, bandwidth, parallel efficiency, etc., as for instance described
by Fischer et al. (2015b).
The perfomance on current machines composed of multiple nodes, each of
them made of several processors and linked via some network, can be assessed
by measuring the time for performing some mathematical operations, as well
as the time required for sending data between two processors on the machine.
Assuming a simple linear model for interprocessor communication, the cost for
one communication operation tc can be expressed as a function of the message
length m as
tc (m) = α + βm,
where α is the time required to initiate the communication, also known as
latency, and β denotes the inverse bandwidth. The bandwidth is the rate at
which data is being transferred and is expressed in byte per second (B s−1 ). The
values for α and β are computed on a given machine via a procedure, called
“ping-pong test”, where the time required to send messages of increasing sizes
between processors, in particular internode processors, is measured. From those
measurements, the parameters α and β can be determined and their values give
valuable information to understand the parallel efficiency of some algorithms on
various computers. The parallel efficiency, denoted η, can formally be defined as
Sp = ηP Sref ,
where SP (in Mflops) is the speed on P processors and Sref is a reference
speed using the minimum possible number of processors (ideally one). As an
illustration, the parallel efficiency of Nek5000 for the case of a turbulent straight
pipe at a friction Reynolds number Re τ = 180 on a Cray CX40 supercomputer
called Beskow is shown in Figure 2.1. From the reference speed on 256 cores,
14
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Figure 2.1: Parallel efficiency for the pipe at Re τ = 180.

the efficiency first increases and peaks at 2,048 cores before falling significantly
at 16,384 cores and more. The existence of a peak in efficiency is due to an
optimal configuration between two conflicting effects. At a low number of cores,
the number of grid points per core is large and the computations are slowed
down because of an increase in cache misses. At a high number of cores, the
parallel efficiency decreases because of the overhead induced by communication.
Overall, Nek5000 reaches its strong scaling limit for a few thousands degrees
of freedom per core. We define the strong scaling limit as the number of degrees
of freedom at which computational time is equal to communication time. The
strong scaling limit is dependent on the architecture and on the case. We
have found that it ranges between about 5, 000 and 220, 000 degrees of freedom
per core depending on the machine and the size of the simulation. While the
strong scaling limit does not tell the whole story (the total time to solution is
another important parameter for example), it gives a valuable measure of the
efficiency of the code and it defines the maximum problem size that is reachable
at reasonable cost on a given hardware.
It has also been observed that, among two available solvers, the use of an
algebraic multigrid method for preconditioning the pressure equation is the best
option for large cases. This observation also hints that it might be the only
reasonable choice for the very large case at exascale.

Chapter 3

Efficient preconditioning of the pressure
equation

3.1. Algebraic multigrid as a preconditioner
We briefly explain how AMG can be used to efficiently precondition the pressure
equation in Nek5000.
3.1.1. Preconditioning the pressure equation
The major source of stiffness when solving the Navier–Stokes equations comes
from the pressure equation, which requires an efficient preconditioning strategy.
The method chosen for Nek5000 is called additive Schwarz (see Fischer 1997)
and the preconditioner can be expressed as
M −1 = R0T A−1
0 R0 +

E
X

ReT A−1
e Re ,

(3.1)

e=1

where E is the number of spectral elements and Re and R0 are restrictions
operators. This preconditioner can be seen as the sum of the global coarse grid
operator (subscript 0) and local subdomain operators (subscript e). Here, we
focus mostly on the solution of the coarse grid operator, A0 , which is constructed
as the finite element Laplacian derived from linear elements whose vertices are
coincident with the subdomain vertices. Therefore, the coarse grid operator and
the coarse grid solver do not depend on the order of the polynomial expansion
for the inner points within each element. Two methods are available in Nek5000
to solve this problem. The first one is a sparse basis projection method, called
XXT developed by Tufo & Fischer (2001). The second method uses an algebraic
multigrid method (AMG), which is more efficient for massively parallel (number
of processors P > 104 ) large simulations (E > 105 ). This second alternative is
presented in the following sections.
3.1.2. Multigrid methods
The convergence rate of iterative solvers usually stalls after a certain number
of iterations because of the slow decay of low frequency errors. Multigrid
solvers tackle this issue by building an equivalent, yet coarser problem, where
the application of the iterative method, called smoothing, damps errors of
16
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lower frequency more efficiently compared to the previous finer problem. This
process is applied recursively until the problem is sufficiently small to be solved
directly and features with lowest frequency have been taken into accounts.
Two main multigrid methods exist: the geometric multigrid and the algebraic
multigrid. Both of them are used extensively in CFD codes and have enabled
the development of fast and highly scalable solvers. The first method builds a
geometrically explicit coarser grid, while the latter builds a coarser algebraic
operator. The differences between both approaches are presented for example
by Wesseling & Oosterlee (2001) and by K. Stüben (Trottenberg & Schuller
2001, Appendix A). Algebraic multigrid methods are generally more flexible and
robust than their geometric counterparts, especially in the case of unstructured
grids, because coarsening is fully automatic and the smoother is usually a simple
relaxation scheme. As a consequence, smoothing is done only in directions that
actually reduce the error, which is more efficient. However, they are harder to
parallelise, are more memory intensive and require a setup phase, which can be
complex and lengthy. Since the algebraic version is used in Nek5000, we will
focus on that option.
Before solving any problem with the AMG method, a setup phase needs to
be done once per (spectral element) grid. The purpose of the setup is to perform
three main operations: determine the various levels of coarsening operators,
compute interpolation operators between two consecutive levels and compute
a smoothing operator, or smoother, on each level. In the particular case of
Nek5000, the setup was by default performed via a serial Matlab code (Lottes
2005, 2017) that can take up to several hours for the current largest cases (up
to a few million spectral elements). While this might not seem like a major
bottleneck in comparison to the time required to build such large meshes or to
run such big cases, it becomes a major issue when performing adaptive mesh
refinement, where the setup must be run after each refinement process. In what
follows, we propose an alternative and more efficient procedure for the setup.
In the meantime, this mew method has become the standard way in Nek5000
to perform the setup step for AMG simulations and is hosted on the Nek5000
GitHub repository (see Fischer et al. 2017).
The AMG solver, on the other hand, is implemented in C, fully parallel,
integrated in Nek5000 and accounts for a large part to the high scalability of
the code. Therefore, it is not modified but it will be rapidly presented in the
following sections. Moreover, it will be shown to be significantly faster than
XXT, the other option for solving the coarse grid problem, for large cases.

3.2. AMG Setup using Matlab
The workflow to run the AMG setup is the following: Nek5000 is run a first
time and some files containing the information on the coarse grid operator are
dumped; these files are read by a Matlab code, which performs the setup; the
setup produces other files containing the information about the setup; these
files are used to restart the initial simulation in Nek5000, which then goes on.

18

3. Efficient preconditioning of the pressure equation

A thorough description of the algorithm for the setup has been described by its
author (Lottes 2005, 2017). A summarised version is presented for the general
case when the AMG solver is used to solve a simple problem of the type
Ax = b.
3.2.1. Coarsening
Given an initial operator A, of dimension n×n, the coarsening operation defines
a hierarchy of coarse operators. One requirement for the present AMG setup
is to have a 1 × 1 (i.e. a scalar) operator at the coarsest level. At each level,
the coarse “grid” simply refers to a subset of the original unknowns, called
“C-variables”. The remaining unknowns are termed “F-variables”. In the case
of the AMG setup, a variable is associated to a vertex of the domain and to
a given line of the operator. The partitioning between the C- and F-variables
is done using the Ostrowski coarsening with norm bound. The algorithm is
explained in details by Lottes (2017) and presented in Algorithm 1 (taken from
the same reference). The quantity 1 is a vector of all ones and ei is the ith
coordinate vector.
Algorithm 1 Ostrowski coarsening with norm bound.
procedure C ← COARSEN(A, ρ)
C ← {}, F ← {1, ..., n}
Af ← A
while true do
Df ← diag(Af )
−1/2
−1/2
X ← I − Df
Af D f
Sij ← |Xij |
v (1) ← S ∗ S1 , v (2) ← S ∗ Sv (1)
w(1) ← SS ∗ 1 , w(2) ← SS ∗ w(1)
(1)
(2)
(1)
(1)
I ← {i ∈ F | vi 6= 0, vi /vi ≥ ρ2 } ∪ {i ∈ F | wi =
6
(2)
(1)
0, wi /wi ≥ ρ2 }
if I = {} then stop
gi ← (e∗i S1)1/2 (1∗ Sei )1/2 for each i ∈ F
C ← C ∪ {i ∈ I | gi locally maximal among I}
F ← {1, ..., n} \ C
Af ← A(F, F )
At the end of the coarsening, the initial operator A is divided into 4
operators such that


Af f Af c
A=
,
(3.2)
Acf Acc
where Af f = A(F, F ), Af c = A(F, C), Acf = A(C, F ), Ac = A(C, C), and
where we have assumed that the coarse variables are ordered last. The coarsening
−1/2
−1/2
algorithm ensures that I − Df
Af f D f
< ρ, where Df = diag(Af f )
2
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and ρ is an imposed tolerance. Algorithm 1 is applied recursively until only one
entry is left in C.
3.2.2. Interpolation
The computation of the interpolation operator is rather complex and explained
in details by Lottes (2017). We only mention that the computation of the
interpolation operator can be divided into two main parts:
• Computation of the interpolation weights,
• Computation of the interpolation support.
The interpolation produces at each level an operator W such that the
interpolation matrix
 
W
P =
(3.3)
I
allows to restrict an array x to its coarse and fine subparts xf = x(F ) and
xc = x(C) as
 


x
W xc
x = f ≈ P xc =
.
(3.4)
xc
Ixc
3.2.3. Smoother
The chosen smoother is a parameter-free diagonal sparse approximate inverse
(SPAI-0) (see Lottes 2017). The smoothing operator Df f (denoted D because
it is diagonal) if given by
2

[Df f ]ii = [Af f ]ii / kAf f ei k2 ,

(3.5)

2
where kAf f ei k2
column of Af f .

is simply the sum of the squares of the elements of the ith
This smoother is optimal in a certain Frobenius norm. The
smoothing strategy in the solver is a Chebyshev iteration method. The associated
number of iterations, denoted m, as well as the associated contraction factor,
denoted ρcheb , are also computed during the setup phase.

3.3. AMG Solver
The AMG solver performs a single V -cycle. The smoothing strategy for the
AMG solver is a Chebyshev iteration. The corresponding algorithm is given in
Algorithm 2.
The input variables to the coarsening function are b, the right hand side,
and x, an initial guess to the solution. The different matrices and the parameters
m and ρcheb appearing in the algorithm are the ones computed during the setup
phase and are identified at each level by the subscript l.
The main advantage of the Chebyshev iterative solver is that it does not
require the computation of a global inner product at each iteration, thus saving
an important communication overhead, which accounts for the high scalability
of the solver. However, this is achieved at the expense of some knowledge on the
eigenvalues of the operator A, which are used to compute the parameter ρcheb .
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Algorithm 2 AMG solver.
procedure x ← AMG SOLVE(x, b)
for l = 1 : (nlvls − 1) do
bl+1 = WlT bl
for l = (nlvls − 1) : 1 do
xl = Wl xl+1
bl = bl − ([Af f ]l Wl + [Af c ]l )xl+1
c1 = [Df f ]l bl
if ml > 1 then
α = [ρcheb ]l /2, α = α2
γ = 2α/(1 − 2α), β = 1 + γ
r1 = bl − [Af f ]l c1
c2 = (1 + γ)(c1 − [Df f ]l r1 )
for i = 3 : ml do
γ = αβ, γ = γ/(1 − γ), β = 1 + γ
ri−1 = bl − [Af f ]l ci−1
ci = (1 + γ)(ci−1 − [Df f ]l ri−1 ) − γci−2
x l = x l + cm l
We recall that the AMG solver described in Algorithm 2 is left unchanged given
its efficiency and scalability. Consequently, the alternative method for the setup,
presented in the next section, only aims at computing all the operators required
by the AMG solver.

3.4. An alternative AMG setup using Hypre
Using Matlab for performing the setup procedure has several disadvantages:
•
•
•
•

A Matlab licence is required,
There is no way to integrate the setup inside Nek5000,
The code can be slow (up to several hours for largest cases),
It cannot be parallelised in an easy way.

In order to tackle these issues, we propose to use Hypre (2017), an open-source,
external library for scalable linear solvers and multigrid methods. In our
approach, Hypre is used to perform the coarsening and interpolation operations
instead of Matlab (based on different algorithms then), while we keep the same
smoother as before. This way, we let Hypre do the “hard” work and we do not
need to modify the AMG solver in Nek5000, which requires specific smoothing
operators. So far, this method has been tested in serial only and significant
improvement in setup time has been achieved while similar performance for the
AMG solver was kept, as we will show shortly. The setup in Hypre can also be
parallelised but this requires a proper matrix partition among processes and it
has not been tested yet. Hypre offers several choices for the coarsening method
(Hypre 2017):

3.5. Results

•
•
•
•
•
•
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CLJP,
Ruge-Stueben,
Falgout,
PMIS,
HMIS,
CGC.

We chose the Falgout method for testing the Hypre setup, which is the default
method.
The workflow for running Nek5000 with the AMG solver is briefly described.
First, the linear finite element Laplacian matrix A, built on the spectral-element
mesh, is dumped by Nek5000. Then, the new setup code, written in C, imports
this matrix and transfers it to the routine for computing AMG setup provided by
Hypre and extracts the coarsening and interpolation operators. These operators
are used to compute the same smoothing operators as with the Matlab version,
on each level. Finally, the required information for the solver (see Algorithm 2),
such as the fine and coarse grid operators, interpolation operators, parameters
for the Chebyshev smoother, etc. are exported to some binary files that are used
by Nek5000 for preconditioning the pressure equation with the AMG solver.

3.5. Results
The timings required to perform the AMG setup using the Matlab and the
Hypre codes are presented for several test cases: two NACA wings, the jet
in crossflow and the turbulent pipe at several Reynolds numbers. Then, we
present the corresponding computation time for an actual simulation using the
AMG data created by the different methods. The name, number of elements
and polynomial order for each case is summarised in Table 3.1.
The DNS NACA airfoil (Hosseini et al. 2016) and the LES NACA airfoil
are chosen because of their large size, the consequent slow AMG setup and
because their meshes are made of high aspect–ratio elements that might make
the operator A ill-conditioned. The two cases of the turbulent pipe (El Khoury
et al. 2013) are standard test cases that are also big enough for a faster AMG
setup to be relevant. We note that the meshes for the wing and pipe are built
via extrusion of a two-dimensional profile and have therefore a quite simple
mesh topology. For this reason, we also consider the jet in crossflow (same case
as described by Peplinski et al. 2015), which is built by merging the mesh for a
pipe with a mesh for boundary layer simulation. Despite its small size in terms
of number of elements, we want to ensure that its more complex mesh topology
does not cause any issue.
3.5.1. Performance of the AMG setup
The time for performing the setup is computed for both setup codes (using
Matlab and Hypre). In order to get a better understanding of the time consuming
parts, the total setup time ttot is split in 5 “subtimes”:

22

3. Efficient preconditioning of the pressure equation

Case name
Pipe Reτ = 550
Pipe Reτ = 1000
Wing DNS
Wing LES
Jet in crossflow

Number of el.
853632
1264032
1847664
253980
47960

Pol. order
7
11
11
11
7

Table 3.1: Summary of the test cases used to test the new AMG setup.

Matlab
ttot
tini
tcrs
tint
tsmo
texp
tres

Pipe 550
2231.04
6.03
123.11
2044.2
37.2
20.46
0.02

Pipe 1000
3938.59
11.88
200.7
3624.76
61.94
38.27
1.03

Wing LES
292.7
1.74
58.26
225.82
6.08
0.57
0.23

Wing DNS
3755.92
14.65
657.17
2938.28
65.21
79.33
1.28

Jet
98.64
0.34
6.68
89.22
1.48
0.83
0.09

Table 3.2: Setup times, in seconds, for the various cases using the Matlab code.

• Time to import data from the coarse grid operator and initialise everything: tini ,
• Time to perform coarsening: tcrs ,
• Time to perform interpolation: tint ,
• Time to compute the smoother: tsmo ,
• Time to export the data: texp ,
• Rest: tres .
When using the Hypre setup, we do not have access to separate timings for
coarsening and interpolation and the combined time for both parts is therefore
presented. All setups are performed on the same local machine (CPU: Intel
Core I7 990 Extreme, RAM: 24GB) in serial and timings are shown in Table 3.2
and Table 3.3. The use of the Hypre code reduces the total setup time by a
factor ranging between about 15 (wing LES) and 41 (jet in crossflow).
3.5.2. Execution time
We now compare the execution times for several simulations when the various
AMG setups are used. As mentioned earlier, the AMG solver is exactly the
same for both setup methods. Yet, as both setups are based on different
algorithms, they produce different coarsening, as well as different interpolation
and smoothing operators. Therefore, it is necessary to ensure that both setup
codes lead to similar efficiency in terms of solver time in order to validate the

3.5. Results

C Hypre
ttot
tini
tcrs + tint
tsmo
texp
tres

Pipe 550
77.15
2.38
24.54
19.85
30.37
0.01

Pipe 1000
114.87
6.53
34.63
26.93
46.61
0.17

Wing LES
18.93
0.73
6.61
4.67
6.92
0

Wing DNS
182.1
5
56.4
34.9
85.4
0.4
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Jet
2.42
0.14
1.3
0.72
0.26
0

Table 3.3: Setup times, in seconds, for the various cases using the Hypre code.

setup code using Hypre. This is presented in details for three of the test cases:
the pipe at Re τ = 550, the wing designed for LES simulations and the jet in
crossflow. We also present results using the XXT solver as a comparison. All
measurements reported correspond to the wall clock time spent for computing
20 time steps and are obtained from one run only (no averaging). The timers
are turned on when the projection space is full and input/output is excluded
from the timings. The computations a performed on Beskow, the Cray CX40
supercomputer from PDC, the Center for High Performance Computing at the
KTH Royal Institute of Technology.
3.5.2.1. Pipe Reτ = 550
The communication, computation and total times for simulations of the pipe
Reτ = 550 on Beskow as a function of the number of cores are plotted in
Figure 3.1. We see that all AMG setups lead to roughly the same computation
time, while XXT is a bit higher. On the other hand, communication time using
XXT is globally lower than for the AMG setups for large number of cores. The
total time for XXT is consistently greater than for the AMGs, which are all
very close.
3.5.2.2. Wing LES
The communication, computation and total times for simulations of the Wing
LES on Beskow as a function of the number of cores are plotted in Figure 3.2.
The fastest setup method depends on the number of cores. Variations between
the two AMG setups might be attributed to either a difference in the setup
algorithms or to a different node allocation during the runs. In any case, all
methods remain quite close.
3.5.2.3. Jet in Crossflow
The computation, communication and total times for simulations of the jet in a
crossflow on Beskow for several numbers of cores are presented in Figure 3.3.
Both AMG setups behave very similarly and the XXT method seems faster for
the largest number of cores. No advantage is seen in using AMG here because
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XXT

AMG Matlab

Communication

10
Time (s)

AMG Hypre

8
6
4
2

Time (s)

Computation
40
20

Total

Time (s)

60
40
20
2048

4096

8192
Number of cores

16384

32768

Figure 3.1: Timings for 20 time steps of the simulation of the pipe at Re τ = 550.

the case is too small. Indeed, for a case with less than ∼ 105 elements on less
than ∼ 104 processes, XXT performs equally well.

3.6. Conclusion
An alternative method for performing the AMG setup, using the Hypre library,
has been proposed. In all cases, the setup time has been significantly reduced.
For all test cases, the compuation times between both AMG setups are almost
identical. The communication times differ slighty and inconsistently depending

3.6. Conclusion

XXT

Time (s)

70

AMG Matlab

25

AMG Hypre
Communication

50

30

400
Time (s)

Computation
300
200
100

Time (s)

400

Total

300
200
100
1024

2048
Number of cores

4096

Figure 3.2: Timings for 20 time steps of the simulation of the wing LES.

on the number of processes considered. This might be explained by the fact
that the node allocation is different between the runs. In paper II, it will be
shown that for very large cases on the same node allocation, both AMG setups
lead to very similar results and are significantly more efficient that XXT.
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XXT

AMG Matlab

Communication

3
Time (s)

AMG Hypre

2.5
2
1.5

Computation

Time (s)

15
10
5

Time (s)

20

Total

15
10
5
256

512
Number of cores

1024

Figure 3.3: Timings for 20 time steps of the simulation of the jet in crossflow.

Chapter 4

Adaptive mesh refinement

4.1. General principle
In numerical analysis, adaptive mesh refinement (AMR) is a method for automatically adapting a numerical grid in the course of the simulation. The main
goal is to increase the accuracy of the solution at minimum computational cost.
The method is especially desirable in cases when little is known a priori about
the solution and offers much more flexibility than with a static mesh. The
concept of local adaptive mesh refinement was introduced by Berger & Oliger
(1984) and applied to 2D (Berger & Colella 1989) and 3D cases (Bell et al. 1994).
The idea has since then been used in a wide range of applications. One of the
first field to systematically adopt AMR methods is astrophysics, where such
capabilities are a requirement in order to deal with the large scale variations in
cosmological problems (e.g. see Bryan et al. 2014). In the field of solid mechanics, Wriggers (2005) used AMR for solving contact problems. Refinement tools
have also been used extensively in CFD, for example by Hartmann et al. (2010).
Several libraries and software packages providing AMR tools for multiphysics
simulations are freely available (see Clawpack Development Team 2017; Adams
et al. 2013; Anderson et al. 2013). Hoffman et al. (2013) developed Unicorn,
a framework for adaptive finite element computation of turbulent flow and
fluid–structure interaction within the FEniCS project (Alnæs et al. 2015).
AMR tools are made of two major ingredients: a method for error estimation
and tools for mesh adaptivity. In this section, we perform a literature review of
the error estimators and adaptive mesh tools relevant for the spectral element
method. We split the study of the error estimators between total estimators,
which give an indication of the overall error by summing all local contributions,
and goal–oriented ones, that estimate the error committed on a functional of
practical interest, by taking into account local properties of the solution and
the global dependence of the error in the target quantity. Then, we present
several methods for mesh adaptivity. All methods presented in this section are
presented for a one–dimensional solution.
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4.2. Local error estimators
We start by presenting estimators, which are solely based on the local properties
of the solution. These estimators are a local measure of the conservation of mass
and momentum. Goal-oriented error estimators will be presented afterwards.
4.2.1. Spectral error indicators
Errors resulting from the discretisation and resolution of a system of partial
differential equations using the spectral element method arise from four different
sources. Modelling error occurs when the mathematical model for the equations
does not match reality. This kind of error cannot be handled by the code and we
assume that the model is consistent with the actual physics that each user wants
to simulate. Then, roundoff error is due to the finite accuracy of computers.
This kind of error is also ignored as we once again assume that numerical
parameters have been chosen properly (by using double precision floating point
arithmetic for example). This means that we are left with truncation error,
which arises because the solution is approximated by a finite spectral expansion,
and quadrature error, due to the discrete integration. Several methods for
computing an estimate to both terms are presented.
4.2.1.1. Truncation error
The local error on a spectral element can be estimated by extrapolating the
decay of the spectral coefficients as shown by Mavriplis (1990, 1989). If we
consider u(x), the exact solution of a 1D partial differential equation, then its
spectral transform is
u(x) =

∞
X

ûk pk (x),

(4.1)

k=0

where ûk are the spectral coefficients and pk a family of orthogonal polynomials
(k denotes the polynomial order). The spectral coefficients are given by
1
ûk =
γk

Z

1

w(x)u(x)pk (x)dx,

(4.2)

−1
2

where w is a weight associated to the family of polynomials and γk = kpk kL2w .
The corresponding discrete expansion is truncated to order N by the
truncation operator PN as
PN u(x) =

N
X

ûk pk (x).

(4.3)

k=0

Consequently, the truncation error can be written as the L2w -norm of u − PN u.
If we assume Legendre polynomials, then w = 1 and the estimate for the
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truncation error t becomes
Z
t = ku − PN ukL2w =

"

1

w(x)
−1

Z

∞
X

ûk pk (x) −

k=0
∞
X

1

=

N
X

#2
ûk pk (x)

! 12
dx

k=0

! 21
û2k p2k (x)

−1 k=N +1

=

! 12

∞
X

û2k

k=N +1

2k+1
2

.

(4.4)

However, the coefficients ûk are unknown for k > N and need to be approximated. This is achieved by interpolating a linear least-squares approximation
of log(ûk ) with respect to k for k ≤ N and then extrapolating the coefficients
for k > N . In practice, this is done by computing two parameters c and σ (in a
least–square best fit sense) such that
ûk ≈ c exp(σk).

(4.5)

This interpolation gives valuable information about the decay rate σ of the
coefficients, which is a good indication for convergence and can be used to
decide which refinement method to choose. If the solution is smooth and its
decay is monotonic, this estimator performs well. In addition, Willyard (2011)
suggests to shift the linear least–squares interpolation upwards so that no
spectral coefficient lies above it.
4.2.1.2. Quadrature error
In Mavriplis (1990), it is suggested to also estimate the quadrature error that
needs to be added to the truncation error. We denote by ūk the discrete version
of the continuous coefficients from Equation (4.2). They are evaluated as
ūk =

N
1 X
wi u(ξi )pk (ξi ),
γk i=0

(4.6)

where ξi are the Gaussian quadrature points and wi are the associated quadrature weights. We let IN u be the Lagrange polynomial interpolation of u
IN u(x) =

N
X

ūk pk (x).

(4.7)

k=0

Therefore, the quadrature error q is is given by
q = kIN u − PN ukL2w =

N
X
(ūk − ûk )2
k=0

2k+1
2

! 12
.

(4.8)
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Arguing that the spectral coefficients are obtained exactly for k ≤ N − 1, the
quadrature error can be reduced to

q =

(ūN − ûN )2

! 12
.

2N +1
2

(4.9)

In practice, the following upper bound is computed instead
! 12

ū2N

q ≈

,

2N +1
2

(4.10)

which is a safe over-estimate of the actual error.
4.2.1.3. Alternative error estimate
It is suggested by Willyard (2011) to use a simpler error estimate. If exponential
decay is strong enough, the tuncation error t can be estimated by
t ≈ ūN .

(4.11)

This solution is much cheaper to compute than Equation (4.4) but is also
supposedly less accurate.
4.2.2. Constrained Legendre coefficients error estimator
Another way of estimating the error developed by Willyard (2011) is by comparing the solution IN u with polynomial order N and another estimated with
fewer degrees of freedom IN −M u. The solution IN −M u is not computed by
solving the problem a second time but is obtained by truncating the spectral
series of IN u. We denote the spectral coefficients of IN −M u by ũk such that its
spectral transform is
IN −M u =

NX
−M

ũk pk (x).

(4.12)

k=0

For k = 0, ..., N − M − 2, we take the same coefficients as for IN u but the last
two Legendre coefficients are chosen such that continuity is enforced at the
boundary of the reference element. This leads to the system
ũk = ūk ,
IN −M u(−1) =

NX
−M

k = 0, ..., N − M − 2
ũk pk (−1) =

k=0

IN −M u(1) =

NX
−M
k=0

NX
−M

ũk (−1)k = IN u(−1)

(4.13)
(4.14)

k=0

ũk pk (1) =

NX
−M
k=0

ũk 1k = IN u(1).

(4.15)
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This constitutes a second estimate of the local truncation error on a coarser
mesh with polynomial order N − M
! 21
NX
−M
N
X
(ūk − ũk )2
ū2k
t = kIN u − IN −M ukL2 =
+
.
2k+1
2k+1
w

k=N −M −1

2

k=N −M +1

2

(4.16)
4.2.3. Sensitivity to refinement with respect to the total error
Willyard (2011) presents an adjoint based error estimate to find the contribution
of the local error at every time step to the total error at the final time, for
the case of a bilinear operator. The concepts behind the method are based
on those presented by Eriksson et al. (1995), where the authors devised an
adaptive method, also for nonlinear systems of partial differential equations, in
the framework of the finite element method.

4.3. Goal-oriented error estimators
The spectral error indicators method, as described in the previous section,
provides a measure of the total error. Rather than decreasing this total error
itself, the goal–oriented approach tries to minimise the error on the computation
of a global output in the form of a functional of physical interest (typically
stresses, mean fluxes, drag or lift coefficients, etc.). This is done by solving
an adjoint problem, which provides some sensitivity of the output quantity to
the solution of the equation. These methods are driven by the minimisation of
an objective function that would ensure an optimal refinement in some sense,
compared to the traditional a priori error estimators. The price to pay for
these estimators is the computation of an adjoint solution, which is usually a
computationally expensive step.
4.3.1. Continuous and discrete adjoint formulation
Since all the methods for estimating the error in this section require the computation of an adjoint solution, we would like to mention that there exists two
main approaches for computing it. It should be noted that both methods could
theoretically be used to compute the required adjoint solution. In practice
however, one of the two can be significantly more convenient to use than the
other one.
In the discrete approach, the set of adjoint equations is computed directly
from the discrete formulation of the Navier–Stokes equations. As a result, both
formulations for the flow and its adjoint are strongly tied and are based on the
exact discretisation of the forward solution alone, which lays the basis for the
sensitivity calculation.
In the continuous method, an analytical adjoint solution to the main set of
partial differential equations, the Navier–Stokes equations in our case, is first
computed with relevant boundary conditions. This analytical expression is then
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discretised, making the process independent on the discretisation of the flow
equations and ensuring a certain flexibility of the method. Furthermore, the
continuous approach leads to a discretised expression that is very similar to the
flow formulation, and readily solved with the existing tools.
4.3.2. Sensitivity of the output functional to grid refinement
One of the main idea for goal–oriented error estimators is to study the sensitivity
of the output functional between the actual mesh and an hypothetical refined
one. One of the first work exploring this approach was done by Pierce & Giles
(2000), based on ideas developed for design optimisation. Assume that we
want to estimate the value of an integral quantity J(u), where u is the discrete
solution (underline is used to denote the discrete quantities) of the system of
partial differential equations R(u) = 0. Consider a coarse mesh ΩH and a fine
mesh Ωh , where H and h < H represent typical dimensions of the elements
and assume that only the coarse mesh ΩH actually exists. One would like to
estimate the value of Jh (uh ) on the hypothetical fine mesh Ωh while knowing
only the coarse solution uH . This estimated can be computed as
T
H
Jh (uh ) ≈ Jh (IhH uH ) − (LH
h ϕH ) Rh (Ih uH ),

(4.17)

where IhH is a prolongation operator that maps the coarse mesh solution onto
the fine mesh, ϕH represents the adjoint solution on the coarse mesh and LH
h is
a prologation operator which expresses the coarse mesh adjoint on the fine mesh.
The adjoint solution ϕH is obtained by solving the discrete adjoint equations
on the coarse grid
T
T


∂RH
JH
ϕH =
.
(4.18)
∂uH
uH
The method has been implemented and tested for 2D inviscid incompressible
flows (see Balasubramanian & Newman 2009; Venditti & Darmofal 2002) and
for the 1D viscous Burger equation by Ou & Jameson (2011). The continuous
adjoint equation applied to the compressible Euler equations is shown by Li
et al. (2011). Automatic mesh adaptation for the spectral difference method
has been developed by Li (2013), where the differences between continuous and
discrete adjoint methods are also discussed. Another possible method is the
entropy-based approach, which can be applied to the compressible Navier–Stokes
equations (Fidkowski & Roe 2009, 2010) . This technique makes use of the
symmetrisation properties of the entropy functions and entropy variables that
automatically satisfy an adjoint equation. This saves the cost of solving the
adjoint equations and provides a cheap error indicator for mesh adaptation.
Ekelschot et al. (2017) used the continuous adjoint formulation to compute
goal–based error indicators in the high–order spectral/hp-element framework
Nektar++. They applied the p-refinement method to the optimised computation
of drag and lift for various incompressible flows past a NACA0012 wing section
and for the flow past a three-dimensional ellipsoid. Luchini et al. (2017) use a
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similar method and build a sensitivity map of the impact of a local refinement
on the global error.
4.3.3. Dual weighted error estimators
A second approach to goal–oriented error estimators is to combine the knowledge
of some local error estimates, e.g. certain gradients or certain residuals, with
some weights depending on a functional to optimise and on a global adjoint
solution to the problem. The efficiency of the method consists in the optimal
choice of the adjoint weights with respect to the functional to optimise. This
technique is in essence very similar to the previous one but the computation
and application of prolongation operators is skipped.
In their lecture notes, Bangerth & Rannacher (2002) present one such
method, called Dual Weighted Residual. Following their notations and their
ideas, given a linear problem and its approximation of the form
Au = b and Ah uh = bh ,
n×n

(4.19)
n

with matrices A, Ah ∈ R
, right hand sides b, bh ∈ R and unknown vectors
x, xh ∈ Rn , it is possible to define the approximation error e , u − uh ∈ Rn ,
the truncation error τ , Ah u − bh ∈ Rn and the residual ρ , b − Auh ∈ Rn ,
where h denotes the quality of the approximation (i.e. Ah → A and bh → b
as h → 0). Then, the error on the value of the linear functional J(u) can be
written as
J(e) = J(u) − J(uh ) = (e, j),
(4.20)
for some j ∈ Rn . The associated adjoint problem is expressed as
A∗ ϕ = j,

(4.21)

n

for ϕ ∈ R , which leads to the following relation for the error
J(e) = (e, j) = (e, A∗ ϕ) = (Ae, ϕ) = (ρ, ϕ).

(4.22)

Finally, the norm on the error is bounded by
|J(e)| ≤

K
X

|ρk | |ϕk |,

(4.23)

k=1

where the strong residuals are easily computed and weighted by the solution of
the adjoint problem, which, on the other hand, requires the resolution of an
additional problem. These simple developments lay the basic idea behind the
dual weighted residual method. They can be extended to non-linear cases and
applied to a wide range of numerical methods and functionals.
A similar approach was taken early on by Johnson & Hansbo (1992) and
applied to linear elasticity and elasto-plasticity problems. Dual weighted residuals estimators were also used by Hoffman in the framework of the finite element
method and applied to the simulation of turbulent flow at high Reynolds number
(see Hoffman & Johnson 2007; Hoffman et al. 2015).
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4.4. Other methods
The methods for estimating the error presented so far are well suited for high–
order methods and are the most relevant with respect to the topic of the
present work. However, a wide variety of alternative methods exist and have
been reviewed by Verfürth (2013) in the case of the low-order finite element
discretisation of the Poisson equation.

4.5. Adapting the mesh
Following the computation of some error estimators, the next step toward error
control is to decide where and how the mesh should be refined or coarsened.
The choice of the grid regions to be refined depends on some given tolerances,
following any strategy that the user sees fit for his application. Once the
location for refinement or coarsening has been decided, three main techniques
for adapting the mesh are identified and presented: adjusting the relative sizes of
some elements (r-refinement), increasing the number of elements (h-refinement)
or locally increasing the polynomial order (p-refinement).
4.5.1. r-refinement
The r-refinement technique consists in moving the inner nodes of the mesh in
order to refine poorly resolved regions. This method offers the advantage to
not modify the topology of the mesh. However, while it seems an easy way to
proceed, the practical implementation of an efficient algorithm for r-refinement
is a complex task. An algorithm based on a classical steepest-descent method
is proposed by Xu et al. (2011) for the finite element method using planar
B-spline surface. McRae (2000) developed a method where the nodes are moved
toward a centre of mass depending on the estimated truncation error. The
spring analogy is used by Ding et al. (2016) to move the nodes in the case of
the finite volume method. The basic idea behind the method is that the edges
of the mesh are treated as springs linking the discrete nodes. Then, a force
is applied on each spring depending on the value of some error indicators on
the nodes (via Hooke’s law), the equilibrium length of each spring (i.e. the new
length of each edge) is computed and the mesh is adapted accordingly.
4.5.2. h-refinement
The h-refinement method consists in refining the mesh locally by dividing some
of the elements into smaller ones. The effect of this method is the presence of
hanging nodes at the interface that need to be taken care of. One of the solution
to solve this issue is to use so-called mortar elements. The idea behind this
method is that the facets of each element do not communicate directly. Instead
they communicate with and intermediate element, called a mortar element,
where a common flux is computed. Then, this flux is mapped back to the
faces of the elements connected to the mortar element. This technique is used
for the spectral differences by Li (2013). Similarly, non-conforming refinement
using mortar elements for the spectral element method is presented by Maday
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et al. (1988), where the direct stiffness procedure is extended to nonconforming
elements via a mortar basis.
A second method for performing h-refinement is by interpolating the solution
between the interfaces as done by Kruse (1997). This method also extends the
direct stiffness procedure by interpolating the solution at the Gauss–Lobatto–
Legendre points at the interface.
The h-refinement method can be categorised depending on the way refinement is performed. In the most general case, elements of the grid can be refined
independently of each other in an unstructured way; this method is simply
called unstructured AMR. Alternatively, the refinement of an element can be
constrained to be structured. This can be done using a pointwise structured
method, where each element can be refined independently on the other. The
other option is block-structured AMR, where the mesh is seen as a set of
non-overlapping structured blocks (or tiles), which need to be refined as a whole.
Another method for mesh refinement is patched grids: the mesh is split into
patches having coincident interfaces but the grid points at the interface do not
need to match.
4.5.3. p-refinement
The p-refinement technique is well suited for high–order methods and consists
in locally adapting the polynomial order of the solution expansion.
In Ekelschot et al. (2017), the authors apply the goal oriented approach and
the continuous adjoint formulation to the high–order discontinuous Galerkin
method and increase locally the polynomial order. They ensure the continuity of
the fluxes between two adjacent elements having different polynomial order by
projecting the spectral coefficient from the high–order interface to an orthogonal
basis, so as to remove high order frequencies. This can be done because the
coefficients in orthogonal space are not coupled and average solution is not
modified.
The p-refinement method is also presented for spectral differences using
mortar elements in Li (2013). The procedure is very similar to the one followed
for h-refinement.
4.5.4. Implementation in Nek5000
Unless the code initially enables refinement in one way or another (e.g. Nektar++,
the code used by Ekelschot et al. (2017) allows variable polynomial order), the
implementation of such tools is a heavy task. In the case of Nek5000, none of
these methods for mesh refinement exists in the standard version of the code.
As will be explained in more details in paper 3, the p-refinement method require
lots of modifications in the code, while the r-refinement technique is not so
flexible. Therefore, we opted for the h-refinement method, based on the work
by Kruse (1997) and used external libraries for mesh management and grid
partitioning.

Chapter 5

Conclusions and outlook

The scalability of Nek5000, a code for computational fluid dynamics based on
the SEM, is assessed on three modern supercomputers. This provides useful
information on the current bottlenecks in the code and on the challenges that
need to be addressed on the way to exascale. A new code for performing the
setup required prior to using an AMG solver for preconditioning the pressure
equation resulting from the spectral element discretisation of the Navier–Stokes
equations is implemented. Moreover, adjoint error estimators, which compute
an estimate of the error committed on a target quantity by combining local
knowledge on the conservation of mass and momentum with the solution of a
global adjoint problem, have been developed for the SEM. These estimators
have been combined with h-refinement techniques in Nek5000, and adaptive
mesh refinement has been performed on two simple steady test cases: the two
dimensional lid-driven cavity at Re = 7, 500 and the flow past a cylinder at
Re = 40. Several conclusions are obtained from the results we observed:
• The strong scaling limit ranges between 5, 000 and 220, 000 degrees of
freedom per core depending on the machine and the case. The need for
synchronised and low latency communication for efficient computational
fluid dynamics simulation is confirmed.
• The setup step required to use the AMG preconditioner is made faster
than its original implementation by at least one order of magnitude
thanks to the use of Hypre, a library for linear algebra.
• The results from both paper 1 and paper 2 confirm that the use of an
algebraic method for preconditioning the pressure equation is required
for best efficiency when the cases become large (more than 100, 000
spectral elements on more than 10, 000 processors).
• Adjoint error estimators are implemented in the case of the SEM. We
show that these estimators bound the error on a target functional and
can be used efficiently for error control.
• AMR simulations are performed in Nek5000 and we show that the use of
such techniques provide high accuracy with a reduced number of degrees
of freedom compared to conforming grids. Furthermore, the presence of
nonconforming interface between elements and hanging nodes does not
destabilise the flow, nor does it affect its physical behaviour.
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In the future, we want to expand the use of AMR to unsteady, threedimensional and more realistic test cases such as the flow around a NACA airfoil
at high Reynolds numbers or a jet in a crossflow. For these large cases, we would
like to perform a quantitative study about the gain in time and computational
resources that can be attained with respect to the current situation.
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Part II
Papers

Summary of the papers

Paper 1
On the Strong Scaling of the Spectral Element Solver Nek5000 on Petascale
Systems
The strong scaling of Nek5000 is studied on three modern supercomputers. The
turbulent flow in a straight pipe is considered at four different friction Reynolds
number for the simulations. A short introduction to Nek5000 is presented,
as well as the modifications that were done on the code for profiling. The
characteristics of each supercomputer are also studied in terms of latency and
bandwidth. A strong scaling limit, defined as the minimal number of grid points
per process such that the computation time is equal to the communication
time, is identified for each case on each machine. Additionally, two methods for
the preconditioning of the pressure equation are compared. Others aspects are
also briefly discussed, such as the observed super-linearity in some cases, load
balancing and weak scaling.

Paper 2
Towards adaptive mesh refinement for the spectral element solver Nek5000
Part of the preconditioner for the pressure equation in Nek5000 requires the
resolution of a coarse grid solver, which is solved most efficiently by an algebraic
multigrid method for large cases. The setup step, required for any multigrid
solver, was initially done by slow Matlab code, which can be slow for large cases.
A new setup using the Hypre library for linear algebra is implemented and
tested on three test casse, namely a jet in crossflow, a straight pipe and a NACA
airfoil. It is shown that the new setup is more than one order of magnitude
higher than the original code, while the solver time is not significantly affected.

Paper 3
Adjoint error estimators and adaptive mesh refinement in Nek5000
We perform automatic mesh refinement in Nek5000, a code based on the spectral
element method, in order to optimise the use of the computational resources.
We first present recent modifications that have been made in the code to enable
nonconforming h-refinement of the mesh. Then, we introduce spectral error
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indicators, which are based on the spectral properties of the method. We also
develop and implement adjoint error estimators for the spectral element method.
Finally, we combine the nonconforming refinement tools and the error estimators
to perform adaptive mesh refinement on simple 2D steady test cases: a lid-driven
cavity and the flow past a cylinder. The number of degrees of freedom required
to reach a given accuracy on the solution decreases significantly compared to a
conforming mesh. With the adjoint error estimators, refinement occurs more
upstream compared to the spectral error indicators.
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On the Strong Scaling of the Spectral Element
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The present work is targeted at performing a strong scaling study of the highorder spectral element fluid dynamics solver Nek5000. Prior studies such as
Fischer et al. (2015b) indicated a recommendable metric for strong scalability
from a theoretical viewpoint, which we test here extensively on three parallel
machines with different performance characteristics and interconnect networks,
namely Mira (IBM Blue Gene/Q), Beskow (Cray XC40) and Titan (Cray XK7).
The test cases considered for the simulations correspond to a turbulent flow in
a straight pipe at four different friction Reynolds numbers Reτ = 180, 360, 550
and 1000. Considering the linear model for parallel communication we quantify
the machine characteristics in order to better assess the scaling behaviors of
the code. Subsequently sampling and profiling tools are used to measure the
computation and communication times over a large range of compute cores.
We also study the effect of the two coarse grid solvers XXT and AMG on the
computational time. Super-linear scaling due to a reduction in cache misses is
observed on each computer. The strong scaling limit is attained for roughly
5000 − 10, 000 degrees of freedom per core on Mira, 30, 000 − 50, 0000 on Beskow,
with only a small impact of the problem size for both machines, and ranges
between 10, 000 and 220, 000 depending on the problem size on Titan. This work
aims at being a reference for Nek5000 users and also serves as a basis for potential
issues to address as the community heads towards exascale supercomputers.

1. Introduction
The development of highly scalable codes that perform well on different architectures has been a daunting task ever since the advent of high performance
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computing, due to the interplay between computation and communication, inescapable global operations but foremost due to the nature of this research field
constantly redefining its path. In the current work we explore the parallelism
of Nek5000, which is one of the oldest legacy codes (celebrating 30 years this
year) and thus has experienced many trends and changes in high performance
computing strategies.
Nek5000 is a code based on the spectral element method, intended to
solve problems from thermal hydraulics, which performs best on complex
geometries, wall-bounded problems (although it can handle the most common
types of boundary conditions), at large scales on any commonly used parallel
computer architecture. The present study is aimed at providing users a handle
on parameter choices for performance and scalability, and relies on previous
work , such as Fischer et al. (2015b) and Tufo & Fischer (1999). Hereby we
benchmark the code on a canonical flow case, a direct numerical simulation
(DNS) of the incompressible flow in a pipe at increasingly high Reynolds numbers
El Khoury et al. (2013). Solving a Poisson-like equation for the pressure is
commonly the most challenging computational part of an incompressible flow
solver. Nek5000 relies on the construction of an efficient preconditioner to
solving the Poisson subproblem. This preconditioner is obtained by combining
a domain decomposition approach and a coarse grid solve being computed
either via XXT Tufo & Fischer (2001) or AMG Lottes (2005). We explore both
approaches and quantify the regimes in which either of them is recommendable.
In the rest of the paper, we start by giving a short description of the numerical method and implementation. Then we describe the hardware employed,
focusing particularly on the architecture, interconnect network technology and
associated latency and bandwidth. We also present the performance analysis
tools we used for profiling the code as well as the test cases considered for
performing the tests. We finish with a description of results, we identify the
strong scaling limit, discuss about the observed super-linearity and compare
the two coarse grid solvers XXT and AMG. For a more complete interpretation
of the results we assess also load balancing, mesh partitioning, cache misses etc.

2. Code description
Nek5000 supports a wide set of options that speed up the time to solution, such
as the method of characteristics which decouples the pressure solve from the
restrictive CFL condition for the nonlinear advection operator, or orthogonal
projections of the solution to reduce the iteration count of the algebraic solver
etc. Here we focus only on one track to solution which is consistent with the
physical case we study and the way it was initially performed, i.e. fully resolved
DNS of a turbulent pipe flow El Khoury et al. (2013).
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2.1. Numerical method
The incompressible Navier–Stokes equations are given here by
∂u
1 2
+ (u · ∇)u = −∇p +
∇ u + f,
∂t
Re
∇ · u = 0,

(1)
(2)

where u is the velocity, p the pressure and f a forcing term. The Reynolds
number Re = UνL is expressed as a function of a typical velocity scale U ,
length scale L and kinematic viscosity ν. Equation (1) and Equation (2) are
called the continuity and momentum equations respectively. There are two
main solvers, called PNPN (PN − PN ) and PNPN-2 (PN − PN −2 ), available
within Nek5000 for computing the solution of the incompressible Navier-Stokes
equations, and of these one is also amenable to non-divergence free flows, as
available in Tomboulides et al. (1997), namely PN − PN . Although we operate
in the incompressible regime we picked this solver to preserve generality.
The momentum equation is time integrated via an implicit-explicit scheme,
also known as BDFk-EXTk (Backward Difference formula and EXTrapolation
of order k). We illustrate it semi-discretely as
k
k
X
bj n−j
1 2 n X
aj [N (un−j ) + f n ],
u
= −∇pn +
∇ u +
∆t
Re
j=0
j=1
|
{z
}

(3)

Fn (u,f )

where we denoted the nonlinear operator u · ∇u = N (u) and bk , ak are the coefficients of the implicit time derivative discretization, and explicit extrapolation
respectively.
Ignoring boundary conditions and other numerical technicalities available
in Tomboulides et al. (1997) we end up solving
∆pn
1
b0 n
∆un −
u
Re
∆t

= ∇ · Fn (u, f ) ,
= ∇pn + Fn (u, f ) +

(4)
k
X
j=1

bj n−j
u
.
∆t

(5)

As it can be observed, solving the incompressible Navier-Stokes equations
is reduced to the evaluation of Fn in Equation (3), followed by one Poisson
equation and a Helmholtz equation thereafter for each velocity component (2
in 2D and 3 in 3D). Equation (4), the Poisson equation for the pressure, is
the main source of stiffness and its efficient resolution by an iterative solver is
preceded by two steps. First of all, the pressure at each time step is projected
onto a subspace of previous solutions, and as described in Fischer (1998) has
been shown to reduce the iteration count by a factor 2.5 − 5, which we also verify
in Section 4. Then, a pressure preconditioner is built based on the additive
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(a) Partition

(b) Velocity magnitude

Figure 1: Partition of the elements on 64 processes and velocity magnitude in
the pipe (Reτ = 180).

overlapping Schwarz method, given by
M0−1 := R0T A−1
0 R0 +

K
X

RkT Ã−1
k Rk .

(6)

k=1

The overlapping part requires local solves on each subdomain and is naturally
parallelizable despite a fairly complex practical implementation Fischer (1997);
Fischer & Lottes (2005). The coarse grid solve is in essence more difficult to
parallelize and this can be performed in two different ways. The first method
is a Cholesky factorization of the matrix A−1
into XX T with a convenient
0
refactoring of the underlying matrix to maximize the sparsity pattern of X T .
This factorization is subsequently referred to as XXT and details regarding
complexity and implementation are available in Tufo & Fischer (2001). The
second method is a single V-cycle of a highly-tuned AMG solver that is designed
specifically to be communication minimal and optimal for coarse-grid problems
where one anticipates very few degrees of freedom per processor Lottes (2005).
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2.2. Implementation
2.2.1. Mesh and mapping
The geometry is meshed using hexahedral elements, partitioned for parallel
computation using a spectral bisection algorithm as implemented in “genmap”
which accompanies the code Nek5000 Fischer et al. (2015a). An example of
the partitioning for the case Reτ = 180 run on 64 cores is shown in Figure 1a,
where each element is colored according to the MPI rank it belongs to. We note
that the partitioning is done at the element level and not finer.
2.2.2. Code structure
The sequence of operations leading to the solution of the incompressible Navier–
Stokes equations is summed up algorithmically in Algorithm 3. First of all, note
that both Equation (4) and Equation (5) can be summed up in discrete form as
Hφ = (h1 A + h2 B)[φ],
where A is the stiffness matrix stemming from the discretization of the Laplacian
and B is the mass matrix. Different choices for the factors h1 and h2 yield
either the Poisson equation, or the Helmholtz equation
Hp

=

Hu

=

(A)[p] = fp , (h1 = 1, h2 = 0)
1
b0
b0
( A−
B)[u] = fu , (h1 = 1, h2 = − ).
Re
∆t
∆t

(7)
(8)

Algorithm 3 Main solver.
procedure Solver
for k=1,...,nsteps do
# Compute Pressure
fp ← rhsp (u, f )
δfp ← fp − projXfp (fp )
δp ← Helmholtz(Hp , δfp )
p←p+
n δp
o
Xp ← Xp , projXp (p)
n
o
Xfp ← Xfp , projXfp (Hp p)
# Compute Velocity
fu ← rhsu (p, u, f )
δfu ← fu − projXfu (fu )
δu ← Helmholtz(Hu , δfu )
u ← u
+ δu
Xu ← nXu , projXu (u)
o
Xru ← Xfu , projXfu (Hu u)

By virtue of the method of projections, we do not solve Hp = fp or Hu = fu ,
but rather Hδp = δfp and Hδu = δfu , where δfp and δfu are the rejections
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of fp and fu respectively. Details on the technicalities of this are abundant
in Fischer (1998). The first step is to compute the corresponding right hand
sides and then project them onto a subspace of previous solutions (subspaces
are denoted by X and the size of the space is L). The corrections δp and δu
are then computed by solving the Helmholtz equation for the rejections and
added to the previous solution. A simplified structure for the Helmholtz solver
is shown in Algorithm 4. The Poisson equation for the pressure is solved with
the GMRES method. The pressure solve also includes the computation of the
preconditioner based on the Schwarz overlapping method and coarse grid solve,
which is not the case for the velocity and constitutes an important part of
the work and communication. The Helmholtz equation is solved using the CG
method for each component of the velocity.
Algorithm 4 Helmholtz solver.
procedure Helmholtz(H, r)
if Velocity then
x ← CG(H, r)
else if Pressure
then

M0−1 Sch ← Overlapping Schwarz()

M0−1 cgs ← Coarse grid solve()


M0−1 ← M0−1 Sch + M0−1 cgs
x ← GM RES(M0−1 , H, r)
return x

3. Benchmarking
3.1. Hardware
The test cases were run on three different supercomputers, namely Mira from
the Argonne National Laboratory, USA, Titan from the Oak Ridge National
Laboratory, USA, and Beskow from the PDC Center for High Performance
Computing, KTH, Sweden. A quick overview of the characteristics of each
computer is summarized in Table 1. The systems vary from small to large
petascale and are meant to establish an overview of the Nek5000 scaling. On
Mira, Nek5000 achieves its maximum performance when run with two processes
per BG/Q core, being 32 processes per node which was noted already in
Fischer et al. (2015b). Although Titan is a machine aimed at hybrid parallelism
using graphics processing units (GPUs), which Nek5000 supports marginally as
mentioned in Otten et al. (2016), no production runs were performed outside the
MPI environment and we shall restrict the use of Titan to CPU parallelism and
rely solely on the 16 Opteron cores per node with one process each. The same
setup of 1 process per CPU core, i.e. not using hyperthreading, was applied
to the smallest system Beskow, a Cray XC40. Indeed, some tests performed
on a single Haswell core showed that hyperthreading did not improve time to
solution.
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Table 1: Overview of the characteristics of the different supercomputers.

Mira
Titan
Beskow

System arch.
Core arch.
IBM BG/Q
PowerPC A2
Cray XK7
AMD Opteron
Cray XC40
Intel Haswell

Mira
Titan
Beskow

Cores/node Topology
16
5D torus
16
3D torus
32
DragonFly

Number of cores
786, 432
299, 008
53, 632
Processes/core
2
1
1

Table 2: Overview of the latencies and bandwidths. A word (wd) is 64 bits
long.

Mira
Titan
Beskow

α∗ (µs)
4
2.25
2.55

β ∗ (µs/wd)
ta (µs)
5 · 10−3
1.1 · 10−3
1.42 · 10−3 6.5 · 10−4
8.25 · 10−4 1.5 · 10−4

α
β
3600
5
3500 2.2
17000 5.5

In order to assess the performance of the machines at hand, we computed
some of the network characteristics that determine the communication. In
particular Beskow, which is a relatively new machine, had no such parameters
provided to users. The performance study conducted here relies on the linear
interprocessor communication model
tc (m) = (α + βm)ta ,

(9)

where tc is the communication time, m is the message length (number of 64-bit
words) and ta is the inverse of the observed flop rate. The relevant quantities here
are α and β, the non-dimensional latency and inverse bandwidth. We denote
by α∗ and β ∗ the corresponding dimensional latency and inverse bandwidth.
The relation between dimensional and non-dimensional parameters is given by
α∗
β∗
α=
and
β=
.
ta
ta
The values of α∗ and β ∗ are computed following a “ping-pong” test as described
in Fischer et al. (2015b). During this test, the time required to send and receive
messages of various sizes between 512 processors (default value for the test in
Nek5000) is measured and subsequently the values of α and β are computed as
the best fit for the linear model Equation (9). The value of ta is determined by
performing a number of matrix-matrix multiplications streamed from memory
representing the tensor products that are at the core of a spectral element
solver Deville et al. (2002) and accounting for a big part of the solve time
Hutchinson et al. (2016). The tensor products considered imply 3D elements
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with polynomial order ranging from 10 to 13. Three different interpretations of
the memory layout for the matrices are considered leading to a total of 12 tests.
For each test, the time and number of operations are measured and flop rate is
computed. Data are then averaged and ta is taken as the inverse of the mean
flop rate. Results for the ping-pong test are shown in Figure 2 along with the
linear model for all computers. An overview of the latencies, bandwidths and
inverse flop rates is presented in Table 2. The non-dimensional parameters α
and β are a relative measure of the communication to computation cost. High
values for these parameters imply that the limitation in parallel efficiency will
arise earlier due to a relatively high communication cost. Consistent throughout
all our studies is that all machines are strongly limited by the latency, already
a noted common feature of modern computers. This limitation is strongest
on Beskow, which is the newest of the three machines and has fastest CPUs.
Therefore, it is expected that Beskow will not scale as well as the two others.
A drawback of our performance model is that it does not capture system
noise. Furthermore, it assumes that all communication between two processes
is homogeneous; it does not distinguish for example between on node and off
node communication. This model works well for Mira. This work will also point
out its weakness when dealing with system noise. For a better understanding
of the impact of system noise, a relevant discussion about noise at scale can be
found in Hoefler et al. (2010).
As a side note, hardware might not be the only responsible for the high
noise in communication and we would like to mention as an indication that we
used the Cray programming environment version 5.2.26.

3.2. Code instrumentation for profiling
We assess the scalability and parallel efficiency of Nek5000 by studying the
distribution between the time spent in communication and the time spent in
computation for each simulation. These measurements are performed with
performance tools adapted to each computer. The tools are set to start counting
after the initial setup stage is completed, in our case after timestep 30, lasting
for an extra 20 timesteps. The initial stage is meant to allow for the highorder restart, proper initialization of the projection space (i.e. the size of the
projection space X is L = 5, thus requiring 5 consecutive solutions). In order to
measure the time spent in communication we relied on Craypat for Beskow and
Titan and on Hardware Performance Monitor (HPM) for Mira. Both tools allow
us to measure the total time spent in communication during the targeted 20
time steps. HPM gives additional information on the cache misses and the load
imbalance. The CrayPat performance analysis framework is used to sample the
code during execution at a default frequency of 100 Hz and reports in which
function each sample was taken. Then, we assume that the proportion of the
total time spent in a given function is equal to the proportion of samples within
this function. The sampling procedure ensures a very low overhead. We also
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(a) Ping-pong and all-reduce on Mira as illustrated in
Fischer et al. (2015b)

(b) Ping-pong on Titan

(c) Ping-pong on Beskow

Figure 2: Latency and bandwidth tests.
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Table 3: Summary of the different pipe flows configurations.
Reτ
180
360
550
1000

Reb
# elements
5300
36, 480
11, 700
237, 120
19, 000
823, 632
37, 700
1, 264, 032

pol. order
8
8
8
12

# grid points
18.67 × 106
121.4 × 106
437.0 × 106
2.184 × 109

tested the tracing procedure, where all function calls are traced, available with
Craypat but overhead in time was about 50% and the method was abandoned.
3.3. Test case : pipe flow
The test case considered is the turbulent flow in a straight pipe. A thorough
description of the flow configuration as well as a detailed analysis of the physical
results can be found in El Khoury et al. (2013). The flow was run at four
different friction Reynolds numbers Reτ = 180, 360, 550 and 1000. A summary
of the different simulations and associated number of elements, polynomial order
and number of grid points N is presented in Table 3. The friction Reynolds
number is defined as Reτ = uτ R/ν, where uτ is the friction velocity, R is
the radius of the pipe and ν is the kinematic viscosity. The bulk Reynolds
number is defined as Reb = 2Ub R/ν, where Ub is the mean bulk velocity. A
pressure gradient is imposed inside the pipe through a forcing term and periodic
boundary conditions are imposed at the inlet and the outlet. A snapshot of the
velocity magnitude for the case Reτ = 180 is illustrated in Figure 1b.

4. Performance and Scaling Analysis
Our abstraction assumes that large scale runtime performance is mainly composed of
1. system hardware parameters consisting of the network topology, latency
and bandwidth, and flops per second of matrix matrix products (usually
memory bandwidth bound),
2. time Ta and Tc spent in computation and communication for the measured 20 timesteps largely dependent on point 1 and on their respective
algorithmic complexities,
3. partitioning.
The partitioning for our test case (see Section 3.3) is considered to be
topologically equivalent to a cube. The resulting runtime complexities are
extensively described in Fischer et al. (2015b) for the Mira system. Based on
these theoretical results we use profiling tools and wall clock timers to measure
the load imbalance, cache misses, as well as weak and strong scaling. Load
imbalance and cache misses are only measured on Mira via the HPM profiling
library. We want in particular to verify experimentally the strong scaling limit
for a given problem of size N . In this paper, the strong scaling limit for a
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problem of size N is defined as the minimal number of grid points per process
N
P by finding P , the number of processes, such that
Ta (N, P )
= 1, for problem size N.
Tc (N, P )

(10)

Alternatively, the strong scaling limit is commonly described by the derivative
dT
dP of the total time T (N, P ) being equal to 0, i.e. the point where the runtime
starts increasing again with increasing P . That point represents the fastest
time to solution. This is rather an upper bound of the strong scaling limit
that would in most of our test runs never be observed. For Nek5000 on Mira
it has little practical meaning to the user, as that limit always implies the
usage of all of Mira, which is in most cases too costly. Without a cost model,
Equation (10) gives us a much lower and practical bound of the strong scaling
limit. If communication takes longer than computation, the code is deemed to
be at the strong scaling limit where the scaling starts diverging significantly
from the perfect linear scaling.
The test case used to explore the scaling behavior of Nek5000 is the one of
a turbulent flow in a straight pipe, a generic and widely known case across the
CFD community. This should allow potential users to estimate and compare
the scaling of Nek5000 to other CFD software. Our test case is run in four
different regimes for 4 different problem sizes denoted by Reτ = 180, 360, 550
and 1000, described more in detail in Section 3.3. These cases were run with
various processor counts on three systems. The lower bound of the processor
count is dictated by the size of the random access memory (RAM) of each
machine, i.e. the smallest number of nodes on which the problem can be packed.
Nek5000 has roughly a memory requirement of 500 fields times the number of
degrees of freedom. The upper bound was either set by the administrative limit
of getting access to the maximum number of processors (Beskow and Titan)
or by the algorithmic limit of having at least one element per process, since
as noted in Section 2.2.2, the smallest parallelizable unit in Nek5000 is one
spectral element. Of the 20 timesteps along which the statistics are taken we
consider the mean communication time reported over all processes.
In Fischer et al. (2015b) the strong scaling limit Equation (10) was estimated
to be around N
P = 2000 for the conjugate gradients (CG) and 7000 for the
geometric multigrid (MG) on Mira when using finite differences. These values
are given as an indication but we remind that Nek5000 is an incompressible
flow solver and gathers several different algebraic solvers each with its own
customized preconditioning strategy. Indeed CG is implemented with Jacobi
preconditioning for velocity and GMRES is used with XXT and AMG (which is
different from the geometric multigrid) preconditioning for pressure. Taking also
the added computational effort from projections, right hand side evaluations and
the heavy communication of the coarse grid solver our values deviate slightly
from the theoretical results in Fischer et al. (2015b).
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Table 4: Strong Scaling Limit for all 4 test cases on Beskow, Titan and Mira in
degrees of freedom per core N
P with 2 processes per core on Mira, 1 process per
core on Beskow and Titan.
Mira
XXT
AMG
Titan
XXT
AMG
Beskow
XXT
AMG

Reτ 180
4496
5040
Reτ 180
9000
11000
Reτ 180
45700
24800

Reτ 360
3412
5578
Reτ 360
24000
36000
Reτ 360
19200
33000

Reτ 550 Reτ 1000
4192
6200
9750
Reτ 550 Reτ 1000
65000
228000
68000
132000
Reτ 550 Reτ 1000
26000
48000
-

5. Results
The core of the present analysis relies on the data in Figure 3, Figure 4 and
Figure 5 for each one of the three machines discussed here. The compute time
and communication time are illustrated along with the total time for both XXT
and AMG across all test cases. Since each independent measurement is taken
at powers of 2 number of processes P the plots are presented in logarithmic
scale. However, in order to help identify linear scaling of the compute time, the
optimal linear scaling line of the compute time was added, i.e.
T (N, P1 )P1
P
where P1 is the lowest process count possible for the given problem size. It is
noteworthy that we do not compare to linear scaling of the total time as we
operate in the strong scaling limit regime, where parallel efficiency is supposed
to be well below unity.
Tideal (N, P ) =

5.1. Strong scaling limit
For both XXT and AMG the strong scaling limit, i.e. Equation (10), can be
readily extracted from the plots by examining the intersection of the computation
time and the communication time. For the given intersection point we can
identify the values of N
P through linear interpolation and they are reported
them in Table 4.
In practice we observed a strong scaling limit for XXT at roughly 1900 <
N
<
2300 and for AMG at 2300 < N
P
P < 4000 on Mira, below the 7000
anticipated in Fischer et al. (2015b).
On Beskow, the scalability limit is more difficult to locate with confidence
due to the high variance in communication times (see Figure 2c), in particular
for small cases. Nevertheless we present it given in Figure 5, while keeping
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Figure 3: Total time for 20 timesteps on BG/Q Mira: AMG (blue), XXT (red),
communication (dashed), computation (solid), total time (), computational
linear scaling (green).

in mind that this is the result of a single run and not averaged across several
samples. The scalability limit on Beskow is roughly one order of magnitude
higher than on Mira in terms of degrees of freedom per core and is located
around N
P ∼ 20, 000 − 50, 000. This is consistent with the values for the nondimensional latency α from Table 2. Indeed Beskow has faster CPUs, thus
having a lower value for ta . This leads to a higher α, although the values for
α∗ are relatively comparable for Titan, Mira and Beskow.
As an intermediate conclusion, we note that the scalability limit on Mira
and Beskow is almost independent of the problem size and number of cores that
are used.
On Titan, the scalability limit exhibits a different behavior. The strong
scaling limit for N
P increases significantly with bigger cases as we see from
N
Table 4. The limit goes from N
P ∼ 9000 to P ∼ 228, 000 across the cases
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Figure 4: Total mean time for 20 timesteps on Titan: AMG (blue), XXT (red),
communication (dashed), computation (solid), total time (), computational
linear scaling (green).

Reτ = 180 to Reτ = 1000 for XXT. Similarly for AMG N
P ∼ 11, 000 increases
sharply to N
∼
132,
000
from
the
smallest
case
Re
=
180
to Reτ = 1000. This
τ
P
limitation cannot be fully explained from the non-dimensional latencies and
bandwidths from Table 2.
The first plausible explanation is the occasional, random latency spikes seen
in the ping-pong tests. If one process experiences this, the created imbalance
has repercussions for all processes in a parallelized CFD code. We see that
these spikes increase communication by an order of magnitude or higher. The
more compute nodes are involved, the higher the risk of a latency spike. This
may partially explain Titan’s strong scaling limit in grid points per process N
P
increase with increasing P .
Secondly the ping-pong test used to compute the parameters α and β is
performed on 512 cores only. During this test, the cores are very likely to lie
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Figure 5: Total mean time for 20 timesteps on Beskow: AMG (blue), XXT (red),
communication (dashed), computation (solid), total time (), computational
linear scaling (green).

close to each other on the computer. However, this ideal situation does not hold
any more when a high number of cores is considered, as they are probably split
on many remote nodes. A poor interconnect network between cabinets or a high
network load on Titan could be a valid reason for the observed deterioration
and an analysis based on the linear communication model given by α and β
becomes irrelevant on Titan at a high core count.
5.2. Super-Linearity
In theory the computational time should match exactly the linear scaling as
work is distributed according to the ratio N
P.
All test cases on all the systems show a super-linear scaling. This observation
holds true with all timers and profilers switched off.
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Figure 6: Cache misses on Mira for all 4 test cases (low to high degrees of
freedom in direction of the arrow). Percentage of load operations for data and
instructions. Dashed red line: L1 cache size.

The usual explanation for super-linear scaling is a sudden decrease of the
cache misses for decreasing N
P , as parts of the solver can entirely work on data
that lies in the cache. To investigate this, we extracted the cache misses on
Mira as provided through HPM by accessing hardware counters (see Figure 6).
Mira is equipped with both a L1 data cache and instruction cache of 16kB each.
The cache misses account for both data and instruction cache misses. The L2
cache of 32MB, that is located at the node level, becomes irrelevant as HPM
consistently reported over 97% cache misses. The L1 cache can be filled with
2048 double precision numbers, see Figure 6 the vertical dashed red line which
indicates the cache size of 16kB below which all gridpoints would theoretically
fit into data cache. As we run with 2 processes per core, this would be at
roughly 1000 degrees of freedom per process. Although the data fields achieve
those sizes only at the strong scaling limit we do observe a general decrease
in cache misses with decreasing N
P and thus a better cache exploitation. We
cannot explain this behavior as that would require a more granular analysis of
the computational kernels. Measuring the cache misses over the entire timestep
with mixed data and instruction misses, gives us only a general overview of
the cache behavior. In summary, we attribute the super-linear scaling to cache
management and pipelining on the CPU of Mira. We do not possess profiling
results for Beskow or Titan and cannot study the cache misses there but we
assume that the reason for super-linearity is similar as for Mira.
5.3. Comparison between XXT and AMG
For smaller problem sizes (Reτ = 180), XXT slightly outperforms AMG on all
machines for a large number of cores, after the strong scaling limit has been
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Table 5: Number of MPI calls and data communicated on P = 131, 072 at
Reτ = 550.

MPI Routine
MPI Isend
MPI Irecv
MPI Waitall
MPI Allreduce
Total

AMG
#calls bytes
96638
360.5
96638
362.7
38971
0.0
10956 5921.0
252312

XXT
#calls
bytes
62336
6363.8
5916
61885.4
56420
542.0
5848
10.0
130520

reached. For this case, computation time is almost unaffected by the method and
the better perfomance of XXT is attributed to a lower communication. For the
cases Reτ = 360 and 550 on Mira and Beskow, compute time is noticeably lower
for AMG than XXT by about 5 − 10%. For Reτ = 550 on Mira, computation
time is also lower for AMG. This leads to the clear conclusion that AMG for
this case on this computer is systematically better by about 10%. However, no
such incisive conclusion can be drawn for the other cases because of varying
communication times. For Reτ = 1000 on Beskow, AMG is once again faster
in terms of computation and communication time, but the gain is hardly a
few percents and we are still far from the strong scaling limit. On Titan, the
difference between AMG and XXT is marginal even if AMG seems overall
slightly slower.
Interesting data are the total number of MPI calls and associated message
length for both methods. In Table 5 we compare XXT and AMG on Reτ =
550 at the strong scaling limit of AMG (4096 nodes). The amount of data
communicated by XXT is by an order of magnitude higher, while AMG uses
twice as many MPI calls. Therefore, AMG should leap ahead if the systems
rely on a low latency network combined with a high element count.
5.4. Load balancing
Beyond the strong scaling limit, the computation time increases and approaches
the linear scaling line again. This is attributed to the load imbalance as in the
extreme case some processes have to work on one element and some processes
on two elements. This can be observed in Figure 7 where the imbalance for
Reτ = 1000 on 32,768 nodes creates two spikes in the distribution of the
execution time. The histogram includes the imbalance of the workload as well
as the resulting imbalance in the communication.
5.5. Weak scaling
As a byproduct of our analysis we can mimic a weak scaling analysis by stacking
up all problem sizes at every MPI rank count. On Mira the communication is
mostly latency bound with a small influence from the bandwidth. This holds
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also true for peer to peer communication as well as for the all-reduce (see
Figure 2). Across the four test cases we can observe a weak scaling in Figure 8.
It proves that the scaling on Mira is mainly dependent on the ratio N
P.
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Figure 9: Convergence of solution with increase of projections space L (green:
L = 5, red L = 0).

5.6. Time to solution
Although we focus on parallelism and performance across a high number of
processes the most important feature of a CFD code remains, in practice,
the ability to minimize the time to solution. The parallelsim is not the sole
contributor to fast time to solution, but also secondary strategies such as
projections mentioned in Section 2.1. Here we assessed a recent upgraded
implementation of the projections scheme, see Figure 9, where we note that
the number of iterations per solve decreases around 3.5 times as we increase
the projections space L. Compared to the reported results in Fischer (1998)
an improved reusability of the projection space data eliminates the spikes in
convergence. As we mentioned before, the memory footprint of Nek5000 is
roughly 500 fields. Thus the additional memory requirement of the projections
is currently of little relevance.

6. Conclusion
Our four test cases from 18 million to 2 billion degrees of freedom were successfully run on three different petascale system architectures from the lowest,
memory bound, processor count to the granularity limit in order to assess the
strong scaling of Nek5000. We can confirm on Mira that we can match the
theoretical limits established in Fischer et al. (2015b). However on the Cray
systems we observed one to two orders of magnitude lower strong scaling limits
due to higher latency and high noise across the network. Our results point at
the regimes under which to choose AMG or XXT; AMG for low latency and
high element count, XXT for high latency, high bandwidth and low element
count. The linear communication model proved itself insuficient for explaining
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the difference in the strong scaling limit between Titan and Mira. Including a
quantity for the network noise may improve scaling predictions on noisy systems. We confirmed that a synchronized and low latency global communication
remains crucial for strong scaling of a spectral element based CFD solver.
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Hypre, a library for linear algebra, is used to replace a Matlab code for performing the setup step of an Algebraic Multigrid Method (AMG). The AMG
method is used to compute part of the preconditioner in Nek5000, a code for
Computational Fluid Dynamics based on the spectral element method. However,
the solution of the AMG problem is not performed via Hypre but by Nek5000’s
internal solver. The new AMG setup is shown to be faster by at least one order
of magnitude, while it does not significantly impact the efficiency of the AMG
solver, as is shown from its application to relevant test cases.

1. Introduction
When performing computational fluid dynamics (CFD) simulations of complex
flows, the a priori knowledge of the flow physics and the location of the dominant
flow features are usually unknown. For this reason, the development of adaptive
remeshing techniques is crucial for large-scale computational problems. Some
work has been made recently to provide Nek5000 with adaptive mesh refinement
(AMR) capabilities in order to facilitate the generation of the grid and push
forward the limit in terms of problem size and complexity. Nek5000 is an
open-source, highly scalable and portable code based on the spectral element
method (SEM), which offers minimal dissipation and dispersion, high accuracy
and nearly exponential convergence. It is aimed at solving direct numerical
simulations of turbulent incompressible or low Mach-number flows with heat
transfer and species transport. The approach chosen for adapting the mesh
is the h-refinement method, where elements are split locally, which requires
the relaxation of the conforming grid constraint currently imposed by Nek5000.
Other challenges include the implementation of an efficient management of the
grid as refinement is applied, the development of tools to localize the critical flow
regions via error estimators and the extension of the current preconditioning
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strategy to non-conforming grids. In this paper, we present a new procedure to
setup an algebraic multigrid solver used as part of the preconditioner for the
pressure equation.

2. Pressure preconditioning in Nek5000
2.1. Coarse grid solver
The major source of stiffness when solving the Navier-Stokes equations comes
from the pressure equation, which requires an efficient preconditioning strategy.
The method chosen for Nek5000 is called additive Schwarz Fischer (1997) and
the preconditioner can be expressed as
M0−1 = R0T A−1
0 R0 +

K
X

RkT A−1
k Rk ,

(1)

k=1

where K is the number of spectral elements and Rk and R0 are restrictions
operators. This preconditioner can be seen as the sum of the global coarse
grid operator (subscript 0) and local subdomain operators (subscript k). The
present work focuses on the solution of the coarse grid operator, A0 , which is
constructed as a finite element Laplacian matrix. The so-called ”coarse grid”
denotes the grid defined by the user. At the beginning of each simulation, the
final mesh is built by filling each of the elements of this grid by inner collocation
points, whose number depends on the chosen polynomial order for the spectral
expansion. The coarse grid problem does not take these inner collocation points
into account. Two choices are available in Nek5000 to solve this problem.
The first one is a direct, sparse basis projection method, called XXT Tufo &
Fischer (2001). The second option uses an algebraic multigrid (AMG) method,
which is more efficient for massively parallel (more thand 10, 000 cores) large
simulations (more than 100, 000 elements) Fischer et al. (2008). As usual with
AMG methods, a setup step is required for the matrix A0 , which will define
the necessary data for solving the problem: a coarsening operation defines the
different levels of the multigrid, the interpolation operators between the levels
are computed and a smoother is computed at each level. In the particular case
of Nek5000, the AMG solver performs a single V-cycle and a fixed number
of Chebyshev iterations, computed during the setup, is applied during the
smoothing part. This method has the big advantage to avoid inner product,
thus reducing communication, at the expense of requiring some knowledge
about the eigenvalues of the operator. More information about the theoretical
background for the setup can be found in Lottes (2017). While the AMG solver
is highly scalable and efficient, the setup phase is currently performed by a
serial Matlab code, which can take up to a few hours for the largest current
cases on a modern desktop computer. This bottleneck is an obstacle to the use
of AMR, where the grid, therefore the operator A0 , is modified regularly, every
time requiring a new setup computation. For that reason, a new method has
been investigated to replace the Matlab setup.
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Table 1: Summary of the cases used for testing the Hypre setup.
Case name

Number of elements Polynomial order

Jet in crossflow
Straight pipe
NACA4412

47,960
853,632
1,847,664

7
7
11

2.2. Use of Hypre for the AMG setup
As an alternative way of performing the setup, the Hypre library for linear algebra is used Hypre (2017). Specifically, only the time consuming coarsening and
interpolation operations are performed with Hypre, while the computation of the
smoother operators remains unchanged in order to keep the good performance
of the AMG solver. The use of Hypre offers the possibility to choose among
various algorithms for coarsening and interpolation. For the current tests, we
chose the Ruge-Stueben algorithm for the coarsening and the so-called “classical”
modified technique for the interpolation. Furthermore, an input parameter
allows the user to specify a target tolerance for the convergence factor of the
smoother. This parameter directly impacts the number of Chebyshev iterations
at each level and enables the user to set a compromise between accuracy and
rapidity of the AMG solver. Despite the parallel capabilities of Hypre, the setup
is performed by a serial, external C code. The main goal with this new setup is
to demonstrate two points. First, we want to show that the use of the Hypre
library reduces significantly the time required to perform the setup. Then, we
want to show that the coarsening and interpolation techniques of Hypre do not
affect the efficiency of the AMG solver during the simulations. Additionally, we
also wish to check that the XXT solver becomes slow for large cases.

3. Validation of the Hypre setup
In this section, we experiment the new setup code on several test cases. In
particular, we verify that the Hypre setup is faster than the Matlab one, while
the computational time is not affected. We also show the advantage of AMG
over XXT for big simulations.
3.1. Test cases
The test cases considered are simulations of a jet in a crossflow, of a turbulent
straight pipe (Reτ = 550) and of the flow around a NACA4412 airfoil (Re =
400, 000). Some basic information about the cases is summarized in table 1.
All these cases are flagship simulations, requiring substantial computational
resources and are relevant because of their large size and mesh complexity.
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Table 2: Comparison between the timings of the Matlab and Hypre codes for
the AMG setup.
Time (s.)

I/O

Computation Total

Jet in crossflow

Matlab
Hypre

1.17
0.4

97.47
2.02

98.64
2.42

Straight pipe

Matlab
Hypre

26.49
32.75

2204.55
44.4

2231.04
77.15

NACA4412

Matlab
Hypre

93.98
90.4

3661.94
91.7

3755.92
182.1

3.2. Timing of the AMG setup
The timings for the setup are reported in table 2 for the Matlab and the Hypre
setups. The total setup time is split between I/O time (reading and writing
the setup data) and computational time (coarsening and computation of the
interpolation operator and smoother at each level). All setups are performed
a single time on the same desktop machine (CPU: Intel Core I7 990 Extreme,
RAM: 24gb), in serial.
In all cases, the computational and total times for the setup are reduced
by more than one order of magnitude. The timings for I/O remain similar on
the other hand. Overall, this provides the proof that Hypre can be used to
drastically reduce the setup time.
3.3. Timing of the simulation
The mean total wall clock time per time step during the simulation is presented
in figures 1a and 1b for the jet in crossflow and the straight pipe respectively.
Similarly, the time for the coarse grid solver and the total computational time
are shown, per time step, in figures 1a and 1b for the NACA4412 airfoil. For
all cases, the reported times correspond to averages over 20 time steps and
exclude I/O. Each simulation has been run, once, on Beskow, a Cray XC40
supercomputer based at The Royal Institute of Technology in Stockholm. For
the jet in crossflow and the pipe, several number of cores have been considered
and the plots show the strong scaling of the code.
The results for the jet in crossflow, illustrated in figure 1a, show that the
Hypre setup does not affect the time to solution, as both setups are very similar
in terms of computational time. Regarding the comparison between AMG and
XXT, the simulation of the jet in crossflow is too small to see a consistant
gap between both coarse grid solvers, as can be seen by the fact that the best
performing method depends on the number of processes.
It is observed again in figure 1b that both the Hypre and the Matlab setups
perform similary well in the case of the simulation of a straight pipe. Given the
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(a) Figure : Jet in crossflow - Total compu-(b) Figure : Straight pipe (Reτ = 550) - Total
tational time using XXT (circle), AMG withcomputational time using XXT (circle), AMG
the Matlab setup (square) and AMG with thewith the Matlab setup (square) and AMG
Hypre setup (triangle).
with the Hypre setup (triangle).
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(a) : NACA4412 airfoil - Coarse grid solver
time using XXT, AMG with the Matlab
setup and AMG with the Hypre setup.
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0

XXT

AMG
Matlab

AMG
Hypre

(b) : NACA4412 airfoil - Total computational time using XXT, AMG with the Matlab setup and AMG with the Hypre setup.

larger size of the case, it also appears that the use of XXT for preconditioning the
pressure equation id systematically slower compared to AMG. This difference is
a only a few percents but occurs at all numbers of cores considered.
Finally, figures 1a and 1b show once more that either setup method can
be used without affecting the solver time. The slightly higher timer for the
coarse grid solver may be partly attributed to a higher number of Chebyshev
iterations when using Hypre compared to Matlab (33 vs. 26). Other factors that
might explain the difference are the different algorithms used for coarsening
and interpolation. Both figures also illustrate that the use of AMG should be
preferred ovec XXT for large simulations. In the case of the wing, the gain in
coarse grid solver time is about 70%, which translates into a reduction of the
total computational time by about 10%.

4. Conclusion and outlook
First, with the help of Hypre, the setup time was reduced by more than one
order of magnitude compared to the Matlab code. This improvemement will
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benefit the users of Nek5000 and should facilitate the use of the AMG solver
within the framework of adaptive mesh refinement.
Then, it has been shown that the use of AMG instead of XXT for solving
the coarse grid problem in Nek5000 significantly improves the time to solution
for large cases (typically more than 100, 000 elements on more than 10, 000
cores).
Finally, it has been observed that replacing the coarsening and interpolation
operations of the original Matlab code for the setup by the Hypre routines,
while keeping the same strategy for the smoother, does not affect significantly
the total time to solution.
In the future, the setup code using Hypre will be parallelized and included
inside Nek5000 such that no interuption in the worflow of a simulation is
required. The effect of parallelization on the quality of the coarsening and
interpolation operations will also be studied.
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The development of adaptive mesh refinement capabilities in the field of computational fluid dynamics is an essential tool for enabling the simulation of
larger and more complex physical problems. In this report, we describe recent
developments that have been made to enable adaptive mesh refinement in
Nek5000 and we validate the method on simple, two–dimensional, steady test
cases.
We start by describing the modifications brought to Nek5000 that enable
the presence of hanging nodes in the mesh. Thanks to this new feature, we can
use the h-refinement technique for mesh adaptation, where selected elements
are split via quadtree (2D) or octree (3D) structures. Then, two methods are
considered to estimate and control the error. The first method is local and based
on the spectral properties of the solution on each element. The second method
is goal-oriented and takes into account both the local properties of the solution
and the global dependence of the error in the solution via the resolution of an
adjoint problem. Finally, the use of automatic mesh refinement is demonstrated
in Nek5000 on two test cases: the lid-driven cavity at Re = 7, 500 and the flow
past a cylinder at Re = 40. Both error estimation methods are compared and
are shown to efficiently reduce the number of degrees of freedom required to
reach a given tolerance on the solution compared to conforming refinement.
Moreover, the gains in terms of mesh generation, accuracy and computational
cost are discussed by analysing the convergence of some functional of interest
and the evolution of the mesh as refinement proceeds.

1. Introduction
Predicting the behaviour of a flow is of great interest to many scientific and
engineering applications. It can help understand new physical phenomena,
design airplanes, cars or chemical reactors, study the impact of a dam failure,
etc. These predictions require the resolution of the Navier–Stokes equations, a
85
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set of partial differential equations representing the conservation laws for mass,
momentum and energy, satisfied by any flow of fluids. Nowadays, computers
are used to numerically solve this set of equations, on a discrete number of
points, and virtually simulate the flow of fluids. The branch of fluid mechanics
that deals with the numerical resolution of the Navier–Stokes equations is
called computational fluid dynamics (CFD). Despite the tremendous increase in
computational power and in algorithm efficiency during the past decades, the
size and complexity of problems that can be solved numerically is still limited,
mostly because of the breakdown to turbulence and the need to resolve or model
all of the turbulent scales up to dissipation at the end of the energy cascade.
This limit can be pushed further by optimizing the use of the computational
resources for each particular application, i.e. by automatically adapting the
number of discrete grid points of a simulation in its most sensitive regions.
These regions typically correspond to turbulent patches, high velocity gradients,
boundary layers, etc. The corresponding method, called adaptive mesh refinement (AMR), is especially useful when the sensitive regions of a simulation are
a priori unknown or when the domain complexity makes the generation of a
good mesh difficult. In the present report, we perform AMR for CFD in the
framework of the spectral element method (SEM). The code used is Nek5000, a
highly scalable solver for the Navier–Stokes equations based on the SEM.
The two main necessary ingredients needed to perform AMR are
• automatic tools for mesh adaptation, including efficient load-balance and
dynamic grid management,
• adequate error estimators for error control.
In this study, we present tools, newly developed in Nek5000, that enable
nonconforming mesh refinement. We also present with some details selected
existing spectral error indicators, which are based on the properties of the SEM.
Then, we develop dual error estimators that are based on the computation of an
adjoint problem. Finally, we combine mesh refinement tools and error estimators
to perform AMR simulations in Nek5000. Both methods for estimating the error
are intrinsically different and are optimal in two different ways. While spectral
error indicators only measure the local error within the domain (typically
based on local velocities, gradients, vorticity, etc.), the adjoint error estimators
estimate the error on a given functional (typically drag, lift, heat transfer, etc.)
based on the global sensitivity of the target to the solution. Therefore, the
former method is used for reducing the total error on the numerical solution and
the latter is used to optimally predict some quantity of interest. Consequently,
different refinement patterns are expected for both methods. These differences
are discussed in terms of accuracy and computational cost. The test cases chosen
are the steady 2D lid-driven cavity and the steady flow past a 2D cylinder. It
is shown that the numerical stability and high-order accuracy are retained.
This report is organised as follows. In section 2, we briefly present the
modifications that have been brought to Nek5000 in order to enable the use
of h-refinement techniques. In section 3, selected spectral error indicators
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are introduced, which are used for comparison with the new estimators. In
section 4, we develop adjoint error estimators in the case of steady flow, within
the framework of the spectral element method. In section 5, we very briefly
summarise our refinement algorithm. In section 6, we combine both methods for
error estimation with the new mesh refinement capabilities and perform AMR
on two steady, two-dimensional test cases: the lid-driven cavity at Re = 7, 500
and the flow past a cylinder at Re = 40.

2. Mesh adaptation in Nek5000
The main concepts behind the SEM are introduced and the adaptations that
were required in Nek5000 to enable h–refinement are shortly presented.
2.1. The spectral element method and Nek5000
The SEM is a method developed by Patera (1984) and it can be seen as a
high-order finite element method (FEM): the computational domain is divided
in a finite number of disjunct elements and the basis functions on each element
are polynomials up to order N (typically N ≈ 7 − 15). The main advantage of
the SEM is the exponential decay of the error as the polynomial order increases.
The method can be used to solve the Navier–Stokes equations, presented here
in non-dimensional form in the case of an incompressible flow and Newtonian
fluid
∂u
1 2
+ (u · ∇)u = −∇p +
∇ u + f in Ω,
(1)
∂t
Re
∇ · u = 0 in Ω,
(2)
with associated boundary and initial conditions, where u(x, t) is the velocity,
p(x, t) the pressure, f (x, t) a forcing term and Re the Reynolds number. Following the same approach as in the finite element method, the system of equations
is expressed in weak form, the domain is split in E spectral elements and the
solution is expanded in terms of basis and test functions of polynomial order N ,
assumed to be constant, on each of these elements. The SEM is characterised
by the fact that the computation of the resulting inner products is not done
analytically but via Gauss quadrature on a defined set of discrete points. The
SEM solution, resulting from the tesselation of the local spectral expansion
on each element, is denoted ûN = (uN , pN ), where N is the local polynomial
order.
The code used in this report is Nek5000 (Fischer et al. 2008), an open-source,
highly scalable and portable code based on the SEM, which offers minimal
dissipation and dispersion, high accuracy and nearly exponential convergence.
It was originally developed from the mid 1980’s by Paul Fischer, Lee-Wing
Ho, and Einar Rønquist (M.I.T) and is aimed at solving direct numerical
simulations of turbulent incompressible or low Mach-number flows with heat
transfer and species transport. Nek5000 uses a matrix-free approach and the
solution is represented by tensor product of polynomials, allowing for efficient
cache efficiency and memory usage, thus reducing computational cost. The mesh
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can be unstructured but it has to be conforming (no hanging nodes) and the
elements can be deformed but need to be hexaedral in 3D (quadrilateral in 2D).
In the case of Nek5000, the basis functions used for the solution’s expansion are
the Legendre interpolant polynomials and the Gauss quadrature is performed
on the Gauss–Lobatto–Legendre points. Furthermore, the solution is assumed
to be in H 1 , such that continuity has to be enforced across elements. This
is done via an operation called gather–scatter, which collects the data among
matching gridpoints at elements interfaces and assign a common, averaged value
to each of them.
2.2. Mesh refinement methods
Within the framework of the SEM, mesh refinement can be performed by mesh
stretching (r-refinement), local increase of the polynomial order (p-refinement)
or local modification of the number of nodes (h-refinement). The standard
version of Nek5000 does not allow for automatic mesh refinement since the
polynomial order is fixed and constant for all elements, the mesh has to be
conforming and no tool exists for r-refinement. Therefore, new capabilities
must be introduced into the code in order to enable AMR. Given its flexibility
and relative ease of implementation, the h-refinement method has been chosen,
which requires the relaxation of the constraint for conforming meshes in Nek5000.
Before we go further, let us define the concepts of structured, conforming and
nonconforming meshes following the definitions of Kruse (1997):
• structured: the nodes connectivity follows a fixed pattern,
• conforming: the connection between two elements is either an entire
edge or a node (there cannot be hanging nodes),
• nonconforming: elements can share a fraction of an edge (hanging nodes
are allowed).
To give a more complete definition, let us mention that Kruse introduces
the notions of geometrically and functionally (non)conforming meshes. In this
report, we only consider the geometric nonconformity, while the functional
conformity is assumed.
In the rest of this section, we present the recent work that has been achieved
in order to enable h-refinement in Nek5000.
2.3. Nonconforming elements
The first issue encountered with nonconforming meshes is the loss of the one-toone correspondence between the grid points along the common face (in 2D) or
face and edge (in 3D) between two contiguous elements. This is illustrated in
Figure 1, where it is observed that hanging nodes occur. As a consequence, the
enforcement of the continuity constraint at the elements boundaries needs to
be modified. In our implementation, we require the basis functions to be H01
and the presence of a larger number of degrees of freedom on one side of the
boundary does not allow for a strict enforcement of the continuity constraint.
An alternative would be the use of mortar elements, which treat non-matching

Adjoint error estimators and adaptive mesh refinement in Nek5000

89

Figure 1: Non-conforming interface between two elements for N = 2. The filled
circles denote the true degrees of freedom; the open circles denote the local
nodes.

meshes at an interface via the use of Lagrange multipliers. However, this option
is not investigated here.
In the conforming case, continuity is simply enforced by computing the
mean of corresponding nodes at an interface. At a nonconforming interface, an
additional step is required: the nodes are separated into true degrees of freedom
and local nodes, then an interpolation operation is performed. The true degrees
of freedom are the nodes belonging to the low resolution, or parent, element,
while the local nodes belong to the high resolution, or children, elements. The
distinction appears in Figure 1, where the nodes are represented respectively by
filled and open circles. Local nodes on the face of a child element are only used
as a tool to perform the computations. Continuity is enforced by extrapolating
the solution from the parent element onto the children elements.
A source of concern is the effect of the presence of nonconforming elements
on the performance of the pressure solver, which we investigate. Considering
the flow in a 2D lid-driven cavity at Re = 7, 500 on both a conforming and a
nonconforming meshes, we compare the number of pressure iterations at each
time step. The two meshes are shown in Figure 2. The conforming mesh has 63
elements, some of which are elongated. The nonconforming mesh has 46 square
elements and the maximum refinement level is 2. The grids are built such that
the size of the elements in the top corners is exactly the same. The flow in the
cavity is initially still and we let it develop for 20, 000 iterations with a timestep
∆t = 7 × 10−4 . The resulting number of iterations for the pressure solver at
each time step is presented in Figure 3.
It is observed that both meshes lead to a similar number of iterations.
Actually, around the end of the simulation, the number of iterations is reduced
by about 20% for the nonconforming mesh, probably due to a lack of elongated
elements in that configuration. Overall, it is concluded that, for two-dimensional
cases, the presence of hanging nodes and nonconforming elements does not
affect the efficiency of the iterative solver for the pressure equation.
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(a) Conforming.

(b) Nonconforming.

Figure 2: Conforming and nonconforming cavity used for comparing the performance of the pressure solver. The velocity magnitude is shown in the background.

More information on the construction and application of the interpolation
operators and on the performance of the pressure solver in 3D is presented by
Kruse (1997) or by Peplinksi in the deliverables of the ExaFLOW project (see
Moxey et al. 2017).
2.4. Grid management and repartitioning
As the mesh is refined using the h-refinement method, it is necessary to track
the changing hierarchy and connectivity of the mesh. This is achieved by using
the p4est library, developed by Burstedde et al. (2011), which manages the
grid via a recursive tree structure. Moreover, an efficient and balanced grid
partitioning has to be maintained among the processes as refinement proceeds
to ensure good scaling. The library ParMETIS, developed by Karypis & Kumar
(2009), has been chosen for its parallel mesh partitioning capabilities. These
libraries enable adaptive mesh refinement and coarsening. However, we note
that the mesh cannot be coarsened further than its original configuration. The
implementation of those tools in Nek5000 is described in the deliverables of the
ExaFLOW project (see Johnson et al. 2017).
2.5. Efficient preconditioner
The two steps for preconditioning the costly pressure equation, namely an
overlapping additive Schwarz method and a coarse grid solver, have been
extended to nonconforming meshes. This required the modification of the
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Figure 3: Performance of the pressure solver between conforming and nonconforming meshes for the 2D lid-driven cavity at Re = 7, 500.

restriction and prolongation operators for the Schwarz part and the modification
of the base functions for the coarse grid part. These modifications are described
in the deliverables of the ExaFLOW project (see Moxey et al. 2017).

3. Spectral error indicators
A posteriori error indicators can be computed based on the solution variation
on a given grid. We follow a method developed by Mavriplis (1990), where the
error estimate is the sum of the truncation error and the quadrature error. A
practical way to compute those contributions is briefly presented in the case of a
two-dimensional problem. The theory for spectral transforms and the notations
are taken from Deville et al. (2002), Appendix B.3.
3.1. Truncated spectral expansion
Let us consider a velocity component u(x, y) of a 2D velocity field, as well as a
family of orthogonal polynomials {pl }∞
l=0 and associated weight function w(x)
as a basis for L2w (Ω). In the case of Nek5000, Legendre polynomials, denoted
Ll are considered and the weight function is constant and equal to w = 1 over
the domain. If u(x, y) ∈ L2w (Ω), then it can be decomposed into the spectral
expansion
u(x, y) =

∞ X
∞
X
l=0 m=0

ûlm Ll (x) Lm (y),

(3)
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where ûlm are the so-called spectral coefficients. They can be obtained from
the orthogonality of the Legendre polynomials as
Z 1Z 1
1
u(x, y) Ll (x) Lm (y) dx dy,
(4)
ûlm =
γl γm −1 −1
with γl = ||Ll ||2L2 (Ω) . The truncated expansion of polynomial order Nx along x
w
and Ny along y is denoted PN u and is expressed as
PN u(x, y) =

Ny
Nx X
X

ûlm Ll (x) Lm (y).

(5)

l=0 m=0

3.2. Discrete spectral transform
Let us now express Equation (5) in its discrete form. We consider the spectral
element solution uN = IN u, where IN is an operator for the Lagrange interpolation of u(x, y) on the nodes ξix and ξjy associated to the Gaussian quadrature.
The discrete spectral transform of uN is given by

uN = IN u(x, y) =

Ny
Nx X
X

ũlm Ll (x) Lm (y),

(6)

l=0 m=0

where ũlm are now the discrete spectral coefficients, which are not equal to ûlm ,
the exact coefficients from Equation (5). The nodal values of u and the discrete
coefficients ũlm are related through
u(ξix , ξjy ) =

Ny
Nx X
X

ũlm Ll (ξix ) Lm (ξjy ),

(7)

l=0 m=0

and
ũlm =

1

Ny
Nx X
X

(N ) (N )
γl x γm y i=0 j=0

ρxi ρyj u(ξix , ξjy ) Ll (ξix ) Lm (ξjy ),

(8)

where the coefficients ρxi and ρyj are the quadrature weights obtained from the
approximate quadrature scheme 1
Z

1

Z

1

u(x, y) dx dy ≈
−1

−1

Ny
Nx X
X

ρxi ρyj u(ξix , ξjy ).

(9)

i=0 j=0

Equation (7) and Equation (8) are the discrete equivalents of Equation (3) and
Equation (4) respectively.
1 As

a reminder, Equation (9) is exact for polynomials up to order 2N − 1 if Gauss-LobattoLegendre (GLL) points are used.
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3.3. Error estimate
We intend to compute an estimate of the total error of the spectral solution uN .
The error can be decomposed into two parts as follows
||u − IN u||L2w = ||u − PN u + PN u − IN u||L2w ≤ ||u − PN u||L2w + ||PN u − IN u||L2w .
(10)
For a complete and detailed derivation of the error, see Mavriplis (1990). The
practical computation of these two contibutions is now presented.
3.3.1. Error due to truncation
First, the sum from Equation (3), the spectral expansion, is truncated and goes
to N instead of ∞ as can be seen in Equation (5). This first part of the error is
written
Z 1 Z 1 "X
∞ X
∞
||u − PN u||L2w =
û2lm L2l (x) L2m (y)−
−1

−1

Ny
Nx X
X

l=0 m=0

! 12

#
û2lm L2l (x) L2m (y) dx dy

l=0 m=0

Z

1

Z

1

=
−1

−1

∞
X

+

∞
X

"N
x
X

û2lm L2l (x) L2m (y)

l=0 m=Ny +1
Ny
X

û2lm L2l (x) L2m (y)

l=Nx +1 m=0
∞
X

+

∞
X

#

! 21

û2lm L2l (x) L2m (y) dx dy

l=Nx +1 m=Ny +1

{z

|

}

<<


Nx
X
≈ 

∞
X

l=0 m=Ny +1

+

∞
X

Ny
X




l=Nx +1 m=0

û2lm
2l+1 2m+1
2
2

 12


(11)

R1
2
because γn = −1 L2n (x)dx = 2n+1
in the case of Legendre polynomials. Since
the true coefficients ûlm are unknown for any l or m, we use the approximate
coefficients ũlm , known for l ≤ Nx and m ≤ Ny , instead. Then, we extrapolate
values for l ≥ Nx + 1 and m ≥ Ny + 1, assuming an exponential decay for
the spectral coefficients. If we denote by ūl (m) the extrapolated exponential
approximation of ũlm in the case 0 ≤ l ≤ Nx and m ≥ Ny + 1 (first term in
Equation (11)), we can write
ūl (m) = cl exp(−σl m),

0 ≤ l ≤ Nx , m ≥ Ny + 1.

(12)

The case 0 ≤ m ≤ Nx and l ≥ Ny + 1 corresponding to second term of
Equation (11) is equivalent. In a log-linear plot, this function corresponds to
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a straight line and, using a linear regression to fit log(ūl (m)) to the known
coefficients ũlm for one given l and for several values of m in 0, ..., Ny , we solve
for cl and σl . In practice, we do not consider all coefficients for the interpolation
but we take m = Ny −3, ..., Ny , i.e. 4 points because the first spectral coefficients
typically do not exhibit spectral decay. Moreover, we always used Nx = Ny
since Nek5000 does not allow variable polynomial order. Therefore, εtrunc ,
an approximation of the truncation error can be found by introducing the
expression from Equation (12) into Equation (11). As a result we obtain the
following estimate
Z ∞
Nx
X
ūl (m)2
2
dm
||u − PN u||L2w ≈ εtrunc ,
2l + 1 Ny +1 2m+1
2
l=0
 21
Z ∞
Ny
2
X
2
ūm (l)
+
(13)
dl .
2l+1
2m
+
1
Nx +1
2
m=0
3.3.2. Error due to quadrature and discretisation
The discrete coefficients ũlm from Equation (6) are not equal to the true
coefficients ûlm from Equation (5) due to quadrature and due to the fact that
the best polynomial approximation can only be obtained up to a constant. This
second part of the error is approximated by εquad , which is defined as
 12

Ny
Nx X
2
X
(ũ
−
û
)
lm
lm 
||IN u − PN u|| = 
2l+1 2m+1
l=0 m=0

≤ εquad

2


Nx
X
,

2

ũ2lNy

2l+1 2Ny +1
l=0
2
2

+

Ny
X

ũ2Nx m

2Nx +1 2m+1
2
2
m=0

 21
 .

(14)

3.3.3. Error estimate for the Navier–Stokes equations
The estimators for the truncation and quadrature errors have been expressed
for a general solution so far. Considering ûN = (uN , pN ), a SEM solution to
the Navier–Stokes equations of polynomial order N , we can apply the same
estimators on each spectral element of the mesh for each component of the
velocity. If we denote by εetrunc and εequad the error estimates on element e (for
all the velocity components and the pressure), then the local error estimate on
e is E1e (ûN ) = εetrunc + εequad . This local information is used as an indication
for mesh refinement and error control. Assuming that the mesh is made of
E spectral elements, the total error on the solution can then be expressed as
PE
E1 (ûN ) = e=1 E1e (ûN ), which is simply the sum of the local contributions.
We note that this method does not formally give an upper bound on the
actual error because of the way the spectral decay is extrapolated. Instead, it
gives an indication on where the error is higher or lower. Therefore, we will talk
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about error indicators rather than estimators. The spectral error indicators
have been implemented in Nek5000 and will be used as a reference against the
adjoint error estimators.

4. Adjoint error estimators
Given a mesh and an approximate solution to the Navier–Stokes equations using
the spectral element method, we want to estimate the error committed on a
functional of interest. The method combines local information on the solution
with a global adjoint solution to the problem and gives an indication on where to
optimally refine the mesh to reduce the error on the functional. In that regard,
adjoint error estimators are goal-oriented since they aim at better computing
a specific target value, in contrast to traditional a priori error estimators. In
this section, we present the method for computing the adjoint error estimators
for the spectral element method, following the work by Bangerth & Rannacher
(2002). So far, only the steady formulation has been considered.
4.1. Weak form of the steady Navier–Stokes equations
We start from the strong form of the steady Navier–Stokes equations

(u · ∇)u + ∇p −

1
∆u = f ,
Re

(15)

∇ · u = 0,

(16)

u|ΓD = gD ,

(17)

n (∇u − p) |Γo = go ,

(18)

where the velocity field u(x) = (u, v, w) and the pressure p(x) are defined on
some domain x ∈ Ω. The boundary of the domain ∂Ω is split into ΓD and Γo
corresponding to Dirichlet and outflow boundary conditions. Then, the weak
form can be expressed as
Find û = (u, p), u ∈ X, p ∈ Z s.t.
A(û)(ψ̂) = 0

∀ψ̂ = (ψ, χ), ψ ∈ X0 , χ ∈ Z

(19)

where

A(û)(ψ̂) =

((u · ∇)u, ψ) − (∇ · ψ, p) +
(∇ · u, χ)

1
Re

(∇u, ∇ψ) − (f , ψ)


= 0. (20)

The spaces X and Z are appropriate spaces satisfying the boundary conditions
(see Deville
R et al. 2002, for more details). The notation (a, b) denotes the inner
product Ω a · b dx between two vector fields a and b.
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4.2. Adjoint problem

4.2.1. Expression of the functional
As mentioned before, adjoint error estimators are based on the computation of
a functional of interest. In our case, we consider a linear functional of the form

Z
Z 
Z
1
J(û) =
û · jΩ dV +
∇n u − pn · jΓD ds +
u · jΓo ds, (21)
Re
Ω
ΓD
Γo
where jΩ = (jΩ,u , jΩ,p ), jΓD and jΓo are some coefficients. In the case of the
drag on a body in a flow, jΩ = 0, jΓo = 0 and jΓD is a unit vector oriented
parallel to the bulk flow, defined on the body of interest, zero otherwise.
4.2.2. Lagrange optimisation
To estimate the error, we define the following Lagrangian as a function of the
adjoint solution û† = (u† , p† )
L(û, û† ) = J(û) − A(û)(û† )

(22)

and we look for stationary points, i.e. we solve (see Bangerth & Rannacher
2002)
 0

J (û)(φ̂) − A0 (û)(φ̂, û† )
L0 (û, û† )(φ̂, ψ̂) =
=0
∀{φ̂, ψ̂}.
(23)
−A(û)(ψ̂)
The various terms appearing are
• J 0 (û)(φ̂), the derivative of J(û) with respect to û (i.e. the linearisation
of the functional around a solution û),
• A0 (û)(φ̂, û† ), the derivative of A(û)(û† ) with respect to û (i.e. the
linearised adjoint Navier–Stokes equations in weak form around a solution
û),
• A(û)(ψ̂), the original problem in weak form.
4.2.3. Adjoint equations
Using integration by parts (see Appendix A for a more detailed derivation), one
can derive the following adjoint problem around a solution û associated to the
functional J(û) as
−(u · ∇)u† + uT u† − ∇p† −

1
∆u†
Re
−∇ · u†
†



u |ΓD

1
†
†
†
∇n u + p n + (u · n)u |Γo
Re

=

jΩ,u ,

(24)

=

jΩ,p ,

(25)

=

jΓD ,

(26)

= jΓo .

(27)

An analysis of the consistency of the adjoint solution and the extension to
non-linear functionals are discussed by Hartmann (2007).
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4.3. Error on the functional
If the Galerkin approximations ûh and û†h are used instead of the exact solutions, Rannacher and Bangerth prove that the error on the functional can be
approximated by
J(û) − J(ûh ) ≈ E2 (ûh ) , A(ûh )(û† − û†h ),

(28)

where E2 (ûh ) denotes the adjoint error estimator on the Galerkin solution ûh .
This expression is valid in the general case of the Galerkin approximation and
should be specified in more details for the case of a SEM solution.
4.3.1. Contributions to the error
We continue the development of the error estimators for the specific case of
the SEM, where the approximate
solutions
of polynomial order N are denoted


ûN = (uN , pN ) and û†N = u†N , p†N . Assuming that the domain Ω is split in
E subdomains Ωe , the error E2 (ûN ) can be computed by a sum over all the
elements as
E2 (ûN )

= A(ûN )(û† − û†N )
E 

X
=
(uN · ∇)uN , u† − u†N
e=1

(29)

Ωe



− ∇ · (u† − u†N ), pN


1 
∇uN , ∇(u† − u†N )
+
Re
Ωe




†
†
+ ∇ · uN , p† − p†N
− f , u − uN
Ωe

.

PE

e=1

R1 (û)

Ωe




 1
 ∇n uN − pN n, u† − u† 
N
 Re
|
{z
}
R2 (û)


+





(uN · ∇) uN − 1 ∆uN + ∇pN − fN , u† − u† 
N


Re{z
|
}


+

(30)

Ωe

Then, we integrate by parts to obtain the following expression

E2 (ûN ) =

Ωe

Γe





· uN , p† − p†N 
|∇ {z
}
R3 (û)

.

(31)

Ωe

The quantities R1 (û) and R3 (û) are the strong cell residuals of the momentum
and continuity equations, respectively, while R2 (û) represents the normal
stresses along the boundary of each element. The second term can be rewritten
by noting that the normal vectors n along the shared edge between two adjacent
cells have opposite signs and by attributing half of the jump to each element.
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Therefore, the face residuals r(û)|Γ along the edge Γ can be seen as 12 [R2 ], half
the jump of R2 across the edge, such that the residuals are rewritten as
 1
1
∇n uN + pN n] if Γ ⊂ Γe \∂Ω,
 2 [− Re
0
if Γ ⊂ ∂ΓD ,
(32)
r(û)|Γ =
 1
∇
u
−
p
n
if
Γ
⊂
∂Γ
.
n
N
N
o
Re
Consequently, the error on the functional is bounded by
PE
†
†
E2 (ûN ) ≤
e=1 kR1 (û)kL2 (Ωk ) u − uN
L2 (Ωe )
|
{z
}|
{z
}
ρ1,e

+

u†N

kr(û)kL2 (Γe ) u −
|
{z
}|
{z
ρ
2,e

+

ω1,e

†

≤

e=1

}

ω2,e

kR3 (û)kL2 (Ωe ) p† − p†N
|
{z
}|
{z
ρ3,e

PE

L2 (Γe )

L2 (Ωe )

(33)

}

ω3,e

ρ1,e ω1,e + ρ2,e ω2,e + ρ3,e ω3,e .

(34)

We have two categories of terms in Equation (34). The residuals ρi,e , which
are a measure of the strong residuals of the solution and ωi,e , or adjoint weights,
a measure of the interpolation error on the adjoint solution in the L2 -norm. To
start with the computation of the ρi,e terms, we note that they are already
available from the solver. Presuming continuous and smooth data and also that
the solution is spectrally accurate, we ignore the boundary terms and associated
jumps (i.e. the terms ρ2,e ). The remainders R1 (û) and R3 (û) can be computed
in a straightforward fashion by reusing the operators available in the solver.
Let us mention that for high Reynolds numbers, the jump in the viscous
stresses becomes negligible. However, since we are working with the PN PN −2
version of Nek5000, the pressure is not continuous at the interface and the term
cannot be completely dropped out a priori. However, the pressure discontinuity
is also comparably small and therefore we expect this term to not constitute the
main source of error, as will be shown by the a posteriori analysis further down.
The interpolation errors ω1,e and ω3,e can be estimated by the a priori
estimate of the interpolation error (Deville et al. 2002)
ku − uN kL2 (Ω) ≤ CN 1/2 N −m kukH m (Ω) ,

(35)

where C is a constant independent of N and m is the order of the H-norm. In
practice, we compute
u† − u†N

L2 (Ωe )

. C e N 1/2 N −m u†N

H m (Ωe )

,

(36)

where we have assumed that the interpolation constant C e is different for each
element. We have implemented the H-norm for orders m = 0 and m = 1 but
only the case m = 1 has been used for the results that follow.
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The choice of C e , the interpolation constant on element e, is capital to
obtain a good estimate of the interpolation error and a tight bound on the
adjoint error estimator. The actual value of the constant is unknown but it
should be dependent on properties of the element it is evaluated on. Therefore,
we assume that the constant is
1

C e = (vole ) d ,

(37)

where vole is the volume of element e (area in 2D) and d is the dimension of the
problem. Many references we referred to (Bangerth & Rannacher 2002; Verfürth
2013; Hoffman et al. 2015) did not systematically describe how the interpolation
constant should be chosen in practice during the computations. Bangerth &
Rannacher (2002) mention that the interpolation constant is typically of size
0.2 in the case of the FEM. A more detailed discussion on the choice of the
interpolation constant is presented by Johnson & Hansbo (1992), where they
give some indications on how to estimate the constant depending on the norm
considered and the type of element in the case of the finite element method. We
intend to further explore choices based on some norm of the Jacobian, aspect
ratio, etc.

5. Refinement strategy
Once error estimators are known, the selection of the elements to be refined or
coarsened can be done in several ways. Bangerth & Rannacher (2002) propose
several methods for refinement such as the error balancing, fixed-error-reduction
or fixed-rate strategies. Given the exponential decay of our estimators, we found
that an easy and efficient strategy is by refining all elements, whose local error
is above a given fraction of the maximum local error. Since we consider steady
simulations only, we do not perform any coarsening operation. Therefore, the
refinement criterion is simply
refine each element e such that Eie (uN ) ≥ X max(Eie (uN )),
e

(38)

where Eie (uN ) is the local error on element e and 0 ≤ X ≤ 1 is a given
ratio. The subscript i can be 1 (spectral error indicators) or 2 (adjoint error
estimators). However, the maximum number of refinement levels (the initial
element is considered to be at level 0) is fixed for each simulation such that
further refinement is stopped when the limit is reached. The same strategy is
applied to both error estimators.
As a summary, the adaptation procedure can be described as follows
1. Compute the direct steady solution and the adjoint solution (if necessary),
2. Compute the local error estimators,
3. If local error Eie (uN ) is greater than a given fraction X of the maximum
local error maxe (Eie (uN )) and the maximum refinement level has not
been reached, mark the element,
4. Refine all marked elements and interpolate solutions to the new mesh,
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5. If some stopping criterion is satisfied, stop the simulation; otherwise go
to 1.

6. Applications
Based on the error estimators and refinement strategies described in the previous
sections, we apply AMR to two test cases and analyse the results.
6.1. Test cases
The cases considered to validate the development and implementation of the
adjoint error estimators are the 2D lid-driven cavity and the 2D flow past a
cylinder. For both cases, the Reynolds numbers are chosen sufficiently low such
that the flows are steady. These simple configurations are only a first step
towards more complex problems. Yet, they are small enough to be run on a
local desktop and provide results in a reasonable amount of time. They are also
relatively simple to analyse and allow for easy testing and debugging.
6.1.1. Lid-driven cavity
The Reynolds number for the lid-driven cavity is Re = 7, 500, below the critical
value of about Re = 8, 000 (see Bruneau & Saad 2003; Boppana & Gajjar 2010;
Brynjell-Rahkola et al. 2017). The cavity is a standard [0, 1] × [0, 1] square
with no-slip boundary conditions on the left, bottom and right walls and a
Dirichlet boundary on the lid. An illustration of the cavity is given in Figure 4.
The velocity on the lid is smoothed at the corners to avoid a sharp velocity
jump between the lid and the walls, such that the velocity remains continuous.
The smoothing function is expressed as a function of a smoothing parameter δ
as

0
if x = 0,



 1


if
0 < x < δ,


1

1+exp x 1−1 + x

δ
δ

1
if δ ≤ x ≤ 1 − δ,
s(x) =
(39)
1

!

if 1 − δ < x < 1,


1
1

1+exp (1−x)
+ (1−x)


−1

δ
δ

0
if x = 1.
The velocity on the lid is then ulid = (su0 , 0). In our simulations, we chose
δ = 0.05 and u0 = 1. This is especially important when the mesh is refined
as smoothing ensures that the velocity gradients at the corners converge to a
bounded value. The velocity magnitude of the resulting solution is illustrated
in Figure 5.
The reference data used later for comparison is obtained on a mesh made
of 160 × 160 elements (not shown) and using the same polynomial order as for
the AMR run.
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Lid

Wall

Wall

y
x

Wall

Figure 4: Initial mesh for the lid-driven cavity. The red curve on top of the
lid shows the smoothing function for the velocity and the arrow indicates its
direction.

6.1.2. Flow past a cylinder
The flow past a cylinder is considered at a Reynolds number Re = 40, where
the flow is laminar and consists of a pair of steady vortices behind the cylinder.
This regime is slightly before the transition to laminar vortex streets, which
occurs at around Re = 49 (see Williamson 1996). The dimensions of the domain,
as a function of D, the diameter of the cylinder, and the original mesh (level 0)
are illustrated in Figure 6. The left boundary is an inlet condition with constant
velocity u = (u0 , 0), the right boundary is an outlet condition, the top and
bottom boundaries are periodic and no-slip is imposed on the cylinder’s surface.
Since we work in non-dimensional units, we set D = 1 and u0 = 1, while the
viscosity is 1/Re. We note that the use of periodic conditions restricts the mesh
refinement process to be identical on both boundaries. For this specific case, we
solve the issue by preventing the first row of elements along a periodic boundary
condition from being refined. An illustration of the velocity magnitude in the
domain is shown in Figure 7. All data obtained during the AMR process will
be compared to the results obtained on a conforming reference mesh made of
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Figure 5: Velocity magnitude on the reference mesh for the flow in the lid-driven
cavity at Re = 7, 500.

15D

Periodic

35D

15D

Outlet

Inlet

15D

y
x

Wall

Periodic

Figure 6: Initial mesh for the 2D cylinder.

5322 elements and illustrated in Figure 8. The reference case uses the same
polynomial order.
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(a) Velocity magnitude in the whole domain.

(b) Zoom on the cylinder and streamlines illustrating the two steady recirculation bubbles.

Figure 7: Flow around a 2D cylinder at Re = 40 on the reference mesh.

6.2. Functional and adjoint problem
In the case of the adjoint error estimators, it is necessary to define an appropriate
adjoint problem and associated boundary conditions, which are consistent with
the functional of interest.
First of all, it is worth mentioning that the inhomogeneous adjoint boundary
condition from Equation (27) is not relevant for the adjoint. In accordance
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(a) Zoom on the cylinder.

(b) Full mesh.

Figure 8: Reference mesh of the flow past a cylinder used for comparison with
AMR results. The dimensions of this mesh are the same as the dimensions of
the nonconforming one.

with what is done by Peplinski et al. (2014), we instead use Dirichlet boundary
conditions everywhere on ∂Ω, the boundaries of the domain.
For both test cases, the chosen functional is the drag, on the lid and on
the cylinder, respectively. Considering the notation from Equation (21) and
following the axes orientation from Figure 4 and Figure 6, we take jΩ = 0,
jΓo = 0 and jΓD = (−1, 0) on the surface of interest (lid or cylinder) and
jΓD = 0 everywhere else.
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Lid

Wall

Wall

y
x

Wall

(a) Initial mesh and boundary conditions. (b) Magnitude of the adjoint velocity field
on the final mesh obtained by using AMR
and adjoint error estimators.

Figure 9: Adjoint lid-driven cavity.

Figure 10: Adjoint boundary condition on the cylinder. On the left side (red),
fluid enters the domain; on the right side (blue), fluid leaves the domain.

In the adjoint problem, the lid is moving in the opposite direction compared
to the direct problem. The configuration of the adjoint problem and a plot of
the corresponding velocity field are shown in Figure 9. The flow is now rotating
“backward” and is used to compute the adjoint weights for the error estimators.
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Figure 11: Magnitude of the adjoint velocity field on the final mesh obtained
by using AMR and adjoint error estimators.

In the case of the cylinder, the periodic boundary conditions remain periodic,
the inlet remains a Dirichlet but with zero velocity and, as mentioned before,
the outflow also becomes a Dirichlet condition with zero velocity. On the surface
of the cylinder, the velocity is set to u = jΓD = (−1, 0), which is shown in
Figure 10. The adjoint flow induced by such boundary conditions can be seen
in Figure 11, where the flow is going “backward” in comparison to the direct
case. Conservation of mass is satisfied because the mass entering the domain is
equal to the mass leaving it.
6.3. Numerical details
A summary of the main numerical parameters, relevant for the simulations,
is given in Table 1. Since only steady cases are considered, both the direct
and adjoint solutions are marched forward in time until convergence has been
reached up to some tolerance. The tolerances for the adjoint problem are chosen
larger than for the direct case since the relevant aspect is to obtain a refinement
direction as given by the adjoint and accuracy is not paramount. The maximum
refinement level is different for each case. An element from the initial mesh is
considered to be at level 0, and the level is increased by one each time that
the element is refined. The polynomial order is chosen equal for both cases.
The refinement ratio, X, determines which elements are to be refined. For the
present simulations, no particular stopping criterion is specified; we just fix a
maximum number of refinement rounds and see how refinement evolves.
An important discussion concerns the overhead induced by the resolution
of the adjoint problem. For both test cases, the computational time for the
adjoint problem is more or less equal to the direct problem, roughly doubling the
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Table 1: Numerical parameters for the test cases.

Pol. order

Lid-driven cavity

External cylinder

7

7
−7

10−7

du
dt

10

du†
dt

5 · 10−6

5 · 10−6

Max. ref. level

5

4

Ref. ratio

0.02

0.1

total computational time, which accounts for a significant overhead. However,
the main objective of the current study is not to assess the global efficiency
of the AMR method but to validate the refinement process, investigate the
differences between spectral and adjoint error estimators and check that relevant
information can be extracted with less degrees of freedom. Explorative work in
the direction of taking larger timesteps to speed up the adjoint computation is
ongoing.
Nevertheless, let us emphasise that using AMR when time–marching towards
a steady–state solution allows for a faster convergence since a solution can be
rapidly obtained on a coarse grid then is interpolated on the refined one and
so on. The resulting process is significantly faster than starting on the refined
mesh directly because of the limitations on the timestep.
For large, complex and unsteady cases, AMR should be performed in
the beginning of the simulation until a final mesh is obtained. Then, the
computation continues on a fixed mesh with the hope that the initial overhead
is compensated thanks to the optimal design of the mesh. However, we keep
this discussion for unsteady AMR and focus on the refinement patterns only.
6.4. Results
6.4.1. Mesh evolution
Since only steady cases are considered, the refinement process converges towards
a fixed mesh. In the current section, we show the evolution of the mesh, of
the solution and of the error estimators as the mesh is being refined. We refer
to the original mesh as the mesh at step 0, as no refinement round has been
applied at that stage. We call the mesh after one round of refinement as the
mesh at step 1 and so on.
The velocity fields and the corresponding adjoint error estimators are shown
for the lid-driven cavity in Figure 12 and Figure 13. The same plots in the case
of the spectral error indicators are illustrated in Figure 14 and Figure 15. For
both error estimation methods, refinement is concentrated on the lid, especially
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in the corners, at the location where the velocity gradient on the lid is the
highest. In the case of the adjoint estimators, refinement is slightly more focused
on the region “upstream” of the lid, i.e. on the left of the cavity. Conversely, the
spectral error indicators cause the mesh to be refined more “downstream” and
in regions of high velocities and gradients. Starting from step 5 (third row, right
picture), the maximal refinement level of 5 is reached by some elements, which
are then prevented from being refined further. Therefore, additional refinement
steps (not shown) do not modify the mesh so much any more and convergence
of the drag stalls, as will be shown shortly.
In Figure 16 and Figure 17, the velocity fields and corresponding adjoint
error estimators for the eight first grids of the flow past a cylinder are shown.
The refinement starts around the cylinder and propagates around it. The most
refined regions are always close to the cylinder and it is observed that the
region with the most refined elements propagates upstream more than it does
downstream. Starting from step 4 (third row, left picture), some elements reach
the maximum number of refinement levels of 4 and they cannot be refined further.
At step 6 (fourth row, left picture), for example, most of the elements on the
left side of the cylinder’s surface have reached the maximal refinemement level.
These observations can be compared to the evolution of the mesh refinement
with spectral error indicators, illustrated in Figure 18 and Figure 19. Once
again, refinement is focused around the cylinder. However, it does not propagate
so much upstream, but follows the wake of the cylinder, where velocity gradients
are high. For both error estimators, most of the elements marked for refinement
after step 7 cannot be refined further and it translates into no significant decrease
in the error.
Overall, the use of adaptive mesh refinement enables the automatic generation of an optimised mesh. In both cases, the starting mesh is fairly coarse and
easy to build, which is a very desirable advantage from the user’s point of view.
Then, the mesh is automatically refined to an optimal state in some sense.
6.4.2. Drag convergence
The efficiency of the mesh refinement is assessed by studying the convergence
of the drag on the surface of interest as the refinement goes on. The error on
the drag is computed as J(ê) = J(ûref − ûN ), where ûref is the solution on
the reference mesh and e = ûref − ûN is the error on the reference solution.
With this comparison, we identify the number of degrees of freedom required to
reach a similar accuracy as for the conforming reference mesh and we compare
the behaviour between the two error estimation strategies.
The error on the drag on the lid is shown as the number of elements increases
in Figure 20 for both error estimation methods and for a conforming mesh
refinement strategy. Both error estimators seem to perform almost equally
well and outperform the conforming mesh refinement technique. The error on
the drag is computed with an error of less than 10−6 , using a fraction of the
number of elements of the reference mesh (about 700–800 elements against
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Figure 12: Velocity magnitude as the mesh is refined for the lid-driven cavity
with the adjoint error estimators (from left to right, from top to bottom).
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Figure 13: Adjoint error estimators as the mesh is refined for the lid-driven
cavity (from left to right, from top to bottom).
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Figure 14: Velocity magnitude as the mesh is refined for the lid-driven cavity
with the spectral error indicators (from left to right, from top to bottom).
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Figure 15: Spectral error indicators as the mesh is refined for the lid-driven
cavity (from left to right, from top to bottom).
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Figure 16: Velocity magnitude as the mesh is refined for the external cylinder
with the adjoint error estimators (from left to right, from top to bottom).
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Figure 17: Adjoint error estimators as the mesh is refined for the external
cylinder (from left to right, from top to bottom).
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Figure 18: Velocity magnitude as the mesh is refined for the external cylinder
with the spectral error indicators (from left to right, from top to bottom).
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Figure 19: Spectral error indicators as the mesh is refined for the external
cylinder (from left to right, from top to bottom).
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25, 600). Even though the reference mesh is highly over-resolved, it shows that
a high accuracy on the functional can be reached with a reasonable resolution
constraint. After two conforming refinement round, the number of elements in
the mesh is 400 but the error on the drag is two orders of magnitude higher
compared to AMR results.
10−2

Error

10−3
10−4
10−5
10−6
10−7

0

200

400
600
Number of elements

800

Figure 20: Error on the drag on the lid when using the adjoint error estimators
(
), the spectral error indicators (
) and a conforming refinement stratey
(
).

The relation between the actual error on the functional and the value of
the adjoint error estimator is presented in Figure 21b. The decay of the error
estimators follows the decay of the actual error. However, the bound is not
as tight as would be desirable since there is almost two orders of magnitude
between both values. The origin for this discrepancy is probably the choice of
the interpolation constant, which is not appropriate. We also plot the decay of
the total error and of the spectral error indicator in Figure 21a. While both
quantities represent different errors, it is shown that they are correlated and
that, for this case, a reduction in the total error will also reduce the error on
the drag.
The convergence of the drag on the cylinder as a function of the number of
elements in the simulation is plotted in Figure 22. The pressure and viscous
contributions to the drag as well as the total drag are presented separately. After
four rounds of refinement, some of the elements have reached the maximum
level of refinement and are prevented from being refined further. Therefore,
the error convergence slows down then stalls as few additional elements are
refined. Yet, a strong convergence is observed with a relatively low numbers
of elements compared to the reference case (about 1500–2000 against 5300).
Overall, the adjoint error estimators lead to a better prediction of the drag and,
given similar refinement parameters, the minimum reachable error is one order
of magnitude lower than with spectral error indicators.
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(a) Spectral error indicator.
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(b) Adjoint error estimator.

Figure 21: Comparison between the actual error on the drag J(ê) (
) and the
spectral error indicator E1 (ûN ) (
) or the adjoint error estimator E2 (ûN )
(
) for the lid-driven cavity.

In the case of the adjoint error estimators, it is also relevant to compare
the error predicted by the estimators with the actual error on the drag. We
see in Figure 23b that, contrarily to the lid-driven cavity, both curves match
fairly well and the estimator is a good upper bound to the actual error. The
adjoint error estimator is overestimating the actual error by a factor of 2–3
approximately. This supports our choice of the interpolation constant from
Equation (36) for this particular case. Furthermore, the fact that the surface
term is neglected so far does not seem to affect the computation of the adjoint
error estimator.
The error on the drag is also compared to the spectral error indicators
in Figure 23a. While these errors represent different things, there exists a
correlation between both quantities. However, the spectral error indicators are,
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(a) Pressure part.
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Figure 22: Error on the drag on the cylinder when using the adjoint error
estimators (
) and when using the spectral error indicators (
).

as expected, not an optimal tools for optimizing the computation of the drag
and better results are obtained with the adjoint error estimators.
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Figure 23: Comparison between the actual error on the drag J(ê) (
) and the
spectral error indicator E1 (ûN ) (
) or the adjoint error estimator E2 (ûN )
(
) for the flow past an external cylinder.

6.4.3. Linear stability spectrum
One concern when using nonconforming mesh is the possible introduction of
a noise or a disturbance, which would affect the physical behaviour of the
flow. Such disturbances could be caused by the presence of hanging nodes,
the interpolation operations or the abrupt jump in resolution when going from
a coarse to a fine region. Furthermore, we would like to check if refinement,
which is performed based on the baseflow, also improves the computation of
the stability of the linear problem. Therefore, we compare the linear stability
of the reference and refined cases following the same procedure as the one
presented by Peplinski et al. (2014). Assuming a linear growth of the form
u(x, t) = û(x) exp(−iωt), we plot the frequency ωr = R(ω) and the growth
rate ωi = I(ω) of the 80 first eigenmodes in Figure 24 for the case of the flow
past a cylinder. The results are presented for meshes obtained after one and
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four refinement rounds, respectively. The former meshes have 728 when adjoint
error estimators are used and 764 elements if spectral error indicators are used.
The latter meshes have 1043 and 1178 elements, respectively.
0
Reference (5322 el.)
Adj. err. est. (764 el.)
Spec. err. ind. (728 el.)
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(a) After one refinement round.
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(b) After four refinement round.

Figure 24: Frequency ωr and growth rate ωi for the 80 first eigenmodes. Only the
modes with ωr ≥ 0 are presented but each mode has a symmetric counterpart.

After one round of refinement, the first few strongest modes match well but
there is rapidly a discrepancy with the eigenmodes from the reference solution.
After four rounds of refinement, the strongest modes match perfectly, the branch
is well represented and only the weakest modes, which are highly sensitive to
any small perturbation, differ. A more quantitative analysis is obtained by
looking at how many modes are correctly predicted up to some tolerance on
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Tolerance
10−4
10−3
10−2

Adj. err. est.
1 ref. 4 ref.
0
1
25

1
36
70

Spe. err. ind.
1 ref. 4 ref.
0
1
20

1
38
68

Table 2: Number of eigenvalues matching the values from the reference case up
to some tolerance for the meshes obtained after 1 and 4 rounds of refinement.

the error with respect the reference eigenvalues. A summary of the number
of eigenvalues matching for a few different tolerances is given in Table 2. It
appears that even though the refinement process is based on the direct solution,
it greatly improves the computation of the stability for the linear problem.
Furthermore, the presence of nonconforming elements in the mesh does not
significantly alter stability or affect the physics of the case.
6.4.4. Efficiency of the pressure solver
The use of AMR becomes fully profitable for unsteady simulations because
the overhead induced by the method is compensated in the long term as the
simulation advances in time. As has already been shown before, the presence
of nonconforming elements does not impact the number of pressure iterations.
Additionally, we would like to investigate further the efficiency of the pressure
solver (typically the most expensive part of the solver) as the mesh is being
refined, in the case of the lid-driven cavity.
At each refinement step, we extract the wall clock time spent in the pressure
solver, we divide it by the number of pressure iterations and by the number of
elements in the mesh and we average that value over the first 1000 timesteps.
The final value gives an indication of the wall clock time required for each
iteration of the pressure solver per element. Yet, we cannot directly compare
these data since we have obtained them on different computers. Therefore, we
normalise each result by the time on the original mesh, which is the same for
all simulations (the 5 × 5 conforming cavity). The resulting normalised timings
as a function of the number of elements are shown in Figure 25. The plot shows
that, for each simulation, the wall clock time first decreases as the number
of elements increases. We conclude that the use of AMR does not affect the
efficiency of the solver compared to the use of a conforming mesh. Therefore,
the efficiency of the AMR method when we go to unsteady simulations will
depend only on the overhead induced by the method itself and not on a decrease
in efficiency of the solver.

Normalized time per iter. per el.
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Figure 25: Normalised wall clock time per element and per iteration of the
iterative solver for the pressure solver of the lid-driven cavity at Re = 7, 500.
The normalisation is done with respect to the wall clock time on the original,
conforming mesh (the 5 × 5 cavity).

7. Conclusions and outlook
Adjoint error estimators have been developed and implemented for the spectral
element method in the case of steady flows. The estimators have been tested
in two dimensions on a lid-driven cavity at Re = 7, 500 and on the flow past a
cylinder at Re = 40. They were used for the optimisation of the computation
of the drag on the lid and on the surface of the cylinder, respectively. They
have also been compared to selected spectral error indicators, which are based
on the local properties of the spectral element solution. Both methods have
been shown to act as efficient tools for error control. It was observed that
the spectral error indicators propagate the resolution of the mesh in regions
with high velocities and gradients; around and downstream of the surface of
interest. On the other hand, the adjoint error estimators tend to propagate the
refinement upstream of the object of interest.
In the case of the lid-driven cavity, both methods for estimating the error
lead to a similar convergence of the error on the drag. In the case of the flow
past a cylinder, the error on the drag for the final mesh using the adjoint
error estimators is reduced by almost one order of magnitude compared to the
spectral error indicators. In addition, the use of AMR reduces the error on the
functional of interest by several orders of magnitude compared to a conforming
refinement strategy, given an equal number of mesh elements.
The adjoint error estimators have been shown to be a good bound on the
actual error on the functional for the flow past a cylinder, as they overestimated
the actual error by a factor of about 2 to 3. In the case of the lid-driven cavity,
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however, the bound was less tight since the adjoint error estimators were almost
two orders of magnitude higher than the actual error. This is probably due to
a non-optimal value of the interpolation constant in the computation of the
adjoint weights.
Finally, we have shown that the efficiency of the solver is not impacted in
two dimensions when AMR is employed for these test cases. This is a critical
observation when assessing the efficiency of the method.
In the future, the choice of the interpolation constants will be investigated
in terms of some quality measure of each element, such as the Jacobian, aspect
ratio, etc. This will help estimate a tighter bound on the error.
Furthermore, the contribution of the jump in the stresses at the interface
between two elements will be implemented and its significance will be studied.
An unsteady version of the adjoint error estimators will be developed. The
development of time dependent estimators will ideally make use of an efficient
checkpointing strategy (see Schanen et al. 2016, for example), which would
ensure an efficient adjoint computation. The efficiency of the AMR simulations
for both error estimation methods will be carried out, taking into account
the overhead induced to produce the mesh and the gain in time during the
simulation on the final mesh. At first, we do not plan to perform AMR over the
whole course of the simulation, since our main objective is to obtain an optimal
final mesh that can be used for a production run.
The use of the spectral error indicators to estimate the adjoint weights
instead of the formula for a priori error estimators will be carried out. This
constitutes an alternative method for computing the interpolation error on the
adjoint solution, which does not require an interpolation constant, and comes
for free since all tools are already implemented.
Another critical issue is the quantification of the noise created at the
junction between a fine and a coarse regions. The extension of the filtering tool
to nonconforming mesh is under investigation in order to mitigate this effect.
Future work will also focus on quantifying the gains for large–scale, relevant
test cases such as the flow around a NACA airfoil at high Reynolds numbers.
The objective of the ExaFLOW project is to reduce the cost of a simulation by
50% overall. We will investigate the reduction in computational resources that
can be reached with AMR, for both types of error estimators.
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Appendix A. Adjoint derivation
In this appendix, we briefly present the derivation of the steady adjoint problem
required for computing the adjoint error estimators.
A.1. Linearised Navier–Stokes equations
The starting point is the set of the steady Navier–Stokes equations linearised
around a baseflow Û = (U , P ). The perturbed solution is denoted û = (u, p)
and satisfies the following system of equations

Aû =

(u · ∇)U + (U · ∇) u + ∇p −
∇·u

1
Re ∆u

−f


= 0,

(40)

u|ΓD = 0,
−1
∇u · n + pn|Γo = 0,
Re

(41)
(42)

where f is a forcing term and A is the operator for the linearised Navier–Stokes
equations.
A.2. Linearised adjoint Navier–Stokes equations
The adjoint solution û† = (u† , p† ) satisfies the relation (Aû, û† ) = (û, A† û† ).
The adjoint operators are then obtained by integration by parts, which we
perform separately for each term, with the help of the Gauss theorem, as follows
Z

u(∇U ) · u† dV =

Z

u · (∇U )T u† dV,
(43)
Z
Z
Z


((U · ∇)u) · u† dV = −
u · (U · ∇)u† dV + u · (U · n)u† dS,
Ω

Ω

Ω

Ω

Γ

(44)

Ω

−1
∆u · u† dV =
Re




1
†
∇u · n dS
Re

−1
u · ∆u† dV + u ·
Ω
Ω Re
 Γ
Z 
1
−
∇u · n · u† dS,
Re
Γ
Z
Z
Z

∇p · u† dV = −
p ∇ · u† dV + (pn) · u† dS,
Ω
ZΩ
Z
Z Γ
†
†
(∇ · u)p dV = −
u · ∇p dV + u · (p† n) dS,

Z

Z

Ω

Z

Γ

where n is the vector normal to the boundary.

(45)
(46)
(47)
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Gathering all the terms together, we get the following expression for the
linearised adjoint problem


1
∆u†
−(U · ∇)u† + (∇U )T u† − ∇p† − Re
† †
= 0,
(48)
A û =
−∇ · u†
u† |ΓD = 0,

(49)

1
∇u† · n + p† n + (U · n)u† |Γo = 0.
Re

(50)
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