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Abstract

In this report we attempt to provide insights to how a resource efficient
solution for transportation mode recognition can be implemented on a
smartphone using the accelerometer and magnetometer as sensors for
data collection. The proposed system uses a hierarchical classification
process where instances are first classified as vehicles or non-vehicles,
then as wheel or rail vehicles, and lastly as belonging to one of the
transportation modes: bus, car, motorcycle, subway, or train. A vir-
tual gyroscope is implemented as a low-power source of simulated
gyroscope data. Features are extracted from the accelerometer, mag-
netometer and virtual gyroscope readings that are sampled at 30 Hz,
before they are classified using machine learning algorithms from the
WEKA machine learning library.

An Android application was developed to classify real-time data,
and the resource consumption of the application was measured us-
ing the Trepn profiler application. The proposed system achieves an
overall accuracy of 82.7% and a vehicular accuracy of 84.9% using a
5 second window with 75% overlap while having an average power
consumption of 8.5 mW.
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Sammanfattning

I denna rapport försöker vi ge insikter om hur en resurseffektiv lös-
ning för transportlägesigenkänning kan implementeras på en smartp-
hone genom att använda accelerometern och magnetometern som sen-
sorer för datainsamling. Det föreslagna systemet använder en hierar-
kisk klassificeringsprocess där instanser först klassificeras som fordon
eller icke-fordon, sedan som hjul- eller järnvägsfordon, och slutligen
som tillhörande ett av transportsätten: buss, bil, motorcykel, tunnel-
bana eller tåg. Ett virtuellt gyroskop implementeras som en lågenergi
källa till simulerad gyroskopdata. Olika särdrag extraheras från acce-
lerometer, magnetometer och virtuella gyroskopläsningar som samlas
in vid 30 Hz, innan de klassificeras med hjälp av maskininlärningsal-
goritmer från WEKA-maskinlärningsbiblioteket.

En Android-applikation har utvecklats för att klassificera realtids-
data, och programmets resursförbrukning mättes med hjälp av Trepn
profiler-applikationen. Det föreslagna systemet uppnår en övergripan-
de noggrannhet av 82.7% och en fordonsnoggrannhet av 84.9% genom
att använda ett 5 sekunders fönster med 75% överlappning med en ge-
nomsnittlig energiförbrukning av 8.5 mW.
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Chapter 1

Introduction

In this chapter we briefly introduce the topic of transportation mode
recognition in smartphones. Ethical questions related to this are ad-
dressed, and an outline of this thesis is provided.

1.1 Transportation mode recognition

During recent years smartphones have become increasingly popular
and a necessity in everyday life. Today the typical smartphone is
equipped with many different sensors to enhance usability. Since the
smartphone follows its user through his or hers daily activities this
opens up for the possibility to utilize it to recognize the user’s con-
text and activities. For example the gyroscope and accelerometer can
be used to recognize physical movements, while data from the Global
Positioning System (GPS), proximity sensors and microphone can be
used to gather contextual data related to location and environmental
information [1]. Therefore, studies have been carried out with the aim
to detect a wide range of different activities such as walking, sitting,
lying down, riding a car, climbing up and down stairs, cooking din-
ner, going to a restaurant, and shopping [2, 3, 4]. There are many ap-
plications of context and activity recognition technology in healthcare,
virtual reality, security, urban sensing, carbon foot-printing, advanced
user interface systems and for personalized mobile recommendations
[5, 6, 7, 8].

Transportation mode recognition is a subfield within activity recog-
nition, where the aim is to recognize and differentiate between a user’s
possible transportation modes. The transportation modes are typi-

1



2 CHAPTER 1. INTRODUCTION

cally defined as still, walk, run, bike, motorcycle, car, bus, metro, and
train. However, many studies choose to group the motorized vehic-
ular transportation modes into a vehicle mode, and instead focus on
obtaining a high accuracy for the basic transportation modes, i.e. still,
walk, run, bike and vehicle [1, 9, 10].

Transportation mode recognition can be used for many purposes.
One application is within carbon foot printing, where the travel pat-
terns of an individual can be analyzed to determine how big the envi-
ronmental impact is. By aggregating the data for a larger population
it is also possible to distinguish mobility patterns over a long period
of time [8, 11]. It can also be used for travel surveying, i.e., analyzing
travel patterns and transportation modes to gather statistics for infras-
tructure development. Another application area is to create context
aware software that can provide the user with ride-specific features.
For example one such scenario could be to silence the notifications
when in a car, or perhaps to push the latest update for disturbances
in the public transport when on a bus or subway.

1.2 The issue of resource consumption

A main concern when attempting to perform transportation mode recog-
nition on a smartphone is the hardware restrictions for offline classifi-
cation modules, and the power needed for continuous sensing. Since
the smartphone has a relatively small amount of memory there is also
a risk of memory overflow and high battery consumption when using
a classifier which performs heavy computations. As stated by Yu et al.
[12] in their paper from 2014:

“Though many studies (see Section 2) have proposed meth-
ods for detecting transportation modes, these methods of-
ten make unrealistic assumptions of unlimited power and
resources. Several applications have been launched to do
the same. However, all these applications are power hogs,
and cannot be turned on all the time to perform their du-
ties.”

In a paper from 2017 Zhou et al. [13] make a similar statement
when pointing out that “many recent studies which show high accu-
racy but fail to address the results and issues relating to power con-
sumption”. They conclude that as a consequence accuracy has reached
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a very high level, but the issue of large power consumption remains.
Consequently, several previous studies show very high accuracies but
are not feasible solutions in a realistic environment where resources
are limited.

1.3 Problem definition

This thesis investigates the trade-off between accuracy and resource
consumption when classifying vehicular transportation modes in real-
time using smartphone sensors. There exists a lot of research on how
vehicular transportation modes can be recognized in an ideal setting
with unlimited resources, but these theories need to be remodeled to
find a more economic solution adapted for realistic applications. This
becomes a problem of accuracy versus resource consumption.

The accuracy, memory consumption and power consumption of
the proposed solution is measured and recorded. The accuracy is mea-
sured and validated by the use of 10-fold cross validation. In order to
obtain reliable results this is done using prerecorded and labeled data
from a database. However, the power and memory consumption de-
pends on how well the solution performs when run on a smartphone.
Therefore a smartphone application has been developed in which the
proposed solution is deployed and tested by running the application.

1.4 Problem statement

How can a smartphone application for real-time travel mode recognition be
developed to work in a realistic environment which demands low resource
consumption, while maintaining user integrity?

1.5 Motivation and aim

The motivation behind this thesis is to further investigate the trade-off
between accuracy and resource consumption in transportation mode
recognition. Therefore the aim is to provide more knowledge on how
to develop transportation mode classifiers that can be used in a re-
alistic setting. Previous studies are evaluated to identify low-energy
sensor data that can yield an accurate prediction of the user’s current
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transportation mode. In the development of a solution, current hi-
erarchical methods with machine learning algorithms are combined
with heuristic approaches to reduce computation complexity and re-
source consumption. The results of this thesis could be of interest for
researchers and other professionals working within the field of trans-
portation mode recognition.

1.6 Ethical considerations

Since the question of transportation mode recognition involves a smart-
phone user willingly giving up data from their phone’s sensor reading
the ethical dilemma of personal integrity arises. Transportation mode
recognition aims to track a user’s movement patterns, which can be a
violation of integrity for the user.

In this thesis the integrity has been taken into consideration by only
using sensor data that is not deemed to be sensitive. For example, a
user does not make himself or herself vulnerable by sharing informa-
tion about whether their phone is facing up or down in their pocket.
Therefore only the accelerometer, magnetometer and gyroscope are
used, and other sensors such as the microphone or the GPS are strictly
avoided. Moreover, the developed application is modelled in such a
way that all computations take place locally on the user’s phone, and
the classification models are trained on an independent set of data and
are not updated to identify a user’s individual behavioural patterns.
In other words, the system does not save information about an indi-
vidual user.

To elaborate further, the data collected from the smartphone sen-
sors is not considered sensitive when considered individually, how-
ever when combined it can result in an estimation of the user’s current
mode of transportation. It is possible that the system proposed in this
thesis can be used by third party software to track user behaviour and
log movement patterns, with the aim to create more context aware so-
lutions for the end user. In this case it is important that the user ac-
tively consents to sharing this type of sensor data, and allowing for
the third party to log the data.
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1.7 Sustainability

This thesis is not considered to have any direct effects on the environ-
ment from a sustainability perspective. However, there are future use-
cases where the proposed system could contribute to environmental
sustainability by, for example, measuring carbon-footprints of smart-
phone users, as discussed in 1.1.

1.8 Delimitations

The data used for recognizing and distinguishing between vehicular
transportation modes is only collected from the smartphones’ hard-
ware sensors. Since this thesis focuses on vehicular transportation
mode the following transportation modes are considered:

• Non-vehicle (still, walk, run)

• Bus

• Car

• Motorcycle

• Subway

• Train

The solution developed does not consider individual non-vehicular
modes, and the focus of the project is to develop a resource-efficient so-
lution and evaluate the trade-off between accuracy and resource con-
sumption. The application used for testing has been developed for An-
droid and a machine learning framework is used for the implementa-
tion of machine learning algorithms. The solution is limited to running
on a smartphone locally, therefore no online resources are used which
ensures both robustness and the integrity of the user. Moreover, the
solution developed is a general solution and is not adapted for indi-
vidual travel patterns, in order to further protect the integrity of the
individual smartphone user.



Chapter 2

Background

This chapter introduces the theories and concepts required for the reader
to understand the research question of this thesis.

2.1 Smartphone sensors

This section introduces the concept of opportunistic sensing. The hard-
ware sensors found in a typical smartphone are be briefly discussed in
order to get an overview of the functionality available to sensing ap-
plications.

2.1.1 Inertial sensors
In the following paragraphs we briefly go through the sensors based
on inertia. All inertial sensors listed are triaxial, and the orientation of
the axes are illustrated in Figure 2.1.

Accelerometer

The accelerometer measures the experienced physical acceleration of
the smartphone. In theory, this is done by measuring the forces ap-
plied to the sensor itself according to the relationship described in
Equation 2.1 [15]. Where Ad is the acceleration applied to the device,
and

P
Fs is the sum of all forces applied to the sensor, and the mass is

the mass of the device.

Ad = �
X

Fs/mass (2.1)

6
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Figure 2.1: Coordinate system for sensors axes in relation to the smart-
phone [14].

The force of gravity always affects the measured acceleration. For
example, the measured accelerometer magnitude when a smartphone
is placed on a table at 45� latitude is equal to 9.81 m/s2. Therefore
the force of gravity needs to be filtered out in order to obtain the real
acceleration, which in most operating systems is done by extracting
the linear acceleration of the device.

Today most smartphones have a triaxial accelerometer that mea-
sure the acceleration force in three spatial dimensions. This means that
the acceleration force is measured in m/s2 along three perpendicular
axes, X, Y, Z, which can be seen in Figure 2.1. The data collected across
the three axis are the orthogonal decompositions of real acceleration:
a
x

, a
y

, a
z

. From these decompositions the acceleration magnitude can
be expressed as in Equation 2.2 [16].

a =

q
a2
x

+ a2
y

+ a2
z

(2.2)

Gyroscope

The gyroscope is used to indirectly measure the orientation of the smart-
phone. The orientation can not be measured directly, but instead the
gyroscope estimates the angular speed which can be integrated over
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time to get the orientation [15, 17]. In order to do this it is also nec-
essary to have a known initial orientation. I.e. the gyroscope must
have been calibrated with a reference to the initial angular position.
In most smartphone operating systems it is possible to read both the
calibrated gyroscope values and the uncalibrated values. In the tri-
axial gyroscope of a smartphone, the rate of rotation is measured in
radians/s around the three axes displayed in Figure 2.1, where the ro-
tation is positive in the counter-clockwise direction.

Magnetometer

The magnetometer detects the ambient geomagnetic field along the
three axes as seen in Figure 2.1. Therefore the magnetometer can act
as a compass in the smartphone and keep track of the smartphone’s
orientation in relation to the cardinal directions. Since the data col-
lected by the magnetometer depends on the magnetic field it can also
be used to gather data of the smartphone’s environment. Since most
smartphones are equipped with a triaxial magnetometer the magnetic
field values are measured in micro-Tesla (mT) along the X, Y, Z axes as
displayed in Figure 2.1 [15]. Similar to the gyroscope the magnetome-
ter has to be calibrated with respect to distortions that arise because of
magnetized iron, steel or permanent magnets on the smartphone. In
most operating systems it is possible to both get the calibrated and the
uncalibrated readings.

2.1.2 Opportunistic sensing
As explained by Ortiz [17], the presence of sensors and devices in our
environment has created a highly instrumented infrastructure, from
which we can gather data on how a user behaves and interacts with its
environment. The process of exploiting these sensors and devices for
purposes other than their original function, and without the user’s in-
volvement, can be referred to as opportunistic sensing. In other words,
opportunistic sensing is when sensing operations are performed with-
out the involvement of the user. For example, a smartphone is equipped
with a microphone primarily to make it possible for the user to make
and receive calls. However, by continuously gathering data from the
microphone it is possible to measure the user’s social isolation based
on the duration of ambient conversations [18]. In transportation mode
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recognition almost all solutions are aimed towards opportunistic sens-
ing where the solution can run as a background service on the user’s
smartphone.

2.1.3 Participatory sensing
In participatory sensing the parameters of when, where, how and what
to sense and gather data about is determined by the user. Therefore the
user has full control of which data to gather and is also responsible for
the quality of the data gathered. Since the users actively gather data
this method can be used to collect labelled data. Because of this partic-
ipatory sensing is commonly used to create datasets that can be used
for training [10, 19, 20] and evaluation of solutions for transportation
mode recognition.

2.2 Approaches for transportation mode
recognition

Transportation mode recognition has been well researched, and three
different approaches can be applied when designing a method to clas-
sify transportation modes using smartphones. The method can be ei-
ther location based, motion-sensor based, or a hybrid of the previous
two [8, 12]. In location based recognition the data used for classifi-
cation can be gathered from the wireless network information of the
smartphone. This method uses external sensors such as the Global Po-
sitioning System (GPS), Geographical Information System (GIS), GSM,
and WiFi. Location-based mode recognition has been extensively re-
searched, and in 2016 Wu et al. [4] did a systematic review on method-
ologies that used GPS raw data collected by smartphones. From this
review it is clear that many existing methodologies can classify about
four different travel modes with accuracies as high as 96%. While GPS-
based solutions have proved to achieve high accuracy when classify-
ing samples as vehicle or non-vehicle, they may fail to differentiate be-
tween vehicular modes that are characterized by similar speeds [20].
However the main issues with location-based solutions are that they
are unstable in environments where the signal is weakened or disap-
pears, and the GPS is a very power demanding sensor which dras-
tically can affect the battery consumption [12, 20, 21]. Moreover, as
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stated by Lorintiu and Vassilev [8] it is not suitable to use GIS data for
real-time applications, since they depend on the knowledge of a whole
trip or of infrastructure maps which are not always available.

In motion-sensor based recognition the data is collected from the
smarthpone’s inertial sensors, such as the accelerometer, gyroscope,
and magnetometer. These sensors are considered low-power sensors,
and this type of approach has been commercially used in products
such as Fuelband and FitBit [12]. The hybrid version where both loca-
tion and motion-sensors are used for data collection can make use of
both approaches to effectively recognize transportation modes. There
is still a risk of high power consumption, but with a hierarchical pro-
cess the high-power sensors can be used in specific stages of the clas-
sification process, instead of in all stages. One successful example of
such an approach is the Lightweight Hierarchical Activity Recognition
Framework (HARF) proposed by Han et al. [1] in 2014, which success-
fully classified 15 transportation modes with an average accuracy of
92.96%. In their example a hierarchical framework was developed,
meaning that the classification process took place in several classifica-
tion steps that combined rule-based decisions with machine learning
algorithms. This in combination with an adapted version of the Naive
Bayes machine learning classifier resulted in a reduced memory usage
and processing frequency.

2.3 Classification

Regardless of how the data is collected it needs to be classified in order
for the system to output the most probable transportation mode. This
section explains how to evaluate a classifier’s performance, as well
as the commonly used methods and algorithms for the classification
process.

2.3.1 Performance evaluation
There are a number of different methods for evaluating the perfor-
mance of a classifier. The following paragraphs list the most essential
measurements used for transportation mode recognition, which all are
based on the terminology of true positives, false positives, false negatives,
and true negatives. We assume to have a class a, and that this class is
of interest or represents a positive condition. We also assume that we
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have a class b, which represents a negative condition. Then the termi-
nology can be explained as follows:

• True Positives (TP): actual instances of class a correctly classified
as class a

• True Negatives (TN): actual instances of class b correctly classi-
fied as class b

• False Positives (FP): actual instances of class b incorrectly classi-
fied as class a

• False Negatives (FN): actual instances of class a incorrectly clas-
sified as class b

Accuracy

The accuracy indicates the classifier’s overall performance, and de-
scribes the relationship between the number of true results (TP, TN)
and the total number of instances classified [17].

accuracy =

TP + TN

TP + FP + FN + TN
(2.3)

True positive rate

True positive rate is the measure used to describe how well the classi-
fier correctly predicts actual positive instances. This can also be known
as the sensitivity or recall [17].

true positive rate =

TP

TP + FN
(2.4)

False positive rate

The specificity describes how often the classifier incorrectly predicts
actual negative instances as positive instances.

false positive rate =

FP

FP + TN
(2.5)
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Precision

The precision describes how well relevant results the classifier pro-
duces, in other words a high precision means that the classifier pro-
duced substantially more relevant results than irrelevant ones. The
precision can also be known as the positive predictive value.

precision =

TP

TP + FP
(2.6)

Confusion matrix

The confusion matrix is often used to illustrate the performance of a
classifier or machine learning algorithm. If the problem involves c dif-
ferent classes, then the confusion table has size c ⇥ c. The rows of
the matrix represent the actual class of the instance, and the columns
represent the outcome of the classification, i.e., the prediction of the
classifier. Each cell in the matrix holds a percentage that represents the
portion of the total number of instances classified. The cell at row i
column j contains the percentage of instances of class i that were pre-
dicted as class j. Along the diagonal are the percentages for correctly
classified instances, and outside the diagonal are the percentages for
the missclassified instances. From the confusion matrix a lot of infor-
mation can be derived, such as which classes are often misclassified,
since all cells except for the diagonal represent the classification error.
An example of a confusion matrix for transportation mode recognition
can be seen in Figure 2.2.

Figure 2.2: Example of a confusion matrix for the transportation modes
bus, car, motorcycle, train and subway. The rows show the actual mode,
and the columns show the predicted mode.
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2.3.2 Methods of classification
The standard method of transportation mode recognition starts with
collection of the desired sensor data, which is typically followed by a
pre-processing step that generally segments the sensor stream in win-
dows of analysis. Then the discriminant features are extracted from
the data windows, and finally the extracted features are fed into a pre-
viously trained classification algorithm which outputs an estimate of
the user’s context [8]. However, it is also possible to use a hierarchi-
cal approach where the initial steps of the classification follow a rule-
based or heuristic schema, and the final classification is performed by
a machine learning algorithm. For example, many studies have a first
level classification where the sample is only classified as vehicular or
non-vehicular, then the second level classification deploys a machine
learning algorithm trained for that specific category of transportation
modes [1, 11, 13]. More recently a "cascading" technique has been pro-
posed by Bedogni et al. [20], where a set of machine learning algo-
rithms are executed in a pipeline process until a certain confidence
in the classification estimate has been achieved. This technique is ex-
plained more thoroughly in Section 2.4.

2.3.3 Traditional features used
A classifier is dependent on the features extracted from the raw sensor
data. For motion-sensor recognition the most common sensors to use
is the accelerometer, magnetometer and gyroscope. A wide range of
features can be extracted from the raw data collected by these sensors,
and can typically be grouped as time domain features or frequency
domain features. The most used sets of features are comprised of fea-
tures of both the time and frequency domain. The features are ex-
tracted from data that has been partitioned into windows, on which a
so called window analysis can be performed. The window of analysis
usually has a sample size of 256, 512, or 1024 raw data points depend-
ing on the method used. These extracted features are then collected in
a feature vector, which represents a unique instance of data that can be
used for training or testing. Below follows a list of what can be consid-
ered as traditional features for transportation mode recognition using
the motion-sensor approach [21]:

• Average of the accelerometer’s magnitude.
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• Standard deviation of the accelerometer’s magnitude.

• The highest Discrete Fourier Transform (DFT) value of the ac-
celerometer.

• The ratio between the highest and the second-highest DFT value
of the accelerometer.

• Standard deviation of the magnetometer’s magnitude.

• Standard deviation of the gyroscope’s value.

• Average of the gyroscope’s value.

2.3.4 Machine learning algorithms
There is a wide range of different machine learning algorithms that
can be used for classification. The following sections presents some of
machine learning algorithms most commonly used in transportation
mode recognition. The aim of this section is not to provide all infor-
mation on how each of the machine learning algorithms work, but to
provide the reader with a basic understanding of how they differ from
each other and how their benefits and disadvantages are relevant for
transportation mode recognition.

Decision Tree

The decision tree algorithm is a rule based classifier that creates a tree
structure where each inner node of the tree represents a decision step.
The tree’s root represents the classification query, and from the root a
number of inner tree nodes are connected. Each inner node of the tree
has a decision rule that assigns instances uniquely to the different child
nodes. The leaf nodes are labelled and represent the different classes,
therefore each classified instance will traverse the tree and arrive at a
leaf node, and the class label of the leaf node will be the class predicted
by the algorithm. In other words, one can describe the decision tree as
a collection of rules organized in a tree structure which categorizes the
data in each step for classification. The tree formed by the decision
tree algorithm is very useful in helping people visually analyze the
data and draw conclusions from the structure formed by the decision
process. See Figure 2.3 for an example of a decision tree.
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The process of assigning instances between child nodes can be re-
ferred to as a splitting the data into different subsets, or categorization
groups. The algorithms aim to find the best split possible at each inner
node, in order to minimize the error of each subgroup which otherwise
propagates further down the decision tree. In order to find the best
possible split different metrics can be used to estimate the homogene-
ity of the instance within the available subsets. This can be quantified
by an impurity measure which indicates how well classes are sepa-
rated [21]. The impurity measure should satisfy two basic conditions,
namely that the value taken is the largest when the data is split evenly
between the classes, and that it equals zero when all data belong to the
same class. The two most common impurity measures are the entropy
and the Gini Impurity [22]. The definitions can be found below [21]:

• Entropy:

H(x) = �
nX

i=1

p
i

log2 pi (2.7)

Where p
i

is the percentage of each class i present in the child
node that results from a split in the tree.

• Gini Impurity:

Gini Impurity = 1�
X

i=1

p2
i

(2.8)

Classification error = 1�max(p
i

) (2.9)

Where p
i

is the probability of an instance of class i to be chosen.

The benefits of using a decision tree for classification is that they are
easy to understand as their inherent structure is similar to the human
decision making process. They are also robust against skewed distri-
butions [21], which is good when handling a classification problem
with an uneven distribution of instances between classes. The main
disadvantage is that when the decision tree becomes too deep it can
over-fit the data [8].
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Figure 2.3: Example of a decision tree used to classify fruits.

Random Forest

The random forest algorithm is a machine learning meta-classifier based
on decision trees. It uses a collection of decision trees and arranges
these in an ensemble (see Figure 2.4). The decision trees are created
during the training phase of the model construction, and when per-
forming the classification the data is tested in all individual trees and
the predicted class is determined by the most frequently occurring pre-
diction among the decision trees. The algorithm builds decision trees
by selecting random samples from the supplied training data to con-
struct the trees. When the trees are expanded only a fixed-size subset
of features is used at each node, which is chosen at random. Using a
fixed-size subset of randomly selected features reduces the structural
similarities between the decision trees, thereby also reducing the corre-
lation level between the trees. When the results from multiple models,
in this case decision trees, are combined in an ensemble the prediction
of the ensemble improves when the sub-models are uncorrelated [8].
The parameters of interest when creating a random forest model is the
number of trees to use and the size to use for the subset of features.

In contrast to decision trees, where increasing the tree depth can
lead to over-fitting the data, increasing the number of trees in a ran-
dom forest model does not lead to over-fitting. However, the poten-
tial benefits of doing so depends on how large the data set used for
training is [8]. Random forests are also known to be efficient on large
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Figure 2.4: A simplified illustration of the random forest algorithm.

datasets, perform well on estimating missing data, handling unbal-
anced datasets, and evaluating the importance of the variables used
for classification [23]. The disadvantage of the random forest algo-
rithm is that it is known to be computationally expensive, leading to
a heavier CPU load when comparing to many other machine learning
algorithms [20].

Naive Bayes

The naive Bayes algorithm is a probabilistic classifier based on Bayes’
theorem that calculates the probability of an event occurring depend-
ing on previous information of related events. The naive Bayes algo-
rithm combines Bayes’ theorem with strong, or naive, independence
assumptions between the features. In other words, the independence
assumption means that given the class variable, the value of a particu-
lar feature is independent of the value of any other feature.

The naive Bayes probability model can be described as follows. If
we denote a class as C

k

, and a set of features F1, ..., Fn

. Then the prob-
ability of C

k

occurring after the set of features F1, ..., Fn

have been ob-
served is p(C

k

|F1, ..., Fn

), where p is the probability function. This is
referred to as the posteriori probability. Then we can use Bayes’s the-
orem to define the posteriori probability as [24]:

p(C
k

|F1, ..., Fn

) =

p(C
k

)p(F1, ..., Fn

|C)

p(F1, ..., Fn

)

(2.10)
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Using the independence assumption, the conditional distribution
can be evaluated to the following:

p(C
k

|F1, ..., Fn

) =

p(C
k

)

Q
n

i=1 p(Fi

|C
k

)

p(F1, ..., Fn

)

(2.11)

The naive Bayes classifier combines the model described above
with a decision rule, which usually consists of choosing the most prob-
able class as the prediction of the classification. This is often referred
to as the maximum a posteriori rule.

The most prominent benefit of using the naive Bayes classifier is
that its formulation is quite simple, and still it has proved to perform
well in many activity recognition applications [17]. As stated by Han
et al. [1], the algorithm unusually achieves faster modelling time and
less computation overheads than other machine learning algorithms.
The main disadvantage is that it has a relatively low processing speed
[1].

Hidden Markov Models

A hidden Markov model (HMM) is a probabilistic classifier where
the system modeled is assumed to be a Markov process with hidden
states. It works by determining characteristics of an observable se-
quence produced by an underlying process, whereby it can estimate
the next state of the sequence [25]. The HMM is a a finite state automa-
ton, which has probabilistic transitions between the possible states.
The parameter set of a HMM consists of the following:

• ⇡: A 1 ⇥ N vector containing the prior probability distribution
for the N states.

• A: A N ⇥ N transition probability matrix, containing the proba-
bility of state j following state i, independent of time.

• B: An observation matrix, containing the probability of observa-
tion k being produced from state j, independent of time.

The model makes two key assumptions, namely that the current
state is only dependent on the previous state, and that the output ob-
servation at time t is only dependent on the current state [25]. As ex-
plained by Han et al. [5] in their study from 2012, a HMM can be de-
scribed as ⇤ = {⇡, A,B}. If we have an input sequence X = {x1, ..., xT

},
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the model parameters are updated with the aim to maximize the train-
ing likelihood p(X|⇤). During the training phase a HMM is trained for
every class, meaning that a class c is defined by the set of parameters
⇤

c

= {⇡c, Ac, Bc}. Then, in the test phase, given an input sequence
X = {x1, ..., xT

} and a HMM, we can compute the likelihood of X as:

P (X|⇤c

) =

X

h1,h2,...,hT

⇡c

(h1)B
c

(h1, x1)

TY

t=2

Ac

(h
t�1, ht

)Bc

(h
t

, x
t

) (2.12)

Where h
t

2 {1, 2, ..., N} is a hidden state value at time t = (1, 2, ..., T ),
which can be calculated using the forward-backward algorithm de-
scribed in the paper by Rabiner [26]. This explanation briefly summa-
rizes the basics of hidden Markov models, however similarly to the
naive Bayes’ classifier the HMM classifier also combines this model
with a decision rule to estimate the most probable class in a classifica-
tion problem.

A benefit of using a HMM for classification in transportation mode
recognition is the transition based method, which correlates with the
authentic testing environment where a user transitions between trans-
portation modes. However, depending on the training set and the
complexity of the problem the classifier can incur heavy computations
when comparing to other machine learning algorithms.

K-Nearest Neighbor

The K-Nearest Neighbor (KNN) method is a geometric, determinis-
tic learning model which uses similarity measures between data for
classification and regression tasks [17]. It can be used for either classi-
fication or regression. The method is fairly simple, given an instance
the method finds the k closest instances in the training set, and uses
their values to decide the prediction estimate of the current instance.
The outcome of the decision depends on if the method is used for clas-
sification or regression. In classification the class in majority among
the neighbouring instances is used as a prediction output. In regres-
sion the output is the averaged property value from the neighbouring
instances. An illustration of the KNN classification process can be seen
in Figure 2.5.

KNN is known as a lazy learning method, meaning that it does not
use the training data for model configuration prior to classification.
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Figure 2.5: Illustration of the KNN classification model.

Instead it classifies the incoming instances using distance as a simi-
larity measure, therefore it is a geometric method where the chosen
value for k determine how many neighbours to consider in the deci-
sion process. The performance of the model depends on the distance
measure and k. There are three common ways in which the distance
can be computed, namely by the Euclidean distance, the Minkowski
distance, and the Manhattan distance. If we consider the distance be-
tween two points a and b in the feature space, these two points both
consist of feature vectors of the form a = a1, ..., an and b = b1, ..., bn,
where n is the dimensionality of the feature space. Given this the three
different distance measures can be defined as follows:

Distance(a, b) =

8
><

>:

pP
n

i=1(ai � b
i

)

2 Euclidean Distance
P

n

i=1 |ai � b
i

| Manhattan Distance
[

P
n

i=1(|ai � b
i

|)p]1/p Minkowski Distance
(2.13)

Out of these three methods the Euclidean distance is the most com-
monly used. Yet, one should note that both the Euclidean distance and
the Manhattan distance are special cases of the Minkowski distance,
when p equals 2 and 1 respectively. These methods are only applicable
for continuous variables, but the Hamming distance can be used for
discrete or categorical values [21].

The KNN method is considered as robust and efficient for coping
with large training sets [21], however the model size can increase sig-
nificantly as the amount of training data increases, since the data is not
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preprocessed and reduced as is otherwise common during the training
phase. Moreover, as stated by Fang et al. [21], the run time perfor-
mance is poor for a large training set and it also incurs a high compu-
tational cost.

Support Vector Machines

The support vector machine (SVM) is a popular machine learning method,
which aims to find the hyperplanes that best separate the data in-
stances into classes. Therefore the training data is separated into sub-
spaces by the construction of hyperplanes, that are adjusted to provide
the largest margin separation between the classes, in order to ensure
that the model has a low generalization error when tested with unseen
data samples [17]. Instances on the margins between the hyperplanes
are called the support vectors. This can be seen in the simple illustra-
tion found in Figure 2.6. When the classes have been separated it is
easier to identify differences that makes it possible to accurately clas-
sify new instances into the correct class. The SVM is a binary classifier,
meaning that it classifies an instance as belonging to one class or the
other, however there are many proposed methods on how to construct
a multi-class SVM classifier. The most common way to do this is to
construct an ensemble of binary SVMs and organizing these to solve
the muticlass problem, but one should note that the muticlass SVM
methods result in a higher computational cost [27].

Figure 2.6: A simple illustration of a SVM structure, as presented by
Fang et al. [21].

The strength of the SVM algorithm is its ability to capture com-



22 CHAPTER 2. BACKGROUND

plex relationships within the dataset, which often results in high accu-
racy when used in classification problems provided that the parame-
ters have been properly configured. However it only captures linear
relationships, and is also known to be very resource demanding in
terms of the time needed to classify an instance.

2.4 Previous studies on machine learning al-
gorithms

Many different machine learning models have been investigated in
previous research on transportation mode recognition, such as rule-
based (Decision Tree, Random Forest), geometric (K-nearest neigh-
bor, Support Vector Machines), and probabilistic classification (Naive
Bayes, Hidden Markov Models). Out of these the Support Vector Ma-
chine (SVM) is one of the most popular [28], but the Random Forest
algorithm has proved to be superior in many studies and result in a
higher accuracy for transportation mode classification [29]. However,
recent studies have explored the potential in using different classifiers
for different purposes in the classification process. For example Su
et al. [28] created a hierarchical framework with three different classi-
fiers. The first in the classification process was a rule based classifier
used to distinguish between vehicular and non-vehicular modes, then
a Hidden Markov Model was used to determine the non-vehicular
modes, and lastly an online model was used to classify vehicular travel
modes. The online model was based on an enhanced SVM classifier
that was continuously updated and adapted to each traveler’s pattern.
The proposed system classified 6 travel modes (bus, subway, car, bike,
walk and jog) with an average accuracy of 97.1%.

Another example of combining classifiers can be found in a study
by Lorintiu and Vassilev [8] from 2016. Here they used data from
the accelerometer and magnetometer data to classify 7 different trans-
portation modes (still, walk, run, bike, road, rail, plane) with an av-
erage accuracy of 94%. Their method consisted of first classifying
the samples with a random forest algorithm, which was followed by
a Discrete Hidden Markov Model filtering. The post-processing fil-
tering made use of the fact that a persons transportation mode does
not change erratically over time but happens by transitions over other
transportation modes. As an example they explain that it is unlikely



CHAPTER 2. BACKGROUND 23

to transition directly from train to bike, as it is more likely to have a
walking or stationary state in between these two transportation modes.
Therefore they could formulate a transition matrix that declared if
some transitions were forbidden, as the example of going from rail to
bike without some other transition state in between. Therefore the use
of a Discrete Hidden Markov Model showed potential, but the over-
all improvement of the filtering was only 2% on average. However,
for the bike mode the filtering improved the accuracy significantly as it
increased by 17%. Results such as this can strengthen the hypothesis
that by using a set of classifiers it might be possible to address some of
the main aspects that lead to classification errors.

In a study from 2016 Bedogni et al. [20] introduced a cascading
technique for classifying 7 transportation modes (stand, walk, car, train,
bike, city bus, and national bus). The cascading classification algo-
rithm works by using a set of machine learning algorithms, namely
Random Tree, Bayesian Network, Decision Tree, and Random For-
est. These algorithms are then ordered according to their computa-
tional overhead, so that they are executed in the following order: (1)
Bayesian Network, (2) Random Tree, (3) Decision Tree, (4) Random
Forest. How many of these classifiers that are executed in the classi-
fication process depends on the threshold value chosen in the imple-
mentation. The threshold value signifies the confidence that the sys-
tem should ensure before outputting a transportation estimate. The
confidence is computed by calculating the posterior probability of se-
lecting the output mode, given the current learning algorithm and the
sample. Therefore the classification begins by trying to recognize the
sample by a Bayesian Network, and if the calculated confidence is be-
low the threshold value the classification continues by executing the
Random Tree algorithm. So the process continues until either the con-
fidence interval is greater than the threshold, or the sample has passed
through all the algorithms. The features used in this approach are ex-
tracted from the accelerometer and gyroscope, and consist of 8 fea-
tures extracted from the time domain components of the raw data.
As opposed to most studies, Bedogni et al. [20] use non-overlapping
windows for the data segmentation. The results from the study show
that the cascading technique has the lowest average classification time
when comparing to other common multi-learners approaches, while
also providing the highest accuracy (87.94%).
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2.5 Challenges

There are several challenges for transportation mode recognition in
smartphones today. This section explains the two main challenges,
namely resource consumption and the issues of obtaining large datasets
of good quality.

2.5.1 Power consumption
The power consumption of an application that performs transporta-
tion mode recognition on a smartphone depends on several factors.
The first and most significant is the choice of sensors, as some sensors
consume a lot more power than others. Therefore selection of sensors
is essential to reducing power consumption, and as a consequence this
affects which features can be used in classification. In their paper from
2014 Yu et al. [12] gathered data on the power consumption of different
sensors, which can be seen in Table 2.1.

Sensor Power Condition
GPS 30.0 mA Tracking satellite
WiFi 10.5 mA Scanning every 10 sec

Gyroscope 6.0 mA Sampling at 30Hz
Magnetometer 0.4 mA Sampling at 30Hz
Accelerometer 0.1 mA Sampling at 30Hz

Table 2.1: Power consumption as presented by Yu et al. [12].

The choice of sensors and its impact on power consumption when
deployed in a full-scale classifier has been studied by Bedogni et al.
[20]. In their study data from the accelerometer, gyroscope and GPS
was collected and relevant features were extracted. Then the differ-
ent combinations of sets of features were tested in a Random Forest
algorithm, and their impact on both accuracy and energy consump-
tion was recorded. In the results of the study it is clear that the fea-
ture set from the GPS sensor (FGps) is much more power demanding
that those of the accelerometer (FAc) and gyroscope (FGy). The re-
sults from the study can be seen in Figure 2.7, which is a direct excerpt
from the published article [20]. When only using the features from the
accelerometer and gyroscope the measured consumption is 56.1 mW,
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and when the set is expanded by adding the GPS features the con-
sumption increases to 533.4 mW. When adding the GPS features the
accuracy increases from 86.9% to 95.4%, but the difference in power
demand is substantial and highlights the recurring problem of balanc-
ing the trade-off between accuracy and resource consumption.

Figure 2.7: Accuracy by using different sensor data in a Random Forest
classifier, as presented by Bedogni et al. [20]

The next issue of power consumption is how to adjust the frequency
by which the sensor data is collected. As the rate by which the data
is sampled affects the extent to which the sensors are used this is di-
rectly connected both to the accuracy and the power consumption. A
higher frequency results in more samples, which leads to a greater de-
gree of details in the raw data. In a study by Shafique and Hato [29]
they concluded that decreasing the frequency has a direct correlation
to decreased accuracy. However, when the frequency is decreased a
positive side-effect is that the computation time also decreases, since
the number of instances that are collected drops. In a paper from 2012
Bedogni et al. [30] recorded the energy consumption of their applica-
tion used for data collection in a range of sampling frequencies. The
recorded results can be seen in Figure 2.8, where the sampling appli-
cation was run with frequencies ranging from 0.01Hz to 10Hz and the
energy consumption was recorded in mA per minutes. From these
results it is also clear how the sampling rate can affect the resource
efficiency of the application, therefore the frequency must be selected
with care to balance the accuracy and the energy consumption.

2.5.2 Memory consumption
Another aspect to consider in the discussion on resource consumption
is the classifier’s impact on the memory of the smartphone. Few previ-
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Figure 2.8: Impact of sampling frequency on energy consumption, as
presented by Bedogni et al. [30].

ous studies have recorded both the energy and memory consumption
for the classifier used, but in 2016 Fang et al. [21] compared three ma-
chine learning algorithms using features extracted from the accelerom-
eter, gyroscope and magnetometer. The study used a large dataset that
consisted of 8311 hours of raw data, that was used to classify 5 vehic-
ular transportation modes (high-speed rail, metro, bus, car, and train).
For each transportation mode 90 000 feature vectors were extracted
and used in training the three machine learning algorithms. The study
focused on evaluating the differences in both accuracy and resource
consumption when testing both the set of traditional features, as listed
in Section 2.3.3, and a newly derived set of 14 features. Therefore this
study also provide guidance in how the number of features used affect
the model size of the classifier. In this paper the decision tree had the
smallest model size of 28 KB with the 7 traditional features, and 40 MB
with the proposed 14 features. The K-nearest neighbor (KNN) method
had the largest model by far. When testing the KNN with 7 traditional
features the size was 25 732 KB, and when using the set of 14 features
the recorded size was 106 300 KB. The mode prediction time also var-
ied greatly between the models, as it only took 0.69 microseconds for
the Decision Tree, but 9715.8 microseconds for the SVM when both
were tested with the set of 14 features.
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2.5.3 Quality data
A problem in transportation mode recognition is the lack of large datasets
of high quality. As discussed by Zhou et al. [13] it is difficult to obtain
large datasets that are diverse and have accurate truth labels. Since
correct labels are necessary for training a reliable model and being able
to perform adequate testing. In many previous studies the data is col-
lected by distributing a smartphone application to a group of people,
who then use it to manually log their trips. But since this method
leaves a lot of room for human error it requires the group of partici-
pants to be trained in how to collect the data. Therefore the labeling
of the data often becomes a bottleneck in the data collection process,
since it requires a lot of resources to ensure the quality of the data when
collected from a larger group of participants.

In studies with a small number of participants it is difficult to val-
idate the results and the claimed accuracy, since there is a risk of very
small variance between training and testing data. As claimed by Zhou
et al. [13] the direct consequence is that the resulting accuracy can
be overestimated. Moreover, one can prevent over-fitting in the clas-
sification when the data set used for training is large and diverse,
therby making the model evaluation more convincing. Many previous
studies have collected data from a very small number of participants,
which can be seen in Table 2.2.

Group Sensor type Data size Participants Accuracy
Bedogni et al. [30] Acc + Gyro 6 hours - 97.7%
Bedogni et al. [20] Acc + Ori + GPS 45 hours 8 95.4%

Hemminki et al. [11] Acc + Gyro + GPS 150 hours 16 80.8%
Lorintiu and Vassilev [8] Acc + Mag + GPS 180 hours 22 96.0%

Su et al. [28] Acc + Grav + Gyro + Mag + Baro 3.26 hours 5 97.1%
Shafique and Hato [29] Acc + Gyro + GPS 203 hours 50 99.7%

Wang et al. [16] Acc 12 hours 7 70.0%
Yu et al. [12] Acc + Gyro 8311 hours 224 92.5%

Table 2.2: Summary of data collecetd by smartphones in previous stud-
ies. The sensors denoted are accelerometer (Acc), gyroscope (Gyro),
orientation (Ori), barometer (Baro), magnetometer (Mag), gravity
(Grav), and GPS.

From the overview of previous studies it is clear that most of them
used data from a very small number of participants. The exception is
Yu et al. [12] who gathered a very large amount of data from a pool
of participants. Moreover, they also ensured that the participants suf-



28 CHAPTER 2. BACKGROUND

ficiently covered different genders, builds and ages, thereby ensuring
that the dataset is diverse and not influenced by travel patterns of a
homogeneous group or individuals.

2.6 Previous studies on resource efficiency

Few studies on transportation mode recognition have considered the
resource efficiency of the proposed solutions. Instead the focus has
been to improve the accuracy, therefore a wide variety of feature sets
have been considered in combination with different machine learning
algorithms. There are however a small number of studies that explic-
itly evaluated the resource consumption of the developed solution.

In the paper by Yu et al. [12] a low-energy transport mode detector
was presented. They proposed a hardware-software co-designed clas-
sifier to recognize a smartphone user’s transport mode, and by the use
of a sensor-hub the power consumption was reduced by 99% while
still maintaining a 92.5% accuracy for detecting five transportation
modes (still, walk, run, bike, and vehicle). The data used in the study
consisted of 10 different transportation modes, but instead of evalu-
ating the high-level recognition between motorcycle, car, bus, metro,
train and high-speed rail, these five modes were combined in a “vehi-
cle” mode. Still, the paper contributed valuable insights on strategies
for reducing power consumption by thorough evaluation of computa-
tional complexity for classifiers and different methods for feature se-
lection. In this study they also noted that the gyroscope stood for ap-
proximately 75% of the total power consumption. Therefore they ex-
plored a virtual gyroscope solution, where the gyroscope values were
simulated by combining data from the accelerometer and the gyro-
scope. By using data from more low-power sensors they could achieve
the same mode prediction accuracy as when using the physical gyro-
scope, but with a reduced power consumption. The results used to
compare the data from the physical gyroscope with the virtual one
can be seen in Figure 2.9.

Another paper which addresses the issues of resource consump-
tion for transportation mode detection was published by Han et al.
[1], who proposed a lightweight hierarchical framework in a paper
from 2014. The aim of the study was to develop a solution that takes
the complexity of the classification model into account to reduce the



CHAPTER 2. BACKGROUND 29

Figure 2.9: Comparison of the mean and standard deviation in each
window from the physical gyroscope and the virtual gyroscope ex-
plored in the study by Yu et al. [12].

memory consumption. The proposed framework used an adapted ver-
sion of the Naive Bayes classifier together with an heuristic approach
to reduce memory usage and processing frequency. This framework
successfully classified five activities (standing, walking, sitting, jog-
ging and car driving) with an average accuracy of 89.9%, and in the
same paper a Hidden Markov Model methodology achieved an accu-
racy of 94.4% in an offline setting. However, the proposed framework
used less resources than the HMM, and therefore showed potential for
future applications of real-time transportation mode recognition with
further optimizations.

In 2016 Fang et al. [21] performed a study where the aim was “to se-
lect and combine useful features from existing works under the power
and dimension constraints for both transportation and vehicular mode
classification tasks”. In this paper the authors studied how the choice
of machine learning method and set of features affected the classifica-
tion performance in terms of accuracy, computation time, and model
size. Three different machine learning methods, namely decision trees,
K-nearest neighbor and support vector machines were used for classi-
fication. When classifying five different transportation modes (still,
walk, run, bike, and vehicle) the best performing classifier in terms of
accuracy was the support vector machine, which had an average ac-
curacy of 86.94%. However, when the same classifier was used to clas-
sify five different vehicular modes (high-speed rail, metro, bus, car,
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and train) the average accuracy dropped to 78.59%. The results are
consistent for all classifiers and Fang et al. [21] conclude that classify-
ing vehicular mode is difficult since the behaviors of the car-bus, and
train-metro are very similar. This is one of the first studies to report
both the prediction time and the model size of the different classifiers
used. Therefore it is interesting to note that for vehicular transporta-
tion mode recognition the best performing classifier was the K-nearest
neighbor, with an accuracy of 83.57%. However, this method had the
largest model size measuring up to 106 300 KB, but the prediction time
remained was low as 9 550 microseconds. On the other hand, the SVM
had the longest prediction time with 19 550 microseconds and a model
size of 85 800 KM, resulting in an accuracy of 78.59%.

As explained in Section 2.4 [20] developed a cascading technique
with the aim of reducing the overall computational workload for clas-
sification, thereby potentially also reducing the resources needed for
classification. In their study the proposed multi-learner cascading tech-
nique was compared to other multi-learner techniques, such as boost-
ing, voting, stacking and bagging. The accuracy of all techniques were
measured together with the time needed to train and test the model.
The results showed that the developed method where a confidence
threshold was introduced to decide the number of machine learning
algorithms used was very efficient in terms of resource consumption.
Their technique showed the highest accuracy among the multi-learner
techniques, while also providing the shortest time for model training
and testing.

2.6.1 Prediction time as measure for resource
consumption

When reviewing the results presented in this section one should note
that the classification time that was used as a measure by Bedogni et al.
[20] and Fang et al. [21] is not necessarily in a direct correlation to the
power needed to perform the classification, since the complexity of the
model can result in a higher energy consumption. Yet, as also seen it
is a common measure used to indicate resource efficiency, and during
the pilot studies conducted for this thesis no studies have been iden-
tified where both the prediction time and energy consumption have
been measured. Therefore it is difficult to establish to what degree this
measure is reliable for estimating the physical energy consumption.
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Methods

In this chapter the method for this thesis is described and justified. The
aim is to provide the reader with a clear understanding of why certain
choices was made and how these choices are related to the theories
and challenges described in Chapter 2. Therefore this chapter presents
which sensors to use, which features to be extracted from the sensor
data, which machine learning models to use and where heuristics can
be applied to create a resource efficient system. This chapter describes
both the proposed classification system and how this system can be
deployed in an Android application.

3.1 Choice of sensors

The aim of this thesis is to obtain a competitive classification accuracy
using resource efficient methods. As has been shown in previous stud-
ies the choice of sensors is fundamental in order to ensure low power
consumption when the solution depends on continuous sensing. The
accelerometer, gyroscope and magnetometer are all considered low-
power sensors and have showed potential for vehicular transportation
mode recognition in the study by Fang et al. [21]. The accelerometer
and gyroscope have also been used by Bedogni et al. [20] to reduce
the power consumption in a random forest classifier. Moreover, these
sensors have the benefit of working in an offline setting, meaning that
a solution independent of network connections can be developed.
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3.2 Database

In classification problems it is vital to have a good dataset for the
results to be convincing and reliable. Since this thesis is conducted
over one academic semester it is not within the scope of the project to
gather a substantial amount of data. Therefore datasets used in previ-
ous studies were examined, and the dataset used in 2014 by Yu et al.
[12] was deemed the most suitable for this thesis.

3.2.1 Dataset from HTC Research
The data used in this study is provided by HTC Research, and was
originally collected for the study performed by Yu et al. [12] in 2014.
The database was chosen for its large number of vehicular modes and
its, in comparison to other databases, large amount of data. It also
had sensor data collected from three relatively low-power sensors,
whereby it was deemed suitable for developing a resource efficient
solution. The database contains the triaxial sensor recordings from the
accelerometer, gyroscope and magnetometer, collected from 224 par-
ticipants in Taiwan over a period of two years [12]. In their paper
from 2014 they state that the pool of participants sufficiently covered
different genders (40% female, 60% male), builds, and ages (20 to 63
years old). The original database holds approximately 8311 hours of
recorded sensor data, and amounts to 100GB. To collect the data Yu
et al. [12] implemented an Android application and used participatory
sensing, where the participants could register their transportation sta-
tus into ten modes: still, walk, run, bike, motorcycle, car, bus, subway,
train, and high speed rail. All triaxial readings were recorded with a
timestamp measured in nanoseconds.

3.2.2 Data used in this study
This study uses 20 GB of the original raw data, which HTC has made
available upon request for academic use. Since this thesis focuses on
vehicular transportation, the modes still, walk, and run are grouped in
a non-vehicular mode. Among the vehicular modes listed in Section
3.2.1, the modes motorcycle, car, bus, subway and train are used. The
modes high speed rail and bike were excluded in conformity with the
delimitation of the thesis discussed in Section 1.8. The distribution of
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Class Mode Hours of collected data

Vehicles

Bus 47.7
Car 144.3

Motorcycle 109.8
Subway 80.2

Train 53.5

Non-vehicles

Run 41.7
Walk 90.1
Still 99.8

Total: 667.1

Figure 3.1: The data distribution between different transportation
modes.

data over the different modes can be seen in Figure 3.1.

3.3 Feature analysis

This section describes the reasoning behind the feature extraction from
the perspective of resource consumption and reliability. The choices
behind the chosen window analysis are also discussed. The specific
features extracted are discussed in the context of the classification pro-
cess in Section 3.4.

3.3.1 Features independent of orientation
In order to create a robust solution that has the potential to be de-
ployed in a realistic environment the solution should not depend on
the orientation of the device, since a smartphone is carried in different
positions depending on the user. If the orientation of the device is not
reliable, then it is difficult to use the sensor data recorded along the
three axes individually. To overcome this issue many previous studies
[12, 20, 29] have used the magnitude of the sensor readings across the
three axes instead of treating the axial readings individually. Therefore
the magnitude is calculated by the following equation:

S
magnitude

=

q
S2
x

+ S2
y

+ S2
z

(3.1)

Where S
magnitude

denotes the recorded magnitude of the sensor S,
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and S
i

denotes the recorded sensor data along axis i as described in
Section 2.1.1. From the magnitude recorded at each timestep the fea-
tures used for classification can be extracted. This approach is used
for all sensors, and from inspecting the acceleration magnitude across
different transportation modes it is evident that some characteristic
features are inherited from the triaxial readings. In Appendix A.1 one
can see the resulting magnitude of acceleration during a randomly se-
lected 10 second period for all different transportation modes.

3.3.2 Window analysis
The magnitude data is gathered in windows for each sensor. There are
many different approaches for window analysis which have been ex-
plored in previous studies. In this thesis, the main questions to address
when choosing the appropriate window analysis are the following:

1. What is a suitable window size? I.e., how large should the win-
dow be to capture the distinctive features of the current trans-
portation mode, while still ensuring a good response rate and
resource efficiency.

2. To what degree is there a need for overlap between the windows
of analysis? I.e., is there valuable information in the overlaps
between two windows, and does this overlap decrease the noise
found in the data?

The window size is commonly measured in either the number of
data points or in the elapsed time. The difference being that when us-
ing the number of data points the data collected is always of a fixed
size, however when using time as a measurement it is ensured that
the data points are close to each other in the time dimension. In previ-
ous studies the window size has varied greatly, ranging from 256 data
points to 2048. Overall a too small window has the risk of increasing
the noise in the data sample, and to not capture the characteristic fea-
tures of the mode. On the other hand, with a large window the amount
of data to process for each classification task increases, and transitions
between different transportation modes would take more time to de-
tect.

Since we need to consider the response rate it is also necessary to
analyze the window size in combination with having an overlap be-
tween windows. A smaller window infers a shorter response time
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than a larger window, but the response time of a larger window can
be reduced by using overlapping windows. Since our sampling rate
is fixed to 30Hz, gathering 2048 data points in non-overlapping win-
dows would take over a minute. On the other hand, gathering 256
data points would take approximately 8.5 seconds. The time it takes to
gather the data is directly proportional to the response time, and since
this thesis is aimed towards interactive applications we want to keep
the response time to a minimum without compromising the accuracy.
Overlapping windows have the benefit of reducing the response time,
e.g. it only takes approximately 34 seconds to to gather 2048 instances
when using a 50% overlap. This method also increases the accuracy
for transitions between transportation modes, as the overall latency
in the classification system is reduced. However, the disadvantage is
that the amount of windows to process drastically increases, thereby
increasing the resource consumption.

Since this thesis aims to develop a classification system which can
be used in a realistic scenario the response time is crucial for creat-
ing a successful solution. Independent of the degree of overlap the
response time for the first data sample is equal to the window size,
and only subsequent data samples achieves a response time that is de-
creased by the overlap. The system proposed in this chapter explains
a hierarchical classification system where data is classified in three dif-
ferent levels. The consequence of using a hierarchical system is that
some data needs to be re-sampled when transitioning between certain
classification levels. Therefore, the window size has a strong influence
on the latency for the whole system. This question becomes a consid-
eration between window size and overlap, which in turn affects the
accuracy and the response time. Consequently this thesis evaluates
rather short windows to ensure a somewhat reasonable response time
under 20 seconds. In this thesis the windows tested are 5 seconds and
7.5 seconds long, and focuses on evaluating overlaps of 25%, 50%, and
75%. At 30 Hz one can sample 150 data points during 5 seconds, and
225 data points in 7.5 seconds. In this evaluation both the accuracy,
latency and power consumption is analyzed.

3.3.3 Resource efficient feature extraction
Regardless of which features to extract, they need to be extracted and
calculated from the magnitude of the sensor recordings. In order to
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reduce both power and memory consumption only time domain fea-
tures are used in the classification. Time domain features have shown
to give good results in terms of accuracy [20, 30, 31]. Moreover they are
also more resource efficient since, as stated by Otebolaku and Andrade
[10], they can be computed with minimal memory and computational
requirements when comparing to frequency domain features such as
the Discrete Fourier Transform (DFT).

3.4 Hierarchical classification

This thesis evaluates a hierarchical classification method, derived to
reduce resource consumption and efficiently differentiate between ve-
hicular classification modes. Hierarchical classification systems have
been proposed in previous studies [1, 11, 12, 13, 28], with the main
benefit being that different sensors can be used during certain stages
of the classification process. By choosing the sensors and the features
extracted with care, the aim is to achieve a vehicle transportation mode
recognizer that uses such a small amount of power that it can run on
a smartphone throughout a day. The classification method used for
this thesis divides the classification process into three different levels,
and only applying the more resource consuming sensors and classi-
fiers when the classification task is considered intricate and complex.
An overview of the hierarchical system can be viewed in Figure 3.2,
which is explained in more detail in the following subsections.

The following paragraphs describe the different classification lev-
els of the proposed system, as well as the motivation for dividing the
classification and which sensors are used at classification step. The
features extracted from each sensor is discussed in Section 3.3.

3.4.1 Level 1
The purpose of the level 1 classification is to differentiate between ve-
hicular and non-vehicular modes. This type of hierarchical step was
used in a previous study by [28], where only features from the ac-
celerometer was used to achieve an accuracy of nearly 100% using
a rule-based classifier. Another example can be found in the study
by Zhou et al. [13], where three features were extracted from the ac-
celerometer to perform a vehicle-or-not classification with an accuracy
of 92%. The accuracy achieved at this level is crucial for the overall
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Figure 3.2: Illustration of the proposed hierarchical classification sys-
tem.
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performance of the system, since the classification error propagates to
the subsequent levels.

Feature extraction

Because of the results from these previous studies, in combination
with the distinctive patterns of acceleration magnitude, as can be seen
in Appendix A.1, only features extracted from the accelerometer are
used. From these studies the standard deviation, average speed and
maximum values across the window analyzed have been proven suc-
cessful in distinguishing between the two modes. Therefore the fea-
tures extracted from each window of acceleration magnitude record-
ings are the maximum value, the minimum value, the average value
and the standard deviation.

Rule based decisions

This is the classification step that occurs the most number of times in
the system, therefore it is of interest to see if we can introduce a rule
based step to filter out instances as vehicle or non-vehicle by directly
inspecting the feature data. In a previous study by Yu et al. [12] they
introduced a rule based step in which all instances with an accelerom-
eter standard deviation less than 0.06 were classified as Still, which
would be equal to non-vehicle in this study. Therefore this threshold
value is tested and evaluated.

Machine learning algorithm

For this classification task the Naive Bayes algorithm is used, as pre-
vious studies support the theory that this classification task is simple
in the context of vehicular transportation recognition. The aim with
using the Naive Bayes is to obtain a smaller computational overhead,
which is beneficial when considering that this classification level is the
one repeatedly used in the continuous sensing apparatus. However,
should the experiments indicate that the error rate is too high a tree
based classifier will be considered instead.

Resulting classification

If an instance is classified as non-vehicular the classification process
ends here and the system starts a new classification attempt by gather-
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ing new data from the accelerometer. On the other hand, if the instance
is classified as vehicular it continues to be processed at level 2.

3.4.2 Level 2
This level uses a binary classifier that takes the instances classified as
vehicular from Level 1, and classifies these as wheel transportation or rail
transportation. The transportation modes bus, car, and motorcycle are
grouped in the first category, while subway and train are grouped in
the second category. This is based on the assumption that there are
more similarities between the vehicles belonging to the same category
than with those belonging to the other category, an assumption which
is supported by examining the classification results found in the con-
fusion matrices from the study by Fang et al. [21].

Feature extraction

When reviewing the results of the study performed by Yu et al. [12] it
is apparent that the standard deviation of the magnetometer is signifi-
cantly higher for the subway mode when comparing to other vehicular
modes. This has also been verified by plotting the standard deviation
of the different vehicular modes, which can be seen in Figure 3.3.

Moreover, in a paper from 2016 Lorintiu and Vassilev [8] stated that
the magnetometer is especially useful for classifying transportation
modes such as train and tram as these cause significant magnetic dis-
turbances. Since the magnetometer is a low-power sensor additional
features are extracted from the magnetometer magnitude data, in or-
der to improve the classification accuracy. The gyroscope is not used
at this point, as an attempt to reduce both the power consumption and
the model size of the classifier. Instead, features extracted from the
magnetometer are the maximum value, the minimum value, the av-
erage value and the standard deviation. These features all belong to
the time domain and show potential in discriminating between vehic-
ular modes when used in combination with the previously extracted
features from the accelerometer. This can be seen when performing a
pairwise comparison between the accelerometer features and the mag-
netometer features in Appendix A.2, where the accelerometer features
have a stronger discriminative function.
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Figure 3.3: Visualization of the standard deviation of magnetometer
magnitudes for five vehicular modes. The x-axis marks the vehicle
modes (0: bus, 1: car, 2: motorcycle, 3: subway, 4: train). Mode 0-2
(in blue) belong to the wheel transportation group and mode 3-4 (in red)
belong to the rail transportation.

Machine learning algorithm

At this classification level a decision tree is used, as there is a risk
that the data set used for training has a skewed distribution as a re-
sult of one group containing three modes, and one group containing
two modes. More specifically, a pruned decision tree is used. This
means that after the decision tree has been generated the algorithm
prunes the tree by attempting to remove branches that do not help
the decision process, and replacing these with leaf nodes. When us-
ing a pruned tree the risk of overfitting the data is reduced, and the
complexity of the model is decreased. Reducing the complexity of the
model is especially beneficial considering that this classifier processes
a large amount of training data, in order to ensure that a large enough
amount can be passed on to the last classification level.

Resulting classification

Depending on whether the instance is classified as belonging to the
wheel or rail category it is sent to different classifiers. Therefore no pre-
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diction is generated at this level of the classification, instead its pur-
pose is to enable for specialized classifiers to be deployed in layer 3.

3.4.3 Level 3
This level uses two different classifiers, namely one to classify the in-
stances in the wheel category and one to classify the instances in the
rail category. Two different classifiers are used based on the assump-
tion that it is more difficult to classify the different vehicles belonging
to the wheel category, and therefore this classification process might
benefit from a more resource heavy classifier. On the other hand the
rail category only consists of two vehicles, whereby a simpler binary
classifier could be used.

Feature extraction for wheel transportation

A previous studies has combined features from the accelerometer and
gyroscope to successfully distinguish between cars and buses [20]. At
this level features from the gyroscope are only used to classify the
wheeled vehicles. Moreover, distinguishing between these two modes
is considered difficult, as they share many similar components and
movement patterns. Therefore additional features from the gyroscope
can be very useful in order to ensure a good level of classification ac-
curacy. However, the gyroscope consumes a lot of power when com-
paring to the accelerometer or magnetometer. Therefore a virtual gy-
roscope, similar to the one proposed by Yu et al. [12], is implemented
to instead use the previously collected raw data from the accelerome-
ter and magnetometer. From the simulated gyroscope adapted to our
window analysis four time domain features are extracted, namely the
maximum value, the minimum value, the average value and the stan-
dard deviation.

Feature extraction for rail transportation

Since this is a binary classification problem and the subway mode has
a significantly higher standard deviation in the magnetometer read-
ings, only the features previously extracted from the accelerometer
and magnetometer are used.
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Rule based decisions

For the rail transportation classification the potential of using a rule
based decision to filter out instances with high values of magnetome-
ter standard deviation is explored. As can be seen in Figure 3.3 there
is a clear difference in standard deviation for the subway and train.
Therefore the aim is to identify a threshold value that classifies sub-
way instances with an accuracy greater than 90%, based on the stan-
dard deviation of the magnetometer sensor data. If the instance does
not reach above the threshold value it is passed on to a machine learn-
ing algorithm for classification.

For the wheel transportation classification the potential of using
a rule based decision to filter out instances based on the minimum
gyroscope values is explored. From inspecting a set of sample data
for the different wheel modes it appears as if many bus instances has
a very high value for the minimum gyroscope feature, meaning that
they can be filtered out before performing a classification using a ma-
chine learning model.

Machine learning algorithm

For both the wheel instances a random forest algorithm is used, and for
the rail instances a pruned decision tree is used. The main advantage
of splitting the classification into these two groups is that it is possible
to deploy a more resource heavy random forest model for the wheeled
transportation group, since the larger feature set requires both more
computation time and also more memory resources. Previous studies
have indicated that classifying rail instances is a simpler classification
task, therefore a more lightweight machine learning algorithms can be
used.

Resulting classification

From this classification step the instances have a predicted vehicular
label. Depending on whether it was misclassified in level 2 that error
propagates to this classification, however the aim of the system de-
sign is to allocate the computational resources to yield a good level of
accuracy, preferably over 85% for all vehicular modes to ensure that
the results are competitive against previous studies. Once an instance
has been classified the system repeats from level 1, in order to capture
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transitions between transportation modes as well.

3.5 Implementation

This section provides an overview of the implementation details for
this thesis, and introduces the library that provides the machine learn-
ing algorithms. This section presents the virtual gyroscope solution
in more detail, and explains how the classification system is imple-
mented in an Android application.

3.5.1 Waikato Environment for Knowledge Analysis
(WEKA)

WEKA [32] is an open source library of machine learning algorithms
and data mining tools, developed at the University of Waikato, New
Zealand. The software is written in Java and can be used both as an
external library in Java applications or through a desktop application
that provides a graphical user interface for performing classification
tasks. It offers a wide range of machine learning algorithms, which can
be used in combination with data pre-processing filters and evaluation
tools. Because of the increased interest of applying machine learning
in mobile applications there are many examples of when WEKA has
been used in Android applications. WEKA has also been used in many
studies on transportation mode recognition [8, 10, 12, 16, 19, 20, 33,
34, 35, 36]. WEKA is used in this thesis to perform classification and
evaluation tasks. In order to implement the system as described in
Section 3.4 different filters and tools from the WEKA 3 toolkit is used.

3.5.2 Virtual gyroscope
The virtual gyroscope implementation is based on the model pub-
lished by Mike-Stanley [37], who also happens to be the author refer-
enced in the description of the virtual gyroscope solution proposed by
Yu et al. [12]. From Section 2.1.1 we know that the gyroscope indirectly
measures the orientation of the device, and it does so by integrating
the angular rate over time. The angular rate is essentially a measure
of the change in orientation per unit time. A virtual gyroscope can be
created by using the values recorded by the accelerometer and mag-
netometer. By first computing the gravitational force on the device us-
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ing the accelerometer, we can use the gravitational force together with
the magnetometer values to compute the orientation. This is done by
computing the rotation matrix that, based on the gravitational force
and geomagnetic values, transforms a vector from the device coordi-
nate system to the world’s coordinate system. Once we have a known
orientation the angular rate can be computed by the following equa-
tion:
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orientation, we can use the method proposed by Mike-Stanley [37]:
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Where �t is the difference in time between t and t + 1. I is a 3 ⇥ 3

identity matrix.

3.5.3 Classification system and the Android
application

The classification system is implemented in Java, based on the WEKA
framework. This classification system is tested independently of the
android classification and use the data described in Section 3.2.1 for
testing and validation purposes. When the classification system has
been built and verified in a Java program the trained models are loaded
to an Android application where the classification system is imple-
mented. In the Android application the sensor data is collected from
the accelerometer and magnetometer as modelled in Section 3.4, and
the gyroscope data is simulated using the implementation described in
the previous paragraph. In order to mimic the data from the database
described in Section 3.2.1, the sampling rate is set to 30Hz in order for
the application to function under the same conditions as the classifica-
tion system. Then the Android application gathers sensor data, gener-
ates the classification features and performs the classification task.
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Evaluation

This chapter defines how the evaluation of the thesis is performed,
with the intent of providing the reader with an overview of the re-
sults that are recorded. The evaluation considers both accuracy and
resource consumption, and defines by which metrics these results will
be evaluated.

4.1 Evaluation of classification accuracy

The classification accuracy of the proposed system is validated using
10-fold cross validation. The dataset used for validation consists of
15 000 feature vectors extracted from each mode. Since the database
lacks the information needed to create simulated gyroscope values the
actual gyroscope readings are used. The virtual gyroscope deployed
in the Android application is instead tested individually, in order to
evaluate its performance in terms of accuracy, thereby making it pos-
sible to reflect on how its usage might affect the overall accuracy of the
classification system. A confusion matrix for the system as a whole is
presented to illustrate where classification errors are made. Moreover,
the overall performance evaluation of each classifier includes the ac-
curacy, the true positive rate, the false positive rate, and the precision,
as defined in Section 2.3.1, generated by testing each classifier with
different windows of analysis.
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4.1.1 Evaluation of the virtual gyroscope
To our best knowledge there is no standard measure used for quan-
tifying the performance of the virtual gyroscope in terms of accuracy.
That said, the approach used in this thesis is to compare the similar-
ity between the two curves created when the virtual gyroscope values
are plotted in the same time frame as the real gyroscope values. As
an indication a visual examination is performed by plotting the gen-
erated triaxial values as well as the resulting magnitude. Moreover, in
an attempt to quantify the error in the virtual gyroscope the absolute
value of the difference in magnitude between the virtual and the real
gyroscope is measured and integrated over time. The integral is then
divided by time to give the average difference. This is not an exact
measure of the error introduced by using a virtual gyroscope, but it
can provide indication as to how similar the two curves are and how
big the error is on a scale.

4.2 Evaluation of resource consumption

When the classification system is deployed in the Android application
the memory requirements of each classification model is evaluated and
the results recorded. The power consumption is not trivial to measure,
and there are a number of possible tools to use for profiling the re-
source consumption of an app. Hardware based solutions such as the
Monsoon Power monitor has the limitation that the smartphone needs to
be connected to a computer during profiling, which makes it difficult
to gather data when the application is tested in different transporta-
tion modes. Therefore a software solution is more appropriate and
PowerTutor, Battery Historian 2.0 and Trepn profiler were all considered.
PowerTutor has been used in a previous study by Bedogni et al. [20],
however, as stated by Chung et al. [38] it is not updated any more and
cannot properly support Android 5.0 or higher. Battery Historian 2.0
is developed by Google, but is impractical for use in this thesis as it
cannot measure power consumption in real time and needs to be con-
nected to a computer [38]. Trepn profiler was released in 2013 but was
recently updated in November 2016. In a paper from 2016 Biswas and
Fujimoto [39] state that previous studies have indicated that it can be
as accurate as methods using the Monsoon Power Monitor. This in
combination with its ability to measure both the power and CPU load
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made it a good choice for this thesis. Trepn profiler has also been used
in other studies in the field of activity recongition [40, 41], therefore
the Trepn profiler is used for all resource consumption tests.

4.2.1 Benchmarking application
In terms of evaluating both accuracy and resource consumption, it is
difficult to compare results from this study with those recorded on
studies where different sensors were used and the amount of data
largely differs. Therefore a benchmarking application has been cre-
ated for the purpose of showing how a non-hierarchical classification
system performs on the same data. In other words, a second android
application has been developed in which a pruned decision tree model
is used to classify all transportation modes in one step. The bench-
marking application uses the same feature set as the proposed system,
with the exception that it uses the features from all sensors in the sin-
gle classification step. The benchmarking application is tested using
the same windows for analysis as those deemed to yield the highest
accuracy in Section 5.1.1.
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Results

This chapter presents the results and findings from the thesis. First the
classification results are presented, then the results related to resource
consumption are presented.

5.1 Classification results

This section presents the results for both the system as a whole and for
the three individual classification levels. The metrics used are accu-
racy, true positive rate, false positive rate and precision. The aim with
presenting the data with this level of detail is to make it possible to
analyze the results and identify which choices in the implementation
that proved successful, and where key issues for future research can
be identified. Moreover, the granularity of the analysis also makes it
possible to see how potential errors propagate through the system.

5.1.1 Accuracy for the system as a whole
To find the best possible window of analysis all different combinations
where tested in the classification system as proposed in Figure 3.2. As
previously explained, the proposed system has outlined rule-based
classification steps that need to be tuned for the tested data. There-
fore the comparison study between the different windows of analy-
sis was carried out without the rule-based steps shown in Figure 3.2.
This allowed for us to identify the window of analysis that resulted in
the best possible accuracy for the system as a whole. When this win-
dow had been identified the rule-based steps could be introduced and
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tuned for the data. The results for all windows of analysis without the
rule-based steps can be seen in Figure 5.1. As a point of reference the
accuracy for the benchmarking application, discussed in Section 4.2.1,
can be found in Figure 5.2.

Figure 5.1: Graph showing the classification accuracy using different
windows for analysis for the whole system proposed in this thesis.

Figure 5.2: Graph showing the classification accuracy using different
windows for analysis for the benchmarking application.

Both the total accuracy and the vehicular accuracy was evaluated,
and the best results were obtained when running the classification
with windows of size 5 seconds with 75% overlap or 7.5 seconds with
75% overlap. Using these windows the rule-based steps were intro-
duced to the classification system and the threshold values were tuned
to the following:

• The rule based step in level 1 uses a threshold value for the stan-
dard deviation of the accelerometer magnitude equal to 5.2. In-
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stances with a value greater than 5.2 are classified as non-vehicle,
others proceed to be classified by the machine learning model.

• The rule based step in level 3a uses a threshold value for the min-
imum gyroscope magnitude equal to 1. Instances with a value
greater than 1 are classified as bus, others proceed to be classi-
fied by the machine learning model.

• The rule based step in level 3b uses a threshold value for the
standard deviation of the magnetometer magnitude equal to 110.
A smaller value resulted in misclassified train instances and a
higher value resulted in the rule not being used sufficiently. In-
stances with a value greater than 110 are classified as subway,
others proceed to be classified by the machine learning model.

The 5 second window with 75% overlap achieved a total classifi-
cation accuracy of 82.7%, and a vehicular accuracy of 84.9%. The 7.5
second window with 75% overlap achieved a total classification accu-
racy of 81.6% and a vehicular classification accuracy of 84.9%. To see
where the most errors were made one can study the confusion matri-
ces in more detail, see Figure 5.3 and Figure 5.4

Figure 5.3: Confusion matrix from running the classification through
the whole system using a window of size 5 seconds and 75% overlap.

Figure 5.4: Confusion matrix from running the classification through
the whole system using a window of size 7.5 seconds and 75% overlap.
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Since the 5 second window both showed the best vehicular accu-
racy and has the shortest response time the results have been further
analyzed in Figure 5.5, where one can see how the global and condi-
tional accuracy reflects throughout the different classification levels.
The global accuracy denotes the accuracy in relation to the total num-
ber of instances belonging to modes that are classified at the current
level. The conditional accuracy denotes the accuracy in relation to
the instances that were correctly classified on the previous level, and
thereby entered the current level. At level 1 all modes are considered,
at level 2 all vehicular modes are considered, at level 3a all wheel-
modes are considered, and at level 3b all rail-modes are considered.

Figure 5.5: Illustration of the how the accuracy and accumulated error
propagates through the system when using a window of size 5 seconds
and 75% overlap.



52 CHAPTER 5. RESULTS

5.1.2 Build time and classification time
This part aims to provide insights on how the classification time for
a single instance differs depending on which model is used. Figure
5.6 illustrates how both the building time and classification time is af-
fected by using a more resource heavy classifier, as can be seen when
examining the results for level 3a. In this table the build time for the
model at level 3a is very similar to the building time for the model at
level 1, even if the amount of data used to build the model at level 3a
is only 37.5% of the data used for building the model at level 1. We can
clearly see that the more resource heavy random forest algorithm has
an effect on the building time, and the classification time is drastically
longer when comparing to the classification time for all other levels.

Figure 5.6: A table showing the build time and classification time us-
ing different windows for analysis on the three classification levels.
For building the models 108 000 instances were used at level 1, 67 500
instances were used at level 2, 40 500 instances were used at level 3a,
and 27 000 instances were used at level 3b. The classification time is
the average time used to classify a single instance.
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5.1.3 Classification in level 1
In this level the initial aim was to use the Naive Bayes algorithm. How-
ever, as can be seen in Figure 5.7 the error rate for the non-vehicle in-
stances was too high. The Naive Bayes algorithm showed great results
in accuracy for the vehicle instances, but non-vehicle instances were
incorrectly classified 50% of the time or more.

Figure 5.7: Graph showing the classification accuracy using different
windows for analysis in level 1 using the Naive Bayes algorithm.

Therefore a pruned decision tree called J48 from the WEKA library
was used with default settings to classify instances as belonging to the
vehicle class or the non-vehicle class. The diagram in Figure 5.8 illus-
trate how the classification accuracy changes depending on the differ-
ent windows of analysis used in testing. The total accuracy for the 5
second 75% overlap window is equal to 89.3%, and the total accuracy
for the 7.5 second 75% overlap window is equal to 88.4%. Figure 5.9
illustrate how the true positive rate, the false positive rate, and the
precision of the classifier is affected by the choice of window.
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Figure 5.8: Graph showing the classification accuracy using different
windows for analysis in level 1 using the pruned decision tree.

Figure 5.9: A table showing the classification results using different
windows for analysis in level 1.
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5.1.4 Classification in level 2
In this level the pruned decision tree called J48 from the WEKA library
was used with default settings to the wheel class or the rail class. In
this classification analysis the decision tree model has been tested with
the assumption that the instances have been correctly classified in the
previous step, i.e. in level 1. The diagram in Figure 5.10 illustrate how
the classification accuracy changes depending on the different win-
dows of analysis used in testing. The total accuracy for the 5 second
75% overlap window is equal to 94.1%, and the total accuracy for the
7.5 second 75% overlap window is equal to 93.5%. Figure 5.11 illus-
trates how the true positive rate, the false positive rate, and the preci-
sion of the classifier is affected by the choice of window.

Figure 5.10: Graph showing the classification accuracy using different
windows for analysis in level 2.

Figure 5.11: A table showing the classification results using different
windows for analysis in level 2.
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5.1.5 Classification in level 3a
In this level the random forest from the WEKA library was used with
deafault settings to classify instances as belonging to three different
modes: bus, car and motorcycle. In this classification analysis the ran-
dom forest model has been tested with the assumption that the in-
stances have been correctly classified in the previous step, i.e. in level
2. The diagram in Figure 5.12 illustrate how the classification accuracy
changes depending on the different windows of analysis used in test-
ing. The total accuracy for the 5 second 75% overlap window is equal
to 95.2%, and the total accuracy for the 7.5 second 75% overlap win-
dow is equal to 94.6%. Figure 5.13 illustrate how the true positive rate,
the false positive rate, and the precision of the classifier is affected by
the choice of window.

Figure 5.12: Graph showing the classification accuracy using different
windows for analysis in level 3a.
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Figure 5.13: A table showing the classification results using different
windows for analysis in level 3a.

5.1.6 Classification in level 3b
In this level the pruned decision tree called J48 from the WEKA library
was used with default settings to classify instances as belonging to two
different modes: subway and train. In this classification analysis the
decision tree model has been tested with the assumption that the in-
stances have been correctly classified in the previous step, i.e. in level
2. The diagram in Figure 5.14 illustrate how the classification accuracy
changes depending on the different windows of analysis used in test-
ing. The total accuracy for the 5 second 75% overlap window is equal
to 94.3%, and the total accuracy for the 7.5 second 75% overlap win-
dow is equal to 94.9%. Figure 5.15 illustrate how the true positive rate,
the false positive rate, and the precision of the classifier is affected by
the choice of window.

Figure 5.14: Graph showing the classification accuracy using different
windows for analysis in level 3b.
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Figure 5.15: A table showing the classification results using different
windows for analysis in level 3b.

5.2 Resource consumption

This section presents the measured power consumption in mW and
the CPU load for the system as a whole. Moreover, the model size
for all individual machine learning models is presented. The power
consumption and CPU load has been measured using the Android ap-
plication Trepn Profiler. The resource consumption tests were run on a
Sony Xperia Z3 equipped with Android 6.0.1, which is listed as a com-
patible device for the profiler. Before the testing was carried out the
overall system consumption was profiled during a 30 second baselin-
ing period in order to obtain reliable results for when the application
produced in this thesis was targeted. Then the delta of the resource
consumption could be measured against the baseline, thereby reduc-
ing noise from the rest of the system. The Trepn profiler application
also had a setting which allowed for the application to acquire a wake-
lock while profiling, which prevented the CPU and screen from sleep-
ing. However, the screen was manually turned off in order to model
the most realistic scenario possible. Since the time for collecting results
during this thesis was limited only 5 hours of resource consumption
data was collected for each window of analysis. During this time the
profiling interval was set to 100 ms.

Four different combinations of windows were tested in order to
provide an insight to how the choice of window size and overlap af-
fects resource consumption. Therefore the 5 second and 7.5 second
windows were tested with 50% and 75% overlap. The results for the
power consumption and the CPU load can be compared in Figure 5.16
and 5.17. The graphs also show the results for the benchmarking ap-
plication discussed in Section 4.2.1. The response time of the system
for the 5 second 50% overlap and 7.5 second 50% overlap windows is
10 seconds and 15 seconds respectively. For the 75% overlap using a 5
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second or 7.5 second window size the response time is 7.5 seconds or
11.25 seconds respectively.

Figure 5.16: Graph showing the average power consumption using
different windows for analysis for both the proposed system and a
benchmarking application.

Figure 5.17: Graph showing the average CPU load using different win-
dows for analysis for both the proposed system and a benchmarking
application.

In Figure 5.18 one can see how much time was spent at each level
during profiling. Because the application was tested in the everyday
life of a single user specific transportation modes have not been tar-
geted, instead the application has been running in the background
and followed the user in everyday activities during the thesis project.
Figure 5.19 presents the model sizes for all machine learning models,
including the benchmarking model as a point of reference.
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Figure 5.18: Graph showing where the time was spent during resource
profiling using different windows for analysis for the proposed sys-
tem.

Figure 5.19: Graph showing the model size for the different machine
learning models used in different levels of the classification system.
As a reference point the model size of the benchmarking model is also
presented.
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5.2.1 Virtual gyroscope
The virtual gyroscope was implemented and tested by both comparing
the resulting magnitude values graphically and by numeric analysis.
In Figure 5.20 one can see how the virtual gyroscope readings mimic
the real gyroscope readings fairly well in the graph showing the mag-
nitude. It also appears that the virtual gyroscope works reasonably
well in the individual readings along the X- and Y-axes, however a
significant amount of noise is present along the Z-axis where the vir-
tual gyroscope appear to be very sensitive. A typical case where such
a disturbance in the virtual gyroscope could take place can be seen in
Figure 5.20, where at approximately 8.5 seconds the virtual gyroscope
magnitude has a peak. In this case specifically it is apparent that the
disturbance was caused by noise along the Z-axis, which amplified the
resulting magnitude across all axes.

The average difference in magnitude over time between the vir-
tual and the real gyroscope was calculated for 10 datasets containing
1000 data points each. The average difference over time was calculated
by integrating the absolute value of the difference between the virtual
and the real gyroscope magnitudes. The integral value was then di-
vided by time to give an average difference in magnitude over time.
The average difference in magnitude over time for the 10 datasets was
equal to 0.35. Since no other studies have used this metric for mea-
surement it is difficult to provide benchmark data of how good the
measure is by comparison. However, over the same datasets the max-
imum magnitude measured by the real gyroscope was equal to 3.16,
and the minimum value was equal to 0.01.
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Figure 5.20: An image showing the real gyroscope values and the vir-
tual gyroscope values plotted along the same time axis. The Y-axis
shows the measured value, and the X-axis shows the elapsed time in
seconds. The image shows three graphs in which the real gyroscope
values are plotted in blue, and the virtual gyroscope values are plot-
ted in red. The first graph shows the resulting magnitude, and the last
three graphs show the values along the three spatial axes.



Chapter 6

Discussion and conclusions

In this chapter the main findings related to the problem statement are
highlighted and evaluated. Moreover, a comparison to two previous
studies is presented, in which the results are discussed in terms of ac-
curacy, power consumption and memory consumption. Lastly, pos-
sible sources of error are discussed and a suggestion for future work
within the field is also presented.

6.1 Main findings

The results indicate that the optimal combination of window size and
overlap depends on the problem at hand. For example, in Figure 5.1
the results overall indicate that a longer sampling window with a large
overlap leads to the highest accuracy, however this is not the case for
the modes train and non-vehicle. Instead, the train instances are best
classified when a shorter window of 5 seconds is used, leading to an
increase in accuracy of 10% when comparing to the seconds highest
accuracy obtained. For the non-vehicle case it appears as if the non-
overlapping windows outperform those with a overlap, as both the 5
second 0% overlap and the 7.5 second 0% overlap perform better than
the other combinations. However, the opposite is true for the car in-
stances, where an increase in overlap greatly increase the classification
accuracy. This data suggests that a hierarchical classification system
may become more successful in identifying vehicular transportation
modes when different combinations of window size and overlap is
tailored for the next classification step. Until now most research has
focused on evaluating which combinations of window size and anal-
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ysis that yield the best classification accuracy when used uniformly
throughout the system. However, if this was to be decided by instead
optimizing the window for the small problem instance that the next
classification step targets it is also possible to reduce resource con-
sumption. A directly applicable example is if the level 1 classifica-
tion model in the system proposed by this thesis was to use a non-
overlapping 7.5 second window. This would potentially increase the
accuracy obtained at level 1 by 5% - 10% units, leading to a improve-
ment for all different transportation modes as a smaller error would
propagate to level 2. The sampling of sensor data is the same for non-
overlapping and overlapping windows, however the greater the over-
lap the more frequently the classification step takes place. Therefore
the use of a non-overlapping window would lead to the most tedious
classification step that takes place at level 1 to happen less frequently,
whereby the power consumption could be decreased.

When comparing the accuracy results between the proposed sys-
tem, see Figure 5.1, and the benchmarking application, see Figure 5.2,
the proposed system performs slightly better than the benchmark for
the modes bus, car and motorcycle. However the benchmark applica-
tion outperforms the proposed system for the modes subway, train and
non-vehicle. The largest difference is seen for the non-vehicle instances,
which are correctly classified at a rate of approximately 90% for all
window combinations tested in the benchmark application. This re-
sult is not surprising as the benchmark application uses the full set of
features from all three sensors. This would also suggest that the set of
features used in the first level of classification needs to be improved
and reconsidered in order to achieve a higher classification accuracy
for the non-vehicle instances. The feature selection for this thesis was
made with the aim to target vehicular transportation modes, and simi-
lar to the window of analysis the same type of features were extracted
and used in all classification levels throughout the system. The se-
lected features perform very well for the 75% overlapping windows at
all classification levels, indicating that the features are suitable for ve-
hicular transportation mode recognition. Furthermore, the results pre-
sented in Figure 5.5 show that the conditional accuracy at each level is
almost identical to the average accuracy achieved when the individual
classifiers were evaluated. However, the weakest link in the vehicle
transportation process appears to be the classification that takes place
at level 2, where more than 10% of the subway instances are incor-
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rectly classified as wheeled vehicles, which can be seen by examining
the confusion matrices in Figure 5.3 and 5.4.

Regarding the power consumption the results from Figure 5.16 sug-
gests that the proposed system did in fact succeed to reduce power
consumption when comparing to a more traditional non-hierarchical
classification model. The results also suggest that there is a strong
correlation between the choice of window and the resulting power
consumption, which is rational considering that the chosen window
decides how often classification steps occur, how much data to pro-
cess, and how complex the classification models needs to be in order
to overcome noise in input data. The results indicate that the amount
of data to process is a stronger contributor to power consumption than
the frequency at which the classification is performed. The 5 second
75% window resulted in an average 8.5 mW consumption, while the
longer 7.5 second 75% window resulted in an average 13 mW con-
sumption. Since the 5 second window leads to an increased classi-
fication rate this could indicate that the smaller amount of data col-
lected has the positive effect of reduced power consumption, however
it could also mean that the power consumption is reduced because the
time is shifted to being spent on level 1 instead of level 3, which is
less resource intense. The power consumption for the 75% overlap is
slightly less than that of the 50% overlap window. There is no clear in-
dication of why this is, but the results in 5.17 suggests that the compu-
tational workload is less using windows with 75% overlap. However,
since the difference in power consumption is fairly small between the
two overlaps for the same window size it is difficult to draw any con-
clusions.

The virtual gyroscope appears to perform fairly well from the re-
sults presented, however the results are based on a small sample of
data and the resulting classification accuracy from using the virtual gy-
roscope values has not been evaluated. Average difference in magni-
tude over time is relatively small, and it appears that most dissimilari-
ties between the real and the virtual gyroscope are caused by peaks in
the virtual gyroscope magnitude. Since the virtual values seem to in-
troduce errors as a result of noise along the Z-axis in the spatial dimen-
sion, further refining of the virtual gyroscope implementation should
be explored to achieve a solution that is more stable for rapid orien-
tation changes. However, in total the virtual implementation appears
to have a positive impact on the power consumption of the system, al-
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though this argument would have been strengthened if there had been
results presented for how much power the benchmarking application
consumed with the use of the virtual gyroscope as well.

6.2 Comparison to other studies

It is difficult to compare the results from this thesis to those of previous
studies directly, since most studies use different sampling rates for the
sensors, target different transportation modes and are validated using
different types of datasets.

The most similar study was performed by Fang et al. [21], in which
the modes car, bus, high speed rail, subway and train were classified us-
ing data from the HTC Research dataset. Sensor data was sampled
at a rate of 30Hz, and features were extracted from the accelerome-
ter, gyroscope and magnetometer. In the paper published the best ob-
tained vehicular accuracy was 83.6%, and was obtained by using the
K-nearest neighbor method. The prediction time was measured to be
9 550 ms, and the model size was 106 300 KB. Comparing this to the re-
sults found in Section 5.1.1 and 5.2 both the classification time and the
memory usage is substantially lower, as the accumulated classification
time by the system proposed is less than 10 ms when using a 5 second
window with 75% overlap and the total model sizes sum up to 7559
KB. In this paper by Fang et al. [21] the power consumption was not
measured and can therefore not be compared to the results presented
here.

Another similar study was performed in a paper by Bedogni et al.
[20] from 2016, where the modes still, walk, car, train, bike, city bus and
national bus were classified. Several machine learning algorithms were
tested and the random forest algorithm achieved the highest accuracy
at 86.9%. Sensor data was sampled at a rate of 10Hz, and features were
extracted from the accelerometer and gyroscope. The power usage of
the system developed by Bedogni et al. [20] was measured to be and
56.12 mW, and the measurements were collected using the PowerTu-
tor application discussed briefly in Section 4.2. The results from this
study are slightly better in terms of accuracy when comparing to the
results presented in this thesis. However, this thesis considers more
vehicular modes and has a substantially smaller power consumption
as indicated by the results in Section 5.2.
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6.3 Sources of error

This report is the result of a master’s thesis project, therefore the time
for completing the project has been relatively short considering the
scope of the project. Moreover, since the project has an educational
purpose the author has explored new topics and can by no means be
considered an expert in the field of transportation mode recognition.
Therefore there are some potential shortcomings and sources of error
that should be addressed.

Firstly, the results from the resource consumption profiling have
only been sampled during a short period of time and there has not
been a good spread across the different classification levels, which one
can understand from examining Figure 5.18. Hence, the results have
not been validated to the extent that the results can be considered reli-
able.

Secondly, only 15 000 feature vectors from each mode has been used
for training and testing the accuracy of the system, amounting to a to-
tal of 120 000 feature vectors. Since there is an uneven distribution of
raw data the mode with the least data set the limit of how much data
that was to be used for validation, as the author of this report intended
to reduce the risk of bias in the training data. Had the original dataset
been larger for modes such as bus, train and run the amount of data
used in validation could have been increased.

Thirdly, there is not enough testing performed on the virtual gyro-
scope to ensure that the implementation is as close to simulating a real
gyroscope as possible. Although this fact does not affect the classifi-
cation accuracy of the system, it is possible that a more correct imple-
mentation could have an impact on the resource consumption for the
system.

6.4 Future work

This thesis has attempted to provide insights on how a smartphone ap-
plication for real-time travel mode recognition be developed to work
in a realistic environment which demands low resource consumption.
There are many interesting results gathered that can provide guidance
in how future solutions are developed and what possibilities are ex-
plored. A quantitative study has been performed and new data on
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how different combinations of window size and overlaps affect the to-
tal resource consumption has been presented.

There are many ways in which future research could use the results
from this thesis. One of the most promising investigations is how dif-
ferent windows of analysis can be used at specific levels of the hierar-
chical system proposed here, thereby moving away from the uniform
usage that has been seen in research so far. Moreover, by enhancing
the feature set used in the first classification between vehicle and non-
vehicle instances it is possible to achieve a much higher accuracy for
the non-vehicle instances.

One aspect which was not evaluated in this thesis, as a result of
time constraints, is how post-classification error correction can be ap-
plied to improve the overall result. For example, if the solution pro-
posed in this report was to be combined with a hidden Markov model
for post-classification correction it is possible that so called illegal tran-
sitions could be eliminated as has been the case in previous studies.

Another area which has not been thoroughly explored is if there
are demographic differences in raw data that can cause solutions such
as this one to fail when applied to a real setting. For example, the data
used in this study was collected in Taiwan, and there could potentially
be large differences in how buses operate in Taiwan when comparing
to Sweden.
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Appendix A

Appended Material

A.1 Accelerometer magnitudes

A.2 Pairwise comparison between accelerom-
eter and magnetometer features
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(a) Still (b) Walk

Figure A.1: The magnitude of the accelerometer for the modes still and
walk.

(a) Run

Figure A.2: The magnitude of the accelerometer for the mode run
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(a) Bus (b) Car

Figure A.3: The magnitude of the accelerometer for the modes bus and
car.

(a) Motorcycle

Figure A.4: The magnitude of the accelerometer for the mode motor-
cycle.

(a) Subway (b) Train

Figure A.5: The magnitude of the accelerometer for the modes subway
and train.
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Figure A.6: A pairwise comparison of features belonging to the wheel
transportation group (blue) and the rail transportation group (red).
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