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Abstract

The fields of navigation and motion inference have rapidly been
transformed by advances in computing, connectivity, and sensor design.
As a result, unprecedented amounts of data are today being collected
by cheap and small navigation sensors residing in our surroundings. Of-
ten, these sensors will be embedded into personal mobile devices such
as smartphones and tablets. To transform the collected data into valu-
able information, one must typically formulate and solve a statistical
inference problem.

This thesis is concerned with inference problems that arise when
trying to use smartphone sensors to extract information on driving
behavior and traffic conditions. One of the fundamental differences be-
tween smartphone-based driver behavior profiling and traditional anal-
ysis based on vehicle-fixed sensors is that the former is based on mea-
surements from sensors that are mobile with respect to the vehicle.
Thus, the utility of data from smartphone-embedded sensors is dimin-
ished by not knowing the relative orientation and position of the smart-
phone and the vehicle.

The problem of estimating the relative smartphone-to-vehicle orien-
tation is solved by extending the state-space model of a global naviga-
tion satellite system-aided inertial navigation system. Specifically, the
state vector is augmented to include the relative orientation, and the
measurement vector is augmented with pseudo observations describing
well-known characteristics of car dynamics. To estimate the relative
positions of multiple smartphones, we exploit the kinematic relation
between the accelerometer measurements from different smartphones.
The characteristics of the estimation problem are examined using the
Cramér-Rao bound, and the positioning method is evaluated in a field
study using concurrent measurements from seven smartphones.

The characteristics of smartphone data vary with the smartphone’s
placement in the vehicle. To investigate this, a large set of vehicle
trip segments are clustered based on measurements from smartphone-
embedded sensors and vehicle-fixed accelerometers. The clusters are
interpreted as representing the smartphone being rigidly mounted on
a cradle, placed on the passenger seat, held by hand, etc. Trip seg-
ments in clusters where the smartphone is believed to be held hand
by hand display low maximum speeds and low correlations between the
measurements from smartphone-embedded and vehicle-fixed accelerom-
eters. Finally, the problem of fusing speed measurements from the
on-board diagnostics system and a global navigation satellite system
receiver is considered. Estimators of the vehicle’s speed and the scale
factor of the wheel speed sensors are derived under the assumptions of
synchronous and asynchronous samples.





Sammanfattning

Forskningen inom navigering och positionsbestämning har de se-
naste åren genomgått stora förändringar pådrivna av framsteg inom
beräkning, kommunikation och sensordesign. Som en konsekvens sam-
las idag enorma mängder av data in med små och billiga navigerings-
sensorer runt om i vår omgivning. Dessa sensorer är ofta inbyggda i
mobila enheter såsom smartphones och surfplattor. För att kunna er-
hålla användbar information från den data som samlas in så måste man
vanligtvis formulera och lösa ett statistiskt inferensproblem.

Denna avhandling studerar inferensproblem som uppstår då man
försöker använda smartphone-sensorer för att extrahera information om
körbeteende och trafikförhållanden. Till skillnad från traditionell ana-
lys baserad på bilmonterade sensorer så är smartphone-baserad ana-
lys av körbeteende baserad på mätningar från sensorer som är rörliga
relativt bilen. Följaktligen så är nyttan av data som samlats in med
smartphone-sensorer begränsad på grund av att telefonen och bilens
relativa orientering och position i allmänhet inte är känd.

Problemet att estimera en smartphones och en bils relativa ori-
entering löses genom att utöka tillståndsmodellen för ett satellitpo-
sitioneringsstöttat tröghetsnavigeringssystem. Mer specifikt så utökas
tillståndsvektorn till att inkludera den relativa orienteringen, och obser-
vationerna utökas med pseudomätningar som beskriver typisk bildyna-
mik. För att estimera två eller flera smartphones relativa positioner så
utnyttjar vi det kinematiska sambandet mellan de olika telefonernas ac-
celerometermätningar. Estimeringsproblemets karakteristik undersöks
med hjälp av Cramér-Rao olikheten, och positioneringsmetoden utvär-
deras i en fältstudie som använder samtida mätningar från sju olika
telefoner.

Karakteristiken hos data som spelats in från smartphones varie-
rar kraftigt med telefonens placering i bilen. För att studera detta så
grupperas en stor mängd bilresor in i olika kluster baserat på mät-
ningar från smartphone-sensorer och bilmonterade accelerometrar. De
olika kluster som genereras tolkas som att de representerar resor där
telefonen är fastmonterad i bilen, ligger på passagerarsätet, är hand-
hållen, etc. Resor från kluster där telefonen tros vara handhållen vi-
sas vara associerade med låga maxhastigheter och låga korrelationer
mellan mätningarna från de bilmonterade och smartphone-integrerade
accelerometrarna. Slutligen fokuserar vi på behandling av hastighets-
mätningar från en bils inbyggda sensorsystem och från satellitsystem.
Estimatorer av bilens hastighet och av skalfaktorn hos de inbyggda sen-
sorerna presenteras under antaganden om både synkrona och asynkrona
mätningar.
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Chapter 1

Introduction

The advent of modern telecommunications has rapidly changed the fundamen-
tal conditions of human life. Consider, for example, the case of Stockholm,
where Sweden’s first telephone call was made in August 1877. As illustrated in
Figure 1.1, telephones in Stockholm were initially leased in pairs and a new line
had to be set up between each new pair. With a subscription price of about
half the annual salary of a typical worker, the phones were at first a luxury
restricted to the upper class. When the first news about the newly invented
telephone arrived, the board of Kungliga Telegrafverket (the Royal Telegraph
Agency) expressed their skepticism by quoting the Latin proverb verba volant,
scripta manent (“spoken words fly away, written words remains”) [1]. How-
ever, in the first quarter of 1878, telegraph builder C. E. Nilsson installed
23 telephone lines in Stockholm, and in the fall of 1880, Stockholms Telefon-
förening (Stockholm Telephone Association) published a pamphlet listing 156
subscribers in alphabetical order. By 1885, Stockholm had more telephones
than any other city, both in absolute numbers and per capita! Only a year
later, more than fifty Swedish cities had their own telephone association, and
the expression telefonlandet Sverige (Sweden, the telephone country) had been
well-established [2, 3]. Today, a similar revolution is taking place following the
rapid proliferation of commercial smartphones.

1.1 Smartphone-based Sensing and Data Inference

A smartphone is a portable device that incorporates typical features of both
telephones and personal computers. In a short period of time, the smartphone
has gone from being a technological novelty to becoming all but a necessity in

1



2 1 Introduction

Figure 1.1: Ad for telephones in Dagens Nyheter (Today’s News) published
in October 13, 1877.

the modern world. As an example, the percentage of mobile phone owners in
the US that also were smartphone users went from 2 percent to 79 percent in
the ten-year span between 2005 and 2015 [4]. In recent years, smartphone own-
ership has also skyrocketed in emerging economies such as Turkey, Malaysia,
Chile, and Brazil [5].

As opposed to more simple mobile phones such as feature phones, smart-
phones have the ability to run third-party software known as applications
or “apps”. Normally, a smartphone is also equipped with a wide variety
of sensors, including accelerometers, gyroscopes, magnetometers, barometers,
satellite positioning receivers, and microphones. Hence, by combining easily
upgradeable software with a diverse set of sensors, smartphones can act as ver-
satile and convenient substitutes for computers, personal stereos, navigation
devices, compasses, digital voice recorders, remote controls, etc. Additionally,
smartphones can be used for at-home medical services, barcode scanning and
interactive shopping, augmented reality gaming, wallet services, search and
rescue services, tracking of public transport, and driver profiling [6].

To realize these applications, it is typically necessary to formulate and
solve a statistical estimation problem. More often than not, this is a sensor
fusion problem involving asynchronous measurements gathered from sensors
of varying modalities. In other words, there is a great need for algorithms that
can efficiently manipulate measurements and data from smartphone sensors
and other available data sources. The objective of these algorithms is to supply
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(a)

(b)

Figure 1.2: Smartphone in (a) portrait mode and (b) landscape mode.

humans and machines with valuable and easily interpreted information.
Commonly, the algorithms must consider both physical laws and the char-

acteristics of human behavior. As an example, Figure 1.2 illustrates the stan-
dard smartphone capability of alternating between landscape and portrait
mode depending on how the smartphone is held. This is made possible by uti-
lizing measurements from smartphone-embedded accelerometers. Generally,
accelerometers measure specific force, i.e., the acceleration relative to free-fall.
Assuming that the smartphone is not accelerating with respect to earth (as
is the case at standstill), the measurements gathered from the smartphone’s
three-axis accelerometer at a single sampling instance can be modeled as

a = g + ba + εa. (1.1)

Here, g denotes the normal force (that cancels the gravity force) per unit mass
in the coordinate frame of the accelerometers, ba denotes the accelerometer
bias, and εa denotes random noise.

Now, let us consider the case when the accelerometer triad has its three
coordinate axes pointing to the right (as seen from a user facing the display
in portrait mode), pointing upwards along the display, and pointing in the
direction of the display. Denoting the magnitude of the gravity force by g, it
then holds that g = [0 g 0]ᵀ and g = [−g 0 0]ᵀ for the smartphones in Figure
1.2 (a) and Figure 1.2 (b), respectively. Hence, assuming that the bias and
noise terms can either be modeled in a statistical manner or neglected, it is
possible to alternate between different screen orientations by comparing the
accelerometer measurements with the measurements that would be expected
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when the smartphone is in a perfect vertical or horizontal orientation. The
described process could also be fine-tuned to consider the user’s preferences
with regards to e.g., response time and sensitivity.

Although accelerometers provide some information about a static smart-
phone’s orientation, a smartphone’s full three-dimensional orientation can typ-
ically not be estimated solely using accelerometer measurements. This is easily
realized by observing that the accelerometers will measure the same specific
force regardless of the smartphone’s orientation around the axis that is aligned
with the gravity force. Thus, to estimate the smartphone’s three-dimensional
orientation (these estimates may be of use in e.g., augmented reality applica-
tions), we would have to consider other sensors (possibly in combination with
accelerometers). One alternative is to fuse accelerometer and magnetometer
measurements. In this context, the interpretation of the magnetometer mea-
surements is analogous to that of the accelerometer measurements. However,
instead of measuring the direction of the gravity force with respect to the
smartphone frame, the magnetometers measure the direction of the earth’s
magnetic field (disregarding local magnetic disturbances) with respect to the
smartphone frame. In this way, the magnetometers enable us to resolve the
smartphone’s orientation along the dimension that is left unobservable by the
accelerometers. To increase the precision when tracking a time-varying ori-
entation, it is possible to also incorporate gyroscope measurements. This is
the basis of an attitude and heading reference system (AHRS) [7]. Next, we
describe the sensor fusion problems that are addressed in this thesis.

1.2 Contributions and Outline

This thesis considers sensor fusion problems within smartphone-based vehicle
telematics. Chapter 2 reviews estimation theoretical concepts used through-
out the thesis, while Chapter 3 is devoted to a general parameter identifica-
tion problem. In Chapter 4, we review and categorize previous work within
smartphone-based vehicle telematics, while Chapter 5 describes the mathe-
matical basis of global navigation satellite system (GNSS)-aided inertial nav-
igation. Chapters 6−8 consider sensor fusion problems that arise due to the
smartphone’s mobility within the vehicle. In Chapter 9, we study fusion of
measurements from GNSS receivers and in-vehicle sensors to estimate a vehi-
cle’s speed. In addition to its importance for smartphone-based sensor setups,
the problem considered in Chapter 9 is also highly relevant for general low-
cost telematics solutions. The thesis is concluded in Chapter 10. Overall, the
idea is to transition from theoretical analysis (Chapters 2 and 3), to surveys
and reviews on telematics and navigation (Chapters 4 and 5), to application-
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specific contributions within smartphone-based vehicle telematics (Chapters
6−9). Although Chapters 2, 4, and 5 should be seen as an introduction to
Chapters 6−9, all chapters can be read independently.

It will be assumed that the reader is familiar with basic linear algebra
and probability theory. While the mathematical notation in different chap-
ters is sometimes similar, it does in general not carry over between chapters.
In the following, we give a more detailed description of the individual chapters.

Chapter 2: Estimation Theory

Chapter 2 briefly introduces fundamental estimation theoretical concepts that
are used in later chapters. This includes point estimators, state-space mod-
els, the Cramér-Rao bound (CRB), and the expectation-maximization (EM)
algorithm.

Chapter 3: Alternative EM Algorithms for Nonlinear State-space
Models

Chapter 3 considers the problem of estimating the parameters of a nonlinear
state-space model with additive Gaussian noise. To begin with, we review
the well-known EM gradient algorithm, which performs an approximate max-
imization based on a single iteration of Newton’s method. Unfortunately,
for many models, the objective function will not be concave, and Newton’s
method will therefore be unsuitable. Thus, we propose alternative maximiza-
tion steps that instead use combinations of the Gauss-Newton method, trust
region methods, and damped methods. The resulting algorithms are shown to
outperform the EM gradient algorithm in a simulation study using standard
observation models in tracking and localization. The chapter is based on:

J. Wahlström, J. Jaldén, I. Skog, and P. Händel, ‘Alternative EM
Algorithms for Nonlinear State-space Models,” in preparation.

Chapter 4: Smartphone-based Vehicle Telematics

Chapter 4 serves as an introduction to the field of smartphone-based vehicle
telematics. The chapter begins with a description of the top-level design of a
smartphone-based telematics system and a summary of notable academic and
commercial projects. We then review the available sensors and considerations
regarding energy consumption and human-machine interfaces. The section on
services and applications discusses navigation, transportation mode classifica-
tion, cooperative intelligent transportation systems, cloud computing, driver
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behavior classification, and road condition monitoring. All topics are discussed
with a focus on the unique challenges of smartphone-based implementations,
and references for further reading are provided in an easily accessible manner.
The chapter is based on:

J. Wahlström, I. Skog, and P. Händel, “Smartphone-based Vehicle
Telematics — A Ten-Year Anniversary,” IEEE Transactions on
Intelligent Transportation Systems, vol. 18, no. 10, pp. 2802-
2825, Oct. 2017.

Chapter 5: GNSS-aided Inertial Navigation Systems

In Chapter 5, we provide a concise review of GNSS-aided inertial navigation
systems (INSs). The chapter begins with an example in one-dimension, and
then proceeds to examine the full three-dimensional case.

Chapter 6: IMU Alignment for Smartphone-based Automotive Nav-
igation

Chapter 6 considers the problem of implementing a smartphone-based GNSS-
aided INS which provides estimates of a vehicle’s dynamic state without any
a priori knowledge of the relative orientation of the smartphone and the ve-
hicle. The main contribution lies in extending the state-space model of the
standard GNSS-aided INS, thereby enabling simultaneous vehicle navigation
and smartphone-to-vehicle alignment. The accuracy of the estimated vehicle
attitude is shown to be in the order of 2 [◦] for each Euler angle, which is suffi-
cient to enable a reduction in the position error growth during GNSS outages
based on the employment of non-holonomic constraints. The chapter is based
on:

J. Wahlström, I. Skog, and P. Händel, “IMU Alignment for Smartphone-
based Automotive Navigation,” in IEEE Conference on Informa-
tion Fusion, Washington, DC, Jul. 2015, pp. 1437-1443.

Chapter 7: IMU-based Smartphone-to-Vehicle Positioning

In Chapter 7, we study the problem of using inertial measurements to posi-
tion one or more smartphones with respect to a vehicle-fixed accelerometer
triad. Specifically, we exploit the fact that the specific force, measured by
smartphone-embedded accelerometers, varies with the smartphone’s position
in the vehicle. The performance of an unscented Kalman filter is compared
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to the CRB, and analytical CRBs are derived to gain further insight into the
estimation problem. A field study is conducted with seven smartphones, re-
sulting in a root-mean-square error (RMSE) below 0.5 [m] in the horizontal
plane. The proposed method is the first to enable joint estimation in all spatial
directions using an arbitrary number of smartphones. The chapter is based
on:

J. Wahlström, I. Skog, P. Händel, and A. Nehorai, “IMU-based
Smartphone-to-Vehicle Positioning,” IEEE Transactions on Intel-
ligent Vehicles, vol. 1, no. 2, pp. 139-147, Jun. 2016.

Chapter 8: Smartphone Placement within Vehicles

Chapter 8 uses kernel-based k-means clustering to infer the placement of
smartphones within vehicles. Clustering features are computed using data
from smartphone sensors and a vehicle-fixed sensor tag equipped with an ac-
celerometer triad. Each data point is associated with a vehicle trip segment,
and the segments are clustered into fifteen different states corresponding to
the smartphone being rigidly mounted on a cradle, placed on the passenger
seat, held by hand, etc. The most distinctive feature distributions are shown
to be associated with clusters of segments where the smartphone was held
by hand. These segments generally display higher gyroscope variances, lower
maximum speeds, lower tag-smartphone correlations, and shorter segment du-
rations. The chapter is based on:

J. Wahlström, I. Skog, P. Händel, B. Bradley, S. Madden, and H.
Balakrishnan, “Smartphone Placement within Vehicles,” submit-
ted to IEEE Transactions on Intelligent Vehicles.

Chapter 9: Fusion of OBD and GNSS Measurements of Speed

Chapter 9 deals with the problem of fusing speed measurements from GNSS
receivers and in-vehicle sensors accessed through the on-board diagnostics
(OBD) system to jointly estimate a vehicle’s speed and the scale factor of
the wheel speed sensors. Maximum likelihood and maximum a posteriori es-
timators are derived under the assumption of synchronous and asynchronous
samples, respectively. Further, it is shown how to estimate model parameters
using the EM algorithm. The estimators are evaluated using real-world vehicle
dynamics and simulated measurement errors. The experiments align well with
the CRB, and the proposed estimators are shown to provide a significantly
better performance than can be achieved by either of the sensors individually.
The chapter is based on:
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J. Wahlström, I. Skog, R. Larsson Nordström, and P. Händel, “Fu-
sion of OBD and GNSS Measurements of Speed,” submitted to
IEEE Transactions on Instrumentation and Measurement.

Chapter 10: Conclusions

In the last chapter, we summarize the contributions of the thesis and provide
an outlook on future research in the area.

The publications that form the basis of Chapters 3, 4, 6, 7, 8, and 9 were all
collaborations with multiple authors. In all cases, I developed the inference al-
gorithms, implemented the algorithms, and wrote the papers. My co-authors
contributed with proofreading and discussions regarding technical details and
the exposition. Moreover, I collected the data that were used in Chapters 6
and 7. The data in Chapter 8 were collected by Cambridge Mobile Telemat-
ics, and the first and second data sets in Chapter 9 were collected by Robin
Larsson Nordström and myself, respectively.

Table 1.1 illustrates the connections between Chapters 2−9 by summarizing
recurring estimation concepts and sensors.

Estimation Concepts Sensors Smartphone-
Ch NF† CRB EM IMU‡ GNSS OBD focused
2 X X X
3 X X
4 X X X X
5 X X X
6 X X X X
7 X X X X
8 X X X
9 X X X X
† Nonlinear filtering. ‡ Inertial measurement unit.

Table 1.1: Overview of the estimation concepts and sensors that are focused
on in the respective chapters.
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1.3 Publications Outside the Thesis

This section lists papers that were completed during my PhD studies, but
were excluded from this thesis for thematic or other reasons.

I was involved in the completion of two surveys on smartphone-based insur-
ance telematics:

P. Händel, I. Skog, J. Wahlström, F. Bonawiede, R. Welch, J.
Ohlsson, and M. Ohlsson, “Insurance Telematics: Opportunities
and Challenges with the Smartphone Solution,” IEEE Intelligent
Transportation Systems Magazine, vol. 5, no. 4, pp. 57-70, Oct.
2014.

J. Wahlström, I. Skog, and P. Händel, “Driving Behavior Analysis
for Smartphone-based Insurance Telematics,” in ACM Workshop
on Physical Analytics, Florence, Italy, May 2015.

There were two publications studying the detection of vehicle cornering for
insurance purposes using only GNSS measurements:

J. Wahlström, I. Skog, and P. Händel, “Detection of Dangerous
Cornering in GNSS Data Driven Insurance Telematics,” IEEE
Transactions on Intelligent Transportation Systems, vol. 16, no.
6, pp. 3073-3083, Dec. 2015.

J. Wahlström, I. Skog, and P. Händel, “Risk Assessment of Vehicle
Cornering Events in GNSS Data Driven Insurance Telematics,” in
IEEE Conference on Intelligent Transportation Systems, Qingdao,
China, Oct. 2014, pp. 3132-3137.

My stay at Porto University resulted in a paper on map-aided dead-reckoning
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There was also one publication in cardiology, which described how to model
seismocardiograms using hidden Markov models:

J. Wahlström, I. Skog, P. Händel, F. Khosrow-khavar, K. Tavako-
lian, P. K. Stein, and A. Nehorai, “A Hidden Markov Model for
Seismocardiography,” IEEE Transactions on Biomedical Engineer-
ing, vol. 64, no. 10, pp. 2361-2372, Oct. 2017.



Chapter 2

Estimation Theory

The objective of statistical inference is to extract information on some given
set of parameters or states on the basis of observations or data. In this chap-
ter, we briefly review point estimators in the Bayesian and classical frame-
works, standard state-space models and the filters that are used to solve them,
the Bayesian and classical Cramér-Rao bounds (CRB), and the expectation-
maximization (EM) algorithm.

2.1 Point Estimation

We will begin by describing standard methods for point estimation, i.e., the
computation of some estimate x̂ of the quantity x on the basis of the obser-
vations y.

2.1.1 The Bayesian Approach

In the Bayesian setting, both x and y are considered to be random variables,
and one assumes knowledge of the joint probability density function (pdf)
p(x,y). Typically, both the likelihood function p(y|x) and the prior p(x) are
available.

The minimum mean square error (MMSE) estimator is defined as

x̂mmse
∆= arg min

x̂
Ep(x,y)[(x− x̂)ᵀ(x− x̂)] (2.1)

where Ep[·] denotes the expectation with respect to the pdf p and the super-
script (·)ᵀ denotes the transpose of a matrix. Now, let µx|y

∆= Ep(x|y)[x]. It

11
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then holds that
Ep(x,y)[(x− x̂)ᵀ(x− x̂)] = Ep(x,y)[(x− µx|y)ᵀ(x− µx|y)]

+ Ep(x,y)[(µx|y − x̂)ᵀ(µx|y − x̂)]
≥ Ep(x,y)[(x− µx|y)ᵀ(x− µx|y)]

(2.2)

where we have used that Ep(x,y)[(x− µx|y)ᵀ(µx|y − x̂)] = 0. Hence, the mean
square error (MSE) is minimized by

x̂mmse = Ep(x|y)[x], (2.3)

i.e., the MMSE estimator is the conditional expectation of x given y.
The computation of the MMSE estimate often requires high-dimensional

integration, and the estimator can therefore easily become intractable. A
potential remedy is to instead compute the mode of the conditional pdf. This
yields

x̂map
∆= arg max

x
p(x|y)

= arg max
x

ln p(y|x) + ln p(x)
(2.4)

which is known as the maximum a posteriori (MAP) estimator. Here, ln
denotes the natural logarithm.

2.1.2 The Classical Approach

If there is no prior information, x can be considered to be an unknown de-
terministic parameter. In this case, y is assumed to be a random variable
distributed according to p(y|x), and the conditional MSE can be written as

Ep(y|x)[(x− x̂)ᵀ(x− x̂)] = tr(Cov(x̂)) + bᵀb (2.5)

where Cov(x̂) ∆= Ep(y|x)[(x̂ − Ep(y|x)[x̂])(x̂ − Ep(y|x)[x̂])ᵀ], b ∆= x − Ep(y|x)[x̂],
and tr(·) denotes the trace of a matrix. In other words, the conditional MSE is
the sum of the estimator’s variance and squared bias along all dimensions. An
estimator that aims to minimize the conditional MSE will generally depend
on x through the bias and therefore be unrealizable. One way to circumvent
this problem is to instead constrain the estimator to the class of unbiased
estimators, i.e., estimators for which Ep(y|x)[x̂] = x, ∀x, while minimizing the
variance. This gives the minimum-variance unbiased (MVU) estimator

x̂mvu
∆= arg min

x̂
Ep(y|x)[(x− x̂)ᵀ(x− x̂)],

subject to Ep(y|x)[x̂] = x, ∀x.
(2.6)
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When the MVU does not exist, an alternative is to instead use the maximum
likelihood (ML) estimator

x̂ml
∆= arg max

x
p(y|x). (2.7)

Since p(x|y) ∝ p(y|x)p(x), the ML estimator can be seen to be equivalent to
the MAP estimator with an uninformative prior. For further details on point
estimation, refer to [8] and [9].

2.2 Filtering

A discrete-time state-space model is a model where the time-development
of some dynamic states, and the relation between the dynamic states and
some observed output, can be described by a system of first-order difference
equations. The objective of filtering algorithms is to recursively estimate the
state at a given sampling instance using measurements obtained up to the
same sampling instance. In this section, we consider filters for linear state-
space models and nonlinear state-space models with additive noise.

2.2.1 The Kalman Filter

Consider the linear state-space model

xk+1 = Fkxk + wk, (2.8a)
yk = Hkxk + εk, (2.8b)

where the covariance of our initial estimate x̂0|0 is P0|0. The process noise
wk and measurement noise εk are assumed to be zero-mean with known co-
variance matrices Qk and Rk, respectively. All noise terms are assumed to
be temporally and mutually uncorrelated. The matrices Fk and Hk are the
state transition matrix and the measurement matrix, respectively, while the
subindex k is used to denote quantities at sampling instance k.

The Kalman filter (KF) recursions provide prior and posterior state esti-
mates with associated error covariance matrices. The prior estimate x̂k+1|k is
an estimate of xk+1 using all observations up to sampling instance k, and the
posterior estimate x̂k+1|k+1 is an estimate of xk+1 using all observations up
to sampling instance k + 1. The associated covariance matrices are denoted
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Pk+1|k and Pk+1|k+1, respectively. The full set of recursions can be written as

x̂k+1|k = Fkx̂k|k,
Pk+1|k = FkPk|kFᵀ

k + Qk,

Kk+1 = Pk+1|kHᵀ
k+1(Hk+1Pk+1|kHᵀ

k+1 + Rk+1)−1,

x̂k+1|k+1 = x̂k+1|k + Kk+1(yk+1 −Hk+1x̂k+1|k),
Pk+1|k+1 = (I−Kk+1Hk+1)Pk+1|k.

(2.9)

Here, I is an identity matrix with the same dimension as the state vector. The
matrix Kk+1 is known as the Kalman gain.

The KF is the recursive linear minimum mean square error (LMMSE)
estimator. In other words, the KF minimizes the MMSE among all filters
with estimates that are a linear combination of the measurements. Under the
assumption of Gaussian noise, the LMMSE and the MMSE coincides, and the
KF provides the MMSE estimates.

2.2.2 Nonlinear Filtering

In practical applications, the state-space model often needs to include nonlin-
earities. Assuming zero-mean additive noise, the state-space model can then
be written as

xk+1 = f(xk) + wk, (2.10a)
yk = h(xk) + εk. (2.10b)

The optimal filter (in mean-square sense) for this model is generally intractable.
One approach is to linearize the transition and measurement models around
the posterior and prior estimates, respectively. It is then possible to apply the
optimal KF recursions to the resulting linearized model. This is known as the
extended Kalman filter (EKF).

An alternative approximation is provided by the unscented Kalman filter
(UKF). In this method, the state estimates are propagated through the state-
space model by the use of a standardized number of deterministic samples, so
called sigma points. The UKF generally displays better performance than the
EKF in the presence of severe nonlinearities [10]. Refer to [11] for a discussion
on links between the EKF and the UKF.

Instead of relying on model approximations, the particle filter (PF) nu-
merically approximates the optimal solution to the exact model. Specifically,
the filtering density p(x1, . . . ,xk |y1, . . . ,yk) is approximated by the use of
stochastic samples, so called particles. In its simplest form, the PF propagates
particles by drawing samples from the state-transition model. The weights of
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the particles are then updated based on the likelihood of each particle con-
ditioned on the new observations. While the EKF and UKF are limited to
unimodal posteriors, the particle representation enables the PF to approxi-
mate any posterior distribution. Typically, the PF must include a resampling
step that eliminates particles with low weights and multiplies particles with
high weights. The number of particles required for a successful PF increases
rapidly with the state dimension, and the PF is therefore a poor choice for
high-dimensional problems. The KF, EKF, UKF, and PF all have their well-
established smoothing counterparts. The smoothing algorithms estimate the
state at a given sampling instance using measurements up until a later sam-
pling instance.

In some applications, the nonlinear state-space model has a linear sub-
structure. This can be exploited by marginalizing the corresponding linear
state variables and then estimating these using the KF. The remaining state
variables are estimated using a PF. This is known as a marginalized particle
filter (MPF) or a Rao-Blackwellized particle filter (RBPF) [12]. In comparison
to the full PF applied to all state variables, the MPF tends to both reduce the
estimation variance and the computational complexity. Refer to [13, 14, 15]
for further details on filtering.

2.3 The Cramér-Rao Bound

A common way to assess the performance of an estimator is to compare its
MSE matrix to the CRB. The CRB provides a lower bound on the MSE matrix
of estimators, and can be computed directly from the likelihood function.
What is more, the CRB can often be used to characterize the estimation
problem in terms of its underlying parameters. In this section, we review
Bayesian and classical CRBs. Special attention is given to CRBs for filtering
and CRBs under parametric constraints.

2.3.1 The Bayesian Cramér-Rao Bound

Under weak regularity conditions on p(y|x) and p(x) [16], the Bayesian (pos-
terior) CRB says that any estimator x̂ must satisfy

Ep(x,y)[(x− x̂)(x− x̂)ᵀ] � (Ep(x)[I(x)] + Iprio(x))−1 (2.11)

where

I(x) ∆= Ep(y|x)[sy|xsᵀy|x], (2.12a)
Iprio(x) ∆= Ep(x)[sxsᵀx], (2.12b)
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and we have used A � B to denote that A−B is positive semidefinite. Here,
sy|x

∆= (∂x ln p(y|x))ᵀ and sx
∆= (∂x ln p(x))ᵀ, where ∂(·) is used to denote the

Jacobian with respect to the subindex. The matrix I(x) is known as the
Fisher information matrix (FIM).

2.3.2 The Classical Cramér-Rao Bound

Under weak regularity conditions on p(y|x) [8], the classical CRB says that
any unbiased estimator x̂ must satisfy

Ep(y|x)[(x− x̂)(x− x̂)ᵀ] � I(x)−1. (2.13)

Estimators that attain this bound are said to be efficient. An efficient esti-
mator is also the MVU estimator. Since the bound only holds for unbiased
estimators, it follows that the left-hand side can be replaced with Cov(x̂). In
practice, the CRB is often reduced to the scalar inequality

Ep(y|x)[(x− x̂)ᵀ(x− x̂)] ≥ tr(I(x)−1). (2.14)

2.3.3 The Cramér-Rao Bound for State-Space Models

Consider the nonlinear state-space model with additive noise from equation
(2.10). Further, assume that wk and εk are white Gaussian noise processes
with covariance matrices Qk and Rk, respectively. The classical CRBs for the
corresponding filtering and prediction problems are then given by the Riccati
recursion for the estimation covariance in the EKF. The linearized state tran-
sition matrices and measurement matrices are obtained by linearizing around
the true state realization. In other words, it holds that

Ep(y1:k|x0:k+1)[(xk+1 − x̂k+1|k)(xk+1 − x̂k+1|k)ᵀ] � Pk+1|k, (2.15a)
Ep(y1:k+1|x0:k+1)[(xk+1 − x̂k+1|k+1)(xk+1 − x̂k+1|k+1)ᵀ] � Pk+1|k+1, (2.15b)

where y1:k
∆= {y1, . . . ,yk} and x0:k

∆= {x0, . . . ,xk} for any k, while

Pk+1|k = FkPk|kFᵀ
k + Qk, (2.16)

Pk+1|k+1 = Pk+1|k −Pk+1|kHᵀ
k+1(Hk+1Pk+1|kHᵀ

k+1 + Rk+1)−1Hk+1Pk+1|k.

The linearized filter matrices are here defined as Fk
∆= ∂xkf(xk) and Hk

∆=
∂xkh(xk). Refer to [17] for discussions on the Bayesian CRB for filtering.
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2.3.4 The Cramér-Rao Bound under Parametric Constraints

Let us once again consider the classical CRB presented in Section 2.3.2. If
there are equality constraints that confine the parameters x to some subset of
the parameter space, this can result in a reduction of the CRB. Specifically,
assume that some equality constraints

g(x) = 0 (2.17)

are at our disposal. Here, 0 denotes a zero vector with a dimension smaller
than the parameter dimension. The Fisher information for the constrained
problem can then be written as [18]

Iconstr(x) = (U(UᵀI(x)U)−1Uᵀ)−1 (2.18)

where I(x) is the Fisher information for the corresponding unconstrained
problem and the columns in U form an orthogonal basis for the null space of
∂xg(x). For further details on CRBs, refer to [8] and [19].

2.4 Expectation-Maximization

The likelihood function is in some models dependent on hidden or latent vari-
ables. In these situations, the computation of ML or MAP estimates requires
marginalization over the latent variables, which easily becomes computation-
ally intractable. This problem is commonly attacked by employing the EM
algorithm.

2.4.1 The Expectation-Maximization Algorithm

The EM algorithm separates an estimation problem into two steps: the ex-
pectation (E) step and the maximization (M) step. Given some preliminary
estimate θ(i), the E step consists of computing

Q(θ,θ(i)) ∆= Ep
θ(i) (x|y)[ln pθ(x,y)] (2.19a)

where θ is a free variable, while x and y denote the latent and observed
variables, respectively. In the M step, one attempts to find

θ(i+1) = arg max
θ

Q(θ,θ(i)). (2.19b)

These two steps are then iterated until convergence. As shown in [20], the EM
algorithm always increases or maintains the likelihood function, so that

pθ(i+1)(y) ≥ pθ(i)(y). (2.20)
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If the M step is computationally expensive, it can be replaced with a single
iteration of Newton’s method, giving

θ(i+1) = θ(i) − ∂2
θQ(θ(i),θ(i))−1(∂θQ(θ(i),θ(i)))ᵀ (2.21)

where ∂2
θ denotes the Hessian with respect to θ. This is known as the EM

gradient algorithm.
The EM algorithm outlined above is designed to converge to the ML esti-

mate θ̂ml
∆= arg maxθ pθ(y). If the MAP estimate is sought, the term ln p(θ)

should be added to the M step.

2.4.2 A Linear State-Space Model

To illustrate the EM iterations, consider the state-space model

xk+1 = Fxk + wk, (2.22a)
yk = Hxk + εk, (2.22b)

where the process noise wk and measurement noise εk are assumed to be Gaus-
sian and white with covariance matrices Q and R, respectively. Obviously,
this is a special case of the linear state-space model from Section 2.2.1.

Now, assume that we wish to estimate θ = {F,H,Q,R} from the mea-
surements y1:N , and that our ith estimate is θ(i) = {F(i),H(i),Q(i),R(i)}. The
M step can then be derived as [21]

F(i+1) = ∑N
k=1 Epθ(i) (xk−1,xk|y1:N )[xkxᵀ

k−1]
· (∑N

k=1 Epθ(i) (xk−1|y1:N )[xk−1xᵀ
k−1])−1,

(2.23a)

H(i+1) = ∑N
k=1 ykEp

θ(i) (xk|y1:N )[xᵀ
k]

· (∑N
k=1 Epθ(i) (xk|y1:N )[xkxᵀ

k])−1,
(2.23b)

Q(i+1) = 1
N

(∑N
k=1 Epθ(i) (xk|y1:N )[xkxᵀ

k]

− F(i+1)∑N
k=1 Epθ(i) (xk−1,xk|y1:N )[xk−1xᵀ

k]
)
,

(2.23c)

R(i+1) = 1
N

(∑N
k=1 ykyᵀ

k −H(i+1)∑N
k=1 Epθ(i) (xk|y1:N )[xk]yᵀ

k

)
. (2.23d)

Since the smoothing densities pθ(i)(xk|y1:N) and pθ(i)(xk−1,xk|y1:N) are Gaus-
sian, the expectations can be computed from the means and covariances given
by a Kalman smoother [13]. Refer to [20, 22, 23] for further details on the EM
algorithm.



Chapter 3

Alternative EM Algorithms for Nonlin-
ear State-space Models

Abstract

The expectation-maximization algorithm is a commonly employed
tool for system identification. However, for a large set of state-
space models, the maximization step cannot be solved analyti-
cally. In these situations, a natural remedy is to make use of the
expectation-maximization gradient algorithm, i.e., to replace the
maximization step by a single iteration of Newton’s method. We
propose alternative expectation-maximization algorithms that re-
place the maximization step with a single iteration of some other
well-known optimization method. These algorithms parallel the
expectation-maximization gradient algorithm while relaxing the
assumption of a concave objective function. The benefit of the pro-
posed expectation-maximization algorithms is demonstrated with
examples based on standard observation models in tracking and
localization.

3.1 Introduction

The problem of estimating the parameters of a nonlinear state-space model
has received extensive study in the literature, and is of importance for appli-
cations within e.g., biomedicine [24, 25], neuroscience [26], and localization
[27]. The main challenge of this problem is that the likelihood function gen-

19



20 3 Alternative EM Algorithms for Nonlinear State-space Models

erally is intractable. Although particle-based solutions have received plenty
of attention [28, 29], they often come with limitations that require extensive
workarounds. For example, standard particle-based methods for evaluating
the likelihood function tend to be discontinuous in the parameter vector [30].
Similarly, the option of including the parameter in the state vector of a par-
ticle filter is problematic since the augmented process does not possess any
forgetting property, and hence, the variance of the particle estimates is bound
to diverge. While it is to some extent possible to bypass this problem by
introducing artificial dynamics for the parameter vector, these methods re-
quire a significant amount of tuning [28]. Moreover, particle-based methods
are generally not suitable for high-dimensional estimation problems since their
performance degrades quickly with the dimension of the problem [31].

An alternative solution to the parameter identification problem is provided
by the expectation-maximization (EM) algorithm [20]. The idea of the EM
algorithm is to decompose an estimation problem into two steps: the expecta-
tion (E) step, which includes finding the posterior distribution of some hidden
states given the current parameter estimate; and the maximization (M) step,
where the parameter estimate is updated based on the posterior distribution
computed in the E step. For many models, each of these two steps is more
tractable than the original problem [32]. Generally, the EM algorithm is con-
sidered to be more numerically stable than gradient-based techniques, and
tend to be favored by practitioners whenever it is applicable [28].

If the M step cannot be solved analytically, a convenient simplification is to
perform an approximate maximization based on a single iteration of Newton’s
method. This is known as the EM gradient algorithm [33]. In this chapter,
we address the problems that arise when the EM gradient algorithm is ap-
plied to a state-space model that is not guaranteed to give a concave objective
function. Specifically, we propose EM algorithms that replace the standard
M step with a single iteration of some alternative optimization method. For
nonlinear state-space models with additive Gaussian noise, the M step can
be reformulated as a stochastic nonlinear least-squares problem. This can be
attacked using Gauss-Newton type methods. In addition, we explore solu-
tions based on trust region and damped methods. To summarize, our main
contribution lies in combining the idea of the EM gradient algorithm with op-
timization methods that are more generally applicable than Newton’s method.
In this way, we maintain the simplicity of the EM gradient algorithm while
circumventing problems related to the shape of the objective function. Two
numerical examples are used to benchmark the proposed algorithms against
the EM gradient algorithm and standard filtering methods.
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3.2 Problem Formulation

Consider the state-space model

xk+1 = fθ(xk) + wk, (3.1a)
yk = hθ(xk) + εk. (3.1b)

Here, xk ∈ RNx denotes the state variable and yk ∈ RNy denotes the mea-
surements. The noise processes wk ∈ RNx and εk ∈ RNy are assumed to be
Gaussian and white with positive definite covariances Q and R, respectively.
Furthermore, θ ∈ RNθ denotes a vector of unknown parameters that specifies
the transition and measurement functions fθ(·) and hθ(·), respectively, and
the initial state is distributed according to some distribution p(x0) that is
independent of θ. Throughout the chapter, the subindex k is used to denote
quantities at sampling instance k. Nonlinear state-space models of the type
described by (3.1) are abundant in engineering and signal processing and have
been well-studied in the literature [34, 35, 36, 37, 38]. This chapter is con-
cerned with the problem of estimating the parameter vector θ from a set of
measurements y1:N

∆= {yk}Nk=1. Next, we briefly review variations of the EM
algorithm and describe how these can be used to solve the stated problem.
The review will both clarify the relation between the methods proposed in Sec-
tion 3.3 and state-of-the-art EM algorithms, as well as provide the necessary
background to the EM algorithm.

3.2.1 The Expectation-Maximization Algorithm

The EM algorithm attempts to solve the maximum likelihood problem

θ̂ml = arg max
θ

pθ(y1:N) (3.2)

by writing the likelihood as if the missing data x0:N
∆= {xk}Nk=0 were available.

The log-likelihood of the complete data is then integrated with respect to
the posterior distribution pθ(i)(x0:N |y1:N), where θ(i) denotes the current best
estimate of θ. Thus, it is possible to alternate between updating the parameter
estimate by maximizing the expected log-likelihood of the complete data, and
using the new parameter estimate to update the posterior distribution of the
missing data [20]. Formally, the E step consists of computing

Q(θ,θ(i)) ∆= E[ln pθ(x0:N ,y1:N)] (3.3a)

where we let E[·] denote the expectation with respect to pθ(i)(x0:N |y1:N). Sim-
ilarly, M step amounts to solving

θ(i+1) = arg max
θ

Q(θ,θ(i)). (3.3b)
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These two steps are then repeated until convergence. As shown in [20], each
iteration of the EM algorithm is guaranteed to either increase or maintain the
likelihood, so that

pθ(i+1)(y1:N) ≥ pθ(i)(y1:N). (3.4)
In the remainder of this section, we describe variations of the EM algorithm.

3.2.2 Extensions of the Expectation-Maximization Algorithm

There are many examples where either the E step or the M step does not
have a closed-form solution [33]. In the former case, we first note that there
are several different smoothers than can be used to approximate the posterior
pθ(i)(x0:N |y1:N) [35]. Likewise, the expectations in Q(θ,θ(i)) can be approxi-
mated by averaging over samples from the posterior distribution pθ(i)(x0:N |y1:N)
[39]. This is known as Monte Carlo EM (MCEM). In applications where maxi-
mization is cheaper than simulation, the algorithm can be made more efficient
by reusing samples from previous iterations, so called stochastic approxima-
tion EM (SAEM) [40].

If there is no closed-form solution to the M step, it can be replaced by
some method for identifying a parameter estimate θ(i+1) that satisfies

Q(θ(i+1),θ(i)) ≥ Q(θ(i),θ(i)). (3.5)

The resulting algorithms are known as generalized EM (GEM) algorithms
[20]. An example of a GEM algorithm is the expectation conditional max-
imization (ECM) algorithm. The ECM algorithm replaces the standard M
step with a sequence of conditional maximization steps, each of which max-
imizes Q(θ,θ(i)), but with some vector function of θ held fixed [41]. The
strength of the ECM algorithm is that the conditional maximizations often
have analytic solutions or at least are more simple to implement than the
original M step [42]. To ensure convergence properties similar to those of the
EM algorithm, the constraints are chosen so that the complete maximization
resulting from a sequence of conditional maximization steps (performed in be-
tween two E steps) is over the full parameter space of θ. This is referred to as
the space-filling condition. Although the ECM algorithm typically converges
more slowly than the EM algorithm in terms of number of iterations, it can be
much faster in total computer time [23, p. 159]. The following modifications
of the ECM algorithm can be used to improve its convergence properties:

• The multicycle ECM (MCECM) algorithm adds E steps in between some
of the conditional maximization steps [41]. Hence, each iteration is di-
vided into different cycles, where each cycle consists of one E step fol-
lowed by an ordered set of conditional maximizations.
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• The expectation conditional maximization either (ECME) algorithm re-
places Q(θ,θ(i)) with the actual likelihood function pθ(y1:N) in some
of the maximization steps. In [43], it was concluded that the ECME
is nearly always faster than the EM and ECM algorithms in terms of
number of iterations. In terms of total computer time, it can be faster
by several orders of magnitude.

• The alternating expectation conditional maximization (AECM) algo-
rithm allows the set of hidden states and the constraints to vary within
and between iterations [42]. An iteration of the AECM algorithm is con-
sidered to consist of the minimal number of cycles (starting after the end
of the previous iteration) that are needed to fulfill the space-filling con-
dition. A table that clarifies how the EM, ECM, MCECM, and ECME
algorithms can be seen as special cases of the AECM algorithm is pro-
vided in [42]. Although an AECM algorithm is not guaranteed to be a
GEM algorithm [41], any iteration of an AECM algorithm is guaranteed
to either increase or maintain the value of the likelihood function [42].

The drawbacks of the alternative M steps discussed in this subsection is that
they are dependent on user design, and can require a significant amount of an-
alytical and implementation effort [44]. Moreover, some of the maximization
steps could still need to be solved numerically, and there are no general guar-
antees on the relative performance of these algorithms and the standard EM
algorithm. We conclude this section by considering a closed-form approximate
M step that typically is more straightforward to implement.

3.2.3 The Expectation-Maximization Gradient Algorithm

For nonlinear state-space models with additive Gaussian noise, the derivatives
of the intermediate function Q(θ,θ(i)) are readily available. It is then uncom-
plicated to apply the EM gradient algorithm, i.e., to replace the M step in the
EM algorithm with a single iteration of Newton’s method. Specifically, the
EM gradient algorithm makes use of the second order Taylor expansion [33]

Q(θ,θ(i)) ≈ Q̂(θ,θ(i))
∆= Q(θ(i),θ(i)) + ∂θQ(θ(i),θ(i))(θ − θ(i))

+ 1
2(θ − θ(i))ᵀ∂2

θQ(θ(i),θ(i))(θ − θ(i))
(3.6)

where ∂θ and ∂2
θ denote the Jacobian and Hessian with respect to θ, respec-

tively. All derivatives are taken with respect to the first argument in Q(θ,θ(i)).
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The parameter update is then defined as

θ(i+1) = arg max
θ

Q̂(θ,θ(i))

= θ(i) − ∂2
θQ(θ(i),θ(i))−1(∂θQ(θ(i),θ(i)))ᵀ.

(3.7)

The EM gradient algorithm is often favored for computational reasons since it
only requires evaluations at θ = θ(i) and does not include any line search. At
the same time, the EM gradient algorithm has local properties (convergence
rate, monotonicity, etc.) that are similar to those of the EM algorithm [33].
A modification of the EM gradient algorithm was proposed in [45], which
incorporated the idea of the ECME algorithm by replacing the Hessian of the
objective function with a negative definite approximation of the Hessian of
the likelihood function.

The Taylor expansion in (3.6) is typically performed under the assump-
tion that the Hessian ∂2

θQ(θ(i),θ(i)) is negative definite [23, 33, 45]. This
assumption is not only employed when studying the convergence properties
of Newton’s method [46], but is also needed to ensure that the parameter
updates are in ascent directions. However, as will be shown in Section 3.4, it
is easy to find examples of real-world system identification problems, based
on nonlinear state-space models of the type described in (3.1), where this as-
sumption does not hold and where the Newton updates defined by (3.7) easily
lead to convergence to a local minimum or divergence. Next, we consider
several possible alternatives to the parameter update in (3.7). The resulting
algorithms inherit the simplicity of the EM gradient algorithm, while being
more suitable to models where the Hessian ∂2

θQ(θ(i),θ(i)) is not guaranteed to
be negative definite.

3.3 Alternative Approximate M Steps

This section considers the system identification problem discussed in Section
3.2, and describes how the single iteration of Newton’s method that is em-
ployed in the EM gradient algorithm can be replaced by a single iteration of
some other optimization method. We consider approximate M steps based
on the Gauss-Newton algorithm, trust region algorithms, and damped algo-
rithms. The resulting EM algorithms are compatible with any methods for
approximating the expectations and posteriors that are needed in the E step.
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3.3.1 The Gauss-Newton Method

The joint distribution of the state variables and the measurements in the
model (3.1) can be decomposed according to

ln pθ(x0:N ,y1:N) = ln p(x0) +∑N
k=1 ln pθ(xk|xk−1)

+∑N
k=1 ln pθ(yk|xk).

(3.8)

This further means that

Q(θ,θ(i)) = ∑N
k=1 E[Fθ(xk−1,xk)] +∑N

k=1 E[Hθ(xk,yk)] (3.9)

with

Fθ(xk−1,xk) ∆= −1
2(xk − fθ(xk−1))ᵀQ−1(xk − fθ(xk−1)) (3.10a)

and
Hθ(xk,yk) ∆= −1

2(yk − hθ(xk))ᵀR−1(yk − hθ(xk)), (3.10b)

where Q and R are the covariance matrices associated with model (3.1).
Hence, (3.9) illustrates that the M step in (3.3b) can be cast as a stochas-
tic nonlinear least-squares problem. As a result, the M step can be approxi-
mately solved by applying a single iteration of the Gauss-Newton algorithm.
The Gauss-Newton algorithm can be seen as making the first order Taylor
expansions

fθ(x) ≈ fθ(i)(x) + ∂θfθ(i)(x)(θ − θ(i)), (3.11a)
hθ(x) ≈ hθ(i)(x) + ∂θhθ(i)(x)(θ − θ(i)), (3.11b)

in Q(θ,θ(i)), which gives

Q(θ,θ(i)) ≈ Q̃(θ,θ(i))
∆= Q(θ(i),θ(i)) + ∂θQ(θ(i),θ(i))(θ − θ(i))

+ 1
2(θ − θ(i))ᵀH(θ(i))(θ − θ(i))

(3.12)

where

H(θ(i)) ∆= ∑N
k=1 E[FH

θ(i)(xk−1)] +∑N
k=1 E[HH

θ(i)(xk)], (3.13)

with

FHθ(i)(xk) ∆= −∂θfθ(i)(xk)ᵀQ−1∂θfθ(i)(xk), (3.14a)
HH
θ(i)(xk) ∆= −∂θhθ(i)(xk)ᵀR−1∂θhθ(i)(xk). (3.14b)
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Obviously, (3.13) and (3.14) make the assumption that the considered deriva-
tives and expectations can be interchanged. The Gauss-Newton update is
then defined as

θ(i+1) = arg max
θ

Q̃(θ,θ(i))

= θ(i) −H(θ(i))−1(∂θQ(θ(i),θ(i)))ᵀ.
(3.15)

One of the main benefits of the Gauss-Newton algorithm is that H(θ(i)) always
is negative semidefinite and typically negative definite. Since Q and R are
assumed to be positive definite, a sufficient condition for the latter is for
example that either ∂θfθ(i)(xk) or ∂θhθ(i)(xk) have full rank. In this case,
the Gauss-Newton update in (3.15) is always made in an ascent direction.
However, it should be noted that the Gauss-Newton algorithm normally has
linear convergence, as opposed to the quadratic convergence of the Newton
method [47]. The extension of the parameter update in (3.15) to the case
where x0 is a Gaussian with mean µθ is straightforward.

When fθ(x) and hθ(x) are linear in the parameter vector θ, the Gauss-
Newton update in (3.15) is identical to the Newton update in (3.7). In this
case, the M step becomes a linear least-squares problem that is solved analyti-
cally with one Newton or one Gauss-Newton iteration. Examples of such linear
models include linearized inertial navigation systems where the parameters are
considered to be the biases of the inertial sensors [48], autoregressive-moving-
average (ARMA) processes [49], and the well-studied training model consid-
ered in [35]. However, in the general nonlinear case, the difference between the
true Hessian employed in the EM gradient algorithm and the approximation
used in (3.15) is

∂2
θQ(θ(i),θ(i))−H(θ(i))

= ∑N
k=1 E[F δH

θ(i)(xk−1,xk)] +∑N
k=1 E[HδH

θ(i)(xk,yk)]
(3.16)

where

[F δHθ(i)(xk−1,xk)]n,: ∆= (xk − fθ(i)(xk−1))ᵀQ−1∂[θ]n∂θfθ(i)(xk−1), (3.17a)
[HδH

θ(i)(xk,yk)]n,: ∆= (yk − hθ(i)(xk))ᵀR−1∂[θ]n∂θhθ(i)(xk), (3.17b)

for any n = 1, . . . , Nθ, with [A]n,: denoting the nth row of A and [a]n denoting
the nth element of a. Further, note that Epθ(x0:N ,y1:N )[xk − fθ(xk−1)] = 0Nx,1
and Epθ(x0:N ,y1:N )[yk − hθ(xk)] = 0Ny ,1 for any k = 1, . . . , N , where θ is the
parameter that was used to generate the state variables and the measurements,
and 0`1,`2 denotes a zero matrix of dimension `1 × `2. As a result, we would
expect that ∂2

θQ(θ(i),θ(i)) ≈ H(θ(i)) when θ(i) ≈ θ, the second derivatives
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of fθ(xk) and hθ(xk) are sufficiently small, and N is sufficiently large. In
other words, under these conditions, the Hessian ∂2

θQ(θ(i),θ(i)) will tend to be
negative definite and the EM gradient algorithm will typically be an adequate
alternative. Furthermore, whenever all second derivatives of fθ(xk) and hθ(xk)
are independent of xk, it holds that Epθ(y1:N )[∂2

θQ(θ,θ)−H(θ)] = 0Nθ , where
0` denotes a zero matrix of dimension `× `.

3.3.2 Trust Region Methods

The idea of trust region methods is to constrain the updated parameter esti-
mate to be in a region where the approximation of the objective function can
be trusted [50]. Applying this idea to the approximations of Q(θ,θ(i)) defined
in (3.6) and (3.12), we obtain

θ(i+1) = arg max
‖θ−θ(i)‖≤d(i)

Q̂(θ,θ(i)) (3.18a)

and
θ(i+1) = arg max

‖θ−θ(i)‖≤d(i)
Q̃(θ,θ(i)), (3.18b)

respectively. Here, ‖ · ‖ denotes the Euclidean norm and d(i) is known as the
radius of the trust region. As discussed in [51], the solutions to the maximiza-
tion problems in (3.18a) and (3.18b) can be written as

θ(i+1) = θ(i) − (∂2
θQ(θ(i),θ(i))− λINθ)−1(∂θQ(θ(i),θ(i)))ᵀ (3.19a)

and
θ(i+1) = θ(i) − (H(θ(i))− λINθ)−1(∂θQ(θ(i),θ(i)))ᵀ, (3.19b)

respectively, for some damping parameter λ ≥ 0. Here, I` denotes the identity
matrix of dimension `. Obviously, if the constraint is inactive it holds that
λ = 0 and we recover the parameter updates in (3.7) and (3.15).

The radius should be continuously updated based on the fit of the function
approximation. For the trust region Newton step in (3.18a), we first compute
the so-called gain ratio

ρ(θ(i+1),θ(i)) ∆= Q(θ(i+1),θ(i))−Q(θ(i),θ(i))
Q̂(θ(i+1),θ(i))− Q̂(θ(i),θ(i))

. (3.20)

The following standard strategy is then applied: If ρ(θ(i+1),θ(i)) < 0.25, we
set d(i+1) = d(i)/2. If ρ(θ(i+1),θ(i)) > 0.75, we set d(i+1) = max(d(i), 3‖θ(i+1) −
θ(i)‖) [47]. The analogous updates are made for the trust region Gauss-Newton
step in (3.18b). We emphasize that Q(θ(i+1),θ(i+1)) is generally not equal to
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Q(θ(i+1),θ(i)), and hence, the function values needed to compute the gain
ratio ρ(θ(i+1),θ(i)) cannot be reused in the computation of ρ(θ(i+2),θ(i+1)) (as
would have been the case when performing multiple trust region iterations
with the same objective function).

3.3.3 Damped Methods

Instead of setting a strict limit on the distance ‖θ(i+1)−θ(i)‖, damped methods
add the corresponding penalty term to the objective function. When replacing
the standard M step with a single iteration of the damped Newton method
or the damped Gauss-Newton method (also known as the the Levenberg-
Marquardt algorithm), we obtain

θ(i+1) = arg max
θ

Q̂(θ,θ(i))− 1
2λ

(i)‖θ − θ(i)‖2

= θ(i) − (∂2
θQ(θ(i),θ(i))− λ(i)INθ)−1(∂θQ(θ(i),θ(i)))ᵀ,

(3.21a)

and

θ(i+1) = arg max
θ

Q̃(θ,θ(i))− 1
2λ

(i)‖θ − θ(i)‖2

= θ(i) − (H(θ(i))− λ(i)INθ)−1(∂θQ(θ(i),θ(i)))ᵀ,
(3.21b)

respectively.
Generally, the damping parameter λ(i) should be decreased as the param-

eter estimate approaches the solution and more trust can be put in the ap-
proximation of Q(θ(i),θ(i)) [52]. We will follow the well-established updating
scheme proposed in [53] which makes use of a scaling factor ν(i). Hence, after
obtaining a new parameter estimate θ(i+1) from (3.21a) or (3.21b), we com-
pute the corresponding gain ratio ρ(θ(i+1),θ(i)). There are then two possible
cases. If ρ(θ(i+1),θ(i)) > 0, the new parameter estimate θ(i+1) is accepted,
the damping parameter is updated according to λ(i+1) = λ(i) max(1/3, 1 −
(2ρ(θ(i),θ(i+1)) − 1)3), and we reinitialize the scaling factor as νi+1 = 2. If
ρ(θ(i+1),θ(i)) ≤ 0, the parameter estimate is rejected, and we instead set
θ(i+1) = θ(i), λ(i+1) = ν(i) · λ(i), and ν(i+1) = 2 · ν(i). The initial scale fac-
tor is set to ν(0) = 2. Although equations (3.19) and (3.21) demonstrate the
close relation between trust region and damped methods, there is no simple
formula that describes the connection between the trust region radius and the
damping parameter that gives the same parameter update [47].

Last, we note that while the M steps involving Q̃(θ,θ(i)) are dependent
on the assumption of additive Gaussian noise, which enables the formulation
in (3.9), the M steps based on Q̂(θ,θ(i)) could be employed also under more
general assumptions on the noise terms (assuming that the expressions for
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∂θQ(θ(i),θ(i)) and ∂2
θQ(θ(i),θ(i)) are modified accordingly). The relation be-

tween the M step in the EM gradient algorithm and the five alternative M
steps proposed in this section is summarized in Table 3.1.

3.4 Examples

To evaluate the efficiency of the discussed M steps, this section considers two
models. Both have measurement functions that are highly nonlinear in the
parameter vector, and hence, they do not permit closed-form solutions to the
M step in the standard EM algorithm. EM algorithms based on the six differ-
ent algorithms in Table 3.1 are compared with estimators based on extended
Kalman filters (EKF) and unscented Kalman filters (UKF) [54] where the
state vector is extended with the sought parameter vector. Neither the filters
nor the EM algorithms use any a priori knowledge of θ (this can be incorpo-
rated into the EM algorithms as described in [23, p. 26]). We begin by giving
some details on the implementation.

3.4.1 Implementation Details

In the E step, we chose to approximate the posteriors pθ(i)(xk|y1:N) and
pθ(i)(xk,xk+1|y1:N) by means of an extended Kalman smoother [55]. The
expectations in ∂θQ(θ(i),θ(i)), ∂2

θQ(θ(i),θ(i)), and H(θ(i)) were approximated
by applying the cubature transform [11], and using the means and covariances
given by the smoother. All in all, this meant that we could perform a complete
EM iteration without the need to resort to Monte Carlo methods.

The EM algorithms were iterated until ‖θ(i+1) − θ(i)‖ < 10−4, at which
point the final estimate was θ̂ = θ(i+1). An EM algorithm was considered
to have diverged when reaching its hundredth iteration or when ‖θ‖ > 1 000.
Runs leading to divergence were excluded from computations of root-mean-
square errors (RMSEs). Further, the radius and the damping parameter were
initialized as d(0) = 0.2 and λ(0) = 1, respectively, and each marker in the stud-
ied plots was obtained as the result of 10 000 simulations of the full sequence
of state vectors and measurements.

3.4.2 Bearings-Only Tracking

Consider the setting of a bearings-only tracking problem where a target is
traveling in a known direction in two dimensions with the mean speed v.
The bearing of the target is measured relative to two stationary tracking
platforms positioned along a line that is parallel to the path of the target with
a perpendicular distance of r. One of the platforms is known to be located at



30 3 Alternative EM Algorithms for Nonlinear State-space Models

Ta
bl
e
3.
1:

R
el
at
io
n
be

tw
ee
n
m
et
ho

ds
fo
r
M

st
ep
.

O
bj
ec
tiv

e
fu
nc
tio

n
M
ax

im
iz
at
io
n

Q̂
(θ
,θ

(i
) )

(N
ew

to
n’
s
m
et
ho

d)
Q̃

(θ
,θ

(i
) )

(T
he

G
au

ss
-N

ew
to
n
m
et
ho

d)
St
an

da
rd

Se
ct
io
n
3.
2.
3,

eq
ua

tio
n
(3
.7
)

Se
ct
io
n
3.
3.
1,

eq
ua

tio
n
(3
.1
5)

Tr
us
t
re
gi
on

Se
ct
io
n
3.
3.
2,

eq
ua

tio
n
(3
.1
8a
)

Se
ct
io
n
3.
3.
2,

eq
ua

tio
n
(3
.1
8b

)
D
am

pe
d

Se
ct
io
n
3.
3.
3,

eq
ua

tio
n
(3
.2
1a
)

Se
ct
io
n
3.
3.
3,

eq
ua

tio
n
(3
.2
1b

)



3.4 Examples 31

x0 xk

θ p
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v

Figure 3.1: The bearings-only tracking scenario with the target at xk and the
tracking platforms at the unknown and known positions θ and p, respectively.

p as measured along the line, and the other is located at the unknown position
θ. Denoting the position of the target by x, the transition and measurement
functions can be written as [11]

f(xk) = xk + v, (3.22a)

hθ(xk) =
[
arctan2((xk − p)/r)
arctan2((xk − θ)/r)

]
. (3.22b)

For the simulations, we let r = 1, p = 1, θ = 0, v = 0.5, Q = (0.1)2, R = σ2
r I2,

and N = 15. Further, the initial state was x0 = 0 with an initial uncertainty of
P0 = 0, and the initial estimate of θ was simulated from a uniform distribution
over (θ− δθ, θ + δθ) where δθ = 7.5. The scenario is illustrated in Figure 3.1.

Figure 3.2 (a) now displays the RMSEs obtained when estimating θ from
the set of measurements y1:N while varying σr. Here, the EM algorithms
have been abbreviated based on whether the M step was implemented as a
single iteration of Newton’s method (N), the Gauss-Newton method (GN), the
trust region Newton method (TRN), the trust region Gauss-Newton method
(TRGN), the damped Newton method (DN), or the damped Gauss-Newton
method (DGN). As can be seen from Figure 3.2 (a), neither the EKF nor the
UKF can manage the nonlinearities of the system, while all the EM algorithms
display practically equivalent RMSEs. However, Figure 3.2 (b) reveals that
the EM gradient algorithm and the EM algorithm using damped Newton steps
diverge in approximately 70 % of the runs at small measurement errors, and
we also see some divergence when using Gauss-Newton steps. No divergence
is experienced with the EM algorithms employing trust region methods or the
EM algorithm using damped Gauss-Newton steps.



32 3 Alternative EM Algorithms for Nonlinear State-space Models

10
-2

10
-1

10
-2

10
0

10
2

σr

R
M

SE
(θ̂

)
(a) Estimation error — Bearings-only tracking

EKF
UKF

N
GN

TRN
TRGN

DN
DGN

10
-2

10
-1

0

20

40

60

80

σr

D
iv

er
ge

nc
e

ra
te

[%
]
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Figure 3.2: (a) Errors and (b) divergence rates of the system identification
algorithms in the bearings-only tracking scenario.

3.4.3 Log-distance Path Loss Model

In our second example, we consider a two-dimensional localization problem
with a receiver positioned at xk, two transmitters at the known positions p1
and p2, and one transmitter at the unknown position θ. Further, we assume
the availability of received signal strength (RSS) measurements that can be
modeled according to the log-distance path loss model. Assuming that the
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xk

x0p1

v

p2 θ

Figure 3.3: The localization problem using the log-distance path loss model
with a receiver positioned at xk, two transmitters at the known positions p1
and p2, and one transmitter at the unknown position θ.

receiver has the mean speed v, the corresponding transition and measurement
functions can be written as [56, 57]

f(xk) = xk + v, (3.23a)

hθ(xk) = −c · 10




log10(‖xk − p1‖2)
log10(‖xk − p2‖2)
log10(‖xk − θ‖2)


. (3.23b)

For the simulations, we used c = 1/10 · ln 10, p1 = [−1 0]ᵀ, p2 = [1 0]ᵀ,
θ = [2 0]ᵀ, v = [0 0.5]ᵀ, Q = (0.1)2 I2, R = σ2

r I3, and N = 15. Further,
the initial state was x0 = [0 0]ᵀ with an initial uncertainty of P0 = 02,
and the initial estimate of θ was simulated from a uniform distribution over
([θ]1 − δθ, [θ]1 + δθ) × ([θ]2 − δθ, [θ]2 + δθ) where δθ = 1. The scenario is
illustrated in Figure 3.3.

The RMSEs associated with [θ]1 and [θ]2 are displayed in Figures 3.4 (a)
and (b), respectively. All the alternative M steps can be seen to lead to lower
RMSEs than the standard EM gradient algorithm using Newton updates.
While the RMSE is only modestly decreased with damped Newton updates,
the performance gain is substantial with both trust region updates and Gauss-
Newton updates. At the lowest noise levels, the best performance is achieved
with M steps based on a damped Gauss-Newton step, which can be seen to
give an RMSE that is about one to two order of magnitudes smaller than that
of the original EM gradient algorithm. The poor performance of the UKF can
be improved by incorporating a prior on θ, thereby giving RMSEs that are
similar to those of the EKF. However, there was no prior that enabled the
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Figure 3.4: Errors of the system identification algorithms in the path loss
scenario.

UKF to provide better estimates than the EM algorithms with trust region
or Gauss-Newton steps1. Although there is far less divergence than in the

1Upon closer study of the filter, the high RMSEs of the UKF seem to be related to in-
adequate variance estimates. As previously noted in e.g., [58], there are nonlinear functions
for which the Taylor transformation in the EKF provide better variance estimates than the
unscented transform.



3.5 Conclusions 35

10
-2

10
-1

0

1

2

3

4

5

σr

D
iv

er
ge

nc
e

ra
te

[%
]

Divergence rate — Path loss model

EKF
UKF

N
GN

TRN
TRGN

DN
DGN

Figure 3.5: Divergence rates of the system identification algorithms in the
path loss scenario.

bearings-only tracking scenario considered in Section 3.4.2, Figure 3.5 shows
that some divergence is still experienced with Newton, damped Newton, and
Gauss-Newton updates.

Despite the large RMSEs displayed by the EM algorithms with Newton
and damped Newton updates in Figure 3.4 (a), the estimates provided by
these algorithms are in most runs acceptable. This is illustrated in Figure
3.6 (a), which shows the distribution of the estimates [θ̂]1 produced by the
EM gradient algorithm at σr = 10−0.5. Most of the estimates can be seen
to be concentrated around the true value 2. However, there are also several
estimates concentrated around the values −2 and 0. The reason for this can
be understood by studying Figure 3.6 (b), which displays the objective func-
tion Q(θ,θ) in a randomly chosen simulation with the second element of the
parameter vector held fixed at its true value [θ]2 = 0. This function has
local maximums and minimums at approximately [θ]1 = −2 and [θ]1 = 0, re-
spectively, which explains why the EM gradient algorithm produced estimates
close to these values. The shape of the plot in Figure 3.6 (b) can easily be
explained based on the geometry in Figure 3.3.

3.5 Conclusions

This chapter examined EM algorithms for estimating the parameters of non-
linear state-space models with additive Gaussian noise. When the M step
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Figure 3.6: (a) The distribution of the estimates [θ̂]1 produced by the EM
gradient algorithm in the path loss model scenario with σr = 10−0.5; (b) The
objective function Q(θ,θ) as dependent on [θ]1 with [θ]2 = 0, in a randomly
chosen simulation of the log-distance path loss model.

cannot be solved by analytical means, the EM gradient algorithm provides an
approximate solution that is straightforward to implement. However, the so-
lution is based on a second-order Taylor expansion that makes the assumption
of a negative definite Hessian. To expand the applicability of the algorithm,
five alternative M steps were derived by following the methodology of the
EM gradient algorithm and applying modifications based on combinations
of the Gauss-Newton method, trust region methods, and damped methods.
The resulting EM algorithms were benchmarked in an experimental study us-
ing observation models associated with measurements of bearing and received
signal strength. Simulations indicated that the proposed M steps compare
favorably to the standard Newton step in the EM gradient algorithm both in
terms of estimation accuracy and in terms of convergence properties. The low-
est RMSEs were achieved by the EM algorithms where the M step employed
trust region steps or damped Gauss-Newton steps (the Levenberg-Marquardt
method). Given the close connection between trust region and damped meth-
ods, the corresponding differences in performance can be expected to be asso-
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ciated with the chosen strategies for updating the trust region radius and the
damping parameter. In summary, the proposed EM algorithms are attractive
alternatives to the EM gradient algorithm when estimating the parameters of
nonlinear state-space models with nonlinearities in the parameter vector. As
such, they have the potential to enable stable and computationally efficient
estimators for applications within e.g., biomedicine and localization.





Chapter 4

Smartphone-based Vehicle Telematics

Abstract

Just like it has irrevocably reshaped social life, the fast growth
of smartphone ownership is now beginning to revolutionize the
driving experience and change how we think about automotive in-
surance, vehicle safety systems, and traffic research. This chapter
summarizes the first ten years of research in smartphone-based
vehicle telematics, with a focus on user-friendly implementations
and the challenges that arise due to the mobility of the smart-
phone. Notable academic and industrial projects are reviewed,
and system aspects related to sensors, energy consumption, and
human-machine interfaces are examined. Moreover, we highlight
the differences between traditional and smartphone-based auto-
motive navigation, and survey the state-of-the-art in smartphone-
based transportation mode classification, vehicular ad hoc net-
works, cloud computing, driver classification, and road condition
monitoring. Future advances are expected to be driven by im-
provements in sensor technology, evidence of the societal bene-
fits of current implementations, and the establishment of industry
standards for sensor fusion and driver assessment.

4.1 Introduction

The internet of things (IoT) refers to the concept of connecting everyday
physical objects to the existing internet infrastructure. In a potential future
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scenario, the connected devices could range from household appliances and
healthcare equipment, to vehicles and environmental probes [59]. Two main
benefits are expected to result from this increased connectivity. First, IoT
enables services based on the monitoring of devices and their surroundings.
Connected devices can build and send status reports, as well as take appro-
priate actions based on received commands. Second, IoT will provide massive
amounts of data, which can be used for analysis of behavioral patterns, envi-
ronmental conditions, and device performance. In the year 2020, the number
of connected devices is expected to reach 13 billion, which would be an in-
crease of 350 % since 2015 [60]. According to predictions, the main catalyst
for this tremendous growth in IoT will be the smartphone [61].

Smartphones utilize software applications (apps) to unify the capabilities
of standard computers with the mobility of cellular phones. Beginning with
the birth of the modern smartphone about a decade ago (Nokia N95, first-
generation iPhone, etc.), the smartphone has come to define social life in the
current age, with almost one and a half billion units sold in 2016 [62]. The
steadily increasing interest in utilizing the smartphone as a versatile mea-
surement probe has several explanations. For example, smartphones have a
large number of built-in sensors, and also offer efficient means of wireless data
transfer and social interaction. The use of smartphones for data collection falls
under the general field of telematics [63], referring to services where telecom-
munications are employed to transmit information provided by sensors in, e.g.,
vehicles (vehicle telematics) or smart buildings.

Thanks to the ever-growing worldwide smartphone penetration, the vehicle
and navigation industry has gained new ways to collect data, which in turn
has come to benefit drivers, vehicle owners, and society as a whole. The
immense number of newly undertaken projects, both in academia and in the
industry, illustrate the huge potential of smartphone-based vehicle telematics,
and has laid a steady foundation for future mass market implementations [66].
The relation between the IoT, telematics, vehicle telematics, and smartphone-
based vehicle telematics is illustrated in Figure 4.1.

There are several reasons to prefer smartphone-based vehicle telematics
over implementations that only utilize vehicle-fixed sensors. Thanks to the
unprecedented growth of smartphone ownership, smartphone-based solutions
are generally scalable, upgradable, and cheap [67]. In addition, smartphones
are natural platforms for providing instantaneous driver feedback via audio-
visual means, and they enable smooth integration of telematics services with
existing social networks [68]. Moreover, the replacement and development
cycles of smartphones are substantially shorter than those of vehicles, and
consequently, smartphones can often offer a shortcut to new technologies [69].
At the same time, the logistical demands on the end-user are typically limited
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Figure 4.1: A Venn diagram illustrating the relation between the IoT, telem-
atics, vehicle telematics, and smartphone-based vehicle telematics. Predicted
market values are $263 billion (IoT, by 2020) [60], $138 billion (telematics, by
2020) [64], and $45 billion (vehicle telematics, by 2019) [65].

to simple app installations. However, the use of smartphones in vehicle telem-
atics also poses several challenges. Built-in smartphone sensors tend to be
of poor quality, and have not primarily been chosen or designed with vehicle
telematics applications in mind. As a result, the employed estimation algo-
rithms must necessarily rely on statistical noise models, taking the imprecision
of the sensors into account. Further, the smartphone cannot be assumed to be
fixed with respect to the vehicle, which complicates the interpretation of data
from orientation-dependent sensors such as accelerometers, gyroscopes, and
magnetometers [48]. Another issue is that of battery drain. An app that con-
tinuously collects, stores, processes, or transmits data will inevitably consume
energy, and hence, there is a demand for solutions that balance constraints
on performance and energy efficiency [70]. Last, we note that the smartphone
tends to follow the driver rather than the vehicle. This is often an advantage
since it allows the driver to switch vehicle without losing the functionality of
smartphone-based telematics services, and also to access services and informa-
tion when off the road. However, this can also be a disadvantage when, e.g.,
collecting data for insurance purposes, since automotive insurance policies in
many countries follow the vehicle rather than the driver.
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Figure 4.2: Process diagram illustrating the information flow of smartphone-
based vehicle telematics.

4.1.1 Conceptual Description of Information Flow

In what follows, we discuss the information flow of smartphone-based vehicle
telematics in more detail. The process is illustrated in Figure 4.2. Measure-
ments can be collected from both built-in smartphone sensors and from exter-
nal, complementary sensor systems. Although vehicle-fixed sensor systems can
offer both higher reliability and accuracy than their smartphone equivalents,
they are often omitted to avoid the associated increase in monetary costs and
logistical demands. Vehicle-fixed sensors are, however, indispensable in the
more general field of vehicle telematics where they can provide updates on the
status of the vehicle’s subsystems and be used to characterize driver behavior
[71]. After sensing and processing measurements, data is communicated from
the smartphone to a central data storage facility. Vehicle data aggregated at
a central point can be used in e.g., traffic state estimation, traffic planning, or
comparative driver analysis. Relevant information is sent back to the individ-
ual user who can make requests of, e.g., the optimal route in terms of expected
travel time to a given location, or receive feedback on his driving behavior.
The data storage is typically managed by a revenue-generating corporation
that supports the services offered to the end-users by financing app develop-
ment and data analysis [72]. The business model pursued by the corporation
relies on the extraction of commercially valuable information from the data
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storage. Generally, data can be processed both at a local level, in the smart-
phone, and at a higher level, at the central data storage. Clearly, there is
an inherent trade-off between the amount of computations required at a local
level and the amount of data that must be sent to the central storage unit
[73]. (The data set needed for a centralized analysis is often several orders of
magnitude smaller in size than the total set of measurements gathered from
the smartphones.) The amount of computations that are performed directly
in the smartphone and at the central storage unit will depend on, e.g., the
requested driver feedback and the interests of the service provider. In addi-
tion, privacy regulations may require data pre-processing or anonymization
at a local level to ensure that the user’s privacy is preserved when trans-
mitting data [74]. When contemplating these issues, designers of telematics
systems benefit from the availability of a multitude of dedicated hardware and
software products. These include both platforms for fleet management and
usage-based insurance, developed by large navigation or telecommunication
companies such as TomTom and Verizon, as well as flexible, open-source so-
lutions offered by specialized firms such as Freematics and Openmatics. Due
to the large number of potential collaborators, most telematics providers at-
tempt to streamline their operations by developing architectural designs and
customizable software development kits (SDKs) that facilitate system interop-
erability and integration of external modules. An integral part of the discussed
telematics platforms is the inclusion of a feedback-loop that enables a sensor-
equipped end-user to control or change his behavior based on the results of the
data analysis. In smartphone-based vehicle telematics, this could be exempli-
fied by a driver who transmits driving data and then receives feedback that
can be used to, e.g., improve the safety or fuel-efficiency of his driving [75]. By
contrast, telemetry refers to applications where data is collected from remote
locations by one-way telecommunications. Refer to [72, 76, 77] for technical
details on the design of a telematics platform.

4.1.2 Contributions and Outline

The aim of this chapter is to present an overview of the smartphone-based
vehicle telematics field, focusing on the smartphone’s role as a measurement
probe and an enabler of user-interactive services. In the process, we review
recent advances, outline relevant directions for future research, and provide
references for further reading. The focus is on topics of fundamental impor-
tance for developers of systems for large-scale smartphone-based data collec-
tion (sensor characteristics, energy consumption, the human-machine interface
(HMI), transportation mode classification) and on applications that are ex-
pected to continue to develop and generate widespread interest in the coming
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Table 4.1: Recommended publications for further reading.

Section Literature reviews Other notable studies
4.2 - See Table 4.2.
4.3.1 [83, 84, 85] [86]
4.3.2 [71, 87] [88]
4.3.3 [70, 89, 90, 91, 92] [93]
4.3.4 [94, 95] [96, 97, 98]
4.4.1 [99, 100] [48, 101]
4.4.2 [102, 103] [104, 105]
4.4.3 [106, 107, 108] [109]
4.4.4 [110, 111, 112] [113]
4.4.5 [66, 67, 114, 115, 116, 117, 118] [119, 120]
4.4.6 [121] [122]

years (insurance telematics, cooperative intelligent transportation systems (C-
ITS), mobile cloud computing (MCC), road-condition monitoring). For rea-
sons of brevity, we have omitted discussions on vehicle condition monitoring
[78], estimation of fuel consumption [79], privacy considerations [80], accident
reconstruction [81], and traffic state estimation [82]. The chapter is orga-
nized as follows. A selection of academic and industrial projects are discussed
in Section 4.2. Then, Section 4.3 reviews system aspects, including sensor
characteristics, energy efficiency, and the HMI. Following this, services and
applications are covered in Section 4.4, which includes discussions on naviga-
tion, transportation mode classification, vehicular ad hoc networks (VANETs),
MCC, driver behavior classification, and pothole detection. Finally, the sur-
vey is concluded in Section 4.5. A list of recommended reviews and other
publications relating to the topics of the different subsections is provided in
Table 4.1. The distinguishing features of this survey are that it takes a holistic
approach to the field, covers a broad set of applications, and that particular
emphasis is placed on the opportunities and challenges that are associated
with smartphone-based implementations.

4.2 Academic and Industrial Projects

A large number of academic and industrial projects have been conducted
within smartphone-based vehicle telematics. The projects differ in several
aspects, and their value for future implementations will depend on the consid-
ered application. As an example, the possibilities for information extraction
are, to a large extent, determined by the employed sensors. Fine-grained traffic
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state estimation generally set high demands on the penetration rate of global
navigation satellite system (GNSS)-equipped probe vehicles, whereas detailed
driver behavior profiling requires high rate data from, e.g., accelerometers and
gyroscopes. Thus, although there are traffic apps with millions of users, their
utility may still be constrained depending on which sensors and sampling rates
that are employed. By contrast, academic projects are often conducted on a
smaller scale and in controlled environments, with high-accuracy sensors used
to benchmark the performance of smartphone-based implementations. Next,
we present a selected number of academically oriented studies, and then go on
to discuss industrial projects. A summary of the considered academic projects
is provided in Table 4.2.

4.2.1 Academic Projects

CarTel, introduced at the Massachusetts Institute of Technology in 2006, was
a sensing and computing system designed to collect and analyze telematics
data. The project resulted in approximately ten articles addressing topics
such as traffic mitigation [123] and road surface monitoring [124].

Nericell, initiated by Microsoft in 2007, was a project that specialized in
smartphone-based traffic data collection in developing countries. Most of the
data were collected in Bangalore, India. The final report included discussions
on inertial measurement unit (IMU) alignment, braking detection, speed bump
detection, and honk detection [125]. Earlier, similar projects conducted by
Microsoft include the JamBayes and ClearFlow projects, which used data
collected in the US to study traffic estimation by means of machine learning
[126].

The Mobile Millennium project, conducted in collaboration between the
University of California, Berkeley, and Nokia, included one of the first large-
scale smartphone-based collections of traffic data. The project resulted in more
than forty academic publications, primarily in the field of applied mathematics
[128, 132, 133]. Several future challenges were identified, all the way from
defining the business roles of the involved actors, to delivering efficient driver
assistance while minimizing distraction [127]. The project was extended by
the Mobile Millennium Stockholm project in Sweden, in which position data
were collected at one-minute intervals from 1500 GNSS-equipped taxis [134].

The Movelo Campaign introduced a smartphone-based measurement sys-
tem designed for applications within insurance telematics. As part of the
campaign, If P&C Insurance launched the commercial pilot if Safedrive, in
which around 4500 [h] of data were collected from more than 1000 registered
drivers [67, 72]. The project was the first large-scale study focusing on local
data processing and real-time driver feedback. Published articles discussed,
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e.g., estimation of fuel consumption [79], driver risk assessment [135], and
business innovation [136].

The Future Cities project, conducted by the University of Porto, focused
on traffic management in urban environments. The studied research areas
included sustainability, mobility, urban planning, as well as information and
communication technology. Data was collected from hundreds of local buses
and taxis equipped with vehicle-fixed GNSS receivers and accelerometers.
Among other things, the project led to the development of the SenseMyCity
app, which can be employed to, e.g., estimate fuel consumption or investigate
the possibilities for car sharing [131].

4.2.2 Commercial Projects

The market for insurance telematics, i.e., automotive insurances with a pre-
mium that is based on driving data, has grown to include more than fifteen
million policyholders [137]. Most insurance telematics programs collect data
by the use of in-vehicle sensors or externally installed hardware components,
referred to as black boxes, in-vehicle data recorders, or aftermarket devices.
The data collection process is often associated with large costs attributed to
device installment and maintenance. However, by collecting data from the
policyholders’ smartphones, it is possible to decrease the logistical costs while
at the same time increase driver engagement and transparency [67]. For ex-
ample, in 2014, the telematics provider Vehcon launched the app MVerity,
intended as a stand-alone insurance telematics solution, for the mere cost of
$1 per year and vehicle [138]. As of June 2016, there were thirty-three ac-
tive smartphone-based insurance telematics programs (including trials) [137].
The proliferation of smartphones has also had a huge impact on the taxi
industry. Specifically, companies such as Uber, Ola Cabs, and Careem are
providing apps that connect passengers and drivers based on trip requests,
while incorporating dynamic pricing, automated credit card payments, as well
as customer and driver ratings. In June 2016, Uber was valued at $66 billion
[139]. Additional examples of apps specifically designed for vehicle owners
include: Waze (acquired by Google in 2013 for $1.15 billion), allowing drivers
to share information about, e.g., accidents, traffic jams, and road closures;
iWrecked, facilitating easy assemblies of accident reports; Torque, enabling
the smartphone to extract data from in-vehicle sensors; FuelLog, logging fuel
consumption as well as the maintenance and service costs of the vehicle; and
Lyft (valued at $6.9 billion in April 2017 [140]), connecting passengers and
drivers for on-demand ridesharing.

To summarize the section, a large number of projects related to smartphone-
based vehicle telematics have been conducted both in academia and in the
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industry. The conducted projects differ in the employed sensors, the number
of users, the required logistics, and the considered applications. The primary
drivers for future projects are expected to be found in applications related to,
e.g., insurance telematics, ridesharing, and driver assistance.

4.3 System Aspects

This section discusses system aspects of smartphone-based vehicle telematics.
We review available sensors, battery usage, and the HMI. Many of the covered
topics are relevant in a broad range of applications, and hence, this section will
serve as a basis for the subsequent section that covers services and applications.

4.3.1 Smartphone Sensors

In the following, we review the exteroceptive (acquiring external information:
GNSS, Bluetooth, WiFi-based positioning, cellular positioning, magnetome-
ters, cameras, and microphones) and proprioceptive (acquiring internal infor-
mation: accelerometers and gyroscopes) sensors and positioning technologies
commonly utilized in smartphones.

1) Exteroceptive Sensors: iPhone devices employ a built-in black-box fea-
ture called Location Services to provide apps with navigation updates. The
updates are obtained by fusing WiFi, cellular, Bluetooth, and GNSS data.
WiFi and cellular positioning are mainly used to aid the initialization of the
GNSS receiver (the stand-alone accuracy of these positioning systems is gener-
ally inferior to that of a GNSS receiver). However, the coverage of WiFi and
Bluetooth in urban environments is continuously being improved, enabling
position fixes in areas where GNSS signals are often unavailable. Location
Services provide three-dimensional position updates with horizontal and ver-
tical accuracy measures, as well as planar speed, planar course, and times-
tamps. Details on the positioning methods utilized in Locations Services and
their associated accuracy can be found in [86] and [141]. In contrast to smart-
phones from the iPhone series, Android devices enable apps to read GNSS
messages in the NMEA 1803 standard. The standard includes not only GNSS
measurements of position, planar speed, and planar course, but also addi-
tional information such as detailed satellite data (refer to [142] for details on
NMEA 1803). According to reports, raw GNSS measurements, such as pseu-
doranges and doppler shifts, will eventually become accessible from all new
Android phones [143]. This will enable both tighter information fusion and
more application-dependent GNSS signal processing.

Thanks to its high accuracy and availability, GNSS is often the positioning
technology of choice in today’s location-based services (LBSs). Nevertheless,
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the performance of commonly utilized GNSS receivers has been found to be
a limiting factor in a number of ITS applications [144]. Performance evalua-
tions of GNSS receivers in several commercial smartphones are presented in
[145] and [146]. All of the studied smartphones were found to provide horizon-
tal position measurements accurate to within 10 [m] with a 95 % probability.
Since comprehensive performance evaluations of GNSS receivers in real-world
scenarios often are both time-consuming and costly, simulation-based method-
ologies are an attractive complement. Using simulations, test scenarios can be
repeated in a controlled laboratory setting, with many possibilities for error
modeling [147]. Obviously, the external validity of such experiments will be
limited by the simulator’s ability to mimic the contributions of the numerous
error sources in real-world GNSS scenarios [148]. The standard update rate of
smartphone-embedded GNSS receivers is currently 1 [Hz]. A higher sampling
rate would allow high-dynamic events to be captured with greater resolution,
and could therefore be beneficial for many vehicle telematics applications [149].

A triad of magnetometers measure the magnetic field (magnetic flux den-
sity) in three-dimensions and is in many applications used as a compass, in-
dicating the direction of the magnetic north in the plane that is tangential
to the surface of the earth. In other words, smartphone-embedded magne-
tometers can often be used to gain information about the orientation of the
smartphone. The accuracy of smartphone-embedded magnetometers has been
studied in [150], which reported mean absolute errors in the range of 10−30 [◦ ]
when estimating the direction of the magnetic north during pedestrian walk-
ing. In vehicle telematics, the use of magnetometers is further constrained by
magnetic disturbances caused by the vehicle engine [151, 152, 153]. However,
in some cases these disturbances can be used to extract valuable information.
For example, magnetometers can be placed on the road side to detect and
classify passing vehicles based on the magnetic fields that they induce [154].
Unfortunately, studies on how to extend this work to implementations using
vehicle-fixed or smartphone-embedded magnetometers are scarce.

The possibilities for information extraction based on built-in smartphone
cameras are continuously increasing as a result of improved image resolutions
and increased frame rates. Smartphone cameras can e.g., be used to aid an
inertial navigation system (INS) [155], to detect or track surrounding vehicles
[156], to estimate the gaze direction of drivers [157], to detect traffic signals
[158], to recognize license plates [159], or to detect traffic signs [160]. Geomet-
ric camera calibration is a vast topic encompassing the estimation of intrin-
sic (describing the internal geometry and optical characteristics of the image
sensor) and extrinsic (describing the pose of the camera with respect to an
external frame of reference) parameters, as well as the joint calibration of cam-
eras and motion sensors [161]. Calibration approaches specifically designed for
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smartphone-embedded cameras are presented in [162, 163, 164, 165, 166]. Gen-
erally, camera-based implementations are constrained by their high computa-
tional cost, and requirements on, e.g., orientation and visibility. Moreover,
they also tend to raise privacy concerns from users. As a result, they are often
disregarded in telematics solutions that prioritize reliability and convenience.

Although microphones are typically not directly used for purposes of navi-
gation, they may be used to provide information regarding context and human
activities [85]. In vehicle telematics, microphones have been used for honk de-
tection [125], emergency vehicle detection [167], and audio ranging inside of
the vehicle [168]. The use of smartphone-embedded microphones has brought
attention to issues of user privacy, and several related legislations can be ex-
pected in the coming years [169].

2) Proprioceptive Sensors: A triad of accelerometers and a triad of gyro-
scopes comprise what is known as a 6-degrees of freedom IMU, which pro-
duces three-dimensional measurements of specific force (non-gravitational ac-
celeration) and angular velocity. As shown in [170], the cost of smartphone-
embedded IMUs has steadily decreased and is expected to continue to do so
during the coming years (a smartphone-embedded IMU can be expected to
cost less than $1 for the manufacturer). IMUs in smartphones are considered
to belong to the lowest grade of inertial sensors (the commercial grade), and
can exhibit significant bias, scale factor, misalignment, and random noise er-
rors [7]. Detailed error analyses of IMUs in ubiquitous smartphone models
have been conducted in [171, 172, 173, 174]. The maximum sample rate of
IMUs in smartphones is typically in the range of 20−300 [Hz]. By fusing IMU
and GNSS measurements, it is possible to obtain high-rate estimates of the
vehicle’s position, velocity, and attitude [7]. This is discussed in more detail
in Section 4.4.1. The use of IMUs for driver behavior profiling and pothole
detection is discussed in Sections 4.4.5 and 4.4.6, respectively.

4.3.2 Complementary Sensors

Information can be obtained not only from built-in smartphone sensors, but
also from vehicle-installed black boxes and from the vehicle’s on-board di-
agnostics (OBD) system. The OBD system is an in-vehicle sensor system
designed to monitor and report on the performance of a large number of ve-
hicle components. As of 2001, OBD is mandatory for all passenger cars sold
in Europe or in Northern America. OBD data can be sent from an OBD don-
gle to a smartphone using either WiFi or Bluetooth [175]. The dongles cost
from around $10 (the cost of an OBD dongle used for insurance telematics
is typically higher), with the exact price dependent on factors such as smart-
phone compatibility, data output, and hardware configuration, including built-
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in sensing capabilities. Developers may also benefit from vehicle-independent
open source hardware and software application programming interfaces (APIs)
such as OpenXC, manufactured by Ford. Following the installation of a small
hardware module, OpenXC deploys a user-friendly interface to give Android
applications access to real-time data from in-vehicle sensors, and also supports
a library for testing and prototyping in Python.

Some of the most commonly used OBD parameters include measurements
of vehicle speed, engine revolutions per minute, throttle position, and air-
flow rate. The utility of OBD measurements of speed have been compared
with standalone smartphone solutions in the context of acceleration-based ac-
cident detection [175], detection of harsh braking [67], maneuver recognition
[176], [177], and vehicle speed estimation [172, 174, 178]. On the one hand,
OBD measurements are not subject to multipath errors (unlike GNSS mea-
surements) and only rely on vehicle-fixed sensors (as opposed to smartphone
sensors whose readings often are affected by the dynamics of the smartphone
with respect to the vehicle). On the other hand, smartphone-based solutions
benefit from the high sampling rate of the embedded IMU and can often pro-
vide contextual information related to, e.g., the driver’s activities prior to
driving [88]. Fusion of OBD and smartphone data for vehicle positioning is
discussed in [179]. A method for fusing OBD and GNSS measurements to
estimate a vehicle’s speed is presented in Chapter 9.

4.3.3 Energy Consumption

The energy consumed by technology and hardware in smartphones has been
identified as a key factor in the design of new services and applications. Rec-
ognizing that the GNSS receiver can often be attributed to a large share
of a smartphone’s energy consumption, plenty of research has been invested
into the design of low-power LBSs. Examples of LBSs include applications
for personal tracking, weather or traffic updates, delivery optimization, social
services, games, and emergency call localization.

In dynamic tracking, the GNSS receiver is only turned on when GNSS
updates are expected to result in a sufficiently large improvement of the navi-
gation accuracy. Dynamic tracking can be roughly categorized into two over-
lapping branches: dynamic prediction and dynamic selection. In dynamic
prediction, the localization uncertainty is quantified using less power-intensive
sensors [181]. Accelerometers are, for example, often used to assess if the tar-
get is moving or not. In dynamic selection, the navigation system alternates
between GNSS and low-power positioning systems (e.g., WiFi-based) by con-
sidering the time and location dependence of 1) the accuracy requirements
of the application; and 2) the performance of the positioning technologies.
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Figure 4.3: (a) The trade-off between localization error [92] and energy
consumption [180] at 0.1 [Hz] for cellular positioning, WiFi positioning, and
GNSS. (b) Typical figures of energy consumption for smartphone-embedded
sensors [70, p. 127].

For example, the localization accuracy requirements for turn-by-turn navi-
gation will typically increase as the vehicle approaches an intersection [182],
and GNSS measurements are known to be unreliable in urban canyons [183].
By exploiting such variations in required accuracy, the smartphone can dy-
namically choose the positioning technology that will optimize the trade-off
between localization accuracy and energy efficiency (see Figure 4.3 (a)). Al-
though sampling the GNSS receiver less often typically leads to a decrease in
the energy consumed per time, the total energy required per GNSS sample will
increase as a result of the cold/warm/hot-start nature of the receiver [182].

Several additional measures can be taken to improve the energy efficiency
of smartphone-based LBSs. For example, navigation filters are often comple-
mented by digital map-matching (MM). The resulting increase in localization
accuracy will depend on the road density (the performance of MM algorithms
generally deteriorates in areas where the road density is high), and hence,
this must be considered in the design of energy-efficient sampling schemes
[184]. Generally, MM reduces the error growth during inertial navigation and
thereby makes it possible to rely only on low-power inertial sensors for a longer
period of time. Another option is to reject GNSS measurements completely.
One example can be found in [185], which considers map-aided cellular posi-
tioning of vehicle-fixed mobile devices. An additional alternative is to employ
cooperative localization, i.e., to fuse sensor measurements, e.g., GNSS and
ranging measurements, from several near-by smartphones. In this way, it is
possible to reduce the total number of GNSS updates, and thereby also the
energy consumption, while maintaining sufficient localization accuracy [186].

For easy reference, Figure 4.3 (b) displays typical figures of energy con-
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sumption for the smartphone-embedded sensors discussed in Section 4.3.1.
Additional parameters characterizing the energy consumption attributed to
transmission, computation, and storage, can be found in [187, 188, 189]. Since
the exact energy characteristics are dependent on many factors, including the
device model, sensing specifications, and smartphone settings, the provided
figures should be interpreted as order-of-magnitude approximations. As an
example, the energy consumption attributed to the IMU will depend on the
IMU model, the chosen sampling rate, and eventual duty-cycling schemes
[180]. It should also be noted that the inertial sensors and magnetometers
themselves generally consume less energy than stated in Figure 4.3 (b). How-
ever, since many smartphones use the main processor to directly control the
sensors, continuous sensing often incurs a substantial energy overhead. A
potential remedy is to let a dedicated low-power processor handle the tasks
of duty cycle management, sensor sampling, and signal processing, thereby
allowing the main processor to sleep more frequently [190].

In smartphone-based vehicle telematics, the issue of battery drainage can
be mitigated by using a battery charger connected to the vehicle’s power outlet
(cigarette lighter receptacle). Similarly, several telematics solutions combine
sensors, battery, and a charger in a single device that connects to either the
OBD port or the cigarette lighter receptacle [191, 192].

4.3.4 The Human-Machine Interface

The term HMI encompasses all functionalities that allow a human to interact
with a machine. Our main interest is the human-smartphone interface in
applications of smartphone-based vehicle telematics. Refer to [193] for details
on human-vehicle interfaces.

The design of a human-smartphone interface can be considered to have two
objectives [194]. First, the interface must be efficient. In other words, the tasks
of control and monitoring should be performed with as little computational
and human effort as possible. Second, the interface should be configured
to minimize driver distraction. Hence, all driver-smartphone communication
should be dynamically integrated with the driving operations and discourage
excessive engagement in secondary tasks. As noted in [195], driver distraction
due to smartphone usage has become one of the leading factors in fatal and
serious injury crashes. For example, having a conversation on your phone
while driving can, in some situations, increase the crash risk by a factor of four
[96], with texting typically being even more distracting [196]. Four facets of
distracted driving can be identified: cognitive distraction, taking your mind off
the road; visual distraction, taking your eyes off the road; auditory distraction,
focusing your auditory attention on sounds that are unrelated to the traffic
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Table 4.3: Characterization of typical forms of smartphone-related driver
distractions [95].

Distraction
Activity Cognitive Visual Auditory Manual
Texting High High Low High
Dialing Medium High Low High
Phone call High Low High Low
Voice control High Low Medium Low

environment; and manual distraction, taking your hands off the wheel [94].
While smartphone usage may contribute to each of these types of distractions,
the distraction caused by smartphone calls is mainly cognitive and auditory
in nature [197]. In other words, the use of hands-free equipment does little to
alleviate this distraction. In what follows, we discuss the current use of audio
and video in human-smartphone interfaces, and describe how the interfaces
can be designed to not interfere with the task of driving.

Audio communication has proven to be an efficient method for relaying
information to the driver while minimizing visual and manual distractions.
For example, in [182], respondents generally thought that vehicular navigation
benefited more from turn-by-turn voice guidance than from visual map display.
In addition to voice guidance, many driver assistance systems also make use
of audio alerts. One example is the iOnRoad app, which provides warning
signals when detecting speeding, insufficient headway, or the crossing of a
solid line. Although voice control is an integral part of many apps, its use
can at times require a significant cognitive workload. Refer to [97] and [98] for
details on how different auditory tasks affect, e.g., reaction times and headway
distances. Table 4.3 describes how the activities of texting, dialing a phone
number, having a conversation on the phone, and delivering voice commands
relate to the four facets of distracted driving.

Most human-smartphone interfaces are, to a large extent, based on vi-
sual communication utilizing touch-based operations and virtual keyboards.
Obviously, visual display is the most efficient way to deliver complex infor-
mation such as annotated maps. In addition, displayed information is not
intrusive in the same way as, e.g., audio, and therefore, it allows the driver
to manually coordinate driving maneuvers and information gathering. The
smartphone display may also be used for augmented reality, i.e., to overlay
computer-generated graphics onto images of reality. This has been utilized in
apps such as iOnRoad, which highlights the vehicle’s current lane in a real-
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time video shown in the smartphone display, and Hudway, which creates a
head-up display (HUD), independent of the existing vehicle technology, by
reflecting smartphone images in the windshield. The latter technique is par-
ticularly valuable in low visibility conditions since it enables the driver to see
the curvature of the upcoming road overlaid in sharp lines on the windshield.
Smartphone-based HUDs could also be used to spearhead the rollout of tar-
geted and interactive in-vehicle advertising of, e.g., gas stations or restaurants
[198]. Similarly, capitalizing on partnerships between original equipment man-
ufacturers (OEMs) and marketers, the vehicle intelligence system could trigger
ads for roadside assistance or suitable repair shops [199]. In general, the in-
creasing prevalence of in-vehicle HUDs is expected to both reduce collisions
(thanks to automated obstacle detection) and discourage inattentive driver
behavior [200]. By using the Google and Apple standards Android Auto and
CarPlay, respectively, any smartphone operation can be directly integrated
into the HUD, thereby further reducing visual and manual distractions. How-
ever, according to predictions, only 9 % of the automobiles on the road in the
year 2020 will have a built-in HUD [201], and consequently, there will continue
to be a high demand for inexpensive and flexible aftermarket solutions.

As should be evident, the level of concentration required for the task of
driving varies with both the vehicle’s state and the traffic situation. Hence, to
satisfy requirements on communication efficiency while minimizing driver dis-
traction, the driver-smartphone interactions should be adjusted with respect
to, e.g., the vehicle’s speed and location [202, 203]. This idea is utilized in
apps such as DriveID, which enables customized restrictions of smartphone
functionality while driving.

4.4 Services and Applications

Next, we cover practical applications within smartphone-based vehicle telem-
atics, such as navigation, transportation mode classification, C-ITS, MCC,
driver behavior classification, and road condition monitoring.

4.4.1 Navigation

As opposed to navigation utilizing vehicle-fixed sensors, smartphone-based au-
tomotive navigation is constrained by the fact that the sensor measurements
depend not only on the vehicle dynamics, but also on the orientation, posi-
tion, and movements of the smartphone relative to the vehicle. (The relation
between the smartphone’s placement in the vehicle and the smartphone-to-
vehicle dynamics is studied in Chapter 8.) In the following, we describe what



56 4 Smartphone-based Vehicle Telematics

this means for a designer of a smartphone-based automotive navigation sys-
tem, and review methods for estimating the orientation and position of the
smartphone with respect to the vehicle. Subsequently, we discuss supplemen-
tary information sources and how these can be used to improve the navigation
solution.

1) Smartphone-based Vehicle Navigation and Smartphone-to-Vehicle Align-
ment: Low-cost automotive navigation is often performed by employing a
GNSS-aided INS, fusing measurements from a GNSS receiver and an IMU.
Typically, a GNSS-aided INS will provide three-dimensional estimates of the
vehicle’s position, velocity, and attitude (orientation) [7]. The estimates have
the same update rate as the IMU measurements; refer to [204, 205, 206] for
examples of smartphone-based GNSS-aided INSs. The mathematical details
of GNSS-aided inertial navigation are delayed until Chapter 5. Since the mea-
surements originate from sensors within the smartphone, a smartphone-based
navigation system will provide estimates of the smartphone’s, rather than of
the vehicle’s, dynamics and position. For the position and velocity estimates,
the difference is typically negligible (when considering applications such as
driver navigation and speed compliance) as long as the smartphone remains
fixed to the vehicle. However, the attitude of the smartphone may obviously
be very different from the attitude of the vehicle. To construct estimates of the
vehicle’s attitude based on estimates of the smartphone’s attitude, one typi-
cally needs some knowledge of the smartphone-to-vehicle orientation. In [204],
the smartphones were fixed to the vehicle during the entire field test, and the
smartphone-to-vehicle orientation was estimated using measurements from a
vehicle-fixed tactical-grade IMU that had already been aligned to the vehicle
frame. In most practical applications though, measurements from IMUs that
have been pre-aligned to the vehicle will not be available. As a consequence,
several stand-alone solutions for smartphone-to-vehicle alignment (estimation
of the smartphone-to-vehicle orientation) have been proposed. In Table 4.4,
publications discussing smartphone-to-vehicle alignment are categorized based
on the employed sensors. Often, the estimation will use IMU measurements
and exploit the fact that the vehicle’s velocity is roughly aligned with the for-
ward direction of the vehicle frame [48]. Moreover, the smartphone’s roll and
pitch angles can be estimated from accelerometer measurements during zero
acceleration [207], the smartphone’s yaw angle can be estimated from magne-
tometer measurements [208], the vehicle’s roll and pitch angles can, in many
cases, be assumed to be approximately zero [100], and the vehicle’s yaw angle
can be estimated from GNSS measurements of course (or consecutive GNSS
measurements of position)1 [209]. Alternatively, the smartphone-to-vehicle

1Obviously, estimates of the smartphone’s and the vehicle’s attitudes with respect
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Table 4.4: Publications discussing smartphone-to-vehicle alignment.

Sensors Publications
Accelerometer [213, 208, 214, 215, 216, 217]
Accelerometer, GNSS [125, 174, 218, 219, 207, 220, 221, 222, 223]
Accelerometer, Magnetometer [224]
Accelerometer, GNSS, Magnetometer [100, 153, 225, 226, 227]
Gyroscope [211]
IMU [191, 192, 228, 229, 230]
IMU, GNSS [48, 101, 231, 210]
IMU, Magnetometer [232, 233, 234]
IMU, GNSS, Magnetometer [235, 209]

orientation can be estimated by applying principal component analysis to 1)
accelerometer measurements [210]: most of the variance is concentrated along
the longitudinal direction of the vehicle frame, and most of the remaining
variance is concentrated along the lateral direction of the vehicle frame; or
2) gyroscope measurements [211]: most of the variance is concentrated along
the vehicle’s yaw axis, and most of the remaining variance is concentrated
along the vehicle’s pitch axis. The variances of the accelerometer measure-
ments along the longitudinal and lateral directions are associated with for-
ward acceleration/deceleration and vehicle turns, respectively. The variances
of the gyroscope measurements along the yaw and pitch axes are associated
with vehicle turns and changes in the inclination of the road, respectively.
A data-driven comparison of GNSS, magnetometer, and accelerometer-based
methods for smartphone-to-vehicle alignment is presented in [212]. The three
coordinate frames and commonly used methods to infer their relation are sum-
marized in Figure 4.4. Chapter 6 presents a method for smartphone-to-vehicle
alignment based on non-holonomic constraints and the assumption of a vehicle
roll angle close to zero.

Once the smartphone-to-vehicle orientation has been estimated, the IMU
measurements can be rotated to the vehicle frame, thereby making it possible
to estimate, e.g., the acceleration in the vehicle’s forward direction directly
from the IMU measurements (see Section 4.4.5). Although smartphone-to-
vehicle alignment can normally be performed with good precision when the
smartphone is fixed with respect to the vehicle (the experimental study pre-
sented in Chapter 6 reports estimation errors of the vehicle’s Euler angles in
the order of 2 [◦ ] for each angle), the process is complicated by the fact that
the smartphone-to-vehicle orientation may change at any time during a trip.

to some chosen navigation frame can be directly transformed into an estimate of the
smartphone-to-vehicle orientation.
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Moreover, the accelerations and angular velocities experienced by the smart-
phone when it is picked up by a user are often orders of magnitude larger than
those associated with normal vehicle dynamics [100]. Therefore, the vehicle
dynamics observed in measurements collected by smartphone-embedded IMUs
tend to be obscured by the dynamics of the hand movements whenever the
smartphone is set in motion with respect to the vehicle. Solutions presented
in the literature have discarded the IMU measurements during detected pe-
riods of smartphone-to-vehicle movements, and then re-initialized the inertial
navigation once the smartphone is detected to be fixed with respect to the
vehicle again [125]. Obviously, GNSS data can still be used for position and
velocity estimation, even when the IMU measurements are discarded. How-
ever, stand-alone GNSS navigation suffers from both its low update rate and
its inability to provide attitude estimates.

2) Smartphone-to-Vehicle Positioning: The problem of estimating the
smartphone’s position with respect to the vehicle is closely related to the prob-
lem of driver/passenger classification, i.e., determining whether a smartphone
belongs to the driver or a passenger of the vehicle. Usually, it is assumed that
the smartphone is placed in the vicinity of its owner, and hence, smartphone-
to-vehicle positioning makes it possible to assess whether the owner of a given
smartphone is also the driver of the vehicle. While neither of these problems
are critical to vehicle positioning, driver/passenger classifications are of use
in several applications, including distracted driving solutions [192], and in-
surance telematics [236]. A large number of classification features have been
considered. One alternative is to study human motions as measured by the
smartphone. Studied motions have included vehicle entries [152], seat-belt
fastening, and pedal pressing [236]. The dynamics of the two former motions
will typically differ depending on which side of the vehicle the user entered
from. Similarly, the detection of pedal pressing always indicates that the user
sat in the driver’s seat. While these features possess some predictive power,
they are susceptible to variations in the motion behavior of each individual.
In addition, they are constrained by the assumption that the user carries the
smartphone in his pocket. A second option is to utilize that the specific force,
measured by accelerometers, will vary depending on where in the vehicle the
accelerometers have been placed [229]. The effect is most clearly seen during
high-dynamic events such as when passing a pothole or during heavy cornering
[101]. Typically, the measurements from a smartphone-embedded accelerom-
eter must be compared with measurements from an additional smartphone
(that has a different position in the vehicle) or from the OBD system (as-
suming that the vehicle trajectory can be approximated with a circle [192]).
Since the difference in the specific force measured by two accelerometers only
depends on their relative position, and not on their absolute positions, meth-
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ods of this kind can only be used for absolute positioning within the vehi-
cle when the absolute position of one of the sensor nodes is already known
[101]. A method for estimating the relative positions of an arbitrary number
of smartphones based on their inertial measurements is presented in Chapter
7. A third option is to utilize audio ranging. Proposed frameworks have used
smartphone-embedded microphones to recognize, e.g., the vehicle’s turn sig-
nals [236], or high frequency beeps sent through the car’s stereo system [168],
[237]. The latter positioning systems are in general very accurate. However,
the required vehicle infrastructure (Bluetooth hands-free systems) can only be
found in high-end vehicles, and thus, implementations in older vehicle models
necessitate expensive aftermarket installations [192]. A fourth option is to
estimate the relative position of two devices from their GNSS measurements.
However, since the errors are normally heavily correlated in time and often
exceed the typical device distance, convergence can be expected to be slow
[100]. A fifth option is to utilize vehicle-installed technology to directly iden-
tify the driver and the passengers, without making use of any smartphone
sensors. If needed, the data or the results from the driver/passenger classifi-
cation can then be communicated to all personal devices in the vehicle and be
used to, e.g., customize their settings based on the design of distracted driving
solutions. This of course assumes that each smartphone already has been as-
sociated with its owner’s identifying characteristics. One way to implement a
system of this kind is to record speech using directional microphones attached
to each seat [238]. Each smartphone can then compare the recorded audio with
its own unique pre-stored voice signature, and can thereby identify the seat of
the smartphone owner. Some additional approaches to driver/passenger clas-
sification are to identify drivers from their driving characteristics, so called
driver fingerprinting [239], to position smartphones in the vehicle using Blue-
tooth or near field communication [236], to position smartphones based on
photos taken with embedded cameras [240], or to detect texting while driving
based on texting characteristics [241]. A selection of publications related to
driver/passenger classification are summarized in Table 4.5.

3) Supplementary information sources: Several supplementary information
sources can be employed to improve the navigation estimates. These include
road maps, road features, and dynamic constraints. By using this informa-
tion to aid an INS, it is often possible to reduce the dependence on GNSS
availability. Next, we discuss the three mentioned information sources and
how they can be integrated with sensor measurements. MM algorithms use
location-based attributes (speed limits, restrictions on travel directions, etc.)
and spatial road maps together with sensor measurements to infer locations,
links (arcs between nodes in a road map), or the path of a traveling vehicle [99].
The algorithms are broadly categorized as online or offline, with the former
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primarily being used for turn-by-turn navigation, and the latter being used as,
e.g., input in traffic analysis models. Although GNSS has been established as
the dominant source of input data to MM algorithms, cellular positioning has
been employed in several instances [243]. In addition, IMU or odometer mea-
surements can be used to increase the estimation rate and bridge GNSS signal
outages. Since many MM algorithms have been developed for navigation prod-
ucts using data from dedicated GNSS receivers, they often have to be modified
to cope with the low temporal density and poor quality of GNSS data from
smartphone-embedded receivers [244]. Today, digital road maps are created
using both professional methods based on, e.g., satellite imagery, and using
crowdsourcing by collecting GNSS traces from smartphone-equipped drivers.
The gains of crowdsourcing have been magnified by the ubiquity of smart-
phones, thereby motivating many navigation service providers to replace the
commercial maps used in their products with crowdsourced open license alter-
natives. One of the most popular crowdsourcing platforms is OpenStreetMap
(OSM), which benefits from a large community of contributing users enabling
rapid updates to changes in geography or traffic regulations [245]. However,
just as many other crowdsourced databases, OSM, to some extent, suffers from
logical inconsistency (duplicated lines, dead-ended one-way-roads, etc.) [246],
and incomplete coverage (missing or simplified objects) [247].

Artificial position measurements can be obtained by detecting road fea-
tures associated with map locations. Typically, IMUs are used for the detec-
tion. Previously studied road features within smartphone-based automotive
navigation include turns [182], bridges [185], potholes [228], traffic lights [248],
tunnels [249], and speed bumps [250]. As demonstrated in [251], driving events
such as turns, lane changes, and potholes can be used to enable smartphone-
based lane-level positioning. The problem of building a map of road features
was considered in [248], which used GNSS position traces collected from smart-
phones to detect and map traffic lights and stop signs. In the future, we can
expect more implementations to make use of the vast research on simultaneous
localization and mapping (SLAM) conducted by the robotics community.

Constraints on the vehicle dynamics are employed to reduce the dimension
of possible navigation solutions, and thereby improve the estimation accuracy.
For example, the estimated altitude of the vehicle can be constrained when
the vehicle is expected to travel on an approximately flat surface or when a
topographic map is available [252], the vehicle’s speed and angular velocity
can be constrained to comply with the minimal turning radius [253], and the
estimated velocity can be assumed to be aligned with the forward direction of
the vehicle frame [48].

Last, we note that measurements from smartphone-embedded motion sen-
sors and positioning technologies often display signs of pre-processing, which
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can affect the navigation capabilities of the device. One potential reason for
this is that the sensor measurements have been filtered through built-in filters,
designed to, e.g., mitigate sensor failures or increase accuracy. As a result, the
measurements may display signs of latency or temporal error correlation [254].
Unfortunately, the transparency of built-in estimation filters is typically low.

4.4.2 Transportation Mode Classification

As opposed to in-vehicle sensors, smartphone-embedded sensors can be used
to collect data not only on automotive driving, but also on pedestrian activ-
ities, bus rides, train rides, etc. Hence, for those smartphone-based vehicle
telematics applications where the primary interest lies in data collected while
traveling in a specific vehicle type, accurate transportation mode classification
is an essential capability. For example, in insurance telematics and participa-
tory bus arrival time prediction systems, the primary interest typically lies in
car trips [100] and bus trips [255], respectively. Smartphone-based transporta-
tion mode classification has also been employed for general trip reconstruction,
which may be used for health monitoring or in studies of travel behavior [104].
While it would be theoretically possible to let the smartphone users manually
label their trips or start and stop the data collection, the resulting burden
would discourage many people from using the app to begin with [72].

In the days before the breakthrough of the smartphone, mobile-based
transportation mode classification only utilized cellular positioning [256, 257].
Today, the classification primarily relies on GNSS receivers and accelerom-
eters. The classification methods can be divided into heuristic rule-based
approaches and machine-learning methods [258], [259]. In some cases, the
algorithm will, in a first stage, attempt to detect the time points when the
user switches from one mode to another, and in a second stage classify each
segment of data between two such identified switches. Obviously, the accu-
racy of the classification is, in these cases, constrained by the accuracy of the
mode-switch detection [258]. Generally, it is comparatively easy to separate
motorized modes from non-motorized, and hence, many studies will first make
a coarse classification by attempting to detect all motorized data segments
[260, 261]. The classification benefits from that pedestrians and bicyclists
have more freedom to change their direction than automobiles [262], and that
the typical speeds achieved when, say, riding in passenger cars and walking,
tend to be very different [263].

There are several measurement features that can be used to separate dif-
ferent motorized modes. For example, the acceleration and braking frequency
of disconnected vehicles that move alongside other traffic (i.e., cars, buses, and
trams) tends to be vastly different from that of vehicles moving independently
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of other traffic (i.e., trains) [260]. Similarly, [105] illustrated that the distri-
butions of mean (as taken over a complete trip) absolute accelerations can be
expected to be very different for trains, trams, cars, and buses. Moreover,
cars are more prone to be involved in quick driving maneuvers than larger
vehicles [260], often reach higher speeds on the freeway [263], and do typi-
cally not, as opposed to public transport, permit walking inside the vehicle.
Of course, public transport also tends to make a larger number of stops per
driven kilometer. Furthermore, if information on timetables, bus routes, or
rail maps are available, this will clearly simplify the identification of the cor-
responding transportation modes [261, 264]. It may also be possible to make
use of semantic information, such as home and work location, and information
on behavioral patterns [105]. Likewise, one may use that if the last recorded
car trip ended at a given location, it is likely that the next recorded car trip
starts at the same location. In [103], it is also proposed that one could use
prior probabilities on different transportation modes that are dependent on
the current day of the week, the current month, or the weather. For example,
people are more likely to walk longer distances in clear weather than they are
when it is raining.

Proposals on how to reduce the energy consumed by smartphones collect-
ing data for transportation mode classification have included sparse GNSS
sampling [258], implementations only utilizing inertial sensors [260, 265], and
an increased use of cellular positioning. In the last case, one option is to let
changes in the cellular position estimates indicate when the user moves from
indoor to outdoor settings. A GNSS fix does then only have to be attempted
when the user is expected to be outdoors [104]. Last, we note that it is possible
to label trips made with a specific vehicle by installing dedicated vehicle-fixed
devices that can communicate with the smartphone. Previous devices used for
this purpose have included iBeacons [266], smart battery chargers [72], and
near-field communication tags mounted on a smartphone cradle [72].

4.4.3 Cooperative Intelligent Transportation Systems

The idea of C-ITS is to fuse measurements and information from vehicles,
pedestrians, and local infrastructure within a limited geographical area. Stud-
ied applications include collision avoidance [267], emergency vehicle warning
systems [268], traffic mitigation [269], and vehicular surveillance for crime in-
vestigation [270]. The considered information content can be characterized
by its local validity, i.e., its spatial scope of utility, and its explicit lifetime,
i.e., its temporal scope of validity [107]. Figure 4.5 displays the local va-
lidity and explicit lifetime of several content types typical for applications
within C-ITS. The communication of information in C-ITS is performed over
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Figure 4.5: Local validity and explicit lifetime for a number of content types
used in applications of C-ITS [107].

a VANET, i.e., a type of mobile ad hoc network (MANET) where vehicles are
used as mobile nodes [106]. VANETs comprise both vehicle-to-vehicle (V2V)
and vehicle-to-infrastructure (V2I) communications. Typically, one assumes
the employment of the IEEE 802.11p standard for local wireless communi-
cation, exclusively dedicated to vehicular environments. However, despite a
vast amount of conducted research, the deployment of real-world VANETs
has been slow. This is primarily due to the large costs associated with the re-
quired communication transceivers, i.e., the costs of setting up local roadside
units and installing on-board units in vehicles [271]. Using smartphones in
VANETs is appealing both from a cost perspective and because it facilitates
the integration of pedestrians, bicyclists, and motorcyclists into the network.
Nevertheless, the use of smartphones also brings about some technical diffi-
culties. Most importantly, commercial smartphones are not equipped with
the IEEE 802.11p interface. More so, [109] concluded that it is currently not
feasible, neither from an economical nor from a practical point of view, to
make smartphones compliant with the IEEE 802.11p standard. One solu-
tion is to make use of the sensing, computing, and storage capabilities of the
smartphone, and then use Bluetooth or WiFi to send data from the smart-
phone to a low-cost in-vehicle 802.11p device, only equipped with the most
indispensable communication technology. This 802.11p device can in turn be
used to communicate with roadside units or other on-board units [272], [273].
Implementations have also been proposed where the wireless communication
is instead partially or completely based on the IEEE 802.11a/b/g/n standards
[271, 274, 275, 276], or on cellular connectivity [108, 277]. However, the link
performance of the IEEE 802.11a/b/g/n standards is expected to be worse
than under the IEEE 802.11p standard. Whether the performance is suffi-
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cient for time-critical safety applications in smartphone-based VANETs is still
an open question [278]. The pros and cons of different wireless technologies
in VANETs are reviewed in [108]. Refer to [275] and [279] for details on the
implementation of a smartphone-based VANET.

Notable real-world deployments of VANETs include the Cooperative ITS
Corridor, a planned vehicular network that will initially be deployed on mo-
torways in Austria, Germany, and the Netherlands. The project’s main focus
will be on utilizing the IEEE 802.11p interface for safe and environmentally
friendly driving [280]. In Japan, vehicle drivers are provided with real-time
traffic information through the Vehicle Information and Communication Sys-
tem (VICS). Traffic data is collected from road sensors and then sent to vehi-
cles with installed VICS units. As of 2015, the total number of installed VICS
units was over 47 million [281]. Japan also holds a 3.5-hectare ITS Proving
Ground in Susono, Shizuoka, where Toyota conducts research on C-ITS. Al-
though large-scale real-world implementations of smartphone-based VANETs
have yet to be studied, smaller field tests of V2V communications have been
conducted for applications within, e.g., platooning [282].

4.4.4 Mobile Cloud Computing

MCC refers to the concept of offloading computation from mobile nodes to
remote hosts. By exploiting resources of “the cloud”, mobile users can bypass
the computation and storage constraints of their individual devices. Resources
can either be provided by a remote cloud, serving all mobile devices, or be
provided by a local cloud, utilizing resources from other nearby mobile de-
vices [110]. Lately, MCC applications have been discussed in the context of
VANETs, giving rise to the term vehicular cloud computing (VCC). Vehicu-
lar clouds differ from internet clouds in several aspects. One distinguishing
feature derives from the unpredictability of the vehicles’ behavior. Vehicles
can unexpectedly leave the VANET, and hence, the computation and storage
scheme must be made resilient to such events. Moreover, VCC is often per-
formed using so called vehicular cloudlets, i.e., clouds utilizing the resources
of surrounding vehicles without requiring an active internet connection. The
use of vehicular cloudlets will generally both reduce the transmission cost and
increase service availability [111]. The network architecture proposed in [113]
divides the vehicular cloud into three layers. These are the earlier described
vehicular cloudlet, the roadside cloudlet, composed of dedicated local servers
and roadside units, and the central cloud (the basic internet cloud)2. As il-

2The cloud based exclusively on V2V communications, here called the vehicular cloudlet,
is sometimes referred to as the vehicular cloud. However, we follow the taxonomy of [111]
and reserve the term vehicular cloud for the overarching network architecture.
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Figure 4.6: The three-layered vehicle cloud architecture consisting of the
vehicle cloudlet, the roadside cloudlet, and the central cloud.

lustrated in Figure 4.6, usage of the added resources provided by the outer
layers of the vehicular cloud tends to come at the expense of an increased
communications delay.

VCC have been applied in industrial projects conducted by Ford, General
Motors, Microsoft, and Toyota. The focus has been on providing naviga-
tion services and infotainment systems with features such as voice-controlled
traffic updates and in-vehicle WiFi hotspots [112]. Academic works have dis-
cussed implementations where the smartphone acts as a middle layer that
collects data from in-vehicle sensors and simultaneously connects to the inter-
net cloud [283], or where the vehicular cloud acts as a cloud service provider
for smartphones [284]. The studied applications have included pedestrian pro-
tection [285], collision avoidance [286], cyber parallel traffic worlds [287], and
camera-based route planning [288]. MCC has also been applied at a sensing
level to, e.g., mitigate the large energy consumption of GNSS receivers. In
[289], raw GNSS signals were uploaded from a mobile device to the cloud for
post-processing. Leveraging the computational capabilities of the cloud and
publicly available data such as the satellite ephemeris and earth elevation,
the energy efficiency was increased as a result of reducing both the compu-
tational cost and the amount of raw GNSS data acquired for each position
fix. Obviously, when offloading computations to the cloud, the energy con-
sumption attributed to data transmission will increase. To reduce this effect,
a framework for pre-transmission compression of GNSS signals was presented
in [290].
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4.4.5 Driver Behavior Classification

The literature on driver behavior classification is vast and encompasses a wide
range of sensors and algorithms. Here, the primary focus is on smartphone-
based implementations. What separates smartphone-based methods from
other methods is that the former primarily relies on GNSS, accelerometer,
gyroscope, and magnetometer data, whereas the latter more often will also
make use of OBD data extracted from the controller area network (CAN)
bus, vehicle-mounted cameras, electroencephalograms (EEGs), or other high-
end sensors [66, 117].

Assessments of driver safety are usually performed by detecting driving
events that are perceived as dangerous or aggressive. Two of the most com-
monly studied categories of driving events, which are also of particular inter-
est in insurance telematics [291], are harsh acceleration3 and harsh cornering.
Today, it is widely accepted that drivers who frequently engage in harsh accel-
eration and harsh cornering also tend to be involved in more accidents [216],
[292], get more traffic tickets [219], and drive in a less eco-friendly manner
[293]. The intimate connection between harsh acceleration and harsh cor-
nering is made clear by the fact that the study of harsh cornering usually is
considered to be synonymous with the study of horizontal (longitudinal and
lateral) acceleration. As shown in [135], this can be motivated by a kinematic
analysis of vehicle rollovers and tire slips. Often, the resulting constraints
on a vehicle’s acceleration are illustrated using a friction circle as displayed
in Figure 4.7. Although both longitudinal and lateral acceleration estimates
can be obtained by differentiating GNSS measurements [67, 294], the higher
sampling rate of accelerometers generally makes them more suitable for the
detection of short-lived acceleration events [295], [296].

The computation of acceleration estimates in the vehicle frame from smart-
phone-based accelerometer measurements includes three steps [233]: 1) re-
moval of the gravitational component; 2) rotation of the measurements to the
vehicle frame (see Section 4.4.1); and 3) compensation for bias and noise terms.
One solution that can be used to simultaneously estimate the smartphone’s
attitude (which may be used to compensate for the gravitational component),
the smartphone-to-vehicle orientation (which is needed to rotate the measure-
ments to the vehicle frame), and the sensor biases is presented in Chapter 6.
The impact of random noise can be mitigated by the use of low-pass filters4.
Although much of the literature on smartphone-based detection of harsh accel-

3Here, we use harsh acceleration to refer to both aggressive forward acceleration and
harsh braking.

4Most of a passenger vehicle’s horizontal accelerations will be in the frequency spectrum
below 2 [Hz] [298].
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Figure 4.7: Friction circle (also known as the ellipse of adherence) illustrating
the limits of adhesion (LoA) on a vehicle’s acceleration in terms of gravity
g ≈ 9.8 [m/s2] when driving at a velocity of 50 [km/h] on a horizontal surface
with worn tires that have a tread depth of 1.6 [mm] [297].

eration and harsh cornering has been focused on the estimation of horizontal
acceleration, several alternative methods have been proposed. For example,
harsh cornering may be detected by using magnetometer [299] or gyroscope
[120] measurements to estimate the vehicle’s angular velocity; in [300], harsh
braking and cornering was detected by thresholding the vehicle’s pitch and roll
angles, respectively; and in [301] and [302], microphones were used to detect
whether turn signals were employed during critical steering maneuvers (if not,
the maneuver was classified as careless).

Another category of driving events that are of interest in driver assessments
is lane changing. In similarity with cornering events, lane changes are char-
acterized by pronounced lateral accelerations. To separate these two types of
events using sensor measurements, one may use that 1) the vehicle’s yaw an-
gle will be approximately the same before and after completing a lane change
along a straight road [232]; and 2) during a lane change, the accumulated
displacement along the direction perpendicular to the road is approximately
equal to the lane width [301]. In general, neither of these statements will
hold for cornering events. When position measurements and map information
are available, the separation obviously becomes easier. Sudden or frequent
lane changes are often associated with aggressive driving [232], and have been
reported to account for up to 10 % of all vehicle crashes [335].

Two dominant approaches to the detection of aggressive driving events
have emerged. In some studies, these will naturally extend to an overall
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driver risk assessment, whereas others only discuss the classification of in-
dividual driving events. The first alternative approach to the detection of
driving events is to use thresholding or some type of fuzzy inference [232].
In other words, one would construct rule-based methods based on the valid-
ity of a given set of statements regarding the measurements. For example,
a harsh braking could be considered to have been detected whenever the es-
timated longitudinal acceleration falls below (assuming that negative values
correspond to decelerations) some predetermined threshold. The second al-
ternative is to study the temporal regularities of the measurements or related
test statistics. For example, a harsh braking could be considered to have been
detected whenever the IMU measurements over a specified time window are
sufficiently similar to some predetermined and manually classified reference
templates. A popular method used to assess the similarity between two driv-
ing events is dynamic time warping (DTW) [119, 120, 295, 310]. DTW is a
time-scale invariant similarity measure, and hence, it enables correct event
classifications despite variations in event length. A comparison of DTW and
a threshold-based method was conducted in [295], indicating a performance
difference in favor of DTW. However, in [310], DTW came up short against
a naive Bayesian classifier (NBC) that used driving event features to classify
events as aggressive or normal. In addition to NBC [219], driver safety classifi-
cations have also been based on machine learning approaches such as artificial
neural networks [330], k-nearest neighbors [332], and support vector machines
(SVMs) [333]. A summary of studies on smartphone-based classifications of
driver safety is provided in Tables 4.6 and 4.7. Notable related studies using
black boxes or in-vehicle data recorders instead of smartphones can be found
in [336] and [337].

Harsh acceleration, cornering, and lane changing are far from the only
driving events of interest in smartphone-based studies of driver safety. For
example, swerving or weaving are important events that are similar in nature
to lane changes [213, 302, 316], and likewise, speeding has been considered in
many related studies [226, 296, 299, 316, 321, 322, 338]. Although speeding
detection is straightforward if GNSS measurements are available, IMU-only
solutions to speed estimation are of interest for reasons of energy-efficiency,
availability, and privacy. These solutions can be based on the relation between
the vehicle’s speed and the vehicle vibrations measured by inertial sensors [339,
340], or use that the vehicle speed is inversely proportional to the time that
elapses between when the front and rear wheel passes a given road anomaly
[228, 296]. Moreover, the driver behavior can be further characterized by using
accelerometers to estimate the current gear [341].

Smartphone-embedded cameras can be used to assess driver safety by
tracking both the road [302], as well as the behavior of the driver [157]. More
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so, it is possible to combine these capabilities by rapidly switching between
the smartphone’s front and rear-facing cameras [342]. This idea was used
in [343] to detect drowsy and inattentive driving, tailgating, lane weaving,
and harsh lane changes. In [301], camera-free and camera-based methods for
the detection of lane changing were compared in different weather conditions.
The camera-free methods outperformed the camera-based both in terms of
performance and computational cost.

4.4.6 Road Condition Monitoring

Poor road surface conditions can cause damage to vehicles, increase main-
tenance costs and fuel consumption, reduce driving comfort, and may even
increase the risk of accidents [344]. In the United Kingdom alone, potholes
cause more than £1 million worth of damages to cars every day [332]. Due to
the high costs associated with identifying and analyzing road deteriorations
using specialized vehicles and equipment, the collection of crowdsourced data
from smartphones in passenger vehicles has emerged as an attractive alterna-
tive [345]. Typically, related studies will threshold the standard deviation of
measurements from smartphone-embedded accelerometers to detect potholes,
cracks, speed bumps, or other road anomalies (with accompanying position
estimates used to mark their location) [217, 228, 232, 307, 315, 346, 347, 348,
349, 350, 351, 352, 353]. Nonetheless, many variations to this approach have
been proposed.

Considering the sensor setup, we note that accelerometers in many in-
stances have been complemented with magnetometers [332, 354, 355] and
gyroscopes [185, 332, 345]. Other smartphone-based implementations have
used 1) GNSS measurements of speed to attempt to remove the speed de-
pendency in the accelerometer features describing a given anomaly [356]; 2)
microphones to record pothole-induced sound signals [357]; and 3) OBD sus-
pension sensors to measure pothole-induced compressions [321]. Although
cameras have been popular in the general field of pothole detection [358, 359],
camera-based approaches are often considered too computationally expensive
for smartphone-based implementations [360]. Moving on to the road assess-
ment, we note that there have been several proposals on how to increase the
granularity of detection algorithms that simply aim to identify road anomalies
in general. For example, [345] used a SVM to differentiate between road-wide
anomalies, such as speed bumps and railroad crossings, and one-sided pot-
holes. As noted in [124], one-sided potholes tend to have a larger effect on the
vehicle’s roll angle than road-wide anomalies. Moreover, studies which have
aimed to detect potholes have proposed to threshold the speed to reject ap-
parent anomalies caused by curb ramps (typically, curb ramps are approached
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at low speeds) [124]. In [361] and [362], it was demonstrated that it is pos-
sible to estimate both the depth and length of potholes from accelerometer
measurements. This information could then be used to evaluate the priority
of specific repairs. Since many drivers will try to avoid driving over potholes,
[363] noted that repeated instances of swerving at a given position indicates
the presence of a pothole.

Although speed bumps are typically not in need of repairs, efforts have
still been directed towards detecting and mapping them [122, 364]. One of
the motivations for this is the creation of early warning systems that could
give the driver sufficient time to slow down also, for example, in low visibility
conditions. The estimation of bump height is discussed in [314]. Instead of
detecting individual anomalies, it is also possible to assess the overall road
roughness [365], [366]. Specifically, [344] and [367] studied how accelerometer
measurements relate to the established international roughness index (IRI).
Last, we note that while most algorithms for road condition monitoring rely on
thresholding techniques, some studies have instead employed linear predictive
coding [365], SVMs [345, 356, 366, 368], k-means clustering [225, 369], decision-
tree classifiers [185], or Bayesian networks [332]. Remaining challenges include
1) the development of standardized methods for the detection, classification,
and characterization of road anomalies; 2) how to efficiently build a map of
anomalies and reject spurious detections; and 3) how to model and consider
the effect of vehicle suspension [122, 362].

4.5 Summary, Historical Perspective, and Outlook

The internet of things describes a world where personal devices, vehicles, and
buildings are able to communicate, gather information, and take action based
on digital data and human input. Some of the most promising applications are
found within the field of smartphone-based vehicle telematics, which also was
the topic of this survey. As demonstrated by services such as Uber and Waze,
the idea of smartphone-based vehicle telematics is to employ the sensing, com-
putation, and communication capabilities of smartphones for the benefit of pri-
mary (drivers), secondary (passengers), and tertiary users (bystanders, pedes-
trians, etc.). The field has been particularly driven by the rapid improvement
in smartphone technology seen over the last ten years. This development can
be exemplified by the continuous addition of new sensors to devices from the
iPhone series, which now come with a GPS-receiver (introduced in the iPhone
3G in 2008), a digital compass (iPhone 3GS, 2009), a three-axis gyroscope
(iPhone 4, 2010), a GLONASS-receiver (iPhone 4S, 2011), and so forth. For
comparison, Figure 4.8 shows a pre-smartphone research platform developed
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Figure 4.8: Historical flashback: Pre-smartphone era telematics device de-
veloped in 2006 with dimensions of 45 × 32 × 13 [cm] [370]. The device was
equipped with a touch-screen, a 2G GSM modem, a USB-connected camera,
a GNSS receiver, and an IMU [371]. The display shows the user interface of
a non-intrusive vehicle performance application [372].

at KTH Royal Institute of Technology, Sweden, in 2006.
To begin with, the present chapter described the information flow that is

currently utilized by, e.g., smartphone-based insurance telematics and nav-
igation providers, and emphasized the characteristic feedback-loop that en-
ables users to change their behavior based on the analysis of their data. No-
table academic and industrial projects were reviewed, and system aspects such
as embedded and complementary sensors, energy-efficiency, and the human-
smartphone interface were examined. Moreover, it was concluded that while
the smartphone potentially can function as an enabler for low-cost imple-
mentations of, e.g., VANETs and distracted driving solutions, there are often
technical difficulties that have to be overcome due to the non-dedicated na-
ture of the device. Since the smartphone-embedded sensors are not fixed with
respect to the vehicle, we reviewed methods to estimate the smartphone’s ori-
entation and position with respect to some given vehicle frame. Similarly, we
presented methods for labeling smartphone data according to transportation
mode. Specifically, we noted that data collected from cars can be distinguished
from public transport data by considering driving characteristics, timetables,
bus routes, rail maps, and personal information. Further, publications on
smartphone-based driver classification were categorized based on the used
sensors, considered driving events, and applied classification methods. Last,
methods for road condition monitoring were reviewed. While smartphones
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offer a cheap, scalable, and easily implementable alternative to current road
monitoring methods, several methodological challenges still remain.

The abundance of smartphones in the traffic is expected to catalyse new
advances in, e.g., crowdsourced traffic monitoring, platooning, ridesharing,
car security, insurance telematics, and infotainment. However, although the
breadth of the literature is continuously expanding, widespread adoption has
so far been limited to a narrow set of applications. One of the most important
reasons for this is that potential driving forces are often left unconvinced of
the monetary or social value of specific ventures. For example, since few in-
dustrial partners have detailed data describing both driving behavior and the
associated insurance claims over longer periods of time, the value of collecting
driving data for insurance companies is still somewhat obscured. Similarly,
there is a need to establish and validate standards for commonly encountered
challenges such as transportation mode classification, smartphone-to-vehicle
alignment, driver event detection, and driver scoring. Currently, the literature
on these topics is very scattered, with many articles detailing ideas that have
already been published elsewhere. Moreover, future implementations may also
benefit from improvements in sensor technology, communication standards,
and road maps. While some speculate that the increasing number of vehi-
cles being equipped with factory-installed telematics systems will eventually
make smartphone-based solutions obsolete, smartphones will continue to offer
scalable and user-friendly telematics platforms for many years to come.



Chapter 5

GNSS-aided Inertial Navigation Systems

A global navigation satellite system (GNSS)-aided inertial navigation system
(INS) propagates navigation estimates by integrating measurements from in-
ertial sensors, i.e., accelerometers and gyroscopes. GNSS measurements are
then used to bound the resulting navigation errors. The navigation system
allows the two information sources to operate in a complementary manner. To
further illustrate this point, consider the capabilities of a stand-alone INS. By
integrating measurements from inertial sensors, a stand-alone INS produces
three-dimensional estimates of position, velocity, and orientation (assuming
knowledge of an initial dynamic state) based on steady, high rate updates.
However, the estimates degrade with time, and INSs capable of providing ac-
ceptable stand-alone navigation solutions for an extended period of time are
too expensive for consumer applications. GNSS, on the other hand, produce
position measurements with errors limited to a few meters using equipment
available at a very low-cost. Nevertheless, a low-cost GNSS receiver cannot
provide three-dimensional orientation estimates, is sensitive to environmental
disturbances, and has an update rate that is substantially lower than that of
an INS. By fusing measurements from these two sources, we obtain a complete
navigation solution with high update rate, high accuracy, and few unscheduled
interruptions. The GNSS measurements prevent the INS estimates from drift-
ing, while the inertial sensors smoothes the GNSS measurements and bridges
signal outages. Next, we describe the mathematical basis of a GNSS-aided
INS. We begin with a one-dimensional example.
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r(t) r(t0)

v(t)

Figure 5.1: The principle of dead-reckoning is to estimate position by inte-
grating measurements or estimates of speed.

5.1 A One-dimensional Example

Figure 5.1 depicts a vehicle whose motion will be described by one-dimensional
navigation quantities. Denoting the vehicle’s position at time t with r(t), it
holds that

r(t) =
∫ t

t0
v(s)ds+ r(t0) (5.1)

where v(t) denotes the vehicle’s speed at time t. Hence, given some knowledge
of r(t0), we can estimate r(t) by measuring v(s) at a number of time points
t0 ≤ s ≤ t and approximating the integral in (5.1). This is the standard princi-
ple of dead-reckoning, which refers to the process of recursively estimating the
position of an object by numerically integrating measurements or estimates
of velocity. There are several reasons why it might be preferable to integrate
measurements of speed rather than measuring position directly. Position mea-
surements may be costly, power consuming, subject to outliers, or altogether
unavailable. Additionally, speed measurements are sometimes available at
a higher rate than position measurements. Obviously, perfect integration in
(5.1) requires perfect knowledge of the velocity at all time instances between t0
and t. In practice, this means that stand-alone dead-reckoning systems always
will be subject to position errors that accumulate with time. To prevent the
position error from growing without bound, additional information is required.
This type of information can be provided by, e.g., satellite-based positioning
systems, WiFi fingerprinting systems, magnetic fingerprinting systems, terrain
measurements, or road maps.

The principle of equation (5.1) can be taken one step further by noting
that

v(s) =
∫ s

t0
v̇(τ)dτ + v(t0) (5.2)

where v̇(t) denotes the vehicle’s acceleration at time t. Further, by inserting
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(5.2) in (5.1), we have that

r(t) =
∫ t

t0

∫ s

t0
v̇(τ)dτds+

∫ t

t0
v(t0)ds+ r(t0). (5.3)

Hence, given some knowledge of r(t0) and v(t0), we can estimate r(t) by mea-
suring v̇(τ) at a number of time points t0 ≤ s ≤ t and approximating the
integrals in (5.3). Next, we consider the same concept in three-dimensions.
In this case, we can obtain information about the vehicle’s acceleration from
accelerometer measurements. Since the accelerometers measure the vehicle’s
specific force in the body frame, the measurements must be rotated to the
navigation frame. To obtain information about changes in the vehicle’s orien-
tation, we employ gyroscope measurements.

5.2 The Three-dimensional Case

To start with, let us consider the three-dimensional version of (5.3), which
can be written as

rn(t) =
∫ t

t0

∫ s

t0
v̇n(τ)dτds+

∫ t

t0
vn(t0)ds+ rn(t0). (5.4)

Here, we use the superscript n to denote quantities in the navigation frame,
which is some chosen coordinate frame that is fixed with respect to earth.
Similarly, we will use the superscript b to denote quantities in the body frame,
i.e., a coordinate frame that is fixed to the vehicle of interest. All sensors will
be assumed to be fixed to the origin of the body frame, with their sensitive
axes aligned with the respective axes of the body frame.

5.2.1 Inertial Navigation

The accelerometer measurements of specific force can be written as

ab = v̇b − gb (5.5)

where g denotes the gravity force. This further means that the vehicle’s
acceleration in the navigation frame can be obtained as

v̇n = Cn
b ab + gn (5.6)

where Cn
b denotes the rotation matrix from the body frame to the navigation

frame. We emphasize that rotation matrices are only one way to represent
three-dimensional orientations. Other popular alternatives include Euler an-
gles and quaternions.
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Now, consider the quantities in the right-hand side of equation (5.6). Here,
ab is measured and gn is known (assuming that we have knowledge of the
approximate position). Thus, to perform the integration in (5.4), it only
remains to identify the vehicle’s orientation with respect to the navigation
frame. For this purpose, we will make use of the relation

Cn
b (t) = Cn

b (t0) exp
( ∫ t

t0
Ωb(s)ds

)
(5.7)

where Ωb ∆= [ωb]× and ωb is the angular velocity measured by the gyroscopes1.
We have here used [c]× to denote the skew symmetric matrix defined such that
[c1]×c2 is equal to the cross product of c1 and c2. In the same way as equa-
tion (5.1) allows us to recursively estimate a vehicle’s position by integrating
speed measurements, (5.7) allows us to recursively estimate the vehicle’s three-
dimensional orientation by integrating gyroscope measurements.

5.2.2 The Discrete-time Navigation Equations

Before we can implement an INS based on (5.4), (5.6), and (5.7), the equa-
tions need to be discretized. Hence, by assuming constant quantities over
each integration interval in (5.4) and (5.7) while making a linearization of the
exponential in (5.7), we obtain

rnk+1 ≈ rnk + ∆tkvk, (5.8a)
vnk+1 ≈ vnk + ∆tk (Cn

b,kabk + gn), (5.8b)
Cn
b,k+1 ≈ Cn

b,k(I3 + ∆tk [ωbk]×). (5.8c)

Here, (5.4) has been divided into two steps and we have used the subindex k to
denote quantities at time tk. Further, I` and ∆tk denote the identity matrix of
dimension ` and the sampling interval between the sampling instances k and
k + 1, respectively. Generally, the accuracy of the discretization will increase
with the sampling rate of the inertial sensors. In low-cost applications, the
errors of the inertial measurements tend to be so high that the discretization
errors can be neglected. Hence, we will from now on consider the relations
described by equations (5.8) to be exact. Refer to [7] for a discussion on more
precise discretizations and orthonormalization of the rotation matrix. As may
be realized, the gyroscope measurements are integrated three times before

1Gyroscopes do not only measure the vehicle’s rotation with respect to earth, but also
the earth’s rotation around its own axis (i.e., with respect to the inertial frame). However,
this contribution is small in comparison to the noise of commercial-grade gyroscopes, and
can therefore safely be neglected in low-cost applications.
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they are used to update the position estimates. Consequently, stand-alone
inertial navigation has cubic error growth.

The equations (5.8) are known as the navigation equations and are more
efficiently written as

z̄k+1 = fNEk (z̄k,uk) (5.9)
where

z̄ ∆= [(rn)ᵀ (vn)ᵀ (ψn
b )ᵀ ]ᵀ, (5.10a)

u ∆= [(ab)ᵀ (ωb)ᵀ ]ᵀ, (5.10b)

and ψn
b denotes the Euler angle representation of Cn

b . An alternative approach
to inertial navigation is to omit the input vector u and instead include an and
ωb in the state vector z̄. In this case, motion models are needed for the
acceleration and the angular velocity. On the hand, this may smooth out
the navigation solution and enable improved estimates of an and ωb. On the
other hand, the resulting navigation system typically has higher computational
complexity and tends to be slower in responding to changes in the inertial
measurements. Obviously, the benefit of including motion models is limited
by the models’ ability to describe real-world dynamics.

5.2.3 GNSS-aided Inertial Navigation Systems

To prevent the error of the navigation solution from growing without bound,
we will consider the GNSS measurements

yk = hGNSS(z̄k) + εk. (5.11)

Here, εk denotes measurement errors. The observation vector y includes GNSS
measurements of position, and possibly also of speed and bearing. By com-
bining equations (5.9) and (5.11), we can define the state-space model

z̄k+1 = fNEk (z̄k,uk), (5.12a)
yk = hGNSS(z̄k) + εk. (5.12b)

It is now possible to implement a GNSS-aided INS, i.e., to estimate the vehi-
cle’s dynamics by solving the nonlinear filtering or smoothing problem defined
by (5.12). This is commonly done by first linearizing the navigation equations
around the current estimates and the current inertial measurements (giving
the navigation error equations), and then employing an extended Kalman fil-
ter. However, as described in Section 2.2.2, many other possible solutions also
exist. Often, the state vector is augmented with the bias of the inertial mea-
surements. The corresponding bias estimates can then be used to correct the
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inertial measurements that drive the navigation equations. The noise terms
involved in the system model are typically modelled as white Gaussian noise
processes.

The initial position and velocity estimates can be defined based on the
initial GNSS measurements. Similarly, the initial roll and pitch angles can
be extracted from the accelerometer measurements at standstill. The initial
yaw angle can be obtained from magnetometer measurements or from GNSS
measurements of bearing. It is also possible to implement a marginalized
particle filter where each particle represents a unique initialization of the yaw
angle. When sufficient weight has been distributed to one of the particles, the
particle filter is terminated and the navigation system can continue with the
identified initial state. Refer to [7] and [373] for further details on GNSS-aided
inertial navigation. In the next chapter, we describe how a GNSS-aided INS
based on measurements from smartphone-embedded sensors can be modified
to provide the same capabilities as a standard GNSS-aided INS based on
vehicle-fixed sensors.



Chapter 6

IMU Alignment for Smartphone-based
Automotive Navigation

Abstract

Recent years have seen an increasing interest in making use of
the smartphone as a cheap and viable navigation device for land-
vehicles. However, smartphone-based automotive navigation suf-
fers from the fact that the orientation of the smartphone’s inertial
measurement unit, with respect to the vehicle, in general is un-
known. In this chapter, we present a method for simultaneous
vehicle navigation and smartphone-to-vehicle alignment. In ad-
dition to the state estimates obtained from applying a standard
global navigation satellite system-aided inertial navigation system
to estimate the smartphone dynamics, this will also provide us
with estimates of the vehicle’s attitude. These estimates are used
to improve the navigation solution, and also enable the estimation
of additional vehicle, road, and driver characteristics that require
knowledge of the vehicle’s attitude. The performance of the pro-
posed method is evaluated with both simulations and experimental
data.

6.1 Introduction

The navigation of land-vehicles using vehicle-fixed sensors is a mature tech-
nology with numerous commercial applications [298]. One of the current chal-
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lenges of the intelligent transportation systems society lies in extending these
navigation systems to implementations that can be based solely on measure-
ments from cheap and readily accessible devices such as smartphones.

The processing power of commercial smartphones has in the past years
increased at a fast pace. In addition, smartphones have been equipped with
more and more features, and today typically include both a low-cost global
navigation satellite system (GNSS) receiver, and an inertial measurement
unit (IMU). All in all, the modern smartphone is capable of functioning as a
portable and user-friendly navigation device or measurement probe for vehi-
cles in many settings and environments. Promising applications can be found
in the fields of insurance telematics [67], traffic state estimation [374], fleet
management [375], and advanced driver-assistance systems [376].

As opposed to when using vehicle-fixed sensors, smartphone-based vehicle
navigation suffers from the fact that the orientation of the smartphone’s IMU,
with respect to the vehicle, in general is unknown. In this chapter, we show
how to align the smartphone with respect to the vehicle, without the use of
reference data. The motivation for this is twofold. First, knowing the relative
orientation of the smartphone and the vehicle, it is possible to utilize con-
straints on the vehicle dynamics to improve the navigation solution. Second,
this also enables the estimation of vehicle, road, or driver characteristics that
require knowledge of the vehicle’s attitude.

Reproducible research: The simulated and real-world data used in this chap-
ter is available at www.kth.se/profile/jwahlst/ together with a Matlab imple-
mentation of the proposed method.

6.2 Problem Formulation

The implementation of a GNSS-aided inertial navigation system (INS) for
smartphone-based automotive navigation poses several challenges. Typically,
relevant design choices involve a trade-off between ease of use, which pays off
in terms of commercial viability, and navigation performance. Many of the
smartphone-based GNSS-aided INSs presented in the literature put restric-
tions on both the smartphone usage while driving [208], and on the vehicle
motion during initialization [218]. Some implementations also make use of
additional data from more expensive and logistically demanding sources (such
as the vehicle’s on-board-diagnostics system or vehicle-aligned IMUs) to e.g.,
estimate the smartphone-to-vehicle orientation [204]. In the following, we
discuss these issues in more detail.

One of the most challenging aspects of smartphone-based vehicle navi-
gation is the question of how to separate the dynamics of the smartphone
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from the dynamics of the vehicle. So far, published studies have generally
assumed that the smartphone is fixed with respect to the vehicle (see e.g.,
[208, 218, 204]). A simple way to generalize frameworks based on this assump-
tion is to implement a detector that attempts to detect when the smartphone
is non-stationary with respect to the vehicle [377]. All data obtained during
the detected period is then discarded, after which the relative attitude of the
smartphone and the vehicle must be re-estimated. The success of an imple-
mentation of this kind to a large extent depends on the navigation system’s
ability to perform an in-motion smartphone-to-vehicle alignment. An obvious
disadvantage of this approach is that all data will be lost during the detected
period, which in e.g., insurance telematics applications might encourage fraud-
ulent behavior through excessive smartphone interaction when the driver do
not wish to share driving data.

The smartphone-to-vehicle orientation is typically estimated by first as-
suming that the vehicle is horizontally aligned during the initialization period,
so that the vehicle’s roll and pitch angles relative to a tangent frame both are
zero. Assuming that the vehicle does not experience any acceleration, the
smartphone’s roll and pitch angles can be estimated from accelerometer mea-
surements of the gravity vector. The smartphone’s yaw angle can then be
identified using magnetometer measurements, while the vehicle’s yaw angle
is estimated using GNSS measurements of planar course [235]. Alternatively,
one can directly estimate the relative yaw angle of the smartphone and the ve-
hicle by studying accelerometer measurements during pronounced acceleration
[208] or deceleration [377]. The method for smartphone-to-vehicle alignment
presented in this chapter has several advantages over the approach described
above. For example, it is integrated with the standard method for GNSS-
aided inertial navigation, it does not make the approximation that the vehicle
is traveling on a flat surface, and it consider bias terms in the IMU mea-
surements. Measurements from IMUs that are rigidly attached to the vehicle,
with their axes aligned to the vehicle frame, have been used for many purposes
besides navigation. These include driver recognition and maneuver classifica-
tion [120], detection of road bumps [378], and detection of additional roof
load [379]. Relaxing the assumption of a vehicle-aligned IMU, it is possible to
expand the application area of any of these frameworks.

To estimate the smartphone-to-vehicle orientation, we will make use of
navigation constraints. Generally, if constraints on the true navigation state
are known, these can be used to reduce the vector space of possible naviga-
tion solutions, which will improve the performance of the navigation system.
In low-cost automotive navigation, the most commonly applied constraints
restrict the vehicle’s velocity to be approximately zero in directions perpen-
dicular to the forward direction of the vehicle frame [380]. These are often
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referred to as non-holonomic constraints (NHCs), i.e., constraints on the ve-
hicle’s velocity.

In this chapter, we propose a method for simultaneous vehicle navigation
and smartphone-to-vehicle alignment, which can be seen as an extension of
the standard GNSS-aided INS. The alignment is performed by applying NHCs
with the smartphone-to-vehicle orientation as an unknown state element. The
relative orientation can then be recursively estimated in a Kalman filter. The
navigation system is well-suited for a real-time implementation, and requires
no pre-calibration of the smartphone sensors.

The proposed method is evaluated in a simulation study which random-
izes the smartphone-to-vehicle orientation and the sensor errors. In addition,
we show the results of a field study where driving data from several ubiqui-
tous devices are compared to reference data. Convergence of the estimated
smartphone-to-vehicle orientation is shown to occur within minutes, and the
accuracy of the estimated vehicle attitude is in the order of 2 [◦] for each Euler
angle. It is further demonstrated that the method reduces the position error
growth during GNSS outages.

6.3 State-Space Model

In this section, the navigation problem discussed in the preceding section is
formulated as a constrained nonlinear filtering problem. First, we present
the navigation equations and measurements used in the standard GNSS-aided
INS. The navigation state is then augmented with the relative smartphone-to-
vehicle orientation, after which constraints on the vehicle motion are employed
to introduce a coupling between the smartphone dynamics and the relative
smartphone-to-vehicle orientation.

Values of the generic variable c will throughout the chapter be denoted as
measured c̃, estimated ĉ, and developing in discrete time ck, where k (often
omitted for notational convenience) is the index of the sampling instance.
Further, ĉk1|k2 denotes the estimate of ck1 using GNSS measurements up until
sampling instance k2. Following the notation in [7], we let cκ3

κ2κ1 denote the
physical quantity c of frame κ1 with respect to frame κ2, resolved in frame
κ3

1. Naturally, cκ3
κ2κ1,k refers to cκ3

κ2κ1 at sampling instance k. The coordinate
frames (see Figure 6.1) are denoted by b (forward-right-down body frame,
also known as the vehicle frame), s (smartphone frame), n (north-east-down
tangent frame), and i (earth-centered inertial frame).

1Since this chapter introduces a coordinate frame that is not used in standard GNSS-
aided inertial navigation, we have for increased clarity chosen to use a more explicit notation
than in Chapter 5.
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Figure 6.1: The employed coordinate frames: body frame b; smartphone
frame s; tangent frame n; and earth-centered inertial frame i.

6.3.1 Smartphone-based GNSS-aided Inertial Navigation

We begin by presenting the navigation equations and measurement equations
commonly employed in low-cost GNSS-aided INSs. These navigation systems
propagate the navigation solution using high-rate IMU measurements, and
then bound the resulting navigation errors using GNSS measurements avail-
able at a lower rate. Refer to Chapter 5 for details.

Let the navigation state be defined as

z̄ ∆= [(rnns)ᵀ (vnns)ᵀ (ψn
ns)ᵀ ]ᵀ (6.1)

where r and v denote three-dimensional position and velocity, respectively.
Further, the roll, pitch, and yaw angle are elements in ψn

ns
∆= [φnns θnns ψnns ]ᵀ.

The input vector u is given by

u ∆= [(asis)ᵀ (ωsis)ᵀ ]ᵀ (6.2)

where asis and ωsis denote specific force and angular velocity, respectively. The
state-space model describing the time development of the navigation state,
and the GNSS measurements, is typically formulated as

z̄k+1 = fNEk (z̄k,uk), (6.3a)
yk = hGNSS(z̄k) + εk. (6.3b)

Here, fNE are known as the navigation equations [7]. (In practice, process
noise has to be considered in (6.3a) since the input u cannot be measured
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perfectly.) The GNSS measurements of position, speed, and planar course are
modeled as

hGNSS(z̄) ∆= [(rnns)ᵀ v̄nns atan2([vnns]2, [vnns]1)]ᵀ (6.4)

where the horizontal speed is defined as

v̄nns
∆=
√

([vnns]1)2 + ([vnns]2)2 (6.5)

and [c]i denotes element i in c. The measurement noise ε is assumed to be
white with covariance matrix [135]

RGNSS ∆= Cov(εk)
= blkdiag(σ2

r I2, σ
2
r,vert, σ

2
v̄, σ

2
v̄/(v̄nns)2).

(6.6)

Here, σ2
r , σ2

r,vert, and σ2
v̄ describe the accuracy of the GNSS measurements,

blkdiag(·, . . . , ·) denotes the block diagonal matrix with block matrices given
by the arguments, and I` is the identity matrix of dimension `. As previously
outlined in Chapter 5, (6.3) can be used to implement a GNSS-aided INS that
recursively estimates the smartphone dynamics.

6.3.2 Augmenting the State-space Model

Augmenting the navigation state with the Euler angles relating the smart-
phone frame to the vehicle frame, we obtain the augmented navigation state

z = [z̄ᵀ (ψs
sb)ᵀ ]ᵀ. (6.7)

To make the corresponding augmented system observable, the GNSS measure-
ments need to be complemented with additional measurements or constraints.
One possibility is to utilize that the vehicle’s velocity typically is close to zero
in the lateral and up/down directions of the vehicle frame [380]. To this end,
we introduce the NHCs

gv(z) ≤ dv (6.8)

where dv is some constant, while gv(z) ∆= |Avbnb| and A ∆= [02,1 I2 ] with 0`1,`2
denoting the zero matrix of dimension `1 × `2. Further, ≤ and | · | are used
to denote component-wise inequality and absolute value, respectively.

Moreover, we note that the vehicle’s roll angle typically varies around zero
without any large deviations, leading us to introduce the additional constraint

gφ(z) ≤ dφ (6.9)

where dφ is some constant, while gφ(z) ∆= |bᵀψn
nb| and b ∆= [1 0 0]ᵀ.
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The state-space model (6.3) and the dynamic constraints (6.8) and (6.9)
can be summarized by the new system model

zk+1 = fk(zk,uk) + wk, (6.10a)
yk = h(zk) + εk, (6.10b)

and the constraints

g(zk) ≤ d. (6.10c)

We have here assumed that fk(zk,uk) ∆= [(fNEk (z̄k,uk))ᵀ (f ψ(zk,uk))ᵀ ]ᵀ and
h(z) ∆= hGNSS(z̄), where f ψ is some function describing the time development
of ψs

sb,k. Further, we have made use of the definitions g(z) ∆= [(gv(z))ᵀ gφ(z)]ᵀ
and d ∆= [(dv)ᵀ dφ ]ᵀ, while w denotes process noise. The problem of estimating
z from (6.10) defines a constrained nonlinear filtering problem which can be
approached by several methods. One alternative is to formulate the constraints
(6.10c) as pseudo observations and then linearize the system in an extended
Kalman filter (EKF) [54]. This method is considered next.

6.4 EKF-based Navigation System

In what follows, we present an EKF-based solution to the constrained nonlin-
ear filtering problem presented in the preceding section. First, the navigation
equations are linearized around the estimated motion dynamics and the IMU
measurements. The state constraints are then re-formulated as pseudo obser-
vations that extend the measurement equation, after which also the measure-
ment equation is linearized. The resulting state-space model forms the basis
of an EKF which provides estimates of the vehicle dynamics. The section
concludes with a discussion on filter initialization.

6.4.1 Model of the System Error Dynamics

We begin by defining the error vector

x ∆= [(δz)ᵀ (δu)ᵀ ]ᵀ (6.11)

where δz ∆= [(δrnns)ᵀ (δvnns)ᵀ (δψn
ns)ᵀ (δψs

sb)ᵀ ]ᵀ. In addition to the estimation
errors δrnns

∆= r̂nns − rnns, δvnns
∆= v̂nns − vnns, δψn

ns, and δψs
sb (the last two of

which are defined by (6.19) in Appendix 6.A), the error vector also includes
the IMU bias δu. Note that x can be obtained as a straightforward extension
of the 15-state error vector in the standard GNSS-aided INS framework (see
e.g., [7]).
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Linearizing (6.10a) around ẑ and ũ, the time development of x can be
described by

xk+1 = Φkxk + Gkwwk (6.12)

where the process noise covariance is Cov(wwk) = Qk (see e.g., [373] for ex-
ample derivations and definitions of filter matrices such as Φk, Gk, and Qk).
The implementation considered here models δψs

sb,k as a random walk.
We now reformulate the dynamic constraints (6.10c) as the pseudo obser-

vations

02,1 = hps,v(zk) + εps,v
k , (6.13a)

0 = hps,φ(zk) + εps,φ
k , (6.13b)

where hps,v(z) ∆= Avbnb and hps,φ(z) ∆= bᵀψn
nb. The measurement errors εps,v

and εps,φ are modeled as white with covariance matrices Rps,v ∆= σ2
ps,vI2 and

Rps,φ ∆= σ2
ps,φ, respectively. For notational convenience, the measurement

function and the measurement noise covariance matrix for the complete set
of pseudo observations are denoted by hps(z) ∆= [(hps,v(z))ᵀ hps,φ(z)]ᵀ and
Rps ∆= blkdiag(Rps,v,Rps,φ), respectively.

Linearizing the GNSS measurement equations (6.10b) and the pseudo ob-
servations (6.13) around ẑ and ũ, we obtain the measurement equation (see
Appendix 6.A)

δyk = Hkxk + ek (6.14)

where we use the notation

δy ∆=
[

y
03,1

]
−
[
hGNSS(ˆ̄z)
hps(ẑ)

]
, (6.15)

H ∆= [(HGNSS)ᵀ (Hps)ᵀ ]ᵀ, and ek ∆= [(εk)ᵀ (εps,v
k )ᵀ εps,φ

k ]ᵀ, with HGNSS and Hps

defined in Appendix 6.A. The measurement noise covariance matrix is

R ∆= Cov(ek)
= blkdiag(RGNSS,Rps).

(6.16)

Algorithm 1 displays one iteration of the filtering algorithm resulting from im-
plementing an EKF based on (6.12) and (6.14), with Pk1|k2 denoting the state
covariance of x̂k1|k2 . The computational cost of the algorithm, not considering
e.g., symmetry properties, will be dominated by a term in the order of 6d3 per
iteration, where d denotes the dimension of the state vector [381]. Running
the algorithm at 20 [Hz] would then require 20 · 6 · 183 [flops] ≈ 0.7 [Mflops],
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Algorithm 1 : EKF-based navigation algorithm.
Perform a Kalman filter time update using (6.3a) and (6.12). The navigation
state errors are set to zero as the navigation solution is updated in the last
step of the algorithm.

ẑk+1|k = fk(ẑk|k, ũk − δûk|k),
Pk+1|k = ΦkPk|kΦᵀ

k + GkQkGᵀ
k,

x̂k+1|k = [01,12 (δûk|k)ᵀ]ᵀ.

If there are GNSS measurements at sampling instance k + 1, use (6.14) to
perform a Kalman filter measurement update utilizing GNSS measurements,
and pseudo observations of velocity and roll:

Kk+1 = Pk+1|kHᵀ
k+1(Hk+1Pk+1|kHᵀ

k+1 + Rk+1)−1,

x̂k+1|k+1 = x̂k+1|k + Kk+1δyk+1,

Pk+1|k+1 = (I18 −Kk+1Hk+1)Pk+1|k.

If there are no GNSS measurements at sampling instance k+1, use (6.13) to
perform a Kalman filter measurement update utilizing pseudo observations
of velocity and roll:

Kk+1 = Pk+1|k(Hps
k+1)ᵀ(Hps

k+1Pk+1|k(Hps
k+1)ᵀ + Rps

k+1)−1,

x̂k+1|k+1 = x̂k+1|k −Kk+1hps(ẑk+1|k),
Pk+1|k+1 = (I18 −Kk+1Hps

k+1)Pk+1|k.

Correct the navigation solution using the estimated errors. The rotation
matrix update is given by (6.18) in Appendix 6.A. The Euler angle estimates
ψ̂κ1κ2
κ1 are uniquely defined by the rotation matrix Ĉκ1

κ2 .

[ẑk+1|k+1]1:6 = [ẑk+1|k]1:6 − [δzk+1|k+1]1:6,

Ĉn
s,k+1|k+1 = (δCn

s,k+1|k+1)ᵀĈn
s,k+1|k,

Ĉs
b,k+1|k+1 = (δCs

b,k+1|k+1)ᵀĈs
b,k+1|k.

which is several orders of magnitude smaller than the maximum number of
flops performed by standard smartphones [187].

It can be noted that the pseudo observations of roll (6.13b) are needed to
fade out the effect of the initial smartphone-to-vehicle roll angle (the value
of φssb does not have any effect on the error estimates x̂ if only GNSS mea-
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surements and NHCs are employed). The design parameters σ2
ps,v and σ2

ps,φ
describe the trade-off between allowing for vehicle dynamics which deviates
from those implied by perfect measurements in (6.13), and increasing the abil-
ity to utilize the added information provided by the same equations.

The assumption of approximately zero relative velocity between the smart-
phone and the vehicle is employed when utilizing the NHCs in the derivation
of (6.14). Hence, the estimate of the smartphone’s velocity will also be our
best estimate of the vehicle’s velocity. Although nothing is assumed about
the relative smartphone-to-vehicle position, in practice, the same statement
could be made regarding this quantity. To estimate the smartphone-to-vehicle
position using GNSS and IMU measurements, one typically needs reference
data or measurements from multiple smartphones. This is discussed further
in Chapter 7.

6.4.2 Initialization

The smartphone’s position and velocity are initialized using the first available
GNSS measurements, with the initial velocity in the vertical direction of the
tangent frame set to zero. All sensor biases are initialized as zero.

It is convenient to express the initial attitudes as ψn
ns,0 and ψn

nb,0 and then
compute ψs

sb,0 from Cs
b,0 = Cs

n,0Cn
b,0, where Cκ2

κ1 denotes the rotation matrix
from frame κ1 to frame κ2. The first two elements in ψn

ns,0 can be estimated
from accelerometer measurements during presumed zero acceleration [373].
Moreover, the first two elements in ψn

nb,0 are generally close to zero, and the
yaw angle of the vehicle can be initialized from the first GNSS measurement
of planar course.

The initial yaw angle of the smartphone typically has to be estimated
by nonlinear methods. We choose to marginalize the navigation system in a
marginalized particle filter (MPF), where each particle is associated with a
unique initial state. Similar methods for other applications have previously
been discussed in [35] and [382]. When sufficient weight has been distributed
to one of the particles, the particle filter is terminated and the navigation
system can continue with the identified initial state.

6.5 Simulation Study

We will now present the results of the conducted simulation study. True navi-
gational data emulating typical vehicle dynamics was generated along the tra-
jectory shown in Figure 6.2, where t denotes the time that has passed since the
start of the simulation. The corresponding horizontal speed is shown in Figure
6.3. When generating the trajectory, the NHCs were utilized as hard equality
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Figure 6.2: Vehicle trajectory generated from Monte Carlo simulations.
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Figure 6.3: Vehicle speed generated from Monte Carlo simulations.

constraints, so that the true vehicle dynamics satisfied hps,v(zk) = 02,1 for all k.
Hence, the vehicle’s pitch and yaw angles were defined by the velocity vector.
The vehicle’s roll angle was simulated as a zero mean, auto-regressive process
of first order. Each run of the simulation produced a stationary smartphone-
to-vehicle orientation (generated from uniform distributions over each Euler
angle) and a constant IMU bias (generated from uniform distributions over
(−0.5, 0.5) [m/s2] and (−0.2, 0.2) [◦/s]). See [7, 173, 383] for typical bias val-
ues. White Gaussian measurement noise was generated with standard devia-
tions (SDs) of 0.01 [m/s2] and 0.75 [◦/s] for the accelerometers and gyroscopes,
respectively, while σr = 1 [m], σr,vert = 4 [m], σv̄ = 0.5 [m], σps,v = 10 [m/s],
and σps,φ = 180 [◦]. The update rates of the IMU and the GNSS receiver were
set to 20 [Hz] and 1 [Hz], respectively. Further, the filter modeled the relative
smartphone-to-vehicle orientation with a process noise of 0.01 [◦] for each Eu-
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Figure 6.4: Estimation errors of the vehicle’s Euler angles in simulation
study.

ler angle. The MPF used eight particles, with the best initial state identified
after 100 [s].

The root-mean-square error (RMSE) and the theoretical SD of each of the
vehicle’s Euler angles are shown in Figure 6.4. The displayed figures are the
result of 100 Monte Carlo realizations. The SDs were obtained by employing
the approximation (readily obtained from (6.27) in Appendix 6.A)

Cov(δψn
nb) ≈ Cov(δψn

ns) + Ĉn
sCov(δψs

sb, δψ
n
ns) (6.17)

+ (Ĉn
sCov(δψs

sb, δψ
n
ns))ᵀ + Ĉn

sCov(δψs
sb)Ĉs

n
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in each simulation, and then computing the average of the corresponding SDs
at each sampling instance. Here, Cov(·) and Cov(·, ·) denote the covariance
matrix of a random vector and the cross-covariance matrix of two random
vectors, respectively. Note that all covariance and cross-covariance matrices
in the right-hand side of (6.17) can be obtained as sub-matrices of the state
covariance matrix P.

As indicated in Figure 6.4, convergence typically occurs within 60 seconds,
with a steady-state RMSE in the order of 2 [◦] for each Euler angle. For com-
parison, it can be noted that estimating the roll and pitch angles as 0 [◦] at
each sampling instance would result in a time-averaged RMSE of 5.74 [◦] and
4.29 [◦], respectively. The simulations employed the same filter as was used for
the experimental data in Section 6.6, and hence, the theoretical SDs generally
exceed the RMSEs. This is a consequence of filtering with a nonzero mea-
surement noise covariance in the pseudo observations of velocity, and nonzero
process noise covariance in the time development of ψs

sb,k.
The exact error graphs in Figure 6.4 will be highly dependent on the vehicle

dynamics. As an example, the estimates of the roll and pitch angles can be seen
to exchange information uncertainty as the vehicle changes course (consider
e.g., the change in theoretical SD of the roll and pitch estimates when the
vehicle corners at t = 72 [s]). This can be attributed to the fact that the
system’s observability varies with the vehicle dynamics. Refer to e.g., [384]
for details on the observability of GNSS-aided INSs during different vehicle
maneuvers.

6.6 Field Study

The algorithm presented in Section 6.4 was applied to 25 minutes of driving
data collected from a Samsung S3, a Samsung S4, and an iPhone 5, all fixed
to the dashboard but with an unknown orientation. Simultaneously, reference
data was collected using a Microstrain 3DM-GX3-35 aligned to the vehicle’s
coordinate frame. The update rates of the IMUs were set to 20 [Hz], while the
GNSS receivers of the smartphones and the reference system were operating
at update rates of 1 [Hz] and 4 [Hz], respectively. The reference data was pro-
cessed in a standard GNSS-aided INS. Due to limitations in the accuracy of
the reference system, the presented results should be considered as an indica-
tion of achievable performance rather than as exact measures. Although the
presented framework does not explicitly require the smartphone to be fixed
with respect to the vehicle, convergence is, according to the authors’ expe-
rience, difficult to achieve when the smartphone is rotating with respect to
vehicle. However, since the angular velocity measured when a user picks up
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Table 6.1: Root-mean-square errors of vehicle angles in field study.

Samsung S3 Samsung S4 iPhone 5
φnnb [◦] 0.86 0.96 1.49
θnnb [◦] 0.87 0.86 1.29
ψnnb [◦] 2.36 2.08 3.21

the smartphone generally is much larger than any angular velocity caused by
vehicle maneuvers, sporadic user initiated movements should be possible to
filter out as described in Section 6.2.

The time-averaged RMSEs of the vehicle’s Euler angle estimates are shown
in Table 6.1, and can be seen to be in the same order as the RMSEs obtained
in the simulation study in Section 6.5. Further, Figure 6.5 displays the posi-
tion drifts during simulated GNSS outages, in terms of the root-mean-square
horizontal position error RMSE([r̂nnb]1:2). Outages were simulated by removing
GNSS data from sequential periods of 60 seconds, starting 240 seconds after
initialization and continuing up until the end of the data set. The proposed
IMU alignment method was run several times with GNSS measurements re-
moved from one of the periods in each run. The displayed RMSEs were then
obtained by averaging over the different runs. For comparison, the correspond-
ing position drifts resulting from applying the standard 15-state GNSS-aided
INS to each smartphone are also shown. As seen from Figure 6.5, the IMU
alignment method reduces the position error growth considerably for each of
the three smartphones. This confirms that the pseudo observations of veloc-
ity and roll provide the navigation system with valuable information despite
small errors in the estimated smartphone-to-vehicle orientation. Noteworthy
is that the error drift is still quite large due to the poor quality of the inertial
sensors in the smartphones.

6.7 Conclusions

This chapter has presented a method for simultaneous vehicle navigation and
smartphone-to-vehicle alignment, which can be seen as an extension of the
standard GNSS-aided INS. The alignment is performed by applying NHCs
with the smartphone-to-vehicle orientation as an unknown state element. The
accuracy of the estimated vehicle attitude is in the order of 2 [◦] for each Euler
angle, with convergence occurring within minutes. It was further shown that
the proposed method reduces the position error growth during GNSS outages.

With reliable estimates of the relative smartphone-to-vehicle orientation,
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Figure 6.5: Position drifts in field study during GNSS outage as dependent
on the time length of the outage.

measurements from the smartphone’s IMU can be utilized in the same way as
if the smartphone had been manually aligned to the vehicle frame. Hence, the
proposed method opens up a wide range of applications utilizing smartphone-
based inertial measurements for automotive navigation, without setting any
requirements on the smartphone’s orientation with respect to the vehicle.
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6.A Derivation of Measurement Matrix

This appendix derives the linearized measurement matrix Hk and the mea-
surement error δyk in (6.14) by linearizing the measurements (6.10b) and
(6.13) around ẑ. We will use that

δCκ1
κ2

∆= Ĉκ1
κ2C

κ2
κ1 (6.18)

where Ĉκ1
κ2 and Cκ2

κ1 are uniquely defined by ψ̂κ1κ2
κ1 and ψκ1κ2

κ1 , respectively,
while δCκ1

κ2 defines δψκ1
κ1κ2 through the small angle approximation

[δψκ1
κ1κ2 ]× ∆= δCκ1

κ2 − I3. (6.19)

Here, [c]× is the skew symmetric matrix defined such that [c1]×c2 is equal to
the cross product of c1 and c2.

First, we approximate the measurement function in (6.10b) as

hGNSS(z̄) ≈ hGNSS(ˆ̄z) + ∂z̄hGNSS(ˆ̄z)(z̄− ˆ̄z)
= hGNSS(ˆ̄z) + ∂xhGNSS(ˆ̄z)x

(6.20)

which gives
y− hGNSS(ˆ̄z) ≈ HGNSSx + ε (6.21)

where

HGNSS ∆= ∂xhGNSS(ˆ̄z)

=
[
− ∂z̄hGNSS(ˆ̄z) 05,9

]
(6.22)

= −




I3 03,1 03,1 03,13
01,3 [v̂nns]1/v̄nns [v̂nns]2/v̄nns 01,13
01,3 −[v̂nns]2/(ˆ̄vnns)2 [v̂nns]1/(ˆ̄vnns)2 01,13


.

Moving on to the pseudo observations of velocity in (6.13a) and assuming
v(·)
bs ≈ 0, we have

vbnb = Cb
sCs

nvnnb
≈ Cb

sCs
nvnns

= Ĉb
sδCs

bĈs
nδCn

s (v̂nns − δvnns) (6.23)
= Ĉb

s(I3 + [δψs
sb]×)Ĉs

n(I3 + [δψn
ns]×)(v̂nns − δvnns)

≈ Ĉb
sĈs

n(v̂nnb − δvnns + [δψn
ns]×v̂nns) + Ĉb

s[δψs
sb]×Ĉs

nv̂nns
= v̂bnb − Ĉb

sĈs
n(δvnns + [v̂nns]×δψn

ns)− Ĉb
s[Ĉs

nv̂nns]×δψs
sb
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and hence, we can write

02,1 − hps,v(ẑ) ≈ Hps,vx + εps,v (6.24)

where

Hps,v ∆= −A
[
03,3 Ĉb

sĈs
n Ĉb

sĈs
n[v̂nns]× Ĉb

s[Ĉs
nv̂nns]× 03,6

]
. (6.25)

For the pseudo observations of roll in (6.13b) we note that

[δψn
nb]× = δCn

b − I3

= Ĉn
bCb

n − I3

= Ĉn
s Ĉs

bCb
sCs

n − I3

= Ĉn
sCs

n + Ĉn
s [δψs

sb]×Cs
n − I3

≈ [δψn
ns]× + Ĉn

s [δψs
sb]×Ĉs

n

= [δψn
ns]× + [Ĉn

s δψ
s
sb]×

(6.26)

which gives [7]
δψn

nb ≈ δψn
ns + Ĉn

s δψ
s
sb. (6.27)

We then have

ψn
nb ≈ ψ̂n

nb − δψn
nb

≈ ψ̂n
nb − δψn

ns − Ĉn
s δψ

s
sb

(6.28)

where the first approximation can be derived from (6.19) while assuming
[φnnb θnnb ] ≈ [0 0] (which is reasonable for passenger vehicles on most roads),
and the second approximation follows from (6.27). This results in

0− hps,φ(ẑ) ≈ Hps,φx + εps,φ (6.29)

where
Hps,φ ∆= −bᵀ[03,6 I3 Ĉn

s 03,6 ]. (6.30)
The linearized measurement matrix H in (6.14) can now be obtained from

Hps ∆= [(Hps,v)ᵀ (Hps,φ)ᵀ ]ᵀ. (6.31)





Chapter 7

IMU-based Smartphone-to-Vehicle
Positioning

Abstract

In this chapter, we address the problem of using inertial mea-
surements to position smartphones with respect to a vehicle-fixed
accelerometer. Using rigid body kinematics, this is cast as a non-
linear filtering problem. Unlike previous publications, we consider
the complete three-dimensional kinematics, and do not approx-
imate the angular acceleration to be zero. The accuracy of an
estimator based on the unscented Kalman filter is compared with
the Cramér-Rao bound. As is illustrated, the estimates can be
expected to be better in the horizontal plane than in the vertical
direction of the vehicle frame. Moreover, implementation issues
are discussed and the system model is motivated by observabil-
ity arguments. The efficiency of the method is demonstrated in a
field study which shows that the horizontal RMSE is in the order
of 0.5 [m]. Last, the proposed estimator is benchmarked against
the state-of-the-art in left/right classification. The framework can
be expected to find use in both insurance telematics and distracted
driving solutions.

101
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7.1 Introduction

There is a steadily growing interest in smartphone-based traffic data collection.
Today, smartphones are used for purposes of for example navigation [204],
traffic state estimation [385], vehicle condition monitoring [386], and driver
assistance [387]. Smartphone-based measurement systems benefit not only
from their versatile set of sensors, typically including both a global navigation
satellite system (GNSS) receiver and an inertial measurement unit (IMU),
but also from their low cost, transparency, and ease of use [83]. The need to
estimate the position of a smartphone with respect to a vehicle (see Figure
7.1) can arise for two reasons. First, the position of the smartphone can
be used as one of many possible features that provide information about a
driving trip. An accurate point estimate of the smartphone’s position could for
example help answer questions such as “Who is most likely to have driven the
vehicle?”. This is particularly relevant for the industry of smartphone-based
insurance telematics where vehicle data, collected using smartphones, is used
to adjust premiums and provide driver feedback [67]. In insurance telematics,
the insurer can for example use GNSS measurements to infer the vehicle’s
position, or use IMU measurements to detect harsh braking. Typically, a
substantial amount of statistical signal processing is required to enhance and
monitor the quality of the data [66]. Second, the position of the smartphone
can be used to minimize driver distraction by enabling location-dependent
limitations of smartphone functionality while driving. This idea is utilized
in apps such as DriveID, which uses patented Bluetooth technology to infer
which side (right or left) of the car that the smartphone is placed in, and
then locks the smartphone whenever it is on the driver’s side during vehicle
movement. While the classification of the smartphone’s side in the vehicle is
rather accurate, the cost of the required Bluetooth-equipped device is almost
$100, thereby limiting the possibilities for large-scale deployment.

7.1.1 Smartphone-to-Vehicle Positioning — State-of-the-Art

Many modern cars can perform smartphone-to-vehicle positioning (or the
closely related task of driver identification) by utilizing original equipment
manufacturer (OEM)-technology based on e.g., Bluetooth positioning [168],
near-field communication [236], audio ranging [237], or voice recognition [238].
Although these systems typically work very well, full market penetration is not
expected within the near future, and aftermarket installations are often expen-
sive. As a consequence, several low-cost methods for smartphone-to-vehicle
positioning have been proposed. One alternative is to detect human motions
using the smartphone’s IMU and thereby try to infer the owner’s seat in the
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Figure 7.1: Illustration of the problem of smartphone-to-vehicle positioning.

vehicle. Studied motions have included vehicle entries [152], seat-belt fasten-
ing, and pedal press [236]. The exact patterns of the two former motions will
typically differ depending on which side of the vehicle that the user entered
from. Similarly, the detection of pedal press always indicates that the user
sat in the driver’s seat. While these features possess some predictive power,
they are susceptible to variations in the motion behavior of each individual.
In addition, they are constrained by the assumption that the user carries the
smartphone in his pocket. Another option is to estimate the relative position
of two spatially separated devices from their GNSS measurements. However,
since the errors normally are heavily correlated in time and often exceed the
typical device distance, convergence can be expected to be slow [135]. It is
also possible to perform driver identification by studying individual driving
styles and travel behaviors [388].

In this chapter, we will use that the specific force, measured by smartphone-
embedded accelerometers, varies with the smartphone’s position in the vehicle.
The effect is most clearly seen during high-dynamic events. For example, in
[152] and [229], the relative longitudinal placement of two smartphones was
inferred by comparing their accelerometer measurements when the vehicle
passed a pothole. Similarly, in [191] and [229], the relative lateral placement
of two smartphones was inferred from their centripetal acceleration. The accel-
eration was computed under the assumption that the vehicle’s angular velocity
was constant (i.e., that the angular acceleration was zero) and only nonzero
along the yaw axis of the vehicle frame. In the following section, we will
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generalize this method by considering the complete three-dimensional kine-
matic relation between the specific forces. Thereby, the previously employed
assumptions on the angular velocity are avoided. Obviously, the proposed
method may be used in conjunction with any of the previously mentioned
methods utilizing e.g., human motions, GNSS measurements, driving styles,
etc.

7.1.2 Implementation Challenges

The presented estimation framework requires access to measurements from at
least one gyroscope triad and at least two spatially separated accelerometer
triads. Hence, if each smartphone is equipped with a 6-degrees of freedom
IMU, we either need measurements from at least two smartphones, or from at
least one smartphone and one external vehicle-fixed accelerometer triad. Since
we are estimating the relative positions of the accelerometer triads, absolute
positioning within the vehicle is typically only possible in the latter case and
under the assumption that the absolute position of the external accelerometer
triad is known. However, accurate estimates of relative positions are often
sufficient input for reliable driver classifications, i.e., determining which of the
smartphones that belongs to the driver (assuming that such a smartphone
exists). Technical solutions where smartphone sensors are enhanced with ex-
ternal accelerometer triads [72], embedded into tags or on-board-diagnostics
(OBD)-dongles, is currently utilized by telematics providers such as Cam-
bridge Mobile Telematics and Mojio. The cost of a mass-produced accelerom-
eter triad can be expected to be less than half a dollar [170], and hence, the
cost of producing and installing an accelerometer tag is typically negligible.

7.1.3 Insurance Telematics

Now, we go into more detail on the practical use of smartphone-to-vehicle po-
sitioning within smartphone-based insurance telematics. While most automo-
tive insurances follow the vehicle, data collected using a smartphone normally
follows the user. (Since most insurance telematics apps are implemented with
an autostart feature, data will be sent to the insurer whenever the smartphone
is situated in a motor vehicle [104].) Generally, this will cause issues of data
association. For example, we can imagine scenarios where you lend your car
to someone who is not a registered driver within your telematics policy (data
will be lost), or where you take a cab or ride along in a friend’s car (data
can be mistaken as having emerged from a trip with your car). In the latter
case, smartphone-to-vehicle positioning might be used to detect which trips
that were made with a third party vehicle. More specifically, one would use



7.2 Model and Estimation Framework 105

that the probability that the trip was made with the insured car is higher
conditioned on that the data was recorded from the driver’s seat and vice
versa.

One practical issue in IMU-based smartphone-to-vehicle positioning is that
of data sharing, i.e., even if there are multiple smartphones in a vehicle they
might not be configured to neither share data in real-time nor send data to the
same server [76]. Moreover, problems could arise due to the implicit assump-
tion that the smartphone is placed in the vicinity of its user. Installing an
accelerometer tag solves the issues of data association (data from the tag im-
mediately reveals whether the insured vehicle was driven) and of data sharing
(the insurer will have access to data from both the tag and the smartphone-
embedded accelerometer). Even though the problem of data association would
be solved by the use of tags, there would still be reasons to be interested in
identifying the driver in each trip. For example, this information could be
used to confirm accident reports where the insurance coverage differs depend-
ing on who was driving during the accident (liability insurance often follows
the driver).

7.1.4 Outline

In this chapter, we examine the possibilities of using IMU measurements to
position a smartphone with respect to a vehicle. The achievable accuracy
is evaluated with both simulations and experimental data. The basis of the
proposed estimation framework is presented in Section 7.2. Section 7.3 studies
classical Cramér-Rao bounds (CRBs) using both numerical and analytical
methods. Last, Section 7.4 presents the results of the conducted field study
and Section 7.5 summarizes the chapter.

Reproducible research: The experimental data used in this chapter is avail-
able at www.kth.se/profile/jwahlst/ together with a Matlab implementation of
the proposed method.

7.2 Model and Estimation Framework

Consider a moving vehicle with one gyroscope triad and N accelerometer
triads. All sensors are assumed to be fixed to the vehicle. Our aim will
be to fuse the measurements from the gyroscopes and the accelerometers to
estimate the relative positions of the accelerometer triads in the vehicle frame.
We begin by presenting kinematic and dynamic models for the vehicle, and
then describe the sensor model. Following this, the estimation problem is
formulated as a nonlinear filtering problem where the vehicle dynamics and
the sensor biases are treated as nuisance parameters. Last, relevant filtering
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methods are reviewed and the observability properties of the presented system
are analyzed.

7.2.1 Kinematic Model

Let us, without loss of generality, order the accelerometer triads from 1 to N
and define the origin of the vehicle frame to be at the position of the first
accelerometer triad. It then holds that [7]

a(n) = a(1) + ([ω]×[ω]× + [α]×)r(n) (7.1)

where a(n) and r(n) denote the specific force and the position in the vehicle
frame of the nth accelerometer triad, respectively. Further, ω and α denote
the vehicle’s angular velocity and acceleration with respect to inertial space,
respectively. The skew symmetric matrix [c]× is defined such that [c1]×c2 is
equal to the cross product of c1 and c2.

7.2.2 Dynamic Model

The dynamics of the vehicle are modeled according to

ωk+1 = ωk + ∆tkαk, (7.2a)
αk+1 = αk + wα,k. (7.2b)

Here, ∆tk denotes the sampling interval between the sampling instances k and
k + 1, and the subindex k is used to denote quantities at sampling instance
k. Further, the noise term wα,k is assumed to be a white Gaussian with
covariance ∆tkσ2

α I3, where I` denotes the identity matrix of dimension `.

7.2.3 Sensor Model

The measurements from the gyroscope triad and the nth accelerometer triad
are modeled as

ω̃k = ωk + bω,k + εω,k, (7.3a)
ã(n)
k = a(n)

k + b(n)
a,k + ε(n)

a,k, (7.3b)

where εω,k and ε(n)
a,k are white Gaussians with covariances σ2

ω I3 and σ2
a I3,

respectively. Further, (7.3) includes gyroscope and accelerometer biases which
are assumed to develop according to the random walk models

bω,k+1 = bω,k + wω,k, (7.4a)
b(n)
a,k+1 = b(n)

a,k + w(n)
a,k. (7.4b)
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Here, wω,k and w(n)
a,k are assumed to be white Gaussian noise processes with

covariances ∆tkσ2
b,ω I3 and ∆tkσ2

b,a I3, respectively.

7.2.4 State-space Model

Using (7.1) – (7.4), the vehicle dynamics and the measurements can be de-
scribed by the state-space model

xk+1 = f(xk) + wk, (7.5a)
yk = h(xk) + εk. (7.5b)

The state vector is defined as1

x ∆= [rᵀ ωᵀ αᵀ bᵀ
ω δbᵀ

a ]ᵀ (7.6)

where we use that r ∆= [(r(2))ᵀ . . . (r(N))ᵀ ]ᵀ, δba
∆= [(δb(2)

a )ᵀ . . . (δb(N)
a )ᵀ ]ᵀ, and

δb(n)
a

∆= b(n)
a − b(1)

a . It can be noted that r defines the relative position of any
two accelerometer triads. Using (7.2) and (7.4), the state transition model
can be shown to be linear, i.e., f(xk) ∆= Fxk, where F is defined as

F ∆= I6N+3 +



03(N−1),3N 03(N−1),3 03(N−1),3N

03,3N ∆tkI3 03,3N
03(N+1),3N 03(N+1),3 03(N+1),3N


. (7.7)

We have here used 0` and 0`1,`2 to denote zero matrices of dimensions `×` and
`1 × `2, respectively. Similarly, it can be shown that wk is a white Gaussian
noise process with covariance GQGᵀ where

Q ∆= ∆tk · blkdiag(σ2
α I3, σ

2
b,ω I3, σ

2
b,a IN,3), (7.8a)

G ∆= [03(N+1),3N I3(N+1) ]ᵀ, (7.8b)

and In,m ∆= (In−1 + 1n−1) ⊗ Im. Here, blkdiag(·, . . . , ·) denotes the block
diagonal matrix with block matrices given by the arguments, 1` denotes the
matrix of dimension ` × ` with all elements equal to one, and ⊗ denotes
the Kronecker product. Now, defining δã(n) ∆= ã(n) − ã(1) and h(n)(x) ∆=
δb(n)

a +([ω]×[ω]×+[α]×)r(n), equations (7.1) and (7.3) yield the measurement
vector and the measurement function

y ∆= [ω̃ᵀ (δã(2))ᵀ . . . (δã(N))ᵀ ]ᵀ, (7.9a)

1The choice of variables to include in x is motivated by the observability properties of
the corresponding system. This is discussed in more detail in Section 7.2.6.
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and
h(x) ∆= [ωᵀ (h(2)(x))ᵀ . . . (h(N)(x))ᵀ ]ᵀ, (7.9b)

respectively. Moreover, it follows that εk will be a white Gaussian noise pro-
cess with covariance R ∆= blkdiag(σ2

ω I3, σ
2
a IN,3). It can be noted that the

measurement vector (7.9a) includes the difference in the measurements from
N − 1 specific pairs of accelerometer triads. The same information can be
provided to the system by including the measurement difference of any N − 1
pairs of accelerometer triads, as long as all accelerometer triads appear at least
once in the total set of pairs. Any measurement defined by an additional Nth
pair of accelerometer triads can be obtained as a linear combination of the
measurements defined by the original N −1 pairs, and is therefore redundant.

7.2.5 Filters for Nonlinear Systems

Due to the nonlinearity of the system (7.5), no optimal (in mean-square sense)
and finite-dimensional estimator of x is available, and we will have to resort
to suboptimal implementations. Several alternatives are discussed in Section
2.2.2. In this chapter, we will be confined to unscented Kalman filter (UKF)-
based implementations. Typically, an UKF has a computational cost in the
same order as that of the corresponding extended Kalman filter (EKF). In the
most straightforward implementation, the computational cost is dominated
by a term in the order of 6d3 per iteration, where d = 6N + 3 denotes the
dimension of the state vector [381]. Hence, running the algorithm with e.g.,
N = 3 at 20 [Hz] would require 20 · 6 · 213 [flops] ≈ 1.1 [Mflops], which
is several orders of magnitude smaller than the maximum number of flops
performed by standard smartphones [187].

If particle-based implementations are considered, it can be noted that the
system is conditionally linear in both the positions r and the bias terms bω and
δba. Hence, it suffices to employ a marginalized particle filter (MPF) where
only the posteriors of the vehicle dynamics ω and α need to represented by
particles [12].

7.2.6 Observability

We will address issues related to the observability of (7.5) by studying the ob-
servability properties of the corresponding linear system. (This is a common
approach for systems which are not subject to e.g., multimodal or discontin-
uous error distributions [384].) The linearized system is said to be observable
over the interval [t1, tk ] if and only if the rank of the observability matrix
O1,k

∆= [Hᵀ
1 (H2F)ᵀ . . . (HkFk−1)ᵀ ]ᵀ is equal to the dimension of x [389].
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Here, H ∆= ∂xh(x) denotes the linearized measurement matrix. As can eas-
ily be demonstrated numerically, observability is normally attained already
for small k in all but degenerate cases where e.g., the angular velocities and
accelerations only are nonzero in one spatial dimension.

Several additional remarks can be made regarding the observability of the
system and the chosen system model. For example, we note that the pre-
sented framework easily can be extended to include measurements from mul-
tiple gyroscope triads. A straightforward observability analysis shows that
each separate gyroscope bias can be made observable. However, if the mea-
surement noises of different gyroscope triads are assumed to be independent
and identically distributed, it is usually more convenient to average the mea-
surements before they are fed to the filter, and then only estimate the average
bias. Moreover, notice that neither the vehicle’s specific force nor any absolute
accelerometer bias has been included in the state vector. To investigate this
further, imagine that we extend the state vector with the specific force and the
accelerometer bias at the first the accelerometer triad, and model both quan-
tities to develop according to a random walk. (Obviously, it suffices to extend
the state vector with the specific force and the accelerometer bias at the first
the accelerometer triad to implicitly estimate the corresponding quantities at
any accelerometer triad.) It is then easily confirmed that these quantities are
mutually unobservable, even if (7.3b) is included in the measurement equation
for n = 1. (Both quantities only enter the observability matrix through this
measurement, and do so linearly.) However, if the bias or the specific force
is known at an arbitrary accelerometer triad, this will make both quantities
observable.

7.3 The Cramér-Rao Bound

Given some statistical estimation problem, the classical CRB provides a lower
bound on the mean square estimation error of any unbiased estimator. There
are two primary reasons to study this bound. First, it can be used to evaluate
the performance of suboptimal estimators. If the mean-square error of an
estimator is in the vicinity of the bound, the estimator is typically considered
to be adequate. Second, it may help to discover inherent limitations of the
problem at hand, or give hints on how to design experiments to increase
estimator performance. In this section, we will make use of both these traits.

7.3.1 Definitions and Setup for Studies of the Parametric CRB

For a system model such as (7.5), both classical and Bayesian CRBs are avail-
able. To make sure that we are able to capture all the characteristics of
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real-world vehicle dynamics, our focus will be on the classical CRB, using dy-
namics from real-world data. (The same approach has previously been taken
in e.g., [390].) This bound considers the classical framework with deterministic
and unknown parameters, and must therefore be given with respect to some
specified realization of the relevant state elements. Since the parametric CRB
for the system model (7.5) is given by the Riccati recursion for the covariance
in the EKF (where the state-space model is linearized around the true realiza-
tion), it will suffice to specify realizations of r, ω, and α (the linearized filter
matrices only depend on these state elements).

For ease of illustration, we will reduce the Cramér-Rao inequality to scalar
form, and compare the empirical scalar root-mean-square error (RMSE) of the
position errors with the trace of the corresponding submatrix of the inverse
Fisher information matrix (FIM). The inequality can be written as [19]

√√√√ 1
M

M∑

i=1
‖r̂i − r‖2 &

√
tr(Pr) (7.10)

and holds for each sampling instance (the time dependence has been sup-
pressed for brevity). Here, M denotes the total number of simulations over
the complete realization, ‖ · ‖ denotes the Euclidean norm, r̂i denotes the esti-
mated relative positions during simulation i, Pr denotes the submatrix of the
inverse FIM providing the lower bound on mean-square error of r̂, tr(·) de-
notes the trace of a matrix, and & denotes inequality in the limit of M →∞.
For ease of notation, we define

RMSE(r̂) ∆= 1√
dim(r)

√√√√ 1
M

M∑

i=1
‖r̂i − r‖2 (7.11a)

and
CRB(r) ∆= 1√

dim(r)

√
tr(Pr). (7.11b)

Here, dim(r) ∆= 3(N − 1) is the length of the vector r. The factor 1/
√

dim(r)
has been included to facilitate a comparison between scenarios with a different
number of accelerometers.

7.3.2 Simulation-based Evaluation of the UKF

Inertial data was collected from a Microstrain 3DM-GX3-35 placed in a vehicle
performing harsh cornering maneuvers. It should be intuitively clear already
from equation (7.1) that a certain level of angular rotation (e.g., cornering)
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Figure 7.2: The angular velocity along the x-axis (roll), y-axis (pitch), and
z-axis (yaw) in a subset of the employed data set.

Table 7.1: Simulation parameters.

Parameter Value
Positions† r(2) [0 1 0.5] [m]

r(3) [1 0 0.5] [m]
r(4) [1 1 1] [m]

Sensor noise σω 1 [◦/s]
σa 0.035 [m/s2 ]

Bias drift σb,ω 0.0015 [◦/s2/
√
Hz ]

σb,a 5 · 10−5 [m/s3/
√
Hz ]

Dynamics σα 8 [◦/s3/
√
Hz ]

† The positions are given along the vehicle’s longitudinal, lateral, and up
direction, respectively.

is required to estimate the relative positions. This is discussed in more detail
in Section 7.3.3. The data included 32 cornering maneuvers collected over
approximately 6 minutes on an empty parking lot. The sampling rate was
20 [Hz]. Figure 7.2 serves to illustrate the studied dynamics (the true dynam-
ics provided by the reference system) by showing a 30-second snippet of the
vehicle’s angular velocity.

The simulation parameters are given in Table 7.1. As can be seen, the
simulated measurements were assumed to be gathered from four 6-degrees of
freedom IMUs, placed in the corners of a rhombus. Further, the RMSEs were
computed from M = 100 simulations using a standard UKF implementation
[13]. In each simulation run, we generated constant accelerometer and gyro
biases from uniform distributions in the intervals of (−0.5, 0.5) [m/s2] and
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(a) Estimator performance in horizontal plane
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Figure 7.3: The (a) horizontal and (b) vertical RMSE of the UKF evaluated
against the CRB.

(−0.25, 0.25) [◦/s], respectively. See [7, 173, 383] for typical bias values. The
angular velocity and acceleration were initialized from the measurements, and
the relative positions and the bias terms were initialized as zero.

As the larger part of the angular velocity and the angular acceleration was
along the yaw axis of the vehicle frame (as is typical for vehicle dynamics), the
errors of the estimated relative position will also be larger in this direction.
(Note that r(n) is locally unobservable in the direction of ω as long as ω and α
are parallel and constant.) To illustrate the resulting effect on the estimates,
we study the horizontal (along the longitudinal and lateral dimensions of the
vehicle frame) and vertical (in the up direction of the vehicle frame) contri-
butions to RMSE(r̂) and CRB(r) separately. For example, when studying
the horizontal RMSE(r̂), only the lateral and longitudinal elements of r were
considered in (7.11a).

Figures 7.3 (a) and (b) show the CRB together with the RMSE for the
horizontal position estimates r̂hor and vertical position estimates r̂vert, respec-
tively. As can be seen in Figure 7.3 (a), the estimates of relative position
reach decimeter-level accuracy in the horizontal plane after about twelve sec-
onds (corresponding to one cornering maneuver). The CRB is attained after
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about six minutes. By contrast, Figure 7.3 (b) shows that the estimates do
not converge to the true values in the vertical direction. However, it should
be noted that it is unclear whether the CRB is attainable at all. Either way,
the vertical distance between the accelerometers will typically be of secondary
importance.

7.3.3 Analytical CRBs

To gain some insight into how the estimation accuracy depends on the vehicle
dynamics, let us consider the case where the vehicle’s angular velocity and an-
gular acceleration can be assumed to be known. Since all gyroscopes measure
the same angular velocity, this is usually a feasible approximation for sensor
setups with a large number of IMUs [391]. In addition, it is assumed that the
estimation procedure has been preceded by a bias calibration. Hence, we may
disregard all bias terms. Under these assumptions, the measurement equation
providing information about r at a given sampling instance can be written as

ya = Har + εa. (7.12)

Here, we have defined ya ∆= [(δã(2))ᵀ . . . (δã(N))ᵀ ]ᵀ and Ha
∆= IN−1 ⊗ Ωa,

where the angular acceleration tensor is Ωa
∆= [ω]×[ω]×+ [α]×. Moreover, the

covariance of εa is given by Ra
∆= σ2

a IN,3. Now, assuming that [ω]×α 6= 03,1,
the parametric CRB for r (which is achieved by the maximum likelihood
estimator r̂ml = (Ha

ᵀR−1
a Ha)−1Ha

ᵀR−1ya) given one observation of ya is

Cov(r̂) � Ia(r)−1 (7.13)

where we have used A � B to denote that A−B is positive semidefinite. The
inverse FIM is given by

Ia(r)−1 = σ2
a(IN−1 + 1N−1)⊗ (Ωa

ᵀΩa)−1. (7.14)

As expected, the bound will typically decrease as the angular velocities and
accelerations increase. A derivation of (7.14) is provided in Appendix 7.A.

Several conclusions can be drawn from the CRB bound presented in (7.13).
First, we note that the estimator performance is independent of the number of
accelerometers. This is a consequence of assuming perfect knowledge of angu-
lar velocity and acceleration. Under this assumption, each accelerometer only
provides information about its own position (relative to the first accelerome-
ter), and so, increasing the total number of accelerometers will not improve
the estimates, only increase the dimension of the state vector. Second, we
note that the correlation function of the estimated relative positions of two
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accelerometers in some given direction always is equal to σ2
α/
√

2σ2
α · 2σ2

α = 1/2,
independent of the vehicle dynamics. In other words, the estimates will always
be heavily correlated, and this cannot be mitigated by any choice of vehicle
dynamics. Third, we study the variance in the direction that is perpendicular
to the angular velocity and angular acceleration. That is, we consider the
case N = 2, and look at the CRB for the estimates of rω⊥

∆= (ω⊥)ᵀr, where
ω⊥

∆= [ω]×α/‖[ω]×α‖. In Appendix 7.A, it is shown that the corresponding
Cramér-Rao inequality can be written as

Var(r̂ω⊥) ≥ 2σ2
a

(sin(θ)‖α‖)2 (7.15)

where θ ∆= cos−1(ωᵀα/‖ω‖‖α‖) is the angle between ω and α. As may be
realized, (7.15) indicates that the position estimates, in the direction that is
perpendicular to ω and α, get worse as the angular rotations are concentrated
to one direction, i.e., when θ tend to zero. This illustrates that the horizontal
position estimates benefit from rotations along the roll and pitch axes (so that
the angular velocity and acceleration are not both constantly pointing in the
vertical direction or close to it).

7.4 Field Study

The field study used data from the same event as in Section 7.3.2. In addi-
tion, the same filter parameters were used. However, instead of simulating
measurement errors and the effects of spatial separation, real-world measure-
ments were employed. As a result, the estimates were affected by several
errors that were not modeled in Section 7.2. These include scale factor, cross-
coupling, inter-misalignment, and time synchronization errors [7]. Although
these error contributions can be expected to degrade the estimation accuracy,
the presented framework is still shown to be useful in practical applications.

7.4.1 Setup

Data was collected from seven smartphones rigidly attached to the vehicle.
The placement of the smartphones is illustrated by Figure 7.4. The employed
smartphone models where (1) Samsung S3, (2) iPhone 4, (3) Samsung S3, (4)
Samsung S3, (5) iPhone 5, (6) Samsung S4, and (7) Samsung S3. The three
smartphones in the front seat were placed 0.1 [m] higher up (in the up direction
of the vehicle frame) than the four smartphones in the back seat. The relative
positions were measured by hand with an uncertainty in the order of 5 [cm] in
any given direction. The measurements from different smartphones were time
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Figure 7.4: The placement of the smartphones in the longitudinal and lateral
directions of the vehicle frame. For clarity, the figure is not shown in consistent
scale.

synchronized by the use of GNSS time. Moreover, all IMU measurements
were aligned to the vehicle frame by estimating the smartphone-to-vehicle
orientation as described in Chapter 6.

7.4.2 Results

We now present the results of three experiments. In the first experiment, we
attempt to simultaneously estimate the relative positions of the seven smart-
phones using all available data. The second experiment considers the same
problem but with the measurements processed from two smartphones at a
time. Last, we study the accuracy of left/right classification by using mea-
surements from two smartphones at a time, and processing the measurements
from each cornering maneuver separately.

Defining the origin of the vehicle frame to be at the position of the Sam-
sung S3 denoted by (1) in Figure 7.4, Figure 7.5 shows the true and estimated
relative positions in the horizontal plane after processing all available mea-
surements in the same filter. The true and estimated positions associated
with a given smartphone are for visibility connected by a straight black line.
Although we are not able to reach the sub-centimeter accuracy that was indi-
cated in Figure 7.3 (a), the results are still promising as they show that the
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Figure 7.5: The estimated and true smartphone positions. All smartphone
measurements were processed simultaneously.

overall smartphone geometry is preserved. The horizontal RMSE was 0.46 [m].
However, in accordance with what could be expected from the results in Sec-
tion 7.3.2, the estimates in the up direction (not illustrated by any figure)
were worse and had a RMSE of 2.40 [m].

In practice, it is often more relevant to study the accuracy that can be ob-
tained by processing measurements from two smartphones at a time, i.e., when
N = 2. Figure 7.6 shows the relative errors (r̂− r)/r of estimated distances in
a given direction (longitudinal or lateral) as dependent on the true distance.
Only the cases where the true distance exceeded 0.3 [m] are considered. The
measurements were processed from two smartphones at a time, and all 21 pos-
sible smartphone combinations were studied (i.e., {(1, 2), (1, 3), . . . , (1, 7), (2, 3),
(2, 4), . . . , (6, 7)}). As can be seen, correct left/right or front/back classifica-
tions were made in all of the 22 (longitudinal and lateral directions for 21 pairs,
excluding cases with a true distance below 0.3 [m]) considered cases, i.e., the
relative error always exceeded −1. In one case, attributed to the longitudinal
distance between the two iPhones, the relative error exceeded 1. For the cases
(not illustrated by any figure) when the true distance was below 0.3 [m], the
RMSE was 0.51 [m]. Moreover, correct left/right or front/back classifications
were made in 7 out of 11 instances (not counting the instances where the true
distance was equal to zero).
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Figure 7.6: The relative errors as dependent on the true longitudinal and
lateral distance. The measurements were processed from two smartphones at
a time.

Table 7.2: Accuracy in left/right classification.

UKF [%] Benchmark [191] [%]
r > 0.3 [m] 91.1 88.5
r < 0.3 [m] 50.5 50.5

Last, the proposed framework was benchmarked against the method for
left/right classification presented in [191] (the method is detailed in Appendix
7.B). To obtain a sufficient sample size, each of the 32 recorded cornering ma-
neuvers was handled separately. A cornering maneuver was registered when-
ever the absolute value of the vehicle’s angular velocity along the yaw axis
exceeded 30 [◦/s] and was considered to have ended when then angular ve-
locity fell below 10 [◦/s] for at least 0.5 [s]. Table 7.2 shows the classification
accuracy obtained when aggregating the results from all possible smartphone
pairs. The results are shown separately for the two cases when the true lat-
eral distance exceeded or fell short of 0.3 [m]. In the latter case, neither of the
methods perform better than random guessing. However, for larger lateral
distances, both methods reach a classification accuracy of about 90 %, with
the UKF performing marginally better.

7.5 Summary

We have presented an IMU-based method for positioning a smartphone with
respect to a vehicle. The problem was formulated as a nonlinear filtering
problem, where the vehicle dynamics and the sensor biases where treated as
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nuisance parameters. While previous studies on smartphone-to-vehicle po-
sitioning always have estimated the lateral and longitudinal distances sepa-
rately, this study employed three-dimensional kinematics, thereby enabling
the smartphone’s position to be estimated jointly in all directions. Moreover,
analytical CRBs were derived, and the system model was motivated by ob-
servability arguments. As was confirmed by both simulations and real-world
experiments, the estimates in the horizontal directions of the vehicle frame
will typically be better than in the up direction.

Real-world measurements were employed in three experiments. Simul-
taneously processing measurements from seven different smartphones gave a
horizontal RMSE in the order of 0.5 [m]. When processing measurements from
two smartphones at a time, correct left/right or front/back classifications were
made in all of the 22 considered cases. Studying each cornering maneuver in-
dependently, correct left/right classifications were made in about 90 % of the
cases when the lateral distance between the devices exceeded 0.3 [m]. To
summarize, the proposed method enables accurate smartphone-to-vehicle po-
sitioning with minimal requirements on vehicle infrastructure. As such, it can
be expected to find use in both smartphone-based insurance telematics and
distracted driving solutions. Future work should focus on how to incorporate
information from human motions and GNSS measurements in a robust man-
ner, and how to handle situations when the smartphones’ positions change
with time.

7.A Derivation of Cramér-Rao Bounds

This appendix first derives the CRB in (7.13). Equation (7.12) describes a
standard linear measurement equation with Gaussian errors and an invertible
measurement matrix Ha. Under these conditions, the inverse FIM can be
expressed as [8]

Ia(r)−1 = Ha
−1Ra(Ha

ᵀ)−1

= σ2
a(IN−1 ⊗Ωa)−1((IN−1 + 1N−1)⊗ I3)
· ((IN−1 ⊗Ωa)ᵀ)−1

= σ2
a(IN−1 ⊗Ωa

−1)((IN−1 + 1N−1)⊗ I3) (7.16)
· (IN−1 ⊗ (Ωa

ᵀ)−1)
= σ2

a((IN−1 + 1N−1)⊗Ωa
−1)(IN−1 ⊗ (Ωa

ᵀ)−1)
= σ2

a(IN−1 + 1N−1)⊗ (Ωa
ᵀΩa)−1

and we are done. Here, it has been used that (A⊗B)ᵀ = Aᵀ⊗Bᵀ, (A⊗B)⊗
(A′ ⊗ B′) = (AA′) ⊗ (BB′), and assuming that A and B are nonsingular,
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(A ⊗ B)−1 = A−1 ⊗ B−1, for any matrices A,B,A′, and B′ of appropriate
dimensions [392].

Next, we derive the CRB in (7.15). Using that [393]

Ωa
−1 ∆=

(ωωᵀ)2 +ααᵀ −
[
[ω]×[ω]×α

]
×

αᵀ[ω]×[ω]×α (7.17)

it can from (7.13) be seen that

Var(r̂ω⊥) ≥ 2σ2
a(ω⊥)ᵀ(Ωa

ᵀΩa)−1ω⊥

= −2σ2
a(ω⊥)ᵀ

([[ω]×[ω]×α
]
×

αᵀ[ω]×[ω]×α

)2

ω⊥

= 2σ2
a

(sin(θ)‖ω‖2‖α‖)2

(sin(θ)‖ω‖‖α‖)4

= 2σ2
a

(sin(θ)‖α‖)2 .

(7.18)

Here, the first equality uses that ωᵀω⊥ = 0 and αᵀω⊥ = 0, while the second
equality uses that (ω⊥)ᵀω⊥ = 1 and that ‖[ω]×α‖ = sin(θ)‖ω‖‖α‖.

7.B Method for left/right Classification

Here, we outline the method for left/right classification [191] of two smart-
phones that was used as a benchmark in Section 7.4.2. Making the approxima-
tion that the angular velocity is constant and only nonzero along the yaw axis
of the vehicle frame, we may, without loss of generality, use that ω ≈ ω [0 0 1]ᵀ
and α ≈ 03,1. Inserting this into (7.1) then yields the scalar equation

a
(n)
lat ≈ a

(1)
lat − ω2r

(n)
lat (7.19)

where (·)lat denotes quantities in the lateral direction of the vehicle frame.
Now, using (7.19) in the limit of ω → 0, we first estimate the relative ac-
celerometer bias as the constant

δb̂
(n)
a,lat =

∑

|ω̃k|<γ
ã

(n)
lat,k − ã(1)

lat,k (7.20)

where γ is some chosen threshold. Finally, the classification is made based on
the sign of the test statistic

r̂
(n)
lat =

Nω+N ′∑

k=Nω−N ′
ã

(n)
lat,k − ã(1)

lat,k − δb̂(n)
a,lat. (7.21)
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Here, Nω is the sampling index where |ω̃k| reaches it maximum, and N ′ is
some chosen integer. In section 7.4.2 we used γ = 10 [◦/s] and chose N ′ so
that the sum in (7.21) was taken over samples from an interval of length 1 [s].



Chapter 8

Smartphone Placement within Vehicles

Abstract

Smartphone-based driver monitoring is quickly gaining ground as
a feasible alternative to competing in-vehicle and aftermarket so-
lutions. Today, the main challenges for data analysts studying
smartphone-based driving data stem from the mobility of the smart-
phone. In this chapter, we use kernel-based k-means clustering to
infer the placement of smartphones within vehicles. All in all, trip
segments are mapped into fifteen different placement clusters. As
part of the presented framework, we discuss practical considera-
tions concerning e.g., trip segmentation, cluster initialization, and
parameter selection. The proposed method is evaluated on more
than 10 000 kilometers of driving data collected from about 200
drivers. To validate the interpretation of the clusters, we compare
the data associated with different clusters and relate the results to
real world knowledge of driving behavior. The clusters associated
with the label “Held by hand” are shown to display high gyro-
scope variances, low maximum speeds, low correlations between
the measurements from smartphone-embedded and vehicle-fixed
accelerometers, and short segment durations.

8.1 Introduction

One of the primary challenges of the intelligent transportation systems (ITS)
society lies in modifying current implementations so that they can be based on

121
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the sensing, computation, and connectivity capabilities of mobile devices such
as smartphones. This field within ITS is referred to as smartphone-based vehi-
cle telematics, and emerged after the birth of the modern smartphone, about
a decade ago. Smartphones enable end-user centric and vehicle-independent
telematics solutions that complement vehicle-centric factory-installed telemat-
ics systems. Generally, smartphone-based implementations benefit from seam-
less software updates, intuitive user interfaces, short development cycles, and
low development costs [72, 82, 100, 323, 394, 395]. One example application
where the involvement of smartphones is expected to lead to a major indus-
try disruption is insurance telematics. In insurance telematics, driving data
is used to adjust automotive insurance premiums and provide various value-
added services to policyholders. By utilizing smartphone-embedded sensors
rather than e.g., in-vehicle sensors, many insurers expect to both lower main-
tenance costs and increase customer engagement [67]. As of June 2016, there
were thirty-three active smartphone-based insurance telematics programs (in-
cluding trials) [137]. Smartphones may also provide a cheap alternative to
current data collection methods for road-condition monitoring [124], and can
act as an enabler for services within real-time ridesharing [396] and vehicular
ad hoc networks (VANETs) [275]. A comprehensive review of the state-of-the-
art in smartphone-based vehicle telematics was presented in Chapter 4.

Smartphone-based driver behavior profiling is, due to the mobility of the
smartphone, fundamentally different from traditional sensor fusion using vehicle-
fixed sensors. As a consequence, recent studies have focused on how to e.g.,
classify data from smartphone-embedded sensors into classes associated with
different transportation modes (see Chapter 4.4.2), as well as how to esti-
mate the orientation (see Chapter 6) and the position (see Chapter 7) of
the smartphone with respect to the vehicle frame. Further, the utility and
characteristics of vehicle data recorded from smartphones can be expected to
depend on whether the smartphone is rigidly mounted on a cradle, placed on
the passenger seat, held by hand, etc.

Despite an increasing interest in smartphone-based driver behavior profil-
ing, there is still a big gap between academia and industry: While most aca-
demic studies assume that the smartphone is fixed to the vehicle, anyone who
studies large-scale industry data collected from smartphone-embedded and
orientation-dependent sensors such as accelerometers, gyroscopes, and mag-
netometers, will inevitably have to consider the effects of e.g., users picking
up their smartphones during trips. As illustrated in Figure 8.1, this chapter
attempts to bridge this gap by examining the problem of unsupervised infer-
ence on the smartphone’s conceptual placement1 within a vehicle. Knowledge

1Note that we talk of placement in a more abstract sense than simply referring to the
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a)

b)

c)

Figure 8.1: We consider the problem of inferring the smartphone’s placement
in a vehicle, i.e., whether it is placed a) in a car mount; b) on the passenger
seat; c) on the center console; d) in the driver’s pants (not illustrated); or e)
held by hand (not illustrated).

of the smartphone’s placement is important for several reasons. For instance,
it can be used to assess the reliability of collected data (inertial measurements
collected from smartphones held by hand are e.g., less suitable for the de-
tection of harsh acceleration events since hand motions may interfere with
the measurements). Moreover, it may be used for accident reconstructions
(to answer e.g., “Was the driver interacting with his smartphone before the
accident?”) and assessments of driver distraction (drivers interacting with
their mobile phone are at a significantly increased risk of being involved in an
accident [96]).

The following approach is taken in this study: Trip segments are mapped
into fifteen different states using kernel-based k-means clustering. The features
are computed using data from smartphone sensors and a vehicle-fixed sensor
tag equipped with an accelerometer triad. Within the inference framework we
make use of classical mechanics, established methods for inertial measurement
unit (IMU) alignment, knowledge of the relation between the smartphone-
to-vehicle orientation and the smartphone’s placement in the vehicle, and
behavioral statistics published by the National Highway Traffic Safety Ad-
ministration (NHTSA). The results are interpreted by studying the feature

smartphone’s position with respect to the vehicle.
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distributions of the different clusters and relating this to typical driver be-
havior characteristics. Last, we demonstrate the effect that the smartphone’s
placement has on the efficiency of accelerometer-based detection of harsh ac-
celerations.

8.2 Trip Segmentation

Assume that the smartphone at each time instant can be said to be in one and
only one of a discrete number of states describing its conceptual placement.
Instead of jointly estimating the smartphone placement at all time instants in
a given trip, we will first attempt to identify the time points at which the state
can change (such as when the driver pulls out the smartphone from his pocket
and mounts it on the dashboard). Assuming that all true state changes have
been detected, all driving segments stretching from one detected state change
to the next can then be clustered by means of standard clustering methods.

8.2.1 Gyroscope-based Segmentation

Periods at which the smartphone state can change were considered to start
when the Euclidean norm of the gyroscope measurements exceeded ω̄. Like-
wise, these periods were considered to end a time period t̄ after the last sam-
pling instance at which the gyroscope measurements exceeded the same thresh-
old. All data within these periods was then discarded, and the data before
and after was used to form two new independent trip segments. Segments that
were shorter than t̄, or where the speed did not exceed s̄, were also discarded.
The segmentation algorithm is illustrated in Figure 8.2.

8.2.2 Segmentation Parameter Selection

The threshold of ω̄ = 100 [◦/s] was chosen so that it will typically not be
reached during normal vehicle maneuvers2 (when the smartphone is fixed to
the vehicle), but so that it will be reached in most of the cases when the
smartphone is, by hand, moved from one place to another within the vehicle.

2One way to assess the range of angular velocities that are encountered in everyday
driving is to consider the lateral acceleration of a vehicle driving in an horizontal circle
with constant speed. Thus, assuming a minimum turning radius of 5 [m] and a coefficient
of friction of 1, it follows that the vehicle cannot drive with an angular velocity higher
than

√
9.8/5 · 180/π [◦/s] ≈ 80 [◦/s] without losing its grip of the road surface. Here, we

use that the no-sliding condition under the stated assumptions is ω2r/g < µ, where ω, r, g,
and µ denote the vehicle’s angular velocity, the turning radius, the gravity force, and the
coefficient of friction, respectively [135].
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Figure 8.2: Illustration of the trip segmentation described in Section 8.2.1
based on typical gyroscope measurements dependent on time t. The true
placements over the considered trip are assumed to be c2, c3, and c1.

Further, the lower limits on the duration and speed of a segment of interest
were set to t̄ = 10 [s] and s̄ = 10 [km/h], respectively.

8.2.3 Accelerometer-based Segmentation

For the trips where gyroscope measurements were unavailable (some older
smartphones are not equipped with gyroscopes) we instead used smartphone-
based accelerometer measurements to estimate the angular velocity. First,
the accelerometer measurements were low-pass filtered using a Butterworth
filter of order five and with a cutoff frequency of 2 [Hz] (to suppress noise and
make the number of trip segments similar to that obtained with gyroscope
measurements). Second, instantaneous estimates of the smartphone’s roll and
pitch angles were computed by assuming that the filtered signals only reflect
the accelerometer measurements due to gravity3 [7]. Obviously, this approach
also relies on the assumption that eventual sensor biases can be neglected.
Third, we used the estimated roll and pitch angles to compute the matrix
δCk

∆= Cᵀ
k+1Ck at each sampling instance k. Here, Ck is the rotation matrix

corresponding to the roll and pitch estimates at sampling instance k and a zero
yaw angle (the yaw angle can be estimated if magnetometer measurements

3The smartphone frame was defined to have its three coordinate axes pointing to the
right (as seen from a user facing the display), pointing upwards along the display, and in
the direction of the display.
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are available). Under the small angle approximation, δCk · fs, where fs is
the sampling rate, is equal to a skew symmetric matrix from which estimates
of the smartphone’s angular velocity can be extracted (see equation (5.8c)).
Once these estimates have been extracted, the segmentation can be performed
in the same way as when gyroscope measurements are available.

8.3 Kernel-based k-means Clustering

The objective of kernel-based k-means clustering is to map the N data points
{x1, . . . ,xN} into the k different classes

{Ω1, . . . ,Ωk} ∆= arg min
Ω1,...,Ωk

k∑

c=1

∑

xi∈Ωc
‖h(xi)−mc‖2. (8.1)

Here, mc
∆= ∑

xi∈Ωc h(xi)/|Ωc| and |Ωc| ∆= ∑
xi∈Ωc 1 denote the centroid and

the cardinality of the cth cluster, respectively, while h(·) is the basis function
vector. Further, ‖ · ‖ denotes the Euclidean norm, and the kernel function is
defined as

k(xi,xj) ∆= h(xi)ᵀh(xj). (8.2)

Typically, one would employ iterative methods to find one or several local
minimums to the optimization problem (8.1) [397].

8.3.1 Features

This subsection describes the features that were extracted from the segments.
The features were derived from smartphone-based inertial and global naviga-
tion satellite system (GNSS) measurements, information on the smartphone’s
screen state, and accelerometer data from a vehicle-fixed sensor tag. The
measurements from the tag were only used to compute the fifth feature, the
tag-smartphone correlation.

1) Smartphone-to-vehicle orientation: Methods for estimating the relative
orientation of a smartphone and a vehicle have previously been reviewed in
Section 4.4.1 and Chapter 6 (see also [398]). In this study, we first computed
the median values (over the segment) of the accelerometer measurements in
each direction. The roll and pitch angles of the smartphone-to-vehicle orien-
tation were then estimated by assuming that these median values only reflect
the accelerometer measurements due to gravity, and that the vehicle’s roll and
pitch angles could be approximated as zero4 [7]. Finally, the yaw angle was

4The vehicle frame was defined as a forward-right-down frame. The Euler angles de-
scribing the smartphone-to-vehicle orientation were defined to be the angles of rotations
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estimated by finding the direction in the horizontal plane (perpendicular to
the direction of the vector with the median accelerometer measurements) that
had the largest variance in the accelerometer measurements, and assuming
that this was the vehicle’s forward/backward direction [210]. We then sep-
arated the vehicle’s forward and backward directions by assuming that the
accelerometer measurements in the forward direction were positively corre-
lated with the differentiated GNSS measurements of speed. As should be
obvious, the computations rely on the assumption that while the smartphone
may vibrate or be affected by minor hand movements, the smartphone-to-
vehicle orientation is not subject to any significant changes during the course
of a given segment (i.e., that the segmentation described in Section 8.2 has
been successful).

2) Accelerometer variance: The accelerometer variance was first computed
separately along each of the three spatial dimensions. We then computed the
sum of the three variance measures and took the logarithm of the resulting
value to compress order-of-magnitude variations.

3) Gyroscope variance: The gyroscope variance was computed in the same
way as the accelerometer variance.

4) Maximum speed: The maximum speed of the vehicle during the segment
as indicated by GNSS measurements.

5) Tag-smartphone correlation: The correlation between the accelerometer
measurements from the external accelerometer tag and the smartphone (both
rotated to the vehicle frame) was first computed separately along each spatial
dimension. The feature was defined as the sum of the three correlations.

6) Segment duration: The logarithm of the temporal length of a segment.
7) Screen state: The percentage of time that the screen was on during the

segment.
8) Initial screen state: The percentage of time that the screen was on

during the first ten seconds of the segment.
All features except the smartphone-to-vehicle orientation were normalized

over all segments by means of linear rescaling, and after the normalization
took on values between −1 and 1. If a feature could not be computed for a
given segment due to missing data (for example, some vehicles did not have a
sensor tag installed) the feature value was set to the median value (as taken
over the remaining segments) of the same feature.

that applied to the yaw-pitch-roll axes (in that order) rotated the vehicle frame to the
smartphone frame.
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8.3.2 Kernel

The clustering was made using the kernel

k(xi,xj) = exp
(
− (‖x\νi − x\νj ‖2 + (2νi,j/π)2)/(2σ2)

)
(8.3)

where x\ν is the vector of normalized features (all except the smartphone-to-
vehicle orientation) and

σ ∈ (0,∞) (8.4)

is the kernel width. Further, νi,j is the rotation angle corresponding to the
rotation matrix CiCᵀ

j [399], and Ci is the rotation matrix for the smartphone-
to-vehicle orientation associated with data point i. The calibration of the
kernel width is described in Section 8.3.4. The factor 2/π was included since
(2ν/π)2 ∈ [0, 4], i.e., (2ν/π)2 will take on values in the same range as the
contribution from each individual feature to ‖x\νi −x\νj ‖2. Note the similarity
between the employed kernel and the well-known radial basis function (RBF)
kernel [400].

8.3.3 Initialization

The iterative methods that are used to find local minimums to the k-means
problem often make use of some initialization based on available information
on the problem at hand. We made an initialization based on the features
describing the smartphone-to-vehicle orientation and the initial screen state.
All in all, fifteen states were constructed. The expected typical orientations
and initial screen states of the fourteen first states are specified in Table 8.1.
The second column describes the aggregated and abbreviated placement labels
that will be used for the experimental study in Section 8.4, and the third
column gives more details on the placements associated with the individual
states. The expected orientations for most of the states are illustrated in
Figure 8.3. The fifteenth state is a dummy state “Unknown” for unexpected
orientations. This state will tend to attract segments that are difficult to
interpret, thereby preventing such segments from having a distorting influence
on the remaining states. Initial trials showed that including a dummy state
made the differences between the feature distributions associated with the
“Held by hand” label and those of the other labels more pronounced.

We arrived at the fifteen states described in the previous paragraph by
manually fine-tuning the set of states and their specification to make the clus-
tering results comply with the behavioral statistics described in Section 8.3.4.
States that were included during initial clustering trials but then removed due
to having too few associated segments included φ = π, θ = π/4, ψ = 0, with
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seen when looking in the
vehicle’s forward direction.

Smartphone orientation as seen
when looking to the left in the
vehicle’s lateral direction.

Figure 8.3: The smartphone orientations that were used for the initialization.
The numbers above the images refer to the states described in Table 8.1. The
orientations for states twelve and thirteen are not shown due to their more
complicated nature.

the screen on. This could be interpreted as handheld interaction with the
display in landscape mode.

Each segment was initialized in the state in Table 8.1 with the nearest
orientation and an initial screen state matching that of the segment. In math-
ematical terms, all trip segments i where the screen was on more than 50 %
of the first ten seconds were initialized in the state

ci = arg min
c∈Ωon

νc,i (8.5)

where νc,i denotes the rotation angle corresponding to the rotation matrix
CcCᵀ

i , Cc is the rotation matrix for the smartphone-to-vehicle orientation
specified for state c in Table 8.1, and Ωon denotes the set of states for which
the initial screen state is specified as “on” in Table 8.1. This should be inter-
preted as choosing to initialize the segment i in the state with the “closest”
expected smartphone-to-vehicle orientation, among the states for which the
screen initially is expected to be on. The only exceptions were the trip seg-
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ments where
min
c∈Ωon

νc,i > γ (8.6)

with
γ ∈ (0, π) (8.7)

being a fixed threshold parameter. In these cases, the smartphone-to-vehicle
orientation of segment i was not considered to be close enough to any of the
orientations specified for states c ∈ Ωon in Table 8.1, and hence, these segments
were initialized in the state “Unknown”. The same approach was taken for
trip segments where the screen was on less than 50 % of the first ten seconds.
However, in this case, the minimization was taken over Ωoff, i.e., the states for
which the screen state is specified as “off” in Table 8.1. The calibration of the
threshold parameter is described in Section 8.3.4.

The choice of using multiple separate states for a single conceptual place-
ment (all the four first states in Table 8.1 are, for example, associated with
the smartphone being placed on the “lap or driver/passenger seat”) is nat-
ural as we expect the set of smartphone-to-vehicle orientations and initial
screen states associated with some given placements to be non-convex5. This
is clearly understood when studying e.g., the smartphone-to-vehicle orienta-
tions for states twelve, thirteen, and fourteen, all associated with the place-
ment “Held by hand” (see Table 8.1). The use of multiple separate states for
a single conceptual placement is further motivated by the fact that different
orientations can be expected to be more common than others. For example,
we would expect the clusters of states six and eight (both associated with the
smartphone being placed in a cup holder) to have different characteristics since
the smartphone display will more often be facing the driver or the passengers
(state six) than not (state eight). We do not expect the clusters associated
with a given placement to be non-convex in any of the features other than the
smartphone-to-vehicle orientation and the two screen state features.

8.3.4 Clustering Parameter Selection

It now remains to tune the kernel width σ and the threshold parameter γ
from equations (8.4) and (8.7), respectively. Methods for parameter selection
in cluster analysis include manual tuning, optimization of internal evaluation
measures quantifying some chosen clustering objective, optimization of exter-
nal evaluation measures using ground truth data, optimization of robustness
measures using cross-validation [402], or choosing parameter values based on

5Standard k-means clustering can only find clusters that are convex in the basis function
vector [401].
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Figure 8.4: Block diagram illustrating the clustering framework described
in Sections 8.2 and 8.3.

the density of feature values [403]. We compared the obtained clustering dis-
tribution with previously published behavioral statistics (unfortunately, data
was only available for a subset of the locations we considered). The kernel
width and the threshold were chosen as the solution to the least-squares prob-
lem

arg min
σ,γ

L∑

d=1
(ŷd(σ, γ)− yd)2. (8.8)

Here, ŷd(σ, γ) denotes the percentage of segments that were clustered into one
of the states associated with placement label d given the parameters σ and
γ. Similarly, yd denotes the percentage of “reaching instances” where a given
set of drivers reached for their smartphone from placement d as reported in a
study published by the NHTSA [404]. The parameter d traverses the first four
placement labels in Table 8.1, giving L = 4 with y1 = 48.9 %, y2 = 42.0 %,
y3 = 5.7 %, and y4 = 3.4 %. Since the NHTSA study did not report on
the percentage of segments where the smartphone remained held by hand for
a substantial period of time, and, in addition, included some less common
reaching locations such as “purse”, both ŷd(σ, γ) and yd were normalized so
that ∑L

d=1 ŷd(σ, γ) = 1 and ∑L
d=1 yd = 1.

An overview of the clustering framework presented in Sections 8.2 and 8.3
is given in Figure 8.4.
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Figure 8.5: The empirical distribution functions of the screen state feature
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8.4 Experimental Results

The studied data consists of 1000 trips collected from 194 drivers in South
Africa in May 2016 as part of the partnership between Cambridge Mobile
Telematics and Discovery Insurance6. The mean trip duration and the mean
trip length were about 20 minutes and 11 kilometers, respectively. All sig-
nals were sampled at 15 [Hz], with the exception of the GNSS data that was
sampled at 1 [Hz]. Accelerometer, GNSS, and screen state measurements were
available from all trips, while gyroscope and tag measurements were available
for all but 64 and 137 trips, respectively.

8.4.1 Trip Segmentation

The trips were segmented as described in Section 8.2, thereby dividing the
1000 trips into 3218 segments. Figure 8.5 illustrates the segmentation by dis-
playing the empirical distribution function (edf) of the screen state feature,
contrasting the distributions across entire trips versus trip segments. As can
be seen from Figure 8.5, the percentage of trips or segments where the screen
state feature takes on values far from 0 % and 100 % decreases after the seg-
mentation. This is intuitive since a change in the instantaneous screen state
(i.e., the screen is turned on or off) in the middle of a trip implies that the
placement of the smartphone is likely to have changed over the trip. In other
words, the edf shows that the segmentation “polarizes” phone use — typical

6One of the outcomes of the partnership has been a contest where drivers earned points
for safe driving. Over time, the contest had the effect of reducing the participants’ speeding,
hard braking, hard cornering, and phone usage while driving [405].
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Figure 8.6: Distribution of the “reaching locations” as estimated by the
clustering algorithm (ŷd(σ, γ)) and as specified in a report from NHTSA (yd)
[404].

usage over a trip segment is mostly near 0 % or 100 %. This polarization sug-
gests that the segmentation successfully divides the trips into segments with
distinct smartphone placements.

8.4.2 Clustering Parameter Selection

The parameter selection was performed as described in Section 8.3.4, and the
optimal values σ = 5 · 10−3 and γ = 2.1 were found by means of a grid search
with step sizes 2 · 10−4 and 0.05 in the directions of σ and γ, respectively.
The distributions of ŷd(σ, γ) and yd are illustrated in Figure 8.6. Although
the distributions agree quite well, one should be careful not to overinterpret
the results. For example, note that the NHTSA data and the clustered data
were collected in the US and South Africa, respectively. As a result, the
underlying distributions may be different, which could mean that we are, to
some extent, distorting the clustering results when trying to fit the distribution
of the clustered data to that of the NHTSA data. In addition, selection biases
may be present in the studied populations (the NHTSA e.g., only used data
from drivers who reported using their cell phone at least once per day while
driving), and we should also expect the clustering algorithm to misinterpret
some segments. The clustering distribution is detailed in Table 8.2.

8.4.3 Feature Comparison

Since there is no ground truth available, the results of the clustering will be
analyzed by studying the edfs of the different features that were used for
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Figure 8.7: The distributions of the features (a) accelerometer variance, (b)
gyroscope variance, and (c) maximum speed.

the clustering. The edfs are computed separately for the aggregated place-
ments labels specified in the second column of Table 8.1. Figures 8.7, 8.8, and
8.9 display the distributions of all features expect the smartphone-to-vehicle
orientation. The figures show that the most distinct distributions originate
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Figure 8.8: The distributions of the features (a) tag-smartphone correlation
and (b) segment duration.

from the clusters associated with the smartphone being held by hand. For
example, Figures 8.7 (b) and 8.8 (a) illustrate that segments where the smart-
phone is held by hand generally have higher gyroscope variance and lower
tag-smartphone correlation. This is, of course, expected since the smartphone
in these segments often will be subject to movements originating from hand
motions. Similarly, segments where the smartphone is held by hand tend to be
associated with lower speeds (Figure 8.7 (c)) and shorter segment durations
(Figure 8.8 (b)). Most likely, this reflects that users tend to interact more
with their smartphones in urban areas when they e.g., briefly need to use
navigation apps or call someone who they will meet. Alternatively, the speed
difference may be caused by increased phone use when drivers are in slow
traffic. Finally, we note that Figure 8.7 (a) indicates that the accelerometer
variance is not significantly affected by the smartphone being held by hand.
Presumably, this is because most of the variance stems from vehicle dynamics
rather than from hand movements.
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Figure 8.9: The distributions of the features (a) screen state and (b) initial
screen state.

As can be seen from Figure 8.9 (b), the clustering is, to a large extent,
driven by the initial screen state. By comparing Figures 8.9 (a) and (b), it
can also be seen that there are many segments where the screen is on only
during the initial part of the segment. This could happen when e.g., the
smartphone goes to sleep mode due to inactivity (console), or when the screen
is shut off during a call (held by hand). Moreover, Figure 8.9 (b) shows that
the initial screen state was on for about 10 % of the segments mapped to the
label “Cup holder”. Obviously, these segments primarily derive from state 9.

8.4.4 Classification

The presented clustering framework can easily be modified to enable classifica-
tion of new segments. The simplest way to do this is to construct a k-nearest
neighbor (k-NN) classifier based on the presented kernel and the collected data
[400]. To illustrate this, we first extracted the feature values (other than the
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roll and pitch angles) from a randomly chosen data point that was mapped
to state fourteen (held by hand; e.g., text messaging) during the clustering.
A classifier was then constructed by clustering all data except the data point
that was used to set the feature values, and then assuming that the map-
pings from the clustering were correct. Figure 8.10 (a) shows the resulting
classification margin of a k-NN classifier with k = 10 as a function of the roll
and pitch angles describing the smartphone-to-vehicle orientation. Here, the
classification margin is defined as the score (the number of votes among the
k-NN) of the true state minus the largest score among the false states. The
classification margin can be seen to reach its maximum value in an area that
is roughly centered around φ = 5π/4 and θ = 0, i.e., the roll and pitch angles
that were specified for state fourteen in Table 8.1. The exact values of the
classification margin will obviously depend heavily on other features than the
roll and pitch angles.

We would expect that the smartphone display is facing upwards in the
vehicle and has its up direction pointing upwards in the vehicle when a user
interacts with his smartphone with the screen orientation set to portrait. To
demonstrate this, Figure 8.10 (b) displays the smartphone orientations at
different points in the roll-pitch plane when the yaw axis is equal to zero.
We note that the smartphone display is facing upwards in the vehicle when
[Cb

se3]3 = cos(φ) cos(θ) < 0, or equivalently, when π/2 < φ < 3π/2 and
−π/2 < θ < π/2. Similarly, the smartphone display has its up direction
pointing upwards in the vehicle when [Cb

se2]3 = sin(φ) cos(θ) < 0, or equiv-
alently, when π < φ < 2π and −π/2 < θ < π/2. Here, we have used ei
and [e]i to denote the ith three-dimensional unit vector and the ith element
of the vector e, respectively. As can be seen from Figure 8.10, the studied
data point is indeed the most likely to be classified into state fourteen in the
interval π < φ < 3π/2, i.e., when the smartphone display is facing upwards in
the vehicle and has its up direction pointing upwards in the vehicle.

8.4.5 Smartphone-based Detection of Harsh Accelerations

As outlined in Chapter 4, accelerometer-based detection of harsh accelera-
tions has been the focus of a wide range of academic studies on smartphone-
based driver safety classification. It is also considered to be an important
element in many smartphone-based telematics programs. However, the effect
that the smartphone’s placement in the vehicle has on the detection of harsh
accelerations still remains to be investigated. To remedy this, accelerome-
ter data from both the tag and the smartphone (from each segment where
tag data was available) were processed as follows. To begin with, the ac-
celerometer measurements were rotated to the vehicle frame as described in
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Figure 8.10: (a) Example of how the classification margin can depend on the
roll and pitch angles of the smartphone-to-vehicle orientation. The true state
was state fourteen in Table 8.1. The point φ = 5π/4 and θ = 0, associated
with state fourteen during the initialization, is marked with a black cross. (b)
Smartphone orientations (up to yaw rotations) as seen from a passenger or
driver looking at the smartphone in the vehicle’s forward direction.

Section 8.3.1. Then, all sampling instances where 1) the absolute value of
the accelerometer measurements in the vehicle’s forward direction exceeded
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the threshold athres = 2 [m/s2] (similar thresholds have previously been con-
sidered in [302, 305, 314]); and 2) the previously detected acceleration event
from the same sensor occurred more than δt ∆= 5 [s] ago, were noted as de-
tected acceleration events. The second condition was checked by traversing
all samples from the first to the last. This produced sets of time points for
detected acceleration events {ttag,in } and {tsmph,i

n } for each segment i. Next,
treating the events detected using the tag data as the ground truth, the num-
ber of false alarms associated with a given placement label d was defined as
the sum of events tsmph,i

n for which

min
m
|tsmph,i
n − ttag,im | > δt (8.9)

where the minimization is taken over all events {ttag,im } detected using the tag
data from segment i, and where the summation is taken over all events {tsmph,i

n }
from segments i that were mapped to placement label d during the clustering.
Expressed in words, each detected event tsmph,i

n for which no event ttag,im that
satisfies |tsmph,i

n − ttag,im | ≤ δt exists, is counted as a false alarm associated with
the placement label of segment i. Similarly, the number of missed detections
and true positives associated with placement label d were defined as the sum
of events ttag,in for which

min
m
|tsmph,i
m − ttag,in | > δt (8.10)

and
min
m
|tsmph,i
m − ttag,in | ≤ δt, (8.11)

respectively, with the same approach to the minimization and summation
as for the false alarms. The sensitivity (recall) and precision for a given
label d can now be defined as Sensitivity ∆= TP/(TP + MD) and Precision ∆=
TP/(TP+FA), were MD, FA, and TP denote the associated number of missed
detections, false alarms, and true positives, respectively.

As suggested from Figure 8.8 (a) (and as should be expected from intu-
ition), Table 8.3 shows that segments where the smartphone is believed to
be held by hand have a lower detection accuracy than segments of most of
the other labels. The only exception is the dummy state “Unknown”. Several
factors may have influenced the results for this state. For example, we note
that when removing the four segments assigned to “unknown” with the largest
number of false alarms and missed detections from the computations, the sen-
sitivity and precision take on the values 83.2 % and 47.2 %, respectively. In
other words, only four segments need to be removed from the computations
to make the detection accuracy of the dummy state higher than that of the
handheld state. Since the total number of segments assigned to “unknown”
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Table 8.3: Accuracy of detection of harsh acceleration.

Placement label d Sensitivity [%] Precision [%]
Seat 80.6 59.2
Cup holder 80.8 51.0
Pants 73.8 66.5
Console 77.3 47.3
Held by hand 73.8 46.3
Unknown 70.1 28.6

is 80 (see Table 8.2), this corresponds to 5 % of the segments in this cluster.
Given the size of the studied data set, we cannot exclude the possibility that
this is caused by inadequate trip segmentations or other problems related to
anomalous data. Since the dummy state is designed to collect segments with
unexpected smartphone-to-vehicle orientations, segments that are subject to
e.g., inadequate trip segmentation (which can lead to deficient IMU align-
ments) are likely to be mapped to this state.

Last, we emphasize that the results in Table 8.3 only illustrate one way in
which smartphone interaction interferes with the detection of harsh accelera-
tions. An additional source of interference is related to the removal of data
during the trip segmentation described in Section 8.2: As illustrated in Figure
8.8 (b), the typical segment duration is much shorter when the smartphone
is held by hand. As a consequence, drivers who frequently hold their smart-
phone in their hand while driving will generally have more periods where the
high dynamics of their hand movements make the inertial measurements from
their smartphone useless for purposes of analyzing their driving behavior.

8.5 Discussion and Concluding Remarks

Smartphone-based collection of driving data is continuing to gain in popular-
ity, and has found widespread use in applications such as insurance telematics,
driver assistance, and traffic state estimation. Many of the distinguishing fea-
tures of data collected using smartphone-embedded sensors derive from the
mobility of the smartphone. On the one hand, this mobility is one of the
big impediments to utilizing smartphone-based data in the same way as data
from vehicle-fixed sensors. On the other hand, it also makes it possible to
extract information on e.g., driver distraction, directly from the smartphone
sensors. In this chapter, we examined the problem of inferring the placement
of a smartphone within a vehicle.
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The considered trips were first segmented at time points when the smart-
phone is expected to have been picked up by a user. Kernel-based k-means
clustering was then used to group trip segments into fifteen different clusters,
and the results indicated good agreement with behavioral statistics published
by the NHTSA. Given that the NHTSA data was collected by manual labeling
of video recordings, the clustering method presented here can be seen as an
alternative solution with more favorable scalability properties. The most dis-
tinctive feature distributions were associated with clusters of segments where
the smartphone was held by hand. These segments generally displayed high
gyroscope variances, low maximum speeds, low tag-smartphone correlations,
and short segment durations. Moreover, we evaluated the extent to which the
smartphone being held by hand impairs the ability to detect harsh acceler-
ations, and illustrated how the clustering framework can be reformulated to
enable classification.

Several extensions can be made to attempt to increase the accuracy of the
presented clustering method. Since a driver’s behavior can be expected to be
heavily correlated with his or her position, one natural idea would be to include
one or several features using GNSS position measurements (this was not done
in this study due to privacy issues). Similarly, by using data collected over a
long time period it may be possible to profile the behavior of each driver and
thereby extract individual patterns that relate the smartphone’s placement
to driving characteristics, the time of day or week, and the vehicle’s position.
Although one could try to estimate the position of the smartphone with respect
to the vehicle and include it as a feature, it is the authors’ belief that only
smartphone-to-vehicle positioning methods that rely on pre-installed vehicle
infrastructure would be accurate enough to provide any useful information in
this context [101]. Obviously, it would also be possible to incorporate labeled
trips into the presented framework.

To summarize, we have demonstrated the feasibility of inferring the place-
ment of smartphones in vehicles using information from built-in smartphone
sensors. This capability could e.g., be used to assess the utility of collected
inertial measurements for the detection of harsh accelerations, for accident
reconstructions, or to profile drivers in terms of distracted driving.





Chapter 9

Fusion of OBD and GNSSMeasurements
of Speed

Abstract

There are two primary sources of sensor measurements for driver
behavior profiling within insurance telematics and fleet manage-
ment. The first is the on-board diagnostics system, typically found
within most modern cars. The second is the global navigation
satellite system, whose associated receivers commonly are embed-
ded into smartphones or off-the-shelf telematics devices. In this
chapter, we present maximum likelihood and maximum a pos-
teriori estimators for the problem of fusing speed measurements
from these two sources to jointly estimate a vehicle’s speed and
the scale factor of the wheel speed sensors. In addition, we ana-
lyze the performance of the estimators by use of the Cramér-Rao
bound, and discuss the estimation of model parameters describ-
ing measurement errors and vehicle dynamics. Last, simulations
and real-world data are used to show that the proposed estimators
yield a substantial performance gain compared to when employing
only one of the two measurement sources.

9.1 Introduction

Driver behavior profiling has received considerable attention in the literature,
and is at the heart of many of today’s insurance telematics and fleet manage-

145



146 9 Fusion of OBD and GNSS Measurements of Speed

0 1 2 3 4 5 6

90

91

92

93

94

95

96

t [sec]

s
[k

m
/h

]
OBD and GNSS measurements

OBD
GNSS

True speed

Figure 9.1: Illustration of OBD and GNSS measurements of speed s as
dependent on time t. Note that all OBD measurements are quantized as
multiples of 1 [km/h].

ment programs [66]. These programs have continuously gained in popularity
over the last years, with the smart transportation market predicted to be worth
around $220 billion by 2021 [406]. Although there are many examples of trials
or research studies using expensive, complex, or logistically demanding sensor
setups [117], most of the major industry players (such as Progressive insurance,
Allstate, Metromile, etc.) still primarily rely on speed measurements from the
on-board diagnostics (OBD) system, and position and speed measurements
from low-cost global navigation satellite system (GNSS) receivers [137, 178].
These implementations tend to be scalable, easy to deploy, and easy to un-
derstand for the users. An illustration of OBD and GNSS measurements of
speed is provided in Figure 9.1.

Some telematics providers have chosen to extract driving information also
from inertial sensors [407]. On the one hand, incorporating inertial sensors
into the sensor setup enables estimation of the vehicle’s orientation and direct
estimation (not requiring differentiation) of the vehicle’s acceleration (which
can be used to e.g., detect harsh braking events). In addition, inertial sensors
tend to increase the estimation rate since commonly used inertial sensors can
have sampling rates in the order of 100 [Hz] [173], while GNSS receivers used
in telematics applications typically have an update rate of only 1 [Hz]. On
the other hand, making use of inertial sensors can be challenging for several
reasons. When integrating inertial measurements to estimate for example
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the vehicle’s orientation, velocity, or position, errors will accumulate due to
biases and random noise [408]. Moreover, in insurance telematics programs
where inertial measurements are collected from smartphone-embedded sensors
[67], problems often arise due to the fact that the smartphone is mobile with
respect to the vehicle [48, 100]. The high sampling rate also tends to put
strain on computational resources. Due to the aforementioned difficulties and
the fact that most of the industry still primarily relies on OBD and GNSS
measurements, this study will exclusively focus on the scenario where inertial
sensors are absent. Furthermore, we note that fusion of measurements from
inertial sensors and GNSS receivers is a mature technology that has been
well-studied in the literature (see Chapter 5).

In this chapter, we employ OBD and GNSS measurements of speed to con-
struct estimators of a vehicle’s speed and of the scale factor of the wheel speed
sensors. Specifically, we demonstrate how to capitalize on the complementary
characteristics of the OBD (bounded error when the scale factor is known)
and GNSS (unbiased errors) measurements. Compared to when using either of
these two sensors individually, the proposed sensor fusion method offers both
a higher estimation rate and an enhanced estimation accuracy. In addition,
speed estimates only based on OBD measurements will become more accurate
once an accurate estimate of the scale factor is available. Hence, this implies
an increased resilience to GNSS outages or other situations where GNSS mea-
surements are not available (such as when one relies on GNSS measurements
from a smartphone that during some drives may be discharged or not located
in the car). The proposed method is appropriate for several sensor setups that
are commonly used in current insurance telematics and fleet management pro-
grams. These setups include OBD dongles with an embedded GNSS tracker,
and OBD dongles connected to GNSS-equipped smartphones. The speed es-
timates resulting from the proposed sensor fusion could e.g., be differentiated
to construct acceleration estimates for the detection of harsh braking or accel-
eration, be used to detect speeding, or be used as input in traffic flow models.
Since the scale factor is slowly time-varying, we also describe how to test for
changes in the scale factor. This could be used to assess overall tire pressure
and detect flat tires. By maintaining recommended tire inflation pressure, it
is possible to not only improve fuel economy and handling, but also to reduce
tire wear, noise emissions, braking distances, and rolling resistance [409]. As
opposed to standard indirect tire-pressure monitoring systems (TPMSs) [410],
the tire-pressure monitor presented here can be used to detect underinflation
also when the four tires are equally underinflated.
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9.2 Estimation

This section presents maximum likelihood (ML) and maximum a posteriori
(MAP) estimators for the problem of using OBD and GNSS measurements of
speed to jointly estimate a vehicle’s speed and the scale factor of the OBD
wheel speed sensors. We begin by considering the case when the OBD and
GNSS samples can be assumed to be time synchronized, and then examine
the same problem but with asynchronous samples. While the latter model
is more realistic, the former enables both a simpler estimation algorithm and
more straightforward Cramér-Rao studies in Section 9.3.

9.2.1 Synchronous Samples

The measurements obtained at sampling instance k are modeled according to1

sok = csk + qk, (9.1a)
sgk = sk + εk. (9.1b)

Here, so and sg denote measurements of speed obtained from the OBD sys-
tem and GNSS receiver, respectively. Further, s is the speed of the vehicle,
c is an unknown positive scale factor arising due to the uncertainty of the
wheel radius2 [7], q is the quantization error of the OBD system, and e is the
measurement error of the GNSS receiver. The quantization is made so that
sok = n · δs for some nonnegative integer n and some positive quantization in-
terval δs, with qk ∈ [−δs/2, δs/2]. In practice, we have n = 0, 1, . . . , 255 and
δs = 1 [km/h] [413]. Although there are other errors present in OBD measure-
ments of speed [414] (such as wheel slips, discussed in Section 9.2.5), the scale
factor and quantization errors are typically dominant. The GNSS measure-
ment error ek is assumed to be a white Gaussian noise process with variance
σ2
g (Gaussian errors is a common assumption for GNSS position measurements

along a single spatial dimension [415]).
Let us assume that we have made the measurements so ∆= [so1 . . . soN ]ᵀ and

sg ∆= [sg1 . . . sgN ]ᵀ from the OBD system and the GNSS receiver, respectively.
1It should be noted that the presented model does not explicitly consider GNSS position

measurements. Generally, speed estimates derived from GNSS position measurements are
not sufficiently accurate to be used to improve upon doppler-based GNSS measurements of
speed [411]. As a result, it is sensible to exclude GNSS position measurements from model
(9.1).

2Although it is typically possible to extract speed measurements from each of the wheels
individually by using the controller area network (CAN) bus [412], most off-the-shelf telem-
atics devices will extract a scalar speed measurement from the standardized OBD-II param-
eter IDs (PIDs). Hence, the scale factor c is the “average” scale factor among the wheels
that were used to construct the measurement so.
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The ML estimates of the speeds s ∆= [s1 . . . sN ]ᵀ and the scale factor c are
then given by

{ŝml, ĉml} = arg max
s,c

p(so, sg|s, c) (9.2)

where p(·|·) denotes a conditional probability density function. The likelihood
function can be factorized as

p(so, sg|s, c) = p(so|s, c)p(sg|s)
= ∏N

k=1 p(sok|sk, c)p(sgk|sk).
(9.3)

Now, noting that p(sgk|sk) is a Gaussian with mean sk and variance σ2
g, while

p(sok|sk, c) ∝ 1{|csk−sok| ≤ δs/2}3, where 1{·} denotes the indicator function,
it follows that the ML estimates in (9.2) can be found as the solution to the
constrained nonlinear optimization problem

minimize
s,c

N∑

k=1
(sk − sgk)2

subject to |csk − sok| ≤ δs/2 for k = 1, . . . , N.
(9.4)

Although (9.4) is nonconvex, it can be parameterized as the equivalent one-
dimensional unconstrained convex optimization problem

minimize
d

N∑

k=1
(fk(d)− sgk)2 (9.5)

where

fk(d) ∆=





sgk, |sgk/d− sok| ≤ δs/2
(sok + δs/2)d, sgk/d− sok > δs/2
(sok − δs/2)d, sgk/d− sok < −δs/2.

(9.6)

The problem (9.5) is readily solved using e.g., Newton’s method, and the
optimal parameters to (9.4) can then be found as ŝml,k = fk(d̂ml) and ĉml =
1/d̂ml, where d̂ml is the optimal solution to (9.5). If there is no d such that
|sgk/d−sok| ≤ δs/2 for k = 1, . . . , N , the optimization function in (9.5) is strictly
convex and the ML estimates are unique. The solution to the optimization
problem described by (9.5) and (9.6) is visualized in Figure 9.2. It is easy
to verify that the equivalent optimization problem parameterized with the
optimization variable c = 1/d is not guaranteed to be convex.

3Although assuming e.g., qk ∈ (−δs/2, δs/2] and p(so
k|sk, c) ∝ 1{−δs/2 ≤ csk − so

k <
δs/2} would make the quantization function deterministic and be somewhat more strin-
gent, we choose, for notational reasons, to include both boundaries in the permissible
parameter set. For all practical purposes, this will not alter the considered estimation
problem. Further, for notational simplicity, we disregard the case when so

k = 0, which gives
p(so

k|sk, c) ∝ 1{0 ≤ csk − so
k ≤ δs/2}.
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Figure 9.2: Illustration of the relation between measurements and ML esti-
mates under the assumption of synchronous measurements.

9.2.2 Asynchronous Samples

In general, the OBD and GNSS measurements cannot be assumed to be syn-
chronous. Taking this into account, the measurement model in (9.1) is modi-
fied according to

sok = csk + qk, k ∈ O, (9.7a)
sgk = sk + εk, k ∈ G. (9.7b)

Here, O and G denote the sampling instances where there are OBD and GNSS
measurements, respectively. It is assumed that O ∪ G = {1, . . . , N}. Further,
the measurement errors are assumed to have the same distributions as in (9.1).

Now, let us follow the approach of the previous subsection to find ML
estimates of s ∆= [s1 . . . sN ]ᵀ and c from (9.7). The ML estimates of
{sk : k ∈ O ∩ G} and c are obtained by applying the method presented
for synchronous samples. Obviously, the resulting optimization problem need
only consider measurements made at sampling instances inO∩G. IfO∩G = ∅,
it is not possible to estimate c. Since the ML estimate of sk for k ∈ O ∩ G
(i.e., at sampling instances where only OBD measurements are available) is
obtained as ŝml,k = arg maxsk p(sok|sk, ĉml) = arg maxsk 1{|ĉmlsk−sok| ≤ δs/2},
there is no ML estimate of sk for k ∈ O ∩ G unless there is an ML estimate
of c. Moreover, even if there exists an ML estimate of c, there is no unique
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ML estimate of sk for k ∈ O ∩ G. Here, A denotes the complement of a set
A. Further, we note that ŝml,k = arg maxsk p(s

g
k|sk) = sgk for any k ∈ O ∩ G.

To summarize, by relaxing the assumption of synchronous measurements, the
following issues arise: 1) if there are no sampling instances with concurrent
OBD and GNSS measurements neither the scale factor, nor the speed at sam-
pling instances where only OBD measurements are available, can be estimated
by means of ML; 2) there is no unique ML estimate of the speed at sampling
instances where only OBD measurements are available; and 3) at sampling
instances where only GNSS measurements are available the ML estimates are
no better than the GNSS measurements.

One way to resolve these issues is to introduce a dynamic model for the
vehicle speeds. Here, we use the model

sk+1 = sk + wk (9.8)

where wk is assumed to be a white Gaussian noise process with variance ∆tkσ2
s ,

and ∆tk denotes the sampling interval between sampling instances k and k+1.
By incorporating this dynamic model as a prior p(s) on the vehicle speeds,
the MAP estimates of s and c are obtained as

{ŝmap, ĉmap} = arg max
s,c

p(s, c|so, sg) (9.9)

where so ∆= {sok}k∈O and sg ∆= {sgk}k∈G. The posterior can be factorized as

p(s, c|so, sg) ∝ p(so, sg|s, c)p(s, c)
= p(so|s, c)p(sg|s)p(s)
= ∏

k∈O p(sok|sk, c)
∏
k∈G p(sgk|sk)

∏N−1
k=1 p(sk+1|sk)

(9.10)

where we have used the uninformative priors p(c) ∝ 1 and p(s1) ∝ 1 on
the scale factor and the initial speed, respectively. It now follows that the
MAP estimates can be found as the solution to the constrained nonlinear
optimization problem

minimize
s,c

1
σ2
g

∑

k∈G
(sk − sgk)2 + 1

σ2
s

N−1∑

k=1

1
∆tk

(sk+1 − sk)2

subject to |csk − sok| ≤ δs/2 for k ∈ O, (9.11)

which can be solved using e.g., interior-point methods [416].

9.2.3 Estimation of Model Parameters

To solve the optimization problem (9.11), we need the two model parameters
σ2
g and σ2

s . While (9.11) can be seen to only depend on the ratio σ2
g/σ

2
s ,
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identifying the parameters σ2
g and σ2

s will be easier if we estimate the two
parameters separately. Hence, when σ2

g and σ2
s are considered to be unknown,

we will make use of the expectation-maximization (EM) algorithm with θ ∆=
[σ2

g σ
2
s ]ᵀ as the parameter vector to be estimated, {s, c} as the missing data,

and {sg, so} as the observed data. Consequently, θ is iteratively estimated
according to

σ̂2
g,i+1 = 1

|G|
∑

k∈G
Ep

θ(i)(sk|so,sg)
[
(sk − sgk)2

]
, (9.12a)

σ̂2
s,i+1 = 1

N − 1

N−1∑

k=1

1
∆tk

Ep
θ(i)(sk,sk+1|so,sg)

[
(sk+1 − sk)2

]
, (9.12b)

where θ(i) ∆= [σ̂2
g,i σ̂

2
s,i ]ᵀ and Ep[·] is the expectation with respect to the prob-

ability density function p. A derivation of (9.12) is given in Appendix 9.A.
Since we do not know pθ(i)(sk|so, sg) or pθ(i)(sk, sk+1|so, sg), we will use the
standard approximation [39]

Ep
θ(i)(sk|so,sg)

[
(sk − sgk)2

]
≈ (ŝmap,k − sgk)2, (9.13a)

Ep
θ(i)(sk,sk+1|so,sg)

[
(sk+1 − sk)2

]
≈ (ŝmap,k+1 − ŝmap,k)2, (9.13b)

where ŝmap,k is the MAP estimate of sk given θ(i).

9.2.4 Testing for Changes in the Scale Factor

For the purpose of developing a TPMS, let us consider the setting with syn-
chronous samples described in Section 9.2.1. The speeds s ∆= {s(1), s(2)} are
measured as so ∆= {so1, so2} and sg ∆= {sg1, sg2}, where s(1) ∆= {sk}k∈S(1) ,
s(2) ∆= {sk}k∈S(2) , so1 ∆= {sok}k∈S(1) , so2 ∆= {sok}k∈S(2) , sg1 ∆= {sgk}k∈S(1) , and
sg2 ∆= {sgk}k∈S(2) , while S(1) = {1, . . . , N1} and S(2) = {N1 +1, . . . , N}. To test
whether the scale factor is different in so1 and so2, let us formulate the null
hypothesis

H0 : c(1) = c(2) (9.14)

where c(1) and c(2) denote the scale factors in so1 and so2, respectively. The
null hypothesis is conveniently tested by computing the generalized likelihood
ratio (GLR) [417]

Λ(so, sg) =
arg max
s,c(1)=c(2)

p(so, sg|s, c(1), c(2))

arg max
s,c(1),c(2)

p(so, sg|s, c(1), c(2)) (9.15)
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and deciding on H0 whenever Λ(so, sg) > η for some chosen threshold η. The
optimal parameters in the numerator are the ML estimates of s and c(1) = c(2)

obtained from so and sg, while the optimal parameters in the denominator
are the ML estimates of s(1) and c(1) obtained from so1 and sg1, and the ML
estimates of s(2) and c(2) obtained from so2 and sg2. The generalization to the
case with asynchronous samples is straightforward.

9.2.5 Additional Error Sources

We will now briefly discuss two error sources that have been disregarded in
the measurement models (9.1) and (9.7). Firstly, during wheel slips, the speed
of the vehicle differs from the tangential speed of the wheels. As a result, the
OBD measurements will be distorted. The effect is typically small during
smooth driving on a dry surface. However, if the wheel slips need to be
compensated for, one may use that there is an approximately linear relation
between the vehicle’s acceleration and the ratio of the tangential wheel speed
and the longitudinal speed of the vehicle [418]. Secondly, most low-cost GNSS
receivers only provide speed measurements in the two-dimensional plane that
is tangential to the surface of the earth. Consequently, the speed measure-
ments obtained from a GNSS receiver will tend to be lower than the true
three-dimensional speed when travelling along steep inclines. This effect may
be compensated for by using data from a three-dimensional road map.

9.3 The Cramér-Rao Bound

The Cramér-Rao bound (CRB) will now be used to gain some insight into
the estimation problems discussed in the preceding section. For brevity and
tractability, the analysis will be focused on the case with synchronous samples
investigated in Section 9.2.1. The CRB can be formulated as [8]

Cov(x̂) � I(x)−1 (9.16)

and holds for any unbiased estimator x̂ of x ∆= [sᵀ c]ᵀ. Here, I(x) ∆=
Ep(so,sg|x)[(∂x ln p(so, sg|x))ᵀ∂x ln p(so, sg|x)] is the Fisher information matrix
(FIM), (∂x ln p(so, sg|x))ᵀ is the gradient of the log-likelihood function (the
score function) with respect to x, and we have used A � B to denote that
A−B is positive semidefinite.

As evident from the optimization problem (9.4), the information gained
from the OBD measurements can be transformed into inequality constraints
on the ML estimates. Since imposing inequality constraints on parameter
estimates do not alter the FIM [419], it follows that to compute the FIM,
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one only needs to consider the GNSS measurements. The resulting FIM is
singular (no Fisher information is gained about the scale factor) and not very
interesting since it merely allows us to recover the accuracy of the GNSS
measurements, which we obviously can expect to surpass when also OBD
measurements are available. One way to obtain more useful results is by
instead studying the CRB of a closely related problem. This approach will be
considered next.

9.3.1 Bounds under Equality Constraints

Let us assume that some of the inequality constraints originating from the
OBD measurements can be transformed into equality constraints. Thus, we
consider the problem of estimating s and c from p(so, sg|s, c) under the con-
straints csk − sok = γk for k = M + 1, . . . , N . Here, γk ∈ [−δs/2, δs/2] is a
constant and M is the number of samples for which there are no associated
equality constraints4. It is assumed that M < N , i.e., that at least one equal-
ity constraint exists. Since we are adding information to the original problem,
the CRB for this new problem will still be a lower bound for the original
problem. As shown in Appendix 9.B, the inverse FIM for our new constrained
estimation problem takes the form

(Iconstr(x))−1 = σ2
g

[
IM 0M,N−M+1

0N−M+1,M ϕϕᵀ/α

]
(9.17)

where ϕ ∆= [sᵀM+1:N − c]ᵀ, sM+1:N
∆= [sM+1 . . . sN ]ᵀ, and α ∆= ∑N

k=M+1 s
2
k.

Moreover, I` and 0`1,`2 denote the identity and zero matrices of dimensions `
and `1 × `2, respectively. Studying the diagonal elements of (Iconstr(x))−1 we
obtain the scalar CRBs

Var(ŝml,k) ≥ σ2
g (9.18a)

for k = 1, . . . ,M ,

Var(ŝml,k) ≥ σ2
g

s2
k∑N

k=M+1 s
2
k

(9.18b)

for k = M + 1, . . . , N , and

Var(ĉml) ≥ σ2
g

c2
∑N
k=M+1 s

2
k

. (9.18c)

4It is important to note that the order of the speed measurements in Section 9.2.1 is
ambiguous. Hence, assuming that we add the equality constraints csk − so

k = γk to N −M
randomly chosen sampling instances, it is always possible to redefine the indices of the
measurements so that only the last N −M speed measurements are subject to equality
constraints.
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Assuming that the CRBs give an indication of the performance of the estima-
tor derived in Section 9.2.1, this means that estimates of sM+1, . . . , sN , and c
tend to improve as the number of equality constraints increases (M becomes
smaller). Relating back to the original problem in Section 9.2.1, an increas-
ing number equality constraints should be interpreted as smaller δs since this
means that the inequality constraints become tighter (obviously, δs = 0 im-
plies that |csk−sok| ≤ δs/2 is the equality constraint csk−sok = γk with γk = 0).
Similarly, estimates of c tend to improve at higher speeds and with smaller
scale factors. Naturally, all estimates can be expected to improve as the noise
variance of the GNSS measurements decrease. The qualitative conclusions
drawn from the CRB studies are validated by means of numerical simulations
in Section 9.4.1.

9.3.2 Comments on the Equality Constraints

We will now further illuminate the relation between the estimation problem
considered in Section 9.2.1 and the estimation problem with equality con-
straints considered in Section 9.3.1. To begin with, consider the same estima-
tion problem as in Section 9.2.1 but with an added prior p(c) ∝ 1{clow ≤ c ≤
chigh} on the scale factor. Then, assuming no prior information on the speeds
s, the MAP estimates of s and c can be computed from the optimization
problem in (9.4) but with the added constraint clow ≤ c ≤ chigh. Similarly,
one may use the optimization problem in (9.5) but with the added constraint
1/chigh ≤ d ≤ 1/clow. Since ŝml,k ∈ [(sok − δs/2)/chigh, (sok + δs/2)/clow], it can
easily be seen that if clowsgk−sok > δs/2 for some k, we can replace the inequal-
ity constraint |csk − sok| ≤ δs/2 with the equality constraint csk − sok = δs/2.
Likewise, if chighsgk − sok < −δs/2 for some k, we can replace the inequality
constraint |csk − sok| ≤ δs/2 with the equality constraint csk − sok = −δs/2.
To summarize, some of the inequality constraints in the optimization prob-
lem (9.4) might, under the assumption that we add constraints (a rectangular
prior) on the scale factor, be replaced by equality constraints of the same
type that was considered in Section 9.3.1. However, which (if any) constraints
that can be reformulated in this way will be dependent on the obtained mea-
surements, and hence, this is not a general reformulation of the estimation
problem (9.4) with an added prior on the scale factor.

9.4 Experimental Study

To evaluate the estimators, data from inertial sensors and GNSS receivers were
recorded from cars in two different scenarios: The first data set captured high-
speed driving on a race track and was recorded using a car-mounted Samsung
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Table 9.1: Studied data sets.

Data set 1 2
Environment Race track Suburban
Top speed [km/h] 181.9 42.5
Average speed [km/h] 94.6 33.3

Galaxy S III. The second data set reflected driving at modest speeds in a
suburban environment and was recorded using a Microstrain 3DM-GX3-35
positioned on the roof of the car. Both data sets consists of about two minutes
of data. Summary statistics of the data sets are provided in Table 9.1.

The data was fused in a GNSS-aided inertial navigation system (INS) (see
Chapter 5), and speed estimates were extracted by taking the norm of the
three-dimensional velocity estimates. Hence, both data sets produced two
minutes of speed estimates at 20 [Hz] (the same update rate as the inertial
sensors). Next, we will investigate the performance of the estimators presented
in Section 9.2 by simulating measurements from these speed sequences, which
will be treated as ground truth s. Since the measurement errors are simulated,
they will not be affected by wheel slips or steep road inclines (see Section
9.2.5). Unless otherwise stated, we will simulate the scale factor c from U(c̄−
0.02, c̄+ 0.02) with c̄ = 1, where U(a, b) denotes the uniform distribution over
the interval (a, b)5. Similarly, we will use the default values δs = 1 [km/h] and
σg = 0.2 · 3.6 [km/h] [420].

9.4.1 Experimental Study — Synchronous Samples

Synchronous OBD and GNSS measurements were simulated with a sampling
rate of 1 [Hz]. Figure 9.3 displays root-mean-square errors (RMSEs) of the
scale factor estimates obtained from the ML estimator presented in Section
9.2.1. Each marker in the plots was obtained as the result of 100 000 simula-
tions. As can easily be seen, Figure 9.3 confirms the qualitative conclusions
drawn from the CRB studies in Section 9.3.1. Specifically, the estimates im-
prove at higher speeds, at higher OBD resolutions (lower δs), at lower GNSS
error variances, and at lower scale factors. Moreover, as suggested by the
CRB in (9.18c), the RMSE can be seen to grow approximately linearly with
σg and c. Note that the CRB presented in Section 9.3.1 is not the CRB for
the model in Section 9.2.1 (as concluded in Section 9.3, the FIM for this es-

5Scale factor errors in the order of 1 percent can occur due to changes in pressure,
temperature, and load, while tire wear can reduce the scale factor by up to 3 percent [7].
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Figure 9.3: Errors of scale factor estimates based on synchronous measure-
ments.

timation problem is singular). Hence, there is no quantitative comparison to
be made between the RMSEs and the derived CRB.

As indicated by the CRB in (9.18b), Figure 9.4 (a) shows that the speed
estimates improve as the OBD resolution increases, and that their accuracy
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Figure 9.4: Errors of speed estimates based on synchronous measurements.

is independent of the magnitude of the speeds. In Figures 9.4 (b) and (c),
the ML estimator is compared to the estimators ŝ = so and ŝ = sg, from
hereon referred to as the OBD estimator and GNSS estimator, respectively.
Obviously, the accuracy of the OBD estimator is independent of σg, while
the RMSE of the GNSS estimator is exactly equal to σg. The RMSE of the
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OBD estimator is larger on the first data set since this has higher speeds and
thereby produces larger scale factor errors. The ML estimator improves upon
the accuracy of the individual measurement sources in both cases. For small
GNSS error variances, the OBD measurements do not add much information
to the GNSS measurements and the RMSE of the ML estimator can be seen
to approach σg.

9.4.2 Experimental Study — Asynchronous Samples

Asynchronous OBD and GNSS measurements were simulated with sampling
intervals of 0.9 [s] and 1 [s], respectively, with the first OBD and GNSS mea-
surements assumed to be synchronous. Each marker in the plots was obtained
as the result of 10 000 simulations. We will begin by comparing the MAP esti-
mator presented in Section 9.2.2 to the OBD and GNSS estimators (which only
estimate the speed at the sampling instances with OBD and GNSS measure-
ments, respectively). To achieve a fair comparison, the prior p(s) was added
to the GNSS estimator. In other words, the GNSS estimator was defined as
ŝ = arg max s p(sg|s)p(s), while the OBD estimator was defined as ŝ = so.
Attempts to incorporate the prior p(s) into the OBD estimator by defining it
according to ŝ = arg max s p(so|s, c = 1)p(s) did not result in any performance
gain. For clarity, the RMSE of the MAP estimator has been divided into two
parts. These are denoted MAPo and MAPg, and only account for the errors
at sampling instances with OBD and GNSS measurements, respectively.

Figure 9.5 displays the RMSEs when using σs = 1.5 [m/s2/
√
Hz] and σs =

0.25 [m/s2/
√
Hz] on the first and second data set, respectively. These values

of σs are roughly equal to the dynamic variation (1/(N − 1) · ∑N−1
k=1 (sk+1 −

sk)2/∆tk)1/2 when ∆tk = 1 [s]. In contrast, Figure 9.6 shows the RMSEs
that were obtained when σg and σs were estimated using the EM algorithm
described in Section 9.2.3. The EM recursions were terminated when ‖θ(i+1)−
θ(i)‖ < 0.01 or when 10 iterations had been completed. As can be seen in
Figures 9.5 and 9.6, the MAP estimator outperforms the OBD and GNSS
estimators on both data sets; both when fixing the model parameters and
when estimating them using the EM algorithm. In similarity with the results
displayed for synchronous measurements in Figures 9.4 (b) and (c), the RMSE
of MAPg approaches that of the GNSS estimator for small σg. However,
with asynchronous measurements, the MAP and GNSS estimators perform
better on the second data set than on the first. This is a consequence of the
second data set having lower dynamic variation. Thanks to the prior p(s), the
RMSE of the GNSS estimator is significantly lower than σg in Figure 9.5 (b).
However, in Figure 9.6 (b), the added information from the prior is offset by
the uncertainty in the estimates of σg and σs, and the RMSE is once again in
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Figure 9.5: Errors of speed estimates based on asynchronous measurements.

the vicinity of σg. As illustrated in Figures 9.5 (a) and 9.6 (a), the RMSEs
of MAPg and the GNSS estimator are roughly equal on the first data set. By
comparison, MAPo outperforms the OBD measurements with a wide margin
for all σg.

9.4.3 Experimental Study — Hypothesis Testing

To illustrate the performance of the hypothesis testing described in Section
9.2.4, synchronous measurements were simulated from both data sets as de-
scribed in Section 9.4.1. In other words, the first and second data sets were
associated with the sets S(1) and S(2), respectively. The true positive rate was
computed as follows. In each simulation, a scale factor c was generated for the
first data set, while the second data set used the scale factor c+δc. For a given
threshold, the true positive rate was defined as the percentage of simulations
where the null hypothesis was rejected. To compute the false positive rate, the
simulated scale factor c was used for both data sets. The false positive rate
was then defined as the percentage of simulations where the null hypothesis
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Figure 9.6: Errors of speed estimates based on asynchronous measurements
and when estimating the model parameters using the EM algorithm.

was rejected. Figure 9.7 displays the receiver operating characteristics (ROC)
of the likelihood ratio for four different values of δc, with each true and false
positive rate computed based on 100 000 simulations. The detector can be
seen to reach excellent performance already at δc = 0.01.

9.5 Summary

This chapter addressed the problem of fusing OBD and GNSS measurements
of speed to estimate a vehicle’s speed and the scale factor of the OBD measure-
ments. Under the assumption of synchronous samples, it was shown that the
ML estimates can be extracted from the solution to a one-dimensional convex
optimization problem. For the case with asynchronous samples, we analyzed
the identifiability of the likelihood function and argued for the inclusion of
a prior on the vehicle dynamics. Thus, the vehicle speed was modeled as a
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Figure 9.7: ROC curve when testing for changes in the scale factor.

random walk with Gaussian steps, and the MAP estimates were then derived
as the solution to a constrained optimization problem. Further, we derived
the EM recursions for estimating the model parameters that are needed for
the optimization giving the MAP estimates, and described how to test for
changes in the time-varying scale factor.

It was concluded that the FIM for the model with synchronous measure-
ments is singular, and hence, that the CRB is unavailable. Consequently, we
instead considered a similar model, where some of the inequality constraints
originating from the OBD measurements are transformed into equality con-
straints. As expected, the resulting CRB indicated that the speed estimates
will tend to improve at higher OBD resolutions and at lower GNSS error vari-
ances. Similarly, the scale factor estimates will tend to improve at higher OBD
resolutions, at lower GNSS error variances, at higher speeds, and at lower scale
factors. An experimental study was conducted by simulating measurements
errors from real-world vehicle dynamics. The experiments aligned well with
the CRB, and the proposed estimators were shown to provide a significantly
better performance than can be achieved by either of the sensors individually.

In summary, this chapter has derived speed and scale factor estimators
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that exploit the complementary features of OBD and GNSS measurements of
speed. The estimators are able to not only increase the estimation accuracy
and the estimation rate, but also to strengthen the resilience to GNSS outages.
Given the ubiquity of sensor setups utilizing OBD and GNSS measurements
for insurance telematics and fleet management, the presented sensor fusion
scheme can be expected to be of use in e.g., intelligent speed compliance and
the detection of harsh braking. Further, it has been demonstrated that the
estimation framework enables low-cost testing of changes in the scale factor.
This could e.g., be used to provide tire-pressure monitoring as a value-added
service in current telematics programs.

9.A Derivation of EM Iterations

Here, we derive the EM iterations in (9.12). The expectation step consists of
computing

Q(θ,θ(i)) ∆= Ep
θ(i) (s,c|so,sg)[ln pθ(s, c, so, sg)] (9.19)

and the maximization step gives the updated estimates as [22]
θ(i+1) = arg max

θ
Q(θ,θ(i)). (9.20)

Now, note that σ2
g and σ2

s only alter the GNSS measurements and the prior,
respectively, so that

ln pθ(s, c, so, sg) = ln pσ2
g (sg|s) + ln pσ2

s
(s) + ln p(so|s, c). (9.21)

Hence, the updated estimates of σ2
g and σ2

s can be obtained as
σ̂2
g,i+1 = arg max

σ2
g

Ep
θ(i) (s|so,sg)[ln pσ2

g (sg|s)]

= arg max
σ2

g

∑

k∈G
Ep

θ(i) (sk|so,sg)[ln pσ2
g (sgk|sk)] (9.22a)

= arg max
σ2

g

− 1
2σ2

g

∑

k∈G
Ep

θ(i) (sk|so,sg)[(sk − sgk)2]− |G|2 ln σ2
g

and
σ̂2
s,i+1

= arg max
σ2
s

Ep
θ(i) (s|so,sg)[ln pσ2

s
(s)] (9.22b)

= arg max
σ2
s

N−1∑

k=1
Ep

θ(i) (sk,sk+1|so,sg)[ln pσ2
s
(sk+1|sk)]

= arg max
σ2
s

− 1
2σ2

s

N−1∑

k=1

1
∆tk

Ep
θ(i) (sk,sk+1|so,sg)[(sk+1 − sk)2]− N − 1

2 ln σ2
s ,
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respectively. The EM recursions in (9.12) now immediately follow from (9.22).

9.B Derivation of Cramér-Rao Bound

This appendix will derive the inverse FIM in (9.17). We begin by writing the
equality constraints from Section 9.3.1 as

g(x) = 0N−M,1 (9.23)

where g(x) ∆= csM+1:N − soM+1:N − γM+1:N , while soM+1:N and γM+1:N are
defined in analogy with sM+1:N . Moreover, the Jacobian of the constraints is

G ∆= ∂xg(x)
= [0N−M,M cIN−M sM+1:N ]

(9.24)

and we can construct the matrix

U ∆=
[

IM 0M,1
0N−M+1,M ϕ

]
(9.25)

whose columns form a basis for the null space of G. Now, noting that the
FIM for the corresponding unconstrained problem (only considering the GNSS
measurements) is

I(x) = 1
σ2
g

[
IN 0N,1

01,N 0

]
, (9.26)

it follows that the inverse FIM, after including the equality constraints (9.23),
becomes [18]

(Iconstr(x))−1 = U(UᵀI(x)U)−1Uᵀ (9.27)
which gives (9.17) after straightforward calculations.



Chapter 10

Conclusions

Today, most fleet management and insurance telematics programs collect data
using in-vehicle sensors or externally installed hardware components, referred
to as black boxes, in-vehicle data recorders, or aftermarket devices. On the
one hand, these data collection solutions have a proven track record and tend
to benefit from their high continuity of service. Moreover, dedicated solutions
can be tailored to fit the needs of individual telematics providers, and have
often been designed to comply with industry-specific requirements on energy
consumption, accuracy, connectivity, and computing power. On the other
hand, the required dongles or black boxes are typically costly for the provider,
difficult to install, require maintenance, and may not be compatible with all
vehicle types.

An alternative solution that has gained a great deal of attention is to col-
lect data from drivers’ personal smartphones. As an example, we highlight
Progressive Insurance, the industry leader in insurance telematics with more
than three million policyholders signed up to their telematics program Snap-
shot. Recently, Progressive introduced Snapshot Mobile, a smartphone-based
version of their well-established telematics program. The initiative is part of
Progressive’s collaboration with TrueMotion, one of many telematics providers
primarily focused on smartphone-based solutions. Smartphone-based solu-
tions are scalable and readily available, have a familiar and user-friendly in-
terface, and can utilize a diverse set of commonly embedded sensors. However,
smartphones cannot be assumed to be fixed to the vehicle, and this inevitably
complicates the interpretation of data from embedded sensors. In this thesis,
we have focused on how to overcome the challenges arising due to the smart-
phone’s mobility within the vehicle. Moreover, we provided a general overview

165
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of the last ten years of related research, and discussed how to fuse measure-
ments gathered from smartphones and in-vehicle sensors. The contributions
within sensor fusion for smartphone-based vehicle telematics were presented
in Chapter 4 and Chapters 6−9. Next, we summarize these chapters and de-
scribe how they relate to previous research and ongoing industrial activities.

Summary

Chapter 4: Smartphone-based Vehicle Telematics

About ten years ago, commercial off-the-shelf smartphones began to be equipp-
ed with navigation and motion sensors, such as global navigation satellite
system (GNSS) receivers, accelerometer, and gyroscopes. This spawned a
whole new area of research, where smartphone-embedded sensors could be
used to implement low-cost telematics applications. Chapter 4 presented the
first comprehensive survey of the field of smartphone-based vehicle telematics.
The chapter reviewed important academic projects and industrial endeavours;
the sampling rate, accuracy, energy consumption, and utility of commonly
available sensors; and aspects of the human-smartphone interaction. The es-
timation of the relative orientation of the smartphone and the vehicle (so
called inertial measurement unit (IMU) alignment) was identified as a key
challenge on the path towards efficient utilization of orientation-dependent
sensors. Previously proposed methods for IMU alignment were described in
terms of the estimated rotational quantities, the employed sensors, and the
utilized characteristics of vehicle dynamics. Similarly, we reviewed methods
for estimating the position of the smartphone with respect to the vehicle, and
discussed supplementary information sources that can be used to enhance the
navigation accuracy. Moreover, the chapter outlined methods for transporta-
tion method classification. Presented methods have employed features that
describe the rate of change in orientation, the distribution of speeds and accel-
erations, and the frequency of brakings or stops. Additionally, one can make
use of seasonal patterns, weather reports, information on bus routes, timeta-
bles, and rail maps. We also examined the pros and cons of using smartphones
in vehicular ad hoc networks (VANETs), and highlighted the use of mobile
cloud computing (MCC) in cooperative Intelligent Transportation Systems
(C-ITS). Academic publications on smartphone-based driver safety classifica-
tion were presented in an exhaustive table that categorized the studies based
on the detected driving events, the employed sensors, and the classification
methods. Many studies focus on the detection of harsh braking or corner-
ing using accelerometer-based estimates of horizontal accelerations. However,
driver characterizations have also been made based on events of speeding,
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lane changing, and swerving, using measurements from gyroscopes, magne-
tometers, cameras, and in-vehicle sensors. Finally, we scrutinized the topic of
road condition monitoring. In the simplest methods, potholes or speed bumps
are detected by thresholding accelerometer measurements in the vehicle’s ver-
tical direction. However, the impact of road anomalies can also be detected
using e.g., microphones or suspension sensors. Extended capabilities include
differentiation between road-wide anomalies and one-sided potholes, rejection
of spurious detections caused by e.g., curb ramps, and the estimation of depth,
height, or length of anomalies.

Chapter 4 summarizes the last ten years of research in smartphone-based
inference of driving behavior and traffic conditions, and thereby fills a major
gap in the literature. The review draws upon more than 300 references and
provides a solid basis for future research in the area. The industrial relevance
of the discussed topics can be confirmed by studying the criteria for the ranking
(conducted by PTOLEMUS Consulting Group in 2016) of smartphone-based
telematics service providers in [421]. Specifically, the criteria considered the
efficiency of methods for driver/passenger classification, transportation mode
classification, integration of on-board diagnostics (OBD) sensors, and scoring
(driver safety classification), as well as aspects related to energy consumption
and driver distraction. Looking to the future, there is a need for comparative
studies on different methods for IMU alignment, smartphone-to-vehicle posi-
tioning, driver behavior classification, and road condition monitoring. These
could then be used to develop industry standards that are robust to variations
in sensor accuracy and user behavior. Moreover, it could prove profitable to
explore ways to integrate promising applications (within e.g., insurance telem-
atics or C-ITS) into already established apps (within e.g., ridesharing or driver
navigation) with a large number of users. An example of this is the partnership
between the global taxi service company Uber, currently operating in more
than 600 cities worldwide, and the insurance telematics startup Metromile.

Chapter 6: IMU Alignment for Smartphone-based Automotive Navigation

Fusion of measurements collected from GNSS receivers, accelerometers, and
gyroscopes fixed to land-vehicles has gained considerable attention both in
the literature and within commercial and military applications. As described
in Chapter 5, it is often possible to formulate a state-space model where the
vehicle dynamics and the systematic sensor errors that are to be estimated
enter into the state vector, while the measurements from inertial sensor and
the GNSS receiver are used as control input and observational information,
respectively. State estimates can then be obtained by e.g., standard filtering
(online) or smoothing (offline) approaches. Now, consider the implementation
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of a GNSS-aided inertial navigation system (INS) based on measurements from
a vehicle-fixed smartphone. Naturally, this system will estimate the navigation
state (e.g., position, velocity, and orientation) of the smartphone, even though
our main interest lies in the navigation state of the vehicle. For navigation
purposes, the difference in position and velocity is typically small. However,
the orientation of the vehicle is completely unrelated to the orientation of the
smartphone. Thus, many methods for estimating the relative orientation of
the smartphone and the vehicle have been proposed. Often, these will heuris-
tically exploit that the vehicle’s velocity tends to be roughly aligned with the
forward direction of the vehicle frame (so called non-holonomic constraints).
In Chapter 6, we proposed to augment the state vector of the standard GNSS-
aided INS with the relative orientation of the smartphone and the vehicle. To
achieve observability of the augmented state, the measurement vector was ex-
tended with pseudo measurements based on non-holonomic constraints and the
assumption of a vehicle roll angle close to zero. The resulting nonlinear state-
space model was solved using an extended Kalman filter. The framework has
several advantages over competing methods for smartphone-to-vehicle align-
ment. For example, since it is an extension of the well-established GNSS-aided
INS, it will be easy to understand for analysts that are familiar with standard
navigation practices. Moreover, it jointly estimates the navigation state, sen-
sor biases, and the smartphone-to-vehicle orientation, and therefore reduces
the need for multiple estimation frameworks. As opposed to most previous
methods, it is also statistically optimal under the stated assumptions and
approximations, it provides accuracy measures of the estimated smartphone-
to-vehicle orientation, and it does not assume that the vehicle is traveling on a
flat surface. An experimental study based on data collected from three smart-
phones was conducted. The resulting errors of the vehicle Euler angles were
in the order of 2 [◦]. In summary, the presented method allows us to make use
of data from smartphone-embedded and orientation-dependent sensors in the
same way as if their orientation with respect to the vehicle had been known
a priori. This could e.g., be used for accelerometer-based detection of harsh
accelerations and potholes.

Chapter 7: IMU-based Smartphone-to-Vehicle Positioning

The capability of positioning a smartphone within a vehicle is of use in both
smartphone-based insurance telematics and in distracted driving solutions.
Although several accurate methods have been presented, they have been de-
pendent on either vehicle-installed technology only found in modern high-end
cars, or on expensive aftermarket infrastructure utilizing e.g., audio ranging or
Bluetooth positioning. In Chapter 7, we investigated the possibility of using



169

inertial measurements to position a smartphone with respect to a vehicle-fixed
accelerometer triad (or an additional smartphone). Specifically, we exploited
the fact that the specific force, measured by the smartphone-embedded ac-
celerometers, varies with smartphone’s position in the vehicle. This enabled a
scalable, low-cost method only dependent on inertial sensors. The presented
estimation scheme was the first IMU-based method for smartphone-to-vehicle
positioning to enable joint estimation in all spatial directions using an arbi-
trary number of smartphones. The method can be said to generalize earlier
heuristically motivated methods that were limited in the sense of 1) only be-
ing applicable to a set of two smartphones; 2) only classifying (left/right or
front/back) and not estimating the relative positions of two smartphones; and
3) approximating the vehicle’s angular acceleration to be zero. Moreover, the
Cramér-Rao bound (CRB) was used to relate the vehicle dynamics to the
expected estimation accuracy. The method was evaluated in a field study in
which the relative positions of seven smartphones were estimated. The result-
ing root-mean-square error (RMSE) was below 0.5 [m] in the horizontal plane
of the vehicle, which is in the same order of magnitude as the typical distance
between two people in a passenger vehicle.

Chapter 8: Smartphone Placement within Vehicles

Despite broad awareness of the close connection between a smartphone’s place-
ment in a vehicle and the utility and characteristics of vehicle data recorded
from the same smartphone, there are few academic studies investigating this
relation. In Chapter 8, we used kernel-based k-means clustering to infer the
placement of smartphones within vehicles. Each data point was associated
with a vehicle trip segment, and features were computed using data from
smartphone sensors and a vehicle-fixed sensor tag equipped with an accelerom-
eter triad. All in all, the trips were clustered into fifteen different states cor-
responding to the smartphone being rigidly mounted on a cradle, placed on
the passenger seat, held by hand, etc. To validate the interpretation of the
clusters, we compared the data associated with different clusters and related
the results to real world knowledge of driving behavior. The most distinc-
tive feature distributions were associated with clusters of segments where the
smartphone was held by hand. These segments generally displayed higher gy-
roscope variances, lower maximum speeds, lower tag-smartphone correlations,
and shorter segment durations. The information extracted from the clustering
can be used to assess the reliability of collected data (inertial measurements
collected from smartphones held by hand are e.g., less suitable for the detec-
tion of harsh acceleration events since hand motions may interfere with the
measurements), for accident reconstructions (to e.g., find out whether a driver
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was interacting with his smartphone before an accident), and for assessments
of driver distraction (phone usage while driving increases the risk of an acci-
dent). The study in Chapter 8 was conducted in close collaboration with the
telematics startup Cambridge Mobile Telematics.

Chapter 9: Fusion of OBD and GNSS Measurements of Speed

OBD and GNSS measurements are the primary sources of information in
many of today’s insurance telematics and fleet management programs. How-
ever, there have been no studies on how to fuse measurements from these
two sources in a statistically efficient manner. In Chapter 9, we made use of
OBD and GNSS measurements of speed to estimate a vehicle’s speed and the
scale factor of the OBD measurements. Under the assumption of synchronous
measurements, it was shown that maximum likelihood (ML) estimates can be
extracted from the solution to a one-dimensional convex optimization prob-
lem. In the case of asynchronous measurements, we argued for the inclusion
of a prior on the vehicle dynamics, and then derived maximum a posteriori
(MAP) estimates as the solution to a constrained optimization problem. To
characterize the estimation problem in more detail, we considered the CRB
for the model with synchronous measurements. Since the Fisher information
matrix (FIM) for the original model is singular, we instead derived the CRB
for a similar model with added equality constraints. As expected, the resulting
CRB indicated that the speed estimates will tend to improve at higher OBD
resolutions and at lower GNSS error variances. Similarly, the scale factor es-
timates will tend to improve at higher OBD resolutions, at lower GNSS error
variances, at higher speeds, and at lower scale factors. Last, an experimen-
tal study was conducted based on real-world vehicle dynamics and simulated
measurement errors. The experiments confirmed the qualitative conclusions
from the CRB and demonstrated that the proposed estimators provide bet-
ter performance than can be achieved with either of the sensors individually.
The presented sensor fusion scheme is based on a sensor setup that is already
very common in current insurance telematics programs. Hence, the estimators
could quickly be employed on a large-scale. Although the increased perfor-
mance might not be too impressive in the context of speed compliance, it may
certainly be used to detect harsh braking or the use of cruise control. Addi-
tionally, the scale factor estimates provide a low-cost method for monitoring
tire-pressure and detecting flat tires.

Altogether, this thesis has made several important contributions to the field of
smartphone-based vehicle telematics. The proposed inference methods have
been motivated and analyzed by theoretical means, and their practical value
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has been clearly demonstrated using both numerical simulations and field
studies. Hopefully, the presented findings can be of help on the path towards
widespread adoption of smartphone-based telematics systems.

Future Research

Several directions for future research can be identified based on the work
in this thesis.

• As demonstrated in Chapter 6, we can expect to quickly be able to
estimate the smartphone-to-vehicle orientation to sufficient accuracy
when the smartphone is fixed to the vehicle. The situation is, how-
ever, more complicated when the smartphone is not fixed to the ve-
hicle. More research is needed to assess the feasibility of tracking a
time-varying smartphone-to-vehicle orientation, and of building a pro-
file of each driver’s typical orientations (some drivers may e.g., always
keep their smartphone in their pants pocket in approximately the same
orientation).

• As discussed in Section 4.4.1 and Chapter 7, a large number of methods
have been presented for smartphone-to-vehicle positioning and driver/pa-
ssenger classification. The methods employ different sensors, have dif-
ferent logistic requirements, and have different capabilities. What is
needed now is a description of how to combine these different infor-
mation sources, and a way to evaluate the marginal value of an added
information source. For the insurance telematics industry, it may also
be of interest to study the problem of assessing which trips, recorded
using only smartphone-embedded sensors, that were made with the in-
sured vehicle (and not with e.g., a cab). If this problem can be solved
in a satisfactory manner, this would strengthen the case for insurance
telematics programs that only rely on smartphone-embedded sensors.

• Speed estimates obtained using the estimation framework presented in
Chapter 9 may be differentiated to construct acceleration estimates.
These could then in turn be used for the detection of harsh braking.
However, in this situation, a more natural approach may be to con-
struct differentiators that use the speed measurements to directly esti-
mate the vehicle’s acceleration. Normally, the differentiators would be
constructed to e.g., minimize the mean square error (MSE) of the accel-
eration estimates while using information about the spectral density of
typical vehicle dynamics.
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