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Abstract
Large-scale HPC systems are an important driver for solving computational problems in scientific communities. Next-generation HPC
systems will not only grow in scale but also in heterogeneity. This increased system complexity entails more challenges to data movement in
HPC applications. Data movement on emerging HPC systems requires
asynchronous fine-grained communication and efficient data placement
in the main memory.
This thesis proposes an innovative programming model and algorithm to prepare HPC applications for the next computing era: (1) a
data streaming model that supports emerging data-intensive applications on supercomputers, (2) a decoupling model that improves parallelism and mitigates the impact of imbalance in applications, (3) a
new framework and methodology for predicting the impact of largescale heterogeneous memory systems on HPC applications, and (4) a
data placement algorithm that uses a set of rules and a decision tree to
determine the data-to-memory mapping in heterogeneous main memory.
The proposed approaches in this thesis are evaluated on multiple
supercomputers with different processors and interconnect networks.
The evaluation uses a diverse set of applications that represent conventional scientific applications and emerging data-analytic workloads
on HPC systems. The experimental results on the petascale testbed
show that the approaches obtain increasing performance improvements
as system scale increases and this trend supports the approaches as a
valuable contribution towards future HPC systems.

Sammanfattning
Storskaliga HPC-system är en viktig drivkraft för att lösa datorproblem i vetenskapliga samhällen. Nästa generations HPC-system kommer inte bara att växa i skala utan också i heterogenitet. Denna ökade
systemkomplexitet medför flera utmaningar för dataförflyttning i HPCapplikationer. Dataförflyttning på nya HPC-system kräver asynkron,
finkorrigerad kommunikation och en effektiv dataplacering i huvudminnet.
Denna avhandling föreslår en innovativ programmeringsmodell och
algoritm för att förbereda HPC-applikationer för nästa generation: (1)
en dataströmningsmodell som stöder nya dataintensiva applikationer
på superdatorer, (2) en kopplingsmodell som förbättrar parallelliteten
och minskar obalans i applikationer, (3) en ny metologi och struktur för att förutse effekten av storskaliga, heterogena minnessystem
på HPC-applikationer, och (4) en datalägesalgoritm som använder en
uppsättning av regler och ett beslutsträd för att bestämma kartläggningen av data-till-minnet i det heterogena huvudminnet.
Den föreslagna programmeringsmodellen i denna avhandling är utvärderad på flera superdatorer med olika processorer och sammankopplingsnät. Utvärderingen använder en mängd olika applikationer
som representerar konventionella vetenskapliga applikationer och nya
dataanalyser på HPC-system. Experimentella resultat på testbädden i
petascala visar att programmeringsmodellen förbättrar prestandan när
systemskalan ökar. Denna trend indikerar att modellen är ett värdefullt bidrag till framtida HPC-system.
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Chapter 1

Introduction
Current High-performance Computing (HPC) can deliver a performance of
petaflops, i.e., 1015 floating-point operations per second. This tremendous
computing power has become the cornerstone for many scientific communities to solve large complex problems that are infeasible on any other computing systems. Long-term advances in science, engineering and society
demand for ever-increasing computing capability. This motivates exascale
computing, which can deliver 1018 floating-point operations per second, to
arrive in the next five to ten years. Today, efficient execution of large-scale
applications on petascale systems is already a complex task. On the future
exascale systems, this task will be further complicated by increasing system
complexities and evolving application characteristics. In this thesis, we focus
on optimisations of data movement on future large-scale HPC systems. Our
work assumes that exascale systems will be distributed-memory machines
that consist of a large number of compute nodes and each node has multiple
memory technologies side-by-side.
Large-scale HPC systems today are often implemented with tens of thousands of compute nodes interconnected with high-speed networks. The large
aggregated memory capacity and the high aggregated throughput together
enable feasible solutions of large-scale problems. Data movement on such
systems is deeply hierarchical. It involves a multi-level memory hierarchy inside each compute node and also communication across compute nodes. As
a result, the data movement in an application needs to consider both parts.
In fact, for a given problem on a given system, the intra-node data movement and the inter-node communication are closely related. On one hand,
the minimum number of compute nodes cannot be smaller than the number
of nodes with aggregated memory can hold the given problem. On the other
1
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hand, using more compute nodes can either improve or degrade application
performance depending on the scalability of the application. Today MPI is
the the most widely adopted programming model on HPC systems. Other
programming models, such as PGAS languages and the HPCS languages,
could also use MPI operations as building blocks. Thus, this thesis mostly
focuses on MPI for the communication in applications.
We propose using data streams for inter-node data movement to take
advantage of the streaming paradigm for improved parallelism of an application. Extensive research has identified the limitations of current coarsegrained synchronous programming models for scaling to large-scale systems.
For instance, a small load imbalance or synchronization overhead can degrade the overall performance of an application. Others have observed that
exascale computing needs programming models with asynchronous parallelism [18] and fine-grained communication for irregular applications [170].
In this path, we use fine-grained data streams to enable an asynchronous
decoupling model. This model separates suitable operations onto groups of
processes and supports parallel progression of general operations. It also
reduces the cost of operations with complexities depend on the number of
processes when decoupled to a small group. Furthermore, data flow between groups reduces the impact of process imbalance, which results from
waiting for a delayed communication peer. We show that data streams
are not only useful for decoupling operations within one application but
also can be used for coupling multiple workloads on supercomputers. We
demonstrate through concrete use cases to show that emerging workloads
can be supported on supercomputers with data streams. For inter-node data
movement, we made the following contributions to address specific scientific
questions:
What functionalities are required for supporting a data streaming model
on supercomputers? We evaluate the feasibility of implementing a data
streaming model atop MPI in Chapter 3 and Paper 1 [125]. We analyze the desired features of a data streaming model on HPC systems
and map these features to the de-facto programming system on supercomputers. We present several implementation strategies to bridge
the gap between the streaming model and the functionalities in MPI.
We provide a proof-of-concept library implementation atop MPI and
a parallel version of the STREAM benchmark for performance evaluation. To identify the performance factors of streaming computing,
we perform parametric experiments on supercomputers with different configurations. Our results show that the performance of stream
Ivy Bo Peng
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processing is impacted by the granularity of stream elements, the ratio
between groups and the underlying hardware of interconnect networks.
What performance metrics are critical for characterizing the performance of streaming computing on supercomputers? We define a set
of performance metrics that capture the peak and sustainable performance of general configurations in Chapter 4 and Paper 2 [103].
We show that the a general streaming topology can be configured
with multi-level tree or linear chain structures. On a petascale supercomputer, we evaluate the the peak and sustained injection rate and
processing rates of representative configurations. In addition, we also
quantify the loss of performance as the number of levels increases. Our
results indicate that streaming computing on supercomputers consists
of a transient phase and a sustainable phase. Peak injection rate and
processing rate could differ during the transient phase. Eventually,
sustainable injection rate and processing rate reach equilibrium during the sustainable phase. This equilibrium also holds for multi-level
configurations at the head and tail stage.
How do we design an intermediate model between the disruptive and
incremental approaches to prepare HPC applications for the exascale
era? We formalize a decoupling model in Chapter 5 and Paper
3 [123] that supports easy adaption in existing MPI applications to
enable a streaming processing paradigm among groups of processes.
We argue that deeper parallelism can be exposed if multiple operations
within an application are decoupled onto multiple groups of processes.
In this work, we provide a performance model to guide programmers in
identifying suitable operations to be decoupled. We provide a streambased implementation to enable asynchronous fine-grained data flows
between groups, which can effectively mitigate the impact of process
imbalance. We performed four case studies in both scientific and dataanalytics applications to demonstrate the performance advantage of
the decoupling model in large-scale applications. Our results show that
the operation decoupling and data mapping approach can effectively
optimize application performance on large-scale systems, achieving up
to 3x improvement on 8, 192 processes of a petascale supercomputer
when following the guideline to select use cases.
What applications and workloads can be enabled with data streams on
supercomputers? We showcase different applications of data streams in
Chapter 6 and Paper 4 [122]. We first implement a data-intensive
Ivy Bo Peng
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application using data streams to pipeline Map and Reduce operations
on groups of processes. We then use data streams to couple a largescale scientific application with a separate I/O application for highfrequency visualization. Finally, we couple a detector with a machinelearning classifier with data streams to mimic online processing of large
hadron collider events. We ran our scaling tests of these use cases on a
petascale supercomputer. Our results show that data streams can flexibly support different emerging workloads on large-scale HPC systems
with bounded memory consumption to meet performance requirements
in practical use cases.
Data movement within one compute node is significantly impacted by
the memory subsystem. The recent hardware trends indicate that it is unrealistic to rely on DRAM, as the sole main memory technology for exascale
systems. Future HPC systems are likely equipped with multiple memory
technologies, such as high-bandwidth memory (HBM) that is embedded on
package and non-volatile memory (NVRAM) that does not require refresh
power. This shift in the memory subsystems will further deepen the memory
hierarchy within a compute node. As a result, intra-node data movement
needs to consider the different characteristics of memory technologies. We
made three main contributions to optimize intra-node data movement on
heterogenous-memory supercomputers. First, we introduce an emulation
approach for evaluating the impact of different memory systems on application scalability. Second, we design sets of experiments on a real hardware
to identify key factors for application performance on HBM-DRAM main
memory. Finally, we propose an algorithm for data placement on heterogeneous memory systems. For intra-node data movement, we addressed the
following scientific questions:
At large-scale, how will application performance be impacted when
moving from uniform main memory to heterogenous main memory?
We emulate a thin-node system with uniform memory and a fat-node
system with heterogeneous memories to evaluate the impact of future
memory systems on representative applications in Chapter 8 and Paper 5 [127]. We propose a systematic methodology that uses the fast
and slow access latency and bandwidth to different NUMA domains
for emulating large-scale thin-node and fat-node architectures. We
identify three key metrics of applications from performance counters
to estimate the performance improvement or degradation on emerging
memory systems. Our results show that irregular applications benIvy Bo Peng
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efit the most from the large-capacity memory systems, reaching up
to 2.74x performance improvement, despite that some portion of the
memory is slower. On the other hand, regular CPU-intensive applications with good cache locality will sustain their performance on the
current system when porting to heterogeneous memory systems.
What factors are critical for applications to exploit a memory system
comprised of on-package HBM and off-package DRAM? We perform
a case study on real hardware that features a high-bandwidth memory with small capacity and a normal bandwidth memory with larger
capacity in Chapter 9 and Paper 6 [120]. We first characterize the
access latency and memory bandwidth of the three memory configurations varying the data size and the number of hardware threads. We
select a diverse set of scientific and data-analytic applications that represent the spectrum of applications on exascale systems. We quantify
the impact of access pattern, data locality and hardware threads to
characteristically different applications. Our results show that highbandwidth memory can deliver up to 5x memory bandwidth but also
incur 15% higher latency. Applications with regular memory accesses
and small problem sizes that fit into HBM will benefit the most from
direct data placement on HBM. Applications with problem sizes larger
than HBM need to consider if data reuse in HBM-backed cache can
compensate for the increase caching overhead. Applications that are
bound by memory latency can only benefit from HBM when multiple hardware threads per core can hide the higher latency to HBM
compared to DRAM.
How do we develop an algorithm and tools for optimizating data placement on a heterogenous memory system? We provide an algorithm
that maps each data structure to the suitable memory in a memory
system based on a set of rules in Chapter 10 and Paper 7 [121].
We define a memory object as an allocation on continuous memory
space. We first present a set of rules to determine the preference of
a memory object to all available memories in a heterogenous-memory
compute node. Then, we determine the global allocation of all memory
objects, considering their size, their performance impact, their interaction as well as the characteristics of the target system. We also
provide a tool that implements the algorithm to provide recommendations on source code changes to the programmers. We evaluate our
algorithm by applying the tool to representative benchmarks and miniIvy Bo Peng
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applications and compare the tool’s recommendations with alternative
memory configurations. Our results show that the recommendation
from the algorithm can either outperform or match the best manual
allocations in a variety of workloads.

1.1

Thesis Outline

The structure of the thesis is described in the remainder of this section. The
papers referred in this thesis and my specific contributions to each paper are
appended in the thesis.
• Chapter 2: Preliminaries explain the basic concepts for understanding the work on exascale computing in this thesis. We start with
the definition and motivation for exascale computing and the major
areas of challenges. We emphasize on the trend of future architecture
and applications characteristics, which provide the context of data
movement on exascale systems. We also introduce the main programming models on HPC systems and highlight the necessity of more
asynchronous fine-grained communication for exascale computing.
• Part I: Data Streams for Fine-grained Asynchronous Communication presents our works that optimize data movement in communication.
– Chapter 3 proposes a data streaming model on supercomputers. We start with the motivation for supporting a streaming
paradigm on supercomputers to address emerging workloads and
also discuss the difficulties with current approaches. We identify
the gap between the desired features of a streaming model and the
available functionalities in MPI. Then, we introduce several implementation strategies that bridge this gap. Finally, we provide
a parallel STREAM benchmark for evaluating the performance
of streaming processing on supercomputers.
– Chapter 4 defines a new set of performance metrics for characterizing streaming processing on supercomputers. We use the
peak and sustained injection rates and processing rates at the
first stage and the last stage of general topologies. We perform
a case study on a Cray XC40 machine. We identify the performance metrics at the transient and equilibrium phases of different
streaming systems.
Ivy Bo Peng
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– Chapter 5 proposes a decoupling model that separates characteristically different operations onto different groups of processes and enables a streaming processing paradigm among these
groups. We formalize the proposed model and provide a performance model that guides the selection of proper operations for
decoupling. We demonstrate the easy adaption in existing applications using the interface of an MPI data stream library. We
evaluate the proposed approach in four applications on petascale
supercomputers.
– Chapter 6 extends the use cases of data streams to enable emerging workloads on supercomputers. We use data streams to enable
a data-intensive application, to couple two separate applications
and to enable online processing of high-frequency events from a
detector. We describes the changes required for implementing
the use cases and evaluate the performance on a petaflops supercomputer.
• Part II: Data Placement on Heterogeneous Memory Systems presents our works that optimize data placement in main memory.
– Chapter 7 introduces recent development in memory technologies. It introduces non-volatile memory and 3D-stacked memory
technologies as well the programming challenges in heterogeneous
memory systems.
– Chapter 8 proposes an emulation methodology for large-scale
uniform and heterogenous memory systems. We evaluate the impact of emerging memory systems on scientific and data-intensive
applications. We derive three key metrics from performance counters to estimate application performance when porting to heterogenous memory systems.
– Chapter 9 presents a case study on real hardware that features
HBM and DRAM. We quantify the impact of data size, access
pattern and the number of hardware threads. We abstract the
key factors that are important for applications to exploit such
new architectures.
– Chapter 10 proposes an algorithm for data placement on hetIvy Bo Peng
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erogeneous memory systems. We use a set of rules and a decision
tree to determine the preference of memories for each memory
object and their priority in the final decision. We provide an implementation of this algorithm in the Intel PIN framework. We
evaluate the algorithm on a set of applications on real hardware.
• Chapter 11: Future Works describes the future works that will
continue the research presented in this thesis.
• Chapter 12: Conclusions concludes our work in this thesis and
highlights the key findings.

1.2

List of Publications

This thesis contains an introduction section that summarizes the specific
scientific questions to address in this work and a preliminaries section that
explains the fundamental concepts, including the motivation for exascale
computing, the technical challenges, and the trend of future hardware, applications and programming models. The rest of the thesis reviews and
extends the approaches and contributions from each paper in the following
list:
Paper 1

Paper 2

Paper 3

Paper 4

Ivy Bo Peng

Ivy Bo Peng, Stefano Markidis, Roberto Gioiosa, Gokcen
Kestor, and Erwin Laure. “Preparing HPC Applications for
the Exascale Era: A Decoupling Strategy”. In: Parallel
Processing (ICPP), 2017 46th International Conference on.
IEEE. 2017
Ivy Bo Peng, Stefano Markidis, Erwin Laure, Daniel Holmes,
and Mark Bull. “A data streaming model in MPI”. in: Proceedings of the 3rd Workshop on Exascale MPI. ACM. 2015,
p. 2
Stefano Markidis, Ivy Bo Peng, Roman Iakymchuk, Erwin
Laure, Gokcen Kestor, and Roberto Gioiosa. “A Performance
Characterization of Streaming Computing on Supercomputers”. In: Computational Science (ICCS), 2016 International
Conference on. IEEE. 2016
Ivy Bo Peng, Stefano Markidis, Roberto Gioiosa, Gokcen
Kestor, and Erwin Laure. “MPI Streams for HPC Applications”. In: New Frontiers in High Performance Computing
and Big Data. IEEE. 2017
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Paper 5

Paper 6

Paper 7

Ivy Bo Peng, Stefano Markidis, Erwin Laure, Gokcen Kestor,
and Roberto Gioiosa. “Exploring Application Performance on
Emerging Hybrid-Memory Supercomputers”. In: High Performance Computing and Communications (HPCC), 2016 IEEE
18th International Conference on. IEEE. 2016, pp. 473–480
Ivy Bo Peng, Roberto Gioiosa, Gokcen Kestor, Pietro Cicotti,
Erwin Laure, and Stefano Markidis. “Exploring the performance benefit of hybrid memory system on HPC environments”. In: Parallel and Distributed Processing Symposium
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Chapter 2

Preliminaries
In this chapter, we introduce the basic concepts and the context of this
thesis. Our work focuses on data movement in HPC applications on nextgeneration supercomputers. In the first section, we present exascale computing, including the motivation, the main challenges, the trend of future
architectures, and the evolving characteristics of applications. In the second
section, we discuss data movement issues on distributed-memory supercomputers, including the impact of communication and main memory. The last
section summarizes the main programming models for HPC systems and the
desirable features for exascale computing.

2.1

Exascale Computing

High-performance computing (HPC) is an important driver for scientific
discoveries and breakthrough. Open questions in many scientific domains
rely on ever-increasing computing capabilities to find solutions to large computational problems. The current leading HPC systems deliver computing
power in the order of petaflops, i.e. 1015 floating point operations per second (FLOPS). These systems have enabled unprecedented simulations to
extend and deepen our understanding in life-impactful domains, from the
formation of the universe to genome sequencing, from weather forecasting
to drug discovery. Still, there are scientific problems remaining unsolvable,
even on the largest HPC platforms today. For instance, current computing
power cannot enable realistic simulation of the Earth’s magnetosphere in
space weather [85]. To address these computational challenges, larger systems with higher capability are expected to arrive in the future. The next
milestone in HPC systems is Exascale Computing, which can deliver 1000
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times the computing power of petaflops machines. Exascale computing is
also expected to accelerate the time to solution for large problems that take
a long time to solve on today’s systems. Exascale computing is anticipated
to advance research in science, engineering, finance, and social science.
Exascale HPC systems refer to those systems that can deliver 1018 FLOPS,
i.e., exaflops. Currently, the HPC community uses the High-performance
Linpack (HPL) benchmark to measure the performance of FLOPS on a system. Besides the primary requirement on exaflops computing capability, an
exascale system is also required to have scaled memory bandwidth, persistent storage, and communication bandwidth, to support computing performance in applications. HPC systems, or supercomputers, in this work, refer
to the capability computing systems that use a large fraction of their computing power for solving a single large problem [18]. In the rest of this thesis,
we use exascale computing and exascale supercomputer interchangeably.
Today top supercomputers in the world are mostly implemented with
distributed-memory machines. Clusters of conventional compute nodes are
tightly connected with high-end interconnects. Each compute node has their
separate memory space and can be considered as an independent computing
system. Inside the compute node, the common architecture is a symmetric
multiprocessor (SMP) chip with multiple cores that share a coherent memory space. Each core may also support several hardware threads. Large HPC
systems typically have tens of thousands of these tightly connected compute
nodes. Data movement within one compute node goes through the memory
hierarchy of the memory subsystem while data movement across compute
nodes goes through the interconnects. From the current studies in exascale
computing and the three DOE pre-exascale systems [148, 155, 156], we assume that the next-generation supercomputers will still be implemented on
distributed-memory machines.
Enabling efficient execution of applications on today’s petaflops supercomputers is already challenging. On exascale supercomputers, this effort
will further increase as the complexities of future architectures increase and
the requirements of applications keep evolving. In the next three subsections, we briefly introduce the main areas of technical challenges in exascale
computing and the trend of future systems and applications.

2.1.1

Exascale Challenges

There are four main technical challenges in exascale computing: power and
energy efficiency, memory and storage challenge, extreme parallelism and
concurrency, and resilience [18, 40]. Power efficiency has become the top priIvy Bo Peng
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ority in enabling exascale computing. Exascale systems will have a power
budget of 20 to 30 Mega Watt. Transistors have faced the power wall,
such that, on a small area, the power density cannot remain constant when
scaling the frequency. The power wall and the power budget indicate it infeasible for achieving exascale computing by simply integrating more units
together. Instead, power-efficient computation units, memory, storage, algorithms, and runtimes are required [70, 77, 101, 165]. Among these, the
cost of data movement within a computing system has been identified as a
more challenging issue than supporting computation at low power. For this
reason, power-efficient memory and storage technologies are likely to emerge
in the architecture of exascale machines.
Memory and storage on exascale supercomputers need to scale proportionally with the computing power to make the system usable. This requires memory bandwidth to reach as high as one exabyte per second on
exaflops machines. In the past decade, the scaling of computing capability
mostly comes from the increased number of integrated transistors instead
of increased frequency. While the number of cores and threads on a processor keeps increasing, they demand higher memory bandwidth and capacity.
The memory wall challenge emerges when the performance gap between the
microprocessor and the memory is growing exponentially [22, 175]. This
challenge has pressured the memory technology on supercomputers, i.e.,
DRAM, to face the end of its dominance for the multiple challenges when
scaling to higher density. Future memory systems will likely feature multiple technologies. This directly impacts the data movement inside a compute
node. Similarly, the storage system also needs to cope with the requirement
for increasing capacity and bandwidth. New storage technologies like Solid
State Drive (SSD), especially Storage Class Memory (SCM) and 3D-stacked
Non-Volatile Memory (NVM), bring more tiers bridging the main memory
and the Hard Disk Drive (HDD)s.
Extreme concurrency is another major challenge in exascale. Exascale
computing is expected to support parallelism of billion threads. Researchers
have conducted extensive studies in new programming models and programming systems that support manage most of such massive parallelism. On
this path, whether disruptive or incremental approaches should be taken,
still remains debatable. One common agreement is that MPI, the de-facto
programming standard for today’s HPC systems, will be available on the
next-generation systems, likely interoperating with another programming
model to form an MPI + X model for the exascale computing.
Resilience is the last area of challenges that have been identified in the
Ivy Bo Peng
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Exascale Computing Study [18]. There are two main factors for the expected growth of fault rate on exascale systems [27]. First, the exascale
supercomputer will be comprised of a massive number of components, including computing, memory, storage, and network units. A large number of
units increases the probability that some faults will occur in any one of these
units. The mean time to failure (MTTF) on exascale machines is expected
to be too short for the current checkpointing approach to be effective. The
second factor comes from the increase of soft errors on these components,
i.e., not all failures result in detection. Soft errors occur when the data is
corrupted but the execution completes without interruptions [82]. In some
sense, this type of failure is more dangerous for scientific simulations as it
could lead to wrong results.

2.1.2

The Trend of Future Architectures

Next-generation supercomputers will have increased heterogeneity [83]. Today, state-of-art systems are already equipped with heterogeneous and hierarchical computing components, interconnect networks, memories, and
storage systems. These emerging architectures are shaped by the main challenges in exascale computing. Since Dennard scaling broke down around
2006 [48], transistors can no longer benefit from ”free" scaling in terms of
power because the leakage current becomes an issue on a small area, i.e., the
power wall challenge. Nowadays, performance scaling of a computing system
is mainly attributed to increased parallelism instead of the increased frequency of the transistors. More transistors are being integrated together to
achieve high aggregated throughput. This increase in density forces vendors
to replace complex but power-hungry cores with simpler but power-efficient
cores to maintain total power consumption within a restricted budget. In
this trend, many-core processes and hardware accelerators are emerging.
They are considered promising approaches to enable exascale computing
with 20x power efficiency [164, 165].
The most common accelerator on top supercomputers today is the generalpurpose graphic processing unit (GPGPUs). Since the first deployment of
the GPU-enabled supercomputer, the Titan supercomputer at Oak Ridge
National Laboratory [157], GPUs have gained increasing popularity on top
supercomputers. At the time of writing, the Piz Daint supercomputer at
the Swiss National Supercomputing Centre is the fastest GPU-based supercomputer that delivers about 20 petaflops [154]. The latest GPU today is the NVIDIA Volta GPU [56], which will enable two pre-exascale
supercomputers, Sierra, and Summit [155, 156]. Besides GPUs, other forms
Ivy Bo Peng
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of accelerators, such as FPGAs, DSPs, and energy-efficient architectures,
such as ARM big.LITTLE [58] and Intel Many Integrated Core (MIC) [44]
are also attracting increasing attention. One big challenge on acceleratorenabled supercomputers is portability. Accelerators often rely on a set of
low-level programming framework and programming models, such as CUDA
and OpenCL, for performance. Higher-level support in the language, such
as OpenACC [61] and OpenMP 4.0 [115], which provide directive-based programming models, is becoming more mature and gaining popularity. Such
programming models rely on the compilers for automatic translation of code
for accelerators [89, 90, 94].
The architecture of supercomputers is moving from the multi-core and
small-memory thin node architecture towards the many-core and large-memory
fat node architecture. The compute node on future systems could support
100-1000 cores and terabytes of memory that consist of different technologies. One main reason for this trend is the memory wall challenge, i.e., the
performance of memory has been lagging behind the performance of processors and this gap is increasing. Previously, memory performance was
already improving more slowly than CPU performance, at a exponentially
growing gap [175]. Now as more cores are integrated into a single chip,
the large number of threads demand even higher memory bandwidth and
capacity to sustain performance. The memory wall becomes one limiting
factor for scaling supercomputers. All three pre-exascale supercomputers
follow the fat node architecture that has much larger memory and many
more cores/threads compared to today’s systems [148, 155, 156].
The exascale memory subsystems are likely heterogeneous. Two main
reasons lead to the shift in memory subsystems. First, the memory technology, dynamic random access memory (DRAM), is facing challenges to cope
with the growth in system scale. Memory density has nearly reached a stopping point due to the power leakage and manufacturing process. The refresh
power required by DRAM grows with memory capacity and density [88].
Memory systems on exascale systems require high density and lower power
consumption than the current technology [143]. Second, alternative memory
technologies have engaged active research but no single technology can completely replace DRAM, in terms of performance and cost. High-bandwidth
memory, such as 3D-stacked DRAM can achieve orders higher memory bandwidth compared to DRAM [87, 117]. However, their high cost limits their
implementation to small scale. Emerging non-volatile memory (NVM) technologies can significantly reduce power consumption as they do not require
refresh power to retain data. Byte-addressable non-volatile RAM, such as
Ivy Bo Peng
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Figure 2.1: A conceptual illustration of the increased memory hierarchy
from today’s system (the left panel) to the emerging memory systems (the
right panel).

Phase-Change Memory (PCM), Spin-Transfer Torque RAM (STT-RAM)
and Resistive Random-Access Memory (ReRAM), is promising for replacing DRAM to implement main memory [75, 84, 179]. 3D Xpoint memory technology stacks non-volatile memory to bridge the gap between storage and main memory [23]. Nevertheless, the current NVM technologies
still have higher access latency, asymmetric read/write bandwidth, and low
write endurance compared to DRAM. A practical solution is to integrate
these new technologies with DRAM to form a heterogeneous memory subsystem. State-of-art processors and accelerators have already employed this
approach. In 2015, AMD released its Fiji GPU that features a first generation HBM. The Intel KNL processor is equipped with an HBM-DRAM
memory system, where HBM can achieve 4x bandwidth of DRAM [146].
The Volta GPU also features hybrid memories, where the high bandwidth
memory can deliver nearly 900 GB/s bandwidth. Xeon Phi and Volta are
some of the building blocks for the pre-exascale supercomputers.
Heterogeneity in the memory system imposes new programming challenges. The memory organization of modern systems is hierarchical: faster
and smaller memory is placed close to the cores while slower and larger
memory is placed far from the cores. The inclusion of multiple memory
technologies in main memory and storage further deepens this hierarchy.
Figure 2.1 presents one possible memory hierarchy on future systems. Explicit data placement on the heterogeneous memory system requires significant efforts from the programmer. In some large-scale applications, these
Ivy Bo Peng
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manual efforts can become prohibitively expensive due to a large number of
data structures and the scale of the application. Programmers are likely to
resort to the default setting of the memory system, which requires minimal
modification of the code. Intelligent and automatic data placement on such
systems is highly desirable and should be supported by the runtime systems.

2.1.3

Applications on Supercomputers

On exascale computing, regular and simple applications are rare while applications with more complex algorithms are becoming common [18]. The
primary objective of the supercomputer is to solve problems that are unsolvable on any other computing systems. Thus, the characteristics of applications directly impact the design and implementation of exascale computing.
Real-world applications running on today’s petascale supercomputers may
use a diverse set of algorithms and have mixed characteristics. Scientific
applications will continue to be the first-class citizens on exascale computing. Emerging applications such as data-analytics and machine-learning are
likely to be coupled with scientific applications for in-situ processing, avoiding expensive data movement in transitional post-processing. The nextgeneration supercomputers need to support both existing applications and
emerging workloads.
Scientific Applications Scientific applications often use one algorithm to solve a very large problem that requires high computing capability and large memory size. Representative algorithms include the
Maxwell equations, the Navier-Stokes equations, and Poisson Equations. Such problems are large enough in size that multiple compute
nodes are required to hold them in memory. They are often computation intensive that requires a large count of processors for a reasonable
processing time. The computational problem is often decomposed onto
a group of compute nodes and each processor only solves a smaller
problem.
In the early days, scientific applications were usually regular. For
instance, they represented the problem with three-dimensional mesh
grids and have a regular partition of the problem over processes. Today applications are becoming more and more irregular to implement
new algorithms or to represent realistic problems. For regular applications, locality-aware implementation and the cache and prefetching
on modern computers can effectively improve performance. If the intrinsic algorithm of an application is irregular in the data structure,
Ivy Bo Peng
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e.g. adaptive meshes, or in data access, e.g. graph problems, application performance is bound by memory latency. Such applications
are sensitive to the latency of memory and the network instead of
bandwidth.
Communication can become a limiting factor when a large number of
processes are in use on exascale computing. To solve a large problem, problem is often distributed onto processes. These processes are
tightly coupled and need to communicate data. A common example
is an iterative solver, e.g. the Poisson solver, that requires the sum
of residual on all processes to proceed to the next iteration. Coarsegrained synchronous communication models cause the application to
be more sensitive to random delays on processes, resulting in significant performance degradation on massive concurrency. Thus, exascale
applications need to explore a finer-grained communication paradigm
that could mitigate such impact.
Data-Analytics Applications Scientific applications are converging with data-analytics applications [141]. Today, large-scale scientific
applications generate data that grow exponentially in volume. Traditional post-processing analysis has seen its limitation in such trend.
The enormous amount of data stresses the memory system and persistent storage, often becoming a bottleneck of performance. One solution is to enable in-situ data-analytics routines to filter out irrelevant
information and only save useful information. This approach can effectively reduce the amount of data to be moved within a system. In
fact, the energy cost of data movement plays a substantial part in
the power consumption of a system, which is estimated to be more
challenging than the computation power [18, 79, 143].
HPC hardware, parallel programming models, and systems are evolving to tackle the challenges from data-intensive applications. One example is the Blue Waters supercomputer that enables the VPIC code
to generate 290TB of data on 300,000 MPI processes [26]. The large
datasets generated from scientific simulation have proven valuable for
new scientific discoveries [10, 130]. Future systems may expect more
data-analytics applications for processing real-time instrumentation
data. For example, the Square Kilometer Array will provide approximately 200 GBytes/s raw data [171].
Data-analytics applications have different characteristics than scientific applications. Memory size is often their primary requirement on
Ivy Bo Peng
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the memory system. For many problems, the feasibility depends on
whether the memory capacity of a system can hold the data. Out-ofcore algorithms or batch executions are used when the memory of a
system cannot hold a problem. The memory access pattern in dataanalytics applications is data-driven. Less temporal or spatial locality
can be utilized to reduce memory access time. Though considerable
efforts have been invested to make implementations with better locality, the intrinsic algorithmic property determines that such optimisation can be limited. Data-driven access makes the application
irregular, thus sensitive to the latency of memory and the network.
Asynchronous fine-grained programming paradigms are desirable for
optimizing such applications.
Moving towards exascale computing, the different categories of applications
are also converging. For instance, to enable high spatial resolution simulations, applications in weather, climatology and solid earth science (WCES)
need to manage massive amounts of scientific data and also to support realistic modelling. Applications in fundamental science, such as nuclear fusion,
plasma physics, and material science, will require the capacity to handle
exabyte data in order to compute at exaflops. Moreover, exascale computing projects have identified that breakthroughs in complex systems would
require multi-scale techniques that couple multiple numerics, models, big
data, machine learning, etc [152].

2.2

Data Movement on HPC Systems

Data movement on distributed-memory supercomputers mainly consists of
two parts: access to main memory and communication.
First, within a single compute node, the data moves through the memory
hierarchy to become available for the processing units. This data movement
is mainly impacted by the memory subsystem and the placement of data
structures. When the main memory is implemented with technologies of
higher bandwidth and lower access latency, the time for moving data is
automatically reduced. For a memory system comprised of non-uniform
memory access (NUMA) domains or multiple memory technologies, placing
data structures on a proper memory can reduce the cost of data movement
in an application.
Second, when data moves across compute nodes, the data movement is
mostly impacted by the interconnect network and the programming model.
Ivy Bo Peng
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Figure 2.2: Data movement on emerging heterogeneous-memory supercomputers. Data (green) moves in intra-node memory system that consists of
different memory technologies (grey in different shades) and across multiple
compute nodes through communication.

A high-end interconnect network with high bandwidth and low latency can
directly reduce the time to transfer data. Asynchronous programming models that can overlap the communication with other work could also reduce
the cost of communication in applications. In the scope of this thesis, we
propose approaches for these two parts of data movement on supercomputers. Figure 2.2 illustrates that data on emerging heterogeneous-memory
supercomputers moves through multiple memory technologies inside a node
and over the network.

2.2.1

Impact of Memory Subsystem

On distributed-memory supercomputers, each compute node can be considered as an independent computing system where multiple cores and threads
share a coherent memory space. Thus, data movement within a compute
node is significantly impacted by the memory subsystem. The memory organization of modern systems is hierarchical: faster and smaller memory
is placed close to the processing units while slower and larger memory is
placed far from the processing units. A typical memory subsystem consists
of main memory and likely multiple levels of caches, e.g., L1 and L2 caches.
Ivy Bo Peng
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Today, dynamic random access memory (DRAM) is the dominant technology for implementing the main memory of supercomputers. Supercomputers have employed DRAM as the main memory for decades for its low
cost and high performance. Other memory technologies, such as SRAM, are
used to implement caches. As supercomputers continue to grow in scale,
DRAM is facing challenges to cope with the increasing demands from the
system. The balance between DRAM and other memory technologies is
about to shift due to three main factors. First, scaling for higher density
in the memory cells of the DRAM technology is progressively reducing to a
point that a hard stop is expected in the near future. Among various issues,
the increase of leakage power and the reliability of the manufacturing process have become major problems for scaling DRAM technology. Second,
emerging irregular HPC applications and data analytics workloads require
an ever-increasing capacity to store data. The density and static power consumption of DRAM make it an unviable solution for these new workloads.
Memory technologies with higher density and lower power consumption are
required. Third, the massive number of cores and hardware threads in modern processor chips need to be sustained by a higher bandwidth than the
DRAM technology.

Active research has been engaged to find new memory technologies that
can scale better than DRAM, such as NVM and HBM. Due to cost or performance, no single new technology can directly replace DRAM. Heterogeneous
memory systems with multiple memory technologies working side-by-side
are emerging. Data movement within heterogeneous-memory compute node
needs to consider the different characteristics of all memories available in
one memory subsystem. Efficient data placement within a compute node
will directly impact the performance of applications. For this reason, our
optimisation of intra-node data movement tackles heterogeneity in the main
memory. We address the challenges of moving towards heterogeneous memory subsystem in three steps. We first evaluate the impact of the memory
subsystem on application performance on emulated large-scale systems. After that, we conduct a case study on a real heterogenous-memory node to
extract the key factors for applications to exploit the underlying memory
subsystem. Based on the findings from previous steps, we devise an algorithm that considers the characteristics of data structures and memories to
reduce the cost of data movement on a heterogeneous memory system.
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2.2.2

Impact of Communication

Data movement across compute nodes is through communication over the
interconnect networks. Different programming models have been developed
for HPC systems, including Cilk, Charm++, MPI, UPC, Co-Array Fortran,
and Chapel [21, 30, 34, 60, 76, 114]. Nevertheless, many programming models still use MPI to implement the communication layer. For this reason, we
describe the terminologies in MPI for the communication on supercomputers. In MPI, the execution unit is called process and each process has their
private memory space. Data movement between processes is done through
communication. Next sections introduce two main types of communication
in MPI and the concept of load imbalance, a main factor that can degrade
the communication performance of parallel applications.
MPI Communication
Point-to-point communication transfers data from a source process, called
sender, to a destination process, called receiver. This is the basic communication that is used to build other complex types of communication. Depending on whether the receiver is actively or passively involved in messaging,
point-to-point communication can be further divided into two-sided and onesided communication. Two-sided communication is common in productionlevel applications for its availability since the start of the MPI standard.
Two-sided communication can have blocking and a non-blocking implementations. Blocking communication cannot return before the message buffer
is free for reuse while non-blocking implementation can return immediately
without waiting for the buffer to be free. One-sided communication was
later introduced into the MPI-2 standard in 1997 to exploit the remote direct memory access feature on modern networks. With effective support
from the hardware, this type of communication is designed to reduce the
overhead of message-passing by offloading data movement to the network
hardware. One-sided communication only has a non-blocking implementation.
Collective communication transfers data among a group of processes,
called a communicator. This type of communication is useful in applications where global information is needed. For instance, in iterative solvers,
the sum of residuals on all processes is required in order to proceed to
the next iteration. As collective communication involves all processes in a
communicator, the complexity of its implementation is often a logarithmic
function of the number of processes. On supercomputers, the cost of collecIvy Bo Peng
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tive communication can grow rapidly when tens of thousands of processes
are used. There are two main directions in optimization. The first direction is to devise efficient algorithms with lower complexity. The optimal
algorithms change under different scenarios so that optimization also uses
heuristics to select the best algorithm. The second direction is to exploit
special support from the underlying hardware. For example, some hardware
like BlueGene/L has special purpose network hardware to support certain
collective communication [4]. A good implementation of the MPI standard
may employ multiple optimization strategies and hide the implementation
complexity from the programmer. Recently, sparse collective communication for nearest neighbours further extends the collective communication operations [68]. Collective communication also has blocking or non-blocking
variants.
Load Imbalance
The cost of communication depends on the interconnect network and the
programming model. On one hand, fast networks with smaller latency and
higher bandwidth can speed up data movement from one compute node
to another in all applications. On the other hand, on a given supercomputer, applications that are constructed in suitable programming models
can expose higher parallelism and effectively hide the cost of communication. In this thesis, for the inter-node data movement, we explore novel
programming models that can optimize the communication in applications.
Previous works have pointed out that on extreme concurrency, even a small
delay in one process can be prohibitively expensive [18, 143]. When processes are imbalanced, i.e., some are slower than others, the cost of data
movement includes both the data transfer time and the idle time that a
process waits for its delayed communication peer. Process imbalance can
significantly increase the cost of point-to-point communication and collective communication [124, 128].
Process imbalance is practically unavoidable on billion-way parallelism.
There are two main sources: the system interference and the imbalanced
workloads. On large-scale machines, interference from system noise is unavoidable and can cause equal workloads to finish in variable time [133].
The interference could come from dynamic factors, e.g. the temperature of
a processor depends on the environment, or from the OS, e.g., the kernel can
“interrupt” a process of a parallel application to execute system-level activities. These delays range from 100 ns (the cost of a cache miss) to 20 ms
(the cost of process pre-emption or of a swap-in) [14]. Recent researches on
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the impact of system noise in parallel applications include theoretical model,
benchmarking and simulation [2, 17, 50, 67, 133]. Parallel applications often
distribute a large problem onto processes and each process only works on a
subset of the workload. Assigning equal workload to each process, however,
is only possible within a small set of static and regular algorithms, such as
3D meshes. Other scientific applications, such as unstructured meshes and
adaptive grids, could allocate a variable amount of work to processes. Dataanalytics applications often have their workloads driven by data, e.g., the
distribution of vertices in graph problems, resulting in an imbalanced workload on processes. Experimental evidence has shown that random delays
occurring over ns − µs time scales originating on a single process, propagate
among processes and are responsible for the overall performance degradation that can reach ms delays. Random small delays can propagate on the
system and degrade the overall performance of applications [124, 128].
Extensive research has addressed system noise and workload imbalance.
Several micro and lightweight kernels (LWKs) have been developed to minimize system noise. Examples of micro-kernels include L4 [95], Exokernel [45,
46, 47], and K42 [7]. IBM Compute Node Kernel for Blue Gene supercomputers [54, 112] is an example of a LWK targeted for HPC systems. CNK is
a standard open-source, vendor-supported, OS that provides maximum performance and scales to hundreds of thousands of nodes. There are also several full-weight HPC kernels, including ZeptoOS [13, 15, 16], IBM AIX [74],
and various other Linux variants [55]. The enclave-based application composition [12] can isolate Operating System/Runtimes in enclaves, to address
the different requirements from workloads within one compute node.
Workload balancing has attracted research in algorithms, languages, and
runtimes. Parallel applications are exploring new algorithms or improving
the current algorithm to for an evener distribution of workloads. However,
some algorithms are fundamentally imbalanced, such as particle-based algorithms, adaptive meshes and the coupling of multiple physical models.
New languages and runtimes that can automatically handle workload balancing are becoming popular. For instance, task-based models create a large
number of fine-grained tasks and rely on the runtime to schedule the tasks
evenly onto the underlying hardware threads. Work-stealing runtimes, such
as Cilk’s runtime system [21], is a well-known example in this category.
Charm++ is another example that provides measurement-based load balancing [76, 180]. Recent research also explores decoupling frameworks to
offload these load balancing routines [118].
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2.3

Programming Models for Exascale
Computing

Programming model refers to the way of expressing the programmer’s view
of the machine with a set of language and libraries. Proper programming
models can enable efficient implementation of an algorithm on target machines. As introduced in Section 2.1.3, applications on supercomputers are
evolving. Regular applications are becoming rare. Applications that exhibit
irregularity, in workload, data structures, and access pattern are becoming
common. They require programming models with asynchronous and finegrained communication. Another motivation for such programming models
comes from the impact of process imbalance on communication with massive concurrency on exascale computing as introduced in Section 2.2.2. On
billion-way parallelism, perfect balance is nearly impossible and the process
imbalance can be a limiting factor of performance on large systems. For
these reasons, one can assume that process imbalance on exascale computing is a norm that should be reflected in programming models.

2.3.1

Disruptive and Incremental Directions

New programming models have been proposed for exascale computing. These
new models include new languages or extensions to existing languages. We
categorize these models into three classes: the shared-memory model, the
message-passing model, and the PGAS model. Share-memory models are
often used on smaller scale systems, such as a single compute node with
SMP chips, where threads share a memory address. In this model, the
OpenMP API and the POSIX thread API are popular choices [25, 35]. New
languages, such as Cilk and Cilk++, rely on compiler support to translate
or to map their logic threads into low-level machine threads [21, 91]. The
message-passing model is a most widely adopted model on supercomputers.
High-performance implementations of the MPI standard [51], e.g., MPICH
and OpenMPI, are widely available on all supercomputers and engage vendor support on future machines. In the PGAS model, all processors in
the systems share a Partitioned Global Address Space, which is a unified
memory space formed by the private memory on all compute nodes. Popular PGAS programming models include extensions to existing languages,
such as UPC [34] and Co-Array Fortran [114], GPI-2 implementation of the
GASPI standard [62], as well as new languages like Chapel [30] and X10 [32].
Today, the dominant programming model on supercomputers is comprised of a sequential language, such as C and Fortran, with a messageIvy Bo Peng
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passing layer, e.g., the libraries that implement the MPI interfaces. Most
production-quality applications on petaflops supercomputers are implemented
in this model. Optimization of such applications relies on the new features
in the MPI standard. For instance, MPI-2 introduced one-sided communication (or RMA interface) with the objective to exploit the remote direct
memory access (RDMA) feature on modern networks [59]. With hardware
support, RMA should reduce the overhead of communication by bypassing
OS kernels and offloading data movement to the network [52, 53]. MPI-3
further extends the RMA interface and other features such as the support
for shared memory and dynamic process management. In this incremental
direction, the MPI+X model, where X is usually a shared memory programming model like OpenMP, is gaining popularity. We evaluate the interoperability of the message-passing model and PGAS model in [71, 104].
A disruptive direction is to rewrite the applications in task-based programming languages that provide load balancing and dynamic execution,
e.g., Cilk++, Charm++ or Chapel [29, 76, 91]. A runtime system executes fine-grained tasks on different computing units and orchestras the
workload and resource usage [40]. While in principle this approach can elegantly solve the main exascale challenges for applications, to implement
production-quality HPC applications using tasks often requires a major application development effort. In addition, task-based programming systems
for distributed memory are not as mature as MPI. With exascale computing
expected in 2020-2024, this approach is challenged by the timeline.

2.3.2

Desirable Features of Programming Models

Which programming models will be efficient for implementing applications
on exascale computing is still debatable. However, the desirable features for
the wide adoption of a programming model in applications are becoming
clearer as the challenges, the trend of future architectures and applications
characteristics are becoming better understood. In general, both the disruptive and incremental models are trying to enable more asynchronous
fine-grained communication in applications as this can mitigate the impact
of process imbalance on extreme concurrency. Programming models for
next-generation supercomputers should reflect the heterogeneity in different computing systems, e.g. computing units and memory systems. They
should support an HPC application to exploit the heterogeneity in the target
system flexibly. Finally, as exascale computing is approaching, adaptability
for existing applications can also directly impact the choice of programmers.
A programming model that can be easily implemented in existing applicaIvy Bo Peng
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tions or can reuse some parts of applications can be implemented and ported
fast onto a new system.

2.4

Our Approaches

The following two parts of this thesis revolve around data movement on
emerging large-scale HPC systems.
In Part I, we propose a data streaming model that uses asynchronous
fine-grained streams for moving data among processes of HPC applications.
In Chapter 3, we show that the advantages of data streaming models could
address the challenges of the increasing the amount of data on HPC systems.
We then present our design of a data streaming model for HPC systems. We
also provide an implementation atop MPI and benchmark its performance
on different supercomputers. In Chapter 4, we define a set of new performance metrics to characterize streaming computing on supercomputers. We
also present our case study on a Cray XC40 supercomputer. In Chapter 5,
we propose the decoupling model for preparing applications for the exascale era, which separates operations onto groups of processes and enables a
streaming processing paradigm among these groups. We show that the data
streams can enable this decoupling model in applications. In Chapter 6,
we further extend the streaming model for coupling different applications
on supercomputers. This part refers to four peer-reviewed papers: "A Data
Streaming Model in MPI" [125], "A Performance Characterization of Streaming Computing on Supercomputers" [103], "Preparing HPC Applications for
the Exascale Era: A Decoupling Strategy" [123], and "MPI Streams for HPC
Applications" [122].
In Part II, we propose approaches and algorithms for moving data on
heterogeneous main memories. In Chapter 7, we summarize the advances in
memory technologies and the programming challenges faced by HPC applications. In Chapter 8, we introduce a methodology of emulating large-scale
heterogeneous-memory supercomputers. In Chapter 9, we evaluate a real
heterogeneous-memory system and propose the main considerations for an
application to exploit such systems. In Chapter 10, we propose a dataplacement algorithm for heterogeneous memory systems as well as its implementation in a tool called RTHMS. This part refers to three peer-reviewed
papers: "Exploring Application Performance on Emerging Hybrid-Memory
Supercomputers" [127], "Exploring the Performance Benefit of Hybrid Memory System on HPC Environments" [120], and "RTHMS: A Tool for Data
Placement on Hybrid Memory Systems" [121].
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Chapter 3

A Data Streaming Model
In this chapter and in Paper 1 [125], we introduce a data streaming model
for supercomputers to tackle the challenges of emerging data-intensive applications. Section 3.4 describes the design of an MPI stream library for
HPC systems. In Section 3.5, we introduce the implementation strategies to
bridge the gap between MPI functionalities and a data streaming model. In
Section 3.6, we introduce a parallel STREAM [106] benchmark to evaluate
the performance of data streaming on different supercomputers. Finally, we
show new operations that can be supported in a data streaming model.

3.1

Contributions

Our contributions come in threefold. First, we present a data streaming
model that processes data sets on-the-fly to tackle the challenges of large
data sets on supercomputers. Second, we identify the desirable features
of such models and provide a proof-of-concept implementation atop MPI.
Finally, we evaluate the performance of the streaming model on supercomputers and quantify the impact of three factors: the granularity of stream
element, the computation intensity of operation and the ratio between data
producer and consumer. Our experiments show that the data streaming
model can achieve acceptable performance (52%-65% of the maximum available bandwidth) on modern HPC systems. Furthermore, the model demonstrates promising scalability by achieving as high as 200 GB/s and 80 GB/s
processing rate using 2,048 data producer over 2,048 data consumers on a
Blue Gene/Q and a Cray XC40 supercomputer respectively.
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3.2

Motivation

HPC applications and data-intensive applications are converging [141]. Largescale HPC applications continue generating an ever-increasing amount of
data [65]. The conventional post-processing approach, which saves the data
to the file system and only analyzes after the simulation, has become a performance bottleneck [99]. In addition, new HPC applications that demand
both streaming and computing capabilities on supercomputers have emerged
in the last decade. For instance, the Large Hadron Collider (LHC) [131], the
Square Kilometer Array (SKA) [24], the Large Synoptic Survey Telescope
(LLST) [161], and the Laser Interferometer Gravitational-Wave Observatory (LIGO) [5] will further increase their data rates. SKA[24] is estimated
to reach 10 PB/s, which can drain the entire memory of supercomputers
if data is not processed in time. Popular data processing frameworks are
designed for the cloud environment [37, 116, 178], which present a different
set of design considerations compared to HPC systems.
Streaming computing is a programming paradigm that can address the
challenges of data-intensive applications. It processes data on-the-fly and
only requires limited memory/storage to handle large data sets. It also
supports reactive real-time computation on irregular, potentially infinite,
data flow [147]. StreaMIT [158] is a modern language that supports this
paradigm. It constructs programs using F ilter as the basic computation
unit and connects these filters using data streams as the basic communication unit. Based on the assumption of static data flow rate, a timing
mechanism that is relative to the data flow is provided in this language to
facilitate irregular control messages. Despite the success of StreaMIT on
other platforms, there are several limitations that prohibit it from being
adopted on supercomputers. First, reformatting existing HPC applications
completely complying to the stream abstraction is very difficult. Instead, for
easier adoption in existing HPC applications, providing a natural interface
to these current applications is necessary. Second, the de-facto programming systems on HPC is MPI and its most active implementations are in C
and Fortran while StreaMIT relies on a Java-based compiler for high performance. Third, the data movement among processes on supercomputers
requires an efficient communication layer. To adopt streaming computing
on supercomputers, it is necessary to support it in popular programming
systems for HPC systems.
Ivy Bo Peng
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3.3

A Data Streaming Model For HPC Systems

Our data streaming model for HPC systems inherits the basic concept of
streaming computing but also addresses the specific challenges of the HPC
environment. In streaming computing, streams are a continuous sequence
of fine-grained data structures that move from a set of processes, called
data producers, to another set of processes, called data consumers. These
fine-grained data structures are often small in size and in a uniform format,
called a stream element. A set of computations can be attached to a data
stream. Stream elements in a stream are processed online such that they
are discarded as soon as they are consumed by the attached computation.
On large-scale HPC systems, the data producers and consumers likely
reside on different compute nodes and have separate memory spaces. Thus,
our data streaming model implicitly includes a communication layer for moving data streams. In particular, our work focuses on parallel streams, where
data producers and consumers are distributed among processes that require
communication to move data. Stream elements, which are the basic unit
of data movement, now become the basic unit of communication. Stream
elements move through a persistent communication channel, called a stream
channel. The communication of stream elements is asynchronous. The data
consumer does not wait for a specific communication peer but computes on
the first available stream elements. In this way, the parallel streams enable
asynchronous and fine-grained data movement on supercomputers.

3.4

Design

In this section, we design a library that enables our data streaming model
on parallel systems. Data consumers process the incoming stream elements
on a first-come-first-served basis. The operation of processing stream elements is attached to a parallel stream. The operations have three modes:
initial, intermediate and terminal. The initial and terminal operations are
only processed once at the beginning and the end of the program and the
intermediate operation is repeated on each stream element.
The library should support both stateless and stateful operations on
stream elements. Stateless operations do not rely on any information from
previously elements, e.g., filtering based on a threshold. Stateful operations
rely on some information from previous stream elements and might require
more memory usage than stateless operations, e.g., sorting stream elements.
The ordering of the stream elements is relaxed and not preserved by the
Ivy Bo Peng

33

CHAPTER 3. A DATA STREAMING MODEL
order that they are injected by producers. Stream elements will not be
processed in the order they are streamed out but in the order that they
become available to a data consumer. This concept is similar to the modern
out-of-order CPUs that hide latency from data dependence.
The length of a data stream, e.g., the number of elements, is not required
a priori. This feature is important because common use cases often do not
know the actual size at runtime. Thus, the library should not require prior
information about the stream length. Instead, it should support run-time
termination of parallel streams. Each data consumer continues streaming
out data until it signals the termination of its contribution to a parallel
stream. When a data consumer receives termination signals from all data
producers, it stops receiving incoming stream elements and calls the terminal
function.

3.5

Implementation

We provide an implementation of the streaming model in a library atop
MPI, called MPIStream. Different approaches can implement the streaming
model, e.g., the Active Access supported by RDMA hardware [19], the Active
Message (AM) mechanism [166] and the Pebble Programming Model [170].
We choose MPI because it is the most widely used programming system on
parallel systems and is also the ’assembly language’ for other programming
models on HPC systems. Currently, it does not include functions that can
directly enable data streaming in HPC applications.
The basic functions supported in the MPIStream library are listed as
follows. Each function supports blocking and non-blocking variation. We
refer the reader to Paper 4 for the description.
1. MPIStream_CreateChannel(int is_producer,int is_consumer,MPI_Comm
old_comm,MPIStream_Channel* channel)
2. MPIStream_FreeChannel(MPIStream_Channel* channel)
3. MPIStream_Attach(MPI_Datatype stream_dt, MPIStream_Operation
*op, MPI_Stream *stream, MPIStream_Channel *channel)
4. MPIStream_Send(void* sendbuf, MPI_Stream *stream)
5. MPIStream_Terminate(MPI_Stream *stream)
6. MPIStream_Operate(MPI_Stream* stream)
Our library uses MPI (derived) data types to specify the data structure
of stream elements. This allows the library to support ’zero-copy’ streaming
even when the memory layout of the stream element on the data consumer
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is non-contiguous. The communication channel is implemented using the
persistent communication primitives in MPI. This reduces the overhead of
constructing many messages of the same signatures. The asynchronous data
movement between the data producers and consumers is implemented using the non-blocking point-to-point communication operations in MPI. This
supports processes to perform other operations when the stream elements
are not available.
The main gap between the MPI functionalities and the streaming model
comes from the message ordering and matching. MPI impose more restricted
requirements when matching the messages to preserve the order of messages.
These restrictions are not required in the data streaming model and could
even limit the advantage of the model. When MPI matches an incoming
message on the receiver side, it checks both the source and tag of a receive
request. As MPI allows wildcard for these two fields, it will always match all
incoming messages to the first receive request with wildcard source and tag.
When all incoming messages match to a single receive request, this causes
high contention and serialization in the communication. To overcome this
clash in message matching, we use randomized message tags and wildcard
message source in the implementation. In this way, multiple incoming messages can match multiple receive requests without knowing a priori their
source or tag.
We demonstrate this relaxed ordering in an example in Figure 3.1. Stream
element 1, 2, 3 are streamed out approximately at the same time. However,
they will match different receive requests that point to different locations
in the memory buffer. Rq0 has two matching stream elements, stream element 0 and 1. As stream element 0 arrives earlier, it would likely have been
processed before the arrival of stream element 1.

3.6

Evaluation

In this section, we evaluate the performance of the streaming library on
two supercomputers. We first introduce a parallel STREAM benchmark,
which is based on the origin [107] for measuring sustainable memory bandwidth. Then, we benchmark the streaming performance on a Cray XC40
and a Blue Gene/Q supercomputer. Our results show that the granularity of
stream elements, the computation intensity of stream operations and the ratio between data producer and consumer, can significantly impact streaming
performance.
We use a parallel STREAM benchmark to measure the processing rate
Ivy Bo Peng
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Figure 3.1: Diagram for the management of memory and communication
in stream operations. The data producers generate a random tag when they
stream out an element. Each data consumer maintains a list of persistent
communication requests and a memory buffer. Each request has a unique
message tag. The memory buffer can hold multiple stream elements.

of data consumers in an application using the MPIStream library. We implement four kernels in the benchmark so that the data is injected by data
producers to the stream channel and then used in the copy, scale, add and
triad kernels by the data consumers. The results presented in this section are
obtained from injecting 10,000 stream elements of MPI_DOUBLE data type and
applying the scale kernel. For each test, the data producer and consumer
processes reside on different compute nodes so that the data movement is
through the interconnect network.
The first experiment evaluates the impact of the granularity of stream
element. We measure the peak performance of the underlying network with
a ping-pong benchmark. Then, we measure the performance of the library
with the parallel STREAM benchmark. Comparing the performance with
the peak bandwidth, we notice that the library achieves a reasonable fraction, at maximum 65% and 52%, of the peak bandwidth despite the overhead
from the implementation strategy introduced in Section 3.5. We present the
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Figure 3.2: The maximum and minimum processing rate in GB/s varying
the size of the stream element using the scale benchmark with 32 data
producers over 32 data consumers on a Cray XC40 and a Blue Gene/Q
supercomputer.
results in Figure 3.2. Initially, as the size of stream elements increases, performance increases. Performance reaches its peak at 9GB/s and 3.5GB/s
on the Cray XC40 and Blue Gene/Q supercomputer respectively. After
reaching peak performance, streaming performance saturates on both supercomputers.
In the second experiment, we studied the impact of the computation
intensity of the stream operation. We vary the number of floating operations
per stream element in the operations (FLOPS) that are attached to the same
data stream. We find that the processing rate remains almost constant till
the computation intensity reaches a certain threshold, i.e., 10,000 FLOPS on
Cray XC40 and 100 FLOPS on Blue Gene/Q. Beyond that, the processing
rate drops linearly as flops increase. This is because the computation time
on each element can only be partially overlapped with the communication,
decreasing the processing rate.
Last experiment, we analyze the impact of the ratio between data producers and consumers. The two testbeds exhibit different behaviour. When
each data consumer has an increasing number of data producers, its processing rate on the Cray XC40 supercomputer remains almost constant until it reaches a crossover at 16. Beyond that, the performance suddenly
degrades by almost ten times. In contrast, on the Blue Gene/Q supercomputer, the processing rate only shows a gradual degradation when the ratio
Ivy Bo Peng

37

CHAPTER 3. A DATA STREAMING MODEL
increases. This indicates that the interconnect network can play a critical
part in streaming performance.

3.7

Use Case in HPC Applications

In this section, we show two examples of new operations that can be supported by the MPIStream library but currently unavailable in MPI. The
first operation is Threshold Collective Operations. This type of collective operations can complete even before all processes participate as soon
as a user-defined threshold criteria is met. These new operations are useful
for applications that do not require an exact value but only a decision. We
refer the reader to the paper for the code skeleton that implements such
operations.
The second example is to support Online Monitor and Control in
applications. For instance, runtime load balancing only requires the realtime information of the load distribution. The MPIStream library can be
linked in such applications to provide run-time monitor and control of the
applications. If the workload imbalance reaches a high level, reaction events
could be defined, such as redistributing the workload among MPI processes,
to mitigate the load imbalance.
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Characterizing Streaming
Computing
In the previous chapter, we proposed a data streaming model for HPC systems and provided a library implementation. In this chapter and in Paper
5 [103], we propose a set of performance metrics to characterize streaming processing on supercomputers. Our metrics provide a set of measurable
quantities, i.e., the peak and sustainable injection rate and processing rate, to
standardize performance comparisons of different systems. In Section 4.2,
we review the common metrics on supercomputers and show the lack of
proper metrics for streaming computing. In Section 4.3, we introduce the
common topology of a streaming system. We define the set of new metrics
in Section 4.4 and carry out a case study on a Cray XC40 supercomputer
in Section 4.5.

4.1

Contributions

We made three main contributions. First, we proposed a set of metrics as
the standard for comparing the streaming capability of different supercomputers. Second, we identified the transient and equilibrium stages in general
streaming systems. Third, we identified the impact of the topology on the
performance (loss) in streaming computing. Our experimental results on a
Cray XC40 supercomputer show that aggregated peak and sustained rates
always reach equilibrium in different streaming configurations despite that
the individual processing/injection rate of each process may differ. Our results also show that additional stages in common streaming topologies will
increase the percentage transmission loss: the linear chain shows 12% loss
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at 2 stages and 38% loss at 3 stages while a three-level tree shows 21%
transmission loss.

4.2

Motivation

Currently, there are no standard metrics for assessing the streaming computing on supercomputers. With the emerging of data-intensive applications,
the data streaming model can be a good candidate to address some challenges. To provide a fair comparison across HPC systems, we propose a set
of streaming metrics. Our metrics include a set of injection rate and processing rate, at peak and sustainable phases, to quantify performance. The
remainder of this section introduces three other metrics on HPC systems
that assess different aspects of performance.
The most common performance metric in the HPC community is FLOPS,
i.e., the number of floating point operations per second. The ranking of
Top500 supercomputers is based on the measured FLOPS of LU factorization with partial pivoting in the High-Performance Linpack benchmark [132].
This benchmark solves a dense linear system with good cache locality. Thus,
the metric stresses the computing capability of a system.
As more data-analytics applications emerge on supercomputers, Murphy
et al. [113] introduced TEPS ( traversed graph edges per second). This metric measures the performance of solving graph problems when running the
Graph500 benchmark [153]. The Graph500 benchmark generates a graph
using some graph generators and the runs several iterations of breadth-firstsearch (BFS) from random roots to calculate TEPS.
GUPS (giga-updates per second) is a metric that measures the number
of random updates that a system can issue in one second. On distributedmemory supercomputers, this metric reflects the latency and bandwidth
of the memory system and the network. This metric is measured by the
RandomAccess benchmark [69] that allocates a huge array and then updates
random locations. The array is distributed on a group of processes and all
processes update in parallel. An update can be in the local memory of a
process or on a remote process.

4.3

Streaming Graph Topologies

We assume the mapping of processing tasks to computing units is static.
On supercomputers, data streaming between different tasks is supported by
a communication layer. Once the mapping is set up, it remains the same
Ivy Bo Peng
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Figure 4.1: A generic streaming application connects producer (P), consumer (C) and consumer/producer (C/P) processes with data streams in
panel a. A streaming application is a combination of linear chains (panel b)
and trees (panel c).

throughout the execution. On cyber-infrastructures and clouds, different
software platforms, such as Kepler [6] and Pegasus [38], can provide support
for dynamic mapping.
Each task can be a data producer or a data consumer or both. Common
topologies of a streaming system are presented in Figure 4.1. Panel a shows a
generic streaming application: each blue box represents a task that can be a
data producer (P), consumer (C) or both (C/P). Producers and consumers
are linked by a data stream that consists of stream elements, indicated
in small yellow boxes. A generic streaming application, such as the one
presented in panel a, can be a combination of two basic streaming topologies:
linear chain (panel b) and tree (panel c). Each consumer is linked to only
one producer by a data stream in linear chain applications, while there is
more than one producer per consumer in the tree topology. We analyze the
performance of both streaming topologies in panels b and c in Figure 4.1.

4.4

Streaming Metrics

We define two sets of metrics for quantifying the performance of streaming
computing on HPC systems. We take the peak and sustainable measureIvy Bo Peng
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ments of the aggregated processing rate and injection rate. These metrics
are defined as follows:
1. Injection rate (IR) = size(SE)/∆TSendSE [B/s]. This quantity is calculated as the size of a stream element divided by the time taken for a send
a stream element operation to return.
2. Processing rate (P R) = size(SE)/∆TP rocSE [B/s]. This quantity is calculated as the size of a stream element divided by the time taken for a
process a stream element operation to return.
Each producer/consumer is characterized by its single injection/processing rate (IRS , P RS ). The sum of the individual injection/processing rates is
P
the aggregated injection/processing rate ({IRA , P RA } = i {IRS,i , P RS,i }).
In multi-stage applications, IRA is calculated using only IRS at the first
stage data producers while P RA is calculated only using P RA at the last
stage.
As streaming computing systems are highly dynamic, the injection and
processing rates could vary drastically in a short period. To characterize the
evolution of the injection and projection rates, we introduce:
1. Peak rates ({IRP , P RP }) = max({IRA , P RA })t>0 [B/s]. The peak rates
are the maximum values of the aggregated rates varying in time (t).
2. Sustained rates ({IRS , P RS }) = {IRA , P RA }|t>>0,inj=const [B/s]. The
sustained rates are equilibrium aggregated rate values reached after a
transient under the condition of constant injection from data producers.
Generic streaming applications can have multiple stages of linear chains
(LC) and multiple levels of trees. To characterize the loss of performance
when adding one additional stage/level to the application, we introduce
a percentage transmission loss (% TL ) metric, defined as the percentage
difference between the sustained injection rate of one stage of the application
and the sustained injection rate of the application with n stages: %T L =
(IRS,1 − IRS,n )/IRS,1 × 100.

4.5

Case Study on a Cray XC40 Supercomputer

We use the MPIStream library introduced in Chapter 3 to enable streaming
computing on a Cray XC40 supercomputer. We use the parallel STREAM
benchmark introduced in Chapter 3 to measure the above set of metrics.
In each test, we ensure that the data consumers and producers reside on
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Figure 4.2: Streaming performance of binomial trees. The top panel shows
the aggregated rates for the binomial tree of one (blue and red lines) and
three (green and pink lines) levels. The insert in this panel shows the rates
in the 0 - 1 ms time period. The bottom panels show the rates and their
moving average for a single producer and consumer in the binomial tree of
one (left panel) and three (right panel) levels. The two inserts represent the
distribution of the processing rates.

different compute nodes. We performed experiments using both the linear
chain and the tree topologies.
The results show that the dynamics of the processing and injection rates
are similar in all experiments. The processing rate reaches the peak value
after a fraction of a millisecond and then exponentially decreases to the
sustained processing rate. The dynamics of the injection rate is similar to
the processing rate in the case of the linear chain. However, in the case of
trees, the injection rate increases rapidly in the first millisecond and then
saturates at the sustained injection rate.
We found that the aggregated peak and sustained rates always reach
equilibrium in different test cases. However, the individual processing/injection rates, i.e., IRS , P RS , could be different. Adding stages into the
topology increases the percentage transmission loss: the linear chain shows
12% loss at 2 stages and 38% loss at 3 stages while a three-level tree shows
21% transmission loss.
We only present the results of the tree topology in Figure 4.1 and refer
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the reader to Paper 5 for results on the linear chain topology. Figure 4.1 c
presents the characterization of a binomial tree. We first consider a binomial
tree with 256 producers and 128 consumers. Then, we consider a multilevel
tree with a 256-128-64-32 configuration. The top panel of Figure 4.2 shows
the aggregated injection and processing rates for the 256-128 tree (blue and
red lines) and the 256-128-64-32 tree (pink and green lines).
We note that the sustained injection and processing rates are almost
identical in the single-level tree, in the range of 26.76 - 26.92 GB/s. However, in the case of the multilevel tree application, the sustained injection
rate value does not match the value of the sustained processing rate. The
sustained injection rate is 21.10 GB/s, about 3.5 times the corresponding
sustained processing rate (5.82 GB/s) in the 256-128-64-32 configuration.
To investigate if the impact of phases in the topology is generic, we carried
out test cases of 32-32-32 and 32-32-32-32 in comparison with the 32-32 in
the linear chain topology. Different from the tree topology, the sustained
injection and processing rates are always similar in all three configurations
of linear chain topologies.
We determine the peak rates from an enlargement of the plot in the 0
- 1 ms time period in the top panel. The peak processing rates are 48.95
GB/s and 14.76 GB/s for the 256-128 and 256-128-64-32 cases, respectively.
The rates and their moving averages for a single producer/consumer are
presented in the bottom panels of Figure 4.2. From the histogram of the
processing rate, we can see that the processing rate has a band structure at
discrete rate values, i.e., 0.62 GB/s, 0.78 GB/s, 0.95 GB/s, etc ., corresponding to the peaks in the histogram. When comparing the moving averages of
individual processing rate (green lines in the bottom panels of Figure 4.2),
we note that the variation of the processing rate moving average is much
larger than the one in the 256-128-64-32 case. Similarly, the linear chain of
three stages has a larger variation than one stage. This indicates that the
increase of stages might increase the variation of the individual processing
rate on the data consumers.
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Chapter 5

A Decoupling Model
In this chapter and in Paper 3 [123], we propose a decoupling model that
separates general operations onto groups of processes and enables a streaming processing paradigm among the groups. Section 5.2 motivates the importance of mitigating process imbalance in HPC applications. Section 5.3
defines the decoupling model. Section 5.4 provides a performance model to
guide the selection of decoupled operations. In Section 5.5, we show how to
adopt of this model in HPC applications. In Section 5.6, we evaluate the
model by decoupling the reduce, particle communication, halo exchange and
I/O operations in a set of scientific and data-analytics applications.

5.1

Contributions

We made four main contributions. First, we propose a novel decoupling
model that supports decoupling general operations at the application level
and takes advantage of the streaming processing paradigm to mitigate the
imbalance. Second, we formalize a performance model to identify the key
factors of performance and to select operations that can benefit from decoupling at large-scale. Third, we show that the model can be easy adopted
in existing MPI applications. Finally, we show that decoupling appropriate
operations in data-analytics and scientific applications can bring promising
performance improvement on large-scale systems. Our results show that the
decoupling model can achieve up to 4× performance improvement on 8,192
processes of a Cray XC40 supercomputer. In all case studies, the decoupling
model shows a trend of increasing improvement with regard to the original
implementation as the problem scales.
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5.2

Motivation

Imbalance on large-scale parallel systems is statistically inevitable because
of the massive number of components and the various dynamic factors. With
extreme concurrency, even a small delay in one process can be prohibitively
expensive [18, 143]. When processes are imbalanced, the cost of moving
data among processes consists of the data transfer time and the idle time
when a process waits for its delayed communication peer [105, 128].
Our previous works [124, 128] have quantified the impact of imbalance
using both simulations and empirical experiments. We implement a LogP
Monte Carlo simulator to quantify the process imbalance, absorbed imbalance and post-barrier imbalance in large-scale HPC systems in [124]. We
also introduced a methodology to reconstruct the propagation of idle time
periods in MPI applications and performed experiments on three HPC systems with different hardware and software in [128]. The results indicate
that programming models for exascale computing should consider process
imbalance as a norm. One effective way of mitigating the impact of imbalance is to expose fine-grained asynchronous parallelism from applications
constructed in coarse synchronous models [18].
Our study of different synchronization algorithms also shows that when
each process has multiple communication peers, the algorithm can partially
or even fully hide the imbalance with communication [124]. Motivated by
these facts, we propose a decoupling model that use asynchronous finegrained data streams for data movement and mitigate the impact of process
imbalance by processing the first-available data streams from a group instead
of waiting for a specific communication peer.

5.3

A Stream-based Decoupling Model

We explore a decoupling model for the higher level of parallelism by separating the different operations onto different processes and pipelining them
to progress in parallel. This concept is similar to the instruction-level parallelism (ILP) on superscalar processors, where different execution units
concurrently work on independent data items.
Applications are comprised of coarse-grained tasks, such as computation, communication (i.e., aggregation and scheduling of messages), and I/O
operations. Each coarse-grained task has one dominating characteristic. In
traditional applications, these operations are performed in tightly connected
phases and executed sequentially on all processes. In our decoupling model,
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these phases run on separate groups of processes. A group of processes only
carry out one coarse-grained task. We adopt the data streams as a convenient way for asynchronous and fine-grained data flow between groups.
As different groups of processes perform different operations, multiple
operations can progress in parallel in a pipelined fashion. The dataflow
among groups allows each group to perform on the first available data without waiting for a particular communication peer. This helps reduce the
impact of the process imbalance in applications. When communication has
specific communication parties, delays on one party will directly impact the
other party, resulting in an idle period. When data flows from Pi (> 1)
processes in a group, it is more likely that at least one of the Pi processes
is not delayed than all Pi processes are delayed. This is can be proved with
statistical calculation if we assume the probability for a delay on a process is
X (0<X<1). The first scenario has a probability of 1−X Pi while the second
scenario has a probability of X Pi . Moreover, as operations are decoupled,
the programmers can apply application-specific knowledge to optimize the
operation further without involving all processes. For instance, they can use
a data aggregation scheme and data transfer scheduling on communicationintensive operations.
We illustrate an example application of the decoupling model in Figure 5.1. In this example, computation, communication, I/O, and dataanalytics operations within one application are performed by disjoint groups.

5.4

The Performance Model

We introduce a performance model in Eq. 5.1 that focuses on the pipelining,
imbalance absorption, complexity and overhead of the decoupled operations.
In this model, we assume there are two workloads W0 and W1 from two
operations Op0 and Op1 respectively. Assume Op1 is decoupled to a subset
of α · P processes (0 ≤ α ≤ 1). We define the effective pipeline between
Op0 and Op1 as the fraction of Op0 that is overlapped with Op1. Let β
denote the portion of Op0 without overlapping. Assume that a total of D
data is transferred between the two groups and that the data stream has a
granularity of S. Let o denote the overhead of the data flow among groups.
In total, decoupling Op1 imposes D
S · o overhead. Eq. 5.1.
Td = β(S) · [
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Figure 5.1: Decouple computation, communication, I/O and analytics operations in one application. The different groups are linked with data streams.

From Eq. 5.1, we note that in the worst case, where no pipeline (β = 1) is
enabled, the execution time equals to the sum of the two operations. In the
best case of a perfect pipeline (β = 0), the execution time only equals the
decoupled operation. We also note that β is a function of S as the finer grain
the stream element is, the higher pipelining that can be achieved. In summary, there are two main performance factors. First, the granularity of data
streams should balance the time for pipelining and overhead. Second, the
expected time of the decoupled operation (TW0 1 ) that can be aggressively optimized on the decoupled group, either with application-specific knowledge
or because its complexity decreases when moving to a smaller number of
processes.
Memory consumption in the decoupling approach is less than or equal
to the one in the conventional model. When a data stream reaches its
destination, it is either processed and discarded or buffered. The former
case is the most common scenario and the memory consumption is bound
to the granularity of data streams S, where S << D. In the latter case,
the memory consumption equals the total amount of transferred data D.
Overall, the decoupling strategy has an efficient memory cost compared to
the conventional model.
Ivy Bo Peng

48

CHAPTER 5. A DECOUPLING MODEL
We summarize five categories of operations that are suitable for decoupling. First, orthogonal operations with little data dependency because no
data flow is needed and the model benefits from pipelining these operations.
Second, operations with high complexities on large numbers of processes.
Third, operations with large execution time variance. The decoupling approach is designed to reduce process imbalance by using fine-grained data
flow among groups of processes. Fourth, operations that continuously generate data flow throughout the execution. Conventional applications create
bursty communication in the network while the network is idling between
stages. The decoupling approach evenly distributes the communication over
the execution and thus improves the utilization of the network. Finally, operations that can benefit from special-purpose computing units, i.e., large
memory compute nodes, nodes equipped with burst buffers, and special I/O
nodes.

5.5

Implementation in HPC Applications

In this section, we show that the decoupling model can be easily applied
in HPC applications with the interfaces in the MPIStream library. When
the programmer uses the library to decouple a selected operation, they can
reuse the large part of the application, which remains unchanged. This
incremental modification to the application requires much less effort than
refactoring the application to other programming models or languages. The
major functions of the MPIStream library are described in Chapter 3.
We demonstrate that HPC applications can be easily adapted into the
decoupling model through an example in Listing 5.1. The application has
two operations: calculation (Calculation()) and analysis of the workload
distribution on processes (analyze_workload()). The second operation is
common in the load balancing stage in applications [118, 119]. The application keeps carrying out these two operations until it meets the termination
criteria. In a conventional implementation, each process will perform these
two operations. In the decoupled implementation, we assign a majority
of processes to perform Calculation() and a small subset of processes to
analyze workload distribution.
Listing 5.1: A Simple Example of Decoupled Analysis
#include "MPIStream.h"
// a simple operation
void analyze_workload(Workload *in){
// find the distribution of workload on all processes
min_max_median(in);
}
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int main(int argc, char** argv){
//Initialize MPI
...
// establish a communication channel
MPIStream_Channel channel;
MPIStream_CreateChannel(is_data_producer,
is_data_consumer,MPI_COMM_WORLD,&channel);
// define the stream element
MPI_Datatype streamDatatype;
...
// define the decoupled operation
MPIStream_Operation operation(&analyze_workload);
// attach a data stream to the channel
MPIStream stream;
MPIStream_Attach(streamDatatype,operation,
&stream,&channel);
//both groups start progressing
if(is_data_producer){
//start computation
while(!done){
Calculation(&data);
if( hasWorkloadChanges )
MPIStream_Isend(&workload,&stream);
}
//terminate a data stream
MPIStream_Terminate(&stream);
}else if(is_data_consumer){
//start the decoupled operation
MPIStream_Operate(&stream);
}
// Finalize
MPIStream_FreeChannel(&channel);
// Finalize MPI
....
return 0;
}

The first step of decoupling operations is to setup the groups of processes
and then map subsets of operations to each group, indicated in line 912. The MPIStream_CreateChannel() function establishes a communication
channel among the different groups. The direction of the data flow among
groups is indicated through the is_data_producer and is_data_consumer parameters. The decoupled operation is attached to the data stream by the
MPIStream_Attach() function. In the example, the decoupled analyze_workload()
function calculates the minimum, maximum and median workload on all
processes that perform Calculation(). Note that finding these three simple
values requires three MPI reduction operations, which are often the bottleneck of scalability in large-scale applications. After the setup, the computation group and the analysis group exhibit different execution paths.
Computation group only performs computation and if there are changes in
their workload, they stream the information to the analysis group using the
MPIStream_Isend() function. At the same time, the analysis group continuously processes the analysis. After the computation group has indicated
the end of a data flow using MPIStream_Terminate(), both groups release the
resources by the MPIStream_FreeChannel() function.
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5.6

Evaluation

In this section, we present one case study of the decoupling model in particle
communication of a plasma simulation code, called iPIC3D [102]. iPIC3D
is a massively parallel Particle-in-Cell code for the simulations of space and
astrophysical plasmas [126, 129]. The original implementation is publicly
available3 . In Paper 3, we present three additional case studies including
map-reduce word processing, halo-exchange in a conjugate gradient solver,
and irregular collective I/O operations.
Particle communication is challenging because the number of particles to
receive and the sender of particles are irregular. This communication pattern
changes dynamically throughout execution. The original implementation
uses an optimized scheme that each process only forwards particles to its
six direct neighbor processes in the three dimensions. This step is repeated
until all particles have reached their destination. This approach reduces the
worst scenario to (DimX + DimY + DimZ ) forwarding steps, where DimX ,
DimY and DimZ are the number of processes in each dimension of the
Cartesian communicator.
We decouple the operation of particle communication to a separate group
of processes, denoted as the group G1 . The remaining processes form group
G0 to perform the calculation of particle trajectories as before. When processes in group G0 are updating the position of particles, if the new position
is outside the process subdomain, they stream out the particles to the group
G1 . Processes in group G1 handle the complexity of particle communication
internally. They keep processing the arrived particles on a first-come-firstserved basis. They aggregate the particles by their destination process and
then forward the aggregated particles to the destination process in only one
pass. Using the decoupling approach, each particle only requires a maximum of two steps to reach their destination, i.e., from group G0 to G1
and then backward. Execution trace of the original implementation and the
decoupled implementation is presented in Figure 5.2.
We evaluate our approach using the GEM challenge [20] on the Beskow
supercomputer1 , a Cray XC40 machine at KTH. We use the same total
number of processes and the same total workload for the decoupling approach and the original implementations. The experiments use approximately 2 × 109 particles on 8,192 processes. Figure 5.2 presents the average
and the standard deviation of execution time. The decoupling approach ex3

iPIC3D is available at https://bitbucket.org/bopkth/ipic3d-klm
Beskow Supercomputer at KTH https://www.pdc.kth.se/resources/computers/
beskow
1
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Figure 5.2: Weak scaling test of the particle communication in the iPIC3D
code using the original (white bars) and the decoupled implementations
(black bars) on the Cray XC40 testbed.
hibits better scalability compared to the original implementation. On 8,192
processes, the decoupling model achieved a 1.3× improvement. Also, the execution time of the decoupling approach remains nearly constant when the
system scales up. On the other hand, the original implementation shows an
increased execution time when the number of processes increases. This is
consistent with the bound of complexity in the two approaches. Moreover,
despite increased variance of particles on a large number of processes, the
near constant execution time indicates that the decoupling approach can
effectively reduce the impact of imbalance.
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Data Streams in HPC
Applications
In Chapter 3, we have introduced our implementation of a streaming model
on supercomputers in the MPIStream library. In Chapter 4, we proposed
two sets of general metrics for characterizing streaming performance. In this
chapter and in Paper 6 [122], we present concrete uses cases of the streaming
model in HPC applications. We begin with Section 6.2 that describes the
two ways of applying the streaming model in applications. In Section 6.3,
we summarise the advantages of the streaming model for data-intensive applications. In Section 6.4, we present a use case of enabling a Map-reduce
application that processes text. In Section 6.5, we couple two applications,
one of which mimics an LHC instrumentation experiment and the other one
acts as an online machine-learning classifier.

6.1

Contributions

We propose two general ways of using the streaming model to support dataintensive applications on supercomputers. First, we show that the popular
data-analytics MapReduce framework can be implemented by using data
streams for decoupling operations. Second, we show that separate HPC applications can be coupled with data streams. In this way, it is feasible to
achieve realtime processing of the instrumentation datasets on supercomputers.
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6.2

Coupling and Decoupling with Streams

There are two main ways of using the streaming library in HPC applications. First, as shown in Chapter 5, we have demonstrated that the library
can be used for decoupling operations within an application. Second, we
will show in a skeleton code in Listing 6.1 that the library can be used to
couple multiple separate applications. In this way, each application can act
as either a data producer or consumer. In addition to their usual simulation/operations, the applications acting as data producer can stream out
data to other applications as soon as partial results are ready.
Listing 6.1 presents the skeleton code for coupling an application on the
left panel (a) with an application on the right panel (b). Initially, all the
processes create a communication channel with MPIStream_CreateChannel
and define a parallel stream in that channel with MPIStream_Attach. During the execution, the application on the left continues streaming out stream
elements with MPIStream_Send. The application on the right performs computation on the incoming stream elements with MPIStream_Operate. The
operation to be performed on the MPI streams are defined as call-back functions: (setup is the initialisation operation, onlineFilter is the intermediate operation for processing streams and finalize is called at finalization.
When a data producer finishes sending all of its data, it signals the termination of the stream with MPIStream_Terminate.
The coupling usage can be used to support multi-physics frameworks
that use different physical models. For instance, when simulating space
plasmas in planetary magnetospheres, plasma kinetic models that are computationally expensive can be solved in small spatial regions and coupled
with a fluid model that provides the global evolution of the system [160].
Another example is the coupling of an HPC application with an in-situ data
analytics and visualization application. In this case a main application carries on computations and streams out data asynchronously to an application
that performs on-line analysis.

6.3

Emerging Workloads

In Section 2.1.3, we have shown that applications on supercomputers are
evolving. New classes of HPC applications have emerged in the last decade
with demands for both streaming and computing capabilities on supercomputers. Examples of such applications are applications that require on-line
processing of large data sets from experiments [141], such as Large Hadron
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#include "MPIStream.h"
int main(int argc, char** argv)
{
int myrank, nprocs;
MPI_Comm my_comm;
MPI_Init(&argc, &argv);
//indicate the process is a data
producer
int is_data_producer = 1;
int is_data_consumer = 0;
// 1. establish a communication channel
MPIStream_Channel channel;
MPIStream_CreateChannel(is_data_producer,
is_data_consumer,
MPI_COMM_WORLD,
&channel);
myrank
= channel.ProducerRank;
my_comm = channel.StreamProducerComm;
nprocs
= channel.ProducerSize;

#include "MPIStream.h"
// user-defined operations on streams
void setup()
{ ... }
void onlineFilter(void *in)
{ ... }
void finalize()
{ ... }
int main(int argc, char** argv)
{
int myrank, nprocs;
MPI_Comm my_comm;
MPI_Init(&argc, &argv);
//indicate the process is a data
producer
int is_data_producer = 0;
int is_data_consumer =1;
// 1. establish a communication channel
MPIStream_Channel channel;
MPIStream_CreateChannel(is_data_producer,
is_data_consumer,
MPI_COMM_WORLD,
&channel);
myrank
= channel.ConsumerRank;
my_comm = channel.StreamConsumerComm;
nprocs
= channel.ConsumerSize;

// 2. specify the structure of data
streams
MPI_Datatype streamDatatype;
MPI_Type_contiguous(10,MPI_INT,&streamDatatype);
MPI_Type_commit(&streamDatatype);
// 3. attach the specified operation
to a parallel stream
//
null operation on data producer
MPIStream stream;
MPIStream_Attach(streamDatatype,
NULL,
&stream,&channel);

// 2. specify the structure of data
streams
MPI_Datatype streamDatatype;
MPI_Type_contiguous(10,MPI_INT,&streamDatatype);
MPI_Type_commit(&streamDatatype);
// 3. specify the data processing
routines
MPIStream_Operation operation;
operation.init_func = &setup;
operation.proc_func = &onlineFilter;
operation.term_func = &finalize;
operation.bg_func = NULL;

//4. Start the usual simulation
while(!done){
...//computation
...
...
if(needed)
MPIStream_Send(&data,&stream);
}

// 4. attach the specified operation
to a parallel stream
MPIStream stream;
MPIStream_Attach(streamDatatype,
&operation,
&stream,&channel);

//5. Finalize
MPIStream_Terminate(&stream);
MPIStream_FreeChannel(&channel);
MPI_Finalize();
return 0;
}

// 5. start processing the data
MPIStream_Operate(&stream);

(a) MPI data producer application.

// 6. Finalize
MPIStream_FreeChannel(&channel);
MPI_Finalize();
return 0;
}

(b) MPI data consumer application.

Listing 6.1: Coupling data producer and consumer applications with the
MPIStream library in MPMD fashion.
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Collider (LHC) [131], Square Kilometer Array (SKA) [24], Large Synoptic
Survey Telescope (LLST) [161] and the Laser Interferometer GravitationalWave Observatory (LIGO) [5]. All these infrastructures have high data rates
and will provide even higher data rates. SKA[24] is estimated to reach 10
PB/s, which can drain the entire memory of supercomputers if data is not
being filtered in time. Handling such large data volumes requires on-the-fly
extraction of interesting data (signal) and concurrently disregarding the uninteresting data (background), which is the essence of streaming computing.
Streaming computing provides several advantages for such applications.
First, the data source could be flexible. The data may come from largescale experiments, such as LHC, or the results of large-scale simulations.
Second, the data can be processed in real time by streaming directly to data
analytics processes. Third, the streaming model bypasses the file systems.
This drastically improves the performance bottleneck of I/O operations as
well the energy cost due to data movement. As the data producer and consumer applications are often independent programs, instead of integrating
them into one application, it is more flexible to provide a streaming coupling
capability to connect these applications at runtime with MPI streams.

6.4

A MapReduce Application

We first show an implementation of a MapReduce application. MapReduce is one of the most popular programming models in processing massive
datasets [37]. In this model, the user needs to specify a map task and
a reduce task. Previous works on supporting MapReduce in MPI either
provide a specific library for this model [135] or explore collective communication in MPI for the reduce operation [66]. Using data streams to
implement a MapReduce application, we show that map and reduce tasks
can be pipelined with a limited requirement for memory.
The example MapReduce application consists of three groups. First, one
group of processes retrieve data from the file system. This group of processes
then maps each input key-value pair < Ki , Vi > to output < Ko , Vo >
according to a user-defined map function. At the same time, the reduce
task is pipelined as soon as some mapped key-value pairs are generated.
A streaming MapReduce application can relax the requirement on memory
because data is discarded as soon as the reduce processes process the data.
In this example, there are two levels of reduce processes. In the general
case, there could be multiple levels of reduce processes in a tree topology as
shown in Section 4.3.
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Figure 6.2: A weak scaling test of a streaming MapReduce program counting
word frequency in 100 poems up to 1,024 cores on Beskow.

We evaluate the performance with a MapReduce program that discovers
the frequency of words in a collection of poems [136]. Each map process
reads from 100 poems and builds input sets from all words. The reduce
processes continue receiving the key-value pairs that are streamed out by
the map processes. We use the support for hash map from the C++ Standard
Template Library (STL) to store and to accumulate distinct keys in the
streaming MapReduce code. Figure 6.2 presents the scaling test results of
the processing rate (grey bars) and execution time (black line) on the Beskow
supercomputer. The aggregated processing rate with 32 map processes, is
approximately 15 million words per second and scales to 73 million words
per second with 1,024 map processes.

6.5

Coupling LHC with an Online Classifier

Particle physics uncovers the fundamental laws in the universe. LHC experiments are an effective approach to understanding these laws. The experiments accelerate particles to very high energies, let them collide with
each other, and then analyze the products of these collisions. These experiments generate an enormous amount of data because millions of collisions
could happen within one second and each collision event generates over ten
MB data. In fact, the volume of experiment data exceeds 30 PB even after
filtering out 99% of the events [3].
Recently, machine learning is used to process the data [10]. Given a sufficiently trained machine learning program, an input event should be classified
as interesting (signal) or not (background) with high accuracy in reasonable
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Figure 6.3: Coupling LHC detector with an event classification program on
supercomputers.

time. Ideally, when the LHC sensor detects an event during the experiment,
it sends the measurement of a list of event attributes to the classification
program for real-time processing. Different from the decoupling model in
Chaper 5, we use streams for coupling the experiment detectors with an
event classification application, as illustrated in Figure 6.3.
In this implementation, we define a stream element as a data structure
that consists of all measured attributes. The event streams are indicated by
the small boxes in Figure 6.3. To handle the high throughput of the events
at runtime, the event classification program is distributed among a group
of MPI processes. These compute processes classify the events streamed
out from the detector on-the-fly. When an event arrives on a classification
program, it will be discarded if it is classified as a background event or saved
for future analysis if it is classified as a signal event.
We evaluate the performance with a realistic dataset downloaded from
the data portal of the Center for Machine Learning and Intelligent Systems [36]. This dataset was generated from the official ATLAS full-detector
simulation. In this test, we chose a data set that consists of 11 million events
and in which each entry has 28 attributes. In total, there are 5,829,123 signal
events to be detected in this dataset. We setup two groups of processes, one
mimicking experiment sensors (called sensor) and the other group classifying event data (called classifier). The sensor processes use MPI collective
I/O to read data collectively. The classifier processes keep on receiving event
streams from sensors, discard background events on-the-fly and save signal
events. With 200 processes, the program achieves over a million events per
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second, which is the number of events that could be detected per second. On
1,000 processes, the processing rate scales to 2.2 million events per second.
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Chapter 7

Emerging
Heterogeneous-Memory
Supercomputers
The memory system directly impacts the performance of data movement
on HPC systems. While the performance of computing systems has scaled
almost exponentially in the past two decades, the performance gap between
microprocessors and memory systems is also growing exponentially [22].
Moving data from the memory system to the computing units has become
the performance bottleneck of many HPC applications. The second part of
this work focuses on data movement from memory systems.
Dynamic random access memory (DRAM) has been the dominant memory technology for supercomputers. This is because DRAM has well-balanced
features in performance, cost, and capacity. Till today’s petascale supercomputers, the memory systems of a supercomputer is fairly homogeneous, with
the major part implemented in DRAM. However, the scaling of the memory density in DRAM has been slowing down to a point where a hard stop
is expected due to several challenges in power, density, manufacture, and
resilience [82, 88, 100]. It has been estimated that by 2024 DRAM technology will saturate at the 32Gbit level [142]. Besides the physical limitation
of shrinking memory cells below nanometer, some side effects due to the
reduced cell area can even amortize the benefits of higher density. For instance, when the memory cell is small, the distance between adjacent cells
becomes so small that one cell could disturb the other, causing soft errors
like bit-flips. Also, the high cost of manufacturing high-aspect ratio cells
reduces the vendor’s incentive.
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New memory technologies that can complement the features of DRAM
in performance, density, cost or non-volatility, are attracting increasing attention. In Section 7.1 and 7.2, we introduce two areas of new memory
technologies that are employed on next-generation supercomputers. In Section 7.3, we explain the characteristics and the challenges of data movement
on emerging heterogeneous-memory supercomputers.

7.1

Non-volatile Memories

Non-Volatile memories (NVM) are considered a promising alternative to
DRAM for main memory and to HDD for storage [110]. NVM does not
require refresh power to retain data as required by DRAM. Thus, it can
support better power and energy efficiency. NVM has higher density and
lower cost per bit compared to DRAM so that they can implement large
memory capacity in a small area and at low cost. Compared to HDD, NVM
can be several orders of magnitude faster for storing data and thus a good
candidate for secondary storage. Depending on how NVM is connected to
the computing system, NVM can be categorized into two classes.
The first class of NVM refers to the new generations of SSD that are
connected to Peripheral Component Interconnect Express (PCIe) through
the NVMe protocol. Currently, PCIe 3.0 can deliver a bandwidth of 8 gigatransfers per second (GT/s) that is close to 1 GB/s per lane while PCIe 4.0
to be delivered in 2017 is estimated to deliver 16 GT/s. The access latency of
NVMe SSD is in the order of microsecond (µs) and the capacity can reach
4 - 8 TB. The NVMe SSD can effectively bridge the gap between main
memory and HDD storage, supporting data persistence in high performance
at low cost. The Summit pre-exascale supercomputer will be equipped with
this type of NVM to augment the memory capacity of compute nodes. New
programming systems are proposed to exploit the performance of such NVM
without extra burden to the programmers [39, 81, 168].
The second class of NVM is used in dual in-line memory module (DIMM),
i.e., NVDIMM. Data access is through the memory controller on the DDR4
interface so that it supports byte-addressable data access. Thus, it is considered as a promising approach for implementing main memory. Three new
technologies, Phase-Change Memory (PCM), Spin-Transfer Torque RAM
(STT-RAM) and Resistive Random-Access Memory (ReRAM, memristors),
are growing in popularity [75, 84, 179]. However, compared to DRAM,
NVRAM has longer access latency and lower memory bandwidth, asymmetric read/write bandwidth, and limited endurance. We compare the characIvy Bo Peng
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Table 7.1: Performance characteristics of DRA, STT-RAM, PCRAM,
ReRAM, and NAND Flash [8, 42, 57, 86, 142, 177]
Density(F 2 )
Read Latency (ns)
Write Latency (ns)
Endurance (cycles)
Energy/bit (pJ 2 )
Standby Power
Persistence
Byte-addressable

DRAM
6 ∼ 12
10
10
> 1016
2∼4
Refresh Current
No
Yes

PCM
4 ∼ 16
10 ∼ 50
50 ∼ 500
> 1010
2 ∼ 100
None
Yes
Yes

STT-RAM
20 ∼ 60
10 ∼ 35
10 ∼ 90
> 1015
0.1 ∼ 1
None
Yes
Yes

ReRAM
<4
< 10
20 ∼ 30
> 108
0.1 ∼ 3
None
Yes
Yes

NAND
1∼4
105
105
> 104
101 ∼ 104
None
Yes
No

teristics of the common non-volatile memories and DRAM in Table 7.1. As
a result, NVM often comes with a small portion of DRAM for mitigating
the performance degradation.

7.2

3D-Stacked Memories

3D-stacked memories employ novel fabrication approaches, 3D-stacking, a
re-designed circuit and interface to achieve faster data transfers and better power efficiency [87, 117]. 3D-stacked DRAM, such as Multi-channel
DRAM (MCDRAM) in the Intel’s Knights Landing processor, stacks multiple DRAM semiconductor dies on top of each other and uses ThroughSilicon-Vias (TSV) for communication [97]. 3D-Xpoint technology from
Intel and Micron stacks NVM (SSDs) for higher bandwidth than traditional
storage devices [23]. Wide-I/O (WIO) [72] and Wide-I/O 2 (WIO2) [73] operate at low frequency and use a large count of I/O pins and a1024-bit wide
memory bus to achieve high bandwidth at low power consumption. They
are designed for stacking on SoCs, such as mobile devices and embedded
systems.
The 3D topology enables higher density and higher memory bandwidth
compared to the conventional 2D layout. 3D-stacked DRAM is used to
implement high-bandwidth memory (HBM) as the most significant performance benefit of 3D-Stack memory is the largely increased bandwidth instead of latency [31]. State-of-art processors and accelerators, such as the
Intel KNL (co-)processor, Nvidia Volta GPU, and AMD Fiji GPU, feature
HBM [56, 145]. The Intel Optane SSD released in 2017 is the first product
employing 3D-Xpoint technology. However, due to the high cost, currently
stacked memories are often deployed in small quantities, which is insufficient
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for the large data sets in HPC applications.
As memory technologies are under rapid development, there are growing
interests in exploring the design space of novel memory architectures. For
instance, the existing simulators or emulators for memory are mostly for
the 2D design. New tools and techniques that support 3D-stacking designs
and multiple memory technologies become necessary as it is important to
assess the advantages or shortcomings of future architecture that does not
yet exist [111, 137].

7.3

Heterogenous Memory Systems

Heterogenous memory systems are becoming more common because no single new memory technology can meet all requirements of exascale supercomputers and HPC applications. The memory systems are shifting from
homogeneous systems to heterogeneous systems, with multiple technologies
such as HBM, NVM, and DRAM. Impacted by this architectural shift, DOE
pre-exascale supercomputers and other top-ranking supercomputers start
featuring heterogeneous memory [148, 150, 154, 155, 156]. For instance,
each node of the Summit supercomputer will feature 96 GB the secondgeneration HBM, 500 GB DRAM, and 800 GB NVM [156]. This new architecture further deepens the memory hierarchy and imposes new challenges
in optimizing data movement of applications.
HBM and NVM are often paired with DRAM due to the high cost of
HBM and the performance degradation of NVM. Common configurations
of a heterogeneous memory consist of small size fast memories and large
size slow memories. For instance, the Intel Knights Landing (KNL) processor features 8-16 GB on-chip HBM implemented with multi-channel DRAM
(MCDRAM) and (up to) 384 GB off-chip normal DRAM [146], where HBM
is the fast memory and DRAM is the slow memory. Similarly, several designs
for NVM-backed main memory use DRAM as a cache or a scratchpad to improve performance [138, 140, 179], where DRAM becomes the fast memory
and NVM is the slow memory.
Data moves between different memories on heterogenous memory systems. Effective data placement becomes critical for application performance.
Currently, both software-based and hardware-based data management on
HMS is attracting research interests [43, 138, 139, 144, 173]. The hardwarebased approaches are convenient for the programmer because minimal programming effort is required. However, as shown in Chaper 2, the characteristics of HPC applications are diverse and dynamic while modifications to the
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hardware are less flexible and more expensive. In this work, we mainly focus
on software-based techniques to optimize data movement on heterogeneous
memory systems.
Explicit data placement on heterogeneous memory systems can be challenging. Production HPC applications can use thousands of data objects on
a system comprised of two or more memory technologies. It is unrealistic to
rely on programmers to test all combinations of object-to-memory mappings
and to find the best configuration. Programmers will likely resort to automatic configurations or support from runtimes and tools to manage data
placement on heterogeneous memory systems. Recent research has explored
different software-based approaches, such as OS support, algorithm-directed
data placement, and tools, to help porting HPC applications onto emerging
systems [93, 140, 162, 174, 179]. The recent proposal to OpenMP 5.0 have
also included language support for managing different memories through
directive-based programming [11].
Another challenge in optimizing data movement for large-scale supercomputers comes from the lack of large-scale hardware. At the beginning of our work on heterogeneous memory, there was no accessible prototype system. Thus, we devised a methodology that emulates a large-scale
heterogeneous-memory supercomputer. We use this approach to evaluate
the impact of new memory systems on HPC applications. After that, hardware equipped with HBM and DRAM became available. We perform a case
study on the real hardware to explore the performance benefits and limitations. Finally, we devised an algorithm for data placement on such systems
and implement it in a platform-independent tool. This helps programmers
prepare applications on heterogeneous-memory supercomputers. In the remainder of this part, we introduce our contributions in each of these works.
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Chapter 8

The Impacts of HMS on
HPC Applications
As introduced in Chapter 2, next-generation supercomputers will feature
heterogeneous memory systems. Data movement on such systems needs to
interact with multiple memory technologies. In this chapter and in Paper
7 [127], we introduce an emulation methodology to evaluate the impact of
such systems on HPC applications. In Section 8.2, we show the importance
of evaluating realistic workloads on emulated systems and the limitations
of existing approaches. In Section 8.3, we describe our methodology for
emulating a uniform and a heterogeneous memory system. In Section 8.4,
we evaluate the performance of representative HPC applications on the two
systems. In Section 8.5, we identify three metrics from performance counters
to characterize HPC applications on emerging memory systems.

8.1

Contributions

There are three main contributions in this chapter. We provide the first
study of characterizing application performance on emerging heterogeneousmemory supercomputers. Second, we introduce a systematic approach to
emulate memory systems that consist of a small fast memory and a large
slow memory. Finally, we identify three metrics from hardware counters to
predict the trend of application performance on large-scale heterogeneous
memory systems. Our experimental results show that applications with irregular data access patterns and large memory footprints can directly benefit
from heterogeneous memory systems, showing up to 2.74 times performance
improvement. Applications with regular access patterns, moderate data
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locality, and computation can benefit when the system scales up. Computation intensive applications with good cache locality will sustain their
performance on the new systems.

8.2

Related Works

Currently, heterogenous memory systems are evolving fast but real hardware
is still not widely available. Simulation and emulation are two common
approaches for studying systems that are unavailable yet. Thus, recent
works on heterogeneous memory systems can be classified into these two
classes as follows:
Cycle-accurate Simulators can provide very accurate information.
Recent works in [109, 139, 179] use simulators for evaluating different systems designs, such as memory technologies, memory controllers and memory
layout. Other works, [33, 43, 63, 92, 140, 169], use simulators for evaluating
data management strategies on heterogeneous systems. However, simulators
generally require long execution time and are practical only for small-scale
systems, such as single-threaded executions or a single compute node. Thus,
only small benchmarks or partial execution of applications are used for the
evaluation.
Hardware and Software Emulators can provide functionally correct information through faster and larger-scale experiments than simulators. Hardware emulators are often implemented on accelerators, such as
FPGA [28]. Thus, their scale is limited by the size of the accelerator. Software emulators often use latency injection techniques, such as the operating
system (OS) device driver or user-level libraries [93, 163], to mimic the
memory access latency of some memory technologies. However, this approach introduces runtime overhead, which could even be larger than the
access time of some fast memories, such as embedded on-chip memories.
For this reason, these solutions are particularly effective for NVM memories
attached to the I/O bus [163].

8.3

A NUMA-Based Emulation Approach

The objective of our work is to evaluate the impact on HPC applications
when moving from today’s homogenous thin node towards heterogeneous fat
node architecture. A thin node architecture has a large number of compute
nodes, each of which has a small-size memory system implemented in one
technology. Data movement is mainly impacted by the memory hierarchy.
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Figure 8.1: UMS and HMS emulation. Dashed boxes represent the system
components in use; shaded components are not used in the experiments.
A fat node architecture has a smaller number of compute nodes, each of
which has a large-size memory system implemented in multiple technologies
and some parts of memory can be slower than others. Data movement is
impacted by the placement onto different memories.
For the abstraction of the two architectures, we represent thin-node supercomputers as systems equipped only with a “fast” memory and fat-node
supercomputers as systems equipped with a combination of a “fast” and a
“slow” memory. Under the same memory principle, we then consider two
system designs: a traditional Uniform-Memory System (UMS) equipped
with M GB of fast memory and an alternative Heterogenous-Memory System (HMS) equipped with αM GB of fast memory placed next to (1 − α)M
GB of slow memory. UMS represents the thin node architecture and HMS
represents the fat node architecture.
We use the Non-Uniform Memory Access (NUMA) domains on modern
computers to emulate the fast and slow memories in UMS and HMS designs.
In NUMA systems, memory is divided into several domains, and each core
can access its local memory with low latency and other remote memories
with a larger latency. Figure 8.1 illustrates a typical NUMA system. In this
example, the memory is divided into four NUMA domains. The 16 compute
cores are also divided into four groups, each of which resides on one NUMA
domain. Each core can access a local memory and three remote memories.
We assume that the memory in a UMS can be accessed at the same latency as the fast memory in an HMS. To achieve this, we use the “numactl”
utility to control data placement on the NUMA domains and bind the execution of applications only to the cores in the first NUMA domain. Figure 8.1a
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emulates a UMS. The shaded components, i.e., cores and NUMA domains,
are not used during the experiments. We only use the set of cores (0-3)
and their corresponding local memory (M 0). We execute our tests properly
binding application threads to these CPU cores. We enforce the allocation
of data structures in M0 through numactl –membind 0. Figure 8.1b emulates a UMS. We still use the same set of cores but allow cores to access
all available memories M 0-M 3. In this setup, M 0 acts as the fast memory,
while M 1-M 3 act as slow memories. We interleave the data allocation in
applications to these four NUMA domains through numactl –interleave
0-3.
For a fair comparison of the two systems, we follow the same memory
principle to have both systems provide the same total amount of memory.
As the UMS only uses one NUMA domain of each compute node, to have
the same amount of memory as the HMS, the UMS has four times as many
compute nodes as the HMS. Essentially, we are comparing the systems from
the perspective of a user who is interested in solving a specific problem that
requires a certain amount of memory.

8.4

Performance Impact of HMS

In this section, we present a quantitative comparison of the UMS and HMS
designs. We evaluate the performance of a set of scientific and data-analytics
applications on the two systems. Our application set includes two NAS parallel benchmarks [9], Fast Fourier Transform (FT) and Lower-Upper symmetric Gauss-Seidel (LU), one parallel preconditioned conjugate gradient
solver (HPCG [41]), two data-intensive applications, (Graph500 [153] and
the random access benchmark), and two real-world simulation applications,
a modular dynamic application LAMMPS [134] and a particle-in-cell code
GTC [49].
Our evaluation uses realistic large problems that stress the memory systems of an HPC system. To evaluate the scalability of applications, we
choose a mix of weak and strong scaling tests. For weak scaling applications, the input problem is chosen to use the available memory of all compute nodes. For instance, GTC and GUPS both use problems with over
1 TB memory footprint. For strong scaling applications, the input set is
chosen to exhaust the available memory in one HMS node, which is equal
to four UMS nodes. We performed our experiments on a 128-node HPC
system, each node equipped with two 16-core AMD Interlagos processors
and interconnected through the Mellanox ConnectX-2 InfiniBand network.
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Figure 8.2: The x axis indicates the number of processes on the HMS and
the UMS. Application performance per process is reported in red and blue
bars for the HMS and the UMS. The black line indicates HMS improvement
over UMS.

The experimental results show that the data-analytics applications, such
as Graph500 and GUPS, obtain the largest improvements when moving
from a UMS to an HMS. The HMS achieves up to 2.74 times improvement
for GUPS and up to 1.31 times improvement for Graph500 compared to
the UMS. Figure 8.2a presents the application performance of Graph500,
in TEPS, on the UMS and HMS as well as the obtained improvement on
the HMS. It shows that the UMS performs better at small scale (up to
128 processes). When the scale of the system is larger than 128 processes,
i.e., 16 UMS nodes or 4 HMS nodes, the performance on the HMS starts
outperforming UMS. This performance improvement on the HMS continues
increasing as the number of processes increases. The performance benefits on
the HMS are likely because of reduced data movement across compute nodes
when larger but fewer HMS nodes are used. Despite some data movement
within HMS nodes is slower if they need to access data placed on slow
memories, they are still considerably faster than accessing data placed on a
different compute node.
The three scientific benchmarks (NAS FT, LU, and HPCG) present a
similar trend in the scaling tests. In all cases, the performance on the HMS
compared to the UMS increases as the number of processes increases. At
the largest scale, the HMS achieves 1.13 times and 1.15 times improvements
for FT and LU respectively. Among them, FT starts benefiting from the
HMS much earlier than LU. As shown in Figure 8.2b, the performance of LU
on the HMS only starts outperforming the UMS at 8 nodes (64 processes).
This is likely because LU is compute-intensive and exhibits regular patterns
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Table 8.1: Application Classification
Application
GUPS
Graph500
FT
LU
LAMMPS
GTC
HPCG

Regularity
Irr.
Irr.
Irr.
Reg.
Reg.
Reg.
Reg.

Locality
Poor
Fair
Fair
Fair
Good
Good
Poor

CPU Intensity
Low
Med
Med
Med
High
High
Low

Max Improv.
2.74x
1.31x
1.13x
1.15x
0.99x
0.99x
0.72x

and good locality. Thus it is more sensitive to computing capability than
memory system at the small scale. At large scale, the cost of data movement
across compute nodes increases and starts playing an important part in
performance.
The two real-life applications, LAMMPS and GTC, have been extensively optimized for contemporary UMS supercomputers. Their performance
results show that these two classes of applications perform almost equally
on the HMS and UMS. Both applications demonstrate good scalability on
both systems with HMS showing less than 2% and 5% performance degradation for LAMMPS and GTC respectively. This indicates the new memory
architecture will continue to sustain the performance of similar HPC applications.

8.5

Key Performance Metrics

In this section, we identify three application characteristics that are critical
for the performance on an HMS at large-scale: irregularity, memory locality,
and CPU intensity. We calculate these three metrics from performance
counters that are available on most modern computers. This classification
and the collected metrics can be used to estimate the impact of using hybridmemory solutions on general HPC applications.
We classify the tested applications by their sensitivity to memory hierarchy and correlate this information to the maximum improvement observed
in Section 8.4.We calculate the three metrics from the performance counters
collected by the Linux perf tool. Table 8.1 highlights the applications that
benefit the most from hybrid-memory systems and their key characteristics
in order of importance.
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We define high Irregularity as a high percentage of front-end stall cycles
accompanied with reduced memory prefetching activity. Front-end stall cycles indicate there is data dependency such that one or more of the operands
of the scheduled instruction is not available. Modern out-of-order processors
with data pre-fetchers have greatly reduced the amount of time in resolving
data dependencies. However, if applications have irregular access patterns
that cannot be identified by the pre-fetcher, or the memory address to be
accessed depends on the result from previous instructions, the pre-fetcher
cannot predict the memory addresses and has low activity. In this case, the
processor will stall at the front-end.
The cost of data movement in applications with high irregularity cannot
be effectively overlapped with computation due to the data dependency.
For HPC applications, the data movement across compute nodes is more
expensive (in µs) than across the memory hierarchy of one compute node
(in ns). GUPS, Graph500, and FT show a large percentage of front-end stall
cycles and a relatively low level of pre-fetching activity. They benefit the
most from the HMS as shown in Table 8.1. Thus, we consider irregularity as
the primary factor that determines the application benefits on a large-scale
HMS.
We derive data locality from the number of last-level cache misses per
load instruction and CPU intensity from the number of instructions per
memory transfer. Applications with high last-level cache misses per load
have poor data locality because most of their load operations need to move
data from the main memory. Thus, their performance is more sensitive
to data movement. Applications with high CPU intensity are bound by
the computing power while applications with low CPU intensity are more
memory-intensive and particularly sensitive to memory latency and bandwidth. We combine data locality and CPU intensity together to determine
the application’s sensitivity to memory systems.
The cost of data movement is impactful to those applications with low
CPU intensity and low data locality. We note that a regular application
could fall in this category if the data in the cache is not effectively reused.
As shown Table 8.1, applications that are neither CPU intensive nor have
good data locality, such as FT and LU, can benefit from an HMS on a largescale system. Applications with high CPU intensity and good data locality,
such as GTC and LAMMPS, are not sensitive to the memory system. If
an application does not belong to either of these two classifications, such as
HPCG, we cannot directly predict its performance on large system. In our
experiments, HPCG shows lower performance on the HMS with regard to
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UMS at all tested scale but this gap decreases as the system scale increases.
However, HPCG has not reached the crossover point where the HMS starts
to outperform the UMS on the largest emulated system.
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Chapter 9

Data Placement on an
HBM-DRAM System
In the previous chapter, we use an emulation approach to evaluate the performance impact of heterogenous-memory supercomputers on HPC applications. In this chapter and in Paper 8 [120], we evaluate real hardware that
features HBM and DRAM memories. In section 9.2, we outline the architecture of the KNL processor with the focus on its heterogeneous memory
subsystem. In Section 9.3, we benchmark the bandwidth and latency when
accessing data placed on different memories. In Section 9.4, we identify
three performance factors that are important for HPC applications exploiting similar memory systems.

9.1

Contributions

There are three main contributions in this chapter. First, we provide a
timely evaluation of a heterogeneous memory system that is expected to
appear on pre-exascale supercomputers. Second, we find the default usage
of HBM on a KNL processor could lead to sub-optimal performance of HPC
applications. Finally, we identified problem size, access pattern and multithreading as the key factors for an HPC application to use the memory
system efficiently. Our results show that applications with regular memory
access benefit from direct data placement on HBM, achieving up to 3× performance compared to placement on DRAM. On the contrary, applications
with random memory access pattern could suffer from performance degradation when using HBM in the default cache mode.Such applications need
to use additional hardware threads to hide the high latency of HBM.
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Figure 9.1: Layout of different memories on KNL. The grid indicates the
Intel mesh of tiles. Each tile consists of two cores sharing a 1-MB L2 cache.
MCDRAM is integrated on-package while DRAM is off-package and connected by six DDR4 channels.

9.2

Data Placement on the KNL Processor

The Intel KNL processor is a many-core processor that consists of 36 Intel
tiles with two cores sharing one tile. Each core can support four hardware
threads. These tiles are connected through an Intel mesh on-chip network.
A detailed description of the Intel KNL processor can be found in the literature [145]. The memory system is comprised of two memory technologies: HBM backed by on-chip 3D-stacked MCDRAM and normal off-chip
DRAM. We illustrate the layout of KNL main memory in Figure 9.1. Each
computing core has a private 32KB L1 cache. Each tile consists of the two
computing cores that share a 1-MB L2 cache. The L2 cache of these tiles
is maintained coherent by a distributed tag directory implemented with a
MESIF protocol.
HBM can be configured in three modes: cache, flat or hybrid.
Cache: The default mode is cache mode, where HBM is used as the lastlevel cache (i.e., L3 cache) to DRAM. HBM is managed by the hardware so
that it is transparent to users and OS.
Flat: In this mode, HBM works side-by-side with DRAM. Together, they
form a heterogeneous main memory. This mode requires the programmer
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Figure 9.2: Measured memory bandwidth and latency under different memory configurations using one thread per core.
to explicitly control data placement. The programmer can either call an
HBM-aware memory management library, e.g., memkind or use numactl to
control data placement.
Hybrid: The last memory mode is the hybrid of the previous two modes.
The partition of HBM in the two modes is configurable in the BIOS.

9.3

Characteristics of the HBM-DRAM Memory

In this section, we characterize the performance of the memory subsystem
under different configurations. We use the STREAM benchmark [106] to
measure the sustainable memory bandwidth and the TinyMemBench [159]
to measure the dual random read latency. Their results are presented in
Figure 9.2.
The HBM in flat mode can deliver 4 times the bandwidth of DRAM.
Compared to DRAM and cache mode, HBM is more sensitive to the number
of hardware threads per core in use. However, using HBM in the default
cache mode results in 21% lower bandwidth than flat mode. As shown in
Figure 9.2a, DRAM achieves a maximum of 77 GB/s bandwidth while HBM
reaches a maximum of 330 GB/s (one thread) and 411 GB/s (two threads).
The bandwidth of the default cache mode largely depends on the data size
and only achieves a peak performance of 260 GB/s. When the input set is
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Figure 9.3: Application performance in different memory modes varying
the problem size. Evaluation is based on single-node execution using 64
OpenMP threads. No measurements for HBM in flat mode (red bar) when
the problem size exceeds its capacity.
larger than 22.8 GB, cache mode even performs lower than DRAM. This
result shows that as the easiest way of using HBM, cache mode could suffer
from the overhead of a caching protocol that hinders the real advantage of
HBM. When the data size is much larger than HBM size, the direct mapping
scheme of the HBM cache protocol could even result in lower performance
than DRAM. The dashed lines in Figure 9.2a show that using two hardware
threads per core achieves 1.27× the bandwidth measured with only one
hardware thread per core on HBM on all block sizes.
HBM also presents about ∼ 18% higher latency than DRAM. We use
TinyMemBench [159] to measure the read latency of two concurrent random accesses (dual read latency) to an allocated buffer. We use a buffer
larger than L1 cache and exclude L1 latency from the measurements. The
results are reported in Figure 9.2b. The results are consistent with previous
work [108].

9.4

Key Factors for Placing Data on KNL

In this section, we quantify the impact of different data placement on the
HBM-DRAM main memory in HPC applications. We stress the memory
system with large size problems. We use a set of kernels (DGEMM and
GUPS), DOE proxy applications (MiniFE [64] and XSBench [176]), and
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data analytics workload (Graph500 [153]). We found three main factors
that impact application performance with different memory modes: data
size, dominant memory access pattern and the number of hardware threads
per core.
Data Size determines the feasibility of placing data on HBM and the
overhead of using HBM as cache to DRAM. As shown in Figure 9.2a, the
default cache mode only has advantage when the data size is larger than
HBM but smaller than 1.25x the HBM size. When the data size increases,
the overhead of managing HBM as a last-level cache may be higher than
the benefit of data-reuse in some applications. When the problem size fits
in HBM, the optimal configuration for applications with regular access is
to use flat mode and allocate data only in HBM. When the problem size
is not containable in HBM, cache mode can support higher performance
than DRAM but the advantage decreases as the problem size increases. For
instance, in MiniFE (Figure 9.3a), the improvement from cache mode drops
to 1.05× when the problem size is nearly 2x HBM.
Access Pattern determines the sensitivity of an application to bandwidth and latency. Figure 9.2b shows that accessing data placed in HBM
has higher latency than data placed on DRAM. The default cache mode add
additional overhead to HBM, resulting in the worst latency. Applications
with regular data access, such as DGEMM and MiniFE, are mostly limited
by memory bandwidth, thus they benefit considerably from HBM. These
applications achieved 2× and 3× improvement when using HBM compared
to solely using DRAM. Applications with random memory access, such as
GUPS, Graph500 and XSBench (Figure 9.3b), are largely affected by the
memory latency. They show better performance by binding data in DRAM
instead of HBM when using one thread per core.
Modern processors use multiple Hardware Threads per core to improve throughput. Hardware threads that are waiting for resources are
temporarily parked while the processor core fetches instructions from another hardware thread. We observe a 1.7× performance improvement when
moving from 64 (one hardware thread/core) to 192 (three hardware threads/core) hardware threads for both DGEMM and MiniFE on HBM. XSBench
reaches the highest performance (2.5×) by using 256 threads in HBM and
in cache mode, while the DRAM configuration achieves 1.5× performance
compared to execution with one thread/core. For Graph500, all three memory configurations achieve 1.5× performance when using multiple hardware
threads. These results indicate memory-bound applications can significantly
benefit from multi-threading, both in HBM and DRAM configurations.
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Chapter 10

A Data Placement
Algorithm for HMS
In the previous two chapters, we have quantified the impact of large-scale
heterogeneous memory systems on HPC applications using emulation and
then performed a case study on a real hardware featuring HBM and DRAM
memories. In this chapter and in Paper 9 [121], we propose a data placement algorithm for memory systems comprised of fast and slow memories.
This chapter focuses on the cost of data movement from the various memories in the memory subsystem to the compute subsystem. In Section 10.2,
we summarize the current work on heterogeneous memory systems. In Section 10.3, we first introduce the preliminaries and then explain the algorithm
in detail. In Section 10.4, we describe the implementation of the algorithm
into a tool called RTHMS to support programmers porting applications.
In Section 10.5, we evaluate the tool and the algorithm in a set of HPC
applications on a KNL testbed.

10.1

Contributions

We make three main contributions in this chapter. First, we propose an
extensive set of rules for deciding the data placement of a single data object
in a heterogeneous memory system. Second, we consider the interaction
of the data objects inside an application and try to maximize the usage of
the small fast memory by taking the temporal lifespan into consideration.
Third, we provide an implementation of the algorithm into an architectureindependent tool to provide programmers with direct recommendations on
the source code. Finally, we evaluate the performance of the tool using
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a variety of applications with representative workloads and show that the
tool can either outperform or match the best manual allocations on real
heterogeneous-memory hardware.

10.2

Related Work

Common configurations of a heterogeneous memory consist of small size
fast memories and large size slow memories. New memory technologies,
such as HBM and NVM, are often paired with conventional DRAM due to
the high cost of HBM and the slow speed of NVM. For instance, several designs for NVM-backed main memory use DRAM as a cache or a scratchpad
to improve performance [138, 140, 179]. Recent work has shown that efficient data placement can bring performance improvement to systems with
heterogeneous memories compared to traditional cache-based systems when
application data is optimally placed [1, 127]. However, work on providing
guidance for data placement to the programmer is still in the early stages
as hybrid memory systems are emerging.
Wang, et al. [167] proposes design guidelines for performance and energy
efficiency on DRAM-PCM hybrid memories, specifically for GPU systems.
Dulloor, et al. [43] designs a profiling tool that analyzes memory traces of
an application and provides hints about data placement between NVM and
DRAM. Wu, et al. [174] has explored an algorithm-directed approach to
optimize data placement for specific algorithms and applications. Khaldi,
et al. [80] employs compiler-based static analysis to identify data structures
that can benefit from high-bandwidth memories and automatically replace
the data allocation routine with the memkind library. Shen, et al. [144]
proposes a binary-instrumentation tool that uses offline profiling to decide
data placement in a system consisting of an off-chip DRAM and an on-chip
SRAM (scratch-pad memory). These works often target a specific memory
technology or a specific use case, such as FFT and CG. They do not take
the temporal aspect of memory allocation into consideration. Also, the evaluated problems are small and are not representative of realistic workloads
running on supercomputers. As shown in our experimental results, the use
of temporal information regarding memory allocation leads to more effective
memory allocation, which results in higher performance.
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10.3

A Data Placement Algorithm

The algorithm consists of two main phases. In the first phase, we evaluate
the placement of each data object independently and assign a score to each
mapping of the object onto one memory available in the system. A positive
score indicates that storing the data object on that memory would bring performance benefits. A negative score indicates that the memory might result
in performance degradation to that data object. A neutral score indicates
that the cost instead of performance of memory is the main consideration
for selecting placement. In the second phase, we analyze all the data objects
in the application by comparing their impact to the performance and their
interaction during the execution.

10.3.1

Preliminaries

We define data objects, interchangeable with memory objects, as a segment
of contiguous memory space allocated for a data structure, e.g., statically
allocated or dynamically allocated variables in applications. In this algorithm, the granularity of data placement is per data object. We assume
that an application allocates N data objects oi (i=0, .., N -1) and the memory subsystem features M different memory technologies mj (j=0, .., M -1).
We define pattern(oi ) ∈ {regular, irregular, mixed} as the memory access pattern for object oi . The number of write, read, and total memory
accesses to object oi are denoted with w(oi ), r(oi ), and ta(oi ) respectively.
size(oi ) and wr(oi ) indicate the size and the write/read ratio for oi . Additionally, we define a few utility functions: threads(oi ), hwthread(oi ), and
intensity(oi ) ∈ {computing, memory}. threads(oi ) and hwthread(oi ) represent the number of threads or hardware threads/cores that simultaneously
access the object oi . intensity(oi ) indicates whether object oi has high computing intensity, i.e., a large number of operations per transferred byte. The
memory mj is characterized with bw(mj ), lt(mj ) and size(mj ), denoting the
memory bandwidth (in bytes/second), the access latency (the time required
to transfer one byte from the memory) and its size, respectively.
We consider a system with two different memory technologies, a FAST
and a SLOW memory. This is a common configuration of heterogeneous
memory systems. For instance, the Intel Knights Landing (KNL) processor
features 8-16 GB on-chip HBM and 384 GB off-chip DRAM [146]. Similarly, several hardware designs for NVM-backed main memory use DRAM
as a cache or a scratchpad to improve performance [138, 140, 179]. We also
assume heterogeneity in bandwidth and latency such that bw(F AST ) >
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Table 10.1: Rules for placing a single data object (1=Preferred, 0=Neutral,
-1=Penalty)
Seq

Rule

R1
R2
R3
R4
R5
R6
R7
R8

thread(oi ) = 1
intensity(oi ) = computing (ops/data moved > α)
size(oi ) < size(LLC)
pattern(oi ) = regular ∧ size(oi ) < size(F AST )
pattern(oi ) = regular ∧ size(F AST ) < size(oi ) < β · size(F AST )
pattern(oi ) = regular ∧ size(oi ) > β · size(F AST )
pattern(oi ) = irregular ∧ hwthread(oi ) < γ
pattern(oi ) = irregular ∧ hwthread(oi ) > γ ∧ size(oi ) < size(F AST )

HBM
0
0
0
1
N.A
N.A
0
1

Score
Cache DRAM
0
1
0
1
0
1
0
-1
1
0
-1
1
-1
1
-1
0

bw(SLOW ) but lt(SLOW ) < lt(F AST ), as obtained from the system characterization in Chapter 9. Finally, we consider that the fast memory can be
configured either as a software-managed flat memory space or as a hardwaremanaged CACHE of the slow memory.

10.3.2

Single Data Object Placement

The first phase of the algorithm employs a set of nine rules as listed in
Table 10.1, to decide the preferred placement of a single data object in a
heterogeneous memory system. An “implicit” rule that is not shown in the
table is to choose the most “cost-effective” memory whenever the placement
of an object does not impact application performance.
Computing Intensity determines whether a data object is sensitive to
the memory system. Data objects with high computing intensity prefer the
most cost-effective memory. The threshold of the compute intensity can be
quantified on the target system with a Roofline [96, 172] benchmark.
Small size data objects can choose the most cost-effective memory if it
is containable in the cache. Small data objects tend to fit entirely into one
of the processor cache levels and reside there long enough to amortize the
cost of data movement if they are frequently referenced. If not, they are not
impactful to performance.
Data objects with mostly Small/Strided access are suitable for FAST
memory and placing them on SLOW memory can degrade application performance. This kind of object can benefit the most from FAST memory.
Placing them in SLOW memory will miss the largest optimisation opportunity. Configuring the FAST memory in cache mode would still be beneficial,
but the caching overhead may lower the performance improvement compared
to direct placement on FAST memory.
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Data objects with good data locality and with a size larger than FAST
memory are good for cache mode. The caching protocol introduces some
runtime overhead that can be amortized if data in the cache is effectively
re-used. However, if data is evicted from the cache before it is re-used, i.e.,
bad data locality, there is no benefit and the application only pays the
caching overhead. When size(oi ) > β · size(F AST ), data is more frequently
evicted from the cache due to conflict. Our algorithm suggests to bypass
the cache and store oi directly in the SLOW memory.
The preference of data objects with irregular accesses depends on
whether the application is executed with low concurrency or high concurrency. If accessed with low concurrency, the memory with lower latency
is preferred. Otherwise, FAST memory is preferred. Note that we assume
latency(SLOW ) < latency(F AST ).

10.3.3

Global Data Object Placement

The second phase of the algorithm considers the relative importance and
the interaction of all data objects in an application. While this stage tries
to honor the preference desired by each data object in the first phase, it also
gives priority to those objects with higher impact if the preferred memory has
no space left. It considers the temporal lifespan of each data object to place
more data objects than the size of a memory if their maximum concurrent
footprint is containable, i.e., smaller than the capacity of a memory.
We determine the impact based on the number of memory references,
read/write intensity, and temporal span. Data objects that are accessed frequently throughout the execution of the application are typically important
data structures. Their placement is likely to impact overall application performance. Write-intensive objects do not benefit from caching or memory
pre-fetching, but do benefit from higher bandwidth. On the other hand,
read-mostly objects might benefit from data pre-fetching so that there is a
chance to hide the latency of the memory. Thus, higher priority is given
to write-intensive objects. We use the temporal information to improve the
resource allocation because some dynamically allocated objects may have
been deallocated before the allocation of other objects. The pseudocode of
the second phase is presented in Algorithm 1.
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Algorithm 1: Global Allocation
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Data: The list of memory classification Lc
Result: The list of memory allocation La
while Lc 6= ∅ do
Pij ← Max(Lc );
if space on memory j > the size of object i then
La ← La ∪ Aij ;Lc ← Lc − Pi ;
else
if ∃Akj ∈ La : (the size of object k > the size of object i) ∧ (Lifespan(k) ∩
Lifespan(i) = ∅) then
La ← La ∪ Aij ;Lc ← Lc − Pi ;
else
if ∃Akj ∈ La : (the size of object k > the size of object i) ∧ (Impact(k) <
Impact(i)) then
La ← La − Akj ;La ← La ∪ Aij ;
Lc ← Lc − Pi ;Lc ← Lc + Pk ;
else
Lc ← Lc − Pij ;
end
end
end
end

10.4

The Design and Implementation of RTHMS

We implement the algorithm into a tool called RTHMS. RTHMS provides
programmers with high-level advice on source code modifications to place
data objects in different memory systems. RTHMS spotlights performancecritical data objects and saves manual effort for examining the whole code
base and all possible combinations of data placement.
There are three main phases in the tool: profiler, per-object analyzer,
and global allocator. First, the tool uses binary instrumentation to capture
various performance metrics during the execution of an application. This is
achieved by developing a module within the Intel Pin [98] framework. We
note that not all rules are equally important and the order of applying rules
can greatly simplify this analysis. Thus, we structure the set of rules into a
decision tree in Figure 10.1 and implement the profiler based on the decision
tree.
After the tool has collected data-centric metrics with the profiler, it
calculates the preferred memory allocation for each data object and maps
objects into memories with scores that indicate their preference. Finally, to
decide a global allocation of all data objects, the tool normalizes the preference scores based on the memory reference count to each object and takes
threading, temporal span, capacity limits, and other factors into consideraIvy Bo Peng
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Figure 10.1: The decision tree for classifying preferred memory for a single
data object.
tion.

10.5

Evaluation on HPC Applications

In this section, we evaluate the tool’s performance on applications that are
recommended on top-tier supercomputers [149, 151]. Paper 9 presents
detailed result analysis of six applications. For each application, we experiment with various problem sizes, stressing the memory subsystem. We compare RTHMS’s recommendations with manual allocation on HBM/FAST,
in DRAM/SLOW and in the default CACHE mode on the KNL processor. In this chapter, we only present the results of the LULESH [78] and
XSBench [176] applications. The performance results are presented in Figure 10.2.
LULESH is a DOE proxy application that solves shock hydrodynamics
problems. It mimics applications with unstructured data structures. During the profiling run, it creates over 2, 000 data objects throughout the execution. The tool finds that almost all significant data objects have similar
characteristics: regular access pattern, good data-locality and read-intensive
and thus favor HBM. However, they have an aggregated size larger than the
capacity of HBM even in the smallest problem. The tool utilizes the temIvy Bo Peng
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Figure 10.2: Measured performance of different workloads using three memory modes and the tool’s recommendation.
poral information to find that these data objects actually do not co-exist all
of the time. Two out of all tested problems have their maximum concurrent
memory allocation smaller than HBM. Thus RTHMS suggests placing their
data in HBM for these two input problems. For other problems, the tool
suggests using CACHE. Without taking the temporal information into account, the data placement will miss the optimization opportunities for the
first two problems.
XSBench mimics the Monte Carlo neutron transport code called OpenMC.
RTHMS identifies four major data objects, which in total account for over
40% of the memory references. The main data objects correspond to the
arrays that stores energy grids. The tool recommends placing these data objects in DRAM as the profiling results show that they are either small in size
or have irregular access patterns. The tool determines all remaining data
objects also should be placed in DRAM for similar reasons. Without the
tool, users will likely choose the default mode or FAST memory, which actually bring performance loss. When using multiple hardware threads/core,
however, the tool changes to use HBM rather than DRAM for the energy
arrays of poor locality. With four hardware threads/core, the RTHMS recommendation provides a 2.5× speedup with respect to the default CACHE
mode.
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Future Works
Data Streams for Communication The current implementation of the
data streaming model uses static streaming channels. Once the streaming
channel is established, the members and ratios of the upstream and downstream data streaming groups remain unchanged throughout the execution.
This static setup may limit the advantage of streaming processing in the
scenarios where the characteristics of data flows are changing dynamically
during execution. For instance, the optimal ratio between the groups can
change dynamically. Also, for some applications, the programmer may not
know the optimal ratio between groups. Dynamic and adaptive stream
channels that can adjust the ratio of groups based on the feedback from
applications are desirable. We are currently investigating proper indicators
for adapting the stream channels. Our future work explores the feasibility
of supporting dynamic and adaptive data streams on HPC systems.
Data Placement on HMS The current implementation of the data placement algorithm is based on an offline profiling stage that collects data-centric
metrics. This approach requires a one-time profiling run for each characteristically different workload. Once the problem changes, re-profiling is
necessary. Also, despite that the binary instrumentation can provide an accurate profile of all data structures, it also incurs high overhead. Our future
work explores online profiling frameworks that can provide similar information of data structures in an application without the high overhead of binary
instrumentation. Online profiling can also quickly adapt to changes in the
characteristics during execution, providing more dynamic optimizations for
data movement within a compute node.
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Conclusions
In this thesis, we addressed the challenges of data movement on the nextgeneration supercomputers. On large-scale HPC systems, data moves from
one process to another through communication. Moreover, when heterogeneous memory systems emerge on exascale supercomputers, data within
one process moves among several memories that feature distinct characteristics. We address both parts of data movement with new approaches and
algorithms in this thesis. For data movement through communication, we
contributed a data streaming model for fine-grained asynchronous communication and further extended it to a general decoupling model for HPC
applications. For the data movement within a heterogeneous main memory,
we contributed a data placement algorithm for calculating a feasible and
performance-oriented placement of data objects in applications.
HPC scientific applications and data-intensive applications have been
observed as converging. We find that the streaming processing paradigm
can be used to address some challenges of the emerging data-intensive workloads. Thus, we propose a data streaming model that uses fine-grained
asynchronous data streams for moving data across processes on large-scale
distributed systems. Due to the lack of programming systems and performance standards for streaming processing on HPC systems, we provided
a proof-of-concept implementation atop MPI and define a set of streaming
metrics. We performed case studies on several supercomputers to evaluate
the performance factors of streaming processing capabilities on large-scale
parallel systems.
Exascale systems are expected to arrive in the 2020-2021 time period.
This tight time window indicates that disruptive approaches that use new
programming languages or systems may not be in time for porting existing
93

CHAPTER 12. CONCLUSIONS
HPC applications due to the considerable effort required. On the other hand,
incremental approaches that rely on optimization in existing programming
systems could miss the opportunity of expressing fine-grained parallelism
in applications in coarse-grained models. We propose a decoupling model
that bridges these two approaches. Real-world applications are a mixture of
characteristically different operations. The decoupling model separates these
operations onto groups of processes. When proper operations are decoupled,
the application can expose higher parallelism and can mitigate the impact
of imbalance.
Inspired by the impact of imbalance and the effectiveness of decoupling
implementations of some runtimes for exascale systems, we propose a decoupling model to expose further parallelism in HPC applications. We showed
that the decoupling can be implemented with data streams. We also provide a performance model based on the LogP network model to identify the
key factors for balancing streaming overhead and performance gains. We
find that streaming computing is not only useful for the decoupling model
but also can enable coupling of multiple applications on supercomputers.
We also provide three different scenarios of using data streams in different
applications including scientific applications and data-analytics workloads.
In the second part of this thesis, we focus on data movement within one
process on heterogenous memory systems. The architecture of pre-exascale
machines indicates that exascale machines will likely feature heterogeneous
memory systems comprised of multiple memory technologies. The spectrum of applications on HPC systems has broadened and scientific, dataanalytics and machine-learning applications present different requirements
to the memory system. On emerging heterogeneous-memory supercomputers, data movement is directly impacted by data placement on different
memories and application characteristics.
Currently, large-scale heterogeneous memory systems are still unavailable. Thus, we begin our study with an emulation methodology to study
the impact of the new memory systems on HPC applications. Following that,
we performed a case study on real hardware featuring HBM and DRAM to
abstract the key factors for an application to exploit similar memory subsystems. Finally, we formalize our findings and contribute a data placement
algorithm for heterogeneous memory systems. Our algorithm first considers
the preferred memory for each data object based on a decision tree and then
considers the interaction of data objects to reach a feasible allocation scheme.
We also provide a tool called RTHMS that implements the algorithm.
In summary, this Ph.D. study made contributions by providing new apIvy Bo Peng
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proaches, including programming models, case studies, and algorithms, to
address the challenges of data movement on emerging large-scale parallel
systems. Our approaches consider the trend of the new architecture of nextgeneration machines. Thus, it can provide timely support to the coming
exascale systems. For each new approach, we evaluate with proof-of-concept
implementations and experiments with representative HPC applications on
large-scale supercomputers. The data streaming model and the data placement algorithm are valuable contributions to addressing the challenges of
exascale computing.
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My Contributions to the
Papers
Paper 1[125]

I designed the data streaming model and implemented
the library atop MPI. I implemented the distributed
STREAM benchmark. I evaluated the performance of
two supercomputers. I wrote the main text of the paper.

Paper 2[103]

I developed the performance experiments and carried out
the evaluation on two supercomputers. I analyzed the experimental results. I wrote the experimental part, results
part and prepared the plots in the paper.

Paper 3[123]

I proposed the decoupling strategy, its implementation,
and the performance model. I performed evaluation in
four HPC applications on a peta-scale supercomputer. I
wrote the main text of the paper. I won the Best Paper
Award of the 46th International Conference on Parallel
Processing.

Paper 4[122]

I designed and developed the three use cases including both coupling and decoupling, scientific and dataanalytics applications. I evaluated the performance of
the three applications on a peta-scale supercomputer. I
wrote the main part of the paper.
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MY CONTRIBUTIONS TO THE PAPERS
Paper 5[127]

I proposed the emulation methodology and implemented
the approach on a cluster to emulate a two-memory system. I evaluated a set of representative applications and
proposed three metrics to characterize their sensitivity to
HMS. I wrote the main text of the paper.

Paper 6[120]

I designed two sets of experiments on the KNL processors. I performed the experiments and analyzed the performance results to identify the key factors for applications to exploit similar HMS. I wrote the main text of
the paper.

Paper 7[121]

I proposed the data placement algorithm, designed and
implemented the tool. I designed the set of experiments
to validate the rules. I evaluate the performance on representative applications. I wrote the main text of the
paper.
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