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Abstract  

Memory management errors in concurrent software running on multi-core architectures can be difficult 

and costly to detect and repair. Examples of errors are usage of uninitialized memory, memory leaks, 

and data corruptions due to unintended overwrites of data that are not owned by the writing entity. If 

memory management errors could be detected at an early stage, for example when using a simulator 

before the software has been delivered and integrated in a product, significant savings could be achieved.  

 

This thesis investigates and develops methods for detection of usage of uninitialized memory in software 

that runs on a virtual hardware platform. The virtual hardware platform has models of Ericsson Radio 

Base Station hardware for baseband processing and digital radio processing. It is a bit-accurate 

representation of the underlying hardware, with models of processors and peripheral units, and it is used 

at Ericsson for software development and integration. 

 

There are tools available, such as Memcheck (Valgrind), and MemorySanitizer and AddressSanitizer 

(Clang), for memory management error detection. The features of such tools have been investigated, 

and memory management error detection algorithms were developed for a given processor’s instruction 

set. The error detection algorithms were implemented in a virtual platform, and issues and design 

considerations reflecting the application-specific instruction set architecture of the processor, were taken 

into account. 

 

A prototype implementation of memory error presentation with error locations mapped to the source 

code of the running program, and presentation of stack traces, was done, using functionality from a 

debugger. An experiment, using a purpose-built test program, was used to evaluate the error detection 

capability of the algorithms in the virtual platform, and for comparison with the error detection capability 

of Memcheck. The virtual platform implementation detects all known errors, except one, in the program 

and reports them to the user in an appropriate manner. There are false positives reported, mainly due to 

the limited awareness about the operating system used on the simulated processor. 

 

 

 

Keywords: computer architecture, concurrent computing, dynamic binary analysis, memory 

management errors, operating systems, virtual platform, uninitialized memory 
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Referat  

Minneshanteringsfel i parallell mjukvara som exekverar på flerkärniga arkitekturer kan vara svåra att 

detektera, samt kostsamma att åtgärda. Exempel på fel kan vara användning av ej initialiserat minne, 

minnesläckage, samt att data blir överskrivna av en process som inte är ägare till de data som skrivs 

över. Om minneshanteringsfel kan detekteras i ett tidigt skede, t ex genom att använda en simulator, 

som körs innan mjukvaran har levererats och integrerats i en produkt, skulle man kunna erhålla 

signifikanta kostnadsbesparingar. 

Detta examensarbete undersöker och utvecklar metoder för detektion av ej initialiserat minne i mjukvara 

som körs på en virtuell plattform. Den virtuella plattformen innehåller modeller av delar av den digitala 

hårdvara, för basband och radio, som finns i en Ericsson radiobasstation. Modellerna är bit-exakta 

representationer av motsvarande hårdvarublock, och innefattar processorer och periferienheter. Den 

virtuella plattformen används av Ericsson för utveckling och integration av mjukvara. 

Det finns verktyg, exempelvis Memcheck (Valgrind), samt MemorySanitizer och AddressSanitizer 

(Clang), som kan användas för att detektera minneshanteringsfel. Egenskaper hos sådana verktyg har 

undersökts, och algoritmer för detektion av minneshanteringsfel har utvecklats, för en specifik processor 

och dess instruktioner. Algoritmerna har implementerats i en virtuell plattform, och kravställningar och 

design-överväganden som speglar den tillämpnings-specifika instruktionsrepertoaren för den valda 

processorn, har behandlats. 

En prototyp-implementation av presentation av minneshanteringsfel, där källkodsraderna samt anrops-

stacken för de platser där fel har hittats pekas ut, har utvecklats, med användning av en debugger. Ett 

experiment, som använder sig av ett för ändamålet utvecklat program, har använts för att utvärdera 

feldetektions-förmågan för de algoritmer som implementerats i den virtuella plattformen, samt för att 

jämföra med feldetektions-förmågan hos Memcheck. De algoritmer som implementerats i den virtuella 

plattformen kan, för det program som används, detektera alla kända fel, förutom ett. Algoritmerna 

rapporterar också falska felindikeringar. Dessa rapporter är huvudsakligen ett resultat av att den aktuella 

implementationen har begränsad kunskap om det operativsystem som används på den simulerade 

processorn. 

 

 

 

Nyckelord: datorarkitektur, parallella mjukvarusystem, dynamisk binär analys, minneshanteringsfel, 

operativsystem, virtuell plattform, ej initialiserat minne 
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1 Introduction 

There is a need to investigate and develop solutions for detecting memory-management 

errors, specifically UUMs (Use of Uninitialized Memory), in Ericsson Radio Base 

Station SW. The topic of this thesis is to investigate and develop solutions for UUM-

detection when the SW runs in SVP (System Virtualization Platform), a virtual HW 

platform used at Ericsson.  

SVP contains SystemC-TLM models of processors and peripheral units, and it is used 

at Ericsson for accelerated SW development and integration. The architecture of interest 

in this thesis is an ASIC (Application-Specific Integrated Circuit) designed at Ericsson, 

which uses several DSPs (Digital Signal Processor). This ASIC is referred to as 

Olympus and it implements the EMCA (Ericsson Multi-Core Architecture) architecture. 

The DSP is referred to as Zeus. The DSPs are running a proprietary microkernel, 

developed and used by Ericsson in its products. The microkernel is referred to as Eos. 

This thesis has been done to expand SVP's functionality by adding UUM-detection 

functionality for the Zeus architecture. The goal has been to achieve OS-aware UUM-

detection for a suitable subset of the Zeus instruction set. The thesis is part of a larger 

project to create a more elaborate run-time, system-wide diagnostics solution.  

 

1.1 Background 

SVP has been in use at Ericsson since 2011, to allow developers to begin with SW 

development prior to the arrival of the actual target HW. This allows accelerated SW 

development and a shorter time-to-market for the product. SVP models all functional 

aspects of the HW that are visible to the SW. For this reason, SVP can be regarded as 

being functionally compliant with the target HW. From the perspective of the SW, the 

result of program execution is the same on both SVP and the actual HW, but the means 

to achieving that result could differ. 

Much of the SW that is tested using SVP is parallel/concurrent in nature. Concurrent 

SW is known to be difficult (and often expensive) to debug and repair; it often requires 

extensive logging and trace generation for bug detection. Errors in such programs can 

be concurrency-related, such as race conditions and synchronization problems, or 

memory management related, such as uninitialized memory, memory leaks and data 

corruption due to unintended overwrites of data that are not owned by the writing entity. 
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1.2 Problems 

UUMs are a notorious source of bugs in SW written in imperative languages such as C, 

C++, and Fortran [1] [2] [3]. Such errors are easy to make, but can be extremely difficult 

to track down manually, sometimes lying unfound for years. UUMs can have 

unintended and potentially disastrous consequences on the system, including but not 

limited to unintended behavior due to passing of uninitialized values to system calls or 

system configuration registers, and memory access errors due to use of uninitialized 

pointers. 

Presence of UUMs in radio base station SW in a live network can cause problems of 

unpredictable nature. Due to communication of uninitialized variables between parts of 

the system, unpredictable system-wide effects could occur. Such bugs are time-

consuming and tedious to track down and rectify, thus making them expensive. Since a 

significant amount of the SW development involves use of SVP, it would be desirable 

to have UUM-detection functionality incorporated into the SVP platform for early 

detection of such bugs in the development stage. If successful, this could allow Ericsson 

to save valuable resources by minimizing debugging on deployed products. It would 

also allow Ericsson to introduce products that meet the market requirements better, and 

provide more value to customers. 

 

1.3 Goals 

As shown in Figure 1.1, the goal of this thesis is to extend SVP's functionality by 

incorporating algorithms to detect UUMs. Such algorithms must be tailored to the 

instruction set of the HW; since the Zeus ISA (Instruction Set Architecture) has a large 

instruction set, implementing algorithms for the complete instruction set is beyond the 

scope of the thesis. A suitable subset of the instruction set has been selected, and 

algorithms have been developed for these instructions. The criterion for selection of 

instructions should strike a balance between number and variety of instructions; for 

instance, there is no variety in implementing algorithms for several load/store 

instructions which are small variations of each other. 

 

Figure 1.1: Block diagram of SVP with UUM-detection 
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The programs, for which memory errors shall be detected, utilize the Eos microkernel 

to achieve concurrency. The UUM-detection algorithms are going to be implemented 

for instrumenting the user program, and not the microkernel itself. This requires UUM-

detection to be suspended when the kernel code is executing. In addition, it requires 

monitoring of interactions between the user program and the microkernel, e.g. for 

detecting passing of uninitialized variables to system calls. In this way, the UUM-

detection functionality is said to have OS-awareness. 

The scope is limited to UUM-detection on a single Zeus DSP running Eos, with limited 

OS-awareness. Future work may include extensions within UUM-detection, such as 

running on all available DSPs with full OS-awareness. The memory error detection 

functionality can also be extended, e.g. to include memory leakage detection and 

concurrency analysis. The functionality can also be ported for other processor 

architectures supported by SVP. 

The UUM-detection functionality must be able to work with production code without 

requiring special builds of the source. In addition, it should report minimum false 

positives i.e. false report of an error (also called a false alarm). False negatives i.e. 

failure to report an actual error, must be minimized as well. 

This thesis will: 

1. Provide descriptions, algorithms, and analysis for UUM-detection for a selected 

subset of the Zeus DSP architecture.  

2. Highlight the issues involved in implementing UUM-detection for VLIW 

processors with application specific ISAs such as EMCA. 

3. Provide guidelines for continued implementation of UUM-detection for the 

remaining instruction set of Zeus (and other EMCA architectures in general) by 

developing detection algorithms for a rich variety of instructions. 

4. Describe the technical requirements and design considerations involved in 

implementing UUM-detection in a virtual platform. 

5. Demonstrate a proof-of-concept for UUM-detection in SVP. 

 

1.4 Methodology 

The methodology involved in thesis can be divided into three parts: 

1. Pre-study: 

a. Study of existing tools and relevant research in the area of memory-

management error detection, to understand the algorithms used and best 

practices currently existing for UUM-detection. 
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b. Study of documentation regarding the SVP virtual hardware platform 

and the EMCA architecture, to understand how UUM-detection 

algorithms can be applied for accurate and efficient detection of errors. 

2. Development of UUM-detection functionality in SVP for an appropriate subset 

of the Zeus instruction set. 

3. Qualitative evaluation of the implemented algorithms to measure error 

detection accuracy in comparison to existing tool(s). This type of evaluation is 

suitable for this thesis since an implementation at the proof-of-concept level 

will allow limited evaluation, with a small data set, to be conducted. 

 

1.5 Organization 

Chapter 2 describes the approaches taken by existing SW tools for UUM error detection, 

with references to relevant research previously conducted in this area. Chapter 3 

explains the EMCA architecture, SVP and associated SW components of interest for 

implementing UUM error detection functionality. Chapter 4 explains the UUM-

detection algorithms implemented for the selected subset of instructions, and describes 

the mechanism for reporting errors to the user. Chapter 5 describes the experiment 

conducted to evaluate the quality of the algorithms and analyzes the results obtained. 

Chapter 6 draws conclusions based on the work done throughout the thesis and outlines 

areas where further work can be conducted.  
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2 Dynamic Binary Analysis for Detecting Use 
of Uninitialized Memory 

Based on when a computer program is analyzed by a tool, the nature of analysis can be 

classified as:  

▪ Static analysis: Analysis of a program without executing it. 

▪ Dynamic analysis: Analysis of a program while it executes on a processor.  

Both approaches are complementary. When it comes to detecting memory management 

errors, it could certainly be advantageous to be able to detect bugs without executing 

the program (static analysis). Dynamic analysis on the other hand, analyzes a program 

while it executes, and hence, it will analyze the execution path taken by the program at 

run-time. Analysis of other possible execution paths can be achieved by use of a 

thorough test suite that generates a sufficient variety of input stimuli. 

Dynamic analysis of a program binary is known as DBA (Dynamic Binary Analysis). 

This involves analysis of either the program’s machine code, or an executable IR 

(Intermediate Representation) which may then be executed on a processor. DBA 

requires a program to be instrumented using analysis code; the approach can be further 

classified based on when this analysis code is inserted into the program: 

▪ Static binary instrumentation: Analysis/instrumentation code is inserted 

before the program is executed. This requires changes to the program binary i.e. 

a special build of the program, containing both the actual program code and the 

analysis code, is required. 

▪ Dynamic binary instrumentation: Analysis/instrumentation code is inserted 

into the program while the program is executed. This may be done by an 

external process. 

One advantage of dynamic binary instrumentation is that it does not require a special 

build of the target program to be created. Furthermore, static binary instrumentation 

may not be able to instrument all parts of the target program code; this could happen if 

there are dynamically linked modules in use or if the target program is dynamically 

generating code to execute at run-time.  

This thesis will focus on DBA of a target Zeus program, to detect UUMs, through 

dynamic binary instrumentation. Chapter 1 of [4] provides more details about the 

approaches taken by analysis tools in general. 

The following sections in this chapter are the result of a study of relevant research done 

in the area of DBA for memory management error detection (with a focus on UUM-

based errors).  
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Valgrind [5] provides a variety of tools for debugging and profiling of target programs. 

Clang [6] is a compiler front-end for various programming languages including C and 

C++. Both provide comprehensive DBA tool suites for a variety of purposes, including 

automated memory management error detection, and are widely used by programmers. 

MemorySanitizer [7] and AddressSanitizer [8] are tools provided by Clang for detecting 

memory management errors. MemorySanitizer is used to detect UUMs while 

AddressSanitizer can detect errors related to accessibility of a memory address such as 

out-of-bounds and out-of-scope accesses, memory leaks (if LeakSanitizer [9] is 

enabled) and erroneous use of memory management APIs (Application Programming 

Interface) such as malloc(), calloc() and free(). Valgrind provides Memcheck [10] 

which combines the functionality provided by AddressSanitizer (including 

LeakSanitizer) and MemorySanitizer into one single tool.  

 

2.1 Memcheck (Valgrind) 

Shadow memory is a representation of the memory being used by the PUT (Program-

Under-Test). Shadow memory is used to track the validity of the data in the program’s 

memory space throughout execution. Initialized memory is considered as valid, and 

uninitialized memory is considered as invalid. 

The concept of shadow memory forms the basis of the functionality provided by 

memory error detection tools (both Memcheck and Clang tools). The shadow memory 

contains validity bit(s) or V-bits for each corresponding location in the memory address 

space used by the PUT. Each V-bit is either set to valid or invalid, indicating whether 

the data in the corresponding address in the program’s memory space has been properly 

initialized or not. 

Shadow memory can be configured to employ various kind of encodings for mapping 

the information contained within, to the memory used by the PUT. The simplest kind, 

as shown in Figure 2.1, involves a 1-to-1-bit mapping, where each bit of a byte in the 

shadow memory corresponds to each bit of a byte in the memory used by the PUT. This 

allows the analysis tool to track the validity of individual bits in the PUT’s memory 

space.  

 
Figure 2.1: V-bit representation in shadow memory for 1-to-1 bit mapping 
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While this approach is straightforward, it will result in large shadow memories for 

bigger programs. Memcheck employs a bit-to-byte mapping [11] as shown in Figure 

2.2, where one bit of shadow memory corresponds to the validity of one byte of the 

memory used by the program. This is a more compact approach since each byte in the 

shadow memory can now contain information about validity for eight bytes in the 

memory used by the program, at the cost of decreased granularity in the information. 

 
Figure 2.2: V-bit representation in shadow memory for bit-to-byte mapping 

This creates issues when arbitrary length bit fields are created and used in the program, 

since a byte could contain a mix of valid and invalid bits (called PDBs or Partially 

Defined Bytes in Valgrind literature [11]); Memcheck implements 1-to-1 bit mapped 

shadow memory for addresses containing bit fields, while retaining the bit-to-byte 

encoding for the rest of the memory as described in [11] to work around this problem.  

Each address of the memory used by the program has an accessibility bit (A-bit) 

associated with it. The A-bit for a given address conveys information about whether that 

address can be accessed or not. Thus, a minimum total of 2 bits per byte provide the 

necessary information about the validity and accessibility of a memory address as 

shown in Figure 2.3. A detailed explanation of the shadow memory implementation 

used in Memcheck is provided in [11].  

 
Figure 2.3: V-bits and A-bits representation in shadow memory for bit-to-byte mapping 
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Note that the above description assumes that the architecture allows byte access to the 

memory. If memory accesses are limited to a word size, then the shadow memory 

representation can be further tweaked; for instance, accessibility bits can then be used 

per word in the memory instead of per byte and bit-to-byte mapping for validity bits can 

be changed to bit-to-word mapping accordingly.  

Memcheck instruments instructions by inserting, for each instruction accessing the 

memory, a corresponding instrumentation instruction. The instrumentation instruction 

makes an update, reflecting the actual behavior of the instrumented instruction, to the 

V-bits and the A-bits in the shadow memory. For this reason, DBA for memory 

management error detection becomes ISA-specific, since each instruction in the 

instruction set must be analyzed to understand how it performs changes to the memory, 

so that the corresponding V-bits and A-bits for that address can be updated in the 

subsequent instrumentation code appropriately. 

DBA tools have two components in the overhead they add to the program being 

instrumented:  

1. Start-up overhead: This overhead is incurred at the beginning of program 

execution. This is due to the tool performing initial setup for instrumenting the 

program, which mainly involves insertion of instrumentation code after each 

instruction in the program. 

2. Run-time overhead: This overhead is incurred continuously throughout the 

execution of the program. This is due to the instrumentation code being 

executed, that the tool has inserted into the program. 

Valgrind, at start-up, creates a virtual CPU (Central Processing Unit) that it executes the 

PUT on. At run-time, the binary code of the PUT is disassembled and translated into an 

IR (Section 2.3.1 in [4]). Memcheck analyzes the IR, inserts instrumentation code and 

recompiles for the virtual CPU using JIT (Just-In-Time) compilation techniques. 

According to Section 2.1 in [12], 

“Regardless of which tool is in use, Valgrind takes control of your program before it 

starts. Debugging information is read from the executable and associated libraries, so 

that error messages and other outputs can be phrased in terms of source code locations, 

when appropriate.  

Your program is then run on a synthetic CPU provided by the Valgrind core. As new 

code is executed for the first time, the core hands the code to the selected tool. The tool 

adds its own instrumentation code to this and hands the result back to the core, which 

coordinates the continued execution of this instrumented code.” 

Further details about the functionality of Memcheck are provided in [1]. Information on 

how to use Memcheck to perform memory-error detection on a selected program is 

presented in [13], while Section 4.3 in [10] provides details of command-line options 

that can be passed to Memcheck. 
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2.2 MemorySanitizer and AddressSanitizer (Clang) 

The functionality provided by MemorySanitizer and AddressSanitizer is described in 

[2] and [14] respectively. The authors explain that Clang tools (MemorySanitizer and 

AddressSanitizer), just like Memcheck, use a shadow memory framework and similar 

algorithms, to achieve memory management error detection. Clang tools translate the 

program source code into an IR for analysis, and then insert instrumentation code at 

compile-time (static binary instrumentation) into the IR (instead of at run-time which 

Memcheck does), before finally compiling into machine code. This results in an 

instrumented program, which when executed performs memory error detection on itself. 

Clang tools execute the instrumented PUT directly on the target CPU, without using a 

virtual CPU model like Valgrind does. 

This static binary instrumentation approach taken by MemorySanitizer and 

AddressSanitizer eliminates the start-up overhead but is intrusive in the sense that it 

requires a special build of the program to be made through the Clang compiler.  

The authors of [2] argue that since the task of detecting validity and accessibility is 

divided between MemorySanitizer and AddressSanitizer respectively, 

MemorySanitizer can afford to use 1-to-1 bit mapping in the shadow memory, and 

achieve better granularity than Memcheck for representing V-bits.  

However, it should be noted that validity of data, and accessibility of the memory 

address where this data resides, are interlinked. E.g., if a memory address is 

inaccessible, it does not matter whether it is valid or not; in fact, when it comes to 

reporting memory errors to the user, reporting that a memory address is both 

inaccessible and invalid is just unnecessary information (a secondary error) and will be 

categorized as a false positive; it would just suffice to notify that the address is 

inaccessible.  

Furthermore, using a virtual CPU environment (which is absent in MemorySanitizer 

and AddressSanitizer) provides a safe isolation between the PUT and the host 

environment, during dynamic analysis. Hence, Valgrind’s approach of using unchanged 

program builds and executing the analysis in a virtual environment with Memcheck is 

better aligned with the goals set forth here in comparison to MemorySanitizer and 

AddressSanitizer. 

UUM bugs are notoriously difficult to track and rectify since they indicate an absence 

of an event (initialization of data). Knowing where exactly in the program this 

initialization should have happened requires knowledge of the programmer’s intentions, 

which is not something that can (currently) be automated with a tool. Thus, the point in 

the program where the error report originated may be far from the point where the 

(uninitialized) memory was allocated. Origin tracking is a feature that allows a tool to 

track and report the memory region from which the uninitialized value originated. 

Origin tracking is implemented in Memcheck [3], and it is also available in 

MemorySanitizer.  

It must be kept in mind that Memcheck, MemorySanitizer and AddressSanitizer share 

the common goal of minimizing false positives as mentioned in [1], [2] and [14]. For 
UUM errors, these tools will not report unless they detect: 

▪ Uninitialized values being passed to system calls. 
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▪ Uninitialized values causing changes to program control flow. 

▪ Uninitialized pointers causing memory access errors. 

 

2.3 Other tools and literature 

BitBlaze [15] is a tool used to identify security vulnerabilities in programs. BitBlaze has 

a dynamic analysis module called TEMU which involves a virtual platform, to execute 

and instrument programs and identify security vulnerabilities at run-time. Though it is 

not used for detecting memory-management errors, the design rationale behind TEMU 

is of interest as the authors attempt to solve security related problems with a similar 

approach as that with memory-management error detection. For instance, as attacks by 

malicious code often involve multiple processes, there is a need for OS-awareness so 

that the framework can be aware of the processes and modules currently being run by 

the kernel, including their interactions. The symbols exported by the kernel is also 

important for putting hooks onto a function which can then be used to detect calls to 

and returns from a function of interest. There is a similar requirement here as concurrent 

programs are being analyzed and DBA must be suspended in situations such as system 

calls, to avoid analyzing outside the user program. Another key requirement is the 

propagation and tracking of data from sources, called taint analysis in [15], which uses 

a similar shadow memory-based approach as in the case of propagation of information 

about UUMs. 

While UUMs are usually believed to be the cause of undefined program behavior, [16] 

puts forth a new kind of problem that can be caused by them: impact on computer 

security. The authors demonstrate an automated approach to detecting such bugs and 

using them to exploit vulnerabilities in the Linux kernel, thus reinforcing the importance 

of automated tools to be developed and deployed to rectify memory-based errors. 
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3 Ericsson Many-Core Architecture (EMCA) 

This chapter describes the EMCA architecture implemented in the Olympus ASIC, the 

relevant modules of SVP, and concludes by describing the approach to dynamic 

memory-management error detection that will be applied. 

 

3.1 Olympus ASIC 

The Olympus ASIC is used for tasks including (but not limited to) scheduling, and 

uplink and downlink baseband processing. Components in the Olympus ASIC include 

DSPs, inter-chip communication interfaces, external memory interfaces, and HW 

accelerators. 

The Olympus ASIC is used for baseband processing in DUs (Digital Unit) in Ericsson 

Radio Base Stations. A DU handles baseband processing tasks including but not limited 

to protocol processing, ciphering-deciphering and media access control. The DU is 

connected to the transport network. Besides the DU, a Radio Base Station also contains 

an RU (Radio Unit). The RU is the RF-frontend, and it contains analog RF filters, 

modulators, amplifiers, and data-converters. It also contains a digital part, with Radio 

control, and signal processing such as digital filtering. The RU and DU communicate 

with one another through a high-speed CPRI (Common Public Radio Interface) 

interface as shown in Figure 3.1. 

 
Figure 3.1: Block Diagram of a Cellular Base-Station 

Baseband software is developed for, and executed on, Olympus ASICs. The EMCA 

programming model is described in [17], as 
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“The EMCA programming domain is a different environment compared to the 

conventional model in many ways. EMCA is a real time multi-processor system; 

processes and threads must start and finish in an expected time. It is not using cache 

memory to be a predictable system; all memory accesses are direct access. A tiny 

operating system is running on the system which manages all task scheduling and 

resource allocation. It is a non-preemptive multitasking system. Programs are running 

in parallel on real, dedicated computing cores. Function overlaying technique is used 

when the program size is larger than the local program memory size. Function 

overlaying provides ability for the operating system to keep part of the program in the 

common memory and load it to the computing unit whenever it is needed.” 

Figure 3.2 shows an overview of the Olympus architecture. 

 

Figure 3.2: Block Diagram of the Olympus ASIC 

Components within Olympus are connected via an on-chip interconnect fabric. All 

components (including all Zeus DSPs) are attached to a memory, referred to as MM 

(Main Memory), through the fabric. The interface between the MM and the DSPs, 

within the fabric, is referred to as MMI (Main Memory Interface). 

Figure 3.3 shows a simplified structure of each Zeus DSP. As shown, there are two 

separate memories: LPM (Local Program Memory) for instructions, and LDM (Local 

Data Memory) for data. The processor core is connected to the LDM and LPM via a 

system bus. There is a bridge from the system bus of each DSP to the interconnect fabric 

of the ASIC. While the MM is globally accessible by all DSPs, the LPM and LDM can 

only be accessed by their respective DSP. The LPM can be configured to act as a 

program cache. The processor can load data and instructions into the LDM and LPM 

from the MM respectively. Furthermore, the processor can load data into its registers 

directly from the MM. The MM, LDM, and LPM all have their own, separate address 

spaces. 
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Figure 3.3: Block Diagram of Zeus DSP 

Given below are the some of the other key specifications of the Zeus DSP: 

1. Harvard architecture, with separate program (LPM) and data memory (LDM) 

spaces. 

2. VLIW [18] architecture for exploiting instruction-level parallelism. 

3. CISC (Complex Instruction Set Computer) instruction set with instructions of 

varying widths. Most instructions can be predicated. 

4. Several configuration and status registers. 

Figure 3.4 shows a simplified block diagram of the Zeus DSP’s processor core with the 

following components: 

1. CU (Control Unit): Monitors and controls the execution of the DSP. This 

includes fetching of instructions from the LPM and dispatching them to the 

execution units. 

2. LSU (Load-Store Unit): Used for loading and storing of data from the LDM. 

3. Accumulator File: Refers to the accumulators in the DSP. There are two kinds 

of accumulators: 40-bit accumulators and 32-bit accumulators. 

4. Execution Units: Zeus has several execution units that execute operations 

dispatched by the CU. These operations could be arithmetical or logical in 

nature. 

The components are connected to each other through the processor bus. There is a bridge 

connecting the processor bus to the system bus of the DSP. 
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Figure 3.4: Block Diagram of Zeus processor core 

Each DSP runs a copy of the Eos kernel locally, and schedules and executes its Eos 

processes. Instruction code and data that are shared among the DSPs can be put in the 

MM to be accessible to all DSPs, and to avoid unnecessary code and data duplication. 

The DSPs may then copy portions of the same into their local memories/registers for 

faster access and manipulation. 

The ISA reference manual for Zeus is not available for public release. However, [17], 

[19], [20] and [21] are publicly available master theses involving EMCA-based ASICs. 

Some of these theses refer to the EMCA platform as FlexASIC (Flexible ASIC). 

FlexASIC Tools (or simply FlexTools) refers to a family of SW development tools used 

at Ericsson for compiling, flashing, and debugging EMCA ASICs. 

 

3.2 System Virtualization Platform (SVP) 

SVP is a virtual HW platform used for SW development on EMCA-based ASICs. It is 

developed and maintained by the ASIC & FPGA (Field Programmable Gate Array) 

department at Ericsson. It supports SW development for both DU and RU by allowing 

SW developers to begin the development process before the actual HW development is 

completed and delivered. SVP contains SystemC-TLM models of the target processors 

and peripheral units. The models are functionally compliant with target HW, i.e. they 

model all functional aspects of the HW that is visible to the SW. Thus, from the 

perspective of the SW, the result of program execution should be the same on both SVP 

and the actual HW. 

The default processor models in SVP are instruction-accurate. Individual cycles, and 

CPU microarchitecture such as pipelines, are not modelled in detail. There is however 

a cycle-accurate mode of SVP, where more detailed models of the pipeline and 

associated architecture are used. The instruction-accurate mode (the mode of interest in 

this thesis), which is significantly faster than the cycle-accurate mode due to its less 

complex architecture model, is primarily aimed at SW developers, who require: 
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▪ Behavioral accuracy: Instructions, bus messages and data are bit-accurate.  

▪ Memory and register map accuracy. 

▪ Fast simulation speed. 

This is sufficient for developing major parts of the SW and rectifying a significant 

number of bugs, except for synchronization/concurrency based bugs that require a 

cycle-accurate ISS (Instruction Set Simulator) or real HW. Figure 3.5 shows a block 

diagram of SVP and associated SW components. 

 

Figure 3.5: Block Diagram of SVP and associated components 

The DSP models use QEMU, an open-source hosted emulator and virtualizer, for 

executing target instructions on an Ericsson host computer. Since each HW model is 

encapsulated in a SystemC-TLM wrapper, multiple models can be connected through 

the TLM interface to emulate a much bigger system within the SVP environment.  

SVP is invoked through fladb (FlexASIC Debugger), which is also used for debugging 

the real target HW. This results in a seamless interface between running SW in SVP and 

running it on the target HW. It is also possible to further connect SVP to a special 

version of GDB [22], referred to as EMCA-GDB. 

3.2.1 QEMU 

QEMU (short for Quick EMUlator) [23] is an open-source hosted emulator and 

virtualizer, capable of emulating CPUs through dynamic (run-time) binary translation 

of the target binary to host binary. Dynamic binary translation is a three-stage process: 

1. Identify code block to be translated: QEMU relies on JIT compilation of the 

target binary. QEMU divides the target binary into translation blocks, similar 

to basic blocks i.e. there are no branches within a block. Each time QEMU 

detects that a translation block should be executed, it JIT-compiles it. 
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2. Translation of code block: Each time QEMU translates the code block, it 

stores it into a translation cache to avoid re-translations and reduce the 

slowdown caused by JIT-compilation. 

3. Emulation: This involves execution of the translated binary on the host 

machine. QEMU keeps a track of the host PC (Program Counter) and target PC 

since they are not necessarily the same. Furthermore, translated blocks in the 

translation cache are indexed by the target PC. 

QEMU uses a module known as TCG (Tiny Code Generator) to facilitate easy 

emulation of a target architecture. The translation task, for a given target architecture, 

consists of two parts:  

1. Each instruction of the target instruction set is represented functionally, as a set 

of machine independent, intermediate representation, known as TCG ops. 

2. During dynamic binary translation, when QEMU encounters a target 

instruction, it JIT-compiles the corresponding (set of) TCG ops for the host 

architecture. 

The translation of each TCG op into instructions for a given host architecture, i.e. the 

TCG back-end, is pre-written. This simplifies emulating a target architecture since 

developers are only required to represent the target instruction set using TCG ops (i.e. 

the TCG front-end) and provide a model of the target architecture (specified as a C 

struct), for emulation on the host. Figure 3.6 shows an example of an add instruction 

being represented as a TCG op for QEMU to execute on an x86 host. 

 

Figure 3.6: Example of TCG op use 

Each translation block should be preceded by a prologue, which initializes and prepares 

the processor for executing the TCG ops in the block, and should be followed by an 

epilogue, which restores the original state and returns to the main loop. To accelerate 

performance and minimize the overhead incurred by continuous calls to prologue and 

epilogue, QEMU implements block chaining which allows QEMU to bypass the 

epilogue and jump directly to the next block if it is has already been translated and is 

present in the translation cache. 
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In addition to TCG ops, QEMU provides the ability to use helper functions, a feature 

intended for target instructions (or a portion of their functionality) that are too difficult 

and/or cumbersome to be represented as a series of TCG ops. Helper functions allow 

the target instruction (or a portion of its functionality) to be represented in C language, 

instead of a set of TCG ops. Thanks to the high versatility of the C language, compared 

to what can be expressed using TCG ops, helper functions offer a more flexible 

approach. Figure 3.7 illustrates a helper function for an add instruction, to be executed 

by QEMU on an x86 host. Note that using helper functions come at the cost of an 

additional overhead which, in this example, adds five additional x86 instructions (three 

accesses of the stack, a call to the helper, and a return from the helper) preceding the 

actual addition functionality. 

 

Figure 3.7: Example of a helper function 

Further details about QEMU internals, block-chaining, and the flow of control are 

provided in [24], while [25] contains links to detailed documentation intended for both 

users and developers of QEMU including a description of available TCG ops for target 

instruction translation. 

 

3.3 Dynamic Binary Analysis in SVP 

Using DBA to achieve UUM-detection of a target program executing in SVP requires 

the following: 
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1. Execution of target code on a simulated HW platform: SVP provides a 

simulated HW environment for target code to be executed on, and the processor 

(and ASIC) models can be exploited for information about the HW (such as 

accumulators, registers and memories). This is needed to correctly propagate 

information (such as V-bits) about UUMs for each instruction.  

2. Knowledge of target program source code: This includes names (and 

addresses) of variables and functions being used in the program. If a program 

is compiled with debugging symbols, the line numbers in the source file where 

the error occurred can be reported to the user. This information can be accessed 

from debuggers (in this case, fladb and EMCA-GDB) connected to SVP. This 

is needed to report detected errors to the user in an understandable way, e.g. via 

the source file name and line number in the file where the error occurred, along 

with other useful details such as the name of the uninitialized variable. 

3. Knowledge of the OS: This includes context-switching information, location 

of global variables and stack variables, heap allocations/deallocations and 

information about system calls. The OS already has this information, and since 

SVP is executing the OS kernel, it is possible to use the information when doing 

UUM-detection in SVP. This is needed to detect use of system calls, switching 

of processes, and tracking of stack and heap usage. It can also be used to track 

heap memory leakage. 

4. UUM-detection and reporting functionality: The actual error detection 

algorithms and associated framework (such as shadow memory). 

Hence, the only aspect of UUM-detection through DBA in SVP that is lacking, is the 

UUM-detection and reporting functionality itself.  

As mentioned in Section 2.1, Valgrind creates a virtual CPU and then executes the 

binary program on it, inserting instrumentation code at run-time. If Valgrind was to be 

modified to emulate Zeus (and Olympus), it would be redundant since SVP already 

provides a virtual CPU. In addition, SVP can not only emulate different kinds of CPUs, 

but complete SoCs involving various accelerators, peripherals, external memories, etc.  

Adapting Valgrind for emulating Zeus and Olympus would also require more 

engineering effort, since all the HW models would be needed to be ported into 

Valgrind’s framework. This may not be feasible practically since many of the HW 

models inside SVP are developed by third party entities and not Ericsson. Furthermore, 

OS-awareness about Eos would have to be built into Valgrind as well, making this 

approach (of adapting Valgrind) even more cost-prohibitive. However, UUM-detection 

and reporting abilities of Memcheck can be analyzed to understand how they can be 

adapted for SVP. 

One of the requirements by Ericsson is to be able to instrument production code without 

the need to create special builds of the target program. The static binary instrumentation 

approach to DBA, taken by MemorySanitizer and AddressSanitizer, conflicts with this 

goal. Even if these tools were to be considered for re-use, Clang’s compiler toolchain 

would have to be ported for Zeus (and to all EMCA architectures later), making this 

approach very costly. Furthermore, using a virtual environment, which is done in 

Valgrind and SVP (but not in MemorySanitizer and AddressSanitizer), provides a safe 

isolation between the PUT and the host environment during dynamic analysis. 
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It should be noted that both Valgrind and Clang tools share memory space with the PUT 

for instrumentation. As mentioned in [11], [2] and [14], these tool suites effectively 

minimize possible intrusion (and data corruption) with the target program by ensuring 

that the address range used by the shadow memory is way out of the address range 

commonly used by the target program. This is however specific to an architecture and 

an OS. Valgrind takes this a step further by splitting the shadow memory into smaller 

chunks which are then indexed by a two-level LUT (Look-Up Table), similar to virtual 

memory page tables. These chunks can then be moved about if the framework detects a 

conflict in address space use between the shadow memory and the target program. This 

allows Valgrind to be more portable, at the cost of increased complexity. The problem 

of memory space sharing will not be present when error detection is implemented in 

SVP, since the target program will operate in a completely isolated memory space, and 

the instrumentation will take place in the SVP framework (mostly in the QEMU 

module), which operates in the host memory space. 

UUM-detection algorithms, especially the flow of V-bits throughout the processor (i.e. 

V-bit propagation), are implemented per each instruction in the instruction set, by 

studying how the instruction interacts with the memory and registers. Thus, UUM-

detection algorithms are highly dependent on the specifics of the target architecture and 

the SW environment used in it.  

When it comes to the Zeus ISA, each instruction in the instruction set executes 

differently depending on:  

1. The state of one or more bits in the status, flag, or configuration registers. 

2. Presence of other instructions in the same VLIW bundle. These instructions 

may attempt to access a common set of resources, and such dynamic aspects of 

a VLIW bundle is handled by a “conflict resolution logic” in the DSP. 

This results in instructions exhibiting varying functionality depending on the context of 

its execution i.e. the state of status, flag or configuration registers at that time, or the 

dynamic aspects of a VLIW bundle.  

Furthermore, Linux (and other Unix-like systems in general) does not manage HW 

resources in the same way as Eos does. Linux implements the concepts of virtual 

memory management, and kernel space and user space. This is not the case with Eos 

which physically addresses the memory space and allows processes a wide degree of 

freedom in memory access. This can result in situations where access through 

uninitialized pointers in processes cause data corruption of a critical section of the 

memory (such as code/data sections of the kernel). Thus, the factors that need to be 

taken into consideration when UUM-detection is implemented for an Eos-based 

program executing on Zeus, will be different in comparison to a Linux-based program 

executing on x86/ARM. 

As explained in Section 2.2, Memcheck, MemorySanitizer and AddressSanitizer also 

share the common goal of minimizing false positives by only reporting presence of 

uninitialized variables if they would cause a change to program flow, peripheral states, 

etc. For Memcheck, according to Section 4.2.2 in [10],  

“A complaint is issued only when your program attempts to make use of uninitialized 

data in a way that might affect your program's externally-visible behavior.” 



Memory Management Error Detection in Parallel Software using a Simulated Hardware Platform           

 

 

20 

2017-08-23  

Consider the source code below: 

int main(int argc, char* args[]) 

{ 

 int a, b;     //variables allocated on stack 

 b=a; 

 

 return 0; 

} 

 
This program will assign variable b with the value in variable a, where variable a is 

uninitialized. This is a harmless case of UUM since b is not: 

▪ Used to make changes to program flow, such as being used to make decisions 

in conditional statements. 

▪ Assigned to any configuration, status, or flag registers. 

▪ Passed to other peripherals. 

▪ Used in system calls. 

▪ Not being used as an address for dereferencing. 

 

Thus, reporting variable b as a case of UUM bug is essentially useless to the user. In 

this example, a modern compiler would most likely have detected that variables a and 

b are not used, and removed them during optimization (i.e. dead code elimination). 

Now, consider the modified source code below: 

int main(int argc, char* args[]) 

{ 

 int a, b;     //variables allocated on stack 

 b=a; 

 

 if(b) 

 { 

  //execute some code here 

 } 

 else 

 { 

  //execute some code here 

 } 

 return 0; 

} 

 

This UUM is no longer harmless and should be reported (at the point where variable b 

is used in the if-else statement) as it is responsible for a change in program flow (it is 

used in a conditional statement to make a decision) and is hence “externally-visible”.  

Thus, while Memcheck, MemorySanitizer and AddressSanitizer cannot be 

ported/adapted and used as-is, the concept of shadow memory as the foundation for 

dynamic memory error detection, the general algorithms used for V-bit propagation and 

the approaches taken to reduce false positives can be studied and adapted into SVP, for 

the VLIW architecture of the Zeus DSP.  
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4 Dynamic Binary Analysis Implementation 

This chapter describes the implementation of DBA for memory management error 

detection in SVP.  

Implementing UUM detection functionality in SVP involved three steps: 

1. Implementing OS-awareness by adding mechanisms to track usage of system 

calls, memory management APIs and certain internal Eos functions (i.e. Eos 

functions that cannot be called by the user program directly). 

2. Implementing V-bit propagation and A-bit handling for selected subset of the 

instruction set. 

3. Defining rules for reporting errors to the user, and implementing the error 

reporting functionality. 

Since the microkernel uses a specialized set of APIs for memory management, these 

APIs are also considered as system-calls here. 

 

4.1 Tracking of System Calls and Internal Functions 

Besides instrumenting the instruction set for V-bit propagation (accessibility is a 

property that is specific to a memory cell and A-bits are not propagated), mechanisms 

to detect system calls were also implemented. As mentioned in Section 1.3, the objective 

here is to analyze the user program and not Eos itself; there is no need to analyze the 

OS code for memory usage errors and the memory error detection functionality must be 

able to distinguish between OS code and user code.  

To track system calls, SVP inserts hooks at memory addresses in the target program 

where system call APIs are utilized. Hooks are also inserted at addresses containing 

certain internal Eos functions. Every time a system call or internal function is reached, 

the hook is hit and SVP internally disables DBA and resumes it only after the system 

call or internal function execution completes. Tracking of system calls and internal Eos 

functions in SVP is illustrated in Figure 4.1. Hooks have been implemented for a limited 

subset of the total number of available Eos system calls and internal functions. 

The microkernel implements cooperative scheduling for the processes, and context-

switches take place as a result of system calls as well. Thus, tracking system calls can 

also allow for incorporation of other diagnostic features such as exporting this context-

switching information to make scheduling graphs depicting process switches. The 

implementation can detect the type of system call being made; since Eos memory 

management APIs are also considered system calls here, inserting hooks on them can 

be used to track the state of the heap and memory leaks. Memory leak detection has not 

been implemented in this project. Should this be done in the future, the approach used 

by Memcheck and AddressSanitizer can be studied for that purpose. 
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Figure 4.1: Tracking system calls in SVP 

Memcheck instruments memory management APIs by inserting an instrumentation 

routine which stores information about the heap block being allocated such as 

information about the called API, context of execution (thread ID), start address of the 

allocated block and the size of the block. Given below is a snippet from a Memcheck 

source code file showing a C struct used to store such an information in Memcheck 

(memcheck/mc_include.h, line 64, v3.8.1):  

 
typedef 

   struct _MC_Chunk { 

      struct _MC_Chunk* next; 

      Addr data;            // Address of the actual block. 

      SizeT szB : (sizeof(SizeT)*8)-2; // Size requested; 30 or 62 bits. 

      MC_AllocKind allockind : 2;   // Which operation did the allocation. 

      ExeContext*  where;   // Where it was allocated. 

   } 

   MC_Chunk; 

Further information about how Memcheck tracks heap use and leakage through 

instrumentation of memory management APIs (such as malloc(), calloc() and free()), 

and detects passing of uninitialized values to system calls is explained in Section 4.2 of 

[10]. 

AddressSanitizer tracks heap use and leakage (if LeakSanitizer is enabled [9]), by 

applying a similar approach of storing allocation-related information as explained in 

Section 3.3 of [14] in what the authors call “redzones”. MemorySanitizer detects 

passing of uninitialized values to system calls as mentioned in Section 3.2 of [2]. 
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4.2 Instrumentation of Instructions 

A total of 30 instructions were selected from the Zeus instruction set for implementing 

algorithms for UUM-detection. The selected instructions can be classified into the 

following categories based on their functionality: 

▪ Instructions to fetch data from MM into registers and LDM. 

▪ Instructions to move data between registers, and between registers and LDM. 

▪ Arithmetic and logical instructions. 

▪ Call, return and branch instructions. 

▪ HW loop instructions. 

▪ Context switch instructions. 

Algorithms for V-bit propagation were developed, for each of the selected instructions. 

To simplify the algorithms, the V-bits of any configuration, status, or flag register 

(registers are always accessible and do not have A-bits associated with them) that can 

affect the functionality of an instruction, are assumed to be valid and not verified during 

V-bit propagation for each instruction. This is an acceptable assumption since:  

1. Each register in the register map is required to be treated differently, e.g., reset 

states of most configuration registers can be assumed to be valid but this may 

not be the same for registers used as pointers. All registers are not accessed in 

the same manner either. Accumulators are accessed differently compared to 

address registers or configuration registers for instance. Error reporting for each 

register must also be done differently since the errors would not be of the same 

priority; writing to the stack pointer with uninitialized values can have severe 

consequences on program behavior, which is not the case with writing 

uninitialized values to an accumulator.  

2. Register writes are separate from the instructions themselves (this will be 

explained more in Section 4.2.2) and are handled by dedicated routines. It is 

more modular and robust to let validity of the writes be checked in equivalent 

V-bit propagation routines, in a manner consistent with the nature of the 

register. Thus, invalid writes to configuration, status and flag registers can be 

detected and reported (if needed). The V-bits for these registers can then be kept 

valid for any instruction that attempts to read from them, to avoid a string of 

error reports resulting from the same source. 

This assumption is not valid for accumulators and address registers. 

While developing the UUM-detection algorithms for each instruction, false positive 

error reports must be kept to the minimum. At the same time, errors must not be allowed 

to slip through without detection (which would compromise the robustness of target 

SW). The trade-off between the two can be demonstrated by the following example: 
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In the Zeus architecture, there are 40-bit accumulators. Each of these accumulators can 

store the result of an instruction. There is a set of eight flags for each accumulator. The 

flags reflect the status of the last operation where the accumulator was used to store the 

result of an instruction. The flags are stored in eight, 16-bits wide, accumulator flag 

registers i.e. each flag register contains flags for two accumulators. An accumulator flag 

register, with the flag bits of interest for this text, is shown in Figure 4.2. 

 

Figure 4.2: Accumulator flag register 

Bit AC indicates if the entire 40-bit value of the accumulator is zero (AC=1) or not 

(AC=0). Assume that an operation has resulted in a value where the LSB (Least 

Significant Bit) is set to one and has a valid V-bit; all other V-bits in the result are 

invalid. AC will be set to zero here and can still be inferred to be valid (because LSB=1 

and has a valid V-bit). While this could be perfectly intentional, the flag register 

however, represents the state of the complete 40-bit value and not a few, selected bits. 

If any bit from these 40 bits is invalid, then the 40-bit value that the flag(s) are 

representing, is not entirely valid, and so the flag(s) should be invalid.  

Thus, the flag bits being updated by the instruction, will be set to invalid right away if 

any V-bit of the result, from that instruction, is invalid. It was also found that attempting 

to infer validity of certain flag bits is complex and computationally expensive. This 

(pessimistic) approach is also applied by Memcheck, as explained in Section 2.6 of [1], 

“On x86, most integer arithmetic instructions set the condition codes (%eflags) and 

Memcheck duly tracks the definedness state of %eflags using a single shadow bit. When 

an integer operation sets condition codes, it is first instrumented as described above. 

Memcheck pessimistically narrows the result value(s) of the shadow operation using 

PCastX0 to derive a value for the %eflags shadow bit.” 

According to the authors, tracking six condition codes individually is not required and 

a single V-bit for %eflags suffices in most cases. This is not suitable for Zeus however, 

where instructions only update parts of the status and flags registers. The other flags 

might have been set by instructions executed previously (or in the same VLIW bundle) 

and information pertaining to validity for those would be lost. 

4.2.1 Shadow Memory framework 

The first step to implementing memory error detection for the Zeus instruction set is to 

implement a shadow memory for the following address spaces: 

▪ Register map (V-bits only). 

▪ LDM (V-bits and A-bits). 

▪ LPM (V-bits and A-bits). 
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Since the scope is limited only to a single Zeus DSP in the Olympus ASIC, the address 

space of the MM and any external memories are not considered. Owing to the small size 

of LDM and LPM, it was decided to implement shadow memory for LPM and LDM 

with 1-to-1 bit mapping for V-bits, for simplicity and maximum granularity. The 

register map has 1-to-1 bit mapping as well (Memcheck uses 1-to-1 bit mapping for 

registers with some exceptions as described in Section 2.3 of [1]).  

The memory spaces for LDM and LPM are marked as inaccessible but completely valid 

at the start of program execution. If an inaccessible address is accessed while the 

program is executing, merely reporting it as inaccessible is sufficient; error reports of 

validity are, in this case, redundant to the user, and is therefore considered a secondary 

error as explained in Section 2.2.  

In case of memory being allocated from the heap, the allocated memory is marked as 

accessible but completely invalid. In case of a push-to-stack, where data is stored on the 

stack (which resides in LDM), the specific LDM address being pushed to, is marked as 

accessible; the V-bits for the data stored at that address depends on the V-bits of the 

source, and are propagated from the source. In case of a pop-from-stack, the specific 

LDM address being popped from, is marked as inaccessible and completely valid. The 

reason for setting it to valid is to avoid secondary errors. Global and static variables are 

marked as accessible. Their validity depends on whether they were initialized (valid) or 

not (invalid). 

4.2.2 Instructions to fetch data from MM into registers and LDM 

While the MM itself is not being instrumented with a shadow memory yet, program and 

data for the DSPs are fetched from MM into LDM, LPM and registers. Thus, 

instructions to read from the MM must be instrumented regardless; instructions that 

write to MM are not in the selected subset of instructions, and are therefore not 

considered in this section. It is assumed that all data and program code fetched from 

MM have valid V-bits and are accessible. MM reads are done in three stages as 

described below: 

1. When an instruction to read from MM is executed in the DSP, a request is 

logged in the memory access queue of the MMI. Instructions that follow, 

continue to be executed. The address range of the destination (LDM, LPM or 

registers) of the transfer is marked as reserved and the DSP will stall execution 

if any instruction attempts to access this range of addresses at the destination 

while the transfer is taking place. 

2. When a request is ready to be serviced by the MMI (which could be several 

hundreds of cycles after the request was logged), the actual transfer is initiated 

in the background.  

3. After completion of the transfer, the MMI completes the process by writing to 

a set of configuration registers that provide information about the type of 

transfer that took place. 
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All MM accesses are indirect in nature i.e. MM addresses to use are specified, 

with/without offsets, in MMI configuration registers. These configuration registers thus 

act as pointers to MM. In case of transfers to LDM/LPM, multiple words may be 

transferred. The number of words to transfer is specified in a configuration register as 

well. The transfers may also involve the use of the LPM acting as a program cache on 

the DSP in case of transfer to registers. In this case, for cache hits, the data is transferred 

from the LPM instead of from the MM. 

Figure 4.3 shows a flowchart of a generic algorithm used for propagation of V-bits for 

instructions copying data from MM into LDM or registers. Due to the way the 

instruction works, the V-bit propagation algorithm had to be divided into three stages as 

indicated by the dotted rectangles in Figure 4.3. 

In Stage-1 of Figure 4.3, the V-bits of the pointer to MM (and the pointer to LDM it is 

being copied into) are checked for validity to detect attempted access through 

uninitialized pointers. The presence of invalidity in a single V-bit of the pointer(s) will 

result in a call to an error reporting function (err_ctrl()). After this, the algorithm stays 

in a loop indefinitely until the MM access is actually initiated. The rules regarding 

reporting and handling of errors will be discussed in Section 4.4. 

In Stage-2 of Figure 4.3, the A-bits of the range of MM addresses being accessed (and 

those of the LDM addresses if it is being copied into) are checked to ensure that access 

is attempted on addresses that can be accessed. Any attempt to access a memory location 

that is not accessible, will result in a call to err_ctrl(). The reason that validity of the 

pointers and the accessibility of the memory addresses being referenced are not checked 

in the same stage is because the actual MM access maybe initiated several cycles after 

the instruction was actually executed and the accessibility of the memory addresses may 

have changed during this period. Following this, V-bits from the MM will be copied to 

an intermediate destination. In case of transfer involving a cache, the V-bits from the 

shadow memory of the LPM must be copied instead of the shadow memory of the MM.  

The actual update of V-bits in the shadow memory (LDM or register) is handled by a 

separate routine (update_logic()). This will be described in more detail in Section 4.3. 

In Stage-3 of Figure 4.3, after completion of the access, the V-bits of a set of status and 

flag registers related to the MM are updated and the algorithm terminates.  
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Figure 4.3: V-bit propagation for instructions reading from MM into registers or LDM 
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4.2.3 Instructions to move data between registers and LDM  

The instructions that were analyzed and fall into this category perform one of the 

following: 

▪ Move data between registers 

▪ Move data from LDM to register (address register used as a pointer to LDM) 

▪ Move data to LDM from register (address register used as a pointer to LDM) 

Accumulators and address registers are the only registers considered here, since the 

instructions in the selected subset of the instruction set cannot perform a move operation 

on any other register. Figure 4.4 shows a flowchart of a generic algorithm used for 

propagation of V-bits for instructions moving data between registers and LDM. 

 

 

Figure 4.4: V-bit propagation for instructions to move data between registers and LDM 

In case of a move instruction involving the LDM, an address register is used as pointer 

to the required memory address; hence, this pointer must be checked for validity to 

detect accesses using uninitialized pointers and the address must be checked to detect 

access of inaccessible addresses. If either of these two conditions are not met, then the 

error reporting function (err_ctrl()) is called.  
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If the source is an accumulator, then the value copied to the destination may not be the 

same as the one at the source (i.e. the accumulator). The reason for this is that bits in the 

accumulator configuration register may affect what is actually stored at the destination. 

As an example, one of the bits in the accumulator configuration register controls the 

saturation of the 40-bit content to 32-bit when reading from it; this saturated value is 

not stored in the source accumulator though, but it is copied to the destination.  

The V-bit propagation strategy for this situation has been chosen so that saturation, 

based on an uninitialized 40-bit value (i.e. one or more V-bits are invalid) will cause a 

word full of invalid V-bits, to be transferred into the intermediate destination. Following 

the copy of V-bits to the intermediate destination and updates to V-bits of several 

(intermediate) shadow flag and status registers, update_logic() performs the final update 

of the V-bits of the shadow memory, by compensating for the effect of one or more bits 

in the status, flag, or configuration registers on the functionality of the instruction and 

the dynamics of VLIW bundles. Saturation of a 40-bit accumulator value in the DSP 

will be described in greater detail in Section 4.3.1. 

V-bit propagation was also implemented for instructions used to push-to and pop-from 

stack. Internally, they use the same HW resources as those of the other move 

instructions, and hence they have similar V-bit propagation algorithms. 

4.2.4 Arithmetic and Logical instructions 

V-bit propagation algorithms for arithmetic and logical instructions are, in general, less 

complex than the corresponding algorithms for other instructions that have been 

analyzed in this chapter. All arithmetic and logical analyzed here involve 

accumulator(s), and possibly, an immediate/literal value, as source operands. Immediate 

values are always fully valid by their very nature since they are well-defined constants. 

Figure 4.5 shows a flowchart of a generic algorithm for propagation of V-bits for 

instructions involving arithmetic or logical operations. 

 

Figure 4.5: V-bit propagation for instructions performing operations/computations 
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The V-bit propagation involves calculating the V-bits for the result based on the V-bits 

of the source operands and making updates to V-bits of various status and flag registers. 

As mentioned in Section 4.2, a single invalid V-bit in the result will cause the algorithm 

to pessimistically set all flag and status V-bits being manipulated to invalid; otherwise 

they are all set to valid.  

There are certain arithmetic and logical operations that can produce valid V-bits in the 

result, even though there is invalidity in the source operands, e.g.: 

▪ A = B – B (A=0) 

▪ A = B xor B (A=0) 

In these examples, regardless of the validity of B, A will always be fully defined in all 

cases. Hence, V-bit propagation algorithms must specifically check for these cases, 

make an exception for them and set the V-bits of the result to fully valid. These two 

cases are also described in Section 2.8 of [1].  

Calculation of V-bits of the result for all basic arithmetic and logical instructions have 

been studied and justified in previously published literatures on both Memcheck 

(Section 2.5 and Section 2.6 of [1]) and MemorySanitizer (Section 3.3 of [2]).  

4.2.5 Call, Return and Branch instructions 

Call and return instructions are used to change program flow by branching to and 

returning from subroutines. Branch instructions change program flow by causing the 

computer to begin executing at a specified address. The call instruction analyzed here 

branches to an offset, relative to the current address in PC. The offset is specified in an 

accumulator. The return instruction analyzed here branches to an address specified in a 

special return address register.  

When a call instruction is executed, the value in the return address register, which may 

have been from a previous call instruction that has not returned yet, is pushed to stack. 

After this, the current value in PC is copied to the return address register. This 

mechanism provides support for nested calls in HW. Finally, the PC is updated based 

on the offset specified in the accumulator. 

When a return instruction is executed, the value in the return address register (i.e. the 

address to return to) is copied to PC. After this, a value is popped from the stack, into 

the return address register. Just as in the case of the call instruction, this mechanism 

provides support for nested calls in HW. 

Figure 4.6 shows a flowchart of a generic algorithm used for propagation of V-bits for 

instructions for call/return from subroutines. 
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Figure 4.6: V-bit propagation for instructions used to call/return from subroutines 

For V-bit propagation, the V-bits of PC are always assumed to be valid. The validity of 

the value in the accumulator must however be checked before calculating the address 

addr to branch to. Any attempt to update the PC with a value which is not initialized 

properly, or resulting in an address that is inaccessible, will result in a call to the error 

reporting function (err_ctrl()).  

Following the update to PC, the validity of the V-bits associated to the stack pointer 

stack_ptr and the accessibility of that address is verified to ensure that a valid and 

accessible memory address is being accessed.  

The V-bits of the return address register retReg (src) are copied to V-bits of the stack 

location referenced through stack_ptr (dst). After this, V-bits of PC are copied into the 

V-bits for retReg. Finally, update_logic() updates the V-bits in the shadow memory for 

the LDM (stack), retReg and PC. 
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For a return instruction, the address addr to return to is the value stored in retReg. The 

V-bits of PC are always assumed to be valid, but the validity of the value in retReg must 

be checked. Any attempt to update the PC with a value which is not initialized properly 

or resulting in an address that is inaccessible, will result in a call to the error reporting 

function (err_ctrl()).  

Following the update to PC, the validity of the V-bits associated with the stack pointer 

stack_ptr and the accessibility of that address is verified to ensure that a valid and 

accessible memory address is being accessed. After this, the V-bits of the value at the 

LDM address in the stack referenced through stack_ptr, (src), is copied into the V-bits 

for retReg (dst). Finally, update_logic() updates the V-bits in the shadow memory for 

the retReg and PC. 

The branch instruction that was analyzed here, involved branching to an offset, specified 

as a label (LABEL) or an immediate value (IMM_VAL) in the assembly program, relative 

to the current address in PC, has the form:  

branch (LABEL | IMM_VAL) 

The address to branch to is calculated based on the current value of the PC and the offset 

specified. Just like immediate values in Section 4.2.4, offsets specified as immediate 

values (or labels) are always fully valid by their very nature since they are well-defined 

constants. Thus, the branch instruction does not involve any V-bit propagation since the 

V-bits always remain valid and unchanged in this case.  

4.2.6 HW Loop instructions 

The DSP has instructions that facilitate easy application of loops in a program. One such 

instruction has the form:  

block_rep (LABEL | IMM_VAL) 

This instruction repeats a block of instructions starting at the instruction following the 

block_rep instruction; the end of the loop body is decided by an offset, specified as a 

label (LABEL) or an immediate value (IMM_VAL). The immediate value indicates an 

address offset relative to the location of the block_rep instruction. The number of loop 

iterations is specified in loop count configuration registers, whose contents are 

decremented by one, automatically in HW, for each iteration. These decrements do not 

contribute to V-bit propagation since decrement by one does not affect the V-bits of 

source being decremented. The loop count configuration registers are configured by the 

programmer with move instructions. As explained in Section 4.2, instructions (including 

block_rep) will assume values in configuration registers to be fully valid. 

The offset in block_rep is an immediate value. This value is therefore, as was the case 

for the offset used in the branch instruction described in Section 4.2.5, always fully 

valid. This means, for the block_rep instruction, that all V-bits always remain valid and 

unchanged, and that this instruction does not involve any V-bit propagation at all.  



Memory Management Error Detection in Parallel Software using a Simulated Hardware Platform           

 

 

33 

2017-08-23  

4.2.7 Context Switch instructions 

The DSP has dedicated instructions to facilitate fast context-switching. There are two 

such instructions that push and pop groups of registers, to and from the stack. This saves 

the user from having to use multiple push and pop instructions. The groups of registers 

that can be used are pre-defined in the instruction set, and may contain accumulator 

registers, address registers, or loop configuration registers.  

Functionally, these instructions modelled in SVP as the equivalent of several push/pop 

instructions, and can be modelled as such for V-bit propagation as well. This is 

illustrated in Figure 4.7. 

 

Figure 4.7: V-bit propagation for instructions used to facilitate context-switching 

 

4.3 Dynamics Aspects of a VLIW bundle 

Since there are multiple instructions executing simultaneously in the DSP, there are 

situations where the same HW resource is attempted to be accessed by more than one 

instruction at any given time. As explained in [18], the scheduling and issue of 

instructions to the various computational resources in a VLIW processor is handled by 

the compiler/assembler at compile-time. In terms of variation of instructions in a single 

VLIW bundle for Zeus, the assembler enforces the rule that a fixed number of 

independent (i.e. not requiring the same HW resources) instructions can be issued per 

cycle in a single VLIW bundle. Violation of this rule would result in the assembler 

reporting errors at compile-time; thus, conflicts for execution resources are resolved in 

this manner.  

In case of simultaneous access of the LDM by instructions, write accesses are buffered 

to avoid pipeline stalls, while read accesses may or may not stall depending on the 

addresses being accessed. The LDM is divided into banks; accessing addresses in the 

same bank will result in a pipeline stall.  
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In case of simultaneous access to registers (or parts of a register), simultaneous reads 

from registers are allowed. There are three types of write accesses that can be performed 

on registers in the DSP: implicit, explicit, and post-modification. Simultaneous writes 

to registers are prioritized, depending on the type of write being performed.  

Consider the following instruction: 

swap b0, a0 

This instruction performs a swap operation on accumulators b0 and a0. The write to a0 

is considered an explicit write. The flag register for a0 is updated based on the value 

written to a0. The write to the flag register by this instruction is considered an implicit 

write (a consequence of a write to another location). 

A post-modification write to a register can be demonstrated by the following instruction: 

move *r0++, a0.low 

This instruction copies the value at the LDM address pointed to by the address register 

r0 into the lowest 16-bits of the accumulator a0. The value in r0 is incremented by one 

after the copy operation is done (specified by the “++”), and is considered a post-

modification write. This type of write can be performed only on address registers. 

The order of priority (descending) for writes to a register is:  

post-modification > explicit > implicit  

Thus, a post-modification write to a register by an instruction will always take priority 

over (and override) an explicit write to that same register, by an instruction in the same 

bundle, and an explicit write to a register will in turn, take priority over (and override) 

an implicit write to that same register, by an instruction in the same bundle.  

If a given register is implicitly written, by more than one instruction in the same bundle, 

and no higher priority writes are performed, the result is undefined. Explicit writes to 

the same register, by more than one instruction in the same bundle, are not allowed by 

the assembler and will be reported at compile-time.  

For instructions reading from MM (described in Section 4.2.2) however, the updates to 

the registers and LDM are not affected by the dynamics of a bundle. These updates do 

not occur as part of any instruction currently being executed. They occur internally 

through the MMI, after the instruction has already finished execution. 

The following sub-sections in this section will describe the update mechanism for 

accumulators and their flag registers which have additional rules governing 

simultaneous writes in a VLIW bundle. The accumulators and their flag registers are of 

interest since almost all the instructions that were analyzed access them in one form or 

another. 
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4.3.1 Accumulators 

As mentioned in Section 3.1, the DSP has both 40-bit accumulators and 32-bit 

accumulators. The 40-bit accumulators can be used as both source and destination in an 

instruction (and will be the topic of interest in this section) while the 32-bit accumulators 

can only be used as source operands. Figure 4.8 shows the structure of a 40-bit 

accumulator.  

 

Figure 4.8: Structure of a 40-bit accumulator 

A 40-bit accumulator can be divided into 3 parts: low (l), high (h) and guard (g). A 32-

bit accumulator would only have the lower two (high and low) parts. 

Instructions in the same bundle are allowed to make explicit and implicit writes (post-

modification writes are only used for address registers) to the same accumulator, as long 

as they write to different parts of the accumulator. Just as with other registers, an explicit 

write by an instruction will override an implicit write by an instruction in the same 

bundle. 

40-bit accumulator accesses are also affected by the state of bits in the respective 

accumulator configuration register; 32-bit accumulators have no configuration registers 

associated with them.  

Each 40-bit accumulator has four configuration bits associated with it: 

1. Accumulator Saturation (S) (for reading from accumulator): When 

enabled, and value of the accumulator (as a 40-bit word) is positive and greater 

than 0x007FFFFFFF (maximum, signed 32-bit positive value), the accumulator 

will appear to contain the maximum, signed 32-bit positive value. If the value 

of accumulator (as a 40-bit word) is negative and lesser than 0xFF80000000 

(minimum, signed 32-bit negative value), the accumulator will appear to 

contain the minimum, signed 32-bit negative value. This does not change the 

value actually stored in the accumulator; it is just the value that will be read by 

the instruction when the S-bit is enabled. If the S-bit is disabled, the 

accumulator contents are read as it is. 

2. Low Accumulator load configuration (L) (for writing to accumulator): 

When enabled (set to one), the high and guard parts are implicitly updated when 

the low part is explicitly written to. The nature of the update depends on the 

value of the U-bit (explained below). If the L-bit is disabled, high and guard 

parts are left unchanged when the low part is explicitly written to. 

3. High Accumulator load configuration (H) (for writing to accumulator): 

When enabled (set to one), the low part is implicitly updated and set to zero 

when the high part is explicitly written to. If the H-bit is disabled, the low part 

is left unchanged when the high part is written to. The guard part is always 

implicitly updated when the high part is explicitly written to. 
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4. Sign/Zero extension configuration (U) (for writing to accumulator): When 

enabled (set to one), the guard and high parts are implicitly sign extended when 

the low part is explicitly written to; alternatively, the guard part is implicitly 

sign extended when the high part is explicitly written to. If the U-bit is disabled, 

the guard and high parts are implicitly set to zero when the low part is explicitly 

written to; alternatively, the guard part is implicitly set to zero when the high 

part is explicitly written to. 

These rules for accumulator configuration bits imply that the actual value stored in an 

accumulator depends on the configuration bits and the behavior of the bundle.  

DSP instructions can explicitly write to an accumulator in the following ways: 

▪ Each part of the accumulator separately (16-bit explicit write for high/low part, 

8-bit explicit write for guard). For a 16-bit write, the other parts may be 

implicitly updated depending on the state of L, H, and U bits. 

▪ The high and low parts together (32-bit explicit write). The guard may be 

updated depending on the state of the U bit. 

▪ The high and guard parts together (24-bit explicit write). The write to guard 

here is a special case and is not really treated the same way as the “standard” 

explicit write described in Section 4.3. The priority for this write to guard here 

is higher than an implicit write, but lesser than the “standard” explicit write. 

Thus, a parallel 8-bit explicit write to guard will take precedence over this 24-

bit “semi-explicit” write to guard. No implicit updates take place in this case. 

▪ The complete accumulator (40-bit explicit write). No implicit updates take 

place in this case. 

Figure 4.9 shows the algorithm used to update V-bits on writes to an accumulator. The 

algorithm starts by determining which portions are being written to (updated) with 

check_update_type(). 

The V-bit manipulation functions SET_VBITS_VALID_CND(dst, cond) and 

SET_VBITS_INVALID_CND(dst, cond) will set the V-bits of dst to valid and invalid 

respectively, if cond (a Boolean argument) evaluates to true. The functions are used for 

propagating V-bits for implicit writes.  

The Boolean variable affected_by_accConfig is used to compensate for a flag associated 

with a given instruction, that inhibits all kinds of implicit updates to the accumulator by 

that instruction, regardless of the state of the L, H, and U bits.  

If an accumulator part is being implicitly set to zero (i.e. zero extended), all V-bits of 

that part are always set to valid since it does not depend on the validity of the V-bits of 

the remaining parts in any manner. However, if an accumulator part is being subjected 

to a sign extension, the validity of the V-bits would depend on the remaining parts of 

the accumulator. The presence of any invalid V-bits in the remaining parts would result 

in sign extension of an invalid value, and all V-bits of this part would be pessimistically 

set to invalid. The reasoning behind this is that any decision which is based on the sign 

of a partially/completely invalid result, will be reported immediately. 
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Figure 4.9: V-bit Update Algorithm for Accumulators 

At the end of the algorithm, the V-bits from the intermediate variables is transferred into 

the shadow registers for the accumulator. 
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4.3.2 Accumulator Flag Registers 

The accumulator flag registers reflect the state of the value stored in each of the 40-bit 

accumulators (the 32-bit accumulators do not have flag registers associated with them) 

and are significant from the perspective of V-bit propagation since they can be used for 

evaluating conditions in an instruction, thus affecting the flow of control in a program. 

As explained in Section 4.2, there are eight bits associated with each accumulator. The 

functionality of the flag register is complex and only the flag bits necessary to 

understand V-bit propagation will be described. 

In case of Memcheck instrumenting an x86 platform, as explained in Section 2.3 of [1], 

it represents the flags in %eflags register with one single bit since it was concluded that 

tracking each flag individually is expensive and unnecessary. This is not suitable for 

Zeus as explained in Section 4.2.  

Instructions belonging to the same VLIW bundle in Zeus can also make writes to an 

accumulator flag register concurrently, as long as they do not write to the same flag 

bit(s). Hence, V-bit information pertaining to flags set by instructions executed 

previously (or in the same VLIW bundle) would be lost if the flags were to be 

represented by a single bit (the approach used in Memcheck). Figure 4.10 shows the 

algorithm used to update V-bits of an accumulator flag register.  

If the write to the register is explicit (i.e. Boolean variable IS_EXPLICIT_UPDATE is 

true), it results in V-bits being copied from the source to the shadow memory right away. 

In case of an implicit update, instructions can be configured to inhibit any writes to the 

flag register (represented by the Boolean variable inhibit_enabled being true) resulting 

from the instruction. Thus, any update to the V-bits of the register must be inhibited as 

well. If the write by the instruction is implicit and there is no inhibit flag present in the 

instruction, then a call to the function normally used to update an accumulator 

(acc_update_logic()) takes place. 

The call to acc_update_logic() is not used to actually update the accumulator. It only 

creates a temporary variable (accTemp) based on the condition that the instruction can 

write to all parts of the accumulator it intended to update without being overridden by 

any other instruction in the same bundle (i.e. CAN_OVRRIDE_PRLL=true); this is 

required to get a list of all the flags that the instruction intended to update without being 

overridden by any other instruction in the same bundle.  

Following this, the algorithm will not attempt to infer validity of flag bits from accTemp, 

and set them (pessimistically) to invalid if any V-bit in accTemp is invalid (explained 

in Section 4.2). These V-bit updates are stored in a temporary variable flagTemp. The 

V-bit manipulation functions SET_VBITS_VALID_MASK(dst, mask) and 

SET_VBITS_INVALID_MASK(dst, mask) will set the V-bits of dst to valid and invalid 

respectively, using a mask. In this case, update_mask is used as the mask, which 

contains information of all the flags that the instruction is attempting to modify.  

The overflow flag (see bit OF in Figure 4.2), which indicates overflow in the result from 

an instruction, is treated differently during V-bit propagation. In HW, this flag is latched 

once it is set to one and can only be cleared by an explicit write to the flag register. 
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Figure 4.10: V-bit Update Algorithm for Accumulator Flag Registers 

For V-bit propagation of the OF flag, the following rules apply: 

▪ If current V-bit of OF is invalid, then it implies that OF has been updated based 

on overflow of an uninitialized or partially-initialized value. In this case, the 

state of OF is unreliable. It is assumed that OF has been set to one, and the V-

bit is latched to invalid. 

▪ If current V-bit of OF is valid and OF is currently set to one, then the V-bit 

cannot be updated with an implicit write, since OF itself is latched. 

▪ If current V-bit of OF is valid and OF is currently set to zero, then OF is not 

latched and the V-bit can be implicitly updated. 
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There are some flags however that cannot be inferred from the call to 

acc_update_logic() because they are set while the instruction executes, such as the carry 

flag (see bit C in Figure 4.2), and not after it has executed (by evaluating the result of 

the execution); these flags are specified by the instruction in the preset_mask and their 

new V-bit validity in preset_flags. Note that V-bit update to the OF flag is also specified 

by the instruction; it is not specified in preset_flags however, because of the unique way 

that it needs to be handled. COPY_VBIT_CND(src, srcBit, dst, dstBit, cond) will copy 

the V-bit at bit position srcBit from src to bit position dstBit in V-bits for dst if Boolean 

variable cond is true; this function is used to merge the V-bit updates to these flags into 

flagTemp. 

The final step of this algorithm is to update the real V-bits for the accumulator flag 

register (accFlag). This involves using COPY_VBIT_CND() to conditionally copy the 

V-bits from flagTemp into accFlag while compensating for any “competing” 

instructions that attempt to modify the same flag(s); this is done through 

CAN_OVRRIDE_PRLL (this is different from the one passed to acc_update_logic()). 

 

4.4 Error Reporting 

This section describes the rules that control how and when an error is reported and the 

action taken by the memory error detection functionality when errors are detected. 

Section 4.5.3 in [10] summarizes the error reporting criterion for Memcheck. This has 

been studied and modified (if needed) suitably as described below: 

1. When LDM is accessed, the relevant A-bits are evaluated. If they indicate that 

an inaccessible address is being accessed, an error is reported. Registers are 

always accessible and have no A-bits associated with them. 

2. When values in registers are used to generate an LDM address, the V-bits for 

those values are evaluated, and an error is reported if any of them have any 

invalid V-bits. 

3. The V-bits for a value in a register/LDM are set to valid once they have been 

subjected to an evaluation that led to an error report. This is done to avoid long 

chains of errors resulting from the same source, and hence minimize the number 

of false positives. 

4. When values are loaded from, or stored to, an LDM address that is deemed 

inaccessible, either based on its A-bits, or the address register being used as a 

pointer to the LDM address is not initialized properly (i.e. has invalid V-bits), 

the V-bits of the destination are set to valid. This is done because the validity 

of the value is irrelevant here since the address itself is not supposed to be 

accessed or the pointer is not properly initialized. This avoids (potentially 

numerous) reports of the value being loaded/stored as invalid (a secondary 

error). 
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5. Rules governing error reports on writes (implicit/explicit) to registers depend 

on the register in question. In general, writing of uninitialized or partially 

initialized values to configuration/flag registers would be reported immediately 

as explained in Section 4.2. 

6. Uninitialized or partially initialized values being used in SW, in an “externally-

visible” way would be reported. This involves the following kinds of usage: 

a. Uninitialized or partially initialized values used in conditional 

instructions to determine program flow. 

b. Dereferencing of uninitialized or partially initialized values. 

c. Passing uninitialized or partially initialized values to system calls. 

d. Accessing uninitialized or partially initialized values outside the DSP 

(within or outside the ASIC). 

These errors are then presented to the user, along with additional information that may 

assist in debugging. 

4.4.1 GNU DeBugger (GDB) 

As mentioned in Section 3.2, it is possible to connect SVP to GDB, an open source 

debugger. This GDB has been modified to debug programs written for the Zeus (and 

other EMCA architectures in general) and will be referred to as EMCA-GDB in this text 

to distinguish from standard GDB. EMCA-GDB can monitor and control a program’s 

execution, and provide a variety of debugging information including stack frame 

contents and back traces.  

The connection between SVP and EMCA-GDB is similar (from the perspective of 

functionality) to Valgrind’s gdbserver and GDB [26], in the sense that SVP passes on 

debug information about the target program to EMCA-GDB, and lets EMCA-GDB 

monitor and control the execution of the program. 

Error reporting capability is implemented in EMCA-GDB using a script to set a 

watchpoint (triggered on a read/write) at an address that is rarely accessed by the SW. 

This address is configurable through EMCA-GDB. SVP has been modified to perform 

a read access on that address every time an error report is made, thus triggering a 

watchpoint hit and allowing an error report to be presented. EMCA-GDB will then print 

a back trace, depicting the chain of function calls leading to the error. Such prints will 

occur for all errors found. In addition, EMCA-GDB is configured by the same script to 

redirect all prints going to stdout, to be stored in a file for post-execution analysis.  
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5 Experimental Evaluation 

This chapter describes the evaluation of the UUM-detection functionality, using an Eos 

test program developed at Ericsson. This program makes use of uninitialized variables, 

attempts out-of-bounds accesses to the stack and heap and causes leakage of memory. 

The program consists of two Eos processes. They are referred to as DBA_helper and 

DBA_tester here. DBA_helper has a higher priority than DBA_tester. DBA_tester 

creates three variables on its stack and requests three chunks of memory to be 

dynamically allocated from the heap. All the stack variables and allocated heap memory 

are uninitialized. It communicates the memory addresses of these stack variables and 

the allocated heap memory and gets blocked as it now waits for a reply from 

DBA_helper. 

DBA_helper, which had been blocked all this time since it was waiting for messages 

containing the memory addresses to arrive from DBA_tester, attempts to use 

uninitialized variables in the following, externally-visible manner: 

▪ Uses an uninitialized variable to make a decision in a conditional branch. 

▪ Dereferences an uninitialized variable. 

▪ Passes an uninitialized variable to a system call. 

The uninitialized stack variables and heap memory, whose addresses were received 

from DBA_tester, are used for this purpose.  

Following this, DBA_helper attempts to make out-of-bounds accesses to the stack and 

heap by: 

▪ Accessing an address on the stack that is no longer accessible. 

▪ Accessing an address on a chunk of heap memory that has already been 

deallocated. 

Finally, DBA_helper communicates back with DBA_tester, indicating the end of the 

tests. Errors are reported via EMCA-GDB. 

A version of the test program using standard C and POSIX APIs (instead of Eos APIs), 

but functionally equivalent in terms of the transgressions in memory usage, was created 

to execute in Valgrind’s virtual environment with Memcheck enabled. The program was 

compiled with GCC v4.4.7 and Valgrind v3.8.1 was used to execute it on an x86-Linux 

system. 

The standard C and POSIX APIs version uses the pthread library to create two POSIX 

threads: helper (equivalent to DBA_helper) and tester (equivalent to DBA_tester). 

Shared memory locations whose access is controlled by use of pthread mutexes is used 

as a substitute for Eos signals. doVTests() is the function in this program that attempts 

to use uninitialized variables in an externally-visible manner. doATests() is the function 

in this program that attempts to make out-of-bounds accesses to the stack and heap.  
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Further details about the source code of the standard C and POSIX test program 

(including Makefile) is provided in Appendix 1. 

 

5.1 Results 

Table 1 shows the results of memory error detection on the known errors in the 

programs, when they were executed in SVP (with UUM-detection enabled) and 

Memcheck. 

Table 1: Results of Validity and Accessibility tests from SVP and Memcheck 

Known Errors 
UUM-detection 

in SVP 
Memcheck 

Validity 

Tests (stack) 

 

Conditional branch decision Reported Reported 

Dereference Reported Not reported 

System call Reported Reported 

Validity 

Tests (heap) 

 

Conditional branch decision Reported Reported 

Dereference Reported Not reported 

System call Reported Reported 

Accessibility 

Tests 

 

Stack access Reported Not reported 

Heap access (use-after-free) Not reported Reported 

 

Table 2 shows a classification of the false positive error reports from SVP, based on 

where the error is reported. 

Table 2: Classification of False Positive Error Reports from SVP 

 False Positives Reported by SVP 

No. of reports Blank Reports Reports from 

Kernel Code 

Reports from User 

Program 

2 23 5 

Total no. of false 

positive reports 

30 
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In the case of reporting known errors, as shown in Table 1, Memcheck succeeds in 

reporting all but three known errors (i.e. false negatives):  

1. Dereferencing of an uninitialized stack variable. 

2. Dereferencing of an uninitialized heap variable. 

3. Access of a stack variable that is no longer accessible.  

For Error-1 and Error-2, the deviation is expected because it is stated in Section 4.5.1 

of [10] that, 

“Checks on definedness only occur in three places: when a value is used to generate a 

memory address, when control flow decision needs to be made, and when a system call 

is detected, Memcheck checks definedness of parameters as required.” 

Since the program merely dereferences uninitialized variables (without using them in 

any of the above-mentioned ways), the V-bits are not checked and errors will not be 

reported for these cases.  

For Error-3 however, this is a deviation from expected behavior since it is stated in 

Section 4.5.3 of [10] that, 

“When memory is read or written, the relevant A bits are consulted. If they indicate an 

invalid address, Memcheck emits an Invalid read or Invalid write error.” 

Further investigation would need to be conducted in a future project to understand the 

cause of this. 

No false-positive errors were reported by Memcheck. All the error reports make a 

connection to the source code of the target program and provide back traces. If origin 

tracking is enabled (it was enabled in the test), the tool will also report the point in the 

source code where the variable was actually created and the method of creation (such 

stack/heap allocation). Additional information about heap, such as number of 

allocations/deallocations and amount of memory being leaked, is provided at the end. 

However, the error reported on passing an uninitialized value to a system call can be 

improved; it says:  

“Conditional jump or move depends on uninitialised value(s)” 

Thus, the passing of an uninitialized variable to a system call is reported but the 

information would be more useful if there was additional information about the source 

code, such as which argument to the function contained uninitialized variables. 

In the case of reporting known errors, as shown in Table 1, UUM-detection functionality 

of SVP succeeds in reporting all but one known error: access to a deallocated chunk of 

heap memory (use-after-free); this is because the functionality required to detect such 

an error is not implemented yet. The dereferences, which were not reported by 

Memcheck, are reported by SVP (as per the rules of reporting errors described in Section 

4.4). 
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As shown in Table 2, there were a total of 30 false positives reported by SVP, mainly 

due to the limited OS awareness present (see Reports from Kernel Code in Table 2). 

This results in DBA not being suspended when kernel code is being executed, and 

certain actions performed by the kernel end up being interpreted as memory usage 

errors. 

Some false positive error reports also originate from the user program itself (see Reports 

from User Program in Table 2). These are present because there are instructions in the 

program, for which V-bit propagation algorithms are not developed yet. 

Furthermore, during boot-up Eos accesses the address on which the watchpoint is set, 

triggering unnecessary back traces by EMCA-GDB without an error being reported (see 

Blank Reports in Table 2). This can be solved by putting a watchpoint on an address 

that is completely unused.  

Error reports with respect to system calls are presented in a more informative way by 

pointing out which argument has been passed with uninitialized values. Currently, no 

heap status information is presented in the way Memcheck does. This should be 

straightforward to add since heap memory allocation/deallocation in Eos occurs through 

system calls and those system calls already have hooks implemented for them.  

Both SVP and Memcheck provide back traces of similar quality, however, Memcheck 

error reports are better connected to the source code due to the origin tracking feature 

(which is lacking in SVP currently) which, as explained in Section 2.2, helps in pin-

pointing the exact location in the source where (and how) the uninitialized variable was 

created. 

Samples of error reports from SVP are provided in Appendix 2. 
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6 Conclusion 

UUMs remain a serious concern for programmers using C or C++. UUMs are hard to 

find during testing, program behavior due to UUMs is unpredictable; and in many cases, 

SW failures due to UUMs could be due to a completely unrelated change that was 

applied to the program, or due to UUMs being exposed after a change in toolchain, or 

platform being used. 

The goal to demonstrate a proof-of-concept for UUM-detection on a target Zeus 

program being executed in SVP has been met. The issues involved in implementing 

UUM-detection on a virtual platform, for application-specific VLIW ISAs, were 

highlighted in Chapter 3 and Chapter 4. A subset of the Zeus instruction set was 

selected, and UUM-detection algorithms were developed for each selected instruction 

as described in Chapter 4. These algorithms can be used as a guideline for continued 

implementation of UUM-detection, for instructions that share similar functionality, in 

the remaining Zeus instruction set. 

Chapter 5 describes a qualitative evaluation conducted using test programs developed 

at Ericsson, of DBA in SVP and Memcheck. The reporting of known errors, 

presentation of error reports to the user, and differences in error reporting policies were 

described. DBA in SVP reports all known errors, except one (heap use-after-free), in 

the program and reports them to the user in an appropriate manner. There are false 

positives reported, mainly due to the limited OS awareness currently present. Increasing 

OS awareness could eliminate more than 75% of the false positives in the given test 

program. 

 

6.1 Future Work 

While this thesis has demonstrated UUM-detection for a suitable subset of Zeus 

instructions, there are several opportunities to extend the work performed here such as 

(but not limited to) the ones described below: 

1. Improve error-detection by the algorithms: This will require further 

evaluation of the algorithms through extensive testing, before they can be tuned. 

2. Extend UUM-detection to cover the complete instruction set of the Zeus: 

This would allow detection of memory errors on real production code which 

make use of instructions not covered in the scope here. Furthermore, a more 

complete test suite can be used to run more extensive evaluations. 

3. Implement full OS-awareness: Currently, there is limited OS-awareness 

implemented for the microkernel, detecting a small subset of available system 

calls, and internal functions. To provide better OS-awareness, this would need 

to be expanded to cover the complete set of system calls, and more internal 

functions. This would help in minimizing the number of false positives as no 

code outside the user program will then be instrumented. 
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4. Extend UUM-detection to cover other components in the Olympus ASIC: 

This would include the MM for instance. Due to the size of the MM, a 1-to-1 

bit mapping for the shadow memory would be impractical in this case, since it 

would result in a large consumption of memory by the DBA functionality in 

SVP. It might be more feasible in that case to opt for a bit-to-byte mapping or 

a bit-to-word mapping with provisions for PDBs (similar to the approach used 

in Memcheck) and implement mapping APIs to compensate for the different 

shadow memory encodings between the local memories (LDM, LPM) and 

registers in the DSP, and MM. UUM-detection on the complete Olympus ASIC 

(including all the DSPs) would allow analysis of uninitialized variables 

propagating throughout the SoC. 

5. Implement origin-tracking: As explained in Section 2.2, UUM bugs are 

notoriously difficult to track and rectify since they indicate an absence of an 

event (initialization of data), and the point in the program where the error report 

originated may be very far from the point of memory allocation. Origin tracking 

is a feature, used in tools like Memcheck and MemorySanitizer, that allows 

tracking and reporting of the memory region from which the uninitialized value 

originated; it must be implemented in SVP as well for improved UUM-

detection. 

6. Improvements to the error-reporting mechanism: To minimize false reports 

due to the microkernel accessing the memory address where the watchpoint is 

set, the instrumentation can set the watchpoint on an imaginary address to 

trigger error reports. This address will be accessible only by the virtual 

environment of SVP (and not the target program). An interface to a graphical 

environment such as that provided by Eclipse could also result in better 

visualization of the error reports (which are currently text-based) and allow 

visualization of information about the OS such as context switches, process 

stack growth/shrink, heap state, etc. 

7. Extend to other EMCA architectures: UUM-detection can be extended for 

other architectures in the EMCA family which are supported by SVP. 

8. Implement detection for other kinds of errors: Implementing support for 

detecting other kinds of errors such as concurrency errors can lead to more 

robust SW being developed. 
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Appendix 1 

Source code for test program executed in Memcheck: 

▪ main.c: 

/* > Includes ****************************************************************/ 

#include <stdio.h> 

#include <stdint.h> 

#include <pthread.h> 

 

/* > Global Function Definitions *********************************************/ 

extern void* helperMain(void* param); 

extern void* testerMain(void* param); 

 

/* > Local Function Definitions **********************************************/ 

int main(int argc, char* args[]) 

{ 

    pthread_t helper, tester; 

    uint16_t param1=0, param2=0; 

     

    printf("\n\nDynamic Analysis Test Program (POSIX Variant)\n\n"); 

    printf("Creating POSIX threads...\n\n"); 

     

    if( pthread_create( &helper, NULL, helperMain, &param1 )) 

    { 

        printf("Error creating helper thread!\n"); 

        return 1; 

    } 

     

    if( pthread_create( &tester, NULL, testerMain, &param2 )) 

    { 

        printf("Error creating tester thread!\n"); 

        return 1; 

    } 

     

    while(1); 

     

    return 0; 

} 

 

 

 

 

 

 

▪ tester_posix.c: 

/* Includes*******************************************************************/ 

#include <stdio.h> 

#include <stdint.h> 

#include <stdlib.h> 

#include <pthread.h> 

 

/* Global Variable Definitions ***********************************************/ 

//shared variable for communication between threads 

extern uint64_t sig1; 

uint64_t sig2[4]={0, 0, 0, 0}; 

 

//mutex to control access to shared variable 

extern pthread_mutex_t mutexSig1; 

pthread_mutex_t mutexSig2 = PTHREAD_MUTEX_INITIALIZER; 

 

/* Global Function Definitions ***********************************************/ 

extern uint64_t* getStackRef2(uint64_t* ptr); 

 

/****************************************************************************** 
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 * 

 * Main test process 

 * 

 *****************************************************************************/ 

 

uint64_t* getStackRef1(uint64_t val) 

{ 

    uint64_t stack_var = val; 

    return getStackRef2(&stack_var); 

} 

 

uint64_t doATests(void) 

{ 

    // Detect access of value that WAS on the stack but is not anymore 

    uint64_t* beyond_stack = getStackRef1(42); 

    uint64_t deref = *beyond_stack; 

    printf("Helper (TID:%d): Accessing outside stack.\n", pthread_self()); 

     

    // Detect access of value that WAS on the heap but is not anymore 

    uint64_t* beyond_heap = (uint64_t*)malloc(sizeof(uint64_t)); 

    *beyond_heap = 1337; 

    free(beyond_heap); 

    deref = *beyond_heap; 

    printf("Helper (TID:%d): Accessing outside heap.\n", pthread_self()); 

     

    return deref; 

} 

 

uint64_t doVTests(uint64_t v1, uint64_t* v2, uint64_t v3) 

{ 

    // Detect uninitialized value used in decision: if (v1) 

    if (v1 == 42) { 

        printf("Helper (TID:%d): Decision test: Equals 0.\n", pthread_self()); 

    } 

    else { 

        printf("Helper (TID:%d): Decision test: Not 0.\n", pthread_self()); 

    } 

 

    // Detect uninitialized value used in dereference: *v2 

    uint64_t deref = *v2; 

    printf("Helper (TID:%d): Dereferencing.\n", pthread_self()); 

 

    // Detect uninitialized value sent to syscall: sleep(v3) 

    printf("Helper (TID:%d): Syscall.\n", pthread_self()); 

    sleep(v3); 

     

    return deref; 

} 

 

void endTest() 

{ 

    printf("Test ended.\n"); 

} 

 

void* testerMain(void* param) 

{ 

    uint64_t stack1, stack2, stack3; 

    uint64_t *heap1, *heap2, *heap3;  

    printf("Tester (TID:%d): Started.\n", pthread_self()); 

    printf("Tester (TID:%d): Allocated on stack: @%x, @%x, @%x\n", 

pthread_self(), (uint64_t)&stack1, (uint64_t)&stack2, (uint64_t)&stack3); 

    heap1 = (uint64_t*)malloc(sizeof(uint64_t)); 

    heap2 = (uint64_t*)malloc(sizeof(uint64_t)); 

    heap3 = (uint64_t*)malloc(sizeof(uint64_t)); 

    printf("Tester (TID:%d): Allocated on heap: @%x, @%x, @%x\n", 

pthread_self(), (uint64_t)heap1, (uint64_t)heap2, (uint64_t)heap3); 

     

    printf("Tester (TID:%d): Signalling stack addresses to helper (0x100).\n", 

pthread_self()); 

    pthread_mutex_lock( &mutexSig2 ); 

    sig2[0]=0x100; 

    sig2[1]=(uint64_t)&stack1; 

    sig2[2]=(uint64_t)&stack2; 
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    sig2[3]=(uint64_t)&stack3; 

    pthread_mutex_unlock( &mutexSig2 ); 

  

    sleep(1);             //give helper time to access the stack addresses 

 

    printf("Tester (TID:%d): Signalling heap addresses to helper (0x101).\n", 

pthread_self()); 

    pthread_mutex_lock( &mutexSig2 ); 

    sig2[0]=0x101; 

    sig2[1]=(uint64_t)heap1; 

    sig2[2]=(uint64_t)heap2; 

    sig2[3]=(uint64_t)heap3; 

    pthread_mutex_unlock( &mutexSig2 ); 

     

    printf("Tester (TID:%d): Waiting for helper to reply...\n", 

pthread_self()); 

    while (1)  

    { 

        pthread_mutex_lock( &mutexSig1 ); 

        if (sig1 == 0x102)  

        { 

            sig1=0; 

            printf("Tester (TID:%d): Got reply from helper, ending test.\n", 

pthread_self()); 

            pthread_mutex_unlock( &mutexSig1 ); 

            break; 

        } 

        else if (sig1 == 0) 

        { 

            pthread_mutex_unlock( &mutexSig1 ); 

            continue; 

        } 

        else  

        { 

            sig1=0; 

            printf("Tester (TID:%d): Received unexpected signal 0x%x.\n", 

pthread_self(), sig1); 

            pthread_mutex_unlock( &mutexSig1 ); 

        } 

    } 

     

    endTest(); 

    exit(0); 

} 

 

 

 

 

 

 

▪ helper_posix.c: 

/* > Includes ****************************************************************/ 

#include <stdio.h> 

#include <stdint.h> 

#include <pthread.h> 

 

/* > Global Variable Definitions *********************************************/ 

//shared variable for communication between threads 

uint64_t sig1 = 0; 

extern uint64_t sig2[4]; 

 

//mutex to control access to shared variable 

pthread_mutex_t mutexSig1 = PTHREAD_MUTEX_INITIALIZER; 

extern pthread_mutex_t mutexSig2; 

 

/* > Global Function Definitions *********************************************/ 

extern uint64_t doATests(void); 

extern uint64_t doVTests(uint64_t v1, uint64_t* v2, uint64_t v3); 

 

uint64_t* getStackRef2(uint64_t* ptr) 
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{ 

    return ptr; 

} 

 

void* helperMain(void* param) 

{ 

    int got100 = 0; 

    int got101 = 0; 

    printf("Helper (TID:%d): Started. Waiting for signals from tester...\n", 

pthread_self()); 

     

    while (!got100 || !got101)  

    { 

        pthread_mutex_lock( &mutexSig2 ); 

        if(sig2[0] != 0) 

        { 

            printf("Helper (TID:%d): Received signal 0x%x.\n", pthread_self(), 

sig2[0]); 

        switch (sig2[0])  

         { 

                case 0x100:  

                { 

                    got100 = 1; 

                    uint64_t* stack1p = (uint64_t*)sig2[1]; 

                    uint64_t* stack2p = (uint64_t*)sig2[2]; 

                    uint64_t* stack3p = (uint64_t*)sig2[3]; 

                    printf("Helper (TID:%d): Gonna do stack V detection tests 

on @%x, @%x, @%x.\n", pthread_self(), (uint64_t)stack1p, (uint64_t)stack2p, 

(uint64_t)stack3p); 

                    uint64_t v_deref = doVTests(*stack1p, stack2p, *stack3p); 

                    break; 

                } 

                case 0x101:  

                { 

                    got101 = 1; 

                    uint64_t* heap1 = (uint64_t*)sig2[1]; 

                    uint64_t* heap2 = (uint64_t*)sig2[2]; 

                    uint64_t* heap3 = (uint64_t*)sig2[3]; 

                    printf("Helper (TID:%d): Gonna do heap V detection tests on 

@%x, @%x, @%x.\n", pthread_self(), (uint64_t)heap1, (uint64_t)heap2, 

(uint64_t)heap3); 

                    uint64_t v_deref = doVTests(*heap1, heap2, *heap3); 

                    break; 

                } 

                default: 

                    printf("Helper (TID:%d): Received unexpected signal 

0x%x.\n", pthread_self(), sig2[0]); 

                    break; 

            } 

            sig2[0]=0; 

            sig2[1]=0; 

            sig2[2]=0; 

            sig2[3]=0; 

        } 

        pthread_mutex_unlock( &mutexSig2 ); 

    } 

 

    printf("Helper (TID:%d): Gonna do stack & heap A detection tests now...\n", 

pthread_self()); 

    uint64_t a_deref = doATests(); 

 

    printf("Helper (TID:%d): Inform tester that test is done.\n", 

pthread_self()); 

     

    pthread_mutex_lock( &mutexSig1 ); 

    sig1=0x102; 

    pthread_mutex_unlock( &mutexSig1 ); 

 

    printf("Helper (TID:%d): Enter deep sleep.\n", pthread_self()); 

    while (1)  

    { 

        sleep(1); 

    } 
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} 

 

 

 

 

 

 

▪ Makefile: 

CC=gcc 

CFLAGS=-g -pthread -w 

SOURCES=src/*.c 

BIN_DIR=bin 

 

all: 

 $(CC) $(CFLAGS) $(SOURCES) -o $(BIN_DIR)/DA_test 

  

run: 

 valgrind --track-origins=yes --leak-check=full $(BIN_DIR)/DA_test 

  

clean: 

 rm -rf $(BIN_DIR)/* 

 

 

 

The source files and the Makefile should be arranged in the following manner: 

 

 

The following commands are to be used for make: 

▪ make all: To build the program. 

▪ make run: To execute the program in Memcheck. 

▪ make clean: To remove a previous build of the program. 
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Appendix 2 

Link to Valgrind v3.8.1: http://valgrind.org/downloads/valgrind-3.8.1.tar.bz2 

 

Sample error reports from SVP: 

 
******************************************************************************* 

 

DA: DSP=0: PID=2: Detected inaccessibility: Accessing LDM @0x13d1 @pc=83bb. 

 

 

Back Trace: 

 

#0  0x0000848c in doATests () 

#1  0x000083bb in helperMain () 

#2  0x0000d57a in EOS_kernelFunc1 () 

#3  0x0000dead in EOS_kernelFunc2 () 

 

******************************************************************************* 

 

DA: DSP=0: PID=2: Detected invalidity: Condition (accumulator flags) @pc=8493. 

(invalid bits: 0x1) 

 

 

Back Trace: 

 

#0  0x000084a5 in doVTests () 

#1  0x000083bb in helperMain () 

#2  0x0000d57a in EOS_kernelFunc1 () 

#3  0x0000dead in EOS_kernelFunc2 () 

 

******************************************************************************* 

 

DA: DSP=0: PID=2: Detected invalidity: LDM address @pc=84bf. (invalid bits: 

0xffff) 

 

 

Back Trace: 

 

#0  0x000084bf in doVTests () 

#1  0x000083bb in helperMain () 

#2  0x0000d57a in EOS_kernelFunc1 () 

#3  0x0000dead in EOS_kernelFunc2 () 

 

******************************************************************************* 

 

DA: DSP=0: PID=2: Detected invalidity: EOS_sleep system call parameter 1 "timeout" 

@a0 @pc=d4ed. (invalid bits: 0xffff) 

 

 

Back Trace: 

 

#0  EOS_sleep() 

#1  0x000084d7 in doVTests () 

#2  0x000083bb in helperMain () 

#3  0x0000d57a in EOS_kernelFunc1 () 

#4  0x0000dead in EOS_kernelFunc2 () 

 

******************************************************************************* 

 

http://valgrind.org/downloads/valgrind-3.8.1.tar.bz2
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