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Abstract

This thesis deals with fast and efficient methods for electrostatic calcula-
tions with application in molecular dynamics simulations. The electrostatic
calculations are often the most expensive part of MD simulations of charged
particles. Therefore, fast and efficient algorithms are required to accelerate
these calculations. In this thesis, two types of methods have been considered:
FFT-based methods and fast multipole methods (FMM).

The major part of this thesis deals with fast (O(N log(N))) and spec-
trally accurate methods for accelerating the computation of pairwise inter-
actions with arbitrary periodicity. These methods are based on the Ewald
decomposition and have been previously introduced for triply and doubly pe-
riodic problems under the name of Spectral Ewald (SE) method. We extend
the method for problems with singly periodic boundary conditions, in which
one of three dimensions is periodic. By introducing an adaptive fast Fourier
transform, we reduce the cost of upsampling in the non periodic directions
and show that the total cost of computation is comparable with the triply
periodic counterpart. Using an FFT-based technique for solving free-space
harmonic problems, we are able to unify the treatment of zero and nonzero
Fourier modes for the doubly and singly periodic problems. Applying the
same technique, we extend the SE method for cases with free-space boundary
conditions, i.e. without any periodicity.

This thesis is also concerned with the fast multipole method (FMM) for
electrostatic calculations. The FMM is very efficient for parallel processing
but it introduces irregularities in the electrostatic potential and force, which
can cause an energy drift in MD simulations. In this part of the thesis we
introduce a regularized version of the FMM, useful for MD simulations, which
approximately conserves energy over a long time period and even for low
accuracy requirements. The method introduces a smooth transition over the
boundary of boxes in the FMM tree and therefore it removes the discontinuity
at the error level inherent in the FMM.
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Sammanfattning

Denna avhandling behandlar snabba och effektiva metoder för elektrosta-
tiska beräkningar med tillämpning i molekyldynamiksimulering (MD-simuleri-
ng). De elektrostatiska beräkningarna är de mest tidskrävande delarna av
MD-simuleringar för laddade partiklar och därför krävs snabba och effektiva
algoritmer för att accelerera dessa beräkningar. I denna avhandling betraktas
två typer av metoder: FFT-baserade metoder och den snabba multipolmeto-
den (FMM).

Den första delen av avhandlingen presenterar snabba (O(N log(N))) och
spektralt noggranna metoder för att accelerera beräkningen av parvisa inter-
aktioner med godtycklig periodicitet. Dessa metoder är baserade på Ewaldfak-
torisering och har tidigare införts för trippel- och dubbelperiodiska problem
under namnet Spectral Ewald (SE) metoden. Vi utökar metoden för problem
med enkelperiodiska randvillkor, där endast en av de tre dimensionerna är pe-
riodisk. Genom att introducera en adaptiv snabb Fouriertransform, reducerar
vi kostnaden för uppsampling i de icke-periodiska riktningarna och visar att
den totala kostnaden för beräkning är jämförbar med det trippelperiodiska fal-
let. Med hjälp av en FFT-baserad metod för att lösa harmoniska problem i fri
rymd kan vi enhetligt behandla noll- och nollskilda Fouriermoder för dubbel-
och enkelperiodiska problem. Med tillämpning av samma teknik utvidgar vi
SE-metoden till problem helt utan periocitet, med fri rymd-randvillkor.

Den andra delen av denna avhandling handlar om FMM, för elektrosta-
tiska beräkningar. FMM lämpar sig väl för parallella beräkningar men den
introducerar irregulariteter i elektrostatisk potential och kraft vilket kan leda
till energidrift i MD simuleringar. I denna del av avhandlingen introducerar
vi en regulariserad version av FMM som approximativt konserverar energini-
vån också vid låga noggrannhetskrav. Metoden introducerar en slät övergång
över gränsen för diskreta beräkningskuber i det hierarkiska FMM trädet, och
avlägsnar därför den diskontinuitet på felnivån som annars uppkommer.



Preface

This thesis is divided into two parts. A brief introduction of algorithms and basic
concepts used in the thesis are presented in Part I. Part II consists of six papers.

• Paper I compares the SE method developed by Dag Lindbo and Anna-Karin
Tornberg (AKT) to the SPMEmethod in GROMACS. Davood Saffar Shamshir-
gar (DSS) implemented the parallel version of the method in GROMACS
under supervision of Berk Hess (BH), performed numerical experiments and
wrote the manuscript under supervision of AKT.

• Paper II, IV and VI present works carried out with a close collaboration
between DSS and AKT. DSS contributed to the ideas, proofs and derivations,
performed numerical computations and wrote the manuscripts.

• Paper III presents a collaborative work between all three authors Ludvig
af Klinteberg, DSS and AKT. DSS contributed to the implementation, per-
formed numerical computations and wrote part of the manuscript.

• Paper V introduces a new version of the FMM method which approximately
conserves total energy. The work has been done in a collaboration with BH,
AKT, and Rio Yokota. The latter also provided an FMM package in which
the new method is implemented. DSS contributed to the development of the
algorithm, implemented the method, performed numerical experiments, and
wrote the manuscript.

The included papers are as follows:

Paper I
D. S. Shamshirgar, B. Hess, and A.-K. Tornberg. A comparison of the Spectral
Ewald and Smooth Particle Mesh Ewald methods in GROMACS. To be submitted,
2018.

Paper II
D. S. Shamshirgar and A.-K. Tornberg. The Spectral Ewald method for singly
periodic domains. Journal of Computational Physics, vol. 347, pp. 341–366, 2017.
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Chapter 1

Introduction

From drug design to material design, we need to understand the structure, dy-
namics and thermodynamics of systems of molecules and atoms such as polymers,
proteins and DNA. Before the emergence of computers, scientists had to rely only
on theory or experiments. But it is not always feasible to predict properties of
complex molecular systems by these means. The Schrödinger equation describes
the dynamics of molecular systems, but unless we are computing properties of small
systems, it is impractical to use. Efficient algorithms and computer simulations are
required in order to accurately predict macroscopic properties of larger systems.
More than that, in some situations where physical experiments are not feasible (or
even possible), computer simulation provides useful information. In late 50s, Molec-
ular Dynamics (MD) were proposed as a numerical approach to study reasonably
large systems at the atomistic level using computers. Performing MD simulations,
scientists have been able to compute and predict many properties of such systems.
The results of simulations can also be validated with physical experiments.

In MD simulations, the governing equation is the Newton’s equation of motion
defined for a system with N atoms interacting with each other:

mn
d2xn

dt2 = Fn, n = 1, . . . , N, (1.1)

in which Fn is the force, xn is the position and mn is the mass of the n’th atom. The
forces between atoms are usually described by potential functions which represent
the pairwise interaction of the atoms. The force can be described as the negative
gradient of the potential, denoted here by V

Fn = −∇xnV (xn). (1.2)

The energy of a system can also be calculated using

E = Ekin + V,

in which Ekin is the kinetic energy of the system.

1
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Figure 1.1: (left) A Harmonic bond potential is defined on a covalent bond between
atoms n and m. (right) An angle potential is defined between two bonds which share
a common atom.

In a system of molecules, interactions usually fall into two main categories:
bonded and non-bonded. The bonded interactions involve all intermolecular inter-
actions such as bonds, angles, and torsions (dihedrals) potential. The non-bonded
interactions include electrostatics and Van der Waals potentials.

1.1 Bonded interactions

Bond potential
The bond potential is used to model the interaction of covalently bonded atoms in
a molecule, see figure 1.1(left). The most common approach to approximate the
bond potential is the harmonic bond potential which describes the covalent bond
by a harmonic vibrational motion. In this method, the potential is expanded as a
Taylor series at the vicinity of an equilibrium point known as the reference bond
length. In MD simulations and in the simplest form, the potential bond energy is
given by

Vbond = 1
2Knm(rnm − r0)2. (1.3)

Here, r0 is the reference bond length, Knm is the force constant and rnm is the
magnitude of rnm, the distance vector between atoms n and m, i.e. rnm = |rnm|.
Taking the gradient of the potential in (1.3), the corresponding forces exerted on
atom n and m are given by

Fn = −Knm(rnm − r0)rnm

rnm
,

and Fm = −Fn, respectively.
The harmonic bond can be replaced by constraint algorithms whenever vibra-

tions between atoms are not important. Most of the constraint algorithms used
nowadays in MD simulations are based on the method of Lagrange multipliers.
Among different constraint algorithms are the well known SHAKE [37], RATTLE
[3], and LINCS algorithms [20].
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Figure 1.2: Lennard-Jones potential as a function of the distance between two non
bonded atoms.

Angle and dihedral potentials
The angle potential is present in molecules with more than two atoms when two
bonds share an atom, see figure 1.1(right). This potential can also be approximated
by a harmonic potential, similar though different from (1.3). Dihedrals are a type
of potential that occur in a system of four consecutive bonded atoms. The dihedral
and angle potentials are not part of this thesis work.

1.2 Non bonded interactions

Van der Waals potential
The Van der Waals interaction is a weak attractive-repulsive force between two non
bonded atoms. This interaction helps geckos to climb ceilings and walls and makes
water to be liquid at room temperature. The most common model to describe Van
der Waals interactions is known as the Lennard-Jones potential and is given by

VLJ = 4ε
[(

σ

r

)12
−
(
σ

r

)6
]
. (1.4)

Here ε is the depth of the potential well or the minimum of the potential between
atoms, σ is the distance for which the energy is zero, and r is the distance between
atoms. In (1.4), r−12 is the repulsive and r−6 is the attractive term. Figure 1.2
illustrates the behavior of the Lennard-Jones (LJ) potential as a function of the
distance r. The force associated with the Lennard-Jones potential can also be
obtained by inserting (1.4) into (1.2),

Fn = 24ε
[

2
(
σ

r

)12
−
(
σ

r

)6
]
r
r2 ,

in which r = |r|. The LJ potential is a two-body short-range interaction, meaning
that the interaction is dominated by the potential of the neighboring particles. The
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LJ potential decays to zero as r increases. Therefore, in practice, it is truncated at
a certain cut-off radius rc and interactions beyond that cut-off are neglected. But
we have to be careful with the truncation of the potential. If the magnitude of
interactions beyond rc are not sufficiently small, the truncation yields a systematic
error in the total energy of the system. This error then accumulates when time
evolves in MD simulations. Moreover, the potential in general has a discontinuity
at r = rc which results in an energy drift, see section 1.7. In MD simulations, it is
common to truncate interactions at rc = 2.5σ, cf. figure 1.2. Moreover, in order to
remove the discontinuity, the truncated potential is shifted such that it is zero at
rc,

VLJ,shifted =
{
VLJ(r)− VLJ(rc) r ≤ rc,
0 r > rc.

Electrostatics potential

For charged particles, the electrostatic interaction is described by Coulomb’s law.
For two point charges in vacuum, the electrostatic force is given by

F = 1
4πε0

q1q2

r3 r,

where r is the distance vector between two particles with r = |r|, q1 and q2 are the
signed magnitude of charges and ε0 ≈ 8.854(1)...×10−12[F ·m−1] (Farad per meter)
is the permittivity of the vacuum. Also, the term 1/4πε0 is called the Coulomb’s
constant and denoted by ke. This force is repulsive for atoms with the same sign
and attractive for atoms with opposite signs. In a system of N charged particles
with charges qn at positions xn = (xn, yn, zn), n = 1, . . . , N the electrostatic force
exerted on the mth particle reads

F(xm) = keqm

N∑

n=1
qn

(xm − xn)
|xm − xn|3

, m = 1, . . . , N.

The corresponding electrostatic potential energy is also given by

Velec = ke

N∑

m=1
qm

N∑

n=1

qn

|xm − xn|
, m = 1, . . . , N. (1.5)

Due to the long range behavior of the electrostatic potential, the direct calculation
of the potential energy (1.5) is very expensive. In the MD context, an interaction
is called long-range if it decreases with the distance slower than r−3 (in three di-
mensions). The direct evaluation of (1.5) requires O(N2) arithmetic operations.
Therefore, fast (and also accurate) algorithms are required to accelerate the com-
putation of the potential.
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Figure 1.3: The primary cell is replicated in one dimension.

1.3 Boundary conditions

Even with modern computers, it is not feasible to simulate systems that are similar
to real world systems with a very large number of particles. To reduce the number
of degrees of freedom while preserving the macroscopic properties of the examined
system, a proper boundary condition has to be selected. The choice of boundary
condition has a large impact on the properties of systems under study. In order
to simulate a bulk phase and to avoid real phase boundaries, periodic boundary
conditions (PBC) are usually considered in MD simulations.

To use PBCs, a primary cell with N particles is considered and the cell is
replicated infinitely many times in three dimensions (see figure 1.3 for an illustration
in one dimension). In this setting, each particle interacts with all other particles in
the primary cell and all particles (including its own image) in all periodic replicas.

The primary cell size can be defined freely however, its orientation and shape
have to be defined precisely. We should also note that there are artifacts in using
PBCs which enforces constraints on the size of the simulation box. Nonetheless,
applying these types of boundary conditions is still useful and effective method in
MD simulation of homogeneous bulk systems [14].

In three dimensions, the primary cell is defined as Ω = ⊗3
i=1[0, Li). For 3d-

periodic boundary conditions, the distance of two particles located at xm,xn ∈ Ω
shifted by a vector p is then given by the functional

f(xmn,p) = f(xm − xn + p) = |xm − xn + p|,

where p = (α1L1, α2L2, α3L3), αi ∈ Z. Other types of periodicities can be imposed
by setting αis to zero, e.g. for 2d-periodicity, we set p3 = 0 and for 1d-periodicity,
p2 = p3 = 0. These types of boundary conditions are useful e.g. for simulating
membranes and nanopores.
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1.4 Time stepping

When the forces are computed, to obtain trajectories of atoms and molecules in
space and time, the equation of motion (1.1) needs to be integrated using an in-
tegration technique, e.g. Leapfrog or velocity-Verlet [38]. The Leapfrog algorithm
updates positions and velocities at interleaved time steps. Let us consider the equa-
tion of motion (1.5) and assume that all particles have the same mass m. With a
time step ∆t, velocities and positions are updated as

v(t+ ∆t/2) = v(t−∆t/2) + ∆tF(t)
m

,

x(t+ ∆t) = x(t) + ∆tv(t+ ∆t/2).

Since velocities are computed at intermediate time steps, the kinetic energy and
potential energy are updated in different time steps. However, using an averaging,
the kinetic energy can be computed at the same time as the positions

Ekin(t) = 1
2
[
Ekin(t+ ∆t/2) + Ekin(t−∆/2)

]
, Ekin(t) = 1

2m|v(t)|2.

The Leapfrog scheme is second order accurate, time reversible and symplectic (con-
serves energy (Physics), preserves area (Mathematics) ). The latter is an important
characteristic in simulation of dynamical systems as it damps the energy drift in-
curred due to the artifact of numerical integration. Moreover, the Newton’s equa-
tion of motion is time reversible and therefore it is advantageous for the numerical
algorithm to be so.

The Velocity-Verlet algorithm is also second order accurate and symplectic. The
positions and velocities with this algorithm are updated as follows

x(t+ ∆t) = x(t) + ∆tv(t) + ∆t2

2
F(t)
m

,

v(t+ ∆t) = v(t) + ∆t
2m

[
F(t) + F(t+ ∆t)

]
.

1.5 Molecular dynamics

Having introduced time integrators and different forces involved in MD simulations,
we are ready to present the Molecular Dynamics algorithm in its simplest form.
The following listing shows the main steps of an MD algorithm using a suitable
integrator.

Algorithm 1 Schematic of the molecular dynamics algorithm
1: Set time step and initialize position, charge, mass, and velocity of atoms.
2: for step=1:number of steps do
3: Compute forces; FLJ, Felec, Fbond.
4: Call the integrator; update velocities and positions.
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Quantity Symbol Unit SI unit
length r nm 10−9 m
time t ps 10−12 s
charge q e 1.60218× 10−19 C
mass m u 1.666054× 10−27 kg

Table 1.1: Basic units used in GROMACS.

5: Calculate energy and temperatures.
6: end for

Several packages have been developed for molecular dynamics simulation. Among
widely used software packages that serve many users are GROMACS [27, 21] and
NAMD [34]. In this thesis, we work with GROMACS and therefore restrict our-
selves to GROMACS units. The MD basic units and derived units are given in table
1.1 and 1.2 respectively, [17]. Given the units in table 1.1, the electric conversion

Quantity Symbol Unit SI unit
energy E, V kJ mol−1

force F kJ mol−1 nm−1

velocity v nm ps−1 1000 m s−1

Table 1.2: Derived units from units in table 1.1.

factor becomes ke = 1/4πε0 = 138.935 [kJ nm mol−1 e−2].
In order to avoid instability and to conserve energy in MD simulations, the

time step has to be chosen at least one order of magnitude less than the fastest
time scale in the system. For a system with bonded interactions, the time step
is ≈ 0.5fs (1fs = 10−15s). Note that conformational changes in macromolecules
appear in 1ps − 100s (1ps = 10−12s). If the computational cost of one time step
for a system of 10 000 atoms is ≈ 1ms of real-time simulation, more than 10 000
years are needed to run the simulation for 100 seconds of the simulation time. The
necessity of accelerating the force calculation and other parts of the MD simulation
should now be clear enough.

1.6 Long range interactions

Due to the long-range behavior of Coulomb interactions, the task of computing
Coulomb potentials is often the most time consuming part of any MD simulation.
During the last decades, different techniques have been introduced in order to reduce
the runtime of the calculation. In this work, we consider two different approaches;
Particle Mesh Ewald (PME) methods and the Fast Multipole Method (FMM). In
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PME methods, using the Ewald decomposition technique, the potential is divided
into two parts; a real space part (computed in real space) and a Fourier space
part (computed in Fourier space), cf. section 2.1 in chapter 2. The real space sum
is short-ranged and as for the LJ potentials, it can be truncated when sufficiently
decayed. The Fourier space part, on the other hand, is long-ranged but smooth and
periodic. Therefore, its Fourier spectrum decays rapidly in Fourier space. This sum
can then be accelerated by utilizing fast Fourier transforms (FFT). If the involved
parameters are chosen properly, these methods scale as N log(N).

The basic idea of the FMM is that particles sufficiently far from a target, can
be considered as a big cluster. Then, the effect of the cluster is approximated
by a multipole expansion and the particle-cluster interaction is evaluated via this
expansion. To design an algorithm, the computational domain is partitioned with
a tree structure into cells and multipole expansions are formed for each cell. Next,
for each target point, the interaction with cells that are far enough is computed via
these expansions. The FMM reduces the computational complexity from O(N2) to
O(N) with a somewhat large constant that depends on the accuracy of the method.
The FMM is more efficient for problems with free-space boundary conditions and
for non-uniform particle distributions. On the other hand, PME methods perform
better in periodic cases and for uniform distribution of particles.

1.7 Conservation of momentum and energy

Newton’s equations conserve total energy and momentum and therefore, the nu-
merical simulation should in principle do as well. There are, however, different
phenomena that violate the conservation of energy and momentum. For PME
methods to conserve momentum, two conditions have to be met. First, the charge
assignment and force interpolation functions have to be the same. The charge
assignment function interpolates between irregular charges and a uniform mesh.
Second, the difference approximation to the force has to be spatially centered [22].
Therefore, if the force is computed via analytic differentiation, instead of finite
difference approximation, the resulting algorithm does not conserve momentum.

The energy conservation is usually used as a measure of accuracy in the simu-
lation. But, in general, due to the finite size time step used in the integrator, no
symplectic method conserves energy [11]. Nevertheless, one observes that the en-
ergy fluctuates in an interval around a mean. Thus, the so called integration error
is present in all simulations, even if the other parts of the MD algorithm are exact.
Numerical errors can also destroy the energy conservation. An example of this
type of error is the error introduced by truncating non-bonded interactions. It has
been shown that the smoothness of the potential is also necessary in order to avoid
extra drift in total energy [11]. The employment of the FMM for the long-range
computation, however, introduces discontinuities in the potential, which in turn,
generates a discontinuity in the electrostatic force. As a result, the FMM generates
a large drift in the total energy.
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1.8 Overview of this thesis

In this thesis, we mainly deal with the acceleration of electrostatic calculations in
MD simulations. We provide numerical algorithms for systems with 3d-, 2d-, and
1d-periodic as well as free-space boundary conditions. We focus on two types of
methods: spectrally accurate FFT-based Ewald methods, and the FMM.

In the first paper, Paper I, we consider the 3d-periodic Spectral Ewald (SE3P)
[28] and compare it with the Smooth Particle Mesh Ewald (SPME) method [12]
which is extensively used in different MD packages such as GROMACS. Different
test cases are chosen and the efficiency of the SE3P method is examined. The
implementation is done in GROMACS where a highly optimized version of the
SPME method is available. GROMACS is an open source molecular dynamics
software designed to simulate systems of atoms and molecules. The package is
highly optimized and is extremely fast and can be run in parallel on clusters as
well as workstations. The comparison is performed on a regular desktop machine
as well as on Beskow super computer at KTH. On the desktop machine, the code
is accelerated using multi-threading and on Beskow using MPI.

We show that the SE3P method is competitive with the SPME method for
low accuracy demands and is more efficient when a high accuracy is needed. The
experiments on Beskow super computer show that the efficiency of the SE3P method
improves more as the number of MPI ranks increases.

In the second paper, paper II, we develop a fast (N log(N)) and spectrally accu-
rate algorithm for the 1d-periodic Ewald sum (SE1P). The basic idea of the SE1P
and SE3P methods are the same. Except the fact that in non-periodic directions,
Fourier integrals are present instead of Fourier series. Since we aim to use FFTs
in all directions, these Fourier integrals are truncated and approximated using the
trapezoidal rule. Therefore, we require to apply a mixed Fourier transform: ap-
ply Fourier series in periodic directions and approximate Fourier integrals in non
periodic directions.

This approach is already used in [29] to design a fast algorithm under the name
of SE2P for evaluating the 2d-periodic Ewald sum. It is known that to achieve
high accuracy, the k-space grid has to be refined (oversampled) up to 6 times in
each dimension (36 times in total for 1d-periodic problems). To lower the cost of
computing Fourier integrals, we design a new approach to compute mixed 3D FFTs.
This new method relies on the fact that the integrands drop rapidly as Fourier
modes increase in periodic directions and therefore less effort (less grid points) are
required to accurately approximate Fourier integrals. We show that, depending on
the problem topology and configurations, the cost of evaluating Fourier integrals
is lowered significantly. If discrete Fourier modes in periodic directions are zero,
Fourier integrals are singular. These Fourier integrals need to be treated as well.
Using a method by Vico et al. [43] we are able to use a similar approach as for
the non zero Fourier modes and therefore construct a unified method to solve the
electrostatic problem for all Fourier modes.

Paper III deals with systems that are free in all three directions. In this case,
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the method by Vico et al. [43] can again be used to construct a spectrally accurate
method to accelerate the evaluation of free-space potentials. We compare the devel-
oped algorithm with the FMM and show that the new method is competitive. We
also present accurate truncation error estimates for our numerical method. These
estimates can be used to select input parameters.

In Paper IV, we use the same technique as in [43] to unify the treatment of all
Fourier modes using SE method with 1d- and 2d- periodic boundary conditions.
Moreover, we compare the Gaussian window function, previously used in the SE
method [28], with a recently introduced window function [5]. This new function
requires half of the support needed by Gaussians to achieve machine precision. For
the first time, in this work we present a unified formulation for the harmonic kernel
with arbitrary periodicity. We implement the SE method with the new window
function for all cases. The window functions that are not compactly supported
have to be truncated in practice. In this paper, we present an error bound for the
approximation error committed due to the truncation of window functions used in
the SE method and employment of a quadrature rule.

Paper V introduces an alternative method to the FFT based methods. This
method is a regularized version of the FMM which, unlike FMM, preserves the
total energy. The algorithm is a modification of the method presented in [8]. This
work provides, for the first time, a molecular dynamics simulation based on FMM
(regularized FMM) which approximately conserves total energy.

In the last paper, Paper VI, we develop a fast multipole method for evaluating
sums with exponential integral type kernels. The exponential integrals appear in
different applications for example the fundamental solution of the time-dependent
heat conduction [23] and in the solution of transient radial flows [30]. The sums
considered in this paper appear in the context of electrostatic calculations with
singly periodicity and when the Fourier mode in the periodic direction is zero.



Chapter 2

Electrostatic calculations

The Ewald summation is a technique proposed by P. P. Ewald in 1921 [13], for
computing long-range interactions under PBCs, e.g. electrostatics calculations in
MD simulations [28, 29] and suspension of sedimenting particles in Stokes flow [1].
Following the same technique, Grzybowski et al. [19] and Porto [35] derived the
Ewald sum for the 2d- and 1d-periodic problems respectively. In this chapter, we
describe the fundamentals of Ewald methods with 1d-, 2d- and 3d-periodic as well
as free-space boundary conditions.

Let us assume that, in a simulation box Ω = ⊗3
i=1[0, Li), N charged particles

with charge qn are located at xn, n = 1, . . . , N . In light of the charge neutrality
condition, i.e.

∑
n qn = 0, the objective is to compute

ϕ(xm) =
′∑

p∈PD

N∑

n=1

qn

|xmn,p|
, xm = 1, 2, . . . , N, (2.1)

where xmn := xm − xn and xmn,p = xmn + p. Here, the prime denotes that the term
{p = 0, n = m} is excluded from the sum. In order to avoid divergence of the
electrostatic potential, the charge neutrality condition is necessary in 3d-, 2d- and
1d- periodic cases, however we assume that it also holds for the free-space case.

Also PD, D ∈ {0, 1, 2, 3}, can be defined in order to express the periodicity. For
3d-periodicity, we define P3 = {(α1L1, α2L2, α3L3) : αi ∈ Z}, for 2d-periodicity
P2 = {(α1L1, α2L2, 0) : αi ∈ Z}, for 1d-periodicity P1 = {(0, 0, α3L3) : α3 ∈ Z}
and finally for free-space P0 = {(0, 0, 0)}.

In the 3d-periodic case, the sum in (2.1) is only conditionally convergent and
the result depends on the order of summation. If the spherical order of summation
is to be used, the same result as the Ewald potential is obtained [39]. Unlike
the triply periodic case, free-space, 1d- and 2d- periodic cases are independent of
the summation order. However, regardless of the periodicity, due to the long-range
nature of the kernel, the sum is very slow to compute in the form shown in equation
(2.1).

11
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2.1 The Ewald sum

The basic idea of the Ewald sum is to decompose the slow decaying potential (2.1)
into two terms; a short-range term which decays quickly in real space and a long-
range term which is smooth and therefore its Fourier spectrum vanishes quickly in
k-space (Fourier space),

1
r

= 1− f(ξr)
r

+ f(ξr)
r

.

The function f is commonly chosen to be the error function erf(x) = 2√
π

∫ x
0 e−t

2

but it can be chosen arbitrarily as long as it results to two fast decaying parts.
Also, ξ > 0 is the decomposition parameter and is known as the Ewald parameter.
This parameter controls the rate of decay in two terms but does not alter the final
result. Figure 2.1 illustrates the Ewald decomposition using the error function.

1/r erfc(ξr)/r
erf(ξr)/r

Figure 2.1: Illustration of the Ewald decomposition using error function and com-
plementary error function. The Ewald decomposition splits the slow decaying 1/r
term (left) into two fast decaying terms in real and Fourier space (right). The
decomposition parameter ξ, balances the rate of decay between the two terms.

Here we present another interpretation of the Ewald sum. In this representation,
we assume that each particle n with charge qn is surrounded by a charge cloud with
negative charge. Hence the net charge of the cloud and particle is zero. This charge
cloud can be formed by screening a particle with charge −qn using e.g. a Gaussian
distribution. This charge cloud is now short-ranged (converges quickly) and can be
computed in real space. Now to correct for the added negative charge cloud, we
consider a screened charge cloud with charge qn. This compensation charge cloud
is now a smooth function and therefore its Fourier space representation converges
rapidly in k-space.

Here, we derive the Ewald sum for the electrostatic potential (2.1). We note
that this sum corresponds to the solution of the Poisson equation:

−∆ϕ(x) = 4πfDP(x), (2.2)
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where

fDP(x) =
∑

p∈PD

N∑

n=1
qnδ(x− xn + p),

with δ(·) being the Dirac delta function. By introducing a charge screening function,
γ, the source term fDP is decomposed into two terms,

fDP(x) = fDP,R(x) + fDP,F(x),

where

fDP,R(x) = fDP(x)− (fDP ∗ γ)(x), fDP,F(x) = (fDP ∗ γ)(x),

and ∗ denotes the convolution. A Poisson equation with the source term fDP,R

can be solved in real space. Another Poisson equation with the right hand side
fDP,F can be solved in k-space. In classical Ewald decomposition the screening
function, denoted here as γ, is chosen to be a Gaussian and is normalized, i.e.∫
R3 γ(x, ξ)dx = 1. The function and its Fourier transform γ̂ are defined as

γ(x) = ξ3π−3/2e−ξ
2|x|2 , γ̂(k) = e−|k|

2/4ξ2
.

In the rest of this section, we present Ewald formulas for electrostatic problems
with different boundary conditions without derivations. For the details on the
derivations the reader may consult [13] for 3d-periodicity, [19] for 2d-periodicity,
[35] for 1d-periodicity and [40] for alternative derivations. Let use first introduce
the following definition.

Definition 1. Let 0 ≤ D ≤ 3 be the number of periodic directions and x =
[v,w] = (x, y, z) and k = [k,κ] = (k1, k2, k3) where w,κ ∈ R3−D and v ∈ RD,
k ∈ KD = {k : ki ∈ 2π

Li
Z, i = 1, ..., D}. Also |k| = k, |k| = k and |κ| = κ. Let

f([v,w]) be a function that is periodic in v with the Fourier transform f̂([k,κ])
and consider the following notation,

L[f̂(k)] = L[f̂([k,κ])] :=





1
LD

∑

k∈KD

f̂(k), D = 3,

1
(2π)3−DLD

∑

k∈KD

∫

R3−D

f̂([k,κ])dκ, D ∈ {1, 2},

1
(2π)3−D

∫

R3−D

f̂(k)dk, D = 0.

Then f and f̂ are related as

f([v,w]) = LDL
[
f̂([k,κ])eik·veiκ·w

]
.
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In table 2.1 we use the definition above to clarify the notation used for cases
with different periodicities.

3P x = v = (x, y, z), w not defined k = k = (k1, k2, k3), κ not defined
2P x = [v,w], v = (x, y), w = z k = [k,κ], k = (k1, k2), κ = k3
1P x = [v,w], v = x, w = (y, z) k = [k,κ], k = k1, κ = (k2, k3)
0P x = w = (x, y, z), v not defined k = κ = (k1, k2, k3), k not defined

Table 2.1: Notations defined for each type of periodicity based on Definition 1.

2.2 The Ewald sum with 3d-periodicity

Let x = (x, y, z) ∈ Ω = ⊗3
i=1[0, Li), and k = (k1, k2, k3) ∈ K3, |k| = k. Utilizing

the Ewald decomposition and solving two Poisson problems under charge neutrality
condition, the electrostatic potential (2.1) for the 3d-periodic case (triply periodic)
evaluated at a target point xm, m = 1, . . . , N, can be written as

ϕ3P(xm) =ϕ3P,R(xm) + ϕ3P,F(xm) + ϕ3P,self
m

=
N∑

n=1

′∑

p∈P3

qn
erfc(ξ|xmn,p|)
|xmn,p|

+ 4π
L1L2L3

∑

k6=0

e−k2/4ξ2

k2

N∑

n=1
qne

ik·xmn − 2ξ√
π
qm. (2.3)

Applying the spherical order of summation, the k = 0 term (dipole term) depends
on the dielectric constant of the surrounding medium. If the medium has an infinite
dielectric constant, the dipole term vanishes, cf. [14]. Assuming so, the k = 0 terms
is excluded from the sum.

The last term in (2.3) is usually referred to as self interaction term and simply
removes the contribution of self interaction of particles which is contributed due to
the decomposition.

2.3 The Ewald sum with 2d-periodicity

In the 2d-periodic case (doubly periodic), we assume that z is the non-periodic and
x and y are periodic directions. Referring to notations introduced in Definition 1
and in light of the charge neutrality condition, the Ewald sum can be written as,
[18]

ϕ2P(xm) = ϕ2P,R(xm) + ϕ2P,F,k 6=0(xm) + ϕ2P,F,k=0(xm) + ϕ2P,self
m , (2.4)
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where

ϕ2P,R(xm) =
′∑

p∈P2

N∑

n=1
qn
erfc(ξ|xmn,p|)
|xmn,p|

,

ϕ2P,F,k 6=0(xm) = 2
L1L2

∑

k 6=0

N∑

n=1
qne

ik·vmn

∫

R

e−(k2+κ2)/4ξ2

k2 + κ2 eiκzmndκ (2.5a)

= π

L1L2

N∑

n=1

∑

k 6=0

qn
eik·vmn

k

[
ekzmnerfc

(
k

2ξ + ξzmn

)

+e−kzmnerfc
(
k

2ξ − ξzmn

)]
, (2.5b)

ϕ2P,F,k=0(xm) =− 2
√
π

L1L2

N∑

n=1
qn

[
e−ξ

2z2
mn/ξ +

√
πzmnerf(ξzmn)

]
, (2.6)

ϕ2P,self
m =− 2ξ√

π
qm.

Here, we used the fact that w = z and κ = κ. In contrast to the 3d-periodic
derivation, here, an additional term, k = 0, emerges. In the triply periodic case,
as a result of charge neutrality condition and due to the fact that the potential
integrates to zero, this term is excluded from the sum. Another key difference is
that, in the Fourier space contribution, we have obtained a Fourier integral over the
non-periodic direction. Though this integral can be anayltically solved, cf. (2.5b),
the integral representation of the Fourier space sum, cf. (2.5a), is shown to be
advantageous to build a fast method, [28, 29].

Equation (2.6) appears to diverge as zmn → ∞. However, it can be shown that
using the charge neutrality condition, the sum has a finite limit [29]. Later, in
section 3.2, we show that this term can be embedded into the non-zero Fourier sum
(2.5a) with almost no cost.

2.4 The Ewald sum with 1d-periodicity

In the 1d-periodic case (singly periodic), we assume that x is the periodic direction
and y and z are free. As before, we consider the notations introduced in Definition
1. Then the 1d-periodic Ewald sum to compute the potential at a source location
xm, m = 1, . . . , N , in light of the charge neutrality condition reads

ϕ1P(xm) = ϕ1P,R(xm) + ϕ1P,F,k1 6=0(xm) + ϕ1P,F,k1=0(xm) + ϕ1P,self
m , (2.7)
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where

ϕ1P,R(xm) =
′∑

p∈P1

N∑

n=1
qn
erfc(ξ|xmn,p|)
|xmn,p|

,

ϕ1P,F,k1 6=0(xm) = 1
πL1

∑

k1 6=0

N∑

n=1
qne

ik1xmn

∫

R2

e−(k2
1+κ2)/4ξ2

k2
1 + κ2 eiκ·wmn dκ (2.8a)

= 1
L1

∑

k1 6=0

N∑

n=1
qne

ik1xmnK0(k2
1/4ξ2, |wmn|2ξ2), (2.8b)

ϕ1P,F,k1=0(xm) = − 1
L1

N∑

n=1
n6=m

qn{γ + log(ξ2|wmn|2) + E1(ξ2|wmn|2)}, (2.9)

ϕ1P,self
m = − 2ξ√

π
qm,

and we used the fact that k = k1 and v = x. Here, γ = 0.5772156649 . . . is the
Euler-Mascheroni constant and K0(·, ·) is the incomplete modified Bessel function
of the second kind defined as

K0(a, b) =
∫ ∞

1

dt
t
e−at−b/t =

∫ 1

0

dt
t
e−a/t−bt.

Also E1(·) is the exponential integral and is defined as [46, Sec 6.3],

E1(x) =
∫ ∞

1

e−xt

t
dt, x > 0.

This function is available in Matlab using expint. One important observation is
that the k1 = 0 term appears to have a singularity at wm = wn, i.e. |wmn| = 0. But
for x ∈ (0, 1) we can write [46],

E1(x) = −γ − log(x)−
∞∑

m=1
(−1)m xm

m!m.

Therefore we have,

lim
x→0
{γ + log(x) + E1(x)} = 0.

Hence, this term can be excluded from the sum in (2.9). Moreover, due to the
charge neutrality condition

lim
|w|→∞

N∑

n=1
qn log(ξ2|w−wn|2) = 0,
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see [40, Appendix E]. Using the definition of the exponential integral, we also have
limx→∞ E1(x) = 0. Thus ϕF,k1=0 is bounded everywhere. Again, as for the 2d-
periodic case, we will see that we can embed this term into the non-zero Fourier
sum (2.8a) with a very small cost. This is in fact a key point in the construction of
fast algorithms which we present in this thesis. Without this treatment, the zero
mode of the Fourier sum would be almost as costly as the non-zero Fourier sum!
One approach to solve this problem is described in paper VI which is, however, not
as efficient as unification of all modes.

As in the 2d-periodic Ewald decomposition, the Fourier space part of the sum is
written in an integral Form, but now in two non-periodic directions. In an attempt
to solve this problem, Nestler et al. start with the formula (2.8b) to construct their
fast method. But, as it is mentioned before, we again prefer to use the integral
representation. We shall see that the resulting algorithm based on the integral
representation follows the framework of the fast methods.

2.5 Free-space Ewald sum

Let k = (k1, k2, k3) and ki ∈ R with |k| = k. Then, the free-space Ewald formula
to compute the potential at a source location xm reads

ϕ0P(xm) = ϕ0P,R(xm) + ϕ0P,F(xm) + ϕ0P,self
m ,

where

ϕ0P,R(xm) =
N∑

n=1
qn
erfc(ξ|xmn|)
|xmn|

,

ϕ0P,F(xm) = 1
2π2

N∑

n=1
qn

∫

R3

e−k2/4ξ2

k2 eik·xmndk, (2.10)

ϕ0P,self
m = − 2ξ√

π
qm.

Note that unlike the 2d- (2.5a) and 1d-periodic (2.8a) cases, the Fourier space
integral representation (2.10) has a singularity at the origin, though the integral is
well defined and can be evaluated in e.g. spherical coordinates. The closed form
of the integral, however, is nothing but the complement of the real-space sum (a
similar sum with erf(·) kernel) minus the self term.

2.6 Energy and force

Beside the potential, calculation of other relevant quantities such as energy and
force is necessary in MD simulations. The conservation of energy is usually used
as a measure of accuracy of the MD simulation. Also, in a closed system, the
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momentum has to be conserved in order to ensure that the system follows the
Newton’s law of motion.

For a system of N charged particles, the electrostatic energy is computed using
the electrostatic potential via

E = 1
2

N∑

m=1
qmϕ(xm).

Moreover, the electrostatic force is computed as

F(xm) = − dE
dxm

= −1
2qm

dϕ(xm)
dxm

. (2.11)

Applying (2.11) on (2.3), (2.4) and (2.7) we have

FDP,R(xm) = qm

N∑

n=1
qn

′∑

p∈PD

(
2ξ√
π
e−ξ

2|xmn,p|2 + erfc(ξ|xmn,p|)
|xmn,p|

)
xmn,p

|xmn,p|2
,

F3P,F(xm) = −4πiqm

2V

N∑

n=1
qn
∑

k6=0

ke−k2/4ξ2

k2

N∑

n=1
qne

ik·xmn ,

F2P,F,k6=0(xm) = − iqm

L1L2

∑

k6=0

N∑

n=1
qn

∫

R

ke−(k2+κ2)/4ξ2

k2 + κ2 eik·xmndκ,

F1P,F,k1 6=0(xm) = − iqm

2πL1

∑

k1 6=0

N∑

n=1
qn

∫

R2

ke−(k2
1+κ2)/4ξ2

k2
1 + κ2 eik·xmndκ,

F0P,F(xm) = − iqm

4π2

N∑

n=1
qn

∫

R3

ke−k2/4ξ2

k2 e−ik·xmndk,

F2P,F,k=0
m =

√
πqm

L1L2

N∑

n=1
n6=m

qn

(
−2ξz2

mne
−ξ2zmn +

√
πerf(ξzmn) + 2ξzmne

−ξ2z2
mn

)
,

F1P,F,k1=0
m = qm

L1

N∑

n=1
n6=m

qn
wmn

|wmn|2
{1− e−ξ

2|wmn|2}.

Note that the first and second components of F2P,F,k=0
m and the first component of

F1P,F,k1=0
m are zero.
Except for the number of periodic dimensions, the real space sums are the same

for problems with different periodicities and a similar approach can be used to
evaluate them.

For the 2d- and 1d- periodic cases, the Fourier space parts of the force are very
similar and an analogous approach can be used for both. In fact, as we will see
later, similar Fourier integrals have to be solved either in one or two dimensions.
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Later, in section 3.2, we shall see that, as for the potential, these terms can be
embedded into the non-zero Fourier sums with almost no cost.

The formulas presented in this section are just used to compute a reference
solution for the energy and force. In practice, the force is obtained by analytic
differentiation of the corresponding potential. In section 3.3, we review different
methods available for computing the force and we will show that the analytic dif-
ferentiation is the most appropriate approach in terms of accuracy, cost and energy
conservation.

Remark 1. Henceforth, and for simplicity we assume L1 = L2 = L3 = L unless it
is specified otherwise.

2.7 Truncation error estimates

Referring back to the equation (2.3), the real space and k-space terms are infinite
sums. These sums have to be truncated and approximated by a finite sum. The
common practice for the real space sum is to introduce a cut-off rc and include only
charges whose positions satisfy |xmn,p| ≤ rc. The k-space sum is also truncated at a
maximum wave number k∞ such that |k| ≤ 2πk∞/L. Before proceeding with the
error estimates, we introduce the following measure of accuracy, namely the root
mean square (rms) error

Erms =


 1
N

N∑

n=1
(ϕ− ϕ∗)2(xn)




1/2

.

Here, ϕ∗(·) denotes an exact or a well converged approximate solution. The errors
due to truncating the infinite sums (in real and Fourier space), are estimated by,
[24]

ER
rms ≈ (Qrc/2L3)1/2(ξrc)−2e−ξ

2r2
c , (2.12)

EF
rms ≈ ξπ−2k−3/2

∞
√
Qe−(πk∞/ξL)2

, (2.13)

where Q =
∑N

n=1 q
2
n . To assess the accuracy of the error estimates above, we

consider a sample system of N = 100 uniformly distributed particles in a cubic
box of size L = 2 with random charges such that Q = O(1) and

∑N
n=1 qn = 0. In

figure 2.2 we plot the absolute rms error in the computation of the real space (left)
and Fourier space (right) parts of the potential (2.3) as scaled with ξ. Clearly,
there is a strong agreement between the measured errors and estimates above.
Also, truncation errors in real and Fourier space decay spectrally in rc and k∞
respectively.
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Figure 2.2: (Left) The rms of absolute truncation errors in real space with ξ = 7
and rc ∈ (0, 1). (Right) The rms of absolute truncation errors in Fourier space with
ξ = 3.14 and k∞ ∈ [2, 30]. A system of N = 100 randomly distributed particles
in a cubic box of size L = 2 is used. Dots are measured values and solid lines are
computed using the estimates (2.12) and (2.13).

The real and k-space error estimates are also available for the force and are very
similar to the estimates for the potential

ER
F,rms ≈ 2Q(1/rcL

3)1/2e−ξ
2r2

c , (2.14)

EF
F,rms ≈ ξ(Lπ)−1(8/k∞)1/2Qe−(πk∞/ξL)2

. (2.15)

Assume ξ to be given and the truncation level set to E = ER
rms = EF

rms. By invert-
ing the error formulas (2.12)-(2.13) and (2.14)-(2.15), one can compute the Ewald
parameters rc and k∞ for the potential,

rc ≈
1
2ξ

[
3W

(
4
3C

2/3
)]1/2

, C = Q

2L3ξE2 , (2.16)

k∞ ≈
√

3Lξ
2π


W

(
D

(ξE2)2/3

)


1/2

, D = 4
3L2

(
Q

π

)2/3
. (2.17)

Here W (·) is the LambertW function defined as the inverse of f(x) = xex and
is available in Matlab and Mathematica using lambertw. The selection of ξ
is highly implementation and hardware dependent. As we have already stated, it
balances the runtime between the real space and Fourier space sums. Therefore,
a practical approach would be to find an optimal ξ for a small but representative
subset of the original system and then compute rc and k∞ via (2.16) and (2.17).

We would like to emphasize here that the truncation error estimates above are
valid for problems with different periodicities. In fact, regardless of the periodicity,
we expect the truncation errors to be the same in each direction.
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2.8 FFT-based Ewald methods

The basic idea of FFT-based Ewald methods is to apply the Fast Fourier transform
(FFT) to accelerate the k-space part of the sum. Using the FFT, the computational
complexity of the algorithm reduces to O(N log(N)), providing that the involved
parameters are optimized. This acceleration allows for a larger ξ, corresponding
to a smaller rc, and thereby reduces the cost of evaluating the real space sum.
All FFT based methods are inspired by the Particle-Particle-Particle Mesh Ewald
(P3M) by Hockney and Eastwood [22] and Particle Mesh Ewald (PME) method by
Darden et al. [9]. Among different methods for the 3d-periodic case are the Smooth
Particle Mesh Ewald (SPME) method [12], which is widely used in MD packages
such as GROMACS [27, 21] and NAMD [34], and the Spectral Ewald (SE) method
by Lindbo and Tornberg [28].

The principles of all FFT-based methods are the same. To be able to use FFTs,
irregular charges are interpolated to a uniform grid and the Poisson equation is
then solved on this grid in Fourier space. FFT-based methods are different in the
choice of interpolation function and the modified Green’s function depends on this
choice. This distinction yields different methods with different accuracy and speed.

2.9 Real space sum

The real space sum is calculated by introducing a cut-off and excluding the inter-
actions larger than the cut-off radius. Typically, a linked cell list [2, 22] or a Verlet
list algorithm [42] can then be used to efficiently obtain the list of particles in the
vicinity of each source. The quantity of interest is then calculated for the particles
in the neighbor list.

2.10 Computational complexity

We have already stated that the FFT-based methods can reduce the total complex-
ity of calculating the electrostatic potential from O(N2) to O(N log(N)). To see
this, first note that to obtain this complexity, we need to consider the cost of the real
space sum as well. Let ε and ξ be fixed. Moreover, the truncation error estimate
(2.12) suggests that the cut-off radius rc is fixed. Provided that the system density,
N/L3, is constant as the number of particles N increases, and truncating the real
space sum at rc, the sum can be calculated with O(N) complexity. On the other
hand, since N1/3 ∝ L, the truncation error estimate (2.13) yields L ∝ k∞ ∝ M
and therefore, N1/3 ∝ M . Since FFT based methods scale as M3 log(M3), the
algorithm scales as N log(N).
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2.11 Non FFT based methods

The FFT-based Ewald methods are widely used in MD simulations for systems
with periodic boundary conditions. There are, however, a number of algorithms
introduced that does not follow the Ewald summation recipe or use FFTs. The fast
multipole method by Greengard and Rokhlin [16] is the most notable algorithm
which does not utilize FFTs. The method has a complexity of O(N) and is mainly
used for the problems with no periodicity. There has been several attempts to im-
prove and extend the original FMM for the case of continuous charge distribution
[44, 26] and to include periodicity in the FMM, [25, 7]. However, in the context of
Molecular dynamics, discontinuity (at the error level) is introduced in the electro-
static potential and force using this method. As a result, the total energy is not
conserved.

In classical Newtonian dynamics, the total energy of an isolated system is con-
stant. Nevertheless, the energy conservation is violated due to the approximations
in the numerical simulations. It has been shown that in MD simulations, the energy
of such a system fluctuates in a narrow band about exact energy and might drift
in a long term simulation [41]. In order to reduce the drift in the energy, symplec-
tic (time-reversible) integrators e.g. velocity-Verlet, have to be employed. Using
FMM, and unlike Ewald methods, as a result of the discontinuity introduced in the
potential and force, the total energy diverges from the mean. To reduce the drift,
an expensive approach is to increase the accuracy of FMM significantly. In paper
V, we describe another version of the FMM in which by smooth approximation of
the potential, the energy drift is reduced.



Chapter 3

The unified Spectral Ewald method

As it is explained in the previous chapter, the triply periodic SE method has a
similar structure as other PME methods: A uniform grid is introduced. Using
a suitable interpolation (window) function, point sources are distributed on the
uniform grid (spreading step). A 3D FFT is applied followed by multiplication with
a modified Green’s function (scaling step). Then, a 3D IFFT is applied to take the
result back to the uniform grid in real space. Finally, an interpolation, usually with
the same window function as in the spreading step, is performed to obtain the final
result at the irregular evaluation (target) points (gathering step).

In the classical SE method, Gaussians are used as window functions. At the
same time, the Fourier transformed Green’s function of the Coulomb potential
1/r, has to be adjusted accordingly. Other window functions can also be used to
distribute points sources. In paper V, we review different window functions used
in Ewald methods.

FFT based methods are efficient for triply periodic cases. In these cases, FFTs
can be directly used in all directions. As soon as there is a non-periodic direc-
tion, Fourier series are substituted with Fourier integrals. Therefore, a different
approach, which requires a mixed Fourier transform, has to be performed: discrete
Fourier transform in periodic directions, and an approximation to the continuous
Fourier integrals in non-periodic directions. Fourier integrals in the free-space case
and in zero modes of the 1d- and 2d- periodic cases, are singular. We have already
seen that, for the singly and doubly periodic cases, integrals can be written in closed
forms, see (2.6) and (2.9). To be able to utilize FFTs for these zero modes as well,
we use a recent idea of Vico et al. [43] for computing free-space Poisson problems.
The key observation is that equations (2.6), (2.9) and (2.10) are solutions to free-
space Poisson’s equations in one, two and three dimensions respectively. Therefore,
the first step in the unification process is to rewrite (2.6) and (2.9) in an integral
form and then to apply the method in [43]. In the next section, we present the main
idea of this method for the three dimensional case and only introduce formulas for
the other cases.

23
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3.1 Free space Poisson solver

In section 2.1 we mentioned that the Fourier space part of the potential can be
obtained by solving a Poisson problem defined on Ω = [0, L]3. Here, we consider
the Poisson equation

−∆ϕ(x) = f(x),

with free space boundary conditions (ϕ(x)→ 0 as |x| → ∞). This problem can be
solved by a convolution with the right hand side f(x) in real space or equivalently
by multiplication in Fourier space,

ϕ(x) =
∫

R3
G(x− y)f(y)dy = 1

(2π)3

∫

R3
Ĝ(k)f̂(k)eik·xdk, (3.1)

where G(x) = 1
4π |x|

−1. Now let f(x) be a compactly supported function defined
on the extended domain Ω̃ = [0, L̃]3. The largest distance in the domain Ω̃ is
R = |Ω̃| =

√
3L̃. Moreover, assume that we seek the solution of ϕ(x) in Ω̃. We

can replace the radially symmetric kernel G(x) = G(|x|) = G(r) in (3.1) with a
truncated version

G
R

(r) = G(r) · rect
(
r

2R

)
,

where

rect(x) =
{

1, |x| ≤ 1/2,
0, |x| > 1/2.

Since G
R

(r) is radially symmetric, its Fourier transform is also radially symmetric.
Using Theorem 1 in Appendix 3.10 we obtain the Fourier transform of G,

Ĝ
R

(k) = 2
(

sin(Rk/2)
k

)2
.

Moreover, unlike Ĝ(k), Ĝ
R

(k) has a well defined limit at zero,

Ĝ
R

(0) = lim
k→0

Ĝ
R

(k) = R2

2 .

In a similar procedure, the corresponding formulas for the two and one dimensional
cases can be obtained, see Table 3.1. Then, to compute the rightmost integral
in (3.1), Ĝ is replaced with Ĝ

R
and the finite integral is discretized using the

trapezoidal rule. In connection with the Poisson equation in (2.2), we can define
the right hand side as f(x) = fDP(x). This problem can then be accelerated
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Dimensions Ĝ
R

(k) Ĝ
R

(0)

3 2
(

sin(Rk/2)
k

)2
R2

2

2
(
Rk sin(Rk) + cos(Rk)− 1

)

k2
R2

2

1 1− J0(Rk)
k2 − R log(R)J1(Rk)

k2
R2

4 (1− 2 log(R))

Table 3.1: The mollified Green’s function of the Poisson’s equation in different
dimensions. Also Jn(·) is the nth order Bessel function of the first kind.

via FFTs. Note that, as the integral in (3.1) is aperiodic and Ĝ
R

is oscillatory,
to accurately compute the integral, the grid has to be upsampled sufficiently, see
section 3.5. Another consideration is that in the derivation of the free space Poisson
solver, we have assumed that the right hand side is compactly supported and that R
is sufficiently large. This is, however, not true for fDP(x) which is a superposition
of screening functions, i.e. Gaussians. Hence, it does not have compact support,
though it decays rapidly outside of Ω = [0, L)3 in the extended domain Ω̃.

3.2 Unified Ewald formulation

Here, by means of the free-space Poisson solver introduced above, we first unify
the formulation of the Fourier space part of the Ewald sum. Then, in the following
section, introduce the SE method to accelerate the evaluation of the sum with
spectral accuracy.

We start by rewriting the zero mode of the Fourier sum in the doubly and singly
periodic and free-space cases in integral forms. Using mollified Green’s function Ĝ

R
,

introduce in Table 3.1, we can write the unified Fourier space sum for all modes as

ϕ̃DP,F(xm) = 4π
N∑

n=1
qnL

[
e−(k2+κ2)/4ξ2

Ĝ([k,κ])eik·(vm−vn)eiκ·(wm−wn)
]
, (3.2)

where ϕ̃3P,F = ϕ3P,F and ϕ̃DP,F ≈ ϕDP,F for D ∈ {0, 1, 2}. For non zero modes,
Ĝ([k,κ]) = (k2 + κ2)−1 is unchanged. For zero Fourier modes Ĝ = Ĝ

R
. In the

following, we define Ĝ for D ∈ {0, 1, 2, 3}.
For D = 3 (periodic in all directions), k = k = (k1, k2, k3) and κ is not defined,
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and

Ĝ(k) =





1
|k|2 k 6= 0,

0 k = 0.
(3.3)

For D = 2 (periodic in the x and y directions and free in the z direction), k =
(k1, k2) and κ = k3, and

Ĝ(k) = Ĝ([k,κ]) =





1
|k|2 k 6= 0,
(
R|κ| sin(R|κ|) + cos(R|κ|)− 1

)

|κ|2
k = 0,κ 6= 0,

R2

2 k = 0.

(3.4)

For D = 1 (periodic in the x direction and free in the y and z directions), k = k1
and κ = (k2, k3), and

Ĝ(k) = Ĝ([k,κ]) =





1
|k|2 k 6= 0,

1− J0(R|κ|)
|κ|2

− R log(R)J1(R|κ|)
|κ|2

k = 0,κ 6= 0,

R2

4 (1− 2 log(R)) k = 0.

(3.5)

And finally for D = 0 (free in all directions), κ = k = (k1, k2, k3) and k is not
defined, and

Ĝ(k) =





2
(

sin(R|k|/2)
|k|

)2
k 6= 0,

R2

2 k = 0.
(3.6)

3.3 Introducing a fast method

Let w(x, ξ) be a window function with the Fourier transform ŵ(k, ξ) and consider
the following identity

1 ≡ ŵ(k, ξ)ŵ−2(k, ξ)ŵ(k, ξ).

With this splitting, we can use ŵ in the gridding/gathering steps, and ŵ−2 in the
scaling step. Note that in order to maintain momentum conservation, we require
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that the window function to be the same in gridding and gathering steps, [10]. Now,
we can use ŵ to define

Ĥ(k) :=
N∑

n=1
qnŵ(k, ξ)eik·xn , (3.7)

with the inverse Fourier transform

H(x) =
N∑

n=1
qnw(x− xn, ξ)∗. (3.8)

Here (·)∗ denotes that the periodicity is implied, i.e. f(x)∗ =
∑

p∈PD
f(x + p).

Moreover, we define

̂̃
H(k) := e−k2/4ξ2

ŵ−2(k, ξ)Ĝ(k)Ĥ(k), (3.9)

such that we can write

ϕ̃DP,F(x) = 4πL
[
ŵ(k, ξ) ̂̃H(−k)eik·veiκ·w

]
. (3.10)

Applying Plancherel and convolution theorems, equation (3.10) evaluated at a tar-
get point xm = [v,w] reads

ϕ̃DP,F(xm) = 4π
∫

R3−D

∫

[0,L)D

H̃(v,w)w(xm − x, ξ)∗dvdw. (3.11)

The integral in (3.11) can then be discretized using the trapezoidal rule to obtain
the approximate potential at a target point xm,

ϕ̃DP,F(xm) ≈ 4πh3
∑

n
H̃(xn)w(xm − xn, ξ)∗. (3.12)

If w is smooth and have compact support, the integral in (3.11) can be computed
to spectral accuracy using the trapezoidal rule.

Note also that, Ĥ and H̃ are obtained through special mixed Fourier transforms
from H and ̂̃H respectively, see section 3.5.

Force calculation
Different methods have been proposed to compute the electrostatic force from the
potential. These approaches differ in accuracy and computational cost. In the
original PME method, differentiation is carried out using multiplication with ik
in Fourier space. This approach is computationally expensive since, as a result of
the differentiation, a three dimensional vector is generated and therefore, three 3D
IFFTs has to be evaluated. In the second method, the force is obtained through a
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discrete differentiation on the mesh in real space. This method is only useful for
low accuracy demands. Finally, one can analytically differentiate the interpolation
function in real space. Using this approach, the resulting algorithm is faster than
the one obtained by ik differentiation, has a similar accuracy and does not violate
the conservation of energy. In the SE method, as in the SPME method, we utilize
this scheme.

Referring back to (2.11), in order to compute the force, we differentiate (3.12)
with respect to xm. The differentiation yields

FDP,F(xm) ≈ −CD2 h3
∑

n
H̃(xn) ∂

∂xm
w(xm − xn, ξ)∗. (3.13)

Equations (3.12) and (3.13) are similar in structure and can therefore be computed
concurrently. The only difference is that the gathering step has to be performed
four times; once for the potential and three times for the force in three directions.

3.4 Discretization

Consider the task of computing (3.11) using the spectral Ewald (SE) method. First,
we introduce a uniform grid of size M3 on Ω = [0, L)3 with grid spacing h = L/M .
Next, using a window function, e.g. truncated Gaussians, (3.8) is evaluated on the
uniform grid. Let P , where P ≤ M , be the number of points in the support of
the window function in each direction and denote by w = Ph/2 the half width
of the window. In non-periodic directions the domain has to be extended to L̃ =
L+ 2w = L+Ph in order to accommodate for the support of the window function.
Therefore, the grid size would be M̃ = M +P and h = L/M = L̃/M̃ remains fixed.
In periodic directions the domain wraps around periodically.

In the next step, we apply a mixed Fourier transform on the extended grid.
This step corresponds to the evaluation of Ĥ in (3.7). Fourier transforms in periodic
directions are simply evaluated via FFTs. In non-periodic directions we require that
the Fourier space grid to be resolved more in order to accurately compute Fourier
integrals. The simplest way to solve this problem is to define a global upsampling
factor, denoted here by sg, and extend the domain to sgL̃. This is equivalent to
increasing the number of grid points from M̃ to sgM̃ . Note that again, the grid
spacing remains fixed. In the next section we will see that the upsampling can be
performed on a small subset of discrete Fourier modes.

Now, we can apply a 3D FFT of size MD(sgM̃)3−D. Hence, Fourier co-
efficients are defined on 2π

L {−M/2, . . . ,M/2 − 1} in periodic directions and on
2π
sgL̃
{−sgM̃/2, . . . , sgM̃/2 − 1} in non-periodic directions. Clearly, 2πM̃/2L̃ =

2πM/2L and therefore, the maximum value of k-space vectors in all directions
are the same.

For zero modes (in the doubly and singly periodic cases), we also need to upsam-
ple the grid. This upsampling factor is denoted by s0 and the domain is extended
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to s0L̃. This corresponds to increasing the grid size from M̃ to s0M̃ in free di-
rections. Note that if s0 6= s, the Fourier transform has to be done on zero and
nonzero modes separately. This is also true for the scaling step, cf. (3.9), and also
when we apply the inverse mixed Fourier transform to obtain H̃. Both grids have
to be restricted to M and M̃ grid points (in periodic and non periodic directions
respectively) and as a result, the gathering step (last step), cf. (3.10), is performed
on a grid of size MDM̃3−D.

3.5 Upsampling and Adaptive Fourier transforms

In order to evaluate Fourier integrals accurately, the integrands have to be up-
sampled. For the free-space case and for zero modes in the 2d- and 1d-periodic
cases, we require to employ an aperiodic convolution, (3.1). Therefore, we need
to upsample the grid with a factor of 2. Moreover, as a result of substituting the
Green’s function 1/k2 in (3.2) with a truncated mollified version Ĝ(k) defined in
section 3.2, another upsampling is needed to account for the oscillatory behavior
of the kernel and also to remove the aliasing error. In Paper III, we show that the
required upsampling is s0 ≥ 1 +

√
3−D where 3−D is the number of non periodic

directions.
In the 2d- and 1d- periodic cases and for non-zero modes, we observe that Fourier

integrands decay to zero for large |k|. Therefore, there is no need for upsampling
for large Fourier modes. Based on this fact, in Paper II we develop an adaptive
fast Fourier transform (AFT) to apply the upsampling locally. Let us start with
defining the following sets

I := {k : 0 < |ki| ≤
2π
L

n, i ≤ D},

and
J := {k : 2π

L
n < |ki| ≤

2π
L
k∞, i ≤ D},

in which n is a positive integer such that n � k∞ = M/2. Therefore, the AFT
computes the Fourier transform for k = 0 with an oversampling factor s0, for k ∈ I
with an oversampling factor s, and for k ∈ J with no oversampling,

sf =





s0, |ki| = 0,
s, 1 ≤ |ki| ≤ 2π

L n,
1, |ki| > 2π

L n.

In figure 3.1 we show a schematic representation of the AFT in two dimensions; a
free direction (horizontal) and a periodic direction (vertical).

To observe the efficiency of the AFT algorithm, we consider a uniform system
of N = 10 particles in a box of size L = 1 and set ξ = 8. We compute the force in
(3.13) using the singly periodic SE method. The grid sizeM is chosen large enough
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M

sM̃

s0M̃

Figure 3.1: Schematic representation of mixed Fourier Transforms in two dimen-
sions.

such that the Fourier space truncation error is negligible. In figure 3.2 (left) we
plot the relative rms error in computing the force as a function of P for different
oversampling factors. Evidently, with s = 4, sufficiently large n (5 in this case) and
P = 24 machine accuracy can be achieved. For the case of s = 1, no oversampling is
made and therefore we do not need to choose n. In this case, we still need to extend
the computational domain to accommodate the support of window functions. This
extension is equivalent to a small amount of oversampling and therefore, low error
tolerances can still be achieved. In the right plot of the figure 3.2 we show how the
error decreases quickly as n increases. In this figure the system and parameters are
the same as in the left plot and s = 4 is fixed.
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Figure 3.2: Relative rms error in computation of the force as a function of P using
the 1d-periodic spectral Ewald method. A uniform system of N = 10 particles and
L = 1 with ξ = 8 and M = 38 is used. (Left) s ∈ {1, 2, 3, 4} and n = 6. (Right)
s = 4 and n ∈ {1, 3, 5}. Gaussians are used as window functions.
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Window functions

Window functions need to satisfy certain properties in order to be used in Ewald
methods. Based on Deserno et al. [10], a suitable window function has to be suffi-
ciently smooth and preferably to have a finite or compact support. Moreover, if it is
to be implemented in a fast method, it should be computationally cheap. Here, we
provide four important window functions that are used in different Ewald methods.

I. Cardinal B-spline window Cardinal B-splines have finite support, are
easy and fast to implement and have polynomial degree of smoothness. Moreover,
their Fourier transforms are available analytically. This window function is already
used in the SPME method, [12]. In Paper I, we compare the triply periodic SPME
and SE methods more thoroughly and show that due to the polynomial accuracy of
the B-spline window, approximation errors decay algebraically. Therefore, the FFT
grid has to be increased significantly to achieve high accuracy. This is a disadvan-
tage for the SPME method since using a large grid increases the number of parallel
communications in the FFT routine and therefore, limits the parallel scalability of
the method. The problem is more apparent in the free-space, doubly and singly
periodic cases, since the grid has to be upsampled in non-periodic directions.

The B-spline of order 2 is defined as

M2(x) =
{

1− |x− 1|, 0 ≤ x ≤ 2,
0, otherwise,

and for p > 2 it is defined recursively as

Mp(x) = x

p− 1Mp−1(x) + p− x
p− 1Mp−1(x− 1).

II. Gaussian window Gaussians have been previously used in the SE method
for triply and doubly periodic cases, [28, 29]. They are smooth but do not have
compact support and therefore, have to be truncated whenever they are used as
window functions. In the SE method, by introducing a free parameter η > 0, the
window function and its Fourier transform in one dimension are defined as

g(x) =
(

2ξ2

πη

)1/2

e−2ξ2x2/η, ĝ(k) = e−ηk
2/4ξ2

. (3.14)

If the window is truncated at |x| = w, in (3.14), η = (2wξ/m)2 wherem controls
the truncation level of Gaussians.
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III. Kaiser-Bessel window The Kaiser-Bessel function can also serve as a
window kernel. It is defined as

K(x) =





I0

(
β
√

1− ( xw )2
)

I0(β) , −w ≤ x ≤ w,

0, otherwise,

in which I0(·) is the zeroth-order modified Bessel function of the first kind and
β > 0 is the shape parameter. The Fourier transform of this window is available
analytically. Moreover, the window requires half of the support needed for Gaussian
windows to achieve the same accuracy [31]. This window has been used by Potts
et al. [36] to develop an accurate summation algorithm. The Kaiser-Bessel window
function has a prominent disadvantage. Its definition includes Bessel functions, and
therefore, it is much more expensive than Gaussians to compute.

IV. Barnett-Magland window (BM) Recently, Barnett and Magland [5]
introduced a simplification of the Kaiser-Bessel function that does not require ex-
pensive Bessel function evaluation and can be used to achieve high accuracies. The
window function is defined as

BM(x) =





eβ
√

1−( x
w )2

eβ
, −w ≤ x ≤ w,

0, otherwise.
(3.15)

Unlike the other window functions introduced above, the Fourier transform of the
window is not known analytically and has to be computed numerically.

In Paper IV, we compare the efficiency of this window function and the Gaussian
window in the SE method for systems with arbitrary periodicity.

3.6 Approximation errors

In addition to the truncation errors that are present due to the truncation of the
real space and Fourier space sums (including truncation of infinite Fourier integrals
which is specific to the 1d- and 2d- periodic cases), approximation errors arise in
the SE method. These errors are incurred due to:

1. Truncation of window functions.

2. Quadrature rule applied in the gathering step of the algorithm.

3. Resolving Fourier integrals (2d- and 1d-periodic and free-space cases).

In [28], the authors were able to estimate the approximation error due to the
first and second items above for Gaussians as

C
(
e−π

2P 2/(2m2) + erfc(m/
√

2)
)
. (3.16)
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In Paper IV, we heuristically obtain an estimate for the magnitude of the approxi-
mation error using BM window functions

C
(
β2e−2πP 2/β + erfc(

√
β)
)
. (3.17)

Setting a fixed error tolerance, in order to define m and β in terms of P , we
balance both terms in (3.16) and (3.17) such that they contribute equally to the
error. Hence, for Gaussian and BM window functions we obtain the optimal shape
parameters m = m(P ) ≈

√
πP and β = β(P ) ≈

√
2πP respectively. With these

parameters, the approximation error estimates (3.16) and (3.17) are simplified to
read

{
Ae−πP/2, Gaussian window
Ae−

√
2πP , BM window.

(3.18)

Moreover, in paper II we show that A =
√
QξL/L where Q =

∑
n q

2
n . This means

that, for both window functions, approximation errors can be controlled solely using
P and independent of the FFT grid size. This distinguishes the SE method with the
other particle-mesh Ewald methods. In figure 3.3 we plot the absolute rms error in
evaluating the triply periodic potential with different shape parameters including
the optimal ones for both window functions.
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Figure 3.3: The rms error in evaluating (3.12) with 3d-periodic boundary conditions
as a function of the window support for different shape parameters using (left)
Gaussians and (right) BM window functions. The optimal shape parameter is
chosen as m =

√
πP and β = β(P ) = 2.5P . Also, N = 100, L = 1, M = 28 and

ξ = 6.3.

In Paper II we analyze a 1D Fourier integral similar to those which appear in
the 2d- and 1d- periodic cases. We observe that the error due to resolving Fourier
integrals, item 3 of approximation errors, decays approximately as e−2πs. The
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parameter n, the number of upsampled modes, depends on the maximum number
of wave numbers k∞ and it can be chosen simply via k∞ ≈ 5n to achieve machine
accuracy.

3.7 Parameter selection

With a given error tolerance ε, the Ewald parameter ξ and using truncation error
estimates (2.12) and (2.13), the real space cut-off rc and maximum wavenumber
k∞ are computed. The grid size can also be evaluated via M = 2k∞. In section 3.4
we denoted P , where P ≤M , as the number of points in the support of the window
function. This parameter can be selected using (3.18). Moreover, the half width of
the window function is w = Ph/2 with h = L/M . The shape parameters are also
chosen as m =

√
πP and β = 2.5P for the Gaussian and BM window functions.

The free parameter of the Gaussian is then evaluated using m, η = Pξ2h2/π. The
upsampling factor, used for the free space case and for zero modes in doubly and
singly periodic case, is chosen as s0 ≥ 1 +

√
3−D with 3 − D being the number

of non-periodic dimensions. For the rest of Fourier modes in 2d- and 1d-periodic
cases, s is selected such that e−2πs < ε and n = dk∞5 e.

Now, we are ready to introduce the complete SE algorithm to compute the
Fourier space part of the electrostatic potential (3.12) and force (3.13) with arbi-
trary periodicity:

Algorithm 2 Spectral Ewald (SEDP) method - Fourier space part

Input: Charge locations xn ∈ [0, L)3 and charges qn, n = 1, . . . , N , splitting parameter
ξ, grid size M , oversampling factors s0 and s, maximum oversampled wavenumber n,
number of points in the support of window functions P .

1: Set h = L/M , L̃ = L + Ph, M̃ = M + P . Compute η = Pξ2h2/π for Gaussians and
β =
√

2πP for BM window functions.
2: Introduce a uniform grid on [0, L)D × [0, L̃)3−D with MD × M̃3−D points, where D is

the number of periodic dimensions. Evaluate H on this grid according to (3.8).
3: Apply an AFT with s0, s and n parameters to compute Ĥ(k,κ).
4: Scale Ĥ according to (3.9) to obtain ̂̃H in which Ĝ is defined in (3.3), (3.4), (3.5), and

(3.6) and R =
√

3−DL̃.
5: Apply an inverse AFT on ̂̃H and restrict the result to obtain H̃ on the grid of size
MD × M̃3−D.

6: Compute the potential at target points (same as charge locations) according to (3.12)
and the force according to (3.13).

Output: Potential ϕDP,F(xn) and force FDP,F(xn), n = 1, . . . , N .

3.8 Precomputation

Some parts of the SE method presented in Algorithm 2 can be precomputed, stored
and reused whenever the algorithm is in a time dependent simulation e.g. in MD
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or Stokes flow simulation. Here, we briefly introduce the elements of the precom-
putation step.

If Gaussian windows are to be used, in the gridding and gathering steps, we
require to computeO(NP 3) exponential functions which can become very expensive
for high accuarcy demands. Using the fast Gaussian gridding method, however,
we can reduce this cost, see [28] and references therein. Consider the problem
of evaluating the Gaussian window e−α(x−xn)2 on a uniform grid x = ih, where
i = 0, 1, . . . ,M − 1 and xn represents a source point location. We can write

e−α(x−xn)2
= e−α(ih)2

(
e2αhxn

)
e−αx

2
n .

Clearly, the first term is independent of xn. So, it can be precomputed and stored.
The last term is only a function of xn and therefore, it can be precomputed in
each time iteration and used in both gridding and gathering steps. The base of
the middle term is also computed once for each xn and the term is computed by
consecutive multiplications of the base with itself.

The Fourier transform of the BM window function can be precomputed and
reused in the scaling step. In the precomputation step we require (at most) three
1D FFTs to compute the Fourier transform. Moreover, if the grid is the same in
all directions, the required 3D FFT can be obtained by computing a 1D FFT and
using a tensor product.

In section 3.5, we stated that the grid in the free-space case needs to be up-
sampled with a factor of s0 ≥ 1 +

√
3. This is clearly expensive since it has to be

performed on 3 dimensions and on all Fourier modes. However, we can precompute
a well resolved truncated Green’s function and reuse it in the scaling step. Note
that we still require to perform an aperiodic convolution and therefore, we need
to upsample the grid by a factor of 2. The following steps are performed in the
precomputation step:

1. Calculate Ĝ on a grid of size (s0M̃)3.

2. Apply a 3D IFFT to compute G.

3. Truncate G to obtain G
R
.

4. Apply a 3D FFT to compute Ĝ
R
.

Then, one can store Ĝ
R
in the precomputation step and use it in the scaling step.

In figure 3.4 we illustrate an example of this procedure to compute Ĝ
R
from Ĝ.

3.9 Selected numerical results

Having the method explained, we can now give a few important results related to
the topics covered in this chapter. These results are selected from Paper I, II, III
and IV. In this section, we use two different systems of particles in all simulations:
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Figure 3.4: An example of a mollified Green’s function obtained from a Fourier
transformed Green’s function via a four step procedure.

a uniformly distributed system of particles, and a cloud-wall system where two
clouds are separated with two walls of oppositely charged particles, figure 3.5. The
latter is borrowed from [4] and is generated artificially in order to produce a strong
long-range effect. The former, on the other hand, is an example of a typical system
used in MD simulations. The runs are performed on a desktop machine with 8 GB
of memory and an Intel Core i7-3770 3.40 GHz CPU with 4 cores and 8 threads and
on Beskow supercomputer at KTH Royal Institute of Technology, Sweden. Beskow
is a Cray XC40 system, based on Intel Haswell processors and consists of 53632
compute cores. Haswell processors support AVX2 as well as Fused Multiply Add
(FMA) instructions. This is more favorable for the SE method since there are
many more multiply-add operations in the spreading/gathering step compared to
the SPME method. GROMACS was built with the Gnu C Compiler at version
4.8.3.

We start by some numerical results from Paper I, where we compare the SE
and SPME methods in GROMACS. Since in GROMACS, the real space sum is the
same for both methods, we compare only the Fourier space runtime as a function of
the relative rms error. This means that we need to use the same Ewald parameter
for both methods. In figure (3.6) (left), we use a uniform system of N = 1 029 000
particles in a box of length L = 22.2698 with ξ = 6.5. For the SE method, P
increases as the error tolerance decreases. For the SPME method, on the other
hand, the result is shown for three B-spline orders, p = 3, 5, 7. These are typical
values used in a practical MD simulation in GROMACS. In figure (3.6) (right),
we consider a cloud-wall system of N = 1 012 500 particles in a box of length
L = 150 with ξ = 0.8267. Both figures confirm that the SE method is more efficient
for higher accuracy demands and is competitive with the SPME method for low
accuracies whenever the simulation is performed on a shared memory architecture.
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Figure 3.5: Two systems with N = 1200 particles. (Left) A homogeneous system
of particles. (Right) a cloud-wall system of particle (borrowed from [4]).
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Figure 3.6: (left) Fourier space runtime comparison of the SE and SPME methods
using 8 CPU threads. A uniform system ofN = 1 029 000 particles in a box of length
L = 22.2698 is used. For the SE method P = 6, . . . , 18 and M = 220, . . . , 360, and
for the SPME method, p = 3, 5, 7 and M = 50, . . . , 540 and ξ = 6.5. (right) Fourier
space runtime comparison of the SE and SPME methods using 8 CPU threads. A
cloud-wall system with N = 1 012 500 particles in a box of length L = 150 is used.
For the SE method P = 6, . . . , 16 and for the SPME method p = 3, 5, 7. Also
M = 32, . . . , 448 for both methods. ξ = 0.8267.
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We have already explained that FFTs do not scale very well on distributed
memory architectures. This means that, methods which require a smaller FFT
grid benefit more from parallelization. To see how the SE method benefits from
using a smaller grid size, we choose the same uniform system as in figure 3.6 (left),
set ξ = 6.5 and perform a simulation on Beskow supercomputer. Then, we compute
the electrostatic force and plot the runtime as a function of MPI ranks to achieve
a rms error of approximately 10−5. We require that P = 16 and M = 320 for
the SE method and p = 7 and M = 500 in the SPME method. In figure 3.7
we plot the Fourier space runtime (left) and the breakdown of runtime (right) for
both methods. Each runtime includes the computation as well as communication
runtimes. The observation is that the SE method challenges the SPME method
even for low accuracy demands. Exploring the break-down runtimes, it is evident
that for MPI ranks greater than 64, the FFT runtime of the SE method starts to
grow. This is due to the fact that the communication cost between MPI ranks
dominates the computational cost and therefore, the total runtime does not scale
very well. Finally, the cost of communications dominates the total runtime with
256 MPI ranks and thereafter there is no gain in increasing the number of MPI
ranks more.
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Figure 3.7: (left) Runtime and (right) breakdown of runtime for the SE and SPME
methods in computing the electrostatic force to achieve a relative rms error of
≈ 10−5. Computation is done on Beskow supercomputer in single precision and
with up to 256 MPI ranks. Also P = 16, M = 320 for the SE method and p = 7,
M = 500 for the SPME method and. A uniform system of N = 1 029 000 particles
with L = 22.2698 is used and ξ = 6.5.

In paper II, we develop a novel algorithm for the computation of the Coulomb
potential and force for systems with 1d-periodic boundary conditions. The im-
plementation of the AFT/AIFT and the unification of Fourier modes allow us to
develop a fast method which is marginally more expensive than its triply peri-
odic counterpart. We compare our implementation against the only available fast
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method [32]. In the following example, we initially present a runtime comparison
of the SE method for the singly and triply periodic cases using a cloud-wall sys-
tem (see figure 3.5). Consider a system of N = 300 oppositely charged particles
located in a box of length L = 10. To keep the real space cut-off fixed, the system
is scaled up such that the particle density is constant N/L3 = 0.3 and plot the
runtime in the evaluation of the electrostatic force using the SE method and the
method introduced in [32] (denoted here as NFFT-based method) and for both 1d-
and 3d-periodic cases. Figure 3.8 (left) demonstrates that the runtime difference
of singly and triply periodic cases using the SE method reduces as N increases. In
figure 3.8 (right) we compare 1P/3P runtime ratio for both methods to achieve a
set tolerance of ≈ 2×10−5 when the system grows. The parameters N , L, M and ξ
are the same for both methods and are listed in Table 3.2. The plot again demon-
strates the effectiveness of the SE method in terms of runtime and also the memory.
We also observe that for N = 1 228 800, as a result of huge memory consumption
in the NFFT-based method, the runtime ratio increases remarkably.
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Figure 3.8: (Left) Runtime comparison of the 1d- and 3d-periodic k-space sums
vs. number of particles to achieve rms error of approximately 2 × 10−5. (Right)
Comparison of the runtime ratio of the 1d- and 3d-periodic k-space sums using
the SE method and the NFFT-based method [32]. The parameters used in this
example are listed in Table 3.2.

In Paper IV, we unified the treatment of all Fourier modes for the 1d- and
2d- periodic cases and presented a compact formulation for the SE method and
with arbitrary periodicity. Moreover, we compared the Gaussian window and BM
window functions (3.15) used for the spreading and gathering steps. We used the
SE method with arbitrary periodicity and both window functions. Here, we present
some important results from this paper.

Assume a uniformly distributed system of N = 105 particles located in a box
of length L = 10. We choose ξ such that the cost of the real space sum and the
triply periodic Fourier space sum are roughly balanced. As a result, we choose
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N L M n s rms error
300 10 16 1 2 2.274e-05

2 400 20 32 2 2 1.963e-05
19 200 40 64 4 2 1.717e-05

153 600 80 128 8 2 1.561e-05
1 228 800 160 256 16 2 1.479e-05

Table 3.2: The rms error in the singly and triply periodic SE method is ≈ 2× 10−5

and P = 12, ξ ≈ 0.7186 and s0 ≈ 2.4.

ξ = 3. In the following figures we only give the runtime for the Fourier space
sum, excluding the precomputation step. Figure 3.9 (left) demonstrates the cost
of Fourier transform+scaling steps as a function of the relative rms error. For
each error tolerance, the grid size M (in periodic directions) is chosen based on
the truncation error estimate (2.17) and regardless of the periodicity and window
functions. Therefore, for problems with the same type of boundary conditions,
the cost of FFT and scaling steps are the same. Moreover, as the number of non
periodic directions increases, the total number of grid points and consequently the
cost of FFT and scaling grows.

In figure 3.9 (right) we illustrate the runtime of the spreading+gathering steps as
a function of the relative rms error. These steps are mainly functions of the number
of points in the support of window functions and independent of the periodicity.
Therefore, for each window function, the runtimes of simulations with different
types of boundary conditions are the same.

Next, we add up the runtimes in both plots of figure 3.9. We observe that,
as a result of using AFTs in the 2d-periodic case, the runtime of this case is very
similar to the runtime of the triply periodic case. Moreover, due to the same reason,
the singly periodic case is only up to two times (for very strict error tolerances)
more expensive compared to the fully periodic case when using the BM window
function. Using Gaussians, the spreading and gathering steps are more expensive
and therefore, the singly periodic case is only marginally more expensive than the
triply periodic case. Finally, using BM window functions, the free-space case is up
to 4 times (for high error tolerances) more costly as compared to the triply periodic
case. As before, and due to the extra cost of Gaussians compare to BM window
functions, the runtime difference is much smaller in this case.

3.10 Appendix

Suppose f : Rn → R is a radially symmetric function, r ∈ Rn and |r| = r. There-
fore, we can write f(r) = F (r) for some F : R→ R. Let f̂ be the Fourier transform
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Figure 3.9: Runtime of (left) the FFT and scaling steps and (right) the spreading
and gathering steps vs relative rms error. The SE method with the BM and Gaus-
sian window functions with arbitrary periodicity is used to compute the Fourier
space part of the potential. N = 105, L = 10, β = 2.5P and ξ = 3. Also
M = 32, . . . , 90 and solely obtained via truncation error estimates. Precomputa-
tion is excluded from runtimes.
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Figure 3.10: Runtime vs relative rms error in computing the Fourier space part
of the potential using the BM and Gaussian window functions with arbitrary pe-
riodicity. N = 105, L = 10, β = 2.5P and ξ = 3. Also M = 32, . . . , 90 and
solely obtained via truncation error estimates. Precomputation is excluded from
the runtime. Legends are the same as in figure 3.9.
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of f ,

f̂(k) =
∫

Rn

f(r)eik·rdr.

Since f is radially symmetric, f̂ is radially symmetric. Moreover, f̂(k) = F̂ (k)
where |k| = k.

Theorem 1. [33, Theorem 2] Using the assumptions above, the radial Fourier
transform of F in n dimensions is given in terms of the Hankel transform by

F̂ (k) = 2π
(

2π
k

)m ∫ ∞

0
Jm(kr)rmF (r)rdr,

where m = (n− 2)/2 and Jm(·) is the m’th order Bessel function of the first kind.

Some quantities of interest required for computing the radial Fourier transform
in Theorem 1:

Jn(z) = 1
π

∫ π

0
cos(z sin(τ)− nτ)dτ.

J1/2(z) =
√

2
πz

sin(z).

J−1/2(z) =
√

2
πz

cos(z).



Chapter 4

The fast multipole method

In this chapter, we briefly introduce the fast multipole method (FMM) in two
dimensions. Next, we explain the regularized FMM algorithm, employed in Paper
V, and present numerical results.

4.1 The Plain FMM

The fast multipole method (FMM), introduced by Greengard and Rokhlin [16], is
designed for fast calculation of Coulomb potentials. The algorithm reduces the
complexity of the calculation from O(N2) (when naively computed) to O(N). The
idea behind the FMM is to divide long-range interactions into far and near field
contributions. In the near field contribution, all pair interactions are evaluated
directly. For the far field expansion, on the other hand, each target interacts with
a cluster of distant sources through a multipole expansion. Here, we review the
method and refer the reader to the original references [16, 15] or the tutorial by
Beatson and Greengard [6].

Consider the general summation of the form

ϕ(xt) =
N∑

t=1
wtK(xs − xt), t = 1, . . . , N, (4.1)

where K(·) is a separable kernel for which we can write

K(x− y) =
∞∑

k=1
fk(x)gk(y). (4.2)

Clearly, the direct computation of (4.1) for all xt requires O(N2) arithmetic oper-
ations. Inserting (4.2) in (4.1) and rearranging the terms we have

ϕ(xt) =
∞∑

k=1
akfk(xt), ak =

N∑

s=1
wsgk(xs), t = 1, . . . , N.

43
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Figure 4.1: Two successive refinements of the computational domain, representing
near neighbors and well separated boxes.

Now, ak can be computed independently of the targets. On the other hand, with
this representation, ϕ(xt) depends only on targets once the coefficients are known.
If fk decays rapidly with k, to approximate ϕ(xt), the sum can be truncated at p
terms. Hence, the amount of work required to compute ak and also ϕ(x) is reduced
to O(Np).

To design a fast multipole method, we use the same technique, though by con-
structing a hierarchy of boxes which splits the computational domains into boxes of
sources. Consider a set of uniformly distributed particles located in a square box.
Moreover, assume that, using a successive spatial refinement, the domain is divided
into sub-boxes of the same size, see figure 4.1. Before presenting the details of the
algorithm, let us start by providing two important definitions.

Definition 2. Two boxes are denoted as near neighbors if they have the same
size and have a boundary point in common. As an example, dark gray boxes are
near neighbors of the box x.

Definition 3. Two boxes are said to be well separated if they have the same
size but are not near neighbors, e.g. boxes 0 and 2 as well as 22 and 24 are well
separated. Moreover, the box x is well separated from the white boxes.

In the definitions above, the neighbor list of x consists of 9 boxes in two dimen-
sions (including itself). This definition is by no means unique. In fact, the neighbor
list can be extended more to have 25 or more neighbors. As a result, the number
of well separated boxes reduces accordingly.

In the tree construction process, sources are assigned to boxes. The interactions
between particles in near neighbor boxes are computed using the underlying kernel,
e.g. K(·) in (4.1), while the influence of well separated boxes is computed by means
of a multipole expansion. Additionally, to construct an O(N) algorithm, multipole
expansions of well separated boxes of a particular box B are converted into a local
expansion about the center of B. We denote this operation by M2L.

In the following listing, we present the FMM algorithm:
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Algorithm 3 Fast multipole method (FMM) algorithm
1: Upward pass: Moving from the finest to the coarsest levels of the tree.

I. P2M (particles to multipole expansions): At the finest level for all boxes, com-
pute multipole expansions using sources.

II. M2M (translation of multipole expansions): Moving upward in the tree, form
multipole expansions by merging the expansions at lower levels.

2: Traverse: Traverse the tree from the coarsest to the finest level.
I. M2L (multipole to local expansions): Compute local expansions from multipole

expansions of non-neighboring boxes.
II. P2P : At the finest level compute direct interactions with near neighbors.

3: Downward pass: Moving from the coarsest to the finest level of the tree.
I. L2L (translation of local expansions): Convert local expansions of the higher

levels into a local expansion about the center of the children.
II. L2P (local expansions to particles): At the finest level, evaluate the potentials

at targets using the local expansion.

The conversion of multipole to local expansions (M2L in Algorithm 3) is valid
whenever the two boxes are well separated. Consider two boxes with centers c1
(box of sources) and c2 (box of targets) and with the same box length L, see figure
4.2. One can show that the error in approximating the interaction of sources and

R
r

L

•
c1

•
c2

Figure 4.2: r =
√

2L/2 and R = L/2 + nL, where n is the number of cells that are
skipped.

targets by a multipole expansion in two dimensions is bounded by

C

(
r

R

)p
= C

( √
2

1 + 2n

)p
,

where p is the number of terms in the multipole expansion and C is a constant that
depends on source strengths [6]. If the two boxes share exactly one box, we have
n = 1 and therefore, the error decays as (

√
2/3)p <

(
1/2
)p.
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Multipole acceptance criterion

Referring to figure 4.2, if the neighbor list consists of only immediate near neighbors,
two boxes in figure 4.2 are well separated if 0.5|c1 − c2| ≥ L. For a more flexible
definition, in the inequality above, 0.5 is replaced by θ,

|c1 − c2|θ ≥ L. (4.3)

The inequality (4.3) is denoted as the multipole acceptance criteria (MAC) and θ is
called the opening angle. Using this definition, the FMM has a simple error bound
of O(θp).

One can also relate the choice of θ and the number of layers of boxes to skip in
the plain FMM, see figure 4.3.

Figure 4.3: Number of near neighbors increases as θ decreases. From light to dark
colors θ ∈ {1/2, 1/3, 1/4, 1/5}.

4.2 The regularized FMM

The plain FMM explained in the previous section, has an advantage of reducing the
number of arithmetic operations and is highly favorable for implementing on parallel
hardwares. But the FMM method has an important drawback which makes it
unsuitable for MD simulations. This drawback is related to the fact that the method
introduces discontinuities when particles move across the boundary of boxes. These
discontinuities yield an energy drift when the FMM is used in an MD simulation.
For the total energy to be conserved, the force field has to be conservative1. These
jumps in the force inherent in the FMM, however, yield a non conservative force
field. These discontinuities are at the level of the error tolerance and therefore can
be reduced if the force is computed accurately, particularly by using a large number

1A force field is called conservative if it is the gradient of some function, usually denoted as a
scalar potential.
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of terms in multipole expansions. But this is computationally expensive and is not
suited for the simulation of large systems.

One remedy to tackle this problem is to introduce a smooth transition over the
edge of each two neighboring boxes in order to approximate the potential without
any discontinuity [8]. The regularization can be undertaken using different kernels.
In [8], a complex exponential function, has been used for this purpose. Nonetheless,
this is very expensive and also not necessary in MD simulations. In Paper V, we
use the basic idea of the regularization technique proposed in [8] and introduce a
new version of the method which can be incorporated in MD simulations. We use
the algorithm to compute the Coulomb potential for the two dimensional harmonic
kernel. But for simplicity, we explain the algorithm in one dimension.

Consider a computational domain Ω ⊂ R and two sources xsi
, i = 1, 2 and a

target xt with strengths qsi
and qt respectively. We are interested in evaluation of

the following potential and force

ϕ(xt) =
2∑

i=1
qsiK(xt − xsi), (4.4)

F(xt) = −1
2qt∇xtϕ(xt), (4.5)

at target points xt (the same as source points).
Assume that the computational domain, Ω, is divided uniformly into 4 segments,

B1, B2, B3 and B4, cf. figure 4.4. Moreover, let xt ∈ B2, xs1 ∈ B3 and xs2 ∈ B4.
Then, the potential (4.4) and force (4.5) can be approximated using FMM as

ϕ(xt) ≈D(xt, xs1) +MB4(xt, xs2),
2F(xt) ≈− qt

(
∇xtD(xt, xs1) +∇xtMB4(xt, xs2)

)
, (4.6)

in which D(xt, xs1) = qs1K(xt−xs1) denotes the direct calculation of the potential
and MB(·, ·) denotes the evaluation via multipole expansions around the center of
B.

B1 B2 B3 B4

B̃1

B̃2

B̃3

B̃4

•
xs1 •

xs2•
xt

Figure 4.4: the Computational domain is divided into boxes Bi in the FMM and
into extended boxes B̃i in the Regularized FMM.

To introduce the regularized FMM (RegFMM), we extend each box with ±b
in both directions and denote the extended boxes as B̃1, B̃2, B̃3, B̃4. Moreover, we
define the continuous weight function w : [−b, b] → [0, 1] with p ≥ 2 degree of
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smoothness to be applied on the edge of two neighboring boxes. As a result, xt and
xs2 belong partially to their neighboring extended boxes as well. In table 4.1 we
specifically present the distribution of target and sources over the extended boxes.
Then, using the RegFMM, the potential and force in (4.6) are updated as

particle Box weight Box weight
xt B̃2 0.5 ≤ wt ≤ 1 B̃1 1− wt

xs1 B̃3 ws1 = 1 - -
xs2 B̃4 0.5 ≤ ws2 ≤ 1 B̃3 1− ws2

Table 4.1: Source and target distribution over the extended boxes using the weight
function w.

ϕ(xt) ≈wtϕB̃2
(xt) + (1− wt)ϕ

B̃1
(xt)

=wt[ws1D(xt, xs1) + (1− ws2)D(xt, xs2) + ws2MB̃4
(xt, xs2)]

+ (1− wt)[ws1MB̃3
(xt, xs1) + (1− ws2)M

B̃3
(xt, xs2) + ws2MB̃4

(xt, xs2)],

2F(xt) ≈− wtqt∇xtϕB̃2
(xt)− (1− wt)qt∇xtϕB̃1

(xt)

− qtϕB̃2
(xt)∇xtwt + qtϕB̃1

(xt)∇xtwt.

Note here that, unlike the approach used in [8], we consider the regularization of
both targets and sources.

Now, we use the RegFMM to approximate the potential and force for a practical
problem. Consider a set of sources located at xn ∈ Ω = [0, L]2 with strengths qn,
n = 1, . . . , N . Under the charge neutrality condition, the electrostatic potential
and force at xt induced by the set of sources is given by

ϕ(xt) = −
N∑

s=1
qs log(|xt − xs|),

F(xt) = 1
2qt∇xtϕ(xt) = 1

2qt

N∑

s=1
qs

(xt − xs)
|xt − xs|2

.

As a simple example, we start with a system of two oppositely charged particles.
Let the first particle to be fixed and the other to move in the x-direction. We
would like to examine the effect of regularization, whenever the moving particle
passes over cell boundaries. In order to illustrate the effect of regularization, we
use a very low error tolerance, i.e. two terms in each multipole expansion. Figure
4.5, confirms that by the introduction of regularization, a smooth transition has
been introduced over cell boundaries.
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Figure 4.5: Moving across the boundary of boxes, introduces a discontinuity in the
potential and force. The discontinuity can be removed by employing the RegFMM.
The cell boundary is located at 40.

Let us now consider a full MD simulation. Suppose that N = 1000 dipoles with
charges ±1 are located in a box of length 8 under periodic boundary conditions.
In a complete MD framework, we compute electrostatic (using both FMM and
RegFMM), bond and Lennard Jones (LJ) forces (see Chapter 1) and integrate using
the velocity-Verlet scheme with time step ∆t = 0.0005 [ps]. Here, we would like
to show that, using the RegFMM, the total energy of the system is approximately
conserved, i.e. the long term energy drift is eliminated. We construct an 8×8 tree,
set the regularization width to b = 0.4 and choose the number of expansion terms
p = 4. Also, the opening angle is θ = 1/3, i.e. the neighbor list has 25 boxes. The
other parameters used in our simulation are listed in Table 4.2.

Quantity Symbol Value

Coulomb charge density q ±1
mass m 1

LJ
potential well ε 1
VdW radius σ 0.2

cut-off rc 3σ

Bond constant force K 10000
reference length r0 0.1

Table 4.2: Parameters used in the MD simulation of the dipole system. See chapter
1 for the definition and interpretation of quantities.

In figure 4.6, we show the total energy (Kinetic+Potential) of the examined
system as a function time. The figure demonstrates that the total energy is ap-
proximately conserved even with a very low error tolerance. Note that due to the



50 CHAPTER 4. THE FAST MULTIPOLE METHOD

0 60 120 180

0

400

800

1200

Figure 4.6: Total energy in MD simulation of the dipole system with parameters
in table 4.2.

finite size time step used in the integrator, it is normal for the total energy to fluctu-
ate about a mean. We should emphasize here that with FMM, the energy drift can
be reduced by increasing p. However, this significantly increases the computational
cost of the simulation.



Chapter 5

Conclusions and future directions

In this thesis, we presented numerical methods for accelerating the computation of
Coulomb potentials in molecular dynamics simulations. The electrostatic calcula-
tions are the major bottleneck of any MD simulation package and therefore, in this
work we directed our effort n this problem.

During the last decades, using the Ewald decomposition, a family of particle
mesh Ewald (PME) methods have been introduced by different authors. These
methods utilize the FFT to accelerate the Fourier space calculations. However, FFT
is by itself a prime constraint while running the simulation on a parallel hardware
architecture since it requires a so called all-to-all communication between processes.
One of the most widely used PME-type methods in popular MD packages is the
Smooth Particle Mesh Ewald method (SPME) [12]. This method uses cardinal
B-splines as the window function and its approximation error decays algebraically
as hp, with h being the grid size. The Spectral Ewald (SE) method [28] is a fast
and spectrally accurate method that can reduce the cost of FFTs compared to the
SPME method. This is due to the fact that approximation errors in the SE method
are independent of the FFT grid and can be controlled by adjusting the number of
points in the support of window functions. The method, however by construction,
increases the cost of interpolations to- and from- grid using window functions as
compared to the SPME method.

To attest the efficiency of the SE method, in the first work, Paper I, we imple-
mented the SE method in one of the fastest available MD packages, GROMACS,
which benefits from one of the best implementations of the SPME method. Our re-
sults showed that the SE method is faster than the SPME method for high accuracy
demands and is competitive for low accuracy requirements.

The SE method has been previously extended to problems with doubly periodic
boundary conditions, [29]. But the idea could not be extended directly to the
1d-periodic problems. Removing periodicity from each dimension, increases the
cost of FFTs as Fourier integrals presented in non-periodic dimensions have to be
resolved. In [29], the authors showed that in the doubly periodic case, the non-
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periodic direction has to be upsampled 4-6 times to be able to compute Fourier
integrals accurately. So, the grid in the 1d-periodic problem has to be upsampled
16-36 times which is very expensive in terms of runtime complexity. In the second
work, Paper II, we introduce an adaptive FFT which, in combination with the
SE method, reduces the cost of the algorithm in a way that the extra cost of
resolving Fourier integrals is negligible and the total runtime is only marginally
more expensive than the triply periodic case.

In the 2d- and 1d- periodic cases, the Fourier integrals have singularity at ori-
gin. In both cases, however, closed forms are available. In [29], the authors use
Chebyshev interpolations to compute the zero mode term in closed form. This ap-
proach is very expensive if it is to be used for the treatment of the zero mode in the
1d-periodic case. Another interpretation of these terms is that they are solutions
to the free-space Poisson problem in one and two dimensions respectively. Using
the method introduced in [43] we were able to solve these problems efficiently via
FFTs and hence, unified the treatment of all Fourier modes.

The idea can be extended for computing the Ewald sum with free-space bound-
ary conditions. In Paper III, we combine this technique and the SE method for the
fast and spectrally accurate evaluation of free-space potentials of Stokes flow. By
precomputing the Fourier representation of the mollified Green’s function, which is
independent of the sources, we were able to reduce the cost of upsampling Fourier
modes. We compared the method with an implementation of the fast multipole
method and showed that our numerical method is competitive.

In the SE method, Gaussians are used for the interpolation between charges and
a uniform grid. Using a simplified version of the Kaiser- Bessel window function
(BM) [5], we were able to accelerate the SE method significantly for high accuracy
demands, cf. Paper IV. We showed that the new window function requires a smaller
support compared to Gassuains and as a result the cost of spreading and gathering
steps are reduced. Moreover, we show that using the adaptive FFT approach, the
computational cost of the doubly periodic case is very similar to the cost of the
triply periodic cases. The additional cost of the SE method for the free space case
compared to the triply periodic case is also significantly reduced by precomputing
the Fourier representation of the mollified harmonic kernel.

Since the BM window function reduces the computational cost of the spreading
and gathering steps, and therefore the total runtime, a possible future direction
would be to implement the SE method using this window function in GROMACS
and compare it with the SPME method. We expect that the MPI version of the
algorithm will be more efficient than the previous implementation using Gaussian
windows.

The FMM can be an alternative to the PME methods for computing Coulomb
potentials. Nonetheless, it violates the energy conservation as it introduces a dis-
continuity in the potential and therefore, the force can no longer be represented as
the gradient of a potential. A regularization technique, however, removes the jump
in the potential and therefore yield an algorithm which eliminates the long term
energy drift. In [8], this idea has been used to simulate a very small solar system
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consisting of a star and five planets. In Paper V, we extend the idea with the goal of
improving the efficiency, and reducing the energy drift in a full MD simulation and
for a more practical molecular system. We showed that, employing this method,
the long terms energy drift is diminished even with a very low accuracy demand.

In our work, the regularized FMM has been used for a two dimensional system
of particles with a logarithmic kernel. The natural continuation in this direction is
then, an extension of the method to 3D and using the 3D harmonic kernel instead.
Next, the resulting algorithm has to be implemented in GROMACS and be com-
pared to the SE and SPME methods. The FMM and accordingly the regularized
FMM, do not require all-to-all communications and, in an optimal implementation
of the FMM, at most O(log(P )) communications, with P being the number of mul-
tipole expansions, are performed [45]. Therefore, a parallel implementation of the
regularized FMM is also a natural extension.
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