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Abstract

In the last years, simple service robots such as autonomous vacuum clean-
ers and lawn mowers have become commercially available and increasingly
common. The next generation of service robots should perform more ad-
vanced tasks, such as to clean up objects. Robots then need to learn to
robustly navigate, and manipulate, cluttered environments, such as an un-
tidy living room. In this thesis, we focus on representations for tasks such as
general cleaning and fetching of objects. We discuss requirements for these
specific tasks, and argue that solving them would be generally useful, because
of their object-centric nature.

We rely on two fundamental insights in our approach to understand envi-
ronments on a fine-grained level. First, many of today’s robot map represen-
tations are limited to the spatial domain, and ignore that there is a time axis
that constrains how much an environment may change during a given period.
We argue that it is of critical importance to also consider the temporal do-
main. By studying the motion of individual objects, we can enable tasks such
as general cleaning and object fetching.

The second insight comes from that mobile robots are becoming more ro-
bust, enabling month-long operations in one single indoor environment. They
can therefore collect large amounts of data from those environments. With
more data, unsupervised learning of models becomes feasible, allowing the
robot to adapt to changes in the environment, and to scenarios that the de-
signer could not foresee. We view these capabilities as vital for robots to
become truly autonomous. The combination of unsupervised learning and
dynamics modelling creates an interesting symbiosis: the dynamics vary be-
tween different environments and between the objects in one environment,
and learning can capture these variations.

A major difficulty when modeling environment dynamics is that the whole
environment can not be observed at one time, since the robot is moving
between different places. We demonstrate how this can be dealt with in
a principled manner, by modeling several modes of object movement. The
resulting system is fully probabilistic, and can detect and track all of the
moving objects in a robot environment. We also demonstrate methods for
detection and learning of objects and structures in the static parts of the maps.
Using the complete system, we can represent and learn many aspects of the
full environment. In real-world experiments, we demonstrate that our system
can keep track of varied objects in large and highly dynamic environments.
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Sammanfattning

Under de senaste åren har enklare service-robotar, såsom autonoma damm-
sugare och gräsklippare, börjat säljas, och blivit alltmer vanliga. Nästa gene-
rations service-robotar förväntas utföra mer komplexa uppgifter, till exempel
att städa upp utspridda föremål i ett vardagsrum. För att uppnå detta mås-
te robotarna kunna navigera i ostrukturerade miljöer, och förstå hur de kan
bringas i ordning. I denna avhandling undersöker vi abstrakta representatio-
ner som kan förverkliga generalla städrobotar, samt robotar som kan hämta
föremål. Vi diskuterar vad dessa specifika tillämpningar kräver i form av re-
presentationer, och argumenterar för att en lösning på dessa problem vore mer
generellt applicerbar på grund av uppgifternas föremåls-centrerade natur.

Vi närmar oss uppgiften genom två viktiga insikter. Till att börja med
är många av dagens robot-representationer begränsade till rumsdomänen. De
utelämnar alltså att modellera den variation som sker över tiden, och utnyttjar
därför inte att rörelsen som kan ske under en given tidsperiod är begränsad.
Vi argumenterar för att det är kritiskt att också inkorperara miljöns rörelse
i robotens modell. Genom att modellera omgivningen på en föremåls-nivå
möjliggörs tillämpningar som städning och hämtning av rörliga objekt.

Den andra insikten kommer från att mobila robotar nu börjar bli så robus-
ta att de kan patrullera i en och samma omgivning under flera månader. De
kan därför samla in stora mängder data från enskilda omgivningar. Med dessa
stora datamängder börjar det bli möjligt att tillämpa så kallade unsupervised
learning-metoder för att lära sig modeller av enskilda miljöer utan mänsk-
lig inblandning. Detta tillåter robotarna att anpassa sig till förändringar i
omgivningen, samt att lära sig koncept som kan vara svåra att förutse på för-
hand. Vi ser detta som en grundläggande förmåga hos en helt autonom robot.
Kombinationen av unsupervised learning och modellering av omgivningens dy-
namik är intressant. Eftersom dynamiken varierar mellan olika omgivningar,
och mellan olika objekt, kan learning hjälpa oss att fånga dessa variationer,
och skapa mer precisa dynamik-modeller.

Något som försvårar modelleringen av omgivningens dynamik är att robo-
ten inte kan observera hela omgivningen på samma gång. Detta betyder att
saker kan flyttas långa sträckor mellan två observationer. Vi visar hur man
kan adressera detta i modellen genom att inlemma flera olika sätt som ett
föremål kan flyttas på. Det resulterande systemet är helt probabilistiskt, och
kan hålla reda på samtliga föremål i robotens omgivning. Vi demonstrerar
även metoder för att upptäcka och lära sig föremål i den statiska delen av
omgivningen. Med det kombinerade systemet kan vi således representera och
lära oss många aspekter av robotens omgivning. Genom experiment i mänsk-
liga miljöer visar vi att systemet kan hålla reda på olika sorters föremål i
stora, och dynamiska, miljöer.
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Chapter 1

Introduction

We may regard the present state of the universe as the effect of its past and
the cause of its future. An intellect which at a certain moment would know
all forces that set nature in motion, and all positions of all items of which
nature is composed, if this intellect were also vast enough to submit these
data to analysis, it would embrace in a single formula the movements of the
greatest bodies of the universe and those of the tiniest atom; for such an
intellect nothing would be uncertain and the future just like the past would be
present before its eyes.

— Pierre Simon Laplace, A Philosophical Essay on Probabilities

Robots are used for an increasing number of tasks in the modern society. Clas-
sical industrial robots have been an irreplaceable asset in manufacturing for several
decades. These robots create value for an increasingly wealthy society since they
can perform jobs that are unsuited for humans; the classical dirty, dull and dan-
gerous jobs. Just within the last few years, simple mobile robots such as vacuum
cleaners and lawn movers have come to be used in many households. The next
development in this revolution is predicted to include robots that work alongside
humans in their everyday life. Such systems have come to be known as service
robots [39]. This way, instead of replacing human jobs, robots can be used to im-
prove the working conditions of physical labor. Another area which is presently
being worked on is autonomous driving, where similar technology could be used to
improve human safety. Many components of service robots and autonomous cars
are becoming increasingly stable and usable. For example, recent developments in
computer vision has made headways in problems concerning image interpretation.
However, more complete situation awareness is still an outstanding requirement
for many tasks. We still lack robust environment representations that facilitate
development of robots that perform complex tasks in human environments.

Both general service robots and autonomous cars need further research before
they become commonplace. In particular, our view is that they both require at
least three developments in the field of robotics, two of which are active research

3



4 CHAPTER 1. INTRODUCTION

problems. First, today’s commercial robots are typically designed to complete a
small set of tasks, and often in a constrained environment. An example is industrial
robots, which often have limited perception capabilities and instead rely on the
environment being reasonably predictable at each time instance. Identifying and
representing the large variety of scenarios that can arise in cluttered environments
such as city streets is much more challenging, and is still an open research question
[24]. Secondly, both cooperative robots and autonomous cars need to consider
human safety at the core of their decision making, so that they themselves do not
cause work place hazards or driving accidents. Real-time planning that minimizes
risk under perception uncertainty is also an open research question [61] [5].Third,
today’s robots typically need to be programmed or serviced by an expert operator.
For robots to work alongside humans or for an AI to control a car, they need an
interface that enables an average person to issue for example speech commands in
a natural way. Among other things, this requires language grounding [80] of the
issued commands, mapping them to concepts in the robot’s world representation
and to its action space.

(a) Industrial robot [1]. (b) Roomba [3]. (c) Service r. (d) Autonomous car.

Figure 1: Robot types. While industrial robots and vacuum cleaners require limited
scene understanding, it is essential to service robots and autonomous cars.

This thesis is concerned with developing enabling technologies for the first of
these outstanding problems. Specifically, we study environment representations for
mobile service robots in human environments, see Figure 1. The problem of design-
ing a useful representation for autonomous behavior or reasoning is a complex one.
First, the representation needs to be stable even in the presence of the dynamics
of most human environments. It therefore needs to perform sequential filtering,
to be able to identify for example fast-moving people. Ideally, the representation
should also capture all aspects of the environment state that are relevant for de-
cision making. As such, the ideal robot environment representation is typically
task-dependent. In the past, most world representations for mobile robots have
been designed with the most basic tasks in mind, that is, the ability to localize
and navigate. For localization, researchers most commonly rely on grid maps and
feature-based maps. For planning, grid maps is by far the most common represen-
tation. In recent years, there has also been an increasing focus on incorporating
human language semantics into the robot world representation. The resulting rep-
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resentation is often referred to as a semantic map [75]. The driving factors behind
this development have been tasks involving human robot interaction (HRI), but also
increasingly powerful machine learning methods that enable robots to interpret sen-
sor data in terms of human language concepts. Notably, many of these methods
still operate on a volumetric grid of some sort, instead of, for example, discrete
object instances [95]. An object instance in the context of this thesis refers to a sin-
gle physical object. While occupancy grid maps are important for navigation, and
object labels are important for reasoning, many tasks require other information.

In order to motivate the choices we make in this thesis, we need to consider
which tasks our robots should solve. To that end, we have highlighted one specific
task, and will thoroughly analyze what it would take to solve that task efficiently.
Moreover, we discuss how this task relates to other common tasks and propose
a set of requirements that should be widely applicable to a large set of robotic
problems. Later on, we will also consider what model families are suitable for our
representations, including the role of data-driven methods. Our aim with this thesis
is more general than to design a robot for one specific task, that is, we strive to
construct representations that enable a wide variety of complex tasks.

1 Disordered House to Ordered House

Here we bring forward an example that illustrates the broader issues facing service
robots, and which can guide us when selecting representations. In [52], Kemp
et al. formulated their three Robotic Grand Challenges, arising from discussions
at the RSS 2006: Manipulation for Human Environments workshop [51]. The first
challenge is called Disordered House to Ordered House and is summarized as follows:

A robot that can enter a home and clean up a messy room must adapt to the
large variability of our domestic settings, understand the usual placement of
everyday objects, and be able to grasp, carry, and place everyday objects,
including clothing.

Cleaning has also recently been proposed as a challenge for robotic planning by
Alterovitz et al. in [5]. They cite designing representations for real-world environ-
ment planning as one of the main difficulties in this setting. Like other types of
advanced service robots, general cleaning robots are still some time from becoming
a commercial reality. Manipulation and grasping has long been, and continues to
be, an active research field. For example, several works have addressed the prob-
lem of folding clothes [93] [64]. While more work is still required to address the
grasping problem, few researchers have addressed what it takes to “understand the
usual placement of everyday objects”. In particular, the problem of understanding
usual placements of specific object instances within one environment is poorly un-
derstood. One of the goals of this thesis is to re-vitalize interest in movable object
modeling by examining the current state of research and attempting to bring it
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Figure 2: The robot observes a messy room. How can it figure out how to clean it,
and put the objects back in their correct places?

forward. In the following, we elaborate on the problem, and explain some of the
wider ramifications that a solution would bring.

Cleaning is an application of robotics that could arguably have as big an impact
on everyday life as autonomous cars. In fact, while American men spend more of
their free time traveling than cleaning, the opposite is true for women, see Table
1. These numbers indicate that comparable amounts of free time can be saved by
automating cleaning as by the current process of automating cars.

Sex Cleaning Travel (household work) Travel (paid work)
Men 1.2h 2.4h 2.6h

Women 4.0h 3.1h 1.5h

Table 1: Average weekly time (hours) spent on activities by american men and
women, ages 15 and above. From a 2009 study by Krantz-Kent [57].

.

Imagine that we are unpacking a new robot helper, see Figure 2. We hope
that it will save us time by keeping our otherwise quite messy office clean. Out of
the box, the robot does not have any concept of what we consider “clean”. Unless
we tell it where we usually keep our pens or our paper stacks, which would be a
cumbersome endeavor, it needs to figure it out by itself. The helper therefore needs
to observe the environment for some time, and gradually learn where we like to
keep our items. For cleaning, the robot can achieve the task by restoring objects in
unusual positions to their most common state. It might also notice that an object is
missing from its usual place, and actively look for that object. Therefore, if we tell
the robot to find an item, it should know with some certainty places where it may
be located and search until it finds it. These tasks require a representation of the
positions of all movable objects in the environment. Since the object positions vary
(hence the need for cleaning), this also includes some model of the object dynamics.

By saying that an environment is cluttered, we mean that there are many in-
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Figure 3: A large occupancy grid map used for localization by our robots.

dividual entities constituting the environment; typically because there are many
objects and/or humans. Interestingly, the cleaning task captures many aspects of
what it takes for a robot to understand cluttered environments. In fact, the very
word “cluttered” alludes to that we should be able to bring it to a more structured
state. One of the main problems in a typical human environment is that a robot
cannot easily decompose the clutter into smaller parts, that it can reason about
individually. Instead, what the robot perceives is a scrambled image of composite
geometry and/or color. If a robot would have capabilities such as those in the
cleaning example, it must be able to segment the cluttered scene into pieces. Fur-
ther, it must have a model of the pieces since it knows where they are typically
placed. These abilities all improve the robot’s situation awareness in cluttered en-
vironments, since they enable the robot to reason about the objects individually.
By providing an appropriate representation for manipulation, it can also allow the
robot to clear a path and navigate through the clutter [85].

In summary, we argue that a cleaning robot is a good benchmark for service
robots in that it clearly demonstrates the ability to understand and operate in
cluttered environments. A robot that can do general cleaning should easily adapt
to several other complex tasks involving objects. In this thesis, we argue that there
are currently no representations that are suitable for the task of general cleaning
as described here.

2 Objects as a Basic Unit

A variety of grid map representations underlie the majority of localization and plan-
ning algorithms in today’s robots. The grid map represents the world using a two-
or three-dimensional grid and summarizes each small cell with one state. For nav-
igation, this state typically consists of the probability that the square is occupied,
see Figure 3. In recent years, the trend has gone towards adding semantics to these
maps, for example the type of room that a particular cell is in [9], or if it can be
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associated to an object type [75]. Others have augmented the map with additional
information, such as detailed object models and positions. Interestingly, there are
also examples of works that incorporate tracking of individual objects directly into
the grid map representation [110]. These methods add information about which
cells the objects occupy, and how persistent the objects are. Localization algorithms
can then use the information to reason about which cells are more likely to still be
occupied. Wolf et al. [110] have shown that this can improve localization accuracy
in scenarios where furniture and objects in the robot’s vicinity are moved. Similar
advantages have been demonstrated when planning in the presence of fast moving
obstacles, such as people [72].

Both humans and robots need to understand the concept of objects to manipu-
late and use tools, and to communicate orders or intents to other agents. Object-
centric representations are therefore vital for human-robot interaction (HRI), and
especially in scenarios where humans and robots are expected to collaborate, and
use different tools as part of the work. For many HRI tasks, it is important for the
robot to understand the object types, as well as their affordances, that is, how it
may use the objects. However, in several contexts it is not necessary to know these
properties of the objects. In both cleaning and fetching of object instances, it is
sufficient that the robot has a model of the visual and geometrical appearance of
the objects. We argue that robots should learn such geometrical and visual models
as a pre-stage to more abstracted models. These models may be learnt online dur-
ing robot operation, and enable several tasks, such as the discussed cleaning task.
Cleaning also requires temporal reasoning, which enables another family of tasks.

Language grounding is a wide subject that requires abilities such as semantic
mapping and activity recognition. We argue that a service robot also needs to
reason about changes in the environment to enable a wider variety of tasks. An
illustrative example is a human that asks the robot to fetch her laptop. In such
a case, the robot needs to know which laptop belongs to the human. To help the
robot further, the human might ask the robot for the laptop that usually sits on
a particular table, or for the laptop that stood there just a moment ago. To be
effective in these scenarios, the robot needs experience from the given environment.
From the experience, it needs to associate an object with a particular human or her
workplace. It will need to remember which objects were at a place at a particular
time. Performing such reasoning on the whole environment, with all of its objects,
is challenging and requires efficient and principled algorithms.

As humans, we are able to somehow perform this reasoning: we are for example
often able to vaguely remember where we last saw a particular object. Note that our
research methodology does not aspire to be biologically motivated. However, it is
interesting to discuss how we as humans perceive our environment and draw some
parallels to how our robotic systems tackle similar tasks. All our methods have
some emphasis on objects as the fundamental elements of the robot’s environment
understanding. In addition, several of our works assume that objects are movable.
What do experts on human cognition have to say about these concepts? Spelke [90]
provides some interesting insight from experiments with infants. She finds that
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infants quickly learns to identify “Spelke objects”; bodies that are cohesive, bounded
and independently movable. Another interesting set of experiments comes from
Leslie et al. [62]. They place a set of objects in front of 8-month old infants. After
the child has perceived the scene, they place a curtain in front of the objects. They
then proceed to either change the number of objects, or swap some of them for
visually dissimilar objects. The curtain is then raised again so that the infant can
look at the objects. It has been demonstrated that the child looks longer at the
scene if the number of objects is different than if any objects have been swapped.
The general conclusion is that cardinality of the set is more important for early
cognition than the exact appearance. Pylyshyn [78] takes these conclusions further,
suggesting that an important part of human cognition is proto-objects; entities that
we keep track of and are aware of, and that we only later care about what they
actually are. He argues that a model of the human perception system should first
track moving entities in the visual field, and only in a later step recognize them.
These theories reflect the approach taken in this thesis: representations are object-
centric and integrate motion at a basic level.

In summary, there are several insights that provide a motivation for the object-
centric view that we present in this thesis. In particular, we argue that

• robots require explicit object instance models for many tasks

• robots need historical instance data for general cleaning, and some HRI tasks

• robots can often rely on visual/geometrical descriptions instead of semantics

3 The Need for Learning

In the last decade, there has been a monumental shift in robotic research towards
systems that learn to make decisions from example data. The underlying techniques
are often summarized under the umbrella of machine learning. Within robot map-
ping, the main application has been to learn semantic representations [67] [46].
These systems are typically based on supervised learning, that is, they learn mod-
els from large amounts of labelled training data. The output of such a system might
be for example the room type of a part of the map, or the object types present.

Common software development wisdom says that the last ten percent require
90 percent of the work. This is especially true when it comes to characterizing the
different types of objects in human environments. If we imagine an office environ-
ment, we would cover most of the objects encountered there just by learning to
recognize the most prevalent types: computers, monitors, chairs, tables, notepads,
etc. In addition, there are often a few types of objects that are not very common.
Their presence may be due to a company having some specialization that requires
certain tools and is particularly likely if we consider a workshop rather than an
office. This highlights a problem with supervised learning: to reliably recognize
an object these methods require a large amount of training points even for those
rare types. While it might be partially resolved by considering examples from web
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based sources [113], we cannot hope for reliable recognition of all types of objects
within the foreseeable future. Instead, many researchers have proposed methods
for “learning on the job”, for example, learning new object types during a robot
deployment [30]. These algorithms can typically be categorized as unsupervised
learning, meaning that they discover new object types from data, without the use
of labeled examples. Importantly, such systems are able to adapt when new types
are introduced into an environment. This is particularly important in long-term
robot deployments, where we may not be able to foresee all objects that the robot
will encounter. Moreover, long-term scenarios are well suited to unsupervised tech-
niques, since they provide ample data for the algorithms to learn from.

Unsupervised learning can be thought of as trying to identify the most gen-
eral concepts that can explain a variety of different data points. However, when
studying object properties, there may sometimes be such large differences between
different instances of the same object type that we cannot find one model that gen-
eralizes well between all the instances. Instead, robots may need to learn models
for individual environments, and possibly, for individual instances. This is another
area where unsupervised learning can be of great use. A large body of research has
addressed unsupervised learning of visual or geometrical object instance models,
often referred to as object instance discovery. In long-term scenarios, there has also
been interest in learning the dynamics of the environment. How an object moves
is heavily constrained by the surrounding environment, and by the other objects in
it. Its motion properties is also determined by how humans use the object. Object
motion can therefore be characterized as a property that generalizes poorly between
different instances, especially if they are situated in different environments. Return-
ing to our cleaning scenario, if we can learn more accurate dynamics for individual
environments, it would allow for better estimates of object positions. For example,
it would be of great use to be able to learn that some objects typically do not move
too far from their previous positions, allowing the robot to find them more easily.

In the context of this thesis, we look at how we can employ unsupervised meth-
ods to learn models for indoor building structure as well as the dynamics of indi-
vidual environments. Throughout the thesis, we will argue that

• robots on long-term deployments should be able to learn new object models

• robots should adapt to the dynamics of individual environments and objects
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4 Thesis Outline

The rest of the thesis is structured as follows:

Chapter 2: Temporal Environment Representations
Chapter 2 reviews the motivation for applying time series analysis to the robot
environment. In particular, we discuss several service robot applications that would
be well served by such a treatment. Potential benefits to object discovery are also
discussed, together with how these methods relate to classical approaches to object
discovery.

Chapter 3: Unsupervised Object Learning
Chapter 3 discusses the role of unsupervised methods in long-term autonomy sce-
narios. It reviews the potential of unsupervised learning in this context as compared
to supervised learning and hand crafted algorithms. In particular, it presents the
idea of unsupervised learning of object dynamics.

Chapter 4: Related Work
Chapter 4 gives an overview of fields related to object learning and to dynamic
mapping. In particular, it provides a comprehensive overview of work so far on
object discovery and detection and tracking of movable objects, together with a
discussion on how they relate to each other. Moreover, the chapter discusses our
work in this context, and the relation to other works.

Chapter 5: Summary of Papers
Chapter 5 presents the papers included in the second part of the thesis. Each
method and contribution is summarized, together with the contribution of the
author of this thesis.

Chapter 6: Discussion and Conclusions
Chapter 6 concludes the first part with a summary of our contributions and further
discussions on the implications of the presented work. Moreover, it presents a
number of directions for future research in the field.

Part II: Included Publications
In the second part of the thesis, all of the papers are included. The papers contain
details on the proposed methods, together with results from our real-world robot
experiments.





Chapter 2

Temporal Environment
Representations

Only entropy comes easy.
— Anton Chekhov

Humans rely on tools for many tasks, and robots operating in human environ-
ments will be expected to use these same tools to aid humans in certain tasks.
Apart from recognizing the tools, robots often need more information in order to
perform these tasks. For example, to grasp an object, many methods require pre-
cise 3D models [21]. Other methods also need information about weight, center
of mass or friction coefficients of the surfaces. For many tasks, other properties of
the objects are useful. If the task itself consists of fetching an object, it would be
valuable to know the position of the object at all times. A solution to this problem
in the context of elderly care was presented in [53]. There, Koch et al. proposed to
place Radio Frequency ID (RFID) tags on all objects in an assisted living scenario,
allowing the robot to know their positions at all times, and go fetch them when
required. However, in most environments, the exact positions of the objects are
unknown. Searching for an object is then known as object search [112]. Many of
the algorithms that have been proposed for planning the search allow for some prior
distribution over the object’s position. By observing the environment, the robot
can then gradually rule out modes of the probability distribution until it finds the
object. Another task mentioned in Chapter 1 is that of cleaning [52]. In such cases,
the current position of the objects is not sufficient to complete the task; the robot
also needs to know the typical placement of the objects to know where to put them
when cleaning. To accomplish this, we need to construct a history of the objects’
positions. From this information, any cleaning method can then compute statistics
over the object locations, such as the most common positions.

13
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1 Object Search and Persistence

While general cleaning has not yet been treated in a principled framework, object
search has. Here we will discuss some of the trends thus far in that area, and
discuss some problems of object search that our proposed systems address. In
object search, several different cues have been proposed to make the search more
efficient. For example, Aydemir et al. used spatial relations such as “find the ball
in the box” [13]. Kunze et al. [60] proposed searching for objects that are easier to
find than the requested object, and are often nearby. Examples include computer
mouses, which are often in front of monitors. Aydemir et al. [12] also investigated
the use of the structure of unknown environments. For example, the robot is likely
to enter a “kitchen” from a “corridor”, and a kitchen might contain a “mug”.

If we have previous experience from an environment, another useful source of
information can be found in the previous locations of the objects. If we assume that
they are likely to stay there for some time, those places are good candidates in the
search. This property is often called object persistence, and can be thought of as
the expected time that an object stays in one position. Unfortunately, persistence,
and previous experience from an environment, has so far seen little use in object
search. A major problem is that modeling the persistence by hand is complex,
since it varies between different objects. It is therefore difficult to estimate the
probability of observing the objects in their last positions. One recent work by
Toris and Chernova [101] demonstrated how one might learn the persistence from
data. If such a system can be combined with estimation of the continuous object
positions, possibilities emerge for interesting applications such as object search.

In this thesis, we investigate a probabilistic tracking approach to analyze object
positions and persistence. But we also look at purely visual approaches to analyze
object trajectories. Given previous experience of an environment in the form of
3D maps, a naive solution to object search would be to look for the objects where
they were last detected. If we find several instances, the location of the most recent
detection is a good place to start searching. But visual or geometrical recognition
presents a problem in the case of 3D maps: since the objects are part of the larger
3D map observations, there is no straightforward way of comparing the sought
object with the ones in the map. Several works have dealt with recognition of
objects within 3D maps [6] [34] [37]. However, few of these methods are suitable
for quickly recognizing an object in a large collection of maps. Especially if there
is a time constraint such as a user waiting for an object to be fetched, the system
needs to return a result within a limited time. Segmentation of the objects within
the map presents the main obstacle for such a system.

2 Object Discovery and Tracking

Many techniques for perception in robotics have developed from methods proposed
in computer vision. Such systems often fail to account for an embodied agent, that
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actively perceives its environment [14]. In computer vision, the study of unsuper-
vised learning of objects directly from image data is known as object discovery [107].
The basic idea is to find interesting concepts, or objects, in images by identifying
if they are present in several different images. For example, if we feed such an
algorithm a collection of portraits, we would expect it to eventually learn a concept
that corresponds to a “face”. Subsequently, it should be able to identify new faces
and separate them from the background. Several methods have been proposed for
pure unsupervised learning of concepts in collections of images. Such techniques
typically search for repetition or symmetries in the data, often using clustering
methods [107] [82].

Figure 1: Changes in a kitchen environment during a two month robot deployment.
There are people moving around, as well as objects changing positions.

Object discovery is a natural fit for robotics, as robots may patrol environments
for extended periods, providing ample opportunities for learning. Besides, the
number of objects in an environment is often bounded, meaning that they can
all be learnt given enough time and data. In robotics, the main focus has been
on learning the appearance of object instances. Within the scope of this thesis,
an instance corresponds to a single physical object in the robot environment. The
challenge of instance discovery is learning the variability when observing the same
object from different angles, or with different lighting. It is further complicated
by occlusions, for example from humans, as illustrated in Figure 1. One of the
main threads in robotics has therefore been to incorporate assumptions about the
objects [23] in addition to the visual cues. Such assumptions make the learning more
efficient, and can often improve the quality of the results. A popular assumption
has been that objects move, enabling us to segment objects whenever their positions
differ between two separate observations. The clustering problem of grouping the
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objects into classes still remains, but by assuming moving objects, we no longer
need machinery for rejecting the static background clutter. An example of such a
segmentation from the scenes in Figure 1 is visualized in Figure 2, with many of
the movable objects clearly segmented, enabling easier interpretation.

Figure 2: Processed map data, with segmented movable objects.

In a long-term setting, grouping the objects purely by visuals can be challenging.
The appearance of objects might drastically change when the lighting changes;
for example when a lamp is turned on or when the sun sets. Moreover, many
objects, such as clothes and other fabrics, are deformable. Whenever they are
moved, the shape of these objects change, making it harder to recognize them
visually or geometrically. These challenges mean that most classical systems are
unlikely to produce consistent results in long-term scenarios. To further reduce
the reliance on visual cues, we may introduce other cues to aid us when grouping
the observations, as have been done by several authors [23] [7] [45]. Such cues are
often tied to a model of discrete physical objects in the world. It enables us to add
several natural assumptions, including that objects are mostly static (semi-static),
with some persistence. If the robot observes an object in the same place at different
times, it thus concludes that they are more likely to be the same physical object than
if they were in different places. It should be emphasized that discovery methods
never explicitly solve a tracking problem. Rather, they form binary constraints
(static/not static) [23], or include a weak motion prior [7] [45] in the clustering.

With this discussion, we want to a highlight a trend. Robotics researchers often
base their methods on successful systems for object discovery developed in computer
vision. They then proceed to incorporate assumptions that encode information on
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the structure of the robot environments. Such systems are based on the assump-
tion that observations are gathered by a robot with a continuous presence in one
environment. In those cases, it is natural to consider not only visuals, but also
how the objects move over time. However, we argue that given these assumptions,
it is also worthwhile to attack the problem from another angle. Instead of basing
our systems on classic object discovery, we may start from an explicit model of
the physical entities and their motion, giving us a tracking system. We may then
proceed to incorporate successful techniques from object discovery that help us to
represent the visuals of the objects, and to associate the visuals of different objects.
The main advantage of such an approach is that we can leverage mature techniques
that have been developed for probabilistic dynamics modeling and inference.

There are ample examples of dynamics modeling in the area of detection and
tracking of movable objects (DATMO) [86] [110]. Most DATMO systems stem from
a long history of probabilistic solutions to multi-target tracking. However, very
few fulfill the requirements on a full object discovery system, as most tracking
systems are constrained in the types of motion that they model. Most commonly,
tracking systems only deal with objects that are roughly in the same place, with
small variations in position and orientation between observations. They therefore
fail to recognize objects that have moved drastically while the robot has been away.
Object discovery systems on the other hand have no trouble identifying objects
that move unpredictably, since they usually rely more on visuals. With our work in
Papers B and C, we hope to provide a framework for bridging these two paradigms.
This project primarily benefits object discovery, as it provides the means for also
discovering instances that are not visually distinctive. It should be noted that this is
very often the case. For example, in low-light conditions, most objects are virtually
indistinguishable.

3 General Cleaning

Let us briefly return to the application of general cleaning, where a robot is tasked
with restoring a cluttered environment to its usual, ordered, state. To complete this
task, the robot needs to know the ordinary positions of the objects that it is going
to put back in place. Some of this information can be gained from general models of
placement for object classes. For example, it might deduce that a book should sit in
a book case. However, many objects, such as decorative items or work equipment,
have their ordained places in the environment. For such objects we have to address
the harder problem of estimating the ordinary positions for the individual objects.
In order to estimate the typical position, this task, as well as object search, requires
us to maintain distributions of object positions over time. To clean visually similar
objects, we also need to rely on for example object persistence. Interestingly, we see
that the requirements for general cleaning are similar to those of object discovery in
a long-term scenario: temporal models are needed, and motion models are required
to reason about ambiguous visual observations and to predict object positions.
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4 Summary

In summary, we see the need for principled temporal modeling in several different
sub-disciplines of robotic perception. Since classical approaches to unsupervised
learning of objects have a high reliance on visual features, they are unreliable in
long-term settings, where appearances are subject to change. We argue that in-
tegration of principled dynamics priors within these frameworks could go a long
way towards making them more robust. Further, many tasks for which we em-
ploy the estimated object models require different information about the objects’
spatial distribution. The main example brought forward here is general cleaning,
which requires knowing where objects are typically located. More generally, this
information is vital whenever a robot needs to fetch a tool or other object in order
to complete a task. We conclude that spatio-temporal models, similar to those
produced by tracking, fit well with this requirement description.

We present several methods for analyzing how objects moved in the environment
during the time that the robot observed it. In Paper A, we present a retrieval system
that efficiently detects and segments parts of the environment that are visually
and geometrically similar to the query object. The system works without any
assumptions on object movement and with minimal prior assumptions on geometry
and appearance. In effect, this allows us to get a long history of objects positions
within seconds of determining that a particular object is of interest. In Papers B
and C, we also investigate tracking systems, that incorporate explicit motion models
in addition to the visuals. One of the main contributions of this thesis is that we
formulate a probabilistic model for object dynamics in indoor environments. While
earlier methods [86] [109] [110] have been constrained in what types of motion they
model, we formulate a framework for general object movement. The framework
incorporates persistence as well as several modes of object movement, allowing us to
estimate and predict probabilities over the whole robot environment. Interestingly,
it provides a framework to model one of the more powerful cues for object location,
namely object persistence. Together with other proposed cues, such as relations to
other objects [60] [13] or room types [12], this may lay the ground for more complete
object search systems.
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Unsupervised Object Learning

... This thinker observed that all books, no matter how diverse they might be,
are made up of the same elements: the space, the period, the twenty-two
letters of the alphabet. He also alleged a fact which travellers confirmed: In
the vast library there are no two identical books.

— Jorge Luis Borges , The Library of Babel

Industrial robots have been so successful because they can achieve tasks effi-
ciently, and with high precision. Since they operate in highly structured settings,
the environment can be modeled and predicted to a high degree. In turn, since
the outcome of each action can be predicted, it enables close to optimal planning
and control algorithms. Agents operating in environments that are less predictable
instead need to be robust to uncertainty. The uncertainty unavoidably implies that
these agents cannot be as efficient as industrial robots, since they can never be
completely sure of the outcome of some actions or the future state of the environ-
ment. A human analogue is that we need to tread carefully when on thin ice; while
running would get us there faster, we never get there if we step through. However,
if the robots can estimate reasonable probabilities of the different outcomes, we can
still plan optimally in the presence of this uncertainty. One of the big problems
facing service robots today is that it is very difficult to estimate probabilities over
future environment states or responses to robot actions. The better we get at accu-
rate estimation and prediction, the more useful our robots will become. To return
to our analogue, if we know in which places the ice is less likely to break, we do not
need to assume that it is thin everywhere, and we can walk faster in those areas.

Let us briefly return to the topic of environment models, this time with a fo-
cus on specific state representations. One of the major developments in the field
of robotics has been the Bayesian approach to state estimation, as seen in most
modern simultaneous localization and mapping (SLAM) and localization systems.
Probabilistics and Bayesian analysis have become important since they allow for
uncertain sensing and actions. Historically, representations such as occupancy grid
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Figure 1: With more data, can we learn more fine-grained dynamics models?

maps have represented the environment state using one monolithic model that does
not distinguish different entities of the environment, such as objects and people.
This makes it challenging to estimate correlations of the state components, for ex-
ample since the representation does not know that a collection of occupancies move
as one entity. Formulating a joint probability over the state is therefore intractable
in most cases. Instead, we may decompose the state in such a way that all of the
entities are explicitly represented. It then becomes easier to estimate the correla-
tions of the state components, partly because the components of different entities
are more weakly correlated. However, we instead face the problem of formulating
a probabilistic model for all of the different entities in the environment. The ques-
tion is how we can find appropriate models for a multitude of objects in a normal
environment?

1 Dynamics Learning

In the area of machine learning, the problem of discovering complex patterns in
data has been studied for a long time. One of the main conclusions of this research
has been that, given enough examples, data-driven models can capture complex
relationships that are difficult to model by hand. The question that arises is if
we can employ similar techniques within robotics to model the unstructured en-
vironments of many service robots. In particular, since robots are now patrolling
and collecting data for extended periods of time, can we use that data to learn fine-
grained dynamics models of the individual environments, as illustrated in Figure 1?
Eventually, reasonable distributions over possible future environments could lead
to greatly improved planning and control algorithms as explained above.

This avenue of research has arisen just in the last few years, with the gradual im-
provement in mobile robot autonomy. Another important aspect is the introduction
of new perception systems such as depth cameras, which allow robots to perceive
the 3D geometry of the world. But for us to learn dynamics from vast quantities of
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3D data that have been gathered by a robot over the period of several months, we
need to abstract the raw data in some way. One natural abstraction would be to
observe how, for example, humans or objects have moved over the period that we
have observed them. For humans, it requires the capability to continuously track
them, while for static objects it requires us to re-identify the objects whenever we
see them. Given that we have distilled the observations into some histories of po-
sitions or movements, we can proceed to learn motion models that can be used
in future robot operation. To illustrate, the object positions might be modeled as
Markovian processes with some velocity and process noise. Dynamics estimation
would in this case include learning, for example, the process noise.

Historically, learning the dynamics of an environment has instead meant learning
the statistics of cells in a grid map. Patch maps, as presented by Stachnis et al. [91],
is a great example of this. They proposed learning the possible states that a piece
of the environment may occupy. This means that the method might learn a version
of a map where a particular door is open and one where it is closed. The model
then switches between these representation depending on which fit the current
observations the best. Other examples include learning the transition probabilities
between different grid cells [106] [59] and learning the frequencies of occupancy
[55]. These methods have all been shown to improve results in localization or in
planning, demonstrating the need for explicitly incorporating dynamics into the
representation. The methods estimate, or learn, some aspects of an environment’s
dynamics. However, the discussed techniques all estimate cumulative dynamics.
We use this term to describe dynamics representations that do not distinguish what
person or object gave rise to the dynamics. Instead, cumulative representations
such as occupancy grids try to capture the joint dynamics or probability that a
spatial region is occupied. In general, we share the view of Thrun [98], that one
should instead use object-centric representations whenever the objects may move.
The main argument that we bring forward here is that the movement characteristics
is intrinsic to the objects, rather than for example a grid cell. Thus, whenever an
object moves to a new place, a cumulative model will need to adapt to the new
conditions, while an object-centric model already incorporates the new situation.
Krajnik et al. [55] also note that future research should pursue learning finer grained
representations such as object positions. Learning motion characteristics of tracked
objects, as a means of better predicting future motion was also proposed in the
thesis of Tipaldi [99].

One problem with modeling fine-grained motion of objects or people is that
they move in a wide variety of ways. Consider for example the movement of a door
compared to an office chair. They move in profoundly different ways and to yield
an accurate environment description, we would have to model them with different
kinds of dynamics models. Manually crafting such a model for all the different kinds
of movement in an environment would be a time-consuming endeavor. Instead, our
view is that one should attempt to model the underlying processes in an environ-
ment, but using simple models that are as generally applicable as possible. The key
insight here is that one might gradually learn more complex models for the different



22 CHAPTER 3. UNSUPERVISED OBJECT LEARNING

kinds of motion. While modeling cumulative environment motion will never fully
capture all the variation in an environment, there is at least the possibility for finer
grained models to do so. In the light of recent trends in machine learning, coupled
with increasing amounts of robot data, we argue that this is a reasonable strategy.

In the context of learning, it is important to discuss the flexibility of the models,
as it decides how sensitive they are to noise in the data and to skewed sample sets.
A model that is too sensitive to these influences is said to overfit. An illustrative
example in this case is if we have never observed an object move. Given enough data,
it would be natural to assume that the object will never move. But naturally, the
majority of objects will be moved at some point, even though the period in between
might be long. When the object does move, it is important that the model can still
adapt, and correct its previous false assumption. In this first step towards fine-
grained dynamics learning, we investigate slightly less flexible models, which yield
higher estimated uncertainties. Concretely, we believe that learnt models should
not totally exclude any possibilities, as in the example above. In future works
on the subject, long-term systems should also incorporate objects whose behavior
changes over time. For example, if we start to use some tool more frequently, the
estimated motion model should slowly adapt.

2 Full Environment Learning

With massive amounts of data becoming available, there are ample opportunities
for learning representations, as discussed above. We have already discussed how one
might address the learning of objects and dynamics in the environment. In most
indoor settings, objects, and in particular, movable objects, constitute the majority
of structure that are of interest to a robot. But what about the remaining parts;
the static objects and the structure of the building? If we could learn aspects
of the entire environment in an unsupervised manner, it may lead to even more
powerful models. Unsupervised learning of the static objects is a classical object
discovery problem, as discussed in the previous chapter. With the addition of
different assumptions, these systems can find static objects, for example through
visual clustering. In order to learn aspects of the entire environment, the only part
remaining is the structure of the building. In this setting it amounts to the parts
of the building that the robot can perceive directly; for example the interior of the
rooms, the windows, and doorways leading out.

In [11], Aydemir et al. demonstrated how we might learn the topological struc-
ture of typical environments using unsupervised learning. From the learnt model,
the robot can reason about the possibility of the door of a kitchen leading to a
corridor, for example. In Paper D, we investigate if one can also learn typical geo-
metrical structures of the robot environment. The motivation for this approach is
similar to that of object discovery; it relies on the observation that the same struc-
tures tend to reoccur in several places within most buildings. By learning concepts
such as rooms, we can decompose the environment into more fine-grained structures
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that can be reasoned about individually. Further, it allows for some degree of gen-
eralization between different instances of the learnt concepts, which can benefit the
representation. For example, our method finds geometrical structures that reoccur
in different parts of the environment. We could then fuse several observations into
a more precise model, that can be shared between the parts.

3 Summary

We have discussed a system which explicitly decomposes the environment into its
constituent elements using unsupervised learning. Importantly, by studying objects
as well as the larger environment structure, we attempt to model the full robot
environment using learnt models. Data-driven methods are particularly important
when it comes to learning environment dynamics, as it allows our system to learn
dynamics models for individual objects. With more and more data, learnt models
will become increasingly powerful. We argue that, to minimize model uncertainty
when perceiving the environment, this approach might be the only avenue: The high
complexity and variety of processes in a human environment means that it could
be a fruitless endeavor to craft a dynamics model by hand. That leaves us with the
choice of training models using either supervised or unsupervised learning methods.
While we do not make any definite conclusions here as to which might be preferable,
there is currently not enough labeled data to learn motion models using supervised
methods. It therefore remains an open research question whether models learnt
for one concept, such as a “chair”, would generalize between different instances or
environments. In our system, we instead apply the unsupervised learning approach,
and in this thesis, we investigate if it is feasible, and if the learnt models are
reasonable in the sense that they improve dynamics modeling. Our system also
learns typical structures of the building, and uses them to re-identify previously
seen structures such as doorways. In this thesis, we show some early results using
this paradigm. The end result is a system that learns many aspects of the robot
environment in an unsupervised manner.





Chapter 4

Related Work

1 Background

In the following, we will describe some of the foundations of our work. All of our
methods are constructed and validated on robotic platforms, and implemented in
the Robot Operating System (ROS) [79] framework. As such, they need to work at
the boundary between the hardware and software of these platforms. In particular,
all of our methods deal with robotic perception, which means that the choice of
method often varies with the sensor solution. All of our work has been with RGBD
cameras (see Section 2 below), though most of it generalizes to other sensors. Since
the algorithms operate on 3D maps (Section 3) with color information, any sensor
than can produce such maps are compatible with our methods. Moreover, the
proposed tracking algorithms are general, and independent of the sensor. As we
rely on scene differencing to detect moving objects within 3D maps, we give a
background on this field in Section 4. Then, in Sections 5 and 6, we discuss our
views on how to delineate the broader areas of object discovery and detection and
tracking of movable objects. We also discuss our proposed methods within this
context. Finally, in Section 7, we briefly review the current state of research on
dynamic environment learning.

2 RGBD Sensors

With powerful, commercially available GPUs, deep neural networks could be trained
in a manageable time and outperform previous approaches to computer vision [58].
Similarly, gaming also benefited robotics since cheap 3D cameras started to be
used as an interface in game consoles. In particular, for many years, the Microsoft
Kinect [2] and OpenNI cameras have been the default sensor on many robot plat-
forms. One of the main reasons for this is their price, which allows most researchers
to deploy these cameras, leading to it becoming something of a standard. In ad-
dition, with mass production of these cameras, it becomes viable to put them on
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Figure 1: The Kinect sensor. From [2].

cheaper commercial platforms.
Before the Kinect (see Figure 1), many robots were already equipped with 2D

laser scanners. These sensors work well for navigation in indoor, mostly flat, envi-
ronments but they are highly limited when it comes to object perception. Instead,
a popular alternative has been to use digital cameras to capture color images. By
using two stereo cameras with a fixed distance in between, they can also capture the
3D geometry of the scene. This is done by finding areas with the similar features
in the two cameras and the fixed baseline between the cameras can then be used
to triangulate the distance to the features [15]. This is a computationally heavy
method which also has problems when there are no features to compare, as when
facing a solid color wall. Typical RGBD cameras, such as the Kinect, rely on a
similar principle, but instead of two cameras, they have an infra-red (IR) projector
with some offset from an IR camera. The projector shines an IR pattern onto the
scene, which the IR camera registers. By identifying the location of the patterns
in the captured image, the system can triangulate the known and identified rays
to estimate a depth image. Each pixel in the image corresponds to the physical
distance to an environment surface. Since most sensors have a color (RGB) camera
in addition to the depth (D), the pixels can be a combined into an RGBD image.

3 3D Mapping

Mapping is the process of building an environment model by aggregating the sen-
sor observations of a mobile robot [98]. Since the arrival of the Kinect RGBD
sensor in 2010, a large amount of research has addressed the problem of fusing the
observations into 3D maps. Notable examples include Kinect Fusion [74], Elastic
Fusion [108] and RGBD Mapping [44]. While the first uses a so called signed dis-
tance function [25] as the underlying representation of the fused 3D surface, the
last two use surfels [77]. A surfel is simply a small oriented disk situated on a
3D position, and by compositing several of these small disks, a larger surface can
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be constructed. An interesting extension of Kinect Fusion to also map dynamic
and deformable surfaces was presented in [73]. In general these algorithms have
proven capable even in large indoor environments, with researchers increasingly
turning toward other challenges, such as semantic 3D maps [84], dynamic environ-
ments [50] [73] and challenging lighting conditions [108] [4].

The work presented in this thesis is part of the larger STRANDS robotic plat-
form, detailed in [43]. From the outset of this project, we have been interested
in observing and representing the environment as it evolves over time. Classical
mapping approaches are typically unsuited to cope with these changes, and few are
designed to maintain a history of the environment. In [8], we detailed a system for
separating out the static parts of the environment, allowing us to represent only the
dynamic parts of each observation. An important part of the methodology through-
out our work has been to work with Hybrid Metric-Topological (HMT) maps [100].
Several works have argued for the advantages of using HMT maps instead of large
monolithic maps of the whole environment. Arguments include possibility of of-
floading parts of the maps to disk [92], suitability for learning [97] and for semantic
mapping [27]. The HMT maps in our system consist of a topological graph map,
with smaller metric maps associated with some of the graph vertices. Specifically,
each metric map that we collect corresponds to one instance in time and one vertex
in the topological map. The metric maps typically cover one room or a section
of a larger room. This representation lets us seamlessly keep track of histories of
the larger environment, since we know when we observed each local part. In larger
monolithic maps, this is more cumbersome, as there are no natural moments in
time that we can represent.

Figure 2: Example of a local surfel map collected at a vertex in a kitchen. The hole
in the middle is due to the robot standing there when capturing the data.

Even for the smaller local maps, we need to align the measurements to construct
consistent 3D models. For this we use the techniques presented in [7] and [29]. In
summary, these methods align the RGBD images using an improved version of
Iterative Closest Point (ICP), which estimates the noise of the Kinect sensor con-
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currently with aligning the frames. They then perform global bundle adjustment to
align all of the registered frames into a globally consistent model. These techniques
are robust and work well in our scenario, partly because we only map one smaller
area at a time, yielding minimal sensor noise. In addition, to fuse the registered
RGBD frames into a surface representation, we use the data fusion component of
the Elastic Fusion framework [108]. Importantly, the fusion gives us reliable nor-
mal estimation for the surfaces, something that is important for most 3D feature
extractors. The resulting local maps can be shaded and rendered on the GPU,
yielding visually pleasing models, see Figure 2.

4 Change Detection

Gibson [40] and Pylyshyn [78], among others, have argued that movement is funda-
mental in how humans perceive objects. In robotic approaches to object perception,
movement has also come to play a major role, particularly for object detection and
segmentation in robot maps. The underlying idea is to compare the geometry of
the environment at two different time points, and compare which parts of the scene
are static between the two times, and which are not. If some surface (3D) or line
segment (2D) is present in at one time but not at the other, we may conclude that
that part of the geometry might correspond to a movable object. In effect, the local
metric maps in our system are observations of one place of the environment at one
particular time. If we have several observations of that same place, we can there-
fore apply this idea to extract all the movable objects. This approach is commonly
referred to as scene differencing or change detection.

One if the earliest examples of this in robotics is Biswas et al. [20], but similar
methods have long been used in computer vision, for example for remote sensing
[89]. In robotic mapping, these methods have mostly been used for detection and
segmentation of objects. In our work, we take segmentation to mean the process
of associating spatial regions of an observation to one distinct object. The goal of
such a segmentation is to find a partition of the observation (e.g. an image) into
regions (e.g. groups of pixels) that correspond exactly to all of the objects within
the observation, potentially with an extra background segment. One major benefit
of using change detection for segmenting objects is that it does not require any
strong priors on what comprises an object, except for that it is movable. In [8],
the author contributed to one such method that we have also used in the scope of
this thesis. Since then, we have improved on the method to work on RGBD images
rather than 3D maps [28]. The noise can be modelled more precisely with images
than with volumetric models, since they enable us to differentiate noise from pixel
resolution from that of the depth sensor. In turn, a better noise model allows us to
accurately segment smaller objects. In recent work, Fehr et al. [32] also presented
a promising alternative that builds on a signed distance function representation.
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Figure 3: Different systems address the dynamic mapping problem at different
scales of environment dynamics. Examples of short-term or transient dynamics are
cars or humans. Long-term/semi-static/topological dynamics are typically objects
or furniture that move quite seldom. From the tracking-based methods, very few
handle both types, with GATMO [38] being a notable example. Our methods are
represented in the graph, they model long-term dynamics and statics.

5 Modelling of Environment Dynamics

The most basic use for robot maps is localization and planning of obstacle-free paths
through the environment. Historically, most methods for building robot maps have
assumed a static environment [98], with no moving humans or objects. Many have
also added artificial noise to the estimation to account for the additional uncertainty
from dynamics. Others have estimated what is dynamic and rejected it from the
map construction [36] [42]. While these methods have been proven to work well
in the presence of moderate amounts of dynamics, long-term operation and more
dynamic environments require that the dynamics are explicitly modeled as part of
the mapping process. Examples of highly dynamic environments that have been
studied in the robotics literature include parking lots [69] and warehouses [83].

To tackle this problem, several different kinds of methods have been proposed
for different kinds of dynamics, see Figure 3. One approach, pioneered by Biber and
Duckett [17], and Stachniss et al. [91], is to use several different maps to capture
different possible states of the environment. In Biber [17] the maps consist of several
environment states at different time scales. This way, temporary objects might be
represented with recent states, while the map can return to the older states when
the object disappears. Stachniss et al. [91] instead learn several different maps that
capture typical states of the environment such as doors that may be open or closed.
Other methods focus on capturing the movements in the environment, in order to
better predict future states given the past. Wang et al. [106] and Kucner et al. [59]
are part of this class of methods, as they both learn likely future occupancies given
given the present map. In [55], Krajnik et al. describe how they have successfully
applied frequency analysis to several robotic problems, including dynamic mapping
[56]. The idea is that many processes in human environments are periodic, such
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as workers being present at an office. By identifying these processes and including
them in the mapping method, many of the dynamics may be explained [56]. In
addition to work in classical grid maps, there has also been works that address
dynamic mapping in the pose graph framework such as that by Walcott et al. [104].
A recent approach that uses a Gaussian process to estimate joint dynamics of the
whole map was presented by Senanayake et al. in [87].

A broad area of work also addresses the problem of dynamic mapping by track-
ing the dynamic objects simultaneously with environment mapping. This is often
referred to as detection and tracking of movable objects (DATMO) [105]. Differ-
ent systems often address one type of dynamics. In the taxonomy of Yamauchi
and Beer [111], these are referred to as transient and topological changes. On
the one hand, transient or short-term dynamics can be things such as cars or
people [72] [71]. Typically such systems assume that the targets are continu-
ously observed, that is, they are moving in the vicinity of the robot. On the
other hand, there are systems tracking topological or long-term (or semi-static)
changes [86] [109] [110] [20] [10] [38] (again, see Figure 3). Examples of such changes
are furniture or other objects being moved by a human. The main property char-
acterizing the latter systems is that the objects move more seldom. Assuming a
reasonably large environment, the robot will therefore not be there to observe most
of the object movements. This means that tracking of short-term dynamics and
long-term dynamics often require different models. In addition to classical continu-
ous motion, long-term tracking needs to incorporate objects moving in between the
observations. In the following, we will focus on the tracking of long-term dynamics
as that is the area dealing with objects and furniture, and that is the problem that
we address in this thesis.

In [68], Meier and Frank presented one of the first modern approaches for track-
ing objects from robot sensor readings. They used a Sequential Monte-Carlo (SMC)
approach to track a variable number of objects that were continuously observed.
Schulz et al. [86] then presented an approach that takes into account the robot
localization uncertainty when estimating the object positions. In addition, this
method was one of the first to deal with long-term movable objects that are not
continuously observed. The robot may therefore move around the environment
and observe objects in different places. In [109] and [110], Wolf and Sukhatme
incorporated tracking of movable objects directly into the grid map representation,
enabling localization and planning with respect to the moving objects. In [110]
they demonstrate the advantages of this approach in the SLAM context. While
maps produced with a static assumption produces incorrect maps due to moving
landmarks, tracking the objects corrects these errors. Biswas et al. [20] is another
early example of dynamic objects integrated into the robot map. Their method is
not tracking, since it does not constrain the motion in any way. Instead, it relies
solely on appearance. Petrovskaya and Ng presented an approach for joint local-
ization and tracking of dynamic objects [76]. It is notable since it uses estimated
object positions for manipulation, thus bridging the fields of dynamic mapping and
estimation for manipulation.
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Common to all methods for long-term dynamics tracking discussed this far is
that they all assume that the tracked objects only move locally within some small
area or a room. However, many objects are occasionally moved greater distances,
most often when they are used for some task at a new location. For example,
we might bring a mug from the kitchen in order to have our coffee at the office
desk. In [38], Gallagher et al. presented their Generalized Approach to Tracking
Movable Objects GATMO system, which allows for objects with local motion as
well as such larger scale motion. Their work is notable for including tracking of
short-term dynamics as well, although that is outside the scope of this exposition.
It is important to note that, to the best of our knowledge, no major advances has
been made to improve on [38] since its introduction in 2009. To our knowledge,
our work in Papers B and C is the only other DATMO system that tracks local
as well as larger scale motion, and it improves on [38] in several ways. First, we
track objects using 3D information and color, allowing us to use richer features
for tracking. Secondly, we present a fully probabilistic system, with probabilistic
motion models for the different possible motions. Third, we introduce a system for
learning these motion models from robot experience, allowing the robot to adapt
to the dynamics of different objects and environments.

An interesting topic when modeling dynamic objects is the persistence of long-
term movable objects. By that, we mean how long an object stays in one place
before moving. Higher persistence means that the expected duration that the object
stays is longer. An early example of this within robotic mapping was presented by
Dayoub et al. in [26]. Their model is inspired by similar ideas as the multi-scale
map of Biber and Duckett [17], as explained previously. It therefore consists of
multiple histories of object observations in different places, with more confidence
given to the more recent observations. Recently, Toris and Chernova [101] presented
a model for the expected duration that an object will remain in one place from the
time of the most recent observation. They proposed to model the duration with
an exponential distribution, thus decaying the probability of observing the model
in the same place over time. Their results demonstrate that performance improves
over simpler persistence models.

In summary, environment dynamics have been modeled using a variety of dif-
ferent techniques. In general, most of these systems can be categorized in two
broader areas. First, there are methods that estimate dynamics of individual grid
cells in a map, or groups of them. Secondly, there are systems that can be sum-
marized as detection and tracking of movable objects. Our work falls within this
second category, as we use discrete objects as the basis for our representation. The
main difference that we present on top of previous work is a more general model
that can encompass different modes of motion. As opposed to earlier examples of
this, our system is fully probabilistic, and can therefore deal with the ambiguous
measurements that are common in cluttered environments.
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Figure 4: Detection and tracking of movable objects sits in the intersection be-
tween dynamic mapping and object discovery. This is a rough outline; some of the
methods could fit in more than two of these groups. Our Papers B, C and D are
represented in the diagram. Papers B and C are at the border of object discovery.

6 Object Discovery

Object discovery has been an active field in robotics in the last few years, particu-
larly after the arrival of cheap RGBD cameras. Figure 4 illustrates how the earlier
discussion of dynamics modeling relates to object discovery through the field of
detection and tracking of movable objects. In the following chapter, we outline the
development of object discovery and categorize the solutions that have appeared
within robotics. Then, we discuss how these conclusions pertain to our research
and our view on the future of this field.

Within computer vision research, object discovery arose as a way of learning
concepts in images without the large amounts of annotations required for super-
vised object recognition. Instead, approaches like [107] [82] proposed the use of
unsupervised learning to find object categories within the data. In one of the first
works, Weber et al. [107] demonstrated a system that could group images in such a
way that many of the groups corresponded to meaningful semantic concepts, such
as leaves from different kinds of trees. In [82], Russell et al. expanded on this idea
to automatically segment the concepts in the images at the same time as clustering.
Given multiple segmentations of the same image, the system picks the segmenta-
tions that result in the most consistent clustering of all segments from all images.
Automatic segmentation has since been a recurring theme in object discovery, and
is relevant to robotics since robotic representations often consist of larger 3D maps
rather than images containing only one or a few concepts.
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In computer vision, object discovery has also been used to discover object in-
stances in a home environment, see Kang et al. [48]. As discussed previously, an
object instance in this context refers to a single physical object embodiment. The
main problem in this setting lies in consistently segmenting the objects and as-
sociating observations perceived from different angles and with varying lighting
conditions. Instead of generating all the segments from the start, like [82], they
propose gradually refining the segmentation given the current cluster information.
Again, this is getting closer to the meaning of object discovery within robotics.
Especially with regard to the semantic level, robotic methods tend to operate on
the instance level rather than the category level. Further, segmentation tends to
be performed as part of the clustering process, like in [48].

Tuytelaar et al. [103] proposed a framework for evaluating different methods for
object discovery. They also categorize different learning methods as being either
based on clustering [107] [48] or latent variable models [82]. While most works in
robotics use clustering [49] [66] [88], there are also a few that use latent probabilistic
models [30]. The most common forms of clustering are online hierarchical clustering
[7] and graph clustering techniques [23] [66].

Within robotics, researchers have adapted the object discovery concept from
computer vision and applied it to practical problems. Robots often operate in a
single environment over extended time periods. The motivation for object discovery
in such a setting might instead be to identify and model all the object instances
in that environment, similar to Kang et al. [48]. Indeed, many authors see the
challenge of pre-training the robot with all possible instances as one of the main
motivations for object discovery within robotics [23] [34] [49]. Building detailed 3D
object models is also a motivation, since surface geometry is often needed for the
robot to interact with objects [21]. In one of the first works on 3D sensor data,
Endres et al. [30] used Latent Dirichlet Allocation (LDA) to learn object categories
from a set of object point clouds. Similar to progress in computer vision, these first
works [30] [88] did not focus on segmentation, but rather on the clustering. Subse-
quently, Shin, Triebel et al. presented a set of methods that perform segmentation
jointly with clustering, within 3D point clouds [88] [102].

With the advent of RGBD cameras came opportunities for employing more
modalities in the field of object discovery. Herbst et al. [45] were one of the first
groups with a complete RGBD mapping system [44]. Consequently, they were also
one of the first one to combine color and depth for object discovery [45]. The
authors employ the change detection framework outlined in Section 4, paired with
spectral clustering of the segments to identify object classes. Karpathy et al. [49]
present a supervised learning approach to segment novel objects. This method does
not fit our definition of object discovery, as it does not abstract the objects into
groups. However, it is of interest in this discussion as the authors employ several
cues for detection, including convexity and repetition. Both [49] and Finman et
al. [34] use the graph cut algorithm of Felzenszwalb and Huttenlocher [33] to find
segment proposals in 3D point clouds. While Karpathy et al. [49] generate multiple
segmentations and attempt to find the best object matches, [34] fit segmentation
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Figure 5: Robotic object discovery systems can be viewed as existing on a scale
with more or less powerful assumptions that aid in the clustering. In this figure, we
see pure visual clustering on the far left, while model based detection and tracking
are to the far right. Many systems use some assumptions but then do pure visual
clustering of the objects, placing them somewhere in the middle.

parameters to each new discovered object and use those to segment any new maps.
More generally, segmentation of large robot maps is a major theme in robotic

object discovery. In [19], Biswas and Veloso employed their episodic non-Markov
localization algorithm [18] to identify non-static objects in 2D maps. They demon-
strated results from clustering several months worth of observations into a smaller
number of object types. In a 3D setting, Herbst et al. [45], Ambrus et al. [7] and
Finman et al. [34] all used change detection to detect object segments. Another
popular approach is the so called supporting planes assumption, which dictates that
all objects lie on planar surfaces such as table or a floor [65] [54] [23]. This has
been used by Ruhnke et al. [81], Mason et al. [65] and Collet et al. [23], among oth-
ers. Computer vision usually takes object discovery to mean unsupervised learning
as applied to visual image descriptors. In works on 3D data, this paradigm has
also inspired some to learn purely based on geometry. One of the more impressive
demonstrations of this was introduced by Mattausch et al. in [66]. In robotics,
notable early examples include the systems by Triebel, Shin et al. [102] [88]. These
papers all build on combining oversegmentations of the 3D scene in such a way
that the combined segments are found in multiple places. Our work in Paper D is
based on the same principle. It differs from these works within object discovery by
instead focusing on discovering categories of building structures, such as rooms.

Recently, Collet et al. [23] introduced the HerbDisc framework. The underlying
idea of HerbDisc is that we can formulate robotic object instance discovery as pure
unsupervised learning, and then make the problem tractable by adding different as-
sumptions, or constraints, called robotic meta-data [23]. Starting only from visual
pairwise similarity and then adding constraints such as the supporting planes as-
sumption and object persistence, they show that adding more constraints improves
clustering results. Interestingly, such a framework captures the trend that we see
within robotics, where many methods have relied on increasingly strong assump-
tions, see Figure 5. HerbDisc formalizes the problem and invites the question: How
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strong may our prior assumptions be before it stops being object discovery? In this
view, there is a scale between on the one end clustering with very few assumptions
built in, and on the other, manually crafted association rules that rely on different
properties of the observed objects.

With this in mind, it is valuable to discuss how object discovery relates to mov-
able object detection and tracking in a robotic setting. Superficially, both systems
associate observations with one or several object models as part of the system out-
put. The first thing differentiating detection and tracking from discovery is that the
main assumption is that the objects move continuously or have some persistence.
This may be formulated as a persistence prior such as in [23]. Secondly, tracking is
performed in an online manner, often with a probabilistic filtering model. Mean-
while, the unsupervised learning methods of object discovery, for example spectral
clustering, is most often offline. However, some robotic object discovery frame-
works, such as [34] [65] [7] still operate online due to the importance of continuous
learning in that setting. Further, several methods [7] [23] [45] also incorporate
persistence as part of the object assumptions. In our view, the principles behind
movable object detection and tracking can therefore be seen as being on the scale
of object discovery, with the main difference being that generally more explicit
assumptions about object dynamics are built into tracking.

In summary, object discovery deals with unsupervised discovery of object types
or instances, from images or in 3D data. From originally being constrained to
mostly pure feature based clustering, many methods for the robotic setting have
added increasingly powerful constraints to aid in the clustering. Our work in Paper
D for detecting typical structures in indoor environment generalizes object discovery
to work on the scale of the building. While that method operates from very few
assumptions, our methods in Paper B and C for discovering dynamic objects are
based on strong probabilistic motion models. We see these methods as existing on
the other end of the object discovery spectrum, with constraints tailored specifically
for object tracking in a robot environment. The advantages of these methods are
that they can produce posteriors over object positions, and that they are more
reliable in the absence of discriminative features, since they rely on more complete
dynamics models. The probabilistic models also render them more suitable for
tasks such as general cleaning, where we need to reason about the usual placement
of the objects.

7 Dynamics Learning

We will briefly cover past research within robotics on learning the dynamics of a
robot environment. Generally, work thus far has been diverse and spread out be-
tween different fields. However, two larger trends emerge: those learning dynamics
in order to actively interact with the environment [94] [31] [85], and those who
learn dynamics for the sake of localization or planning [91] [96]. In general, the
requirements for these different methods typically mean that they learn different
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kinds of dynamics models. In order to interact with an object you may need to
know kinematics of articulated objects, degrees of freedom, its center of mass etc.
But for improving uncertainty when doing planning or localization, it is more im-
portant to accurately predict future positions of objects. Therefore, those systems
often concentrate on learning typical states or motions of objects.

In [94], Sturm et al. introduced a comprehensive framework for estimating
kinematic models of unseen objects from sensor data. Their model is probabilistic,
and is able to infer full kinematic chains with different kinds of joints. Endres et
al. [31] introduced a framework for estimating door poses, and learning dynamics of
individual doors. By learning the deceleration profile of the door, the system is able
to push it in such a way that the revolution stops at a prespecified angle. Another
set of work that deals with navigation aided by manipulation are the papers by
Scholz, Levihn et al. [85] [63]. The premise for these systems is that the robot
needs to manipulate, or push, objects in order to get a clear path to its goal. In
particular, Scholz et al. [85] introduced a method for estimating a simple friction
model for a rigid body. They demonstrate successful predictions from pushing in
real world scenarios.

The methods that address learning of dynamics within mapping frameworks
are more similar to the system presented in this thesis. However, it should be
noted that the two are often complementary. While systems such as [94] [31] learn
the constraints and degrees of freedoms of objects, mapping systems often learn
properties of the movement. By taking the hard constraints of the objects into
account, the properties can be estimated more reliably. Most of the techniques
for learning probabilistic motions models for objects have already been discussed
within the scope of environment dynamics, in Section 5. Other examples include
learning motion patterns of people [16] [47]. To the best of our knowledge, the
method presented in Paper C is the first robotic system to track and learn spatial
process models for all movable objects in a large environment.
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A Efficient Retrieval of Arbitrary Objects from Long-Term
Robot Observations

Nils Bore, Rares Ambrus, Patric Jensfelt, and John Folkesson. Efficient
Retrieval of Arbitrary Objects from Long-term Robot Observations. In
Elsevier Robotics and Autonomous Systems Journal (RAS), January
2017.

A.1 Outline of the Paper

This paper presents a method for retrieval of point clouds from within large collec-
tions of 3D maps, with the aim of bringing more usability to these representations
(see Figure 1). Given an example point cloud, the system gives us a history of
previous observations within the maps. No prior knowledge is given about the ob-
jects or the map segmentations. To be able to retrieve objects of arbitrary size and
shape, we therefore need to reduce the reliance on any precomputed segmentation
of the maps, instead performing segmentation jointly with the retrieval. Moreover,
the representation exploits the fact that we will observe similar scenes many times,
yielding a compact representation of the history of maps. The resulting algorithm
is demonstrated to retrieve matching point cloud segments from maps gathered
over one month within a few seconds. We present comparisons with previous work
that demonstrate that our algorithm is faster, while also being more accurate and
allowing for a wider variety of object shapes. The extensive qualitative results also
show that the algorithm performs well on data gathered by a robot in a real-world
deployment.

37
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Figure 1: Overview of the retrieval system.

A.2 Contribution by the Author
Concept, method, implementation and experiments were all done by the author.
The writing was shared with R. Ambrus.
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B Detection and Tracking of General Movable Objects in
Large 3D Maps

Nils Bore, Johan Ekekrantz, Patric Jensfelt, and John Folkesson. De-
tection and Tracking of General Movable Objects in Large 3d Maps.
Submitted to IEEE Transactions on Robotics, October 2017

(a) Local, small movements of the objects
within the locations.

(b) Global movements, jumping within or
between different locations.

Figure 2: Illustration of the possible movements in our tracking system.

B.1 Outline of the Paper
This paper presents a method for tracking general long-term movable objects from
observations gathered by a mobile robot in an indoor environment (see Figure 2).
We present a probabilistic model for the object movement that allows the objects to
move arbitrarily when the robot is not present to observe the objects. Our frame-
work thus allows large scale motion, for example between different rooms. Efficient
tracking is enabled by modeling small, predictable movements as much more likely.
We further introduce an efficient inference for the position posteriors of the objects.
The inference relies on the decomposition of different motion models and is formal-
ized as a Rao-Blackwellized particle filter. We show that by using Markov Chain
Monte Carlo sampling, we can sample from the optimal importance distribution,
allowing for highly focused sampling of the underlying posterior. Extensive experi-
ments on a mobile robot show that we can reliably track movable objects from map
observations. In contrast to previous work, our model is fully probabilistic, showing
robustness also in the presence of noise. The main contribution of the work is that
we show that tracking of arbitrary motion is feasible with the right priors, and that
there exists an efficient probabilistic inference scheme.

B.2 Contribution by the Author
Concept, method, implementation, experiments and writing were all done by the
author.
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Figure 3: Overview of the object tracking and dynamics learning system.

C Multiple Object Detection, Tracking and Long-Term
Dynamics Learning in Large 3D Maps

Nils Bore, Patric Jensfelt, and John Folkesson. Multiple Object Detec-
tion, Tracking and Long-term Dynamics Learning in Large 3d Maps.
To be submitted to IEEE Transactions on Robotics, December 2017

C.1 Outline of the Paper
In this paper, we study the problem of learning the model parameters of the mo-
tions of individual objects (see Figure 3). We also extend our previous approach
from Paper B to track a variable number of targets, enabling our method to oper-
ate with a sequence of local 3D maps as the only input. The presented approach
demonstrates the ability to infer the number of targets at the same time as track-
ing large-scale motion. This is an interesting result, as it is not clear that this
would be feasible. Further, we propose an Expectation-Maximization iteration that
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allows the algorithm to infer the parameters of the motion model. In real-world
experiments, we demonstrate that the results improve when using the learnt pa-
rameters. Finally, since the algorithm can automatically segment and track objects
in 3D robot maps, we show results from tracking movable objects in a large-scale
workplace deployment. In conclusion, we see that our method scales to these large
settings, and that learning improves performance of the algorithm. The work opens
many venues for future research directions on dynamics learning.

C.2 Contribution by the Author
Concept, method, implementation, experiments and writing were all done by the
author.
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D Querying 3D Data by Adjacency Graphs

Nils Bore, Patric Jensfelt, and John Folkesson. Querying 3d Data
by Adjacency Graphs. In Proceedings of the 2015 IEEE International
Conference on Computer Vision Systems (ICVS’15), Copenhagen, Den-
mark, June 2015.
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Figure 4: The result of repeated structure learning and recognition in a map.

D.1 Outline of the Paper

In this paper we propose a method for finding recurrent structure in a large-scale
robot environment (see Figure 4). The algorithm extracts geometrical primitives
such as planes and cylinders from point cloud maps. A graph of relations between
the primitives is then constructed, and mined for frequent substructures. Two use
cases of the method are demonstrated. First, we extract common substructures
from a set of example point clouds. By matching these to robot observations, the
method determines if similar structures are present in the observations. In the pa-
per, we demonstrate the ability to classify different kinds of doors. Further, we show
that we can apply the algorithm to learn structure concepts in an unsupervised way,
by finding recurrent structures within a large 3D map of the environment. Interest-
ingly, we find that the most common structures at two different scales correspond
to rooms and doorways, which are also human language concepts.
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D.2 Contribution by the Author
Concept, method, implementation and experiments were all done by the author.
The writing was done jointly with P. Jensfelt and J. Folkesson.





Chapter 6

Discussion and Conclusions

This thesis has focused on modeling time and object instances within robot envi-
ronment representations. We have argued that both of these aspects are necessary
for several robotic tasks. In particular, we have highlighted general cleaning as a
useful benchmark for a robot’s ability to operate in cluttered human environments.
All methods presented here have been implemented on a mobile robot and tested in
real-world environments, demonstrating the feasibility and robustness of the pro-
posed algorithms. At a general level, the evaluations have shown the advantages of
complementing supervised models with unsupervised learning from long-term ex-
periences and strong underlying priors. This approach allows us to robustly model
a large portion of the environment, and its dynamics, with the learnt models. With
the literature study included here, and the novel algorithms presented for dynamic
object detection and tracking, we believe that this thesis creates interesting possi-
bilities for future research and for applications.

The ideas presented in this thesis were not born out of one single stroke of divine
inspiration. Rather, they have grown organically over several years of work, often as
a reaction to previous results. In Paper A, we investigated the feasibility of relying
purely on visual retrieval to identify observations of an example object in a history
of 3D maps. The results demonstrated that we could efficiently retrieve complex
object shapes from several months of 3D map observations. However, ambiguity
due to noise, occlusions and varying viewpoints meant that the system sometimes
failed to retrieve all observations of the example object. To robustly associate more
of the observations, and to enable us to distinguish visually identical objects, we
investigated spatial tracking models in Paper B. In order to encompass all objects
moving within the 3D maps, we introduced two modes of object motion. Since the
system was constrained to a fixed number of objects, we extended the method to a
varying number of objects in Paper C. In addition, we proposed a scheme to learn
the parameters of the dynamics model. In effect, these two improvements allowed
us to, in principle, track all objects that the robot ever observed to move. This
last iteration of our system is the one the comes closest to realizing our proposal of
object-centric dynamics modeling and learning. Finally, we studied the potential
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of learning more aspects of the environment in Paper D. While conceived earlier
than the other papers, it brings our project full circle as it allows us to learn static
structure as well as moving objects.

The idea of object-centric representations is not a new one, as others have also
observed that they are suitable for many tasks, as well as for dynamic environments.
However, as we have seen, only a scant few researchers have presented systems that
can detect objects, and consistently group them during month-long observations.
What we propose here are principles that may aid us in the development of such
systems. We have seen that movement as a basis for detection is a strong cue,
and also natural when our aim is to track movable objects. Moreover, probabilistic
dynamics modeling has been demonstrated to be a powerful technique for group-
ing object instances. The models presented here allow for broader application of
tracking models within robotics than is currently possible. This enables them to
be used where one might otherwise consider object instance discovery methods.
The advantages are clear in that the proposed tracking models also work when the
object instances are visually similar, and when their appearances change over time.

The other major result comes from our application of unsupervised learning
to novel aspects of the environment representations. Building on top of previous
work, we have demonstrated that learning of object-level dynamics is possible, and
can improve modeling of uncertainties in environments with movable objects. Un-
like previous work, our model can be learnt from, and applied to, the full robot
environment. This is vital, as robots are now making their way into real human
environments, which are often crowded with different objects. For robots to be
efficient and safe in these environments, they need reliable estimation of object po-
sitions. We also demonstrated one way of automatically decomposing the structure
of the building, enabling robots to learn subcomponents such as “rooms” or “door-
ways”. As such information is often not readily available, this can enable easier
deployment of robots in new environments.

In this thesis, we have argued that robot environment models should be task-
oriented. As basic tasks such as navigation are solved, there should be an increased
focus on novel map representations that facilitate more advanced robot function-
ality. The main movement towards such models has thus far been in the area of
semantic mapping, where spatial maps are augmented with for example type labels.
More generally, we believe that most household tasks will require explicit object
models, and therefore that many representations should be object-centric. It should
be noted that many tasks do not require type information. Seeing as the semantics
are often uncertain, we believe there is a need for object-centric representations that
work in the absence of semantics. The cleaning task brought forward in this thesis
is an example of such a task, where visual or geometrical instance level models are
sufficient to complete the task. We have also argued for temporal reasoning to be
incorporated at a basic level within the representations. Again, since semantics
are often uncertain, filtering type level information over time has the possibility of
greatly improving reliability of, for example, recognition. For robust operation in
complex environments, we believe that future robots will need to take advantage
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of the application domain, such as this possibility for temporal filtering. As for
data-driven versus hand-crafted probabilistic representations, we believe that both
will be required. When learning from small amounts of data, such as when the
robot is initially deployed, strong priors will be required. As demonstrated in our
tracking system, we can also use components, such as a learnt feature embedding,
to strengthen our probabilistic inference.

Future Work

Our work opens up multiple possibilities for future research. In particular, we
anticipate that the following directions will provide interesting venues for further
exploration.

Object relations Since Paper C demonstrates the feasibility of tracking and
learning general object motions, the possibility also arises of learning the interac-
tions of the objects in an environment. An example would be a coffee cup that
is often placed on a particular table. If the table ever moves, the cup would be
expected to move with the table. Similarly, the presence of other objects might be
negatively correlated. If we also have a tee mug, and we never have coffee and tea
at the same time, the presence of the tee cup on our table would indicate that the
coffee cup is not there. Countless further examples could be given here, highlight-
ing that this is a powerful source of information. If we could learn this pairwise
dependence from data, it could help us further in strengthening inference.

Object-environment dependencies Similarly, the motion of individual ob-
jects is expected to be highly dependent on the structure and semantics of the
underlying environment. For example, we expect some of the objects to move more
frequently to some locations than to others. This might happen for example if the
object belongs to a person who is usually located at one location, such as her office.
One avenue could be to employ the techniques presented in Paper D to learn struc-
tures such as doorways, rooms or corridors. One could then link typical motion to
the surrounding structure. For example, it might also happen that some objects
are more movable in areas such as a corridor than if they are sitting in some room.

Long-term/short-term tracking The motion model introduced in Paper B
is decomposed into global motion and local motion for pragmatic reasons; it helps us
model large motion that happened when the robot did not observe. However, there
is nothing fundamental separating the two kinds of motion; if the robot was there
to observe the global motion, it would correspond to continuous local motion within
our framework. Indeed, we believe our model would be flexible enough to also track
objects from continuous observations. This would allow unifying long-term and
short-term dynamic models within the same mathematical framework, potentially
allowing us to track for example humans in addition to objects. This is extra
tantalizing when considering the possibility of learning object-object interactions
as proposed above; it could allow us to model typical human interactions with
objects.
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Application benchmarks Comparing different methods for unsupervised meth-
ods is very challenging, as noted by [103]. Since the models capture concepts that
may or may not correspond to human language or concepts, it may be more relevant
to study how these methods perform in specific tasks. We believe that something
like the cleaning task, proposed by [52] [5], would be a good candidate for such a
benchmark. Importantly, this might also highlight further aspects that we need to
learn as part of our models. This may include properties needed for manipulation,
or for locating required objects.

Demonstrators Similar to the previous proposal, we need to apply our models
for a wide variety of tasks, to validate that our methods are useful in real-world
environments. While we believe that this has been done to the extent possible
within this thesis, we would like to perform further experiments in this direction.
Importantly, we are getting to a point where the system should be deployed in
real-world scenarios, with actual users and environments. Only by doing this can
we identify the final challenges that our robots need to overcome.

More experiences It is still unclear how many aspects of the environments we
can learn within this paradigm, even within the models proposed here. While we
concluded that we can learn general dynamics in Paper C, there was not enough
data to learn motion models for each individual object. We can learn these models
with larger amounts of data, and it would be interesting to see how much perfor-
mance would be gained from this. With more data, the proposed approaches could
also easily be extended to learning object-environment interactions, as discussed
above. These are all interesting open questions.
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