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Abstract

The primary purpose of this thesis is to explore what issues may arise during 
development of a framework for handling and display of streamed real-time 
data. In addition to this, it also investigates how the display of different types 
of data, along with a change of execution platform, impacts execution time.

Through the undertaking of two case studies, each split into developmental 
and an experimental phases, the thesis goes through the development of such 
a real-time data handling framework. The framework was developed in both 
stationary and mobile forms, and the developmental issues encountered along
each of these paths are highlighted. Afterwards, the results gathered from 
performance tests run on each framework version were compared, in order to 
ascertain whether the handling and display of different data types, along with 
a change in execution platform, had had an impact upon the frameworks 
execution time.

The results from the developmental observations revealed that the most 
commonly encountered issues were those relating to program latency, 
commonly due to sub-optimal program architecture along with connectivity 
issues encountered during data streaming. The second most encountered 
issue regarded the choice of an appropriate display method, in order to 
communicate changes in the displayed data along with correlation between 
several tracked data points.

The results from the experimental comparisons revealed that while the impact
on execution time caused by the use of calculated data, as opposed to raw data 
values, was marginal at most, a change of execution platform impacted said 
time drastically. By porting the framework to the mobile platform, the 
different processes whose execution time were measured during the tests 
experienced an increase in execution time ranging from 2405% all the way to 
15860%.

The authors recommend that the framework be developed towards gaining the
ability to connect to any given relational database, and to handle and display 
the data therein, in order for it to have application areas other than as a test 
instrument. Further, the authors also recommend that additional tests be run 
on the framework using a wider variety of stationary and mobile devices, in 
order to determine whether the conclusions drawn from the results in the 
thesis hold up in the face of greater hardware variety.

Keywords  Database management,  mobile development, Java development,  real-
time data, metadata management 



Abstract

Denna studies primära mål är att utforska vilka problem som kan uppstå 
under utveckling av ett ramverk för hantering och visande av streamad 
realtidsdata. Utöver det undersöks även hur visande av olika datatyper, ihop 
med ett byte av exekveringsplattform, påverkar exekveringstiden.

Genom utförandet av två fallstudier, båda uppdelade i utvecklings- och 
experimenteringsfaser, går denna studie igenom utvecklingen av ett sådant 
ramverk för hantering av realtidsdata. Ramverket utvecklades i både stationär 
och mobil form, och de utvecklingsrelaterade problem som påträffades i 
vardera fall belyses. Efteråt jämfördes resultaten framtagna genom 
prestandatester, som kördes på samtliga ramverksversioner, för att upptäcka 
om hantering och visning av olika datatyper, samt ett skifte av 
exekveringsplattform, hade påverkat ramverkets exekveringstid.

Resultaten från de utvecklingsrelaterade observationerna visade att det mest 
påträffade problemet hade att göra med programlatens, vanligtvis p.g.a. icke-
optimal programarkitektur kombinerat med konnektivitetsproblem. Det näst 
mest påträffade problemet hade att göra med valet av en passande 
visningsmetod, för att kunna förmedla förändringar i den visade datan, samt 
korrelation mellan flera följda datapunkter.

Resultaten från de experimentella jmförelserna visade att medan påverkan av 
exekveringstiden som uppstått genom användandet av kalkylerad data, till 
skillnad från rådatavärden, endast var marginell som bäst, påverkade 
förändringen av exekveringsplattform denna tid drastiskt. Genom att porta 
ramverket till den mobila plattformen upplevde de processer vars 
exekveringstid mättes under testerna en ökning från 2405% hela vägen upp 
till 15860%.

Författarna rekommenderar att ramverket utvecklas mot förmågan att koppla 
till godtycklig databas, och att kunna hantera och visa datan från denna, för 
att ha ett användningsområde bortom användandet som testinstrument. 
Vidare rekommenderar även författarna att ytterliggare test utförs på 
ramverket med en större variation av stationära och mobila enheter, för att 
kunna bekräfta om slutsatserna som dragits utifrån resultaten av denna studie
kvarstår efter att de utsatts för mer varierande hårdvara.

Nyckelord  Databashantering,  mobil  utveckling,  Javautveckling,  realtidsdata
metadatahantering
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1 Introduction 

In this day and age a great deal of time and money is invested into the ability 
to make informed decisions. Whether it be a political candidate who modifies 
their rally locations based on polling data, or a mother trying to decide which 
school she wants her children to attend, the old adage holds true: 
“Information is power”. With so many choices within our society being made 
on the basis of various kinds of information, one of the most sought after 
kinds of information is that regarding how circumstances change over time. 
Having knowledge of what the informational environment was like before a 
drastic change, can help in determining when such a change is about to occur 
once more.

There are many platforms through which a user can obtain knowledge of this 
kind. This thesis concerns the impact on execution time that the choice of 
execution platform incurs, in this case comparing the impact of mobile 
platforms as opposed to stationary ones. The thesis will be conducted at 
Advanze Consulting Group, a consulting firm based in Stockholm, Sweden, 
which has offered to provide resources that would be beneficial to the project.

1.1 Background

1.1.1 Problem Background
Information regarding the relationship between old and current data is of 
enormous importance in a score of different areas, such as the price of a stock 
or blood values from a patient participating in a clinical trial, as compared to 
older values. Quick and reliable access to such data gathered through the 
processing and analysis of these kinds of frequently updated data sets, and the
knowledge associated with such access, often constitutes a great advantage in 
the competitive market. To give a concrete example, the stockbroker that, 
before his competitors, acquires knowledge that a certain fund has begun to 
depreciate will presumably face a smaller loss than the rest. The ability to 
gather such kinds of important data is always in need of further development, 
refinement and greater efficiency in order for the data to be acquired as swiftly
and reliably as possible, preferably ahead of possible competitors.

1.1.2 Advanze Consulting Group
Advanze  Consulting  Group  is  an  IT  consulting  firm,  currently  residing  in
Stockholm, Sweden,  that offers the services of their employed consultants in
three main fields: 

• IT management, with a focus on maximizing business advantage 
• IT development,  aiming  to  help  the  customer  reach  the  next  digital

level while adapting the process to the customers circumstances
• Quality  management,  offering  advice  and  leadership  regarding

requirement strategy[1]

The company has offered to provide access to a real-time datastream, which
may be used throughout the thesis in order to conduct experiments using a
non-local, real-time data source.

1



1.2 Problem
There are currently very few frameworks available that deal with the fetching 
of frequently updated data from relational databases in real-time. On top of 
this there are fewer still that handle extrapolation of relational data through 
analysis and processing of such data, along with the display of relational data 
in a graphical context in as close to real-time as possible. The relational data 
discussed can be defined as numerical metadata produced through 
comparison of current and outdated data, describing the percentage change of
the collected data over time, such the percentual increase in value of a tech 
company stock as compared to previous values[2]. 

A framework dedicated to the handling of such data would be useful in a 
multitude of areas, from medical trials tracking changes in test values to the 
stock market getting another graphical way to detect new value trends.

A framework dedicated to the handling of such data would be useful in a 
multitude of areas, from medical trials tracking changes in test values to the 
stock market getting another graphical way to detect new value trends.

In an attempt to examine how a framework of this kind could be developed, 
and how it would differ in effectiveness across stationary and mobile 
platforms, the thesis aims to provide answers to the following research 
questions:

RQ1: What issues can arise when desired data, held within a continuously updated 
relational database, is fetched and visualized in real-time? 

RQ2:  If instead it is relational data, acquired through analysis and processing of 
the fetched data, that shall be visualized in real-time, how does this impact the 
execution time? Does the type of  execution platform impact execution time?

1.3 Purpose
The purpose of the thesis is to present a possible solution to the issue of 
reliable real-time data acquisition. The thesis will also bring to light the 
advantages that can be gained from the extrapolation of relational data from 
real-time numerical data, along with the effect that the extrapolation process 
and the choice of execution platform has on the execution time. In order to 
gain a foundation for this presentation the thesis uses two developmental case 
studies: the first study concerns the development of a framework for fetching 
real-time data, along with an analysis of the impact that extrapolation of 
relational data has on the execution time of the framework. The second study 
explores the advantages and disadvantages of porting the earlier framework to
the mobile platform, describes the porting process and culminates with an 
investigation into how the mobile platform has impacted the execution time in
comparison to the stationary platform.

The goal of the thesis is to provide inspiration and guidance to future 
developers who wish to implement real-time data management into their own 
endeavours, while also bringing to light the advantages and disadvantages of 
different execution platforms with regards to execution times and the intuitive
displaying of data. The thesis will also discuss the feasibility of porting a 
framework of this kind to the mobile platform. 

As to the benefit of Advanze Consulting Group, the final framework could 
possibly be modified in such as to work as a data tracking interface for one or 
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several of the companies own projects. 

1.4 Delimitations
The area of real-time data management covers many topics that could be 
explored during this kind of project. However, due to the fact that covering all 
these topics more time than what the project has been allotted, the scope will 
be limited to exploring the differences in execution time which may occur due 
to data being sent to, and visualized on, different platforms such as a Windows
PC or an Android device.

Furthermore, as the thesis primarily involves observing the difference in 
execution time between different platforms, the selection of an optimal 
algorithm for the reading and processing of data is of little importance, as long
as the same algorithm is used across all platforms.

The framework developed during the thesis will also be limited to reading data
from relational databases written in SQL, as this provides the necessary 
functionality for answering the research questions.

1.5 Outline
In Chapter 2 an in-depth look at the theoretical background is presented. 
Thus, the main areas of Database management, Graphical display of data, 
Android development and Application areas of relational data are covered 
extensively.

In Chapter 3, the research design, applied process and methods are presented.
This includes an outline of the research process, the discussion of how 
performance is measured, and an explanation of how the particular data 
display method used in the thesis was selected.

Chapter 4 describes the first case study, which concerned the development of 
the initial framework for use on the stationary platform.

Chapter 5 describes the second case study, which concerns porting the 
framework to Android.

Chapter 6 presents the results of both case studies, focusing on how execution 
time differs between the following:

• Relational data handling as opposed to the handling of raw data

• The mobile version of the framework as opposed to its stationary 
equivalents

It also interprets and generalizes the results, based on the case study findings 
and investigation into the processing capabilities of smartphones as compared
to stationary platforms. In addition, issues regarding real-time data handling 
are identified.

Finally, section 7 discusses the applied methods, their implications, and the 
ethical and sustainability aspects of the thesis. In addition to this it also 
answers the research questions, and discusses path for further development of
the framework.
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2 Theoretical background

The following chapter describes the theoretical background, the metaphorical
bedrock  upon which  the  thesis  rests.  The background consists  of  research
regarding relational  databases,  methods for  communicating  with  such,  like
JDBC and SQL. In addition to this the background also contains an overview
of why Android is the porting platform of choice.

2.1 Database management
As hosting a relational database on a local server, inputting large amounts of 
data into said database, along with running the future framework in 
connection to it, constitutes a heavy computational load on any single 
platform, the system was designed to spread the load across multiple devices. 
In order to manage this, research was made into relational database 
management systems (RDBMS), which culminated in the choice of Microsoft 
SQL Server due to its ease of use. This subject is explored in greater depth in 
the next section.

While the hosting of a relational database on a local server is not a 
complicated task in and of itself, the input and fetching of large amounts of 
data can subject the server to heavy computational load. This is especially true
if the database and data handling framework are run on the same device, 
causing it to act as both client and server simultaneously. In order to avoid 
such issues, the system was designed to be run across multiple devices in a 
classic Client-Server manner. In order to follow this developmental path, 
research was made into relational database management systems (RDBMS), 
culminating in the choice of Microsoft SQL Server. This subject is explored in 
greater depth in the next section.

2.1.1 Microsoft SQL Server
Microsoft SQL Server (MS SQL Server), is a RDBMS built on top of the 
standardized database management language SQL. It is not, however, tied to 
the standard SQL version, instead having opted for Transact-SQL, or T-SQL, 
which is an implementation of SQL from SyBase and Microsoft which adds a 
number of features to the original language, such as transaction control and 
error handling. The core component of the MS SQL Server is the SQL Server 
Database Engine, which controls data storage, processing and security. It 
contains two main engines, a relational engine which processes commands 
and T-SQL queries, along with a storage engine responsible for the 
management of the database itself[27].

One of the great advantages of MS SQL Server is that it is compatible with 
Microsofts integrated SQL infrastructure management environment called 
SQL Server Management Studio, or SSMS for short. This environment 
provides tools for the deployment and monitoring of SQL databases, and for 
querying such databases. With its intuitive GUI, this integrated piece of 
software makes the management of the MS SQL Server a trivial task[28].

2.2 Graphical display of data
When it comes to the subject of graphical display of any type of data, one of 
the most important parameters for success is having an understanding of the 
context for the need to communicate the data in question: What are you 
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showing, what about it is important, and why?

Data analysis is sometimes divided into the categories Exploratory and 
Explanatory [20, p 19]. Explanatory analysis is to use visual data to present 
and explain interesting results from a data set, and what conclusions one 
could draw from them. Exploratory analysis makes use of visual data to help 
the intended audience explore data sets to find patterns of interest on their 
own. The line between the concepts does, however, have a tendency to become
blurred, as it is simply a matter of how much work has gone into formatting 
the data to make it more readable and how much unimportant information 
has been filtered out.

The problem with the explanatory approach is that it is very context sensitive. 
For a generic framework, you don’t know what the answers to those questions 
might be. What can be done instead is taking a page from the exploratory book
and giving the user tools to help them explore the data themselves, while 
making sure it is as clear and readable as possible.

Regarding what any form of graphic visualization should communicate, 
Alberto Cairo, author of The Functional Art, an often referenced book on the 
subject, had a small checklist regarding one of his own graphs[27, p 36]. A 
visualization should:

• Present all the proper information

• Allow for easy comparison between the entities in it

• Help organize the information displayed, such as revealing to the user 
which entities are largest or smallest in arbitrary value

• Make correlations and relationships easy to identify

Cairo is of the mind that while large and expansive data visualizations are very
common and easy to take in, they have a tendency to miss out on the finer 
details. Instead, there ought to be a focus on letting the context, in this case 
the goals that the graphic is trying to accomplish, shape the data. One prime 
example of this, exemplified in a graphic regarding the power balance in South
America[25, p 36], is that while one of the countries, in this case Brazil, seems 
to outperform all others in every area due to its larger population, the graph 
does not place any focus on the correlation between the population and the 
military power. If the population of one country is n times bigger than 
another, is the amount of military power said country can bring to bear also n 
times bigger? Questions of this nature are what good graphs seek to answer.

This can be done by using the correlation among variables in order to acquire 
what is called a derived variable, which in this instance might be the number 
of armed forces per 100 000 people. As shown, the correlations and 
relationships between variables can hide important information that a more 
overarching visualization may overlook. From this can be drawn the 
conclusion that while the framework could present an enormous amount of 
data, it may be more important to focus on how said data types relate to one 
another, which can be accomplished by comparing recent values to older ones,
as is the case with relational data, or by using a graphical approach which 
easily enables the viewer to identify correlating patterns between data types.

When it comes to the subject of presenting all the proper information, along 
with the other criteria listed earlier in this section, the scale and detail of the 
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graphic is not the only area of importance. The basic choice of display method,
i.e. what shape the visualization shall take in order to effectively communicate 
information, is the very foundation upon which the other details come to rest. 
Cole Nussbaumer Knaflic, author of “Storytelling with data”, puts the choice of
an effective visual second only to the importance of context[18].Within the 
literature, Nussbaumer argues the point that the right graph for any situation 
is always whatever will be easiest for the audience to read. While this may 
seem counterintuitive, as an easily read graph is often subject to the prejudice 
that easy must mean simple, one must keep in mind that just because a graph 
is easy to understand does not mean it cannot communicate vast amounts of 
information.

In order for the framework to be an effective tool of real-time data analysis, it 
would have to communicate enough information to conform to the checklist 
set up by Cairo. However, due to the speed at which real-time data could be 
received, it would also need to be easily understood. In the event that the time 
required to glean important details from a very advanced graphical 
representation exceeds the time required for such data to become outdated, 
the benefits of analyzing data in real-time are lost.

2.3 Android development
The Android operating system is a Linux-based operating system designed for 
mobile platforms, such as smartphones and tablets. Some of the operating 
systems greatest benefits are its large adoption rate, with more than 1 billion 
active users worldwide, along with the fact that it is a very open format for 
developers[6]. Due to these mentioned benefits, Android was chosen as the 
development environment for a possible mobile version of the data-handling 
framework.

A drawback of using a platform as open as Android is that the sheer amount of
different OS-versions and hardware variants currently in use makes 
compatibility and consistency a big issue[7]. While this doesn’t affect the case 
study directly, it’s worth noting that the results from the study may not be 
universally applicable.

2.3.1 Android graphics
When it comes to the subject of a graphical view implementation, Android 
forgoes the standard Java libraries for such things in favor of its own set, 
custom-tailored to fit the mobile platform. One of the greatest differences 
between the two environments is how they handle view windows. Instead of 
the windows used by traditional desktop operating systems, Android 
applications are built on the concept of Activities, where each activity 
represents a particular view of the application, whether it be a login interface 
or a page listing all entries in a database[29]. Android applications often 
contain multiple activites in order to not be completely static in nature.

Regarding the subject of graphical data display, the Android SDK once more 
provides its own solution in the form of Custom Drawings[30]. The process of
drawing up a customized view is primarily handled by two specific classes, 
Canvas and Paint, with Canvas handling what to draw, and Paint handling 
how it should be drawn, with regards to parameters such as colour. Many 
method calls in Canvas make use of a Paint object as an argument in order to 
glean information of the same nature needed to draw the graphic 
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representation. If, for instance, one would want an application to continually 
display data taken from a database in the form of several graph plots, the 
Canvas class would be responsible for creating and updating the plots, while 
each plot would have a corresponding Paint object, within which information 
regarding that particular plot is stored, such as the thickness of the line to be 
drawn. 

2.3.2 Asynchronous tasks
Unlike a multithreaded Java program, where threads are treated equally, 
thread usage in Android applications is somewhat more complex. The reason 
for this is that in an Android application, not all threads are treated equally, 
with the User Interface thread being the prime example. Every application has
a single User Interface thread, which receives the particular privilege of being 
the only thread allowed to update the user interface and respond to user input.
The flip side of this is that due to its responsibility towards the user in 
providing a responsive experience, it is restricted from performing blocking 
operations. As calls of that nature are often necessary, the developers 
salvation comes in the form of the AsyncTask helper class[31].

This class allows for the performance of asynchronous work on the User 
Interface, by performing blocking operations in a separate worker thread 
before publishing the results on the UI thread, without requiring the 
developer to implement their own form of thread handling[32].

2.4 Application areas of relational data
The concepts of absolute and relative change see use in almost all areas of 
business and infrastructure across the globe. Depending on the situation they 
can be used to calculate the decrease in company revenue, the numerical 
decrease in employees, and they can even assist in predicting when the 
company may have to declare bankruptcy. 

2.4.1 Advantages of percentage change over absolute change
When measuring increase or depreciation over time it is common to make two
measurements, one at the starting point called the baseline (B), and one after 
the allotted time period known as the follow-up (F). One of the methods for 
measuring such change over time is called percentage change, described by 
the following formula: P = (F-B)/B.

One of the distinct advantages of percentage change is that it can describe the 
extent to which a certain market indicator has changed if the value of the 
indicator is different across segments of the market population. For example, 
say that a transporting firm called Firm 1 currently employs 1200 people, 
while another firm called Firm 2 employs 4600. If the absolute change in 
employment for for both firms is 130 people a particular year, the impact of 
the increase is likely to be greater for Firm 1 due to it having smaller 
employment size. This point is readily apparent if one looks at the relative, i.e. 
percentage, employment change, where the increase for Firm 1 is 10.8% as 
opposed to the 2.8% increase for Firm 2[5].

Due to its more overarching nature, the method of absolute change may fail to 
identify meaningful changes within an individual tracked data type to the 
same extent as percent change. This can be seen in a published article called 
“Relative versus absolute change in forced vital capacity in idiopathic 
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pulmonary fibrosis”[33], where “the use of the absolute method to calculate a 
=>10% decline in FVC fails to identify almost half of patients with a =>10% 
decline in FVC calculated using the relative method”, where FVC is the value 
being tracked.

Due to these advantages, a decision was made to base the relational data 
calculated by the framework on the concept of percent change.
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3 Methodology

This chapter presents the research design and outlines the research process. It
also describes how program performance is measured for the purposes of the 
thesis, and discusses the choice of the data display method used in the 
framework. 

3.1 Research design
The following section explains qualitative and quantitative methods, the 
differences between, and benefits of, inductive and deductive approaches 
along with the research design known as case studies. Afterwards, the research
approach selected for the thesis itself is described in detail. 

3.1.1 Methods: qualitative and quantitative
In the course of conducting scientific research, one should take care in 
choosing an appropriate method to apply to the research in question. Such 
scientific methods are normally split into two categories: qualitative and 
quantitative methods[8]. Qualitative methods are normally concerned with 
non-numerical data, including input from focus groups and in-depth 
interviews, along with being based on the concept of induction. Quantitative 
methods place an emphasis on the objective measurement and statistical 
analysis of numerical data gathered in thoroughly structured ways, such as 
rigid surveys or the manipulation of existing numerical data through 
computational means[9]. 

3.1.2 Approaches: inductive and deductive
An inductive approach normally starts with the undertaking of experiments 
and empirical studies, and the gathering of observations from such in order to 
“search for patterns from observation and the development of explanations - 
theories - for those patterns through series of hypotheses”[10].

The goal of an inductive approach is to extrapolate meaning from empirically 
gathered data in order to identify patterns. This does not prevents the 
researcher using the approach from formulating their research questions by 
using pre-existing theories. Due to these facts, the approach can be considered
to have an exploratory nature.

The deductive approach is built upon the idea of “developing a hypothesis (or 
hypotheses) based on existing theory, and then designing a research strategy 
to test the hypothesis”[11].

While the inductive approach seeks to extrapolate a pattern from a set of 
observations, the deductive approach is to instead start with an expected 
pattern, which is then tested against the observations gathered during the 
research process in order to confirm or deny the hypothesis associated with 
the pattern.

3.1.3 Case studies
Case studies are a form of research design based upon the selection and 
investigation of one or several specific cases related to a particular subject, 
leading to the acquisition of additional knowledge regarding said phenomenon
through the generation and analysis of data from the chosen case. The method
is useful if the subject investigated is considered complicated and multifaceted
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to the degree that it may be difficult to capture in a purely objective manner, 
with the gathering of deep data and the information garnered from such 
helping to create an improved understanding of the complex subject matter 
[12].

A case study, can never be used as grounds for statistical generalizability, 
since the results from a single specific case can’t be assumed to be applicable 
to all other cases. It is, however, possible to use a case study as the foundation 
for a conversation on the topic of analytical generalizability, which would 
progress into a discussion on how the results of a particular study may be 
applicable to other cases of a similar nature [13, p. 61-62]. 

3.1.4 The adopted approach
In this thesis, quantitative methods were used in order to measure and 
compare the execution times of three different internal processes across four 
different variations of a data-handling framework in order to observe if any 
changes between the frameworks had impacted said time. Due to this, the 
thesis would become more of a numerical affair as opposed to a descriptive 
one, as would have been the case if qualitative methods had been the primary 
tool. Since the research questions from which the thesis was sprung were of an
extrapolatory nature, i.e. the answers to the questions would reveal 
themselves through the analysis of data gathered via experimentation, an 
inductive approach seemed very appropriate. The approach took the form of 
two case studies, both of which involved the creation and later modification of 
data-handling frameworks, with the differing factor being the platform on 
which the frameworks would be executed.

To quote Blomkvist: “A case study is appropriate as a research method when 
you are open to the discovery of new dimensions - that is when the purpose is 
explorative, explanatory or describing”[14, p. 61 (tr.)]

Due to these arguments, the usage of case studies seemed the most 
appropriate approach to adopt.
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3.2 Applied research process
This  section  describes  the  research  process  adopted,  which  forms  the
backbone of the entire thesis, involving a literature study, two interconnected
case  studies,  in addition to describing how the results  of  these studies are
generalized. The process is illustrated in figure 3.1 below.

Figure 3.1: Overview of  the research process employed during the thesis

3.2.1 Literature study
The first step in the research process was the undertaking of a literature study 
concerning four areas which entwine throughout the thesis:

• Database management

• Graphical display of data

• Android development

• Application areas of relational data

Over the course of the thesis a great number of possible literary and virtual 
sources were acquired. These various sources were then reviewed in order to 
assess their relevance to the thesis, mainly by observing whether the research 
questions could be connected to the subject matter. In addition the sources 
reliability was investigated, commonly by checking if the author was held in 
high regard by their peers, or had relevant professional experience regarding 
the subject. The process of literary studies was undertaken until a sufficient 
foundation for the theoretical background had been acquired and, being of the
iterative variety, was revisited several times throughout the thesis.
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On the subject of database management it was decided early on that JDBC 
would be used, as it would give the framework the ability to easily interface 
with both MySQL and T-SQL databases. As a result of this choice two 
information sources became very important for the thesis, the first of these 
being “JDBC API Tutorial and Reference” by Maydene Fisher, Jon Ellis and 
Jonathan Bruce [13]. The book was primarily used as a reference point for 
JDBC connectivity and methodology due to it covering a vast array of many 
different JDBC functionalities, with all authors having a great amount of 
professional experience on the subject of Java [14][15][16]. The second 
primary source was the official Oracle Java Tutorials[17], which was used to 
explore features not covered in the previously mentioned book, as well as 
being a useful point of comparison on the off chance that something went 
awry in the course of the frameworks development.

On the subject of graphical display of data, our main source was “Storytelling 
with Data: A Data Visualization Guide for Business Professionals” by Cole 
Nussbaumer Knaflic[18], which was used in order to garner an appreciation 
for the subtle advantages which some forms of graphical display have over 
others in certain circumstances, as well a reference point regarding important 
visualization principles such as the avoidance of overwhelming amounts of, 
sometimes irrelevant, information a.k.a. clutter. The author is well respected 
within the ICT community, having worked for Google in the area of People 
Operations, along with being a sought after lecturer on the topic of effective 
communication with data [19].

Regarding the Android OS the main development source was the official 
Android Developers website [20], which contains the complete Android API, a
number of helpful guides to help aspiring developers make use of said API as 
well as a plethora of useful tutorials covering most subjects. Due to the fact 
that it is the official reference work regarding the OS, it is safe to assume that 
it is a reliable source. On the slightly more theoretical, but still mostly 
practical, side of the research of Android the most frequent point of reference 
ended up being “Professional Android 4 Application Development” by Reto 
Meier[21]. The book was used as a guideline mainly in the area of User 
Experience and User Interface design with regards to the Android version of 
the framework. The author is an authority on the Android OS, and has held a 
number of different Android-related positions at the company responsible for 
its development, release and maintenance: Google Inc [22].

3.2.2 Case study 1
Next, the first case study was undertaken. The study was divided into two 
distinct phases, as can be seen in figure 3.1: the development of the raw data 
framework (phase 1) and the modification of this into the relational data 
framework (phase 2).

3.2.2.1 Phase 1
The first phase dealt with the initial development of the database-handling 
framework, resulting in a program able to poll for, fetch and graphically 
display data matching certain desired requirements in near real-time. After 
this initial phase the framework was evaluated based on its performance 
under certain conditions:

• Heavy load, with regards to the number of values input into the 
database, in order to observe if any values were missed.
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• The polling, fetching and display of several different data values, a 
practice necessary in order for the user to be able to make any 
meaningful visual comparison.

• A combination of the above conditions in order to run the framework 
through its paces.

3.2.2.2 Phase 2
Once all the desired test data had been acquired from the first phase, the next 
step was to modify the now operational framework to handle the calculation 
and display of relational data as opposed to raw data taken straight from the 
database. The only parts of the framework that had to be modified in order to 
accommodate this change in data type were the ones tasked with the 
calculation of average values of raw data within a certain interval. Two 
different types of relational tracking were implemented:

• The percentage change of value as compared to the first value received

• The percentage change of value in relation to the most recent value 
received

Each of these types was given its own tracking graph, upon which tests using 
the same parameters as in phase 1 were subsequently performed on this 
modified version of the framework.

At the end of the second phase the data gathered from both versions of the 
framework were collected and compared in order to ascertain whether or not 
the transition from raw data to relational data had had any impact on the 
execution time.

3.2.3 Case study 2
Once the framework had been successfully developed for, and tested on, the 
stationary platform, the second case study commenced with a focus on porting
the framework to the mobile platform by way of the Android SDK. Similar to 
the initial study, this second iteration was also divided into two phases. 

3.2.3.1 Phase 1
The first phase of the case study involved the porting of the stationary 
framework version to the mobile platform via the Android SDK. While it 
sounds simple in concept, it required a great amount of time and toil due to 
numerous developmental issues, which are also discussed. 

3.2.3.2 Phase 2
The second phase of the study was largely focused on the integration and 
running of performance tests for the mobile version. Easier said than done, 
once the process had indeed been completed the mobile version of the 
framework was run through its paces using the tests developed for the 
stationary versions, resulting in the acquisition of yet more crucial 
performance data, which lead to an approximate understanding as to whether 
the porting to the mobile platform had impacted the execution time. 

3.2.4 Generalization
Once both case studies had been completed, which came with the obvious 
benefit of large amounts of test data with regards to the performance of each 
version of the framework, said data was compared across the framework 

15



versions. This comparison was made in an effort to determine which 
circumstances, if any, had had an impact upon the execution time, and by 
extension the performance, of the framework as compared to the other 
versions.

From these comparisons conclusions could be extrapolated which, in a 
generalized manner, answered the research questions with which the thesis 
concerned itself. While, for instance, the measurements between the 
stationary and mobile frameworks could never be completely accurate down 
to the smallest integer, they did give a general idea as to how much the porting
of the framework to the mobile platform impacted its performance.

Lastly, a moment of reflection was had concerning the implications which the 
thesis had in areas such as ethics, sustainability and security, in addition to 
how the framework could be developed further in the future.

3.3 How do we measure performance
On the subject of performance, one definition term is the speed at which a 
program operates, i.e. the number of instructions the program can 
acknowledge and execute within a certain time frame. When comparing 
different programs, or algorithms within said programs, the difference in 
performance is often of interest. The alternative which can deliver reliable 
results in the least amount of time is always preferable to other, slower 
examples. The analysis technique known as Benchmarking is “the process of 
comparing operations in a way that produces quantitative results”[25, p. 25] A
single benchmark result entails the amount of time the task that is being 
benchmarked required in order to be performed, and is of little interest on its 
own. It is through the comparison of benchmarks, either from a single or 
several operations or programs, that information can be gleaned. Since the 
research questions the thesis seeks to answer revolve around comparing the 
difference in execution time of the developed database framework between 
operations on relational data as opposed to raw data, followed by a change of 
execution platform, the technique of Benchmarking was deemed an apt fit for 
measuring the performance of each iteration of the framework.

The analog equivalent of Benchmarking would be the use of a stopwatch, a 
practice steeped in the issues associated with human error. Thankfully, the 
java.lang.System class contains a static method called nanoTime(). This 
method returns the current value of the running Java Virtual Machine's high-
resolution time source in nanoseconds, letting the computer handle the 
starting and stopping of the metaphorical stopwatch and making human error 
a non-issue [24].

In order to observe which parts of the framework are affected by the different 
test scenarios, data calculation methods and change in platform, timers were 
implemented to measure the execution time of three particular processes:

• The continual polling of the database by a listener in order to acquire 
current values

• The fetching of, and in the case of the relational data, eventual 
calculation performed with, the current value fetched from a listener 
after a certain interval of time. In the case of raw data, as the value is 
directly fetched with no calculation in between, this time is negligible.
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• The receival and subsequent display of this calculated data

At any given time while the framework is running, there is a single View 
thread which handles the updating and plotting of graphs which track a 
certain type of data. Each of these graphs has a corresponding database 
listener which continually polls the database for the latest value available, with
each of these listeners running in its own thread, referred to as a Listener 
thread. At regular intervals the framework wakes up a dormant thread which 
is tasked with handling the retrieval of, and any possible operations on, the 
most recent value fetched from the database by a listener. Once this data has 
been retrieved by what we call the Processing thread, and the necessary 
operations have been performed upon it, it is sent to the View thread along 
with similar data from any other Processing threads, at which point the View 
thread updates the graphs.

All these threads, View, Process and Listener, implement a timer based on the 
nanoTime() method. Before they perform any of their assigned tasks, the 
current nanoTime() value is saved as a variable, with the nanoTime() value at
the time of the tasks terminus being saved as a second variable. These values 
are then given as arguments to a timer object, which subtracts the start time 
from stop time, resulting in a long representing the amount of nanoseconds 
which passed between initiation and termination, which is then stored in 
another database table. A flowchart showing the general timing process can be
seen below in figure 3.2. 

Figure 3.2: Flowchart showing the implemented process of execution time 
measurement

By storing and comparing the final values from a great number of successfully 
completed tasks, average times for each of the three processes within the 
framework can be acquired. By comparing these values across all versions of 
the framework, we can acquire a quantitative basis from which to answer the 
research questions. 
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4 Case study 1

This chapter describes the entire development and testing processes of the 
stationary versions of the data-handling framework. First, the development of 
the raw-data version of the stationary framework is described, along with the 
performance tests performed and their subsequent results. By walking 
through the development process and observing encountered issues, 
information crucial to answering research question 1 is acquired. Thereafter, 
the modifications done to the framework in order for it to handle relational 
data are explored in detail, along with the results from the tests performed on 
the relational framework version. A comparison of the test results from these 
two framework versions would later provide the basis for answering the first 
part of research question 2. 

4.1 Phase 1: Initial framework development and testing
In the following section the conceptualization and development of the original 
version of the framework, tasked with the handling and display of raw data 
fetched from a designated relational database, is described. Additionally, the 
results from the performance tests run on the raw data version are also 
presented.

4.1.1 Creating the basic framework structure

Figure 4.1: The structure of the framework
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The basic architecture of the framework consists of three interconnected 
layers; the View layer, the Stream Handling layer and the Data Source, or 
Listener layer. A visualization of this layout can be seen in figure 4.1.

The framework structure was designed in a bottom-up manner, starting with 
the T-SQL database. Knowing that data would have to be continuously read 
from the database, the first architectural layer to be designed was the Data 
Source layer, also referred to as the Listener layer, consisting of the Runnable 
class Database_Listener. 

Since the View layer, the next layer designed, would need to run continuously 
in addition to being connected to the Data Source layer, it would also 
implement the Runnable interface. Due to the fact that the two operational 
layers now implemented said interface, a third layer was needed to kick 
everything into motion. Therefore the Stream Handling layer, consisting of a 
single class called Data_Stream_Handler, was created. This particular class 
was created to shoulder the responsibility of starting the entire framework, 
and contains several different test methods, with the framework running in 
different ways depending on which method is called. These methods 
correspond to the test scenarios described in section 4.1.4.

With the basic architecture for the framework cemented, development moved 
on to the implementation of database polling.

4.1.2 Implementing database polling
The task of polling the relational database fell on the Data Source layer and, by
extension, the Database_Listener class. As the external database had been 
created through a variation of the SQL language, in this case T-SQL, the use of
JDBC seemed quite appropriate. Upon the class constructor being called, a 
call would be placed to a connection method within the class. This method 
would take the same URL, username and password which the constructor 
received as its parameters, and would through JDBC create a connection to 
the database. This connection would then be returned as a result of the 
method call, and bound to a private class variable. This process can be seen in 
figure 4.2.

Figure 4.2: Flowchart showing how connection to database is initialized

As the Database_Listener class implemented the Runnable interface, once 
the class was indeed run a JDBC statement would be created. This statement 
would be used in order to execute the query received by the class upon its 
construction. The results of the method call would, as previously mentioned, 
be bound to a local variable called result. The class would then repeat this 
process until it was either told to seize through a separate method call, or the 
entire program was shut down. 
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4.1.3 Data display method
As the framework would deal with continuous fetching and display of real-
time data, often tracking several types of data at once, the use of Simple text, 
Tables or Heatmaps[18, p 36] were quickly disregarded as insufficient to this 
particular context, which required the user to be able to follow the progression
of the tracked data types, as well as being able to see any possible correlations 
between them. Therefore, it was decided that the visualization would have to 
take the form of some sort of plot.

While data committed to a relational database is stored in tables consisting of 
several rows and columns, it can be desirable to have a way to analyze the data
without having to decipher the entire table structure. In such a case a visual 
approach can be implemented, often consisting of some form of graph. Due to 
the fact that the data visualized by the framework is continually updated over 
time, a connected graph was found to be the optimal choice.

A few different types of connected graphs were considered for the graphical 
representation of the data. Bar graphs were briefly considered for their ease of 
implementation, code-wise, but was soon rejected as it made it complicated 
displaying multiple data sets together. Instead, line graphs were used, since it 
is regarded as the most intuitive way of displaying data over time[18, p 45].

A decision was made to use a classic line graph as opposed to a slopegraph, 
mainly due to the fact that the framework, being based on the idea of 
continual visualization over an indeterminate time period, would need to track
several different forms of data at once. A line graph is well suited to 
illustrating the values of several series of data simultaneously, and is not 
restricted to showing changes between two specific time periods, unlike a 
slopegraph[18].

The classic multi-series line graph was discussed as the display method which 
the framework would implement. Going through Alberto Cairo’s checklist 
mentioned in section 2.2, a multi-series graph would possess the ability to;

• Present all the proper information, since all the data which the 
framework tracks would be presented on screen at any given time

• Allow for easy comparison between the entities in it, as the user could 
easily comprehend which data values were greater or lesser than others 
simply by interpreting the graphs position in relation to each other

• Help organize the information displayed, such as revealing to the user 
which entities are largest or smallest in arbitrary value, which would 
again be blatantly obvious by observing which graphs currently 
displayed greater values than others

• Make correlations and relationships easy to identify, by being able to 
see if certain graphs appeared to have a pattern which corresponded to 
that of another.

With these facts in mind, the classic multi-series graph did indeed seem an apt
choice with regards to the informational context of the framework. Examples 
of all the discussed visualization methods can be seen in figure 4.3.
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Figure 4.3: Example of visualization methods from “Storytelling with data”[18,
p 36] 

4.1.4 Designing the view
The View layer was constructed in the form of three classes layered on top of 
each other: a Graph window, Graph panel and Graph line, as seen in figure 
4.1 .

The Graph window class was the top level component, responsible for 
handling the general layout of the view, in addition to the communication 
between the View layer and the rest of the framework. It also contained the 
internal timer method responsible for redrawing the plots at regular intervals. 
The Graph panel class represented a graph showing one or more plots. 
Beyond displaying the plots, it also handled the scaling of the graph as 
dependent on the highest and lowest displayed value as well the size of the 
Graph window, with the plots being scaled accordingly. Lastly, there was the 
Graph line class, which represented a plot to be displayed as a line in the 
graph. The class consisted of a circular queue holding the values to be 
displayed, and the code for drawing them, given scaling parameters.

This version of the framework made use of two Graph panel instances: one to 
display real-time data with an update frequency of 60 values per second, and a
second one updating only once per second, giving a less finely detailed but 
more comprehensive view of the data over time.
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Each time a timer within the Graph window was triggered, new values for the 
plots from the Data Source layer. These values were then sent through the 
View layer, culminating in the updating of the used graphs and plots. 

4.1.5 Developing  test  scenarios,  associated  data  generation  and  a
measurement of performance

In order to determine how different scenarios affected the execution time of 
the framework, four tests were developed based on the combination of two 
varying circumstances:

• The number of different data trackers and corresponding graphs, with 
the options being either a single graph or five simultaneous ones, which
would require multiple concurrent Listener threads

• The amount of data sent to the database which the framework would 
have to track, which could put pressure on the T-SQL server hosting the
database, leading to longer query times 

The tests were run with the help of two separate execution platforms, with one
serving as client and the location of the T-SQL server, while the other handled 
the generation of semi-randomized data which was continually sent to the T-
SQL database.

Regarding data generation, a program was written which would generate 
semi-randomized data, i.e. random data values with inherent relevance to 
what was being tracked, in two different ways depending on the selected test 
load:

• In the case of Basic Load, each data generation thread was put to sleep 
for an interval ranging between 1 and 200 milliseconds after writing 
new data to the database, giving the framework a short respite

• In the case of Heavy Load, however, no such sleep interval was 
implemented, and as such the data generation program kept generating
and writing new data to the database as fast as computationally 
possible

•

On the subject of performance measurement, the development process halted 
due to the discovery of a critical issue: because to the multithreaded nature of 
the framework it would be exceptionally difficult to implement a stopwatch 
which spanned the entirety of the system while maintaining even passable 
accuracy.

In order to get a sense of how the execution tests changed between scenarios, 
timers based on the System.nanotime() method were inserted in order to 
measure the execution times of three key processes within the framework:

• The amount of time required for a Listener process to query the 
database via JDBC

• The amount of time required for the View thread to update all current 
graphs

A separate layer called the Timer layer, consisting of the class Test_timer, was 
implemented. The timers inserted throughout the framework would call two 
methods within this class with a System.nanotime() value as the parameter. 
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The first of these methods would register the start time of the method, while 
the other would register the time at which it had resolved.

Afterwards, a calculation method was called. The process through which a 
final average time was extracted is shown in figure 4.4. 

Figure 4.4: Flowchart describing the calculation of the average time required 
by a measured process

In order to maintain consistency all tests were carried out in the same 
environment; at the offices of Advanze Consulting Group, over their private 
Wi-Fi network. The platform used for running the framework and hosting the 
server was a Lenovo Ideapad Z546 running Windows 8.1, while an ASUS 
VivoBook K551 running Windows 7 was responsible for the generation of and 
writing of data to the database located on the server.

4.1.6 Creating a handler
While the entire framework was at this point runnable in a functional manner,
there was still a need for something to initialize all the required variables, 
forward the necessary parameters and start the processes which made up the 
framework. In order to alleviate these issues, the Stream handling layer was 
implemented by way of the class Data_stream_handler. The class contained 
two different methods, both of which started up the framework itself, with one
or the other being called depending on if the framework was intended to run 
with a singular or multiple graphs. 

4.1.7 Test results
On the opposite page are graphs representing the average time required by the
Listener and View layers, respectively, to perform their tasks during each of 
the four possible scenarios.

Beyond these is a table containing the results from the tests run on the initial 
version of the framework, also referred to as the raw data framework.
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Figure 4.5: The average time required by the Listener layer for each of the four
scenarios

Figure 4.6: The average time required by the View layer for each of the four 
scenarios

25



Test Name: Timer: Average time (ns):

heavy_load_multiple_graph_test_raw l_timer 10297120

heavy_load_single_graph_test_raw l_timer 4716922

light_load_multiple_graph_test_raw l_timer 389748

light_load_single_graph_test_raw l_timer 249780

heavy_load_multiple_graph_test_raw v_timer 30892

heavy_load_single_graph_test_raw v_timer 41397

light_load_multiple_graph_test_raw v_timer 26743

light_load_single_graph_test_raw v_timer 23517

Table 4.1: Test results regarding the raw data framework

For a key regarding the meaning of load and timer types, see appendix A.

4.2 Phase 2: Modification of framework to allow for handling of
relational data

Once the first version of the framework had been developed to the degree that 
it could be considered fully functional, it could serve as a comparison point for
the future version which concerned the calculation and display of relational 
data. This section describes the development and testing of this relational 
version of the framework. 

4.2.1 Changes made to the raw framework version
As the two versions of the framework, handling raw and relational data 
respectively, had much of their intended functionality in common, there was 
no need to develop the relational version from scratch. In fact, the 
development of a completely new framework would have made it unsuitable 
as a point of comparison with regards to the execution time.

Instead, the existing raw data framework was modified in a single but 
expansive way. An entirely new layer, referred to as the Calculation layer, was 
implemented in between the View and Listener layers. The Calculation layer 
consists of a single class which handles the extrapolation of relational data 
from the raw data the class receives from the Listener layer. The specific 
functionality of the class is described in detail in the following section.

The Stream handling layer was also modified in order to incorporate the 
Calculation layer into the execution of the framework, as was the View layer. 
Additionally, like the classes in the original layers, the calculation class 
implemented timers so that performance tests could be run on the layer.

4.2.2 Creation of new calculation methods
In order to extrapolate the desired relational data from two given numerical 
values, a method was implemented within a class called 
percentage_change_calc, based on the method described in 2.4.1. The 
method would use the given values in the equation for relational data, 
multiplying the result by 100 in order to acquire the percentual change. As an 
example, let us say that our baseline value was 100, and the recent value was 
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130. The result returned by the method would then be ((130-100)/100)*100 = 
30, which is the difference between the values as a percentage. This 
percentage was displayed by the framework, which informed the user that the 
particular value being tracked had experienced a 30% increase, as compared 
to the baseline. 

4.2.3 Test results
Below are three graphs showing the time used by the Listener, View and 
Calculation layer, during different testing circumstances. 

Further below is a table containing the results of the second round of tests, 
these performed on the relational version of the framework, can be seen. 

Figure 4.7: The average time required by the Listener layer for each of the four
scenarios
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Figure 4.8: The average time required by the View layer for each of the four 
scenarios

Figure 4.9: The average time required by the Calculation layer for each of the 
four scenarios
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Test Name: Timer: Average time (ns):

heavy_load_multiple_graph_test_relational l_timer 8879971

heavy_load_single_graph_test_relational l_timer 4977856

light_load_multiple_graph_test_relational l_timer 386692

light_load_single_graph_test_relational l_timer 249758

heavy_load_multiple_graph_test_relational p_timer 334

heavy_load_single_graph_test_relational p_timer 334

light_load_multiple_graph_test_relational p_timer 518

light_load_single_graph_test_relational p_timer 397

heavy_load_multiple_graph_test_relational v_timer 32204

heavy_load_single_graph_test_relational v_timer 35283

light_load_multiple_graph_test_relational v_timer 26426

light_load_single_graph_test_relational v_timer 20986

Table 4.2: Test results regarding the relational data framework

For a key regarding the meaning of load and timer types, see appendix A.
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5 Case study 2: 

This chapter shortly describes the porting of the framework to the mobile 
platform via the Android SDK. The focus is then shifted towards how 
performance tests were performed on the mobile version of the framework, 
and the changes that had to be made to those tests. Lastly, the test results with
regards to the mobile framework are presented. These are then compared to 
those from earlier tests, creating a basis from which the second part of 
research question 2 can be answered.  

5.1 Phase 1: Porting the stationary framework
This section presents the porting of the stationary framework to the Android 
SDK, along with the modifications which had to be made in order for the 
software to adapt to the mobile platform.

Beginning with the porting of the stationary version of the framework, along 
with the design of a completely new View due to the particularities of Android 
development. It also explores a major issue encountered with regards to how 
Android handles the UI, which is of importance when it comes to answering 
research question 1.

5.1.1 Required modifications
As the reinvention of the wheel is generally not a good indication of efficiency, 
the fact that most of the business logic present in the stationary framework 
version could be directly transferred to the Android SDK shortened the 
required development time considerably. There were, however, a few areas 
which required modification in order to function within the new environment.
First, all the methods used in the View layer to generate the graphical values 
had to be rewritten using Android-specific libraries. In addition to this, a 
completely new GUI had to implemented in order to display the graphical 
elements of the frameworks, which is covered in section 5.1.2.

Secondly, the database communication driver used in the stationary 
framework version was not supported by the Android SDK. As Microsoft does 
not provide any drivers for Microsoft SQL Server which allow Android 
applications to communicate with databases on said server, an open source 
equivalent known as jTDS JDBC Driver was employed in its stead, with very 
positive results [26].

5.1.2 Designing the Android view
In general, an Android application, as mentioned in section 2.3.1, which 
implements any form of GUI is built upon the basis of the backend being 
connected to a frontend through the use of so-called activities [29]. Due to 
this fact, the graphical view used in the stationary version of the framework 
was replaced by a number of these activities in order implement the same 
functionality. A new view was conceptualized on the foundation of three 
different activities, with the first two having the secondary goal of making the 
process of future performance testing more modular:

• A database login interface

• A performance test selection screen
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• The actual display activity presenting the graphical data

The first of these to be implemented was the login interface, in the form of the 
class MainActivity. The view component of the activity consists of two text 
input fields, one designated “username” and the other “password”, and two 
buttons labeled “Login” and “Cancel” respectively. The values entered into the 
fields are, upon the pressing of the “Login”-button, used as parameters by the 
activity in order to create a connection to the relational database. If the 
parameters are accepted, the application moves to the next activity. If 
something goes awry, the framework remains in the MainActivity, writing 
out a text prompt warning the user that the given credentials are incorrect. 
The visual aspect of the activity itself can be seen in figure 5.1. 

Figure 5.1: The class MainActivity in mid-execution

The second functionality implemented was the test selection screen via the 
class Mode_Selection_Activity. The graphical end of the activity consists of
two headers, each with two radio buttons located beneath them, along with a 
button labeled “Start Test”. The headers, as can be seen in figure 5.2, inform 
the user regarding the purpose of the radio buttons located below them, with 
the first group controlling how many graphs are used, i.e. how many different 
data types are tracked, and the second concerning which type of data, raw or 
relational, shall be displayed. When the “Start Test”-button is pressed, the 
framework starts one out of four possible tests depending on which radio 
buttons were selected at the point of execution. 
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Figure 5.2: The class Mode_Selection_Activity in mid-execution

Finally, the graph display was implemented in the form of a class called 
DisplayActivity, which corresponded to the View_window_manager in the 
stationary version of the framework. That is to say, it implemented a number 
of graphs, each representing particular tracked data type, along with being 
able to display either raw or relational data depending on the preference of the
user. A visual example of this activity, using a singular graph, can be seen 
below as figure 5.3. 

Figure 5.3: The class DisplayActivity in mid-execution, using the single 
graph setting

5.1.3 Issues with data display in the Android SDK
The Android platform requires apps to never block the UI Thread, and 
enforces this by throwing exceptions when certain blocking actions are called 
from the UI thread, such as any network call [34]. While the non-blocking of 
such threads is a good practice regarding development on any platform, in this
particular case it resulted in several issues when trying to port the stationary 
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version of the framework. For one, since initiation of the database listeners 
was originally done during the setup of the UI Thread, a straight transfer of 
the Java code to the Android SDK would no longer allow the framework to 
create the connection to the database that said listeners require in order to 
function. This due to the fact that the mentioned connection requires a 
network call to the database. In order to solve this particular issue, the 
creation of the database connection was instead moved to the run method of 
the Database_Listener class.

Additionally, in order to avoid blocking the UI thread, a change had to be to 
the way regular updates of the graphs were handled. Instead of using a simple 
while-loop in the DisplayActivity class, which would cause the UI thread to
be blocked, a solution using asynchronous tasks was implemented. After each 
update was completed, a new AsyncTask was created which would wait, as 
this is a blocking action, until the internal update timer had reached zero. At 
this point, the AsyncTask would once again cause the view to update the 
graphs. 

5.2 Phase 2: Implementing performance tests
This section describes the implementation of internal performance tests into 
the mobile version of the framework, along with how those tests differ from 
the ones performed on the stationary framework versions. Additionally, it also
goes into how the testing process was connected to the aforementioned view. 
Lastly, the results of these performance tests are presented. 

5.2.1 How performance tests were conducted on the mobile framework
In the stationary framework versions, the method calls necessary for the 
display of data ran as a singular, repeating sequence. In the Android SDK, 
however, this process had to be programmed as a cluster of independent 
methods. This due to the fact that the UI thread may never be blocked in 
Android.

Due to this, two separate timers were implemented in order to measure 
performance within the View layer: one measuring the time it takes for the 
View thread to receive values from the lower layers, and the other measuring 
the time it takes for the actual plots to be drawn. As only the first timer could 
possibly be impacted by the choice of raw or relational data, as well as the load
upon the database, it was run through all the different test scenarios used 
when testing the stationary framework version. The second timer, however, 
measured only the drawing of the plots themselves, and was therefore only 
influenced by the number of plots to be drawn. Due to this fact, only two 
performance tests, one with a singular graph plot and another with five 
separate ones, were run with that particular timer active.

The performance tests related to the Calculation and Listener layers were run 
in the same manner as they had been on the stationary framework versions.

The devices used during for these tests were the ASUS VivoBook K551 running
Windows 7 used previously, along with a Samsung Galaxy S5 smartphone 
running Android 6.0.1.
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5.2.2 Connecting the performance tests to the view
In order to make testing of the mobile framework modular, the selection of 
test settings was implemented through the previously mentioned 
Mode_Selection_Activity, specifically through the use of its radio buttons 
along with two boolean variables: single and raw. Depending on which radio 
buttons are selected, the nature of these boolean variables change. For 
instance, if the button denoted “Single graph” is selected, the value of single 
would be set to true. If instead the radio button reading “Multiple graphs(5)” 
was selected, i.e. a single graph would not be desirable, the value of single 
would instead be false, with the same idea applying to the radio buttons 
related to the choice of data type to display. When the “Start Test”-button is 
then pressed, the boolean values are sent along to the next activity, which in 
this case would be DisplayActivity. This activity, depending on what values 
it has received, then calls upon an instance of Data_stream_handler in order
to start the appropriate tests. 

5.2.3 Results of the tests run on the mobile framework
Below are three graphs representing the average time required by the Listener,
View and Calculation, respectively, during the four test scenarios. These 
graphs concern the tests performed with regards to relational data only.

Further below are two tables, presenting the test results from the tests run on 
the mobile framework version, with regards to raw and relational data, 
respectively.

Figure 5.4: The average time required by the Listener layer for each of the four
scenarios
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Figure 5.5: The average time required by the View layer for each of the four 
scenarios

Figure 5.6: The average time required by the Calculation layer for each of the 
four scenarios
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Test Name: Timer: Average time (ns):

heavy_load_multiple_graph_test_raw l_timer 85421513

heavy_load_single_graph_test_raw l_timer 33674012

light_load_multiple_graph_test_raw l_timer 38356635

light_load_single_graph_test_raw l_timer 27926332

heavy_load_multiple_graph_test_raw v_timer 367574

heavy_load_single_graph_test_raw v_timer 505838

light_load_multiple_graph_test_raw v_timer 377361

light_load_single_graph_test_raw v_timer 459041

Table 5.1: Test results regarding the mobile framework, raw data-handling

Test Name: Timer: Average time (ns):

heavy _load_single_graph_relational l_timer 74609039

heavy_load_multiple_graph_relational l_timer 83762452

light_load_multiple_graph_relational l_timer 52673853

light_load_single_graph_relational l_timer 24825590

heavy_load_multiple_graph_test_relational p_timer 5216

heavy_load_single_graph_test_relational p_timer 8783

light_load_multiple_graph_test_relational p_timer 5408

light_load_single_graph_test_relational p_timer 9548

heavy_load_multiple_graph_test_relational v_timer1 371356

heavy_load_single_graph_test_relational v_timer1 605928

light_load_multiple_graph_test_relational v_timer1 382360

light_load_single_graph_test_relational v_timer1 473266

Test Name: Timer: Average time (ns):

multiple_graph_test_drawing_view v_timer2 7016738

single_graph_test_drawing_view v_timer2 3270868

1 Measures only the view loading new values
2 Measures only the view redrawing itself

Table 5.2: Test results regarding the mobile framework, relational data-
handling

For  a  key  regarding  the  meaning  of  load and  timer types,  please  refer  to
appendix A.
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6 Results

This chapter presents the results from the case studies. The chapter is split 
into two main sections, each corresponding to one of the research questions. 

6.1 Issues encountered during development
This section presents the developmental issues encountered during the two 
case studies in order to provide a basis from which to answer research 
question 1. It is split into two subsections, with 6.1.1 being connected to the 
first case study, and 6.1.2 being associated with the second. 

6.1.1 Stationary issues
Throughout the development of the stationary framework, two particular 
categories of issues were frequently encountered:

• Those causing the data, which was intended to be received in near real-
time, to become outdated

• Those which could cause the user to misinterpret the data being 
displayed

The first of these categories came in the form of program latency, with the 
primary suspect being ineffectual program structure, which could cause the 
data to be caught in mid-process limbo long enough for it to be quite outdated 
by the time the framework displayed it to the user, at least in comparison to 
the speed at which the database received new values. This particular issue was 
mostly resolved through a lot of system restructuring throughout the thesis. 
The secondary suspect came in the form of network connectivity issues, which 
was encountered during days when the internet connection at the testing site 
was less than reliable. This, in turn, caused latency similar to the previous 
issue, with the distinction that while the data flowed quickly through the 
system, the framework itself could not fetch new values from the relational 
database at a pace anywhere in the vicinity of real-time. Regarding this issue 
there wasn’t much to be done but wait for the connectivity to improve.

The second major issue came from the choice of data display method, as a less 
than ideal display method could cause the user to misinterpret the data on 
display, and therefore drawing incorrect conclusions. As mentioned in section 
4.2.3, many different data display methods were tested before a final choice 
was made. A quality inherent in many of the discarded options was that they 
did not communicate the changes in data very well, along with being 
suboptimal at presenting the correlation between data types to the user.

6.1.2 Issues specific to the mobile platform
If we disregard the previously mentioned issues, which were also quite 
prevalent in the early versions of the mobile framework, the greatest sinner 
encountered during development was that of poor resource management. Due
to the fact that mobile platforms, even in the case of smartphones, generally 
have a smaller amount of computational resources at their disposal than an 
equivalent desktop platform, the mobile version of the framework suffered 
even greater computational latency than the stationary version. Through 
monitoring of the applications execution over time, it was found that the 
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platform occasionally put all threads but one to sleep when greater 
computational power was needed for the task at hand. This caused occasional 
freezes of the GUI, which would be sub-optimal when trying to display data of 
a time sensitive nature.

In addition to this, the issue of limited resources also extended to the power 
capacity of the device used for testing. In order to keep the device powered for 
periods exceeding an hour in length during testing, i.e. during the running of a
real-time data handling application which continuously streams data, the 
device had to be connected to a charger, severely limiting its portable nature.

6.2 Impacts upon execution time
This section presents the quantitative results acquired by comparing the test 
results gleaned from the performance tests performed on each framework 
version. First, the impact of using relational data, as opposed to raw data, is 
presented. Secondly, the impact of the platform change, from stationary to 
mobile, in this case to the Android SDK, is presented. The Android-related 
section is split into two more subsections, one observing the impact upon raw 
data and the other the impact upon relational data handling and display. 

6.2.1 The impact of relational data upon the execution in the stationary
version

The processing time recorded for the desktop version of the framework was 
very small, varying between averages of 334 to 518 nanoseconds for the 
different test runs. Compared to the total time it took for a database listener to
fetch a new value from the database, and the View to draw the new result, the 
processing time used by the Calculation layer accounted for less than 1% of 
that time. Due to the immense difference in scale between these values, a 
graphical representation has been omitted. 

6.2.2 The impact of platform change upon the execution time
The Android version of the framework was significantly slower on all fronts. 
The comparison of execution times between the mobile and stationary 
framework versions can be seen below, with the first subsection presenting the
difference between the frameworks with regards to raw data handling and 
display, and the second presenting the similar difference with regards to 
relational data handling and display. 

6.2.2.1 With regards to raw data
Fetching a single value with the Android version of the framework took several
times as long, compared to the stationary versions. Comparing the average 
time for a listener cycle with only one instance of Database_listener and a 
light database load gave an execution time increase around the 11180% mark.

Comparing the view was a bit less straightforward, since loading new values to
the view and drawing the plots happens as a single sequence in the stationary 
framework versions. On the mobile framework, however, they occur 
separately with an unknown timespan in-between. However, even while 
assuming a best-case scenario where loading values and drawing them 
happens in sequence with no time in-between, there is still an increase of 
around 15860% compared to the stationary versions execution time.

These comparisons can be seen in figures 6.1 and 6.2, respectively.
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Figure 6.1: Comparative graph concerning the time required by the Listener 
layer depending on the execution platform

Figure 6.2: Comparative graph concerning the time required by the View layer
depending on the execution platform

6.2.2.2 With regards to relational data
The execution times required by the View and Listener layers saw no 
significant change between the handling of raw data and relational data.

The Calculation layer itself saw a significantly smaller increase in execution 
time upon moving to the mobile platform, when compared to the increases 
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experienced by the View and Listener layers. When comparing the average 
execution time of both versions of the framework, with one database listener 
and light database load, the mobile framework version saw a 2405% increase 
in the measured processes within the Calculation layer.

This comparison can be seen in figure 6.3.

Figure 6.3: Comparative graph concerning the time required by the 
Calculation layer depending on the execution platform
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7 Discussion

This chapter analyzes the methods used in the thesis, the implications that 
follow along with them, and serves to answer each of the two research 
questions. Additionally, sustainability, portability and ethical aspects related 
to the thesis work are discussed. Lastly, possible paths for future development 
of the software created for the thesis are presented. 

7.1 Methods and their implications for the study
In this section, the particular method used for performance testing in the 
thesis, along with its implications, are discussed. This is then followed by a 
short analysis regarding the concepts of validity and reliability. 

7.1.1 Performance tests
The way performance was measured in the case studies, as described in 
section 3.3, brings with it some interesting implications. Due to how the 
testing method was set up, measuring the execution time of certain processes 
throughout the frameworks execution, a complete execution time for each 
version of the framework cannot be gleaned from said measurements. While 
this means that one cannot expect to be able to make an exact comparison 
between the framework versions down to each and every variable initialization
and method call, the method can still be used to show whether one framework 
is slower than the other by judging whether the time required for the major 
processes to execute has increased or decreased. The acquisition of an exact 
execution time that brings with it any details about how long each process 
took to execute is generally a nightmare to implement in any sort of 
multithreaded system, which were the grounds for the choice of testing 
method in the first place.

Additionally, due to how the data generation program was created, the data 
sent to the relational database for the framework to then fetch and display had
an element of randomness to it. While this could possibly cause a tiny 
fluctuation in the measured times, the fact that each performance test was 
comprised of 100 000 of such measurements makes this somewhat of a non-
issue, as any marginal fluctuation would average out over a sufficiently large 
sample.

7.1.2 Validity and Reliability
Here the concepts of validity and reliability are shortly discussed, in the 
manner which they relate to the credibility of the research conducted in the 
thesis. 

7.1.2.1 Validity
Validity, in respect to quantitative research, determines whether the research 
conducted truly measures what it is intended to measure [35]. At this point it 
apparent how the two case studies, and the performance tests in particular, 
address RQ2.

Additionally, both case studies provide input - in the form of issues 
encountered during the developmental stages of each study - for answering 
the research question related to what issues can arise when developing a real-
time data handling framework, RQ1.
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7.1.2.2 Reliability
Within the area of quantitative research, reliability is defined by Joppe 
(2000) as “The extent to which results are consistent over time and an 
accurate representation of the total population under study” [35]. If the results
from a study can be reproduced using a similar methodology, then the 
instrument used during the research can be considered reliable. For the 
performed case studies, a few things should be noted: First and foremost, the 
case studies, and the observations made during them, were based on the 
development efforts of the authors throughout the thesis, and is thus quite 
reliant on the skills and knowledge acquired by them during their time at the 
KTH Royal Institute of Technology. Due to this, it is possible that someone 
possessing different schooling or a different set of skills could arrive at 
another solution and, depending on their data collection method, another 
conclusion.

Secondly, as the performance tests were only conducted with a single pair of 
stationary platforms, along with a singular mobile device , due to time 
constraints, it is possible that a comparison between an older stationary 
platform model and a cutting-edge mobile device could indeed produce vastly 
different results.

7.2 Revisiting the research questions
This section addresses the research questions one at a time.

RQ1: What issues can arise when desired data, held within a continuously 
updated relational database, is fetched and visualized in real-time?

Based on the analysis of both case studies, specifically their developmental 
stages, the following issues were identified, as discussed in section 6.1.

Issues regarding the fetching and visualization of desired data in real-time:

1. Increased latency due to poor architectural forethought

2. Increased latency to network connectivity issues

3. Appropriate choice of data display method

4. Increased latency due to great strain placed on a platform with limited 
computational resources

5. Severe increases in power consumption due to constant streaming of 
data

Issue 1 and 3 need to be considered in the early stages of development, and 
can be avoided through research into known effective paradigms in their 
respective areas. Issue 2 is somewhat unavoidable, as the developer normally 
has little influence over the reliability of the connection provided by their ISP. 
Issues 4 and 5 can be marginalized through careful testing and effective 
system design, but will not be completely unavoidable simply due to the fact 
that when comparing cutting-edge stationary platforms to their mobile 
equivalent, the former has, on average, greater capabilities in terms of both 
computational power and battery life.

RQ2: If instead it is relational data, acquired through analysis and 
processing of the fetched data, that shall be visualized in real-time, how does 
this impact the execution time? Does the type of execution platform impact 
execution time?
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Starting with the first part of the research question, and taking into account 
the results from section 6.2 and Appendix A, we can observe that the 
processing time required to calculate the relational data only comprised 
around 0.15% of the total execution time, which can be counted as fairly 
insignificant. As if to cement this point further, the execution time of the view 
was actually 11% faster in the case of relational data as opposed to raw data. 
From this we can surmise that the choice to visualize relational data instead of
raw data in near real-time, does not in any significant way impact the 
execution time of the framework.

Moving on to the second part of the question, and once again using the results 
presented in section 6.2 and Appendix A, we can see that while the use of 
multiple graphs in the stationary framework versions only increased the 
execution time of the view by about 14%, the mobile framework experienced 
an increase in execution time bordering on 98%. The switch to relational data 
was very insignificant, accounting for less than 0.1% of the total execution 
time when compared to the processes measured in the View and Listener 
layers.

The increase in total execution time between the stationary and mobile 
platforms is however significant, with the increases in the respective areas of 
interest being as follows:

• The Listener layer experienced an average 11180% increase in execution
time compared to the stationary framework versions

• The Calculation layer experienced an average 2405% increase in 
execution time

• Lastly, the View thread experienced an average increase of 15860% in 
execution time

With these comparative measurements it can be said with great certainty that 
the type of execution platform does indeed impact the execution time, with the
choice of a mobile device being remarkably less efficient than that of a desktop
platform.

7.3 Sustainability
This section discusses the sustainability aspects related to the thesis. 

7.3.1 Data usage
Compared to other online streaming services, the database polling done by the
framework uses a similar amount of data. During the best-case scenario, the 
framework took an average of 24.8 milliseconds for each database reading, 
which constitutes about 40 database readings per second. With the default MS
SQL packet size being 4096 bytes, that brings the total data usage up to 0.55 
GB per hour [36]. If the packet size were to be reduced to 512 bytes, which is 
considered to be sufficient for most data transfers, the data usage drops to 
0,14 GB per hour. By comparison, the popular video streaming service Netflix 
uses 0.25 GB/h for low quality video, or 0.5 GB/h for medium quality [37]. 
From such a perspective, the data usage demanded by the framework might 
sound reasonable. However, for this comparison to work, we have to assume 
that the database polling would only be running while the user is actively 
looking. If an implementation would want to keep recording data even while 
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the app is not active, data usage quickly grows. If multiple values needs to be 
tracked, the data usage increases to even more astounding heights. As such, it 
is hard to justify the price required in order to acquire relational data in a 
general situation, and even more so if it is in the form of a mobile application, 
as mobile devices often have a monthly limit to their data usage. 

7.3.2 Portability
One of the biggest challenges for android developers is the sheer number of 
different versions of the android platform that are currently in use. As of May 
2, 2017, only about 7.1% of all active android devices were running Nougat, the
latest versions (7.0 and 7.1) of the operating system, with Lollipop (5.0 and 
5.1) being the most commonly used, running on 32% of the devices [38]. 
Because of this, a low minimum API was chosen for the Android version of the
framework, as building only for the latest version would not be representative 
of the average device. With Ice Cream Sandwich (4.0.4) as the minimum, the 
framework would be runnable on the vast majority of current Android devices.
Whether the hardware can keep up is also a factor. 

7.4 Ethics
Regarding the ethical aspects of the thesis, one of the main areas of concern is 
that of Advanze Consulting Group and their customers. In order to carry out 
the tests necessary for thesis progress further towards completion, Advanze 
Consulting Group supplied us with access to both relevant real-time data 
along with documentation regarding the tools involved in its provision. With 
most of this documentation being confidential, it involves an ethical aspect 
regarding the maintaining of the integrity and confidentiality of the involved 
parties. 

7.5 Future development
Despite the numerous tests performed, a lot of factors remain unexplored. To 
begin with, running tests on a larger number of mobile platforms could give 
more useful data on the potential the framework has on portable devices. An 
inquiry into possible optimization techniques could also potentially yield 
interesting results in the area of improving the execution times of all 
framework versions.

Since the work described in this report and its results are all about test data, a 
thorough investigation of testing and benchmarking methods would help 
improve the quality of the results of studies similar to one such as this.

Lastly, the further development of the framework in order for it to be able to 
interact with any given database through parameters given in the GUI could 
potentially spark the interest of commercial elements.
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Appendix A: Complete test results

Legend:

• heavy_load: Indicates that example data was put into the database at a high
frequency.

• light_load: Indicates that example data was put into the database at a low 
frequency with a semi-random delay between inserts.

• l_timer: Timer measuring the listeners execution time.

• p_timer: Timer measuring the data processing execution time.

• v_timer: Timer measuring the view updating and redrawing itself.

Desktop version results:

Test Name: Timer: Average time (ns):

heavy_load_multiple_graph_test_raw l_timer 10297120

heavy_load_multiple_graph_test_relational l_timer 8879971

heavy_load_single_graph_test_raw l_timer 4716922

heavy_load_single_graph_test_relational l_timer 4977856

light_load_multiple_graph_test_raw l_timer 389748

light_load_multiple_graph_test_relational l_timer 386692

light_load_single_graph_test_raw l_timer 249780

light_load_single_graph_test_relational l_timer 249758

heavy_load_multiple_graph_test_relational p_timer 334

heavy_load_single_graph_test_relational p_timer 334

light_load_multiple_graph_test_relational p_timer 518

light_load_single_graph_test_relational p_timer 397

heavy_load_multiple_graph_test_raw v_timer 30892

heavy_load_multiple_graph_test_relational v_timer 32204

heavy_load_single_graph_test_raw v_timer 41397

heavy_load_single_graph_test_relational v_timer 35283

light_load_multiple_graph_test_raw v_timer 26743

light_load_multiple_graph_test_relational v_timer 26426

light_load_single_graph_test_raw v_timer 23517

light_load_single_graph_test_relational v_timer 20986



Android version results:

Test Name: Timer: Average time (ns):

heavy _load_single_graph_relational l_timer 74609039

heavy_load_multiple_graph_relational l_timer 83762452

heavy_load_multiple_graph_test_raw l_timer 85421513

heavy_load_single_graph_test_raw l_timer 33674012

light_load_multiple_graph_relational l_timer 52673853

light_load_multiple_graph_test_raw l_timer 38356635

light_load_single_graph_relational l_timer 24825590

light_load_single_graph_test_raw l_timer 27926332

heavy_load_multiple_graph_test_relational p_timer 5216

heavy_load_single_graph_test_relational p_timer 8783

light_load_multiple_graph_test_relational p_timer 5408

light_load_single_graph_test_relational p_timer 9548

heavy_load_multiple_graph_test_raw v_timer1 367574

heavy_load_multiple_graph_test_relational v_timer1 371356

heavy_load_single_graph_test_raw v_timer1 505838

heavy_load_single_graph_test_relational v_timer1 605928

light_load_multiple_graph_test_raw v_timer1 377361

light_load_multiple_graph_test_relational v_timer1 382360

light_load_single_graph_test_raw v_timer1 459041

light_load_single_graph_test_relational v_timer1 473266

multiple_graph_test_drawing_view v_timer2 7016738

single_graph_test_drawing_view v_timer2 3270868

1 Measures only the view loading new values
2 Measures only the view redrawing itself
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