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Abstract

Object manipulation is a complex task for robots. It often implies a
compromise between the degrees-of-freedom of hand and its fingers
have (dexterity) and its cost and complexity in terms of control. One
strategy to increase the dexterity of robotic hands with low dexterity is
called extrinsic manipulation and its principle is to exploit additional
accelerations on the object caused by the effect of external forces. We
propose a force control based method for performing extrinsic in-hand
object manipulation, with force-torque feedback. For this purpose, we
use a prehensile pushing action, which consists of pushing the object
against an external surface, under quasistatic assumptions. By using a
control strategy, we also achieve robustness to parameter uncertainty
(such as friction) and perturbations, that are not completely captured
by mathematical models of the system. The force control strategy is
performed in two different ways: the contact force generated by the
interaction between the object and the external surface is controlled
using an admittance controller, while an additional control of grip-
ping force applied by the gripper on the object is done through a PI
controller. A Kalman filter is used for the estimation of the state of the
object, based on force-torque measurements of a sensor at the wrist of
the robot. We validate our approach by conducting experiments on a
PR2 robot, available at the Robotics, Perception, and Learning lab at
KTH Royal Institute of Technology.
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Sammanfattning

Att greppa och manipulera objekt är en komplex uppgift för robo-
tar. Det innebär ofta en kompromiss mellan hand och fingrars frihets-
grader (fingerfärdighet) mot reglersystemets kostnad och komplexitet.
Extrinsic manipulation är en strategi för att öka fingerfärdigheten hos
robothänder, och dess princip är att utnyttja accelerationer på objektet
som orsakas av yttre krafter. Vi föreslår en metod baserad på att regle-
ra kraft för hantering av objekt i handen, genom en återkoppling av
kraftmomentet. För detta ändamål använder vi en prehensile pushing
action, där objektet puttas mot en yta, under kvasistiska antaganden.
Genom att använda en reglerstrategi får vi en robusthet mot paramet-
rars osäkerhet (som friktion) och störningar, vilka inte beskrivs av sy-
stemets model. Kraftkontrollstrategin utförs på två olika sätt: kraften
mellan objektet och den yttre ytan styrs med en admittance controller
medan en ytterligare styrning av applicerad gripkraft på objektet görs
med en PI-reglerare. Ett Kalman filter används för att estimera objek-
tets tillstånd, baserat på mätningar av kraftmoment via en sensor vid
robotens handled. Vi utvärderar vårt tillvägagångssätt genom att ut-
föra experiment på en PR2-robot vid KTHs Robotics, Perception och
Learning Lab.
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Chapter 1

Introduction

Object manipulation is a simple and intuitive task for us. We throw,
grasp, rotate or push objects everyday without even need to think
about it. But, in fact, it is a complex problem, addressed in robotics
for a long time. Advances in material engineering are allowing the de-
velopment of robotic hands more similar to ours, but as the similarity
increases so does the building cost and complexity in terms of control.
This compromise between intrinsic dexterity and complexity/cost can
be overcome by developing strategies for increasing the dexterity of
simple hands. One solution to this is to exploit several contact points
between the object and the hand, generating motion on the object and
allowing it to be grasped in a different way. This strategy is called in-
hand manipulation and it became a recurrent topic in the literature in
the 1980s.

Many approaches regarding in-hand manipulation rely on detailed
mathematical models of both the object and the hand, from which the
trajectories for the fingers that would allow the object to be regrasped
in the desired way are planned. The problem with this is that, if no
sensors are used, there is no way to detect and compensate any unde-
sired motion of the object, which would ruin the plan. These unde-
sired motions can occur, for instance, due to the presence of friction
between soft fingertips of the hand and the object, which is tricky to
properly model. Even with visual feedback the problem may not be
solved, since the system is always prone to partial or total occlusions
or might be under deficient light conditions that doesn’t allow a pre-
cise estimation of how the object is being grasped or if it is following
the desired trajectory.

1



2 CHAPTER 1. INTRODUCTION

The work developed in this project aims at increasing the dexterity
of simple robotic hands, using a close-loop control scheme, based on
force and torque measurements from sensors located at the wrist and
fingertips of the robot, while exploiting an additional contact point be-
tween the object and an external surface to generate forces - i.e., extrin-
sic in-hand manipulation -, allowing it to be repositioned at the robot’s
hand even under unmodeled friction conditions.

1.1 Project goals

The goal of this master thesis is to design and implement a force con-
trol scheme that allows to perform extrinsic in-hand object manipu-
lation using an external surface, by pushing the object against it. The
control strategy should receive force-torque measurements from a sen-
sor located at the wrist of the robot’s arm, and use them for force con-
trol. The object state should also be estimated using these measure-
ments.

Additionally, the strategy must include control of the gripping force
applied at the object by the fingertips, which also has force sensing ca-
pabilities. The purpose of controlling the gripping force is to have the
fingertips acting as a break on the system, by increasing friction forces
at the system as the object approaches the desired pose.

The control strategy is then implemented in C++ using the Robot
Operating System (ROS), and tested on a PR2 robot, available at Robotics,
Perception and Learning (RPL) department.

1.2 Notation

In this section we briefly discuss the notation used throughout the re-
port. Scalars are regular lower-case letters from the latin or greek al-
phabet (e.g. f , x, α, etc.). Vectors are similar to scalars but are written
in bold (e.g. f , p, r, etc.), while matrices are in bold and with capital
letters (e.g. R, T, etc.). In unit vectors we include a hat (̂.) (e.g. x̂, ŷ, k̂,
etc.), and for time derivatives a dot ˙(.) (e.g. ṗ, ẋ, ẋ, etc.). We also use
bottom-right subscripts for indicating the direction of a component of
a vector (e.g. fx, py, etc.), and top-right for timesteps (e.g. xt, pt, lt, θt,
etc.). Subscripts on the left represent frames. Other relevant notations
are clearly explained when used.
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1.3 Problem formulation

The system considered in this work has three relevant components:
the object, the gripper, and the surface (see Figure 1.1). From these
three components, we get two contact points, one between the grip-
per (fingertips) and the object, and other between the object and the
surface. We formulate the problem as 2-dimensional, given that, for
parallel grippers (such as the one shown in Figure 1.2), the object can
only slide in two directions, and rotate along one.

Figure 1.1: Visualization of the system considered in the work. It con-
sists of 3 components: object (red), surface (brown) and gripper (or-
ange, here represented by the gripping point). The state/pose of the
object is defined as the length l of vector from the gripping point to the
contact surface, and the angle θ that it makes with the surface’s normal
direction ŷ.

The object is modeled as a thin rod and we define its pose (or state)
as being the length/distance l from the gripping point (the point where
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the gripper is holding the object) and the contact point, and the angle
between the object and the gripper. To make things simpler, we con-
sider that during the task the orientation of the gripper is constant and
known, relative to a world frame. This consideration allow us to re-
duce the orientation of the object to the angle θ that it makes with the
surface’s normal. Summing up, by knowing the length l and the angle
θ, we know the pose of the object in a reference frame, for a fixed (and
known) orientation of the gripper and, as previous stated, the goal is
to used the contact forces at the surface to change this two variables
until they reach some desired values ld and θd, respectively.

Figure 1.2: Parallel gripper attached to PR2, the robot available at the
Robotics, Perception and Learning department that is used for the ex-
perimental part of the project.

The parallel gripper has two soft fingertips, capable of measuring
forces in their normal direction, and a force-torque sensor located at its
wrist. Finally, we use a planar surface with known parameters, i.e., we
assume that we know where the surface is located and what its normal
direction is. This assumption simplifies the estimation of the state of
the object, since the distance from the gripping point to the surface is
always known.

We assume that it is possible to directly control the position (x, y)
of the gripping point, as well as the force N with which the gripper
grasps the object (gripping force), i.e., our control variables are x, y,
andN . The contact force at the surface is generated by pushing the ob-
ject against it. This action is denominated as prehensile-pushing (see
Figure 1.3 for some examples), and it is explained with more detailed
in Chapter 3.
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Figure 1.3: Some examples of prehensile-pushing actions (source:
Chavan-Dafle et al. [12]).

1.4 Assumptions & Delimitations

From the previous section it’s possible to gather some assumptions
that are taken throughout this work. In this section we enumerate the
most relevant ones, and their main implications.

• We consider a two-dimensional representation of the system, due
to the gripper configuration (parallel gripper) and the object used
(modeled as a thin rod), which partially restrains the object. In
this situation we reduce the degrees-of-freedom for the motion
of the object from 6 (3 for translation and 3 for rotation) to 2 (1
for translation, l, and 1 for rotation, θ);

• Throughout the work we follow a quasistatic assumption, given
that motions happen at low velocity with approximately null
accelerations. This assumption allows us to ignore the inertial
properties and to consider a balance of forces and torques in the
system. Gravity effect on the object is also ignored;

• The robot requires a force-torque sensor located at the gripper,
and force sensors at each of the fingertips;

• We assume that the surface is planar (e.g. table) and that we have
complete knowledge of the its position and orientation. As so,
we can directly use force and torque measurements to estimate
the current state of the object.
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1.5 Outline

The report starts with a overview of the related work regarding object
manipulation using external forces in Chapter 2. In Chapter 3 we pro-
vide some theoretical background about the physics of the problem,
friction models and a brief arm control theory for a better understand-
ing of the approach followed in this work. This approach is explained
in detailed in Chapter 4. In this chapter, besides the design of the used
controllers and estimators used in the work, we also give the motiva-
tions, advantages and disadvantages that led to the choices made. The
experiments and their results are shown and analyzed in Chapter 5.
In Chapter 6, we discuss the main results of the work, as well as some
remarks about future work and possible improvements.



Chapter 2

Related work

Object manipulation is far from being a novel topic in robotics. Most
of the main theoretical contributions comes from 1980s, but way be-
fore that, in 1876, Reuleaux [38] introduced the terms “form-closure”
and “force-closure”. In simple terms, form-closure happens when an
object is prevented from moving due to the geometrical distribution of
contact points, while force-closure refers to the capability of the con-
tact points introducing wrench, i.e., forces and/or torques, into the ob-
ject, canceling disturbing wrenches (e.g. gravity) and keeping the ob-
ject restrained. Reuleaux also proved that at least four contact points
were sufficient to achieve form-closure in planar motions, and a cen-
tury later, in 1978, Lakshminarayana [29], based on the work of Somov
[41], proved that a minimum of seven contact points were need for the
same end for general cartesian space.

More importantly, Lakshminarayana also introduced the concepts
of partial form and force-closure, concerning situations where the con-
tacts only restrain the object in certain direction, leaving the others
free for motion. These concepts led to important works, such as the
ones developed by Salisbury ([39, 27]), one of the first to apply this
knowledge to robotics, and object manipulation in particular. Salis-
bury formulated form-closure as a series of constraints regarding the
system’s kinematics/geometry as well as the internal and interaction
forces between the object and a mechanical hand, using screw theory
([19]). After that, relevant contributions from several authors started to
appear, one after the other. In 1988, Brock [9] studied how to perform
a controlled slipping of an object within a mechanical hand. More pre-
cisely, Brock analyzed the possible motions that the object could have

7
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when slipping, and concluded that these motions were a function of
some control variables, such as grasping force and externally applied
forces. Brock’s conclusions served as a strong theoretical contribution
for following work regarding dexterous in-hand manipulation. One
year before, Tournassoud [42] had proposed a solution for the regrasp-
ing problem for robots with parallel end-effector, which consisted of
placing the object on a table surface in an intermediate pose, so that it
would be possible to grasp it again in the desired way.

Further analysis and testing of form and force-closure (A. Bicchi
[8], Trinkle et al. [43]), planning (A. Bicchi et al. [7], Trinkle et al. [44],
Cherif et al. [15], Han et al. [22]) and controlling (A. Cole et al. [17,
16], A. Bicchi et al. [7]) for sliding (and then rolling) motions for in-
hand manipulation became popular research topics in the late 1980s
and through the 90s. Planning and controlling of dexterous manip-
ulation consisted of determining the trajectories of the fingers - fin-
ger gaiting - to achieve the desired grasp of the object, and required
complete knowledge about contacts, object shape and inertial proper-
ties. In 2000, Okamura et al. [36] presented an overview of dexterous
manipulation, where he formulated the problem in terms of kinemat-
ics, contact types, motion planing, control frameworks (high, mid and
low-level), and also pointed out some of the relevant limiting factors
regarding both hardware and software at that time.

More recently, N. Chavan-Dafle et al. ([13, 12]) gave another life
to Brock’s work and reformulated the problem focusing on dexter-
ous extrinsic in-hand manipulation, i.e., re-positioning the object on
the robot’s hand using not only interaction forces from the contacts
between the hand and the object, but especially forces generated by
an external source. Their work proved that it was possible to per-
form complex in-hand manipulation using simple grippers. In [13],
the authors start by dividing the possible motions into three different
categories: quasistatic, passive dynamic, and active dynamic actions.
Quasistatic actions rely on external contacts, such as a flat surface, to
help achieve the desired grasp. Pushing primitives (and most of the
work referred in this chapter so far) fall in this category, which can
be done with only kinematic knowledge of the system. In [11], they
explore even further this concept, and provide an extensive analysis
of the pushing primitive that the authors denoted as prehensile push-
ing, which is also the core of this thesis project. Other examples of
work using quasistatic actions are D. Almeida [3], N. Chavan-Dafle et
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al. [14], H. van Hoof et al. [25], and H. Marino et al. [34]. Passive
dynamic take advantage of the constant and always present source
of acceleration that gravity is, generating wrench on the grasped ob-
ject, and consequently making it possible to regrasp it. Erdamann et
al. [20, 21], Bai et al. [6], and F. Viña [5] are examples of regrasping
work that use such principle. Active dynamic motions require precise
knowledge about inertial properties of the system and use fast motion
with high accelerations. Despite complex, these actions allow almost
human-like object interaction, such as throwing and catching, Abroaf
et al. [1, 2], Vose et al. [46], and Sintov et al. [40]. Due to the difficulty
of obtaining precise inertial models of the overall the system, some of
these method rely on machine learning methods, and as so, require
some type of training data.

Another important factor in in-hand manipulation is the type of
contact between the fingertips and the object. For instance, the use of
soft fingertips makes this a frictional soft contact point ([12]), which
implies not only friction forces but also friction torque/moments pro-
portional to the area of contact and load. Howe et al. [26] studied
these contacts in 1988, and concluded that the limit friction surface
(which inside correspond to the shear-torque region where there is no
slippage on the contact) is approximately elliptical, but a linear ap-
proximation can also be used for some specific tasks. If shear and
torque applied to contact are outside the limit friction surface, we’ll
get slippage. In 1998, N. Xydas et al. [47] provided a deeper math-
ematical framework to understand these contacts and validated their
work with experiments with fingertips of different materials. Friction
limit-surface models such as the ones proposed in [26] and [47] have
been used to detect and/or avoid object slippage (G. Maria et al. [32,
33], A. Cavallo et al. [10], F. Viña [5]).

This work takes the main concepts described in [13, 12, 47, 5], with
the goal of performing extrinsic in-hand manipulation using a table
surface and controlled grasping force applied by soft fingertips, to act
as a smooth break to stop object slippage when it reaches the desired
pose. To the best of our knowledge, the most related work to this
project is done by A. Holladay et al. [24], where it controls the piv-
oting of an object modelled in similar way as we do, also using a table
surface to create an extra contact point. Despite that, our works dif-
fers in several ways. Holladay considers a rigid contact point between
the fingertips and object, has no feedback regarding the objects pose
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(planning and control is done in open loop based on a known initial
pose), and provides a planning strategy that optimizes arm trajectory.
In contrast, our approach is close-looped, using force and torque mea-
surements to estimate the object’s pose online, and considers a soft
contact point between the object and fingertips, which adds an addi-
tional control variable to adapt wrench magnitude during the task, but
relies on a much simpler trajectory planning, given more focus to the
control of the gripping force to reach the desired grasp.



Chapter 3

Physics of extrinsic in-hand ma-
nipulation

In this chapter we discuss the concept of extrinsic in-hand manipula-
tion of objects, and how it can compensate the low dexterity of sim-
ple grippers in re-grasping tasks. We provide an overview of the dif-
ferent kinds of in-hand manipulation and the physical principles and
constraints that they exploit to achieve manipulation such as inertial
forces, friction, and contact with external surfaces.

3.1 Overview of in-hand manipulation

In-hand manipulation consists of using the fingertips of a gripper and
the contact forces that they generate to perform object manipulation.
Even though this is a very intuitive task for humans, the fact that it
depends on many physical principles, which depend on the object’s
properties, makes it a complex task for robots to perform. This com-
plexity strongly depends on two factors: the physical properties of
object itself (size, weight, form, etc.) and choice of gripper and its me-
chanics, which influences the set of in-hand manipulation tasks that
the robot can perform.

N. Rahman et al. [37] claim that there are two main types of grip-
pers commonly found in recent research work: bio-inspired or human-
like hands and industrial grippers. While bio-inspired are capable of
performing a wider variety of tasks, due to their high dexterity, they
are also highly complex in terms of design and control, and require
high quality components in order to achieve good precision, speed

11
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and performance in general, which basically means that they are ex-
pensive. In Raymond et al. [31], the authors describe the increasing
importance of such gripper, pointing their main advantages and disad-
vantages, and showing some of the manipulations tasks that are pos-
sible to achieve with these grippers, such as in-grasp manipulation,
finger-pivoting/tracking, rolling and sliding (see Figure 3.1). Mattar
[35] provides a survey of bio-inspired robotic hands, including design,
hardware, control strategies for the fingers, and new applications re-
lated to these types of grippers, such as using artificial muscles to re-
place servo-motors and achieve more human-like hand motions.

(a) (b) (c)

Figure 3.1: Some of the in-hand manipulation tasks described
in Raymond et al. [31]. (a) In-grasp manipulation; (b) finger-
pivoting/tracking; (c) rolling and sliding.

On the other hand, industrial grippers are much simpler, usually
they exhibit a simpler mechanical design with 2 or 3 degrees of actua-
tion, which makes them easier to control and with lower costs, while
maintaining high precision for some types of industrial tasks. There
are a number of strategies one can employ to compensate the lower
dexterity of industrial grippers. One consists of using additional grip-
pers to grasp the object at multiple locations in order to manipulate it
in many other ways that are impossible with just one gripper. Another
strategy is to use external forces, such as gravity or contact forces with
external surface, that allows the object to pivot, slide, roll, etc..

Despite the type of manipulator chosen, robot manipulation is cur-
rently a research trend due to the fact that the use of robots, and robotic
arms, is becoming more and more common for every day tasks and
not only for industrial purposes. Robots are being integrated in hu-
man environments, which causes a need for strategies that allow them
to show a more human-like behaviour, and by using these strategies,
robots are able to enlarge their set of manipulation tasks without a con-
siderable increase of their complexity or cost. The work developed in
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this thesis project focus on the cases where only one gripper is used,
and dexterity is increased by using external forces generated by con-
tact with an external surface, as well as by controlling the gripping
force. The next sections of this chapter discuss in more details the con-
cept of re-grasp actions.

3.1.1 In-hand manipulation using external forces

As said before, extrinsic in-hand manipulation consist in using exter-
nal forces to improve the dexterity of simple industrial grippers, such
as the one shown in Figure 1.2. These actions are discuss in detail in
Chavan-Dafle et al. [13], in which the authors define three main types,
consisting of:

• Quasistatic with external contacts: it exploits contacts with the
environment (e.g. place-and-pick, prehensile pushing, roll-on-
ground);

• Passive dynamics - it takes advantage of the gravity force (e.g.
roll-to-fingertips, roll-to-ground, pivoting);

• Active dynamics - the robot performs fast movements that intro-
duce accelerations to the object (e.g. throw-to-palm, throw-to-
fingertips, throw-and-flip).

Some examples of these actions are shown in Figure 3.2. As it
is possible to understand, the main difference between them is the
dynamics of the system, i.e., the importance of the transient during
the motion of the robot/object. Tasks that rely on “active dynamics"
require well determined second order dynamical model, using high
accelerations to reposition the object during the motion of the robot.
This also means that the control of the system has to be done at high
rate, with feedback with low noise to signal ratios. On the other side
of the spectre,“quasistatic" tasks can be achieved with low accelera-
tions, with the system evolving at approximately constant velocities,
and with no knowledge about the system’s inertial properties being re-
quired. Extrinsic manipulation using external forces, prehensile push-
ing in particular, can be done with almost null accelerations and as so
fits in this quasistatic category. This property allows us to make useful
simplifications in the problem formulation, such as ignoring inertial
properties of both the gripper and object.
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(a) (b) (c)

Figure 3.2: Main types of re-grasp actions referred at Chavan-Dafle et
al. [13] (a) Quasi-static: prehensile pushing (top) and roll-on-ground
(bottom); (b) Passive dynamic: roll-to-fingertips (top) and roll-to-
ground (bottom); (c) Active dynamic: throw-to-palm (top) and throw-
and-flip (bottom);

3.1.2 Prehensile pushing

Prehensile pushing consists of pushing the object against an external
contact surface to change the its relative pose relative to the gripper, as
illustrated in Figure 3.2a. This is the principle chosen for the purpose
of this project, i.e., the gripper will hold the thin rod at a certain point,
where it applies a controllable gripping force, and push it against a
surface - e.g. a table or wall - which will create external forces that
allow the rod to translate and/or slide, ending up at the desired posed
relative to the gripper. How forces and torques act in each part of the
system is studied and discussed in Section 3.3.

Chavan-Dafle et al. [11] studies extensively this action, considering
all forces involved in the process. An example of the action is shown in
Figure 3.3 for two types of external contacts. Their idea is to present a
set of equations/constraints that represent the prehensile push action,
such that it’s possible to predict the motion of the object relative to the
gripper when a pushing force against a external contact is applied.

They formulate the following set of constraints that the prehensile
push is subject to (equations are omitted for simplicity):

• Newtonian mechanics: pushing the object against the external
contact points introduces forces in the system that have to follow
Newton’s laws, i.e., "the acceleration of the object results from the
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total wrench applied on the object by the internal grasp forces,
the forces at the external pusher, and gravity", as it is stated;

• Rigid body constraints and motion of the pusher: since the object
is rigid, all the contacts have to move synchronously;

• Unilateral contacts: The contact points can only push and not
pull the object;

• Frictional force: linear approximations of Coulomb’s law and of
the Maximum Dissipation Principle are assumed, with respect to
the normal force, tangential frictional force, and tangential accel-
eration at each contact point;

• Contacts with complex geometries: the contacts are modeled as
a set of discrete rigidly attached frictional points, whose rigidity
must be maintained.

With the corresponding constraints and equations, they formulate a
mathematical problem which solution corresponds to the state of sev-
eral of the components of the system (e.g. forces, torque, linear and
angular accelerations, etc.), and consequently determine its evolution
over time. To solve this problem, the authors state that it has the form
of a linear complementary problem (LCP) (Cottle et al. [18]) and then
reformulate it as a quadratic optimization problem in order to solve
it. Finally they validate their framework comparing the evolution of a
simulated system with the results obtained in physical experiments. In
one of the experiments, they estimate and measure the pushing force
necessary to break the grasp of the object as a function of the gripping
force applied by the fingers of the gripper. This experiment is relevant
for this project because in order for the object to slide at the gripper the
grasp has to be broken, and the required external force is related to the
gripping force applied by the gripper at the object. The results of that
experiment are shown in Figure 3.4.

Chavan-Dafle et al. [11] gives us a very complete framework that
is particularly useful for simulation purposes. The problems start,
though, when there is high uncertainty in the system, making the sim-
ulation less reliable. One common source of uncertainty in these sys-
tem is friction, which is exactly one of the key components of the sys-
tem studied in this thesis project, more precisely friction generated at
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the contact between the gripper, the object and the surface. This im-
plies that modeling the system in a realistic way is almost impossible,
which forces us to design a control strategy that is able to cope with all
these uncertainties without deteriorating its performance.

Figure 3.3: Examples of prehensile push actions with two different
types of external contacts: (a) a single contact point is considered, mak-
ing the object rotate and slide; (b) a line contact is used this time, caus-
ing only sliding (source: Chavan-Dafle et al. [11])

.

3.2 Contact modeling

This brings us to next topic - contact modeling - where we present
some basic theory about friction and friction models, and how we can
use it to perform extrinsic manipulation. As you can see in Figure
3.4, prehensile pushing requires the grasp to be broken in order for
the object to either slide or rotate, and for that we need to apply a
certain (pushing) force. The magnitude of this force is proportional
to the load/gripping force applied by the fingertips on the object and
there are several ways to model this dependency. In this section we
explain how friction works and present some common friction models
for both contacts between fingertip and object, and between the object
and surface.



CHAPTER 3. PHYSICS OF EXTRINSIC IN-HAND MANIPULATION 17

Figure 3.4: Comparison between the simulated and experimental
pushing force needed to break the grasp of the object as a function
of the gripping force applied at the object by the gripper (source:
Chavan-Dafle et al. [11]).

.

3.2.1 Friction models

Modeling friction is one of the most difficult and complex physics
problem. This is mainly due to the irregularity of surfaces (see Figure
3.5), that cannot be perfectly replicated into a mathematical model.
Furthermore, friction between two components may not be constant
along their surfaces, since asperities can be different in those regions
due to, for instance, wear or dust. Depending of the characteristics
of a contact, one can model it in a simpler or more complex way. In
Armstrong-Hélouvry et al. [4], the authors talk about models of me-
chanical friction, an analysis of the models, and friction compensation
methods.

The common knowledge about friction states that it is caused by
the deformation of the asperities when some load is applied, increas-
ing the total area of contact. In other words, this means that the mag-
nitude of the friction force is proportional to the load (normal force
between surfaces). The simplest way of modeling friction is by using a
Coulomb model. This model states that friction is a constant function
of the relative velocity between the two contact surfaces, only chang-
ing its signal depending on the velocity’s direction (friction has to op-
pose movement). This characteristic is plotted at Figure 3.6. With this
model, any object will remain still until the magnitude of the applied
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Figure 3.5: A realistic representation of the contact between two sur-
faces, showing the microscopic irregularities in both part A and B of
the contact (source: Armstrong-Hélouvry et al. [4]).

force equals or exceeds the maximum friction force - static friction -
given by µsN , where N is the load, and µs the coefficient of friction
between the two surfaces.

Figure 3.6: Characteristic of Coulomb friction force model (source:
Armstrong-Hélouvry et al. [4]).

The Coulomb model, due to its simplicity, does not correctly de-
scribe the friction for general mechanical systems. In most cases, fric-
tion also also varies in magnitude with velocity, usually increasing
proportionally to the it (and not kept constant as in the Coulomb model).
Figure 3.7 shows some examples of models based on the Coulomb
model with some adaptations to include this behaviour. Coulomb
model with viscous friction -Figure 3.7a- models friction as a linear
function of sliding velocity between surfaces for values different from
zero, in which the slope appears due to the viscous friction added to
the model. The models in Figures 3.7b and 3.7c include a decrease of
the friction force when the surfaces start to slip: Coulomb model with
viscous and extra static friction does it by adding a discontinuity when
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the sliding starts to occur, which makes the friction force immediately
decrease, and increasing after that due to viscous friction; the Stribeck
friction model - 3.7c- does the same but instead of considering a dis-
continuity, it adds a negative viscous friction that makes the decrease
of friction force smoother for low velocities.

Figure 3.7: Characteristics of variants of Coulomb friction force
(source: Armstrong-Hélouvry et al. [4]): (a) Coulomb model with
viscous friction for velocities different from zero; (b) Coulomb model
with viscous friction and extra static friction at zero velocity; (c)
Stribeck friction model, with negative viscous friction for low veloc-
ities.

The three models shown in Figure 3.7 follow, with more or less de-
tail, a general approach regarding how friction evolves as a function
of the sliding velocity between surfaces. A friction model should con-
sider four regimes (Figure 3.8):

• Regime I - No slippage between surfaces. The surfaces are still
related to each other because the acting force is smaller than the
static/break-away friction force to enter Regime II. This regime
may also consider some initial elastic deformation;

• Regime II - The applied force overcomes the static friction and
the surfaces slowly start to slide. The friction force is similar to
the static friction force at the end of Regime I;

• Regime III - Partial fluid lubrication occurs, smothering the con-
tact between asperities, and decreasing the friction force;

• Regime IV - Viscous friction starts to kick in, increasing total fric-
tion force due to effects such as drag.

Our problem, consisting of quasistatic actions with low accelera-
tions and slow motions, most of the time will be either in Regime I or
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II. Friction effects related to Regimes III and IV are not considered in
this work. It’s also important to note that the magnitude of the friction
shown in Figure 3.8, for instance, is proportional to the load applied
at the contact point. This is a key concept in this work, since using
an adaptive grasping force consists of changing this load, and conse-
quently the magnitude of the break-away friction.

Figure 3.8: General characteristic of friction force as a function
of sliding velocity, segmented into four different regimes (source:
Armstrong-Hélouvry et al. [4]).

3.2.2 Soft fingertips contact model

The previous section talks about general aspects about friction models
regarding slippage in mechanical system, which helps us understand
better but not completely what happens in our problem, in particular
the contact between the gripper and the object.

As explained in Chavan-Dafle et al. [11], there are three types of
point contacts: frictionless, frictional hard, and frictional soft. The first
one - frictionless point contact - is the simplest type of point contact
and it considers that only normal forces to the surfaces exist, without
any forces in other directions or torques. The second type - frictional
hard point contact - considers forces in three directions, the normal to
the surfaces and the two tangential directions, but no torques. Finally,
the third and most complete type of point contact - frictional soft -
assumes that the contact does not consist of a point but of a small sur-
face, which consequently causes a torque along the surfaces’ normal,
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besides the forces in three directions.
The robot considered in this work has soft fingertips, which corre-

sponds to a frictional soft point contact. This type of contact is exten-
sively studied by Xydas et al. [47], where the authors present a nonlin-
ear model that assumes that the contact area is circular and elasticity
of the fingertips material (that obviously varies from material to mate-
rial). The main result of this work is an approximation of the friction
limit surface (see Figure 3.9) by a ellipse as a function of force and
moment. The purpose of this surface is to determine when slippage
occurs in the contact depending on the forces and moments applied.
This surface is tricky to estimate, specially when translation and tor-
sion is applied at the fingertips, making it a complex model to obtain
and use. As so, it’s useful to consider that the contact is only in one of
two states, translation or torsion. This means that the limit surface is
replaced by a rectangular, which is valid if we guarantee that moment
is keep close to zero when a force is applied, and vice-verse, which is
achieved by pre-selecting the motions to be performed by the gripper.

Figure 3.9: Ellipsoidal approximation of the friction limit surface for
soft fingertips. Moments and forces that correspond to points outside
the ellipse would break the grasp, causing slippage (source: Xydas et
al. [47]).
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3.3 Extrinsic manipulation of a thin rod

Now that we know the main concepts about extrinsic manipulation
and friction, let’s focus on the physics regarding the system considered
in this work. The three components of the system are the gripper, the
object, and the surface. Furthermore, we consider that the object is a
thin rod of length L (which doesn’t need to be known), and that the
surface is planar with known parameters and rigid/non-compliant.
The motion of the object is generated by forces and torques acting on
the two contact points of the system: the gripping point, where the
gripper grasps the object and, as seen in the previous section, consists
of a frictional soft contact point; and the rigid contact point between
the object and the surface, which consists of a frictional hard contact
point. Figure 3.10 resumes how the different components of the system
interact with each other.

Figure 3.10: Simple representation of the components and contact
points of the system.

When the gripper does a prehensile pushing action, contact forces
at surface are generated. Depending on the magnitude of these forces
and on the gripping force applied on the object, the contact at the grip-
ping point is going to be at friction regime I or II, as explained in sec-
tion 3.2.1. In this section we’ll explain in more detail what happens on
both contacts, and relation between forces in torques in several parts
of the system. For simplification, we use a 2D representation of the
system, since our problem can be reduced to a subspace of that di-
mension.
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3.3.1 Contact force at the surface

As previously stated, contact forces at the surface are generated when
the gripper pushes the object against the surface. Since we are con-
sidering a frictional hard contact point, we will have contact forces
not only along the surface’s normal, but also in orthogonal directions.
Let’s denote that contact force by

f = fxx̂ + fyŷ, (3.1)

where ŷ is an unit vector colinear with the surface’s normal, x̂ an or-
thogonal direction such that the object lies in the plane define by these
two directions, and fx and fy the projections of f along x̂ and ŷ, respec-
tively.

Due to the fact that the object cannot penetrate the rigid surface,
the third law of Newton guarantees us fy will always be equal in mag-
nitude and opposing the force generated by the prehensile pushing
action in the ŷ direction. The component fx of f is limited by the break-
away friction force of the contact point (which is proportional to −fy,
the load). This constraint in fx creates a surface - a triangle in 2D, a
cone in 3D - in which the contact force has to lie on. The generic name
for this surface is Friction Cone (FC), and assuming a Coulomb friction
contact model this surface can be describe as

FCs = {fxx̂ + fyŷ | fy ≥ 0, |fx| ≤ µsfy}, (3.2)

where µs is the coefficient of friction of the contact point at the surface.
Figure 3.11 shows a visual representation of a friction cone/triangle
for the 2D version of the problem. The angle α represented there cor-
responds to maximum angle that the contact force f can do with the
surface normal ŷ, and can be obtained through

|fx|max = µsfy ⇔ µs =
|fx|max

fy
= tanα⇔ α = atan (µs) . (3.3)

When the equality expressed in (3.3) occurs, we say that the f is on
top of FCs. This is a necessary condition for the contact to enter friction
regime II, which in this case means that the contact point would be able
to slide along the surface. In other words, there will be no slippage
(friction regime I) if f is kept inside FCs.
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Figure 3.11: Visual representation of a friction cone.

3.3.2 Friction at the gripping point

The other contact in the system, between the fingertips and the object,
as explained in Section 3.2.2, consists of a frictional soft contact points,
and as so is affected not only translational friction (as in the surface’s
contact point), but also torsional friction due to the resulting torque
along the normal direction of the contact. Despite that, as explained
before, if we make sure that only one component of the friction has
non-negligible values at each time, we can model each of them inde-
pendently.

Before any further explanation about the friction at the gripping
point is important to note that, under the quasistatic assumption that
we are following, forces and torques in the system are balanced. This
means that a force equal to the contact force f is acting at the gripping
point. Remember that these forces and torque are limited by the break-
away friction forces and torque of the system, as we will explain next.

We start with the translational component of the friction. The rea-
soning is pretty similar with the one given in Section 3.3.1 about the
contact force and its friction cone, with the difference that now we
have to consider the 3D version of the problem because the contact
can slide in any direction - x̂ and ŷ - orthogonal to the fingertips’ nor-
mal - ẑ. The load in this case is the gripping force N applied by the
gripper on the object, and the FC is defined as

FCg = {fxx̂ + fyŷ +N ẑ | N ≥ 0, f 2
x + f 2

y ≤ (µgN)2}, (3.4)
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where µg is the coefficient of translational friction at the contact. Just
as in the contact force case, the angle of the friction cone is given by
atan(µg).

The torsional component of the friction, on other hand, limits the
torque felt at the fingertips by its break-away value. The relation be-
tween the contact force at the surface and torque at the fingertips is
given by

τ = rxfy − ryfx, (3.5)

where r = [rx ry]
T corresponds to the vector that goes from the grip-

ping to the contact point. This torque τ will be opposed by a torsional
friction torque generated by the soft contact point. Similarly to the
case of the friction at the contact point with the surface, this torsional
friction will also be limited by a value that depends on the gripping
force N applied by the fingertips on the object. The value of this limit
depends on the chosen friction model. There are two particular mod-
els that may be useful for this work. The first one consists of a simple
Coulomb friction model for torsion, i.e.,

|τ | ≤ µtorsN, (3.6)

with µtors being the coefficient of torsional friction at the gripping point.
The second model, proposed at Xydas et al. [47], is modified version
of the Coulomb friction model, where the authors include a coefficient
γ that depends on the two materials (usually with values between 0
and 1/3), resulting in

|τ | ≤ µtorsN
1+γ. (3.7)

Finally, just as a remark, in robotic arms force-torque sensors are
usually located at the wrist of the arm, which means that the forces
and torques measured are referred to the wrist and not to the gripping
point. The torque τw measured at the wrist is given by

τw = rw,xfy − rw,yfx, (3.8)

where rw = rw,xx̂ + rw,yŷ is the vector from the wrist to the contact
point. Knowing that

rw = rg + t, (3.9)

where t is the vector from the wrist to the gripping point, replacing
(3.9) in (3.8), we get that

τ = τw + tyfx − txfy. (3.10)
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From (3.10) we conclude that by knowing t, which is trivial from the
kinematics of the gripper, we can obtain the torque at the gripping
point from the measured torque at the wrist, and vice versa.



Chapter 4

Methodology

In this chapter we discussed the approach chosen to solve the problem
of object manipulation using external forces. Remember that the goal
is to drive the object’s state (l, θ) - see Figure 4.1 - to the desired values
of (ld, θd), by controlling the gripper’s position (x, y) and the gripping
force N .

Figure 4.1: Visualization of the system, with particular interest on the
object’s state (l, θ). The goal of the methodology is to drive this state to
(ld, θd).

The chapter is divided in four sections that tackle different prob-
lems, consisting of:

• Task planning (Section 4.1) - high-level explanation of how the
task is executed. The plan consist of a couple of steps, such as

27
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getting an initial estimation of the pose of the object and based on
that, define which motion to execute. Three motion primitives to
achieve the desired object pose under different initial conditions
are also proposed in Section 4.1.3;

• Task space (Section 4.2) - how to define the space where the task
is executed, using information about the gripper’s configuration
and surface knowledge. It’s also explained how to transform
points and vectors from the world frame to the task space, and
vice versa;

• Control strategy (Section 4.3) - design and motivation for the
choice of the controllers for the gripping force and motion of the
gripper. The motion and force controller consists of a admittance
controller, while the gripping force is a PI controller that follows
a force trajectory;

• Contact point estimation (Section 4.4) - description of the proce-
dure for estimating the state of the object. The estimation is done
indirectly, through the use of a Kalman filter, based on force and
torque measurements as well as kinematic knowledge of the arm
and environment, that estimates the position of the contact point
on the surface. By knowing the contact point, we obtain the ob-
ject’s pose.

4.1 Task planning

In this section we present a simple planning strategy for achieving a
desired object pose based on the motion of the gripper and the force
with which it grasps the object. Figure 4.2 shows a flowchart with the
overall actions taken during the task.

The task is divided in three part: to obtain an initial estimation of
the object’s pose, by forcing a contact with the external surface; based
on that estimation, to plan the motions that we should execute with
the gripper to reach the desired pose; execution of the motion, or set
of motions.
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Figure 4.2: Flowchart of the prehensile pushing action for object ma-
nipulation. We start by getting an initial estimation of the state of the
object. After obtaining this estimation, the necessary motions to reach
the desired state are first planned, and then executed.

4.1.1 Initial estimation

Given that the initial pose of the object is assumed to be unknown, ob-
taining an initial estimation is essential to plan which motions should
be executed. An imprecise initial estimation may lead to incorrect
planning and prevent the system from reaching the goal state. This
is particularly relevant in our case due to the presence of friction in
several components of the system and the constraint that the contact
force has to lie within a friction cone.

We propose obtaining an initial estimation by relying on a “rigid
grasp” (to grasp the object with a force of high magnitude, making any
in-hand pivoting or sliding not possible). The gripper moves in the
direction of the surface (this direction is assumed to be known) until
contact is detected. When this happens, the estimation of the object’s
pose kicks in, and we wait until the uncertainty of the estimation is
lower than some specified threshold. It is at this point that we consider
to have an initial estimation, which enables motion planning and then
execution.
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4.1.2 Motion planning

The planning of the motions, or set of motions, and their order to
achieve the desired pose is out of the scope of the work develop on
this project. Our focus is on the motion execution and control of the
gripping force to act as a break on that motion. As so, we predefine
the motions to be executed for each task, making sure that whatever
the initial conditions are, it is possible to reach the desired pose.

4.1.3 Motion primitives

The choice of the motions of the gripper is one of the most important
aspects in extrinsic in-hand manipulation, especially when you only
rely on kinematics, such as Holladay et al. [24]. By additionally con-
trolling the gripping force applied on the object, we are adding an ex-
tra degree-of-freedom to the system. This allow us to execute simpler
motions without compromising the end goal, i.e., achieving a desired
object pose.

Other important aspect is that, as referred in Section 3.2.2, even
though translational and torsional frictions using soft fingertips are
not independent, in this work we use the approximation that they are.
Besides that, we also design the motions of the gripper in such a way
that each motion primitive only explores one degree-of-freedom of the
object’s pose. This means that, given a desired pose, we will first use
one of the motions primitives to control the distance l to the contact
point, and then other motion primitive to control the angle θ between
the object and the surface’s normal, or vice versa. By doing this, we are
able to reduce the possible motions for driving the object to the desired
state into three categories, one for Sliding (S) and two for pivoting,
which we called Pivoting 1 (P1) and Pivoting 2 (P2). The difference be-
tween them lie on the friction regimes in which the two contact points
of the system, which are expressed in Table 4.1. Since it is difficult to
model friction with precision, the goal is to choose motion primitives
that use as less knowledge about friction as possible.

Sliding (S)

The goal of this motion primitive is to change the distance to the
contact point l, while keeping the angle θ approximately constant (and
close to zero). This is achieved by applying a force in the direction of



CHAPTER 4. METHODOLOGY 31

Table 4.1: Friction regimes at the two contact points (at the surface, and
gripping point) in the system for the our motion primitives (I - static,
II - slippage).

Surface Grip. point (trans.) Grip. point (tors.)
Sliding Reg. I Reg. II Reg. I
Pivoting 1 Reg. I or II Reg. I Reg. II
Pivoting 2 Reg. I Reg. I Reg. II

the contact point (see Figure 4.3), while ensuring that it remains in a
fixed position relative to the surface, i.e., that we are inside of FCs.
Since we only want to slide, the wrench at the gripping point much be
such that the force is on top of FCg (slippage along the object, towards
the contact point) and the torque inside FCt (no pivoting). Note that
since the contact forces always have positive component along the sur-
face normal, using this motion, we only can reach desired distance ld
values smaller than the initial one, i.e., this motion primitive can be
used only when

ld < l. (4.1)

Figure 4.3: Visualization of the sliding motion primitive. At green we
represent the direction of motion of the gripper (and gripping point),
and in black the contact force at the surface.
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Pivoting 1 (P1)

The first motion primitive for pivoting depicts situation where the
existence of friction at the surface is not relevant, and it is represented
in Figure 4.4a. It follows the principle that the tangential component
of the contact force, the one caused by friction, is not require to make
the object pivot in the desired direction. This means that if the cur-
rent θ is positive, by pushing the object against the surface, the normal
component of the contact force will generate a positive torque at the
fingertips, making it only possible to reach larger angles. The oppo-
site reasoning applies for negative angles. Similarly to what was done
in (4.1) for the sliding motion primitive, this constraint regarding the
desired angle θd can be formulated as

|θd| > |θ|, θd · θ > 0. (4.2)

At gripping point the object should rotate but not slide, which means
that forces and torque should be inside FCg and on top of FCt, respec-
tively. According to this, the distance l should remain constant during
the execution of the motion.

(a) (b)

Figure 4.4: Motions primitives for pivoting the object. (a) Pivoting
1 (P1); (b) Pivoting 2 (P2). The green arrow shows the direction in
which the gripper is moving, while the black circular arrow shows the
direction in which the object is rotating relative to the gripper.
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Pivoting 2 (P2)

The second motion primitive for pivoting complements the first,
and uses friction forces at the surface to generate torque with greater
magnitude but opposite direction comparing to the torque generated
by the normal component of the contact force. This motion primitive,
represented in Figure 4.4b, is particularly handy to freely pivot when

|θ| < α (4.3)

is verified, where α is the angle of the friction cone with the surface
normal. The friction regimes for the gripping point are the same as in
P1.

4.2 Task space

By grasping the thin rod using two soft fingertips, we have a situation
of partial form-closure, as defined by Lakshminarayana [29]. Consider
Figure 4.5, where two different views of the object and fingertips are
presented. The normal forces applied by the fingertips (which are rep-
resented in orange) are parallel with ẑ, which restrains the object from
pivoting along x̂ and ŷ, and from sliding along ẑ.

In other words, this partial form-closure reduces the degrees-of-
freedom of the object from the usual 6 (3 for translation and 3 for ro-
tation) to 3 (2 for translation - x̂ and ŷ - and 1 for rotation - ẑ). Fur-
thermore, given the thin rod model of the object, we also assume that
no translation happens along the direction perpendicular to the object.
Given this, we are allowed to represent the pose of the object using a
2D state x = [l, θ]T , where l is the distance to the contact point, and
θ the angle of the object along ẑ. In this way, we define the task space
as a plane that includes the surface’s normal ŷ, is orthogonal to ẑ, and
that includes the center of mass of the object.

Note that our definition of the task space implies that the normal
to the fingertips is parallel to the surface’s normal, a constraint that
the gripper’s pose needs to verify, and direction x̂ is the cross product
of these two unit vectors. To project our system variables to this task
space, we define the rotation matrix W

T R from the task frame T to a
world frame W

W
T R = [x̂ ŷ ẑ], (4.4)
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Figure 4.5: Representation of the task space (directions x̂ and ŷ).
(Left) Lateral view of object that shows that the object is restrained
from moving along ẑ due to the contact point with the fingertips;
(Right) Frontal view of the system and representation of its degrees-
of-freedom l and θ.

where x̂, ŷ, and ẑ are expressed in respect to W , and the origin W
T o of

the task frame (it can be a fixed point along the intersection of the task
plane with the surface, for instance).

This means that point p (e.g. position of the gripping point, contact
point, etc.) and a vector s (e.g. velocity, force and torque vectors, etc.)
can be transform from a world frame to the task frame through

Tp = T
WR · Wp + T

Wo, (4.5)

and
Ts = T

WR · Ws, (4.6)

where
T
WR = W

T R
T
, and T

Wo = −W
T RT · W

T o.

The projection of p and s to the task space - along x̂ and ŷ - correspond
to the first two coordinates of Tp and Ts, respectively. From now on, the
two directions that define the task space will be denoted as x̂ = [1 0]T

and ŷ = [0 1]T .
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4.3 Control Strategy

Now that task space is defined, we can focus on the control strategy
to achieve the desired object’s pose. Many of the work related to in-
hand manipulation relies on precise models of manipulators and ob-
jects, and use them to carefully plan the trajectory of the fingers and/or
gripper to achieve the desired grasp. During the execution of the mo-
tions, the only feedback that the system has is regarding its kinematics,
so if the object suffers a slight deviation on its planned trajectory (due
to some perturbation or uncertainty on models), the desired grasp will
not be achieved, i.e., they are performed in open-loop. The work of
Holladay et al. [24] is a good, and relatable, example of this strategy
for extrinsic in-hand manipulation.

Our approach, besides the some basic kinematics knowledge about
the overall environment such as position of the fingertips, surface lo-
cation, and thin rod model of the object, adds tactile and wrench feed-
back at the fingertips and wrist of the robot, respectively. In Figure
4.6 it is presented a diagram with the different controllers used in our
approach. In this way, we are able to ensure that the object ends at
the desired pose, even if perturbations happen during the execution
of the task. Adding these two sources of feedback require the design
of controllers.

Figure 4.6: Diagram of the components of the system. The blue box
represents the robot environment, consisting of a robot with a gripper
force and a cartesian pose controller, responsible for computing joint
efforts. The other boxes represent the task specific components design
for this work.
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There are several force control strategies that could be applied here.
For instance, A. De Luca et al. [30] propose a control strategy that
uses a task jacobian to compute the direction of motion in which the
gripper should move, but to integrate wrench measurements one has
to have a compliant surface. D. Almeida et al. [3] take advantage of
the use of springs to create this connection between kinematics and
wrench, and uses this controller. Since we consider a rigid surface,
there is no such connection, and we have to find other way of control-
ling the system. We choose a control strategy based on an admittance
controller (Hogan [23]) for force control along ŷ and pure cartesian
pose controller for the motion along x̂. Other possibility would be to
apply force control on both directions of the task space, but the fact
that the friction properties of the contact point between the object and
the surface are unknown, it would require online estimation of friction
coefficient. We follow a simpler strategy, following the principle that
controlling forces along ŷ is sufficient to properly control the system.
We also assume that the gripper’s orientation is kept constant during
the task. For the gripping force, we use a PI controller that is responsi-
ble for following, implicitly, a trajectory for the state of the object.

One simple way of understanding the roles of the controllers is to
consider that the hybrid control is responsible for controlling the di-
rection and magnitude of the contact force, while the gripping force
controller acts as a break, creating a bound on the maximum torque
and/or forces at the system. This limit is defined by the break-away
friction force/torque at the gripping point.

4.3.1 Admittance controller

Our admittance controller consists of a cartesian pose controller, that
controls the position of the fingertips, and a virtual second order sys-
tem. Its input is a desired trajectory xd in cartesian space and wrench
measurements wm by the force-torque sensor, while its output is a ref-
erence trajectory xr that is sent to a inner-loop cartesian controller.

The virtual system is defined by

Më + Dė + Ke = wm, (4.7)

where e = xd−xr is its state, and M,D,K ∈ R6×6 are positive-definite
matrices that represent apparent inertia, damping, and stiffness, re-
spectively.
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We only want to perform force control along ŷ, so, given a desired
trajectory yd and a reference trajectory yr, equation (4.7) can be simpli-
fied as

Mëy +Dėy +Key = fy, (4.8)

with M,D,K ≥ 0, ey = yd − yr, and fy being the force measurement
along ŷ. For direction x̂, no modification is applied to the desired tra-
jectory, i.e., xr = xd. The resulting reference trajectory xr and yr is then
sent to the cartesian pose controller, that by using knowledge about
the arm’s kinematics, computes joints’ efforts using a PID controller
for the current cartesian pose error.

Despite this, to make the system converge to a desired force fd,y,
we need to make a particular choice of the parameters D and K. At
equilibrium, we have ëy = 0, resulting in

Dėy +Key = D(ẏd − ẏr) +K(yd − yr) = fy, (4.9)

which means that, for a desired trajectory with constant ẏd, if we choose
K = 0 and D = −fd,y

ẏd
(damping control [45]), for a case where a force

opposes motion, i.e., for sign(fd,y) = −sign(ẏd), we obtain

fy = fdy

(
1− ẏr

ẏd

)
(4.10)

which can be rewritten with respect to the velocity ẏr

ẏr = ẏd

(
1− fy

fd,y

)
= sẏd, (4.11)

with
s = 1− fy

fd,y
∈ [0, 1]. (4.12)

Equations (4.10) and (4.11) show that under these conditions there
is a linear relation between force and velocity. To better understand
its performance, consider 3 different situations: i) free space; ii) con-
tact without slippage; iii) contact with slippage. In all 3 of them it is
considered that the desired velocity ẏd and force fd,y are specified.

i) Free space (s = 1, fy = 0)

When the gripper is moving through free space, i.e., without any
obstacles or collision, the reading fy = 0 of the force-torque sensor will
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be approximately zero. Setting fy to zero in (4.10) will drive the error
ey to zero, which means that yr = yd. The same result can be obtained
with (4.11), where we get that ẏr = ẏd. This implies that in free space
the controller works as a regular cartesian pose controller, following
the desired trajectory.

ii) Contact without slippage (s = 0, ẏr = 0)

On this second case the gripper in contact with an obstacle, stop-
ping completely. Checking (4.10) with ẏr = 0 we obtain that fy = fd,y,
i.e., the system will converge to the specified force. This is achieved by
keeping constant the reference yr, even though the desired yd is chang-
ing.

iii) Contact with slippage (s ∈ ]0, 1[)

The most interesting case is when the gripper is neither in free
space nor facing a rigid contact. This situation occurs when the force
that the system can sustain is limited to a value lower in magnitude
than fd,y, just as in the presence of friction. Consider a simple example
of a box of weight 1Kg in contact with a surface, which a coefficient of
friction of 0.1. In this situation, the maximum friction force is 1N (i.e.
|fy| ≤ 1N ), and if fd,y = 2N and ẏd = −0.2m/s, the admittance con-
troller will converge to ẏr = −0.1m/s and fy = 1N (s = 0.5). On other
hand if fd,y were lower than the limit 1N it would be on the contact
without slippage state, with ẏr = 0 and fy = fd,y, as described in the
previous case.

By analyzing these 3 states, one can consider that the set of admit-
tance and cartesian pose controller will behave as: i) a simple cartesian
pose controller and follow a desired trajectory, if the system is in free
space; ii) a force controller, converging to a desired force, when a rigid
contact happens; iii) a mix position/force controller, where it will con-
verge to some middle value of force and velocity, reflected in value of
s. Note that, by using this controller, the force along ŷ is bounded in
magnitude by |fd,y| and equations (4.10) and (4.11) create a virtual de-
pendence between force and velocity of the gripping point, which will
end up being useful for the design of the grasping control, as explained
in the next section.
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4.3.2 Grasp controller

The grasp controller is the main responsible for driving the object to
the desired state, and it does so by adapting the gripping force applied
by the fingertips. The idea behind it is that the magnitude of the static
friction torque at the fingertips is proportional to the gripping force,
i.e.,

|τfriction| = |τ |max ∝ N, (4.13)

which basically means that if N increases or decreases, τfriction also
increases or decreases, respectively. Since the controller presented in
Section 4.3.1 guarantees that the contact forces will always be limited
to a range between 0 and some desired value, it means that for some
gripping force N∗, the magnitude of τfriction will be larger than the
torque τ at the fingertips created by the contact forces at the surface,

|τ | ≤ |τfriction| (4.14)

and consequently the object will not move (the system is inside the
friction cone of the torque at the fingertips, which also corresponds to
s = 0). Given this, one can specify a desired trajectory for y such that s
converges to zero as the object’s state converges to the desired state.

The referred trajectory is chosen as an exponential with decay β,
i.e.,

y(t) = yd − (yd − y0)e−βt, (4.15)

where y0 is the initial value of y, and yd is obtained by

ȳd = g(l, θ)|l=ld,θ=θd , (4.16)

where ld and θd are, respectively, the desired length and angle of the
object, and g(l, θ) is a function that maps (l, θ)→ y. The time derivative
of (4.15) is

ẏ(t) = β(ȳd − y0)e−βt. (4.17)

From (4.15) and (4.17) we can obtain a mapping y → ẏ, given by

y = ȳd −
ẏ

β
⇔ ẏ = β(ȳd − y) = βēy (4.18)

By replacing ẏr by (4.18) in (4.10) we get that the reference force fr,y
is
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fr,y = fd,y

(
1− βēy

ẏd

)
(4.19)

Expressions (4.16) and (4.19) allow us to obtain a desired force from
the current state of the object, such that when (l, θ) = (ld, θd) we have
fy = fd,y, which is the same as having s = 0. In this particular case, the
mapping function g(l, θ) is

y = g(l, θ) = l cos(θ), (4.20)

where the origin of the task space is considered to be on the contact
surface.

Now that we have a desired trajectory for fy, which current value
can be measured directly from the force-torque sensor, a PI controller
is used for the computation of the gripping force N t,

N t = Kpe
t
f +Kie

t
i (4.21)

with
etf = f tr,y − f ty (4.22)

and
eti = et−1

i + etf∆t. (4.23)

4.4 Contact point estimation

Given the characteristics of the system, the object’s state cannot be
measured directly, it has to be estimated using the available sensors. In
this case, we consider the use of a 6D force-torque sensor at the wrist of
the robotic arm, as well as a quasi-static assumption about the dynam-
ics of the system. Under this assumption, the forces in the system are
balanced, which means that the contact forces caused by the interac-
tion between the object and the surface are the same as ones measured
at the force-torque sensor. Along with the other assumption about the
knowledge of the surface, it’s trivial to estimate the contact point. Even
though there is more than one way of doing it, in this work a Kalman
Filter (KF) is used for that purpose.

First of all, let’s rewrite the main equation useful for the design
of the KF. The relation between the torque at the fingertips τ and the
contact force f = [fx, fy]

T at the task space, is
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τ = rxfy − ryfx, (4.24)

with r = [rx, ry]
T being the vector from the fingertips to the contact

point, being rx the variable to be estimated and ry known. The torque
τ can be obtain from the measurements by

τ = τw − (txfy − tyfx), (4.25)

where fx, fy, and τw correspond to the projection of the force-torque
sensor’s measurements to the task plane, and t = [tx, ty]

T is the vector
from the force-torque sensor to the fingertips, which is also known. In
this KF, it is considered a virtual measurement z = rx which is obtained
rewriting (4.24) such that

z =
τ + ryfx

fy
. (4.26)

This value, on its own, it is enough to get an estimation of rx, but due to
the noise in the measurements, it would consist of a noisy estimation,
and thus the use of a KF to obtain a more robust estimation over time.

4.4.1 Kalman Filter design

A KF can be divided into due main steps: prediction and update. The
prediction step depends on the process model used and basically tell
us how did the estimation changed in between estimations. The up-
date step, on other hand, uses the measurements got from the system’s
sensors to change that prediction, and has a model associated to it as
well. To clarify the notation, let’s denote r̂x as the estimation of rx.

Prediction step

Assuming that the forces and torque measurements are obtain at a
high rate, given the quasi-static assumption taken in this work, one can
consider that the system’s state didn’t change significantly between
measurement, i.e., the (simple) process model is

rtx ≈ rt−1
x + εq (4.27)

where ε is a gaussian process noise with zero mean and uncertainty q.
Getting a more complete process model is possible, but it would de-
pend on the friction models on the fingertips and surface, which can
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be tricky to consider. Other option is to consider that, depending on
the task performed, only one component of the state changes and the
other maintains approximately constant. If the task consists of sliding,
only the distance to the contact point should vary, while in the pivot-
ing task only the angle does (nothing guarantees that the other is kept
constant though). With these two considerations, two more complex
and independent process models can be obtained, depending on the
type of task performed. Note that these process models are purely de-
pendent on the kinematics of the system, ignoring friction effects on
the system.

For the sliding task an additional consideration has to be made,
more precisely that no slippage on the surface happens. Within these
conditions, the process model is

rtx = rt−1
x + ∆xtf · x̂ + εq, (4.28)

where ∆xf is movement of the fingertips in between measurements,
expressed in the task space.

The model for the pivoting task is more complex but can be de-
duced from the relation between rx, ry and l (remember that we are
considering that l is fixed in this model), i.e.,

rx = ±
√
l2 − r2y = f(ry).

The time derivative of rx is

ṙx =
df

dry
ṙy = ± −ry√

l2 − r2y
(−ẋf · ŷ) = ± ry√

l2 − r2y
ẋf · ŷ,

where ẋf is the velocity of the fingertips. By doing a discrete integra-
tion during a time period, the following process model is obtained

rtx ≈ rt−1
x + sign(rt−1

x )
rty√

l2 − (rty)
2
∆xtf · ŷ + εq, (4.29)

which is sectionally linear in the regions rx > 0 and rx < 0. In all cases
(4.27), (4.28), and (4.29), rtx is a linear function of rt−1

x and ∆xf , i.e.,

rtx = g(rt−1
x ,∆xtf ) + εq. (4.30)

where g(.) depends on the task and/or model used. The KF consists of
a normal distribution with time variant mean and standard deviation,
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where it’s considered that the estimation r̂x is equal to that mean, and
has a uncertainty σ that is the square of the standard distribution of
the distribution. So, for the prediction step, the key equations are

r̄tx = g(r̂t−1
x ,∆xtf ), (4.31)

and
σ̄t = σt−1 + qt. (4.32)

Update step

The update step is the same for both tasks, consisting of a weighted
average of the predicted r̄x and the measurements, based on the uncer-
tainty of each. The measurement model for this system is

z = rx + εw, (4.33)

where z is the virtual measurement (4.26) and εw is a gaussian mea-
surement noise with zero mean and uncertainty w. The final equation
for this step are

r̂tx = r̄tx + ktht, (4.34)

and
σt = (1− kt)σ̄t (4.35)

where k is the Kalman gain, and h is called innovation. The Kalman
gain depends on the predicted σ̄ and on the uncertainty of the noise
of the measurement model, while the innovation consists on the dif-
ference between the virtual measurement and the predicted measure-
ment, i.e.,

kt =
σ̄t

σ̄t + wt
, ht = zt − r̄tx. (4.36)

At the end of each iteration of the KF, it is possible to get an estima-
tion of the contact point with the surface, xs, by doing

x̂ts = xtf + [r̂tx, r
t
y]
T . (4.37)

4.4.2 Object’s state estimation

At the end of the day, it is an estimation of the pose of the object in
respect to the gripper that we want to get. By having an estimation of
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the contact point x̂s, more precisely of r̂x, estimating the state l and θ

of the object is trivial, and can be obtained by doing

l̂t =
√

(r̂tx)
2 + (rty)

2, (4.38)

and
θ̂t = atan2(r̂tx,−rty). (4.39)



Chapter 5

Experimental results

In this chapter we show our experimental results to validate our ap-
proach and control strategy. The chapter is divided in the following
way:

• Experimental setup - description of the environment of the ex-
periments, such as sensors in the robot, working frequencies of
the components of the system, surface estimation, etc.;

• Estimation - assessment of the quality of the estimation of the
object state from measurements of the F/T sensor and kinematics
of the robot;

• Motion primitives - test of the overall system using the motion
primitives introduced in Chapter 4, from several initial condi-
tions to two different goal states for each motion;

• Robustness - two additional tests to check how robust the sys-
tem is, first by introducing perturbations forces (moving the ob-
ject during the task), and then by changing the object’s friction
properties (material).

5.1 Experimental setup

The experiments were conducted in Robotics, Perception and Learn-
ing (RPL) department at KTH, using a PR2 (Figure 5.1a), a robot de-
veloped by Willow Garage. The robot has two 7 degrees-of-freedom
arms, each equipped with ATI Mini45 sensors at the wrist, which pro-
vides measurements of 6D force-torque measurements at 1KHz. For

45
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our experiments we used the left arm of the robot, whose fingertips
were replaced by optical 3D force sensors OMD from Optoforce (Fig-
ure 5.1b), which measure 3D forces at a rate of 100Hz.

(a) (b)

Figure 5.1: Robot used in the experiments. (a) overall view of the PR2
robot; (b) detailed view of the optical force sensor at the gripper.

5.1.1 Implementation details

The system was implemented in C++ using the Robot Operating Sys-
tem (ROS). The PR2 has a ROS interface that allows to use or create
real-time controllers that run at 1kHz directly on the robot. We used
the PR2’s cartesian pose controller and gripper position controller in
this work. On top of the gripper’s position controller, we implemented
a PID controller (1kHz) in order to control the gripping force applied
by the gripper.

Regarding the control strategy, four main nodes were implemented:
grasp controller, object state estimator, admittance controller, and a tra-
jectory planner node. The grasp controller runs at 50Hz and computes
the gripping force based on the current estimation of the object’s state.
This estimation is provided by the object state estimator node, that
runs at 100Hz. Finally, both the admittance controller and trajectory
planner nodes run at 100Hz, ten times slower than the frequency of
the real-time cartesian pose controller to ensure the stability of the ad-
mittance controller.
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5.1.2 Surface calibration

Our system assumes that the position and orientation of the surface are
known, and its estimation is out of the scope of this work. To calibrate
the surface frame, we used a (calibrated) camera on the head of the
PR2, and three visual markers placed on the surface, a small office cab-
inet. The poses of the markers are obtained using the AR_TRACK_ALVAR

toolbox, a ROS wrapper of the open-source library for virtual and aug-
mented reality and tracking ALVAR. The markers and the surface are
shown in Figure 5.2. It is possible to estimate the surface position and
orientation using only one marker, but we use three to improve the
quality of the estimation. The origin of the surface frame is the marker
on the top-left of Figure 5.2, while the x̂s and ŷs directions are from the
origin to the bottom-left and top-right markers, respectively.

Figure 5.2: Small office cabinet and markers used for estimating the
surface.

5.1.3 Force-torque sensor compensation and filtering

The ATI Mini45 sensor at the wrists of the PR2 arms provide uncom-
pensated measurements of forces and torque, which need to be com-
pensated for bias and gravity, due to the fact that it’s supporting the
weight of the gripper. This compensation is also out of the scope of this
work, and for that we use a ROS package FORCE_TORQUE_TOOLS, de-
veloped by Francisco Viña and integrated on the PR2 by Diogo Almeida,
which provides a method for estimating the bias of the sensor, the
mass and center of mass of the gripper from a set of poses, using the
method described in Kubus et al. [28].
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Given that the grasp and admittance controllers use direct force
measurements in their computations, and that these signals are noisy,
we additionally implemented a low pass filter, which consists of

˙̂wt = −γ(ŵt−1 −wt) (5.1)

ŵt = ŵt−1 + ˙̂wt∆t, (5.2)

where wt = [f tx, f
t
y, τ

t]T are the force and torque measurements pro-
jected to the task space and γ is a positive constant, and ŵt is the fil-
tered signal. In these experiments we used γ = 3. Figure 5.3 shows the
forces and torque signals before and after this filtering.

Figure 5.3: Difference in the forces and torque signals after the adap-
tive filter is applied. The dashed and continuous lines correspond to
the raw and filtered signals, respectively, for γ = 3.

5.2 Object state estimation

The estimation of the object’s state is an essential part of the control
strategy. The precision of the estimation influences the performance
of the grasp controller, and with erroneous estimations it will not con-
verge to the desired state, usually resulting in a steady-state error. On
the other hand, the precision of the estimation is mainly influenced by
the calibration and compensation of the force-torque sensor, and as so,
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Figure 5.4: Example of the 5 angles and fixed length l used to test the
performance of the object state estimator.

it may not be possible to correctly project them to the task space and
consequently verify (4.24).

We first place the object at known distances and angles to the con-
tact point, applied a force of 0.75N in the normal direction of the sur-
face, and a gripping force of 120N. In this case, we choose 5 different
angles and a fixed distance l to the contact point, as shown in Figure
5.4, and 6 estimations are obtained for each of these angles. Estima-
tions using the Kalman filter are shown in Figure 5.5. The ground
truth values of the angles were obtained by initially measuring the
distance to the contact point lGT = 16cm, and by assuming a known
distance from the gripping point to the surface. For these experiments,
we used w = 0.01, q = 0.0001, and σ0 = 0.01 and the initial values for
the estimate r̂0x were chosen randomly in a interval from −16 to 16cm.

Our experimental results for the estimation of the object state l and
θ show that the force-torque measurements from the sensor at the wrist
are reliable, allowing us to obtain estimations that converged to values
close to the ground truth independently of the initial condition for the
state in the Kalman filter. This validates the use of a force-torque mea-
surements for estimation an objects pose even with no prior knowl-
edge of the inital object’s state.
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(a) (b)

(c) (d)

(e)

Figure 5.5: Contact point and object pose estimation for 30 experi-
ments in 5 different angles θ and fixed length lGT = 16cm to the contact
point. The Kalman filter estimates rx (a) from the force-torque mea-
surements, and by knowing ry (b), we use equations (4.38) and (4.39)
to obtain the length (error) (c) and the angle (d) estimations. In (e) we
show the evolution of the uncertainty on the estimation of rx during
the experiments. The average ground truth values for each angle in (a)
and (d) are plotted with black dashed lines.
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5.3 Motion primitives

In this section we validate our control scheme through experiments
that show that the robot manipulates the object to the desired pose
while regulating the gripping force. We test it for our set of motion
primitives introduced in Chapter 4. In all these experiments we obtain
an initial estimate of the object’s state while applying a rigid grasp,
as shown in Section 5.2, for approximately 2 seconds, and then we
start the motion. We also assume that the desired state is reachable
from the initial grasp, either in terms of the object state and the robot
joints’ constraints. The tested motions consist of Sliding (S), Pivoting 1
(P1), and a sequential execution of the two pivoting primitives (P1+2).
For each of them, we perform several repetitions (≥ 20) with different
initial conditions for two different goal states. In Table 5.1 we present
the different gains and set points used in the admittance and grasp
controller for the different motions. For the grasp controller, we choose
β = 0.75 as the decay for the trajectories of fy.

Table 5.1: Values of parameters of the controllers for the 3 motions
tested.

Admittance controller Grasp controller
ẋd [cm/s] ẏd [cm/s] fd,y [N] Kp Ki

S 0 -4 4 6 15
P1 0 -2 0.75 300 750
P1+2 0.5 -2 0.75 300 750

5.3.1 Sliding (S)

The performance of our control scheme for the sliding motion is tested
by executing the task 20 times for 2 different goal states: ld = 6cm and
ld = 10cm. In Figure 5.6 we show a sequence of three frames from
a recording of this task. The starting length was slightly different for
each of the repetitions. We assume that the angle is approximately zero
at the beginning of the task, in such a way that it is possible to reach
the goal state by just moving the gripper towards the surface. To make
sure that the object is never released, we define a minimum value for
the gripping force, Nmin = 1N, and an initial value of N0 = Nmax =

50N. The results obtained are shown in Figure 5.7. The orientation of
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Figure 5.6: Sequence of three frames from a recording of the execu-
tion of the sliding (S) task, with the initial (left), final (right) and an
intermediate (center) states of the system.

the gripper is kept at 45◦ with the surface’s normal, to avoid the object
from hitting the gripper when sliding. For this task, as expressed in
Table 5.1, we use fd,y = 4N, ẋd = 0, and ẏd = −0.04m/s.

The results show that the object converges to the desired length, in
both cases, with small errors on the estimation of l - less than 2mm in
average (first and third rows of Figure 5.7). The increasing angle and
length estimation errors over time (second and third rows of Figure
5.7) is caused by two factors. First, the large base of the object (which
is not a ideal thin rod) introduces some uncertainty at the initial esti-
mation of the pose of the object. Second, this initial error on the pose is
propagated and increased as the gripper approaches the surface due
to the fact that the Kalman filter was not ideally tuned for this case,
i.e, it was not giving enough weight to the force-torque measurements
that would allow a compensation of the initial error.

The performance of the grasp controller is also satisfactory, since it
is able to follow the desired force trajectory (fourth row of Figure 5.7),
acting as a break on the system, increasingly restraining the object as l
converges to ld.

5.3.2 Pivoting 1 (P1)

For the pivoting 1 we choose the desired angles as θd = −45◦ and
θd = −60◦, and repeat the experiments 30 times for each. A sequence of
three frames of this task are shown in Figure 5.8, while the experimen-
tal results are plotted in Figure 5.9. Just as in the sliding motion, we
define Nmin = 5N and N0 = Nmax = 120N as the minimum and maxi-
mum values for the gripping force applied by the gripper. The orien-
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Figure 5.7: Experimental results for the S task, for ld = 6cm (left) and
ld = 10cm (right). First and second rows: length and angle estima-
tions during the task, respectively (repetitions in gray, average in red,
ground truth in dashed black). Third row: absolute value of the length
estimation error. Fourth row: relevant signals regarding the grasping
control, especially how the normal force fy relates with the gripping
force N .
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Figure 5.8: Sequence of three frames from a recording of the execution
of the pivoting 1 (P1) task, with the initial (left), final (right) and an
intermediate (center) states of the system.

tation of the gripper is kept at 0◦ with the surface’s normal, and, as ex-
pressed in Table 5.1, we use fd,y = 0.75N, ẋd = 0, and ẏd = −0.02m/s.
This corresponds to having xf constant, which will force the contact
point with to slide along the surface.

Just as in the sliding motion, the control scheme is able to make
the object reach the desired state, in this case, the two different angles.
The estimation errors are small, such that the final angle estimation
error is, in average, inferior to 1 degree. Contrarily to the sliding task,
the angle estimation error decreases over time, due to the fact that a
small error in the initial length estimation have little influence on the
angle estimation for large angle values. It is also possible to observe a
difference at the final gripping force (and torque), approximately 70N

for θd = −45◦ and 100N to θd = −60◦. This is caused by the fact that
we are obtaining the same contact force fx ≈ 0.18N and fy = 0.75N

but at a different angle (and consequently different rx and ry), which
accordingly to (4.24) will result in a different value of the torque (note
that, as pointed out in (4.13), higher torque implies higher gripping
force).

5.3.3 Pivoting 1+2 (P1+2)

As explained in Section 4.1.3, the P1 motion primitive only allows to
reach the desired pose if the initial and desired angles have the same
signal (both positive or both negative). To compensate that, we also
propose a pivoting motion primitive (P2), that allows to pivot to any
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Figure 5.9: Experimental results for the P1 task, for θd = −45◦ (left)
and θd = −60◦ (right). First and second rows: length and angle estima-
tions during the task, respectively (repetitions in gray, average in red,
ground truth in dashed black). Third row: absolute value of the angle
estimation error. Fourth row: relevant signals regarding the grasping
control, especially how the normal force fy relates with the gripping
force N .
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angle while inside the friction cone defined by the friction at the sur-
face. In this experiments, we perform sequentially the motion primi-
tives P2 and P1, starting from a positive angle, to two negative desired
angles: θd = −45◦ and θd = −60◦. An example of the execution of the
motion is shown in Figure 5.10, with θd = −60◦. Since P2 requires some
knowledge about the friction at the surface, we estimate the angle of
the friction cone using data from the experiments for P1, by comparing
the average values of fx and fy when the object is sliding at the surface.
These values are plotted in Figure 5.11. By fitting a linear model to the
data, we get that the coefficient of friction at the surface is µs ≈ 0.21,
which allows us to get a rough estimation of the angle of the friction
cone as α = atan(µs) ≈ 12◦.

Figure 5.10: Sequence of three frames from a recording of the execution
of the two pivoting primitives in sequence (P1+2) task, with the initial
(left), final (right) and an intermediate (center) states of the system.

We use this value to determine when should we change ẋd from
its initial value 0.5cm/s to 0, always keeping ẏd = −2cm/s during the
execution of the task. Given that α ≈ 12◦, we choose to switch the
values of ẋd when θ = −30◦ > −α. This is equivalent to saying that
when |θ| < α motion P2 is being executed, when |θ| > 30◦ P1 is being
executed, and when α < |θ| < 30◦ we have a mix of the two.

The experiments are repeated 20 times for each of the desired an-
gles, and the results are shown in Figure 5.12. Just as in the case of the
experiments for the motion primitive P1, the system is able to reach
the two desired states θd = −45◦ and θd = −60◦, but now starting
from several different positive initial values of θ. One interesting re-
sult of this experiment is the correction of the length estimation when
θ approaches the value of 0◦, converging to values very similar to our
ground truth lGT due to our knowledge of ry (note that at 0◦ we have
that l = −ry). This also affects the angle estimation, making it noisy
when θ ≈ 0◦.
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(a) (b)

Figure 5.11: Use of data from experiments for P1 to estimate coefficient
of friction µs between the object and the surface. (a) plot of the average
values of the components fx and fy of the contact force for P1 experi-
ments; (b) fitting of a linear model to the data, from which is possible
to estimate that µs ≈ 0.21 (slope of the linear function).

5.4 Robustness

Robustness to parametric uncertainties are important aspects of any
control system. We focus particularly on two of these aspects: robust-
ness to perturbations and to object friction properties.

5.4.1 Perturbations

We test the robustness of the system to perturbations by manually ap-
plying forces along the surface. For the pivoting 1 task, this is repli-
cated by pushing the tip of the object on the surface back to values
close to its initial state, without losing the contact with the surface.
This is easily done by a user due to the fact that the admittance con-
troller tries to keep interaction forces at 0.75N along ŷ. We also use
ẋd = 0, ẏd = −2cm/s and θd = −45◦, and we measure the ground truth
distance to the contact point, lGT = 15.6cm. The results for one of the
experiments is shown in Figure 5.13.

The experiment results demonstrate that the system is robust un-
modeled perturbations. It is able to keep tracking the state of the object
without problems, as well as converging to desired angle even after ex-



58 CHAPTER 5. EXPERIMENTAL RESULTS

Figure 5.12: Experimental results for the P1+2 task, for θd = −45◦ (left)
and θd = −60◦ (right). First and second rows: length and angle estima-
tions during the task, respectively (repetitions in gray, average in red,
ground truth in dashed black). Third row: absolute value of the angle
estimation error. Fourth row: relevant signals regarding the grasping
control, especially how the normal force fy relates with the gripping
force N .
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ternal intervention. This proves the advantages of using closed-loop
control with force-torque and tactile feedback for in-hand manipula-
tion, since in other way (such as in Holladay et al. [24]) there would
not be possible to know the state of the object after the perturbation.

(a) (b)

(c) (d)

Figure 5.13: Behaviour of the system under an external perturbation:
pushing the object along x̂. (a) and (b) show the evolution of the length
and angle estimation, (c) the forces and torques measured during this
process, and (d) the performance of the grasp controller in terms of
following reference forces fr,y, with the values of the gripping force
superimposed.

5.4.2 Object material

Our last experiment assesses the robustness of the system against un-
certainty on the friction properties at the contact point between the fin-
gertips and the object. We emulate this by checking the performance
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of the control strategy for two objects of different materials, as shown
in Figure 5.14. The first object, made of wood, is the same used in pre-
vious experiments, while the second object is made of Polylactic Acid
(PLA). The details of this experiment are the same as described in Sec-
tion 5.3.3, for the motion primitive P1+2, and in Figure 5.15 we show 3
frames of one execution of this task for each object. In Figure 5.16 are
shown the plots regarding this experiment.

The results show that the system has similar performance indepen-
dently of the object material. The only significant different is the grip-
ping force required for achieving our normal force set point of 0.75N
(approximately 70N for Object 1, and 120N for Object 2). This differ-
ence is caused by the fact that PLA (Object 2) is more “slippery” than
wood (Object 1), i.e., µwood > µPLA, resulting in a greater gripping force
for obtaining the same values of τ and, in this case, fy.

Figure 5.14: Two objects used for testing the robustness of the sys-
tem against uncertainty on the friction properties at the gripping point.
(Left) Object 1: wood; (Right) Object 2: Polylactic Acid (PLA).
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Figure 5.15: Sequence of three frames from a recording of the execution
of the two pivoting primitives in sequence (P1+2) task for testing the
robustness of the system uncertainty on the friction properties at the
gripping point, with the initial (left), final (right) and an intermediate
(center) states of the system. (Top) Object 1: wood; (Bottom) Object 2:
polylactic acid (PLA).
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Figure 5.16: Experimental results for the P1+2 task, for θd = −45◦, for
the two object tested: (left) Object 1: wood; (right) Object 2: PLA. First
and second rows: length and angle estimations during the task, re-
spectively (repetitions in gray, average in red, ground truth in dashed
black). Third row: absolute value of the angle estimation error. Fourth
row: relevant signals regarding the grasping control, especially how
the normal force fy relates with the gripping force N .
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Conclusions

In this section we resume the developed work, and how does it ful-
fill the project goal defined at Section 1.1, based on the experimental
results from Section 5. We finish by briefly discussing some of the im-
provements that could be developed on this project as future work.

6.1 Discussion

We propose a force control based method for performing extrinsic in-
hand object manipulation, with force-torque feedback. For this pur-
pose, we use a prehensile pushing action, which consists of pushing
the object against an external surface, under quasistatic assumptions.
This generates contact forces that we use to enable the object (modeled
as a thin rod) to pivot and/or slide relative to the robot’s gripper. By
using a control strategy, we also achieve robustness to parameter un-
certainty (such as friction) and perturbations, that are not completely
captured by mathematical models of the system. The force control
strategy is performed in two different ways: the contact force gener-
ated by the interaction between the object and the external surface is
controlled using an admittance controller, while an additional control
of gripping force applied by the gripper on the object is done through a
PI controller. We also propose three motion primitives, that along with
the control strategy, allows us to achieve different final grasp config-
urations, given certain initial conditions. We validate our approach
by conducting experiments on a PR2 robot, available at the Robotics,
Perception and Learning lab of KTH Royal Institute of Technology.

We start by assessing the quality of the estimates of the object pose
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of a Kalman filter based on force-torque measurements from a sensor
located at the wrist of the robot, while pushing the object against a ta-
ble surface. This estimates revealed to be sensitive relative to the force-
torque sensor calibration and compensation, which sometimes is not
easy to obtain. These sensors have biases that vary with several condi-
tions, such as temperature, and that present some drifting over time.
To overcome this, we need to be sure that the biases, mass and center
of mass of the gripper are well estimated, which sometimes turned out
to be time consuming. Despite that, given a good calibration and com-
pensation of the sensor, the estimates are precise, even with random
initial guesses as shown in Figure 5.5, and allow an essential initial
assessment of the object’s pose.

We then test the performance of our force control scheme, using the
three motion primitives proposed in Chapter 4. The control strategy is
able to drive the object into different desired states, from several ini-
tial conditions. The system also shows robustness to uncertainty, here
tested by introducing additional forces on the object and by changing
its material, and consequently its frictional properties in both contacts
points. This robustness is only possible due to the force-torque feed-
back, and thus validating the use of a control strategy.

6.2 Future work

The main aspects of this project that we think that can be considered
for improvements in future work consist of some the followed as-
sumptions. Three of these are the assumption of knowledge about
the surface position and orientation, no consideration about gravity
effects, and the constraint that the desired object’s pose is achievable
given the initial conditions. We propose the following topics as possi-
ble improvements in our method:

• Given uncertainty about the external surface, it would be inter-
esting to consider a case where its position and orientation are
estimated online, allowing the use on many other type of sur-
faces besides the planar surface used in this work. Despite that,
the object state estimation would have to be done in other way,
since the assumption of knowledge about the surface it is essen-
tial to our Kalman filter;
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• Our approach uses interaction force between the object and sur-
face to increase the dexterity of a parallel gripper, but we don’t
consider gravity as a possible source of external forces. As so,
developing a strategy that takes advantage of these two external
source would enable an even higher dexterity;

• We constraint our initial conditions such that its possible to reach
the desired object pose given our motion primitives. This is not
realist in a real world application, where there are a infinite pos-
sible initial state for our system. Future work could focus on
the planning of the motions of the gripper necessary to reach
the desired object pose, given any initial conditions. Other mo-
tion primitive besides the ones proposed in this work can also be
considered, allowing a library of motion primitives that could be
used by the planner.
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