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Abstract

Users of heavy trucks, as well as legislation, put increasing demands on heavy trucks. The
vehicles should be more comfortable, reliable and safe. Furthermore, they should consume less fuel
and be more environmentally friendly. For example, this means that faults that cause the emissions to
increase must be detected early. To meet these requirementson comfort and performance, advanced
sensor-based computer control-systems are used. However,the increased complexity makes the
vehicles more difficult for the workshop mechanic to maintain and repair. A diagnosis system that
detects and localizes faults is thus needed, both as an aid inthe repair process and for detecting and
isolating (localizing) faults on-board, to guarantee thatsafety and environmental goals are satisfied.

Reliable fault isolation is often a challenging task. Noise, disturbances and model errors can
cause problems. Also, two different faults may lead to the same observed behavior of the system
under diagnosis. This means that there are several faults, which could possibly explain the observed
behavior of the vehicle.

In this thesis, a Bayesian approach to fault isolation is proposed. The idea is to compute the
probabilities, given “all information at hand”, that certain faults are present in the system under
diagnosis. By “all information at hand” we mean qualitativeand quantitative information about how
probable different faults are, and possibly also data whichis collected during test drives with the
vehicle when faults are present. The information may also include knowledge about which observed
behavior that is to be expected when certain faults are present.

The advantage of the Bayesian approach is the possibility tocombine information of different
characteristics, and also to facilitate isolation of previously unknown faults as well as faults from
which only vague information is available. Furthermore, Bayesian probability theory combined with
decision theory provide methods for determining the best action to perform to reduce the effects from
faults.

Using the Bayesian approach to fault isolation to diagnose large and complex systems may lead
to computational and complexity problems. In this thesis, these problems are solved in three different
ways. First, equivalence classes are introduced for different faults with equal probability distribu-
tions. Second, by using the structure of the computations, efficient storage methods can be used.
Finally, if the previous two simplifications are not sufficient, it is shown how the problem can be
approximated by partitioning it into a set of sub problems, which each can be efficiently solved using
the presented methods.

The Bayesian approach to fault isolation is applied to the diagnosis of the gas flow of an auto-
motive diesel engine. Data collected from real driving situations with implemented faults, is used in
the evaluation of the methods. Furthermore, the influences of important design parameters are in-
vestigated. The experiments show that the proposed Bayesian approach has promising potentials for
vehicle diagnosis, and performs well on this real problem. Compared with more classical methods,
e.g. structured residuals, the Bayesian approach used heregives higher probability of detection and
isolation of the true underlying fault.
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Sammanfattning

Både användare och lagstiftare ställer idag ökande krav på prestanda hos tunga lastbilar. For-
donen ska var bekväma, tillförlitliga och säkra. Dessutom ska de ha bättre bränsleekonomi vara mer
miljövänliga. Detta betyder till exempel att fel som orsakar förhöjda emissioner måste upptäckas i ett
tidigt stadium. För att möta dessa krav på komfort och prestanda används avancerade sensorbaserade
reglersystem. Emellertid leder den ökade komplexiteten till att fordonen blir mer komplicerade för
en mekaniker att underhålla, felsöka och reparera. Därför krävs det ett diagnossystem som detekterar
och lokaliserar felen, både som ett hjälpmedel i reparationsprocessen, och för att kunna detektera och
lokalisera (isolera) felen ombord för att garantera att säkerhetskrav och miljömål är uppfyllda.

Tillförlitlig felisolering är ofta en utmanande uppgift. Brus, störningar och modellfel kan orsaka
problem. Det kan också det faktum två olika fel kan leda till samma observerade beteende hos sys-
temet som diagnosticeras. Detta betyder att det finns flera fel som möjligen skulle kunna förklara det
observerade beteendet hos fordonet.

I den här avhandlingen föreslås användandet av en Bayesianska ansats till felisolering. I meto-
den beräknas sannolikheten för att ett visst fel är närvarande i det diagnosticerade systemet, givet
”all tillgänglig information”. Med ”all tillgänglig information” menas både kvalitativ och kvantitativ
information om hur troliga fel är och möjligen även data som samlats in under testkörningar med for-
donet, då olika fel finns närvarande. Informationen kan äveninnehålla kunskap om vilket beteende
som kan förväntas observeras då ett särskilt fel finns närvarande.

Fördelarna med den Bayesianska metoden är möjligheten att kombinera information av olika
karaktär, men också att att den möjliggör isolering av tidigare okända fel och fel från vilka det
endast finns vag information tillgänglig. Vidare kan Bayesiansk sannolikhetslära kombineras med
beslutsteori för att erhålla metoder för att bestämma nästabästa åtgärd för att minska effekten från
fel.

Användandet av den Bayesianska metoden kan leda till beräknings- och komplexitetsproblem.
I den här avhandlingen hanteras dessa problem på tre olika sätt. För det första så introduceras ek-
vivalensklasser för fel med likadana sannolikhetsfördelningar. För det andra, genom att använda
strukturen på beräkningarna kan effektiva lagringsmetoder användas. Slutligen, om de två tidigare
förenklingarna inte är tillräckliga, visas det hur problemet kan approximeras med ett antal delprob-
lem, som vart och ett kan lösas effektivt med de presenterademetoderna.

Den Bayesianska ansatsen till felisolering har applicerats på diagnosen av gasflödet på en diesel-
motor. Data som har samlats från riktiga körsituationer medfel implementerade används i evaluerin-
gen av metoderna. Vidare har påverkan av viktiga parametrarpå isoleringsprestandan undersökts.
Experimenten visar att den föreslagna Bayesianska ansatsen har god potential för fordonsdiagnos,
och prestandan är bra på detta reella problem. Jämfört med mer klassiska metoder baserade på struk-
turerade residualer ger den Bayesianska metoden högre sannolikhet för detektion och isolering av
det sanna, underliggande, felet.
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Chapter 1

Introduction

I magine that you are a truck driver on your way to deliver a loadof
groceries. Suddenly, black smoke comes out from the exhaustpipe.
After a couple of seconds the black smoke becomes less intense, but

you cannot drive faster than 50 km per hour. A sign in the panellights
up and says: “Engine fault identified, go to workshop”. The truck has
detected the fault by itself and entered a secure mode.

Now, imagine that you are a workshop mechanic. A truck drivesinto
the workshop, and its driver complains about black smoke andspeed
limitations. You plug in your laptop with a diagnosis tool tothe truck
and read out the diagnostic information. The tool presents some possible
faults, ranked after how probable they are, and suggests thefirst action
to perform; check the inlet air pressure sensor.

Imagine now that you are the workshop owner. Looking at the truck in
your workshop, you realize that ever since the workshop started using
the diagnosis tool, the time for troubleshooting has decreased to half and
the average cost of repair has decreased with one third of itsprevious
value.

Finally, imagine that your are the owner of the road carriers, talking to
your colleague. You tell him that with your new trucks, with the in-
telligent diagnosis system, you have gained uptime and improved your
precision on delivery to your customers.

This story shows some of the motivations for fault detectionand isolation in automotive
vehicles: the user of the vehicle, in this story a truck, gains uptime if the correct fault can
be diagnosed and pointed out directly; the workshop mechanic can be guided in his work,
and the troubleshooting time and the cost of repair can be decreased; the manufacturer of
the truck produces vehicles that fulfills environmental andsafety requirements; and the
vehicles get a good reputation as a reliable, since the discrimination between serious and

1



2 Introduction

less serious faults does not give unnecessary degradation of the vehicle performance.
The problem of diagnosis is important in many industrial fields, such as process indus-

try, nuclear industry, flight technology, robotics, and theautomotive industry to mention
some. The methods presented in this thesis are applied to thediagnosis of heavy trucks,
and in particular diesel engines, but they are applicable also in these other industrial fields.
Now, let us take a deeper look into the problem of diagnosing heavy vehicles.

1.1 A Short Introduction to Diagnosis in Heavy Vehicles

Users of heavy trucks, as well as legislation, put increasing demands on heavy trucks. The
vehicles should be more comfortable, reliable and safe. Furthermore, they should con-
sume less fuel and be more environmentally friendly. For example, this means that faults
that cause the emissions to increase must be early detected.To meet these requirements
on comfort and performance, advanced sensor based computercontrol systems are used.
However, the increased complexity makes the vehicles more difficult for the workshop me-
chanic to maintain and repair. A diagnosis system that detects and localizes faults is thus
needed, both as an aid in the repair process and for detectingand isolating (localizing)
faults on board, to guarantee that safety and environmentalgoals are satisfied.

Information about the status of the vehicle is obtained fromobservations, for example
via sensor readings and other measurements. The objective is to use these observations
from the vehicle to detect and determine which fault, or faults, that are present. However,
it is often difficult to exactly determine which fault(s) that are present. For example, assume
that you observe that the headlights of your car do not light,although the ignition key is
turned on. There can be several explanations: the battery isempty, the lamp is broken, or
the cable connecting the lamp and the battery is broken. In this case the only observation,
that the the headlights do not light, does not provide sufficient information to distinguish
between the three possible faults, the information from theobservation is incomplete.

Another situation that makes diagnosis difficult is when theobservations are measure-
ments of noisy signals. Consider for example the problem of warning if the fuel level in
the tank is too low. There is a sensor measuring the level in the fuel tank. However, when
the car is driving on a lumpy road, the ripple on the surface ofthe liquid makes it difficult
to determine the true level. In this situation noise introduces uncertainty.

In the process of diagnosing a vehicle, observations are used to determine the faults
that are present. In order to do this it is necessary to know which faults that affects each
observation, and how the observations are affected. One approach is to use a model of the
relations between the faults and the observations. However, building models for complex
systems is a difficult task since there are many relations to describe, and since there may
be unknown effects in the system. These model errors and unknown effects complicates
the diagnosis.

An alternative of using models to describe the relations between the faults and the
observations, is to use data recorded during test drives with the vehicle. The data consists
of observations recorded when different faults are implemented in the truck. This data can
be used, alone or together with models, in the diagnosis process.
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The last few years new tools, such as the StarFrec by Saab Combitech Systems, has
made it possible to record a lot of data during long test drives on trucks. Looking into the
future, there are tools coming up for collecting data from the whole vehicle fleet. These
new possibilities for collecting data from the vehicles makes data based approaches to
diagnosis attractive. However, there will always be fault sizes, combinations of faults, and
previously unknown faults from which no data exists.

1.2 Problem Formulation

The incomplete information from the observations, the noise, and the model errors dis-
cussed in the previous section leads to uncertainty in the fault diagnosis task. The strategy
used in the thesis is to use all information at hand, i.e. the observations from the vehicle,
the collected data, and all other information such as modelsand engineering skills, to find
all faults that could possibly have generated the observationsand to compute the probabil-
ity that each of them is the true underlying fault. That is, wesearch the probability that a
fault is present given all information at hand:

p(fault|all information at hand). (1.1)

There are four main challenges with the probabilistic approach to fault diagnosis, where
the probabilities (1.1) are computed. First, what does “allinformation at hand” mean, and
how is it converted into a useful form? Second, how to assign the underlying probabil-
ity distributions used for the computation of (1.1), and howto find dependencies between
variables in the computations? Third, how to handle the factthat from some faults there is
only a limited amount of data and information available, andthat there are even previously
unidentified or unknown faults that should be detected, preferably also isolated. Fourth,
the computational burden and the storage capacity needed for computing the probabili-
ties grows as the number of variables (or the system size) grows, Therefore, an important
question is how to scale the computations to larger problems.

1.3 Contributions

The main contributions of this thesis are:

• the use of the Bayesian approach to perform fault isolation, described in Chapter 5;

• the use of recorded data and other prior information, qualitative or quantitative, in-
stead of using an explicit model of the system under diagnosis, as shown in Chapters
5 and 7;

• the methods for efficient storage and the introduction of equivalence classes among
the faults that are diagnosed, which simplify the computations of the probabilities,
and handles the problems of computational burden and storage capacity under cer-
tain, not very restrictive, conditions, as described in Chapter 6;
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• the use of the Bayesian approach to partitioning the problem into solvable subprob-
lems, such that the diagnosis performance loss is minimized, described in Section
6.4;

• the application of the Bayesian algorithms to the diagnosis of an automotive diesel
engine, using data from real driving situations, presentedin Chapter 9.

The Bayesian approach to fault isolation is published in thefollowing conference pa-
pers:

A. Pernestål, M. Nyberg and B. Wahlberg. A Bayesian Approachto
Fault Isolation with Application to Diesel Engine Diagnosis. InProceed-
ings of 17th International Workshop On Diagnosis, DX’06, Penaranda,
Spain, June 2006.

A. Pernestål, M. Nyberg and B. Wahlberg. A Bayesian Approachto
Fault Isolation - Structure Estimation and Inference. InProceedings of
IFAC Symposium SAFEPROCESS, Beijing, China, August 2006.

A. Pernestål and M. Nyberg. Probabilistic Fault Diagnosis Based on In-
complete Data. Accepted for publication inProceedings of the European
Control Conference, Kos, Greece, July 2007.

1.4 Thesis outline

A brief introduction to Bayesian probability theory is given in Chapter 2. This is supposed
to be a background to, and a definition of, the concept of probability used in the thesis.
In Chapter 3 follows a discussion on how to describe, or model, real life systems using
a Bayesian approach, and in particular how to translate knowledge into probability distri-
butions. In Chapter 4, an introduction to the problem to detect and isolate (localize) the
fault(s) is given. Further, the problem of fault isolation is stated using Bayesian terms, and
a review is given of previous work on fault isolation, in particular probabilistic fault isola-
tion. The methods for computing the probability of different faults are presented in Chapter
5. In Chapter 6 it is shown how the methods can be made more efficient and applicable
to large scale systems, and in Chapter 7 it is shown how further information can be taken
into account to improve the diagnosis. In Chapter 8, performance measures evaluating the
diagnosis system is given. The methods derived in Chapters 5, 6, and 7 are then applied
to the diagnosis of the gas flow in a diesel engine in Chapter 9.Finally, in Chapter 10,
conclusions and suggestions on future work are given.



Chapter 2

Probability Theory as Logic

Probability is nothing but common sense reduced to calculation

Laplace, 1819

There are many ideas about what probability is. Among them we find two main
ideas: the idea of probability as a frequency in an ensemble on the one hand; and
the idea of probability as the degree of belief in a proposition on the other hand.

This second view is often referred to asBayesianprobability, see for example (MacKay,
2003). In this thesis, the objective is to reason about whether there is a fault present or
not in the vehicle, given both qualitative and quantitativeinformation. For this kind of
problem, the idea of probability as a degree of belief is mostsuitable, and this is the view
used in this thesis. In this chapter a short motivation of whythis view of probability is used
for the current problem is given. In the remainder of this chapter, the view of probability
used in this thesis is presented. The material in this chapter is a short review of the work
by Cox (1946), and the elaboration of Cox’s work by Jaynes (2001). In (Jaynes, 2001)
it is explained how probability can be interpreted as an extension to logic, and how the
fundamental rules for calculating probabilities can be derived from a set of fundamental
axioms. The main objective of this chapter is not to give an exhaustive explanation of the
concept of probability, but rather to introduce the idea of probability as a degree of belief
in a proposition.

2.1 What is probability?

There are many possible ways to deal with uncertainty and probability. As discussed for
example in (Cox, 1946), (O’Hagan and Forster, 2004) and (MacKay, 2003) there are two
main ideas. On the one side there is the idea of probability asa frequency, and on the
other side is the idea of probability as a degree of belief in aproposition. As Cox (1946)
remarks, the reason for the different ideas of probability can be related to the different
kinds of problems to solve. For example, he argues that when tossing a die there are
several possible outcomes, and probabilities are needed since the outcome will differ from
one toss to another. In other situations Cox argues that probabilities are need to deal with

5



6 Probability Theory as Logic

probabilities due to lack of information. In (Cox, 1946) theexample in the theory of
numbers. It concerns the equivalence of an integer to a sum ofcubes of smaller integers,
and in particular the maximum numbers of cubes that is neededto describe any integer
larger than a certain value. It is obvious that there is a certain solution to this problem, but
it is unknown. The situation is similar in the problem of diagnosis: there is a certain fault
present, but due to lack of information probabilities are needed to reason about which fault
it is.

In (Cox, 1946), it is argued that the degree of belief can be mapped on onto probabilities
if the satisfy simple consistency rules. An elaboration of Cox’s work is given in (Jaynes,
2001). In this chapter a brief review of these thoughts are given. Throughout the chapter
we will follow the notation and expression by Jaynes.

2.2 Reasoning Under Uncertainty

Every day we face situations where we are forced to draw conclusions from limited knowl-
edge. Will it rain today? Will the train be late? My car does not start. Is it the battery that
is drained, or the starter motor that is broken?

In the reasoning, we rely on the information that we have. In the car example, you
would probably think that it is more likely that the battery is drained because that is a more
common problem for cars in general. However, say that you know that condition of the
starter motor is poor and you where actually on your way to theworkshop to replace it
with a new one. Then you should probably increase your beliefin that the starter motor is
broken.

As more information is gained, it is used in the inference. For example, imagine that
you step out of your car and see that the headlights do not light. Now there are two sce-
narios; either both the headlightsand the start motor that is broken, or it is the battery
alone that is drained. Since it seems less plausible that twothings are broken at the same
time, than that there is only one fault, the observation thatthe lamp is dark should probably
increase your belief in that it is the battery that is drained, but you can not be sure that an
empty battery actually is the reason for the engine not starting.

The car problem above is an example when one is forced to reason under uncertainty.
We have also seen that the belief changes depending on the information at hand.

In the fault diagnosis problem, the objective is to do inference about the faults that
possibly are present in a vehicle. To our help there are observations from the vehicle.
Further, there is data collected from previous runs of the vehicle, with and without the
presence of faults, and other information, such as how likely different parts are to brake.
However, there is a lot of information missing, for example,how much, and in what way
do the different faults affect the observations? How is the driver’s way of driving, and how
does that affect the observations? Are the observations really reliable, or is there noise that
disturbs the observations? Hence, in the diagnosis problemwe are forced to reason under
uncertainty.
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2.3 Probability as an Extension to Logic

Before we step into the reasoning under uncertainty, let us see how we reason in the absence
of uncertainty. The deductive two-valued logic is a suitable tool for reasoning without
uncertainty, see (van Dalen, 2004) for an introduction to logic. For example, let us reason
about the weather: “if it rains, then there are clouds”. In a formal language we use the
notationA = “it rains” andB =“there are clouds”. We can then write

A⇒ B, (2.1)

where⇒ means “implies”, and (2.1) should be interpreted as “given thatA is true, thenB
is true”.

Assume now that we want to reason aboutA, given the observation thatB is true. In
this case, the deductive two-valued logic is not enough. ObservingB, we can not conclude
thatA is true. Return to the reasoning about rain and clouds. Our intuition says that it has
become more plausible that “it rains” after we have learned that “there are clouds”. In the
formal language, we write this as

A⇒ B
B

thenA is more plausible.

We see that although we can not draw any conclusions about what is true or false, we can
at least reason about the plausibility of the statements.

In Jaynes (2001) a framework is given for extending the deductive logic into proba-
bility theory, and thereby allowing reasoning under uncertainty. This framework is briefly
summarized in the remainder of this chapter.

First, let us comment the nature of causality. Using the nomenclature by Jaynes, we say
that there isphysical causality, for example “rain” implies that “the lawn is wet”. There
is alsological causality, for example “the lawn is wet” makes “rain” more plausible, even
though the physical causality is directed in the opposite way. In probabilistic inference,
reasoning is not restricted only to physical causality, butdo also use logical causality.

2.4 Consistency and Common Sense

In previous sections, we have seen how the plausibility of different statements can change
in a qualitative way. However, to reason under uncertainty,we need to translate the degree
of plausibility into numbers. These numbers are what we callprobability. In this section we
give a set of requirements which we want the probability, andin particular the computations
with probability, to fulfill.

The Basic Desiderata

We begin with three basic requirements on how the probability should be represented and
how it should function. In (Jaynes, 2001), these requirements are calledThe Basic Desider-
ata. They are stated as follows:
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1. Probability should be represented by real numbers.

2. Qualitative correspondence with common sense.

3. Consistency:

a) If a probability can be reasoned out in more than one way, then every possible
way must lead to the same result.

b) All evidence relevant to a question must always be taken into account, no in-
formation can be arbitrarily ignored.

c) Equivalent states of knowledge must be represented by theequivalent proba-
bilities.

As Jaynes remarks, Requirements 1, 2 and 3a are structural requirements, dealing with
the computation of the probability, while Requirements 3b and 3c are interface conditions,
determining how the probability computations should relate to the environment.

Note that, Requirement 2 states the direction of the change in relation to common
sense, but not the size of the change. We illustrate this withthe following small example.
Let “A|C”, denote the statement “A given thatC” is true, let “A> B” denote that “A is more
plausible thanB”, and letABdenote the statement “A andB”. Then, by Requirement 2 we
have that given the statements

A|C > A|C′ andB|AC= B|AC′

then
AB|C > AB|C′.

We do the reasoning withA=”it will rain tonight”, B=”there will be pancakes for dinner”,
C =”it is cloudy”, andC′ =”it is sunny”. It is more probable that it will rain if it is cloudy,
than if it is sunny. Consequently it is also more probable that it will rain tonight and that
there will be pancakes for dinner and if it is cloudy than if itsunny.

2.5 The Basic Rules

Jaynes (2001), and originally (Cox, 1946), argues that fromonly the three desiderata given
above, the probability of an eventA, given the knowledgeB can be expressed as a mono-
tonic functionp(·).

Further, using the convention that truth is represented by one and falseness is repre-
sented by zero, theproduct ruleand thesum rulecan be derived:

p(AB|I) = p(A|I)p(B|AI) = p(B|C)p(A|BI), (product rule) (2.2a)

p(A|I)+ p(Ā|I) = 1, (sum rule) (2.2b)

whereĀ denotes the complement ofA. In (2.2), and in the following of this thesis, the
notationI will be used to represent the prior state of knowledge, or thebackground in-
formation at hand. For example, if reasoning about the probability of rain tonight before
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looking at the sky, the background information can for example be that it is winter and our
previous experiences of rain in the winter.

It is interesting to note that traditionally, see for example (Blom, 1984), the product
rule (2.2a) is used as the definition of conditional probability, but here it is derived as a
consequence of the three basic desiderata.

The results by Jaynes (2001) and Cox (1946) are criticized and debated for example
in (Halpern, 1999) and (Arnborg and Sjodin, 2000). However,as remarked by Arnborg
and Sjodin (2000), the ”authors advocating standard Bayesianism have not been strength-
ened or weakened” by their analysis, and we use the rules derived in this chapter, and the
Bayesian view of probability as a degree of belief.

Independence, Bayes Rule and Marginalization

From the product rule (2.2a), we have thatp(AB|I) = p(A|I)p(B|A, I). If p(B|A, I) =
p(B|I), or equivalently if

p(AB|I) = p(A|I)p(B|I), (2.3)

we say thatA andB are independent. If two variables are not independent, we say that
they aredependent. Note that it is equivalent that there is a logical causalitybetween two
variables and that they are dependent.

Using the product rule (2.2a), Bayes’ rule can be derived:

p(A|B, I) =
p(B|A, I)p(A|I)

p(B|I)
. (2.4)

Bayes’ rule is fundamental in probabilistic reasoning. Consider for example the fault iso-
lation problem, where we want to reason about the fault that is present in the system, given
the observations from the system. Typically it is known (or at least easier to determine)
the probability that a fault gives a certain observation, than that a certain fault is present
given an observation. To write this in probabilities, use the notationsF =”A fault of type
F is present in the system”, andD = ”The current observation from the system”. Then, by
Bayes’ rule we have

p(F |D, I) =
p(D|F, I)p(F|I)

p(D|I)
.

The distributionp(F |D, I) is often called theposterior probability, the probability forF
after taking all information into account. The factorp(D|F, I) is called thelikelihood, and
p(F|I) is called theprior probability for F.

From the product rule (2.2a) and the sum rule (2.2b), the extended sum rule,

p(A+B|I) = p(A|I)+ p(B|I)− p(A,B|I), (2.5)

can be derived. In particular, ifA andB are mutually exclusive, thenp(AB|I) = 0, and (2.5)
becomes

p(A+B|I) = p(A|I)+ p(B|I). (2.6)
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This variant of the extended sum rule is useful when computing the probability of events,
for which only the probability of the event in combination with another variable is known.
For example, assume that we have an urn in which we know there are N balls. From only
this information we do not know the probabilityp(A|I) for drawing a red ball, but if we
knew the fraction of red balls,B, in the urn we could computep(A|B,

)

.
We show the technique by lettingBi , i = 0, . . . ,N beN mutually exclusive propositions,

of which one is always known to be true, i.e.∑i p(Bi |I) = 1. In the urn example,i could
denote the number of red balls in the urn.

The truth value ofA(B0 + . . . + BN), i.e. the proposition “A and any value ofBi” is
always the same as the truth value forA. This can be used to derive the formula

p(A|I) = ∑
i

p(A,Bi |I) = ∑
i

p(A|Bi, I)p(Bi |I). (2.7)

This formula is calledmarginalization. The actual value of the variableBi is not interesting,
and is often said to be anuisance parameter. For a continuous variableθ , marginalization
becomes an integration,

p(A|I) =

∫

p(A|θ , I) f (θ |I)dθ , (2.8)

where f (θ |I) is the prior distributions forθ .
Here we have used the convention thatp(·) denotes a discrete probability distribution,

while f (·) denotes a continuous distribution.

2.6 Subjective or Objective Probability

The concepts of ”subjective” and ”objective” probability are debated and discussed in lit-
erature, for example in (Jaynes, 2001), (O’Hagan and Forster, 2004) and (Jeffrey, 2004).
In this thesis, we do not have the intention to discus these concepts in detail, or give any
general explanation to these concepts.

Instead, since we have the same view of probability as Jaynes(2001), we cite his re-
mark on the nature of probability. Jayenes states that “any probability assignment is neces-
sarily subjective in the sense that it describes the state ofknowledge, and not anything that
can be measured in a physical experiments.” On the question “whose state of knowledge?”,
the answer given by Jaynes (2001) is “anyone who has the same information, and reasons
according to the desiderata”.

On the other hand, as Jaynes remarks, probability assignments in this view are “objec-
tive in the sense that they are independent of the personality of the user”.

2.7 Bayesian Probability vs. Statistics

In the Bayesian framework, probabilities are interpreted as a degree of belief in a propo-
sition. Reasoning is based both on observations and on the knowledge at hand, and the
posterior probabilityp(m|x, I) is computed. In the classical field of statistics on the other
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hand, probabilities are interpreted as a frequency. Reasoning is based only on the observa-
tions, i.e. reasoning about a parameterm is generally based on the likelihood,p(x|m, I), see
(O’Hagan and Forster, 2004). To see the relation between thestatistical and the Bayesian
views, rewrite the posterior probability using Bayes’ rule(2.4):

p(m|x, I) =
p(x|m, I)p(m|I)

p(x|I)
. (2.9)

and we see that the main difference between the classical statistical view and the Bayesian
view is the prior probabilityp(m|I) (sincep(x|I) is a normalization constant). In the field
of classical statistics, one of the main criticisms againstthe Bayesian framework is that
the prior probability must be assigned, and that this assignment is “ad hoc”. However, the
statistical approach, can be interpreted as that a uniform prior is chosen by convention. A
uniform prior is not as ignorant as it may seem. In fact it represents the statement that “all
values are equally probable”. In the Bayesian approach on the other hand, it is possible to
use any kind of background information. One example is to usethe uniform prior can be
used to represent no information, but we are also free to define “lack of information” in
the sense that is suitable for the problem at hand, some examples as the distribution with
Maximum Entropy (Jaynes, 1982) or by the Fisher Information(Bernardo, 1979). This is
further discussed in Section 3.6 in this thesis.





Chapter 3

Bayesian Modeling

You insist that there is something a machine cannot do. If youtell me precisely what it is
that a machine cannot do, then I can always make a machine thatdoes just that!

J. von Neumann, 1948

I n order to reason under uncertainty, using probabilities, we need to describe the real
world in terms of probabilities. It is necessary to know the causal relations between
variables, and to assign the underlying prior probabilities. We call this Bayesian mod-

eling, and with this term we mean describing the real world inthe Bayesian framework,
i.e. with variables that are described by probability distributions, and with the connections
and dependencies between the variables. Learning Bayesianmodels is often a challeng-
ing task since the real world is complex, with hidden dependencies and unconventional
distributions. Another important parameter in Bayesian modeling is how to assign prior
probabilities. In this chapter we discuss how Bayesian models are represented and learned
in literature. We also discuss different ways to assign prior probabilities.

3.1 Model vs. Training Data

In the diagnosis problem, the objective is to make inferenceabout some variables

W = (w1, . . . ,wN),

given training data,X, and the background informationI

p(W|X, I) (3.1)

In this thesis, the main approach is to compute the probability (3.1) directly, without any
further assumptions. It is shown in Chapters 5 and 6 that thisis possible to a large extent.
In contrast to the method used in this thesis, the general approach to solving problem (3.1)
in literature is to estimate a model for the training dataX, and then use this model in the
computations. There are many kinds of models, suitable for different applications. The
art of estimating a model is treated in the field of system identification, see for example

13
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(Söderström and Stoica, 1994) or (Kay, 1993) for a general introduction. However, these
models are in general deterministic. In this thesis probabilistic, and in particular Bayesian,
models are considered.

With a Bayesian modelO for the variablesW we mean a specification of the joint
probability for the variables, i.e. a specification of all dependencies and underlying prob-
abilities. A more detailed description of probabilistic models is given in Section 3.2. By
now, assume that given the modelO no further information aboutW is given by the training
data. In terms of probabilities we write this as

p(W|O,X, I) = p(W|O, I).

To compare the method in this thesis with methods where a model O∗ is estimated from
the training dataX we investigate how wellp(W|O∗, I) approximatesp(W|X, I), and un-
der which conditions equality is obtained. Begin with marginalizing over all probabilistic
modelsO,

p(W|X, I) =

∫

p(W|X,O, I) f (O|X, I)dO

=

∫

p(W|O, I) f (O|X, I)dO. (3.2)

In probabilistic terms, when we use a certain modelO∗, we do the assumption

f (O|X, I) = δ (O−O∗), (3.3)

whereδ (x) is a distribution with all probability mass focused inx = 0. Under the assump-
tion (3.3), the equation (3.2) becomes

p(W|X, I) = p(W|O∗, I). (3.4)

When the distributionf (O|X, I) is narrow, and the probability mass is focused closed to
O∗, (3.3) is a good approximation. This occurs for example whenone model is far more
probable than all other. However, (3.3) may be a too strong assumption. Especially when
there is little training data available, and the prior knowledge about the structure is impre-
cise, f (O|X, I) tends to be wide.

In (3.2), the integration is over all possible models. However, integrating over all mod-
els is in general infeasible. Instead, only a subset of models,O, typically of a certain type
or level of complexity, is considered. The integration in (3.2) is taken over this set instead
of the set of all models. The standard assumption, often madein system identification, is
that the “true” model belongsO. If the “true” model is outside the set of models searched
among, the approximation (3.4) may be poor. The case where the “true” model not be-
longs toO is discussed in (Berec and Karny, 1997).It is shown that using certain search
algorithms, the model inO that is closest to the “true” model in some measure is found.

As mentioned above, in this thesis the estimation of a probabilistic model is avoided as
far as possible, and the probability (3.1) is computed directly. However, when the system
becomes large enough we may run into problems with too high computational burden and
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storage problems. In these situations it may be necessary touse a Bayesian model to
simplify the computations.

In the Sections 3.2 to 3.5, the representation of Bayesian models is discussed, and
a brief introduction to methods for learning is given. Then,in Sections 3.6 to 3.9, the
important question of how to assign prior probabilities is discussed.

3.2 Bayesian Models

Before going into details of how to learn Bayesian models, weneed a more detailed defi-
nition of what the model includes.

Assume that there areN discrete variableswi , i = 1, . . . ,N. The objective is to draw
conclusions about how probable it is that the variables takecertain values, given the current
state of knowledge. That is, to compute

p(w1,w2, . . . ,wN|I), (3.5)

whereI denotes the prior knowledge. Typically, we want to do inference about a subset
of the variables, given the values of other variables. This can be done from the joint
probability distribution (3.5), by using marginalization(2.7).

In order to compute the probability (3.5), a specification ofall dependencies and under-
lying probabilities is needed. We call this specification aprobabilistic model, or Bayesian
model, O. The term Bayesian model is used to stress that we have adopted the Bayesian
view of probability, as discussed in Chapter 2. By a probabilistic model we mean the tuple
(S,Θ), whereS is the structure of dependencies between the variables, andΘ is the param-
eters of the probability distribution (3.5), i.e in the discrete case,Θ defines the probabilities
of all different combinations of the variablesW.

Using the product rule, the probability distribution (3.5)can be written as

p(w1,w2, . . . ,wN|I) =
N

∏
i=1

p(wi |w1, . . . ,wi−1, I). (3.6)

In a Bayesian modelO, it is stated exactly which of the variablesw1, . . . ,wi−1 that really
affects the probability forwi , i.e. which variableswi is dependent on. Use the notation
Pa(wi) for the subset of the variablesw1, . . . ,wi−1 which wi is dependent on. We say that
Pa(wi) are theparentsof wi . Given the modelO, the joint probability of the variables can
be written as

p(w1,w2, . . . ,wN|O, I) =
N

∏
i=1

p(wi |Pa(wi),O, I). (3.7)

This gives the exact way of computing all probabilities. Note that often the dependence on
a modelO is not explicitly given, but assumed to be included in the background information
I .

The Bayesian model includes the structure of dependencies,S, and the parametersΘ
in the underlying distributions. However, there are several ways to represent the same
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Sunshine
(s) Holiday

(h)

Goes
biking

(b)

Figure 3.1: A simple Bayesian network, describing the dependencies between the weather,
and the facts that Joe has holidays and that she goes biking.

joint probability. For example, for the two variablesw1 and w2, the model can either
consist of the distributionp(w1,w2|I), or the two distributionsp(w1|I)p(w2|w1, I). These
representations are equivalent, sincep(w1,w2|I) = p(w1|I)p(w2|w1, I).

3.3 Bayesian Networks

One way of representing a probabilistic model is to use a Bayesian network. A Bayesian
network is a Directed Acyclic Graph (DAG), in which the variables are represented by
nodes, and logic causality (dependency) between two variables is represented by a directed
arc. That the graph is acyclic means that no cycles are allowed, i.e. following the arcs from
one node to another in the way they are directed, there shouldbe no possibility to come
back to a node that is already visited. For example, if there is an arc fromw2 to w1, there
should be no arc fromw1 to w2. An example of a Bayesian network is shown in Figure 3.1.

To each node,i, a probability distribution,p(wi |Pa(wi), I), is assigned. This probabil-
ity distribution describes the probability that the variable takes different values given the
values of its parents. In the case of discrete variables, this distribution is often stored as the
Conditional Probability Table (CPT), i.e. a table where theprobabilities are given for all
combinations of values that the variable and its parents cantake. In Tables 3.1 and 3.2 the
CPT:s for the Bayesian network in Figure 3.1 are given. Further, in Example 3.1 below it
is shown how a Bayesian network can be used for reasoning.

Table 3.1: The CPT:s for the nodes h and s in the Bayesian network in Figure 3.1.

h p(h|I)

true 0.2
false 0.8

s p(s|I)

true 0.5
false 0.5
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Table 3.2: The CPT for the node b in the Bayesian network in Figure 3.1.

s h b p(b|s,h, I)

true true true 0.8
true true false 0.2
true false true 0.7
true false false 0.3
false true true 0.4
false true false 0.6
false false true 0.1
false false false 0.9

Example 3.1
Assume that we want to compute the probability that the sun isshining, after learning
that Joe did go biking today. To do inference about the weather, introduce the following
variables,

s= “the sun is shining”,

h = “Joe has holidays”,

b = “Joe goes biking”.

Our knowledge about Joe and her behavior is represented by inBayesian network in Fig-
ure 3.1, and in the CPT:s in Tables 3.1 and 3.2. Use the convention thatx = 1 andx = 0
denote that the variablex is true and false respectively. We can then use marginalization to
compute the probability that the sun is shining, after learning that Joe did go biking today:

p(s= 1|b = 1, I) =
p(b = 1|s= 1, I)p(s= 1|I)

p(b = 1|I)
= (3.8a)

=
(p(b = 1|s= 1,h = 1, I)p(h = 1|I)+ p(b= 1|s= 1,h = 0, I)p(h = 0|I))p(s= 1|I)

p(b = 1|I)
=

(3.8b)

=
(0.8 ·0.2+0.7 ·0.8)0.5

p(b = 1|I)
=

0.39
p(b = 1|I)

. (3.8c)

Here we have used Bayes’ rule (2.4) and then marginalization(2.7) over the values of the
variableh describing if it is holiday. In the same way, we can compute the probability that
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the sun is not shining today:

p(s= 0|b = 1, I) =
p(b = 1|s= 0, I)p(s= 0|I)

p(b = 1|I)
= (3.9a)

=
(p(b = 1|s= 0,h = 1, I)p(h = 1|I)+ p(b= 1|s= 0,h = 0, I)p(h = 0|I))p(s= 0|I)

p(b = 1|I)
=

(3.9b)

=
(0.4 ·0.2+0.1 ·0.8)0.5

p(b = 1|I)
=

0.08
p(b = 1|I)

. (3.9c)

The denominatorp(b= 1|I) can be computed from (3.8) and (3.9), since these two expres-
sions must sum to one,

1 = (s= 0|b = 1, I)+ p(s= 1|b = 1, I) =
0.39

p(b = 1|I)
+

0.08
p(b = 1|I)

=
0.47

p(b = 1|I)
.

(3.10)

This givesp(b = 1|I) = 0.47. Thus, learning that Joe did go biking today has changed the
probability that the sun is shining fromp(s= 1|I) = 0.5 to

p(s= 1|b = 1, I) =
0.39
0.47

≈ 0.83. (3.11)

As stated above, the Bayesian network is a way of representing the causal relations (or
dependency) between variables. The logical causal relation is bidirected, meaning that if
the variableA is dependent onB, thenB is also dependent onA. In terms of Bayesian
networks, this means that several structures can describe the same dependency relations.
For example, the two structuresA← B←C andA→ B←C both describes the relation
thatA andC are independent givenB. Networks describing the same logical relations are
said to beequivalent. For a complete definition of equivalent networks, see (Heckermanet
al., 1995b).

It is possible to mix continuous and discrete variables in the network, in this case
the network is often called a Hybrid Bayesian Network, see for example, (Roychoudhury
et al., 2006) and (Lerner, 2002). However, in this thesis only discrete variables will be
considered, and we will only study discrete Bayesian networks.

Bayesian networks are closely studied in literature, and more details can for example
be found in the two books (Jensen, 2001) and (Pearl, 1998). One nice feature with the
Bayesian networks is that when the network is known, there are efficient methods for
computing any conditional probabilities in the network, see for example (Lerner, 2002)
and (Lu and Przytula, 2005).

Challenges

There are two main challenges when using Bayesian networks and other probabilistic mod-
els. First, the structure of dependencies,S, between variables and all parameters,Θ in the
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probability distributions must be specified. In terms of Bayesian networks, this is the task
of finding the connections between the nodes, and fill in the CPT:s. Second, as the num-
ber of variables and dependencies grows, the size of the CPT:s grows exponential, and the
performing the necessary computations and storing the CPT:s may become infeasible.

The problem of learning the structure and parameters is generally treated by using
expert knowledge, training data, or a combination of those.In (Lerneret al., 2000) and
(Schwall and Gerdes, 2002) Bayesian networks are built by using expert knowledge. In
for example (Elidanet al., 2000), (Teyssir and Koller, 2005), (Silander and Myllymäki,
2006), and (Cooper and Herskovits, 1992), methods for learning Bayesian networks from
training data are discussed. Different approaches to use the combination of knowledge and
data to estimate the Bayesian model is for example discussedin (Heckermanet al., 1995b).
In the next section, a more thorough discussion is given on how the problem of learning
probabilistic methods is treated in previous works. In Chapter 5 in this thesis a Bayesian
approach to learning a model that suits the diagnosis problem is discussed.

The problem of how to handle the growth of the CPT:s and the increase of the num-
ber of computations to perform, is to the authors knowledge not extensively discussed in
literature. One solution is to assume that variables are independent, although they might
not be independent, for example discussed in (Jansson, 2004). However, this may lead to
decreased performance. In particular for the diagnosis problem, decrease in performance
is shown in (Pernestålet al., 2006). In Chapter 6 in this thesis, the groth problem is further
discussed, and solutions are presented.

3.4 Learning Bayesian Models

When learning a model, the objective is to find the model that gives the best prediction in
the application where it is intended to be used. There are several ways of learning proba-
bilistic models, and in particular Bayesian networks, presented in literature. As mentioned
above, the main approaches are to use expert knowledge, to use training data, or possibly
a combination of these. Combining knowledge and training data is generally implemented
by feeding a data driven learning algorithm with a prior guess of the model. We will discuss
a couple of different ways of learning Bayesian models foundliterature.

Expert Knowledge

When the system is relatively small and well known, expert knowledge can be used to put
up the structure of dependencies between the variables,S, as well as the parameters,Θ, in
the probability distributions. One example is the model of the car braking system (ESP) in
(Schwall and Gerdes, 2002). An alternative way is to use structured methods to learn the
probabilistic model. In (Lerneret al., 2000) and (Roychoudhuryet al., 2006) it is shown
how the system first can be described using Bond Graphs, whichare translated to Temporal
Causal Graphs (TCG). The TCG:s are then used to build appropriate Bayesian networks.
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Learning from Training Data

For larger and more complex systems, such a the diesel engineconsidered in this thesis,
it is difficult and time consuming to build a useful model using expert knowledge only.
The reason is that there are many connections and relations to investigate, and some of the
connections may not even be known. Instead, training data can be used.

The general approach to learning Bayesian models from training data is to search for
a probabilistic model that optimizes some measure of how well the model fits to the data.
Such a measure is generally referred to as ascoring metric. One example of a scoring
metric is the joint probability of the model and the trainingdata,

p(O,X|I). (3.12)

This scoring metric is often referred to as theBayesian Scoring Metric. There are also
other, non-Bayesian scoring metrics, see for example (Pearl and Verma, 1991). Different
search methods for finding models for which the scoring metric increases, and different
scoring metrics gives different algorithms, see for example (Russellet al., 1995), (Hecker-
manet al., 1995b), and (Cooper and Herskovits, 1992).

In contributions dealing with estimating a probabilistic modelO from training data, a
large number of training data is often assumed. In general, this assumption is not applica-
ble in diagnosis, since the task is to do inference about faults which might be uncommon
or even unknown. This means that there are combinations of values of the variables from
which there exist only a small amount of or no training data. Further there may also be
missing variables, when not all variables are obtained at every time instance. The EM al-
gorithm, see (Dempsteret al., 1977), relies on the Expectation-Maximation principle. It is
an algorithm for dealing with data with missing variables. In the EM algorithm maximum
likelihood estimates of the missing data are computed. Another approach is presented in
Section 6.4 in this thesis. Here it is shown how the probabilistic model can be estimated
using a Bayesian framework, which takes the potential lack of data into account.

3.5 Hidden Nodes

So far, we have assumed that there is knowledge about which variables that exist. This is
generally not true in the diagnosis problem discussed in this thesis. Assume for example
that there are components that are monitored using observations from the system under
diagnosis. Ideally, only true component faults, which are desired to detect, affects the
observations. However, there may be unmodelled effects that also affect the observations.
For example observations could be more sensitive to faults when the humidity is high, or
when it is snowing. There is no information available about which those effects are and
in what way they affect the tests, but since they introduce dependencies between the tests,
they must be taken into account. In this section we give briefdiscussion on how these
unknown dependencies are treated in literature.

In the diagnosis test in this thesis only a special type of Bayesian networks are consid-
ered. In these networks, there are nodes representing the components and nodes represent-
ing the observations. The component nodes have no parents, while the observation nodes
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Figure 3.2: Three different networks describing the same probability distribution, where the
variables d1 and d2 are dependent on the variables c1 and c2, and where d1 and d2 are
dependent. One way of modeling the dependence between d1 and d2 is to use a hidden
node H.

can have both component nodes and observation nodes as parents. There are three general
ways of modeling the unknown dependencies between the observations and components.

(a) To draw a multilayer Bayesian network, i.e. to learn the structure of dependencies
between the diagnostic tests corresponding to network (a) in Figure 3.2.

(b) To introduce hidden nodes in the network, aiming at describing the unmodelled ef-
fects, corresponding to network (b) in Figure 3.2.

(c) To use a two-layer network, and to group the dependent variables into one node,
corresponding to network (c) in Figure 3.2.

The networks (a) and (c) in Figure 3.2 are equivalent, but thenetwork (b) can not
always express the same dependencies as (a) and (c). For example when there are two
hidden reasons causingd1 andd2 to be dependent. Another problem with network (b) is
to determine the number of values that the hidden nodeH can take. However, the use of
hidden nodes may decrease the storage capacity needed.

If the network (a) is fully connected in the bottom layer, i.e. there are relations between
all nodes in the bottom layer (di-nodes), the storage capacity needed to store network (a)
is larger than for network (c). For example in the case of binary variables in the networks
in Figure 3.2, 2· 2+ 2 · 22 + 2 · 23 = 28 values are needed for network (a), while only
2·2+4·22 = 20 values are needed for network (c). If the network is not fully connected in
the bottom layer the storage capacity for network of type (a)may be less than the storage
capacity for networks of type (c). The reason is that the network of type (a) only includes
information that is needed, while network of type (c) alwaysrepresents a fully connected
network which means that some information in the CPT:s is redundant.

There exist methods for reducing the complexity in Bayesiannetworks. In (Elidan
et al., 2000) a method is described, where nodes that are extensively connected are rec-
ognized, see Figure 3.3. Hidden nodes are introduced into the clusters in the network,
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Figure 3.3: Hidden nodes can be used to decrease the storage capacity needed in the
Bayesian networks used.

reducing the storage capacity needed and the complexity of the computations. This new
network is an approximation of the original one.

Learning Hidden Nodes

In (Friedman, 1998) the Structural-EM algorithm for learning hidden nodes, and the pa-
rameters, is presented. The Structural-EM is based on the EMalgorithm presented by
(Dempsteret al., 1977). It is iterative, and starts with an initial guess of the structure in-
cluding a guess of the hidden nodes. The parameters of the hidden nodes are estimated
using the EM algorithm, and a score for the network is computed. The next step is to esti-
mate the score for networks in the neighborhood of the previous network and do the next
iteration with the network with highest score.

3.6 Prior Probabilities

In previous sections, the problems of finding dependencies and estimating probability dis-
tributions from data are discussed. Another important partof the Bayesian modeling, and
the Bayesian framework in general is to assume appropriate prior probabilities. The re-
mainder of this chapter is devoted to a discussion on prior probabilities.

In the Bayesian framework, the prior probability distribution p(A|I) for an eventA,
or in the continuous case the distributionf (x|I) for a variablex, is needed to perform the
computations when using Bayes’ rule and marginalization. In the prior distributions, only
the background information,I , is given. Often, the background information is qualitative
and vague. For example, it might be known that a parameter is positive, but there is no
other information available about the parameter. Another common situation is that there is
no explicit information at all available. Is it possible to describe this kind of ignorance in
terms of probabilities? What prior probabilities should beassigned?
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Limitations on Priors

In practice, we are free to choose any prior probability thatis consistent with the back-
ground information. However, we must be careful to really follow the background infor-
mation and not do any implicit assumptions. In particular, the prior probabilities 0 and 1
turns the probabilities into logic implications, see Section 2.3, and imply certainty.

We demonstrate this with the following example.

Example 3.2
Consider an urn with balls in from which we make draws withoutreplacement. Define the
following statements:

A “A red ball is taken in draw numbern.”
B “n draws are performed and in at least one of these a red ball was drawn.”
I “There is an urn with balls in. ”

We want to compute the probability that drawn gives a red ball, given that at least one out
of n draws gave a red ball, and apply Bayes rule,

p(A|B, I) =
p(B|A, I)p(A|I)

p(B|I)
. (3.13)

In order to perform the computations the prior probabilityp(A|I), i.e. the probability of
drawing a red ball in drawn given that there are is an urn with balls in. This probability
must be chosen 0< p(A|I) < 1, since otherwise we have stated that we are sure that there
are no red balls (or that there are only red balls) in the urn. In that case the prior is inconsis-
tent with the background information, since it is not specified anything about the color of
the balls in the urn. In this example, it is clear that the assignmentp(A|I) = 0 (or 1) would
lead to inconsistency. Assigning for examplep(A|I) = 0 would lead top(A|B, I) = 0. This
is definitely wrong, sinceB implies that there actually are red balls in the urn.

Conjugate Families

One way of choosing the prior probability is to choose it suchthat the computations be-
come particularly easy. Assume for example that we collect observationsy1,y2, . . ., and
after collecting each observation, we want to do inference about the variablex, p(x|y1, I),
and thenp(x|y2,y1, I) etc. To do inference aboutx giveny1, use Bayes’ rule,

p(x|y1, I) =
p(y1|x, I)p(x|I)

p(y1|I)
. (3.14)

Now, wheny2 is achieved, we use Bayes’ rule again,

p(x|y2,y1, I) =
p(y2|x,y1, I)p(x|y1I)

p(y2|y1, I)
. (3.15)
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If the distributionsp(y1|x, I) andp(y2|x,y1, I) belongs to the same family of distributions,
and if p(x|I), p(x|y1, I), andp(x|y2,y1, I) belongs to the same family, the same machinery
for computing the probabilities could be used over and over again as new observations are
obtained, and the computations becomes easy to implement.

To summarize this, we have the requirement that given a likelihood,p(y|x, I), the prior
probability,p(x|I), and the posteriorp(x|y, I), should belong to the same family of distribu-
tions. We say that the prior/posterior family isclosed under sampling from the likelihood,
or that the prior/posterior family is aconjugate family of distributionsfor the likelihood
family. For example, using a Gaussian likelihood and a Gaussian prior would result in
a Gaussian posterior probability, and the Gaussian family of distributions is conjugate to
itself. For a more thorough discussion on conjugate families, see for example (O’Hagan
and Forster, 2004).

3.7 Uninformative Priors

In this section, the problem expressing lack of knowledge isdiscussed. To express lack
of knowledge, uninformative priors, or ignorance priors, are used. The representation of
ignorance is frequently discussed in the literature. In this section some examples are given.
For a more detailed discussion see for example (Kass and Wasserman, 1996).

Principle of Indifference

One of the most common ways of assigning a prior is to apply thePrinciple of Indifference,
also calledPrinciple of Insufficient Reason, see (Jaynes, 2001) and (Kass and Wasserman,
1996). The principle of indifference says that when there isno reason to believe that any
specific outcome of a trial is more probable than any other, they should be assigned equal
probability. This leads to a uniform prior. One example is inthe case of tossing a coin.
There is no reason to believe that it is more likely to get a head up than a tail, and therefore
we assign probabilityp(“head”|I) = p(“tail” |I) = 0.5. Note that this probability coincides
with the probability assigned in the frequency view of probability, but it is derived in a
different way. Here the probability 0.5 is assigned becausethere are no trails made; in the
frequency case probability 0.5 is assigned after (infinitely) many experiments.

Kass and Wasserman (1996) argues that the principle of indifference suffers from a
partitioning paradox. We explain it using the example from (Kass and Wasserman, 1996),
originally from (Shafer, 1976):

Example 3.3
Let θ = {θ1,θ2}, whereθ1 denotes the event that there is life in orbit around the star Sirius
andθ2 denotes the event that there is not. The principle of insufficient reason give

p(θ1|I) = p(θ2|I) = 1/2.

now, letΩ = {ω1,ω2,ω3} whereω1 denotes the event that there is life around Sirius,ω2

denotes the event that there are planets but no life andω3 denotes that there are no planets.
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Then the rule of insufficient reason gives

p(ω1|I) = p(ω2|I) = p(ω3|I) = 1/3.

The paradox is that the probability of life isp(θ1|I) = 1/2 if we adopt the first situation
but it is p(ω1|I) = 1/3 if we adopt the second.

The reason for the paradox is that the principle of indifference is dependent on the problem
formulation. However, in the Bayesian approach this paradox is generally not a problem,
since the problem formulation is often assumed to be included in the background infor-
mationI . Also, as remarked by Kass and Wasserman (1996), in the situations where the
problem formulation is not included in the background information, this paradox gener-
ally does not introduce any ambiguities if the problem is carefully stated. The principle of
indifference will be used to assign some of the prior probabilities in this thesis.

Minimum Information Priors

Another common way to express ignorance is to define a measureof information and then
choose the probability distribution that minimizes that measure as the prior probability.
Examples of information measures are Maximum Entropy, (Jaynes, 1982) and Fischer
Information (Kass and Wasserman, 1996).

Jeffreys based a thorough reasoning on prior probabilitieson the Fisher Information.
These priors are often referred to as “Jeffreys’ prior”. On the bounded interval[ymin,ymax],
and on the symmetric interval(−∞,∞), Jeffreys’ prior is uniform,p(y|I)=constant. On the
interval(0,∞), Jeffreys’ prior isp(y|I) = 1/y, which is uniform in the logarithm. Note that
on the two unbounded intervals, the priors do not integrate to one. Prior distributions with
this property are calledimproper priors. Although improper priors are not true probability
distributions, they can be used in the computations, if the likelihoods are normalizable as
a probability distribution. Then an improper prior gives a proper posterior.

In this thesis, no definition of information is used, and information based priors are
avoided.

Reference Prior

In (Bernardo, 1979), ignorance is expressed by what is called a reference prior. Leaving
the technical details out, the reference prior is the prior for which the Fisher Information is
increased the most from the prior to the posterior using a certain likelihood. Note that this
is not the same as the prior which gives the least prior information, but the prior for which
the observations provides the most information. The reference prior can be different for
different likelihoods and data.

Other Alternatives

There are several other ways of assigning uninformative priors. One pragmatic way is
to choose a distribution that gives simple computations, and tune the parameters in the
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distribution to give a large variance, for example using a normal distribution with large
variance. However, the most important is, as noted in Example 3.2, that zero probability is
not assigned to any values that can not definitely be excluded. Their probability might be
arbitrary small, but can not be zero.

In many cases, the particular choice of prior does not affectthe posterior very much.
The effect of the prior on the posterior is further discussedin (Maryak and Spall, 1987)
and (Pernestål, 2006).

3.8 Informative Priors

In literature, a lot of effort is put into the question on representing ignorance. However,
as noted by Heckermanet al. (1995b), Geiger and Heckerman (1994), and Jaynes (2001)
finding priors is as much, or even more, a question on representing the information we
actually have. Before further reasoning, consider the “Taxi Cab Problem” (see also (Jaynes,
2001)) in Example 3.4 below, for an example.

Example 3.4
(“Taxi Cab Problem”) Imagine that you are traveling by trainat night, and you fall asleep.
You wake up when train stops at a station, but you have no idea where your are. Then, you
see a taxi cab with number 34. You know that the taxi cabs in alltowns are numbered from
one to the numberN of taxi cabs in that town. How many taxi cabs do you think thereare
in the town?
Our intuition says that about 68 is a reasonable guess1. Performing the computations,
it turns out that this guess fits well with the priorp(N|I) = 1

N , which is uniform in the
logarithm meaning that it is equally likely that there are between 10 and 100 cabs in the
town as that there are between 100 and 1000 cabs. This refers to our prior intuition that
there are more small towns than large towns.

In the Taxi Cab problem, Example 3.4, we see that in daily lifereasoning, vague and
qualitative information that seems to mean “nothing”, but that actually affect the inference.

Dirichlet Prior

A common problem in Bayesian problem solving is that of computing the probability that
a certain set of samples are obtained. For example, what is the probability of drawing two
red, four white and two blue balls from an urn. This problem isreferred to as the problem
of multinomial sampling.

We use the urn with balls to reason. To simplify the computations, assume that it
contains only red and white balls, although the methods are valid also for several colors of
balls. Furthermore, assume that it is known that there are more red than white balls in the
urn. We search the probabilityθ1 = p(y = r|I), that a red ball is drawn. If we knew the

1The author has asked the question to several persons, and thegreat majority answers about 2× the number
seen on the taxi cab.
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probabilitiesθ1 for drawing a red ball, andθ2 = 1−θ1 for drawing a white ball, this would
give the answer. However, these are not given. Instead, marginalize over allθ = (θ1,θ2),
for which θ1 + θ2 = 1.

p(y = r|I) =
∫

p(y = r|θ , I) f (θ |I)dθ , (3.16)

The probability fory = r in (3.16) isp(y = r|θ1, I) = θ1. For the prior probabilityf (θ |I),
we search a distribution that fulfills the following properties:

1. Given the background information that there is no reason to prefer one color over
the other (red and white balls are equally likely), they should be assigned the same
probability.

2. If the background information includes the information that there arenr red balls
andnw white balls in the urn, then the probability of drawing a red ball should be
p(y = r|I) = nr/(nr +nw).

3. The probability distributionf (θ |I) should be conjugate to the multinomial distribu-
tion.

One distribution forθ that fulfills the requirements above is the Dirichlet distribution,

f (θ |I) =
Γ(∑K

k=1 αk)

∏K
k=1 Γ(αk)

K

∏
k=1

θ αk−1
k , αk > 0, (3.17)

where∑i θi = 1, Γ(·) is theGamma Functionwhich satisfiesΓ(x+1) = xΓ(x) andΓ(1) =
1, andK is the number elements in the vectorθ . In the urn example, with red and white
balls, we haveK = 2. The exponentsαk are parameters in the Dirichlet distribution, and
must be assigned. To see the meaning of the parametersαk, the Dirichlet distribution (3.17)
is used in (3.16). For the probability of drawing a red ball wethen have

p(y = r|I) =
Γ(α1 + α2)

Γ(α1)Γ(α2)

∫ 1

0
θ1 ·θ α1−1

1 (1−θ1)
α2−1dθ1 = (3.18a)

=
Γ(α1 + α2)

Γ(α1)Γ(α2)

∫ 1

0
θ α1

1 (1−θ1)
α2−1dθ1 = (3.18b)

=
Γ(α1 + α2)

Γ(α1)Γ(α2)

Γ(α1 +1)Γ(α2)

Γ(α1 + α2+1)
= (3.18c)

=
(α1 + α2−1)!

(α1−1)!
α1!

(α1 + α2)!
=

α1

α1 + α2
. (3.18d)

Note that (3.18a) is the expectation forθ1, and we can writep(y = r|I) = E{θ |I}.
One interpretation of the parametersαk is that they areprior samples, i.e. a translation

of the prior knowledge to terms of samples. For example, if weknew that it is about
twice as probable to draw a red ball as drawing a white ball, wechoseα1 = 2α2. This
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interpretation of the parametersαk as prior samples is further discussed in (Heckermanet
al., 1995b). In particular, forαk = 1, k = 1, . . .K, then f (θ |I) =constant.

For the urn with red and white balls, the prior knowledge thatthere are more red balls
than white balls could for example be expressed as assigningα1 > α2. If we instead have
had the knowledge that the red and white balls are equally likely, we could for example
have assignedα1 = α2. This would give equal prior probability for drawing a red and a
white ball. On the other hand, if it is known that there arenr red balls andnw white balls,
we haveα1 = nr andα2 = nw.

We illustrate the use of the Dirichlet prior distribution with the following example:

Example 3.5
Assume that there is an urn with red, white and blue balls. We know that there are more
red balls than blue balls in the urn, and more blue balls than white balls, but we do not
know the proportions.
Using a uniform prior for all colors, or equivalently the same prior sample sizes,αred =
αwhite = αblue, gives

p(y = red|I) = p(y = blue|I) = p(y = blue|I) = 1/3.

In this case, the prior information is ignored. This leads toan underestimation of the
probability for drawing a red ball and an overestimation of the probability for drawing a
white ball.
Instead, one suggestion is to useαred = 3, αblue = 2, andαwhite = 1. This gives

p(y = red|I) = 1/2,

p(y = red|I) = 1/3,

p(y = red|I) = 1/6.

This result reflects the prior information better.

Note that there is not always a unique way to translate the prior information to prior
samples. However, the translation to prior samples is an intuitive way to express prior
information in terms of parameters in a probability distribution.

In this thesis, the Dirichlet distribution will be used as prior probabilities in problems
concerning multinomial sampling.

3.9 Imprecise Probabilities

In previous sections, the problem of assigning an appropriate prior distribution for a certain
state of knowledge is discussed. As seen, assigning priors is not straight forward, not even
in the case where there is really no information available. The sensitivity of Bayesian
networks to imprecise probabilities is further discussed in (Kipersztok and Wang, 2001).

Instead of assigning one specific prior probability, intervals can be used. For example,
the prior probabilityp for an event to occur might bep1 < p < p2, and perform the com-
putations on this interval. Using polytopes or convex sets to represent the prior is referred
to as imprecise probabilities, and is discussed in (Walley,1991).



Chapter 4

Fault Isolation - An Overview

When you have eliminated the impossible, whatever remains,however improbable, must
be the truth.

Sherlock Holmes

I n this chapter, the fault diagnosis problem, and in particular, the fault isolation problem
is characterized and some basic definitions are given. The probabilistic approach to
fault isolation considered in this thesis is motivated, andthe concept of consistency

based diagnosis is formulated in probabilistic terms. Further, a brief review of previous
methods for fault isolation is given. We start with the basicalgorithms for fault isolation
and end at the probabilistic and stochastic methods in the most recent research.

4.1 The Diagnosis Problem

The main idea of fault diagnosis is to determine if there is any fault(s) or abnormal behav-
ior present in the system under diagnosis, and to localize (isolate) the fault(s). To describe
what we mean with a fault, we use the definition by the IFAC1 Technical Committee SAFE-
PROCESS:

Fault: Unpermitted deviation of at least one characteristic property or variable of the
system from acceptable/usual/standard/nominal behavior.

In order to detect and localize the fault(s) adiagnosis systemis applied. The diagnosis
systems obtains the known signals, i.e. input signals such as control signals, and output sig-
nals such as measured signals, from the system under diagnosis. To describe the diagnosis
problem we use formulation similar to the one in (Blankeet al., 2003):

1International Federation of Automatic Control

29
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Diagnosis Problem: Given the known input signals and the output signals, find the
fault(s).

The problem of fault diagnosis can be divided into several subproblems. One defini-
tion of the subproblems of diagnosis, based on the definitions by SAFEPROCESS, is the
following:

• Fault DetectionTo determine if faults are present in the system and usually the time
when the fault occurred.

• Fault Isolation Determination of the location of the fault, i.e. which component or
components that have failed.

• Fault Estimation (Identification) Determination of size and time-variant behavior
of a fault.

The three subproblems are closely nested, and many algorithms cover several of them.
Which problem to solve depends on the scope. For example, forsafety critical issues, it
might be enough to determine that a fault is present. On the other hand, if an emergency
stop can be avoided for some faults but not for all, fault isolation will will discriminate
the serious faults from the less serious ones and thereby increasing uptime. Also for a
workshop mechanic fault isolation is attractive, since it simplifies the troubleshooting. For
other problems, such as fault tolerant control, the exact value of the fault may be needed
and must then be estimated. In this thesis, the main focus is on fault isolation, but in the
Bayesian approach to fault isolation presented in this thesis, also fault detection is included.
Further, fault estimation is a natural extension to the methods in the Bayesian framework.

Consistency Based Diagnosis

The fault isolation problem, i.e. to point out the fault or faults that are present given the
known signals, is in general difficult, or even impossible, to solve. The reason is that
there may be several faults or combinations of faults that could possibly have generated
the known signals. Instead of searching only the true fault(s), one approach is to find the
set of all faults or combinations of faults which could possibly have generated the known
input and output signals. Then the true fault must be within this set. We say that a fault is
consistentwith the known signals, if the fault could possibly have generated them. In the
probabilistic framework we have the following definition ofconsistency:

Definition 4.1 (Consistent)
The fault, or combination of faults,f is consistentwith the known signalsz if p(z| f , I) > 0.

This approach is often referred to asconsistency based diagnosis. For examples on con-
sistency based diagnosis see (Gertler, 1998), (Cordieret al., 2004), (Blankeet al., 2003),
(de Kleer and Williams, 1992) and, (Reiter, 1992).

In the following sections, let us study some fundamental concepts used in the remainder
of this thesis.
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4.2 Components and Behavioral Modes

Assume that the system under diagnosis consists of a set ofcomponents, c1,c2, . . . ,cN.
The components are physical objects that may fail. The components can for example be
sensors, actuators, pipes or cables, and a component may consist of other components. The
partition of a system into components is not unique and is defined by the designer of the
diagnosis system. It could for example depend on which partsthat are suitable to repair
or troubleshoot as a group. Each component is said to have a set of possiblebehavioral
modesdescribing their status. For example, if the componentci is a temperature sensor, it
could have the behavioral modes “no fault” and “bias fault”.In general we will use lower
case letters to denote the behavioral modes of components, and writeci = nf andci = bf
to denote that the sensor is working correctly or has a bias fault respectively. One special
behavioral mode is the modeuf , which means that the component is malfunctioning in a
previously unknown way. The fault isolation problem is to determine which behavioral
modes all components in the system are in. An assignment of behavioral modes to all
components in the system is called asystem behavioral mode, and denotedm. Typically
we will use capital letters to denote the system behavioral modes, for examplem = NF
denotes the system behavioral mode where all components functions correctly, and general
system behavioral mode is denotedm= Bi , wherei is an index. Sometimes the wordmode
will be used instead of system behavioral mode.

4.3 Observations

From the system under diagnosis, there is a set of measurements of known signals,z =
(u,y), whereu is the input signal to the system, for example control signals, andy is the
output signals of the system, for example measured signals.However, it is often difficult,
or even impossible, to determine directly from the raw measurement if a fault is present
or not. For example, even if a temperature signal is inside its normal range, it may suffer
from a bias fault.

One example of a pre-processing of the known signals is to form residuals. A residual
is typically formed by taking the difference between a measured signalymeas(t) and an
estimate of the signal based on other known signals ˆy(z(t)),

r(t) = ymeas(t)− ŷ(z(t)), (4.1)

Ideally, the residual is zero in the fault free case. However, due to noise and model errors
it can not be guaranteed that the residual is zero even in the fault free case. Instead, it is
assumed to be close to zero in the fault free case, and deviates from zero for at least some
subset of faults.

The pre-processed known signals, calledobservations, are inputs to theisolation sys-
tem, and are denoted byd = (d1,d2, . . . ,dM). The vectord will sometimes be referred to
as the observation vector. The relation between the known signals and the observations is
shown in Figure 4.1.
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Figure 4.1: The known input and output signals, z, from the system under diagnosis are
preprocessed to form the observations d fed into the isolation system.

The pre-processing of the measurements may include a discretizing part such that ob-
servationdi can takeKi possible values. The observation vectord = (d1, . . . ,dM) can take

K =
M

∏
i=1

Ki

possible values, see Example 4.1 below.

Example 4.1
In many diagnosis systems, there are several observations can be formed from the known
signals. These observations together form the observationvector,d. For a certain system,
assume that are three binary observations,di ∈ {0,1}, i = 1,2,3. The observation vector
d = (d1,d2,d3) is then discrete and can takeK = 23 = 8 different values.

The discretizing may be due to thresholding of the residualsto avoid false alarms. Another
reason is that the distributions of the measurements may be difficult to describe using
standard distributions. For example, they are generally not Gaussian, and the distribution
of the measurement may change drastically when a fault appears. Further another situation
where the observations are discrete is when diagnostic tests designed by engineers, using
specific knowledge about the system under diagnosis, is used, see (Molin and Hansen,
2006).

Consider the example where a residual is thresholded and used as an observation. The
threshold is chosen such that when there is no fault present,the residual is below its thresh-
old, but when there is a fault present, the residual is expected to deviate from zero and pass
the threshold. When the residual passes its threshold, it issaid to “respond”. The obser-
vations do not necessary have to be residuals, but can be formed in other ways. For some
faults it may for example be suitable to study how the variance changes in a measured
signal, or if a signal is above a certain threshold, see for example (Molin and Hansen,
2006).

In general in previous works on consistency based fault isolation only binary observa-
tions are considered, andKi = 2, see for example (Gertler, 1998), (Cordieret al., 2004)
and (de Kleer and Williams, 1987). The methods presented in this thesis are not restricted
to be binary, and discrete observations with several bins are considered.
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Training Data

Training data can be collected from the system under diagnosis. Each samplexq in the
training data consists of the current observation vectordq from the system and the current
system behavioral modemq. We write this asxq = (dq,mq) = (k,B). The set of all training
data samples available is denotedX = {xq}.

Training data is collected by setting the system under diagnosis to operate in different
modes. Therefore, also training data from some fault modes is available. However, al-
ready for medium sized systems there are many possible combinations of faults, and it is
infeasible to collect data from all of them. Further, there may be faults (modes) which are
unknown to the designer of the isolation system. This means that there will be modes from
which no training data exist.

4.4 Diagnoses and Candidates

Using the system behavioral modes and the observations above, we can now define the
termdiagnosis. Let the system consist ofN components, and let

d = (d1,d2, . . . ,dM)

be the current observation vector from the system. We can then use the following definition
of diagnosis:

Definition 4.2 (Diagnosis)
A Diagnosisis a system behavioral mode, i.e. an assignment of behavioral modes to allN
components, that is consistent with the observationsd.

This definition of diagnosis is similar to the definition usedin (de Kleeret al., 1992). In
the light of the definition of diagnosis, the consistency based diagnosis can be formulated
asfind all diagnoses.

To denote the output from a diagnosis system, we use the termcandidate. A candidate
is a system behavioral mode, and is just a candidate for beingdiagnosis. A “good” consis-
tency based diagnosis system is a system for which the set of candidates is equal to the set
of diagnoses.

4.5 Example: Catalyst Diagnois

We illustrate the concepts and terms defined in the previous sections on the diagnosis of
the catalyst shown in Figure 4.2. The catalyst is a system thorough which the exhaust
gases from the engine flows in order to reduce the pollutions.The temperatures before
and after the catalyst are measured for control of the system. In Examples 4.2 and 4.3 the
temperature sensors are used to diagnose the catalyst and the other sensors.

Example 4.2
Assume that we want to diagnose the catalyst in Figure 4.2. There are three sensorsc1, c2,
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gTf Te

c1
c3

c2

Figure 4.2: A schematic figure of an exhaust gas catalyst with three temperature sensors,
c1, c2 and c3. The true temperature of the exhaust gas is Tf before and Te after the catalyst.

andc3 measuring the temperature before and after the catalyst. Let Tf andTe denote the
true temperatures before and after the catalyst. We then have

c1 : y1 = Tf +b1+w1, (4.2a)

c2 : y2 = Tf +b2+w2, (4.2b)

c3 : y3 = Te+b3+w3, (4.2c)

where|bi| > 0 are possible bias faults, andwi is the measurement noise for each sensor.
For the diagnosis we assume that there is a static model,Te = g(Tf ), describing the relation
between the temperature before and after the catalyst2. The residuals

r1 = y3−g(y1), (4.3a)

r2 = y1−y2 (4.3b)

are formed. In the fault free case these residuals should be approximately close to zero,
and in the case of faults present at least one of them should deviate from zero. Note that
the measurement noisewi leads to that the relations are not exactly zero. The signalsr1

andr2 are discretized in two bins each, such that

di =

{

1 if |r i |> γi

0 else,
(4.4a)

whereγi are thresholds. Assume that the measurement noisewi is such that the residuals
are uniformly distributed. This gives residuals that have distributions without “tails”, see
Figure 4.3. In the figure, the notationNF is used to denote that all components are fault
free. The thresholdsγi are chosen such that|r i |> γi only if there actually is a fault present,
i.e. such that the probability that the threshold is passed is zero when there is no fault
present (the probability for false alarm is zero). Note thatit may occur that|r i |< γi in the
faulty case, see Figure 4.3.

2Here we have made the naive assumption that the modelg is a perfect description of the catalyst. In general
this is not true, and there will be uncertainty in the pre-processing of the known signals. However, this will not
affect the reasoning in this example.
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Figure 4.3: A schematic figure of the distributions of the residuals r i . The probability dis-
tribution for r i in the in the fault free case, p(r i |NF, I) = p(r i |(nf ,nf ,nf ), I), is solid, and the
probability distribution for r i in the case when sensor i is faulty, p(r1|bi 6= 0,

)

, is dotted. The
thresholds are marked by the dashed-dotted lines. It is important to note that the distribu-
tions of the residuals end abrupt and have no tails.

In the catalyst example theknown signalsarey1, y2 andy3. The observationsared =
(d1,d2), and are given by (4.4). We have the componentsc1, c2 andc3. All components
have the behavioral modes “no fault” and “faulty”, i.e.ci ∈ {nf, f i}. This gives thesystem
behavioral modes

(c1 = nf,c2 = nf ,c3 = nf), (c1 = f 1,c2 = nf ,c3 = nf),
(c1 = nf,c2 = f 2,c3 = nf), (c1 = nf,c2 = nf,c3 = f 3),
(c1 = f 1,c2 = f 2,c3 = nf), (c1 = f 1,c2 = nf ,c3 = f 3),
(c1 = nf,c2 = f 2,c3 = f 3), (c1 = f 1,c2 = f 2,c3 = f 3).

(4.5)

Assume that the observationd = (d1 = 0,d2 = 1) is obtained. The diagnoses are then

(c1 = f 1,c2 = nf,c3 = nf),
(c1 = nf ,c2 = f 2,c3 = nf),
(c1 = f 1,c2 = f 2,c3 = nf), (c1 = f 1,c2 = nf,c3 = f 3),
(c1 = nf ,c2 = f 2,c3 = f 3), (c1 = f 1,c2 = f 2,c3 = f 3).

(4.6)

Let us give some comments on the result. All modes exceptNF = (c1 = nf ,c2 = nf ,c3 =
nf) and(c1 = nf,c2 = nf,c3 = f 3) can explain the observations. Since the probability for
false alarm is zero, none of these two modes can explain thatd2 has responded.
For the other modes we have the following explanations. The modes(c1 = f 1,c2 = nf ,c3 =
nf) and(c1 = f 1,c2 = f 2,c3 = nf) can explain the observations in the case when the fault
is too small to maker1 to pass the thresholdγ1, while (c1 = f 1,c2 = nf ,c3 = f 3) and
(c1 = f 1,c2 = f 2,c3 = f 3) can explain the observations in the case when the effect off 1
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Figure 4.4: A schematic figure of the distributions of the residuals r i when the noise is Gaus-
sian distributed. The distribution for r i in the fault free case, p(r i |NF, I) = p(r i |(nf ,nf ,nf ), I),
is solid, and the distribution for r i in the faulty case, p(r1|bi 6= 0,

)

, is dotted. The thresh-
olds are marked by the dashed lines. Note that the distributions of the residuals have tails.
Although the probability is small at the ends, it is never zero.

andf 3 cancel each other inr2. Finally,(c1 = nf,c2 = f 2,c3 = f 3) explains the observations
whenf 3 is too small to affectr1.

In the previous example, the distributions of the residualsended abrupt, and it was
possible to set the thresholdsγi such that the probability of false alarms is zero. Let us now
study the case where the noise is Gaussian.

Example 4.3
Return to Example 4.2 above, with the observationd = (d1,d2). Now let the noise be such
that the residuals are Gaussian distributed, see Figure 4.4. With the Gaussian noise it is
impossible to choose the thresholdsγi such that the probability that the threshold is passed
in the fault free case is zero. The probability may be infinitely small but it is never zero, no
matter how far away the threshold is placed. This means that there is a small probability
that the system behavioral modes(c1 = f 1,c2 = nf ,c3 = nf) and(c1 = nf,c2 = nf ,c3 = f 3)
have generated the observation, and thatall system behavioral modes are diagnoses could
possibly have generated all observations (although it may unlikely).

4.6 The Fault Isolation Problem

As seen for example in Examples 4.2 and 4.3 above, there are often several diagnoses for
a given set of observations. Further, noise and model errorsintroduce uncertainty that
give even more consistent assignments of system behavioralmodes, and hence also more
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diagnoses. This makes the fault isolation task even more difficult, and several faults are
presented as possibly being present in the system.

To do appropriate counter actions a ranking of the faults, ordiagnoses, is needed. There
are several approaches to the problem of ranking the possible faults. One approach is
to consider onlyminimal diagnoses, as for example in (de Kleer and Williams, 1987)
and (Reiter, 1992). The minimal diagnosis is the “simplest”diagnosis in the sense that it
includes as few faulty components as possible. For example in the two component case,
if we have the two diagnoses(c1 = F,c2 = NF) and(c1 = F,c2 = F). Then the diagnosis
(c1 = F,c2 = NF) is a minimal diagnosis. The minimal diagnoses in the catalyst diagnosis
in Example 4.2 are given in Example 4.4.

Example 4.4
Return to the catalyst diagnosis in Example 4.2. All diagnoses when the observation is
d = (d1 = 0,d2 = 1) are listed in Table 4.6. The minimal diagnoses are

(c1 = F1,c2 = NF,c3 = NF) and(c1 = NF,c2 = F2,c3 = NF). (4.7)

Another straightforward method is to assume that single faults are more common than
multiple faults, for example used for example in (de Kleer and Williams, 1992). Other
approaches are for example to rank the faults using different scoring functions used in
(Pulidoet al., 2005), using data base based methods as nearest neighbor asin (Bregonet
al., 2006), or using fuzzy logic as in (Touaf and Ploix, 2004).

In literature, there are many other approaches to fault isolation, for example based on
analytical redundancy (Staroswiecki and Comtet-Varga, 2001), parity space (Zhanget al.,
2006), artificial intelligence (de Kleeret al., 1992) and (Wotawa, 2001) and constraint sat-
isfaction problems (Williams and Nayak, 1996) and (Kurien and Nayak, 2000). However,
in in general these these algorithms, explicit models of thesystem under diagnosis are
needed, and building a model for complex systems, such as thediesel engine considered
in this thesis is a difficult, or even impossible task. The other alternative is to estimate
the model to use from data, but by the nature of diagnosis problem, data from fault free
cases is rare. The lack of data is generally not handled by thetraditional model estimation
algorithms.

In this thesis, the problem of ranking is tackled by using a Bayesian framework. The
probabilities that different diagnoses (system behavioral modes) are present is computed,
given all other information at hand from the system. This approach to fault isolation is
discussed in Chapter 5. The probabilities can not only be used for ranking the diagnoses,
but also gives the possibilities to use decision theory for control actions, recovery or trou-
bleshooting, as for example in (Sundvall, 2006) and (Heckermanet al., 1995a).

4.7 Basic Fault Isolation

The remainder of this chapter is devoted to a brief discussion on existing approaches to
fault isolation related to the probabilistic approach usedin the present thesis. Fault iso-
lation has been studied in two different areas, the area of automatic control, where fault
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diagnosis is often referred to as Fault Detection and Isolation (FDI), and the area of Artifi-
cial Intelligence, often referred to as the DX community. The two areas have traditionally
different approaches to fault isolation. In FDI the focus ison noisy systems described by
quantitative, dynamic models. Expressions such as “analytical redundancy” and “residual”
are fundamental. Typical references from the FDI area are the two books (Gertler, 1998)
and (Blankeet al., 2003). In the DX community focus is on large scale, noise free systems,
often described by qualitative relations. Examples of fundamental terms are “consistent”
and “behavioral mode”. Typical references are (Reiter, 1992), (de Kleeret al., 1992),
(de Kleer and Williams, 1992), and (Williams and Nayak, 1996).

It has been shown that under certain assumptions the views inFDI and DX are equiva-
lent, see for example the work by Cordieret. al. (Cordieret al., 2004). In this section the
two basic approaches from FDI and DX are presented. They are important since many of
the consistency based fault isolation algorithms in the current research are based on these
fundamental algorithms, and extends them to special problem formulations and applica-
tions.

FDI: Structured Residuals

One of the main approaches to fault isolation in the FDI field is to use so called structured
residuals.

As described in Section 4.3, each residual typically deviates from zero for a subset of
all possible faults and combinations of faults. The relation between residuals and faults are
often represented in a decision structure, for example as

f1 f2 f3 f4
r1 0 1 0 0
r2 0 0 1 1
r3 1 0 1 1

(4.8)

In the decision structure, a “1” in rowi column j means that residualr i is sensitive to fault
f j , and is expected to deviate from zero (and pass its threshold), when fault f j is present.
A “0” in row i and columnj means that residualr i is not sensitive to faultf j , and is not
expected to pass its threshold when only faultf j is present. Columnj is called thefault
signatureof fault f j . When results from the residuals are obtained, they are compared with
the fault signatures, and the fault signatures that match the residuals are the candidates.
For example, ifr2 andr3 has passed their thresholds, whiler1 has not passed its threshold,
then it is deduced that faultf3 is present.

The fault isolation method based on matching fault signatures with the columns a deci-
sion structure can isolate the faults when the columns in thedecision structure are different.
For example the faultsf3 and f4 in the structure (4.8) can not be distinguished from each
other. If multiple faults are to be diagnosed, the structurecan be extended with columns
representing the multiple faults. For example, in (4.8), the simultaneous faultf1& f2 are
represented by the column(1,0,1)T .

This method gives correct diagnoses as long as all residualsdo pass their thresholds
when faults which they are sensitive to are present, and do not pass their thresholds when
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any other faults are present, i.e. as long as there are no false alarms nor missed detections.
However, in noisy systems false alarms and/or missed detections can not be completely
avoided in general. The probability of false alarms decreases when the probability of
missed detection increases and vice versa. Both false alarms and missed detections cause
the isolation method to produce candidates that are not diagnoses. Consider again the
structure (4.8), and assume that faultf3 is present, but only residualr3 has passed its
threshold. This produces the candidatef1, but not the candidatef3, which is the correct
diagnosis.

One extension of the FDI method, to handle the problem of erroneous diagnoses ex-
plained above is discussed in (Nyberg, 1999). In this methodthe residuals are thresholded
such that the probability for false alarm is zero. This will typically increase the probability
of missed detection. To do the fault isolation, the “1”:s in the decision structure is replaced
with X :s, meaning that residualr i mayrespond to faultf j . Consider again the situation
where fault f3 is present. With this approach withX:s, the information that onlyr3 has
passed its threshold gives the two candidatesf1 and f3. Although the true underlying fault
is not completely isolated, it is at least included among thecandidates. This method will
be referred to as extended structured residuals

There are several possible extensions to the structured residual methods, for example
improvements can be made by studying the direction of change, see for example (Daigle
et al., 2006), or by using other characteristics of the residuals such as the magnitude of
change and the sequence of time of reaction of the residuals as in (Pulidoet al., 2005).

DX: Sherlock

A typical example of an isolation algorithm from the DX community can be found in the
diagnosis algorithm by de Kleer and Williams named Sherlock, (de Kleer and Williams,
1992), and its precursor General Diagnosis Engine (GDE), (de Kleer and Williams, 1987).
In the Sherlock algorithm, the observations are processed sequentially, and only the obser-
vations that provides new information are needed. The algorithm consists of three main
parts: (1) an observation is obtained; (2) the possible candidates (system behavioral modes)
are computed as those who could possibly have generated the observation; and (3) the prob-
abilities for the candidates are computed. In Sherlock, it is also shown how the next best
observation to perform can be computed. The best observation to perform is considered as
the one that minimizes the entropy the most.

In this section, we focus on the part of the Sherlock algorithm corresponding to fault
isolation, i.e. computing the probabilities of the possible candidates. Letp(B j |di) be the
probability for a candidateB j given the observationdi is computed. Using Bayes Rule we
have

p(B j |di) =
p(di |B j)p(B j)

p(di)
, (4.9)

where the likelihoods are assigned different values depending on if they are consistent with
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the current observationsd:

p(di |B j) =











0 if di is inconsistent withB j ,

1 if di is surely consistent withB j ,
1
R otherwise,

(4.10)

whereR is the number of possible observations thatB j can provide, i.e. such that

∑
k

p(di = k|B j) = ∑ 1
R

= 1.

By “surely consistent” we mean that there are no alternativesystem behavioral modes that
can possibly give observationdi . In Sherlock, the probabilityp(B j |di) is used to compute
the next best measurement to perform.

One problem with the Sherlock algorithm is that the number ofpossible candidates
explode when the systems grows. This is treated in (de Kleer,1992) using knowledge about
which diagnoses that can possibly grow more probable than the ones already computed.
Further, in (de Kleer, 2006) realizes discusses that there are other choices ofp(di |B j) in the
case that the observation is neither inconsistent nor surely consistent with the measurement,
i.e. the third case in (4.10). This is further discussed in Section 7.5, where the methods
presented in this thesis are compared with the Sherlock algorithm.

4.8 Statistical Methods for Fault Isolation

In the basic algorithms presented above are designed (almost) without paying any special
attention to the uncertainty that noise and model errors introduces to the fault isolation
problem. Two approaches to handle the uncertainty are either to use statistical methods, as
described in this section, or Bayesian methods, as discussed in next section. As noted in
(Jaynes, 1982), traditional statistical methods are suitable when there is a model available
and there is noise present, but when there is no appreciable prior information available.

In this section, we introduce one of the basic concepts of statistical fault isolation; the
likelihood ratio test. The likelihood tests can be used alone, or for example combined in
Structured Hypothesis Tests (SHT), or with deterministic methods, such as Parity Space
methods, see for example (Gustafsson, 2002) and (Fouladirad and Nikiforov, 2005). The
SHT method is further discussed in this section.

Likelihood Ratio Tests

Assume that we have a fault isolation problem, where the fault is described by a parameter,
µ , which is zero in the fault free case and nonzero when there isa fault present. The
parameterµ can for example represent the size of the fault. To isolate the fault is, with this
view, to determine ifµ is zero or not. In the simplest case, the valueµ1 in the faulty case
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is known. Then the problem is to determine which of the two hypotheses

H
0 : µ = 0, (4.11a)

H
1 : µ = µ1, (4.11b)

that is true. To our help, we have the known signals,z, i.e. input signals and measurement
signals, from the system under diagnosis.

To distinguish between the hypotheses, a the likelihood test can be formed. In the
likelihood ratio test, the likelihoodf (z|H 0) is compared with the likelihoodf (z|H 1), i.e.

DecideH1 if l(z) =
f (z|H 1)

f (z|H 0)
> γ, (4.12a)

whereγ is a threshold, and a design parameter. One way to chooseγ, is such that the
probability of detection,pD = p(decideH 1|H 1) is maximized for a given value of false
alarm,pFA = p(decideH 1|H 0). This is obtained by the Neyman-Pearson test, see (Kay,
1998),

DecideH1 if l(z) =
f (z|H 1)

f (z|H 0)
> γ, where (4.13a)

α =

∫

{z:l(z)>γ}
f (z|H 0)dz, (4.13b)

and the value ofα is determined by the probability of false alarms,α = PFA.
The Neyman-Pearson Test, (4.13) requires the knowledge of the valueµ1 in the faulty

case. Often this value is unknown, for example representingan unknown fault size. The
hypotheses are then

H
0 : µ = 0, (4.14a)

H
1 : µ 6= 0, (4.14b)

In order to compute the test quantityl(z) in (4.12), the value ofµ under the alternative
hypothesisH1 is needed. There are two major approaches; either the unknown value of
µ underH 1 is maximized over, giving theGeneralized Likelihood Ratio(GLR), or it
is marginalized over, giving theMarginalized Likelihood Ratio(MLR), see for example
(Gustafsson, 2000).

The GLR is given by

lGLR(z) =
p(z|H 1)

p(z|H 0)
=

p(z|µ∗)
p(z|µ = 0)

µ∗ = argmax
µ

p(z|µ∗).

If the value ofµ is unknown also underH 0, maximization can be applied also under this
hypothesis
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The MLR test on the other hand is given by

lMLR(z) =
p(z|H 1)

p(z|H 0)
=

∫

p(z|µ)p(µ)dµ
p(z|µ = 0)

.

The difference between MLR and GLR is how the unknown variable µ is treated. In
MLR, prior information aboutµ is taken into account. In GLR the value ofµ is chosen in
favor for the alternative hypothesis,H 1. In (Fouladirad and Nikiforov, 2005) it is argued
that the GLR is the optimal statistical test in the sense thatthe detection of faults is as good
as possible for a given probability of false alarms. In (Basseville and Nikiforov, 2002)
other approaches to deal with the unknown values ofµ are discussed.

So far, we have considered the case where the parameterµ is related to only one fault.
However, there are often many faults that are wanted to detect. One approach to this is
to use multiple hypothesis testing, where the null hypothesis is tested againstRalternative
hypotheses,H 1, . . . ,H R, as described in (Basseville and Nikiforov, 2002). An alternative
approach is presented in (Gustafsson, 2002), where it is shown how the deterministic parity
space method can be combined with the GLR. A third approach, based on several sets of
binary hypothesis tests (with one alternative hypothesis each), is the Structured Hypothesis
Tests described in next the section.

Structured Hypothesis Tests

In Structured Hypothesis Tests (SHT) (Nyberg, 2000), the fault isolation is based on a set
of binary hypothesis. In each hypothesis test, the null hypothesisH 0

j is that the system
behavioral mode present is included in the setM j of system behavioral modes, or in other
words; the current measurements of known signalsz are explained by one or more of
the system behavioral modes inM j . The alternative hypothesisH 1

j is that the system
behavioral mode is in the complementMC

j to M j :

H
0
j : m∈M j

H
1
j : m∈MC

j

The convention is adopted that whenH 0
j is rejected, thenH 1

j is assumed to be true.

On the other hand, whenH 0
j is not rejected, no conclusions are drawn. After evaluating

the hypothesis tests, a decision structure similar to the one in (4.8) is used to point out
the faults. The structured residual method described in Section 4.7 is a special case of the
structured hypothesis tests. In the structured residuals,the hypothesis tests are thresholded
residuals, while in the framework of structured hypothesistests; the hypothesis test can be
any kind of hypothesis test.

4.9 Bayesian Methods for Fault Isolation

In contrast to the statistical methods presented in previous sections, where the objective
is to determine which system behavioral mode that is presentin the system under diag-
nosis, the Bayesian approach to fault diagnosis and isolation is focused on computing the
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probability that a certain system behavioral mode is present. This probability can then be
combined with loss functions and decision theory to determine the best action to perform.

In this section we discuss a couple of Bayesian approaches tofault isolation, as well as
their potential limitations.

Bayesian Hypothesis Testing

Instead of using the likelihood ratio tests presented in Section 4.8, Bayesian hypothesis
tests can be used. The Bayesian hypothesis tests are based onthe so called Bayes Factor,
see for example (Dudaet al., 2000), given by

lB =
p(H 1|z)
p(H 0|z)

. (4.15)

The Bayesian hypothesis test is

DecideH1 if lB =
p(H 1|z)
p(H 0|z)

=
p(z|H 1)p(H 1)

p(z|H 0)p(H 0)
> γB (4.16a)

⇔
p(z|H 1)

p(z|H 0)
> γ

p(H 0)

p(H 1)
, (4.16b)

whereγ is the threshold in the likelihood ratio test (4.12).
From (4.16b) it can be seen that the thresholdγB is a scaling ofγ by p(H 1)/p(H 0),

and that the Bayes factor test (4.16a) and the likelihood ratio test (4.12) are closely related.
However, as (Kay, 1998) and (Dudaet al., 2000) remark, the main advantage with the
Bayes factor is that the loss of a faulty decision can be takeninto account. As an example,
let l i j be the loss of decidingH i whenH j is true. Then, the test that minimizes the
expected loss of the decision becomes

DecideH1 if
p(d|H1)

p(d|H0)
>

(l10− l00)p(H0)

(l01− l11)p(H1)
. (4.17)

Probabilistic Models

Another approach to Bayesian Fault isolation is to use a probabilistic model, describing
the causalities and probabilities between variables in thesystem under diagnosis. See for
example (Schwall and Gerdes, 2002) for an application in theautomotive field. Building
the model is a challenging problem for complex systems, and this problem is not exten-
sively discussed in literature. In this thesis this the challenge of building a model is handled
by as far as possible computing the probabilities for the system behavioral modes without
first estimating a model. When the computations become too exhaustive, the problem is
partitioned into smaller subproblems using Bayesian methods.

When using Bayesian methods based on probabilistic models,the main problem, be-
sides the problem of finding the probabilistic model, is the computational burden that in-
creases exponentially with the size of the problem.



44 Fault Isolation - An Overview

In (Lerneret al., 2000) it is shown how the number of probabilities needed to compute
can be decreased by grouping system behavioral modes with small probabilities. When one
such group of modes are assigned sufficiently large probability, it is divided into subgroups.
In this way, computations are focused on the most probable diagnoses.

If the probabilistic mode is represented by a Bayesian network, (Lerner, 2002) presents
methods on how only thek most probable diagnoses can be found. Other efficient methods
and tools for computing probabilities in Bayesian networksare for example given (Lu and
Przytula, 2005) and (Jensen, 2001).

State Tracking

In contrast to the previous methods, where the causalities and probabilities in system under
diagnosis are modeled, tracking algorithms based on Kalmanfilters or particle filters can
be used for diagnosis of systems written on state space form,

xt+1 = F(xt ,ut , ft ,wt ) (4.18a)

yt = G(xt ,ut , ft ,vt), (4.18b)

wherex∈Rn is the system state vector,u∈Rr is the input signal,f ∈Rr f is the fault vector,
y∈Rm is the measurement vector from the system, andw∈Rn andv∈ Rm are the process
and measurement noise. There are two general approaches fortracking based diagnosis;
either faults are modeled as states in the vectorx, which is estimated using Kalman filter
or particle filter. The second method is to use multiple models, where different faults are
simulated in each models. To determine which fault that is present, the model that best
fits the observations is chosen. This can for example be chosen as the model in which the
current observation is most probable.

In case of a linear state space model (4.18), with Gaussian measurement and pro-
cess noise, Kalman filters can be used, see for example (Anderson and Moore, 1979) and
(Gustafsson, 2000). In the general case, with nonlinear state space model and nongaussian
noise, the extended Kalman filter or particle filters are moresuitable.

In particle filters, the probability distributions for the statesx, given all previous mea-
surements,p(xt |yt , . . .y0), are represented by a swarm of realizations of the states, called
particles. For an overview of particle filters methods for fault diagnosis, see (Andrieuet
al., 2004). One problem with using the standard algorithms for particle filters for fault
diagnosis problem is that after some time steps, there will be no particles representing the
unlikely fault modes. This problem is discussed in (Deardenand Clancy, 2002), where the
problem is handled using importance sampling.

Another approach is to use particle filter methods to estimate the likelihoods of different
models (hypotheses), and combine with the likelihood ratiotest, (4.12). This method is
used in (Li and Kadirkamanathan, 2001).

Using particle filters in the case of nonlinear state space models (and Kalman filters for
linear and Gaussian models), tracking based methods have been shown to work well in the
sense that the correct fault is isolated. However, the main drawbacks are that a state space
model of the system as well as models of the faults is needed. This makes it difficult to
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diagnose previously unknown faults. Further, in the case ofmany faults, or multiple faults,
the computational burden increase heavily.





Chapter 5

A Bayesian Approach to Fault Isolation

The probability that the system under diagnosis is in a certain mode, i.e. that certain
combinations of faults are present in the system, is fundamental in the Bayesian
approach for diagnosis. From this probability for the modes, inference can be made

about the probability that certain components of the systems are malfunctioning. In this
chapter it is shown how the posterior probability for a mode,m, is computed, given the
current observations from the system, the training data andother background information.
Furthermore, some special characteristics of the posterior probability are investigated. Fi-
nally, it is discussed how the probability for a mode is related to the probability that a
certain component is faulty.

5.1 Probability Computation

We search the probability that a modem is present in the system, given the current obser-
vationd, the training dataX, and the background informationI ,

p(m|d,X, I). (5.1)

As described in Section 4.2, by a mode we mean an assignment ofbehavioral modes to all
components in the system.

The concepts presented here are valid for both continuous and discrete observations
from the system under diagnosis, but in this thesis only discrete observations are considered
since this is the case in the intended application.

To compute the posterior probability (5.1), start by rewriting it using Bayes’ rule:

p(m|d,X, I) =
p(d|m,X, I)p(m|X, I)

p(d|X, I)
. (5.2)

Here,p(d|m,X, I) is the likelihood, and will be closer discussed in Section 5.2 below. The
denominator in (5.2) is a normalization constant, and can becomputed using marginaliza-
tion over all modes,

πd = p(d|X, I) = ∑
m

p(d|m,X, I)p(m|X, I). (5.3)

47
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For the last factor in (5.2), note that training data is collected by setting the system to
operate in different modes. The number of training data fromeach mode is determined by
the way data is collected, and hence does not training data provide any further information
about how probable the modes are, andp(m|X, I) = p(m|I). The priors for the modes
represent the a priori knowledge about how common differentcombinations of faults are,
and are assumed to be known from the background information.

5.2 Representing the Likelihood

To compute the posterior probability for modem, the likelihoodp(d|m,X, I) in (5.2) is
needed.

Let the observation vectord be discrete withK possible values, such thatd∈{1, . . . ,K}.
Let θk,B denote the probability thatd = k when the mode ism= B and given the training
data,

p(d = k|m= B,X, I) = θk,B, k = 1, . . . ,K. (5.4)

This gives a discrete likelihoodp(d|m,X, I), which for each modem is parameterized
by K parametersθ1,B, . . . ,θK,B. To simplify notations, we write onlyθk when it is clear
from the context which mode it describes. LetMbe the set of all possible modes for the
system, and introduce the following notation,

ΘB = (θ1,B, . . . ,θK,B), (5.5a)

Θ = ∪B∈MΘB, (5.5b)

whereΘB contains all parameters for modem= B, andΘ contains all parameters for all
modes in the system. This means thatΘ completely specifies the likelihoodp(d|m,X, I).

The likelihood is computed using marginalization over all possible parameters,

p(d|m= B,X, I) =

∫

Ω
p(d|ΘB,m= B,X, I) f (ΘB|m= B,X, I)dΘB, (5.6)

where

Ω = {ΘB = (θ1,B,θ2,B, . . .θK,B) : θi,B≥ 0,
K

∑
k=1

θk,B = 1}. (5.7)

When the parametersΘB are known, the training dataX does not provide any fur-
ther information about the observation vectord, and thereforep(d|ΘB,m = B,X, I) =
p(d|ΘB,m= B, I) in (5.6). Further, the parametersΘB describe the probabilities for each
observation and we have that

p(d = k|m= B,ΘB, I) = θk,B, k = 1, . . . ,K. (5.8)

To find the factorf (ΘB|m,X, I) in (5.6), rewrite it using Bayes’ rule,

f (ΘB|m= B,X, I) =
p(X|ΘB,m= B, I) f (ΘB|m= B, I)

p(X|m= B, I)
. (5.9)
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Here, the denominator is again a normalization constant andcan be computed using
marginalization over allΘB,

p(X|m= B, I) =
∫

Ω
p(X|ΘB,m= B, I)p(ΘB|m= B, I)dΘB, (5.10)

with Ω given by (5.7).

Prior Probabilities For The Parameters

In (5.9) the prior distribution for the parameters,f (ΘB|m= B, I), must be assigned. In the
present situation, we are studying the problem of multinomial sampling, and as discussed
in Section 3.6, the Dirichlet distribution is suitable since it fulfills some general expected
properties, and since it is the conjugate family of distributions for multinomial sampling.
The Dirichlet distribution is given by

f (ΘB|m= B, I) =
Γ(∑K

q=1 αB
q )

∏K
q=1Γ(αB

q )

K

∏
q=1

θ αB
q−1

q,B , αB
q > 0. (5.11)

The exponents in (5.11),αB
q , are parameters in the Dirichlet distribution connected to

modem= B, and as described in Section 3.6 they can be interpreted as a prior samples.
That is, they represent the prior knowledge about the observations in modem= B, repre-
sented by a set of “hypothetical” samples. In the sequel we will write αq if it is clear from
the context which mode the parameters describe.

5.3 Computing the Posterior Probability

Now, return to (5.9), the posterior probability for the parametersΘB. The termp(X|ΘB,m=
B, I) is the probability that the current set of training data at hand is obtained. Factorize
this probability using the product rule (2.2a),

p(X|ΘB,m= B, I) =
N

∏
q=1

p(xq|Xq−1,ΘB,m= B, I), (5.12)

wherexq denotes sample numberq in the training data, andXq = {x1, . . . ,xq} denotes the
set of training samples from number one to numberq.

Assume that the training samples are collected such that they are independent. In prac-
tice this can for example be obtained by collecting the training samples with sufficiently
long time in between. Then, since the parametersΘB are known, (5.12) becomes

p(X|ΘB,m= B, I) =
N

∏
q=1

p(xq|ΘB,m= B, I). (5.13)
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Each sample in training data includes the mode that is present in the system and the
corresponding observation, i.e.xq = (mq,dq) = (kq,Bq), where superscriptq denotes the
mode and observations are collected at the time for sampleq. Thus we have that

p(xq|ΘB,m= B, I) = p(mq = Bq,dq = k|ΘB,m= B, I) =

{

θk,B ifBq = B,

0 else.
(5.14)

Let nB
k denote the number of samples where the observations in the training data takes

valuek when the mode ism= B. Then, by combing (5.13) and (5.14) we have

p(X|ΘB,m= B, I) = θ nB
1

1 θ nB
2

2 . . .θ nB
K

K . (5.15)

To simplify notations, the superscriptB on nB
i will be omitted when it is clear from the

context from which mode the training data is.
Inserting (5.11) and (5.15) into (5.9) we have

f (ΘB|m= B, I) =
θ nB

1+αB
1−1

1,B θ nB
2+αB

2−1
1,B . . .θ nB

K+αB
K−1

K,B

p(X|m= B, I)
, (5.16)

wherec is a constant. Inserting (5.16) into (5.4), and using (5.10)gives

p(d = k|m= B,X, I) =

∫

Ω θkθ n1+α1−1
1 θ n2+α2−1

2 . . .θ nK+αK−1
K πθ (m= B)dΘB

∫

Ω θ n1+α1−1
1 θ n2+α2−1

2 . . .θ nK+αK−1
K πθ (m= B)dΘB

=

∫

Ω θ n1+α1−1
1 θ n2+α2−1

2 . . .θ nk+αk
k θ nK+αK−1

K πθ (m= B)dΘB
∫

Ω θ n1+α1−1
1 θ n2+α2−1

2 . . .θ nK+αK−1
K πθ (m= B)dΘB

, (5.17)

with Ω given by (5.7). Note that in (5.17), the constantc from (5.16) is canceled out.
The integrals in (5.17) are the Dirichlet Integrals of type 1, with solution (DeGroot,

1970),

∫

Ω
θ nB

1+αB
1−1

1 θ nB
2+αB

2−1
2 . . .θ nB

K+αB
K−1

K dθ =
Γ(nB

1 + αB
1 )Γ(nB

2 + αB
2 ) . . .Γ(nB

K + αB
K)

Γ(NB +AB)
,

(5.18)

whereNB = ∑K
k=1nB

k andAB = ∑K
k=1 αB

k .
Using (5.18), the expression (5.17) forp(d|m,X, I) becomes

p(d = k|m= B,X, I) =

=
Γ(nB

1 + αB
1 ) . . .Γ(nB

k + αB
k +1) . . .Γ(nB

K + αB
K)Γ(NB +AB)

Γ(NB +AB+1)Γ(nB
1 + αB

1 ) . . . . . .Γ(nB
K + αB

K)
=

=
nB

k + αB
k

NB +AB , (5.19)
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and the posterior (5.2) can be computed as

p(m= B|d = k,X, I) =
p(m= B|I)

πd

nB
k + αB

k

NB +AB , (5.20)

whereπd is a normalization constant given by (5.3).
We can now state the following lemma that will be useful in thefollowing chapters.

Lemma 5.1 (Uniform prior for d)
Let d ∈ {1, . . . ,K} be an observation vector, letm= B be a mode, and letI be the back-
ground information. Further, letθk,B be the parameters that describes the prior probability
distribution for the observations,

p(d = k|m= B, I) = θk,B, k = 1, . . . ,K, (5.21)

and let the prior probability distributionf (ΘB|m= B, I) for ΘB = (θ1,B, . . . ,θK,B) be given
by (5.11).

Then it holds that ifαB
k = a, for all k = 1, . . . ,K, then

p(d = k|m= B, I) =
1
K

. (5.22)

Proof: For the prior probability ford, there is no training data available. This means that

nB
k = 0 and NB = 0 (5.23)

for all k = 1, . . . ,K and all modesB. Inserting (5.23), andαB
k = a into (5.19) we have that

p(d = k|m= B, I) =
nB

k + αB
k

NB +AB =
0+a

0+aK
=

1
K

, (5.24)

and the Lemma is proved.

The Background Information

Now, let us take a look back at the computations. All probability computations in this
chapter, has been conditioned on “the background information”, denotedI . From Chapter
2, it was stated that the probability is determined by the current state of knowledge, and
here,I is just the current state of knowledge. So, what is inI?

To be able to perform the computations in this chapter, we need to know the following:

• The set of modes under diagnosis,M, and the prior probabilityp(m|I) for each mode
m∈M.

• The number of valuesK, which the observation vector can take.

• The prior probabilityp(d|m, I) for the observations, possibly given as a family of
distributions parameterized by the parametersΘ, together with the prior probability
distribution f (Θ|m, I) for the parameters.
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• If training data,X is used, the way that the training data is collected.

• The rules for computing probabilities, such as Bayes’ ruleand marginalization.

The last point has a different characteristic than the first four, and specifies how the com-
putations are to be performed. Note that when designing a diagnosis system, it may not be
uniquely specified which observations and modes to use, or how to assign prior probabili-
ties. However, in this thesis, we use the view that a different specification of the parameters
above leads to a different background information,I ′. Then, one part of the design of iso-
lation system is to choose theI which gives the isolation system with best performance.
This is further discussed in Chapters 8 and 9.

5.4 Comments on the Results

Studying the expression (5.20) for the posterior probability, we can do the following im-
portant observations.

Counts of Training Data is Sufficient

The denominatorπd (5.20) is a normalization constant given by (5.3). Thus, foreach
mode only the number of training samples in whichdq = k is needed to compute the
posterior probability. This means that the counts of training data is sufficient to describe
the likelihoodp(d|m,X, I), instead of storing all probabilities for all different combinations
of assignments ofd andm. This allows for efficient representation of the probabilities,
which is further discussed in Section 6.3.

Relation to the Relative Frequency

It is worth noting that (5.20) is not the relative frequency,where the number of samples
in each bin are counted, i.e.ni/∑K

k=1nk. It is the prior forΘB that gives the offset from
the relative frequency. It is important to take the prior information aboutΘB into account,
otherwise the diagnosis inference can be completely wrong.In the extreme case, where
there is only one sample in training data, the relative frequency would give a probability
one for that value of the observation, and zero probability for all other values of the obser-
vations. This effect is more closely studied in (Jaynes, 2001). As the number of training
data increases, (5.20) will tend to the relative frequency,and the influence of the prior will
decrease. This is a difference compared to classical statistics, where no prior info is taken
into account. The difference between classical statisticsand Bayesian inference is further
discussed in Section 2.6.

The Importance of the Prior Sample Size

It is relevant to study the effect of the number of the prior samples,αk, on the posterior for
the modes. The larger number of prior samples, the more trustis put into the prior knowl-
edge. This can for example be illustrated by considering thecase where all parameters are
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Figure 5.1: The distribution of training data from the mode B in Example 5.1.

assigned the same value,αk = a, k = 1, . . . ,K. All such assignments give an uniform prior
for the observationd (all values of the observation are equally likely), but a larger number
of prior samples, gives a larger influence on the posterior probability for the modes. That
is, more training data is needed to affect the posterior. This is illustrated in Example 5.1
below.

Example 5.1
Consider the case of diagnosis in the situation where the observation can takeK = 4

possible values. Assume that there areNB = 10 training data available, and distributed as
in Figure 5.1. Further, assume that an observation in the upper left bin is obtained. For this
particular bin there arenB

k = 5 samples.
With prior sample sizesαk = 1, k = 1, . . . ,K equation (5.20) becomes

p(m= B|d = k,X, I) = const·
5+1
10+4

=
6
14
≈ 0.43.

On the other hand, with prior sample sizesαk = 20,k = 1, . . . ,K equation (5.20) becomes

p(m= B|d = k,X, I) = const·
5+20
10+80

=
25
90
≈ 0.28.

In Example 5.1 it is shown that with a large number of prior samples, the prior affects
the posterior more than if the number of prior samples is small, although they give the
same prior distribution for the observation vectord. To explain this, study the distribution
f (Θ|Iαk), whereΘ = (θ1,θ2). In Figure 5.2 this distribution is shown forαk = 1, αk = 2
andαk = 20. The distribution becomes more narrow for larger prior sample size, but is
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Figure 5.2: Dirichlet distribution for different α1 = α2 = a, with a = 1 (solid), a = 2 (dashed),
and a= 20 (dash-dotted). The larger prior sample size (value of a), the narrower distribution,
and thus also the more trust in the prior knowledge.

symmetric around 0.5 all three sample sizes. This means thata larger prior sample size
leads to more trust in the prior information. Although thereis a nice interpretation of the
parametersαk in the prior, the problem of choosing them is still there.

The Role of the Discretization

For each modem, it is interesting to study the relation between the resolution of the dis-
cretization, i.e. the number of valuesK the observationd can take, and the number of
training data,N. If the resolution is high compared to the number of data the posterior
will tend to be more widely spread, since the samples will tend to be spread in more bins
(possibly adjacent but still different). This is further examined in the application of the
methods in Chapter 9.

5.5 Likelihood Distribution Family

In this chapter, the likelihood was chosen to belong to a certain family of distributions.
In the present case, the choice of distribution family for the likelihoods is natural since
we are studying a problem of multinomial sampling. However,it is not always clear how
to choose the family of distributions for the likelihoods. One example is in the case of
continuous observations. Choosing the family of distributions for the likelihood is a trade
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off between flexibility and overfitting. On one hand, the family can be chosen arbitrarily
flexible. On the other hand, a flexible family of distributions contains a lot of parameters
which complicates the computations and increase the risk ofoverfitting of the distribution
to the data. The guideline is to choose a family of distributions that makes the computations
simple, but still describes the nature of the process that generates the data sufficiently well.

Note that without any assumption on a family of distributions, the likelihoodp(d|m,X, I)
is very difficult, or even impossible, to find. This problem relates to the problem of deter-
mining the distance between to points without having any distance measure.

5.6 The Probability for a Fault

The probabilities for all system behavioral modesmare computed, using (5.20). However,
often in diagnosis the aim is to repair a component and the probability that a certain com-
ponent is faulty is more interesting than the system behavioral mode. That is, for a certain
componentc, we search the probability thatc = F . Let Mc=F denote the set of modes in
which componentc = F . Then we have

p(c = F |d = k,X, I) = ∑
m

p(c = F,m|d = k,X, I) = ∑
m∈Mc=F

p(m|d = k,X, I), (5.25)

wherep(m|d = k,X, I) is given by (5.20).





Chapter 6

Solving Large Problems

I n order to compute the posterior probabilityp(m|d,X, I) that different modes are present
in the system under diagnosis, the underlying distributions, i.e. the likelihoodp(d|m,X, I)
and the prior probabilityp(m|I) are needed. These distributions are discrete, and tradi-

tionally discrete distributions are stored using Conditional Probability Tables (CPT). The
number of elements in the CPT:s representing the underlyingprobabilities grows expo-
nentially with the number of components, observations and the number of possible val-
ues that the observations can take, and storing the CPT:s becomes infeasible already for
medium sized systems. The posterior probability must be computed for all system behav-
ioral modes, and the number of modes grows exponentially with the number of components
in the system under diagnosis. In this chapter, the computational and storage problems are
treated by identifying equivalence classes among the modes, and introducing a compact
storage method. Further, a method for approximating the problem with a set of smaller,
solvable subproblems is presented.

6.1 Computational and Storage Problems

First, we study the computational and storage capacity problems that appear when diag-
nosing large systems. Then, in the following two sections wewill present solutions which
have the potential to decrease the computational burden andthe storage capacity needed
significantly.

Computational Problems

In the Bayesian approach to fault isolation the posterior probability p(m|d,X, I), that the
system under diagnosis is in a certain system behavioral mode is computed. If there areN
components in the system, and componentci hasqi behavioral modes, then there are

Qsbm=
N

∏
i=1

qi (6.1)

57
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system behavioral modes in total, and the poster probability must be computedQsbmtimes.
Already for medium sized systems,Qsbm is a large number. For example, withN = 10
components, and withqi = 3 for all i, there are about 60.000 system behavioral modes,
meaning that it is necessary to perform the computations of the posterior probability 60.000
times.

Storing the Probability Distributions

Besides the problem that the computations must be performedmany times discussed above,
the storage of the probability distributions needed must betaken under consideration. In
order to compute the posterior probabilityp(m|d,X, I) that a modem is present in the
system under diagnosis, given the observationd it is rewritten as described in (5.2) and
repeated here,

p(m|d,X, I) =
p(d|m,X, I)p(m|I)

p(d|X, I)
. (6.2)

We study the amount of storage capacity needed to store the three factors in (6.2).
The denominatorp(d|X, I) of (6.2) is a normalization factor, which can be computed

using marginalization,

p(d|X, I) = ∑
m∈M

p(d|m,X, I)p(m|I), (6.3)

whereM is the set of all system behavioral modes. Both factorsp(d|m,X, I) andp(m|I)
are already needed in (6.2), and it is not necessary to storep(d|X, I). However, the ex-
pression (6.3) requires that the likelihood is computed forall modes, even if we only are
interested in the posterior probability for a subset of the modes. As discussed above, the
numberQsbm of system behavioral modes may be large. A decrease in the number of
modes needed would decrease the number of computations significantly.

Now, turn to the numerator in (6.2). Here these distributions are discrete and discrete
probability distribution are traditionally represented by and stored as Conditional Probabil-
ity Tables (CPT). In a CPT, each instance contains the probability for a certain assignment
of the variable and its parents, where we have used the nomenclature from the field of
Bayesian networks, and use the term parents to denote variables on the right side of the
“|”-sign. For a more thorough discussion on CPT, see Section3.3.

The probability distributionp(m|I) is the prior probability for the system behavioral
modes, or in other words, the prior probability that different combinations of components
are faulty. Let there beN components in the system under diagnosis, and letmci denote the
behavioral mode of componentci , then we can write

p(m|I) = p(mc1, . . .mcN |I). (6.4)

Let componentci haveqi possible behavioral modes, and letηm denote the number of el-
ements needed to store the CPT for the prior probability (6.4). Thenηm = Qsbmelements,
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whereQsbm is computed using (6.1). The numberηm can be decreased under the assump-
tion that the components break independently. Under this assumption (6.4) becomes

p(mc1, . . .mcN |I) = p(mc1|I) . . . p(mcN |I), (6.5)

where each factorp(mci |I) is represented by a CPT consisting ofqi elements, and the
CPT for the complete prior hasηm = ∑N

i=1qi elements. Under the assumption that the
components break independently, the storage of the priors does not generally introduce
any problems.

Although it may not be realistic, the assumption that the components break indepen-
dently is often done, see for example the Sherlock algorithm, (de Kleer and Williams,
1992). One example is when a fault in one component changes the operation conditions
for the system under diagnosis, causing other faults to occur. Another example is when two
faults may have the same root cause. However, assuming no severe dependencies, such as
that two components always break at the same time, the most important characteristic of
the prior probabilityp(m|I) is the order of magnitude, and this is generally sufficientlywell
captured under the assumption (6.5). Further, as the numberof training data increases, the
influence of the prior probability decreases, and importantdependencies between the com-
ponents will be learned from training data. If there are known severe dependencies, they
can be taken into account in the prior, resulting in slightlymore storage capacity needed
for p(m|I).

To represent the likelihood distribution,p(d|m,X, I), in (6.2), no general assumptions
on independence can be made. If the observation is discrete with K possible outcomes,
and there areQsbmsystem behavioral modes for the system under diagnosis, thelikelihood
is represented by a CPT withK ·Qsbmelements. Also for medium sized systems, this is a
large number, as shown in Example 6.1 below.

Example 6.1
Consider the case where the observation vector consists ofM = 10 elements, which each
can take 3 values, and where there areN = 10 components which each hasqi = 3 system
behavioral modes. Then the number of possible values of the observation vector isK =
3M ≈ 60.000, the number of modes isQsbm= 3N, and the total storage capacity needed is

KQsbm= 320≈ 3.5 ·109.

6.2 Diagnosed Modes

Now, let us see how the computational burden and necessary storage capacity can be de-
creased. We start with studying how to reduce the number of computations of the probabil-
ity distribution p(m|d,X, I). To compute the posterior, it is rewritten as (6.2), and the like-
lihood is needed. Studying the expression (5.19) for the likelihood, it is seen that for two
modesB1 andB2 which have the training data equally spread, i.e.nB1

k = nB2
k for all possible
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assignmentsk of d, the only difference is due to the prior samples. If also the prior sam-
ples are equal, i.e.αB1

k = αB2
k for all k, then we have thatp(d|m= B1, I) = p(d|m= B2, I).

In this case, the posterior probabilities for the modesB1 andB2 are only different due to
the prior probabilities for the modes,p(m= B1|I) andp(m= B2|I). Modes with identical
likelihoods can be grouped into an equivalent class, and in the probability computations,
the posterior probabilities for the equivalence classes are computed. If it is desirable to
compute the probability for the each mode in the equivalenceclass, this is can be done
using the prior probabilities for the modes in the class, andthe posterior probability for the
class.

The equivalence classes will be calleddiagnosed modes. The probability computations
for the diagnosed modes are performed in exactly the same wayas for the system behav-
ioral modes in Chapter 5. From now on, we will use diagnosed modes, and use the same
notation,m, as for the system behavioral modes, to denote them. Note that some (most)
equivalence classes consist only of one system behavioral mode.

One set of special equivalence classes are the ones consisting of modes from which
there is no training data available, i.e.nm

k = 0 for all k, and which have equal prior probabil-
ities p(d|m, I) for the observations. Sometimes these equivalence classeswill be denoted
“Unconsidered Fault”,UCi , wherei is an index if there are several equivalence classes
without training data, to stress that they are different from the ones from which training
data exists. Typically, modes with several simultaneous faults and uncommon faults will
be included in a classUCi , since they are often difficult to gain training data from. We
illustrate the use of diagnosed modes with the following example.

Example 6.2
Let c1 ∈ {NF,F1}, c2 ∈ {NF,F2} andc3 ∈ {NF,F3} be three components. Assume that
uniform priors withαB

k = 1 for all k are used for the observations, and that there is only
training data available from the system when single faults are present. For diagnosis, form
the equivalence classes

NF = {(NF,NF,NF)},

B1 = {(F1,NF,NF)},

B2 = {(NF,F2,NF)},

B3 = {(NF,NF,F3)},

UC = {(F1,F2,NF),(F1,NF,F3),(NF,F2,F3),(F1,F2,F3)}.

This gives 23 = 8 system behavioral modes, but only 5 diagnosed modes to compute the
probability for. The likelihoods are computed using (5.19), and the results are given in the
table below.

NF B1 B2 B3 UC

p(d = k|m,X, I)
nNF

k +1
NNF+K

n
B1
k +1

NB1+K

n
B2
k +1

NB2+K

n
B3
k +1

NB3+K
1
K
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Here,nNF
k is the number of samples in training data wherex = (d,m) = (k,NF), andNNF

is the total number of samples in training data, whereNF is present. The same holds for
the other diagnosed modes,B1, B2, B3 andUC.

6.3 Compact Storage

The introduction of the diagnosed modes in the previous section reduced the computational
burden, and also the storage capacity needed. Now, we will study methods for further
reduction the storage capacity needed for the likelihood,p(d|m,X, I). As discussed in
Section 6.1, standard techniques use the conditional probability table (CPT) to represent
the distribution. WithK possible values of the observationd andQ system behavioral
modes, then this approach requiresη = K · qN elements to be stored for diagnosingN
components which each haveq behavioral modes.

Again, study the expression for the likelihood in (5.19),

p(d = k|m= B,X, I) =
nB

k + αB
k

NB +AB . (6.6)

It is clear that all bins with equal amount of training data and prior samples from modem
will be assigned the same value in the CPT. In particular, theexpression (6.6) is equal for
all bins without training data and with equal number of priorsamples. In this case, (6.6)
is only dependent on known parameters, and is not necessary to store. Therefore, when
the prior probability for the observations is uniform, onlythe bins that actually includes
training data are needed to be stored. We study the effect of compact storing on an example:

Example 6.3
Return to Example 6.2 with the three componentsc1, c2 andc3, and the five diagnosed
modes. Assume that the observation vectord = (d1,d2,d3,d4), with di ∈ {1,2,3} is to be
used. Then,d can takeK = 34 = 81 different values. Let the prior probabilities for the
observation vectord be uniform, i.e. equal number of prior samples in each bin,αm

k = a,
for all modesm. Further, assume that there is a set of training dataX available. In Table
6.1, the distribution of the training data, and the likelihoods for the different observations
are shown. In the second column the bins in which there are training data are listed for each
mode, and the third column the amount of training data in the bins are given. The values of

the likelihood for measurements in bink are computed using
nm

k +αm
k

Nm+Am , and the likelihoods
for the observations in the corresponding bin are given in column four.
In Example 6.2 we started with eight system behavioral modes, giving a CPT consisting
8 ·81= 641 elements. Using the five diagnosed modes instead, this number is reduced to
5 ·81= 405 elements. Further, using the compact storage describedin this section, only
the nine bins which actually contains training data that needs to be stored. The storage
capacity needed is thus reduced from 641 elements to 9 elements.
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Table 6.1: The bins with training data, and the likelihood of these bins, used in Example
6.3.

m d = (d1,d2,d3,d4) nkm p(d|m,X, I)

B0 (2, 2, 2, 2) 40 40+1
50+81 ≈ 0.310

B0 (2, 1, 2, 2) 7 7+1
50+81 ≈ 0.061

B0 (2, 1, 1, 2) 3 3+1
50+81 ≈ 0.031

B0 other values 0 1
50+81 ≈ 0.008

B1 (2, 3, 3, 2) 6 6+1
10+81 ≈ 0.077

B1 (2, 2, 3, 1) 4 4+1
10+81 ≈ 0.055

B1 other values 0 1
10+81 ≈ 0.011

B2 (1, 3, 2, 3) 5 5+1
6+81 ≈ 0.070

B2 (2, 2, 2, 3) 1 1+1
6+81 ≈ 0.023

B2 other values 0 1
6+81 ≈ 0.012

B3 (1, 2, 2, 3) 3 3+1
5+81 ≈ 0.046

B3 (2, 2, 2, 2) 2 2+1
5+81 ≈ 0.035

B3 other values 0 1
5+81 ≈ 0.012

The storage capacity needed in the compact representation depends on the distribution
of the training data, as well as on the discretization. In Example 6.3 it is shown that
in some situations, the storage capacity can be significantly decreased using the efficient
storage method. This is the case when the training data, is clustered in the sampling space,
and focused in only a few bins for each diagnosed mode. In thiscase, refinement of the
discretization will only increase the storage capacity slowly, compared to the increase in
the number of elements in the CPT. Also, it may be possible to add more observations
exponential growth of the number of elements to store. This is possible if the data from
each mode is clustered also in the space spanned by the new observations.

However, the upper bound of the storage capacity needed is given by maximum of the
number of elements in the CPT and the number of training data,

η = max(K ·Q,N).

In applications where the training data is spread in the sample space or when not a uniform
prior for the observationsd is used the complete, or almost complete, CPT must be stored.
In these situations, the problem one approach is to approximate the problem with a set of
smaller subproblems, where each of them is solvable. This isfurther discussed in next
section.
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6.4 Partitioning the Problem

In Section 6.3 we saw that computing the probability that a diagnosed mode is present in
the system may require huge amounts of elements to be stored.Therefore, the problem
must be divided into subproblems, which each is sufficientlysmall to be solved using the
methods developed in Chapter 5 and in Sections 6.2 and 6.3.

In Chapter 5, the probabilityp(m|d,X, I) that a diagnosed modem is present in the
system, given the current measurement,d, the training data,X, and the background infor-
mation,I , was computed. To compute the probability it is rewritten using Bayes rule,

p(m|d,X, I) =
p(d|m,X, I)p(m|X, I)

p(d|X, I)
(6.7)

Assume that the observation consists ofM observations,d = (d1, . . . ,dM), which each
is discrete withKi possible values, letQ the number of diagnosed modes, and letη be the
number of elements needed to store the likelihood. Then in worst case, it is necessary to
have

η = Q
M

∏
i=1

Ki

values to represent the likelihoodp(d|m,X, I). Even for medium sized problemsη is a
large number. If training data is spread in the sampling space, the efficient storage method
presented in Section 6.3 might not decrease the problem sizesufficiently much.

If the observations are independent, the likelihood can be divided intoM subproblems
which each is small enough. However, due to model errors and environmental effects, the
observations are actually dependent and assuming independence will give faulty diagnosis.
Instead, partition the observations intoL groups, where each group contains observations
that are dependent, but where the groups are mutually independent. That is, write the
likelihood as

p(d|m,X, I) = p(d[I1]|m,X, I) . . . p(d[Il ]|m,X, I), (6.8)

whereIi is an index set, andd[Ii ] are the observations with indices given byIi. Let S
denote such a partition of the observations, letS be the set of all possible partitions, and
marginalize over all possible structures,

p(d|m,X, I) = ∑
S∈S

p(d|S,m,X, I)p(S|X, I). (6.9)

Since the partitioningSshould be valid for all modes, the current modem provides no in-
formation about the structureS in (6.9). This is the same as approximating the partitioning
in (6.8) with the partitioning

p(d|X, I) = p(d[I1]|X, I) . . . p(d[Il ]|X, I). (6.10)

Note that it is only the index sets, and not the probabilitiesthat are equal in (6.8) and (6.10).
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In order to restrict the storage capacity needed, approximate the sum in (6.9) with a
sum over a subsetS∗ of partitions,

p(d|m,X, I)≈ ∑
S∈S∗

p(d|S,m,X, I)p(S|X, I). (6.11)

However, to reach the necessary decrease in storage capacity, the setS must be carefully
chosen. The storage capacity needed for a partitionS is dependent on the complexity of
S. This is more carefully discussed in Example 6.4, and we search the setS∗ that best
describes the training data, but not exceeds our limited storage capacity, i.e. we have the
optimization problem

S
∗ = max

S′
∑
S∈S

p(S|X, I) (6.12a)

subject to storage capacity needed. (6.12b)

The setS∗ may consist of several “simple” partitions with small groups, or few (or
only one) partition with a few large groups. In this thesis wewill study the special case
of (6.12), where the structure set consists of only one partition, S∗ = S∗. In this case, the
constraint “storage capacity needed” forS∗ becomes a limit onηmax on the total number
of elements stored, and we have the optimization problem

S∗ = max
S

p(S|X, I) (6.13a)

subject toη ≤ ηmax. (6.13b)

Note that the storage capacityη needed for the partitionSis dependent both on the number
of groups,L in the partition, as well as the size of each group,see Example 6.4 below.

Example 6.4
Consider a likelihood

p(d1,d2,d3,d4|c1,X, I),

with four binary observations and one component. This likelihood can be partitioned in
several different ways, for example three observations in one group and one observation
in the other group, or two observations each in, giving differentη . Examples ofη for a
couple of different types partitions:

partition type η

3+1 2+21+3 = 18
2+2 21+2 +21+2 = 16
2+1+1 21+2+2+2= 12.

We will show how to solve this optimization problem by an exhaustive search over the
setSηmax of all partitions that fulfill the constraint (6.13b) in nextsection. For largeηmax,
this may require a lot of computations, but these computations are only performed once
and off-line. However, in Section 6.6, methods for making the computations more efficient
are discussed.
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6.5 The Probability For a Partition

To computep(S|X, I) needed in equation (6.11), rewrite it using Bayes’ rule,

p(S|X, I) =
p(X|S, I)p(S|I)

p(X|I)
. (6.14)

Here,p(X|I) is a normalization factor which can be computed using marginalization,

p(X|I) = ∑
S∈Sηmax

p(X|S, I)p(S|I), (6.15)

whereSηmax is the set of partitions that fulfills the requirement (6.13b). The probability
p(S|I) is the prior probability for the partitionS. The principle of indifference is applied,
and a prior that is uniform for all structuresS∈ Sηmax and zero for all other structures is
assigned1.

To compute the likelihoodp(X|S, I) in equation (6.14), marginalize over all possible
parametersΘ,

p(X|S, I) =

∫

p(X|Θ,S, I) f (Θ|S, I)dΘ, (6.16)

where f (Θ|S, I) is a continuous function ofΘ, andp(X|Θ,S, I) is a multinomial distribu-
tion.

To study the computations, we consider an example with threeobservations,d1,d2,d3,
and no component. LetΘ be the parameters that describes the probability distribution

p = p(d1,d2,d3|I), (6.17)

and similar for the marginal distributions,Θ12 parameterizes

p(d1,d2|I) = ∑
d3

p(d1,d2,d3|I),

where we sum over all possible values ofd3, and similar forΘ23 andΘ13. Let lr be the
number of elements inΘr , r = 1. . .3. For the elements in the distributions, let

θi jk = p(d1 = i,d2 = j,d3 = k|I),

θ 12
i j = p(d1 = i,d2 = j|I),

and so on. Correspondingly for the data, letni jk be the number of observations withd1 =
i,d2 = j,d3 = k, and

n12
i j =

l3

∑
k=1

ni jk

1The prior probabilityp(S|I) corresponds to the penalizing term in model selection (Jaynes, 2001). It is
common that it is used to penalize complex structures with many dependencies.
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etc. The total amount of data isN = ∑l1,l2,l3
i, j ,k=1ni jk .

We search the probabilities of the factorizations ofp, for whichη < 8. In our example
it can be factorized in four different ways: such that all variables are independent, or such
that two variables are dependent while the third is independent of the other two. In the
example, useS0 to denote that hypothesis "all three variables are independent" andSq,
q = 1. . .3 to denote "variableq is independent and the other two are dependent". Given a
hypothesisSq, q = 0. . .3, p can be factorized in a certain way. For exampleS1 means that
p = p1p23.

With the notations above, we can writeP(X|p,Sq) as

p(X|Θ,S0) =
N!

∏N
i, j ,k=1ni jk !

N

∏
i, j ,k=1

(θ 1
i θ 2

j θ 3
k )ni jk (6.19a)

p(X|Θ,S1) =
N!

∏N
i, j ,k=1ni jk !

N

∏
i, j ,k=1

(θ 1
i θ 23

jk )ni jk , (6.19b)

and similarly forq = 2,3. The elements in distributions must be between 0 and 1, and for
each distribution they must sum to one. The first criteria is regulated by the integration
limits in (6.16). The latter criteria means thatf (Θ|S, I) is proportional to delta functions
as

f (Θ|S0) = f (θ 1θ 2θ 3|H0) (6.20a)

∝ δ (
l1

∑
i=1

θ 1
i −1)δ (

l2

∑
j=1

θ 2
j −1)δ (

l3

∑
k=0

θ 3
j −1)

f (Θ|S1) = f (θ 1θ 23|S0) = (6.20b)

∝ δ (
l1

∑
i=1

θ 1
i −1)δ (

l2,l3

∑
j ,k=1

θ 23
jk −1),

and similar forS2 andS3.
The integral (6.16) can now be solved using convolution and Laplace transform tech-

niques (Wolf, 1995). The result is
∫

P(X|Θ,S0) f (Θ|S0)dΘ =
N!

∏ni jk !
Γ(l1)Γ(l2)Γ(l3)F0 (6.21a)

∫

P(X|Θ,S1) f (Θ|S1)dp=
N!

∏ni jk !
Γ(l1)Γ(l2l3)F1 (6.21b)

whereΓ(·) is the gamma function and

F0 =
∏3

q=1∏lq
i=1 Γ(nq

i +1)

Γ(N+ l1)Γ(N+ l2)Γ(N + l3)
(6.22a)

F1 =
∏l1

i=1 Γ(n1
i +1)∏l2,l3

j ,k=1 Γ(n23
jk +1)

Γ(N+ l1)Γ(N+ l2l3)
. (6.22b)

The expressions forS2 andS3 are similar to (6.21) and (6.22).
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c1 c2

d2
d1

c3

d3 d4

Figure 6.1: The relations between the components ci and the observations di expressed
as a Bayesian network. The task is to determine which of the dependencies represented
by dashed lines that are actually present.

6.6 Reduction of Search Space

In Section 6.4, the optimization problem (6.13) is solved bya complete search over all
feasible partitions. Since this optimization problem is solved once, and off-line, the com-
putational time is generally not a restrictive limiting factor. However, by introducing two
assumptions, the optimization problem can be simplified.

First, some background remarks. Note that the probabilities that we are studying in this
thesis have two types of variables, the components and the observations. The components
are assumed to be independent (they break independently). The observations, on the other
hand, are dependent on (a subset of the) components, and may be dependent on other obser-
vations. The probabilities can be represented as a two-layer Bayesian network, see Figure
6.1. In this view, the task is to identify which of the dependencies represented by dashed
lines that actually are present. In the Section 6.5 above, the observations are grouped in
to mutually independent groups, meaning that the observations are partitioned into groups
between which there are no connections. The best partition is computed through an ex-
haustive search over all partitions that fulfills the requirements.

Now, let us turn to the two assumptions. Assume that the parameters associated with
one observationdi are independent of the parameters associated with all otherobserva-
tions. This assumption is referred to asGlobal Parameter Independenceby Heckerman in
(Heckermanet al., 1995b).

The second assumption is, that if an observationdi has the same parents PaS0(di) =
PaS1(di) in two different partitions,S0 andS1, then the probability distributionp(Θi |I) for
the parameters describing the probability distributionsp(di |PaS(di), I) are the same in both
networks. Heckerman, (Heckermanet al., 1995b), refers to this assumptions asParameter
Modularity.

In words, the global parameter independence and parameter modularity assumptions,
mean that the problem of searching the optimal partition forthe training dataX can be
divided into subproblems. Assume that there are two partitions that identical, with except
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from the observationsdi andd j , which are grouped into one group in one partitionS[i j ],
and not in the other partition,S[i][ j ]. If p(X|S[i j ], I) > p(X|S[i][ j ], I), then each partition with
di andd j grouped gives a larger likelihood for the training data thanthe partition that is
equal except from thatdi andd j are not grouped.

For example, consider for the network in Figure 6.1. Assume that it is found that the
likelihood for grouping observationd1 andd2 is larger than the probability for not group-
ing them,p(X|S[12], I) > p(X|S[1][2], I). Then the partitionS[1][2][3][4] = ([d1], [d2], [d3], [d4])
has a smaller likelihood than the partitionS[12][3][4] = ([d1,d2],d3,d4), and the partition
S[1][2][34] = ([d1], [d2], [d3,d4]) has a smaller likelihood than the partitionS[12][34] = ([d1,d2], [d3,d4]),
i.e.

(X|S[12][3][4], I) > p(X|S[1][2][3][4], I), and

(X|S[12][34], I) > p(X|S[1][2][34], I).

However, note that nothing can be said about the relation betweenS[12][3][4] andS[1][2][34].

Comments on Partition Search

In literature, there are methods for finding learning a Bayesian network from data, dis-
cussed in Section 3.4. However, these methods learn generalnetworks, sometimes limited
by the number of parents each node can possibly have.

In this thesis, the focus is somewhat different. A network, in which the nodes repre-
senting the observations are grouped into groups which haveno connections in between is
sought. The reason is, that with this kind of network, the efficient storage method presented
in Section 6.3 can be used, and the computations becomes particularly simple and requires
no special algorithms. This is suitable for on-line diagnosis, where the computational and
storage capacity often is limited.

If, instead an unconstrained Bayesian network is used, there are two notions to make.
First, the network describing the diagnosis problem is veryspecific, since it is known
that the components nodes are parents to the observation nodes, and that the observation
nodes can be parents to other observation nodes. This makes it possible to specialize and
improve the search algorithms for the optimal network. Second, we have the constraint
on the storage capacity needed. In literature, these kind ofconstraints are for example
treated by using a term that penalizes complex networks. Oneexample is the the Minimal
Description Length (MDL) used in (Lam and Bacchus, 1994). Another approach could
be to constraint the number of parents allowed for each node.Both these constraints are
related to the maximum storage capacity allowed, but the exact relation is not known and
is to be investigated.



Chapter 7

Using More Information

I n Chapters 5 and 6 only general probabilistic information about prior probabilities and
families of distributions is used. However, often there is other information available
as well, for example knowledge about which observations that actually are affected by

each fault, or more detailed knowledge about the fault sizespresent when training data is
collected. The information about which faults that can possibly affect each observation,
is the basis for the structured residuals approach and the Sherlock algorithm presented in
Section 4.7. In this chapter it is shown how such informationcan be used in the Bayesian
framework to improve the diagnosis. The possibility to combine this kind of information
with the probabilistic information, and training data, is one of the main advantages with
the Bayesian method. Further, in this chapter, the Bayesianmethod is compared with the
structured residuals method and with the Sherlock algorithm, and it is shown that under
certain assumptions these methods are special cases of the Bayesian method. Using the
information available carefully, the present method has atleast as good performance as the
structured residuals methods and the Sherlock algorithm.

7.1 Causality Structure

In previous chapters, it is assumed that the prior information, I , only includes general
probabilistic information, i.e. the prior probabilitiesp(m|I) andp(Θ|I), and the family of
distributions to which the likelihoodp(d|m,Θ, I) belongs. However, in many fault diag-
nosis problems, there is information available about whichfaults that can possibly affect
each observation.

For example, the observation that the engine in your car starts will never help you in
doing inference about whether there is a puncture on the leftfront tire or not. Such infor-
mation about which observations that can possibly be affected by each fault can be deduced
from engineering knowledge, or be mathematically derived,see for example (Krysander,
2006). In the probabilistic framework, the information about the engine and the puncture
means that the probability distributions of the observation that the engine starts are equal
in the fault free mode and in the puncture mode.

We start by formalizing this kind of information in aCausality Structure:

69
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Definition 7.1 (Causality Structure)
Let d = (d1, . . . ,dM), di ∈ {1, . . . ,Ki}, be an observation vector, letMd be the set of all
diagnosed modesm in the system under diagnosis, and letQ = |Md| be the number of
diagnosed modes. Further, letI denote the current state of knowledge, and let

θi,k,B j = p(di = k|m= B j , I). (7.1)

Let C ∈ (M×Q) be a matrix, with elementCi j in row i and columnj.
ThenC is a Causality Structure for the probability distributionp(d1, . . . ,dM|m, I) if, for

eachCi j = 0, it holds that

θi,k,B j = θi,k,NF , ∀ j ∈ {1, . . . ,Ki}. (7.2)

First, we give a small example to explain the meaning of the causality structure. Then
we will continue with a discussion and some important remarks.

Example 7.1
Assume that we have the scalar observationd ∈ {1,2}, and the two diagnosed modesNF
andB1, and assume that

B1

d 0
(7.3)

represents a causality structure for the likelihoodp(d|m,X, IC). The likelihood is described
by the parameters

θ1,NF = p(d = 1|NF,X, IC),

θ2,NF = p(d = 2|NF,X, IC),

θ1,B = p(d = 1|B,X, IC),

θ2,B = p(d = 2|B,X, IC).

The causality structure (7.3) then gives the requirementθ1,NF = θ1,B andθ2,NF = 1,B.

The definition of the causality structure gives restrictions on the prior probabilityp(Θ|I)
for the parametersΘ = {θd,m} describing the likelihood. The restrictions onp(Θ|I) leads
to restrictions on the likelihoodp(d|m,X, I). We formulate them in the following two
remarks:

Remark 7.1 The requirement(7.2), is a requirement on the prior probability forΘ. It
means that the prior probability p(Θ|I) = 0 for all Θ, in whichθi,k,B j 6= θi,k,NF .

Remark 7.2 The practical meaning of requirement(7.2) is that

p(di = k|m= B j , I) = p(di = k|m= NF, I) (7.4)
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holds for for all k. In words, this means that di is equally distributed under the modes NF
and B. Further, by Remark 7.1 we know that no distributions inwhichθi,k,B j 6= θi,k,NF are
allowed. Thus, also after adding training data, we have that

p(di = k|m= B j ,X, I) = p(di = k|m= NF,X, I). (7.5)

An example of a causality structure for the two observationsd1 andd2, and the four
diagnosed modesMd = {NF,B1,B2,B3} is represented by the structure in (7.6). The “−”-
sign in the structure is used to mark that there are no zeros inthese positions.

B1 B2 B3

d1 − − −
d2 0 − −

(7.6)

The probability distributions fordi used in Remark 7.2, can be computed using marginal-
ization over all observations exceptdi , see Example 7.2 below. However, in general, the
causality structure is not found by performing the computations in Example 7.2. Instead,
mathematical reasoning, for example using structural analysis, or reasoning such as with
the engine that does not start and the puncture on the tire above is used.

Example 7.2
The probability distribution fordi is computed from the probability distribution for the
observationd using marginalization over all observations exceptdi ,

p(di |m= B j ,X, I) = ∑
d1,...,di−1,di+1,...,dM

p(d1, . . . ,dM|m= B j ,X, I). (7.7)

In the following, if it is necessary to underline the knowledge the causality structure,
we use the notationIC, meaning “the knowledgeI andC”. Now, we do another two remarks
about the causality structure.

Remark 7.3 In Definition 7.1, the mode NF plays a specific role, since it isthe basis for
introducing zeros in the causality structure. However, it is possible to extend the definition,
introducing other symbols, representing that probabilities for modes are equal, but not
necessary equal to the mode NF, i.e. p(di |m= B j ,X, I) = p(dk|m= mq,X, I), for j,k. The
reason for using NF as a basis in the definition is that in the diagnosis problem, is that
in general there is only a limited, or no, information how theobservations are affected
available for the modes representing the faults. Thereforeit should be uncommon that it is
known that two observations have the same distribution, butnot the same distribution as
in the mode NF.

Remark 7.4 With binary observations, and under the assumption that no observation re-
spond to the mode NF, the causality structureC, with the “−”-signs replaced by1:s or
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X :s, is equal to the decision structure used in structured residuals, see Section 4.7. In this
view, the causality structure can be interpreted as a generalization of the decision struc-
ture. In difference to the decision structure, the causality structure is applicable also to
multi-valued, or continuous, observations and without anyrestrictions on the threshold-
ing.

7.2 Fault Isolation Using the Causality Structure

In this section, it is shown how the causality structure is used in the probability computa-
tions, and an example is given where it is shown how the information from the causality
structure affects the fault isolation. We begin the reasoning with the situation where train-
ing data is available only from the fault free mode. Then the reasoning is then extended to
the case when there is training data for all modes, and the results are given for a general
case. The section is concluded with a comment on previously hidden information from the
observations that can be used in the light of the causality structure.

Training Data from NF Only

Assume that the task is to compute the probabilities for the two modesNF andB1, given the
observation vectord = (d1,d2), and that (7.6) is a causality structureC for the likelihood
p(d|m,X, IC). Further, assume that there is only training data from the modeNF available,
i.e. X = XNF.

The probability for modeNF, p(m= NF|d1,d2,X, IC) is computed using the training
data and (5.20), as described in Chapter 5. To compute the posterior probabilityp(m =
B1|d1,d2,X, IC) for modeB1, it is rewritten using Bayes’ rule,

p(m= B1|d1,d2,X, IC) =
p(d1,d2|m= B1,X, IC)p(m= B1|X, IC)

p(d1,d2|X, IC)
. (7.8)

Here, the prior probability for the modes,p(m = B1|X, IC) = p(m = B1|IC), is given by
the background information, and the denominator is a normalization constant found by
marginalization. To perform the computations, the likelihood p(d1,d2|m = B1,X, IC) is
needed. Rewrite the likelihood as

p(d1,d2|m= B1,X, IC) = p(d2|m= B1,X, IC)p(d1|d2,m= m1,X, IC). (7.9)

We start with the first factor of the right hand side of (7.9). From the second row and
second column in the causality structure (7.6) it is seen that in modeB1, the distribution of
observationd2 is the same as in the modeNF, i.e.

p(d2|m= B1,X, IC) = p(d2|m= NF,X, IC), (7.10)

and the training data,X = XNF, can then be reused to determine the first factor of the right
hand side of (7.9).
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To compute the second factor in the right hand side of (7.9), note that the “−”-sign in
second column and first row in the causality structure (7.6) means that no conclusions can
be draw fromC about how the observationd1 is distributed underB1, using information
about the behavior of the observation inNF. Therefore, the training data,X = XNF, which
is only from the modeNF, does not provide any information aboutd1, and the computa-
tions must rely on prior knowledge only,

p(d1|d2,m= B1,X, IC) = p(d1|d2,m= B1, IC). (7.11)

The right hand side of (7.11) is rewritten using Bayes’ rule and marginalization,

p(d1|d2,m= B1, IC) =
p(d1,d2|m= B1, IC)

p(d2|m= B1, IC)
=

p(d1,d2|m= B1, IC)

∑i p(d1 = i,d2|m= B1, IC)
, (7.12)

where the sum is taken over all values thatd1 can possibly take. As in Section 5.2, the
distribution for the observations in modeB1 is determined using marginalization over the
parametersΘB1, parameterizing the distributionp(d1,d2|m= B1, IC),

p(d1,d2|m= B1, IC) =

∫

p(d1,d2|ΘB1,m= B1, IC)p(ΘB1|m= B1, IC)dΘB1. (7.13)

From (7.13) we see that the likelihood is determined by the prior distributionp(ΘB1|m=
B1, IC) for ΘB1, and as in Section 5.2, the prior forΘB1 is Dirichlet distributed, and re-
stricted by (7.2).

Now, using (7.10) and (7.11), we can write equation (7.9) as

p(d1,d2|m= B1,X, I) = p(d2|m= NF,X, I)p(d1|d2,m= B1, I). (7.14)

In (7.14) it is shown how training data from the modeNF is used to compute the prob-
ability for modeB1, using the causality structure. To see the effect on the fault isolation,
given by of the knowledge of the causality structure, we study the following example.

Example 7.3
Assume that we want to diagnose the three modesNF, B1 andB2, using the two obser-
vations,d = (d1,d2), with di ∈ {1,2}. Let the observations be a priori uniformly dis-
tributed, with one prior sample in each bin, i.e. withαk = 1. This givesAm = 4, for
m∈ {NF,B1,B2}. Further, assume that (7.15) represent the causality structureC for the
likelihood p(d|m,X, IC).

B1 B2

d1 − −
d2 0 −

(7.15)

For the diagnosis, there areN = NNF = 40 training samples available from modeNF.
There is no training data available for the two fault modes, giving NB1 = NB2 = 0. The
training data is distributed as in Figure 7.1.
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Figure 7.1: The distribution of training data in Example 7.3. All training data is from the
mode NF.

The prior probabilities for the modes are set to bep(NF|I) = 0.8 andp(Bi |I) = 0.1 for
i = 1,2. To compute the probabilities for the modes given the observation, start by rewriting
them using Bayes’ rule as in (5.2),

p(m|d,X, IC) =
p(d|m,X, IC)p(m|X, IC)

p(d|X, IC)
. (7.16)

We illustrate the computations on the observation(d1,d2) = (1,1), and summarize all of
them in Tables 7.1 and 7.2.
To compute the likelihood for modeNF, use (5.19), i.e.

p(d = (1,1)|m= NF,X, I) =
nNF

1,1 + αNF
1,1

NNF +ANF =
36+1
40+4

≈ 0.84. (7.17)

Here,nNF
1,1 is the number training data samples corresponding tod = (1,1).

Since the observations are a priori uniformly distributed,they are independent, and since
there is only training data from the modeNF, the likelihood for modeB1, can be computed
as

p(d = (1,1)|m= B1,X
NF , I) = p(d2 = 1|m= NF,X, I)p(d1 = 1|m= B1, I) = (7.18)

=
nNF

d2=1 + αNF
d2=1

NNF +ANF

nB1
d1=1 + αB1

d1=1

NB1 +AB1
=

37+2
40+4

0+2
0+4

≈ 0.44.

(7.19)

Here,nNF
d2=1, denotes all samples in whichd2 = 1, independent on the simultaneous value

of d1.
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Table 7.1: The likelihoods p(d|m,X, I), for the modes in Example 7.3

(d1,d2) = (1,1) (d1,d2) = (1,2) (d1,d2) = (2,1) (d1,d2) = (2,2)

NF 0.84 0.023 0.046 0.09
m1 0.44 0.14 0.44 0.14
m2 0.25 0.25 0.25 0.25

Table 7.2: The posterior probabilities p(m|d,X, IC), for the modes in Example 7.3

(d1,d2) = (1,1) (d1,d2) = (1,2) (d1,d2) = (2,1) (d1,d2) = (2,2)

NF 0.91 0.32 0.35 0.65
m1 0.06 0.24 0.42 0.13
m2 0.03 0.44 0.24 0.22

When computing the likelihood forB2, no conclusions can be drawn from the training data,
and the inference is based on prior information only,

p(d = (1,1)|m= B2,X, I) =
nm1

1,1+ αm1
1,1

Nm1 +Am1
=

0+1
0+4

= 0.25. (7.20)

The computations for the other observations are performed in the same way as ford =
(1,1), and the result is summarized in Table 7.1 To obtain the posterior probabilities, the
columns in Table 7.1 we normalize by dividing each element with

p(d|X, I) = ∑
m

p(d|m,X, I)p(m|X, I) = ∑
m

p(d|m,X, I)p(m|I). (7.21)

The result is given in Table 7.2. Taking a closer look at the posteriors in Table 7.2, we
see that modeNF is assigned largest probability when the observation isd = (1,1) or
d = (2,2). When the observation isd = (2,1) modeB1 is assigned largest probability,
and for the observationsd = (1,2) modeB2 is assigned largest probability. We compare
this with the case where the causality structure is not used.In this case, only data from the
current mode is used in the computations. The likelihoods for the modesNF andB2 are the
same as the in Table 7.1, while the likelihood for the modeB1 becomesp(d|Bi, I) = 0.25
for all d and i = 1,2. The posteriors for this case is shown in Table 7.3. Comparing
Tables 7.2 and 7.3, we see that without using the causality structure, the modesB1 andB2

would not have been possible to distinguish.

In Example 7.3 above, it is seen that the posterior probabilities for the modes changes when
the causality structure is used. The causality structure includes more information, and thus
it must be used it in the computations, if it is available.
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Table 7.3: The posterior probabilities p(m|d,X, I), for the modes in Example 7.3, when the
causality structure is not used.

(d1,d2) = (1,1) (d1,d2) = (1,2) (d1,d2) = (2,1) (d1,d2) = (2,2)

NF 0.93 0.27 0.42 0.60
m1 0.34 0.365 0.29 0.20
m2 0.34 0.365 0.29 0.20

Training Data from All Modes

Above it was noted that when a causality structure for the likelihood is given by the back-
ground information, and when training data is missing from amode, then training data
from the modeNF should be reused for the observations for which there are 0:sin the
causality structure. However, also when there is data from the considered mode, training
data from the modes with zeros in the same row should be reused.

Let us study one row in a causality structure, for example

B1 B2 B3 B4

di 0 - - 0

In this structure, all data from the modesNF, B1 andB4 should be reused to determine the
distribution ofdi under these modes.

An important remark is that it is only when there are zeros in the causality structure,
that data can (and must) be reused. However, as the number of training data from the
modes with zeros increases, the effect of the reused data will decrease.

Generalization to More Observations

In the previous computations, the case with only two observations is studied. To generalize
the results to more observations, assume that we search the likelihood distribution

p(d1, . . . ,dn|m,X, I), (7.22)

and assume thatC is a causality structure for (7.22). LetI0, j be the set of indices such that
Ci j = 0, i ∈I0, j , i.e. I0, j is the set indices of observations which have a zero in columnj
in C. Further, letI−, j be the set of indices such thatCi j 6= 0, i ∈I−, j Used[I0, j ] to denote
the observations with indices inI0, j , andd[I−, j ] to denote the observations with indices
in I−, j . With the same reasoning as above, the likelihood distribution can be factorized as

p(d1, . . . ,dn|mj ,X, I) = p(d[I0, j ]|mj ,X, I)p(d[I−, j ]|d[I0, j ],mj ,X, I), (7.23)

where the same training data is used for the computations of the first factor in the right
hand side.
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7.3 Comments on the Causality Structure

Let us now take a deeper look on the causality structure in an intuitive way. The zero in
the column forB1 means that the observationd2 is equally distributed in both modeNF
andB1. One may expect from (7.6) that ifd1 is given, then, adding the observationd2

would not change the belief in modeNF compared to the belief in modeB1. To study this
statement, start with examining the relative knowledge gained fromd1 alone. Rewrite it
using Bayes’ rule,

p(NF|d1,X, I)
p(B1|d1,X, I)

= (7.24a)

=
p(d1|NF,X, I)p(NF|X, I)
p(d1|B1,X, I)p(B1|X, I)

. (7.24b)

Adding the observationd2 we have instead the relation

p(NF|d1,d2,X, I)
p(B1|d1,d2,X, I)

=
p(d1,d2|NF,X, I)p(NF|X, I)
p(d1,d2|B1,X, I)p(B1|X, I)

= (7.25a)

=
p(d1|NF,X, I)p(d2|d1,NF,X, I)p(NF|X, I)

p(d1|B1,X, I)p(d2|d2,B1,X, I)p(B1|X, I)
= (7.25b)

=
p(d1|d2,NF,X, I)p(NF|X, I)
p(d1|d2,B1,X, I)p(B1|X, I)

, (7.25c)

where we have used Bayes’ rule and the zero in the column forB1.
Comparing (7.25c) with (7.24b), we see that there is a dependence ond2 in (7.25c).

This dependency cannot be discarded, since there may be a dependence betweend1 and
d2 in one or both of the modes. Thus, adding the observationd2 actually adds information
although it is equally distributed in bothNF andm1; it is d2 in combination withd1 that
actually provides the knowledge. Thus, in general, the relation in probability forB1 and
NF changes when observationd2 is added.

p(NF|d1,d2,X, I)
p(B1|d1,d2,X, I)

6=
p(NF|d1,X, I)
p(B1|d1,X, I)

. (7.26)

Note that this holds also between other modes. For example, assume that

B1 B2

di − −
d j 0 0

(7.27)

is a causality structure for the two observationsdi andd j . Then, givendi, addingd2 may
affect the relation in probability betweenB1 andB2.

We conclude this discussion by studying the effect in an example.
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Example 7.4
Consider the case where we want to diagnose two identical temperature sensors,T1 and

T2. The sensors are mounted close to each other and provides noise free measurements
y1 and y2, of the same temperature. Observations formed using a function f (·) of the
measurements. The observations are described by

d1 = f (y1), (7.28)

d2 = f (y2). (7.29)

In the fault free case,d1 = d2. Note that nothing is said about the values of the observations
in the no fault case. This is learned from the training dataX. Let B1 be the mode in which
sensorT1 is faulty in an previously unknown way. Thus, in the modeF1 the measurements
are not (necessarily) equal any more. The observations havethe causality structure

NF B1

d1 0 −
d2 0 0

(7.30)

Note that in the modeNF, there is a strong dependency between the observations, while in
B1 the dependency is different.
Assume that the observationd1 = 2 is obtained. This gives the probabilitiesp(NF|d1 =
2,X, I) andp(B1|d1 = 2,X, I) for the two modes. Now, add the observationd2 = 4. Since
d1 6= d2, adding the observationd2 = 4 gives zero probability for the modeNF,

p(NF|d1 = 2,d2 = 4,X, I) = 0.

In this example, where there are only two modes, all probability is assigned to the modeB1,
p(B1|d1 = 2,d2 = 4,X, I) = 1. In this example it is clear that the observationd2 provides
additional information indirectly, through the dependency between the observations.

7.4 Submodes

In some diagnosed modes, the observations are dependent on aparameter, typically the size
of the fault. For example, if the observation is a residual, it may deviate more from zero
for larger fault sizes. We say that the mode is divided into mutually exclusivesubmodes,
where each submode corresponds to a value of the parameter.

In this thesis, focus is on detecting and isolating the faults, but not determining their
actual size. Therefore, the fault size is a nuisance parameter, and is marginalized over. For
example, assume that in the modeB, the observation is dependent on the discrete parameter
b∈ {1, . . . ,J}, and letb j denote the submode whenb = j. To compute the probability for
B, start by rewriting it using Bayes’ rule,

p(m= B|d,X, I) =
p(d|m= B,X, I)p(m= B|X, I)

p(d|m= B,X, I)
. (7.31)
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Now, to compute the likelihood, use the knowledge that the observations are dependent on
b, and marginalize overb,

p(d|m= B,X, I) =
J

∑
j=1

p(d|b j ,m= B,X, I)p(b j |m= B,X, I). (7.32)

Here p(b j |m = B,X, I) = p(b j |m = B, I) is the prior probability for the submodeb j ,
givenm= B. Then (7.31) can be written

p(m= B|d,X, I) =
∑J

j=1 (p(d|b j ,m= B,X, I)p(b j |m= B,X, I)) p(m= B|X, I)

p(d|m= B,X, I)
. (7.33)

Since it is known thatb j is a submode ofB, we have thatp(d|b j ,m= B,X, I) = p(d|b j ,X, I).
To determine the likelihoodp(d|b j ,X, I) there are two different cases.

In the first case, it isnot known how the size of the parameter affects the probabil-
ity distribution of the observationsd. That is, there is no model available describing the
influence of the fault parameter on the observation. In this casep(d|b j ,m = B,X, I) is
computed using (5.19), where data from each submode is used for that specific submode.
For the modeB, the likelihood for the submodeb j becomes

p(d = i|b j ,X, I) =
n

b j
i + αb j

i

Nb j +Ab j
, (7.34)

wheren
b j
i andαb j

i are the number of training samples and prior samples from thesubmode
b j , where thed = i, Nb j is the total number of training data from submodeb j , andAb j is
the total number of prior samples forb j . Inserting (7.34) into (7.33), we have

p(m= B|d,X, I) =

∑J
j=1

(

n
bj
i +α

bj
i

Nbj +Abj
p(b j |m= B,X, I)

)

p(m= B|X, I)

p(d|m= B,X, I)
(7.35)

for the posterior probability for modeB. To perform these computations, it is necessary
that training data includes information about which submodes that is present, and not only
the mode.

In the second case, there is a fault model describing how the fault parameter affects the
observations. For example, the effect of the parameters on both the mean and the shape of
distribution for the observations is known. In this case,p(d = i|b j ,X, I) can be determined
from p(d = i|NF,X, I). This means that training data from the modeNF can be used also
to compute the probability form= B. An example is given in Example 7.5.

Example 7.5
A typical example when a fault model exists is when the observation d is based on a

signaly = w+ b, wherew is a noise, andb is the fault size. In this case, the distribution
p(d = i|b j ,X, I) has the same shape asp(d = i|NF,X, I), but is shifted byb in the mean.
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7.5 Relation to FDI and Sherlock

In this section, the Bayesian method is compared with the twobasic methods for fault
isolation: structured residuals from the FDI field, and the Sherlock algorithm from the DX
community, see Section 4.7. It turns out that when there is notraining data available, and
under certain assumptions, the structured residuals and Sherlock can both be interpreted as
special cases of the Bayesian method presented in this thesis. However, with the Bayesian
method, there is an opportunity to take further knowledge into account and improve the
diagnosis results.

Comparison with Structured Residuals

In the basic FDI algorithms, based on structured residuals,the observations are assumed
to be binary. Typically the observations are thresholded residuals, where the observation is
said to “respond” if the residual has passed its threshold. In noisy systems, the binary tests
lead to false alarms, i.e. an observation indicates a fault although there is no fault present,
and missed alarms, i.e. an observation that is expected to respond to a fault does not respond
when the fault actually is present. How to threshold the residuals in order to avoid false
alarms and minimize missed detections is a part of the designof the diagnosis system. In
some applications, for example the engine diagnosis, falsealarms are inconvenient, and
the residuals are thresholded such that the false alarm ratecan be assumed to be zero.
Note that this in general means that the probability of detecting a fault decreases, and that
residuals that are expected to respond to certain faults do not respond to these faults. Using
the original FDI algorithm, where all residuals are required to respond to a certain fault,
would cause many erroneous diagnoses. Instead, we study theextended FDI approach
considering only the residuals that has responded, see Section 4.7.

First, we study the relation between FDI and the Bayesian methods on a small example.

Example 7.6
Consider the case when we want to isolate two different faults, F1 and F2, using two

observationsd1 andd2, di ∈ {0,1}, and when no training data is available. Let the relation
between the observations and the possible faults be given bythe decision structure

NF F1 F2

d1 0 0 X

d2 0 X X

(7.36)

Here, anX in row i and columnj means that observationi may respond to faultj. A
“0” in row i and columnj means that observationi is not expected to respond to fault
j. For simplicity, only single faults are considered in the example, and the residuals are
thresholded such that the probability for false alarms is zero.
Assume that the observationd = (d1 = 0,d2 = 1) is obtained. Using structured residuals,
this pattern is matched to the columns in the structure (7.36), where theX :s are interpreted
as “0 or 1”. Both the columns forF1 andF2 matches the pattern, and are presented as two
possible diagnoses, but no information about which is more likely to be true is given.
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Figure 7.2: The distribution of prior samples Example 7.6. All training data is from the
mode NF.

Now, using the Bayesian method, the decision structure is included in the background
knowledgeI .
The fact that the residuals are thresholded such that there are no false alarms, combined
with the decision structure (7.36) gives limitations on distribution of prior samples. In
this example, one prior sample is placed in each bin that is consistent with the causality
structure. The leads to that for the modeNF, no prior samples are placed in any bin except
the bin representingd = (0,0), i.e. αn f

0,0 = 1 andαn f
k = 0 for k = (0,1),(1,0),(1,1). For

the other two modes, the prior sample sizes areαB
k = 1, giving uniform prior probabilities

for the observations, see Section 5.2. The distribution of prior samples is also shown in
Figure 7.2.
Using Bayes’ rule, we have

p(m|d1 = 0,d2 = 1, I) =
p(d1 = 0,d2 = 1|m, I)p(m|I)

p(d1 = 0,d2 = 1|I)
. (7.37)

The likelihoods for all three modes are computed using (5.19),

p(d1 = 0,d2 = 1|m= NF, I) =
nNF

0,1 + αNF
0,1

NNF +ANF =
0+0
0+1

= 0, (7.38a)

p(d1 = 0,d2 = 1|m= F1, I) =
nF1

0,1 + αF1
0,1

NF1 +AF1
=

0+1
0+2

= 0.5, (7.38b)

p(d1 = 0,d2 = 1|m= F2, I) =
nF1

0,1 + αF2
0,1

NF2 +AF2
=

0+1
0+4

= 0.25. (7.38c)

Denote the prior probabilities for the faults withp(m= Fi |I) = qi, and let the normalization
constant in the denominator bep(d1 = 0,d2 = 1|I) = a. Then, by (7.37) and (7.38) we have
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p(m= NF|d1 = 0,d2 = 1, I) = 0, (7.39a)

p(m= F1|d1 = 0,d2 = 1, I) =
0.5q1

a
, (7.39b)

p(m= F2|d1 = 0,d2 = 1, I) =
0.25q2

a
, (7.39c)

The constanta is computed by setting

∑
m

p(m|d1 = 0,d2 = 1, I) = 0+
0.5q1

a
+

0.25q2

a
= 1. (7.40)

This givesa = 0.5q1 + 0.25q2. Assuming that the two faults are equally likely to occur,
q1 = q2 = q, we havea= 0.75q, and can compute the posterior probabilities in (7.39). The
posterior probabilities becomes

p(m= NF|d1 = 0,d2 = 1, I) = 0, (7.41a)

p(m= F1|d1 = 0,d2 = 1, I)≈ 0.67, (7.41b)

p(m= F2|d1 = 0,d2 = 1, I)≈ 0.33. (7.41c)

The Bayesian method gives the two diagnosesF1 andF2, which are the same as the diag-
noses from the FDI method, but using the Bayesian method it isalso stated that they are
equally likely to be present.

In Example 7.6, it is seen that the extended structured residuals gives the same diag-
noses as the Bayesian method. The only difference is that in the Bayesian method the
residuals are also assigned a probability. Actually, this is the general case for binary resid-
uals and when the residuals are thresholded for no false alarms. We summarize this in a
theorem.

Theorem 7.1 (Equivalence Between Structured Residuals andBayesian Method)
Let d = (d1, . . . ,dM) be an observation vector, withdi ∈ {0,1}, and with zero probability
for false alarms. LetM = {F1, . . . ,FQ} of diagnosed modes, which all have nonzero prior
probability p(m|I), and letD be the decision structure, for the modesm∈ M and one
row for each observationdi , i = 1, . . .M. Let the diagnoses using the extended structured
residuals method beDsr.

Let DB be the set of diagnosed modes assigned non-zero probabilityusing the Bayesian
fault isolation method, including the knowledge aboutC.

Then it holds that

Dsr = DB. (7.42)
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Proof: For the current observationd, let I0 be the set of indices for the positions ind
on which there is a 0, and letI1 be the indices for the positions ind in which there are
X :s. LetDm be the column inD representing modem, and letI m

0 be the set of indices
on which there is a 0. LetI m

1 be the set of indices on which there is anX in Dm.
Then, using extended structured residuals, a fault is included inDsr if and only if

I
m
0 ⊆I0. (7.43)

In the Bayesian method, the modes for which the posterior probability p(m|d, I) is zero
are determined. Rewrite the posterior using Bayes’ rule,

p(m|d, I) =
p(d|m, I)p(m|I)

p(d|I)
. (7.44)

Here, the prior for the modesp(m|I) and the denominatorp(d|I) = ∑m p(d|m, I)p(m|I)
are both nonzero for allm andd, and therefore we search them for which the likelihood
p(d|m,X, I) is zero.

Rewrite the likelihood as,

p(d|m, I) = p(d[I m
0 ]|m, I)p(d[I m

X ]|d[I m
0 ],m, I), (7.45)

The second factor in (7.45) is nonzero for allm andd. The first factor in (7.45) is
nonzero for allm for which for all modes which have a 0 inD on a place included inIX ,
i.e. a modem is included inDB if and only if I m

0 ⊆I0.

Comparison with Sherlock

The Sherlock algorithm, originally presented in (de Kleer and Williams, 1992), and briefly
summarized in Section 4.7, includes a fault isolation part.In Sherlock, the posterior prob-
ability that a mode is present in the system,p(m|d, I), is computed. In the Sherlock algo-
rithm, no training data is taken into account, and a uniform prior probabilityp(d|I) for the
measurements is used. We recapitulate the assignment of thelikelihood form (4.10),

p(d|m, I) =











1 if d is surely consistent withm,

0 if d is inconsistent with modem,
1
R otherwise.

(7.46)

Here,R is the number of values thatd can take given the modem. In the Sherlock algo-
rithm, a decision structure is used, and it is assumed that there are no false alarms.

In the Bayesian method, we have, using equation (5.19),

p(d|m, I) =
nB

k + αB
k

NB +AB =
αB

k

AB , (7.47)

sincenB
k = NB = 0 when there is no training data available. The information from the

decision structure givesαB
k = 0 for the valuesd = k, which violates the zeros in the decision
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structure, see Example 7.6 for a more detailed description and an example. A uniform prior
probability in the Bayesian framework means thatαB

k = a, wherea is a constant, for all
valuesd = k which not violates the zeros in the decision structure. Thus, in the Bayesian
method, without training data and using uniform prior probabilities for the observations,
we have

p(d|m= B, I) =
αB

k

AB =











a
a·1 = 1 if d is the only possible observation in modeB,

0
aAB if d is inconsistent with modeB,
a

AB otherwise.
(7.48)

Compare the equations (7.46) and (7.48) case by case. For case one in the Sherlock
algorithm we say “surely consistent”, in the Bayesian method this means, “the only pos-
sible observation”. For case two, in the Sherlock method, wesay “inconsistent”, in the
Bayesian method this means “the observationd is a priori impossible to obtain”. Finally,
for case three, in Sherlock the probability 1/R is assigned. In the Bayesian approach the
probabilitya/AB is assigned. If one prior sample is placed in each possible bin (i.e. in all
bins that do not violate the decision structure), thena = 1 and the total number of prior
samples used is the same as the number of possible bins, i.e.AB = R.

Hence, under the assumptions that no training data is used, that the probability for
false alarm is zero, and thatαB

k = 1 in all bins that do not violate the decision structure, the
Sherlock algorithm and the Bayesian method gives the same result.

Example 7.7
Consider the case where we have the observationd = (d1,d2), wheredi ∈ {0,1}, and where
we want to diagnose the modesNF, B1 andB2. Further, assume that the decision structure
for the modes and the observations is given by (7.36). In the Bayesian view, this decision
structure gives the prior samples as in Figure 7.2.
The Sherlock algorithm and the Bayesian method is compared performing the computa-
tions of the likelihoodp(d|m, I) using both (7.46) and (7.48).
First, consider the observationd = (0,0). In the Sherlock algorithm, we have

p(d = (0,0)|m= NF, I) = 1sinced ∈ {(0,0)} under modeNF, (7.49a)

p(d = (0,0)|m= B1, I) =
1
2

sinced ∈ {(0,0),(0,1)} under modeB1, (7.49b)

p(d = (0,0)|m= B2, I) =
1
4

sinced ∈ {(0,0),(0,1),(1,0),(1,1)} under modeB2.

(7.49c)
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Using (7.46), and counting the number of samples we have that

p(d = (0,0)|m= NF, I) =
1
1

= 1, (7.50a)

p(d = (0,0)|m= B1, I) =
1
2
, (7.50b)

p(d = (0,0)|m= B2, I) =
1
4
, (7.50c)

which is the same as obtained using the Sherlock algorithm.

In de Kleer (2006), it is noted that the uniform assignment ofthe likelihood in Sherlock
is not always the optimal one, but he gives no explanation of the phenomenon. Instead, the
likelihood that gives the best posterior result is chosen. In the Bayesian view, this effect
can be explained by that the prior probabilityp(d|I) for the measurements is not uniform.
For example, if the system under diagnosis is an electrical device consisting of “and” and
“or”-gates, and the observations are the outputs from gates, there can be networks in which
1:s are a priori much more probable that 0:s. Think for example of a network consisting of
several connected “or”-gates. This kind of network will tend to give 1:s as observations for
most combinations of inputs. This fact, that the likelihoodof the observations is dependent
on the nature of the system under diagnosis is taken into account in the Bayesian methods
presented in this thesis, both since training data is used totune the likelihoods, and since
prior knowledge can be taken into account, but it is not takeninto account in the Sherlock
based algorithms for fault isolation.





Chapter 8

Performance Measures

“Would you tell me, please, which way I ought to go from here?”
“That depends a good deal on where you want to get to,” said theCat.
“I don’t much care where–” said Alice.
“Then it doesn’t matter which way you go,” said the Cat.

Alice talking to the Cheshire Cat in Alice’s Adventures in Wonderland

So far, focus has been on designing isolation systems. There are many parameters
in the design, for example the assignment of prior probabilities, the discretization
of the observations, how many, and which, observations to use, and how to divide

observations into independent groups. The question is how to choose the parameters to
obtain an optimal fault isolation system. Further, for someof the design parameters, the
computational burden or the storage capacity needed increases, and the question is then if
the cost of changing the parameters is paid back by the improvement of the performance.
In this chapter, we study give a suggestion on what is an optimal isolation system, and
suggest performance measures based on this definition.

8.1 An Optimal Isolation System

Both defining and optimal isolation system and suitable performance measures to compare
the isolation systems is a difficult task due to the differences in interpretation of the out-
puts. For example, the structured residuals give an unordered list of diagnosed modes that
might be present, while the Bayesian approach gives probabilities assigned to the modes.
In (Pulidoet al., 2005) the two performance measures,Diagnostic ResolutionandError
Rateare given. However, all Bayesian isolation systems gains optimal performance in
those measures. Therefore, measures that actually evaluate the performance of Bayesian
isolation systems are needed. Before discussing what an optimal isolation system is, we
start with defining what an isolation system is.

87
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Definition 8.1 (Isolation System)
Let m∈M be a diagnosed mode in the set ofQ diagnosed modes for the system under
diagnosis, letd∈D be an observation from the system under diagnosis, andq j ∈ [0,1], j =

1, . . . ,Q be a number such that∑Q
j=1q j = 1.

Then, anisolation system, I , is a function

I : D×M 7→ [0,1] (8.1)

from the observationd ∈ D andB j ∈M to q j ∈ [0,1].

We writeq j = I (d,m= B j). With this definition, the output from the Bayesian isola-
tion systems in Chapters 5, 6 and 7 is the posterior probability, q j = P(m= B j |d, I), and
all background informationI is included in the isolation systemI .

In order to compare the performance of two isolation systems, it is necessary to know
what is a good isolation system. We suggest as an optimal isolation system, a system that
assigns

p j =

{

1 if B j is the true underlying mode,

0 else.
(8.2)

That is, an optimal isolation system assigns all probability mass to the true underlying
system, and consequently zero probability to all other modes, and exactly points out the
true underlying mode.

8.2 Expected Correctness

For isolation systems defined by Definition 8.1 we can now define theExpected Correct-
ness,

Definition 8.2 (Expected Correctness)
Let dm∗ be an observation generated when the diagnosed modem∗ is present, and letI be
an isolation system. Then theExpected Correctnessis

µ(m∗,I ) = E
{

I (dm∗ ,m∗)
}

, (8.3)

where the expectation is over the observations.

In a Bayesian isolation systemI (dm∗ ,m∗) = p(m∗|dm∗ , I), and in this case, the ex-
pected correctness,µ , is the expected probability assigned to the diagnosed modethat is
actually present. The optimal value ofµ is one.

The measure expected correctness gives one number for each system behavioral mode,
which is interesting since the behavioral modes can be differently difficult, and different
important, to isolate.
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Sometimes it is convenient to summarize the performance of the isolation system in
only one number. To do this, average expected correctness,

µ̄(I ) =
1
Q ∑

m∈M

µ(m,I ), (8.4)

whereQ is the number of diagnosed modes inM.

8.3 Other Performance Measures

The expected correctness describes the probability mass that is in average assigned to the
true underlying mode. Another characteristic that is interesting for isolation system is not
only the probability that is assigned to the true underlyingmode, but also the effect of the
decision based on the output from the isolation system.

One way to interpret the output from an isolation systemI is to choose the modeB j

that is assigned the largest probabilityq j as the diagnosis. In the Bayesian approach, this
means that the mode the is assigned larges posterior probability is stated to be the true,
present mode.

We call this measure theExpected Probability of Correct Classification, and define it
as follows.

Definition 8.3 (Expected Probability of Correct Classification)
Let dm∗ be an observation from the diagnosed modem∗, and letI be an isolation system.
Then, theExpected Probability of Correct Classification, ν(m∗,I ), is

ν(m∗,I ) = E{p(m̂= m∗)} , (8.5)

where m̂= max
j

I (dm∗ ,m). (8.6)

The expectation is taken over the observations.

In other words,ν(m∗,I ) is the expected probability that the true underlying modem∗ is
actually assigned the largest probabilityq∗ = I (dm∗ ,m∗).

The optimal value ofν(I ) is one. Also this measure gives one number for each
behavioral mode. To summarized, use the average,

ν̄(I ) =
1
Q ∑

m∈M

ν(m,I ), (8.7)

whereQ is the number of modes inM.
Note that choosing the system behavioral mode with largest probability as the expla-

nation of the observations is only one of the interpretations of the output from the isolation
system. A more fruitful way of using the probabilities is to combine them with a loss
function and to perform the action that minimizes the loss. One example of this is further
discussed in (Heckermanet al., 1995a), (Gustafsson, 2006), and (Andersson, 2006), where
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the probabilities are combined with decision logic to give optimal troubleshooting algo-
rithms. It is worth noting that optimal troubleshooting is not the overall objective with the
fault isolation logic. Other objectives may be fault tolerant control and recovery actions,
as discussed for example in (Sundvall, 2006). Also in fault tolerant control and recovery,
the probabilities for the faults can be combined with decision logic to gain the most from
the isolation system.



Chapter 9

Application to Diesel Engine Diagnosis

To investigate the performance of the Bayesian methods for fault isolation presented
in Chapters 5, 6 and 7, they are applied to the diagnosis of an automotive diesel
engine. The diagnosis of the diesel engine is an industrial problem at the vehicle

manufacturer Scania. Data from real driving situations with faults implemented are used
both for training and evaluation. The methods are applied tothe diagnosis of the gas flow
in the diesel engine. Moreover, the effects of different design variables are investigated,
e.g. the amount of training data, the number and selection ofobservations, the discretiza-
tion of the observations, and the use of the causality structure.

9.1 The Diesel Engine

The objective is to design a diagnosis system for an automotive diesel engine. The en-
gine is equipped with EGR (Exhaust Gas Recirculation) and VGT (Variable Geometry
Turbine). The EGR is an emission control system that controls the combustion tempera-
ture via recirculation of the exhaust gases back into the cylinders. This leads to decreased
NOx emissions. The VGT is a system that optimizes the efficiency of the turbocharger
by changing the geometry of the turbine. In this thesis, the focus is on diagnosis of the
gas flow system of the diesel engine. Diagnosing the gas flow isimportant, since faults
here may cause increased emissions that pass thresholds setby legislation. A schematic
figure of the gas flow is given in Figure 9.1. In the gas flow system there are ten com-
ponents to be diagnosed, listed in Table 9.1, and shown in Figure 9.1. In this example,
all components considered are sensors, but all other kinds of components such as pipes,
cables, and actuators can be diagnosed with this method as well. Of course, there are many
other components that may malfunction in the engine, but they are not considered in these
experiments.

Observations

There are measurements available from the sensors listed inTable 9.1. However, it is very
difficult to determine if there are any faults present or not directly from the raw sensor
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Figure 9.1: A schematic figure of the gas flow through the diesel engine with EGR and VGT

Table 9.1: The sensors that are to be diagnosed in the automotive diesel engine.

Sensor Description

pem exhaust gas pressure
pim inlet manifold gas pressure
Tim inlet manifold temperature
pamb ambient pressure
Tamb ambient temperature
uEGR EGR valve position
uvgt VGT valve position
wcmp flow through the compressor
neng engine speed
ntrb turbine speed

measurements. Therefore, residuals are formed using models and the measurements. A
residual is a function of known variables (sensor measurements), that is close to zero in
the fault free case, and deviates from zero in the case of a fault, see Section 4.3 for a more
detailed description. If a fault is present and the residualdeviates from zero, we say that the
residual responds to that fault. Typically, each residual responds to a subset of the faults.
The residuals are discretized and the discretized residuals are used as observations.

For the current application, the residuals can be formed automatically, by using a model
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of the diesel engine, structural analysis, and a realization scheme based on integral causal-
ity, see (Krigsman and Nilsson, 2004). About 60 residuals can be found for the diesel
engine, but due to limitations in the capacity of the on-board control unit, not all 60 resid-
uals can be executed for the diagnosis. In this thesis, 18 of the 60 residuals are considered.
These residuals are chosen such that they are the residuals with best power functions that,
and give the same theoretical isolation performance as using all 60 residuals when the
structured residual method for fault isolation is used, (Molin and Hansen, 2006). The the-
oretical isolation performance is computed under the assumptions that all observations are
binary and the probabilities for false alarm and missed detection are zero. With best power
function we mean that they have the largest probability to deviate from zero when there are
faults present. The selection of the residuals is further discussed in (Einarsson and Ahrre-
nius, 2004) and (Molin and Hansen, 2006). Although there are18 residuals available, only
subsets of them are used in most of the experiments. One specific set used is a set of ten
residuals, which also this has the same theoretical isolation performance as all 60 residuals.
The property of best theoretical isolation performance should be a nice characteristic even
for the Bayesian approach to fault isolation, but note that there is no guarantee that this
same set of ten residuals (giving ten observations) is the optimal set when using Bayesian
analysis.

In Figure 9.2, one of the automatically generated residualsis plotted. In the upper plot,
a fault iwcmp appears att = 700s, and in the lower plot, a fault intim appears att = 620.

The residuals are discretized and then used as the observations. An incidence structure
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Figure 9.2: One of the automatically generated residuals. In the upper plot, a fault i wcmp

appears at t = 700s, and in the lower plot, a fault in tim appears at t = 620s.
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for the observations is given in Table 9.2. Here, the fact that a fault in componentci can
theoretically affect observationd j is marked with anX . The incidence structure reminds
of the decision structure, but the incidence structure is derived from mathematical relations
while the decision structure is based on binary observations. In the decision structure a
“0” means that the residual not passes its threshold for thisfault. This can either be due
to that that the residual is not affected by the fault, or due to that the threshold is set so
high that even if there is a fault, it will not be passed. The reference set of ten residuals are
represented by the upper ten rows in the structure.

Table 9.2: The incidence structure for the 18 residuals used in the experiments, and faults
in the sensors in Table 9.1. The upper ten residuals forms a set which have the same
theoretical isolation performance as the set of all residuals.

neng ntrb pamb pem pim tamb tim uEGR uvgt wcmp

d1 0 X X 0 X X 0 0 0 X

d2 0 X X 0 X X 0 0 0 X

d3 X X X 0 0 X X X X 0
d4 X X X 0 0 0 X X X X

d5 X X X X X X X X 0 0
d6 X X X X X 0 X X 0 X

d7 X X X X 0 X X X X 0
d8 X X X X 0 X X X 0 X

d9 X X X 0 X X X X X 0
d10 X X X 0 X 0 X X X X

d11 X 0 X X 0 X X X X 0
d12 X 0 X X 0 0 X X X X

d13 X 0 X 0 X X X X X 0
d14 X 0 X 0 X 0 X X X X

d15 X X X X 0 X X X 0 X

d16 X X X 0 X X X X X 0
d17 X X X 0 0 X X X X X

d18 X X X 0 0 X X X X X

Diagnosed Modes

As mentioned above, the objective is to diagnose the ten components given in Table 9.1.
Each component has five behavioral modes: no fault, positiveand negative bias, and pos-
itive and negative gain. The five behavioral modes for each component gives 510≈ 107

system behavioral modes. However, the aim of the diagnosis is to point out the faulty
component, while the exact fault of the component is not considered here. Therefor we
group the behavioral modes for each component, which reduces the number of modes to
210 = 1024.
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There is only training data available from single faults inNF, UC, wcmp, pem, pim, tim,
uEGR. From the faulttim, there is training data available both from positive and negative
bias faults. A diagnosed mode is formed for each single faultfrom which there is training
data available. All other faults and combinations of faultsare grouped into the modeUC.
Each diagnosed mode is denoted with the name of the sensor, for examplem= pem. Then
we have the seven diagnosed modes

M7 = {NF,UC,wcmp, pem, pim,tim,uEGR}. (9.1)

The prior probabilities used are given in Table 9.3.

Table 9.3: Prior probabilities for the diagnosed modes.

NF wcmp pem pim tim uEGR UC

p(m|I) 0.67 0.06 0.06 0.06 0.06 0.06 0.03

Different amount training data and different discretizingof training data will be used
in the experiments. To show the characteristics of trainingdata, the distribution of obser-
vations fromd1 andd2, andd3 andd4 are shown in Figure 9.3. In the leftmost figure, a
strong dependence between the observationsd1 andd2 can be seen.

Experimental Setup

In the experiments of the rest of this section, training dataare used from the all diagnosed
modes in exceptUC in M7 given in (9.1), i.e. training data is collected from the modes

Mtrain = {NF,wcmp, pem, pim,tim,uEGR}. (9.2)

The performance of the fault isolation system is dependent on the particular training sam-
ples used. Therefore, Monte Carlo (MC) simulations, with randomly generated sets of
training data, are used in each experiment. The diagnosis system in each MC simulation
is evaluated on a set ofN = 100 randomly generated evaluation samples from each mode.
The evaluation data is from the modesM, i.e. from the modes used in training, but also
from previously unknown faults. To each experiment, there is a table describing the design
parameters used.

9.2 Diesel Engine Diagnosis

In this section, the Bayesian method for fault isolation is applied to diagnosis of the gas
flow in an automotive diesel engine. An isolation systemIall are designed, and the values
used on the design parameters, and the evaluation data used are given by Table 9.4.

Using the parameters in Table 9.4, on the averageη = 540 elements are needed to be
stored. The result from the fault isolation systemIall is presented in Figure 9.4, where the
average probability assigned to each mode is plotted for evaluation data from all different
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Figure 9.3: The observations d3 and d4 (top), and d5 and d6 (bottom) from the diagnosed
modes.

modes inMtrain. The true underlying mode is plotted in gray. To evaluate faults from
the modeUC, data from simultaneous faults inpem and uEGR, and in pem and pim are
used. Denote the modes representing the simultaneous faults with pem&uEGRandpem& pim

respectively.
The diagnosed modeswcmp, pim, andtim are all assigned the largest probability when

they are the true mode. WhenuEGR is the true underlying mode, it is assigned the second
largest probability, after the modeNF. The modepem is assigned only a small probability
when it is the true underlying mode. The reason is that this fault is difficult to detect,
since the impact of the faultpem on the observations is small. This can be explained by
the dynamics of the diesel engine, and is further discussed in (Molin and Hansen, 2006).
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Table 9.4: Parameters used in the diagnosis of the isolation system Iall .

Parameters Value

Observations d1, . . . ,d10

Discretization ki = 3, K = 310≈ 60,000
Diagnosed modes Mtrain

Training data,Nn f 3000 samples
Training data faults,NB 3000 samples
p(m|I) According to Table 9.3
p(d|m= B, I) Uniform with αB

k = 1
Evaluation data from modes Mtrain ∪{pem&uEGR, pem& pim}

The two plots in the bottom row in Figure 9.4 shows the diagnosis when the underlying
mode is a previously unknown fault, i.e. faults from which notraining data exist. When
considering the modeUC, remember that this mode is a priori stated to be half as probable
as the other fault modes, meaning that stronger evidence is needed to raise the posterior
probability. If the faults inUC are expected to be more common, the prior probability
for this mode should be increased. The modeUC is evaluated by using data from two
cases of simultaneous faults; faults inpem anduEGR (left bottom plot), and faults inpem

and pim (right bottom plot). For the first case, the modeUC is assigned second largest
probability, after the modeNF. For the second case, the modepim is assigned second
largest probability. The reason is that the data frompim& pem reminds of the data frompim.
The expected correctness is given in numbers in Table 9.5, and is a summary of the plots
in Figure 9.4.

Discussion on Design Parameters

The application of the Bayesian fault isolation approach tothe diesel engine above shows
that several fault can be isolated, even previously unknownfaults. However, there are still
problematic faults, which are difficult to detect.

In the design of the Bayesian isolation system, there are several parameters to choose,
for example the prior probabilitiesp(m|I) andp(d|m, I), the number of training data, the
number and selection of observations, and the discretization of the observations. Further,
how can the information in the incidence structure in Table 9.2 be used, and how does
it influence the diagnosis performance? In the experiment above, these parameters are
“reasonably chosen”, but not chosen in an optimal way. This means that the diagnosis
performance can probably be further improved. The remainder of this chapter is devoted
to an investigation of these design parameters on the dieselengine diagnosis problem.
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Figure 9.4: The probability mass assigned to each mode, using the isolation system Iall ,
and evaluated on all diagnosed modes in Mtrain∪{pem&uEGR, pem& pim}. The true underlying
mode is plotted in gray.
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Table 9.5: The expected correctness for the isolation system Iall .

NF wcmp uEGR pim tim pem UC

µ(m,Iall ) 0.82 0.75 0.13 0.88 0.45 2.4 ·10−5 0.22

9.3 Comparison with Structured Residuals

First, we study the use of training data, and the power of using the Bayesian approach
on a real diagnosis problem. To investigate the performanceof the Bayesian approach to
fault isolation, a Bayesian isolation systemIB is compared with an isolation systemIsr,
designed using the structured residuals, see Section 4.7. The parameters used in the two
isolation systems are given in Table 9.6

Table 9.6: Parameters used in the comparison of the isolation system using the Bayesian
approach, IB, and the structured residuals, Isr.

Parameter values inIB values inIsr

Observations d2, d3 d2, d3

Discretization Ki = 6, Ki = 2
Diagnosed modes Mtrain Mtrain

Training data,Nn f 2000 samples 0
Training data faults,NB 2000 samples 0
p(m|I) Uniform Uniform
p(d|m, I) Uniform, αB

k = 1 no false alarms
Evaluation data from modes Mtrain Mtrain

In this experiment, diagnosis is based only on the two observationsd2 andd3 to diag-
nose the faults given by (9.1). In Figure 9.5 training samples from the two observations are
plotted.

To apply the structured residuals approach, the observations are discretized in two bins
each, such that the probability for false alarms is zero. Thedecision structure for the two
observations is given in Table 9.7.

In the Bayesian method the residuals are discretized into 16bins each. The Bayesian
approach could be used on the same discretization as the structured residuals. However,
with this kind of discretization into only two bins and with zero probability of false alarms,
there is a lot of information that is ignored. In the Bayesianapproach it is possible to use
more information, and therefore a finer discretization is used.

The isolation systemIsr provides a list of diagnosed modes as an output, but they
are not assigned any probability. To interpret this in a probabilistic framework, all output
modes are assigned equal probability. To make the two methods comparable, the prior
probabilities are set to be uniform, also in the Bayesian isolation system. This means that
for both isolation systems, we study the information gainedfrom the observations only,
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Figure 9.5: The observations d2 and d3 from all diagnosed.

Table 9.7: The decision structure for the two observations d2 and d3.

NF pem pim tim uEGR wcmp

d2 0 0 X 0 0 X

d3 0 0 0 X X 0

and for none of the isolation systems, the knowledge that thesystem under diagnosis is a
priori more probable to be functioning is not used. This leads to that the probability for the
modeNF is underestimated.

The average probabilities assigned to each modeIsr when the system under diagnosis
is in different modes are shown in Figure 9.6. The same results for the Bayesian isola-
tion systemIB is shown in Figure 9.7. In both figures, the gray bars represent the true
underlying mode.

In Figure 9.6 it can be seen that the modespim andwcmp are always assigned the same
probability, and can not be distinguished between. This is also expected from the decision
structure represented by Table 9.7, where the columns for these modes are equal. The same
holds for the modestim, anduEGR, and the modespem andNF. To be able to distinguish
between these faults, it is necessary to add more observations.
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Figure 9.6: The result from the isolation system Isr, evaluated on data from six underlying
faults. The gray bars show the true underlying mode.

Comparing the graphs in Figures 9.7 and 9.6, it seen that using IB, all modes, except
pem is assigned the largest or second largest probability.

Comments on Comparison with Structured Residuals

In the structured residuals, the residuals are thresholdedfor zero probability of false alarms.
Combining this information with the refinement of discretization in the Bayesian isolation
system could improve the isolation performance. However, in this thesis the discretization
when using the Bayesian approach is limited to equally spaced bins in the observation
space.

9.4 The Effect Using of More Training Data

In this section, the effect of adding more training data is studied. We study the effect by us-
ing a total of 10, 60, 300, 600, 3000 and finally 6000 training samples from each diagnosed
mode. In the experiment, the two observationsd2 andd3 are used. The observations are
discretized both in three and in six bins for each set of training data. All other parameters
are kept constant during the experiments, and their values are given in Table 9.8.

The number of training data stored and the average expected correctness, i.e. the aver-
age probability assigned to the true underlying mode, are plotted in Figure 9.8. For both
the discretization into three and into six bins we see that for small sets of training data, the
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Figure 9.7: The result from the Bayesian diagnosis system IB. The two observations d2
and d3, with ki = 16 are used. The diagnosis system is evaluated on data from six different
underlying faults. The gray bars show the true underlying mode.

Table 9.8: Parameters used to investigate the use of more data.

Parameter Value

Observations d2, d3

Discretization Ki = 6 andKi = 3,
Diagnosed modes Mtrain

Training data,Nn f increasing
Training data faults,NB increasing
p(m|I) Table 9.3
p(d|m, I) Uniform, αB

k = 1
Evaluation data from modes Mtrain

average expected correctness increases fast as more training data is added. For large sets of
training data the improvements flattens out. Also, the number of elements stored increases
fast for small sets of training data, but flattens out for large sets of training data.

Studying Figure 9.8, we see that increasing the number of training data gives better
diagnosis. When a finer discretization is used, more training data is required to reach the
best possible isolation performance. In particular, note that for a small amount of training
data the isolation system usingKi = 3 performs better than the isolation system using
Ki = 6. This is further discussed in Section 9.5 below. To summarize this experiment, we
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Figure 9.8: The number of elements stored (top) and the average expected correctness
(bottom) as a function of the number of training data. The solid line represents the results
when the observations where Ki = 3 and the dashed Ki = 6.

can state that more training data improves the diagnosis result to a certain extent, but after
this point most of the information in training data is used and the increase in performance
flattens out.

9.5 The Effect of the Choice of Discretizing

We now turn to the question of how the isolation performance is affected by the number
(and size) of the bins in which the observations are discretized. In this experiment the two
observationsd2 andd3 are used. The discretization is made finer and finer by dividing
each observation into more and more bins. All other parameters are kept constant and their
values are given in Table 9.9.

In Figure 9.9 the number of elements stored (top) and the average probability of cor-
rectness (bottom) is plotted as a function of the number of valuesKi each observation can
take. Note that the total number of possible values ford = (d2,d3) is K = K2

i . The average
probability of correctness increases up to aboutKi = 16. Then it decreases as the dis-
cretization becomes finer. The number of elements stored, i.e. the number of bins in which
there are training data samples, grows as the number of bins increases. Further refinement
of the bins will lead to that there is only one sample in each bin, and one bin is stored for
each training sample.

Refining the discretization can have two possible effects. The first effect is that it may
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Table 9.9: Parameters used to investigate the choice of discretization.

Parameter Value

Observations d2, d3

Discretization Ki = 2 toKi = 128
Diagnosed modes Mtrain

Training data,Nn f 600
Training data faults,NB 200
p(m|I) Table 9.3
p(d|m, I) Uniform, αB

k = 1
Evaluation data from modes Mtrain
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Figure 9.9: The number of elements stored (top) and the average probability assigned to
the correct mode (bottom) as a function of the number of values Ki each observation can
take.

lead to overfitting of likelihood to the training data. This means that the likelihood de-
scribes the training data very well, but will produce faultydiagnoses for evaluation data
that is close to training data but not exactly equal. Overfitting to training data can be dis-
astrous when training data is not representative, which maybe the case in fault diagnosis.
For example in the automotive engine diagnosis, the observations may be dependent on
the driver’s behavior. If training data is collected from only one driver and then used in
the diagnosis of engines in general, this may decrease performance of the isolation sys-
tem. Therefore, the refinement of the discretization must berelated to how representative
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training data is.
The second effect is that as the discretization is refined, training data that was previ-

ously in the same bin now may be placed in two different bins. The information that the
training data is close to each other is lost. We study this effect on the likelihood, given by
(5.19) and recapitulated here,

p(d = k|m= B,X, I) =
nB

k + αB
k

NB +AB . (9.3)

In our application, the number of prior samples in each bin isα r
k = 1 for all k∈ {1, . . . ,K}

and modesB, andAB = K for all modes, and we can write
In particular, when the discretization is made sufficientlyfine, there is only one or no

training sample in each bin, and there are only two possible values for the likelihood,

p(d = k|m= B,X, I) =

{

1
N+K , if there is no training sample in bink,

2
N+K , if there is a training sample in bink.

(9.4)

From (9.4), we see that the likelihood, and thus also the posterior, can take only two dif-
ferent values depending on the observation. The larger value is only assigned when the
current observation is taken exactly from one bin in which there is a training sample.

In Figure 9.9 it is seen that refinement of the discretizing toa certain extent improves
the isolation performance for the Bayesian isolation system. Further refinement decreases
the performance and increases only the number of stored elements. The optimal number of
bins,K, is dependent on the numberN available, and when more training data is achieved,
a finer discretization can be used and the diagnosis performance is improved.

Comments on Discretizing

In this work, only a simple discretization is studied, wherethe space for each observation
is divided into a set of equally large bins. There are other ways of discretizing the sample
space, for example using Maximum - Entropy methods as in (Johansson, 2005), or using
data mining methods described by (Dudaet al., 2000). Using these methods could poten-
tially increase the performance of the isolation system. However, the two effects discussed
above is relevant also for these approaches to discretizing.

As we have seen in this experiment, the information about howclose a sample is to
other samples is lost when the discretization is refined. Onepossible solution to this could
be to represent each sample with a Gaussian distribution around the sample, and then use
the sum of the probabilities around the samples to describe the likelihood for the observa-
tions.

9.6 The Effect of Using Different Sets of Observations

In this section we study the effect of using different sets ofobservations, and in particular
larger sets of observations. We start with using only two observations, and then adding
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Table 9.10: Parameters used to investigate the number of observations.

Parameter Value

Observations D2,D6,D10,D14 andD18

Discretization Ki = 4
Diagnosed modes Mtrain

Training data,Nn f 600
Training data faults,NB 200
p(m|I) Table 9.3
p(d|m, I) Uniform, αB

k = 1
Evaluation data from modes Mtrain

observations in sets of four until 18 observations are used.This means that each set of
observations used is a superset of the previous set. It seemsreasonable that adding more
observations provides more information. For example, adding an observation that is af-
fected in a characteristic way on a specific mode may be valuable to discriminate this
mode. Further, as discussed in Section 7.1, there are situations when there is important
information in the combination of observations.

In this experiment, 2, 6, 10, 14 and 18 observations are used to design Bayesian isola-
tion systems. We denote the set ofr observations withDr .We have the sets of observations:

D2 ={d2,d3}

D6 ={d1,d2,d3,d4,d11,d12,d13}

D10 ={d1,d2,d3,d4,d11,d12,d13,d15,d17,d18}

D14 ={d1,d2,d3,d4,d5,d6,d7,d11,d12,d13,d14,d15,d17,d18}

D18 ={d1,d2,d3,d4,d5,d6,d7,d8,d9,d10,d11,d12,d13,d14,d15,d16,d17,d18}.

All other parameters are kept the same, and they are given in Table 9.10.
In Figure 9.10, the number of elements stored (top) and the expected correctness, i.e.

the average probability assigned to the correct mode,µ̄ , (bottom) is shown for the dif-
ferent setsDr of observations. The maximumµ is obtained atr = 6. For larger sets of
observations the averaged correctness decreases.

It may be a surprising that the maximum average probability of correctness is achieved
for the setD6, both since the setD10 is the smallest containing all information needed for
isolation in structured residuals, see Section 9.1, and also since adding more observations
seems to mean adding more information. In particular, the set isolation system based on
D18⊃ Di , i = 2,6,10,14 has the lowest average probability of correctness.

As for the case of refined discretization discussed in Section 9.5, the answer is that
there is not enough data to fill the sample space when too many observations are used. As
the number of observations increases, the total number of binsK increases asK = Kr

i = 4r .
The number of training data in each bin decreases and when sufficiently many observations
are used there will be either one or no training sample in eachbin. As in Section 9.5 this
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Figure 9.10: The number of elements stored (top) and the average expected correctness,
i.e. average probability assigned to the correct mode (bottom) for different sets Dr of obser-
vations.

leads to that there are only two values of the likelihood for an observation, see (9.4). To
conclude the experiment, we can state that adding more observations improves the isolation
performance, as long as there is a sufficiently large set of training data available.

Comments on Adding More Observations

In this experiment, only the effect of the number of observations is studied. The perfor-
mance of the isolation system is also dependent onwhich observations to use. Although
this is an interesting question, it is out of the scope for this thesis.

One way of solving the problem that there is not sufficiently much training data avail-
able is to partition the problem into smaller subproblems asdescribed in Section 6.4. In
this case the sample space for the observations (and training data) is divided into smaller
subspaces.

9.7 Information from the Causality Structure

In Section 7.1, the causality structure was defined, and it was explained how it could be
used as information in the Bayesian approach to fault isolation. In this experiment, the
effect of the information given by the causality structure is studied. The causality structure
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Table 9.11: Parameters used to investigate the effect of C.

Parameter Value

Observations d2, d3

Discretization Ki = 6
Diagnosed modes Mtrain

Training data,Nn f 600
Training data faults,NB 0
p(m|I) Table 9.3
p(d|m, I) Uniform, αB

k = 1
Evaluation data from modes Mtrain

is obtained by replacing theX :s in the incidence structure in Table 9.2 with “−”-signs.
Note that the incidence structure itself does not imply thatit can be rewritten as a causality
structure. Therefore, the relationp(di |B j ,X, I) = p(di|NF,X, I) for each 0 in rowi and
column j is verified. A causality structure for the two observations is represented in the
structure (9.5) below.

NF pem pim tim uEGR wcmp

d2 0 0 − 0 0 −
d3 0 0 0 − − 0

(9.5)

Two isolation systems based on two observationsd2 andd3 are designed. In isolation
systemI0 the background informationI0 which not includes any information about the
causality structure is used. In isolation systemIC the background informationIC which
includesI0 and the causality structureC is used. All other parameters are the same in both
isolation systems and are given in Table 9.11.

In Figure 9.11 the probability assigned to each mode is shownfor isolation system
I0, and in Figure 9.12 the same results for isolation systemIC is given. Comparing
Figures 9.11 and 9.12, we see that all faults are assigned higher probability when they are
the true under lying mode ifIC is used instead ofI0. When the there is a fault present, the
isolation systemI0 assigns almost equal probabilities to all faults. The isolation system
IC, on the other hand, assigns low probability to a subset of thefaults, and larger to the
rest. This means that usingIC at least a subset of the faults could be discarded.

In Figure 9.13, the average probability of correctness is plotted for the isolation systems
I0 (black) andIC (white). The isolation of all faults are improved using the causality
structure. On the other hand, the probability assigned toNF when no fault is present is
decreased. One explanation is that using the causality structure, other modes are said to
have the same distribution asNF, and probability mass is moved fromNF to these modes.

Comments on Using the Causality Structure

In this experiment, where there is only training data from the modeNF available, the
causality structure improves the diagnosis. However, as the number of training data from
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Figure 9.11: The average probability assigned to each mode, for evaluation data from
different modes and using the isolation system I0. The true underlying mode is gray.
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Figure 9.12: The average probability assigned to the each, for evaluation data from different
modes and using the isolation system ICSusing the causality structure. The true underlying
mode is gray.

the fault modes increases the effect of the causality structure will decrease. The reason is
that when there is a large number of training data available the information expressed in
the causality structure is also given by the training data.
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I0, using the same prior information except the causality structure. Training data is only
from mode NF.



Chapter 10

Conclusions and Future Work

I n this thesis, a Bayesian approach to fault isolation has been derived. The idea is to
compute the probabilities that certain faults are present in the system. For this both
qualitative and quantitative information are used. For example, knowledge about how

probable different faults are can be used, and possibly alsoinformation about which be-
havior to be expected in the observations when different faults are present. One important
source of information is training data, which is collected during test drives with different
faults implemented.

The main advantage of the Bayesian methods proposed in this thesis is the possibility
to combine information with different characteristics. This facilitates the isolation of faults
from which only vague information is available, and that no explicit model of the system
under diagnosis is needed (however, it can be used if available). Furthermore, the Bayesian
approach makes it possible to diagnose previously unknown faults, for which there exit no
information at all. When combined with decision theory, Bayesian probability theory is a
tool for determining the best action to perform to reduce theeffects of a fault.

Using the Bayesian approach for fault isolation to diagnoselarge and complex systems
may lead to computational and storage problems. In this thesis, three suggestions on how
to treat these problems are presented. First, it has been observed that groups of faults
may have equal likelihood probability. Such faults can onlybe distinguished by their prior
probability. By grouping these faults into equivalence classes, the number of computations
needed can be decreased without loss of diagnosis performance. Second, by using the
structure of the computations, it is noted that the underlying distributions can be stored
very efficiently. Under certain, not very restrivctive, assumptions storage method decreases
the storage capacity needed significantly. Finally, if the previous two simplifications are
not sufficient, it has been shown how the problem can be approximated by partitioning it
into a set of sub problems using Bayesian methods. Each of these sub problems can be
solved using the methods presented.

In this thesis, methods for integrating additional information, such as the knowledge
about which faults that actually affects each observation,are presented. It is shown how in-
formation that is used in more traditional isolation algorithms, e.g. the structured residuals
method and Sherlock algorithm, can be translated into probabilistic terms. In particular it

111
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is shown that the structured residuals method and the Sherlock algorithm are special cases
of the current method. If all the information at hand is carefully used, the performance of
the Bayesian method is at least as good as the performance of these previous methods.

The Bayesian approach to fault isolation has been applied tothe diagnosis of the gas
flow of an automotive diesel engine. Data is collected from real driving situations with
implemented faults, and used in the computations. Further,the influence of crucial design
parameters is investigated. In the experiments it is shown that the Bayesian approach has a
good potential for vehicle diagnosis, and performs well on the real life problem. Compared
with methods based on structured residuals, the Bayesian approach gives higher probability
of detection and better isolation of the true underlying fault.

The focus of this thesis has been to illustrate the potentialof the Bayesian method on
real, complex diagnosis problems. However, there are many important design parameters,
such as the selection of which observations to use, and the discretization of the training
data. These parameters have been investigated, and it has been shown that if they are
correctly tuned, the performance of the Bayesian approach to fault isolation has the pos-
sibility to improve even more. The design parameters shouldbe chosen after the amount
and dispersion of the training data.

The work on Bayesian methods for fault isolation, combiningtraining data and prior
information, is a promising approach to the problem of on-board fault isolation for heavy
trucks, but there are still open questions about how to tune parameters in the isolation
system.

Future Work

In this thesis the first steps have been taken towards a Bayesian method for on-board
fault isolation of complex systems using training data and weak prior information. How-
ever, there are several open issues to be investigated to further develop the framework of
Bayesian fault isolation, and to improve the isolation performance. We summarize some
of the potential future work here.

It has been shown how prior knowledge, for example the causality structure, can be
used. However, there may be even more information available. One example is correla-
tion in time. In most situations when a fault appears, it willstay present until repaired.
Thus, if observations from consecutive time instances are taken into account, the diagnosis
performance could be improved.

Another possibility to improve the isolation performance is to investigate how to tune
the design parameters, as discussed in Chapter 9. In particular, the isolation performance is
dependent on the discretization of the observations, and anoptimized discretization could
possibly improve the performance.

There are sources to uncertainty and errors in the diagnosis, for example the prior
probabilities assigned and the approximation done in the partitioning of the problem into
subproblems. An interesting issue to study is the sensitivity of the Bayesian approach to
fault isolation with respect to these uncertainties. Further, in Chapter 9 it is seen that what
seems to be adding more information actually makes the faultisolation performance worse.
One way to solve this is to use information about how close training data samples are.
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Finally, the objective of diagnosis and fault isolation is to perform the best recovery
action: which component to repair or which control mode to use. One of the most attracting
properties of the Bayesian approach to fault isolation, is that the probabilities computed
can be combined with a loss function, and the best action to perform can be computed.
An interesting scope for the future is to combine the Bayesian fault isolation with decision
theory and optimize the whole chain.

In this thesis, the fundamentals for the Bayesian approach to fault isolation are given.
The work on the Bayesian approach to fault isolation has justbegun.
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Sherlock algorithm, 39

relation to, 83
sructured residuals
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structured residuals, 38
subjective probability, 10
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Chapter A

Notation

A total number of ”prior samples”,α
B system behavioral mode
D diagnosis
F system behaviooral mode: ”fault”
I background information
K number of values thatd can take
Nm number of training data from modem
NF system behavioral mode: ”no fault”
Q number of modes
O probabilistic model
Pa(x) parents of the variablex
S structure of dependencies in a Bayesian model
UC system behavioral mode: ”unconcidered fault”
X set of all training data
Xm training data from modem
Xi: j the set of training data containing the samples fromi to j
D set of diagnoses
I index set
O set of probabilistic models
M set of all modes
S set of partitions
C causality structure
D decision structure
I isolation system
c component
f behavioral mode: ”fault”
d observation vector from the system under diagnosis
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124 Notation

di observation from the system under diagnosis
m (diagnosed) mode
nB

k number of training data withd = k andm= B
nf behavioral mode: ”no fault”
uf behavioral mode: ”unknown fault”
xq training sampleq, with xq = (kq,Bq)
z measurement from the system under diagnosis
αB

k ,αk number of prior samples ford = k andm= B
η number of elements stored
µ expected correctness
ν expected probability of correct classification
πx prior probability for the variablex, p(x|I)


