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Abstract
The process of monitoring telecommunication systems performance by investigating Key Performance Indicators (KPI) and Performance Measurements
(PMs) is crucial for valuable sustainable solutions and requires analysts’ intervention with profound knowledge to help mitigate vulnerabilities and risks.
This work focuses on PMs anomaly detection in order to automate the process of discovering unacceptable Radio Access Network (RAN) performance by
leveraging K-means|| algorithm and producing an anomaly scoring mechanism.
It also offers a streaming, fault tolerant, scalable and loosely coupled architecture to process data on the fly based on a normal behavior model. The
proposed architecture is used to test the anomaly scoring system where various
data patterns are ingested. The tests focused on inspecting the anomaly score’s
consistency, variability and sensitivity. The results were highly impacted by the
real-time standardization process of data, and the scores were not entirely sensitive to changes in constant features; however, the experiment yielded acceptable
results when the correlation between features was taken into account.

Sammanfattning
Processen att övervaka telekommunikationssystems utförande genom att undersöka Key Performance Indicators (KPI) och Performance Measurements (PMs)
är helt avgörande för värdefulla hållbara lösningar och kräver intervention av
dataanalytiker med djup kunskap för att mildra sårbarheter och risker. Detta arbete fokuserar på att upptäcka PMs-anomali för att automatisera processen att
upptäcka oacceptabelt utförande hos Radio Access Network genom att använda
K-means|| algoritmen och producerar en mekanism för poäng ge anomalier. Det
erbjuder även en strömmande, feltolerant, skalbar och löst bunden arkitektur för
att behandla data i realtid baserat på en normalbeteendemodell. Den föreslagna
arkitekturen används för att testa poängsystemet för anomalier som matas med
olika datamönster. Testet fokuserade på att granska anomalinpoängens stabilitet, variation och känslighet. Resultaten på verkades till stor del av realtidsstandardiseringsprocessen av data, och de var inte fullt känsliga förändringar
i konstanta funktioner; Experimentet gav emellertid godtagbara resultat när
korrelationen mellan funktioner beaktades.
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Chapter 1

Introduction
This chapter starts by making theoretical definitions and categorizations of
anomalies in data and communication networks. Then it discusses the importance of detecting anomalies and how they fit in real world applications. It
concludes by mentioning related work, challenges and this thesis’s approach to
tackle the problem.

1.1

Definitions

An anomaly in the context of computer science means an unpredicted, and
usually rare, software, hardware, or end-user behavior at a specific point or
period of time. This may be in the form of point anomalies, or over a period
of time, as context and collective anomalies[16]. A comprehensive survey on
Anomaly Detection[16] describes Anomalies as ”patterns in data that do not
conform to a well defined notion of normal”. This may lead us to the fact that
an ”Anomaly” is a generic term, and the process of discovering it is utterly
dependent on the nature and the setup of the observed data and the desired
outcome.

1.2

Data Characteristics

Inspecting data nature and its properties is one of the defining factors that contributes in choosing a proper anomaly detection method. Basically, a collection
of data can be referred to as a collection of records, events, points, etc. And
they are normally depicted as rows in a table. Each of these records have one
or multiple values, which usually are mentioned as properties, features, traits
or characteristics. Normally, Records would constitute a table’s rows and their
features are its columns, taking into consideration that records have an equal
number of features. Those features can hold diverse data types; however, values of corresponding features among different records must hold the same data
type. Univariate data means that each piece of data holds one features (One
dimensional space), while multivariate data refers to pieces of data consisting
of more than one feature (Multidimensional space).
Moving further from the basics, the nature of data whether it is numerical,
textual, continuous or categorical impacts the decision of which detection tech1

nique to use. Also, with the existence of myriad data structures and formats,
it is crucial to investigate which tools to be used in order to satisfy business
requirements that includes, but not limited to, scalability and fault tolerance.
Data formats can be broken down into three main categories: Structured(Avro,
Parquet, MySql, ORC, etc.), Semi-structured (XML, JSON, etc.), and Unstructured (TXT, CSV, etc.)[30]. Deeming data whether it is structured or not depends on the existence and the rigorousness of its schema. Making a decision
of which data format to adopt is mainly dependent on the use-case in hand and
the nature of compromises that would suit it best e.g. prioritizing structured
approach at the expense of overhead, or choosing high data processing speeds
at the expense of uncompressed data.
In data preprocessing phase, data is transformed and fixed to become a suitable input for the detection algorithm and to achieve the required objective.
This includes for example dealing with missing values, and in some cases transforming categorical or textual features to vectors e.g. one-hot coding method[5].
Lastly, in a world where the pace of innovation is rapidly growing, business
requirements are evolving, and an exploding amount of information is flowing
among different entities, it is reasonable to give ”Big data” the honor to have
its own characteristics. It is worth mentioning that IP traffic is expected to
approach 278 Exabytes (EB) per month in 2021 compared to 96 EB per month
in 2016[24]. Additionally, We may observe emerging technologies such as Cognitive Expert Advisor, Blockchain, and Autonomous Vehicles are on their way
to maturity and entering a plateau of productivity phase[27]. These technologies, among many other current ones, are expected to produce huge amount of
textual, graphical and numerical information.
IBM characterizes big data with four V’s[23]:
• Volume (Scale of data): the annual global IP traffic is expected to approach the 3.3 ZB margin 1 by 2021 compared to 1.2 ZB in 2016, and the
amount of video that will be transfered through the global IP networks
each month in 2021 will need nearly five million years to be watched[24].
• Velocity (Speed of data)
• Veracity (Certainty of data)
• Variety (Diversity of Data): Whether it is structured, unstructured, semistructured.

1.3
1.3.1

Big Data Streaming Architectures
Stream Processing

When it comes to stream processing, we need to differentiate between real-time
and mini batch processing techniques. The former means to deal with data
pieces as they arrive with no intentions to group them in smaller chunks before
the process takes place. Unlike real-time processing, mini batch processing
groups individual records into one block of data in memory within a specified
time period e.g. one second, and then pass that block to the processing unit.
1 One

Zettabyte equals one trillion Gigabytes
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Both of these techniques impose different limitations and requirements, but as
a general rule, if the system is unable to handle a latency that goes beyond one
second, mini batch processing is not the way to go[19].

1.3.2

Kappa and Lambda Architectures

In an attempt to formalize the design of real-time processing architectures, two
designs have been introduced: Kappa and Lambda. Architectures[20]. Over
the years, several endeavors were made to establish a design for real-time data
processing that exhibits fault tolerant and scalable features. Depending on
business requirements, those designs may also be required to compute batch
jobs and analyze historical data. Nathan Marz was among those who were the
first to approach the issue and proposed LA (Lambda Architecture)[26]. From a
high overview, the system serves real-time and batch processing actions, it suits
wide range of use cases where low latency is essential, and it can be observed
on figure 1.1 However, critics pointed out several fall backs to such design.

Figure 1.1: Lambda Architecture[26]
The criticisms focused on the overhead to maintain and develop these systems
where code needs to be changed on different layers for every amendment. As
a response, Kappa architecture[7][26] were introduced to simplify the design by
removing the batch layer and making the system utterly reliant on the realtime engine as depicted in figure 1.2 What needs to be addressed here is that
these proposals are abstractions, and both architectures do not contradict each
other, nor do they eliminate the other. In fact, they can co exist, for example, it
happens when the batch schedule occurs so infrequently that the running system
is occasionally execute on one layer. Also, it might turn to be a challenging
decision to choose which one to operate, as both serve well in a specific setup,
and the decision of what and when to run each is utterly dependent on the
business use case.
Handful amount of technologies nowadays provide us the ability to implement any data processing architecture we desire. To name a few: Apache Kafka,
3

Figure 1.2: Kappa Architecture[20]
Apache Storm, Apache Spark Streaming, Apache Hbase, and Apache Samza.

1.4

Related Work in Anomaly Detection

Significant number of methods have been introduced in this domain, each of
which has a set of use cases, advantages, and disadvantages[8][29][28][15]. In
order to demystify these methods, they can be broken down into three categories:
supervised, semi-supervised, and unsupervised learning techniques[16][22][18].
In addition to that is also time series decomposition and robust statistics[34].
To start with, several researches put time series analysis under the spot light,
particularly the type of analytics that leads to forecasting the future as it has
been done by facebook:prophet which relies on additive regression model[33]
and ARIMA (Autoregressive Integrated Moving Average) models[14] which is
commonly used in a non-stationary time series. In the area of anomaly detection,
these methods play a role by comparing the forecasted values to the measured
ones, and thereafter use a distance measure (Euclidean, Manhattan, Cosine, etc.
) to deem whether the value falls in an expected range or not. As time series
analysis and forecasting is known to be a topic of interest, we may mention that
it also needs, as any other technique, a certain set of requirements to achieve the
best results. These requirements may ask for a significant amount of historical
data to produce accurate estimations, thus making these approaches less efficient
in a real-time detection anomaly setup.
From machine learning point of view, solving this problem may take three
different tracks: supervised, semi-supervised, and unsupervised learning. When
it comes to the supervised approach, it requires a training set, which in the case
of anomaly detection it must be also labeled. However, anomalies by definition
are scarce, and the time of their occurrence and their values are unexpected,
thus, this method is unable to reach its full potential for that purpose. The
usage of semi-supervised technique mitigates the issues that the supervised approach suffers from, as it rely on both labeled and unlabeled data. Lastly, in
an unsupervised approach, a wider range of use cases is served, but that comes
with a trade of with accuracy[18].

4

In anomaly detection, unsupervised learning (using K-means for example)
may lead to detect unexpected, however uninteresting, anomalies.
In this work, training data is established based on robust statistics, a model
is built using K-means|| [12], and finally the detection is based on the euclidean
distance measure.
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Chapter 2

An architecture to detect
anomalies in a multivariate
data stream
2.1

Input Data - RNC/UTRAN performance measurements

Data to be analyzed are performance measurements for a Radio Access Network
UTRAN that has a Radio Network Controller RNC to manage radio resources
and control several NodeBs. Node B is the middle point between a user handset,
or user equipment UE, and the rest of the cellular network, namely, it is the
first interface a mobile faces when initiating/receiving a connection. In GSM
it is called BTS (Base transceiver station); however, they differ in technology
usages.
There are nearly 900 performance measurements, and they are concerned in
every aspect of the network. They include, but not limited to, the number of call
reestablishment attempts, payload traffic in the downlink, number of MAC-es
PDUs, total number of discarded SDUs on a DTCH in the downlink, number of
abnormal RRC disconnections, number of RAB establishment attempts, number
of system disconnections due to Soft Handover, and many others.
To get an overview on the data we have in hand, t-SNE and box plotting are
used. t-SNE[35] (t-Distributed Stochastic Neighbor Embedding) is a dimensionality reduction algorithm that is commonly used to visualize high dimensional
data by applying a set of transformations that leads to two or three dimensional
data space. You can observe on figure 2.1 a month of data that exhibits nearly
900 features and 3000 records. Please note that colors represent hours, similar
colors depict adjacent hours, and the closer the data points on the graph the
more similar they are. You may observe the blue hue is focused on the left
corner at the bottom and the red hue is more focused at the top, which tells
us that adjacent hours exhibits similar behavior with respect to performance
measurements values. The x and y axis labels are relevant to t-SNE algorithm
output and explaining these values or the parameters of that output is not in
the scope of this thesis.

6

Figure 2.1: t-Distributed Stochastic Neighbor Embedding
To give the reader another view using a more standard approach, we chose
to plot three features using box plots. Using box plot helps to understand the
distribution of data and to provide descriptive analytics. They can be observed
on figure 2.2 and you can notice the different behavior every feature exhibits
during a week and that the values of a feature can be hundreds, thousands, or
even billions of units.
This section and the impact of its findings can be identified later on when
we talk about standardization and clustering, especially when the number of
clusters is calculated as you can go back to figure 2.1 for comparison.

2.2

Architecture

The architecture consists of four main entities. They can be summarized as
collection and preprocessing entities, publish-subscribe messaging system, realtime and offline core processing engine, and data visualization pipeline. To
understand the connections between the architecture’s components and their
underlying used technologies, refer to figure 2.3 below that depicts data flow
while it is being processed from the time of collection until the final output.
The core principles that have been considered throughout the whole design
process is for the architecture to achieve three things: efficiency, scalability, and
fault tolerance.

2.2.1

Collection and Visualization - ELK

ELK[17] is a stack that stands for three engines: Logstash as a data processing
pipeline, Elasticsearch as a distributed system search engine, and Kibana as a
web interface that interacts directly with Elasticsearch to visualize the indexed
pieces of data.

7

Figure 2.2: Box plot for three features in a week
To begin with, Logstash[4] is an open source data processing engine that
have the ability to collect data from myriad of sources, apply transformations,
and eventually send it to a designated output. What makes it stands out as
an option for the proposed architecture is the fact that it has been around for
almost eight years which makes it among other tools, whether open-source or
commercial, a reliable mature tool. Additionally, making it up and running is
a seamless process that involves mainly writing a proper configuration file that
consists of three sections: input, filter and output. Playing along with these
sections and writing a suitable code that satisfy your needs is a straight forward
process with rich documentation and active community. However, even though
it offers the possibility to write Ruby code for sophisticated kind of parsing, it
falls behind in terms of debugging and flexibility.
Elasticsearch has been known for its indexing mechanisms and fast retrieval
of data. It is written with Java and its queries are JSON based. To serve our
purpose in visualizing data, Elasticsearch as part of the ELK stack needs to act
as a middle point between Logstash and Kibana.
8

Figure 2.3: Data Flow Architecture
Kibana[3] is the last brick in the stack. It offers a seamless experience to
visualize and explore data stored in Elasticsearch. Its role in our design is to
show dashboards. These dashboards show anomaly scores, clusters distances,
and essential core performance measurements. A threshold can be set so whenever a value exceeds its limit, which in our case is the anomaly score, a visual
representation can be introduced e.g. red colored values, or an initiation of a
script that can alarm responsible personnel.

2.2.2

Normalization/Standardization - Python

It is fundamental to normalize/standardize data before feeding it to a clustering algorithm, otherwise high positive/negative valued features will dominate
the process of model building, thus yielding to skewed results. The process of
scaling, namely squeezing data to fit the range between 0 and 1, is harmful considering the changes that may occur on data distribution, therefore the values of
outliers that need to be detected. The choice of using standardization 1 has been
obvious in this case, considering that all features will equally be represented to
the algorithm, and existed outliers will still exist.
One issue needs to be observed however. It is the fact that we do not have a
grasp on a finite amount of data. The proposed system is designed to expect an
infinite stream. This means, standardization wise, a sliding window mechanism
is needed, and that if the window is moving forward for each coming value rather
than basing it on time, each value will be scaled differently. The impact of that
process is proportional to the window size and number of events per time unit.
This will be discussed further in the evaluation section later on.
The standardization activity is accomplished using a python script where
for each coming value, it stores it in a temporary file that holds recent received
1 (X
i

− mean)/standard deviation
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values that constitute 24hours of events, updates it by removing the oldest
record, standardize data, and eventually send the last record to output, which
in our case is to Kafka. This windowing activity has a window size of 97 and a
window movement that occurs for every received record. Notice here that this
mechanism is a double edged sword. Moving the window for every record is
computationally expensive; however, it assures that the process has an updated
view over exactly the last 24h of records. This is required due to the fact that
PMs over days do not exhibit similar behavior, and it offers better estimations
than following the more common solution to move the window based on a time or
records count interval. Considering that we have weekdays, weekends, holidays,
and even more importantly, random public events and concerts imposes different
overall behavior on a stream of data, therefore a high accurate standardization
process is required.
Nevertheless, in the light of the high cost the proposed standardization mechanism may obtrude, a moving window every one hour can be reasonable but it
is not evaluated nor is it discussed in this thesis.
It is worth mentioning that this component is deemed to be temporary until
Spark Structured Streaming allows for real-time learning and fitting models for
which it’ll be discussed further in 2.2.4

2.2.3

Consumer/Producer broker - Kafka

The main purpose for putting up this entity is to avoid falling into back-pressure
problems and to establish a loosely coupled system. It is evident that Spark
is capable of processing huge loads of information. It is also true that in our
current system the number of values for every 15 minutes does not exceed a
thousand. Nevertheless, since scalability has always been in most cases a crucial
requirement, an expectation of high loads of data coming through the system
is necessary. Also we need to consider that running many instances of a script
as a producer is not usually a big issue if a well configured broker exists, but
on the other hand demanding another instance of Spark to run on a deployed
cluster in a production environment will cause much more hassle.
Another reason for the usage of Kafka is the fact that we need to assume
that each entity might fail or restarted while doing its job. For Spark to go
up and running after a failure and start from where it has left off is usually
accomplished with the help of values like offsets. Kafka and Spark, our core
processing entity, are naturally connected with well established libraries and
offsets are sent within each message sent to Spark. So in any case Spark fails,
Kafka is there to keep the state of the system saved.

2.2.4

Core Processing - Spark Structured Streaming

The choice of using Spark itself came after a handful of considerations. Simply
put, Spark[1] provides high speed processing engine compared to, for example,
Hadoop MapReduce, ease of use bearing in mind its support for four dominant
programming languages, generality considering that one application can process SQL queries, streaming, machine learning operations, and graph analytics
seamlessly, and finally, Spark does not need a specialized platform as it can run
on Hadoop, Mesos, or as a standalone.
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As for choosing Spark Structured Streaming, it was driven by multiple reasons. With the assumption that the reader heard of Spark Streaming since it has
been around for some time, the added values that Spark Structured Streaming
adds on the table will only be mentioned.
Spark Structured Streaming is fairly new, and it has been introduced and
under extensive development since Spark 2.0 almost a year ago. It is a faulttolerant stream processing engine that has DataFrames/Datasets in its core
data structure where calculations may be performed in SQL-like queries, and it
is built on Spark SQL engine. This allows it to embrace the power of Spark’s
SQL Catalyst Optimizer[10] where building extensible query optimizers is done
with the support of advanced programming languages properties. Structured
Streaming focuses on three aspects: Consistency, fault tolerance, and simplicity.
By consistency, Spark assures that as long as all source inputs are generating
sequential streams, the output will take the same order. For fault tolerance,
Spark saves the state of running processes in order to recover in case of failure.
However, this not always true and it depends on what input sources or output
sinks are put in use. For example, using a socket input results in making Structured Streaming incapable of recovering from input failures, unless it has been
coded by hand and offsets are included in received data. Lastly, its simplicity
comes from the fact that it uses Spark’s Dataframe and Dataset API making
the process of initiating and processing queries a seamless one.
One might ask, what are its drawbacks? And why didn’t standardization
take place in Spark Structured Streaming rather than assigning it to a Python
script? In fact, Spark Structured Streaming suffers from being incapable of
learning models on the fly. Namely, standardization in Spark is applied using
StandardScaler class. This process needs a prior knowledge of the data in hand,
a model needs to be learned, and then for each coming value a transformation can be achieved. For the time being, creating a machine learning pipeline
for Structure Streaming is not yet implemented, but there is already an open
discussion on Jira[25] in order for such feature to see the light in the future.
In the proposed design, Spark has two tasks:
• In an offline manner: Learning and saving a normal model based on a
historical set of data.
• In a real-time manner: Analyzing data received from Kafka, thereafter
throwing results into a file storage where checkpoints are defined in case
of failure.
These two tasks are discussed comprehensively in sections 2.3.1 and 2.3.2

2.3

Modeling and data Analytics

As discussed earlier, myriad number of algorithms and techniques are used to
analyze data, and in our case, the purpose is to detect unusual and unpredicted
behavior. As for K-means|| [12] algorithm, it is needless to say that numerous
number of algorithms are more sophisticated compared to it, and in most cases
computationally more expensive e.g. Neural networks; however, knowing the
extent to which we need such algorithms utterly depends on the use case in
hand.
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If we start from an extremely simplified approach in which the detection
process is for a single numerical dimensional space, statistical approaches in
that case helps in detecting and forecasting future values, for example, moving average, moving median, and even a more sophisticated one, Autoregressive
integrated moving average[14]. The problem escalates when the number of dimensions increases, and the distribution and the values’ range at each dimension
are dissimilar. Then the scope of preferred algorithms expands to encompass
dimensional reduction, clustering, and classification based algorithms among
many others.
For this thesis, K-means|| is the chosen algorithm to be evaluated for our
use case. The reasons that lie behind such a decision vary. Despite the fact that
numerous papers examined streaming K-means clustering[6][9][21][32], to our
knowledge, the studies of K-means|| in a streaming environment for multivariate data as a holistic approach are limited in the scientific domain. Generally,
the studies have been investigating and enhancing narrow pieces of the entire
picture of detecting abnormalities using the original K-means algorithm. For
example, the focus has been to approximate and make a better performance
on iterative updates over K-means centroids [13] with the assumption that input data is well-clusterable and normalized. In other cases, studies proposed
improvements to real time queries for clusters’ state[36]. Lastly, Apache Spark
Streaming offers, through out the support of mllib API, a well established implementation for streaming K-means. It is based on the mini-batch K-means
rule [31], and its control mechanism over estimates is achieved by what it calls
a decay parameter. However, at the time of this writing it is not supported in
Spark Structured Steamering for reasons mentioned earlier in 2.2.4. Further,
our choice of employing K-means|| instead of the original K-means algorithm is
driven by several shortcomings the later suffers from, which will be discussed
when building a normal model is examined in 2.3.1.
In short, this thesis tries to be more empirical than it is to be theoretical. In
the next subsections, the two main tasks the core processing unit is responsible
for are discussed and a simplified design is depicted in Figure 2.4

2.3.1

Normal behavior Model construction

In this process we try to tackle two problems. First we need to seek a generalized
model; namely, reaching a state where the entire set of values a day has is taken
into account. Secondly, it is imperative to avoid to mistakenly model outliers as
normal points. Especially taking into consideration the fact that K-means|| is
significantly sensitive to divergent inputs in a way that shifts computed centroids
dramatically.
In the beginning, we gathered the values of one week from the tenth to the
sixteenth of December as training data. The available data that we had at this
point represented the month of December, and our choice to pick that week was
fairly random; however, it was driven by our tendency to avoid abnormal days,
that is public holidays.
In order to acquire a sense of how each day differ from another, three features2 are randomly chosen, and for each day of the week, they are plotted and
2 In our use case, every record/value holds approximately a thousand features, and each
day is represented with a hundred values, roughly
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Figure 2.4: Modeling And Data Analysis
can be observed on Figure 2.5, 2.6, and 2.73 . Each figure holds on the left-hand
side the values of a feature in a 24 hours timeseries for each day in a week, and
on the right-hand side it holds the exact same values but added to them their
average and median charts. Notice on Figure 2.5 the non-stationary nature of
the timeseries and that at least three days, which are Monday, Friday, and Sunday, are divergent compared to the patterns that is followed by the other four
days. You may also pay attention to the effect that the values have on their
associated average and median values. The average chart is clearly more sensitive to high positive/negative values, while the median chart is more resilient
to such changes. The same can be said for the rest of the figures.
This leads us to the first step in our model building. We take advantage
of what robust statistics can offer. As for data that is derived from a wide
range of probability distributions, going for traditional statical measurements
is not recommended nor is it considered accurate e.g. the usage of average
and standard deviation, as these measurement have a prior assumption over
data being normally distributed. That is when robust statistics steps in and
make an effort to deal with data regardless of its underlying distribution, and,
unsurprisingly, catching outliers is one of its applications. In order to fulfill
our endeavor to reach a normal model, the values of our training week shall be
3 Please note that due to confidentiality constraints, the titles of the Y-axis have been
omitted
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Figure 2.5: Values of a feature in a 24 hours timeseries for each day in a week

Figure 2.6: Values of a feature in a 24 hours timeseries for each day in a week
compressed into one day. The compression mechanism is simple. Considering
timestamps as keys in those seven days, we calculate the median values for each
list of records that has the same key, namely, for each point of time we have the
median value of seven days values at that exact time. Basically, what we end up
with for each feature for each record is exactly the red line that is depicted on
the right-hand side on figures 2.5, 2.6, and 2.7. As for now, our proposed normal
model holds almost a hundred records where each contain almost a thousand
feature, thus, 100000 floating-point numbers. The next step is to squeeze this
model further.

14

Figure 2.7: Values of a feature in a 24 hours timeseries for each day in a week
In general, K-means algorithm suffers from several setbacks:
• Sensitivity to outliers.
• Its initial random choice of centroids results in a high level of inaccuracy of
approximations while taking into account the objective function, that is,
minimizing WSSSE (Within Set Sum of Squared Error) in every cluster.
• Inability to dynamically figure out the approximate number of clusters.
The first obstacle is avoided appreciably by our previous step when we went
for robust statistics. As for the second issue, in the learning and detection phase,
K-means|| [12] is used. It is a scalable parallelized extension of K-means++.
K-means++ [11] is in an extension of K-means, where in essence it is the same
algorithm; however it tries to overcome the issue of random centers initialization
and it is ”O(log k)-competitive with the optimal clustering”[11]. Pay attention
to how K-means++ is distinguished from the traditional algorithm in Figure 2.8
(steps 1a, 1b and 1c). Note that D(x) refers to the shortest distance between a
data point and its closest center.

Figure 2.8: K-means++ Algorithm[11]
As for the last challenge, estimating what the best value of K can be achieved
by several methods[2]. In this thesis, the elbow method is implemented, and also,
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Figure 2.9: K-means Algorithm[11]
the study of our data in section 2.1 can be taken as a reference. Elbow method’s
main objective is to find the optimal number of clusters by minimizing both, the
number of clusters and the value of WSSSE (Within Set Sum of Squared Error).
These two variables vary inversely, that is, a number of clusters that is equal
to the number of data points results in a zero valued WSSSE, and the highest
value of WSSSE occurs when there is only one cluster. The process is to run
K-means|| and calculate WSSSE for every number of clusters, say, from one to
ten. Then by plotting the resulted data points, it is likely that we end up with
a line chart that has an elbow shape, otherwise, we need to seek other means to
find the optimal number of clusters. In that chart, the point, where the elbow
takes its shape, has the best estimation of how many clusters the data has, that
is, where a sudden and significant decrease in WSSSE values variations occur.
Running this technique on our recently computed model (A day that consists of
median values of a week form the tenth to the sixteenth of December) produced
Figure 2.10

Figure 2.10: Elbow method for standardized data
The importance of standardization in our methodology process cannot be
over emphasized. Note the difference between 2.10 which is based on standardized data and 2.11 which is based on raw data. Considering the fact that we
deal with multivariate data makes the second figure simply futile.
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Figure 2.11: Elbow method for unstandardized data
It can be inferred by figure 2.10 that having four clusters is a reasonable
number the we can use in training our final model.
Now, that the mentioned issues K-means suffers from are alleviated, it is
time to go to the final step in our endeavor to acquire a normal behavior model.
Basically, by implementing K-means|| on our day of median values with K equals
four as input, our normal behavior model shall be ready.

2.3.2

K-means|| clustering and Outliers scoring

What was discussed in the previous section is done in an offline manner where
we had a prior knowledge of the training set of data. However, in this section
we prepare the streaming system to receive records and analyze them.
First, records are received and standardized by a Python script. The standardization is based on z-score and it occurs for each coming record. That is, for
each datum, the script updates a temporary set of values that constitutes the
last 24hours of data. It standardizes it based on its existent values. Finally, it
sends the yielded standardized record to Kafka.
Kafka holds data for a configured period of time with a configured number of
partitions and topics. Within this period, consumers have the possibility to
subscribe to topics and request data from them. In our case, the consumer is
Spark Structured Streaming; however, several consumers may exist.
When Spark instance starts, the saved normal behavior model that has been
computed will be loaded. Flowing records will be parsed, assigned to clusters,
their distances to centroids (imported from the normal model) is calculated, and
a score is given for each data point of how anomalous it may be.
The process of making a scoring mechanism started by passing a set of a month’s
data to the system. This data holds nearly 2900 records where each has almost
a thousand feature. The distances between each record and the centroid of their
respective clusters are saved. The assumption here is that the further a data
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point is from its respective centroid, the more likely it is anomalous. The visualized output can be observed on figure 2.12. Observe that there are missing
values between second and third of December, and between seventh and eighth
of that same months due to failures or system updates.
And to get a better understanding, the probability density function (PDF) of

Figure 2.12: Distances from data points to centroids of their respective clusters
these distances is depicted on Figure 2.13. As it can be noticed, the distribution suffers from skewness, and it has extreme values on the right hand-side,
therefore, a natural logarithm function and a shift to the left where data can be
centered around the mean are applied. figure 2.14 shows the output and compares log(distances) data distribution to a normal distribution with mean = 0
and a standard deviation equals to what our data has, which is SD = 0.4331.
At this point, we have an overview of how distances are distributed, and it is
time to take advantage of what the quantile function has to offer. Figure 2.15
holds quantiles that corresponds to probabilities from zero to one with a step of
0.01. Statistically, it is possible to infer a score from the curve. The two points
that are donated with red lines are on the extreme ends, and for both, there is
only 0.02 chance that further points may exist on either of those ends, namely,
values larger than 1.062 or smaller than −0.752. This range shall take a critical score, because the mentioned values according to our data set of distances
has a likelihood of only 0.04 to exist. Following the same manner, points that
are donated with orange define a range for values that are between −0.752 and
−0.629, and between 0.812 and 1.052 that has a score of 9. Assigning a score
of 9 to a data point means that it has a likelihood of 0.1 to occur. The same
is applied to the blue donated points, which has the score of 8. This leaves
80 percent of data to be considered to a certain extents normal – donated by
18

Figure 2.13: Distances PDF

Figure 2.14: log(Distances) data distribution compared to a normal distribution
green lines – but still has scores for further inspections. Please note that in an
optimal normal distribution, the score would be proportional to absolute values,
and there is no need then to have low and high thresholds since both high and
low limits will be the same in their unsigned version. Meaning, for example,
both absolute values of the two red points will be equal in that case.
The output of this stage – which is the output of Spark Structured Streaming
– for each input record is normalized data accompanied by its distance from its
associated centroid and its anomaly score.
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Figure 2.15: Quantile function - Distances
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Chapter 3

Experiments and Results
In this chapter, we test our proposed system against real and synthesized data.
By the end, a set of results is presented to carry this thesis to the final chapter
of results evaluation and discussion. The experiments start with real data and
then continues with synthesized ones in order to have a grasp on how change of
values will influence the anomaly score.
While keeping that in mind, the tests will focus on high anomaly scores frequency, and how our score will react to synthetic anomalous data.

3.1

Real-Time Data Analysis

For this part, data of a two days has been gathered and fed to our streaming
architecture. The data is for the 17th and 18th of September 2017. We consider
these two days a good choice for testing purposes as it includes working and nonworking days, therefore, it is expected to incorporate high levels of fluctuations
and irregularities. Running our processes resulted in figure 3.1 As you may
notice, no red points are reported, one orange point for distances that has an
anomaly score of nine, and a blue one for distances that has an anomaly score
of eight. The higher, or lower, a value of a distance, the higher a score gets. It is
up to business needs sensitivity to choose which points for which anomaly score
to inspect, and up to the specialist based on his/her accumulated experience to
consider which scores need to be looked after. According to our observations, a
score of 10 implies a high level of necessity to initiate an investigation behind
the existence of that record. Orange colored points are anticipated to have less
sever consequences, and have a higher likelihood to appear as false positive-ish
–since our system is not a decisive one and does not claim a 100% positivity– .
As for the rest of points, the endeavor to catch a legit anomaly develops to be
harder.

3.2

Synthesized Data Analysis

At this section we dive deep into how our system reacts to different patterns
of inputs. By doing so, the reader will have a more profound insight on how
efficient the system is. First, standardization is put under the spot light and
analyzed considering the distinction between offline and real-time processing.
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Figure 3.1: Distances in two days
This leads us to a better understanding of the following experiments’ setup and
outcome. Thereafter, different patterns of streams are tested in our architecture,
in an environments that holds control, dependent, and independent variables.

3.2.1

Standardization and anomalies

Let me start this discussion by showing figure 3.2.
The reason behind including this section here is for the reader to acquire more
understanding of the results when describing the actual experiments. As you
may notice, when data is standardized over one value for mean and another for
standard deviation that are applicable for a month of data, spikes go shorter in
length and smaller in number (Red dotted line). And as an overall view, data
seems to be more condensed and trying to reach a baseline some where near
Distance = 15. That is due to the fact that all distances in a month, with their
highest highs and lowest lows, are taken into account, which seems to produce a
more representative mean and standard deviation values for the standardization
process. In contrast, the black line that represents our standardized streaming
data, suffers from more fluctuation and variations. The mechanism of standardization that produced that line is based on a mean and a standard deviation as
a part of a windowing activity. It is worth to mention that the used window size
equals to 97 records, and it is a moving window where each movement occurs
when a new record is received. The idea that needs to be addressed here is that
22

Figure 3.2: Difference in standardized values between real-time and offline processing
every value is standardized based on a different mean and a different standard
deviation. The process was discussed earlier in section 2.2.2
Increasing the window size to a month or altering the moving windows interval
will produce variant outcomes and the process is considered to be a part of an
accuracy tuning for the whole system. This is not a part of this study however.
To wrap up, there are two points to mention.
• The choice of window size and movement must be the same for both: realtime stream processing and offline modeling. This is convenient as stream
processing should utilize same standardization mechanisms the learning
process has.
The usage of standardized data for real-time stream processing has been
discussed earlier (How every received record is standardized, etc.).
Even though The usage of standardized data for offline modeling has also
been mentioned in section 2.3.2, it is worth reminding that when building the model, distances over a month were computed over standardized
data, analyzed, and based on their distribution, a scoring system was
constructed.
• The more duplicates a data set has, the higher tendency for the mean value
to get closer to the value of the duplicates and for standard deviation to
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reach zero. This fact will be addressed in following experiments in the
context of data standardization.

3.2.2

Experiments

Several considerations have been taken into account.
• The architectural environment shall be the same for all tests. Exactly as
depicted in Figure 2.3
• As a control variable, a day in the test data set is passed into the system
in every test attempt in order for the standardization window to be full
and to be exactly the same in every test before feeding the system with
-need to be tested- synthesized data.
• The mission is to send various synthesized records in each experiment and
observe the change on our dependent variable, the anomaly score, based
on independent variables, which are features, a record holds.
The tests have been executed on:
• Red Hat Enterprise Linux Server. Release 6.4 (Santiago):
Kernel Linux 2.6.32-358.6.2.el6.x86 64
• Memory: 126 GB
• 18 Processiors: Intel(R) Xeon(R) CPU X5675 @ 3.07GHz
And the components of the architecture had the following SW version:
• ELK: Logstash 5.5.0, Elasticsearch 5.5.0, and Kibana 5.5.0
• Kafka 2.11-0.11.0.0
• Zookeeper 3.4.10
• Spark 2.2.0
As for the tests, we have a day which we will call (C).
And a synthesized record that has an anomaly score of zero, which we will call
(I0). And another, a score of ten, for which we will call (I10). The patterns
are sent to the architecture as input, their output on Kibana is observed, and
their anomaly score is recorded and will be called (D). This arrow ( → ) donates
sending order. So A → B, means the sending starts from A and continues to
B.
Patterns to be tested are:
1. C → I0 (10 records)
2. C → I10 (10 records)
3. C → I0 → Customized I0 where 19 features1 out of the total 900 are
changed and assigned the maximum value they had in a month (10 records)
4. C → I0 → Customized I0 where 19 features out of the total 900 are
changed and assigned the minimum values they had in a month (10 records)
5. C → I0 → A data record that has the highest value for a Load Control
feature in a month with respect to all other features. (10 records)
6. C → I0 → Customized I0 where one feature out of the total 900 that
has been known to be a constant zero for a whole month is changed to a
1000 (10 records)
1 These

values are under a category concerned in Load Control
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7. C → I0 → Customized I0 where 10 features out of the total 900 that
have been known to be constant zeros for a whole month are changed to
a 1000 (10 records)
On table 3.1 you may spot the results. For each experiment, a sequence of
saved anomaly scores is recorded. The first score in the sequence is associated
with the first synthesized record that has been sent. So for example, in ex.1, the
first score must be (0) as it is associated with I0, and afterwards, we observe
the change of scores in the next 9 records.
Experiment No.
1
2
3
4
5
6
7

Anomaly scores
0, 0, 2, 3, 3, 4, 5, 5, 6, 6
10, 9, 8, 8, 8, 7, 7, 7, 6, 6
0, 6, 4, 2, 0, 0, 1, 2, 3, 4, 5
0, 5, 2, 1, 0, 1, 1, 2, 3, 4, 4
0, 9, 9, 8, 8, 7, 7, 7, 6, 6, 5
0, 2, 0, 1, 2, 3, 4, 4, 5, 6, 6
0, 8, 7, 6, 4, 3, 2, 1, 0, 0, 1

Table 3.1: Experiments’ Results
Experiments 1 and 2 are to test for scores consistency and to show standardization effect. 3 and 4 are for observing the effect of features change on
anomaly scores. 5 is similar to 3 and 4; however, instead of only changing a
set of features out of the whole set, it takes into account the correlation of all
features. Lastly, 6 and 7 are to test for sensitivity and what effect changing a
constant will hold against anomaly scores.
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Chapter 4

Evaluation and Discussion
As a general statement, the results are to a certain extent satisfactory, and no
surprising outcome can be noticed. However, several points need to be mentioned.
As for the experiments themselves, they are considered to be internally valid
considering the distinction between dependent, independent, and control variables that has been accomplished. This was possible by starting every experiment from scratch, then feeding the system with predefined data, and eventually
monitor the output. As for external validity, the tests comprised a set of possibilities to test for consistency, variability, and sensitivity; however, within a
streaming environment that consists of a standardization component for data
that has almost 900 features, it is not entirely correct to say that it is 100%
externally valid. For example, altering our choices for what to use as control
variables may produce slightly different output compared to that we acquired,
mainly due to the sensitivity of the standardization process. But, through our
practical experimentation, the overall conclusions that we reached, which will
be discussed in the following paragraphs, are externally valid.// In the first
part, where two days data were injected as a stream into the system in order
to acquire a sort of a sense of how many possible anomalies our system will
produce, the results are convenient. These data points are not labeled and in
our use case with the high number of features it is not possible to investigate
the authenticity of a possible anomaly. This makes our evaluation for this issue
utterly based on our experience with data on one hand, and on related work
on the other. It is also worth reminding that the assumption here is that the
further a data point is from its centroid, the more anomalous it is likely to be.
As for a score of 9 or 8, it is up to the analyst whether to dig deep into those
occurrences, however in our experimentation, specifically Ex.5, a score of 9 or 8
does refer to a possible anomaly and it is encouraged to be investigated.
For the analysis of synthesized data, experiments were conducted to observe
scores characteristics during operation time. As for scores consistency, extreme
score values had the tendency to change score immediately after a second, or at
most a third, record is sent. In Ex.1, the score changed form 0 to 2 after three
sent records. While in Ex.2, as soon as a second record was processed, the score
had decreased by 1 from 10 to 9. As the sequence of records goes by, the score
deviate dramatically, even though the record has the same values. The explanation here is that for every copy of record and due to the standardization process,
26

features approach the value of 0. And that comes as a result of a mean value
that is getting closer to every feature value for each coming copy. So, depending
on centroids exact location in the denominational space in our normal model,
the more copies of a record the system receive, the closer that record will get
to the zeroed center of that dimensional space. We come to the conclusion that
in this setup, an analysis shall take interest in all high score values and must
not assume that a decrease in a value of a score means a change of behavior.
This is helpful for annoying situations were several alarms are triggered for the
same reason. In this process, a high score would trigger an alarm mechanism,
thereafter a high score gets smoothed out if the anomaly persists. Nevertheless, one can argue that this method is not entirely convenient, as this behavior
needs to be learned by the analyst to understand the output. So if one desire
to construct scores that are strongly connected to their associated records, the
standardization process needs to exclude all records that have high anomaly
scores values. Therefore, for every record that has a high score, it shall not be
included in the standardization process for the next coming record.
As for Ex.3 and 4, changing 19 features, which constitutes 2.11% of the total
900, to reach their maximum/minimum values they had in a month yielded poor
results, where a score of 6 or 5 is not truly considered an unusual behavior. But
it is worth to mention, that this is a part of an experiment and in a real world
scenario it is highly unlikely to have this kind of record due to the fact that these
19 features are not independent from the rest of the measurements, and various
correlations exists among the whole set of features. This has led to Ex.5, where
we try to consider these connections among features. In order to do so, instead
of only changing a set of features out of the whole set, the record takes into
account the correlation of all features. You may notice, the result for Ex.5 is
more convenient. A score of 9 gives an analyst the assumption that an anomaly
may be present.
Lastly, to test for sensitivity, a search for constant features was conducted.
These features happen to a hold a value of 0. Before going further into evaluations for Ex.6 and 7, one thing needs to be noted. You may need to know
that the standardization for (0,0,0,1) is similar to (0,0,0,10000) which results
to (-0.5,-0.5,-0.5,1.5). In other words, in a sequence of zeros, changing a value
to any real numbered value does not change the data distribution, thus, the
output standardization will be the same. By projecting this on our two last
to-be-discussed experiments, we may conclude that the system shall not be expected to notice a difference between high or low deviation from a constant
zero, therefore for those two experiments we chose to change a feature to be a
1000 arbitrarily, without expecting a different output if we chose otherwise. As
for their result, the 6th , in which one feature was changed out of the total 900,
did not contribute significantly in changing the score that increased from 0 to
2. But in the 7th , changing ten constant features, which constitutes only 1,11%
out of the whole features set, managed to push the score from 0 to 8. It can
be argued that it is not acceptable to give only a score of 8 to our synthesized
record considering that the changed 10 features were mostly constant the whole
month, and any alteration in their values must yield to the highest anomaly
score possible.
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Chapter 5

Conclusions and Future
Work
Those results helped shaping a structure of several ideas to improve them. Further experimentation shall be done on a standardization window, since it has a
crucial part in the process. Since it is extremely sensitive to outliers, increasing
its size to reach a limit where it is big enough in proportion to the number
of estimated anomalies is expected to produce better results, especially for the
score’s sensitivity part. Remember that the window size must be the same in
the learning and detecting phase. On a different thought, records that are associated with high scores must be excluded from the standardization process. It
is anticipated for this method to increase the detection efficiency.
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