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Abstract

The hidden Markov model (HMM) is one of the workhorse tools in, for example,
statistical signal processing and machine learning. It has found applications in a
vast number of fields, ranging all the way from bioscience to speech recognition
to modeling of user interactions in social networks. In an HMM, a latent state
transitions according to Markovian dynamics. The state is only observed indirectly
via a noisy sensor – that is, it is hidden. This type of model is at the center of this
thesis, which in turn touches upon three main themes.

Firstly, we consider how the parameters of an HMM can be estimated from
data. In particular, we explore how recently proposed methods of moments can be
combined with more standard maximum likelihood (ML) estimation procedures.
The motivation for this is that, albeit the ML estimate possesses many attractive
statistical properties, many ML schemes have to rely on local-search procedures in
practice, which are only guaranteed to converge to local stationary points in the
likelihood surface – potentially inhibiting them from reaching the ML estimate. By
combining the two types of algorithms, the goal is to obtain the benefits of both
approaches: the consistency and low computational complexity of the former, and
the high statistical efficiency of the latter.

The filtering problem – estimating the hidden state of the system from obser-
vations – is of fundamental importance in many applications. As a second theme,
we consider inverse filtering problems for HMMs. In these problems, the setup is
reversed; what information about an HMM-filtering system is exposed by its state
estimates? We show that it is possible to reconstruct the specifications of the sensor,
as well as the observations that were made, from the filtering system’s posterior
distributions of the latent state. This can be seen as a way of reverse engineering
such a system, or as using an alternative data source to build a model.

Thirdly, we consider Markov decision processes (MDPs) – systems with Marko-
vian dynamics where the parameters can be influenced by the choice of a control
input. In particular, we show how it is possible to incorporate prior information
regarding monotonic structure of the optimal decision policy so as to accelerate
its computation. Subsequently, we consider a real-world application by investigat-
ing how these models can be used to model the treatment of abdominal aortic
aneurysms (AAAs). Our findings are that the structural properties of the optimal
treatment policy are different than those used in clinical practice – in particular, that
younger patients could benefit from earlier surgery. This indicates an opportunity
for improved care of patients with AAAs.





Sammanfattning

Dolda Markovmodeller (eng. hidden Markov models, HMMs) är ett av standard-
verktygen inom, bland annat, statistisk signalbehandling och maskininlärning. Dessa
har tillämpats i vitt skilda fält: allt fr̊an biomedicin till taligenkänning till model-
lering av interaktionen mellan individer i sociala nätverk. I en HMM utvecklas ett
latent tillst̊and enligt Markoviansk dynamik. Tillst̊andet är dolt i den bemärkelsen
att det bara kan observeras indirekt med hjälp av en brusig sensor. Denna modelltyp
är i centrum för den här avhandlingen, som i sin tur behandlar tre huvudsakliga
teman.

Först undersöker vi hur parametrarna i en HMM kan skattas utifr̊an data. Mer
specifikt s̊a undersöker vi hur nyligen föreslagna momentmetoder kan kombineras
med mer vanligt förekommande maximum likelihood (ML) algoritmer. Motivationen
för detta är att, även om ML-skattningen har m̊anga statistiskt attraktiva egenskaper,
s̊a är man oftast i praktiken tvungen att använda lokala sökmetoder för att beräkna
ML-skattningen. Dessa är enbart garanterade att konvergera till lokala optima i
likelihood-funktionen, vilket kan hindra dessa fr̊an att n̊a ML-skattningen (som
befinner sig vid det globala optimumet). Genom att kombinera dessa tv̊a typer
av algoritmer hoppas vi dra nytta av fördelarna hos b̊ada: konsistens och l̊ag
beräkningsbörda fr̊an momentmetoder, och statistisk effektivitet fr̊an ML.

Filtreringsproblemet – att skatta det dolda tillst̊andet utifr̊an observationer –
är fundamentalt i m̊anga tillämpningar. Som ett andra tema behandlar vi inversa
filtreringsproblem för HMM:er. I dessa problem är fr̊ageställningen omvänd; vilken
information om ett HMM-filtreringssystem avslöjas av dess skattningar? Vi visar att
det är möjligt att rekonstruera dess sensorspecifikationer utifr̊an de posterioridistri-
butioner över det dolda tillst̊andet som det producerar. Detta kan ses som ett sätt
att utföra omvänd ingenjörskonst (eng. reverse engineering) p̊a ett sensorsystem,
men ocks̊a som ett sätt att bygga modeller utifr̊an alternativa datakällor.

Som ett tredje tema behandlar vi Markovianska besultsprocesser (eng. Markov
decision processes) – system med Markoviansk dynamik, men som kan p̊averkas av
en vald styrsignal. Mer specifikt s̊a visar vi hur det är möjligt att ta hänsyn till
känd information kring förekomsten av en monotonisk struktur hos den optimala
beslutspolicyn, med syfte att snabba upp beräkningen av denna. Vidare tillämpar
vi detta modellslag p̊a ett verkligt problem genom att undersöka hur behandling
av bukaortaaneurysm kan modelleras. V̊ara resultat visar att de strukturella egen-
skaperna hos den optimala besultspolicyn skiljer sig fr̊an de som används kliniskt.
Mer specifickt, att yngre patienter skulle kunna dra nytta av en tidigare operation.
Detta pekar mot att det finns möjlighet att förbättra v̊arden av patienter med
bukaortaaneurysm.
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Chapter 1

Introduction

Models of the physical reality are at the very core of science and engineering. A
model can, loosely speaking, be said to be a tool used to answer questions about
a system without having to resort to running experiments on the system [1]. In
this thesis, we will be concerned with mathematical models. There are different
types of mathematical models – each type adequate to answer certain types of
questions. For example, Newton’s laws of motion persist in a deterministic modeling
framework: given the mass of an object, along with the forces exerted on it, the
resulting acceleration can be computed exactly. In this thesis, we will focus on
modeling frameworks that take uncertainty into account. This means that we want
to be able to capture the behavior of systems that exhibit an element of randomness
(this includes systems that are influenced by factors that we cannot measure – we
simply consider the influences to be random).

For example, we cannot say with absolute certainty what the outcome of a flip
of a coin will be. However, using a probabilistic model we can pose (and answer)
questions related to: system analysis (we want to gain insight into how the system
functions – a good question would be “is the coin biased?”), prediction (many doctors
face the question “how likely is it that the patient will recover after prescribing a
certain medical treatment?”), filtering (“what is a good guess of the position of an
aircraft, given noisy radar readings?”), optimization (“what is the optimal choice
of a parameter so as to maximize profit?”), control (“how should the wing flaps
be regulated to keep an airplane steady, despite random wind gusts hitting the
plane?”), fault detection (by comparing the currently observed behavior of a system
to the behavior predicted by the model, we can answer the question “has the system
changed significantly – possibly due to malfunction?”), etc.

Obtaining a good model is usually a non-trivial task. The first of the two principal
ways is to model the system from first-principles. This requires domain expertise, and
is usually highly costly and time-consuming. The second way is to try to adapt the
model parameters so as to make the model describe previously observed behavior of
the system well – this is referred to as system identification, or data-driven modeling.

This thesis discusses several ways of performing system identification in a specific
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2 Introduction

probabilistic model framework that will be introduced below. It also considers
applications of the framework and the resulting models to problems that can help
to guide decision and policy makers in real-world settings.

The Markovian framework

The central concepts of the framework this thesis is concerned with will now be
outlined – the descriptions are made formal in the next chapter.

For many systems, it is possible to identify a state – a quantity that completely
determines the current conditions of the system and summarizes its history. In a
Markovian system – also referred to as a Markov chain – the state of the system
changes at random at every time-step, but with the fundamental property that
conditioned on the current state, the future and the past history are independent.
The set of values that the state can take is called the state space of the system.
The random changes occur according to the transition probabilities of the system.
These specify, conditioned on the current state, the probability of the system being
in another state (from the state space) in the next time-step. For example, a very
simplistic model of the weather may assume that the state space is the set {sunny,
cloudy, rainy}. Via system identification (based on historical weather data), it might
be found that the probability of a cloudy day being followed by a rainy day is 70% –
that is, the transition probability from the state “cloudy” to the state “rainy” is 0.7.

One important generalization of this model is to make the state of the system
latent (i.e., hidden). In this setting, there exists a set of possible observations
(the observation space) from which, at every time-step, an observation is sampled
according to the observation likelihoods. The observation likelihoods specify the
probability of making a particular observation, conditioned on the system being in
a certain state. Note that such an observation is all this is obtained – the state of
the system is not seen. For a Markovian system, this is called the hidden Markov
model (HMM) – “one of the most successful statistical modeling ideas that have
came up in the last fifty years”, as expressed in [2]. The first part of this thesis is
dedicated to methods that aim to estimate the parameters of an HMM from data.

A second important generalization, motivated by many engineering applications,
is to allow for a manipulable control input (action) to influence the system. The
aim of the control is to minimize some cost function (that depends on the system’s
state and the chosen input). In particular, at every time-step, a decision maker is
presented with a set of actions to choose amongst. The choice of action influences
an instantaneous cost that is incurred and, in the case of a Markovian system,
the transition probabilities, while in the case of an HMM, both the transition
probabilities and the observation likelihoods. The controlled versions of Markovian
systems and HMMs are referred to as Markov decision processes (MDPs), and
partially observed MDPs (POMDPs), respectively. In the last part of this thesis, we
discuss problems related to how an optimal control policy can be computed, and
how these models can be applied to real-world problems.
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Selected applications of the Markovian framework

To illustrate the wide applicability of models based on the Markovian framework
(e.g., HMMs, MDPs and POMDPs), we present below a number of selected problems.
The books [2] and [3] discuss several examples, and contain a large set of references
to real-world applications. An even more exhaustive listing of references (more
than 360 references from the 1990s) can be found in [4], covering applications of
HMMs in: acoustics, bioscience, climatology, control, communications, econometrics,
handwriting and text recognition, image processing and computer vision, signal
processing, and more.

Speech recognition HMMs were introduced as early as in the mid-1970s for
speech recognition tasks [5–7]. However, still today, HMMs lie at the heart of many
speech recognition systems and the framework did not change fundamentally up
until the recent decade [8] – it was only in the 2010s that hybrid systems combining
HMMs and deep neural networks became popular [9].

Speech recognition is well-suited for the HMM framework since there is a depen-
dency between something unobservable (the actual phrase that was spoken) and
something observable (the recorded sound). Note that the recorded waveform is not
a deterministic function of the spoken phrase since there are variations between
different speakers in, e.g., pitch, speed and accent.

The speech recognition problem can be divided into different levels of complexity
depending on the unit of speech to be identified: for example, a good speech
recognition system should take syntax and semantics into account when processing
a full sentence. The most bare and fundamental task is, perhaps, isolated word
recognition: a single uttered word should be identified from a known vocabulary of
words.

Example 1.1 (Isolated word recognition, [7]). One approach to the isolated word
recognition problem is to build an HMM for every word in the vocabulary (using
training data), and then, for every word in the vocabulary, use the corresponding
HMM to compute the likelihood that the uttered sound was generated by this
particular model. The uttered word is then classified as the word corresponding
to the HMM indicating the highest likelihood. The HMM for a single word in the
vocabulary can, roughly, be constructed as follows.

First, the recorded sound is represented as a sequence of symbols (observations).
Such a sequence can be obtained by i) dividing the soundwave into segments of
equal length, ii) performing a spectral analysis on each segment, and iii) using
vector quantization methods on the results of the spectral analysis to map each
segment into an element from a discrete set of possible observations. The indices of
the segments of the soundwave are identified as discrete time in the HMM.

The HMM aims to model the relation between the word and its spectral content
when pronounced. To do this, the word is split into phonemes (for example, “six” →
/s/, /i/, /k/, /s/), which are taken as the state space of the HMM. The observation
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hidden state /s/ /i/ /k/ /s/

observation

Figure 1.1: In a speech recognition system for the word “six”, the hidden state of
the HMM corresponds to the different phonemes. At every time-step, a short segment
of sound, with a specified spectral content, is generated (observed). In isolated word
recognition, the HMM is used to evaluate the probability that a given recorded sound
was generated by the HMM. The probability for every word in a vocabulary (each
with a distinctly trained HMM) is computed and compared – the sound is classified as
the word with the highest probability.

likelihoods provide the relation between every phoneme (state) and the spectral
content – the spectral content of a certain phoneme is not deterministic due to
variations between different speakers. The transition probabilities encode the word:
for example, the probability of transitioning from /k/ to /i/ in the word “six” is zero,
whereas the probability of transitioning from /k/ to the final /s/ is relatively high.
By allowing self-transitions, variations in speed of pronunciation are incorporated
(e.g., allowing the HMM to stay in the initial /s/-state for multiple time-steps takes
care of speakers pronouncing “six” as “sssss-ix”). Figure 1.1 presents a schematic
summary of the model.

Social networks and social learning The advent of large-scale online social
networks, real-time microblogging services and recommendation/rating websites
has provided researchers with new and interesting datasets to examine. HMMs and
POMDPs have been employed to study the behavior of users interacting using such
services. In particular, social learning is a POMDP framework used to model agents
that try to estimate the true state of nature, based not only on noisy observations,
but also on the actions made by other agents [3, 10, 11].

For example, the true state might be the actual relative qualities of the foods in
a number of restaurants. A costumer has to make a choice as to what restaurant to
visit. The choice will not be solely based on her previous (noisy) observations of the
qualities in the restaurants (for example, the main chief might have been sick the
previous time the costumer visited a particular restaurant), but also on the ratings
provided by other customers on a recommendation website. Social learning can help
explain why and how crashes, booms and herding behavior occur.

These models of social behavior, and the resulting insights, have been applied
in, e.g., economics, marketing, political science and sociology to model the behavior
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of financial markets, crowds, social groups and social networks – see, e.g., [3, 10, 11]
and the references therein for a broad range of examples.

Target tracking and intent modeling In target tracking, the aim is to de-
termine (estimate) the position, bearing and velocity of, e.g., an aircraft, a ship
or a road vehicle, from noisy observations such as radar [12, 13]. There are two
principal sources of uncertainty in this process: spurious observations (e.g., a flock
of birds being detected by a radar system tracking an airplane), and the uncertain
maneuvering strategy (intent) of the target. The specifications of the sensor system
used to obtain the measurements are usually known to the operator, since they can
be determined prior to deployment using controlled experiments.

The HMM framework is well-suited for target tracking problems, with straight-
forward choices for the different quantities of an HMM (see, e.g., [2] or [3] for
outlines). There are obviously classical military and surveillance applications of this
problem. However, there are also more recent applications related to situations in
which humans and autonomous systems interact. An autonomous system has to
model and determine the intent of a human to be able to cooperate, which can be
formalized using HMMs [14, 15]. For example, there is a need in an autonomous car
to track and model the behavior of the other drivers on the road [16, 17].

Another interesting problem appears when there are multiple sensor equipments
available. For example, there might be two types of sensors: a highly accurate sensor
that is costly to employ (either in terms of money, or in that it will expose the
sensor’s location to the enemy), as well as a cheap low-accuracy sensor. The trade-off
between when to use which equipment can be formulated as a POMDP, and is
known as a problem of controlled sensing [3].

Computational biology Deoxyribonucleic acid (DNA) is the molecule that car-
ries the genetic instructions of all known living organisms. DNA is constructed from
only four building-blocks, known as nucleotides: adenine (A), cytosine (C), guanine
(G) and thymine (T). The genome of an organism is the sequence of nucleotides in
its DNA. The Human Genome Project (HGP) was a project which started in 1990
with the aim to find the full genome of a human – a first draft of the genome was
published in 2001 [18]. To get a sense of scale, the human DNA consists of roughly
3.3 billion (109) nucleotides [19].

Many important problems in computational biology and bioinformatics involve
dividing a given sequence of nucleotides (e.g., a part of the genome) into segments
and figuring out what every segment represents. Examples of such problems, that
have been successfully solved using HMMs, are: sequence alignment problems, gene
finding and prediction, modeling DNA sequence errors, protein classification and
many others [19–21]. The following example describes a very simple bioinformatics
problem, and shows how it fits in the HMM framework.

Example 1.2 (HMM of CpG-islands, [20]). In the human genome, the occurrence
of a ‘G’ directly after a ‘C’ is not common since this pair has a high chance of
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CpG-island
hidden state C− T− A− A− C− A+ T+ C+ G+ T+ A−
observation C T A A C A T C G T A

Figure 1.2: The occurence of the nucleotide ’G’ after ’C’ is uncommon in the human
genome, except in so-called CpG-islands which mark the start of many genes. This can
be modelled as an HMM, where the hidden state encodes whether or not a region is a
CpG-island. An important application of HMM techniques is to segment the sequence
of observations (the human genome) into CpG-islands – one step in gene sequencing
the human genome.

mutating into another pair. However, for chemical reasons, in some short segments
of the genome – such as around the promoters (“start” regions) of many genes – this
mutation is inhibited. This means that in such regions, the frequency of the pair
‘CG’ is higher. These regions are usually between a few hundred to a few thousand
nucleotides long, and are called CpG-islands. One important step in gene sequencing
the human genome is to determine the location of these CpG-islands.

First of all, due to the chemical structure of the nucleotides, it is possible to
define an unambiguous direction of a strand of DNA. This makes it possible to
interpret the spatial location on the strand as the evolution of “time” in an HMM
– the strand of DNA can be thought of as a “tape” that is read (observed) one
nucleotide at a time.

The possible observations in the HMM are taken as the four nucleoids (‘A’, ‘C’, ‘G’
and ‘T’). One observation is obtained at every “time”, i.e., position on the strand of
DNA. The encoding of CpG-islands is done by defining the hidden state of the HMM
as follows. The state space is taken to be the set {A−, C−, G−, T−, A+, C+, G+, T+},
where − represents a nucleotide in a non-CpG-island and + represents a nucleotide in
a CpG-island. The two hidden states A− and A+ both produce the same observation
‘A’ with probability one, and similarly for the other nucleotides. Recall that the
probability of ‘G’ following a ‘C’ is higher in a CpG-island. This is manifested in
that the probability of transitioning from C+ to G+ is higher than the probability
of transitioning from C− to G−. The transition probabilities between the + states
and the − states encode the typical length of CpG-islands, and correspondingly
from − states to + states that of non-CpG-islands.

1.1 Motivation

In an interview [22], Google’s chief economist Hal Varian remarked that:

“Data are widely available; what is scarce is the ability to extract wisdom
from them.”

He was referring to the unprecedented explosion of information being both produced
and collected that started in the mid-2000s. The major driving force in this explo-
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sion has been a number of technological enablers: the Internet, new and cheaper
sensor technologies enabling ubiquitous data collection (e.g., smart phones, wearable
technology), the advent of online social media, etc.

Various terms have been coined that try to summarize a response to the remark:
“big data”, “data analytics”, “data science”, amongst others. These are umbrella
terms for developing new and, as expressed in [23];

“re-examining ‘work-horse’ signal processing and statistical learning
tools for today’s high-dimensional data regimes.”

In this thesis, we aim to address a number of central challenges, as well as opportu-
nities, that appear when re-examining the HMM and its various extensions (e.g.,
MDPs and POMDPs). In particular, the four central challenges that we will discuss
are the following.

First challenge (convergence of local-search procedures) In order to com-
pletely specify an HMM, a number of parameters (for example, the transition
probabilities and the observation likelihoods) have to be determined. This is usu-
ally done from data, and is referred to as the parameter estimation problem. The
parameter estimation problem is usually formalized as an optimization problem.
Local-search algorithms are commonly employed to solve such optimization problems
since a global search over the parameter space is prohibitively expensive. However,
the objective function is often non-convex, which means that there can exist local
optima that iterative local-search algorithms can get stuck into (impairing them
from reaching the global optimum). These problems are usually worsened with larger
problem and data sizes. To combat this, good initialization points are required to,
first of all, allow the iterates to convergence to the global optimum. However, even
if local optima can be avoided in the search-path, the search may require many
iterations to converge, and for large data-sets, every iteration is costly. Hence, a
good initialization point is also required to, second of all, shorten the convergence
time.

For an HMM, the standard way of estimating its parameters is by employing a
maximum likelihood (ML) criterion. However, as touched upon above, numerical “hill
climbing” algorithms for computing the ML estimate, such as direct maximization
using Newton-Raphson (and variants, e.g., [2, 3]) and the expectation-maximization
(EM, e.g, [2, 3, 7, 24]) algorithm are, in general, only guaranteed to converge to
local stationary points in the likelihood surface. It is also known that these schemes
can exhibit long run-times, depending on the initial starting point of the algorithms,
the shape of the likelihood surface and the size of the data set.

In general, an alternative to estimators employing an ML criterion are method
of moments estimators (see, e.g., [25, 26] for details). In a method of moments,
correlations in observable data are related to the parameters of the system. The
correlations are empirically estimated and subsequently used in the inverted relations
to recover parameter estimates. A number of methods of moments have been proposed
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for HMMs in the recent years; e.g., [27–33]. The main benefits over iterative ML
schemes are usually consistency and a shorter run-time, however, since typically
only low-order moments are considered, there is a loss of statistical efficiency in the
resulting estimate.

In the first chapters of this thesis, we consider how methods of moments designed
for HMMs can be combined with more traditional ML techniques (that can be too
computationally heavy to run in an iterative manner on large data-sets). This hybrid
approach allows us to obtain the benefits of both: the low computational complexity
and consistency of the former, and the attractive statistical properties of the latter.

Second challenge (exploiting prior knowledge) The more complex a problem
is, the more important it becomes to incorporate/exploit prior information – both
in order to constrain its computed solution and to accelerate its computation. For
example, problems exhibiting a modular structure can sometimes be decoupled
into smaller subproblems that can be solved in parallel, which can vastly reduce
computational times.

A general way to introduce prior information into a problem is via regularization
(e.g., [34]). Regularization is a technique that augments the objective function of a
problem which has been formulated as an optimization problem. The augmentation
is made in order to promote structural properties (e.g., smoothness or sparsity) in
the solution.

In terms of the types of systems that this thesis is concerned with, we focus on
the fact that an MDP (or more generally, a POMDP) becomes computationally
very expensive to solve as its size increases. It is possible to extend submodularity
results ([35]) in order to derive conditions under which MDPs exhibit monotone
optimal policies (e.g., [3, 36]). Monotonicity is a structural property of a policy that
for MDPs means, roughly, that the action to take (seen as a function of the system’s
state) is monotone. (It is possible derive similar monotonicity results for POMDPs,
albeit the interpretation of monotonicity becomes more intricate – see, for example,
[3].)

It has been noted that monotone policies in MDPs exhibit sparseness properties
[37]. We investigate how a regularization approach can be used to exploit prior
knowledge regarding monotonicity when computing an optimal policy for an MDP.

Third challenge (learning from other sources than raw data) Reverse
engineering is the technical term for quickly obtaining the results of the heavy-lifting
done by someone else. Despite the (perhaps somewhat) malicious undertone the
term possesses, there are legitimate applications of such techniques (e.g., fault
detection). More recently, the machine learning community, in particular, has shown
a strong interest in topics such as apprenticeship learning, imitation learning and
inverse reinforcement learning (e.g., [38–42]). In these frameworks, an agent tries to
learn how to perform a task by observing an expert/teacher – in a sense, “reverse
engineering” the teacher.
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In this thesis, we consider building models from information sources other than
just raw data; for example, from decisions, models and outputs from models. In
particular, we ask ourselves: what information is exposed by state estimates from
an HMM-filtering system, and how can such information be used to reverse engineer
the sensor equipment? For example, on an abstract level, a doctor spends her whole
career calibrating her mental model of how the human body functions and responds
to different treatments. In essence, a doctor makes observations (using various
medical equipment) to try to determine the state (health status) of the patient –
essentially an HMM. A natural question to ask is, “is it possible to estimate a formal
HMM that well describes the doctor’s mental model?”

Warm-starting the model-building by exploiting already trained (potentially not
only mathematical, but also, e.g., mental) models can help to save valuable resources,
since model estimation becomes a challenging task in the large data/system regime.

Fourth challenge (dissemination of methodologies) Another central chal-
lenge – which is perhaps better referred to as an opportunity – is:

How do we communicate our methods and results to experts in fields and
subjects that traditionally have not been in contact with our frameworks?

The full potential of the data that now is collected in many fields is not realized
unless important synergies are allowed to form between these domain experts and
those in more technical fields.

Consider a concrete example: Many doctors have an intuition about making
decisions under uncertainty. Can the problems they face be formalized in order to
confirm, or possibly falsify, their intuition? A first step is to identify inefficiencies
and point to improvements that can convince them of the possible benefits of formal
modeling. The vast amounts of collected data, together with methods to draw
insights, advice policy makers and provide decision support have the potential to,
in this case, improve treatment and the life-quality of patients.

Such benefits are, of course, not limited to the medical field. However, for them
to materialize, field-translational collaborations have to be established. We take
such a first step in the last part of this thesis. In particular, we are motivated by
questions raised by doctors in the field of vascular surgery. In a recent issue [43] of
the Journal of Vascular Surgery, the following two points can be found in a list of
areas in need of further research in relation to the care of patients with abdominal
aortic aneurysms:

• “Can a single risk-benefit scoring scheme be developed that incorporates risk
of repair, risk of aneurysm rupture, and anticipated life expectancy?”

• “Would a risk-benefit scoring scheme that incorporates risk of repair, risk of
aneurysm rupture, and anticipated life expectancy assist in mutual decision-
making between the surgeon, the patient, and the patient’s family?”
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We believe that these are questions that can be answered using systematic modeling
in the Markovian framework.

1.2 Outline and contributions

In this section, we provide the outline of the thesis and indicate the contributions of
each chapter.

Chapter 2 In this chapter, we detail the notation used in this thesis and review
background material related to HMMs.

Chapter 3 We consider estimating the transition probability matrix of a finite-
state finite-observation alphabet HMM with known observation probabilities. We
propose a two-step algorithm: a method of moments estimator (formulated as a
convex optimization problem) followed by a single iteration of a Newton-Raphson
ML estimator. The two-fold contribution of this chapter is, firstly, to theoretically
show that the proposed estimator is consistent and asymptotically efficient, and
secondly, to numerically show that the method is computationally less demanding
than conventional methods – in particular for large data sets.

This chapter is based on the following publications:

• Robert Mattila, Cristian R. Rojas, Vikram Krishnamurthy, and Bo Wahlberg.
Asymptotically efficient identification of known-sensor hidden Markov models.
IEEE Signal Processing Letters, 24(12):1813–1817, 2017.

• Robert Mattila, Vikram Krishnamurthy, and Bo Wahlberg. Recursive identifi-
cation of chain dynamics in hidden Markov models using non-negative matrix
factorization. In Proceedings of the 54th IEEE Conference on Decision and
Control (CDC’15), pages 4011–4016, 2015.

Chapter 4 In this chapter, we consider identifying an HMM with the purpose of
computing estimates of joint and conditional (posterior) probabilities over observa-
tion sequences. The classical ML estimation algorithm (via the Baum-Welch/EM
algorithm) has recently been challenged by methods of moments. Such methods
employ low-order moments to provide parameter estimates and have several benefits,
including consistency and low computational cost. This chapter aims to reduce the
gap in statistical efficiency that results from restricting to only low-order moments
in the training data. In particular, we propose a two-step procedure that combines
spectral learning [29] with a single Newton-like iteration for ML estimation. We
demonstrate an improved statistical performance using the proposed algorithm in
numerical simulations.

This chapter is based on the following publications:
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• Robert Mattila, Cristian R. Rojas, Vikram Krishnamurthy, and Bo Wahlberg.
Identification of hidden Markov models using spectral learning with likelihood
maximization. In Proceedings of the 56th IEEE Conference on Decision and
Control (CDC’17), pages 5859–5864, 2017.

• Robert Mattila, Cristian R. Rojas, and Bo Wahlberg. Evaluation of spectral
learning for the identification of hidden Markov models. Proceedings of the
17th IFAC Symposium on System Identification (SYSID’15), 48(28):897–902,
2015.

Chapter 5 This chapter considers a number of related inverse filtering problems
for HMMs. In particular, given a sequence of state posteriors and the system
dynamics: i) estimate the corresponding sequence of observations, ii) estimate the
observation likelihoods, and iii) jointly estimate the observation likelihoods and the
observation sequence. We show how to avoid a computationally expensive mixed
integer linear program (MILP) by exploiting the algebraic structure of the HMM
filter using simple linear algebra operations, and provide conditions for when the
quantities can be uniquely reconstructed. We also propose a solution to the more
general case where the posteriors are noisily observed. Finally, the proposed inverse
filtering algorithms are evaluated on real-world polysomnographic data used for
automatic sleep segmentation.

This chapter is based on the following publication:

• Robert Mattila, Cristian R. Rojas, Vikram Krishnamurthy, and Bo Wahlberg.
Inverse filtering for hidden Markov models. In Advances in Neural Information
Processing Systems (NIPS’17), pages 4207–4216, 2017.

Chapter 6 This chapter discusses algorithms for solving MDPs that have mono-
tone optimal policies. We first present background material related to MDPs. We
then propose a two-stage alternating convex optimization scheme that can accelerate
the search for an optimal policy by exploiting its monotonicity properties. The first
stage in the alternating scheme is a linear program formulated in terms of the joint
state-action probabilities. The second stage is a regularized problem formulated in
terms of the conditional probabilities of actions given states. The regularization
uses techniques from nearly-isotonic regression [48]. While a variety of iterative
methods can be used in the first formulation of the problem, we show in numerical
simulations that, in particular, the alternating method of multipliers (ADMM, [49])
can be significantly accelerated using the regularization step.

This chapter is based on the following publication:

• Robert Mattila, Cristian R. Rojas, Vikram Krishnamurthy, and Bo Wahlberg.
Computing monotone policies for Markov decision processes: a nearly-isotonic
penalty approach. In Proceedings of the 20th IFAC World Congress, volume 50,
pages 8429 – 8434, 2017.
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Chapter 7 An abdominal aortic aneurysm (AAA) is an enlargement of the ab-
dominal aorta which, if left untreated, can progressively widen and may rupture with
fatal consequences. In this chapter, we determine an optimal treatment policy using
MDP modeling. The policy is optimal with respect to the number of quality adjusted
life-years (QALYs) that are expected to be accumulated during the remaining life of
a patient. The new policy takes into account factors that are ignored by the current
clinical policy (e.g., the life-expectancy and the age-dependent surgical mortality).
The resulting optimal policy is structurally different from the current policy. In
particular, the policy suggests that young patients with small aneurysms should
undergo surgery. The robustness of the policy’s structure is demonstrated using
simulations. A gain in the number of expected QALYs is shown, which indicates a
possibility of improved care for patients with AAAs.

This chapter is based on the following publications:

• Robert Mattila, Antti Siika, Joy Roy, and Bo Wahlberg. A Markov decision
process model to guide treatment of abdominal aortic aneurysms. In Pro-
ceedings of the IEEE Conference on Control Applications (CCA’16), pages
436–441, 2016.

• Antti Siika, Robert Mattila, Bo Wahlberg, and Joy Roy. An optimal gender-
specific treatment policy for abdominal aortic aneurysms constructed using a
Markov decision process model. Journal of Vascular Surgery, 65(6, Supple-
ment):175S, 2017. Abstracts of the 2017 Vascular Annual Meeting (VAM’17).

Chapter 8 In the final chapter, we summarize the main conclusions and outline
possible directions for future work.

Contributions not included in this thesis
The following contribution has not been included in the thesis:

• Robert Mattila, Yilin Mo, and Richard M. Murray. An iterative abstraction
algorithm for reactive correct-by-construction controller synthesis. In Proceed-
ings of the 54th IEEE Conference on Decision and Control (CDC’15), pages
6147–6152, 2015.



Chapter 2

Background

In this chapter, we present the notation we will use in this thesis1, together with
the necessary preliminaries for the probabilistic framework we are dealing with. The
exposition in this chapter is to a large extent based on the book [3].

There is an extensive literature available on Markov chains, for example, [54–56].
However, even hidden Markov models (HMMs) are by now a classic topic with more
than 50 years of literature – the basic theory was laid out in the late 1960s and
early 1970s [57–61]. The book [2] covers the topic well. With respect to controlled
processes, the references [36, 62, 63] are standard textbooks on Markov decision
processes (MDPs), and [3] contains much information and references with respect
to partially observed Markov decision processes (POMDPs).

2.1 Notation

The element at row i and column j of a matrix is [·]ij , and the element at position
i of a vector is [·]i. Vectors are column vectors, unless transposed. 1 denotes the
vector of ones and ei the ith Euclidean standard-basis vector. The operation diag(·)
returns a matrix with the vector · as its diagonal. For brevity, we sometimes denote
a sequence {a1, . . . , ak} as a1:k.

Inequalities (>,≥,≤, <) between vectors or matrices should be evaluated ele-
mentwise. The Moore-Penrose matrix pseudo-inverse is denoted (·)†. ‖ · ‖F denotes
the Frobenius norm of a matrix. The l∞-norm of a vector v is ‖v‖∞ = maxk |vk|,
and ‖v‖2 denotes the standard Euclidean norm.

The indicator function I{·} takes the value 1 if the expression · is fulfilled and 0
otherwise. The Kronecker delta is δij = I{i = j}. Let→p and→d denote convergence
in probability and in distribution, respectively, and let Op and op be stochastic-order
symbols (e.g., [64]). ∼ denotes “distributed according to”. We let {x}+ = max{0, x}
for a real number x.

1We will deviate slightly in Chapters 6 and 7, however the deviations will be explained there
and should not be the cause of any confusion.

13
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2.2 Markov chains

Let {x0, x1, . . . } be a sequence of random variables, where each variable xk (the
state at time k) assumes a value in the finite set X = {1, 2, . . . , X}. We say that the
sequence {xk}∞k=0 is a Markov chain if

Pr[xk+1 = p|xk = q, xk−1 = r, . . . , x0 = s] = Pr[xk+1 = p|xk = q], (2.1)

for p, q, r, s ∈ X – that is, if the Markov property holds. The set X is referred to
as the state-space of the Markov chain, and the index k as time. The transition
probabilities

Pr[xk+1 = j|xk = i] (2.2)

can be summarized in a transition (probability) matrix as

[Pk]ij = Pr[xk+1 = j|xk = i]. (2.3)

If the transition probabilities do not depend on time k, then we say that the Markov
chain is time invariant (or homogeneous) and there is a unique transition probability
matrix

[P ]ij = Pr[xk+1 = j|xk = i]. (2.4)

Note that P ∈ RX×X and that it is a (row) stochastic matrix, i.e., it has the following
two properties:

1. its elements are non-negative, P ≥ 0,

2. and the elements on each row sum to one:
X∑

j=1
[P ]ij = 1, (2.5)

for all i ∈ X , or equivalently
P1 = 1. (2.6)

The initial condition x0 is drawn according to

Pr[x0 = i] = [π0]i, (2.7)

where π0 ∈ RX is referred to as the initial distribution. Note that π0 ≥ 0 and
1Tπ0 = 1.

Example 2.1. One way to illustrate a Markov chain is shown in Figure 2.1. Each
node corresponds to a state that the system can occupy. The arrows illustrate
possible transitions and are hence drawn only for non-zero transitions. For example,
the arrow leading from 1 to X corresponds to the element [P ]1,X and indicates
that it is > 0.
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1

2

. . .

X

X

Figure 2.1: A Markov chain illustrated in its state-space X . The arrows correspond
to non-zero elements of the transition matrix P – that is, possible one-step transitions.

Remark 2.1 (The state-space X ). In the modeling phase, the state-space usually
consists of finite set of abstract items (for example, the phonemes of a word as
in Example 1.1). However, by associating a number with each abstract item, it is
without loss of generality that we assume that X = {1, . . . , X}.

It should also be noted that there exists a vast literature on Markov chains on
general state-spaces. That is, when the set X is allowed to be infinite or continuous.
This thesis treats exclusively finite state-spaces.

2.2.1 Limiting and stationary distributions

Let πk ∈ RX denote the distribution at time k:

[πk]i = Pr[xk = i]. (2.8)

The Chapman-Kolmogorov equation states that

πk+1 = PTπk, (2.9)

initialized by π0. That is, the distribution can be propagated through the transition
matrix to obtain the distribution at the next time instant. A stationary distribution
is defined as any vector π∞ ∈ RX that satisfies

π∞ = PTπ∞, (2.10)

and
1Tπ∞ = 1. (2.11)

This can be interpreted in two ways:
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1. π∞ is the normalized right eigenvector of PT corresponding to the eigenvalue
1, or

2. if the Markov chain is initialized in π∞, then according to (2.9), it stays
distributed according to π∞ for all future times.

One implication of relation (2.9) is that

πk = (PT )kπ0. (2.12)

The limiting distribution

lim
k→∞

πk = lim
k→∞

(PT )kπ0, (2.13)

may or may not exist. It holds that a limiting distribution is always a stationary
distribution, but the converse is not always true.

Example 2.2. Consider the Markov chain with state-space X = {1, 2} and transi-
tion matrix

P =
[

0 1
1 0

]
. (2.14)

It is easily verified that
[

1
2

1
2

]T
is a solution to equations (2.10) and (2.11) – that

is, it is a stationary distribution of the Markov chain. However, the limiting behavior
is not defined (unless π0 is the uniform stationary distribution). Intuitively, this can
be realized by drawing the chain (as in Figure 2.1). It can be seen that it alternates
between the two states in each time instant. Formally, we have that

πk =





π0 if k is even,[
[π0]2 [π0]1

]T
if k is odd,

(2.15)

so limk→∞ πk does not exist (unless π0 =
[

1
2

1
2

]T
).

To guarantee a “well-behaved” limiting behavior, we need to define the following
two properties. Firstly, a Markov chain is said to be irreducible if it is possible to
reach any state j ∈ X from any state i ∈ X in finite time. In terms of its transition
matrix, this means that for every pair i, j ∈ X there exists a positive finite integer
k such that

[P k]ij > 0, (2.16)
where k can depend on i and j.

Secondly, a state i ∈ X is periodic with period d, if d is the largest integer such
that [P k]ii can be non-zero only for k = d, 2d, 3d, . . . – that is, a return to itself
can only occur at a multiple of d time-steps. If d = 1, then the state is called
aperiodic. A Markov chain is said to be aperiodic if all its states are aperiodic. To
check aperiodicity of a chain, it is convenient to employ that an irreducible Markov
chain is aperiodic
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. . . xk−1 xk xk+1 . . .

yk−1 yk yk+1

Figure 2.2: An illustration of the conditional dependence structure in an HMM. From
the figure, it can be seen that, for example, conditioned on xk, the observation yk is
independent of past and future states and observations.

• if there exists a self-transition (that is, if [P ]ii > 0 for some i ∈ X ), or

• if there exists some positive integer k such that [P k]ij > 0 for all i, j ∈ X .

For a Markov chain that is both irreducible and aperiodic there is a unique
stationary distribution (i.e., solution to equations (2.10) and (2.11)), which is equal
to the limiting distribution (2.13). That is,

π∞ = lim
k→∞

πk, (2.17)

independently of the initial distribution π0. A Markov chain that fulfills both of
these two properties (irreducibility and aperiodicity) is said to be ergodic.

Example 2.3. The Markov chain in Example 2.2 is irreducible, but not aperiodic
since its two states both have period d = 2.

2.3 Hidden Markov models

An important generalization of the Markov chain model is the hidden Markov model
(henceforth, HMM). In essence, an HMM is a Markov chain observed via a noisy
observation process (sensor). In particular, at every time-step, an observation yk is
sampled from the observation space Y according to the observation likelihood

Bxy = Pr[yk = y|xk = x]. (2.18)

That is, if the Markov chain is in state x then the probability of making observation
y is Bxy.

The conditional dependence structure of an HMM implies that all information
about an observation yk is condensed in the state xk. In particular, conditioned on xk,
the observation yk is independent from the past and future states and observations –
xk contains all information related to yk. A common way of graphically illustrating
the conditional dependence structure of an HMM is given in Figure 2.2.
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With respect to the observation space Y and the observation likelihoods Bxy,
there are various special cases. One important case – to which we restrict the
attention of this thesis – is when the observation space is finite:

Y = {1, 2, . . . , Y }. (2.19)

In this setting, the observation likelihoods can be collected in an observation (proba-
bility, or likelihood) matrix B ∈ RX×Y , with elements2

[B]ij = Pr[yk = j|xk = i]. (2.20)

This matrix is row-stochastic, that is, its elements are non-negative

B ≥ 0, (2.21)

and the sum of the elements on any row is one:

Y∑

j=1
[B]ij = 1, (2.22)

for all i ∈ X . In terms of terminology, a finite observation space Y is sometimes
referred to as the alphabet of an HMM, and the actual observations as symbols.

Remark 2.2 (The observation space Y). Again, in the modeling phase, the obser-
vations are often abstract items (such as the vector-quantized spectral content in
Example 1.1). However, by assigning a number to each abstract item, it is without
loss of generality to assume Y = {1, . . . , Y }.

Even though we will not treat general (i.e., infinite or continuous) observation
spaces in this thesis, one example is important and worth mentioning; namely, when
Y = Rp, for some integer p, and Bxy is taken to be a conditional Gaussian. That is,

Bxy = N (y;µx,Σx), (2.23)

where N denotes the Gaussian probability density function with the means {µx}x∈X
and covariances {Σx}x∈X .

In order to completely specify an HMM, the state and observations spaces, the
transition and observation matrices, and the initial distribution, have to be provided.
To summarize, the following parameters

{X ,Y, P,B, π0} (2.24)

define an HMM.

2Recall that throughout we assume a finite state-space X = {1, . . . , X}.
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Figure 2.3: Overview of an HMM filtering setup. The system updates the state xk

according to its transition matrix P . An observation yk is sampled using the sensor
according to the observation matrix B. This observation is processed by the HMM
filter which computes a new posterior distribution πk of the latent state. The posterior
distribution can subsequently be used, for example, to compute a (point) state estimate.

2.4 Filtering in HMMs

Assume that an HMM has been specified, according to (2.24), and that a sequence
of observations {y1, . . . , yk} = y1:k has been observed. Then it is of fundamental
importance in many applications to be able to estimate the current (hidden) state of
the system. This problem is known as the filtering problem. The related smoothing
and prediction problems aim to compute an estimate of the state at an earlier and
later point in time, respectively.

There is a degree of freedom in how to measure optimality of an estimator in
the filtering problem. A common choice is to pick the state estimator x̂k so as to
minimize the mean squared estimation error :

E
{

(xk − x̂k)2}. (2.25)

It can be shown that the conditional mean estimate (CME) is the minimizer of this
measure3:

x̂CME
k

def.= E
{
xk|y1:k

}
= arg min

x̂k

E
{

(xk − x̂k)2}. (2.26)

Another common choice is the maximum a posteriori (MAP) estimate:

x̂MAP
k

def.= arg max
i∈X

Pr[xk = i|y1:k]. (2.27)

Regardless of the choice between the two state estimates (2.26) and (2.27), it
should be noted that both require that the posterior distribution Pr[xk|y1:k] can be
computed – indeed, it turns up in the summation when computing the conditional
expectation E

{
xk|y1:k

}
, and in the maximum of the MAP estimate.

2.4.1 The HMM filter
The HMM filter is a recursive algorithm used to compute the posterior distribution
Pr[xk|y1:k] which, for example, is needed to form the state estimates mentioned
above – see Figure 2.3 for a schematic overview. To derive the HMM-filter recursion,

3In fact, the CME is the minimizer for a large set of loss functions – see [65].
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repeated application of Bayes’ rule, together with conditioning and marginalization
is employed (see Appendix 2.B for the details). The result is as follows. Denote the
posterior distribution by4

[πk]i = Pr[xk = i|y1:k], (2.28)

where πk ∈ RX . Then, given known HMM parameters, the old posterior vector πk−1
is updated once a new observation yk becomes available as

πk = Byk
PTπk−1

1TByk
PTπk−1

, (2.29)

where the matrix Byk
is defined to be

Byk

def.= diag(Pr[yk|xk = 1], . . . ,Pr[yk|xk = X]). (2.30)

That is, Byk
is the diagonal matrix with column yk of the observation matrix B as

its diagonal.

2.5 Parameter estimation

In order, for example, to run the filtering recursion in the previous section, an HMM
(2.24) must be known for the system under consideration. To obtain such a model,
data-driven modeling or system identification techniques are commonly employed.
These take observed data from the system, and try to fit a model to describe the
observed data well. Below, we will outline some of the techniques that are commonly
employed for such tasks.

2.5.1 Maximum likelihood

A popular criterion used to determine how well a model describes the observed data
is the maximum likelihood (ML) criterion. The likelihood is the probability that
the observed data was generated by the model under consideration. To pinpoint
a specific model, the likelihood is maximized – hence the name ML. That is, the
model that makes the observed data as probable as possible is chosen.

In particular, consider that the sequence {y1, . . . , yN} = y1:N of data has been
observed from the system. Moreover, assume that the system is an instantiation of
a model with the specific (unknown) parameter vector θ∗ which lies in a compact
subset Θ of Euclidean space. To find the model that best describes the data, the
likelihood

LN (θ) = Pr[y1:N ; θ], (2.31)

4It should be clear from the context if πk refers to the actual distribution of the underlying
Markov chain (2.8), or the posterior distribution from an HMM filter.
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which is the joint probability of the observed data under a model parametrized by
θ, is maximized:

θ̂ML = arg max
θ∈Θ

LN (θ). (2.32)

The maximizer θ̂ML is referred to as the ML estimate. It is customary to work with
the log-likelihood

lN (θ) = logLN (θ) (2.33)
for convenience and numerical reasons – the arguments maximizing LN (θ) and lN (θ)
are the same.

The ML estimate has several statistically attractive properties. For example,
under suitable assumptions, firstly, it converges to the true parameters θ∗ as the
number of data points N tends to infinity with probability one. That is, the estimate
is strongly consistent. And, secondly, it is asymptotically normal and efficient.

However, computing the ML estimate can be difficult in practice since the op-
timization problem (2.32) is often non-linear and non-convex. Usually, numerical
local-search optimization algorithms are employed. The non-convexity means, how-
ever, that it is challenging to guarantee that these reach the global optimum in
practice.

2.5.2 Maximum likelihood for HMMs
The most common way to perform ML estimation for HMMs is by using the Baum-
Welch algorithm – which is a special application of the more general expectation-
maximization (EM) algorithm to HMMs. This is an iterative hill-climbing algorithm
that, under appropriate assumptions, converges to a stationary point in the likelihood
surface. Depending on where the algorithm was initialized, this point can be the
global optimum (2.32), or not. For a thorough presentation, see for example the
tutorial [7], or any of the books [2, 3, 34]. The rough idea is as follows.

The EM algorithm breaks the optimization problem (2.32) into two steps, each
of which is often simple to implement. In particular, given initial estimates θ̂(0)

of the HMM parameters, the EM algorithm recursively constructs a sequence of
parameter estimates by alternating the following two steps. The expectation step,
where the auxiliary log-likelihood

Q(θ̂(n−1), θ) = E
{

log Pr[x0:N , y1:N ; θ] | y1:N ; θ̂(n−1)}

=
∑

x0:N

Pr
[
x0:N

∣∣ y1:N ; θ̂(n−1)
]

log Pr[x0:N , y1:N ; θ] (2.34)

is evaluated, and the maximization step,

θ̂(n) = arg max
θ∈Θ

Q(θ̂(n−1), θ). (2.35)

The key result is:

θ̂(n) = arg max
θ∈Θ

Q(θ̂(n−1), θ) =⇒ LN (θ̂(n)) ≥ LN (θ̂(n−1)). (2.36)
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That is, the sequence of parameter estimates corresponds to models of non-decreasing
likelihoods. Evaluating the expectation step (2.34) requires the use of HMM smooth-
ing techniques which we will not detail here – see any of the references mentioned
above.

It should be noted that it is also possible to use more general purpose optimization
algorithms to compute the ML estimate (even though they are not as popular).
One benefit over EM is that they can achieve higher convergence rates (see, e.g., [2,
Sec. 10.1.4] and [3, Sec. 4.3.4] for discussions of pros and cons compared to EM).
We will outline one such technique in the upcoming chapters.

2.5.3 Method of moments
As mentioned above, an issue with iterative ML schemes in practice is that they
are highly dependent on how they are initialized. If the initial point is far from the
true value, hill-climbing algorithms can get stuck in local optima which impair them
from reaching the ML estimate. An alternative to optimizing the ML criterion is
the group of so-called methods of moments.

The main benefit of such methods is that they are usually consistent for large
sample sizes. Fundamentally they rely on the law of large numbers. In particular,
an expected value is analytically expressed as a function of the parameters that
are to be estimated. This expected value is then estimated from observed data via
the sample mean. To recover parameter estimates, the function is inverted and the
sample mean is used in place of the expected value. For a complete treatment, see,
e.g., [25] or [26].

The rough outline is as follows. Consider for simplicity a sequence of independent
and identically distributed random variables z1:N whose distribution is parametrized
by some parameters θ. Denote the true value of the parameters by θ∗, and let f be
a function. Under suitable assumptions, the strong law of large numbers guarantees
that the sample mean converges to the expected value:

1
N

N∑

k=1
f(zk)→ E

{
f(z)

}
, (2.37)

with probability one as N → ∞. Note that the expected value depends on the
parameters θ, and that the function f is not necessarily scalar. It is sometimes
possible to express the expected value analytically (as a function of θ), if the function
f is chosen cleverly:

g(θ) def.= E
{
f(z)

}
. (2.38)

Moreover, if this function is invertible, then a method of moments estimate θ̂MM of
the parameters can be formed via

θ̂MM
def.= g−1

(
1
N

N∑

k=1
f(zk)

)
, (2.39)
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which converges with probability one to g−1 (E
{
f(z)

})
= θ∗ as N →∞. If it is not

possible to analytically invert the function g, or if constraints have to be imposed,
then an estimate can be recovered by posing the problem as an optimization problem
where the discrepancy between the sample mean and the analytical expression is
minimized. That is, roughly,

θ̂MM = arg min
θ

∥∥g(θ)− 1
N

N∑

k=1
f(zk)

∥∥

s.t. θ ∈ Θ, (2.40)

where Θ is a constraint set on the parameters θ.
Methods of moments have recently received interest for HMMs (e.g., [27–33])

due to their attractive consistency properties and low computational complexity – a
single pass over the data is required to form the sample mean, and then a single
inversion or optimization problem has to be solved. More specific details are provided
in the upcoming chapters.





Appendix

2.A Statements regarding aperiodicity

Here, we verify the statements made regarding aperiodicity of irreducible chains in
Section 2.2.1.

“An irreducible Markov chain is aperiodic if there exists a self-transition
(that is, if [P ]ii > 0 for some i ∈ X )”.

Proof. By irreducibility, we have that it is possible to go from a state j ∈ X , to the
state i in some time kj→i and then back from i to j in time ki→j . That is, we can
return from j to j in time kj→i + ki→j . However, since i has a self-transition, we
could also stay one time-step extra in state i: j → i→ i→ j. This means that we
would make the round-trip in time kj→i + 1 + ki→j .

That the return from any state j to itself can happen at some time k = kj→i+ki→j
and also at time k + 1, implies that the integer d is 1 for all states – that is, that
the chain is aperiodic.

“An irreducible Markov chain is aperiodic if there exists some positive
integer k such that [P k]ij > 0 for all i, j ∈ X ”.

Proof. Assume k is such that [P k]ij > 0 for all i, j ∈ X . Then

[P k+1]ij = [P kP ]ij

=
X∑

l=1
[P k]il[P ]lj

>

X∑

l=1
[P ]lj

=
X∑

l=1
Pr[xk+1 = j|xk = l]

> 0, (2.41)
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where the last inequality follows from irreducibility – there has to exist some state
from which there is positive probability of transitioning to state j. By induction, it
follows that [P k+n]ij > 0 for all n ≥ 0. In particular, [P k+n]ii > 0 for all n ≥ 0 and
i ∈ X , which implies that the period of all states is 1.

2.B Derivation of the HMM filter

The HMM filter update equation (2.29) can be explicitly derived as follows. Consider
element i of the posterior vector (2.30):

[πk]i = Pr[xk = i|y1:k]

= Pr[xk = i, y1:k]
Pr[y1:k]

= Pr[xk = i, y1:k]
∑X
j=1 Pr[y1:k, xk = j]

= Pr[yk|xk = i, y1:k−1] Pr[xk = i, y1:k−1]
∑X
j=1 Pr[yk|xk = j, y1:k−1] Pr[xk = j, y1:k−1]

= Pr[yk|xk = i, y1:k−1] Pr[xk = i, y1:k−1]
∑X
j=1 Pr[yk|xk = j, y1:k−1] Pr[xk = j, y1:k−1]

= Pr[yk|xk = i]
∑X
l=1 Pr[xk = i, xk−1 = l, y1:k−1]

∑X
j=1 Pr[yk|xk = j]

∑X
l=1 Pr[xk = j, xk−1 = l, y1:k−1]

= Pr[yk|xk = i]
∑X
l=1 Pr[xk = i|xk−1 = l, y1:k−1] Pr[xk−1 = l, y1:k−1]

∑X
j=1 Pr[yk|xk = j]

∑X
l=1 Pr[xk = j|xk−1 = l, y1:k−1] Pr[xk−1 = l, y1:k−1]

= Pr[yk|xk = i]
∑X
l=1 Pr[xk = i|xk−1 = l] Pr[xk−1 = l|y1:k−1] Pr[y1:k−1]

∑X
j=1 Pr[yk|xk = j]

∑X
l=1 Pr[xk = j|xk−1 = l] Pr[xk−1 = l|y1:k−1] Pr[y1:k−1]

= Pr[yk|xk = i]
∑X
l=1 Pr[xk = i|xk−1 = l] Pr[xk−1 = l|y1:k−1]

∑X
j=1 Pr[yk|xk = j]

∑X
l=1 Pr[xk = j|xk−1 = l] Pr[xk−1 = l|y1:k−1]

= Pr[yk|xk = i]
∑X
l=1 Pr[xk = i|xk−1 = l] Pr[xk−1 = l|y1:k−1]

∑X
j=1 Pr[yk|xk = j]

∑X
l=1 Pr[xk = j|xk−1 = l] Pr[xk−1 = l|y1:k−1]

= [B]i,yk

∑X
l=1[P ]l,i[πk−1]l∑X

j=1[B]j,yk

∑X
l=1[P ]l,j [πk−1]l

. (2.42)

It is convenient to express this update on matrix-vector form. Define

Byk

def.= diag(Pr[yk|xk = 1], . . . ,Pr[yk|xk = X]), (2.43)
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i.e., the diagonal matrix with column yk of the observation matrix B as its diagonal.
Then,

[πk]i = [B]i,yk

∑X
l=1[P ]l,i[πk−1]l∑X

j=1[B]j,yk

∑X
l=1[P ]l,j [πk−1]l

= [B]i,yk
[PTπk−1]i∑X

j=1[B]j,yk
[PTπk−1]j

= Pr[yk|xk = i][PTπk−1]i∑X
j=1 Pr[yk|xk = j][PTπk−1]j

=
∑X
l=1 δil Pr[yk|xk = l][PTπk−1]l∑X

l=1
∑X
j=1 δjl Pr[yk|xk = l][PTπk−1]l

=
∑X
l=1[diag(Pr[yk|xk = 1], . . . ,Pr[yk|xk = X])]il[PTπk−1]l∑X

l=1
∑X
j=1[diag(Pr[yk|xk = 1], . . . ,Pr[yk|xk = X])]jl[PTπk−1]l

=
∑X
l=1[Byk

]il[PTπk−1]l∑X
l=1
∑X
j=1[Byk

]jl[PTπk−1]l

= [Byk
PTπk−1]i

1TByk
PTπk−1

, (2.44)

or, finally,

πk = Byk
PTπk−1

1TByk
PTπk−1

. (2.45)





Chapter 3

An asymptotically efficient
method of moments for

known-sensor HMMs

3.1 Introduction

The standard way of estimating the parameters of an HMM is by employing a
maximum likelihood (ML) criterion. However, numerical “hill climbing” algorithms
for computing the ML estimate, such as direct maximization using Newton-Raphson
(and variants, e.g., [2, 3, 66, 67]) and the expectation-maximization (EM, e.g, [2, 3,
7, 24]) algorithm are, in general, only guaranteed to converge to local stationary
points in the likelihood surface. It is also known that these schemes can, depending
on the initial starting point of the algorithms, the shape of the likelihood surface
and the size of the data set, exhibit long run-times.

An alternative to ML criterion is to match moments of an HMM, resulting
in a method of moments estimator (see, e.g. [25] for details). In such a method,
observable correlations in the HMM data are related to the parameters of the system.
The correlations are empirically estimated and used in the inverted relations to
recover parameter estimates. A number of methods of moments for HMMs have
been proposed in the recent years; e.g., [27–33]. The main benefits over iterative
ML schemes are usually consistency and a shorter run-time, however, since typically
only low-order moments are considered, there is a loss of efficiency in the resulting
estimate.

In the present chapter, the problem of estimating the transition probabilities
of a finite discrete-time HMM with known sensor uncertainties, i.e., observation
matrix, is considered. This setup can be motivated in two ways: firstly, it can be
seen as the second step in a decoupling approach to learning the HMM parameters
(see [30]), or alternatively, by any application where the sensor used to measure the
system is designed/known to the user.

The main idea in this chapter is a hybrid two-step algorithm based on combining

29



30 An asymptotically efficient method of moments

the advantages of the two aforementioned approaches. The first step uses a method
of moments estimator which requires a single pass over the data set (compared to
iterative algorithms, such as EM, that require multiple iterations over the data set).
The second step uses the method of moments estimate to initialize a non-iterative
second-order direct likelihood maximization procedure. This allows us to avoid
resorting to ad hoc heuristics for localizing a good starting point. More importantly,
we show that it is sufficient to perform only a single iteration of the ML procedure to
obtain an asymptotically efficient estimate. Put differently, only two passes through
the data set are necessary in order to obtain an asymptotically efficient estimate.

To summarize, the main contributions of this chapter are:

• a proposed two-step identification algorithm that exploits the benefits of both
the method of moments approach (low computational burden and consistency)
and direct likelihood maximization (high accuracy);

• we prove the consistency and asymptotic efficiency of the proposed estimator.
Hence, the problem of only local convergence that may haunt iterative ML
algorithms, such as EM, is shown to be avoided;

• numerical studies that show that the proposed method is up to an order of
magnitude faster than the standard EM algorithm – with comparable accuracy
(when the EM iterations approach the global optimum of the likelihood
function). Moreover, the run-time is, roughly, constant for a fixed data size,
whereas the run-time of EM is highly dependent on the data (due to the
number of iterations needed for convergence).

The outline of the remaining part of this chapter is as follows. We first present a
brief overview of related work below. Section 3.2 then poses the problem formally,
and Section 3.3 presents the algorithm. In Section 3.4 asymptotic efficiency is proven,
and Section 3.5 presents numerical studies.

3.1.1 Related work
HMM parameter estimation is by now a classical area (with more than 50 years of
literature). There has recently been interest in the machine learning community for
employing methods of moments for HMMs. The method presented in [29, Appendix
A] demonstrates how to recover explicit estimates of the transition and observation
matrices by exploiting the special structure of the moments of an HMM. This
method has been further generalized and put in a tensor framework; see, e.g.,
[28], [31] and references therein. The appealing attribute of these methods is that
they generate non-iterative estimates using simple linear algebra operations (eigen
and singular-value decompositions). However, the non-negativity and sum-to-one
properties of the estimated probabilities cannot be guaranteed.

There are a number of proposed methods of moments for HMMs formulated
as optimization problems (which allow constraints to be forced on the estimates),
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e.g., [27], [30] and [33]. The identification problem is decoupled in [30] into two
stages: first an estimation of the output parameters, and then a moment matching
optimization problem. The resulting optimization problem is related to the one in
[27] and to the problem in the present work. The method we propose in this chapter
could be seen as a possible improvement of the second step in the setting of [30].

In the general setting, hybrid approaches, such as the combination of EM and
direct likelihood maximization, and other attempts to accelerate EM has been
studied in, e.g., [68, 69]. Iterative direct likelihood maximization for HMMs, as well
as methods for obtaining the necessary gradient and Hessian expressions, are treated
in, e.g., [2, 66, 70–73]. The combination of a method of moments and EM has, in
the case of HMMs, been considered in [30].

3.2 Problem formulation

Consider a discrete-time finite-state HMM, as defined in the previous chapter. We
let the HMM moments be joint probabilities of tuples of observations. The second
order moments can be represented by Y × Y matrices Mk with elements

[Mk]ij = Pr[yk = i, yk+1 = j]. (3.1)

The following equation (see the appendix for a derivation) relates the second order
moments and the system parameters,

Mk = BT diag((PT )kπ0)PB, (3.2)

and is the key to the method of moments formulation of the problem.
As we are interested in the asymptotic behaviour, we make the assumption that

the initial distribution π0 is known to us – its influence will anyway diminish over
time. The most important assumption we make is that the observation probabilities
B are known. There are three motivations for this assumption: i) it admits the
problem to a convex formulation, ii) it holds in any real-world application where the
sensor is designed by the user, and iii) our method can be seen as an intermediate
step of the decoupling approach in [30]. The identification problem we consider is,
hence,

Problem 3.1. Consider an HMM with known initial distribution π0 and known
observation matrix B. The HMM is initialized according to π0 and a sequence of
observations y0, y1, . . . , yN is obtained. Given the sequence of N + 1 observations
{yk}Nk=0, estimate the transition matrix P .

3.3 Asymptotically efficient two-step algorithm

In this section, we outline the two-step algorithm which is the main contribution of
this chapter.
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Step 1. Initial method of moments estimate
In light of (3.1), use the empirical moments estimate

[M̂∞]ij = 1
N

N−1∑

k=0
I{yk = i, yk+1 = j}, (3.3)

for the (stationary) second order moments.
In the moment matching optimization problem, we need to impose a number of

constraints. Firstly, that the transition matrix is a valid stochastic matrix, that is:
the non-negativity and sum-to-one properties of its rows. We will require that the
transition matrix of the HMM is ergodic (aperiodic and irreducible). This implies,
first of all, that π∞ is the right eigenvector of PT corresponding to the eigenvalue 1
and therefore satisfies the condition π∞ = PTπ∞, and secondly, that π∞ has strictly
positive entries. We therefore also include in the optimization problem a polytopic
bound

¯
Π on π∞ such that for a vector x ∈

¯
Π⇒ x > 0.1

To summarize, estimating the transition matrix P involves solving the optimiza-
tion problem (as the limit is taken in equation (3.2) towards stationarity):

min
π∞,P

‖M̂∞ −BT diag(π∞)PB‖2F
s.t. P ≥ 0, π∞ ≥ 0,

P1 = 1, 1Tπ∞ = 1,
π∞ ∈ ¯

Π, π∞ = PTπ∞. (3.4)

This is, in general, a non-convex optimization problem. The lemma below shows
that convex optimization techniques can be used to solve the problem.

Lemma 3.1. The solution of problem (3.4) is obtainable by solving the convex
problem

min
A

‖M̂∞ −BTAB‖2F
s.t. A ≥ 0,1TA1 = 1,

A1 ∈
¯
Π, A1 = AT1, (3.5)

and using (3.7) and (3.8), see below, to recover π∞ and P from the variable A.

Proof. In problem (3.5), we identify the product diag(π∞)P in problem (3.4) as a
new parameter A, i.e.,

A = diag(π∞)P, (3.6)
1This polyhedron can, for example, be obtained if it is possible to a priori lower bound the

elements of the transition matrix P using another matrix L. In particular, this is possible since then
the stationary distribution π∞ lies in a polyhedron

¯
Π spanned by the normalized (i.e., non-negative

and with elements that sum to one) columns of the matrix (I − LT )−1 – see [74] for details.
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and optimize over its elements instead of over π∞ and P jointly. Notice that it is
possible to recover π∞ and P from A as follows. First, recover π∞ from

A1 = diag(π∞)P1 = π∞, (3.7)

employing the fact that P1 = 1. Second, recover P from

diag(π∞)−1
A = diag(π∞)−1 diag(π∞)P = P. (3.8)

The lemma follows by noting that the cost functions in problems (3.4) and (3.5) are
the same, and then mapping feasible solutions between the two problems.

Solving problem (3.5) requires only a single pass over the data to obtain M̂∞,
and then solving a data-size independent convex (quadratic) optimization problem
to compute an estimate of the transition matrix P . The trade-off compared to
ML estimation, which requires multiple iterations over the observation data set,
is, of course, between estimation accuracy and computational cost: the method of
moments outlined above employs only the second order moments and will hence
have disregarded some of the information available in the observed data.

Step 2. Single Newton-Raphson step

We propose to exploit the trade-off by first obtaining an estimate of P using the
convex method of moments (3.5), and then taking a single Newton-Raphson step
on the likelihood function to increase the accuracy of the estimate.

The (log-)likelihood function of the observed data is

lN (θ) = log Pr[ {yk}Nk=0 |x0 ∼ π0; θ ], (3.9)

where θ is a (continuously differentiable) parametrization of the transition matrix
P . Denote the estimate resulting from the method of moments (3.5) as θ̂MM. Then
a single Newton-Raphson step is performed as follows:2

θ̂NR = θ̂MM −
[
∇2
θlN (θ̂MM)

]−1 ∇θlN (θ̂MM), (3.10)

where the gradient ∇θlN (θ̂) and Hessian ∇2
θlN (θ̂) can be computed recursively – see

e.g., [2, 66, 70–73].
Compared to direct maximization of the likelihood function using the Newton-

Raphson method (see, e.g., [2, 71]), this procedure is non-iterative and hence, the
gradient and Hessian need only to be computed once.

2We assume that parametrization handles the constraints, if not, then the Newton-Raphson
step can be formulated as a constrained quadratic program.
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3.4 Analysis

In this section we analyze the properties of the proposed algorithm. First we state
the assumptions.

Assumption 3.1. The transition matrix P has positive elements. The observation
matrix B is given, has full row rank and positive elements. There is a polytopic
bound on π∞ such that all components of π∞ are greater than zero.

The following lemma establishes (strong) consistency of the method of moments
procedure.

Lemma 3.2. The estimates of P and π∞ obtained using (3.7) and (3.8) from
problem (3.5) with the estimator M̂∞ in (3.3), converge to their true values as the
number of observations N →∞ with probability one.

Proof (outline). The lemma follows by showing

1. that the estimate M̂∞ converges to M∞ (using a law of large numbers, [2,
Theorem 14.2.53]);

2. that the solution Â of the optimization problem converges to A (follows by the
fundamental theorem of statistical learning [75, Lemma 1.1] and the convexity
of the cost function [76, Theorem 10.8]);

3. that the solution of the optimization problem Â can be uniquely mapped to
P and π∞.

Full details are available in the appendix.

Next, we provide the main theorem of this chapter.

Theorem 3.1. The estimate θ̂NR obtained by the two-step algorithm (3.5)-(3.10)
is asymptotically efficient, i.e., as N →∞,

√
N(θ̂NR − θ∗)→d N (0, I−1

F (θ∗)), (3.11)

where N denotes the normal distribution, θ∗ corresponds to the true parameters and
IF is the Fisher information matrix.

Proof (outline). The theorem follows by showing that

1. the estimate M̂∞ follows a central limit theorem [77, Corollary 5], and using
this, concluding that M̂∞ = M∞ +Op(N−1/2) [78, Appendix A];

2. this order in probability can be propagated through the optimization problem
(3.5) to obtain a similar order on P̂ and π̂∞ [79, Theorem 2.1];
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Figure 3.1: RMSE and run-time simulation data for a varying number of samples.

3. verifying that certain regularity conditions hold to ensure that we have a
central limit theorem for the gradient and a law of large numbers for the
Hessian matrix of the log-likelihood function [2, Theorems 12.5.5 and 12.5.6];

4. verifying by explicit computation that the single Newton-Raphson step yields
an asymptotically efficient estimator.

Again, full details are available in the appendix.

3.5 Numerical evaluation

In this section, we evaluate the performance of the proposed two-step algorithm and
compare it to the standard EM algorithm for ML estimation. The EM implementation
of Matlab R2015a was employed (modified as to account for the fact that the
observation matrix is assumed known). The first step of the proposed algorithm,
i.e., solving the convex optimization problem (3.5), was performed using the CVX
package [80]. The second step, i.e., the single Newton-Raphson update (3.10), can be
implemented in (at least) two ways. The first is to recursively compute the gradient
and Hessian as explained in, e.g., [2, 66, 70–73]. The second, and the one we opted
for, is to use automatic differentiation (AD, e.g., [81]). We interfaced Matlab to the
ForwardDiff.jl-package in Julia [82] in our implementation. A small regularization
term was added to the Hessian. Each simulation was run on an Intel Xeon CPU at
3.1 GHz.

We sampled observations from randomly generated systems of size X = Y = 5.
Notice that there are a total of 20 unknown parameters (i.e., elements of P ) to
estimate for such systems. We used an elementwise lower bound

¯
Π of one tenth

of the minimum element of the true stationary distribution of each system. We
compared the performance of the proposed two-step algorithm (2S) to the estimate
resulting from the method of moments (MM), as well as, the EM algorithm started
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Figure 3.2: Each box contains 100 simulations. Left: RMSEs of the proposed algorithm
at different data sizes. Right: RMSEs at 5·105 samples (one outlier not seen).

in two different initial points: a random point (EM), and the method of moments
estimate (EM-MM).

Figure 3.1 presents the median over 100 simulations for each batch size of, left,
the root mean squared errors (RMSEs) and, right, the run-times. Figure 3.2 presents
box plots of, left, the RMSEs of the proposed algorithm at various data sizes and,
right, the RMSEs of the compared algorithms for 5 · 105 samples. All boxes contain
100 simulations. Three things can be noted from the figures.

First, in the left plot of Figure 3.1, the loss of accuracy resulting from only using
the second order moments is apparent from the distance between the MM-curve and
the EM-curves. Effectively, the method of moments considers only subsequences of
length two in the observed data, instead of the statistics of the full data sequence
as in EM. This can also be seen in the right plot of Figure 3.2.

Second, also in the left plot of Figure 3.1, we see that the asymptotic results
become valid at around 105 samples when the accuracy of the 2S estimate becomes
comparable to that of EM. In other words, the initial estimate is now sufficiently
close to the optimum for the second order approximation to be appropriate. That
the number of observed outliers drop in the left plot of Figure 3.2 indicates the
same conclusion: the outliers occurred when the Hessian was not negative definite –
a result of the Newton-Raphson step leading the iterate towards a local stationary
point. Note that this can be detected prior to employing the method.

Third, in the right plot of Figure 3.1, it can be see that the run-times of the
compared algorithms differ by up to an order of magnitude. It should moreover be
noted that the run-time of the proposed algorithm is more or less constant for a
fixed data size (i.e., independent of the system and the observations), whereas the
run-time of EM is highly dependent on the data (due to the number of iterations
needed to converge). The maximum run-times for 5 · 105 observations were 1083 and
480 seconds for EM and EM-MM, respectively, whereas for the proposed method it
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was 54 seconds.3

3.6 Conclusion

This chapter has proposed and analyzed a two-step algorithm for identification
of HMMs with known sensor uncertainties. A method of moments was combined
with direct likelihood maximization to exploit the benefits of both approaches:
lower computational cost and consistency in the former, and accuracy in the later.
Theoretical guarantees were given for asymptotic efficiency and numerical simulations
showed that the algorithm can yield an accuracy comparable to that of the standard
EM algorithm, but in up to an order of magnitude less time.

3See the appendix for the full distribution of run-times.





Appendix

3.A Derivation of equation (3.2)

Consider the element at row i and column j of Mk:

[Mk]ij = Pr[yk = i, yk+1 = j]

=
X∑

l,m=1
Pr[yk = i, yk+1 = j|xk = l, xk+1 = m]

× Pr[xk = l, xk+1 = m]

=
X∑

l,m=1
Pr[yk = i|xk = l] Pr[yk+1 = j|xk+1 = m]

× Pr[xk+1 = m|xk = l] Pr[xk = l]

=
X∑

l,m=1
[B]li[B]mj [P ]lm[πk]l

=
X∑

l,m=1
[BT ]il[πk]l[P ]lm[B]mj

= [BT diag(πk)PB]ij
= [BT diag((PT )kπ0)PB]ij ,

where [πk]i = Pr[xk = i], and the last equality follows from equation (2.12).

3.B Proof of Lemma 3.1

To show the equivalence, we first establish that the mappings between P and π∞,
and A are one-to-one using the following lemma.

Lemma 3.3. The mappings (3.6), (3.7) and (3.8) between P and π∞, and A are
one-to-one.

Proof. Recall that π∞ has strictly positive elements. Firstly, given P and π∞, the
equation (3.6) yields a single A. Secondly, assume diag(π∞)P = A = diag(π̃∞)P̃ ,

39
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where P̃ and P are row-stochastic. Multiplying the equation by 1 from the right
yields π∞ = π̃∞. Then, multiplying from the left by diag(π∞)−1 yields P = P̃ .

Thirdly, equations (3.7) and (3.8) yield unique P and π∞ given an A. Fourthly,
assume A and Ã both map to P and π∞, i.e., A1 = π∞ = Ã1, and diag(A1)−1

A =
P = diag(Ã1)−1

Ã. Multiplying the last equation by diag(A1) yields A = Ã.

Next, we note that the cost functions are the same in the two formulations (3.4)
and (3.5) of the problem, and map feasible solutions between the two problems:

i) Feasible solution of (3.4) ⇒ Feasible solution of (3.5)

Assume P and π∞ are feasible for (3.4), and define A = diag(π∞)P . Then:

• P ≥ 0, π∞ ≥ 0⇒ A ≥ 0;

• 1TA1 = 1T diag(π∞)P1 = πT∞1 = 1;

• A1 = diag(π∞)P1 = diag(π∞)1 = π∞ ∈ ¯
Π;

• π∞ = PTπ∞ ⇒ diag(π∞)1 = PT diag(π∞)1 P1=1⇒ diag(π∞)P1 = [diag(π∞)P ]T1⇒
A1 = AT1.

ii) Feasible solution of (3.5) ⇒ Feasible solution of (3.4)

Assume A is feasible for (3.5). Let π∞ = A1 and P = diag(A1)−1
A. Note that

diag(A1)−1 is well-defined since A1 ∈
¯
Π, i.e., A1 > 0. Then:

• A ≥ 0⇒ π∞ ≥ 0 and P ≥ 0;

• Note that for any vector v ∈ Rn, with all elements non-zero, it holds that

[diag(v)−1
v]i =

n∑

j=1
[diag(v)−1]ij [v]j

=
n∑

j=1
I{i = j}[v]−1

i [v]j

= [v]−1
i [v]i

= 1, (3.12)

i.e.,
diag(v)−1

v = 1. (3.13)

From this, we have that 1 = diag(A1)−1
A1 = P1;

• 1TA1 = 1⇒ 1Tπ∞ = 1;

• π∞ = A1 ∈
¯
Π;
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• A1 = AT1 ⇒ π∞ = AT1. Then, again employing equation (3.13): π∞ =
AT1 = AT diag(A1)−1

A1 = [diag(A1)−1
A]TA1 = PTπ∞.

This concludes the proof of Lemma 3.1.

3.C Proof of Lemma 3.2

Here, we provide a sequence of lemmas that give the details on that

1. the estimate M̂∞ converges to M∞,

2. the solution Â of the optimization problem (3.5) converges to the true param-
eter A,

3. the solution Â of the optimization problem (3.5) can be converted uniquely to
P̂ and π̂∞.

3.C.1 Convergence of M̂∞
Lemma 3.4. Let the sequence of N observations from the HMM with initial distri-
bution π0 be the set {yk}Nk=0 and form the empirical estimate (3.3) of the second
order moments. Then the estimate converges, i.e.,

M̂∞ → BT diag(π∞)PB (3.14)

with probability one as the number of observations N →∞.

Before we prove the above lemma, we first introduce two auxiliary lemmas.

Lemma 3.5. Let xk be the state of an HMM and yk the corresponding observation.
Then the process defined by the tuplet (xk, yk, yk−1) is a Markov chain.

Proof. Consider conditioning on the state trajectory:

Pr[xk = p, yk = q, yk−1 = r|
xk−1 = ξk−1, yk−1 = ηk−1, yk−2 = ηk−2, . . . ,

x1 = ξ1, y1 = η1, y0 = η0]

= Pr[yk = q, yk−1 = r|xk = p,

xk−1 = ξk−1, yk−1 = ηk−1, yk−2 = ηk−2, . . . ,

x1 = ξ1, y1 = η1, y0 = η0] ×
Pr[xk = p|

xk−1 = ξk−1, yk−1 = ηk−1, yk−2 = ηk−2, . . . ,

x1 = ξ1, y1 = η1, y0 = η0]



42 An asymptotically efficient method of moments

= Pr[yk = q|xk = p]×
Pr[yk−1 = r|yk−1 = ηk−1] Pr[xk = p|xk−1 = ξk−1]

= Pr[yk = q|xk = p, xk−1 = ξk−1]×
Pr[yk−1 = r|yk−1 = ηk−1] Pr[xk = p|xk−1 = ξk−1]

= Pr[yk = q, xk = p|xk−1 = ξk−1]×
Pr[yk−1 = r|yk−1 = ηk−1]

= Pr[yk = q, xk = p|xk−1 = ξk−1, yk−1 = ηk−1]×
Pr[yk−1 = r|yk−1 = ηk−1, xk−1 = ξk−1]

= Pr[xk = p, yk = q, yk−1 = r|xk−1 = ξk−1, yk−1 = ηk−1]

= Pr[xk = p, yk = q, yk−1 = r|
xk−1 = ξk−1, yk−1 = ηk−1, yk−2 = ηk−2]. (3.15)

This verifies that the Markov property is satisfied.

The above lemma allows us to recast the HMM into a Markov chain so that we
can leverage convergence results related to Markov chains. The following lemma
guarantees necessary properties of this new Markov chain:

Lemma 3.6. If the transition and observation matrices of the HMM referred to in
Lemma 3.5 have all elements strictly positive, then the Markov chain (xk, yk, yk−1)
is irreducible and aperiodic.

Proof. The transition matrix of the lumped Markov chain consists of multiplications
between elements of the P and B matrices (which are strictly positive) and zeros
(whenever the common observation is not shared):

Pr[xk = p, yk = q, yk−1 = r|xk−1 = s, yk−1 = t, yk−2 = u]
= Pr[xk = p, yk = q|xk−1 = s, yk−1 = t, yk−2 = u]
× Pr[yk−1 = r|xk−1 = s, yk−1 = t, yk−2 = u]

= Pr[xk = p, yk = q|xk−1 = s] Pr[yk−1 = r|yk−1 = t]
= Pr[yk = q|xk = p, xk−1 = s] Pr[xk = p|xk−1 = s]I{r = t}
= [B]p,q[P ]s,pI{r = t}. (3.16)

It can be shown that any state can reach any state with positive probability in
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at most two steps (⇒ irreducibility):

Pr[xk = p, yk = q, yk−1 = r|xk−2 = v, yk−2 = w, yk−3 = z]

=
∑

s,t,u

Pr[xk = p, yk = q, yk−1 = r|xk−1 = s, yk−1 = t, yk−2 = u]

× Pr[xk−1 = s, yk−1 = t, yk−2 = u|xk−2 = v, yk−2 = w, yk−3 = z]

=
∑

s,t,u

[B]p,q[P ]s,pI{r = t}[B]s,t[P ]v,sI{u = w}

= [B]p,q
∑

s

[P ]s,p[B]s,r[P ]v,s

> 0. (3.17)

Furthermore, it can be shown that any state with the same two observations has
positive probability of returning to itself in one step (⇒ aperiodicity):

Pr[xk = p, yk = q, yk−1 = q|xk−1 = p, yk−1 = q, yk−2 = q]
= [B]p,q[P ]p,pI{q = q}
> 0. (3.18)

With these two lemmas, we are now ready to prove Lemma 3.4.

Proof of Lemma 3.4. Denote the state of the lumped Markov chain as zk = (yk, yk+1, xk+1)
and let the functions {fij}Yi,j=1 be given by

fij(zk) = I{yk = i, yk+1 = j}. (3.19)

Then,

lim
N→∞

[M̂∞]ij = lim
N→∞

1
N

N−1∑

k=0
I{yk = i, yk+1 = j}

= lim
N→∞

1
N

N−1∑

k=0
fij(zk)

→
∑

z∈Z
[π̃∞]z fij(z)

=
∑

x∈X
[π̃∞](i,j,x)

=
∑

x∈X
lim
k→∞

Pr[(yk, yk+1, xk+1) = (i, j, x)]

= lim
k→∞

Pr[(yk, yk+1) = (i, j)]
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= lim
k→∞

[BT diag((PT )kπ0)PB]ij

= [BT diag(π∞)PB]ij
= [M∞]ij , (3.20)

with probability one, where Z = Y ×Y ×X and π̃∞ is the stationary distribution of
zk. Here, we used that zk is aperiodic and irreducible (Lemma 3.6) and the strong
law of large numbers for Markov chains [2, Theorem 14.2.53].

3.C.2 Convergence of optimization solution
As guaranteed by Lemma 3.4, the estimate M̂∞ will converge to M∞ with probability
one. The next step is to show that the solution(s) of the optimization problem (3.5)
converges to the optimal value, i.e., that Â → A, as M̂∞ → M∞. The following
lemma guarantees that there is a unique solution to the optimization problem and
allows us to write the minimizer from here on.

Lemma 3.7. Under the assumption that B has full row rank, the minimizer of the
optimization problem (3.5) is unique.

Proof. We check that the Hessian of the cost function in (3.5) is positive definite
to ensure strict convexity (see, e.g., [83]). Note that the cost is of the form (see
equation (3.39) below for details):

f(x) = ‖Fx+ g‖22
= xTFTFx+ 2gTFx+ gT g, (3.21)

where F = −BT ⊗BT , which has the Hessian

∇2f(x) = 2FTF. (3.22)

Positive definiteness of the Hessian is, in this case, equivalent to

xT
[
∇2f(x)

]
x > 0 ∀x 6= 0 ⇔

xT
[
2FTF ]x > 0 ∀x 6= 0 ⇔

2(Fx)T (Fx) > 0 ∀x 6= 0 ⇔
2‖Fx‖2 > 0 ∀x 6= 0 ⇔

Fx 6= 0 ∀x 6= 0 ⇔
kerF = {0}. (3.23)

Since (see, e.g., [84])

rank(BT ⊗BT ) = rank(BT ) rank(BT ) = X2, (3.24)

we see that the Y 2 ×X2 matrix F = −BT ⊗BT has full column rank. By (3.23),
this implies uniqueness since, then, the cost function is strictly convex.
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The next lemma says that the sequence of minimizers of the approximate
optimization problems will converge to the minimizer of the true optimization
problem.

Lemma 3.8. Let Â be the minimizer of the optimization problem (3.5) using M̂∞
from equation (3.3), and let A be the minimizer of the optimization problem (3.5)
using instead the true M∞. Then Â converges with probability one to A as M̂∞
tends to M∞ as in Lemma 3.4.

To be able to prove Lemma 3.8, we will make use of another two additional
lemmas. The first one provides results regarding how well a minimizer of an approx-
imate cost function is with respect to the minimizer of the true cost function. In
summary, it says that if we have uniform convergence of the cost function, then the
minimizer of the approximate cost function will converge to the minimizer of the
true cost function, if the parameter set is compact.

Lemma 3.9. Consider a family of random functions fk(θ) : Θ→ R, where Θ is a
compact subset of some Euclidean space. Let θk ∈ arg minθ∈Θ fk(θ). If fk(θ) tends
uniformly to a continuous (on Θ) deterministic limit f̄(θ) with probability one, i.e.,

sup
θ∈Θ
|fk(θ)− f̄(θ)| → 0 (3.25)

with probability one as k →∞, then with Θ∗ = {θ ∈ Θ s.t. θ minimizes f̄(θ)}, we
have that

inf
θ∈Θ∗

‖θk − θ‖ → 0 (3.26)

with probability one as k →∞.

Proof. This follows from Lemma 1.1 of [75] by restricting to the realizations where
(3.25) hold. Similar results also appear in [85] and [26, Ch. 24].

The second auxiliary lemma needed states roughly that if we have pointwise
convergence with probability one of a sequence of convex functions, then we also
have uniform convergence over compact sets with probability one.

Lemma 3.10. Suppose fk(θ) is a sequence of convex random functions defined on
an open convex set S of some Euclidean space, which converges pointwise in θ with
probability one to some f̄(θ). Then

sup
θ∈Θ
|fk(θ)− f̄(θ)| (3.27)

tends to zero with probability one as k →∞, for each compact subset Θ of S.

Proof. This lemma follows from [76, Theorem 10.8] by restricting to the set of
realizations where pointwise convergence holds, which has probability one by as-
sumption.
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Combining these two lemmas allows us to provide proof for Lemma 3.8.

Proof of Lemma 3.8. The cost function in problem (3.5) is strictly convex (see
proof of Lemma 3.7). The set of feasible parameters is compact and convex. From
Lemma 3.4, we know that M̂∞ converges with probability one. Since the cost
function is a continuous mapping of M̂∞, we conclude that the cost function
converges pointwise (in θ = A) with probability one. Hence, the conditions of
Lemma 3.10 are fulfilled. This in turn fulfills the conditions of Lemma 3.9 which
allows us to conclude that Â will tend to A with probability one.

3.C.3 Convergence of P̂ and π̂∞

From Lemma 3.8, we know that Â→ A as the number of samples tends to infinity.
Since the mapping from A to P and π∞ is unique (see Lemma 3.3), we conclude
that the estimates of P and π∞ also will converge. In summary, this concludes the
proof of Lemma 3.2.

3.D Proof of Theorem 3.1

Parts of the proof are inspired by [30].

3.D.1 Central limit theorem for M̂∞
We will first establish that a central limit theorem holds for the estimates. For this,
we employ the following corollary from [77] (see also [2, Theorem 14.2.55]):

Theorem 3.2 (Corollary 5 of [77]). Consider a Harris and uniformly ergodic
Markov chain on X with stationary distribution π∞. Suppose Eπ∞f2(x) <∞, where
f : X → R and Eπ∞ denotes expectation under distribution π∞. Then for any initial
distribution, as N →∞,

√
N(f̄N − Eπ∞f)→d N (0, σ2

f ), (3.28)

where f̄N = N−1∑N
k=1 f(xk) and σ2

f <∞ is a constant.

As in the proof of Lemma 3.4, denote the state of the lumped Markov chain as
zk = (yk, yk+1, xk+1) ∈ Z = Y × Y ×X and let the functions {fij}Yi,j=1 be given by

fij(zk) = I{yk = i, yk+1 = j}. (3.29)

Then Theorem 3.2 guarantees that4:

√
N

(
1
N

N−1∑

k=0
fij(zk)−

∑

z∈Z
[π̃∞]z fij(z)

)
→d N (0, σ2

ij). (3.30)

4The chain zk is uniformly (Harris) ergodic since it is irreducible, aperiodic (by Lemma 3.6)
and finite – see, for example, [86] for details.
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By changing back to the original variables, in similar vain as in the derivation of
equation (3.20);

√
N

(
1
N

N−1∑

k=0
I{yk = i, yk+1 = j} − lim

k→∞
Pr[yk = i, yk+1 = j]

)
→d N (0, σ2

ij),

(3.31)
we obtain that √

N
(

[M̂∞]ij − [M∞]ij
)
→d N (0, σ2

ij), (3.32)

where σ2
ij <∞ are constants.

3.D.2
√
N-consistency of M̂∞

We now establish that M̂∞ is a
√
N -consistent estimator using the above result and

the following lemma.

Lemma 3.11 (Appendix A, [78]). If a sequence of random variables ZN and a
constant z0 tend in distribution to another random variable Z (as N →∞) according
to √

N(ZN − z0)→d Z, (3.33)
then

ZN − z0 = Op(N−1/2). (3.34)

Leveraging the above lemma, we conclude that

[M̂∞]ij = [M∞]ij +Op(N−1/2). (3.35)

This, by definition, means that for every ε > 0, we can find a constant cij(ε) such
that for all N sufficiently large,

Pr
[√

N
∣∣[M̂∞]ij − [M∞]ij

∣∣ > cij(ε)
]
< ε. (3.36)

3.D.3
√
N-consistency of Â

We now propagate the
√
N -consistency of M̂∞ to the variable Â through the

optimization problem (3.5). To do this, we will employ a result ([79]) on how the
solution of a quadratic program (QP) depends on perturbations to the coefficients
of the problem.

In order to do this, we will rewrite problem (3.5) on the standard form for a QP
as given in [79]:

min
x

1
2x

TQx− qTx

s.t. Gx ≤ g,
Dx = d, (3.37)
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where Q is a positive definite matrix. This can be done by using the identity

vec(ΣTΥ) = (ΥT ⊗ Σ) vec(T ), (3.38)

which holds for arbitrary matrices Σ, T and Υ of appropriate dimensions – see, e.g.,
[84]. In particular, this gives that

‖M̂∞ −BTAB‖2F = ‖ vec(M̂∞ −BTAB)‖22
= ‖ vec(M̂∞)− vec(BTAB)‖22
= ‖ vec(M̂∞)− (B ⊗B)T vec(A)‖22
= vec(M̂∞)T vec(M̂∞)
− 2 vec(M̂∞)T (B ⊗B)T vec(A)
+ vec(A)T (B ⊗B)(B ⊗B)T vec(A), (3.39)

so that, by identifying the variables in (3.37),

Q = 2(B ⊗B)(B ⊗B)T , (3.40)
q̂ = 2(B ⊗B) vec(M̂∞), (3.41)

and where the decision variable is x = vec(A). Note that the constant term has been
dropped (since it does not influence the solution). To keep the following presentation
clear, we will only replace the quantities in (3.37) by what they are identified with
when needed. Moreover, note that the constraints can similarly be translated to the
form of (3.37) by vectorization – for example, 1TA1 = 1 translates to 1T vec(A) = 1
(i.e., 1Tx = 1).

The uncertainty in the optimization problem (3.5), resulting from the estimation
procedure, lies in the estimate of the moments M̂∞. This only influences the cost
function (the vector q in particular), not the constraints. We now ask ourselves how
this uncertainty in M̂∞ propagates through the QP into our variable of interest Â.

Denote the minimizer of the nominal problem (3.37), where M∞ is used instead
of M̂∞, as x∗ (that is, vec(A), in our variables) and let

x̂∗ = arg min
x

1
2x

TQx− q̂Tx, (3.42)

subject to the same constraints as in problem (3.37). Then [79, Theorem 2.1] provides
the following bound on the distance between the solution of the nominal QP and
the solution of the perturbed QP:

‖x∗ − x̂∗‖2 ≤
δ

λ− δ (1 + ‖x∗‖2), (3.43)

where δ = ‖q − q̂‖2 and λ is the smallest eigenvalue of Q.5

5λ > δ holds if N is large enough (so that δ is small enough).
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Let σ1(·) denote the largest singular value, then we note that (for every ε > 0)

δ = ‖q − q̂‖2
= ‖2(B ⊗B) vec(M∞)− 2(B ⊗B) vec(M̂∞)‖2
= 2 ‖(B ⊗B)(vec(M∞)− vec(M̂∞))‖2
≤ 2σ1(B ⊗B) ‖ vec(M∞)− vec(M̂∞)‖2
≤ 2σ1(B ⊗B) ‖ vec(M∞)− vec(M̂∞)‖1
= 2σ1(B ⊗B)

∑

i,j∈Y

∣∣[M∞]ij − [M̂∞]ij
∣∣

≤ 2σ1(B ⊗B)
∑

i,j∈Y

cij(ε)√
N

≤ 1√
N

2σ1(B ⊗B) Y 2 max
i,j

cij(ε)

def.= 1√
N

K(ε), (3.44)

with probability greater than 1− ε, where cij(ε) are the constants in the stochastic
order (3.36). Also note that

‖x∗‖2 = ‖ vec(A)‖2 ≤ ‖1X2‖2 =
√
X2 = X, (3.45)

due to the sum-to-one constraint of A.
Hence, for every ε > 0 (and N sufficiently large), we have in the bound (3.43),

that

‖A− Â‖F = ‖ vec(A)− vec(Â)‖2
= ‖x∗ − x̂∗‖2

≤ δ

λ− δ (1 + ‖x∗‖2)

≤ δ

λ
(1 + ‖x∗‖2)

≤ 1√
N

K(ε) (1 +X)
λ

(3.46)

with probability greater than 1− ε. This shows that

Â = A+Op(N−1/2). (3.47)
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3.D.4
√
N-consistency of π̂∞ and P̂

We now continue the propagation to the variables π̂∞ and P̂ that are obtained from
Â. Again, for any ε > 0, we have using equation (3.7) that

‖π∞ − π̂∞‖2 = ‖A1− Â1‖2
= ‖(A− Â)1‖2
≤
(

max
‖y‖2=1

‖(A− Â)y‖2
)
‖1‖2

≤ ‖A− Â‖F ‖1‖2
= ‖A− Â‖F

√
X

≤ 1√
N

K(ε) (1 +X)
√
X

λ
(3.48)

holds with probability greater than 1− ε.
Continuing, equations (3.7) and (3.8) tell us that

‖P − P̂‖F = ‖ diag(A1)−1
A− diag(Â1)−1

Â‖F . (3.49)

We will use that, for two invertible diagonal matrices D1 and D2, and arbitrary
matrices Σ and Υ (of suitable dimensions), it holds that:

‖D−1
1 Σ−D−1

2 Υ‖F = ‖D−1
1 D−1

2 (D2Σ−D1Υ)‖F
≤ ‖D−1

1 D−1
2 ‖F ‖D2Σ−D1Υ‖F

≤ ‖D−1
1 ‖F ‖D−1

2 ‖F ‖D2Σ−D1Υ +D1Σ−D1Σ‖F
= ‖D−1

1 ‖F ‖D−1
2 ‖F ‖(D2 −D1)Σ +D1(Σ−Υ)‖F

≤ ‖D−1
1 ‖F ‖D−1

2 ‖F
×
(
‖D2 −D1‖F ‖Σ‖F + ‖D1‖F ‖Σ−Υ‖F

)
. (3.50)

Equation (3.49) together with equation (3.50) yield

‖P − P̂‖F ≤ ‖diag(A1)−1‖F ‖diag(Â1)−1‖F
×
(
‖Â1−A1‖2‖A‖F + ‖A1‖2‖A− Â‖F

)
, (3.51)

where the first factor is bounded by a constant due to the ergodicity assumptions
(the stationary distribution has strictly positive elements) and the terms in the
parenthesis have trivial bounds, or can be bounded using equations (3.46) and (3.48).
Hence, for any ε > 0 (and N sufficiently large), we have that ‖P − P̂‖F ≤ constant√

N
with probability greater than 1− ε, or equivalently that,

P̂ = P +Op(N−1/2). (3.52)
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3.D.5 Delta-method

Since the parametrization of the transition matrix is continuously differentiable, the
relation (3.52) can be propagated to the parameters θ to obtain

θ̂MM = θ∗ +Op(N−1/2), (3.53)

using the Delta-method (for example, [64]).

3.D.6 Regularity of the likelihood function

Denote the Fisher information matrix as IF (θ∗). Then Theorems 12.5.5 and 12.5.6
of [2] guarantee that we have a central limit theorem for the score function and a
law of large numbers for the observed information matrix, as follows:

N−1/2∇θlN (θ∗)→d N (0, IF (θ∗)), (3.54)
N−1∇2

θlN (θ∗)→p −IF (θ∗), (3.55)

as N →∞, since our chain is finite and P,B > 0.

3.D.7 Asymptotic efficiency by Newton-Raphson

The next lemma says that if we have a
√
N -consistent estimator, then one Newton-

Raphson step is sufficient to obtain an asymptotically efficient estimator. This result
appears in, for example, [26] and [64].

Lemma 3.12. Let θ̂init = θ∗+Op(N−1/2). Then, one Newton-Raphson step starting
in θ̂init on lN (θ) gives an asymptotically efficient estimator, i.e., with

θ̂NR = θ̂init −
[
∇2
θlN (θ̂init)

]−1 ∇θlN (θ̂init), (3.56)

we get
√
N(θ̂NR − θ∗)→d N (0, I−1

F (θ∗)). (3.57)
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Proof. We have that
√
N(θ̂NR − θ∗) =

√
N(θ̂init − θ∗)−

√
N
[
∇2
θlN (θ̂init)

]−1∇θlN (θ̂init)

=
√
N(θ̂init − θ∗)−N−1/2[− IF (θ∗) + op(1)

]−1[∇θlN (θ∗)
+∇2

θlN (θ∗)(θ̂init − θ∗) + op(1)
]

=
√
N(θ̂init − θ∗)−

[
− IF (θ∗) + op(1)

]−1
[
N−1/2∇θlN (θ∗)

+
√
N [−IF (θ∗) + op(1)](θ̂init − θ∗) + op(1)

]

=
√
N(θ̂init − θ∗) + I−1

F (θ∗)
[
N−1/2∇θlN (θ∗)

− IF (θ∗)
√
N(θ̂init − θ∗)

]
+ op(1)

= I−1
F (θ∗)N−1/2∇θlN (θ∗) + op(1)

→d N (0, I−1
F (θ∗)IF (θ∗)I−TF (θ∗)

= N (0, I−1
F (θ∗). (3.58)

Lemma 3.12, together with the results of subsections 3.D.5 and 3.D.6, conclude
the proof of Theorem 3.1 by taking θ̂init = θ̂MM .
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3.E Run-times
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Figure 3.E.1: Run-times for all 100 simulations in Figure 3.1.

In Figure 3.E.1, we plot the complete distribution of the run-times at N = 5×105

samples from Figure 3.1. It should be noted that the two-step algorithm has a, more
or less, constant run-time, whereas it varies widely for EM depending on the initial
point and the specific data.





Chapter 4

Improving the efficiency of spectral learning

In the previous chapter, we discussed how a method of moments could be combined
with maximum likelihood (ML) techniques to yield a non-iterative asymptotically
efficient estimator of the system dynamics of an HMM for which the sensor used to
measure the underlying Markov chain was known. In the present chapter, we aim to
circumvent this assumption (that is, that the observation matrix is known).

4.1 Introduction

As discussed in the previous chapters, the most widely used identification procedures
for HMMs employ ML techniques. They are commonly based on iterative hill-
climbing algorithms such as the expectation-maximization (EM, e.g., [2, 3, 7])
algorithm, or Newton-based methods (e.g., [2, 3, 66, 67]). However, due to the non-
convexity of the likelihood function and the local-search nature of these algorithms,
they are prone to converge to local minima.

Recently, several method of moments estimators have been proposed for HMMs
(e.g., [27–32, 44, 87, 88]). These estimators first compute empirical estimates of
low-order moments given an HMM observation sequence. They then use (inverted)
relations between these moments and the system parameters to provide parameter
estimates. Benefits of these methods over local-search procedures (e.g., EM) include
lower computational cost, and that they sometimes are amenable to statistical
guarantees in terms of consistency and finite-sample bounds.

However, method of moments algorithms that consider only lower order moments
suffer from a loss of statistical efficiency. Essentially, only short substrings of the
full data sequence are considered in the estimation procedure, and hence, some of
the information available in correlations is lost.

In this chapter, we focus on a popular method proposed in [29]: the spectral
learning (SL) algorithm. SL identifies an observation operator representation (OOR,
[89]) of the HMM, which allows computation of filtering and prediction quantities
related to observations. SL is computationally very efficient – only one pass over the
data is required to obtain moment estimates, and the ensuing moment-matching

55
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is solved using simple linear algebra routines. The main aim of this chapter is to
reduce the aforementioned gap in statistical efficiency for SL. We propose a method
of improving the estimated model by considering the statistics of the full data as a
second step – allowing for extraction of more information.

In particular, we use the initial OOR resulting from SL to approximately com-
pute the likelihood with respect to the observed data. This gives us a proxy to
the likelihood function. Similar to the sensitivity equations of the HMM filter,
that can be used to compute the gradient and Hessian of the likelihood in the
standard parametrization (see, e.g., [2, 3]), we obtain the gradient and Hessian of
the approximate likelihood. These allow us to employ a second order optimization
procedure, inspired by the indirect prediction-error method [90], used in linear
system identification, to improve the estimates.

In summary, the main contributions of this chapter are:

• an identification method of incorporating the statistics of the full observation
sequence as a second step in SL, hence exploiting more of the information
available in the data and increasing the statistical performance;

• a demonstration of the performance of the proposed method in numerical
simulations.

The outline of the rest of the chapter is as follows. We first provide a brief overview
of related work in Section 4.1.1. Section 4.2 then details the OOR formulation, as
well as the problem setup. The proposed method is given in Section 4.3. The
following section, Section 4.4, discusses limitations and practical considerations of
the algorithm. Section 4.5 presents several numerical evaluations of the proposed
procedure. The chapter is concluded with a brief discussion in Section 4.6.

4.1.1 Related work
HMM identification is by now a classical field with a vast literature. ML estimation
using the now-standard Baum-Welch algorithm (EM applied to HMMs) is presented
and discussed in, e.g., [2, 3, 7]. Several alternative methods have been proposed
due to its drawbacks related to only local convergence and high computational cost.
Methods inspired by ideas from subspace identification for linear systems (see, e.g.,
[91]) include [92–97].

Related to these, an interest for utilizing method of moments has in the past few
years spread in the machine learning community. Such methods (of moments) that
recover the standard parameters (i.e., the transition and observation matrices) of an
HMM include [27, 30, 44] and [29, Appendix A] (which has been further generalized
in [28] and [31]).

For certain tasks, learning a full representation of an HMM is superfluous.
Methods of moments have therefore also recently been formulated to learn observable
representations (e.g., [89, 98]) of HMMs, which avoid estimating the transition and
observation matrices explicitly – see e.g., [29, 87, 88]. In terms of increasing the
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statistical efficiency of such methods, [99] and [100] consider initializing EM in the
resulting estimates. The authors of [101] reformulate SL in a generalized method of
moments framework that allows for iterative reweighing of the estimated moments.
The distinguishing feature of our work is that we propose a two-step scheme that
combines the method of moments estimator SL with a Newton-type likelihood
maximization algorithm.

4.2 Preliminaries and problem formulation

4.2.1 Problem formulation
The problem we consider is motivated by the common situation where predicting
the future value of a (non-deterministic) quantity is of interest. Formally, we wish
to solve:

Problem 4.1. Consider a given sequence of N observations sampled from an HMM
with unknown transition and observation matrices. For an arbitrary observation
yk+1 and an arbitrary sequence of observations y1:k, provide a method to estimate
the joint and conditional probabilities of these sequences in the unknown HMM, i.e.,
estimate Pr[y1:k] and Pr[yk+1|y1:k].

As discussed in Chapter 2, the popular EM algorithm is an iterative algorithm
where each iteration consists of two steps: i) estimating the corresponding non-
observed latent states, and ii) fitting the HMM parameters P and B to the estimated
state sequence and the observed output sequence. Under suitable assumptions, the
EM algorithm converges to a local stationary point of the model likelihood. The
joint probability can then be computed directly. For the conditional distribution,
an HMM filter can be employed to obtain the posterior distribution over the latent
state, which can then be propagated via the Chapman-Kolmogorov equation (2.9)
and the observation matrix to obtain the sought distribution. The next subsection
outlines how the problem is solved using spectral learning [29].

4.2.2 Observable operator representation (OOR) of an HMM
In comparison to EM, spectral learning (SL) bypasses identifying the transition
and observation matrices separately when solving Problem 4.1. Instead, it identifies
a parametrization of the HMM (roughly, in terms of products between P and B)
which can be related to only observable quantities – removing the need to estimate
the latent state sequence. In particular, define the first, second and third order
moments of the HMM as,

[Mk
1 ]i = Pr[yk = i], (4.1a)

[Mk
2,1]ij = Pr[yk+1 = i, yk = j], (4.1b)

[Mk
3,y,1]ij = Pr[yk+2 = i, yk+1 = y, yk = j], (4.1c)
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respectively. In the limit, as k → ∞, or if π0 = π∞, we obtain the stationary
moments (that can be directly estimated from observed data) as:

M1
def.= M∞1 , (4.2a)

M2,1
def.= M∞2,1, (4.2b)

M3,y,1
def.= M∞3,y,1. (4.2c)

It is shown in [29] how the moments in (4.2a)-(4.2c) can be used to yield estimates
of Pr[yk+1|y1:k] and Pr[y1:k] under the following assumptions on the HMM: P and
B are full row rank, and π∞ > 0. In particular, it can be done as follows. First, it is
required to find a matrix U ∈ RY×X such that the product BU is invertible.1 The
observation operator representation (OOR) of the HMM is then defined (recall that
† denotes the Moore-Penrose pseudo-inverse) as:

b1 = UTM1, (4.3a)
b∞ = (MT

2,1U)†M1, (4.3b)
By = UTM3,y,1(UTM2,1)†. (4.3c)

Note that b1 and b∞ are vectors, and {By}Yy=1 is a set consisting of Y matrices.

Remark 4.1. This representation is related to the usual parameters of the HMM
as follows (see [29, Lemma 3]):

b1 = (BU)Tπ∞, (4.4a)
bT∞ = 1T (BU)−T , (4.4b)
By = (BU)TPT diag(Bey)(BU)−T . (4.4c)

In terms of this parametrization, the joint probability of a sequence can be
computed (see [29, Lemma 3]) as

Pr[y1, . . . , yk] = bT∞Byk
. . .By1b1. (4.5)

Conditional (prediction) probabilities can be obtained (see [29, Lemma 4]) by
introducing an “internal state”

bk+1 = Byk
bk

bT∞Byk
bk
, (4.6)

and then computing
Pr[yk|y1, . . . , yk−1] = bT∞Byk

bk. (4.7)
1This is usually done by taking U to be the left singular vectors of the thin SVD of M2,1 – see

[29, Lemma 2].
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The SL procedure consists of using empirical estimates of the moments (4.2a)-
(4.2c) to generate an estimate of the OOR (4.3a)-(4.3c). These estimates are then used
in (4.5), (4.6) and (4.7) to, in turn, compute estimates P̂r[y1:k] and P̂r[yk|y1:k−1].2
The usual assumption, to facilitate finite-sample analysis, is that triplets of observa-
tions are sampled independently to form moment estimates. However, in practice,
the full observation sequence is employed to estimate the moments:

[M̂3,y,1]ij = 1
N − 2

N−2∑

k=1
I{yk+2 = i, yk+1 = y, yk = j}, (4.8)

and similarly for M̂2,1 and M̂1. The main idea of this chapter is to exploit this by
extracting more of the information available in the observed data y1:k than just that
of third order correlations employed in the estimator (4.8).

4.3 Spectral learning with likelihood maximization

In this section, we outline our proposed method that improves upon the solution
(4.3a)-(4.3c) and (4.5)-(4.8) provided to Problem 4.1 by SL.

4.3.1 Maximum likelihood estimation
In ML estimation, the unknown parameter θ is chosen so as to maximize the
likelihood of the observed data y1:N :

θ̂ML = arg max
θ∈Θ

Pr[y1, . . . , yN ; θ]

def.= arg max
θ∈Θ

LN (θ), (4.9)

where the feasible set Θ is assumed to be a compact subset of a Euclidean space.
Note that this naturally allows the statistics of the full data sequence to be exploited.
In contrast, the empirical estimator (4.8) of the moments M3,y,1 utilizes the full
data sequence, but effectively, only substrings of length three. Moreover, the ML
estimate θ̂ML has many attractive statistical properties. We propose combining SL
with likelihood maximization in order to obtain the advantages of both approaches.

As mentioned in the previous section, it is shown in [29] that the joint probability
of a sequence of observations can be computed using an OOR as

Pr[y1, . . . , yk] = bT∞Byk
. . .By1b1. (4.10)

If the sequence y1:k is taken to be the observed data, then (4.10) yields the likelihood.
Below, we will discuss how a hill-climbing optimization algorithm can be used to

2A normalization factor is needed in (4.7) when computing with the estimated OOR. However,
it is argued (in [29]) that this factor is always close to one.
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maximize (4.10) with respect to the parameters

θ
def.= {b1, b∞, {By}Yy=1}, (4.11)

subject to suitable constraints – effectively estimating a local stationary point of
problem (4.9).

Note, however, that computing the likelihood of the observed data using relation
(4.10) will quickly result in a numerical underflow. As is customary, we therefore
choose to work with the log-likelihood lN (θ) def.= lnLN (θ) instead. In general, we
have that

lN (θ) =
N∑

k=1
ln Pr[yk|y1:k−1], (4.12)

by repeated conditional factorization3. Each term in (4.12) can be expressed using
(4.7), so that

lN (θ) =
N∑

k=1
ln bT∞Byk

bk, (4.13)

where the bk:s are computed recursively using (4.6).
In summary, we can evaluate the log-likelihood lN (θ) using the recursive proce-

dure:

lk+1(θ) = lk(θ) + ln bT∞Byk
bk,

bk+1 = Byk
bk

bT∞Byk
bk
, (4.14)

for k = 1, . . . , N − 1, with l1(θ) = ln bT∞By1b1.

4.3.2 Likelihood improving step

We will now describe how, starting with initial parameters θinit, one can obtain an
improved model (in a likelihood sense) by applying a single step of a likelihood
maximization algorithm. Assume for now – we provide details in Section 4.4.2 –
that the gradient and Hessian, g def.= ∇θlN (θinit) and H def.= ∇2

θlN (θinit), respectively,
of the log-likelihood (4.13) can be computed. We first construct a second order
approximation of the likelihood function around θinit,

lN (θ) ≈ lN (θinit)

+ gT (θ − θinit) + 1
2(θ − θinit)TH(θ − θinit). (4.15)

3lN (θ) = lnLN (θ) = ln Pr[y1:N ] = ln
∏N

k=1 Pr[yk|y1:k−1] =
∑N

k=1 ln Pr[yk|y1:k−1].
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This approximation is used sequentially as a surrogate for lN (θ) in the Newton-
Raphson method of optimization. Finding a stationary point, i.e., maximizing if H
is negative definite, yields a standard Newton-Raphson update (see, e.g., [83]) as

θNR = θinit − [H]−1g. (4.16)

However, this requires that the model is parametrized in such a way that neces-
sary constraints (for example, positivity and sum-to-one) are dealt with by the
parametrization. This is not the case in the “direct” parametrization (4.11). As will
be discussed below, it is a difficult problem to find a reparametrization such that all
necessary constraints on the OOR parameters are enforced.

To circumvent this, we update the parameters as follows – inspired by the
methodology used in the indirect prediction-error method [90]. Use the second-order
approximation as a surrogate for lN (θ), but impose the constraints θ ∈ Θ to retain
the feasibility of the parameters,

max
θ

gT (θ − θinit) + 1
2(θ − θinit)TH(θ − θinit)

s.t. θ ∈ Θ, (4.17)

which reduces to the standard Newton-Raphson update (4.16) for unconstrained θ.
(The constant term has been dropped since it does not influence the optimization
problem.)

As touched upon above, a complication is that in terms of θ, as defined in (4.11),
the set Θ is difficult to specify. For example, to guarantee that the new iterate yields
valid quantities with respect to relation (4.5), we have to enforce constraints of the
type

Pr[y1:k] = bT∞Byk
. . .By1b1 ≥ 0, (4.18)

for all horizon lengths k and sequences y1:k, as well as
∑

y1:k

Pr[y1:k] =
∑

y1:k

bT∞Byk
. . .By1b1 = 1, (4.19)

for all horizon lengths k. This infinite number of constraints is non-trivial to enforce
in the optimization update (4.17) – in fact, it is a well-known, and difficult, problem
to ensure that empirical OORs fulfill such constraints, see, e.g., [98, 102].

4.3.3 Reparametrized optimization

To circumvent the above difficulties, we choose the moments of the HMM as
decision variables in the optimization problem (4.17). Denote the new parameter
vector as µ = {M3,y,1}Yy=1 (since the lower order moments can be computed by
marginalization), and note that θ = θ(µ) since the OOR θ is obtained using the
mappings (4.3a)-(4.3c) of the moments µ.
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In this parametrization, some of the necessary constraints are easy to formulate.
First of all, we require the elements to fulfill probability-type constraints: non-
negativity,

[M3,y,1]ij ≥ 0,∀y ∈ Y,∀i, j ∈ Y, (4.20)
and sum-to-one,

Y∑

y=1

Y∑

i,j=1
[M3,y,1]ij = 1. (4.21)

Secondly, since the moments are stationary, we have (see, e.g., [103]) that
Y∑

z=1
[M3,i,1]zj =

Y∑

z=1
[M3,j,1]iz, (4.22)

for all i, j ∈ Y. This means that if we marginalize out either yk or yk+2 we get the
same distribution over the remaining two indices.

Denote the set due to constraints (4.20), (4.21) and (4.22) as M. Then the
parameter update (4.17) can be relaxed into the two steps: i) solve

max
µ

ḡT (µ− µinit) + 1
2(µ− µinit)T H̄(µ− µinit)

s.t. µ ∈M, (4.23)

where ḡ def.= ∇µlN (θ(µinit)) and H̄
def.= ∇2

µlN (θ(µinit)), and ii) map the updated
moments µ into an OOR using (4.3a)-(4.3c).

This is a relaxation because µ ∈M does not imply that θ(µ) ∈ Θ (for example,
the OOR θ(µ) might yield negative probabilities when used in relation (4.5)).
However, compared to the conditions fulfilled by the initial empirical OOR (resulting
from mapping the estimator (4.8) using (4.3a)-(4.3c)), it is not a relaxation. In
fact, these constraints are stricter since the empirical moment-estimates are not
guaranteed to be stationary (and hence, to lie inM) for finite data. That the initial
empirical OOR does necessarily lie in Θ will be discussed below, in Section 4.4.3.

4.4 Practical considerations and limitations

In this section, we discuss some practical considerations and limitations of the
method outlined in the previous section.

4.4.1 Convexity
Solving a general quadratic program (QP) is known to be a difficult problem. If
the second-order term is indefinite – in fact, a single eigenvalue is sufficient – the
problem is NP-hard [104]. On the other hand, convex QPs can be solved efficiently.4

4Problem (4.23) can be turned into a minimization problem by changing the sign of the cost
function.
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The constraints in problem (4.23) are clearly convex. With regards to the cost
function, it is not necessary that the quadratic term H̄ is completely semidefinite –
only that its restriction to the feasible set is ([83]). With enough data, the initial
empirical estimate is expected to be in a neighbourhood of the maximum of the
likelihood, so that this holds and convex optimization methods can be employed to
solve the problem efficiently.

4.4.2 Computing the gradient and Hessian
Problem (4.23) requires that the gradient and Hessian of the log-likelihood (4.13)
can be computed. We provide two methods of obtaining these quantities.

Direct computation

It is possible to derive recursive equations in a similar fashion as to how recursive
equations for the gradient and Hessian of the likelihood for an HMM parametrized
in the standard manner (i.e., using P and B) are derived – see, e.g., [3] or [2].
Differentiating the recursion (4.14) with respect to θ, we have that

∂

∂θi
lk+1(θ) = ∂

∂θi
lk(θ) + 1

bT∞Byk
bk

∂

∂θi

{
bT∞Byk

bk
}

= ∂

∂θi
lk(θ) + 1

bT∞Byk
bk

{( ∂

∂θi
bT∞
)
Byk

bk

+ bT∞
( ∂

∂θi
Byk

)
bk + bT∞Byk

( ∂

∂θi
bk

)}

def.= Tl(b∞,Byk
, bk,∇θlk(θ),∇θbk(θ)), (4.24)

and that
∂

∂θi
bk+1 = ∂

∂θi

Byk
bk

bT∞Byk
bk

=
( ∂
∂θi
Byk

)bk + Byk
( ∂
∂θi
bk)

bT∞Byk
bk

− Byk
bk

(bT∞Byk
bk)2

×
{( ∂

∂θi
bT∞
)
Byk

bk + bT∞
( ∂

∂θi
Byk

)
bk

+ bT∞Byk

( ∂

∂θi
bk

)}

def.= Tb(b∞,Byk
, bk,∇θbk(θ)). (4.25)

The derivatives with respect to µ can be obtained from these expressions by the
chain rule. However, these expressions quickly become tedious to implement.
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Automatic differentiation (AD)

An alternative to the explicit direct computation is AD – see, e.g., [81] for a complete
treatment. This is a set of techniques for evaluating (high order) derivatives of a
function (different from numerical or symbolic differentiation). The idea is, roughly,
to rely on the fact that every function implemented on a computer – for example,
the recursion (4.14) – consists of a sequence of simple operations (e.g., additions and
multiplications). This can be exploited by repeated application of the chain rule.

Both the accuracy and the computational complexity of AD are attractive. AD
can compute derivatives of arbitrary order that are accurate to working precision.
Moreover, the computational complexity of evaluating the gradient of a function
is proportional to the complexity of evaluating the function itself. Evaluating the
recursion (4.14) requires O(NX2) operations, and hence, so does acquiring the
gradient. This is comparable to one iteration of EM. AD was used in the simulations
in Section 4.5.

4.4.3 Approximate likelihood

In practice, empirical estimates of the HMM moments (and in turn, of the OOR
parametrization θ) are used. This results in a few subtleties. The likelihood evaluation
(4.13) builds on the relation (4.5), which is valid when θ corresponds to an HMM.
However, with empirical estimates, we have that

P̂r[y1, . . . , yN ] = b̂T∞B̂yN
. . . B̂y1 b̂1

≈ bT∞ByN
. . .By1b1

= Pr[y1, . . . , yN ]. (4.26)

This means that the recursive procedure (4.14) does not necessarily compute a
log-likelihood. In particular, P̂r[y1:N ] is not even guaranteed to be non-negative.
The first immediate consequence of this is that trying to compute the logarithm in
(4.14) might fail. Secondly, the optimization update (4.17) will try to maximize the
left hand side of (4.26), which is an approximation of the likelihood function.

However, since the empirical moment estimates (4.8) will converge to the true
moments (under suitable assumptions on the HMM) and, in turn, the estimates of
the OOR parameters to their true values (by the continuous mapping theorem), we
expect both of these issues to disappear as more data is made available. That HMMs
estimated with method of moments using finite data can yield negative probability
estimates is a known problem. Several workarounds have been proposed: truncation
[98], projecting the estimates back to the feasible set using exterior point methods
[102], etc. We report the number of successful evaluations in our simulations as a
function of the data size in the appendix.



4.5. Numerical examples 65

4.5 Numerical examples

In this section we evaluate the performance of the proposed procedure on numerical
examples using the following measures of accuracy. First, the OOR parametrization
θ allows for estimation of posteriors (predictions) over observations using (4.6) and
(4.7). We define the prediction accuracy as the root mean squared error (RMSE) of
the conditional distribution over yk given y1:k−1 compared to that of a standard
HMM filter, PrHMM[ · |y1:k−1], computed with the true parameters. Formally,

(
1

Ntest

Ntest∑

k=1

∥∥PrHMM[ · |y1:k−1]− P̂r[ · |y1:k−1]
∥∥2

2

) 1
2

, (4.27)

where Ntest is the size of the test data, and · is the distribution over yk.
Second, it can be shown [29, Lemma 3] that the OOR satisfies

By = (BU)TPT diag(Bey)(BU)−T , (4.28)

so that

B def.=
Y∑

y=1
By = (BU)TPT (BU)−T . (4.29)

That is, B is a similarly transformed version of the transition matrix P . Hence, a
second natural choice of accuracy is the RMSEs of the eigenvalues of B̂ compared
to those of P .

4.5.1 Simulations
Consider the HMM with transition and observation matrices

P =




0.85 0.10 0.05
0.05 0.90 0.05
0.25 0.05 0.70


 and B =




0.90 0.05 0.05
0.10 0.80 0.10
0.05 0.05 0.90


,

respectively. This system has 12 unknown parameters (in the standard HMM
parametrization). Figure 4.1 presents the RMSEs, for increasing data lengths, of
the three eigenvalues of B̂ compared to those of the true transition matrix averaged
over 100 realizations. Also plotted are the RMSEs of the estimated eigenvalues of P
using EM started in the true parameters. The matrix B̂ was computed using spectral
learning (SL); followed by one (SL+1), and three (SL+3) subsequent iterations of
the proposed algorithm. The number of successful simulations is reported in the
appendix.
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Figure 4.1: RMSE of the three eigenvalues of B̂ compared to the corresponding
eigenvalues of the true transition matrix P . B̂ was computed using spectral learning
(SL); one (SL+1), and three (SL+3) subsequent iterations of the proposed method. Also
shown are the errors using EM started in the true parameters (EM).
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Figure 4.2: Posterior errors (lower is better), as defined in (4.27), of spectral learning
(SL) and three subsequent iterations of the proposed procedure (SL+3) for two different
training data sizes. The dashed line shows the locii of points for which both methods
give equal RMSE.

It can be seen from Figure 4.1 (by the distances between the SL and SL+1 curves)
that the statistical efficiency of the estimates is enhanced by deploying one iteration
of the second-order likelihood optimization. For smaller data sizes, there is a small
gain in performing a few subsequent iterations – due to the quadratic approximation
being worse when the initial estimate is further from the maximum. By the Perron-
Frobenius theorem, the largest eigenvalue (λ3) of P is 1. The constraints imposed
in the proposed method enforces this, whereas it is apparent from Figure 4.1 that
SL estimates it.

Next, we considered random HMMs with transition and observations matrices
generated according to

P,B = normalize(I + U [0, σ·]), (4.30)

where normalize(·) makes the matrix row-stochastic, and U(0, σ·) is a matrix with
uniformly distributed elements between zero and σ· . The dimensions and dynamics
were X = Y = 3, σP = 0.3 and σB = 0.2.

In Figure 4.2, the full distribution of the posterior (prediction) errors (4.27) for
fixed data sizes Ntrain = 25 000 and 50 000 are plotted for 400 realizations with SL
on the horizontal axis, and three iterations of the proposed method on the vertical
axis. The dashed line shows the locii of points for which both methods give equal
RMSE. The computed likelihood was positive in 374 and 383, respectively, out of
the 400 realizations. A majority of the points fall on the side corresponding to the
proposed method having a better prediction accuracy. The points falling on the
other side of the bisection can in part be explained by, as discussed in Section 4.4.3,
that for finite data, we are only approximately maximizing the likelihood.
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4.6 Conclusions

This chapter has considered identification of HMMs for the purpose of providing
estimates of joint and conditional probabilities over observation sequences. A recently
proposed method of moments from the machine learning community was extended
by, as a second step, combining it with likelihood maximization to increase the
statistical efficiency. In particular, since only substrings of length three of the
observed data were used in the training procedure, some of the information available
in correlations was lost. It was shown in simulations that a single, or a small number
of, maximization steps on a quadratic approximation of the likelihood could indeed
increase the statistical accuracy – demonstrating the feasibility of the method.



Appendix

4.A Number of positive likelihoods

N SL+1 SL+3 N SL+1 SL+3

2511 61 33 20619 100 100
4251 89 76 34902 100 100
7196 95 89 59078 100 100
12181 100 100 100000 100 100

Table 4.A.1: Number of successful computations.

Table 4.A.1 presents the number of the 100 simulations in Figure 4.1 where the
log-likelihood could be computed (i.e., where the estimated likelihood was positive)
using the initial empirical OOR (SL+1 was successful) and after two iterations of the
proposed method (SL+3 was successful).
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Chapter 5

Inverse filtering for hidden Markov models

In the previous two chapters, we studied “direct” parameter inference problems for
HMMs. That is, we assumed that we were given observations from an HMM and
aimed to estimate its parameters. We now propose and consider a more indirect
problem; we assume that we are given state estimates (posterior vectors) from
an HMM filter and aim to reconstruct the sensor specifications along with the
observations that were processed by the filtering system.

5.1 Introduction

Of paramount importance in many applications of HMMs is the classical stochastic
filtering problem, namely:

Given observations from an HMM with known dynamics and observation
likelihood probabilities, compute the posterior distribution of the latent
state.

As discussed in Section 2.4, the solution to this problem (for discrete-time finite
observation-alphabet HMMs) is a recursive algorithm known as the HMM filter. In
this chapter, we consider the inverse of the above problem. In particular, our aim is
to provide solutions to the following inverse filtering problems:

Given a sequence of posteriors (or, more generally, noisily observed
posteriors) from an HMM with known dynamics, compute (estimate) the
observation likelihood probabilities and/or the observations that generated
the posteriors.

To motivate these problems, we give several possible applications of our results
below.

Applications The underlying idea of inverse filtering problems (“inform me
about your state estimate and I will know your sensor characteristics, including

71
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your measurements”) has potential applications in, e.g., autonomous calibration of
sensors, fault diagnosis, and detecting Bayesian behavior in agents. In model-based
fault-detection [105, 106], sensor information together with solutions to related
inverse filtering problems are used to detect abnormal behavior. (As trivial examples:
i) if the true sequence of observations is known from a redundant sensor, it can
be compared to the reconstructed sequence; if there is a mismatch, something is
wrong, or ii) if multiple data batches are available, then change detection can be
performed on the sequence of reconstructed observation likelihoods.) They are also
of relevance in a revealed preference context in microeconomics where the aim is to
detect expected utility maximization behavior of an agent; estimating the posterior
given the agent’s actions is a crucial step, see, e.g., [107].

Recent advances in wearables and smart-sensor technology have led to consumer
grade products (smart watches with motion and heart-beat monitoring, sleep trackers,
etc.) that produce vast amounts of personal data by performing state estimation.
This information can serve as an indicator of health, fitness and stress. It may be
very difficult, or even impossible, to access the raw sensor data since the sensor
and state estimator usually are tightly integrated and encapsulated in intelligent
sensor systems. Inverse filtering provides a framework for reverse engineering and
performing fault detection of such sensors. In Section 5.5, we demonstrate our
proposed solutions on a system that performs automatic sequencing of sleep stages
based on electroencephalogram (EEG) data – the outputs of such an automatic
system are exactly posteriors over the different sleep stages [108].

Another important application of the inverse filtering problem arises in electronic
warfare and cyber-physical security. How can one determine how accurate an enemy’s
sensors are? In such problems, the state of the underlying Markov chain is usually
known (a probing sequence), and one observes actions taken by the enemy which
are based on filtered posterior distributions. The aim is to estimate the observation
likelihood probabilities of the enemy, i.e., determine how accurate its sensors are.

Our contributions It is possible to obtain a solution to the inverse filtering
problem for HMMs by employing a brute-force approach (see Section 5.2.3) –
essentially by testing observations from the alphabet, and at the same time finding
system parameters consistent with the data. However, this leads to a computationally
expensive combinatorial optimization problem. Instead, we demonstrate an efficient
solution based on linear algebra by exploiting the inherent structure of the problem
and the HMM filter. In particular, the contributions of this chapter are three-fold:

1. We propose analytical solutions to three inverse filtering problems for HMMs
that avoid computationally expensive mixed integer linear program (MILP)
formulations. Moreover, we establish theorems guaranteeing unique identifia-
bility.

2. We consider the setting where the output of the HMM filter is corrupted by
noise, and propose an inverse filtering algorithm based on clustering.
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3. We evaluate the algorithm on real-world data for automatic segmentation of
the sleep cycle.

Related work There are only two known cases where the optimal filter allows a
finite dimensional characterization: the HMM filter for (discrete) HMMs, and the
Kalman filter [109, 110] for linear Gaussian state-space models. Inverse filtering
problems for the Kalman filter have been considered in, e.g., [105, 106, 110], however,
inverse filtering for HMMs has, to the best of our knowledge, received much less
attention.

The inverse filtering problem has connections to a number of other inverse
problems in various fields. For example, in control theory, the fundamental inverse
optimal control problem, whose formulation dates back to 1964 [111], studies the
question: given a system and a policy, for what cost criteria is the policy optimal?
In microeconomic theory, the related problem of revealed preferences [112] asks the
question: given a set of decisions made by an agent, is it possible to determine if a
utility is being maximized, and if so, which?

In machine learning, there are clear connections to, e.g., apprenticeship learning,
imitation learning and inverse reinforcement learning, see, e.g., [38–42], which
recently have received much attention. In these, the reward function of a Markov
decision process (MDP) is learned by observing an expert demonstrating the task
that an agent wants to learn to perform.

The key difference between these works and our work is the set of system
parameters we aim to learn.

5.2 Preliminaries

In this section, we formulate the inverse filtering problems, discuss how these can
be solved using combinatorial optimization, and state our assumptions formally.
With regards to notation, in this chapter, we denote the columns of the observation
likelihood matrix as {bi}Yi=1, i.e., B = [b1 . . . bY ].

5.2.1 The HMM filter

Recall from Section 2.4 that in the stochastic filtering problem, the aim is to compute
the posterior distribution πk ∈ RX of the latent state (Markov chain, in our case) at
time k, given observations from the system up to time k. The HMM filter computes
these posteriors via the recursive update:

πk = Byk
PTπk−1

1TByk
PTπk−1

, (5.1)

initialized by π0, where [πk]i = Pr[xk = i|y1, . . . , yk] is the posterior distribution at
time k, Byk

= diag(byk
) ∈ RX×X , and {yk}Nk=1 is a sequence of observations.
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5.2.2 Inverse HMM filtering problem formulations
The inverse filtering problem for HMMs is not a single problem – multiple variants
can be formulated depending on what information is available a priori. We pose and
consider a number of variations of increasing levels of generality depending on what
data we can extract from the sensor system. To restrict the scope of the chapter, we
assume throughout that the transition matrix P is known, and is the same in both
the system and the HMM filter (i.e., we do not consider mismatched HMM-filtering
problems). Formally, the inverse filtering problems considered in this chapter are as
follows:

Problem 5.1 (Inverse filtering problem with unknown observations). Consider the
known data D =

{
P,B, {πk}Nk=0

}
, where the posteriors have been generated by an

HMM-filter sensor. Reconstruct the observations {yk}Nk=1.

Problem 5.2 (Inverse filtering problem with unknown sensor). Consider the known
data D =

{
P, {yk}Nk=1, {πk}Nk=0

}
, where the posteriors have been generated by an

HMM-filter sensor. Reconstruct the observation likelihood matrix B.

Combining these two formulations yields the general problem:

Problem 5.3 (Inverse filtering problem with unknown sensor and observations).
Consider the known data D =

{
P, {πk}Nk=0

}
, where the posteriors have been

generated by an HMM-filter sensor. Reconstruct the observations {yk}Nk=1 and the
observation likelihood matrix B.

Finally, we consider the more general setting where the posteriors we obtain are
corrupted by noise (due to, e.g., quantization, measurement or model uncertainties).
In particular, we consider the case where the following sequence of noisy posteriors
is obtained over time:

π̃k = πk + noise, (5.2)
from the sensor system. We state directly the generalization of Problem 5.3 (the
corresponding generalizations of Problems 5.1 and 5.2 follow as special-cases):

Problem 5.4 (Noise-corrupted inverse filtering problem with unknown sensor
and observations). Consider the data D =

{
P, {π̃k}Nk=0

}
, where the posteriors

πk have been generated by an HMM-filter sensor, but we obtain noise-corrupted
measurements π̃k. Estimate the observations {yk}Nk=1 and the observation likelihood
matrix B.

5.2.3 Inverse filtering as an optimization problem
It is possible to formulate Problems 5.1-5.4 as optimization problems of increasing
levels of generality. As a first step, rewrite the HMM filter equation (5.1) as:1

(5.1) ⇐⇒ bTyk
PTπk−1πk = diag(byk

)PTπk−1. (5.3)
1Multiplication by the denominator is allowed under Assumption 5.1 – see below.
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In Problem 5.3 we need to find what observation occurred at each time instant (a
combinatorial problem), and at the same time reconstruct an observation likelihood
matrix consistent with the data. To be consistent with the data, equation (5.3)
has to be satisfied. This feasibility problem can be formulated as the following
mixed-integer linear program (MILP):

min
{yk}N

k=1,{bi}Y
i=1

N∑

k=1
‖bTyk

PTπk−1πk − diag(byk
)PTπk−1‖∞

s.t. yk ∈ {1, . . . , Y }, for k = 1, . . . , N,
bi ≥ 0, for i = 1, . . . , Y,
[b1 . . . bY ]1 = 1, (5.4)

where the choice of norm is arbitrary since for noise-free data it is possible to exactly
fit observations and an observation likelihood matrix. In Problem 5.1, the bi:s are
dropped as optimization variables and the problem reduces to an integer program
(IP). In Problem 5.2, where the sequence of observations is known, the problem
reduces to a linear program (LP) .

Despite the ease of formulation, the down-side of this approach is that, even
though Problems 5.1 and 5.2 are computationally tractable, the MILP-formulation
of Problem 5.3 can become computationally very expensive for larger data sets. In
the following sections, we will outline how the problems can be solved efficiently by
exploiting the structure of the HMM filter.

5.2.4 Assumptions
Before providing solutions to Problems 5.1-5.4, we state the assumptions that the
HMMs in this chapter need to satisfy to guarantee unique solutions. The first
assumption serves as a proxy for ergodicity of the HMM and the HMM filter – it is
a common assumption in statistical inference for HMMs [2, 57].

Assumption 5.1 (Ergodicity). The transition matrix P and the observation matrix
B are elementwise (strictly) positive.

The second assumption is a natural rank assumption on the observation likeli-
hoods. The assumption says that the conditional distribution of any observation is
not a linear combination of the conditional distributions of any other observations.

Assumption 5.2 (Distinguishable observation likelihoods). The observation likeli-
hood matrix B is full column rank.

We will see that this assumption can be relaxed to the following assumption in
problems where only the sequence of observations is to be reconstructed:

Assumption 5.3 (Non-parallel observation likelihoods). No pair of columns of the
observation likelihood matrix B is colinear, i.e., bi 6= κbj for any real number κ and
any i 6= j.
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Without Assumption 5.3, it is impossible to distinguish between observation i
and observation j. Note also that Assumption 5.2 implies Assumption 5.3.

5.3 Solution to the inverse filtering problem in absence of
noise

In this section, we detail our solutions to Problems 5.1-5.3. We first provide the
following two useful lemmas that will be key to the solutions for Problems 5.1-5.4.
They give an alternative characterization of the HMM-filter update equation (5.3).

Lemma 5.1. The HMM-filter update equation (5.3) can equivalently be written
(
πk(PTπk−1)T − diag(PTπk−1)

)
byk

= 0. (5.5)

The second lemma characterizes the solutions to equation (5.5).

Lemma 5.2. Under Assumption 5.1, the nullspace of the X ×X matrix

πk(PTπk−1)T − diag(PTπk−1) (5.6)

is of dimension one for k > 1.

Proofs of the above two lemmas, along with all other proofs in this chapter, can
be found in the appendix.

5.3.1 Solution to the inverse filtering problem with unknown
observations

In the formulation of Problem 5.1, we assumed that the observation likelihoods
B were known, and aimed to reconstruct the sequence of observations from the
posterior data. Equation (5.5) constrains which columns of the observation matrix
B that are consistent with the update of the posterior vector at each time instant.
Formally, any sequence

ŷk ∈
{
y ∈ {1, . . . , Y } :

(
πk(PTπk−1)T − diag(PTπk−1)

)
by = 0

}
, (5.7)

for k = 1, . . . , N , is consistent with the HMM filter posterior updates. (Recall that
by denotes column y of the observation matrix B.) Since the problems (5.7) are
decoupled in time k, they can trivially be solved in parallel.

Theorem 5.1. Under Assumptions 5.1 and 5.3, the set in the right-hand side of
equation (5.7) is a singleton, and is equal to the true observation, i.e.,

ŷk = yk, (5.8)

for k > 1.
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5.3.2 Solution to the inverse filtering problem with unknown
sensor

The second inverse filtering problem we consider is when the sequence of observations
is known, but the observation likelihoods B are unknown (Problem 5.2). This problem
can be solved by exploiting Lemmas 5.1 and 5.2.

Computing a basis for the nullspace of the coefficient matrix in formulation (5.5)
of the HMM filter recovers, according to Lemmas 5.1 and 5.2, the direction of one
column of B. In particular, the direction of the column corresponding to observation
yk, i.e., byk

. From such basis vectors, we can construct a matrix C ∈ RX×Y where
the yth column is aligned with by. Note that to be able to fully construct this matrix,
every observation from the set {1, . . . , Y } needs to have been observed at least once.

Due to being basis vectors for nullspaces, the columns of C are only determined
up to scalings, so we need to exploit the structure of the observation matrix B
to properly normalize them. To form an estimate B̂ from C, we employ that the
observation likelihood matrix is row-stochastic. This means that we should rescale
each column:

B̂ = C diag(α) (5.9)

for some α ∈ RY , such that B̂1 = 1. Details are provided in the following theorem.

Theorem 5.2. If Assumption 5.1 holds, and every possible observation has been
observed (i.e., that {1, . . . , Y } ⊂ {yk}Nk=1), then:

i) there exists α ∈ RY such that B̂ = B,

ii) if Assumption 5.2 holds, then the choice of α is unique, and B̂ is equal to B.
In particular, α = C†1.

5.3.3 Solution to the inverse filtering problem with unknown
sensor and observations

Finally, we turn to the general formulation in which we consider the combination of
the previous two problems: both the sequence of observations and the observation
likelihoods are unknown (Problem 5.3). Again, the solution follows from Lemmas 5.1
and 5.2. Note that there will be a degree of freedom since we can arbitrarily relabel
each observation and correspondingly permute the columns of the observation
likelihood matrix.

As in the solution to Problem 5.2, computing a basis vector, say c̄k, for the
nullspace of the coefficient matrix in equation (5.5) recovers the direction of one
column of the B matrix. However, since the sequence of observations is unknown, we
do not know which column. To circumvent this, we concatenate such basis vectors
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in a matrix2

C̄ = [c̄2 . . . c̄N ] ∈ RX×(N−1). (5.10)

For sufficiently large N – essentially when every possible observation has been
processed by the HMM filter – the matrix C̄ in (5.10) will contain Y columns out of
which no pair is colinear (due to Assumption 5.3). All the columns that are parallel
correspond to one particular observation. Let {σ1, . . . , σY } be the indices of Y such
columns, and construct

C = C̄Σ (5.11)

using the selection matrix

Σ = [eσ1 . . . eσY
] ∈ R(N−1)×Y , (5.12)

where ei is the ith Euclidean standard-basis vector.

Lemma 5.3. Under Assumption 5.1 and Assumption 5.3, the expected number of
samples needed to be able to construct the selection matrix Σ is upper-bounded by

β−1 (1 + 1/2 + · · ·+ 1/Y ) , (5.13)

where B ≥ β > 0 elementwise.

With C constructed in (5.11), we have obtained the direction of each column of
the observation matrix. However, as before, they need to be properly normalized.
For this, we exploit the sum-to-one property of the observation matrix as in the
previous section. Let

B̂ = C diag(α), (5.14)

for α ∈ RY , such that B̂1 = 1. Details on how to find α are provided in the theorem
below.

This solves the first part of the problem, i.e., reconstructing the observation
matrix. Secondly, to recover the sequence of observations, take

ŷk ∈
{
y ∈ {1, . . . , Y } : b̂y = κc̄k for some real number κ

}
, (5.15)

for k > 1, where b̂y is the yth column of B̂. In words; check which columns of B̂
that the nullspace of the HMM filter coefficient-matrix (5.6) is colinear with at each
time instant.

Theorem 5.3. If Assumptions 5.1 and 5.3 hold, and the number of samples N is
sufficiently large – see Lemma 5.3 – then:

i) there exists α ∈ RY in equation (5.14) such that B̂ = BP, where P is a
permutation matrix.

2We start with c̄2, since we make no assumption on the positivity of π0 – see the proof of
Lemma 5.2 in the appendix.
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ii) the set on the right-hand side of equation (5.15) is a singleton. Moreover, the
reconstructed observations ŷk are, up to relabellings corresponding to P, equal
to the true observations yk.

iii) if Assumption 5.2 holds, then the choice of α is unique, and B̂ = BP. In
particular, α = C†1.

5.4 Solution to the inverse filtering problem in presence of
noise

In this section, we discuss the more general setting where the posteriors obtained
from the sensor system are corrupted by noise. We will see that this problem
naturally fits in a clustering framework since every posterior update will provide us
with a noisy estimate of the direction of one column of the observation likelihood
matrix. We consider an additive noise model of the following form:

Assumption 5.4 (Noise model). The posteriors are corrupted by additive noise
wk:

π̃k = πk + wk, (5.16)

such that 1T π̃k = 1 and π̃k > 0.

This noise model is valid, for example, when each observed posterior vector has
been subsequently renormalized after noise that originates from quantization or
measurement errors has been added.

In the solution proposed in Section 5.3.3 for the noise-free case, the matrix C̄ in
equation (5.10) was constructed by concatenating basis vectors for the nullspaces
of the coefficient matrix in equation (5.5). With perturbed posterior vectors, the
corresponding system of equations becomes

(
π̃k(PT π̃k−1)T − diag(PT π̃k−1)

)
c̃k = 0, (5.17)

where c̃k is now a perturbed (and scaled) version of byk
. That this equation is valid

is guaranteed by the generalization of Lemma 5.2:

Lemma 5.4. Under Assumptions 5.1 and 5.4, the nullspace of the matrix

π̃k(PT π̃k−1)T − diag(PT π̃k−1) (5.18)

is of dimension one for k > 1.

Remark 5.1. In case Assumption 5.4 does not hold, the problem can instead be
interpreted as a perturbed eigenvector problem. The vector c̃k would then be taken
as the eigenvector corresponding to the smallest eigenvalue.



80 Inverse filtering for hidden Markov models

Lemma 5.4 says that we can construct a matrix C̃ (analogous to C̄ in equation
(5.10) of Section 5.3.3) by concatenating the basis vectors from the one-dimensional
nullspaces in (5.17). Due to the perturbations, every solution to equation (5.17)
will be a perturbed version of the solution to the corresponding noise-free version
of the equation. This means that it will not be possible to construct a selection
matrix Σ as was done for C̄ in equation (5.12). However, because there are only Y
unique solutions to the noise-free equations (5.5), it is natural to circumvent this
(assuming that the perturbations are small) by clustering the columns of C̃ into Y
clusters. As the columns of C̃ are only unique up to scalings, the clustering has to
be performed with respect to their angular separations (using, e.g., the spherical
k-means algorithm [113]).

Let C ∈ RX×Y be the matrix of the Y centroids resulting from running a
clustering algorithm on the columns of C̃. Each centroid can be interpreted as a
noisy estimate of one column of the observation likelihood matrix. To obtain a
properly normalized estimate of the observation likelihood matrix, we take

B̂ = CA, (5.19)

where A ∈ RY×Y . Note that, since C now contains noisy estimates of the directions
of the columns of the observation likelihood matrix, we are not certain to be able
to properly normalize it by purely rescaling each column (i.e., taking A to be a
diagonal matrix as was done in Sections 5.3.2 and 5.3.3). A logical choice is the
solution to the following LP:

min
A∈RY×Y

max
i 6=j

∣∣[A]ij
∣∣

s.t. CA ≥ 0,
CA1 = 1, (5.20)

which tries to minimize the off-diagonal elements of A. The resulting rescaling matrix
A guarantees that B̂ = CA is a proper stochastic matrix (non-negative and has
row-sum equal to one), as well as that the discrepancy between the directions of the
columns of C and B̂ are minimized.

The second part of the problem – reconstructing the sequence of observations
– follows naturally from the clustering algorithm; an estimate of the sequence is
obtained by checking to what cluster the solution c̃k of equation (5.17) belongs in
for each time instant.

5.5 Experimental results for sleep segmentation

In this section, we illustrate the inverse filtering problem on real-world data.

Background Roughly one third of a person’s life is spent sleeping. Sleep disorders
are becoming more prevalent and, as public awareness has increased, the usage
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Figure 5.1: One night of sleep in which polysomnographic (PSG) observation data
has been manually processed by an expert sleep analyst according to the R&K rules
to obtain the sleep stages ( ). The posterior distribution over the sleep stages,
resulting from an automatic sleep-staging system, has been summarized to a mean
state estimate ( ).

of sleep trackers is becoming wide-spread. The example below illustrates how the
inverse filtering formulation and associated algorithms can be used as a step in
real-time diagnosis of failure of sleep-tracking medical equipment.

During the course of sleep, a human transitions through five different sleep
stages [114]: wake, S1, S2, slow wave sleep (SWS) and rapid eye movement (REM).
An important part of sleep analysis is obtaining a patient’s evolution over these
sleep stages. Manual sequencing from all-night polysomnographic (PSG) recordings
(including, e.g., electroencephalogram (EEG) readings) can be performed according
to the Rechtschaffen and Kales (R&K) rules by well-trained experts [108, 114].
However, this is costly and laborious, so several works, e.g., [108, 114, 115], propose
automatic sequencing based on HMMs. These systems usually output a posterior
distribution over the sleep stages, or provide a Viterbi path.

A malfunction of such an automatic system could have problematic consequences
since medical decisions would be based on faulty information. The inverse filtering
problem arises naturally for such reasons of fault-detection. Joint knowledge of the
transition matrix can be assumed since it is possible to obtain, from public sources,
manually labeled data from which an estimate of P can be computed.

Setup A version of the automatic sleep-staging system in [108, 114] was imple-
mented. The mean frequency over the 0-30 Hz band of the EEG (over C3-A2 or
C4-A1, according to the international 10-20 system) was used as observations. These
readings were encoded to five symbols using a vector-quantization based codebook.
The model was trained on data from nine patients in the PhysioNet CAP Sleep
Database [116, 117]. The model was then evaluated on another patient – see Fig-
ure 5.1 – over one full night of sleep. The manually labeled stages according to
K&R-rules are dashed-marked in the figure. To summarize the resulting posterior
distributions over the sleep stages, we plot the mean state estimate when equidistant
numbers have been assigned to each state.
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Figure 5.2: Result of inverse filtering for various noise standard deviations σ. The
vector of posterior probabilities is perturbed elementwise with Gaussian noise. Bottom:
Error in the recovered observation likelihood matrix after permuting the columns
to find the best match to the true matrix. Top: Fraction of correctly reconstructed
observations. As the signal-to-noise ratio increases, the inverse filtering algorithm
successfully reconstructs the sequence of observations and estimates the observation
likelihoods.

For the inverse filtering, the full posterior vectors were elementwise corrupted by
Gaussian noise of standard deviation σ, and projected back to the simplex (to ensure
a valid posterior probability vector) – simulating a noisy reading from the automatic
system. A total of one hundred noise realizations were simulated. The noise can be
a manifestation of measurement or quantization noise in the sensor system, or noise
related to model uncertainties (in this case, an error in the transition probability
matrix P ).

Results After permuting the labels of the observations, the error in the recon-
structed observation likelihood matrix, as well as the fraction of correctly recon-
structed observations, were computed. This is illustrated in Figure 5.2. For the 1030
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quantized EEG samples from the patient, the entire procedure takes less than one
second on a 2.0 Ghz Intel Core 2 Duo processor system.

From Figure 5.2, we can see that as the variance of the noise decreases, the
left hand side of equation (5.17) converges to that of equation (5.5) and the true
quantities are recovered. On the other extreme, as the signal-to-noise ratio becomes
small, the estimated sequence of observations tends to that of a uniform distribution
at 1/Y = 0.2. This is because the clusters in C̃ become heavily intertwined. The
discontinuous nature of the solution of the clustering algorithm is apparent by the
plateau-like behaviour in the middle of the scale – a few observations linger on the
edge of being assigned to the correct clusters.

In conclusion, the results show that it is possible to estimate the observation
sequence processed by the automatic sleep-staging system, as well as, its sensor’s
specifications. This is an important step in performing fault detection for such a
device: for example, using several nights of data, it is possible to perform change
detection on the observation likelihoods to detect if the sleep monitoring device has
failed.

5.6 Conclusions

In this chapter, we have considered several inverse filtering problems for HMMs;
given posteriors from an HMM filter (or more generally, noisily observed posteriors),
the aim was to reconstruct the observation likelihoods and also the sample path
of observations. It was shown that a computationally expensive solution based on
combinatorial optimization can be avoided by exploiting the algebraic structure of
the HMM filter. We provided solutions to the inverse filtering problems, as well
as theorems guaranteeing unique identifiability. The more general case of noise-
corrupted posteriors was also considered. A solution based on clustering was proposed
and evaluated on real-world data based on a system for automatic sleep-staging
from EEG readings.

In the future, it would be interesting to consider other variations and gener-
alizations of inverse filtering. For example, the case where the system dynamics
are unknown and need to be estimated, or when only actions based on the filtered
distribution can be observed.





Appendix

5.A Proof of Lemma 5.1

Proof. Consider row i of equation (5.3):

[bTyk
PTπk−1πk]i = [diag(byk

)PTπk−1]i ⇐⇒
X∑

j=1
[byk

]j [PTπk−1]j [πk]i =
X∑

j=1
[diag(byk

)]ij [PTπk−1]j ⇐⇒

X∑

j=1
[byk

]j [PTπk−1]j [πk]i =
X∑

j=1
δij [byk

]j [PTπk−1]j ⇐⇒

X∑

j=1

(
[PTπk−1]j [πk]i − δij [PTπk−1]j

)
[byk

]j = 0 ⇐⇒
[(
πk(PTπk−1)T − diag(PTπk−1)

)
byk

]

i

= 0, (5.21)

where δij is equal to one if i = j, and zero otherwise.

5.B Proof of Lemma 5.2

Proof. For k > 1, πk−1 > 0 under the assumptions of positive P and B. Hence,
diag(PTπk−1) is a non-singular matrix. The term πk(PTπk−1)T = πkπ

T
k−1P is a

rank-1 update. Therefore,3

rank(πk(PTπk−1)T − diag(PTπk−1)) ≥ X − 1. (5.22)
3Here we employ the fact that

rank(A−B) ≥ rank(A)− rank(B),
where, in this case, rank(A) = X (full rank) and rank(B) = 1 (rank-1 update). This inequality
can be derived by replacing A by (A−B) in the well-known inequality

rank(A+B) ≤ rank(A) + rank(B),
as follows:

rank((A−B) +B) ≤ rank(A−B) + rank(B) =⇒
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However, since

1T
(
πk(PTπk−1)T − diag(PTπk−1)

)
= (PTπk−1)T − (PTπk−1)T = 0, (5.23)

we have that
rank(πk(PTπk−1)T − diag(PTπk−1)) ≤ X − 1. (5.24)

5.C Proof of Theorem 5.1

Proof. The true observation is, of course, consistent with the observed data, so it
will be an element of the set in (5.7). From Lemma 5.2, we know that the only
solutions (with respect to by) consistent with the data lie on a one-dimensional
subspace. However, since no pair of columns of B are colinear (by Assumption 5.3),
a unique column of B will fulfill the equation – implying that the set is singleton.

Remark: Since we make no assumption on the positivity of π0, we can not formally
guarantee that we can recover the first observation y1 uniquely; the dimension of
the nullspace of the matrix in Lemma 5.2 can be larger than one.

5.D Proof of Theorem 5.2

Proof. The matrix C is constructed in such a way that, by Lemmas 5.1 and 5.2,
every column of C is a scaled version of the corresponding column of B. This
implies that there exists a set of unique numbers α∗i 6= 0, such that bi = α∗i ci for
i = 1, . . . , Y , where ci denotes column i of C. In vector notation, this means that
there exists a unique α∗ ∈ RY such that

C diag(α∗) = B. (5.25)

Multiplying this equation from the right by 1, we obtain

C diag(α∗) = B =⇒
C diag(α∗)1 = B1 = 1 ⇐⇒

Cα∗ = 1. (5.26)

Proof of i): To normalize our estimate B̂ = C diag(α), we seek an α that fulfills
the condition B̂1 = 1. This is equivalent to finding an α fulfilling

C diag(α)1 = Cα = 1. (5.27)
rank(A) ≤ rank(A−B) + rank(B) =⇒

rank(A−B) ≥ rank(A)− rank(B).
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Since α∗ solves this equation, the existence of a solution is guaranteed.
Proof of ii): The solution to

Cα = 1 (5.28)

is unique if and only if C has full column rank. From equation (5.25) and the fact
that α∗ has non-zero elements, this is equivalent to B having full column rank.
However, B has full column rank by Assumption 5.2. The unique solution can in
this case be obtained as

α = (CTC)−1CT1 = C†1. (5.29)

Since the solution to equation (5.28) is unique, and α∗ is a solution by equation
(5.26), we conclude that α = α∗, so that B̂ = C diag(α) = C diag(α∗) = B.

5.E Proof of Lemma 5.3

Proof. To be able to construct the selection matrix Σ, every observation from the
set {1, . . . , Y } needs to have been observed at least once. Since B ≥ β elementwise4,
each observation will be sampled at every time instant with at least probability β,
independently of what state the system is in.

We upper bound the expected time it takes to have observed all observations
with the following independent and identically distributed (i.i.d.) process (which can
be interpreted as a variation of the coupon collector’s problem, e.g., [118]). At every
time instant we, either, i) obtain observation i with probability β (for i = 1, . . . , Y ),
or, ii) obtain no observation at all, with probability 1− Y β.

Let N denote the number of samples it takes in this process to have seen all the
Y unique observations. Let ni denote the number of samples it takes until a new
unique observation is seen, after the (i− 1)th was observed. After having observed
i− 1 unique observations, the probability of sampling a new unique observation is

pi = Y β × 1
Y

(Y − (i− 1)) = (Y − (i− 1))β. (5.30)

Every ni follows a geometric distribution with success probability pi. Hence,

E
{
N
}

= E
{
n1 + · · ·+ nY

}

=
Y∑

i=1

1
pi

= 1
β

Y∑

i=1

1
Y − (i− 1)

= β−1 (1 + · · ·+ 1/Y ) . (5.31)

4Note that β is a scalar.
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This upper bounds the number of samples, since the probability of sampling
each observation is in fact greater than (or equal to) β.

5.F Proof of Theorem 5.3

Proof. By Lemmas 5.1 and 5.2, every column of C̄ will be a scaled version of
one column of the observation matrix B. The selection matrix Σ picks Y of these
columns, where no pair is colinear.5 Since no two columns of B are parallel – by
Assumption 5.3 – this means that C = C̄Σ will contain all Y columns of B, but
scaled and permuted. Formally,

BP = C diag(α∗), (5.32)

for some permutation matrix P , which is decided by the choice of Σ, and a (for this
P) unique α∗ ∈ RY with non-zero elements.

Multiplying this equation from the right by 1 yields

BP = C diag(α∗) =⇒
BP1 = C diag(α∗)1 ⇐⇒
B1 = Cα∗ ⇐⇒
1 = Cα∗. (5.33)

Proof of i) To normalize our estimate B̂, we seek an α that fulfills the condition

1 = B̂1 = C diag(α)1 = Cα, (5.34)

From (5.33), we have that α∗ is a solution. This guarantees existence.
Proof of ii) The B̂ matrix is constructed from Y columns where no pair is

colinear. Hence, the nullbasis c̄k can at most be parallel to one of its columns. This
implies that the set is a singleton.

Lemmas 5.1 and 5.2, together with the fact that no two columns of B are colinear,
imply that a single column of B is in the one-dimensional subspace of the matrix in
equation (5.5). Since the columns of B̂ are scaled and permuted (according to P)
versions of those in B, the true sequence of observations is obtained by relabeling
the estimated sequence according to P.

Proof of iii) The equation we seek to solve to normalize B̂,

Cα = 1, (5.35)

has a unique solution if and only if C has full column rank. C has full column
rank since it is constructed, essentially, by permuting and scaling the columns of B
(which has full column rank by Assumption 5.2). The unique solution is given by

α = (CTC)−1CT1 = C†1. (5.36)
5One way to construct Σ is to go through the columns of C̄ in turn and include a column if it

is not parallel to any previously selected column, until Y columns have been selected.
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Figure 5.G.1: The observation data corresponding to Figure 5.1. Top: Continuously
valued observations of the EEG spectral frequency. Bottom: Corresponding discrete
observation-data from a quantization codebook.

Moreover, since α∗ is a solution – by equation (5.33) – we conclude that the unique
α = α∗, and hence that

B̂ = C diag(α) = C diag(α∗) = BP. (5.37)

5.G Proof of Lemma 5.4

Proof. The proof is identical to that of Lemma 5.2.

5.H Description of the automatic sleep-staging system

As described in detail in [114], the time-series EEG data was divided into segments
of length 30 seconds. The power spectra of the 15 non-overlapping 2-second sub-
windows were then computed and averaged to obtain a smoothed power spectrum
PS(·). The spectral frequency, defined as SF =

∑30
j=0

jPS(j)/
∑30

j=0
PS(j), was taken

as the observation for each 30 second interval. This was computed using data from
nine different patients from the PhysioNet CAP Sleep Database [116, 117]. The
resulting time-series were subsequently concatenated, and a k-means algorithm was
applied to obtain a codebook of size five.
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The same procedure was then performed on another patient, yielding the N =
1030 continuously valued observations in the top plot of Figure 5.G.1. Every sample
is spaced 30 seconds apart. The same codebook was used to quantize the data – the
result can be seen in the lower plot. This is the observation sequence on which the
HMM filter was run to obtain Figure 5.1.

The transition matrix P was computed as the maximum likelihood estimate from
manually annotated state data (also from the PhysioNet CAP Sleep Database [116,
117]). The observation matrix B was computed using the expectation-maximization
(EM) algorithm on the quantized observation-data constructed above for the nine
patients.



Chapter 6

Exploiting structure in
Markov decision processes

In the previous chapters, we dealt with parameter estimation problems in autonomous
systems modeled as HMMs. In this and the following chapter, we assume that
parameters have been provided and turn our attention to the setting where the
system can be influenced by a control action. The aim in the problems we consider
is to find a control law – a policy – that minimizes some cost function.

The fully observed problem is referred to as a Markov decision process (MDP)
[36, 62, 63]. In an MDP, the control action influences the transition probabilities of
a Markov chain, as well as the cost which is acquired at every time instant. The
generalized setting is when the control action influences, in addition to the costs,
both the transition probabilities and the observation likelihoods of an HMM. This is
referred to as a partially observed Markov decision process (POMDP) [3]. The even
more general setting is when the parameters of the system are unknown, and an
optimal policy needs to be computed that takes into account the trade-off between
exploring (as to better estimate the parameters) and exploitation (as to minimize
the accumulated cost). This is referred to as reinforcement learning (RL) [119].

For MDPs, there exists a number of algorithms that are designed to compute an
optimal policy. In the present chapter, we study one such algorithm and propose
a method to exploit structural properties of the optimal policy as to decrease the
computational burden needed to obtain the policy. This is of importance in large-
scale applications where computational resources are limited. Moreover, we consider
this as a stepping stone towards future work involving POMDPs and RL.

6.1 Introduction

Supermodularity conditions that ensure that an MDP has a monotone optimal policy
have been studied widely (see, e.g., [3, 36] and references therein). In particular,
such monotone policies provide a sparse characterization of the optimal policy when
the action space is small and the state-space is large. Computing the optimal policy
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for such an MDP is computationally demanding; for example, the value iteration
algorithm involves O(X2U) computations per iteration, where X and U are the
number of states and actions, respectively. We aim to exploit structural properties
of this type of MDP to reduce the computational burden and hence accelerate the
search for an optimal policy.

It was noted in [37] that a monotone policy has a piecewise constant structure.
In the case of infinite-horizon MDPs, it was shown how the search for a stationary
optimal policy could be significantly accelerated by means of techniques from sparse
estimation (in particular, LASSO techniques – see, e.g., [120]). In this chapter, we
build upon this work but with two important differences: firstly, we generalize to
finite-horizon MDPs, for which it is even more important to exploit sparsity to reduce
the computational cost since they have non-stationary policies, and secondly, we
exploit the monotonicity explicitly, instead of only implicitly through the piecewise
constant property of monotone policies.

The search for an optimal policy can be formulated as a linear program (LP).
This LP can be solved in various iterative ways. The key idea in this chapter is
to accelerate the iterative search by using the recently proposed nearly-isotonic
regression technique in [48]. Roughly, a penalty is attached to non-monotone iterates
by means of adding an l1 rectifier-like regularizer to the cost function:

max{0, f(x)− f(x+ 1)}, (6.1)

where x is the iterate and f is a monotone function of x.
This promotes monotonicity in the iterates because, intuitively, the regularization

term modifies the cost surface to be more steep in the direction of monotone policies
– where the optimum is located. Unfortunately, including this regularizer in the LP
is, first of all, not straight-forward and secondly, it yields a non-linear, possibly
non-convex, problem. We perform a relaxation of the regularized problem to obtain a
convex problem. Our method allows us to swap between the original LP formulation
and the regularized formulation, and thus take advantage of both by alternating
between which one is used to update the iterate: the original LP formulation
guarantees convergence to an optimal policy and the regularized convex formulation
accelerates the search by exploiting monotonicity.

The main contributions of this chapter are three-fold:

• We show in numerical simulations that the number of iterations needed
to converge can be vastly reduced using the regularization. This can yield
a significant speed-up for large-scale systems where each iteration is time-
consuming to compute.

• The benefits are shown to be larger when a tuning parameter in the algorithm
used to iteratively solve the LP is not chosen optimally. Since the optimal
choice of this parameter is not known a priori, it provides robustness to the
search algorithm.
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• Even though we generalize to finite-horizon MDPs, the method is directly
applicable to infinite-horizon MDPs, and the regularizer is stronger (monotone)
than the one in [37] (piecewise constant). It can as such be seen as a direct
improvement.

The outline of the chapter is as follows. We present preliminaries related to
MDPs in Section 6.2, and then proceed with a discussion of the objective as well
as related work in Section 6.3. Section 6.4 presents the algorithm. Conditions for
an MDP to have monotone structure, as well as real-world examples, are presented
along with numerical simulations in Section 6.5. The chapter is then concluded with
a brief summary in Section 6.6.

6.2 Preliminaries

We use the words monotone, decreasing and increasing in their weak senses, e.g.,
increasing means non-decreasing. Recall that {x}+ = max{0, x} denotes the positive
part of a number x.

6.2.1 A note on notation
Compared to the previous chapters, the quantities we are concerned with (e.g., the
transition matrix) depend on an action as well as time in this and the next chapter.
To ease the notational burden, we deviate slightly from the notation used in the
previous chapters. To avoid long sequences of subscripts and brackets, we use a
more explicit indexing of matrices. For a matrix A, we let

• A(i, j) def.= [A]i,j ,

• A(i, :) be the ith row,

• A(:, j) be the jth column.

We use a corresponding slicing notation for vectors and higher order arrays. How-
ever, as a (hopefully intuitive) exception to this rule, we write Pij(u, k) instead of
P (i, j, u, k) to avoid four explicit indices on the transition matrix – see below for an
exact definition.

Additionally, since we are not dealing with parameter estimation problems in
this and the next chapter, we will reuse the symbols θ and π for other quantities
than previously.

6.2.2 Markov decision processes
As before, let k = 0, 1, . . . , N denote discrete time. A Markov decision process (MDP)
is a controlled Markov chain with state-space X = {1, 2, . . . , X} and state xk ∈ X
at time k. It is controlled in the sense that the transition matrices

Pij(u, k) = Pr[xk+1 = j|xk = i, uk = u], (6.2)
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are functions of time k and an action u ∈ U = {1, 2, . . . , U}, where U is called the
action space. Associated with every state i, action u, and time k is an immediate
cost c(i, u, k). We consider a time horizon of length N and assume that the terminal
cost c(i, u,N) = cN (i) is independent of action. The aim of the MDP is to find a
policy

µ = {µ0, µ1, . . . , µN−1}, (6.3)

where each µk is a mapping from the state-space to a (possibly degenerate) prob-
ability distribution over the set of actions. In particular, the sought policy is an
optimal policy, i.e., one such that

µ∗ = arg min
µ

Jµ(x), (6.4)

for all initial states x, where

Jµ(x) = E

{
N−1∑

k=0
c(xk, uk, k) + cN (xN )

∣∣x0 = x

}
(6.5)

is the finite-horizon objective (expected cumulative cost incurred by µ), and uk is
distributed according to µk(xk).

A policy is said to be deterministic at time k if the probability distribution
induced by µk on the action space for each state x is degenerate, i.e., the probability
mass is concentrated on one action. A policy is said to be monotone at time k if the
function

µ̃k(x) = E
{
uk|xk = x

}
(6.6)

is monotone in x.1 Note that this reduces to the standard definition when considering
deterministic policies. An MDP is said to have a monotone optimal policy if there is
an optimal policy that is monotone for each time k.

Motivated by problems in telecommunications and safety critical planning, see,
e.g., [121], [3] and [122], we allow for average-type constraints in the problem:

E
{ N∑

k=0
βl(xk, uk, k)

}
≤ γl for l = 1, . . . , L, (6.7)

where the L functions βl(x, u, k) and thresholds γl are given. We refer to solving
(6.4), subject to the constraints (6.7), as the constrained case when L > 0.

6.2.3 Linear programming in MDPs
The search for an optimal policy, i.e., problem (6.4) (with or without the constraints
(6.7)), can be approached in different ways – see, e.g., [3, 36, 62]. One possibility is

1In this chapter, we consider only monotonically increasing policies, and will use the words
monotone and increasing interchangeably.
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to formulate the optimality conditions as a linear program (LP). This has the benefit
of facilitating sensitivity analysis of the obtained solution, and also facilitating the
inclusion of constraints, such as (6.7), in the problem.

In particular, an optimal policy can be found using the following LP2 (see, e.g.,
[123, Chapter 12] for details), assuming that x0 is the initial state3 of the MDP:

min
π∈

RXU(N+1)

∑

x∈X

∑

u∈U

{N−1∑

k=0
c(x, u, k)π(x, u, k)

+ cN (x)π(x, u,N)
}

s.t.
∑

u∈U
π(x, u, 0) = I{x = x0} for x ∈ X ,

∑

u∈U
π(j, u, k) =

∑

i∈X

∑

u∈U
Pij(u, k)π(i, u, k − 1)

for j ∈ X , k = 1, 2, . . . , N,
π(x, u, k) ≥ 0 for x ∈ X , u ∈ U , k = 0, 1, . . . , N,
∑

x∈X

∑

u∈U

N∑

k=0
π(x, u, k)βl(x, u, k) ≤ γl

for l = 1, 2, . . . , L. (6.8)

In this formulation, π is an occupation measure, namely:

π(x, u, k) = Pr[xk = x, uk = u]. (6.9)

The associated policy µ∗ is

u∗k(x) = u with probability θ(x, u, k), (6.10)

where the conditional probabilities θ(x, u, k) = Pr[uk = u|xk = x] can be computed
as

θ(x, u, k) = π(x, u, k)∑
ū∈U π(x, ū, k) . (6.11)

It should be noted that in terms of these variables, we can rewrite the function

2Although in classical textbooks, infinite-horizon MDPs are solved via linear programming, it
is straightforward to formulate the solution of a finite-horizon MDP as an LP.

3The choice of the initial state x0 will change the occupation measures (defined below), but
the policy will be the same for all states that can be reached from x0. To obtain the policy for all
states simultaneously, the state-space can be augmented with a state that has positive probability
of transitioning to every other state. This state is then taken as x0.
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defining monotonicity, i.e., equation (6.6), as

µ̃k(x) = E
{
uk|xk = x

}

=
U∑

u=1
u θ(x, u, k)

= [1 2 · · · U ] θ(x, :, k). (6.12)

6.3 Problem formulation and related work

If it is known that an MDP has an optimal policy µ∗ that is monotone (before
computing it, that is – see Section 6.5 for examples where this holds), then the
question we aim to answer in this chapter is: how can we efficiently exploit this
structure to find µ∗?

This is, amongst other, motivated by the following two remarks that can be
found in the standard textbooks [36] and [121]. Firstly, when discussing trade-offs to
consider when considering the LP approach to MDPs in [36, p. 230], the following
is one of the disadvantages stated:

“the inability of LP algorithms to incorporate information regarding
structure of optimal policies”.

The ability to incorporate structural information is of importance when con-
sidering large-scale MDPs. It should be noted that a direct search for an optimal
policy over the space of monotone policies (which is vastly smaller than the complete
policy space) is, in the case of infinite-horizon MDPs, a combinatorial search over(
X+U−1
U−1

)
stationary policies. In the finite-horizon case, this increases to

(
X+U−1
U−1

)N

non-stationary policies.4 This quickly becomes prohibitively large. This is underlined
by the second motivating remark [121, p. 184]:

“[. . . ] we note that finite horizon constrained MDPs have, in general,
Markov optimal policies, and their computation is very costly for large
horizon”.

Our aim is to address these two remarks by showing how it is possible to incorporate
information regarding monotonicity in the LP formulation of the MDP.

6.3.1 Related work

Work on large-scale MDPs that does not explicitly take monotonicity into account
include approximate dynamic programming (ADP), where, e.g., the optimal value
function Jµ∗ is approximated by a linear expansion in some terms of some basis

4See Appendix 6.A for a derivation.
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functions, and the related neuro-dynamic programming. See, e.g., [63], [124], and
[125].

In the recent work [126], block-splitting methods (that are based on the alter-
nating direction method of multipliers, ADMM, which we also use in this chapter)
are employed to solve large-scale MDPs by means of decomposing the problem into
subproblems that can be solved in a distributed fashion. We believe that their work
could propitiously be used in conjunction with the work presented in this chapter
(for monotone MDPs).

In [127], an extensive review of real-world applications of MDPs with monotone
value functions is provided, along with a method based on ADP that exploits
the monotonocity of the value function. Our method in comparison promotes the
monotonicity directly in the policy space.

In [128] (and, see also [3]), it was proposed that the problem of finding an
optimal monotone policy can be relaxed by approximating the optimal policy by a
continuous representation based on sigmoidal functions. The search for an optimal
policy can then be approached using simulation-based stochastic optimization.

The most closely related work is [37]. There, it was proposed how the monotonicity
of an optimal policy, in the infinite-horizon case, can be exploited. Since the action
set is finite, the number of jumps that the policy can make (as a function of state) is
limited to at most U−1. This implies that the policy is sparse in the number of jumps.
It is natural to exploit this structure by using methods from sparse estimation. In
particular, the (fused) group LASSO of [129] was employed. This, however, promotes
only a piecewise constant structure in the policy – not necessarily monotonicity,
which is explicitly promoted in this work. Also, the finite-horizon setup that is
considered here results in a much larger problem since the policy is non-stationary
and hence it has more decision variables (a factor N) in the corresponding LP.

6.4 Isotonic regularization for monotone MDPs

As mentioned above, the key point is that for MDPs with large state space and
small action space, a monotone policy is sparse. We use an iterative optimization
algorithm to solve problem (6.8) by exploiting this characterization. Assuming that
we know that there exists an optimal policy that is monotone (see Section 6.5 for
conditions and examples), we employ the idea from [48], but in a regularization
setting.

The main idea is to add a rectified l1-penalty of the form
X−1∑

x=1

{
µ̃k(x)− µ̃k(x+ 1)

}
+ (6.13)

to the cost in the optimization problem – since the function µ̃k(x) is known to be
increasing in x at the optimum. Intuitively, this will modify the cost-surface to be
more steep in the direction of monotone policies – resulting in faster convergence of
the iterative optimization algorithm.
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However, there are difficulties performing this regularization. The main difficulty
is that it is not possible to directly add the term (6.13) in the original LP (6.8).
Adding it involves a change of variables ((6.11)-(6.12)) that turns the problem into
a non-linear, and possibly non-convex, problem. Our approach is an alternating
optimization scheme, where we switch between updating the iterate on the globally
convergent LP formulation and a relaxed version of the regularized problem, and
hence, exploit the benefits of both formulations. We will show below the details of
these two steps, and how it is possible to alternate between the two formulations.

6.4.1 Linear program update
There are several ways to iteratively solve an LP such as (6.8) – see, e.g., [130].
The accelerating regularization technique that we demonstrate in this chapter is
applicable to any iterative method where the iterates are not restricted to the
vertices of the feasible domain. The goal of the regularization is to decrease the
number of iterations needed until the iterates converge to an optimal monotone
solution.

This motivates our choice to use the alternating direction method of multipliers
(ADMM), see [49], which is a popular method to solve large-scale optimization
problems. Second-order methods (such as interior-point methods) often converge
in few iterations to very high accuracy. However, for very large problems, even a
single iteration of an interior point method might be computationally infeasible. In
comparison, first-order methods and ADMM converge using a higher number of
cheap iterations.

The ADMM update equations for LPs have been derived in [49]. To utilize these,
we first put the problem on standard LP form. It is straight-forward to rewrite
problem (6.8) using matrix-vector notation as

min
α

qTα

s. t. Aα = b,

α ≥ 0, (6.14)

where α is a vectorized version of the decision variable π; and q, A and b follow
from the cost and the constraints. In terms of these variables, an ADMM update
(from iteration n to n+ 1) is obtained by first solving the set of linear equations

[
ρI AT

A 0

][
α(n+1)

ν

]
+
[
q − ρ(z(n) − η(n))

−b

]
= 0, (6.15)

where ρ > 0 is the tuning parameter of ADMM, and then updating the dual variables
as

z(n+1) = {α(n+1) + η(n)}+ , (6.16)
η(n+1) = η(n) + α(n+1) − z(n+1). (6.17)
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Remark 6.1. Another reason for using ADMM is apparent here: it has only
one tuning parameter, namely ρ. ADMM is moreover very generous in terms of
convergence with respect to this parameter, in fact, under mild conditions, it is
convergent for any choice of ρ, albeit the performance may vary [49] – this is explored
in the numerical examples in Section 6.5.

In terms of the ADMM variables, the primal residual of the LP is

r(n) = α(n) − z(n). (6.18)

This is a measure of how feasible the current iterate is.

6.4.2 Isotonic regularization

Recall from Section 6.2.2 that when an MDP has an optimal monotone policy, the
scalar function from equation (6.6);

µ̃k(x) = E
{
uk|xk = x

}

=
U∑

u=1
u θ(x, u, k)

= [1 2 · · · U ] θ(x, :, k), (6.19)

is increasing in state x for each time k (if θ corresponds to an optimal policy).
A natural choice of regularization to include in the problem is thus the following

penalty introduced in a general regression setting in [48]:

λ

N∑

k=0

X−1∑

x=1

{
µ̃k(x)− µ̃k(x+ 1)

}
+

=

λ

N∑

k=0

X−1∑

x=1

{
[1 2 · · · U ]

(
θ(x, :, k)− θ(x+ 1, :, k)

)}
+
, (6.20)

where λ is the regularization weight. This adds a penalty whenever the iterate, i.e.,
the policy, is not monotone.

The main problem is that this regularization term is naturally formulated in
terms of the conditional probabilities θ(x, u, k), rather than the joint occupation
probabilities π(x, u, k), in which the LP (6.8) is formulated. To deal with this, we
reformulate problem (6.8) as an equivalent problem using the marginalized state
probabilities and the conditionals θ(x, u, k). The key is to derive a way to swap
between these two formulations.

To do this, introduce
p(x, k) = Pr[xk = x] (6.21)
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as the state distribution at time k. The relations we need to be able to change
formulation are equation (6.11), and the following two relations:

p(x, k) = Pr[xk = x]

=
∑

ū∈U
Pr[xk = x, uk = ū]

=
∑

ū∈U
π(x, ū, k), (6.22)

and

π(x, u, k) = Pr[xk = x, uk = u]
= Pr[uk = u|xk = x] Pr[xk = x]
= θ(x, u, k)p(x, k). (6.23)

In terms of p and θ, problem (6.8) with an included regularization term (6.20) reads:

min
p∈RX(N+1)

θ∈RXU(N+1)

∑

x∈X

∑

u∈U

{N−1∑

k=0
c(x, u, k)θ(x, u, k)p(x, k)

+ cN (x)θ(x, u,N)p(x,N)
}

+ λ

N∑

k=0

X−1∑

x=1

{
[1 2 · · · U ]

(
θ(x, :, k)− θ(x+ 1, :, k)

)}
+

s.t.
∑

u∈U
θ(x, u, 0)p(x, 0) = I{x = x0} for x ∈ X ,

∑

u∈U
θ(j, u, k)p(j, k) =

∑

i∈X

∑

u∈U
Pij(u, k)θ(i, u, k − 1)p(i, k − 1)

for j ∈ X , k = 1, . . . , N,
∑

x∈X

∑

u∈U

N∑

k=0
θ(x, u, k)p(x, k)βl(x, u, k) ≤ γl

for l = 1, 2, . . . , L,
θ(x, u, k) ≥ 0 for x ∈ X , u ∈ U , k = 0, 1, . . . , N,
∑

u∈U
θ(x, u, k) = 1 for x ∈ X , k = 0, 1, . . . , N,

p(x, k) ≥ 0 for x ∈ X , k = 0, 1, . . . , N,
∑

x∈X
p(x, k) = 1 for k = 0, 1, . . . , N. (6.24)
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In order to simplify the update step on the regularized problem, we make three
simplifications. We, firstly, assume p to be fixed, secondly, drop the redundant
constraints, and thirdly, relax the constraints related to the initial distribution,
the state transitions and the average-type constraints (6.7). This allows for more
flexibility in the regularized update step – note that these will anyway be enforced
later when we switch back to the original LP formulation. This yields the relaxed
problem:

min
θ∈

RXU(N+1)

∑

x∈X

∑

u∈U

{N−1∑

k=0
c(x, u, k)θ(x, u, k)p(x, k)

+ cN (x)θ(x, u,N)p(x,N)
}

+ λ

N∑

k=0

X−1∑

x=1

{
[1 2 · · · U ]

(
θ(x, :, k)− θ(x+ 1, :, k)

)}
+

s.t. θ(x, u, k) ≥ 0 for x ∈ X , u ∈ U , k = 0, 1, . . . , N,
∑

u∈U
θ(x, u, k) = 1 for x ∈ X , k = 0, 1, . . . , N. (6.25)

6.4.3 Regularized subgradient step

Again, the idea is that the added penalty term will promote monotonicity in the
iterates. However, the simplifications done to arrive at problem (6.25) probably
shift the minimum of the optimization problem away from the original minimum in
problem (6.8). For this reason, we need to return to the original formulation and
have the effect of the regularization step diminish over time.

Therefore, and due to the non-smooth objective function, we employ the subgra-
dient method [131]. The nominal problem for the subgradient method is

min
β

f(β)

s. t. β ∈ Q,
f̄(β) ≤ 0, (6.26)

where f is a cost function, Q is a convex set and f̄ is an inequality constraint
function. In our case, by identifying quantities in problem (6.25), we have that the
decision variables β are the conditionals θ, f is the regularized cost function, Q are
simplices for slices of β, and f̄ is a negative equality mapping.

Denote a subgradient of the cost function f as g and a subgradient of the
inequality constraint function f̄ as ḡ. The subgradient method consists of the
following two steps. At iteration n:
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1. Compute f(β(n)), g(β(n)), f̄(β(n)) and ḡ(β(n)) and set

v(n) =
{
g(β(n)) if f̄(β(n)) < ‖ḡ(β(n))‖2 R√

n+0.5 ,

ḡ(β(n)) if f̄(β(n)) ≥ ‖ḡ(β(n))‖2 R√
n+0.5 ,

(6.27)

2. Set
β(n+1) = πQ

{
β(n) − R√

n+ 0.5
v(n)

‖v(n)‖2

}
, (6.28)

where πQ is the Euclidean projection on Q, and R is an upper bound on the diameter
of the set Q: ‖β1 − β2‖2 ≤ R, ∀β1, β2 ∈ Q. Note that the step-size is decreasing
in time (iteration number, that is), and hence the effect of the regularization –
as we wanted. For explicit expressions of the subgradients, see the calculations in
Appendix 6.B.

6.4.4 Summary of algorithm
The following scheme summarizes the algorithm:

�
min
π

LP→ min
p,θ

NLP = min
p
{min

θ
NLP} 

�
min
θ

RP, (6.29)

where LP is problem (6.8), the regularized non-linear problem (NLP) is problem
(6.24) and the relaxed problem (RP) is problem (6.25). The algorithm first performs
iADMM ADMM updates on the LP using equations (6.15), (6.16) and (6.17). It then
translates the problem to the regularized NLP, using relations (6.11) and (6.22), and
relaxes it. In the relaxed problem formulation, iSG subgradient steps are taken in the
θ variable using equations (6.27) and (6.28). This could be interpreted as a sequential
minimization5, however, instead of performing the subsequent minimization over p,
we translate back to the original LP and repeat.

The convergence of the algorithm is guaranteed by the following theorem.

Theorem 6.1. The iterates obtained using the algorithm (6.29) will converge to an
optimal policy.

Proof (outline): The optimum of the LP (6.8) corresponds to an optimal policy (see
[123]). The ADMM updates do not have an explicit dependence on the iteration
number n, whereas the subgradient updates on the relaxed penalized problem have
a step-size that tends to zero as n grows. Hence, intuitively, for n sufficiently large,
the subgradient updates will be negligible compared to the ADMM updates. These
updates are guaranteed to converge to the global optimum of the LP (see [49]).

5See [83, p. 133].
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Remark 6.2. It should be noted that after a certain number of iterations, the
subgradient updates can, more or less, be considered as delays in the algorithm
(since the step-size is essentially zero). Hence, it could be motivated to switch to
using only plain ADMM updates after a predefined number of iterations – that is,
only use the proposed method as an initial boost. This would reduce a formal proof
of the above theorem to only guaranteeing that ADMM converges for an LP (see
[49]).

6.5 Examples

In this section, we present conditions and several examples of MDPs that have
monotone optimal policies. We also provide numerical simulations illustrating the
performance of the proposed algorithm.

6.5.1 MDPs with monotone policies

We start by stating formal conditions which guarantee the existence of a monotone
optimal policy. The following result and four assumptions are well-known, see, e.g.,
[3, 36]:

Assumption 6.1. Costs c(x, u, k) are decreasing in x. The terminal cost cN (x) is
decreasing in x.

Assumption 6.2. Pi(u, k) ≤s Pi+1(u, k) for each i and u. Here Pi(u, k) is the
ith row of the transition matrix for action u at time k and ≤s denotes first order
stochastic dominance, that is,

∑X
i=j Pi(u, k) ≤∑X

i=j Pi+1(u, k) for all j ∈ X .

Assumption 6.3. c(x, u, k) is submodular in (x, u) at each that k. That is, c(x, u+
1, k)− c(x, u, k) is decreasing in x.

Assumption 6.4. Pij(u, k) is tail-sum supermodular in (i, u), i.e.,
∑
j≥l(Pij(u+

1, k)− Pij(u, k)) is increasing in i.

Note that these four conditions are easily checked. If they are satisfied, then the
following structural result holds:

Theorem 6.2 (Theorem 9.3.1 of [3]). Assume that an unconstrained finite-horizon
MDP satisfies Assumptions 6.1-6.4. Then there exists a monotone optimal policy.

Even though the four assumptions can seem restrictive at first sight, a large
class of real-world problems satisfies them. This is because they are often fulfilled in
problems where a degradation takes place over time. To get some intuition of when
the assumptions might hold, we provide the following simple, but representative,
so-called machine replacement problem.
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Example 6.1 (Machine replacement). Let X = {1, 2} represent the two states of a
machine: 1 - broken, 2 - working. Let U = {1, 2} be the two actions: 1 - replace the
machine, 2 - continue operation. Let pfailure be the probability of a working machine
breaking down. For simplicity, assume that all quantities are time-invariant. The
transition probability matrices are hence:

P (u = 1) =
[

0 1
0 1

]
, P (u = 2) =

[
1 0

pfailure 1− pfailure

]
. (6.30)

Continuing, let R ≥ 0 be the cost of performing a replacement (regardless of the
state of the machine), and γ ≥ 0 be the cost of not being able to utilize the machine
because it is broken. The cost vectors are then:

c(u = 1) =
[
R

R

]
, c(u = 2) =

[
γ

0

]
. (6.31)

It is easily checked that this system fulfills Assumptions 6.1-6.4. An optimal policy
corresponds to the optimal choices of when to replace the machine, depending on
the current time and its current state, as to maximize the profits of the operator.

This model can be generalized to larger and more complex systems (e.g., with
time-varying parameters). In the next chapter, we will apply a version of this model
to medical treatment planning of abdominal aortic aneurysms. We will see that the
parameters are time-varying and that the optimal policy is monotone.

Additionally, a number of real-world examples of monotone MDPs (e.g., inventory
models, queueing control, price determination and equipment replacement) can be
found in [36]. The book [3] provides several examples, including the constrained
case, of, e.g., transmission scheduling over wireless channels. In [127], an extensive
overview is presented of applications in operations research, energy, healthcare,
finance and economics, that have a monotone structure.

6.5.2 Numerical performance
To illustrate the performance of the proposed method, we generated a synthetic
MDP of dimensions X = 10 and U = 3 by randomly sampling a system from the
systems that fulfill Assumptions 6.1-6.4. The time-horizon in the MDP was set to
N = 365.6 We will first discuss our rationale for our numerical choices of the four
tuning parameters: λ, ρ, iADMM and iSG.

First, the regularization parameter λ was chosen as to approximately balance
the regularization term with the current cost. In particular, it was chosen as the
time-horizon times the mean (in time, state and action) of the cost function, i.e.,

λ = 1
XU

∑

x∈X

∑

u∈U

(
N−1∑

k=0
c(x, u, k) + cN (x)

)
. (6.32)

6Note that, for such a system, there are
(

X+U−1
U−1

)N
≈ 1.36× 10664 monotone policies.
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(a) Difference between the expected cost of using the policy at the current iteration
compared to the optimal cost.
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(b) The primal residual (a measure of the feasibility of the policy).

Figure 6.1: Gray regions indicate when ADMM updates are performed, and white
regions when subgradient steps are taken on the regularized problem (in the proposed
method).

We run iADMM = 10 ADMM iterations and iSG = 5 subgradient steps. Note
that we cannot choose a too large value of iSG since p is assumed to be constant in
the relaxed problem (6.25).

It is a priori difficult to know what the optimal value of ρ is. To explore the
influence of ρ on the problem, we solved the problem for a range of values between
0.1 and 100 – see Table 6.1 and the discussion below. Note that this is not a feasible
approach in a real problem since one does not want to re-solve the problem. The
optimal ρ appears to be in the lower region of the scale.
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Plain ADMM Proposed method
ρ ‖r(n)‖∞<εr |c

(n)−c∗|
c∗ <εc ‖r(n)‖∞<εr |c

(n)−c∗|
c∗ <εc

0.1 >250 191 >250 >250
1.0 94 50 137 76
5.0 68 22 71 31
10.0 82 31 94 21
20.0 118 64 70 27
30.0 169 96 77 28
40.0 212 128 78 31
50.0 246 160 79 31
60.0 >250 192 93 31
70.0 >250 224 101 31
80.0 >250 >250 116 31
90.0 >250 >250 129 31
100.0 >250 >250 143 31

Table 6.1: Influence of the parameter ρ on the number of iterations needed to definitively
reach the tolerance in cost and feasibility. The tolerance on the relative error in cost was
1% and the tolerance on the residual was 10−4.

The typical performance of the proposed algorithm (dashed line), as well as
that of plain ADMM (solid line), can be seen in Figure 6.1. A slightly higher value
(ρ = 30) than the optimal was chosen for ρ. The cost-plot (Figure 6.1a) shows the
difference in expected cost inquired using the policy at each iteration compared
to using the optimal policy. The residual-plot (Figure 6.1b) shows the l∞-norm of
the primal residual (6.18), which is an indication of how feasible the policy is in
terms of the constraints (e.g., transitions and sum-to-one). Note that the primal
residual is formulated in terms of the ADMM variables and is not computed when
the subgradient steps are performed. The areas with gray background indicate where
ADMM updates are made, and the white areas indicate where subgradient steps
are taken on the regularized problem.

From Figure 6.1, it is clear that the proposed algorithm steers the iterates
towards the optimum, as seen by the decreases in the cost function when the
regularized problem is used. In early iterations, the iterates become more infeasible
when changing back to ADMM due to the simplifications done to arrive arrive at
problem (6.25) – for example, assuming p to be constant. At some point in time,
switching between the two formulations can become problematic due to conditioning
on highly unlikely events – see equation (6.11). A work-around is to switch to only
using ADMM updates after some fixed number of iterations, and use the regularized
problem only as an initial boost – this is explored in Appendix 6.C.



6.6. Conclusions 107

It is seen from Figure 6.1 that roughly half the number of iterations are needed
using the proposed algorithm, compared to plain ADMM. A quantitative comparison
is made in Table 6.1. There, both plain ADMM and the proposed algorithm were
run for a fixed number of iterations. The iteration number after which predefined
thresholds held in both terms of cost and feasibility were recorded. In cost, we
required the relative error to be less than 1%, i.e., |c

(n)−c∗|
c∗ < εc, where c(n) is the

expected cost from an initial state using the policy at iteration n, c∗ is the expected
cost using the optimal policy and εc is the tolerance of 1%. In terms of feasibility,
we put a threshold on the l∞-norm of the residual as ‖r(n)‖∞ < εr, for a threshold
value of εr = 10−4.

It is apparent from Table 6.1 that the optimal value of ρ is in the lower region
of the scale — roughly, between 5.0 and 10.0. When ρ is chosen optimally, the
regularization step does not appear to make much of a difference in terms of
convergence speed (for a value of ρ = 5.0, three more iterations are needed to fulfill
the criterion). However, if ρ is chosen suboptimally, the number of iterations needed
to fulfill the convergence criterion is ranging from 59% to 32% (and less).

The proposed algorithm converges in roughly the same number of iterations
for relatively high values of ρ, as plain ADMM does for the optimal value of ρ:
82 iterations for ρ = 10.0 (ADMM) versus 93 iterations for ρ = 60.0 (proposed
method). This indicates that the regularization gives a robustness in the choice of
the tuning parameter ρ. Since the optimal value of ρ is unknown to start with, using
the regularization allows for a (larger) suboptimal value to be chosen without much
loss in performance.

6.6 Conclusions

This chapter has presented a method to accelerate the search for an optimal monotone
policy in an MDP, exploiting its inherent sparse characterization. A technique from
the field of sparse estimation, namely, nearly-isotonic regression, was used as a
regularizer to promote monotonicity in the optimization iterates. To ensure both
convergence and acceleration, two problem formulations were employed: a globally
convergent LP formulated in terms of occupation measures, and a relaxed regularized
problem formulated in terms of conditional probabilities. Numerical simulations
showed the possibility of improvement in terms of number of iterations needed for
convergence when combined with a popular large-scale optimization algorithm –
especially when a tuning parameter, of a priori unknown optimal value, was chosen
suboptimally.
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6.A Derivation of number of policies
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Figure 6.A.1: Example of a monotone policy for an MDP with X = 6 states and
U = 7 actions.

To compute the number of monotone policies as a function of X and U , consider
the particular policy given in Figure 6.A.1 for an MDP of size X = 6 and U = 7.
The policy increases by one level at six (i.e., U − 1) positions (including possibly
before x = 1 and after x = 6). Schematically, we can represent this by the following
number

011010011100

where a 0 signifies an increase of the policy by one action level, and a 1 represents a
new state. It is clear that every deterministic monotone policy can be represented
on this form. There is a total of twelve (i.e., X + (U − 1)) digits, out of which six
(i.e., U − 1) are 0s. The total number of such numbers (for this example) is given by

(
12
6

)
= 924. (6.33)
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In general, the total number of combinations (monotone policies, that is) is
(
X + U − 1
U − 1

)
. (6.34)

For finite-horizon problems, there are
(
X+U−1
U−1

)
monotone decision rules to choose

from at each time instant, yielding a total of
(
X + U − 1
U − 1

)N
(6.35)

policies over the full decision horizon.

6.B Computation of subgradients

In this section, we compute the subgradients needed in equation (6.27), i.e., when
updating the iterate on the regularized problem (6.25). Compared to the nominal
problem (6.26), we have that:

• β = θ ∈ RX×U×(N+1).

• Q = {θ|∑u θ(x, u, k) = 1}, i.e., a simplex for every pair of x and k.

• f(β) = f(θ) = f1(θ) + f2(θ), where

f1(θ) =
∑

x∈X

∑

u∈U

{N−1∑

k=0
c(x, u, k)θ(x, u, k)p(x, k)

+ cN (x)θ(x, u,N)p(x,N)
}
, (6.36)

and

f2(θ) = λ

N∑

k=0

X−1∑

x=1

{
[1 2 · · · U ]

(
θ(x, :, k)− θ(x+ 1, :, k)

)}
+

= λ

N∑

k=0

X−1∑

x=1

{ U∑

u=1

(
θ(x, u, k)− θ(x+ 1, u, k)

)}
+
. (6.37)

• The non-negativity constraint θ(x, u, k) ≥ 0 for x ∈ X , u ∈ U , k = 0, 1, . . . , N
can equivalently be written minx,u,k θ(x, u, k) ≥ 0. In terms of the notation of
the nominal problem:

f̄(β) = f̄(θ) = max
x,u,k
{−θ(x, u, k)}. (6.38)
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We now compute a subgradient for each one of these functions using the results
in [131, Section 3.1.6]. We have that g = g1 + g2 is one subgradient of f by [131,
Lemma 3.1.9], where:

• the component of the subgradient of f1 that is with respect to component
(x′, u′, k′) of θ is g1,θ(x′,u′,k′) = ∂f1(θ)

∂θ(x′,u′,k′) = c(x′, u′, k′)p(x′, k′) if k < N , and
cN (x′)p(x′, k′) otherwise, by [131, Lemma 3.1.7].

• the component of the subgradient of f2 that is with respect to component
(x′, u′, k′) of θ is

g2,θ(x′,u′,k′) = ∂f2(θ)
∂θ(x′, u′, k′)

= ∂

∂θ(x′, u′, k′)λ
N∑

k=0

X−1∑

x=1

{ U∑

u=1

(
θ(x, u, k)

− θ(x+ 1, u, k)
)}

+

= λ

N∑

k=0

X−1∑

x=1
I
{ U∑

u=1

(
θ(x, u, k)− θ(x+ 1, u, k)

)
> 0
}

× ∂

∂θ(x′, u′, k′)

U∑

u=1

(
θ(x, u, k)− θ(x+ 1, u, k)

)

= λ

N∑

k=0

X−1∑

x=1
I
{ U∑

u=1

(
θ(x, u, k)− θ(x+ 1, u, k)

)
> 0
}

×
U∑

u=1

(
I{x = x′, u = u′, k = k′}

− I{x+ 1 = x′, u = u′, k = k′}
)

= λI
{ U∑

u=1

(
θ(x′, u, k′)− θ(x′ + 1, u, k′)

)
> 0
}

− λI
{ U∑

u=1

(
θ(x′ − 1, u, k′)− θ(x′, u, k′)

)
> 0
}
, (6.39)

where the first term in the last expression is only included when x′ < X and
the last term is only included when x′ > 1. The third equality follows from
[131, Lemma 3.1.10].

• Let x̄, ū, k̄ be such that
(x̄, ū, k̄) ∈ arg max

x,u,k
{−θ(x, u, k)}. (6.40)
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Then, again by [131, Lemma 3.1.10], the component of one subgradient with
respect to component (x′, u′, k′) of θ is given by

ḡθ(x′,u′,k′) = ∂f̄(θ)
∂θ(x′, u′, k′)

= ∂

∂θ(x′, u′, k′)
{
− θ(x̄, ū, k̄)

}

= −I{x′ = x̄, u′ = ū, k′ = k̄}. (6.41)

Remark 6.3. In terms of the variables of our problem, an upper bound R can be
found explicitly, since:

‖θ1 − θ2‖22 =
X∑

x=1

U∑

u=1

N∑

k=0

(
θ1(x, u, k)− θ2(x, u, k)

)2

=
X∑

x=1

N∑

k=0

( U∑

u=1

(
θ1(x, u, k)− θ2(x, u, k)

)2)

≤
X∑

x=1

N∑

k=0
2

= 2X(N + 1), (6.42)

for all θ1 and θ2 fulfilling the simplex constraint (for each fixed pair of x and k) in
(6.25). We thus take R =

√
2X(N + 1).

6.C Use as an initial boost

As was mentioned in the text, after some iterations, the step-size in the subgradient
update is very close to zero and these updates can, more or less, be considered as
delays in the algorithm. Moreover, it can get problematic to switch between the two
problem formulations due to conditioning on highly unlikely events.

In Figure 6.C.1, we consider an example where we use the proposed method
only as an “initial boost” – that is, we only use the alternating scheme for a fixed
number of iterations, and then switch back to using plain ADMM.

In particular, we considered a random (monotone) MDP of size X = 10 and
U = 3 over a time-horizon N = 60. The parameters of the method were set to
ρ = 30, iADMM = 5 and iSG = 3.
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Figure 6.C.1: Performance of the proposed method when after 75 iterations only
plain ADMM updates are employed.





Chapter 7

Policy and treatment guidelines for
abdominal aortic aneurysms

“But should I?”
“I don’t know.”
She was right. I didn’t know either. If we did nothing the patient might
eventually suffer a haemorrhage which would probably cause a catas-
trophic stroke or kill her. But then she might die years away from
something else without the aneurysm ever having burst. She was per-
fectly well at the moment, the headaches for which she had had the scan
were irrelevant and had got better. The aneurysm had been discovered
by chance. If I operated I could cause a stroke and wreck her – the risk
of that would probably be about four or five per cent. So the acute risk
of operating was roughly similar to the lifetime risk of doing nothing.
Yet if we did nothing she would have to live with the knowledge that the
aneurysm was sitting there in her brain and might kill her any moment.
[. . . ]

“What would you do if it was you?”
I hesitated, but the fact of the matter was that by the age of sixtyone I
was well past my bestby date and I knew that I had already lived most of
my life. Besides, the difference in our ages meant that I had fewer years
of life ahead of me so the lifetime risk of the aneurysm rupturing, if it
was not operated on, would be much lower for me and the relative risk
of the operation correspondingly higher.

— Henry Marsh

quoted from
Do No Harm [132]
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In the previous chapter, we discussed how structural properties of the optimal
policy of a Markov decision process (MDP) could be exploited when computing
it. In this chapter, we stay in the MDP framework, but we shift our focus from
computational concerns to a concrete and applied problem.

The quote that appears on the previous page is taken from the book Do No
Harm: Stories of Life, Death, and Brain Surgery [132], written by neurosurgeon
Henry Marsh. It illustrates a dilemma that doctors are often faced with: Surgical
intervention can be the only cure for a disease, but the surgery itself is usually not
free of risk. How should it be decided whether to perform a surgery or not, taking
into account parameters such as the age of the patient, the risks involved in the
surgery, and the mortality of the disease (in case the patient is not treated)?

We formalize the treatment of a common – and often fatal – disease in the MDP
framework. By computing the optimal policy for our model, we can draw conclusions
regarding the optimal treatment policy for the disease and compare it to the current
clinical guidelines.

7.1 Introduction

For any kind of surgical intervention, the risks involved in the operation must be
weighed against the potential benefits. In this chapter, we focus on the question
of when an abdominal aortic aneurysm (AAA) should be treated. AAAs are en-
largements of the aorta that, in general, are asymptomatic. However, they pose a
constant threat of fatal rupture. Surgery aims to prevent this rupture, and thereby
maximize the remaining life expectancy of the patient. The procedure is major
surgery and can itself lead to death.

Each year during the lifetime of a patient with an AAA, the surgeon is faced
with the question “should surgery be performed?” Since the diameter of an aneurysm
is closely related to its rupture risk, the current clinical guidelines for treatment of
AAAs state that surgery is recommended if the maximal aortic diameter exceeds 55
mm [133]. The simplicity of this threshold-policy is both its strength and weakness:
it is easy to apply in practice, but this treatment policy is not patient-specific in
the sense that it does not take into account factors such as the life-expectancy or
the expected surgical mortality of the patient.

In light of the material introduced in the previous chapter, we recognize the
question that the surgeon faces as a problem of sequential decision making under
uncertainty. In this chapter, the course of events and decisions resulting in the
(potential) rupture or treatment of an AAA is modeled as an MDP. The resulting
policy can guide the choice of treatment on a per patient basis: given the diameter of
the AAA and the age of the patient, an optimal choice of treatment can be read from
a figure that is presented in Section 7.4. The figure is the result of optimizing the
expected number of quality adjusted life-years (QALYs) over the patient’s remaining
lifetime, where age dependent surgical and background mortalities have been taken
into account. The robustness of the policy, with respect to the uncertainties in the
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model parameters, is assessed through simulations.
The main contributions of this chapter are two-fold:

• Firstly, we demonstrate how the treatment of an AAA can be modeled using
the MDP framework.

• Secondly, and the main conclusion, is that the policy currently employed in
clinical practice does not have an optimal structure.

The rest of this chapter is organized as follows. Section 7.2 presents a brief
overview of AAAs. In Section 7.3 it is explained how the decision problem allows
an MDP formulation, as well as a discussion of the parameters used in the model.
Section 7.4 presents the computed optimal policy and asserts its robustness. Sec-
tion 7.5 concludes the chapter with a discussion of related work and indications for
further extensions.

7.2 Abdominal aortic aneurysms

Overview An aneurysm is a balloon-like dilatation of an artery [133]. They can
occur in all arteries, but are most common in the infra-renal aorta and are there
referred to as abdominal aortic aneurysm (AAAs). Figure 7.1 depicts computerized
tomography (CT) angiograms of a normal non-aneurysmatic aorta (left), and an
AAA (right). A 3D reconstruction of an AAA is shown in Figure 7.2 from both a
lateral and a front-facing perspective.

The disease is characterized by loss of structural integrity in the wall of the
abdominal aorta [134]. This, in most cases, leads to a progressive widening of the
aneurysmal dilatation, that can potentially rupture [134]. The rupture of an AAA
leads to massive hemorrhage and is a surgical emergency. It is fatal in up to 88% of

Figure 7.1: Computed tomography (CT) angiograms depicting, with white arrows, a
normal aorta (left) and an AAA (right). For reference, the gray arrows point at the
hip bones in both figures. The difference in shading and visible organs is due to the
method used to generate the figures.
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Figure 7.2: A 3D reconstruction of an AAA seen from a lateral (left) and a forward-
facing (right) perspective. The AAA is clearly marked by the difference in coloring.

cases, and roughly 50% of patients die before reaching the hospital where they can
undergo acute surgery [135]. As many as 15 000 deaths in the USA are attributable
to AAAs each year [134].

Treatment It is possible to treat the AAA prior to its rupture (elective repair).
Two different techniques exist for the treatment: open surgical repair (OSR) and
endovascular aortic repair (EVAR). In OSR, the diseased part of the aorta is
replaced with a synthetic graft. After the surgery, the patient does not require
any special follow-up, and is in essence cured from the disease [134]. In the EVAR
technique, a stent-graft is placed inside the AAA through the arteries of the legs.
This procedure requires that the patient is regularly followed up post-operatively to
monitor the development of complications [134]. There is no consensus on which
technique is superior. Several studies have shown similar long-term mortality with
both techniques – see [133] and [134]. Instead, the choice depends on the anatomy
of the aneurysm, the health status of the patient, the experience of the surgeon and
patient preference [133].

Guidelines The risk of rupture of an AAA is closely related to the diameter of the
aneurysm. Current guidelines state that an AAA should be operated if its diameter
exceeds 55 mm [133]. This threshold was determined based on expert consensus
(see [136] and [137]); all surgeons would operate patients who had an aneurysm
that exceeded 60 mm, but there was no clear consensus on the policy for smaller
AAAs. This criterion has by randomized controlled trials been shown to be superior
to a strategy where also small AAAs are operated [133]. However, a significant
proportion of AAAs rupture before reaching the operative diameter threshold of 55
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mm [138] and, it is also known that some AAAs remain intact even after reaching a
considerable diameter (sometimes greater than 100 mm) – see [138] and [139].

There are patient-specific exceptions to the current 55 mm policy. It is generally
recommended that women, who have larger risk of rupture, are operated when they
reach 52 mm instead of 55 mm [133]. Also, most surgeons refrain from intervention if
the patient suffers from serious comorbidities (e.g., terminal cancer or heart disease)
as this may increase the operative risk or patient suffering, and not be of any
conceivable benefit to the patient. But, no rigorous method exists for supporting
the construction of these exceptions. Moreover, one of the conclusions in the recent
study [140] was that:

“Significant variation in the management of a juxtarenal AAA between
countries was observed. [. . . ] This variation reflects the lack of long-term
evidence and international consensus on the optimal management of
complex AAA.”

That is, there is no clear consensus on how to optimally handle patient-specific
complex AAAs, where surgery is more complicated. Similar conclusions were also
reached in the recent guidelines for management of AAAs proposed by the Society
for Vascular Surgery [43], where, amongst the areas in need of future research, the
following two points can be found:

• “Can a single risk-benefit scoring scheme be developed that incorporates risk
of repair, risk of aneurysm rupture, and anticipated life expectancy?”

• “Would a risk-benefit scoring scheme that incorporates risk of repair, risk of
aneurysm rupture, and anticipated life expectancy assist in mutual decision-
making between the surgeon, the patient, and the patient’s family?”

These conclusions point to the need of developing a framework for modeling the
treatment of AAAs (which can incorporate patient-specific factors).

7.3 An MDP model for the treatment of AAAs

It has previously been demonstrated that the evolution of an AAA (including growth
and rupture risks) can be modeled using a Markov chain (e.g., [141, 142]). A natural
extension is to formulate the decision making problem for treatment of AAAs (that
is, whether to perform surgery or not) as an MDP. Recall from the previous chapter
(in particular, Section 6.2.2) that, in order to this, we need to define the following
quantities: the time-horizon, the state space, the cost function, the action space and
the transition probabilities.

7.3.1 Time-horizon
Based on available data, the time-step in the model was chosen as one year. Moreover,
AAAs are often detected during screening, which in Sweden is offered for 65-year-old
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men [143]. Hence, in our model we optimize starting from an age of 65 years up to
a maximal age of 120 years.

7.3.2 State space
We let the quantized diameter of the AAA be the state of the MDP. The interval
of quantization was chosen as 5 mm due to the available data (see the discussion
on rupture and growth probabilities below). To make the MDP terminate in case
of death by rupture, surgery or natural causes, we introduce an auxiliary terminal
state (labeled “dead”). We also introduce a state for after successful surgery (labeled
“no AAA”). The state space is therefore the set1:

X = {dead, no AAA, < 30 mm, 30− 35 mm,
. . . , 70− 75 mm, 75− 80 mm, > 80 mm}. (7.1)

7.3.3 Action space
We allow for two actions in our MDP model:

U = {continue surveillance, perform surgery}. (7.2)

These two actions influence the transition probabilities of the system as can be
seen in Figure 7.3. Figure 7.3a illustrates the structure of the model if the choice of
action is to perform surgery, and Figure 7.3b shows the structure of the model if the
choice of action is to not perform surgery (i.e., continue surveillance for one year).

It can be shown (see, e.g., [36]) that a finite unconstrained MDP has a deter-
ministic optimal policy. For a deterministic policy, the decision rule is a degenerate
probability distribution at every time instant k. With slight abuse of notation, we
denote this deterministic map from a state x to an action u as µk(x).

In order to later compare our results to the current clinical policy, it is illustrative
to show how the latter can be expressed formally. Recall that current clinical
guidelines state that surgery should be performed if the diameter of the AAA is
greater than 55 mm, and otherwise surveillance should continue for one more year.
This policy can formally be expressed as µ55 = {µ55

65, . . . , µ
55
120} with µ55

k = µ55 for
all ages k, where:

µ55(x) =





continue
surveillance if x ∈ {dead, no AAA,

< 30 mm, . . . , 50-55mm},
perform
surgery otherwise.

The policy µ55 is visualized in Figure 7.4, where a black cell indicates that surgery
should be performed and a white cell indicates that no intervention should be made.

1Note that every label is implicitly assumed to be associated with a unique integer to make it
consistent with the definition of the state space being the integer set {1, . . . , X}.
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dead

no AAA

< 30 mm 30 - 35 mm 35 - 40 mm 40 - 45 mm 45 - 50 mm 50 - 55 mm 55 - 60 mm 60 - 65 mm 65 - 70 mm 70 - 75 mm 75 - 80 mm > 80 mm

(a) Action: perform surgery.

dead

no AAA

< 30 mm

30 - 35 mm

35 - 40 mm

40 - 45 mm

45 - 50 mm

50 - 55 mm

55 - 60 mm

60 - 65 mm

65 - 70 mm

70 - 75 mm

75 - 80 mm

> 80 mm

(b) Action: continue surveillance.

Figure 7.3: Structure of the MDP illustrating the two Markov chains resulting from
the two available actions: perform surgery and continue surveillance (for one year).
The (age-dependent) probability of a transition is proportional to the thickness of the
associated arrow.

7.3.4 Cost function

The natural objective is to maximize the life-expectancy of the patient. However, it is
common in health-economic and outcomes research to use more nuanced descriptions
of health states than simply counting life-years [144]. A quality adjusted life-year
(QALY) is a measure that incorporates that a patient with a good health status
appreciates one year more than a patient of poor health. Living one year at perfect
health is equivalent to one QALY, and conversely one year dead is equivalent to zero
QALYs. It is possible to estimate the QALY-equivalent of one year as a function of
age (see, e.g., [142] and [144]).

Hence, the immediate reward in the model was chosen as the QALY-equivalent
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Figure 7.4: The figure illustrates the current clinical treatment policy, µ55. The
horizontal axis shows size of the AAA and the vertical axis shows age of the patient.
A black cell indicates that surgery should be performed and a white cell indicates that
no action should be taken (i.e., continue surveillance for one year).

of the age k if the patient is alive, and zero otherwise.2

7.3.5 Transition probabilities

Numerical values for the transition probabilities between the different states were
obtained from the available literature. AAA is a disease that is most prevalent in
males, and therefore most literature is limited to male patients. The study [142]
synthesized evidence regarding aneurysm growth, rupture risk and age-dependent
modeling of QALYs for a Markov chain model which evaluated the potential benefits
from screening as compared to non-screening for AAA. The same parameters were
used in our model. However, in [142], no rupture probabilities for AAAs that are
smaller than 50 mm are reported. Hence, rupture probabilities for aneurysms with a
diameter below 50 mm were retrieved from a systematic meta-analysis that complied
rupture probabilities from 14 studies of small aneurysms [141].

Instead of the case of a ruptured AAA leading to certain death, we included
in our model the chance of reaching a hospital and there undergoing successful
emergency surgery. We considered only the surgical intervention OSR of AAAs.

2Note that, compared to Chapter 6, it is in this context more natural to consider an MDP with
a maximization objective. Computationally, this is equivalent to considering cost as a negative
reward.
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Figure 7.5: The figure illustrates the computed optimal policy, µ∗. The horizontal
axis shows size of the AAA and the vertical axis shows age of the patient. A black cell
indicates that surgery should be performed and a white cell indicates that no action
should be taken (i.e., continue surveillance for one year).

Age-dependent surgical mortalities for both emergency and elective settings, as
well as the probability of reaching a hospital, were retrieved from [143]. Data for
age-dependent background morality was collected from [145]. The complete set of
parameters and their references are summarized in Table 7.A.1 in the appendix.

7.4 Results

Computation of the optimal policy takes approximately one second on a 3.2 GHz
MacBook Pro.

7.4.1 Policy

The computed optimal policy (Figure 7.5) is clearly structurally different from the
current clinical policy (Figure 7.4). In these figures, the horizontal axes show the
size of the aneurysm, and the vertical axes show the age of the patient. A black
cell indicates that surgery should be performed, and a white cell indicates that no
action should be taken (i.e., continue surveillance for one year). The optimal policy
shows that younger patients benefit from surgery at small diameters, and that the
threshold diameter should be increased as the patient ages.
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Figure 7.6: Color indicates the number of QALYs that either (a) can be expected to
be accumulated during the remaining life of the patient when the optimal policy µ∗ is
employed, or (b) can be gained by changing policy from the current clinical policy µ55
to the optimal policy µ∗. The horizontal axes show size of the AAA and the vertical
axes show age of the patient.

7.4.2 Objective function
The total number of QALYs that are expected to be accumulated during the
remainder of a patient’s life using the optimal policy is displayed in Figure 7.6a.
The improvement in terms of the difference in number of QALYs between using the
optimal and current policy is shown in Figure 7.6b.

As indicated by Figure 7.6b, an improvement of the number of QALYs can be
expected. This improvement is most significant in patients aged 65 to 80 years with
aneurysms sized 30 to 55 mm. There is also an improvement for older patients aged
105 to 120 with aneurysms sized 55 to 80 mm and above. The relevance for such
old patients is, however, primarily hypothetical. These improvements are expected
since the optimal policy differs from the current policy for such patients. A small
improvement in the number of QALYs can also be expected in the region that
corresponds to patients aged 105-115 with aneurysms that are 50-55 mm in size.
While the two policies here coincide, the optimal policy assumes optimal action in
the future (when the AAA grows), that leads to an improvement.

7.4.3 Robustness
As always when using measured parameters in a model, it is of interest to evaluate
how robust the results are with respect to the uncertainties in the parameters.
To assess the robustness of the computed optimal policy, we generated random
perturbations from the published data uncertainties on the rupture probabilities
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Figure 7.7: The shading of each cell indicates the ratio of policies that indicated that
a certain action should be taken for 1000 randomly perturbed sets of model parameters.
The horizontal axis shows size of the AAA and the vertical axis shows age of the
patient.

(from [142] and [141]). One thousand sets of parameters were generated and optimal
policies were computed for each set. The ratio of policies that indicated that a
certain action should be taken at a certain age and aneurysm size is shown in
Figure 7.7. It can be observed that the structural properties of the optimal policy
are stable with respect to the perturbations of the parameters.

7.5 Discussion

We have shown that a policy that optimally takes into account the expected
remaining (quality adjusted) life-years of a patient and the age-related surgical
mortality differs markedly from the policy which is currently used in clinical practice.
The structure of the computed optimal policy is intuitively appealing: for a patient
with less expected remaining life and a high operative risk, a higher AAA rupture
probability (size) is demanded in order to take action.

The exact thresholds in the generated policy may not be clinically applicable
yet. They are subject to change as better estimates of the model parameters become
available from clinical studies. However, as shown, the structure of the policy is
robust to perturbations in the current model parameters which indicates that even
if the exact threshold values are not determined yet, the structure of the currently
used clinical policy is suboptimal – which demands further investigation.
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As mentioned in Section 7.2, the current policy has been studied in randomized
controlled trials and has been shown to be associated with a lower mortality than
a policy where small (40-55 mm) aneurysms are also operated [133]. These trials,
however, did not have sufficient power to perform subgroup analyses with regard
to age or gender [133], and could thus not demonstrate the results suggested here –
that is, that smaller aneurysms should be operated in young patients.

7.5.1 Regarding the rupture risk for large AAAs

There is a noticeable difference in the computed optimal policy with respect to at
what age operation is the optimal treatment choice between aneurysms that are
smaller and larger than 55 mm. This may be due to the fact that the only high
quality evidence from controlled clinical trials for aneurysm growth and rupture
rates relate to small aneurysms, whereas for large aneurysms only smaller case series
with selected patient-cohorts are available. In particular, the discontinuity suggests
that either the rupture risk for large aneurysms is estimated as disproportionally
high, or that the rupture risk for small aneurysms is estimated as disproportionally
low.

It has been proposed in [146], that the rupture risks presented in the literature
for large aneurysms are overestimates. In particular, [146] indicates that rupture
risks for aneurysms between 55 and 69 mm are overestimated. With respect to
our results, this would lead to a bias in the policy, such that larger aneurysms are
disproportionally avoided (i.e., operated), which in turn would manifest itself as an
abrupt change in the policy for aneurysms of size 55 mm and larger – exactly as
is apparent in Figure 7.5. Thus, we believe that our results also point to possible
previous overestimation of rupture risks for large aneurysms.

Additionally, we note that the sensitivity analysis presented in this chapter only
demonstrates the robustness of the policy with respect to variance in the parameters
and would therefore not be able to detect the systematic bias proposed in [146].

7.5.2 Extensions

There are many extensions that could be made to the work presented in this chapter.
We considered only age-dependent surgical mortality that is related to the OSR
procedure. It would be interesting to include, by extending the action set U , other
types of surgical interventions (for example, EVAR). A time or state dependent
action set could limit some of these surgical methods to certain ages or certain AAA
diameters. Post-operative complications can also be introduced in the model by the
addition of new states.

It should be noted that, in this chapter, age can partially be viewed as a surrogate
marker for comorbidity. It is possible to identify patients with increased operative
risk (due to comorbidities) using, for example, the score proposed in [147], or patients
with an increased rupture risk (e.g., women, or patients with a family history of
ruptured AAAs), for whom individual risk parameters can be used to generate
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patient-specific policies. It may also be relevant to improve patient-centered decision
making by allowing patients themselves to estimate QALYs.

Also, as more specific markers for AAA rupture and growth (e.g., biomechanical
rupture risk markers from finite element analysis [148]) become clinically available,
policies will have to be re-established to include such data as basis for the treatment
decision. The MDP framework allows new markers to be incorporated by either an
extension of the state-space, or by extending the framework to POMDPs.

7.5.3 Related work
In the context of healthcare, the MDP framework has been used to provide guidelines
for decisions in such disperse settings as ambulance scheduling [149], planning the
treatment of ischemic heart disease [150], and kidney transplantations [151]. For a
more extensive overview of healthcare related applications of MDPs, see, for example,
[152] and the references therein.

The question of improving the treatment policy for AAAs using mathematical
modeling has been considered before. However, the MDP framework has (to the
best of our knowledge) not been used before. The structure of our policy is similar
to the one recently obtained in [153] using a Markov chain model where different
treatment options were evaluated against each other by simulating their outcome
over a large cohort of (virtual) patients. However, in contrast to enforcing a surgical
intervention at different AAA diameters and comparing the simulation outcomes,
the MDP framework i) uses analytical expression for expectations, which bypasses
the need for approximations using simulations and makes the computation of the
solution more efficient. It also ii) generates a policy that takes into account that
the surgeon will act optimally in the future due to the principle of optimality. This
means that we include the possibility of not performing surgery now, since we know
that it will be performed at a later stage, when generating the policy. A more
elaborate discussion regarding this is available in [154]. Moreover, we believe our
framework allows the possible extensions discussed above to be made more easily.

7.6 Conclusions

In this chapter we have demonstrated how the MDP framework can be employed
for weighing risk against potential benefit in the case of AAA treatment. We have
demonstrated that a patient-specific policy outperforms the currently recommended
clinical policy. Our results indicate that the optimal treatment policy might be of a
more complex form – age and size dependent – than the one that is employed today.
In particular, that smaller aneurysms should be operated in younger patients. These
results warrant further investigations into a policy that is age dependent.





Appendix

Remark 7.1. Figures 7.1 and 7.2 are courtesy of Antti Siika and Joy Roy.

7.A References for model parameters

Parameter Reference Parameter Reference
Rupture probabilities [141], [142] Growth probabilities [142]

Age-dependent QALYs [142] Surgical mortalities [143]
Probability of reaching hospital [143] Background mortalities [145]

Table 7.A.1: Summary of the parameters used in the model and the corresponding
references.
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Chapter 8

Conclusions

In this thesis, we studied the HMM and a few of its generalizations. In particular, we
touched upon four central challenges that become increasingly important as we enter
the large-data regime: i) convergence of local-search procedures, ii) exploiting prior
knowledge, iii) learning from other sources than raw data, and iv) dissemination of
methodologies.

In relation to the first challenge, we investigated how methods of moments can
be combined with ideas from ML estimation. The motivation for this was that ML
schemes are usually required to rely, in practice, on iterative local-search algorithms
which are only guaranteed to converge to a local stationary point in the likelihood
surface. To reach a global optimum, either many restarts or a good initialization
point are required. This is problematic, despite the attractive statistical properties
of the ML estimate. On the other hand, methods of moments formulated for HMMs
are typically computationally very efficient and strongly consistent. However, they
are commonly formulated using only low order moments, which means that some of
the information available in the correlations in the full data sequence is neglected. By
combining the two methods, our aim was to acquire the benefits of both approaches.

For an HMM with known sensor (that is, known observation matrix), we saw
that it was possible to combine these two schemes succesfully. In particular, we
showed in Chapter 3 that by combining the two approaches, we could obtain an
estimator that was fast to compute and had high accuracy. In the following chapter,
we tried to get around the assumption that the sensor had to be known. One
possibility could have been to reuse the moment-matching problem (3.4), but with
the observation matrix as an unknown variable. This would however have made
the problem non-convex – meaning that we would be back in the situation where
we need a good initialization point for a local-search algorithm (in order to solve
the non-convex problem). Hence, we would only have shifted the problem one layer.
Instead, we took a few initial steps by working with an OOR-parametrization of an
HMM. We outlined how the spectral learning procedure ([29]) could be combined
with direct likelihood maximization. In simulations, we showed that a few parameter
update-steps on a quadratic approximation of the likelihood function could increase
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the accuracy of the resulting models.
Next, we turned to the third challenge in Chapter 5 – that of using alternative

data sources for model estimation. We introduced and provided initial solutions to
a new class of inference problems: inverse filtering problems for HMMs. The essence
of these problems is to investigate the question: “what information about an HMM
filtering system is exposed by its state estimates?” We considered a special case as
a stepping stone to more general formulations – see the discussion on future work
below. In particular, we showed that if the dynamics of the system (that is, the
transition matrix) are jointly known, then from (noisy) posteriors from the HMM
filter, its observation matrix and the sequence of observations can be reconstructed
(estimated). Moreover, we showed that a “naive” solution based on combinatorial
optimization could be avoided by exploiting the structure of the HMM filter’s update
equations.

As for the second challenge, we investigated how prior knowledge could be
exploited when computing an optimal policy for an MDP. In particular, knowledge
that such a policy exhibits a monotone structure. We proposed an iterative scheme
consisting of two steps; first, a number of standard updates on the LP formulation of
the MDP, and, second, a number of updates on a reformulation where a regularization
term, penalizing non-monotonicity, had been added. These two steps were alternated
with the hope that the introduced regularization would push the iterates towards
the optimum (which is known to be monotone), and hence, decrease the total
number of iterations needed for convergence. The key difficulty was the ability
to swap between these two formulations, since the regularization term transforms
the LP into a non-linear problem. It was shown in simulation examples that the
number of iterations needed to converge was decreased by performing the additional
monotonicity-promoting updates.

Finally, we dealt with the fourth challenge by establishing collaborations with
experts in an applied field – that of vascular surgery and abdominal aortic aneurysms.
In particular, we studied the problem of how to weigh the risks involved in the
surgery of a potentially life-threatening disease against the risks of not intervening.
Albeit there are guidelines for how to handle these risks, these are sometimes
bypassed [140] (emphasis added):

“Significant variation in the management of a juxtarenal AAA between
countries was observed. [. . . ] This variation reflects the lack of long-term
evidence and international consensus on the optimal management of
complex AAA.”

By recognizing it as a problem of decision making under uncertainty, we formu-
lated the problem in the MDP framework, taking into account, for example, the
life-expectancy of the patient. Our main conclusion was that the optimal policy
has a different structure than the currently recommended clinical guidelines – in
particular, that younger patients could benefit from earlier surgery. But also, since
the parameters of the model are easy to vary, that the model can be used for a
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more patient-specific treatment (in particular, complex cases can have adequate risk
adjustments made in the model).

8.1 Future work

We will now discuss possible paths for future work related to the topics discussed in
the thesis.

Parameter estimation It is always interesting to identify real-world applications
(such as for the results in Chapters 3 and 4). Moreover, with respect to Chapter 4,
a formal analysis of the proposed method would be of interest. Another possible
direction of future explorations is to see how, for example, quasi-Newton methods
(for example, [67]) can be combined with methods of moments.

In Chapter 6, we exploited the monotonic structure of the optimal policy when
we computed it. What if we have prior knowledge of this (for example, from
physical insights) already in the parameter estimation problem? Can these structural
properties be exploited already then?

Exploiting structure in decision-policies One observation that can be made
regarding the optimal policy in Chapter 7 (that is, Figure 7.5) is that it is monotone
both in state and time. The regularization term used in Chapter 6 could be augmented
to also take time-monotonicity into account. In [155], conditions guaranteeing that
the optimal policy exhibits a monotonic structure in time were derived.

It is possible to show (e.g., [36, 156]) that the value and policy iteration algorithms
are equivalent to solving the LP formulation of an MDP using the simplex algorithm
(e.g., [130]) with different pivoting rules. Instead of solving the LP using a general
optimization algorithm, it might be possible to efficiently exploit the monotonic
structure by exploring this connection.

An interesting path for future work is going in the direction of POMDPs.
Exploiting structural results becomes increasingly important for these models due
to the added layer of complexity resulting from making the state hidden. It can
be shown that a POMDP can be formulated as an equivalent continuous-state
MDP [3], where the state corresponds to the posterior distribution of an HMM
filter. Monotonicity results have been derived, for example, in [157, 158] and been
extended in [159–162]. In relation to the methodology of Chapter 6, one could
imagine cleverly discretizing a POMDP so as to preserve its monotonicity properties
and then subsequently exploit them via regularization.

Inverse filtering for HMMs In Chapter 5, we assumed that the outputs we
could obtain from the filtering system under study were its posterior distributions of
the latent state. The problem we considered can be seen as a stepping stone towards
more general problems. As mentioned in Section 2.4, the posterior distribution is
an intermediate quantity used to compute various (point) state estimates; e.g., the
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Figure 8.1: In Chapter 5, we studied the inverse filtering problem where π̃k and P
were known, and yk and B were to be reconstructed (dashed box). Potential future work
includes treating the case where only a filtered version uk of the posterior distribution
πk is observed – for example, an action or a point estimate.

conditional mean estimate (2.26), and the maximum aposteriori estimate (2.27).
What can be said about the filtering system if we are only given such point estimates?

In more generality, in a POMDP, an agent takes an action based on its belief
state – essentially the posterior distribution – and the costs associated with the
different actions and states [3]. What information about the agent’s filtering system
is revealed if its actions are observed? Is it possible to reconstruct (or estimate)
its sensor specifications? If so, what information is needed for this? The setup is
schematically outlined in Figure 8.1.

Other variations of the inverse filtering problem that can be considered for future
work include:

• The complementary problem to that treated in Chapter 5. Assume that we
know the sensor (the observation matrix) used to measure the system, and
have access to the outputs (posterior distributions) of an HMM filtering system.
What can be determined about the system dynamics (the transition matrix)?

• In a mismatched HMM filtering system, the parameters of the system are
not in exact correspondence with those in the HMM filter. For example, the
transition matrix of the system is not exactly equal to the transition matrix
used in the HMM filter’s update equations. How sensitive are the solutions
to inverse filtering problems to such discrepancies? What bounds can be
established? Can such a mismatch be detected?

• Assume that nothing is known a priori regarding the system or the sensor. If
we receive updates from an HMM filter, can we conclude anything about the
system and sensor being utilized? At the outset, it seems hopeless to be able
to recover anything uniquely, but maybe it is possible to identify a class of
systems and sensors consistent with the filtering updates.

• Is it possible to interpret the result of querying a large number of experts as
the posterior distribution of an HMM filter, and via inverse filtering reverse
engineer the, so to say, wisdom of the crowd? That is, to discover how the
crowd interprets and reacts to information.
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• Consider the setup from Remark 2.2 (page 18). That is, when the observation
space is Y = Rp, for some integer p, and the observation likelihoods are
conditional Gaussians. Is it possible to derive similar results as those in
Chapter 5 for this setting? How does non-uniqueness come into play?

• Linear Gaussian state-space models fit in the HMM framework when the
state-space and the observation space are allowed to be general Euclidean
spaces [2, 3]. In this setting, the solution to the stochastic filtering problem is
the Kalman filter. What connections can be made from the results in Chapter 5
to inverse Kalman filtering problems?

• Above, we mentioned that in a POMDP setting, actions based on the posterior
distributions are observed. Are there other settings of stochastic optimization
where a decision is made, based on a posterior belief over a latent state? Could
these be used in the inverse filtering framework to determine properties of the
filtering system?

• In social learning [3, 10], an agent receives a private observation which is used,
together with the public belief, to update its private belief (via the HMM
filter). A myopic action is then taken, which is announced to the other agents.
The public belief (posterior distribution of the true state of nature) is updated
based on all the announced actions. Can inverse filtering be used to determine
how each agent is interpreting its private observation?

On a longer horizon, when the inverse filtering framework is more structurally
complete, it will be of interest to study how the results can be applied in practice.
For example, as mentioned in the introduction to this thesis, a doctor spends
her whole career fine-tuning her mental model of how the human body behaves
under the influence of various diseases, and what indicators are visible from them.
On an abstract level, what the doctor is doing is HMM filtering: she is trying to
determine the not-directly-observable state of the patient (the health status) via
various observations. Is it possible, by utilizing her past diagnoses, to discover how
she interprets the various observations? Estimating a formal model of this could
help provide decision-support for (new) doctors via an automatic system. The above
interpretation is, of course, not limited to medical experts. Domain experts in various
fields are, on an abstract level, performing HMM filtering using a mental model:
financial analysts, (car) drivers, etc.

In connection to this, how would one go about learning both from experts and
raw data? That is, if one has access to some observations from the system, along
with some outputs from an HMM filtering system – how should these be combined
so as to construct a model of the system?

Applications and collaborations Recall that some of the motivating factors
for our work on AAAs were the following points that can be found in a list of areas
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in need of further research (in relation to the care of patients with AAAs), given in
the recent issue [43] of the Journal of Vascular Surgery:

• “Can a single risk-benefit scoring scheme be developed that incorporates risk
of repair, risk of aneurysm rupture, and anticipated life expectancy?”

• “Would a risk-benefit scoring scheme that incorporates risk of repair, risk of
aneurysm rupture, and anticipated life expectancy assist in mutual decision-
making between the surgeon, the patient, and the patient’s family?”

In Chapter 7, we took initial steps towards answering such questions by formalizing
the problem in the MDP framework. However, in order to fully convince practitioners
and policy makers of the results that our work points at, a number of additional
steps need to be taken. First of all, the results we present are, for example, the
expected gain in number of QALYs in the model. Validating the performance on real
patient-cases is of high importance. At this early stage, it is infeasible to perform a
clinical evaluation, however, a retrospective study would be highly interesting and
indicative of the validity of our results.

Moreover, on a more practical side, developing user-friendly tools that the average
practitioner can employ is important. Allowing model parameters to easily and
intuitively be modified in these tools will provide a basis for patient-specific care. For
example: in complex AAAs, or when other comorbitities are present, risk parameters
can be elevated; gender-specific differences can be incorporated; and the patient can
together with the family decide on a QALY rating. This would assist the decision
making between the surgeon, the patient and the patient’s family – and be backed
up by formal results.

In terms of model parameters, it is of course of interest to obtain better estimates
which would help in establishing the actual thresholds that should be used in the
policy – not just the structural properties of the optimal policy that our results
point to. Currently, as noted in Section 7.5.1, most high quality evidence is available
for smaller aneurysms (due to the current guidelines). Albeit higher quality data
will certainly be published as time progresses, it would be of interest to study what
the optimal decision policy is for smaller aneurysms, conditioned on that the current
policy is still enforced for larger aneurysms – that is, aneurysms of size 55 mm or
higher are operated. This would essentially bypass the domain where only limited
data is available.

Even though we have not treated POMDPs explicitly in this thesis, they are an
important generalization of the HMM which could help establish policies once new
markers for AAA rupture and growth become available (for example, biomechanical
rupture risk markers [148]). Additionally, other diseases with similar characteristics,
where treatment decision is primarily based on maximizing remaining life-expectancy
include:

• deciding whether to operate or perform continued surveillance for carotid
stenosis,
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• treatment of atrial fibrillation, weighing the risks of thromboembolic events
against catastrophic bleeds,

• decision of treatment and surveillance intervals for meningiomas and other
benign intracranial neoplasms (tumors),

• evaluating the choice of biological and non-biological valves for aortic valve
replacement.

These could potentially also benefit from systematic modeling in the Markovian
framework.
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[4] Olivier Cappé. Ten years of HMMs (online bibliography 1989-2000). Available
at: https://perso.limsi.fr/cappe/Research/Bibliographies/hmmbib/, 2001.

[5] James Baker. The DRAGON system–an overview. IEEE Transactions on
Acoustics, Speech, and Signal Processing, 23(1):24–29, 1975.

[6] Frederick Jelinek. Continuous speech recognition by statistical methods.
Proceedings of the IEEE, 64(4):532–556, 1976.

[7] Lawrence Rabiner. A tutorial on hidden Markov models and selected ap-
plications in speech recognition. Proceedings of the IEEE, 77(2):257–286,
1989.

[8] Mark Gales and Steve Young. The application of hidden Markov models in
speech recognition. Foundations and Trends in Signal Processing, 1(3):195–304,
2007.

[9] Geoffrey Hinton, Li Deng, Dong Yu, George Dahl, Abdel-rahman Mohamed,
Navdeep Jaitly, Andrew Senior, Vincent Vanhoucke, Patrick Nguyen, Tara
Sainath, and Brian Kingsbury. Deep neural networks for acoustic modeling in
speech recognition: The shared views of four research groups. IEEE Signal
Processing Magazine, 29(6):82–97, 2012.

[10] Christophe Chamley. Rational herds: Economic models of social learning.
Cambridge University Press, 2004.

[11] Vikram Krishnamurthy. Interactive Sensing and Decision Making in Social
Networks. Foundations and Trends in Signal Processing, 7(1-2):1–196, 2014.

139



140 Bibliography

[12] Yaakov Bar-Shalom, Xiao-Rong Li, and Thiagalingam Kirubarajan. Estimation
with applications to tracking and navigation: theory algorithms and software.
John Wiley & Sons, 2004.

[13] Samuel Blackman and Robert Popoli. Design and analysis of modern tracking
systems. Artech House, 1999.

[14] Jie Yang, Yangsheng Xu, and Chiou S. Chen. Human action learning via hidden
Markov model. IEEE Transactions on Systems, Man, and Cybernetics-Part
A: Systems and Humans, 27(1):34–44, 1997.

[15] Richard Kelley, Alireza Tavakkoli, Christopher King, Monica Nicolescu, Mircea
Nicolescu, and George Bebis. Understanding human intentions via hidden
Markov models in autonomous mobile robots. In Proceedings of the 3rd
ACM/IEEE International Conference on Human Robot Interaction, pages
367–374, 2008.

[16] Haijing Hou, Lisheng Jin, Qingning Niu, Yuqin Sun, and Meng Lu. Driver
intention recognition method using continuous hidden Markov model. Inter-
national Journal of Computational Intelligence Systems, 4(3):386–393, 2011.
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