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ABSTRACT

What we see, how we see it and what emotions may arise from stimuli has long been 
studied by philosophers, psychologists, medical doctors and neuroscientists. This 
thesis work investigates a particular view on the possible dynamics, utilizing 
computational models of spiking neural attractor networks. From neurological 
studies on humans and other primates, we know visual perception and recognition of 
objects occur partly along the visual ventral stream, from V1 to V2, V4, IT and 
downstream to other areas. This visual awareness can be both conscious and 
unconscious and may also trigger an emotional response. As seen from many 
psychophysical experiments in backward masking (BM) and attentional blink (AB), 
some spatial and temporal dynamics can determine what becomes visually conscious 
and what does not. To explore this computationally, biophysical models of BM and 
AB were implemented and simulated to mimic human experiments, with the 
assumption that neural assemblies as attractor networks activate and propagate along 
the ventral stream and beyond. It was observed that attractor interference between 
percepts in sensory and associative cortex can occur during this activity. 

During typical human AB experimental trials in which two expected target symbols 
amongst distractors are presented less than 500 ms apart, the second target is often 
not reported as seen. When simulating this paradigm as two expected target neural 
attractors amongst distractors, it was observed in the present work that an initial 
attractor in associative cortex can impede the activation and propagation of a 
following attractor, which mimics missing conscious perception of the second target. 
It was also observed that simulating the presence of benzodiazepines (GABA 
agonists) will slow cortical dynamics and increase the AB, as previously shown in 
human experiments.

During typical human BM experimental trials in which a brief target stimulus is 
followed by a masking stimulus after a short interval of less than 100 ms, recognition
of the target can be impaired when in close spatial proximity. When simulating this 
paradigm using a biophysical model of V1 and V2 with feedforward and feedback 
connections, attractor targets were activated in V1 before imposition of a proximal 
metacontrast mask. If an activating target attractor in V1 is quiesced enough with 
lateral inhibition from a mask, or not reinforced by recurrent feedback from 
feedforward activation in V2, it is more likely to burn out before becoming fully 
active and progressing through V2 and beyond. BM was also simulated with an 
increasing stimulus interval and with the presence and absence of feedback activity. 
This showed that recurrent feedback diminishes BM effects and can make conscious 
perception more likely.



 

To better understand possible emotional components of visual perception and early 
regulation, visual signaling pathways to the amygdala were investigated and 
proposed for emotional salience and the possible onset of fear. While one subcortical 
and likely unconscious pathway (before amydala efferent signaling) was affirmed via
the superior colliculus and pulvinar, four others traversed through the ventral stream. 
One traversed though IT on recognition, another via the OFC on conditioning, and 
two other possibly conscious pathways traversed though the parietal and then 
prefrontal cortex, one excitatory pathway via the ventral-medial area and one 
regulatory pathway via the ventral-lateral area. Predicted latencies were determined 
for these signaling pathways, which can be experimentally testable. The conscious 
feeling of fear itself may not occur until after interoceptive inspection.

A pathology of attractor dynamics was also investigated, which can occur from the 
presence of a brain tumor in white matter. Due to degradation from tumor invasion of
white matter projections between two simulated neocortical patches, information 
transfer between separate neural attractors degraded, leading first to recall errors and 
later to epileptic-like activity. Neural plasticity could partially compensate up to a 
point, before transmission failure. This suggests that once epileptic seizures start in 
glioma patients, compensatory plasticity may already be exhausted. Interestingly, the 
presence of additional noise could also partially compensate for white matter loss.

Keywords: attractor dynamics, visual awareness, visual perception, visual attention, 
attentional blink, backward masking, gliomas, brain tumor,  white matter, cell 
assemblies, neocortical model, threat response, fear signaling, amygdala



SAMMANFATTNING

Vad vi ser, hur vi ser det och vilka känslor som våra synintryck kan ge upphov till har
länge studerats av filosofer, psykologer, läkare och inom neurovetenskapen. Denna 
avhandling undersöker vissa aspekter av den möjliga underliggande dynamiken, 
genom modellering med spikande attraktornätverk; en form av neuronnät. Från 
anatomiska och neurologiska studier på människor och andra primater vet vi att 
visuell perception och igenkänning av föremål delvis sker längs den ventrala visuella 
strömmen, som går från V1 till V2, V4, IT och nedströms till andra områden.

Varseblivning av synintryck kan vara både medveten och omedveten och också ge 
upphov till en känslomässig reaktion. Som framgår av flertaliga psykofysiska 
experiment med bakåtmaskning (BM) och "blinkning i uppmärksamheten" 
(engelska: attentional blink; AB) kan vissa rumsliga och temporala dynamiker avgöra
vilka synintryck som blir medvetna vilka som inte blir det. För att utforska detta 
skapades biofysikaliska modeller för BM och AB. Med dessa gjordes simuleringar 
som efterliknar experiment med försökspersoner, under antagandena att visuella 
stimuli aktiverar grupper av nervceller i attraktornätverk och att aktiviteten sprider 
sig längs den ventrala strömmen och vidare därifrån. Det observerades att attraktorer 
svarande mot olika percept i den sensoriska hjärnbarken och i associationsbarken då 
kan interferera med varandra.

Vid typiska mänskliga experiment med AB ombeds försökspersonen att identifiera 
angivna målsymboler, som presenteras i en sekvens omväxlande med distraktorer.  
Då två målsymboler presenteras mindre än 500 ms från varandra, rapporteras ofta 
inte den andra målsymbolen. Då detta simulerades I dette arbete genom att 
målsymbolerna representerades med attraktorer i attraktornätverk visade sig 
aktiveringen av en första attraktor kunna hindra aktivering och överföring av en 
därpå följande attraktor, vilket efterliknar att försökspersonerna inte 
uppmärksammade den andra målsymbolen. Det observerades också att en simulerad 
tillförsel av bensodiazepiner (GABA-agonister) reducerar dynamiken i hjärnbarken 
och ökar AB, vilket tidigare har visats experimentellt. 

Vid typiska mänskliga experiment med BM visas en målsymbol, efter en viss tid 
följd av ett maskerande stimulus. Försökspersonen visar sig ha en försämrad förmåga
att identifiera målsymbolen om den följs av ett maskerande stimulus inom mindre än 
100 ms, samtidigt som de båda stimuli ligger nära varandra i rummet. I en 
biofysikalisk modell av V1 och V2 med framåt- och bakåtkopplingar stimulerades en
attraktor i V1 varefter en närliggande metacontrast-mask påfördes. Om aktiveringen 
av en attraktor i V1 blir tillräckligt reducerad av lateral hämning från en mask, eller 
inte blir förstärkt av återkoppling från aktiveringen av V2, är det mer sannolikt att 
den brinner ut innan attraktortillståndet blir fullt aktiverat, så att det kan föras vidare 
via V2 till andra delar av hjärnbarken. BM simulerades också för olika tidsintervall 
mellan stimuli och med och utan återkoppling från V2. Det visade sig att 



 

erkoåtpplingen minskar BM-effekten och kan göra varseblivning av målsymbolen 
mer sannolik.

För att bättre förstå möjliga känslomässiga komponenter av visuell perception och 
tidig reglering av dessa, undersöktes de visuella signalvägarna till amygdala. En 
möjlig roll för dessa beträffande känslomässig laddning och för uppkomst av rädsla 
föreslogs. Medan en subcortikal och sannolikt omedveten signalväg (före amygdala) 
har bekräftas gå via superior colliculus och pulvinar, gick fyra andra genom den 
ventrala strömmen. En, relaterad till igenkännande gick genom den inferotemporala 
hjärnbarken, en annan, relaterad till betingning, gick genom den orbitofrontala 
hjärnbarken, och två andra möjligen medvetna vägar gick genom parietal och 
därefter prefrontal hjärnbark; en excitatorisk väg via det ventrala medialområdet och 
en reglerande väg via det ventrala laterala området. Experimentellt testbara 
prediktioner för latenserna i dessa signalvägar gjordes. Den medvetna känslan av 
rädsla själv kanske inträffar först då man gjort en interoceptiv inspektion.

En patologi av attraktordynamik undersöktes också, vilken kan uppstå då hjärntumör 
uppträder i den vita materien. Då denna har brutits ned av tumörinvasionen visade en
simulering att informationsöverföringen mellan attraktorer i två olika områden av 
hjärnbarken försämrades, vilket först resulterade i återkallningsfel och senare i 
epileptisk aktivitet. Plasticitet i hjärnan kan delvis kompensera, innan överföringsfel 
inträffar, men bara till en viss punkt. Detta indikerar att när epileptiska anfall 
uppträder hos gliompatienter är förmågan att kompensera med plasticitet kanske 
redan uttömd. Intressant nog kan en högre brusnivå också delvis också kompensera 
för förlust av vit materia.



 
Form is emptiness and the very emptiness is form; emptiness does not differ from 
form, form does not differ from emptiness; whatever is emptiness, that is form, the 
same is true of feelings, perceptions, impulses, and consciousness.

- The Heart Sutra



LIST OF PUBLICATIONS

     I. Silverstein DN, Lansner A (2011)  Is attentional blink a byproduct of             
neocortical attractors? Frontiers in Computational Neuroscience 5:13 

             doi: 10.3389/fncom.2011.00013

    II. Szalisznyo K*, Silverstein DN*, Duffau H, Smits A (2013) Pathological
neural attractor dynamics in slowly growing gliomas supports an optimal 
time frame for white matter plasticity. PloS One 8(7):e69798
doi: 10.1371/journal.pone.0069798  *equal contributors

   III. Silverstein DN (2015)  A computational investigation of feedforward and 
feedback processing in metacontrast backward masking. Frontiers in 
Psychology 6:6  doi: 10.3389/fpsyg.2015.00006 

   IV. Silverstein DN, Ingvar M (2015)  A multi-pathway hypothesis for 
human visual fear signaling. Frontiers in Systems Neuroscience 9:101 
doi: 10.3389/fnsys.2015.00101 



PREFACE

This research aims to computationally investigate some dynamics of early sub-
second human visual awareness of a presented visual stimulus. It does this by 
modeling and simulating interacting attractor networks with neurons and neural 
assemblies at a somewhat biophysical level (i.e. Hodgkin-Huxley style neurons with 
several compartments). Two timescales are investigated, one with the perceptual 
dynamics of backward masking within 100 ms and the other of attentional blink 
within about 200-500 ms. On threat and fear-relevant stimuli, five visual signaling 
pathways are proposed for initial activation of the amygdala. Pathological attractor 
dynamics with spurious, erroneous and epileptic recall is also explored in the case of 
damaged white-matter that connect two neocortical patches, each of which has a set 
of corresponding attractor memories.

On research questions, paper I considered if the psychophysical phenomenon of 
attentional blink might be caused by interference of neural attractors activated by 
pre-conscious percepts. Paper II looked at the attractor dynamics of two neocortical 
patches connected by white-matter, and how it can become pathological when 
perturbed with a tumor growing into a white-matter fiber. Paper III investigated 
feedforward and feedback processing between visual areas V1 and V2 during 
backward masking and how a mask might interfere with feedback and lateral 
reinforcement of a target, making conscious awareness less likely. Paper IV 
hypothesized multiple visual signaling pathways to the amygdala which may be 
activated from different kinds of fear-relevant stimuli.

Thesis contents

This thesis contains seven chapters as well as the four papers published in peer-
reviewed journals. The introduction in chapter 1 takes a broad view of computational
systems neuroscience and seeks to generate and describe some contextual dimensions
at a high level that contain the thesis work, before narrowing down to details of the 
work in subsequent chapters. It seeks to explain an approach to systems neuroscience
and computational modeling while considering aspects of visual awareness and 
emotion, with fear in particular. Chapter 2 discusses aspects of visual awareness and 
the experimental methods for investigation of backward masking and attentional 
blink. 



 
 

Chapter 3 reviews neural assemblies and approaches with neural attractor network 
models to explore the dynamics. Chapter 4 details the neocortical and modeling 
constraints and assumptions used in the studies, with emphasis on the Hodgkin-
Huxley approach for modeling neurons. Chapter 5 describes the software methods 
and CORTSIM library for neural simulations, which utilize the NEURON simulator. 
Chapter 6 reviews and summarizes the results of the papers included in the thesis. 
Chapter 7 contains a conclusion and future directions, in particular how the fear 
signaling pathways and dynamics might be experimentally tested at the connectome 
level.

Contributions to publications

In Paper I, I conceived of the study partially based on my previous work on 
attentional blink, a topic which was originally suggested by Anders Lansner (AL).
I constructed the model with a simulation library called CORTSIM that I developed 
using NEURON, designed the experiments, ran the simulations and did the analysis. 
AL reviewed the model over discussion and made some suggestions, in particular to 
bias expected target attractor memories, decompose human-based attentional blink 
responses into separate components for comparison and do a sensitivity analysis on 
some model parameters. I wrote the paper with some review and feedback from AL 
and I also corresponded with reviewers and made the manuscript changes.

 
In Paper II, I helped  to conceive of the study and the modeling approach. I built the 
model by extending CORTSIM, co-designed the experiments, ran the simulations 
and did the analysis. I wrote parts of the paper, particularly on the methods and 
results, as well as the supplement. I also assisted with edits and the peer-review 
process. 

 
In Paper III, I worked on all aspects of the study.

 
In Paper IV, I conceived of the study from discussions with Martin Ingvar in the 
context of an ongoing question of cortical control of emotion. I gathered anatomical 
and functional connectivity known in the literature to investigate possible pathways 
for the emotional processing of threat-relevant stimuli. This included meta-analysis 
and pathway timing predictions. I wrote the paper with input and review from Martin
Ingvar, and navigated the peer-review process. 



CONTENTS

1.    Computational challenges of human systems neuroscience ...............   1
    1.1  Understanding the human brain at the systems level ...................... 2
    1.2  Modeling constraints and methodology …...................................... 7
    1.3  A view on consciousness and conscious emotion …....................... 16
    1.4  Theories of consciousness ….......................................................... 22
    1.5  Addressing visual awareness …...................................................... 24
    1.6  Cognitive architectures and simulators …...................................... 25
    1.7  Modeling pitfalls of computational systems neuroscience …......... 30
2.    Aspects of visual awareness along the ventral stream ….................... 34
    2.1  The visual ventral stream …............................................................ 35
    2.2  Visual backward masking …........................................................... 37
    2.3  Visual attentional blink …............................................................... 39
3.    Cell assemblies, neural attractor networks and dynamics ….............. 42
    3.1   Cell assemblies ….......................................................................... 42
    3.2   Models of neurons …..................................................................... 45
    3.3   Unsupervised learning rules …...................................................... 46
    3.4   Neural attractor networks ….......................................................... 48
    3.5   Continuous and distributed attractors …........................................ 52
4.    Neocortical and modeling constraints & assumptions ….................. 56
    4.1   The neocortex …............................................................................ 56
    4.2   Neocortical columns ….................................................................. 57
    4.3   The neural level …......................................................................... 62
    4.4   Implementation of Hodgkin-Huxley neurons …............................ 64
    4.5   Neural equations …........................................................................ 66
    4.6   Modeling synapses ….................................................................... 67
    4.7   Common neural parameters …....................................................... 68
5.    The CORTSIM simulation library ….................................................. 71
    5.1   The evolution of CORTSIM …...................................................... 72
    5.2   Simulation life cycle ….................................................................. 73
    5.3   Brain simulation objects …............................................................ 73
    5.4   Input and output files …................................................................. 76
    5.5   Testing CORTSIM at scale with memory recall …........................ 78
    5.6   A new design ….............................................................................. 83



 

 
6.    Results and discussion …................................................................... 85
    6.1   AB study (paper I) …....................................................................   85
          6.1.1   Assumptions of AB study …................................................   85
          6.1.2   Results of AB study …......................................................... 89
    6.2   Pathological attractor study (paper II) .......................................... 93
          6.2.1   Assumptions of pathological attractor study …................... 94
          6.2.2   Results of pathological attractor study ................................ 97
    6.3   BM study (paper III) ..................................................................... 100
          6.3.1   Assumptions of BM study …............................................... 100
          6.3.2   Results of BM study …........................................................ 103
    6.4   Fear signaling study (paper IV) .................................................... 105
          6.4.1   Assumptions of fear signaling study ................................... 106
          6.4.2   Results of fear signaling study ............................................ 107
    6.5   General discussion ........................................................................ 112
7.    Conclusion ......................................................................................... 117
Acknowledgements ................................................................................... 120
References ................................................................................................. 121



"We choose to go to the Moon in this decade and do the other things, not because 
they are easy, but because they are hard; because that goal will serve to organize and 
measure the best of our energies and skills, because that challenge is one that we are 
willing to accept, one we are unwilling to postpone, and one we intend to win."

- John F. Kennedy, 1962

“It is surprising that people do not believe that there is imagination in science. It is a 
very interesting kind of imagination, unlike that of the artist. The great difficulty is in
trying to imagine something that you have never seen, that is consistent in every 
detail with what has already been seen, and that is different from what has been 
thought of; furthermore, it must be definite and not a vague proposition. That is 
indeed difficult.”

- Richard Feynman



1  Computational challenges of human systems neuroscience

This introduction seeks to initially describe at a higher level some contextual 
dimensions at a higher level that contain the thesis work and related experiences, 
before narrowing down to details of the studies in subsequent chapters. While 
somewhat broad, this overview seeks to explain an approach to systems neuroscience
and computational modeling that has informed the included studies, while also 
considering aspects of visual awareness and emotion, with fear in particular.

On modeling and complexity, there are issues today with computational approaches 
to systems neuroscience that appear to limit advancements in the field. It is common 
that individual computational experiments have an array of varying assumptions and 
methods that cannot be easily integrated with other work, making it difficult to build 
a more complete and testable picture. However, these individual results can be 
viewed as pieces of a large puzzle in a defined and solvable constraint-space, if facts,
assumptions and learned results can be mapped to such. During review of 
experimental methods and results on fear processing and cortical control, a possible 
methodological approach emerged to assist with understanding brain circuits at the 
systems level. This was partially followed in the studies. This methodology considers
tighter integration of computational and experimental methods and results, linking 
constraints across scales and merging experimentally different but related results that 
may border on constraint-space. Inspired from the investigation of fear signaling, it 
also considers an approach for tracing signaling pathways, which are ultimately 
important for understanding brain function.

The many investigations of the psychophysics of backward masking and attentional 
blink in the literature work to determine perceptual constraints and seek to identify 
differences between unconscious and conscious awareness and the possible dynamics
and transitions between them. This thesis work seeks that as well, through 
computational models of interacting neural attractor networks. Thus this overview 
discusses consciousness with respect to awareness, as well as fear with respect to 
self. It then considers if nested and interacting neural attractor networks may be a 
medium to support consciousness and awareness, as an elaboration of Global 
Workspace Theory. The included studies entailed building the CORTSIM library for 
the simulation experiments, so a summary of some related simulation methods and 
cognitive architectures are included. Finally, some pitfalls in computational 
neuroscience are discussed.
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However, while this overview seeks to describe the context of the studies, the reader 
can skip to chapter 2 if interest is primarily on the studies themselves.

1.1 Understanding the human brain at the systems level

Human systems neuroscience is a daunting challenge in general, partially because the
human brain is likely the most complex system currently known that is embodied in 
a single life form. We are still in early stages, but as a grand challenge it looks to be 
considerably more difficult than a 1960s moon shot and sequencing the human 
genome, but perhaps easier than restoring planetary equilibrium of climate and 
ecological systems at a desirable level. Like most complex systems, the brain can be 
viewed at many scales or levels of abstraction. A particular level can be chosen for 
the scientific question being posed, with each level requiring a specific set of 
assumptions. However, because much is still unknown about the human brain at 
these levels, there can be high uncertainties on many of these assumptions. Further, 
at a particular level different experimental methods may be utilized, including 
anatomical, functional and computational approaches that all incorporate a variety of 
techniques having different strengths and weaknesses. This can make many 
experimental and neural models at the systems level largely under-determined, as can
be a problem with holistic approaches in general. So, what then is possible to 
investigate? For some questions, it might be argued that there simply is not yet 
enough detailed data available, so we must wait until more obvious structures 
emerge. But then, at what point is there enough?  This is a bottom-up approach and 
reductionist, in the sense that structures emerge from known substructures existing at
an already characterized base level.

 Another approach is to assert a working hypothesis from behavior and known 
neuroscience. It could be and probably would be wrong with respect to longer-term 
views of scientific theory (e.g. Rutherford atom), but if it is testable and adaptable, it 
could potentially converge towards a scientific truth. This is a top-down approach. 
The danger here is that any model could become largely art, and be weakly 
constrained by the neuroscience, so an investigator can get lost in model space. 
Strong theory can help, but without experimental validation, detailed theory can 
become elaborate conjecture. However, bottom-up and top-down approaches across 
scales can be combined to maximize the number of applicable constraints and 
discover new ones. This can at least make a working hypothesis more likely to be 
more correct. For the questions posed, the models must be constrained as much as 
possible by biology, behavior and theory.  A working hypothesis grounded at the 
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cognitive neuroscience level might provide a scaffolding to fit more biological detail,
as a working constraint satisfaction problem. Aspects of this approach were used in 
this thesis work.

Experimental data can come from many different sources, each with different spatial 
and temporal resolutions, as well as other strengths and weaknesses. This includes a 
multitude of anatomical techniques such as electron microscopy, radiological and 
viral tracing, functional magnetic resonance imaging (fMRI), diffusion tensor 
imaging (DTI), electroencephalography (EEG), magnetoencephalography (MEG), 
positron emission tomography (PET), optical imaging techniques and 
electrophysiology. In an information theoretic sense, each technique can provide 
information gain and additional constraints at different levels of resolution and 
certainty. 

A level of investigation might be a clear organizational level such as at the cell or 
synapse level, or be more arbitrarily defined such as a layer of cortex, or structural 
brain areas bounded by morphology. It might also be determined by a particular 
experimental technique or level of activity. For example, the connectome is 
commonly observed at microscopic, mesoscopic and macroscopic levels. The 
resolution of an electron microscope can capture static dendrites, synapses and 
vesicles in detail. The mesoscopic level includes optical microscopy and patch 
clamps, as well as confocal microscopy with activity in populations of living 
neurons. The macroscopic level captures fiber tracts and fasciculi across the brain as 
observed with DTI and radiological tracing. On dynamic activity, patch clamps can 
observe spiking at the axonal and dendritic level, electrode arrays, confocal 
microscopy and calcium imaging can observe spiking at the mesoscopic level and 
EEG, MEG and fMRI can observe population activity at the macroscopic level. 
Computational modeling of activity can occur at any of these levels. Specifically, the 
neural attractor dynamics of neural assemblies can be observed and modeled at the 
mesoscopic level and above.

Across scales, the human brain is self-similar and fractal-like on both structure and 
dynamics. On structure, dendritic or axonal segments scale to neurons, projections, 
neural fibers and the connectome. On dynamics, synaptic vesicle release and post-
synaptic potentials scale to neural firings and neural assembly activations as 
attractors, which can themselves scale first locally within brain regions and then 
globally across the brain. Even further, these neural dynamics can activate emergent 
social attractors as conversation, contagion or consensus and more broadly as 
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memes, news and opinion dynamics. This may imply that functional behaviors like 
neural storage capacity may be higher than commonly thought, because the level of 
investigation is typically at a single scale. The mental constructs that the human brain
generates are also arguably fractal-like, with the recurrent reuse of analogies and 
metaphors, such as the fractal nature of mind, nested attractor dynamics or the 
Bayesian brain.

One approach for representing neural network structure and dynamics is through 
structural, functional and effective connectivity. Structural connectivity implies direct
anatomical connections at different scales (i.e. between regions of interest (ROIs), 
neural assemblies or neurons). Functional connectivity implies correlated activity at 
different scales (i.e. voxels, populations or neural firings) during specific behaviors. 
But, as David Hume critically articulated in An Enquiry Concerning Human 
Understanding in 1748, correlation does not demonstrate causation. Effective 
connectivity is functional connectivity, with a higher test of causation in at least one 
direction (Friston 1994). If two locations show effective connectivity for some 
behavior but not direct structural connectivity, that's interesting because it implies 
intermediate hops or circuit modulation with required signaling latencies and 
integration time.

The behaviors of neural assemblies and microcircuits can be modeled as interacting 
neural attractor networks for simulating the dynamics. One method is to use neural 
behavioral and synaptic types with connection probabilities from experimental 
sources and hypothesized microcircuits for model construction and simulation. 
Emergent in silico behaviors can be analyzed, for comparison with related in vivo 
and in vitro experimental observations. With this bottom-up approach, the neural 
dynamics as attractors cause the emerging behaviors.

Another approach is to use Bayesian methods of analysis, which can be a powerful 
way to predict causes and behaviors from experimental data. Probability theory 
allows us to observe a set of data points or events and predict future outcomes and 
likelihoods, based on prior observables. This can be a form of abstraction of the data 
particularly when the distribution is well defined, as canonical distributions such as 
Gaussian or gamma are. When two random variables A,B or sets of values co-occur, 
they may be dependent and encompass conditional probability distributions, written 
as P(A|B) or P(B|A) or be independent of each other, such that P(A∩B) = P(A)P(B).
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Bayesian inference using Bayes rule allows us to reverse the direction of conditional 
dependencies, by determining P(H|E) = P(E|H)P(H) / P(E). In this case, with H being
the hypothesis and E the evidence, we call P(H|E) the posterior probability and
P(E|H) the likelihood. P(H) or P(E) are known as prior or marginal probabilities.
If evidence E is a vector of features (x1, x2, … xn) that are independent or near 
independent of each other, a simplification commonly called naive Bayes can 
estimate the posterior probability as P(H|E) ~ P(H)P(x1|H)P(x2|H)...P( xn|H).
For hypothesis or model selection, a Bayes factor is often used, which is the ratio of 
the likelihood of two competing hypotheses. Hypotheses may encompass latent 
(hidden) variables that are not directly observable, but their posterior distributions 
can be inferred from the observables. Once inferred, they can be used as a generative 
model, to estimate plausible evidence. As possible causes, they abstract and explain 
the data. As such, they are a form of top-down analysis often used in brain imaging.

Attractor dynamics and Bayesian approaches can overlap in explanatory power and 
complement each other. The attractor sets (e.g. points or orbits in phase space) also 
have a corresponding probability distribution, with the attractor itself being a cause 
as latent variables of the dynamics. With enough data, Bayesian latent variables can 
converge on corresponding attractors. An attractor and set distribution can potentially
produce accurate generative models with possibly improved temporal dynamics, 
although this would require fitting the right attractor equations. Additionally, 
Bayesian analysis can causally link disparate attractors from the top down. 
Combining such approaches may produce a more complete model, as both top-down 
and bottom-up approaches tend to increase in combinatorial complexity the farther 
they seek to extrapolate.

David Marr's Tri-level hypothesis (Marr 1982) is often cited as a way to separate 
neural function into three abstract levels: computational, representational 
/algorithmic and implementational. The computational level defines the goal of the 
computation and why it is appropriate (e.g. visual object recognition). The 
algorithmic/representational level addresses the representation of the input and 
output and how the transformation algorithm is implemented (e.g. edge detection and
pattern matching). The implementational level addresses the physical substrate (i.e. 
hardware or wetware) where the algorithmic/representational level is implemented. 
For a given computational goal, the algorithmic level could be instantiated in 
different ways. Further, for a given algorithmic instance, different physical 
implementations are possible.
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Because there can be many possible instantiations at the algorithmic and 
implementational levels, re-creating a given computational goal does not determine 
full understanding, except perhaps for the actual instantiations involved. The solution
may or may not be representative of how the brain actually works, depending on 
constraints. While re-creation does not necessarily produce understanding beyond 
what was actually implemented, it can help define additional testable constraints. The
Tri-level hypothesis can be especially useful when creating artificial systems in 
research areas such as machine vision, as it provides a way to cognitively separate 
design aspects for improved understanding and implementation. However, nature and
evolution has no such cognitive constraints. For example, visual object recognition is
a learned process which requires attended presentation exposures and self-
organization of neural circuitry to form receptive fields and downstream neural 
assemblies (e.g. fusiform gyrus), mixing all three levels. This is nature's architecture, 
not likely how a human mind might design it.

A human mind at current approaches to image processing would take different design
approaches. For example, consider recognizing an apple as the “computation”. One 
algorithmic machine approach might use pixel contrasts to predict edges in a scene, 
select any closed edges as objects and search a database of vectorized object 
probability profiles at various rotations for possible matches. From a more certain list
of candidates, other attributes such as color and the scene context might be used to 
make a most probable prediction on what an object might be. A more “biologically 
plausible” approach might be to use a deep learning neural network, trained on a 
large training set of example objects. However, such training sets typically use static 
images, so object movement and rotation can be a problem. Such networks are also 
often feed-forward, acting as adaptive filters. Higher levels of abstraction and 
situational expectation are not generally well represented, which are needed to 
support cognitive processes.

Investigations of brain function can also occur at any level, beyond understanding 
behavior as computational goals. For example, one view on understanding conscious 
awareness can be explored by investigating perceptual and attentional limits or 
constraints such as backward masking (BM) effects or the attentional blink (AB). AB
and BM are not computational goals (e.g. perceiving targets), but may represent a 
temporal and spatial limitation of a neural implementation. In that sense, they can 
give clues on how the neural circuits may work.
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1.2 Modeling constraints and methodology

The usage of various kinds of constraints are ubiquitous and a common way to 
manage complexity. Finding possible solutions within a set of constraints are known 
as constraint satisfaction problems (CSPs) (Russell and Norvig 2009) and can be 
represented as constraint networks (Friedman 2005; Lecoutre 2009). Mathematical 
proofs navigate across a chain of known constraints as defined by equations to find 
new ones. Inference engines which were originally developed for automatic theorem 
proving use rules to formalize constraints and process them. Physics uses primarily 
mathematics to define theoretical constraints and test them physically when possible. 
Sets of Boolean formulas are constraints that may contain many variables in 
satisfiability problems (SAT) common in computer science. For example, CPUs now 
have over a billion transistors and some FPGAs can have over 30 billion. Automated 
circuit design and validation are often done with SATs. In mechanical and other 
design, constraints are part of performance specifications and tolerances. As 
complexity increases, the human mind can only hold a diminishing fraction of any 
given set constraints in working memory at a time. So, while computational systems 
neuroscience is a rather new field, it will not get very far without systematic 
management and reuse of constraints at both the experimental and modeling levels, 
given the complexity of brain circuits.

Neuroinformatics seeks to systematize and standardize data representation, models 
and neural simulators, making it easier to share data and models at multiple scales, 
and organizations such as INCF seek to facilitate this. Formalisms are emerging such
as the modeling description language NeuroML (Gleeson et al. 2010; neuroml.org) 
which allow in XML some structural specification of neural models with set 
parameters, including ion channels, synapses, cells, morphology and networks (the 
author prototyped pathwayML, an extension for representing neural pathways). 
However, parameters are largely statically estimated from experimental data or 
assumed and specifications lack direct integration and referencing of experimental 
evidence. An initiative of the neuroinformatics platform at the Human Brain Project 
(HBP) seeks to capture experimental metadata for provenance, specimens, methods, 
parameters, classifications, brain locations and contributors under the specification of
Minimum Information for Neuroscience Datasets (MINDS), which could help to 
improve accessibility and estimates on certainty of experimentally derived 
constraints. On neural and brain mapping data, the Allen Brain Atlas (www.brain-
map.org) is an expanding resource with mice and human data, as is the HBP/BBP 
neocortical microcircuit collaboration portal, with a current focus on juvenile rat 
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somatosensory cortex (Markram et al. 2015; bbp.epfl.ch/nmc-portal). 

The sharing of neuroimaging data is becoming more common, with initiatives such 
as the Neuroimaging Informatics Tools and Resources Clearinghouse (NITRC) 
(www.nitrc.org), the UK Biobank (www.ukbiobank.ac.uk) and the Human 
Connectome Project (www.humanconnectomeproject.org) and others. On Macaque 
macro connectivity, the CoCoMac database (Stephan et al. 2001; Kötter 2004; 
Bakker et al. 2012;  cocomac.g-node.org) provides the capability to query on 
connectivity between ROIs even across different brain maps, to find connectivity 
strengths and the underlying tracing studies. This is particularly useful for subcortical
connectivity, where human connectome DTI data are weaker. Models are also being 
shared at the Open Source Brain project  (www.opensourcebrain.org) and for 
NEURON and other simulators at ModelDB (senselab.med.yale.edu/ModelDB). 
However, no way currently exists to systematically define and manage abstract 
constraints across scales, derived from and linked to experimental evidence. 

In neuroscience, constraints can be observables and behaviors at different levels of 
abstraction and certainty. At the microscale in cortex for example, this might be cell 
and synaptic counts and morphologies, cell spiking rates at particular membrane 
potentials, synaptic properties or connection probabilities between cell types. At the 
macroscale, structural constraints on timescales of days or longer might be 
determined by DTI, functional and spatial constraints by fMRI on timescales of 
seconds and temporal constraints by MEG/EEG on timescales of ms. In visual 
perception, AB may occur when two targets are presented 200-500 ms apart. With 
motor behavior, response time for a given stimulus might be the sum of constraints 
for conscious recognition (i.e. P300), decision making and the motor movement to 
respond. With multiscale approaches, constraints can be nested and also propagate 
across scales. For a given a hypothesis, constraints can be computationally tested and
used to predict more constraints, which can be further validated experimentally.

In order to utilize constraints beyond the mere sum of their parts, they must be 
formalized and systematized in some way. Individual structural constraints as 
connectivity can be represented as directed or undirected in a variety of ways, such 
as Boolean, fixed-value, or probabilistic priors between ROIs. Spatial constraints can
be represented as parcellations based on morphology. Dynamical constraints can be a
measured value or probability at a particular spatial or temporal resolution. These can
also be estimated with linear, differential, stochastic or probabilistic equations. 
Individual constraints are relations and can be combined as edges between nodes for 
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ROIs, neural assemblies or neurons on a network graph. Even between two nodes 
multiple constraints can exist, each providing information gain. Other edges between 
nodes can be inferred based on correlated structural attributes. A graph might also be 
nested, with nodes containing subgraphs and nodes within subgraphs containing 
other subgraphs. A dynamical constraint is more likely to occur over an existing 
structural constraint, but may not always, due to missing known structural data or 
navigations across scales. 

When using probabilistic relations, correlated (functional) activity might be 
represented as a Markov network and effective connectivity might be represented as 
a Bayesian model. Dynamic causal modeling (DCM) (Friston et al. 2003) is a 
Bayesian approach but unlike most Bayesian network approaches, does allow cycles,
which can be important considering that the brain is full of recurrence at all scales. 
DCM utilizes non-linear state-space for the node dynamics, with nodes that can be 
probabilistically interconnected with effective connectivity. Input to some nodes 
must be provided into the model, while some individual connections between nodes 
may be externally modulated. Different models as hypotheses can be created and 
tested given the data, for selection of the most likely model (Penny et al. 2004)

In this work, a methodological approach was formulated to capture and expand on 
experimental and computational constraints for the discovery of brain circuits at the 
systems level. This methodology (see following page) was partially applied in Paper 
IV to investigate visual fear signaling. In particular, steps 1 & 2 were completed, 
with explorations of possible protocols for step 3. A directed network graph (step 2b) 
from paper IV can be seen in figure 1.1, which shows some known structural 
connectivity as constraints for fear processing in primates. Along this structural 
connectivity are proposed fear or salient signaling pathways for early dynamic 
activity after an emotionally salient visual stimulus and before full emotional onset. 
Preliminary work was also done on a possible central nervous system (CNS) 
macrocircuit of structural connectivity for pain processing, which can be seen in 
figure 1.2. Pain is a visceral signaling mechanism which can also evoke an emotional
response, and has overlapping networks with fear processing.

Should both these macrocircuit hypotheses be validated for example, each can 
become a set of constraints for merging into a unified model as in step 7. Some 
structural connectivity is shared between the macrocircuits which provide 
overlapping constraints. Functional differences observed experimentally on these 
overlaps can help elaborate and refine important structural differences and vice versa,
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and make a merged constraint network consistent. Emerging work on “network co-
occurrence modeling” with overlapping functional network activity has the potential 
to systematically help define normal and abnormal brain states by combining 
analyses (Bzdok et al. 2016). Given a hypotheses such as these fear signaling 
pathways in graphical form, it is possible to generate multiple competing hypotheses 
on connectivity such as DCM models for validation. A proposal for this will be 
discussed in Chapter 7.

 

Some possible methodological steps for a computational approach to brain circuit 
discovery:

 

1. Defining the research question
a. Select a brain behavior or circuit of interest and the scales of investigation.
b. Identify available anatomical and experimental data.
c. Consider a working hypothesis on how the circuits might work and formulate 

an initial scientific approach for investigating this.

2. Formulating the model and testable hypothesis
a. Identify brain regions and connectivity of interest which should be represented 

or may have neural correlates.
b. Analyze the literature and create a network graph of what is known, at a 

chosen level of abstraction (e.g. neural populations and projections).
c. Establish a more detailed working hypothesis on how the circuits might work 

based on the model. Consider the scientific question as a set of testable 
constraints on the model. Various hypotheses can also be tested, and 
ambiguities and uncertainties can be represented as constraint assignments. 
(e.g. uncertain anatomical connectivity as constraint assignment for model 
selection of DCM models)
 

3. Perform human behavioral experiments (if possible)
a. Design an experimental protocol which can test the hypothesis and any defined

constraints. During design, consider how the protocol (e.g. block design), event
timing and outputs might be utilized in a generative computational model.

b. Run the experiment and collect the data.
c. Analyze the data, with consideration on how the analysis might be compared to

simulated output from a computational model. Can entail model selection.
d. Determine what constraints were learned and at what level of certainty.
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4. Simulation of experimental protocols
a. Create a computational model (e.g. neural network) based on the network 

graph at a chosen level of abstraction.
b. Map input, output and event timing in experimental protocols (e.g. 

Presentation/PsychoPy protocols) to a corresponding model representation.
c. Run simulations of the model to produce a time series of neural activity (e.g. 

population firing rates) having spatial representation.
d. Generate synthetic imaging output (fMRI, MEG, EEG, VSD etc.). For fMRI 

for example,  neural model output can be convolved with a canonical 
hemodynamic response function (HRF) to produce synthetic BOLD. Use 
synthetic output and assumed ROIs for whole brain 3D visualizations.

5. Compare simulations to experiments and make predictions
a. Establish quantitative and qualitative metrics for comparison.
b. Compare simulated output to experimental results to identify differences.
c. Based on comparisons, modify the circuit hypothesis and/or constraint 

assignments and iterate simulation to identify differences and likelihood.
d. On model selection, perturb it based on a disorder or intervention to produce 

experimentally testable predictions.
e. Experimental comparisons to predictions can be conducted an arbitrary number

of times, with each iteration further constraining the model.
 

6. Constraint propagation across scales, when considering multiscale
a. Determine  how the learned constraints can be represented at the 

observational (experimental) scales of investigation.
b. Determine how those constraints can be represented at other scales, outside of

the observational scales (e.g. neural mass predictions from spiking models)

7. Merging hypotheses
a. Once two overlapping circuit hypotheses and neural models (less overlapping 

at the same scale; more overlapping across scales) are individually validated, 
use each to constrain the other, creating a combined brain circuit hypothesis 
and neuronal model.

b. Re-validate and/or re-calibrate the combined neuronal model with the 
individual experimental results

c. Add more circuits …to eventually reach a generalized model (e.g. cortical 
control of emotion).
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Figure 1.1.  Example of a primate network diagram showing constraints for a subset 
of relevant brain areas and projections which may be utilized in visual fear signaling.
The proposed fear signaling pathways are labeled p1-p5. Projection references 1-39 
are listed in table 1. Anatomical abbreviations are described in table 2. Hippocampus,
most ACC circuits and serotonin projections are excluded. The amygdala superficial 
cortical nuclei are also excluded. For clarity, PFC and ITC groups appear more than 
once. Projections may connect a nested group when there are multiple internal 
sources/destinations or the source/destination is uncertain. From figure 2 of paper IV.
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1 at primate Kaas & Lyon 2007
2 at Tupaia belangeri Day-Brown et al. 2010
3 dti human Tamietto et al. 2012
4 fp human Morris et al. 1999
5 at Saimiri sciureus

Macaca mulatta
Jones & Burton 1976

6 at Macaca mulatta Romanski et al. 1997
7 at Macaca fuscata Cheng et al. 1997
8 at Macaca mulatta Webster et al. 1991
9 at Macaca mulatta Baizer et al. 1993
10 at Macaca fascicularis Kondo et al. 2003
11 at primate Barbas  2007
12 at Macaca mulatta Webster et al. 1994
13 at Macaca mulatta Timbie & Barbas 2014
14 at Macaca mulatta Distler et al. 1993
15 at Macaca mulatta Ghashghaei et al. 2007
16 fm human Golkar et al. 2012
17 at Macaca mulatta Stefanacci & Amaral  2002
18 at Macaca mulatta Mufson et al. 1981
19 at Macaca fascicularis Amaral & Price 1984
20 at Sprague-Dawley rat Chen and Sara 2007
21 at Macaca mulatta Flynn et al. 1999
22 at Macaca mulatta Mesulam & Mufson 1982
23 at Macaca fascicularis Cho et al. 2013
24 at Macaca mulatta

Macaca fascicularis
Schall et al. 1995

25 at Otolemur garnetti Fang et al. 2005
26 at Macaca mulatta

Macaca fascicularis
Stanton et al. 1995

27 at Cebus apella Clower et al. 2001
28 at Macaca mulatta Ghashghaei & Barbas 2002
29 at Macaca mulatta Hoistad & Barbas 2008
30 at Macaca Fudge et al. 2002
31 at Macaca Carmichael & Price 1995
32 at Macaca fascicularis Freese & Amaral 2005
33 at Macaca nemestrina

Macaca mulatta
Chikama et al. 1997

34 at Macaca nemestrina
Macaca mulatta

Haber et al. 1995

35 Macaca mulatta Barbas et al. 2003
36 dti human Leh et al. 2007
37 dti human Makris et al. 2005
38 dti human Kamali et al. 2014
39 at Macaca fascicularis

Macaca nemestrina
Macaca mulatta

Gerbella et al. 2010

 

Table 1. Numbered references for projections in figure 1.  at=anatomical tracing,      
dti=diffusion tensor imaging,  fp=functional PET, fm=functional MRI
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Cingulate 
Cortex

ACC Anterior Cingulate Cortex

dACC dorsal ACC

mACC medial ACC

rACC rostral ACC

Amygdala 
region

Amy amygdala

Ce central nucleus

M medial nucleus

BLA basolateral complex

LA lateral nucleus

B basal nucleus

AB accessory basal nucleus

ITC intercalated cell masses

Basal
Ganglia

NAcc nucleus accumbens

VSTR ventral striatium

brainstem LC locus coeruleus

PB parabrachial nucleus

RN raphe nuclei

Frontal
lobe

ACC anterior cingulate cortex

FEF frontal eye fields

PFC prefrontal cortex

lPFC lateral PFC

mPFC medial PFC

dlPFC dorsolateral PFC

vlPFC ventrolateral PFC

vmPFC ventromedial PFC

Inferior
temporal 
lobe

IT inferior temporal cortex

FFA fusiform face area

TE anterior IT

TEO posterior IT

Insular 
cortex

AI anterior insula

la agranular field

ld dysgranular field

lg granular field

midbrain PAG periaqueductal grey

SC superior colliculus

SN substantia nigra

VTA ventral tegmental area

Occipital
lobe

VC visual cortex

V1 primary visual cortex

V2 secondary visual cortex

V3 visual area V3

V4 visual area V4

MT Middle temporal area / V5

Orbito-
frontal
cortex

OFC orbitofrontal cortex

lOFC lateral OFC

mOFC medial OFC

pOFC posterior OFC

Parietal 
cortex

LIP lateral intraparietal cortex

IPL inferior parietal lobe

IPS intraparietal sulcus

Spinal 
cord

DH dorsal horn

DRG dorsal root ganglion

RVM rostral ventromedial medula

thalamus LGN lateral geniculate nucleus

MD medial dorsal nucleus

Pulv pulvinar

PI inferior pulvinar

PL lateral pulvinar

PM medial pulvinar

VB ventrobasal complex

VPI ventral posterior inferior

VPL ventral posterolateral

VPM ventral posteromedial

other BFB basal forebrain

HPC hippocampus

PB parabrachial nucleus

SS somatosensory cortex

Table 2. Abbreviations of anatomical primate brain regions and nuclei.
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Figure 1.2.  Example of a preliminary primate pain network diagram showing 
anatomical connectivity that includes a subset of relevant brain areas and projections 
for pain processing. The Trigeminal system is not included.
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1.3 A view on consciousness and conscious emotion

 What we call consciousness pertains collectively to aspects of mind of which are 
conscious and accessible, and includes sensory awareness, embodiment in the 
environment, body-state awareness including emotions and interoception, situational 
awareness and threat detection, thought and access to memories, including of the self
and identity, and other self-awareness such as self-reflection and metacognition. To 
be conscious, only a subset of these behaviors appear to be necessary at any given 
time point, with periodic switching (maybe like polling and interrupts in a real-time 
OS) occurring between them. Perhaps this what the active default mode networks 
reflect during intrinsic/resting state fMRI (rsfMRI) when the subject is told to lie in 
the camera without an explicit task. Consciousness makes these sources available for 
goal-directed behavior and decision making, which are also normally encoded as new
memories. It also provides an interface point for various forms of communication 
with others through sensory modalities. Yet, consciousness is quite limited, and 
encompasses only a subset of the mind's activity. Working memory capacity, once 
thought to be about 7±2 transitory items (Miller 1956) is now considered to be closer
to only 4 ±1 transitory items, while attention can only select a narrow view of 
observable reality (Cowan 2001, 2010; Marois & Ivanoff 2005; Klingberg 2009). 
Even this can be easily tricked, as magicians can exploit and perceptual experiments 
can demonstrate. As you read this, your attention may be like a spotlight, focusing on
these words serially and mapping in new concepts while dropping others, producing 
a conceptual and temporal window, which may or may not have a penguin in it.

Aside from normal wakefulness and alertness, there are different “levels of 
consciousness” which represent varying levels of vigilance. This could range from 
enhanced alertness from norepinephrine (NE) release due to an unexpected or fearful 
percept down to drowsiness and sleep, or abnormally lower to a stupor, vegetative 
state or coma. In addition to sleep states, there are altered states of consciousness 
which can occur pathologically or be induced via hypnosis, some forms of 
meditation, sleep deprivation or psychotropic drugs. Brain activity can be observed 
during normal, altered or pathological states during behavioral tasks, as explored in 
computational psychiatry (Friston et al. 2014; Wang et al. 2014) or with rsfMRI 
analysis, which produces default mode networks and subnetworks of correlated 
voxels that oscillate and can be negatively correlated (Deco et al. 2011), providing 
evidence towards a functional connectome.
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A common view of the neural correlates of consciousness (NCC) is to look at 
minimal spatiotemporal activity changes during a percept which are correlated with it
becoming conscious. At least initially, this is perhaps easier to investigate because the
causality of events is easier to isolate and identify across the dimensions of what is 
being perceived (content) and levels of consciousness (vigilance) (Crick & Koch 
1998; Rees G, et al., 2002). However, some have suggested a third dimension on 
observed intrinsic activity, also sometimes called the neural predisposition of 
consciousness (NPC) (Northoff 2013) or a core NCC, which is the minimally 
required activity out of a total NCC (Chalmers 2010) for sustained consciousness. 
The NPC or core NCC can entail activation of default mode networks, but might also
be split up into further sub-dimensions such as self-processing.

The self is a product of the mind and it has both conscious and unconscious aspects. 
It can be and has been sliced in several different ways. William James divided the 
self into material, social, spiritual components and a pure ego (James 1890). Freud 
partitioned the self into the id, the ego and the super-ego, with only the ego being 
conscious and an arbitrator between the id (base desires) and super-ego (moral 
perspective). Today, we might call this goal-directed behavior in the presence of 
conditioning (reward, pain, fear, etc.) and cortical control (more abstract 
conditioning, morality, choice or free will). Self might be decomposed into 
components for embodiment and localization in the environment, body-awareness 
(interoception), fixation on conditioning, identity, self-awareness, social awareness 
and responding to threat (body and identity) for self-preservation. 

Self-preservation is among the oldest aspects of self, since it is critical for survival 
and evolution. It is arguably correlated with minimizing free energy and maintaining 
lower entropy (Friston 2010). The emotional experience of fear is rooted in self-
preservation and has several phases, which include signaling, early reactions, 
reappraisal, interoception and eventual dissipation. Longer-term fear regulation can 
include cognitive emotion regulation, extinction, active coping and reconsolidation 
(Hartley & Phelps 2010). The visual perception and signaling of threats to self can 
trigger a fear response through multiple pathways. Paper IV explores a hypothesis for
these signaling pathways for vision. Understanding a specific emotional arousal is 
important to understand the later occurring cortical control or regulation of that 
emotion. An emotional response can have both unconscious and conscious aspects 
(Smith & Lane 2016), and does not have to arise in response to a percept. It can also 
occur internally, through reasoning, dreaming or interoception and can be called an 
emcept.
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Experimentally, continued fear after reappraisal with non-phobic subjects is difficult 
to achieve because most stimuli such as pictures of fearful faces or spiders and 
snakes are easily recognized as not actually threatening. However, continued fear 
after reappraisal can be measured in phobic subjects (Carlsson et al. 2004). Fear of 
the unknown when confronted with incomprehensible stimuli can be an intense 
experience, beyond normal surprise and prediction error. This may be difficult to 
produce in an experiment and would probably need to be multisensory as well as 
both spatially and temporally unexpected, as amorphous shapes alone may just 
produce bemusement. Still, a prediction is that the results would be similar to a 
phobic response in which top-down cortical control from reappraisal failure cannot 
shut down amygdala activation. The self-awareness of being afraid probably comes 
rather late, after interoceptive inspection, as James-Lange theory similarly asserts 
(Cannon 1927). While threat to the body may be more likely to produce fear, threat 
to identity may also cause anger and heightened aggression. This likely also has an 
evolutionary advantage in contests for resources.

Identity is part of self and includes memory of possessions and relationships, such as 
my food, my territory, my mate, my offspring, etc. Identity appears to be highly 
conserved across species, but may be stronger with fewer (K-selected) offspring. 
However, even spiders have a well-developed sense of territory within its web, 
giving it some identity, and with sensory awareness and self-preservation, some 
measure of consciousness. Human identity can be partially lost with psychogenic 
amnesia, which is a retrograde amnesia with autobiographical memory loss. It can 
also include routines (e.g. I am a stock broker, I drive a Tesla and like to eat sushi). 
Or it can be projected by others, for example as an ad in the 2004 US presidential 
race declared: "Howard Dean should take his tax-hiking, government-expanding, 
latte-drinking, sushi-eating, Volvo-driving, New York Times-reading, body-piercing, 
Hollywood-loving, left-wing freak show back to Vermont, where it belongs." Such 
projections and associations can also effect self-identity if they are regarded as even 
partially valid. They are also transferable through advertising and other means.

Recent evidence of possible neural correlates of self-processing and cortical control 
are beginning to emerge with correlated activity in the parietal cortex, insula and 
cortical midline structures such as the OFC, mPFC, ACC, PCC and precuneus 
(Northoff & Bermpohl, 2004). In a metastudy of functional connectivity using the 
pACC as a seed for the conceptual self, the anterior insula showed conjoined activity,
while using the posterior cingulate cortex (PCC) and percuneus as a seed for 
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conceptual other, the temporoparietal junction (TPJ) showed conjoined activity. 
Shared activity for both self and other was also observed in both the vmPFC and 
mOFC (Murray et al., 2014). Additionally, the inferior parietal cortex (IPC) and in 
particular the TPJ has been found to be important for embodiment (Lenggenhager et 
al. 2006). Indeed, when stimulating the IPC with TMS, a loss of agency can occur 
(Ritterband-Rosenbaum et al, 2014). However, such correlates may be distributed 
across areas, rather than localized. Then again, a distributed network such as a rich 
club of nodes might also be another form of localization in network space.

On cortical or cognitive control of emotion, the PFC, OFC, cingulate and insula all 
play a role (Ocshner and Gross, 2005). Along the media-lateral axis of the PFC, 
processing is self-referential to situational. Activity in the mPFC has been correlated 
with self-referential processing (Gusnard et al., 2001) and extinction, while 
situational processing is more lateral (Ochsner et al. 2004). Along the dorsal-ventral 
axis of the mPFC itself, processing has been found to be action-oriented to more 
emotional (Euston et al 2012). However, it has also been found to reflect activity on 
considered choices versus executed self-referential choices (Nicolle et al. 2012).  The
probability of an emotional response is perhaps higher on committed choices. 
vmPFC lesions have been implicated in mood and anxiety disorders, where patients 
exhibited higher amygdala responses to adverse images. This indicates that the 
vmPFC may be important for some fear regulation, particularly with regards to self 
(Heatherton, 2011; Motzkin et al., 2014). The mPFC (as well as the ACC and 
amygdala) may also react to perceived unfairness to self, as demonstrated in 
variations of the ultimatum game (Gospic et al. 2011; Civai et al. 2015).  

The OFC can compute a punishment or reward value of stimuli and learn about 
possible emotional relevance (Rolls, 2004; Dolan, 2007; Rolls & Grabenhorst, 2008).
This conditioning can likely effect responses that drive the self and self-awareness. 
There is some evidence that the lOFC is more active when processing aversive 
stimuli, while the medial OFC (mOFC) is more active when processing reward 
(O’Doherty et al., 2001; Kringelbach & Rolls, 2004). However, unpleasant emotional
processing may be modulated by a placebo-like effect (on an expected emotional-
reducing drug during previous experience) with elevated lOFC activity that may also 
trigger reward processing, similar to the placebo effect when processing pain 
(Petrovic et al. 2005). Learned punishments (or fears) and rewards are conditioned 
responses or secondary reinforcers from unconditioned stimuli or primary reinforcers
(LeDoux, 1996; Rolls, 2005). The mOFC projects to the nucleus accumbens in the 
ventral striatum and likely stimulates it on expected reward.
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The insula is adjacent to the OFC and is important for interoceptive processing with a
diverse set of functions, including feeding, touch, vocalization and emotional 
processing. It has been observed that primary interoceptive awareness such as pain 
and touch is more represented in the posterior insula. The anterior insula has been 
implicated in bowel distension, orgasm, love, decision making, insight and other 
functions, indicating that activity may be a possible NCC (Craig, 2009). It is also part
of an emotional salience network which includes coactivation of the AIC and ACC 
(Gu et al. 2013). Perhaps proximal convolution of insight with gut sensations within 
the insula are what “gut feelings” of intuition arise from, and convolution of feelings 
of love with the sensation of a heartbeat associate love with the heart. 

The conscious self includes self-awareness and may activate selective memories and 
routines of identity. When thinking, this might include self-reflection, introspection 
and metacognition. The PCC and mPFC have both shown activation with 
autobiographical memory retrieval (Johnson et al. 2002; Lin et al. 2016). But, 
thinking can also include consciously recognizing and responding to fearful or 
threatening stimuli or situations as reasoned fear. Along the dorsal-ventral axis of the 
lPFC, the dlPFC has been implicated for abstract reasoning and working memory, 
while the vlPFC appears more focused on emotional regulation and self-control 
(Cohen et al. 2013).

Only a few species have self-awareness as self-recognition, as demonstrated in a 
mirror test. This includes great apes, cetaceans (e.g. dolphins, orcas), elephants and 
magpies. This may correspond with the presence of von Economo (spindle) neurons 
in these species (except magpies), which are bipolar, large and very fast, 
hypothesized to help connect activity and provide coherence across the ACC and 
AIC, as well as the dlPFC and help regulate switching between the salience, 
frontoparietal and default mode networks (Allman et al. 2011; Cauda et al. 2014), 
with importance for social cognition, self-awareness, emotion, cortical control and 
determining prediction error. In humans, visual self-recognition shows activation in 
the ACC, insula, IPL, superior temporal gyrus and parahippocampal gyrus (Devue et 
al., 2007; van Veluw & Chance 2013). However, failing the mirror test (as dogs do) 
does not prove a lack of self-awareness.
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When self-awareness expands outward, it can also include Theory of Mind (ToM) or 
empathy. Human infants pass the mirror test at about 18 months and at about 4-5 
years, first realize that some thoughts may not be true, followed by development of 
the ToM and realizing that some thoughts of others may not be true (although 
Baillargeon et al. (2010) claim false-belief understanding may happen by year 2). It 
is a matter of debate to what extent ToM exists in animals, and some experimental 
evidence suggests it does in chimpanzees (Premack & Woodruff 1978), but there is 
not yet evidence on understanding false beliefs (Call & Tomasello 2008). Still, a 
ToM may exist even in animals that do not pass the mirror test. It is common that 
many mammals will defend their young when threatened, and there are also cases 
when dogs and other mammals have saved a human in distress. So, the ToM may 
also encompass a fear for others under threat in humans (Olsson et al. 2007) and 
some mammals (Gariépy et al. 2014). Empathy for pain has also been experimentally
observed in humans (Singer et al. 2004; Ochsner et al. 2008). If the ToM is an 
externalization and projection of developed self-awareness, then it follows that some 
other animals may be self-aware too.

The philosopher David Chalmers has partitioned investigations of consciousness into
“easy problems” and the “hard problem” (Chalmers 1995), although this distinction 
has been disputed by Dennett (1991) and others, who after reduction and reassembly,
do not find a subjective view and assert consciousness and the self to be an artifact 
(Dennett 2003). The easy problems were defined as those that might be explainable 
by computational or neural mechanisms, such as aspects of recognizing images in 
human vision. Solutions via Marr's Tri-level hypothesis might be considered easy 
problems. More specifically, the easy problems of consciousness might include those
of explaining the functional aspects of the following phenomena as described in 
Chalmers (1995):

 the ability to discriminate, categorize, and react to environmental stimuli; 
 the integration of information by a cognitive system; 
 the reportability of mental states; 
 the ability of a system to access its own internal states; 
 the focus of attention; 
 the deliberate control of behavior; 
 the difference between wakefulness and sleep. 

These problems can all potentially be addressed computationally. The hard problem 
as defined is explaining phenomenal experiences or qualia from a first-person 
perspective, including sensory experience like seeing the color red, tasting an 
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avocado or feeling an emotion such as fear. Part of what may qualify this as difficult 
is the external inaccessibility of the whole experience, but conscious experience is at 
least partially transferable by language, expression and social contagion.  From a 
neural attractor perspective, a particular sensory experience may be a global 
activation pattern across a set of interconnected attractors in different brain regions. 
Like fingerprints, an activation pattern for experience is unique to an individual and 
cannot be completely described or transferred between individuals. But that does not 
mean that subjective experience is necessarily beyond explanation or even modeling. 

 

1.4 Theories of consciousness

Some main existing theories of conscious awareness can be categorized into four 
broad classes, which are integrated information theory (IIT), first-order theories 
including recurrent processing, higher-order view, and Global Workspace Theory 
(GWT) including Global Neuronal Workspace (GNW) (Lau and Rosenthal, 2011). 

IIT (Tononi et al. 2016) stipulates that it takes the hard problem of consciousness on 
directly, by representing the perspective of first-person experience as declared 
axioms rather than with respect to external physical reality. It then seeks to identify 
the possible physical “substrates of consciousness” as postulates. It does this by 
maximizing the causal representation in the substrate of consciousness to encapsulate
experience and act upon it. This causal representation takes the form of related and 
overlapping or non-overlapping conceptual structures. Integration and specialization 
of complexes of conceptual structures can lead to a representation of consciousness 
with higher complexity (as non-homogeneous functional integration) that increases 
awareness. This might suggest that a bat is more aware than a bee, for example. 
However, this approach does not yet appear to actually go beyond what Chalmers 
states as easy problems. We could claim by definition that a microprocessor is not 
conscious, but how would empirical analysis be different for a microprocessor 
running a machine learning program? What is it like to be a microprocessor? What 
about possible conscious correlates of bus activity? Are those long memory fetches 
outside of cache some sort of global activation? Is an Intel 80486 with additional 
instructions and an on-board FPU more aware than a 8086?  How about an Intel Core
i7 with 4 homogeneous cores and more cache? While IIT theory may indeed 
encapsulate part of an answer, it does not appear to be complete yet. It does seek to 
rationalize first-person experience, but what appears to be missing is the perspective 
of a heuristic self.
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First-order theories assert that conscious awareness is based primarily on activity in 
sensory cortices, including recurrent activity. It has been argued that phenomenal 
NCC (is something red or green?) and access NCC (broadcast to other brain areas for
reportability) are different, and that phenomenal NCC can provide experiential 
content without access NCC (Block 2005). In addition, phenomenal NCC such as 
visual motion is generated by MT, so conscious perception of vision as access NCC 
cannot occur without MT activity. Lamme (2006) has suggested that recurrent 
processing is necessary for conscious awareness. If conscious awareness does require
global 'ignition' for example, it is plausible that this would include activation of 
feedback connections to sensory cortices with percepts. There is experimental MEG 
evidence that occipital activity may be more predictive of conscious visual 
perception than prefrontal activity by comparing 'seen' and 'unseen' in both 
(Andersen et al. 2016). Still, since prefrontal activity can occur for reasons other than
'seen' and occipital feedback with further excitation may indicate global activation, 
higher correlations in visual cortex for 'seen' versus 'unseen' may be due to different 
prior probabilities in visual and prefrontal cortex.

Higher-order theories of conscious awareness suggest that conscious mental states 
are driven by higher-order representations generated in the prefrontal and parietal 
cortex (Lau & Rosenthal, 2011). There is some evidence for and against this, 
particularly when looking for conscious percepts (Rees et al. 2002). While most 
evidence suggests that the P3b is a NCC (Sergent et al. 2005), at least one study 
contradicts this (Silverstein BH, et al. 2015). In addition, recent findings show that 
not all activity in working memory may be conscious (King et al. 2016).

GWT (Baars 1988) asserts that a group of modules (like Selfridge's Pandemonium 
demons) compete for access to a global workspace, which represents consciousness. 
GWT seeks to determine how unconscious brain activity can become conscious. If a 
module achieves conscious access, it may recruit other modules and circuits for 
global activation or ‘ignition’ to achieve the desired goals. Attention controls 
conscious access when resonance of the activations can occur, which can maintain 
percepts and concepts in working memory longer than an unconscious initial 
exposure would. Global ignition may have multiple origins, as sensory percepts can 
evoke ignition from the parietal cortex, while thought may evoke from prefrontal or 
temporal areas (Baars et al. 2013). The GNW model developed by Dehaene, 
Changeux and Naccache (Dehaene & Naccache 2001; Dehaene & Changeux 2005) is
based on GWT and will be discussed further in a following section on cognitive 
architectures.
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1.5 Addressing visual awareness

Conscious awareness is the mental context and readiness to consciously perceive 
self, others and the environment. It does not require sensory input or an explicit act 
of decision making. If someone is blind since birth, that person is still fully 
consciously aware as a human being, but will not develop visual awareness. That 
person will also likely have heightened awareness in other senses such as hearing and
touch while the visual cortex may be recruited for other uses, such as reading Braille.
Someone blind at birth probably does not have awareness as visualization, but 
someone blind after birth may have this ability due to development and training of 
the visual cortex, which may still be accessible from other brain areas with feedback 
connections and with unconscious feedforward connections in cases of blindsight. 
This is also likely true of audition, considering for example that Beethoven wrote his 
late works while deaf. Thus, sustained conscious awareness is likely independent of 
sensory input and based on non-sensory areas, while also possibly recruiting sensory 
areas. Conscious awareness does not require thought. While Descartes' proposition “I
think therefore I am” may have some validity with regards to self, the reverse “I am 
therefore I think” is not necessarily true, at least not continuously. Sensory perception
may include implicit decision making, when “deciding” (or reifying) what an object 
is, for example. But, that is not necessary for conscious awareness either.

Conscious visual perception suggests that the subject can recognize and identify a 
particular presentation stimulus. Pre-conscious visual perception suggests that the 
subject has a relatively strong neural response to the presentation across the visual 
cortex, but either is not yet consciously aware of it, or will miss it due to the absence 
of attention (Dehaene et al., 2006). If a pre-conscious percept never becomes 
conscious during a presentation trial, then the perception was also unconscious or 
non-conscious. Should there be no conscious perception while activation in the visual
cortex was relatively weaker, the perception would be subliminal, as well as 
unconscious or non- conscious. If there was no conscious recognition nor neural 
correlates for pre-conscious or subliminal perception, then there was no perception or
awareness of the stimulus.

Experimental paradigms such as backward masking and attentional blink explore the 
differences between subliminal or pre-conscious and conscious perception, with and 
without emotional salience. While attention partially determines what perceptual 
stimuli enters consciousness, emotional salience can help direct and drive that 
attention, as a kind of conditioned signaling, which can be unconscious or 
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preconscious. For example, hearing the sound of a previously conditioned rattle from
a rattlesnake is likely to focus attention and heighten awareness and vigilance 
through norepinephrine release. Still, vigilance does not equate to fear. Perhaps fear 
requires a perceived threat to self.

 

1.6 Cognitive architectures and simulators

At a particular level of abstraction, cognitive architectures bifurcate into those which 
target artificial systems such as robotics and those that seek to model neuroscience 
and behavior for investigating the workings of human and other animal minds. While
cognitive robotic implementations can be a biologically inspired cognitive 
architecture (BICA) to seek equivalence with the human mind in some respects, 
shortcuts are utilized with machine learning techniques to implement some functions 
for performance, efficiency, integration and other reasons, removing some biological 
constraints and complexity. On biologically constrained cognitive architectures 
(BCCA) these shortcuts are minimized, although the level of abstraction may vary 
broadly along a spectrum including symbolic/thought processes, neuroimaging, 
neural populations and down to individual spiking neurons with ion channels or 
deeper into metabolic pathways and activity. Seeking the convergence of BICA and 
BCCA approaches (e.g. brain-like computing) for multiple use is tricky because 
intended applications can be very different, unclear or at different levels of 
abstraction, while not in well-defined constraint-space. A snake robot might be 
developed to slither through earthquake rubble in search of the injured, but this 
probably isn't so useful for healing injured snakes.

However, a set of constraints validated in a BCCA investigation may be applicable in
a BICA and vice versa. One possible abstract intersection of BICA and BCCA 
approaches is the use of motivation or intent functions to optimize for example, 
reward or free-energy. However, reward does not explain why people gamble when 
the house has better odds, producing negative expectations, and free-energy (beyond 
sensory systems) does not explain why people jump out of airplanes or climb the 
Himalayas, as this does not minimize surprise. Perhaps this can be explained by 
seeking stimulation or self-medication. These optimizations can also of course occur 
at different temporal scales. Typically missing from these optimizations is ethics and 
cortical control, as a separate objective function. In a BICA, if ethics are rolled into 
reward, who is to stop a cognitive robot from doing dastardly deeds? Even we 
humans collectively have trouble, optimizing profits over a sustainable environment, 
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for instance. While Kant's dialectic builds character by choosing ethics over reward, 
a cognitive robot might build character by choosing reward over ethics. In a BCCA, 
cortical control or ethics in cognition often needs first-class representation, to explore
questions in perception, emotion, decision making and social cognition. Emotion and
cortical control are also highly intertwined. An additional intent modulator is level of 
attachment, as defined by attachment theory (Bretherton 1992; Érdi 2008), which can
improve survivability and modulate emotion, as well as organize and drive social 
orders.

Aside from the use of neuroimaging, models with higher biological and behavioral 
detail are more likely to have translational applications in medicine, in areas such as 
computational neurology, psychology or psychiatry. For example, detailed ion 
channel representations can simulate the effects of psychotropic drugs on perception 
and cognition. Additionally, behavioral constraints such as masking effects and 
attentional blink may not have relevance in a BICA, but can be important in a 
BCCA, depending on the questions posed. What follows is a sampling of the BCCA 
space, to help orient this thesis work.

One early approach on cognitive architecture is Oliver Selfridge's Pandemonium 
architecture (Selfridge 1959), which in one embodiment consists of learning patterns 
using a process hierarchy of data demons, computational demons, cognitive demons 
and finally a decision demon. Each demon adaptively learns from experience. 
Marvin Minsky, a student of Selfridge, elaborated on this concept with his Society of 
Mind (Minsky 1986, 2006), which consists of a set of specialized agents which in 
aggregate produce intelligence. This general paradigm also has been applied beyond 
brain science as described by Stephen Wolfram in a New Kind of Science (2002), in 
which simple programs can combine to form complex computational behaviors. 
However, this meta-cognitive strategy is not entirely recent, as ancient mythologies 
independently explained nature as a collection of interacting personifications, likely 
cognitively mapping social orders and experience to modeling frameworks as myths.

Another approach entails modeling working memory as symbolic processing, using 
rule-based production systems, a subset of which has been simplified as inference 
engines. Early pioneers Allen Newell and Herbert Simon (also one-time colleagues 
of Selfridge at RAND) formulated a physical symbol system hypothesis, asserting 
that a physical symbol system has the necessary and sufficient means for general 
intelligence (Newell & Simon 1976). Out of this work came the production system 
Soar (Laird et al. 1987; Laird 2012; soar.eecs.umich.edu), which has procedural, 
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declarative and episodic representations for knowledge, as well as the ability to 
create new productions via chunking.  The Soar architecture was explained in 
Newell's Unified Theories of Cognition (Newell 1990), which asserted that a 
cognitive architecture must have fully integrated components to produce viable 
behaviors. This helped to inspire the ongoing development of Adaptive Control of 
Thought -Rational (ACT-R) (Anderson 1976; Anderson et al. 2004), a symbolic 
system which simulates human behavior by specifying a set of declarative and 
procedural cognitive tasks. More recent versions of ACT-R define areas and can 
predict a BOLD response in some brain areas during cognitive simulations 
(Anderson et al. 2008; Borst & Anderson 2015).

The GNW model developed by Dehaene and Changeux builds on GWT with a more 
specific computational approach using neural networks to model neural correlates of 
consciousness (Dehaene & Naccache 2001; Dehaene & Changeux 2005; Dehaene et 
al. 2014). It affirms that much cognitive processing remains unconscious and that 
attention is required for the consciousness awareness necessary to perform specific 
tasks and intentional behavior.  Evidence of substantial unconscious processing 
include what has been observed in blindsight, hemineglect and masked priming. 
Neural network implementations explored the boundaries of conscious access, in 
inattentional blindness (Dehaene & Changeux 2005), as well as the psychological 
refractory period and attentional blink, as a consequence of routing unconscious 
activity in modules into the global workspace (Zylberberg et al. 2010). 

Another architecture to emerge out of GWT is the Learning Intelligent Distribution 
Agent (LIDA) (Franklin & Patterson 2006; Franklin et al. 2013; 
ccrg.cs.memphis.edu). It assumes a cognitive cycle of ~200-500 ms for humans, 
which includes phases for perception and understanding; attention; action and 
learning. Processes are either never conscious, pre-conscious or conscious (Baars & 
Franklin 2009). Perception is filtered by attention, which looks in sensory modules to
determine what to bring into the global workspace and consciousness, which then 
chooses an appropriate behavior to execute. Learning occurs via the interaction of 
conscious processing and memory systems.

The Neural Engineering Object (NENGO) system (Eliasmith 2013; nengo.ca) is a 
simulator which can define neural populations, layers and projections between them 
for implementing a variety of cognitive and learning processes. Neural hierarchies 
can encode sensory input and deliver output to other populations via a semantic 
pointer architecture (SPA). With a hierarchy of neural layers of decreasing size, input
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vectors can be compressed from higher to lower dimensionality and output vectors 
can be decompressed from lower to higher dimensionality. The top of the hierarchy 
of lower dimension can activate or be activated by a neural ensemble which can 
trigger tasks such as action selection. NENGO was used to implement the model SPA
Unified Network (SPAUN) (Eliasmith et al. 2012), which is a large-scale model of 
the human brain with neuroanatomical and neurophysiological constraints that can 
perform specific behaviors, such as image recognition, copy drawing, serial working 
memory, counting and more.

Parallel Distributed Processing (PDP) (Rumelhard & McClelland 1986), which 
emerged from the PDP research group at UCSD and others, was a resurrection of 
artificial neural networks (ANN) that had largely been abandoned after 1969 with the
Minsky and Papert critique (Minsky & Papert 1969) of Rosenblatt's perceptions 
(Rosenblatt 1957, 1962), including limits on the problems they could solve. The PDP
approach did this by showing that multiple layers of connected neurons with non-
linear transfer functions could be trained via backpropagation and other methods to 
represent arbitrary functions and solve a host of problems. PDP was extended into 
the neural network simulation system PDP++ (O'Reilly & Munakata 2000), written 
in C++, by O'Reilly and others at UC Boulder, which later became the Emergent 
simulator (grey.colorado.edu/emergent; O'Reilly et al. 2016). Emergent is a powerful 
system for building multilayer models with point neurons and utilizes a variety of 
backprop and self-organizing learning algorithms, as well as constraint satisfaction 
algorithms and energy functions for recurrent activations in the Hopfield, Boltzmann 
and other styles. Emergent can be run in parallel with Message Passing Interface 
(MPI) or GPUs while models can be visualized in 3D. It has been used for many 
publications of cognitive models, including for memory systems, motor control and 
object recognition (O'Reilly et al. 2013).

The Virtual Brain (TVB) simulator (Leon et al. 2013; Ritter et al. 2013; 
thevirtualbrain.org) utilizes DTI and CoCoMac (Stephan et al. 2001; Kötter 2004; 
Bakker et al. 2012) connectivity data to perform whole brain dynamics, utilizing 
mesoscopic models at the node level. Individual DTI data can also be loaded to 
simulate patient data to better understand connectivity and other disorders such as 
epilepsy. Individual nodes (e.g. V1) can also be stimulated to observe evoked 
responses and propagation delays to connected areas. While TVB does not model 
aspects of cognitive processes such as reasoning and decision making, it can explore 
neural correlates of conscious and unconscious behaviors by producing generative 
fMRI, MEG and EEG activity and comparing to human experimental results.
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Sparse Distributed Memory (SDM) as formalized by Kanerva (1988, 1993), can be 
composed of a set of binary vectors of units in a high-dimensional space with sparse 
subsets of units turned on.  Each sparse set in this space can represent an independent
memory, percept or concept. The number of possible memories is combinatorially 
determined, with a given set size and number of dimensions. Memories may overlap, 
with a distance metric determined by the amount of overlapping bits. Should a new 
percept occur, it might be matched to the closest memory if above some established 
overlapping threshold. 

Hierarchical Temporal Memory (HTM) is a software system developed by the 
company Numenta that models aspects of neocortex (Hawkins 2004; Ahmad & 
Hawkins 2015), seeking to favor abstract biological plausibility over machine 
learning techniques. It utilizes principles of SDM but calls it Sparse Distributed 
Representations (SDR), perhaps because related data structures can be used as 
percepts as well. It also uses elements of clustering algorithms (in time and space) 
and Bayesian networks. Input is encoded into SDRs which can then feed to a higher 
level via spatial or temporal pooling. The higher level has units (perhaps 
minicolumns) which receive many input connections from the lower level units as 
dendrites might provide. These connections can be learned and self-organize based 
on input only, adapting the unit as a receptive field of the input space. The hierarchies
utilized look abstractly most similar to sensory cortices, such as vision or audition or 
perhaps a new information sense, but do not appear to incorporate reasoning or 
decision making, at least not yet.

The modeling approach pursued in this thesis work is conceptually most similar to 
the GWT and GNW models, with a shift towards more biophysical detail and a 
specific focus on possible perceptual and cognitive consequences of neural attractor 
dynamics. It might be viewed as an attractor hypothesis of GNW or a “Neural 
Attractor Workspace” model. However, one clarification is that neural 
representations in this attractor hypothesis are not broadcast or routed for global 
activation, but rather progress and spread along interconnected sequences of 
representations. It also does not assume that brain architectures are hierarchical, as 
some architectures do. The simulation library CORTSIM discussed in chapter 5 and 
used in papers I-III is progress towards a BCCA cognitive architecture based at the 
level of attractor dynamics. How those attractors are implemented may change, but 
are currently implemented as collections of Hodgkin-Huxley (HH) neurons and 
corresponding mesocircuits. Amongst these collections are attractor memories 
similar to Kanerva’s SDM but in more biophysical form.
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1.7 Modeling pitfalls of computational systems neuroscience
 

There are a multitude of pitfalls when modeling at the systems level, most of which 
can at least be partially managed or avoided. Key to this are strategies for managing 
complexity. Avoiding complexity can lead to reductionism, which cannot scale to 
understanding the human mind. There are typically many known unknowns, so 
potential models may be underdetermined. To help navigate this, clear scientific 
questions need to be defined, particularly when trying to understand function. 
Experimental data collection such as a brain atlas may be formulated differently, but 
still needs to define things like targets, resolution, accuracy, consistency across 
samples, query ability, etc. A functional investigation needs to determine the inputs, 
measured outputs, the model, a set of assumptions, hypotheses to test, perturbations 
and emerging predictions.

One danger is to over-focus on the model, or seek to build a model to ask questions 
later. If the model becomes the center of the investigation, then a scientific question 
may not emerge and the investigation can become describing the model as art. 
Because a neural model may have many possible embodiments based on varying 
assumptions, the model by itself cannot answer specific scientific questions. Even if 
a model is tested against a set of arbitrary benchmarks, this does not prove that any 
new knowledge has been acquired on biological function. While such benchmarks 
can provide constraints, these benchmarks may not have relevance for the determined
or emerging scientific questions, leading to distractions and a wasteful utilization of 
time. Thus, appropriate benchmarks are useful in the context of the questions posed. 
This means that initial questions really need to be formulated before significant 
model development. However, an existing model formulated for one question can be 
retargeted to another question later. Thus, if the intent of the investigation is to 
understand how particular neural circuits work, the model by itself has no purpose. 
Rather, the model seeks to encapsulate theory, experimental evidence and 
assumptions to test a given hypothesis and make predictions. Then together, the 
model, hypothesis and results have some explanatory power.

Another pitfall can be having too many free parameters. According to John von 
Neumann, “With four parameters I can fit an elephant, and with five I can make him 
wiggle his trunk” (Mayer, et al. 2010). According the mathematician Stanislaw Ulam,
“Give me 15 free parameters, and I can draw an elephant. Give me 16 and I can 
make it dance”. From this, one might infer that perhaps elephants are important in 
mathematical modeling, but alas no (Hume's problem of induction). In neural models
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with many of neurons and even more synapses, many parameters can exist. A single 
neuron has many parameters, particularly if implemented with HH, and may have a 
variety of synapses with different dynamics and time constants. In networks, synaptic
strength, dynamics and connection probabilities between different cell types need to 
be defined. Then there are networks of networks and beyond. How could this 
possibly work? The trick is to systematically and hierarchically lock the parameters 
down from the bottom up.

For example, HH neural implementations with often three differential equations are 
more complicated than Integrate-and-Fire style neurons, which often have two. The 
resulting output of both might be a cell membrane and action potential, with 
parameters tuned to represent a particular neural behavior and cell type. The HH 
implementation is more complicated and has more parameters, but produces a more 
realistic action potential, although Eugene Izhikevich might disagree (Izhikevich 
2003). Once the parameters are locked down, the neural behaviors are fixed from a 
connected neuron and network standpoint, so higher complexity is not necessarily 
propagated up a hierarchy. Still, if HH is used to create more cell types, this would 
add complexity. At the network level, there can be many free parameters, such as 
synaptic strengths, dynamics and connectivity. But, a small network of 
interconnected pyramidal cells such as a minicolumn can be tuned for plausible 
recurrent behaviors, before fixing these parameters too. After this, other synaptic 
types and larger networks can be tuned as well.

Parameter complexity can produce another challenge, which is finding the right 
values through parameter searches and tuning. How do you find an optimal or at least
plausible solution space for a set of parameters?  A systematic approach is often best, 
unless there are hunches or intuition on where to look first. There are many ways to 
do parallel optimization across sets of parameters, including linear step search, 
particle swarm methods, genetic algorithms and more. Perhaps the easiest is to use 
linear steps to partition the space of each parameter between two ranges and measure 
fitness at each point in this multidimensional space. If a particular point looks 
promising, a sensitivity analysis can be employed to determine how local changes in 
the parameters affect the outcome. If the local regime is reasonably consistent with 
outcome, it can be considered to have robustness as well. Which parameter regime(s)
to choose as representative may be done by means of model selection.
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The use of local representations in neural networks can be another pitfall. Local 
representations are perhaps simpler to implement and might be a single unit (i.e. a 
neuron or population) within a network representing a single thing, such as an input 
or a function. But as Albert Einstein once said “Everything should be made as simple
as possible, but not simpler.”  Local representations can create problems because 
individual things are represented independently, making it difficult to generalize 
across things, represent similarity or share properties. Even a network can be a kind 
of local representation, if assigned a specific function. The homunculus or “little 
man” recurs in philosophy and science as an encapsulated self or controller of 
function. This can happen when reductionism fails by reaching a conceptual barrier 
after peeling back layers of function, and Dualism is a reflection of this. The 
homunculus is also a kind of local representation, and is best avoided in models. For 
example, phrenology was a kind of local representation which hypothesized that 
innate brain faculties had specific physical locations with correlates on the surface of 
the skull, representing the size and strength of the faculty. Today, we know this was 
in error, but this kind of conceptualization can and does recur. For instance, the 
localizationist view of Broca's area being a speech center is likely oversimplified, as 
surgical removal may not inhibit speech or result in a functional recovery (Duffau 
2017). However, perhaps the density of distributed networks may have regional 
differences or be probabilistically distributed (Tate et al. 2014). 

On Richard Feynman's blackboard at the time of his death, were written two main 
sentences. One stated “What I cannot create, I do not understand.” And the other 
stated “Know how to solve every problem that has been solved.” In terms of 
biomimicry, some may interpret this to mean that to understand a biological system 
such as the brain, it is necessary to build a model and replicate behavior. But, in the 
view of this author, what Feynman actually meant was, what he (the scientist) cannot
visualize and derive mathematically, he does not understand. This means reasoning 
by following a chain of mathematical constraints that represent physical phenomena.

Replicating biological behavior with a model does not guarantee understanding, 
because there are many ways, even often in nature, to re-invent the same thing via 
convergent or parallel evolution. Proteins with different amino acid sequences may 
have the same shape. Small molecules and ligands as drugs with different formulae 
can dock and activate the same binding site. Different forms of photosynthesis has 
emerged, as has eyes and opposable thumbs. In computer software and robotics in 
particular, there are often many different ways to solve a particular sensory 
recognition problem, as David Marr asserted. A model in itself, replicating a 
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particular behavior, is a form of over-fitting. What a model can provide, is a set of 
validated constraints, given the set of known constraints and a set of assumptions and
behaviors as constraint assignments. In addition, that model may provide utility, as 
George Box once declared “Essentially, all models are wrong but some are useful”. 

It is important to ground or seek to ground models with verifiable constraints, 
particularly when not bordering known constraint-space. Building multiple similar 
neural models for seeking to understand biological function based on a common set 
of assumptions without scientific validation from physical experiments or strong 
theory based on other experiments does not generally make the model results more 
true. While inconvenient, vested interest alone in a modeling approach is insufficient 
for achieving scientific validation. Insecurity on a modeling approach and its 
assumptions can manifest with the assertion and belief that one's model is “right” and
others are arbitrarily “wrong”, and this may lead to narcissism.
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2  Aspects of visual awareness along the ventral stream

From anatomical and neurological studies on humans and other primates, we know 
generally the information flow from sight, which first enters eyes and then travels 
along the optic nerve to the lateral geniculate nucleus (LGN) and superior colliculus. 
On the path from the LGN, the visual stream projects to the visual cortex, largely to 
the primary visual cortex (V1). Here it splits again into the dorsal “where” stream 
and the ventral “what” stream, although there is evidence these streams interact 
(Farivar et al. 2009). Processing along the ventral stream extends from V1 to V2,
V4, inferior temporal (IT) and other areas. The visual perception and recognition of 
objects occur partially along this stream, which can be both conscious and 
unconscious and may also trigger an emotional response. 

One approach to understanding visual processing is the discovery and investigation 
of perceptual constraints. Experimental paradigms such as backward masking and 
attentional blink explore the differences between subliminal or pre-conscious and 
conscious perception, with and without emotional salience. They may do this by 
interrupting processing at different parts of the ventral visual stream, and on different
time scales. Most commonly, two target images among distractors or a target and 
mask are presented with a varying time interval between presentations, such that one 
target or mask may interfere with another target. Backward masking (BM) typically 
occurs when the presentation interval is less than 100 ms, whereas attentional blink 
(AB) occurs mainly 200-500 ms. It is hypothesized that BM occurs early in the 
visual stream, such as visual areas V1 and V2, whereas AB occurs much later, 
possibly along the parietal-PFC gateway. AB is related to the psychological 
refractory period (PRP) effect, which occurs when two tasks are attempted nearly 
concurrently and the reaction time of the second task is longer (Pashler 1994; Arnell 
et al. 2004). Other related behaviors may occur on greater timescales. Inattentional 
(or perceptual) blindness can occur from not attending to an unexpected salient 
stimulus, in the presence of other expected and attended stimuli. This was 
demonstrated in a classic experiment where subjects were asked to count the number 
of times a basketball was passed between team members of two teams. About half 
missed a person in a gorilla suit or a woman with an open umbrella walking through 
an observable scene (Simons & Chabris 1999). Change blindness occurs when a 
subject fails to notice a substantial change in visual stimulus. In another classic 
experiment, an experimenter on a walkway asked a random pedestrian for directions 
using a map. Subsequently, the experimenter and subject were separated briefly when
a wooden door was being carried between them. When the experimenter was 
switched to another person during this separation, about half of the subjects failed to 

34



notice (Simons & Levin 1998; Simons & Rensink 2005).

2.1 The visual ventral stream

In humans, the visual cortex consists of about 30% of the total neocortex. 
Investigations of primate visual cortex show it is composed of some 32 regions 
(Felleman & Van Essen 1991), which have been grouped into a ventral “what” 
stream and a dorsal “where” stream (Ungerleider & Mishkin 1982) or “what” and 
“how” streams for perception and action (Goodale & Milner 1992), all of which 
generally begin at V1.  Figure 2.1 shows a subset of areas for processing vision in 
primates and their connectivity to other areas. The dorsal stream is important for 
spatial awareness of where things are, motion perception and guidance on performing
physical actions. This thesis work focused largely on the ventral stream where object 
recognition can occur and some aspects of fear-relevant stimuli can be pre-
consciously perceived. 

Figure 2.1  Primate ventral “what” and dorsal “where” visual pathways with some 
external projections. Shown in red is a subcortical visual pathway or “low road” to 
the amygdala. Adapted from figure 1, paper IV.  The ventral stream generally flows 
from V1 towards the temporal areas as feature detection becomes more abstract and 
object-level recognition can occur. It has complex connnectivity, including 
substantial feedback projections and connections to and from subcortical areas. From
the retina of the eyes, visual input traverses the optic nerve to the LGN, superior 
coliculus and pulvinar (Urbanski et al. 2014). From the LGN, innervation projects 
mainly to V1 but also to V2, V3, V4 and MT (Kravitz et al. 2013; Bullier & Kennedy
1983; Sincich et al. 2004; Gattass et al. 2014) as well as lightly to IT areas (Webster 
et al. 1993; Hernández-González et al. 1994). Feedback from V1 to the LGN occurs 
as well (Briggs & Usrey, 2011).  
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The ventral stream is considered to end at IT (DiCarlo et al. 2012), which includes 
areas TE and TEO, but processing continues downstream as it divides and propagates
to several other regions, including the parietal cortex, OFC, PFC and amygdala. The 
parietal cortex is critical for visual spatial awareness and damage to a single 
hemisphere causes hemineglect, a condition where visual awareness is is lost on the 
contralateral side (Driver & Vuilleumier, 2001; Shinoura et al. 2009). To propagate 
visual information, TEO has strong projections to the lateral intraparietal cortex 
(LIP) in the intraparietal sulcus (Distler et al. 1993; Webster et al. 1994). IT projects 
to the lateral OFC (lOFC) (Webster et al. 1994; Kondo et al. 2003; Barbas 2007), 
which may elicit a conditioned response and the frontal eye fields (FEF) in the PFC 
(Webster et al. 1994; Schall et al. 1995), which may help evoke saccades. TE and to a
lesser extent TEO also projects to the ventrolateral PFC (vlPFC), but the function is 
not yet clear (Webster et al. 1994; Saleem et al. 2008; Gerbella et al. 2010) and may 
involve auditory processing (Medalla & Barbas 2014).

The superior longitudinal fasciculus (SLF) connects the parietal and pre-frontal 
cortices bidirectionally with tracts I, II, and III  (Makris et al. 2005; Kamali et al. 
2014). Tract II may be most relevant for spatial awareness, passing visual 
information on to mPFC and working memory in the dlPFC, as well as more laterally
to the vlPFC. Considering hemineglect and EEG/MEG studies, it is likely that 
conscious visual perception requires the propagation of visual information from the 
parietal cortex to to the PFC via the frontoparietal network, which may act as an 
attentional gate (Kranczioch et al. 2005; Sergent et al. 2005; Dehaene & Changeux 
2011). Still, it has not yet been fully demonstrated that the PFC is required for 
conscious perception. Evidence shows that the PFC is important for top-down 
attentional control, but responses to bottom-up stimuli have been observed with at 
least lateral PFC lesions (Rossi et al. 2009; Zanto et al. 2011).

IT also projects to the lateral and basal nuclei of the amygdala (Webster et al., 1991; 
Baizer et al. 1993; Cheng et al. 1997; Ghashghaei & Barbas, 2002; Stefanacci & 
Amaral 2002; Freese & Amaral 2005). Recognizing a fearful face or feared person 
via feature detection in the fusiform face area (FFA) may trigger the amygdala in this
way. Damage to this or IT->OFC connectivity may also cause the Capgras delusion, 
in which neurological patients may think family members are impostors, because 
they don't receive the same visual emotional response as before injury (Young et al. 
1993; Hirstein & Ramachandran 1997).
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2.2 Visual backward masking

Masking is a classic experimental technique in which a primary stimulus is masked 
before or after in some way with a masking stimulus such as an image, noise or flash 
of light (Breitmeyer & Ogmen 2000). It is used to investigate perception and can be 
applied to both vision and audition. Forward masking occurs when the masking 
stimulus occurs before the target presentation and backward masking occurs when 
the masking stimulus occurs after the target presentation.  Different kinds of masks 
can be utilized, such as pattern or metacontrast masks. A pattern mask is 
superimposed on top of a target image or shares some of its spatial features. A 
metacontrast mask has features which do not overlap with target features, but may be
in close spatial proximity.

Visual backward masking is sometimes used to examine differences between 
conscious and unconscious visual processing (Breitmeyer & Ogmen 2006). 
A target image is first presented for a short interval of often about 20 ms, but can be 
up to 50 ms. Following a variable time interval with no or blank exposure, a mask is 
often presented for at least 50 ms, but this may be considerably longer. The time 
interval determined by the onset of target exposure and the onset of mask exposure is
typically called the stimulus onset asychrony (SOA) and is illustrated in Figure 2.2A.
In forward masking (FM), the SOA is negative and is positive during backward 
masking (BM).  The SOA is often varied experimentally, while the target and mask 
exposure times remain fixed. For example, in a study by Rolls (2004), when 
presented a face masked with a 20 ms SOA, subjects could not consciously perceive 
it, but at 40 ms conscious recognition was much more likely.

The response curves from masking trials over varying SOA are often characterized as
type-A or type-B masking. In the type-A case, target visibility decreases as a negative
SOA approaches zero and then increases again with positive SOA, as can be seen in 
Figure 2.2B. This response is often associated with a stronger masking stimulus. In 
the type-B case, the response curve is more pronounced with positive SOAs while 
generally weaker at low SOAs near zero, as seen in Figure 2.2C. As the SOA 
becomes positive, the target visibility drops to a minimum at some time point less 
than 100 ms before increasing to high visibility. This type-B response curve is 
sometimes called a U-shaped function (Breitmeyer & Ganz 1976). However, there 
are individual differences observed with both type-A and type-B masking (Albrecht 
& Mattler 2012). 
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Figure 2.2. Human masking protocol and behavioral response. A) An example RSVP
masking trial. Normally FM or BM would apply, but not both. B)  A typical target 
recognition curve for type-A forward and backward masking with respect to SOA.
C) A typical target recognition curve for type-B forward and backward masking. 
Subfigures B & C are derived from figures in Breitmeyer & Ogmen (2006). 

Two types of conceptual models seek to explain the BM response curves. In one 
model, the storage of a visual percept in a short-term sensory buffer or iconic 
memory is interrupted by a mask (Sperling 1963; Di Lollo 1980). In another model, 
the visual percept propagates in parallel along dual channels (such as parvocellular 
and magnocellular pathways) in which one channel is faster and more transient and 
the other is slower and more sustained. When the target and mask are presented to 
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both channels, the faster transient activity of the mask suppresses the slower 
sustained activity of the target through inter-channel inhibition.

The mechanisms and cortical dynamics of these masking effects are still uncertain 
(Macknick & Martinez-Conde 2007), and some prevailing theories are being 
explored. One theory asserts the primary cause is feedforward lateral inhibition 
(Macknick 2006), as the mask interferes with the target in both spatial and temporal 
domains. Another theory asserts the masking stimulus interferes with feedback 
processing on target processing from higher areas, preventing discrimination between
the figure and background, which makes visual awareness possible (Lamme & 
Roelfsema 2000; Super et al. 2001; Lamme et al. 2002).

2.3 Visual attentional blink

Attentional blink is another experimental technique used to investigate both 
perception and attention. It is most often used in vision and audition, but can also 
investigate these modalities mixed with others such as touch and smell or with 
emotionally salience such as fear-relevant stimuli. The phenomenon of AB was first 
observed by Broadbent & Broadbent (1987) and later reported as an attentional limit 
by Raymond et al. (1992). 

Visual AB can occur when two expected stimuli are presented less than 500 ms apart.
A standard protocol for human AB experimentation is called rapid serial visual 
presentation (RSVP), which entails presenting sequences of symbols (e.g. numbers 
or characters), usually on a computer screen. Individual symbols are often presented 
every 100 ms (lag) and may have an exposure time of around 60 ms. Subjects are 
instructed to attend to specific target symbols and report after each trial what was 
seen, which might be done by pressing a button or reporting verbally. In a dual-task 
trial, target symbols T1 and T2 are presented serially, along with non-target 
distractors at other lags. When T2 is presented 200-500 ms after T1, conscious report 
is less likely as AB occurs. A single-task trial is often used as a control and entails 
presenting only T1 or T2 in the presence of distractors.

Several abstract psychological hypotheses have been proposed to explain AB. 
The two-stage model proposes a processing capacity limit, such that a stimulus is 
perceived during a first stage and then processed during a second stage, which takes 
longer (Chun & Potter 1995). If T2 is presented before an attended T1 has finished 
processing the second stage, recognition of T2 can be lost and thus will never enter 
working memory. The interference model does not have this capacity limit, but 
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percepts can interfere with each other. Duncan et al. (1994) found that attended 
objects have an attentional dwell time of 100s of ms, making this interference 
possible. Along the RSVP stream, T1, T2 and distractors presented before and 
following each of these compete for attention in working memory. T2 can then be 
lost due to interference with T1 and distractors (Kranczioch et al. 2003). The locus 
coeruleus (LC)–norepinephrine (NE) hypothesis suggests a more neurological 
explanation for AB (Nieuwenhuis et al. 2005).  As an expected and attended target is 
a more salient stimulus, it triggers NE release from the LC, which often upregulates 
attention in neocortex. However, as the NE release has a refractory period of about 
500 ms, T2 may not evoke NE after attending to T1.

  A          B

Figure 2.3. Human attentional blink protocol and behavioral response. A) An 
example RSVP trial for AB. B) an example of AB experimental results where visual 
target detection was measured for target T2 (Kranczioch et al. 2003). The Dual task 
protocol presents two targets T1 and T2 and single task protocol presents T2 alone as
a control.

When the temporal distance between T1 and T2 is around 100 ms, the AB is 
sometimes reduced when targets are presented in the same spatial location.
This is known as lag-1 sparing (Visser et  al. 1999a, 1999b). Abstract psychological 
hypotheses for lag-1 sparing include the sluggish gate hypothesis and the 
competition hypothesis (Hommel & Akyurek 2005). The sluggish gate hypothesis 
asserts that while attending to T1, it is possible for T2 to slip in for conscious report 
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as well (Chun & Potter 1995). This is also compatible with the LC-NE hypothesis,  
as NE release will be spread over a short time interval. It might also be explained by 
a traveling wave of excitation along the ventral stream. The competition hypothesis 
asserts and T1 and T2 compete for attention and one can dominate. If both targets are
reported, temporal order is often lost (Chun & Potter 1995). However, an MEG study
(Kessler et al. 2005) did not find performance on T1 negatively correlated with 
performance on T2 or weaker amplitudes at lag 1, suggesting that lag-1 sparing 
cannot be explained by competition alone. 
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3  Cell assemblies, neural attractor networks and dynamics 

3.1 Cell assemblies 

Back in the 1930s, Rafael Lorente de Nó, formerly a student of Santiago Ramón y 

Cajal and his brother Petro Ramón, postulated that structurally recurrent neural 

connections observed in Golgi staining techniques of mammalian neocortex and 

hippocampus (Larriva-Sahd 2002) might cause functional reverberations (Lorente de 

Nó 1933 as cited in Yuste 2015; Lorente de Nó 1938; Yuste 2015). He proposed 

neural circuits which contain multiple chains of neurons (M-chain) and a closed 

chain (C-chain) with reciprocal connections might allow self re-excitement (Lorente 

de Nó 1938; Cooper 2005). Hebb later built on Lorente de Nó 's work in the context 

of animal behavior and extending beyond the stimulus/response paradigm, in his 

seminal 1949 book,  The Organization of Behavior. In his book, Hebb described 

three main postulates, which have proven to be very influential.  

 

The first postulate, known as the “Hebb synapse”, was stated as follows: “When an 

axon of cell A is near enough to excite a cell B and repeatedly or persistently takes 

part in firing it, some growth process or metabolic change takes place in one or both 

cells such that A's efficiency, as one of the cells firing B, is increased."  The second 

postulate, known as “cell-assembly” states that groups of neurons which tend to fire 

together form a cell assembly whose activity can persist after a triggering event and 

serves to represent it. The third postulate, known as the “phase sequence” states that 

perception, motor and thought processes entail the sequential activation of sets of cell 

assemblies. Each assembly action may be aroused by a preceding assembly, by a 

sensory event, or normally, by both. 

 

Among other things, Hebb also discussed how cell assemblies might explain 

observed behavioral phenomena such as Gestalt completion, similarity, 

generalization and abstraction (p. 101,104).  Hebb's first postulate on synapses 

defines a basic learning rule between a pre-synaptic and post-synaptic neuron, when 

pre-synaptic firing precedes post-synaptic firing. However, since the synapse 

strength might only increase, it could be interpreted as unstable if unbounded. A 

learning rate could decay exponentially or otherwise to a saturation point, but this 

could happen across sets of synapses, ultimately limiting their dynamic range on 

synaptic strength (or weight) while potentially making the driving neuron too strong. 

Still, the driving strength could be normalized with subtraction or multiplication 

(Dayan & Abbott 2001), such that an increase in one driving synapse decreases all 

the others. In addition, the first postulate can be interpreted to also decrease synaptic 
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strength when cell A does not take part in firing cell B, or at least, as much as might 

be expected with covariance (Dayan & Abbott 2001).  

 

The first experimental evidence to provide some confirmation of the Hebb synapse 

came with the discovery of Long Term Potentiation (LTP) in the hippocampus 

(Douglas & Goddard 1975). The existence of Long Term Depression (LTD) was also 

be found experimentally (Lynch et al. 1977) soon afterward and demonstrated a 

biological mechanism for preventing unlimited synaptic growth. Many studies 

followed, which discovered different forms of LTP/LTD. The notion of Spike 

Timing Dependent Plasticity (STDP) emerged later, which encapsulates the 

principles of the Hebb synapse in more detail, including the key importance of 

temporal order in learning (Markram et al. 1997; Markram et al. 2011). 

 

Hebb's second postulate on cell assemblies asserts that precepts and neural memories 

can form based on perception and experience, and these memories can become 

associated and overlap, such that one neuron might be part of multiple cell 

assemblies. In 1957, Milner introduced a crucial missing element of neural inhibition 

(Milner 1957), which allowed these assemblies to compete. A balance of excitation 

and inhibition is crucial, as too much excitation can cause runaway activation and 

potentially epilepsy whereas too much inhibition can cause absence of activity or 

catatonia. 

 

In addition, the formation of a cell assembly may consist of more than experience 

alone. Edelman's theory of neuronal group selection (Edelman 1978) as cited in 

Edelman (1993), proposed that neural circuits form from processes of selection and 

variation, which he also called neural Darwinism. During embryonic and postnatal 

development, neuronal groups form with initial synapses in a process called 

developmental selection. Following this, experiential selection changes the synaptic 

strengths within these groups based on behavior and experience. Concurrent to this, 

reentrant signaling occurs, which interconnects separate neural groups with recurrent 

connections, potentially connecting separate maps of spatiotemporal activity. Some 

evidence has emerged to support this theory. For example, in the somatosensory 

cortex of 2-week old rats, cell assemblies were found with connectivity predictable 

by nearest neighbors, indicating that at least some assemblies may be pre-formed and 

adapted rather than being constructed from scratch alone (Perin et al. 2011).  Also, 

neuronal group selection has been modeled computationally, showing the formation 

of polychronous groups with high storage capacity (Izhikevich 2006).  
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Hebb originally described a cell assembly as a directed graph, and Palm later defined 

a formal graph theory for groups of assemblies (Palm 1981).  Cell assemblies can be 

described as a directed and weighted graph which may include bidirectional 

connections and cycles. To be a cell assembly, the subgraph must be recurrent and 

persist after activation, for some duration. Cell assemblies may be nested and 

overlap, with one igniting another. These cell assemblies and aggregates can exist at 

multiple levels of abstraction, and can indeed scale to full brain size (Rubinov & 

Sporns 2010). Cell assemblies in neocortex appear to have patchy connectivity, with 

a high density of local connections (within 0.5 mm) and clusters of remote synapses 

from long-range axonal projections 4 to 8 mm away (Voges et al. 2010) and further, 

when projecting to other cortical areas. 

 

Recently, increasing numbers of in vivo and in vitro biological investigations have 

shown the occurrence and dynamics of these cell assemblies, also sometimes called 

cortical ensembles, activity patterns, patchy connectivity, and sparse distributed 

memory (or representations). Harris (2005) proposed four signatures of cell assembly 

organization, which are: spike trains show temporal structure that is not present in the 

stimulus; spiking is not strictly controlled by sensory input; spike times will be 

coordinated to reveal an assembly organization; patterns of assembly activity should 

correlate with ongoing internal cognitive processes. In vitro investigations of mouse 

and rat cortical slices using two-photon calcium imaging have shown highly 

correlated activity within independent sets of neurons, occurring either spontaneously 

or when activated by a stimulus (Cossart et al. 2003; Ikegaya et al. 2004; MacLean et 

al. 2006; Watson et al. 2008; Perin et al. 2011). In some instances, common core 

neurons of an apparent cell assembly were triggered by stimulation while also 

occurring spontaneously. Thalamic stimulus can trigger heightened spiking activity 

as a cortical UP state (MacLean et al. 2006), but once activated, becomes insensitive 

to it (Watson et al. 2008). However, one consequence of using slices is that long-

range connections may be cut, limiting the possible distribution size of observed 

ensemble activity (Stepanyants et al. 2009). In vivo studies using multi-electrode 

probes or arrays have shown transient synchrony across neural groups in the 

hippocampus (Harris et al. 2003). Further in vivo investigations (Ikegaya et al. 2004; 

Miller et al. 2014; Carillo-Ried et al. 2015) with two-photo calcium imaging in mice 

also provides evidence of cell assemblies as activity patterns, both from visual 

stimulation and occurring spontaneously. In both of these cases, these activity 

patterns can play out as sequences. Neural attractor networks seek to represent, 

simulate and analyze the dynamic activity observed in cell assemblies at different 

scales and levels of abstraction. 
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The human adult brain is about 2% of total body weight, while accounting for about 

20% of O2 consumption at rest, or a total cerebral metabolic rate of about 20W 

(Clarke & Sokoloff 1999). The cerebral cortex is continuously active, even without 

sensory input, from transitions and activity in UP and DOWN states (Holcman & 

Tsodyks 2006).  Individual neurons or populations may be bistable or multistable, 

exhibiting hyperpolarized membrane potentials and low firing rates in DOWN states, 

and depolarized membrane potentials near the threshold potential with moderate to 

high firing rates, while in UP states. Analysis of metabolic activity in cortical slices 

show that roughly 1% of neurons are contributing to attractor UP states during 

normal brain activity (Cossart et al. 2003).  

 

What is known as anti-Hebbian learning can also occur. In this case, correlated 

activity between connected neurons results in a reduction of the strength of the 

synapse. Anti-Hebbian LTP has been observed with excitatory synapses on 

interneurons in the rat hippocampus (Lamsa et al. 2007, 2010). In addition, Anti-

Hebbian STDP has been observed in human cortico-cortical connections when 

applying TMS (Koch et al. 2013). 

3.2 Models of neurons 

Neurons are modeled in many different ways depending on the research question, 

from simple binary states (firing or not firing) with binary or real-number synaptic 

weights to highly detailed, with various ion channels and dynamics, having many 

compartments for axons and dendrites, which might also include spines. Commonly, 

“point” neurons (i.e. a single compartment, soma or representation) are used when 

studying networks. This neglects dendritic integration and computation, which may 

indeed be critical for some neural processing, including perceptual receptive fields 

and sequencing (Spruston et al. 2007; Branco & Häusser 2010; Branco et al. 2010; 

Smith et al. 2013; Hawkins & Ahmad 2016). 

 

Point neurons might use binary outputs as McCullock-Pitts neurons (McCulloch & 

Pitts 1943) do, be non-spiking and rate-based, probabilistic, several types of 

Integrate-and-Fire (I-F), or single compartmental Hodgkin-Huxley type. McCullock-

Pitts neurons have normalized input weights with range [0,1] or [-1,+1] which are 

multiplied with the input values and summed together, before then applying a linear-

threshold function to produce a binary output. Rate-based models apply a function to 

the summed input vector, outputting a real number sometimes normalized to range 

[0,1] to represent an assumed average firing rate.  
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Probabilistic neurons as used in Bayesian feedforward and recurrent networks 

(Specht 1988,1990; Lansner & Ekeberg 1989; Kononenko 1989; Sandberg 2003; 

Pecevski et al. 2011; Nessler et al. 2013; Tully et al. 2014; Pecevski & Maass 2016) 

can with some calculated posterior probability from inputs, generate a spiking event 

for delivery to connected neurons. In one approach, the Bayesian confidence 

propagation neural network (BCPNN) for feedforward (Lansner & Ekeberg 1989) 

and recurrent networks (Sandberg 2003), uses a probabilistic Hebbian learning rule 

to determine the weights between connected neurons, based on correlated or 

negatively correlated activity. By assuming conditional independence of input 

attributes, naïve Bayes can be utilized in the learning rule. Learning rules for STDP 

has also been implemented with neurons using probabilistic inference (Pecevski & 

Maass 2016). This allows recurrent neural assemblies to self-organize and learn with 

overlapping associations, such that recall of one memory can activate another 

(Pokorny et al. 2017). Such approaches might also encode temporally rich input 

vectors. 

 

While I-F neurons can produce dynamical behaviors in membrane potentials, most 

implementations do not generally spike. Exceptions to this include quadratic I-F and 

the simple model (Izhikevich 2007, 2010). Neural implementations based on the 

Hodgkin-Huxley (HH) formalism (Hodgkin & Huxley 1952) are the most 

biophysically realistic and do generate spikes, but are more computationally 

intensive. The models and experiments in this thesis work used primarily HH style 

neurons with several compartments, which are discussed in detail in the next chapter. 

3.3 Unsupervised learning rules 

Learning rules partly determine how a neural assembly self-organizes when 

stimulated. This organization may be unsupervised or supervised. In the 

unsupervised case, the cell assembly organizes based on the input only, and may 

cluster to recognize previously seen classes across the input dimensionality. In the 

supervised case, an error signal, or difference between the neural prediction and the 

actual experience, is used for training. This feedback can be a general value as often 

employed in reinforcement learning or more detailed feedback on individual neural 

outputs.  A biological system has aspects of both unsupervised and supervised 

learning. Locally, a neural system is often unsupervised, but can get feedback from 

higher-level neural systems. The top level may get reinforcement learning from the 

environment. Learning can also be modulated, so that some temporal events are 

weighted more highly than others. For example, the neuromodulator dopamine might 

provide an attentional or reward signal, boosting the learning rate. 
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In artificial systems, models of basic Hebbian learning are unsupervised.  A synaptic 

weight Wij between a pair of neurons i,j changes with coactivation, which can be 

described as a function of a pre-synaptic input xi and post-synaptic output yj, such 

that ∆Wij (t) = f(xi(t), yj(t)) over time t. As originally described by Hebb, a synaptic 

weight will increase with correlated firing, so ∆Wij (t) = η xi(t) yj(t), where  η is the 

learning rate. However, this can lead to unbounded weights. Even with weights 

bounded by saturation, over time the weights will converge to this limit, with 

nonzero random activity in both neurons. Later interpretations utilized covariance, 

which allows weights to decrease with negatively correlated activity leading to 

convergence such that ∆Wij (t) = η (xi(t) - <xi >) (yj(t) - <yj >) (Sejnowski 1977).  

These rules are general enough for application between non-spiking, rate-based 

neurons. With a higher temporal resolution of spiking activity, spike timing becomes 

important, given observations in synaptic neuroscience. The Willshaw model 

(Willshaw et al. 1969; Palm 1980) utilizes a simple binary representation of the Hebb 

synapse. With correlated activity, the synaptic weight is set to 1, otherwise it remains 

0. This is sometimes called the Willshaw learning rule. Implemented across a set of 

neurons, this can encode associative memories. 

 

Competitive learning is a variant of Hebbian learning and has been implemented as 

clustering algorithms and Self Organizing Maps (SOM) (Kohonen 1982). The SOM 

reduces high dimensional space into lower dimensions, often two dimensions such as 

a cortical sheet. Self-organization occurs so that similar neurons (or nodes) are closer 

together, based on a winner-take-all function on input patterns and plasticity of 

neural (or node) connections that might be represented as a distance. Competitive 

learning is active in the visual development of human infants for example, 

particularly during the critical period of 3-8 months. Input from the optic nerves of 

each eye compete for connectivity in the LGN and visual cortex. If one eye is 

covered without input even for weeks, it can become disadvantaged relative to the 

other eye. The effects of monocular deprivation has been experimentally 

demonstrated in cats (Wiesel & Hubel 1963) and other mammals.  

 

Many methods exist for supervised learning, or learning with a teaching signal. On a 

synapse connecting two neurons, supervised learning from an error signal has been 

commonly implemented as the delta rule described as: ∆Wij (t) = η (dj(t) -  yj(t)) xi(t) 

where di(t) is the training value. This method can be used for training synapses in 

simple feed-forward networks such as between two layers of neurons, or a single 

layer of neurons with a set of inputs, also known as a perceptron (Rosenblatt 1962). 
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Such a network is limited to learning linearly separable functions (Minsky & Papert 

1969). For example, a single layer perceptron cannot learn to separate an XOR 

Boolean function, but a two-layer network can do this. When the structure of the data 

are increasingly non-linear, three or more neural layers can sometimes be utilized, 

although this still necessitates a network topology sufficient to represent the 

underlying training data. This however, requires a different learning rule such as 

back-propagation, which utilizes gradient descent by calculating the contribution of 

each synaptic input as a partial derivative of the error signal. With increasing neural 

layers, a vanishing gradient problem arises, and computational requirements grow. 

These problems can be reduced by limiting synaptic connectivity to near neighbors 

between some neural layers, as is commonly employed in deep learning methods 

(LeCun et al. 2015) and Bayesian deep learning (Wang & Yeung 2016). This thesis 

work focused on models employing Hebbian unsupervised learning (in batch) with 

Willshaw inspired connectivity in spiking recurrent attractor networks.  

3.4 Neural attractor networks 

Attractors can be conceptualized as an energy landscape, with recurrent patterns 

existing in valleys of minimum energy or basins of attraction. There is not yet 

consensus on a formal definition for attractors or related repellers. However, as 

defined in Strogatz (1994) and repeated here, an attractor is a closed set A with the 

following properties:  
 

1. A is an invariant set: any trajectory x(t) that starts in A stays in A for all time. 

2. A attracts an open set of initial conditions: there is an open set U containing A 

such that if x(0) ∈ U, then the distance from x(t) to A tends to zero as 

t → ∞. This means that A attracts all trajectories that start sufficiently close to it. 

The largest such U is called the basin of attraction of A. 

3. A is minimal: there is no proper subset of A that satisfied conditions 1 and 2. 
  

Neural attractor networks (Hopfield 1982; Amit 1989; Hertz et al. 1991) consist of 

neural assemblies and have evolved over time and in increasing detail, somewhat in 

parallel to emerging neural cell and synaptic models. Neural assemblies can be 

represented as a graph of interconnected nodes (or neurons) with activity states 

dependent on node activity. Group activity may have stable attractor states. Willshaw 

developed an early model of associative memory for the hippocampus (Willshaw 

1969) based on Hebbian learning and using binary neurons and synaptic weights. 

Palm later added auto-associative feedback to develop Willshaw-Palm networks 

(Palm 1980). This was followed by the influential Hopfield model (Hopfield 1982), 

based originally on spin-glass (Ising) dynamics in physical systems.  
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While abstract neurons in the Hopfield model are completely connected and visible, 

Boltzman machines (Hilton & Sejnowski 1983) extended this methodology to 

include hidden units, and Potts-glass models (Kanter 1988) also extended this for 

multistable states.  

 

Neural attractor networks can have static equilibrium states such as a point, line, 

plane or manifold. They can also be dynamic as cyclic or chaotic (strange) attractors 

with fractional dimensionality (Eliasmith 2005). In some dynamical systems, even 

simple ones, these different attractor types can coexist in regions of state space 

(Sprott et al. 2012), with dynamics transitioning from one type to another.  In the 

context of neural assemblies and attractor memories, they are sometimes discussed as 

point or fixed-point attractors, with bistable or multistable states, often called UP and 

DOWN states. While fixed-point attractors are sometimes applied to neocortex 

semantic memory models, continuous and bump attractors are often applied to 

hippocampal and working memory models. This thesis work utilized interacting and 

dynamic fixed-point attractors emerging from biophysical HH style spiking neurons, 

with short-term dynamics for synaptic plasticity and adaptation. The networks 

themselves were wired from hypothesized microcircuits and the attractor memories 

from a Willshaw learning rule. 
  

      A   B 

 

 
 

  

Figure 3.1. (A) Willshaw associative network (Willshaw 1969). (B) Willshaw-Palm 
network with auto-association (Palm 1980). Reproduced with permission. 
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Willshaw developed a model for associative memory based on Hebbian learning 

(Willshaw 1969) and later Palm added recurrence (Palm 1980). The Willshaw model 

consists of a network of binary inputs, weights and outputs. Only the active units are 

associated. As seen in figure 3.1A, pairs of patterns are associated during training by 

applying one A-pattern {ai} with Ma inputs and a second B-pattern {bj} with Mb 

inputs. If inputs are simultaneously active for any Ai, Bj, then the connecting element 

Wij is flipped on. Once an element is flipped on, it stays on, and this is known as the 

Willshaw learning rule. This method can efficiently encode sparse patterns, 

providing a maximum information density of 0.69 bits per synapse, if  Mb = log2 Na , 

where Na is the total number of output lines (Willshaw 1969). 

 

The Willshaw-Palm network (Palm 1980) extends the Willshaw model with auto-

associative feedback, associating patterns with themselves, as can be seen in figure 

3.1B. This is useful when trying to recall a pattern based on partial or distorted 

information. After training, when an input pattern q is constantly applied to M stored 

messages, the network will converge over iterations according to the following 

convergence: 

𝑀𝑞 → 𝑀(𝑞 + 𝑀𝑞) → 𝑀(𝑞 + 𝑀(𝑞 + 𝑀𝑞)) … 

until a final pattern �̂� satisfies  �̂� = 𝑀(𝑞 + �̂�). 

 

The Hopfield network model is a relatively simple and widely known neural attractor 

model (Hopfield 1982), which utilizes binary neurons and real-number weights. Like 

the Willshaw-Palm model, it is content addressable and will seek to settle on a stored 

memory pattern when presented an input pattern. Hopfield’s original networks 

implemented Hebbian learning using the McCullock-Pitts neuron, which becomes 

active when the weighted sum of the inputs exceeds a threshold. The neurons (or 

nodes) are also typically fully and bidirectionally connected. Very abstractly, this 

resembles biological networks in the hippocampus, but less so the neocortex, which 

has sparse and patchy connectivity. Hopfield networks can store attractor memories 

(or memory patterns) with a storage capacity of about 0.138 patterns per neuron. 

Synaptic weights can change iteratively during training or be computed together 

across the network, often called bulk training or batch learning. To store a set of p 

memory patterns 𝜉𝑖
𝑢over i or j neurons, the neuron weights wij can be computed 

across all p as bulk training with: 

𝑤𝑖𝑗 =
1

𝑁
∑ 𝜉𝑖

𝑢𝜉𝑖
𝑢

𝑝

𝑢=1
 

 

With these weights and when presented with a binary input pattern (by applying 

states to neurons), the network will converge on the stored pattern most closely 
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resembling it. Input patterns are typically represented in binary as {0,1} or {-1,+1}, 

but {-1,+1} is more convenient. Either representation can be converted to this using 

𝑆𝑖 = 2𝑛𝑖 − 1. The synaptic weight w between neurons are often a real number in the 

interval -1 ≤ w ≤ +1. So, with each iteration, each neuron state can be computed as 

the following: 

𝑆𝑖 = 𝑠𝑔𝑛(∑ 𝑤𝑖𝑗𝑆𝑗𝑗 )   where   𝑠𝑔𝑛(𝑥) =  {
1      𝑖𝑓 𝑥 ≥ 0;
−1   𝑖𝑓 𝑥 < 0;

 

 

A stored and optimal pattern can be found by minimization of an energy function, 

based on the Ising spin-glass ferromagnetic model, for determining the direction of 

settled magnetization within materials at various temperatures. The Hamiltonian 

energy H fluctuates as the signs on the neurons alternate, using synaptic weights 

predetermined from previous learning. 

𝐻 =
1

2
   ∑ 𝑤𝑖𝑗𝑆𝑖𝑆𝑗

𝑖𝑗

 

Convergence to the lowest energy pattern can be accomplished using time steps in 

which all or a subset of neurons are chosen for updating. If all neurons are selected, 

they can be updated in parallel either synchronously or asynchronously. If a subset is 

used for incremental updates, the neurons are chosen either randomly or sequentially. 

The network may also converge on local minima as a spurious state. This is more 

likely when the presented input pattern has no corresponding stored memory, but 

other ways are possible too. Reversed memory patterns with flipped neuron values 

can have a similar energy to the original, leading to another spurious state. A stable 

mixture of states is also possible, or with higher numbers of stored patterns, which 

can produce local minima uncorrelated with store patterns. (Hertz et al. 1991). 

 

Hopfield networks can also be made probabilistic and stochastic by choosing neuron 

output states from calculated probability distributions rather than threshold functions. 

The network connectivity can also become diluted with the random removal of 

synapses by setting connection weights to zero. This may bring neural connection 

probabilities closer to those of the neocortex, but neocortical connections are 

structured and patchy and not random, at least after learning and development. 

Dilution does increase storage capacity of the number of patterns, but individual 

patterns may then have less information. Boltzmann machines (Hinton & Sejnowski 

1983) extend the Hopfield model by allowing hidden neurons/nodes and making the 

neurons stochastic. In this case, the energy function is based on the Boltzmann-Gibbs 

distribution, for determining the probabilities of the network states at equilibrium. 

However, Boltzmann machines generally are more difficult to scale to larger network 
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sizes because of higher computational complexity. (Hertz et al. 1991). Both 

Willshaw-Palm and Hopfield attractor networks are a type of associative and 

content-addressable memory. As such, stored memories can be recalled when cued 

with a full input pattern or part of one. While presenting a full input pattern can 

provide validation from previous experience, it does not recall additional associations 

like a partial cue can. Thus, attractor memory recall consists of storing a memory 

pattern, cueing with part of that pattern, and pattern completion of the full pattern.  

3.5 Continuous and distributed attractors  

Boltzman machines, Hopfield and other attractor models have often been used to 

explore fixed-point attractor dynamics, particularly when using random networks and 

investigating storage capacity. Hopfield networks can be used for exploring 

continuous attractor networks (Seung 1998) as well, for example when the attractor 

memories are associatively close together. For attractors to be continuous, the energy 

minima needs to connect a set of fixed-point attractors in any dimensionality, but 

often as a line or plane. Different neural tissues likely implement different types of 

attractors, which can form in different ways. For example, sensory and associative 

cortex may have more sparse, hetero-associative point attractors while hippocampus 

may have more auto-associative, continuous attractors. Motor cortex may implement 

sequences as continuous attractors. These may be largely Hebbian. However, 

working memory, as a specific kind of associative cortex which changes rapidly, may 

have more activity-dependent attractors. 

 

Immanuel Kant asserted in Critique of Pure Reason (2nd ed. in 1787) that all 

knowledge is either a priori and independent of experience or a posteriori, and 

derived from empirical experience. Space and time are a priori intuitions. From a 

neural assembly and attractor perspective, knowledge is emergent from the formation 

of neural assemblies from experience and the activation and interaction of neural 

attractors. A priori intuition may be the result of neural structures which enable the 

formation of representative attractors. Consider that the hippocampus can implement 

a kind of continuous attractor across space and time. That continuous attractor is 

associative, meaning one attractor can trigger another along a continuum, but each 

attractor is discrete, representing a temporal event or spatial location. In addition to 

strong experimental evidence for place and grid cells in rodents (O’Keefe & Nabel 

1978; Hafting et al. 2005; Fyhn et al. 2008), this also been experimentally observed 

as correlated hippocampal cell assemblies in human epileptic patients, during 

repeated viewings of movie clips (Paz et al. 2010). Hippocampal activity may also be 

associated and encoded with other brain structures such as the neocortex for 
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memories and amgydala for salience. At the limit, the activation of an attractor at the 

end of a continuum is unable to associate a following one, which may explain a 

perception of infinity. Further, hippocampal attractor associations may also be 

involved in the perception of causal or temporal paradoxes. 

 

Hippocampal spatial maps are often considered 2D continuous attractors called 

charts, with different charts being largely uncorrelated, perhaps similar to layered 

sheets of graphite. An attractor might move over a chart, based on changes in spatial 

position, with closer activations representing closer positions.  For example, from 

(Tsodyks 1999) an exponentially decaying distance function within a chart might be: 

 

𝐽𝑖𝑗 ≡ 𝐹(𝑥𝑖 − 𝑥𝑗) = 𝐽𝑂𝑒𝑥𝑝(−|𝑥𝑖 − 𝑥𝑗| 𝜎⁄ ) − 𝐽𝑖 

 

Where Jij is the synaptic weight between neurons i and j, at locations xi and xj in one 

dimension, Jo is for adjacent neurons and Ji is global feedback inhibition from 

interneurons. Across N charts, two neurons ri and rj in 2D space can interact on chart 

n when a place field is active.   

𝐽𝑖𝑗 = ∑ 𝐹

𝑛=𝑁

𝑛=1

(𝑟𝑖
𝑛 − 𝑟𝑗

𝑛) 

 

Individual charts can be largely uncorrelated, much like stored memory patterns in a 

Hopfield network (Tsodyks 1999).  

 

Early work on motor movement focused on central pattern generators (CPGs), which 

are fairly small and autonomous networks that sometimes contain merely a handful 

of neurons, and can produce rhythmic patterns (Hooper 2001; Marder & Bucher 

2001). While they exist in both invertebrates and more simple vertebrates such as the 

lamprey, they are also present in mammals in local ganglia along the spinal cord 

(Grillner & Wallen 1985; Guertin 2009). In neocortex, motor cortex helps perform 

more directed movements, likely as motor sequences. These motor and other 

temporal sequences (Amit 1989) and synfire chains (Abeles 1991) may be 

represented as continuous attractors. 

  

One way to implement continuous attractors for sequences is to have shared and 

overlapping neurons across pairs of point attractors. This can allow one attractor to 

activate another, in succession. And with adaptation, earlier attractors burn out over 

time. Sequence progression might be regulated with synaptic delays, or fast and slow 

synapses (Amit 1989; Ikegaya et al. 2004). However, while synapses do inevitably 
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have delays, this cannot explain how the speed of directed movement and sequence 

progression can be varied. One factor is the speed of nearly full attractor activation 

(or completion), because activation of successive attractors can begin when this 

occurs, regardless of the synaptic delay. Thus, the speed of progression might be at 

least partially regulated by neuromodulation and the activity of inhibitory 

interneurons, which effect attractor dynamics. For speed control and regulation, the 

basal ganglia or cerebellum are likely to be involved with cortico-basal ganglia-

thalamo-cortical loops. 

 

Network activity and possible attractor dynamics in working memory appear to 

behave somewhat differently than other neocortex, at least from what is currently 

known. Since associations in working memory tasks are often novel and short-lived, 

attractor memories appear to rapidly change, forming and disappearing quickly. 

However, there are known training effects which improve performance on repetitive 

tasks (Klingberg 2010), which may be due to synaptic plasticity in grey matter or 

white matter, such as the fronto-parietal network. Still, attractors in working memory 

appear to be more activity-dependent than based on Hebbian learning. The formation 

of long-term Hebbian memories as in other neocortex would seem to be detrimental, 

because this could impair the formation of a new short-term memory, but perhaps 

high activity levels keep washing these newly-formed memories out. In addition, 

findings indicate that novel stimuli can generate higher PFC activity (Asaad et al. 

1998), although this could be due to neuromodulation. A synaptic connectivity 

matrix would seem necessary, but may be more general in nature, with attractor 

activation through cellular bistability (Durstewitz et al. 2000). It has been 

hypothesized that the formation of short-term working memories are due to short-

term plasticity (STP) as synaptic facilitation and pre-synaptic calcium dynamics, 

which might help temporarily sustain an UP state even in the absence or 

intermittence of spiking (Mongillo et al. 2008). Higher expressions of NMDA 

receptors in the dlPFC are also likely an important factor, since these are critical for 

sustaining attractor activity, and have longer temporal dynamics than AMPA 

receptors. 

 

However, sustained activity in working memory appears to be distributed 

(Christophel et al. 2017) and not due to attractors in the dlPFC alone. This may 

indicate that neural circuitry in the dlPFC is not actually very different, but 

behavioral differences may be due to global connectivity with the dlPFC acting as a 

rich node. In addition to parietal and sensory areas, the dlPFC and vlPFC have both 

structural and functional connectivity to the medial temporal lobe. While it was 
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originally believed that epileptic patient HM (Henry Molaison) had bilateral 

hippocampal lesions, after death it was determined that part of one hippocampus was 

still intact. Thus, evidence that working memory function does not require the 

hippocampus is uncertain. As the hippocampus encodes episodic memory, it may 

also be feeding back to the dlPFC, helping to sustain short-term memory and 

attractor activity. If so, working memory function could be a function of a distributed 

attractor with possible remote encoding in the hippocampus and elsewhere, rather 

than short-term memory in the dlPFC alone. In this case, attractor dynamics in the 

dlPFC may be due to STP and recurrent support from attractor memories in other 

areas. The AB phenomenon is related to working memory because conscious 

recognition of targets may be due to corresponding attractors successfully activating 

working memory via the frontoparietal gateway. When a presented target is not 

reported as seen, it may not have entered working memory. 

 

Hopfield networks, Boltzman machines and other models can be very useful for 

representing abstract neural attractor networks, and they can be analyzed analytically 

in various ways. However, as these models seek to approach biological plausibility 

with more than a few neurons, analytical methods become very difficult with existing 

approaches. For example, Hopfield and other models consider positive and negative 

synapses symmetric, inhibitory interneurons behave very differently than do 

excitatory pyramidal cells, and there are many different types of them. Groups of 

various types of neurons can be locally connected together combinatorically as 

various microcircuits. Some circuits (minicircuits) may be modular, like 

minicolumns, contained within larger circuits (mesocircuits) across macrocolumns, 

or more globally as macrocircuits across white-matter tracts.  

 

To investigate how such nested groups of neurons might interact, and at larger scale, 

simulation methods are commonly used for empirical analysis. This might use 

statistics on a specific neural tissue, and might include neuron population counts and 

connectivity probabilities between the various neuron types at various distances, for 

example. Based on a set of assumptions, network dynamics can then be observed, 

and compared to in vivo and in vitro observations in actual neural tissue, or to the 

phenomenology of higher-level behaviors. Given hypotheses to test, the simulated 

model might then be perturbed in some ways that correspond to changes in real 

neural systems. For instance, parameters on ion channels or neurotransmitter 

receptors might be changed to correspond to the known effects of neurotropic drugs. 

Such models can used to seek deeper understandings, by exploring experimentally 

testable predictions, even though they cannot be validated analytically. 
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4  Neocortical and modeling constraints & assumptions 

4.1 The neocortex 

The entire human brain has historically been estimated to be about 1011 neurons, with 

recent quantitative methods utilized by Azevedo et al. (2009) estimating 86.1 ± 8.1 

billion neurons and 84.6 ± 9.8 billion non-neural cells (including glial cells) in a set 

of 4 adult human males and this consumes about 20-25% of the total energy budget.  

The cerebral cortex was about 42% of brain mass (82% including white matter) with 

16.34 ± 2.16 billion or 19% of the total neurons, while the cerebellum was about 

10% of brain mass with 80% of the total neurons (Azevedo et al. 2009). Cerebral 

cortex is composed of mostly 6-layer neocortex, but also includes 3 or 4-layer 

allocortex, which is utilized in the hippocampus and olfactory system. Pakkenberg et 

al. (2003) estimated the neocortex contains about 21.6 billion neurons on average 

across 62 males and 32 females, and with about 1.5 x 1014 synapses. The neocortex 

was also estimated to have about 39 billion glial cells for neural support (Pakkenberg 

et al. 2003). These include astrocytes and microglia for metabolic and developmental 

support and oligodentrocytes which produce a myelin sheath around axons for faster 

conductivity. 

 

The cerebral cortex in humans and other primates was parcellated by Korbinian 

Brodmann into cortical areas known as Brodmann areas (BA) initially in 1909, and 

refined thereafter. There are currently 52 cortical areas per hemisphere, many of 

which are divided further into sub-areas. For example, BA 17 is primary visual 

cortex. Recently, a new parcellation map has been defined, with a total of 180 

cortical areas per hemisphere (Glasser et al. 2016). This method used both 

anatomically delineated borders and algorithmic assessment from multi-modal 

imaging data (including resting states) to compute the parcellations. Time will tell if 

this new map is adopted. Topologically, the neocortex itself is a folded sheet of about 

2600 cm2 and 2-3 mm thick (Mountcastle 1997). 

 

The neurons in the neocortex are composed of neurons with both spiny and non-

spiny dendrites. The spiny cells include pyramidal and spiny stellate cells while non-

spiny cells include interneurons and smooth stellate cells. About 70-80% of neurons 

in the neocortex are excitatory pyramidal cells which can project to anywhere in the 

brain. The rest are primarily local interneurons, including basket, bipolar, chandelier 

and double bouquet cells which have local connections and are mostly inhibitory 

(Markram 2004). The most common interneurons in the neocortex are the inhibitory 

basket cells (50% of inhibitory neurons) that project horizontally and the mainly 
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inhibitory bipolar and double bouquet cells which typically project vertically.  

 

The 6 layers of neocortex as defined are somewhat arbitrary, but these layers have 

been assigned some known specialized functions. Layers II and III contain mostly 

the main bodies of pyramid cells and are where much of the localized processing is 

done. Layer IV is where most input is received from the thalamus or from output of 

another area of the cortex. Output projections from layers II and III may project into 

layer IV elsewhere. Layer V and VI may receive feedback typically from higher 

levels of a hierarchical subsystem. 

4.2 Neocortical columns 

The idea of cortical module or elementary unit was first proposed by the anatomist 

Rafael Lorente de Nó in the 1930s and further observed and developed by Vernon 

Mountcastle at John Hopkins, who investigated neural organization of the 

somatosensory cortex in the cat (Mountcastle 1957). He identified columns or 

cylinders extending from cellular layers II to VI, which encapsulate an elementary 

unit of structural and functional organization. Neurons that were separated by more 

than 0.5 mm did not have overlapping receptive fields, suggesting a columnar size. 

Hubel and Weisel applied Mountcastle's work on columnar structure to studying 

information processing in visual cortex, also at John Hopkins. They discovered 

ocular dominance columns which repeat, having alternating representations for the 

left and right eye, and orientation columns which have receptive fields for different 

line rotations. Hubel and Weisel's hypercolumn for part of the visual field consists of 

a pair of ocular dominance columns across about 1 mm, each with a group of 

columns with orientation specificity comprising a 180° set of incremental line 

rotations (Hubel & Weisel 1977). 

 

Although the concept of a column is currently somewhat ambiguous in the literature 

(Rockland, 2010), this thesis work focuses on macrocolumns (or hypercolumns) and 

minicolumns, which span across layers I-VI. The hypercolumns as defined in papers 

I-III are simplifications of the Hubel and Weisel hypercolumn, being 0.5 mm wide 

and when in V1 representing a single eye field. Hubel and Weisel may have used the 

“hyper” in hypercolumn to indicate extension across multiple columns. Each 

macrocolumn might consist of 50-100 minicolumns which each contain about 80-100 

neurons, except in the primary visual cortex where observations have shown about 

2.5 times more neurons (Mountcastle 1997). 
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Figure 4.1. Examples of minicolumns in neocortex. A) Neocortical slice from a 9 
year old human (Buxhoeveden 2002). B) Neocortical slice from a 67 year old human 

(Buxhoeveden 2002).  C) Illustration of mincolumns in neocortex (Mountcastle 

1997). Reproduced with permission. 

 

There appears to be significant variability on minicolumn sizes across areas as well 

as species (Raghanti et al. 2010). Minicolumns been found to vary between 35-60 

μm in humans with commonly a 50 μm width and mean inter-columnar distance of 

80 μm. They have been functionally verified using microelectrodes and other 

methods and are sometimes considered to be a basic computational unit of the 

neocortex (Buxhoeveden & Casanova 2002). Neurons within a minicolumn can share 

the same receptive field. 

 

Mountcastle also observed that different cortical areas such as somatosensory or 

visual cortex have a similar structure and hypothesized that neocortex may have a 

universal processing capability. This helped propel an ongoing search for a canonical 

microcircuit of neocortex (Douglas et al. 1989; Nelson, 2002; Douglas and Martin, 

2004). Figure 4.2A shows a canonical microcircuit with stimulation from thalamus, 

with recurrent excitatory connections among pyramidals in layer 2/3 (and 4) and 

layer 5/6 with inhibition from GABAergic cells such as basket cells. The actual 

computations such as receptive fields will depend on the self-organization of the 
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populations and synapses that generally may in aggregate have this template of 

connections. Figure 4.2B shows a generalized microcircuit with mincolumns utilized 

during this thesis work. Minicolumns are recognizable in cortex as a stack of 

pyramidal cells across layers I-VI (see figure 4.1 A&B), which may be connected as 

a small world network. They can have interwoven interneurons which can inhibit 

dendrites on the pyramidal cells, effecting their input. In addition, there are basket 

cells outside of minicolumns which can inhibit both dendrites and somas of the 

pyramidal cells.  

 

As a minicolumn is locally recurrent, it can actively fire and enter an UP state for 

some time period as adaptation sets in to reduce it. Within the minicolumns, 

interneurons such as bipolar cells can regulate recurrent firing. Additionally, basket 

cells stimulated by pyramidal cells in one minicolumn can inhibit pyramidal cells in 

other minicolumns, providing lateral inhibition. Minicolumns can also internally 

have regularly spiking non-pyramidal (RSNP) cells (an abstraction of bipolar and 

double-bouquet cells (Kawaguchi 1995)), which might be stimulated from long-

range connections, providing disynaptic inhibition to pyramidals in the minicolumn. 

There are other neural types sometimes not included in this microcircuit, such as 

martinotti cells, chandelier cells and Cajal-Retzius cells (Grillner et al. 2005). 

 

Within and beyond a given macrocolumn, there is intrinsic horizontal connectivity. 

Basket cells can extend horizontally within and across adjacent macrocolumns 

(Wang et al. 2002; Markram et al. 2004) while pyramidal cell patchy connectivity or 

clusters can extend across a set of macrocolumns up to about 4 mm away (Voges et 

al. 2010a) and project to other brain areas as well.  

 

Distributed cell assemblies of pyramidal cells across macrocolumns can form sparse 

distributed memories (SDM) that can encode memory patterns (or attractor 

memories). When partially stimulated, they can become a fully activated attractor 

and “complete” the memory recall. As many if not most connected pyramidal cells 

are within a minicolumn, when minicolumns (as receptive fields) activate, the SDM 

can also activate, exhibiting an attractor within an attractor. An activated SDM can 

trigger another overlapping SDM as a sequence or associatively. 
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Figure 4.2.  Neocortical microcircuits. A) An abstract canonical microcircuit from 

Douglas et al (1989). P is for pyramidal cell and numbers indicate the cortical layer. 

B) Generalized microcircuit utilized in this thesis work.  

 

The models in papers I-III varied in architecture, but assumed that a neocortical patch 

consisted of a square set of macrocolumns, each with a set of minicolumns and a set 

of SDMs, each as an interconnected set of minicolumns in different macrocolumns. 

Patch architectures had some structural similarities to those utilized in Lundqvist et 

al. (2006) and Rinkus (2010). Both the macrocolumns and minicolumns were 

subsampled and minicolumns had 22-66 neurons depending on the layers 

implemented, and surrounding basket cells as well. Paper I had 4x4 macrocolumns 

with 16 minicolumns per macrocolumn and 16 minicolumns per SDM. Paper II had 

5x5 macrocolumns with 20 minicolumns per macrocolumn and 10 minicolumns per 

SDM. Paper III had two models, one similar to paper I, but with 9 minicolumns per 

SDM and another with 9x9 macrocolumns, 8 minicolumns per macrocolumn and 10 

minicolumns per SDM. Actual cortex likely has a distribution of SDM sizes, with 

perhaps participation of more than one minicolumn in a macrocolumn. While V1 and 

V2 have different structure, both are found to have hypercolumns (Ts’o et al., 2009). 

However, there is still debate on the function of columns (Lund et al., 2003; Horton 
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& Adams 2005; Haueis 2016). While some columnar structures have obvious 

boundaries such as seen in barrel cortex or ocular dominance columns in V1, 

orientation selectivity is generally periodic and not explicitly bounded. It has also 

been argued that ocular dominance columns may in fact be an epiphenomenon 

(Horton & Adams 2005). When moving away from sensory cortices towards 

association cortices, there is little evidence of structurally bounded macrocolumns. 

Should confirmation emerge that macrocolumns exist outside of sensory cortices, 

they may actually be continuous and bounded by the arborization of basket cells and 

a local inhibitory patch, with pyramidal patchy connectivity in different uncorrelated 

regions of inhibition. However, while discrete macrocolumns in association cortex 

are an assumption, possible results using continuous macrocolumns would probably 

be similar.  

 

 

 
 

Figure 4.3.  Multiscale view of microcircuits, macrocolumns and two neocortical 
patches with projections between them. These pattern projections connect 

corresponding attractor memories in each patch with all-to-all connectivity at a fixed 

probability. From figure 2 of paper II. 
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Projections from one neocortical patch or area to another can occur via long-range 

axons from pyramidal cells. The target cells can be other pyramidal cells or 

interneurons, which can locally inhibit other pyramidal cells as disynaptic inhibition. 

This might occur with patchy connectivity and terminal clusters (Silberberg & 

Markram 2007; Voges et al. 2010a, 2010b; Muir & Cook 2014). For a particular 

projection, source and target minicolumns are selected first, before a source 

pyramidal cell is chosen from the source minicolumn and target cells are chosen 

from the target minicolumn. To connect two attractor memories (or SDMs), each in 

two different neocortical patches, “pattern projections” were employed in papers II & 

III, which is shown in figure 4.3. A subset of the minicolumns in each SDM are 

selected for projections, which scan be sparse, one to many or all-to-all in either 

direction. It is also possible for projections to target minicolmns within a specific 

macrocolumn which are outside a specific attractor memory, usually to inhibit other 

memories. 

4.3 The neural level 

Neural activity is largely driven by the movement of ions across the cell membrane, 

which becomes dynamically stable at around -60 to –80 mV (depending on neuron 

type), and is known as the resting potential. The membrane potential depolarizes 

(increases towards zero) or hyperpolarizes (decreases away from zero) when ions 

pass through voltage-gated, ion-gated or ligand-gated ion channels. Voltage-gated 

channels exist for Sodium (Na+), Potassium (K+), Calcium (Ca2+ ) and Ca-gated K+ 

ions along the cell membrane, which open and close at specific membrane voltage 

potentials. These channels are primarily responsible for the propagation of action 

potentials (neural firing) along both axons and dendrites. Action potentials occur 

when a neuron is depolarized enough to reach a threshold potential, when sodium 

channels open and Na+ ions rush into the cell, causing the membrane potential to 

become positive. This triggers the Na+ channels to close and the potassium channels 

to open, allowing K+ ions to rush out of the cell, lowering the voltage. As the cell 

hyperpolarizes, the K+ channels close and the membrane potential undershoots the 

resting potential before returning to it. This undershoot is known as the refractory 

period, when the cell cannot fire again. During this period, Na+/K+ pumps in the cell 

membrane activate (consuming energy as ATP) to pump Na+ out of the cell and K+ 

back into it, restoring the neuron to its original resting state. 

 

When a neurotransmitter is released from a neuron on the pre-synaptic side of a 

synapse, it can bind to a neurotransmitter-gated ion channel on the post-synaptic 

neuron, which can cause this channel to open and increase the ionic conductance. 
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Ligand-gated neurotransmitter receptors exist primarily in synapses on the post-

synaptic cell. Although a variety of neurotransmitters exist, two primary ones are 

glutamate, which binds to an excitatory neurotransmitter-gated ion channel and 

GABA, which binds to an inhibitory neurotransmitter-gated ion channel. Glutamate 

is also an amino acid and a substrate for synthesizing GABA. Glutamate activates 

both AMPA and NMDA gated channels. The AMPA channel allows Na+ ions to 

enter the cell, causing depolarization known as an excitatory post-synaptic potential 

(EPSP), which can contribute towards an action potential. The NMDA channel is 

normally blocked by an Mg2+ ion at the resting potential, but Mg2+ will pop out of the 

channel if the cell is depolarized enough. As a result, it is often unblocked after 

AMPA channels have depolarized the cell. When glutamate binds to the NMDA 

receptor, Na+ ions and lower concentrations of Ca2+ ions enter the cell, causing 

further depolarization while also helping to regulate neural plasticity. 

 

If an EPSP occurs partly through an open NMDA channel, the Ca2+ influx can trigger 

Long Term Potentiation (LTP) and increase the synaptic strength when this generally 

occurs shortly before the post-synaptic neuron spikes or depolarizes. Should an EPSP 

occur through an AMPA or NMDA channel shortly before the post-synaptic neuron 

spikes, the synaptic strength can weaken, which as known as Long Term Depression 

(LPD). Both of these phenomena together are known as STDP (Markram et al. 

2011), which can encode excitatory synapses based on predictive pre-synaptic 

neurons. Over learning time, the earlier predictive neurons may develop the strongest 

synapses, as the post-synaptic spiking shifts earlier on predictable stimuli. When 

GABA binds to the GABA post-synaptic receptor, Cl- ions are allowed into the cell, 

causing hyperpolarization known as an inhibitory post-synaptic potential (IPSP) and 

reducing the likelihood of an action potential.  

 

Inhibitory synapses and GABAergic interneurons also have a variety of STDP 

implementations with different functions, which have been investigated more 

recently (Lamsa et al. 2010; Kullmann et al. 2012; Vogels et al. 2013). For example, 

LTP of inhibition can occur when a pre-synaptic interneuron spikes while the post-

synaptic excitatory neuron is depolarized but not spiking, but will not occur if the 

excitatory neuron is also spiking. This may help create or maintain contrasting 

responses, sparse representations and receptive fields within populations (Vogels et 

al. 2013). 

 

When a neuron is depolarized, Ca2+ ions may enter the cell through both voltage-

gated Ca2+ channels and NMDA channels. However, the voltage-gated Ca2+ channels 
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open later and close more slowly than Na+ channels do. Ca2+ pools near the cell 

membrane, triggering the opening of Ca2+-gated K+ channels. This causes a late 

hyperpolarization after an action potential and is called an afterhyperpolarization 

(AHP). It enables the cell to fire at a variety of frequency rates and tuned by the Ca2+ 

current, in a process called adaptation. 

 

Synapses can also have short-term plasticity (STP) in which the synaptic strength 

dynamically changes due to pre-synaptic activity in the short term over seconds or up 

to minutes. It can take the form of short-term depression (STD) and short-term 

facilitation (STF), which may also co-occur on the same synapse. STD can occur 

from the temporary depletion of neurotransmitter vesicles stored for release on the 

pre-synaptic terminal. STF can occur from Ca2+ influx into the pre-synaptic terminal, 

which can facilitate the release of synaptic vesicles. 

 

Implementations in this thesis work included AMPA, NMDA and GABA receptors 

and synaptic STP but not STDP. While STD and STF were both implemented, only 

STD was active in papers I-III. Long-term learning of synaptic strengths was 

achieved with a batch learning rule for attractor memories and lateral inhibition, 

instead of with STDP, which would have been too computationally intensive in this 

case. Gap junctions were also implemented between basket cells, but were not used 

in the main results. In some simulations for paper III, they sometimes produced short 

lags in the activity of inhibitory populations, due to the shunting away of 

depolarization.  

4.4 Implementation of Hodgkin-Huxley neurons 

The Hodgkin-Huxley model (Hodgkin & Huxley 1952) was originally applied to the 

giant squid axon for investigation of ionic transfers, action potentials and spiking 

activity. The formalism can represent and simulate the neural activity of ion channels 

and synapses, and the intracellular ion concentrations and action potentials they 

produce. This can be achieved with a single neural compartment or splitting a neuron 

into several to many compartments for different regions of the cell, such as the soma, 

initial segment, axon and dendrites. These compartments model the corresponding 

regions of the cell membrane, which can include voltage-gated ion channels for Na+, 

K+, Cl-, Ca2+, Ca-gated K+, neurotransmitter-gated AMPA, NMDA and GABA 

channels for synapses. This might also include neuromodulators such as dopamine, 

acetylcholine, norepinephrine and serotonin via G-protein coupled receptors. 

Modeled compartments also represent the corresponding intracellular space, 

including ion concentrations such as calcium pools, resulting currents, resistance 
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along dendrite segments and other dynamics. 

 

The Nernst-Planck equation defines how ion movement across a cell membrane is 

determined by an electrical field and the concentration gradient across the membrane, 

as follows: 

𝐼 = −𝑢𝑧2𝐹[𝐶]
𝜕𝑉

𝜕𝑥
+ 𝑢𝑧𝑅𝑇

𝜕[𝐶]

𝜕𝑥
 

Where I is current in A/cm2; u = µ/NA as molar mobility (cm2/V-sec-mol); NA is 

Avogadro’s number (6.02 x 1023/mol); z is valence of the ion; F is Faraday’s constant 

(96,480 C/mol); [C] is the ion concentration in molecules/cm3; R is Rydberg’s gas 

constant (1.98 cal/K-mol); and T is temperature in Kelvin (Johnson & Wu 1995). 

Each ion has a specific equilibrium concentration across the semi-permeable cell 

membrane, which is reached when the effects of electrostatic charge and the 

concentration gradient balance out. When ion movement across the membrane is set 

to zero (at equilibrium), the Nernst equation can be derived from the Nernst-Planck 

equation as: 

𝐸𝑖 =
𝑅𝑇

𝑧𝐹
𝑙𝑛

[𝐶𝑖 ]𝑜𝑢𝑡

[𝐶𝑖 ]𝑖𝑛  
 

Where Ei is the Nernst potential (or reversal potential) for ion i. Cell membranes are 

gated by ion channels and have non-linear properties of voltage and time 

dependence. A variety of voltage-gated ion channels will open and close in response 

to different voltage potentials across the membrane and with different response 

times. Individual channel types can be represented as a resistance-capacitance (RC) 

circuit with a given maximal conductance (inverse of resistance) and can be 

combined in parallel like an electric circuit. This is known as the parallel 

conductance model. 

 

With neurons, the unit of conductance is typically in microsiemens (or Mho) per 

square millimeter (µS/mm2), the Nernst potential in millivolts (mV), the membrane 

current in nanoamperes per square millimeter (nA/mm2) and membrane capacitance 

(Cm) in microfarads per square millimeter (µF/mm2). Using Kirchoff’s current laws, 

current across the membrane can be summed as follows: 

𝐼𝑚 = 𝐶𝑚

𝑑𝑉

𝑑𝑡
+ 𝐼𝑁𝑎 + 𝐼𝐶𝑙 + 𝐼𝐾 + 𝐼𝐿 + 𝐼𝐶𝑎 + 𝐼𝐾(𝐶𝑎) 

Where IL is a constant leak conductance.  
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4.5 Neural equations 

The neural models utilized the Hodgkin Huxley formalism (1952) and the 

implementation was based on equations from Ekeberg et al. (1991). With the 

membrane potential V and the Nernst potential 𝐸𝑖for 𝑖 ∈ {𝑁𝑎, 𝐾, 𝐶𝑎, 𝐾𝑐𝑎} and 

given Ohm’s law: 𝐼𝑖 = 𝑔𝑖(𝑉 − 𝐸𝑖) combined with Kirchoff’s laws yields: 

𝐼𝑚 = 𝐶𝑚

𝑑𝑉

𝑑𝑡
+ 𝑔𝑁𝐴(𝑉, 𝑡)(𝑉 − 𝐸𝑁𝑎) + 𝑔𝐾(𝑉, 𝑡)(𝑉 − 𝐸𝐾) 

           +𝑔𝐶𝑎(𝑉, 𝑡)(𝑉 − 𝐸𝐶𝑎) + 𝑔𝐾𝐶𝑎
(𝑉, 𝑡)(𝑉 − 𝐸𝐾𝐶𝑎

) + 𝑔𝐿(𝑉 − 𝐸𝐿) 

Where 𝑔𝐿  is the leak conductance. The dynamic conductance 𝑔𝑖(𝑉, 𝑡) can be 

expressed with a gating model for individual ion channels. For modeling Na+ and K+ 

ion channel dynamics, the Hodgkin-Huxley framework was employed. Since Cl- 

dynamics are not utilized in the Hodgkin-Huxley equations and ECl is near the rest 

potential, Cl- is not explicitly represented. The Hodgkin-Huxley equation is: 

𝐼𝑚 = 𝐶𝑚

𝑑𝑉

𝑑𝑡
+ �̅�𝑁𝑎𝑚3ℎ(𝑉 − 𝐸𝑁𝑎) + �̅�𝐾𝑛4(𝑉 − 𝐸𝐾) + 𝑔𝐿(𝑉 − 𝐸𝐿) 

Where �̅�𝑖 with 𝑖 ∈ {𝑁𝑎, 𝐾}  is the maximal conductance when a channel is open, and 

gating variable m is Na+ channel activation, n is K+ channel activation h and is Na+ 

channel inactivation. 

 

Depending on voltage, ion channels will open at rate α and close at rate β. If the 

probability of an open channel is y, then the probability of it being closed is 1-y and 

the channel transition rate is: 

𝑑𝑦

𝑑𝑡
=∝𝑦 (1 − 𝑦) − 𝛽𝑦 

The gating variables can then be expressed as the following differential equations: 

𝑑𝑚

𝑑𝑡
= ∝𝑚 (1 − 𝑚) − 𝛽𝑚𝑚  with   𝛼𝑚 =

𝐴(𝑉 − 𝐵)

1 − 𝑒(𝐵−𝑉) 𝐶⁄
 and  𝛽𝑚 =

𝐴(𝐵 − 𝑉)

1 − 𝑒(𝑉−𝐵) 𝐶⁄
 

 𝑑ℎ

𝑑𝑡
 = ∝ℎ (1 − ℎ) − 𝛽ℎℎ  with   𝛼ℎ =

𝐴(𝐵 − 𝑉)

1 − 𝑒(𝑉−𝐵) 𝐶⁄
  and   𝛽ℎ =

𝐴

1 + 𝑒(𝐵−𝑉) 𝐶⁄
 

𝑑𝑛

𝑑𝑡
= ∝𝑛 (1 − 𝑛) − 𝛽𝑛𝑛  with   𝛼𝑛 =

𝐴(𝑉 − 𝐵)

1 − 𝑒(𝐵−𝑉) 𝐶⁄
  and   𝛽𝑛 =

𝐴(𝐵 − 𝑉)

1 − 𝑒(𝑉−𝐵) 𝐶⁄
 

 

Where V is voltage and A, B and C are constants and independently specified for ∝
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 and  𝛽 of each channel. Ca2+ is treated differently, because Ca2+ pools are assumed 

to be inside the cell near the cell membrane and can activate Ca2+-gated K+ channels 

to achieve hyperpolarization.  Using q to represent Ca2+ activation, a relation similar 

to the Na+ channel activation (m) was used: 

 

𝑑𝑞

𝑑𝑡
=∝𝑞 (1 − 𝑞) − 𝛽𝑞𝑞  with   𝛼𝑞 =

𝐴(𝑉 − 𝐵)

1 − 𝑒(𝐵−𝑉) 𝐶⁄
  and   𝛽𝑞 =

𝐴(𝐵 − 𝑉)

1 − 𝑒(𝑉−𝐵) 𝐶⁄
 

With the Ca2+ current into the cell being 𝐼𝐶𝑎 = �́�𝐶𝑎 𝑞5(𝑉 − 𝐸𝐶𝑎). If we denote Ca2+ 

entering the cell as entering the 𝐶𝑎𝐴𝑃 pool, then the change in concentration of 

[𝐶𝑎𝐴𝑃] is equivalent to the rate of ions entering the pool, less the rate of ions leaving 

the pool: 
𝑑[𝐶𝑎𝐴𝑃]

𝑑𝑡
= 𝜑𝐴𝑃𝑞5(𝑉 − 𝐸𝐶𝑎) − 𝛿𝐴𝑃[𝐶𝑎𝐴𝑃], 

Where 𝜑𝐴𝑃  is the rate of Ca2+ influx and 𝛿𝐴𝑃 is the rate of decay.  The concentration 

[𝐶𝑎𝐴𝑃]  will activate Ca2+ gated K+ channels inside the cell membrane with the 

following current: 

𝐼𝐾𝐶𝑎
= �̅�𝐾𝐶𝑎

(𝑉 − 𝐸𝐾)[𝐶𝑎𝐴𝑃] 

After an increased neural firing rate, calcium buildup in the cell will cause 

hyperpolarization and a reduction in the firing rate (adaptation). Calcium buildup can 

also trigger Hebbian learning via LTP and LTD, but this was not represented. 

 

4.6 Modeling synapses 

Like voltage-gated ion channels, neurotransmitter-gated ion channels in the synapse 

have an ionic current driven by a voltage driving force and channel conductance. For 

implementing the synaptic coupling, neurotransmitter gated ionotropic synapses were 

modeled, where the channels conduct ionic current produced by a voltage driving 

force and channel conductance. AMPA and GABAA currents are governed by: 

𝐼𝑠𝑦𝑛 = (𝐸𝑠𝑦𝑛 − 𝑉)𝐺𝑠𝑦𝑛𝑠      0 ≤ 𝑠 ≤ 1 

Where s is the level of synaptic activation, with 1 being the most active. All synapses 

are consolidating and saturating as defined by Lytton (1996) and depressing as 

defined by Varela et al. (1997). Every synaptic spike results in neurotransmitter 

release for duration Cdur when it binds to receptors with binding rate α and unbinding 

rate β.  Saturation occurs because any spike following another spike by less than Cdur 

extends neurotransmitter release for another Cdur interval. Wsum is the sum of all 

synaptic weights currently active within Cdur. After each spike and during Cdur, Wsum 
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is incremented by the synaptic weight Wsyn and after Cdur, Wsum is decremented by 

Wsyn. Consolidation occurs by summing across synaptic activations into state 

variables Ron and Roff, which have the following dynamics: 

 
𝑑𝑅𝑜𝑛

𝑑𝑡
=

𝑊sum𝑅𝑖𝑛𝑓−𝑅𝑜𝑛

𝑅𝑡𝑎𝑢
         

𝑑𝑅𝑜𝑓𝑓

𝑑𝑡
= −𝛽𝑅𝑜𝑓𝑓         𝑅𝑖𝑛𝑓 =

∝

∝+𝛽
 

 

The consolidated level of synaptic activation is represented by  𝑠 = 𝑅𝑜𝑛 + 𝑅𝑜𝑓𝑓 . 

For synaptic depression, 𝑊𝑠𝑦𝑛 is decreased during Cdur according to recent short-term 

pre-synaptic activity with:  𝑊𝑠𝑦𝑛 = 𝑊𝑠𝑦𝑛𝑑𝑓𝑎𝑠𝑡𝑑𝑠𝑙𝑜𝑤, where depression variable 

𝑑𝑖 = 𝑑𝑖𝐷𝑖 after a spike occurs, which then decays to 1 as  𝑑𝑖 = 1 − (1 − 𝑑𝑖)𝑒−𝑡 𝜏𝑖⁄ .  

NMDA synapses are similar to AMPA and GABAA but with additional dynamics for 

the Mg2+ block.  

𝐼𝑁𝑀𝐷𝐴 = (𝐸𝑁𝑀𝐷𝐴 − 𝑉)𝐺𝑁𝑀𝐷𝐴𝑝𝑠      0 ≤ 𝑠 ≤ 1     0 ≤ 𝑝 ≤ 1 

Where p is the voltage gated variable for the Mg2+ block with the following 

dynamics: 

𝑑𝑝

𝑑𝑡
=∝𝑝 (1 − 𝑝) − 𝛽𝑝𝑝  with  𝛼𝑝 = 𝐴𝑒𝑉 𝐶⁄   and   𝛽𝑝 = 𝐴𝑒−𝑉 𝐶⁄  

The constants A and C are independently specified for ∝ and  𝛽 of channel p. 

 

All the neurons receive a noise input from an excitatory synapse driven by a 300 Hz 

Poisson process, but at different locations and conductance level 𝐺𝑠𝑦𝑛  depending on 

cell type. The pyramidal cell has the noise synapse on the apical dendrite and the 

basket cell has it on the basal dendrite. The noise synapse is identical to the AMPA 

synapse but without synaptic depression, and a decay time constant of 10 ms. In the 

case of paper III, the synaptic noise conductance 𝐺𝑠𝑦𝑛was multiplied by a noise level 

coefficient u when increased in the presence of a tumor. 

 

4.7 Common neural parameters 

Parameters utilized with formulas presented in sections 4.5 and 4.6 are in tables 

3,4&5. These were mostly common to studies I-III and based on parameters used in 

(Fransén & Lansner 1998) with some variations.  
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Table 3.  Constants for Hodgkin-Huxley implementation as described by Ekeberg et 

al. (1991) and adapted from Fransén & Lansner (1998). 

  Na+ Na+ K+ Ca2+ NMDA 

  m h n q p 

α A (mV-1 ms-1) 0.58 0.232 0.058 0.232 2.03 ms−1 

 B (mV) -50 -50 -50 10 - 

 C (mV) 1 1 0.8 11 17 

β A (mV-1 ms-1) 0.174 1.16 (ms-1) 0.0145 0.0029 0.029 ms−1 

 B (mV) -59 -46 -40 10 - 

 C (mV) 20 2 0.4 0.5 17 

 

 

Table 4.  Neuron parameters 

Parameter Pyramidal Basket RSNP Unit 

Eleak -64 -65 -65 mV 

ENa 50 50 50 mV 

ECa 150 150 150 mV 

EK -80 -80 -80 mV 

ECA(NMDA) 20 20 20 mV 

Cm 0.01 0.01 0.01 µF/mm2 

gm 0.74 0.44 0.74 µS/mm2 

gna soma 150 150 150 µS/mm2 

gk  soma 250 ± 2% 1000± 2% 1000± 2% µS/mm2 

gna initial segment 2500 2500 2500 µS/mm2 

gk    initial segment 83 5010 5010 µS/mm2 

Cahh influx rate 1.00 1.00 1.00 mV−1m𝑠−1mm−2 

Cahh decay rate 6.3 9 30 𝑠−1 

CaNMDA influx  rate 3.0     - 0.01 s−1mV−1µS−1 

CaNMDA decay rate (soma) 1     - 3 𝑠−1 

CaNMDA decay rate (dend) 2     -    - 𝑠−1 

gk (Ca) 2.9 0.15 0.29           pS / mM 

soma diameter   stdev 21   2.1 7   0.7 7   0.7 µm 

total compartments 4 3 3  

dendritic area (rel. soma) 4 4 4  

initial seg area (rel. soma) 0.1 0.1 0.1  
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Table 5.  Synaptic parameters 

Pre-Post Type 𝑪𝒅𝒖𝒓 

sec 

𝝉𝒓𝒂𝒊𝒔𝒆 

sec 

𝝉𝒅𝒆𝒄𝒂𝒚 

sec 

𝑬𝒓𝒆𝒗 

𝐦𝐕 

𝑫𝒇𝒂𝒔𝒕 𝑫𝒔𝒍𝒐𝒘 𝛕𝐫𝐞𝐜 

𝐦𝐬 

𝝉𝒓𝒆𝒄 

𝐦𝐬 

𝑬𝒔𝒍𝒐𝒘 

𝐦𝐕 

Pyr-Pyr Kainate/AMPA 0.0 0.0 0.006 0 0.78 0.98 634 9200 - 

Pyr-Pyr NMDA 0.02 0.005 0.150 0 0.78    - 634    -   0.020 

Pyr-Basket Kainate/AMPA 0.0 0.0 0.006 0 0.78 0.98 634 9200 - 

Basket-Pyr GABAA 0.0 0.0 0.006 -85 0.94 - 1900 - - 

Pyr-Rsnp Kainate/AMPA 0.0 0.0 0.006 0 0.75 0.98 575 9200  

Pyr-Rsnp NMDA 0.02 0.005 0.150 0 0.75 - 575 - 0.020 

Noise Kainate/AMPA 0.0 0.0 0.01 0 - - - - - 

 

 



5  The CORTSIM simulation library

The main computational tool for investigation used in papers I,II and III is the 
CORTSIM (CORTical SIMulation) simulation library, which I implemented using 
the NEURON simulator (Carnevale & Hines 2006). A version of this implementation
was also used to explore neocortical infra-slow fluctuations with the introduction of 
low-frequency noise (Lundqvist, Herman, et al. 2013), expanding on other work 
investigating nested neocortical oscillations (Herman, et al. 2013). Rehn et al. (2011) 
also used a version of this code to explore dynamics in primary visual cortex and 
Benjaminsson et al. (2012) to abstractly visualize neocortical activity within and 
across neocortical patches. The Matlab program CORTBLD (CORTical BuiLDer) 
was implemented and used to build the input models for CORTSIM. Matlab scripts 
were also typically used to analyze the simulation output to produce reported results 
and figures.

CORTBLD builds the geometries and synapses for the neocortical patch(s) which 
contain minicolumns and macrocolumns (or abstract hypercolumns). If there are 
multiple patches, it can build a selection of different types of projections between 
them. The code outputs geometries and synaptic connection matrices as files which 
can be read in by the CORTSIM library during model initialization. However, as the 
size of the model grows, storing this information in files can become impractical, not
just because of increased file sizes, but also because of simulation initialization time. 
So, alternatives were developed to use abstract representations of geometry and 
connectivity which can instead be further instantiated during model initialization. 
The neocortical patch size is determined by specifying the number of macrocolumns 
in the x and y direction, as well as the number of minicolumns per macrocolumn. A 
full-sized macrocolumn is assumed to be about 100 minicolumns. When there are 
fewer than this, the macrocolumn is sub-sampled, and the minicolumns are 
condensed towards the center. CORTBLD also generates stored memory patterns 
(attractor memories) for each neocortical patch as either pyramidal-to-pyramidal 
long-range synapic connections, abstract minicolumn-to-minicolumn connectivity, or
a list of minicolumns.

CORTSIM loads the model files generated by CORTBLD and runs a cortical 
simulation on Parallel NEURON with parameters and input stimulation specified by 
a trialset file for a given experiment. CORTSIM is currently written in the native 
NEURON Hoc interpretive language with neural mechanisms for channels, synapses 
and other dynamics implemented in nmodl (mod) files. The library is written to be 
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parallel and scalable, and can run anything from small models on a desktop machine 
up to large models on a supercomputer, provided that NEURON with MPI is 
installed. The main interface is currently through the use of input/output files, as a 
user interface layer has not yet been implemented. 

5.1 The evolution of CORTSIM

CORTSIM has progressively evolved over time and across subsequent papers: I, II 
and III. Initially, the code was implemented for primary visual cortex and replicated 
most functionality of the previously developed SPLIT simulator (Hammarlund & 
Ekeberg 1998) and accompanying SKOL code, both written in C++ and developed at
KTH. In particular, the patch architecture of macrocolumns with internal 
minicolumns was implemented featuring Hodgkin-Huxley style multi-compartmental
pyramidal, basket and RSNP neurons. This was further extended in several phases.

After the publication of the AB paper (paper I), the scaling of the code was improved
in several ways, such as breaking up connection matrices into smaller, process-
specific files which resulted in less I/O during model initialization. The code was 
then modified to generate sets of random and sparse memory patterns, consisting of a
maximum of one active minicolumn in a subset of existing macrocolumns. These had
to be loaded, partially stimulated, and carefully tracked for activity. This 
implementation made it possible to perform successful experiments on memory 
storage capacity and sequence recall, where sequences of overlapping attractor 
memories play out and the dynamics can fork when separate stored sequences 
intersect.

The code architecture was subsequently modified to support multiple patches and 
nuclei, with various types of projections between them, including all-to-all and one-
to-one between minicolumns, sparse connectivity, and memory pattern projections. 
These “pattern projections” sparsely connected a specific memory pattern in one 
patch to another memory pattern in a different patch, enabling the transmission of 
attractor memories across fibers. This was utilized and perturbed in paper II 
(pathologial attractor dynamics), to consider possible glioma effects on information 
transmission across white matter. Further extensions were made to support a more 
complex architecture for visual cortex comprising interacting LGN, V1 and V2 
patches with multiple cortical layers, as used in paper III. This meant not only 
microcircuits and long-range projections at each layer, but also some projections 
between cortical layers.
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5.2 Simulation life cycle

Each model definition in CORTSIM contains a progression of steps along a 
simulation life cycle, as shown in Figure 5.1. A model template with high-level 
method calls are specified in a Hoc language script such as mymodel.hoc. These 
methods are createBrainAreas, createNeurons, createSynapses, createProjections, 
stimulate and writeVoltageTraces. The simulation itself (in cortsim.hoc) proceeds 
through a set of phases and calls the corresponding method for each of these. After 
first calling createBrainAreas, the NEURON ParallelNetManager is started, and 
passed the total number of neurons in the model. Then createNeurons is called, to 
create and register neurons to individual processes. Once this is done, the synapses in
all patches are created with createSynapses, followed by projections between patches
with createProjections, such that individual synapses are created on the same process
as the postsynaptic neuron. Once the model construction is complete, the trial 
stimulation is initialized with stimulate, which determines what neurons will be 
stimulated externally, and when they will be stimulated.  Following this, the 
simulation is run for a fixed number of total milliseconds with time steps of usually 
25-50 µs.

During the simulation, spike events are always recorded.  The cell (soma) membrane 
potentials or another compartment can also be recorded in vectors during simulation 
for writing out later. This is specified by an input file, containing a list of neuron 
numbers to record. WriteVoltageTraces writes the recorded membrane potentials out 
after the spike event writes are complete. While the spike event writes are typically 
small, containing tuples of the event time and neuron number, the membrane 
potentials are recorded every time step, so the file writes can be quite large. An 
alternative output choice reduces the required write sizes by averaging the membrane
potentials for each neuron over a fixed time interval.

5.3 Brain simulation objects

Models are constructed by instantiating and linking a variety of simulation objects. 
Below are descriptions of some objects, with figure 5.2 showing the logical design as
a UML class diagram.

BrainArea – A collection of regions, which is initialized with a name, 3D origin (or 
ROI coordinate in Telarach space), beginning neuron number, total number of 
neurons, and directory path to neural geometry and synaptic files. The BrainArea 
object grows as brain regions with neural populations are added to it. A brain region 
can be a Patch or a Nucleus object.
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             Figure 5.1. UML activity diagram on simulation life cycle.
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Coordinate – Object containing a 3D location in Cartesian space in meters or mm or 
in Telairach space. It can be passed to other objects such as BrainArea, Patch, 
minicolumn or cells in a population.

Patch – Is a neocortical patch with macrocolumns and internal minicolumns, created 
as a specific type (SPLIT, LGNLAYER, SIMPLE, WITH_RSNP, EXTENDED, 
WITH_LAYER4, LAYER345).  These types determine a template for the 
minicolumn, and include specifics on how many neurons of each type are in the 
minicolumn and what the total number of neurons are in each minicolumn.  They 
may also allocate neurons outside of a physical minicolumn, such as basket cells.  A 
region is created from the patch by specifying the patch geometry, including the 
number of x and y macrocolumns as well as the number of minicolumns in a 
macrocolumn. Also specified is the number of processes that will be used for 
allocating neurons and synapses across the patch. Once the region is created, a file 
can be loaded which contains the 2D coordinates for each minicolumn within the 
patch.

Nucleus – A collection of different neural populations within a brain region, which is 
also contained in a BrainArea.  For example, the amygdala has been implemented as 
a BrainArea, which contains the central nucleus, basolateral complex and 
intercalated masses as nuclei, each of which contains at least one population of 
neurons.

Population – Is a collection of the same neuron type, which can be organized in 
regular groups of groupSize. The population starts with a global neuron number and 
ends with the addition of the population size.  Each neuron or group can be assigned 
a 3D location, with respect to a common origin.  This can be done using a method to 
load a geometry file with the coordinates.

Projection – A projection between two neural populations in two regions, but it can 
also be in the same region in the case of projections between layers, for example. 
Projections can be of several types (projType), and one can specify a distance (with 
corresponding latency), connection probability and maximal conductance factor 
(projGf). While the source population is typically pyramidal cells, the destination 
population can be either or both an excitatory or inhibitory population, with different 
synaptic targets. PatProj is inherited from Projection, providing the additional 
constraint of only selecting a particular memory pattern (MemPat) of the source and 
target populations.
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Trial – Object which contains processing and stimulus information for a single trial. 
Processing information includes a metaseed (seed that generates other seeds across 
processes), total processes, total simulation time, directory containing connection 
matrices and a directory to write output. Stimulus information includes the number of
memory patterns to stimulate, if a particular pattern is T1 or T2 and a list of patterns 
to stimulate. For each of these, the pattern number, start time, stimulation duration, 
strength and inverse flag are specified. 

Neuron models – include models (as hoc scripts) for excitatory and inhibitory 
Hodgkin-Huxley style cells with several compartments. Includes Pyramidal, 
PyramidalL4, Basket, RSNP, RelayCell, LGNcell, SpinyStellate, Martinotti, Bipolar 
and MedSpiny.

MemPat – A stored memory pattern (or attractor memory) which contains a list of 
minicolumns (e.g. 10 total with sparseness of 10/(x*y) of x,y macrocolumns) across a
patch, with at most one minicolumn per macrocolumn. These can be generated as 
random and non-overlapping (orthogonal), random and overlapping with maximal 
overlap, or sequentially overlapping for storage of memory sequences. 

PatStim – Part of a trial which contains a specific memory pattern (MemPat) for 
stimulating at a specific time, duration and strength. A memory pattern is typically 
targeted by selecting a random subset of stimStrength minicolumns. The target 
neurons use a synapse (stimSyn/ExpSyn) on the soma which is attached to a noise 
source, activated at a particular point in time (stimTime) for a fixed number (stimDur)
of ms. This noise source may produce a spike every 20 ms or so (mean lambda), with
a stochastic component. 

5.4 Input and output files

Input files consist of the start script (e.g. cortsim.sh), trialset.dat, BrainArea data 
files and optional stimulation files. trialset.dat contains a set of trials with each trial 
on a single line. Each trial contains the data fields described in table 6, separated by 
commas.

The directory paths are relative to the working directory set in the run script 
cortsim.sh. ConnMatrixDir contains a directory (named areaName) for each 
BrainArea in the model, as generated from CORTBLD. Each directory contains a 
subdirectory named regionName for each Region within a brain area. The region 
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subdirectory contains geometry files, a memory pattern file and connection matrix 
files. In the case of a Patch region, there is a geometry file for minicolumn 
coordinates ([regionName]_geomMc.dat) and for basket cell coordinates 
([regionName]_geomBa.dat) relative to the patch.

 

metaSeed master seed which other seeds on different processes are derived

totProcesses total number of processes to use for simulation

stimTime number of ms to run simulation

connMatrixDir directory path for BrainArea files and connection matrices

stimFileDir directory path with optional stimulation files

trialDir directory path to write output

stimType type of stimulation protocol

T1 optional target memory pattern 1

T2 optional target memory pattern 2

totStimPats number of memory pattern stimulation events (PatStim)

PatStim list PatEvType type of event for pattern stimulation

PatNum memory pattern number to stimulate

stimTime time in ms to start stimulation

stimDur length in ms for stimulation

stimStrength number of minicolumns in memory pattern to 
stimulate

Table 6. Fields in each simulation trial, contained in input file trialset.dat.

The memory pattern file is called [regionName]_pat.dat. If built offline with 
CORBLD, the connection matrix files depend on the minicolumn contents and 
microcircuits chosen, with one file or file group per synaptic type. If the model is 
small, there can be just one file per synaptic type. A larger model will contain files 
for each macrocolumn and synaptic type. 

Simulation output files for spiking activity and membrane voltages are written to the 
trialDir directory after the main simulation has completed. A file named 
spikes_[process].dat is written out for each compute process and contains one tuple 
per line with a neuron number and the spike time in ms. If writing out the membrane 
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voltage is enabled for specific neurons, a file volts_[process].dat is written out for 
each compute process that owns neurons with enabled writes. This is formatted with 
one tuple per line, containing time in ms, neuron number and the membrane voltage 
in mV.

5.5 Testing CORTSIM at scale with memory recall

Some computational scaling experiments were performed on an IBM Blue Gene P 
(Juqueen at Jülich Forschugszentrum) supercomputer in 2014 to test the scalability 
and memory recall performance of a larger neocortical attractor model using 
CORTSIM, utilizing Parallel NEURON version 7.3. Strong and weak scaling were 
performed during memory recall of a single attractor memory for 800 ms of cortical 
simulation time. Strong scaling entails using a fixed model size while increasing the 
number of cores to run the model and measuring changes in performance. Weak 
scaling entails increasing the model size in proportion to an increasing number of 
cores and measuring changes in performance. Strong scaling showed near linear 
speedups with simulation time decreasing near the rate of additional cores, up to 16k 
cores (k=kilo, 210 and 1024), but dropping substantially at 32k cores. Weak scaling 
showed gradual linear increases in execution time, with model size incrementally 
adding additional overhead.

The tested model had similarities to what was used in paper I, but much larger and 
with different attractor memories. It consisted of neocortical layers 2/3 and 4 using 
Hodgkin-Huxley type multi-compartmental pyramidal and basket cells only. 
Pyramidal cells were organized in minicolumns that were modularized into 
macrocolumns. Each minicolumn was subsampled with 20 layer-2/3 pyramidal cells, 
5 layer-4 pyramidal cells and each macrocolumn had 96 minicolumns, close to the 
actual esimated number present in primate neocortex. Basket cells were subsampled 
with 192 per macrocolumn and provided lateral inhibition. Each macrocolumn was 
represented as 0.25 mm2 of neocortex. Several different patch sizes were 
implemented, the largest being 1024 (32x32) macrocolumns representing 256 mm2 
and smaller sizes of 16x32, 16x16 and 8x16. The largest patch was used for strong 
scaling while all patch sizes were used for weak scaling.

Attractor memories were stored as 10 randomly selected minicolumns, each in 
different, randomly selected macrocolumns. To test memory recall, 5 of the 10 
minicolumns were stimulated via layer-4 pyramidals for 60 ms. If the activity level in
layer-2/3 across all minicolumns in the stored memory showed sustained spiking 
activity for several 100 ms, the memory was considered to be recalled.    
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Figure 5.2. UML diagram of main classes in the CORTSIM library.
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Although attractor memories were sparse and distributed, the memory storage 
density was approximately 256 per mm2. This density was not meant as a maximum 
storage capacity, but rather an intermediary representative amount for testing. Further
work might find an empirical maximum by determining at what storage level recall 
error percentages rapidly increase and comparing this threshold with theoretical 
estimates. The 32x32 patch had 64k memories and the 16x32, 16x16 and 8x16 
patches had 32k, 16k and 8k memories respectively. 

The attractor memories were also verified on a Cray XC30 system (milner at PDC) 
and 40 of 40 sampled stored memories were recalled successfully for the 32x32 case 
and some smaller patch sizes as well.  An example memory recall test of 10 
memories is shown in Figure 5.3. One memory test was performed for each second 
of cortical time.  All Juqueen simulations also resulted in a successful memory recall.

Figure 5.3. Spiking plot during successful recall of 10 attractor memories of the 64k 
stored memories, with 1 recall per cortical second. The Patch is 32x32 macrocolumns
with 96 minicolumns each. Spiking layer 4 pyramidals are in red on the bottom, 
basket cells are in blue on top and layer 2/3 pyramidals are in grey in the middle. A 
memory recall occurs from stimulation of 5 minicolumns in layer 4, which activates 
pyramidal cells in 5 minicolumns in layer 2/3, followed by memory pattern 
completion across 10 minicolumns, which can be seen as red lines in layer 2/3. 
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The model simulations were scaled to run on 2k, 4k, 8k, 16k and 32k cores. The 
simulations were split into 3 phrases: initialization, simulation and spike writes. 
While voltage memory traces could have been written out, this would have 
consumed a considerable amount of machine time while producing the very large 
datasets. Initialization included reading files which contained pyramidal-basket 
synapses and abstract connections for stored memories. These files were organized as
one separate file per macrocolumn, per connection type. Initialization also included 
creating other synapses for local microcircuits and instantiating long-range synapses 
from the abstract stored memory connections. Strong scaling performance is shown 
in Figure 5.4 and shows what happens when a fixed model size is spread over an 
increasing number of compute cores. Weak scaling performance is shown in figure 
5.5 and shows what happens when the model size increases linearly with an 
increasing number of compute cores.  

     A                                                              B

Figure 5.4. Strong scaling with 5 core sizes. A. strong scaling plot showing speed-up
of three components: model initialization, simulation and spike writes.  B. strong 
scaling activity broken into bar components.  Dark blue is model initialization 
(neuron creation), light blue is synapse creation, including reading synapse files, gold
is simulation time and brown is spike write time.

In the strong scaling case, the reads per core where the same across all core counts. 
This is because each macrocolumn had individual files for pyramidal to basket cell 
synapses and of pyramidal cells receiving synaptic input from storied memory 
patterns. In all cases, each core only computed a portion of a macrocolumn, so the 
reads of macrocolumn files filtered out and instantiated what was needed for local 
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processing. Strong scaling nearly linearly scaled to 16k cores, but showed a 
performance drop at 32k cores in both simulation time and the spike writes. 
Simulation time increases are likely due to higher communications overhead, perhaps
from less efficient MPI collectives on sparse communications at higher scales. The 
spike writes took substantially longer on the 32k core run.  The spike files were 
small, so there may be an issue with 32k cores writing out an individual spike file at 
once. Perhaps utilizing MPI I/O would be a better approach. In the weak scaling 
case, the simulation time increased slightly with increasing patch size. However, the 
initialization time for the model creation increased with the increasing patch size, as 
seen in the dark blue bar in Figure 5.5 B, even though the synaptic creation (light 
blue bars) did not change. This is currently unexplained, because the number of 
neurons per core did not change between runs.

    A                                                           B 

Figure 5.5.  Weak scaling across 4 model and core sizes. A. Weak scaling plot 
showing increases in execution time across three components: model initialization, 
simulation and spike writes.  B. Weak scaling activity broken into bar components. 
Dark blue is model initialization (neuron creation), light blue is synapse creation, 
including reading synapse files, gold is simulation time and brown (on top) is spike 
write time.

Large-scale simulations of memory recall were also tested on a Cray XC40 
supercomputer (beskow at PDC), to check scaling up to a large number of cores and 
processes. Two simulation runs successfully recalled four attractor memories of 256k
in a neocortical patch with 64x64 macrocolumns and 96 minicolumns per 
macrocolumn and having 10,616,832 neurons in total. This ran across 49,152 cores 
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and 49,152 processes with 1 thread per core and 98,304 processes with 2 threads per 
core. However, 4 seconds of cortical time (1 second per memory recall) took 512 
seconds of machine clock time with 1 thread and 839 seconds with 2 threads, which 
seems to indicate that interprocess communication and not computation was the 
bottleneck in this case. 

The tests on these machines helped identify possible bottlenecks to improve the 
scaling and performance of this particular neocortical model. With an identified 
maximum storage capacity, investigations might explore the effects on storage 
capacity with contrasting neural implementations such as multiple or single 
compartments, integrate-and-fire or probabilistic cell models and compare to 
theoretical limits. Synaptic implementations are key too, such as the number and 
variable strengths of connections within memories, including if they are binary 
(Willshaw type) or variable. A similar modeling approach might be employed for 
hardware diagnostics of neuromorphic systems that can configure a variable number 
of bits per synaptic weight, such as HBP's neuromorphic wafer system. It would be 
expected that as the number of bits per synapse increase, the storage capacity should 
monotonically increase as well.  Also, the effects of continuous versus discrete 
macrocolumn boundaries could be explored as well as higher spatial organization of 
attractor memories. However, as it is, such a model and benchmark can be useful for 
comparative performance analysis of computation, switch latencies and I/O across 
machine architectures and implementations.

5.6 A new design

With modifications and generalization, CORTSIM may have utility in the 
computational neuroscience community, because it can provide another access point 
for exploring larger-scale modeling and simulation of neurological behaviors with 
neocortical circuits and processing, on detailed enough level that biological 
constraints can be implemented. To support higher complexities, structures typically 
need to evolve, and the current codebase was no exception. When the number of 
possible microcircuits increase with and increasing variety of neural types, code 
management becomes more challenging when each synaptic type needs to be coded 
individually. A relatively fixed neocortical patch architecture with macrocolumns and
minicolumns also becomes limiting, being based on a fixed set of assumptions. 
Modeling at different scales becomes important for accommodating the neural, 
microcircuit, population and regional levels, with interacting multiscale projections. 
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In addition, with the many useful emerging python libraries for computational 
neuroscience, easy integration is important. Ultimately, closely comparing synthetic 
output of model simulations with human or animal experiments can be more 
informative. Thus, the input stimulation should be in similar formats for both 
simulations and actual experiments, as should the produced outputs for comparison.

With these factors taken into consideration, the codebase is being redesigned and 
reimplemented as python packages cortbld and cortsim, which interface with the 
NEURON python interpreter. These new packages will integrate with other python 
packages when desired for increased productivity. For constructing a model with 
cortbld, pyNeuronML (python package pyneuronml) can be used for instantiating 
some neural types and mechanisms. The PyNN (or pynn) package for simulator-
independent neural models (Davison et al. 2009) can be used in conjunction, 
although a cortsim model cannot run directly on top of this. With spatially detailed 
neurons, morphology can be imported with NEURON's Import3D or NeuroM 
(python package neurom). Simulation parameters can be optimized with library 
BluePyOpt (Van Geit et al. 2016) or Optimizer (Friedrich et al. 2014). The 
connection set algebra (CSA) can be utilized for generating projections via python 
package csa (Djurfeldt 2012). 

PsychoPy (Peirce 2009) and OpenSesame (Mathôt et al. 2012) are both python-based
open source packages for creating and running experiments in neuroscience and 
psychology. As they are open source, the experimental file formats (.psyexp for 
PsychoPy) can be mapped to generate stimulation events for a simulation as well. On
output, Local Field Potential for Python (LFPy, python library lfpy) can be used for 
calculating extracellular potentials from multi-compartmental models (Linden et al. 
2013). Aggregated spiking activity in cortical regions can also be convolved with a 
canonical hemodynamic response function (HRF) to generate BOLD signals for 
simulated fMRI activity. For analysis of membrane potentials, the Electrophys 
Feature Extraction Library (python package efel) can be used to automatically 
characterize spike trains, for example.

Once the python CORTSIM code is ready for release, more information will be 
available at the Internet domain cortsim.com or a url forwarded from it.
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6  Results and discussion 
 
In this section, the hypotheses, models and results of research papers I-IV are 

summarized and discussed. Also included are some specific modeling assumptions, 

to better understand what the results may mean. The papers are presented in 

chronological order and the modeling assumptions build across papers I-III as 

complexity increases over time with greater modeling capabilities. Paper IV is a type 

of meta-analysis across many connectivity and emotional studies to determine a 

hypothesis for fear signaling along visual pathways. As such, it is different from the 

others, but provides testable hypotheses and usable assumptions for further work, 

including experimental and computational investigations. 

6.1 AB study (paper I) 

Paper I hypothesized that AB is caused by interference of neural attractors, which are 

activated sequentially by attending to expected percepts in an RSVP trial. This is 

related to the more abstract interference model of AB, where targets and distractors 

compete for attention in working memory and a second target can miss conscious 

report (Kranczioch et al. 2003). To test this hypothesis, a biophysical computational 

model was constructed and simulated to mimic human AB trials, which included a 

neocortical model responding to an RSVP stream. Based on activity as neural pattern 

completion, analysis determined if a target was recognized or not. Five instantiations 

of a neocortical patch with stored attractor memories were used to represent five 

different individuals. Each had trials with T2 at lag-1 through lag-9 in both the dual-

task and single-task protocol (with and without T1). Distractors were present at 100 

ms intervals when targets were not present. In addition to a baseline AB simulation, 

experiments were performed with elevated target salience, as well as the presence of 

simulated benzodiazepines. Aggregate results produced an AB effect, showing a 

reduced blink when targets were more salient. Simulated benzodiazepines showed a 

longer AB effect, as seen experimentally. This demonstrated that attractor dynamics 

may indeed provide a neurological explanation for the AB. 

6.1.1 Assumptions of AB study 

A basic neocortical patch was modeled and utilized, based on facts and assumptions 

from section 4. This subsampled neocortical model represents a patch of neocortex in 

the parietal or prefrontal area with a square topology of 4×4 macrocolumns (or 

hypercolumns) each separated by 500 μm and subsampled with 16 minicolumns 

within a macrocolumn, clustered into an area of 200 μm in diameter while 

macrocolumnar separation distances of 500 μm (with σ 7%) are maintained. 
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Minicolumns are 50 μm in diameter. A two-dimensional view of the patch 

architecture can be seen in figure 6.1. To compensate for subsampling and to 

maintain biologically plausible synaptic connection counts, the model has neuronal 

connectivity more dense than actual cortex. Each minicolumn contains 25 cells, 

consisting of 20 pyramidal cells in layer 2/3 (L2/3), and 5 input pyramidal cells in a 

rudimentary layer 4 (L4). Each macrocolumn has 32 basket cells or 10% of the 

number of L2/3 pyramidal cells, which is two cells for every minicolumn. Basket 

cells are reciprocally connected with pyramidals within the macrocolumn and 

provide lateral inhibition between minicolumns. 

 

From an assigned 2D geometry of minicolumns, L2/3 pyramidal cells were populated 

by randomly assigning them a z location at each minicolumn coordinate with a range 

for L2/3. L4 pyramidal cells were randomly assigned a z location below this. The 

geometric distance between neurons was used to determine propagation delays, 

assuming a neural propagation speed of 0.5 m/S. Synaptic connections between types 

of neurons were assigned a synaptic type with fixed weights having 10% standard 

deviation for AMPA, NMDA, and GABAA conductance. Synapses were randomly 

generated based on the connection probabilities of each synaptic type. Within a 

minicolumn, each L4 pyramidal cell has a 25% probability of a feedforward 

connection to each L2/3 pyramidal cell. L2/3 pyramidal cells are connected to each 

other’s basal dendrites locally within minicolumns having a 25% connection 

probability. They are also connected globally to apical dendrites across 

macrocolumns, storing 16 orthogonal patterns, each with one minicolumn in every 

macrocolumn. Pyramidal cells within such an orthogonal pattern had a connection 

probability of 28.4% between them. These stored patterns represent previously 

learned memories, as long-term plasticity is not implemented in the model. They are 

also simplified, because in reality pairs of stored patterns may not have lateral 

inhibition between them or may have excitatory connections. In such cases, attractors 

in different memory patterns can be active simultaneously and not be restricted to 

winner-take-all dynamics.  L2/3 pyramidal cells have excitatory connections with a 

50% probability to the 16 closest basket cells within a macrocolumn, while basket 

cells have inhibitory connections with a 50% probability to all L2/3 pyramidal within 

a macrocolumn. 
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Figure 6.1. A) The view of a subsampled neocortical patch with 4×4 macrocolumns. 
Each macrocolumn contains 16 minicolumns. Pyramidal cells are instantiated within 

minicolumns and basket cells are instantiated outside of them. B) The neocortical 

microcircuit used in the simulations. Pyramidal cells are red and basket cells are 
blue. Each synaptic connection type has an assigned probability and EPSP/IPSP 

amplitude. Each macrocolumn has 16 minicolumns, each of which is part of one of 

16 orthogonal patterns. L2/3 pyramidal cells in minicolumns within the same pattern 

have a 28.4% probability for global connections between them and 0% probability 
with pyramidal cells in other patterns. From figures 1 & 2 of paper I. 

 

An attractor is activated by stimulating a randomly selected range of 4–6 

minicolumns within an orthogonal memory pattern. Within these selected 

minicolumns, the L4 pyramidal cells were stimulated with four spikes at partially 

random intervals (67 Hz for 60  ms), delivered to an excitatory synapse on the soma. 

This can cause the L4 pyramidal cells to fire, in turn stimulating the basal dendrite of 

connected L2/3 pyramidal cells in the same minicolumn. If there is enough 

stimulation and recurrent activity, an attractor will emerge first in the L2/3 of the 

minicolumn, potentially spreading globally across to other minicolumns in the 

memory pattern. Figure 2 shows the neocortical microcircuit used. 

 

Unique connection matrices were generated for 5 individuals, to use as a group in 

simulated RSVP trials. For each simulated individual, 10 trial sets were run for both 

the dual-task and a single-task control. Each trial set consisted of trials for lag 1 to 

lag 9. In all, 900 trials were run for both the dual and single tasks. Each simulated 

RSVP trial consisted of a random sequence of 14 items, each presented for a duration 

of 65 and 100 ms (or lag) apart, as shown in Figure 3. 
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In the dual-task condition, T1 was always presented as the third item of the 14, with 

T2 presented at lag 1 through lag 9. Distractors were presented for the first two items 

in the sequence, the intervening items between T1 and T2, and items following T2. 

T1 and T2 were potentiated for the entire trial by depolarizing pyramidal cells in the 

corresponding stored patterns 0.75 mV and hyperpolarizing all other stored patterns 

0.75 mV by current injection into the soma. This is hypothesized to be similar to a 

gating bias when expected items are held in working memory. For presentation of 

both expected and distraction items, a random range of 4–6 minicolumns out of 16 

were stimulated within a stored pattern.  

 

 

 

 
 

 

 
 

 

 

 
 

 

 
 

 

 

 
 

 

 
 

Figure 6.2. Simulated RSVP with targets T1, T2, and distractor patterns D1–D12. 

A) A stream of items presented every 100 ms or lag during an RSVP task. Two 
distractors precede T1 which is followed by a varying number of interleaving 

distractors before the target T2 is presented. B) Conceptual model of the cortical 

information flow during an RSVP task at lag 3. From figure 3 of paper I. 

 

Targets in the RSVP stream that become attractors are considered to be consciously 

recognized if those patterns complete across macrocolumns and the attractor dwell 

time is longer than 100 ms after input stimulation stops. In the example illustrated in 

Figure 6.2, target T1 has been recognized. 
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6.1.2 Results of AB study 

Figure 6.3 shows the analysis of spiking activity in the neocortical patch, using an 

example lag 2 trial in figures A&B where AB occurs and a lag 5 trial in figures C&D 

where AB does not occur. Figures 6.3 A&C show the spiking activity of pyramidal 

and basket cells within the network and ordered by macrocolumns, of 432 neurons 

each. Within a macrocolumn, neural types are grouped together and ordered by L4 

Pyramidal, L2/3 Pyramidal and basket cells. During each lag, a randomly selected 

memory pattern was stimulated, which may be a target or distractor. This can be seen 

in Figures 6.3 A&C, along with the triggered activation of L2/3 pyramidal and basket 

cells in the same macrocolumn, with lines of spiking L2/3 pyramidal cells indicating 

active minicolumns. The same minicolumn number in each macrocolumn is part of 

the same memory pattern, so when active minicolumns are equally separated, they 

are likely to be in the same pattern. 

 

 Figures 6.3 B&D show mean spiking activity within memory patterns. This was 

calculated by averaging the inter-spike interval within a 40-ms window across all 

L2/3 pyramidal cells in the same memory pattern. Figure B shows only T1 entering 

the foreground state at lag 0 while distractor patterns remain in the background state. 

T2 at lag 2 does not become active enough to be sustained or recognized. In Figure 

D, T1 at lag 0 and T2 at lag 5 both become active, sustained and recognized. Figures 

B&D use nearly identical sequences of trial stimuli, but diverge in behavior at lag 2 

when the trial shown in Figure B is presented with a target and the trial shown in 

Figure D is presented with a distractor. 

 

In the first experiment, 10 trial sets were run for both the dual-task and single-task 

control, using 5 simulated individuals for total of 900 trials. Figure 6.4C summarizes 

the simulation results and Figure 6.4A shows a typical human AB experimental 

result (Chun & Potter 1995). The simulation results reproduce the basic AB behavior 

but do not produce lag 1 sparing, as can happen in human experiments when items in 

the RSVP stream are spatially shifted (Visser et al. 1999b) or due to attentional 

switching (Visser et al. 1999a).  
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Figure 6.3. Spiking activity during a simulated RSVP with L4 pyramidal cells in red, 

basket cells in blue and L2/3 pyramidal cells in black for distractor patterns, magenta 
for T1 and green for T2. A) Plot of all spiking activity in the cortical patch during an 

AB. B) Shows mean activity within stored patterns during an AB. C) Plot of all 

spiking activity in the cortical patch when AB does not occur. D) Shows mean 
activity within stored patterns when AB does not occur. From figure 4 of paper I. 

 

This suggests that the lag 1 sparing phenomenon may be a separate mechanism from 

the main AB effect, and this is not represented in the model. Figure 6.4B decomposes 

the dual-task data in Figure 6.4A into separate components for AB and lag 1 sparing. 

If an exponentially decaying component for lag 1 sparing is removed leaving just the 

AB component, the human and simulated curves have very similar shapes. As 

compared to human experimental AB curves, the simulations produce a dual-task 

result with a lower initial detection rate. 

 

In the second experiment, target stimuli were made more salient by increasing the 

target stimulus strength. As in the first experiment, the same five simulated 

individuals were used and each individual was run for 10 trial sets at two levels of 

salience and a control. In the salient +1 condition, stimulus was increased by an 

average of one minicolumn for a randomly selected range of 5–7 minicolumns within 

the target pattern. In the salient +2 condition, the stimulus was increased by an 

average of two minicolumns for a range of 6–8 minicolumns within the target 

pattern. In the control condition, all targets were stimulated with a randomly selected 

range of 4–6 minicolumns within the target patterns. In all cases, distractors were 
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stimulated with 4–6 minicolumns within a distractor pattern. As can be seen in 

Figure 6.4D, increasing stimuli by one minicolumn reduced the AB by roughly 1 lag, 

showing that more salient target stimuli reduces the AB. These results can be 

compared with an experiment in Chun & Potter (1995), where target letters were 

followed by either distractor digits or keyboard symbols. The keyboard symbols were 

designed to be more discriminable from the letter targets than the digit distractors 

were. The experiment showed that the more discriminable keyboard symbols resulted 

in reduced AB. 

 

In the third experiment, the GABAA conductance and decay time constant were 

modified to simulate the experimental effects on humans of the benzodiazepine 

family of drugs (Boucart et al. 2000, 2007). Because benzodiazepines such as 

diazepam, lorazempam, and flurazepam are GABA agonists, the drug effects can be 

simulated by changing the conductance and decay time constant of the GABAA 

synapses in the simulation. It is difficult to quantitatively associate a benzodiazepine 

dosage given to human beings during AB experiments with the parameters in the 

neocortical model. Human AB drug studies typically administer one drug dosage 

orally with a placebo control. The efficiency of drug digestion and transport into the 

blood stream, across the blood–brain barrier, diffusion rates into synapses and drug 

decay rates are all unknowns. However, it is possible to determine qualitative 

monotonic relationships between simulated drug concentrations and human behavior. 

Both the GABAA synaptic conductance and decay time constant were increased by 

20%, which corresponds with findings on the effects of 1 μM of flurazepam on rat 

hippocampal slices (Mozrzymas et al. 2007). Figure 6.5 compares AB simulations of 

normal and modified GABAA parameters with a human AB benzodiazepine drug 

study (Boucart et al. 2000). The increased GABAA conductance and decay time 

constant increased the AB by about 1 lag and is qualitatively similar to the human 

study. One difference between the simulation and the Boucart et al. (2000) study is 

that the differences between normal and elevated GABAA eventually disappear in the 

simulation. The difference in perceptual performance in the human study between the 

placebo and the drugs change less over time, so it is possible the drugs are impeding 

general cognitive performance as well as increasing AB. 
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Figure 6.4. A) Human experimental results for AB. The dual-task experiment 

(T2|T1) is shown in red and the single-task control (T1) is shown in black. Here T1 
recognized represents the trials where T1 was recognized alone and along with T2. 

The dual task shows lag 1 sparing. Data from Chun & Potter (1995; p. 112, Table 1). 

B) Decomposition of dual-task human experimental AB results in (A) into two 

separate components. The first component represents lag 1 sparing with an 
exponential decay of 100 ms, starting at the beginning of T1 presentation. The 

second component represents AB with a sigmoid like hyperbolic tangent function. C) 

Simulation of five individuals showing the dual task in red (T2|T1) and a single-task 
control in black (T2). D) The effect of more salient target stimuli on the AB. From 

figure 5 of paper I. 
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Figure 6.5. Simulated and experimental effects of benzodiazepines. A) Simulated 

dual task (T2|T1) AB under a nominal control condition and with GABA A channel 

conductance and decay time constant elevated by 20%. B) AB human study (Boucart 
et al. 2000) showing the effects of benzodiazepines on dual-task performance. From 

figure 6 of paper I. 

6.2 Pathological attractor study (paper II) 

Using a computational model, this study investigated how an expanding brain tumor 

(glioma) in human patients might impact information transmission across a white 

matter tract. The computational model consisted of two neocortical patches 

representing the temporal pole and the lateral orbitofrontal cortex and white matter 

connections representing the uncinate fasciculus. A glioma was modeled with two 

densities and various sizes, expanding at the middle of the fiber and progressively 

disrupting more neural projections. Each neocortical patch contained a corresponding 

set of attractor memories, which were partially connected over the fiber projections. 

When one attractor memory activates in one patch, a corresponding attractor is likely 

to activate in the other patch. The network performance was quantified by comparing 

memory pattern recall across both patches for all encoded attractor memories, in the 

presence of the tumor. The model considers compensatory plasticity, which entails 

increasing the strength of neural connections between attractor memories when other 

connections are lost. Compensatory conductance values that are too high lead to 

recall performance loss and eventually to epileptic activity. An optimal level of 

synaptic conductance boost from this compensatory plasticity can help compensate 

for the tumor-induced connectivity loss and this is independent of tumor size. 

However, a higher tumor density slightly lowers the optimal compensatory plasticity 

on recall performance. 
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6.2.1 Assumptions of pathological attractor study 

This study was built on modeling assumptions from the earlier AB study, with some 

differences and extensions. Each cortical patch instead used a 5x5 square of 

macrocolumns, representing an area of 2.5x2.5 mm and containing 13,500 neurons, 

representing a subsample.  Each macrocolumn contained 20 minicolumns and also 40 

basket cells providing lateral inhibition, subsambling at about a factor of 5. The 

model had one patch representing the temporal pole (TP) and another representing 

the orbitofrontal cortex (OF), with a fiber connecting the two representing the 

uncinate fasciculus (UF) with a transmission speed of 2 m/s and about 10,000 fibers 

per mm2, subsampled by a factor of around 70. Each fiber targeted layer II/III 

pyramidal cells in a single minicolumn of the receiving patch, with a terminal cluster 

of 10 glutaminergic synapses on average. 50 attractor memories, each randomly 

connecting 10 of 25 minicolumns, were stored in each patch. 5 minicolumns of an 

attractor memory in TP was stimulated to activate an attractor local to TP. Activity 

can then propagate via fiber projections to OF, potentially activating an attractor 

local to OF, which can then propagate activity back to TP.  If a connected pair of 

attractor memories with one in each patch were activated with pattern completion, 

the distributed memory is considered to be correctly recalled. If a correct pair of 

attractors are activated but either one shifts to a secondary attractor, the recall is 

considered spurious. If an attractor does not become fully active or the wrong 

attractor activates, the recall is considered an error. In this way, the network 

performance was quantified over a set of attractor memories. 

 

A simulated tumor invaded the UF, reducing the number of projections (by reducing 

a localized connection probability between the patches) in a linear manner towards 

the center, depending on the tumor density. The tumor center was located outside the 

fiber at a 1 mm distance (Figure 6.6).  The Euclidean distance between each 

individual fiber from the tumor center was calculated in 2 dimensions (x,y). The 3rd 

dimension z was assumed to be the same for the tumor center and the mid-point of 

each individual fiber (located at 22.5 mm on the z axis). 
 

𝑑(𝑡, 𝑓) = √(𝑥𝑡 −
𝑥𝑇𝑃 − 𝑥𝑂𝐹

2
)

2

+ (𝑦𝑡 −
𝑦𝑇𝑃 − 𝑦𝑂𝐹

2
)

2

 

  

Where the function d is the distance between the center of the tumor t and a given 

fiber f. 
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Figure 6.6. Schematic representation of tumor growth and the two neocortical 
patches with interconnecting fibers. A) The patches contain 5x5 macrocolumns and 

are interconnected by bidirectional fibers, which are invaded by a tumor. The tumor 

growth is represented by two different sizes. B) The center of the tumor was assumed 
to be outside of the fasciculus. The tumor invasion expands into the fiber, such that 

the center of the tumor remains fixed. Due to the invasion, the multiplicative 

connection probability factor (blue line) changes, such that the connection 

probability decreases closer to the tumor center and increases towards the tumor 
edge. With compensatory plasticity, the multiplicative conductance factor (red line) 

changes as well, such that closer to the tumor center, the conductance increases, and 

towards the tumor edge it decreases. In this example, the multiplicative value of the 
conductance and connection probability was conserved with a plasticity factor of 1. 

Outside the tumor, both the connection probability and the conductance were 

unaffected. From figure 1 of paper II. 

 
 

Each patch is located within an x-y plane, with 0 ≤ 𝑥 ≤ 2.5 mm and 

 0 ≤ 𝑦 ≤ 2.5 mm. (𝑥𝑇𝑃, 𝑦𝑇𝑃) represents each fiber f minicolumn coordinate in the 

temporal pole patch, and (𝑥𝑂𝐹 , 𝑦𝑂𝐹) represents the corresponding fiber minicolumn 

in the lateral orbitofrontal patch. The coordinates of the tumor center (𝑥𝑡 , 𝑦𝑡) are 

chosen to be 𝑥𝑡 = 1, 𝑦𝑡 = −1. The connection probability coefficient c of each fiber 

from tumor damage was defined according to the following equation and was 

dependent on the distance d of the fiber from the tumor center, the tumor radius r and 

the tumor density k. 

  𝑐 =
𝑘𝑑

𝑟
  where 𝑑 ≤ 𝑟;  c = 1 otherwise  
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Figure 6.7. Two-dimensional sensitivity analysis of the attractor dynamics with 

respect to pattern completion. The connection probability and the synaptic 

conductance parameter space were examined assuming complete compensatory 
plasticity (plasticity factor of 1). Diffuse tumor invasion was represented by the 

connection probability factor less than 1. A) The percentage of completed patterns 

were plotted in two dimensional space. B) Contour plot of the completed patterns. 
C) Percentage of activated spurious patterns. D) Percentage of false patterns, without 

the activation of the stimulated correct pattern. At even higher connection probability 

and conductance values, epileptic neural activity was observed. From figure 4 of 
paper II 

 

 

This approach permits a way to consider and model plasticity changes without an 

incremental learning rule for synapses, which would be very computationally 

expensive in a biophysical model. Instead, a batch learning rule is applied for 

determining projections with a reduction in connection probabilities and an increase 

synaptic strengths based on an expected perturbation from the tumor. The plasticity 

factor P was defined according to how much the conductance coefficient w is 

increased to compensate for a drop in the connection probability coefficient c in the 
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presence of a tumor, with 𝑃 = 𝑐𝑤  where  𝑐 ≤ 1  and  𝑤 ≥ 1.  Thus if  P=1, there is 

complete compensatory plasticity (if needed with c < 1). Viewed another way, the 

synaptic conductance coefficient w of an individual fiber is dependent on the 

connection probability factor (or coefficient) c (which drops the connection 

probability) and the plasticity factor P. 

𝑤 =
𝑃

𝑐
 

Figure 6.7 shows a sensitivity analysis of the plasticity factor P and connection 

probability factor c. When P=1 and c=1, the network is unmodified. When P exceeds 

1, attractor activity first becomes more spurious before generating errors. At even 

higher P, activity finally becomes spontaneous and epileptic. 

 

6.2.2 Results of pathological attractor study 

When a tumor intersects a fiber between the two interconnected cortical patches with 

bidirectional attractor propagation, impacts on network performance were observed, 

and this progressively increased with tumor size. Figure 6.8 shows a simulation of 

the effects on memory recall of lower density tumor (figures A&B) and a higher 

density tumor (figures C&D). When there was compensatory plasticity present, an 

optimal plasticity level was consistent through tumor invasion, and was 0.75 in a 

tumor where the connection probability loss was 50% at the tumor edge. In a higher 

density tumor with a connection probability loss of 75% at the tumor edge, the 

optimal plasticity factor was 0.5. Both densities exhibited an epileptic range when 

tumor invasion and compensatory plasticity were high. 

 

The effects of different levels of tumor-generated noise was also explored. On apical 

dendrites of pyramidal cells, a noise synapse receives spikes from a 300 Hz Poisson 

process. The conductance on the noise synapses were increased by multiplying it 

with a noise level coefficient u, which on an individual fiber is dependent on the 

distance d of the fiber from the tumor center, the tumor radius r and the noise boost b 

(between 0 and 1.5) according to the following equation: 

𝑢 = 1 +
𝑟 − 𝑑

𝑟
𝑏  where  𝑑 < 𝑟;   𝑢 = 1 otherwise 

It was found that in the presence of a tumor and related damage, an increased noise 

level can improve recall performance in some cases. This can be seen in figure 6.9 

A&B, where an increase of about 25% was optimal. When using a noise increase of 

25% with plasticity as well, the optimal plasticity factor moved to lower plasticity 
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values, as shown in figures 6.9 C&D. However, at a noise level increase of 50%, 

plasticity no longer improved performance, as in figures 6.9 E&F. 

 

 

 
Figure 6.8. Effect of tumor size on attractor dynamics. A) Influence of tumor radius 
on the percentage of completed patterns, when connection probability loss at the 

tumor edge is 50%. In the presence of optimal compensatory synaptic plasticity, the 

memory pattern completion is better preserved than without plasticity. B) With the 
same connection probability loss as figure A, contour plot showing an optimal 

compensatory synaptic plasticity, which is capable of preserving the pattern 

completion function even with larger tumor size. C) Effect of tumor size on attractor 
dynamics in case of a denser tumor, when the connection probability loss at the edge 

of the tumor was 75%. Again, there exists an optimal compensatory synaptic 

plasticity, which is capable of preserving partial memory recall even with larger 

tumor size, but with a sharper functional decline. D) With the same connection 
probability loss as in Figure C, the contour plot demonstrates the optimal plasticity 

factor. From figure 5 of paper II. 
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Figure 6.9. Effect of additional synaptic conductance noise on memory pattern 

completion. A) Effect of increasing noise levels and tumor growth on the percentage 

of completed patterns, with a connection probability loss of 50% at the tumor edge. 
B) Contour plot of A, showing an optimal noise level for pattern completion. 

C) Effects of plasticity and tumor size with up to 25% additional noise on memory 

pattern completion. The additional noise was linearly increased based on proximity 
from the tumor center, where it would be 25% higher than baseline, with a 

connection probability loss at the tumor edge of 50%. D) Contour plot of C, showing 

the percentage of completed patterns. E) Effects of plasticity and tumor size with up 

to 50% additional noise on memory pattern completion. The additional noise was 
linearly increased based on proximity from the tumor center, where it would be 50% 

higher than baseline, with a connection probability loss at the tumor edge of 50%. 

F) Contour plot of E, showing the percentage of correctly completed patterns. From 
figure 7 of paper II. 
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6.3 BM study (paper III) 

Paper III hypothesized that BM like AB may be caused by interference of neural 

attractors, but across visual areas and at shorter time scales. One prevailing theory 

suggests that impaired of target performance is due to lateral inhibition between the 

target and mask in feedforward processing (Macknic 2006). Another prevailing 

theory suggests that this impairment is due to the interruption of feedback processing 

of the target by the mask (Lamme & Roelfsema 2000; Super et al. 2001; Lamme et 

al. 2002). To test this attractor interference hypothesis, simulated RSVP trials for BM 

were conducted on two different models, with target exposure for 60 ms, a 

metacontrast mask for 20 ms and a sliding SOA of 20, 40, 60, 80 and 100 ms. Model 

1 utilized a metacontrast mask at close proximity. Model 2 was more spatially 

oriented, utilizing two parallel and adjacent lines as a mask flanking a single target 

line. Both models simulated biophysical neocortical patches for V1 and V2 with 

feedforward only and feedforward and feedback projections between them.  Model 1 

produced type-A and some type-B masking effects, while model 2 often produced 

type-B effects. In the absence of feedback projections, the BM effect was stronger in 

both models. The findings show that some aspects of both prevailing theories may be 

correct. If an activating target attractor in V1 is quiesced enough with lateral 

inhibition from a mask, or not reinforced by recurrent feedback, it is more likely to 

burn out before becoming fully active and progressing through V2 and beyond. 

Further, recurrent feedback diminishes BM effects and can make conscious 

perception more likely.  

 

6.3.1 Assumptions of BM study 

This paper adopted some assumptions from papers I and II, utilizing the simulated 

RSVP approach from paper I and a similar two-patch model with pattern projections 

from paper II. It was assumed that both V1 and V2 have macrocolumns (or 

hypercolumns), as has been suggested (Ts'o et al. 2009), with the additional 

modeling assumption that the structures are similar. The two-patch model for V1 and 

V2 also utilized attractor memories, but the patch microcircuits and projections were 

more detailed and complex, as can be seen in figure 6.10. There were two 

instantiations of the model, which had different patch geometries and slightly 

different purposes. In model 1, each patch had 4x4 macrocolumns with 16 

minicolumns per macrocolumn, storing 18 attractor memories that were randomly 

generated from selecting 10 of 16 minicolumns, each in a different macrocolumn.  
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   A    B 

 
 

 

Figure 6.10.  (A) Projections between LGN, V1, and V2 in the model. (B) 

Microcircuit of layer 2/3, 4, and 5 of V1. Shows two minicolumns part of an arbitrary 

attractor memory pattern X (one of N total) in two different macrocolumns and a 
minicolumn outside of pattern X. Lateral inhibition from basket cells occurs within 

the macrocolumn between pattern X and other minicolumns. Long-range connections 

exist between pyramidal cells in minicolumns of the same memory pattern. Long-

range di-synaptic inhibition can occur via RSNP interneurons when attractor 
memories have common macrocolumns. A percentage refers to the probability that a 

pre-synaptic population is connected to a post-synaptic population. From figures 1&2 

of paper III. 
 

 

This model did not have an explicit spatial representation, but was stimulated and 

masked within the same macrocolumns, in close proximity. In model 2, each patch 

had 9x9 macrocolmns with 8 minicolumns each, storing 72 attractor memories that 

were generated from selecting 9 of 81 minicolumns, each in a different macrocolumn 

and oriented along a vertical line. Thus, this model had a spatial representation 

encoded as attractor memories along vertical lines.  An example of attractor 

memories for models 1 and 2 can be seen in figure 6.11. 
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        A         B 

  

Figure 6.11. Neocortical patches of V1 for two model configurations. Within 

macrocolumns (1/2 mm in diameter) are minicolumns shown as small red circles and 
basket cells shown as blue asterisks. Example stored attractor memories are 

illustrated as black lines, which connect single minicolumns (via internal pyramidal 

cells) in independent macrocolumns, with a uniform connection probability. Only 
several of many connections of these attractor memories are illustrated. In a 

backward masking trial, minicolumns at orange circles are stimulated as the target 

and blue stars are stimulated as the mask, both via the LGN. (A) Shows the model 1 
configuration with 16 macrocolumns, each containing 16 minicolumns. Stored 

attractor memories are 10 random minicolumns in separate macrocolumns across the 

patch. Mask stimulation occurs in the same macrocolumns as target stimulation. 

(B) Shows the model 2 configuration with 81 macrocolumns, each containing 8 
minicolumns. The stored attractor memories contain 9 minicolumns each and are 

organized as vertical lines across macrocolumns. The target is activated as the middle 

vertical line and the mask is activated as the two adjacent parallel lines two 
macrocolumns away. From figure 3 of paper III. 

 

 

The LGN geometry mirrored the neocortical patch geometry and contained a stack of 

relay cells projecting to each minicolumn in layer 4 of V1. To present a target or 

mask stimulus to the models, 4 LGN locations, each with 10 relay cells in the LGN 

patch were stimulated, activating 40 relay cells in total. The target stimulus appears 

to the model as four points in the visual field and is sparse, representing 40% of the 

full target. In the examples in figure 6.11 the orange circles indicate partial 

stimulation of the target and blue stars indicate stimulation of the mask. The length 
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of the target stimulation was always 20 ms and the length of the mask stimulation 

was 60 ms in model 1 and 50 ms in model 2. 

 

It was assumed that LGN relay cells fire at about 50 Hz, which meant each relay cell 

in a presented target stimulation would fire once over 20 ms and each relay cell 

included in the mask stimulation would fire three times over a 60 ms stimulation. 

These cell firings were uniformly distributed over the stimulation intervals. The relay 

cells in turn project to and stimulate minicolumns in V1, as can be seen in Figure 

6.11. In the case of a target, the minicolumns are part of a stored memory pattern 

representing a feature detector, distributed across macrocolumns. In the case of a 

metacontrast noise mask, they are minicolumns selected from different attractor 

memories other than the target, which corresponds to parts of uncorrelated features.  

 

In the case of competing metacontrast line masks, the selected minicolumns for 

stimulation were from a single attractor memory. Full target pattern activation 

usually took 25–50 ms or longer, depending on local connectivity and conduction 

strengths. Reinforcement of memory attractors from recurrent feedback sometimes 

needed to occur before a masking stimulus arrived, or the target attractor would be 

quiesced. 

 

6.3.2 Results of BM study 

Both lateral inhibition in V1 and V2 and feedback from V2 were found to be factors 

in the backward masking effects observed in the models. When the target and mask 

presentations were close in time and space, they mutually inhibited each other, first 

in V1 layer 4 and later in layer 2/3 and 5. As the SOA increased, the target pattern 

was more likely to become a fully activated attractor before the mask stimulus could 

begin to interfere via basket cells and di-synaptic inhibition. Feedback from V2 could 

reinforce the target attractor and be a factor in achieving full activation locally in V1 

and regionally in both V1 and V2, if arrival was early enough, before the mask 

stimulus arrived to compete. Propagating attractors were more likely to burn out 

without feedback connections, which can provide reinforcement. 

 

Figure 6.12 shows aggregate results of two simulations for model 1, each consisting 

of 25 trials with feedback connections and 25 trials without. This demonstrated type-

A masking, as well as aspects of type-B masking at a lower noise salience. With the 

presence of feedback connections, the masking effect was significantly reduced. The 

feedback connections also appeared to aid target pattern completion, and made the 
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target attractor more stable. With the model 1 configuration and simulation 

assumptions, this shows that both lateral inhibition and recurrent feedback are factors 

in perception during metacontrast backward masking. 

 

      A       B 

  

Figure 6.12.  Model 1 with noise masks showing aggregate percentage of targets 
completed in V1, V2, and both V1 and V2 with an increasing SOA. The target and 

noise mask stimulation occurred in the same macrocolumn. Activity is shown with 

feedback connections (w fb) from V2 to V1 and without feedback connections (wo 
fb). The behavior represents type-A and type-B masking effects. Activation of both 

V1 and V2 represents activation across visual areas, which is assumed to be 

necessary for signal propagation up the visual stream to achieve conscious 

perception. (A) Illustrates aspects of a type-B masking with stimulation of four 
points for the target and noise mask. (B) Illustrates aspects of type-A masking with 

stimulation of four points for the target and five points for the noise mask, 

representing a higher masking salience. From figure 6 of paper III. 
 

 

The model 2 configuration with the spatial line representations exhibited a type-B 

masking behavior or U-shaped function. Results can be seen in Figure 6.13, which 

shows simulations with the target and mask separated by a spatial distance of 1 and 3 

macrocolumns. Results for each were aggregated across two sets of 25 trials, one 

with and one without feedback projections. The masking effects decreased with 

spatial distance, similar to psychophysical findings in Growney et al. (1977). 

Regional activity in layer 2/3 across both V1 and V2 produced type-B masking, as 

did analyzing activity in V2 alone. Feedback also diminished the masking effect on 
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V2 alone, likely from boosted and recurrent feedforward activity from V1. However, 

when analyzing activity in V1 alone, activity appeared more monotonic when 

feedback is present. 

 

     A       B 

  

Figure 6.13.  Model 2 with spatial lines showing aggregate percentage of targets 

completed in V1, V2, and both V1 and V2 with increasing SOA. Activity with 

feedback connections (w fb) from V2 to V1 and without feedback connections (wo 
fb). A vertical line target is masked with adjacent parallel lines on each side. (A) 

Target and mask lines were separated by three macrocolumns horizontally. (B) 

Target and mask lines were separated by one macrocolumn horizontally. From 
figure 7 of paper III. 

 

6.4 Fear signaling study (paper IV) 

A hypothesis was proposed for five neural pathways of visual fear processing, using 

a metadata analysis of anatomical connectivity from primate tracing studies and 

human functional connectivity from brain imaging studies. Earlier work on animal 

models identified possible subcortical and cortical fear pathways known as the “low 

road” and “high road”, which arrive at the amygdala separately. This study proposed 

a correlate subcortical pathway for the “low road” and four high-road pathways in 

humans. All four traverse through the inferior temporal area of the visual cortex, with 

one projecting directly to the amygdala; another traversing the orbitofrontal cortex; 

and two others passing through the prefrontal cortex, one excitatory pathway via the 

ventral-medial area and one regulatory pathway via the ventral-lateral area. These 

pathways have progressively longer propagation latencies and processing times and 
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may have progressively evolved with brain development to take advantage of higher-

level processing. Using the anatomical path lengths and estimates for propagation 

times for each of these five pathways, predictions are made for the relative 

processing times at selective ROIs and arrival at the amygdala, based on the 

presentation of an emotionally salient visual stimulus. Partial verification of the 

temporal dynamics of this hypothesis might be accomplished using experimental 

MEG analysis. To test the proposed signaling pathways, possible experimental 

protocols were suggested for fear conditioning, backward masking, fear-relevant 

attentional blink, reasoned fear and fear regulation. 

6.4.1 Assumptions of fear signaling study 

This study was an exploration of visual fear as an emotional circuit, along the lines of 

the methodology discussed earlier in section 1. Its purpose was to integrate known 

anatomical and functional connectivity into a network model and define testable 

spatial and temporal constraints for both computational and experimental validation. 

This analysis was dependent on several assumptions. The first is that the amygdala is 

important for threat detection which can trigger the feeling of fear, while not 

exclusive to this. Afferents to the amygdala can trigger activation, which can then 

propagate to various efferents for heightened awareness and analysis of potential 

threats. A second assumption is that much of primate anatomical connectivity is 

conserved in humans, as radiological tracing data is only available in non-human 

primates. A third assumption is that visual threat and fear signaling is likely to 

propagate along known anatomical connectivity. A final assumption is that 

transmissions speeds and node ROI integration times determine pathway latencies. 

Fasciculi are most likely to be traversed at fairly uniform speeds and the path lengths 

can be approximated to Euclidian distance, even though they are typically curved 

splines.  

 

Evidence from anatomical primate studies and DTI, PET and functional fMRI human 

studies were used to create a network graph, as previously presented as figure 1.1 in 

chapter 1.  From this evidence, 5 signaling pathways (p1-5) were hypothesized. The 

low road is thought to be fastest and completely subcortical, while also unconscious 

(Öhman et al. 2007), although this has been debated (Pessoa et al. 2006; Pessoa and 

Adolphs 2010). Evidence exists from blindsight patients that perceptual signaling 

travels from the retina to the SC and back to the pulvinar nucleus, before arriving at 

the lateral nucleus of the amygdala (Morris et al. 1999, 2001; Pegna et al. 2005). 

Anatomical evidence from tract tracing and electron microscopy in the tree shew 

shows projections from the SC to the lateral amygdala via the dorsal pulvinar (Day-
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Brown et al. 2010). In humans, projections were found between the SC and amygdala 

via the pulvinar in vivo, using DTI (Tamietto et al. 2012). Along this pathway, the 

SC is capable of image detection of fear-relevant stimuli at low spatial frequencies 

(Vuilleumier et al. 2003). One study found that neurons in the macaque pulvinar can 

respond selectively to snakes in 55 ms (Van Le et al. 2013), which is likely too short 

for a cortical route. A human MEG study found that the amygdala can be activated 

with low latencies from a fear-relevant stimulus in about 40–120 ms (Luo et al., 

2010), which was unaffected by attentional load and perhaps along the low road. A 

later response occurred between 280-410 ms, which was modulated by attention. 

Another more recent study using human intracranial electrophysiology found an 

amygdala response starting in 74 ms from the presentation of fearful facial 

expressions, but not neutral or happy ones (Méndez-Bértolo et al. 2016).  

6.4.2 Results of fear signaling study 

In addition to the low-road pathway (p1), four additional cortical high-road pathways 

(p2-5) for visual fear signaling were hypothesized. These traverse the sensory and 

higher cortices, and can encompass conscious perception. All the cortical pathways 

include part of the ventral stream, traversing through the LGN to V1 and propagating 

up the visual hierarchy to IT. From IT, they branch off and traverse different brain 

areas before arriving at the amygdala. Elements of the dorsal stream were not 

included, except for LIP/IPS. The pathways were also confined to a single 

hemisphere for simplicity, not including cross-overs to the contralateral side. While 

the low road has evidence of being unconscious, some cortical pathways may be 

unconscious as well. As seen in hemineglect and attentional studies, conscious visual 

perception likely requires gating through the frontoparietal network (Dehaene et al. 

2006).  

 

Pathway p2 

The shortest cortical pathway (p2) projects from IT, directly to the LA and B nuclei 

of the amygdala, and is excitatory. There are two possible variations of this, because 

anatomical projections from IT to the amygdala exist through both TEO and TE. In 

the case of presented face stimulation, the fusiform face area (FFA) is proximal to 

TEO, so this is one possible route for emotional faces, and likely the most salient 

one. 

 

Pathway p3 

The next shortest cortical pathway (p3) projects from IT to OFC, and then to the 

amygdala. TE projects strongly to lOFC, in addition to pOFC and mOFC. TEO 
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projects to lOFC as well. While lOFC projects to the amygdala directly, an additional 

possible route is traversing through the pOFC to both the BLA and ITC masses in the 

amygdala. This can enable or inhibit amygdala activation generally, depending on 

conditioning and any extinction (Sotres-Bayon et al. 2004; Li et al. 2009). Both the 

p2 and p3 pathways are postulated to encompass pre-conscious perception, though 

they may engender a feeling when activated. Damage to the p2 and p3 pathways are 

hypothesized to cause Capgras syndrome, where patients lose the emotional response 

to seeing family members, and think they are impostors (Young et al. 1993; Hirstein 

& Ramachandran 1997).  

 

Previous experiments disrupting IT processing suggest p2 and p3 pathways are also 

disrupted. In a binocular rivalry experiment, a suppressed image was either a fearful 

face or chair. When contrasted, the fearful face showed activation along the low road, 

but no differential activity in the FFA (Pasley et al. 2004). In a subsequent 

experiment where conscious perception was suppressed with a combination of 

binocular rivalry and motion flash suppression while contrasting fearful faces and 

houses, differential activity was seen in the VC and FFA, along with the FEF, IPL, 

and insula (Troiani et al. 2014). These experiments show neural correlates 

corresponding to pathway p2, assuming the observed insula activation was via an 

amygdala efferent. The other two hypothesized signaling pathways to the amygdala 

both project from IT to LIP in the parietal cortex and through the frontoparietal 

gateway to the PFC. The mPFC is known to be bidirectionally connected to the 

amygdala BLA, with stronger unidirectional connections from the ACC to BLA 

(Ghashghaei et al. 2007). 

 

Pathway p4 

Signaling pathway p4 innervates the mPFC on route to the amygdala and is believed 

to be partially responsible for fear learning and extinction (Phelps et al. 2004). 

However, the mPFC may receive a fear-relevant visual stimulus stream from IT via 

both the frontoparietal network and through the OFC (branching from pathway p3), 

which can propagate up an expected aversive or appetitive value. If visual awareness 

from the frontoparietal stream does not meet expectations (i.e., a threat is not real), 

then to achieve extinction, the mPFC may down-regulate the amygdala and signal the 

OFC to reduce the encoded value.  

 

Amygdala BLA to mPFC signaling may also up-regulate attention when a fear-

relevant stimulus is present. The anticipation of an unpredictable and unlearned pain 

stimulus has been found to increase activity in the ACC, vmPFC and PAG, while an 
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expected learned pain stimulus showed reduced ACC and vmPFC activity (Hsieh et 

al. 1999). Some disorders such as post-traumatic stress disorder (PTSD) can show 

resistance to extinction and lower activity levels in the mPFC during extinction recall 

(Koenigs & Grafman, 2009; Milad et al. 2009). vmPFC lesions have also been 

implicated in mood and anxiety disorders, where patients exhibited higher amygdala 

responses to adverse images. This indicates that the vmPFC may be important for 

some fear regulation, particularly, with regards to self (Heatherton 2011; Motzkin et 

al. 2014). 

 

Pathway P5 

The final pathway (p5) enables inhibitory cortical control of fear from fear-relevant 

visual stimuli. From the frontoparietal network, it traverses the dlPFC to the vlPFC, 

then projecting down to the lOFC and through the pOFC to ITC masses of the 

amygdala, for inhibition. This pathway might also provide excitatory cortical control 

of fear via projections from pOFC to the B and AB nuclei, but there is not yet 

experimental evidence for this. Higher vlPFC and lOFC activity are correlated with 

emotional control (Phan et al. 2005; Hooker & Knight 2006; Cohen et al. 2013) and 

damage to these areas can result in a loss of inhibitory emotional control. The vlPFC 

has been found to be negatively correlated with activation of the amygdala and 

mOFC during reappraisal (Ochsner et al. 2002).  

 

Activity in the lOFC has also been correlated with reappraisal of negative stimuli, 

while activity in the dlPFC was active more generally during reappraisal (Golkar et 

al. 2012). Emotional regulation has been found to be both willful and automatic, and 

data shows that willful regulation has higher activity in lateral PFC (lPFC) and 

automatic regulation has higher activity in the mPFC (Etkin and Wager 2007; 

Phillips et al. 2008). Dysregulation may also occur with this pathway. For example, it 

was found that phobic subjects showed hypoactivity in the dlPFC and lOFC 

(Carlsson et al. 2004) as well as mPFC (Hermann et al. 2007, 2009). However, in 

addition to activation of the vlPFC and down-regulation of the amygdala during 

some effortful regulation tasks with negative emotional stimuli, some studies have 

found possible mediation via the vmPFC (Urry et al. 2006; Johnstone et al. 2007). 

While this may be similar to pathway p4, it does not explain lOFC activity in some 

studies (Phillips et al. 2003; Carlsson et al. 2004; Wager et al. 2008; Golkar et al. 

2012). 
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Figure 6.14 View of five visual fear signaling pathways to the amygdala. 

Abbreviations are described in Table 1. Pathways p1 is red, p2 is orange, p3 is 

orange to yellow at V4, p4 is orange to green at TEO, and p5 is orange to green at 
TEO, then blue at LIP. Projections between ROIs are shown as straight for 

simplicity, but these represented white matter fibers are typically curved with slightly 

longer lengths. Some ROI positions were slightly altered for clarity. From figure 3 of 
paper IV. 

 

 

 
All five of these pathways as illustrated in Figure 6.14 have different lengths and 

latencies as shown in figure 6.15, so fear-relevant signals will arrive at the amygdala 

at different times. As this is happening, projections away from the amygdala will also 

have a behavioral effect, releasing norepinephrine via the LC for alertness, 

upregulating attention and boosting activity in recurrent loops. Amygdala efferents to 

PFC can also initiate reappraisal, which can either reduce or increase the fear 

response, depending on the perceived danger. 
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Figure 6.15.  Latency estimates of the five visual fear signaling pathways. Assumes 
a latency of 40 ms from retina to LGN/SC, synaptic integration time of 10 ms at each 

ROI node and a propagation speed of 2 m/s. From figure 4 of paper IV.  
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6.5 General discussion 

This discussion entails interactions between the AB, BM and fear studies. Please see 

the papers for further individual discussions on these studies. Within the first half-

second of visual perception and possible awareness, the LGN and visual cortex are 

activated first, followed by attention or the absence of it. This activity may also be 

modulated by emotional salience, induced with a fear-relevant or other emotionally 

relevant stimulus. The BM study explored the first 100 ms and the AB study 

explored mainly 200-500 ms. Both considered the dynamics of interacting attractors 

as a possible explanation for observed behaviors. These differences in time scales 

seem to indicate that BM perceptual effects occur within the visual cortex and AB 

effects occur further downstream, likely along the frontoparietal network. Still, at 

100 ms an AB effect known as lag-1 sparing occurs, when the AB is diminished if 

targets are presented in the same spatial location, but perceived temporal order is 

often lost (Hummel & Akyurek 2005). In BM, the mask can interfere with the target 

if presented in the same (pattern mask) or proximal (metacontrast mask) location. 

This effect diminishes when approaching an SOA of 100 ms. However, unlike AB 

RSVP trials which present images for the same duration, BM trials present a target 

for about 20 ms followed by a longer duration mask, such as 60 ms. Also, the mask 

in BM takes the place of T2 in AB, and is not measured for perceptual recall. If it 

were, it might look like lag-1 sparing.  

 

Attractor networks and activation can be nested from the level of minicolumns or 

smaller up to the whole brain level, which might activate global “ignition” and 

conscious access (Dehaene & Changeux 2011). Attractor interference can occur at 

different timescales, as what might be expected from nested and propagating 

attractors. ERPs may provide a localized view of this attractor activity. While 100 ms 

may be a lull for interference, by 200 ms a wave of inhibition is likely to be higher 

from the downstream processing of both attended and unattended stimuli. There may 

be a perceptually optimized timescale which includes motion perception, allowing 

co-activated attractors to surf the P1, before the N1 rolls in. Feedback to V1 can 

occur from V2, V3, V4, V5/MT and higher areas, with likely higher latencies as the 

distance from V1 increases. As V2 is the closest, it is likely the first to produce 

feedback with both excitatory and inhibitory components. The excitatory component 

can reinforce feature detectors in V1 with top-down agreement while an inhibitory 

component can deactivate others. The N1 ERP at 150-200 ms has been found to have 

multiple generators (Di Russo et al. 2001), but appears to occur first (as N150) in the 

occipital lobe. To hypothesize, this may be due to feedback inhibition from 

progressively higher areas, as a visual feed-forward traveling wave (as P1) proceeds.  
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Flicker fusion frequency (FFF) varies according to seven parameters (frequency, 

amplitude, avg, wavelength, spatial position, adaptation, age/fatigue), but can be 

considered at a maximum of about 15 Hz for rods and 60 Hz for cones. Movies are 

often recorded at 24 frames per second, or about 42 ms per frame and each frame is 

often presented 2 or 3 times for higher effective frame rates. With presentation below 

these rates the illusion of continuity is broken. Inconspicuous akinetopsia (a type of 

motion blindness) is a condition where still frames are seen as a sequence without 

apparent motion or these frames are overlapping, as in a multiple exposure 

photograph. This can be induced with TMS applied at V5/MT and to a lesser extent 

at V1, or can sometimes occur as a side-effect with psychotropic drugs such as 

Nefazodone, Trazodone and hallucinogens. While the mechanisms for these effects 

are unclear, it is interesting that the time scale is close to the SOA awareness 

threshold in BM. The lack of detection of separate still frames or possible lack of 

competition between these frames suggest that feedback inhibition may not yet have 

responded between these consecutively presented frames. 

 

The BM study showed that both lateral inhibition and feedback activity may be 

factors in masking behaviors. The timescale of perceptual reinforcements via 

feedback can be above 50 ms, providing a window for possible proximal attractor co-

activation in V1, even in the presence of lateral inhibition. The AB study suggested 

that lag-1 sparing in human experiments may be represented as a separate neural 

component with a 100 ms exponential decay starting at T1 presentation (figure 6.4B). 

In terms of feedback projections, this might represent an exponentially increasing 

inhibitory feedback local to the visual cortex, converging on a maximum. So, why do 

some AB targets slip through at lag-1?  It may be that additional inhibitory waves 

from more downstream areas have not arrived yet, allowing co-activation of 

proximal targets. AB also typically uses equal exposure times for targets and 

distractors, so the near-term feedback inhibition may be diminished. Another 

possibility is this could be due to T2 riding the same excitatory wave at P1 (and 

before N1) that T1 initiated, when in the same spatial location. This might also 

explain the loss of temporal order. If T2 was presented less than 50 ms after T1 like a 

mask is in most BM experiments, it may well have been blocked by feedback 

inhibition. A sub-100ms AB experiment could potentially provide clarity. 

Another approach to visual sensory processing is with the use of predictive coding 

(Rao & Ballard 1999). This utilizes a hierarchy of neural layers with feedforward and 

feedback connections and is conceptually related to the Helmholtz machine (Dayan 

et al. 1995). In this case, generative predictions from higher (downstream) areas 
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propagate via feedback connections to lower areas, which with sensory input, 

produces residual errors that then propagate in a feedforward fashion. This can be 

done in prediction and error-correction cycles, to update the weights for both the 

feedforward and feedback connections during learning. But it isn't clear what the 

neural correlates are when any stimulus is predicted perfectly and how that is 

different from no stimulus. In the model proposed in paper III, a stimulus activates 

feature detectors as attractors in V1, which propagates activity to V2 and downstream 

as a traveling wave. Activated features inhibit each other via lateral inhibition. From 

V1 input, neural assemblies in V2 can activate and complete attractors for higher-

level features and then feed back that activity to V1. From visual experience, those 

attractors may reinforce attractors in V1 or activate others which can compete and 

feedforward an alternative. This activity propagates up the areas in the visual streams 

with progressively higher-level features to working memory, where expectation may 

alter the activated attractor hierarchy from the top down. There is some functional 

equivalence between these two approaches, when considering an attractor set (the 

firing neurons in the neural assembly) as a probability distribution conditional on 

other attractors as latent variables. 

 

As the fear study hypothesized, fear-relevant signaling and modulation can occur 

from at least 5 visual pathways during the first half-second, within the timescales of 

BM or AB. If correct, this hypothesis may help differentiate signals and timing 

during early visual perception. Stimuli across pathways p1,p2,p3 may be 

unconscious, but p4 and p5 cross the frontoparietal network and are more likely to be 

conscious. BM is a common experimental method for exploring emotional 

modulation of fearful faces (Etkin et al. 2004) and other stimuli (Öhman & Soares 

1993). Unconscious fearful faces used in BM have been shown to exhibit long-term 

priming effects with increased amygdala activity (Yang et al. 2012). However, 

stronger BOLD activations in the amygdala, STS and fusiform gyrus occurred with a 

2s presentation, as compared to a consciously perceived 17 ms presentation, 

indicating that exposure time is a factor in emotional salience. 

 

 

ERPs show temporal differences when a subject is exposed to fear-relevant stimuli 

such as fearful faces. The N170 is enhanced with backward masked fearful faces, as 

compared to neutral ones (Carlson & Reinke 2010). Masked and unmasked fearful 

faces have been found to generate larger and faster ERP components as compared to 

neutral faces. When unconscious and fearful, the N2 is enhanced as well on central 

and parietal sites (Liddell et al. 2004). The reason for this is not clear. It may be from 
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norepinephrine (NE) release, enhancing feedback excitation to inhibitory 

interneurons, but then what triggered this release? 

 

The described fear signaling pathways have different latencies to the amygdala, so 

NE release driven by amygdala activation may have latencies dependent on a 

particular pathway and the additional delay for activating the LC and delivery of NE 

to neocortex. The amygdala is bidirectionally connected with the locus coeruleus 

(Davis & Whalen 2001), which releases NE with extensive efferents, including to the 

visual cortex. NE is also excitatory, and can increase the probability of attractor 

activation. The pathways may also be stimulus dependent, as p1 may be activated 

from low-frequency forms like spiders and snakes and p2 may be activated by 

emotional/fearful faces and other stimuli. If so, both amygdala activation and NE 

release via p2 will take longer than via p1. If fear-derived arousal increases 

awareness of a BM target, could it also decrease the BM SOA window at the same 

level of awareness?  This may not occur for faces, since NE arrival via p2 or longer 

pathway may be after mask presentation, but a stimulus via p1 could arrive earlier or 

during mask presentation. This could be a potential test for the existence of p1. An 

alternative is that fear-relevant facial features are more highly encoded in the FFA, 

due to previous NE release during fearful face presentations, increasing the size of 

the feature attractor memory. A larger attractor may provide more feedback and an 

enhanced N170.  

 

Emotional salience in AB has been explored in at least four different ways, as an 

emotionally salient T1, T2, distractor or image presentation at the beginning of the 

RSVP stream (Vermeulen et al. 2009; Qian et al. 2012). An emotionally salient T1 

increased AB (Most et al. 2005; Stein et al. 2009), as did emotionally salient 

distractors (McHugo et al. 2013). When a standard AB protocol is enhanced with an 

emotionally salient T2, it has been found to reduce the AB (De Martino et al. 2009) 

likely due to increased arousal (Schimmack 2005), which may be due to increased 

NE (De Martino et al. 2008). While emotional salience can reduce the AB, it has also 

been found in humans that lesions of the amygdala can impair this reduction. In an 

AB experiment using emotionally salient words as targets, this impairment depended 

on the left amygdala (Anderson & Phelps 2001), although this dependency may be 

due to the fact that Wernicke's area for written and speech comprehension is also on 

the left side for most people.  

 

Given this multiple high-road hypothesis, the temporal dynamics of a fear response 

can be explored using BM and AB both with human experiments and 
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computationally to identify neural correlates. The fear study predicted possible ROIs 

and arrival times along the pathways, which provide a time and place to look. 

Further, a computational model can produce generative imaging with The Virtual 

Brain or otherwise for comparison with human results. A human experiment with 

BM can seek to validate pathways p1, p2 & p3. The low road (pathway p1) has been 

previously hypothesized to recognize simpler fear-relevant visual stimuli such as 

eyes, spiders and snakes via the pulvinar and SC. The FFA has been previously 

found to recognize facial features and may encompass pathway p2. Complex images 

may be recognized at TE as well as TEO/FFA and may encompass pathway p3. A 

backward masking protocol can investigate any differences in activations of these 

pathways with fear-relevant simple images (eyes, spiders, snakes), emotional faces 

and more complex conditioned images, when contrasting an SOA of around 20 ms 

with 100 ms. If amygdala activity can be detected with MEG, with intracranial EEG 

or with electrodes, any differences in latency alone may provide some differentiation 

between the proposed pathways. With MEG, a beamforming technique can be used 

to further investigate progressive activity at ROIs and selective time points along the 

proposed pathways. 

 

A human experiment with AB can seek to validate pathways p2, p3 & p4. 

Contrasting fear-relevant target detection with non-detection in an AB paradigm can 

help indicate where and when attentional gating occurs along pathway p4. Given a 

RSVP stream of numbers and targets every 100 ms (or lag), targets can be randomly 

selected to be neutral or fear-relevant. The subject must know a target to expect and 

indicate after a trial what was seen, with a button press or otherwise. Different 

categories of targets can be used, such as fearful and neutral faces or fear-conditioned 

and neutral icons from the fear conditioning experiment described earlier. It is 

expected that pathways p2 (for faces) or p3 (for conditioned icons) would activate on 

fear-relevant targets regardless of if they were consciously seen or not, and would 

typically generate an amygdala response. However, a second amygdala response 

should occur via p4 if a fear-relevant target is seen, with the longer predicted latency. 

Thus, contrasting neutral unseen targets with fear-relevant unseen targets might show 

pathway p2 or p3 activation and contrasting neutral seen with fear-relevant seen 

targets might show additional pathway p4 activation. Amygdala inhibition via p5 

may also be detected, since fear-relevant stimuli is not actually fearful after 

recognition that a picture is not a true threat. 

 



7  Conclusion

In summary, this work has investigated how spiking neural attractor networks might 
explain some behavioral phenomena in visual awareness, within the first half-second 
of visual presentation. Simulations in paper III demonstrated that within the first 100 
ms that the visual signal is propagating downstream from V1 to V2, feedforward, 
feedback and lateral attractor activity may interact. When a stimulus is followed 
closely with a mask as in metacontrast BM, the mask through lateral inhibition can 
quiesce the target attractor of activated receptive fields, blocking downstream 
propagation. Feedback from V2 can normally reinforce the target attractor in V1 
making propagation more likely. But, in the presence of a mask, a reduction of target 
feedback from V2 from interference can make conscious visual awareness less likely.
It is predicted that in the absence of feedback connections, the lack of feedback 
reinforcement makes attractor propagation less likely, reducing possible conscious 
awareness.

At a longer timescale of 200-500 ms, visual signal processing is further downstream, 
perhaps traversing the parietal-frontal gateway along the superior longitudinal 
fasciulus. When presenting two expected targets less than 500 ms apart, a subject 
attending to the first one often misses the second one, causing an AB to occur. 
Simulations in paper I show that this might be explained by interference between the 
two attractors that correspond individually to the two expected targets, even in the 
presence of distractors. While both targets may be recognized pre-consciously in 
visual cortex as traveling attractors, competition for attention as interfering attractors 
favors the first target over the second one. When simulating the effects of 
benzodiazepines, an increased GABAA channel conductance and time constant 
increased the AB, leading to predictions that other GABAA agonists such as 
pentobarbital or alcohol may increase the AB and GABAA antagonists such as 
Metrazol or Flumazenil may decrease it.

Neural attractors can become pathological from the damage of neural tissue. When 
making the assumption that connection probabilities and conductances between 
memory patterns can be interchanged when the multiple is at least partially 
conserved, compensatory plasticity can be explored. Simulations in paper II showed 
that increasing white-matter damage from an invading tumor can interfere with 
signal propagation between two interconnected neocortical patches. As the tumor 
invades, signal propagation becomes spurious, error prone and finally epileptic in the
presence of compensatory plasticity. It is predicted that plasticity can compensate up 
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to a point, before functional degradation occurs. 

Five hypothesized visual signaling pathways were identified to the amygdala, within 
the first half second. Anatomical and functional connectivity was aggregated to 
determine possible signaling pathways, and timing along those pathways was 
estimated. These pathways might be activated differentially during a perceived visual
threat that may lead to fear.

One or more pathways may be testable for activation during separate experimental 
protocols, including fear-relevant BM and AB. It is expected that the low road would 
show activation during BM and pathway p2 or p3 would show activation during AB, 
while excluding more downstream pathways. This might be partially validated by 
identifying the latencies of arriving amygdala activity and tracing the activation 
signal via ROI activity and beamforming. It is suggested that pathways p4 and p5 
may correspond with conscious awareness and may strengthen or weaken the signal 
depending on the perceived threat. These proposed pathways can serve as a guide for
experimental investigation, even if incorrect.

In the presence of experimental protocols (some possibilities are discussed in the 
appendix of paper IV), propagating neural activity might be measured with both 
fMRI and MEG across the same protocol and perhaps the same subjects. fMRI can 
provide optimal spatial resolution on ROIs and MEG can provide temporal resolution
via beamforming methods on signal propagation between the relevant ROIs. For an 
analysis of effective connectivity, DCM models can be generated to represent the 
hypothesized fear signaling pathways. In addition, alternative DCM models can be 
generated based on known connectivity of ROIs present in the fear signaling network
graph. Methods of model selection can then be utilized to discover which are more 
likely and under what experimental protocols. In this way, signaling pathways may 
be discovered. Care would need to be taken however, since finding the maximum 
likelihood of a signaling pathway along ROIs is similar in complexity to finding a 
minimum distance in a traveling salesperson problem (TSP), which is NP-complete.

This work explored the attractor dynamics produced by various microcircuits in 
particular behavioral conditions, to see if they can produce effects similar to what is 
observed in human experiments. While these microcircuits were abstract 
representations in a biophysical sense, they were able to produce behaviors which 
comparied at least qualitatively with human experimental results. However, these 
microcircuits were chosen in an ad hoc fashion, which does not guarantee they are 
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necessarily correct or unique. Perhaps a more rigorous approach would have been
to generate a more complete set of possible microcircuits as hypotheses and use 
methods of model selection to determine which is most likely. The microcircuits 
chosen do seem to demonstrate that such dynamics in awareness are possible. 
However, the results of these studies were largely empirical and not analytical. This 
is due to the bottom-up approach of simulating neural attractors from somewhat more
biologically realistic neurons. There were considerable assumptions in both neural 
circuitry and connectivity, because much of this is still unknown. However, if the 
search for understanding brain circuits is considered as a constraint satisfaction 
problem, these assumptions are constraint assignments which allow for the 
exploration of relevant constraint space. In this way, the work contributes new 
findings as possible constraints and predictions.
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