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Abstract

Machine learning is one of many buzz words in todays tech-world.
Huge company resources are allocated to the field in order to
discover its potential. Everything from cameras to cars tries to use
this technology. However, the question is if developers with little
experience in the field can use this technology in a useful way? And
how would one proceed with that? This thesis tries to answer these
questions by having two third year undergraduate students attempt
to implement a multi-category movie recommendation system using
machine learning. With the important caveat of neither student having
any previous knowledge in machine learning, recommendation
systems nor the chosen programming language (Python).

An extensive background study was performed in order to obtain
knowledge in the different areas. Recommendation systems often use
either collaborative, or content-based filtering, or a hybrid of the two.
Machine learning uses different algorithms, a selection of these where
studied together with available frameworks.

In order to implement and design a system, a data-set from
MovieLens, containing ratings of movies, and the framework SciKit-
learn was used. The implementation tried to use genres in order
to give movie recommendations. This was done in two systems,
one where every user got a genre-weight and the other system
used Nearest Neighbor in order to use the collaborative filtering
approach. However, due to the limited time the implementation was
not implemented for multiple categories, but the results showed that
this should be highly applicable using the proposed design.

The thesis showed that even two third year undergraduate
students with no prior knowledge in the areas could make use
of machine learning in an system implementation. The results of
the project was presented in two different parts; Firstly, the system
implementation result showed that the accuracy metric was not at a
satisfactory level. Even though the concept of using genres as a metric
for giving recommendations worked, it was seemingly to simple and
broad. Secondly, the project result showed that the majority of the time
was spent on the preliminary work and the system implementation.
Finally the economical cost of the project was presented.





Sammanfattning

Maskininlärning är ett av många slagord i dagens teknologivärld.
Företag allokerar enorma resurser för att avgöra dess potential.
Allt ifrån kameror till bilar försöker använda maskininlärning.
Frågan är däremot om utvecklare med begränsad erfarenhet inom
området kan använda den till något användbart? Och hur skulle
man då gå till väga? Detta arbete försöker besvara dessa frågor
genom att tillåta två tredjeårs högskoleingenjörsstudenter försöka
implementera ett tvärkategoriskt film rekommendationssystem som
anväder maskininlärning. Med det viktiga undantaget att ingen av
studenterna har några som helst förkunskaper inom maskininlärning,
rekommendationssystem eller det valda programmeringsspråket
(Python).

För att införskaffa den behövda teorin inom
områdena genomfördes en omfattande bakgrundsstudie.
Rekommendationssytem använder, oftast, antingen samarbets- eller
innehållsbaserad filtrering eller en hybrid av de två. Maskininlärning
använder olika algoritmer, ett axplock av dessa studerades
tillsammans med tillgängliga ramverk.

För att kunna implementera och designa ett system och sedan
utvärdera den föreslagna designen användes ramverket SciKit-learn
samt ett dataset från MovieLens, innehållandes filmbetyg. Denna
implementation försökte använda genres för att kunna ge film
rekommendationer. Detta gjordes i två system, ett där varje användare
fick en genre-vikt och det andra systemet använde Nearest Neighbor
för att kunna använda samarbetsfiltrering. Dessvärre, på grund av
tidsbrist, implementerades inte systemen för flera kategorier, men
resultaten visade att detta borde vara högst möjligt användandes den
föreslagna designen.

Arbetet visade att två tredjeårs högskoleingenjörsstudenter
utan någon tidigare erfarenhet inom områdena kunde använda
maskininlärning i en systemimplementation. Resultaten av projektet
presenterades i två separata delar; System implementationen visade
att träffsäkerheten inte var på en tillfredsställande nivå. Trots
att konceptet att använda genres som ett mätvärde för att ge
rekomendationer fungerade, verkade det vara för enkelt och
brett.Projektresultatet visade att majoriteten av tiden spenderades på
det preliminära arbetet och system implmenentationen. Slutligen
presenterades den ekonomiska kostnaden för projektet.
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Terminology

Algorithm A procedure for solving a problem/scenario in a finite
number of steps.

Framework A reusable library containing pre-built classes and
functions, accessible to the developer.

Machine Learning (ML) "Gives computers the ability to learn
whitout being explicitly programmed".

Recommendation system A system that produces personal
recommendations in some form or way, for example movie
recommendations.

Multi-category recommendation system Same as above but with
the important caveat that the system needs to handle more then one
category, for example movies and books.

Multiple categories The use of several objects/nouns. For example
book, movie, restaurant.

Cross-correlation Finding patterns between multiple categories,
as in a multi-category recommendation system.





Chapter 1

Introduction

In 1952 Arthur Samuel wrote the very first machine learning program
for the game of checkers, where the computer improved by analyzing
which moves resulted in winning rounds [1]. This was 66 years ago,
but is still relevant. An even bigger achievement occurred in Seoul,
South Korea between 9-15 March 2016! Mr Lee Sedol, one of the
greatest Go1 players in the last decade, was defeated by the machine
AlphaGo in a game that ended 4-1 [2]. AlphaGo, a machine that learned
to play the game entirely through observing (supervised learning)
thousands of amateurs and professional games and draw conclusions
from this [2]. This system "somehow taught the world completely new
knowledge about perhaps the most studied and contemplated game
in history."[2]. A huge breakthrough in the field of machine learning.
However, in October of 2017 AlphaGo Zero was released. A system that
instead of observing games, played against itself over and over again
(unsupervised learning), this system later defeated AlphaGo with 100-0
[2].

This technology is not just for games, machine learning
"[...] algorithms enable computers to communicate with humans,
autonomously drive cars, write and publish sport match reports, and
find terrorist suspects"[1]. Machine learning is used in application one
uses daily, take the Spotify recommendation system as an example.
Their Discover weekly is really just an algorithm that maps out tastes
for every user and then gives recommendations based on this [3]. This
service is extremely popular and as of mid 2016 40 million users had
used the service and played over five billion songs [3].

Due to the extreme popularity and development in the field,
machine learning has recently experienced an increase in usability,
both for companies and developers. Giants like Google and Amazon

1Go is an abstract strategy board game where two players compete in obtaining
the most amount of territory on the playing-board [2]

1



2 | CHAPTER 1. INTRODUCTION

now develops their own frameworks, accessible to anyone, anywhere.
The hope is that even the novice developer should be able to develop
something with machine learning, without having a PhD in the area.
The accessibility is key here and there is only a matter of time, before
every day applications start to implement machine learning into their
systems. Thereby, projects involving these techniques are highly
relevant and sought after.

1.1 Problem definition

Recommendation systems have been an essential part of company
infrastructure and sales techniques for quite some time, which in
cases has lead to economic- as well as technological growth. Google,
Netflix, Amazon and Spotify are a handful of well known companies
famous for their recommendation systems and their technological-
and economical growth. A recommendation system today is a
broad subject and can, on a high abstraction level, be divided into
different areas with different implementations for different occasions.
Some systems might recommend films and some might recommend
products you should buy. These recommendation systems have been
built in a variety of different ways/techniques, and recently there has
been an increase within implementations using machine learning. The
increase of available machine learning frameworks have resulted in a
spree of availability, technology now accessible by any developer.

Building a recommendation system using machine learning
algorithms has been done for a long time. It is actually quite self
explanatory to use these together if one thinks about it. Personal
recommendations are based on data, and more data (often) means
better recommendations. Machine learning can make use of the fact
that the user will add more data as time passes by, and therefore give
better recommendations.

Finding an implementation of a recommendation system that
supports multiple categories is not an overly difficult task. There are
some well known implementations by companies such as Google and
Amazon, that takes it to the next level, by implementing cross category
recommendations.

Now, the question arises; Would it be possible for two
undergraduate students, in their third and final year, to design and
implement a recommendation system built for multiple categories,
using machine learning techniques and algorithms? With the caveat
of having no prior knowledge of either recommendation systems nor
machine learning. The problem definition is therefore as follows
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THE PROBLEM DEFINITION

Is it possible for two, third year, undergraduate students
with no prior knowledge of neither machine learning nor
recommendation systems to (in the given time frame and with
no funding) develop a recommendation system spanning over
multiple categories?

This problem definition can be broken down into several sub
questions, for more details see the crux (similar to the grey box above)
located in the beginning of some of the chapters. If these questions
can be answered and validated using a prof of concept implementation
then the problem definition has been answered. A positive result to the
problem definition would be a good indication that machine learning
has actually become widely accessible, at least for an undergraduate
student that have not read any classes in the subject of neither machine
learning nor recommendation systems.

Due to the fact that the problem definition clearly states that
the authors does not have any previous knowledge in the area of
machine learning, recommendation systems nor the future chosen
programming language (Python). The most important aspect of the
paper, therefore, became to absorb the infinite number of resources
available covering the areas, instead of merely looking at previous
works and implementations. Resulting in that the authors studied the
material in a more thorough level in order to design a system from the
ground up and at the same time gain knowledge in these areas. These
sources are referenced throughout the paper and one can follow these
for even greater understanding of the presented knowledge.

1.2 Purpose

This thesis can be used for information purposes by individuals
or companies. Individuals can use it as a reference when doing
their own work and also as evidence that someone with limited
background knowledge can actually use machine learning in everyday
applications. The individual can also get a good grasp of how one can
structure such a project. This thesis will also be useful for companies
that want to explore how they can use recommendation systems in
their applications, to potentially increase revenue. The thesis also
includes some of the frameworks that can be used to be able to save
resources and budget when implementing a solution. However the
thesis will also be highly relevant for someone interested in cross-
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correlation recommendation systems, and how one can attempt to
solve that problem.

Furthermore, the knowledge gap to be filled, relates to the most
important aspect of this project; To explore the presented areas
from a third year undergraduate students perspective. Giving
other developers in the same situation a jump start in their work
with recommendation systems and machine learning, since these
individuals does not need to do the thorough background study nor
the mistakes made in this paper.

1.3 Delimitation’s

This project includes many different subjects, such as machine
learning techniques and recommendation system algorithms. These
subjects are limited by not going into greater detail than what
is necessary in order to understand how the final solution is
implemented and its underlying theories. However, sometimes
decorative but shallow examples are presented, providing a deeper
understanding of an algorithm or subject in question. These examples
are limited by not attempting to explain the underlying theories of
why the algorithms are proven to work, how good they are, and if
there are any better algorithms. Answering these question is a thesis
on its own, for the interested reader one can follow the references
given.

Further, the project has to result in a system that can be
implemented, thereby providing evidence for the proposed design.
The resulting system will have a set of directives meaning that the
final version of the recommendation system has to satisfy a set of
requirements, see 5.3.1 Requirements.

The project will be performed in an iterative manner, more
precisely, by following the Stage-Gate model. This will be further
explained in Part II Method & Result.

1.4 Outline

This thesis will contain five major parts, all of which will cover crucial
parts of the project.

Background Here the required background knowledge will be
presented. Focusing on recommendation system approaches, machine
learning algorithms, frameworks, services and also how one can
evaluate an implementation.
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Method The project plan, process method, requirements and design
plan will be described. Resulting in a better understanding of the
project and also how the previously obtained knowledge can be used
in an actual implementation.

Result This section will present two major results. First the
recommendation system performance metrics in the form of precision
and recall. Secondly, the project result will define where time was
placed and what economical cost the project presents.

Discussion The results will mainly be discussed, but also the project
overall. Was the result satisfactory? Are the results relevant and
accurate? How will machine learning affect society?

Conclusion This section will recap the project and its outcome. It
will also cover if it is relevant to continue the implementation and
what parts future work should focus on.





Part I

Background
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Chapter 2

Recommendation systems

There are many proven recommendation system approaches. These
approaches has been tested and analyzed and is something everyone
interesting in the field should know about. Normally these different
approaches varies in the way the data is processed and handled. Three
of the most well known approaches will be presented. These are:

Collaborative filtering Derives from grouping users together in
neighbourhoods and give recommendations based on each other [4].

Content-based filtering Examines the users previously rated items
and their attributes, patterns can hopefully be found and from that
recommendations can be made [5]

Hybrid filtering Is a combination of the two.

AFTER READING THIS CHAPTER ONE SHOULD BE ABLE TO

ANSWER THE FOLLOWING SUB QUESTIONS

Which approaches are commonly applied when implementing a
recommendation system? What is the purpose of these different
approaches? Why choose one over the other?

However if these techniques are already familiar to the user, feel
free to skip this part.

9
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2.1 Collaborative filtering

Giving and receiving recommendations have long been done between
peers in the so called mouth-to-mouth approach. Having a book club
with a few friends sharing the same interest and values is a way of
receiving recommendations. This is what Collaborative filtering (CF)
derives from, grouping users together in neighbourhoods and give
recommendations based on each other [4].

An example would be if there has been created a neighbourhood,
which might be based on user history, consisting of user U1 and U2.
The CF system would then recommend U1 the items U2 gave a high
rating and vice verse. Items already rated by U1 and U2 are not of
interest for the CF system. This can be represented as in Figure 2.1,
where the shaded area represents the items U2 has rated and that
should be recommended to U1.

Figure 2.1: The correlation
between U2:s items that

should be recommended to
U1

A CF system can be approached in many different ways, two of
them are user-based or item-based. The user-based approach means
that the neighbourhoods are created of users that has seen or rated
the same items, much like the example previously described, which
means that previously rated items by a user plays a fundamental role
in ’choosing’ neighbourhood [4]. The item-based approach is based
on the theory that taste among users is almost constant over time.
Therefore different items creates neighborhoods based on which users
has rated the item [6].

There are some challenges with CF. An obvious one is the problem
where there are few users and a lot of items, resulting in difficulties
creating the neighborhoods because of the difficulty finding
overlapping ratings [7]. Another problem is that recommendations
can only be made of items with a rating. CF also have troubles with
the so called cold start problem, meaning that new users will not be
able to get recommendations because they have no history and can
therefore not be put in a neighborhood [8]. One way of resolving this
is to put new users in a generic neighborhood and when the time is
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right move them to a ’real neighborhood’.

2.2 Content-based filtering

In Content-based filtering (CBF) history is of most importance. By
examining the users previously rated items and their attributes,
patterns can be found and from this recommendations can be made
[5]. A very simple example would be if a user has visited a few
pizzerias in Barcelona then an obvious recommendation would be
another pizzeria in Barcelona that the user has not rated. This is
because the user clearly likes to eat pizza in Barcelona. However one of
the hard parts about CBF is to choose which attributes that should be
used as delimiters and how these will relate to the history of the user.
In the example about the pizzerias the attributes where restaurant type
and location. For a movie recommendation algorithm, however, these
attributes would probably be some characteristic facts about the movie
which could be genre, length, production year and actors. As seen
these attributes will vary enormously depending on what should be
recommended.

Finding similarities among different items can be done in many
different ways, with one of them being cosine similarity. Cosine
similarity is a distance metric calculating angles between item vectors
on a coordinate space resulting in a cosine value [9].

similarity(i, j) = cos(i, j) =
i · j

||i||2 ∗ ||j||2
(2.1)

This cosine value can then be used to determine how well the item
correlates to the users rated items. A low cosine value probably means
that the item should be recommended to the user.

A little more elaborate example, continuing in the movie track,
could be as follows; A user has given positive rating to movies M1
and M3. From the table with all the movies including movies already
rated by the user (Table 2.1) the system detects that M5 has the same
category, almost the same length, and the same actor as M1 that the
user already seen and rated positively. This movie will result in a low
cosine value and therefore be recommended to the user.

A CBF system suffers, like the CF system, from the cold
start problem in the way that whiteout any user history no
recommendations can be made. However the CBF system can, unlike
the CF system, recommend items that has not been rated by any user
because, as described, CBF does not compare users. CBF is not perfect
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Table 2.1: A database consisting of several movies and there different
attributes, used with for example the CBF approach

Movie name Genre Length Prod. Year Actor
M1 Comedy 120 1948 John
M2 Horror 90 2005 Carmen
M3 Comedy 111 1962 Marissa
M4 Action 240 2013 Jason
M5 Comedy 115 1955 John
... ... ... ... ...

and has a major drawback in the way that it is not unpredictably in the
way that if the user only has a history of comedy movies then it will
only be recommended comedy [7]. For some systems this might not
be a problem at all, and CBF is then the approach to use.

2.3 Hybrid filtering

This approach is a way of combining CF and CBF to reduce the
weakness of the two systems. By using the positive side of
both methods, the two can be exploited and the accuracy of a
recommendation will most likely increase. To make this possible a
set of rules is made, stating how the results from these two different
systems should be recommended and prioritized. The more well
defined these rules are the better recommendations will be made. In
its simplest form hybrid filtering is not more complicated than that.



Chapter 3

Machine learning

A machine learning system can be described in many different ways,
the reason for this is because there are many different ways of
implementing a system that uses machine learning. But on a high
abstraction level, a machine learning system could be described as; A
system or a procedure where the system is fed a "training set" analyses
it and proceeds with attempting to estimate a function, the more the
system trains the more accurate the estimations become. With the
important caveat, of not being explicitly programmed or "told, what
to do".

Further important aspects of machine learning systems are that
they are divided in two different ways of learning, namely supervised
and unsupervised learning, much like how humans are taught and
learn.

Supervised learning refers to learning where, someone is required
to accommodate the algorithm with input and desired output in order
to be able to get satisfying feedback during training [10, section 1.3.5].
This can be achieved through feeding the system with labeled data,
in other words, the system can check what the correct answer is by
examining a label. For example, if the algorithm receives a bunch
of images labeled as dogs and cats it can first, try to guess what the
object in the image is and then examine the label in order to confirm
or invalidate the result.

Unsupervised learning is quite different, mainly in the sense that
it does not need labeled data in order to make qualified guesses and
estimations. It works similarly to the way humans see patterns, when
one look at some particular object, one merely observe what the object
look like without any other purpose than identifying it. Unsupervised
learning works in a similar way, when it examines some object it looks
for patterns without having a particular goal, other than concluding
patterns from the data itself.

13
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AFTER READING THIS CHAPTER ONE SHOULD BE ABLE TO

ANSWER THE FOLLOWING SUB QUESTIONS

What are some of the available machine learning algorithms?
What is the purpose of these algorithms? Are there any useful
frameworks when applying machine learning? How does one
evaluate a machine learning implementation?

3.1 Algorithms

Machine learning has several useful algorithms. Describing all of
them would be a project on its own. However to know a bit of some
of these algorithms is of most importance for this thesis. Therefore
seven well known algorithms will be presented and described. A short
introduction to these are:

Decision tree Can in its simplest form be presented as a set of if-then
rules presented in the form of a tree [11, Ch. 3].

Neural networks Can in its simplest form be built and explained
using perceptrons. Which can be expanded and implemented in ways
so that a resulting system learn by observing data, and figures out its
own solution to a problem at hand.

Naive Bayes Classification Is based on Bayes Theorem and
Conditional probability theories. A combination of these can be used
in order to implement classification, by calculating and comparing
probabilities.

Nearest Neighbor Estimators Is a classification algorithm that stores
all available training data in a graph representation, where the training
data then can be classified using a distance metric.

Regression analysis using Gradient Descent A statistic tool to find
the best fitted line for some data. Gradient Descent will try to reduce
the prediction error.

However if these algorithms are already familiar to the user, feel
free to skip the upcoming part.
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3.1.1 Decision tree

According to Tom M. Mitchell in Machine Learning 1st edition [11, Ch. 3]
decision trees can, in its simplest form, be seen as a set of if-then rules
presented in the form of a tree. The following section will be based on
the same source, if not stated otherwise.

Decision trees can be described as a tree of some outcomes and
attributes answering a specific question, for example "Should I buy
this shirt?". The tree is represented by a set of nodes, and their
respective branches. Wherein the nodes in the tree contains an
attribute, correlated to the question in mind, with each interconnected
branch stating a possible outcome. Building and traversing the three
is done by starting at the top most node, called the root node, and then
trot down with the path decided by ones outcome of every attribute.
In Figure 3.1 the question is whether one should go swimming or
not, here the root node attribute is Forecast and it has three correlating
outcomes. After deciding the outcome for that node one can traverse
down the tree, until a branch without a node is allocated. The answer
has been found!

While used in many different areas, decision trees are in the
area of machine learning commonly connected to problems where
the following characteristics are included; Attribute-value pairs are
implemented wherein each attribute only has a few amount of
different outcomes or values, such as Water is cold, warm or tempered.
Furthermore, the expected outcome is trivial, or discrete, such as
a boolean value, a simple yes or no, maybe a good or bad result is
excepted. However, the outcome could also be some real-value output,
though this seems to be less common. Another characteristic is that
training data may contain errors, or even missing data attributes.
In the example below, see Table 3.1, one could be missing the
Water Temp for one or more days, and still implement a decision
tree with success. Remember, these are some characteristics of
problems wherein decision trees usually are appropriate to use, and
it is not difficult to realize that many different problems fit these
characteristics.

In order to construct a tree, different algorithms may be used,
one of them being ID3 which is designed to construct a decision tree
wherein the most valuable attribute is at the root node. That means
that any attribute that have a lot of impact on the outcome will be
placed higher up, or earlier on, in the tree. It is therefore important
to calculate an information gain metric for each attribute, and in
order to do this one must understand entropy, which is a measure
of (im)purity of a set of training examples. If the target attribute is



16 | CHAPTER 3. MACHINE LEARNING

anything more than just a Boolean the following is used

Entropy(S) ≡
c∑

i=l

−pilog2pi (3.1)

Where c is the set of target attributes and pi is the set of S belonging
to the class i. The use of log2 is because entropy encoding lengths is
measured in bits.

Information gain is simply put as "the expected reduction in
entropy caused by partitioning the examples according to this
attribute". Knowing entropy, this can be calculated

Gain(S,A) ≡ Entropy(S)−
∑

v∈V alues(A)

|Sv|
|S|

Entropy(Sv) (3.2)

Wherein the gain of an attribute (A) relative to a set of examples (S)
is denoted as Gain(S,A). Values(A) is here all the possibly values of
attribute A, and Sv is a subset of S. Note that the first term in formula
3.2 is simply the entropy of set S and the second term is the expected
entropy after S has been partitioned using attribute A. Because of this
Gain(S,A) can be said to be the expected reduction in entropy when
one knows the attribute A.

Following is an example where the target attribute GoSwim, can
have value yes or no, based on the value of other attributes regarding
each day in question. When the training data is available (Table 3.1)
one can start to examine it, first of all, by calculating the entropy of
the GoSwim column. This will be achieved by examining how many
times a person has decided to swim, and how many times a person
decided not to swim, the notation [7+, 3−] is used to illustrate that a
person swam seven times, and did not swim three times. After which
it is only a matter of calculating, using the entropy formula.

Entropy([7+, 3−]) = − 7

10
log2

( 7

10

)
− 3

10
log2

( 3

10

)
= 0.88 (3.3)

In order to calculate the actual information gain from an attribute,
Gain(S,Water Temp), formula 3.2 can be applied. First of all, one has
to calculate how many times, according to table 3.1 someone has (not)
gone swimming while the water temperature was hot, respectively
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Table 3.1: Training set used in order to decide if one should go
swimming or not

Day Forecast Water
Temp.

Distance Wind GoSwim

D1 Sunny Hot Far Weak No
D2 Rainy Hot Near Strong Yes
D3 Cloudy Hot Far Weak Yes
D4 Sunny Cold Near Strong No
D5 Sunny Hot Near Strong Yes
D6 Rainy Cold Near Strong No
D7 Cloudy Hot Far Strong Yes
D8 Cloudy Hot Near Weak Yes
D9 Rainy Cold Near Weak Yes
D10 Sunny Hot Far Strong Yes

cold. For clarification, SHot ← [6+, 1−] denotes that someone has
taken a swim six out of seven times when the water temperature was
considered to be hot. After the calculations have been performed,
one can see that the Gain(S,Water Temp) for the attribute Water Temp
resulted in 0.191.

V alues(Water Temp) = Hot, Cold

S = [7+, 3−]
SHot ← [6+, 1−]
SCold ← [1+, 2−]

Gain(S,Water Temp) = Entropy(S)−
∑

v∈{Hot,Cold}

|Sv|
|S|

Entropy(Sv)

= Entropy(S)− 7

10
Entropy(SHot)

− 3

10
Entropy(SCold)

= 0.88−
( 7

10

)
0.59−

( 3

10

)
0.92

= 0.191 (3.4)

The only thing left for ID3 to do, is to actually calculate the
information gain from all the other attributes within the training set,
compare them with each other, and pick the one with the highest
gain value. Following is the result of the calculations for any other
information gain attributes in the set.
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Gain(S, Forecast) = 0.88−
( 4

10

)
1−

( 3

10

)
0.92−

( 3

10

)
0

= 0.204

Gain(S,Distance) = 0.88−
( 4

10

)
0.81−

( 6

10

)
0.92

= 0.004

Gain(S,Wind) = 0.88−
( 4

10

)
0.81−

( 6

10

)
0.92

= 0.004 (3.5)

Now that this has been done, one can clearly see that the highest
value, .204, is connected to the attribute Forecast, thereby ID3 selects
Forecast to be the very top node in the tree. The decision tree now
looks like the tree in Figure 3.1. The next challenge is deciding what
attributes to add to each respective branch of the tree, and the method
is surprisingly straightforward. Expansion of the tree is performed
by further selection of any attribute with the highest information gain
relative to the new subset, for example, if one goes down branch
Sunny, the subset Gain(SSunny, A) is used, where A is an attribute.

Figure 3.1: A
partially learned

decision tree
trying to answer

the question if one
should go

swimming or not
(GoSwim)
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Following, is an example on how the continuous calculations
within the subset Gain(SSunny, A), would look like. First of all, one
must figure out the entropy of the subset, SSunny, and then each
attributes new entropy within the new subset. That information is
then used in order to calculate each attributes new information gain,
and once again, ID3 picks the attribute that has the highest information
gain value, in this case Gain(SSunny,Water Temp).

Gain(SSunny,Water Temp) = 1−
(3
5

)
0.92−

(2
5

)
0

= 0.448

Gain(SSunny,Wind) = 1−
(1
5

)
0−

(4
5

)
0.92

= 0.2

Gain(SSunny, Distance) = 1−
(2
5

)
1−

(3
5

)
1

= 0 (3.6)

A new child node can then be added to the left branch of the tree, that
is on the Sunny branch, holding the attribute Water Temp. Note, how
this new subset only has two outcomes and that Water TempCold ←
[0+, 1−] results in a branch where the answer is NO, in other words,
do not go swimming. In a similar manner the rest of the tree can now
be calculated.

A further implementation of decision trees is an implementation
called Random Forrest (RF). Leo Breiman, former researcher at the
statistics department at University of California, stated the following
regarding RF in his paper RANDOM FORESTS [12]: "Significant
improvements in classification accuracy have resulted from growing an
ensemble of trees and letting them vote for the most popular class." [12,
p.2]. There is much more to say about RF, for the interested reader
see Breiman(s) paper.

3.1.2 Neural networks

The following section will, if not stated otherwise, be based upon
a book provided by Ian Goodfellow, Yoshua Bengio and Aaron
Courvillebook called Deep Learning [13].

Neural networks can in its simplest form be built and explained
using perceptrons. A perceptron can be seen as a node that takes
multiple binary inputs, x1, x2, ..., and responds with a single binary
output [14]. The inputs will in turn have weights w1, w2, ... denoting
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their importance for the output [14]. All this can be described with the
perceptron rule

output =

{
0 if w · x+ b ≤ 0

1 if w · x+ b > 0
(3.7)

where w and x are vectors and w · x the dot product. The b denotes
the perceptrons bias which denotes how easy it is to get the output to
one [14]. Remember the logic function NAND (not and)? This function
can easily be implemented using one perceptron with two inputs. The
two inputs will have weight -2 and the bias will be set to 3. Now input
00 will produce the output 1, because ((−2) ∗ 0 + (−2) ∗ 0) + 3 = 3

which is positive (note that explicit multiplication is used in the form
of ∗). Meaning that the output becomes 1. Because the NAND gate is
universal for computation, any logic gate can be implemented with
one or several perceptrons. However as of this far there has not
been any learning involved. Luckily perceptrons can be extended
to use learning algorithms to automatically fine tune the biases and
weights. To do this there is a need of more precise outputs, not only
binary, in order to find the best result. "Small change in the weight
or bias must result in small changes in the output". This is done by
using an activation function on the output. This means that several
perceptrons and activation function(s) can form a neural network
that can learn to solve problems without being programmed by a
developer, as scientist Michael A. Nielsen states:

"[...] in a neural network we don’t tell the computer how to solve
our problem. Instead, it learns from observational data, figuring out
its own solution to the problem at hand."[14]

There are several approaches to achieve this, one of them being
Convolutional neural networks (CNN) which is an implementation
or type of neural network that focus on using a mathematical
operation called, yes, a convolution. A general explanation of a
convolution is according to MIT "[...] an operation on two functions of
a real-valued argument. "[13, p.327]. This paper will not be going into
any more depth than giving a general description of a convolution,
feel free to read more on your own.

In Adit Deshpande excellent article [15] he explains how CNN(s)
are commonly related to image recognition and image classification
problems. These problems are in general solved by examining low
level features in an image, such as curves, lines or edges. By adding
multiple convolution layers one is able to build up more abstract
concepts, thereby identifying even more details in an image. Resulting
in, each layer sending its calculated output as input into the next layer,
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ending with a fully connected layer wherein, the probability for each
possibly output is included.

Before diving into an example, one has to know how a computer
visualizes an image, and in difference to humans, it sees it as a set
of numeric values. For example, a JPG image of size 1280x1280, will
result in a representative array, of size 1280x1280x3 where the 3 refers
to RGB values. Each value in the array will range from 0-255 which
defines pixel color intensity. This knowledge can be used by the CNN
in order to identify features in an image, with the help of filters and
convolutions. Filters are represented as other images, that in turn
are represented as arrays, often visualized in a matrix representation.
Now, this filter can be convoluted over the image that the system is
trying to classify. In an attempt to clarify an example based on Adit
Deshpande article [15] including only the first layer of a CNN, in a high
level perspective, will follow.

The example begins by defining what filter will be used by the
CNN, and in this case the filter can be seen in Figure 3.2, wherein
the matrix representation also is visible, the filter is of size 7x7x3.
The input image, that is about to be identified or classified, can be
seen in Figure 3.3, the size of the image is 32x32x3. Now, the filter
can slide or convolve around the input image. This means that the
filter, will for example be placed at the top left most corner of the
image, and the corresponding element wise multiplication will be
performed resulting in a single value result. This will be repeated for
each possible combination of pixels within the image, that is, the filter
will move one unit, after each computation has been performed.

Figure 3.2: Filter
image with

corresponding
matrix, for the

example scenario

One noteworthy calculation is when the filter has convoluted to
the far right, see Figure 3.4, where the square represents the filter. The
calculation for this would result in the matrix computation seen in
calculation 3.8.
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Figure 3.3: Input image for the
example scenario

Figure 3.4: Filter
matches input

image with
corresponding

matrix



0 0 0 0 0 0 0

50 50 50 0 0 0 0

0 0 0 50 50 0 0

0 0 0 0 50 0 0

0 0 0 0 0 50 0

0 0 0 0 0 50 0

0 0 0 0 0 0 0


∗



0 0 0 0 0 0 0

30 30 30 0 0 0 0

0 0 20 30 30 0 0

0 0 0 0 30 0 0

0 0 0 0 20 30 20

0 0 0 0 0 0 30

0 0 0 0 0 0 0



Matrix calculation = (50 ∗ 30) + (50 ∗ 30) + (50 ∗ 30) + (50 ∗ 30)+
+ (50 ∗ 30) + (50 ∗ 30) + (50 ∗ 30) = 10500 (3.8)

Note, how this results is a large number, or in other words, there
are similarities between the filter and the comparative image. Meaning
that there is probably a match. Another illustrative calculation occurs
when there is little to no similarities between the filter and the image,
for example, see Figure 3.5, where the filter is further down than
before. This scenario leads to the following matrix multiplication, for
actual calculation see 3.9.



CHAPTER 3. MACHINE LEARNING | 23

Figure 3.5: Filter
does not match
the input image

with
corresponding

matrix



0 0 0 0 0 0 0

50 50 50 0 0 0 0

0 0 0 50 50 0 0

0 0 0 0 50 0 0

0 0 0 0 0 50 0

0 0 0 0 0 50 0

0 0 0 0 0 0 0


∗



0 0 0 0 0 0 0

0 0 0 0 0 0 0

0 0 0 0 0 0 0

0 0 0 0 0 0 0

0 0 0 0 30 0 0

0 0 0 0 30 0 30

0 0 0 0 30 30 0



Matrix calculation = 0 (3.9)

Note, how this results in a small number, in this case zero, in other
words, there are no similarities between the filter and comparative
image.

3.1.3 Naive Bayes Classification

Naive Bayes is an algorithm based on the Bayes Theorem and
Conditional Probability theories [10, p.22] [16].

Conditional Probability is sometimes refereed to as "the
probability that something will happen, given that something else
has already happened". If there is an evidence (E) and outcome (O)
the probability of obtaining both E and O would be derived as the
probability of O occurring multiplied by the probability of E if O
happened. [16]

P (Outcome & Evidence) = P (Evidence|Outcome) ∗ P (Outcome)

(3.10)

The Bayes Theorem is designed to calculate the possibility of a
specific outcome happening, given a certain event. This is useful in
many situations. An example would be if lets say that programming
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is related to hair-color, then knowing the hair-color of a person would
mean a better assessment in determining if they are programmers
or not compared to not knowing their hair-color. So calculating the
probability of observing O given that E is true can be derived as the
probability of observing E given that O is true multiplied with the
probability of observing O divided with the probability of observing E
[10, p.22]. As the formula states

P (Outcome|Evidence) =
P (Evidence|Outcome) ∗ P (Outcome)

P (Evidence)
(3.11)

As of this far there have only been one evidence, however in
real world applications there is a need of predicting the outcome
given multiple evidences. This can be done using Naive Bayes
by treating each evidence independently, resulting in the algorithms
name. Calculating the outcome from multiple evidences can be
derived as the probability of E if O happened for every evidence
multiplied by the prior probability outcome divided by the probability
of multiple evidences. [10]

P (Outcome|Evidence) =
P (Likelihood of Evidence) ∗ P (Prior outcome)

P (Evidence)
(3.12)

Some important notes would be that if P (some Evidence|Outcome)

is 0 then the entire probability becomes 0 and because everything is
divided with P(Evidence) there is sometimes no need to calculate this.
However a more interesting part of the formula is the notion that one
multiplies by the prior, the reason is to give high probability to more
common outcomes and vice verse, this is sometimes called base rates.
[10]

As for an example on how the Naive Bayes algorithm might work;
Imagine that there are 1000 different instruments, and 500 of them
happen to be guitars, 300 trumpets and 200 random instruments. The
system only knows about three different characteristics, whether it is
long, whether it has strings and if it is made out of brass, see Table 3.2.

This data alone allows anyone to pre-compute quite a lot of
information about the system, as it stands right now the following
elements are of importance:

Base rates can be calculated, in other words, basically as if the
system would be guessing what instruments it sees, based on the data
it has. The calculation looks like this
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Table 3.2: A training set used in order to predict what instrument one
encounters. Each set of differences (for example Long, Not Long) must

add up to the total number of instruments of that sort.

Instrument Long Not
Long

Strings No
Strings

Brass No
Brass

Total

Guitar 450 50 500 0 120 380 500
Trumpet 50 250 0 300 300 0 300
Other 100 100 75 125 130 70 200
Total 600 400 575 425 550 450 1000

P (InstrumentN) =
TotalN
Total

(3.13)

where N denotes the instrument type. P(Guitar) would then result
in 0.5, in other words P (Guitar) = 0.5.

Further, one can now also calculate P (Evidence), in other words
the pure statistical probability one sees right now.

P (EvidenceN) =
TotalN
Total

(3.14)

where N denotes the instrument characteristic (Long, Strings,
Brass, etc.). For example there is a 0.6 percent probability of an
instrument being long, in other words P (Long) = 0.6, according to
the training data.

Available for calculation is also P (Likelihood of Evidence), in other
words, how likely is it that a Guitar is long?

P (Characteristic|Instrument) =
TotalCharacteristic

TotalInstrument

(3.15)

Note, how the P (Strings|Trumpet) is zero, since the data-set has
not encountered a trumpet with strings, while P (Long|Guitar) = 0.9.

Now to the most important question herein, how do one classify
an arbitrary instrument? First of all, one need to be provided
with information about the instrument, such as; Is the instrument
long? Does the instrument have strings? Is the instrument made
out of brass? After which one can try and answer the question,
whether or not the instrument is a guitar, trumpet or some other
instrument. By running the numbers for each of the outcomes, once
for guitar, trumpet and other instruments, one can simply pick the one
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which results in the highest probability and classify the instrument as
belonging to the corresponding class. As for an example, if one are
given an instrument with the characteristics, it is long, has strings and
is not made out of brass, the system would do the following:

P (Guitar|Long, Strings and NoBrass) =
(0.9 ∗ 1 ∗ 0.76) ∗ 0.5

P (Evidence)

=
0.342

P (Evidence)

P (Trumpet|Long, Strings and NoBrass) = 0

P (Other|Long, Strings and NoBrass) =
(0.5 ∗ 0.375 ∗ 0.35) ∗ 0.2

P (Evidence)

=
0.033

P (Evidence)
(3.16)

Naive Bayes has here been used in order to classify an instrument.
One can clearly see, by simply calculating and comparing the two
probabilities, that 0.342 >> 0.033.. The system then picks the class
with the highest probability, in this case a guitar. Note, how the
trumpet gets zero probability, since none of the trumpets in the test
data has any strings.

3.1.4 Nearest Neighbor Estimators

The nearest neighbor estimator algorithm (NNE) is widely
implemented in systems that need to classify data within an
already existing set or multiple sets of training data. The actual
classification is achieved by storing all available training data in a
graph representation. This can then be used in order to classify new
data points, and with the help of distance functions one can calculate
the distance between new data and neighboring already existing data
points [17]. Thereby classifying new data, with the help of already
existing data.

The most basic implementation of the algorithm uses only one
data point, namely the nearest neighbor, this implementation is
referred to as the 1NN implementation. However, a more complex
implementation is the K nearest neighbor implementation (kNN),
which uses the K nearest neighbors from the training data in order
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Figure 3.6: kNN Density
Estimation with k=5 (Adapted

from slide 3 in [18])

to classify new data [18]. Generally NNE is considered to be a "lazy"
algorithm since it does not generalize beyond the training data until a
new query with unclassified data is submitted. Being a lazy algorithm
often means greater storage requirements but fewer computational
costs during training, compared to the opposite, an eager algorithm.

There are a couple of difficulties to overcome when implementing
kNN, first of all, calculating the area of interest. In Figure 3.6 the larger
circle represents the area of interest. In order to calculate this area, one
has to start with the non-parametric density estimation...

p(x) =
k

NV
(3.17)

...and extend it to a kNN density estimation [18].

p(x) =
k

NCDRD
k (x)

(3.18)

k is the number of data points within the area of interest, N is the total
amount of data points and V is the volume surrounding x. Further
more, the kNN density estimation formula, 3.18, uses CD to denote
the unit sphere volume in D dimensions. While RD

k (x) is denoted as
the estimation point x and the distance to its k:th closest neighbor.

One of the most important ingredients in the algorithm is the
ability to calculate the distance between points, in this case the newly
added point and the nearest neighbor. There are three formulas often
used, namely Euclidean [17],

√√√√ k∑
i=1

(xi − yi)
2 (3.19)

Manhattan [17],



28 | CHAPTER 3. MACHINE LEARNING

Figure 3.7: Finding the class label
for Xu from a total of three

classes (Adapted from slide 9 in
[18])

√√√√ k∑
i=1

|xi − yi| (3.20)

and Minkowski [17].

(
k∑

i=1

(|xi − yi|)2)

)1/q

(3.21)

One can choose the formula most suited for the circumstances.
Intuitively kNN can also be used in order to find a class label for an

example point Xu, by finding the k closest neighbors and assign Xu to
the class that most frequently appears in the k neighbors subset [18].
In Figure 3.7, Xu most frequently appears in class w1 and therefore Xu

is assigned to that class.
NEE can in some cases become impractical and inefficient. For

example imagine that one is given a set of N points in a D-dimensional
world and is asked to find the nearest neighbour to x. An obvious
approach would be to compute N distances and finding the smallest,
using one of the formulas previously presented. This would probably
work quite well for smaller values of N and D, however if N and D

is large this will be extremely inefficient [18]. According to Ricardo
Gutierrez-Osuna at Texas AM University [18] two methods are primarily
used to solve this problem and speed up the NEE, namely Bucketing
(also called Elias’s algorithm) and k-d trees.

Bucketing divides a given space D in identical cells with each
individual cells data points being stored in a list. Thereafter the
distance between each cells different data points and x is calculated
starting with the cell nearest to the query point. This search will be
terminated as soon as the query point distance to the given cell is larger
than the closest point that has already been visited.
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K-d trees can be described as a way of organizing data in a k-
dimensional space, generally a binary-search tree. One way can be to
split the data points in order to keep the same amount of data points
in each chunk, with the obvious approach of splitting the chunk in
two each time. Resulting in smaller and smaller cells that are faster to
search through with the help of a binary-search tree.

3.1.5 Regression analysis using Gradient Descent

Linear regression has long been used as a statistics tool. Primarily
useful in situations where one attempts to model the relationship
between two variables [19]. This is done by constructing a linear
equation, in other words a straight line, that fits a set of data points.
The straight line is defined by the deterministic formula

Y = b+m ∗X (3.22)

where the variable denoted as X , is called the predictor, variable Y

is called the response, the slope of the line is denoted as m and the
y-intercept as b [19]. In other words, the goal is to acquire more X

values and attempt to predict respective Y values. Linear regression
should not be a new area to a reader of this document, however a
refreshing example explaining linear regression will still be provided.
This section will also focus on how Gradient decent can be used in
order to solve linear regression problems, but first the linear regression
example.

The example is as follows, if one has a set of data points for X and
Y values, they can be plotted in a scatter plot like so, see Figure 3.8.
Linear regression, attempts to find the best fitting straight line through
the set of data points. In this simple case one could probably draw a
pretty good straight line, by hand, that would fit the data points pretty
well. However, linear regression can solve this issue using multiple
different techniques. Least squared estimation is one of many well
known techniques that estimates the (m, b) parameters, by attempting
to minimize the error sum of squares (SSE) [20]. SSE is denoted as

SSE =
N∑
i=1

(yi − ŷi)
2 =

N∑
i=1

(yi − (b+mxi))
2 (3.23)

and the estimates for the (m, b) pair can then be calculated
using regular calculus in accordance with [20, p.4]. The rest of the
calculations are not to interesting to a reader of this document, and
will therefore not be displayed. However, when one finishes the
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Figure 3.8: Scatter plot
showing a set of

example data points
for X and Y values.
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calculations one will end up with a straight line that looks somewhat
like Figure 3.9. A further explanation of SSE would according to
Stanford University be

"SSE is the sum of the squared differences between each
observation and its group’s mean. It can be used as a measure of
variation within a cluster. If all cases within a cluster are identical the
SSE would then be equal to 0." [21].

The SSE function will iterate over every single (X, Y ) data point, in
the data set. The current yi value will be subtracted by the respective
lines y-value derived from formula 3.22. By squaring this, one will
always receive a value that is positive and differentiable [22]. In the
simple case with the linear regression, SSE will indicate the distance
between the data and the regression line, therefore if SSE is low or
close to zero it means that the model has a smaller error and will give
more accurate predictions.

Gradient descent is a so called optimization algorithm that tries
to find the optimal (m, b) pair, reducing the prediction error, giving
more accurate predictions. This is done by combining gradient descent
and the previously described SSE formula (3.23). Ending up with a
scenario where it is necessary to calculate the gradient, which in this
case can be seen as a compass that will point in the correct direction
on the SSE slope. Since the goal is to minimize the SSE the expected
direction will always be downhill. To be able to compute this gradient
one needs to separate the two parameters (m, b) by computing a partial
derivative of both variables [22]
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1.37 · x− 0.13

Figure 3.9: Linear
regression finished

calculation, with
respective m and b

values.

∂SSE

∂m
=

2

N

N∑
i=1

−xi(yi − (mxi + b))

∂SSE

∂b
=

2

N

N∑
i=1

−(yi − (mxi + b)) (3.24)

Knowing this, the gradient descent algorithm can be explained in
four, steps:

1. Calculate SSE (formula 3.23) by firstly having some random
values as the (m, b) pair

2. Calculate the gradient (formula 3.24), in other words the
"compass-direction"

3. Minimize the SSE by adjusting the (m, b) pair with the help of
the gradient (m− ∂SSE

∂m
and b− ∂SSE

∂b
).

4. Calculate a new SSE with the obtained (m, b) pair

However this "four-step-guide" will not give a very accurate fit,
when done only once. As in most ML-algorithms training needs
to be done and therefore steps 2-4 will be iterated until there is no
significantly differences between the two latest SSE values. Hopefully
resulting in a rather accurate fit.

3.2 Evaluation methods

Evaluating a machine learning system is highly important to be able
to determine its accuracy. There are several ways to do this, suited for
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Table 3.3: Binary results for a recommendation (adapted from Table 1
in [24])

Recommended Not
recommended

Preferred True-Positive (tp) False-Negative
(fn)

Not Preferred False-Positive (fp) True-Negative (tn)

different scenarios. This thesis will focus on two of these evaluation
methods suited for recommendation systems namely Precision and
Recall.

Precision can, in the case of a movie recommendation system,
be described as "the probability that a recommended film is
relevant"[23], while recall is "the probability that a relevant film is
recommended"[23]. Because of this, these metrics often provide a
trade off between themselves, if more recommendations are allowed
typically the recall will improve, but the precision is likely to decrease
[24].

The reasoning behind using a metric such as precision and recall,
is application and system specific. For applications that uses binary
rating, meaning that the user either saw (1) or did not see (0) a
particular movie, one often use a variant of the metrics. The variance
uses something called False Positive, True Positive, False Negative and
True Negative. These terms can according to The Journal of Machine
Learning Research 10 (2009) [24] be described as in Table 3.3. Using
these terms the precision and recall can be obtained as follows

Precision =
#tp

#tp+#fp

Recall (True Positive Rate) =
#tp

#tp+#fn

False Positive Rate =
#fp

#fp+#tn
(3.25)

However when the ratings have weight, for example the user rates
the movie with a value, a different approach could be used. For
example, the calculations for precision and recall could look like
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Precision =
|relevant movies ∩ recommended movies|

|recommended movies|

Recall =
|relevant movies ∪ recommended movies|

|relevant movies|
(3.26)

There are however even more ways of calculating Precision and
Recall, for example Precision@k and Recall@k, see [25]. These can of
course be used, but they will not be covered here.

3.3 Frameworks

In recent years the uprising of ML in general has lead to an
uprising within ML- frameworks, their availability and usability to the
"common" developer has increased. As one might find it troublesome
to navigate the internet in the search of different frameworks and
implementations for ML, a Github repository [26] has made an attempt
in summarizing the most important frameworks and APIs on the
market. A selection of some noteworthy frameworks are presented
in Table 3.4

Table 3.4: A selection of 2017:s machine learning frameworks

Framework Developer Initial release

Deeplearning4j Skymind Feb 22, 2014

Caffe Berkeley AI
Research

Mar 20, 2014

Caffe2 Facebook Jul 22, 2017

CNTK Microsoft Jan 26, 2016

TensorFlow Google November 9,
2015

Torch Torch.ch October 2002

Theano LISA lab 2007

PaddlePaddle PaddlePaddle
developers

Sep 30, 2016

MxNet Apache Nov 10, 2015

Keras keras.io Jun 14, 2015

SciKit-learn SciKit-learn June 2007
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3.3.1 Keras

Keras is a layer of abstraction that sits on top of Python libraries
like Theano, TensorFlow and CNTK, providing an interface for deep
learning [27]. Keras is a fast growing framework that is, according to
many, likely to become a good Python API for neural networks [27].

3.3.2 SciKit-learn

SckiKit-learn is a free to use library that provides implementations of
the most well known and well defined machine learning algorithms,
as well as tools for data mining and data analysis. It is greatly
described in the paper Scikit-learn: Machine Learning in Python [28]:

"Scikit-learn harnesses this rich environment to provide state-of-the-art
implementations of many well known machine learning algorithms, while
maintaining an easy-to-use interface tightly integrated with the Python
language. This answers the growing need for statistical data analysis by non-
specialists in the software and web industries, as well as in fields outside of
computer-science, such as biology or physics" [28]

3.3.3 TensorFlow

TensorFlow is an open-source software library for Machine
Intelligence provided by Google. TensorFlow provides an
environment for deep learning and Artificial intelligence (AI)
development. The environment includes libraries such as Keras,
see 3.3.1 and also a well known library called Skflow , which is a
simplified interface for Tensorflow, eventually Skflow was merged
with Tensorflow and is as of recently called Tensorflow Learn.
However, the real strength of Tensorflow is the combined strength
of the community and companies that use Tensorflow, making it
well tested and thereby entrusted as a framework. According to a
comparative study [29, sec 4.3] between state of the art deep learning
software tools and frameworks, Tensorflow, on a single GPU, seems
to be the slowest compared to Caffe, MxNet, CNTK and Torch. Going
from one GPU to two increases the speed by 10 percent, adding two
more GPUs leads to no speed performance increase. The previous
sentence, roughly describes the same scenario regarding Tensorflow
and convergence speed, it is not too very impressive compared to
other frameworks [29, sec 4.3].
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Table 3.5: Summary of some important aspects of the TensorFlow
environment

Programming
Language

Used by Summary

Python and C API
(under

construction)[30]

Ebay, Snapchat,
Google, Intel,

Dropbox, Uber
and many more

Open-Source,
Distributed, Deep

Learning
environment by

Google

Table 3.6: Summary of some important aspects of the DL4J
environment

Programming
Language

Implementing Summary

Java, Scala,
Clojure, Kotlin

and even Python

Spark,
Hadoop/YARN

and Model import
from Keras see

3.3.1

Open-Source,
Distributed, Deep
Learning Library

for the JVM

3.3.4 Deeplearning4j

Deeplearning4j (DL4J) is an open source implementation of
deep-learning libraries for the JVM environment. The model
implementation of Keras, see section 3.3.1, leads to an JVM
environment where Python implementations and libraries are
accessible. This means that DL4J can import neural net models from
most major frameworks via Keras, including TensorFlow, Caffe, Torch
and Theano [31]. JVM as an environment brings forth a multitude
of inherent advantages, such as, being the most used programming
language in the world [32], and being a "write once run everywhere"
language, are some noteworthy benefits. Furthermore, DL4J uses
JavaCPP libraries in order to call pre-compiled C++ directly from Java,
further accelerating training speed and performance. According to
their own benchmarks [33], DL4J is equally performant as Caffe on
non-trivial image-processing tasks using multiple GPS, and better than
Tensorflow and Torch. More information regarding benchmarking of
DL4J, and how to increase performance on a DL4J system can be found
at [34].
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3.4 Services

As previously stated, machine learning frameworks have had an
uprising in availability in recent years. This is also true for machine
learning services. These services attempts, among other things,
to assist with computational power by offering external Graphical
Processing Unit (GPU) power, and consequentially speeding up the
systems learning process. These are often so called licensed software
or as some call it proprietary software. However, some services offers
limited free versions. A selection of some noteworthy services and
their pricing are presented in Table 3.7. Observe that it is difficult
to determine the exact price of these services, as they may subdue
to change, therefore the presented prices are roughly estimated. For
further information see respective service website.

Table 3.7: A selection of 2017:s machine learning services, their GPU
and estimated cost

Provider GPU Estimated Cost

Google Cloud ML [35] Nvidia Tesla K80 $0.77 gpu/h

AmazonML [36] - $0.42 /h

AzureML [37] Nvidia $9.99 place/month

IBM Watson ML [38] Nvidia $0.45/h

Skyscale [39] 4 Tesla P100 $4,200 /month



Chapter 4

Method theory

Research methods and methodologies are an essential part when
conducting research or even for a degree project, often leading to
well-founded and good quality results. Focusing on the actual work
or research is important, however it is equally important that the
foundation, or in this case the research methods are there. Not
only there, but insuring that underlying methodologies are there
from the start, since these methods will probably also affect the
outcome. Further, there are often, depending on who one asks,
different explanations for methodologies and their meanings, thereby
this section will attempt to clarify how this project defines the different
methodologies.

AFTER READING THIS CHAPTER ONE SHOULD BE ABLE TO

ANSWER THE FOLLOWING SUB QUESTIONS

What research methods and approaches are commonly used by
engineers? What is the stage-gate model? How can a machine
learning project process be conducted?

4.1 Qualitative and quantitative research
methods

Qualitative research methods focus on studying things in their
natural settings, in an attempt to approach a subject as neutrally as
possible. Often including empirical materials such as case studies,
personal experience or texts that attempts to describe the phenomena
in question. [40, p.1-2]

While on the other hand, quantitative research methods attempts
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to make sense of phenomenons by (often) examining numerical
measurements and other statistical methods. The importance of
being able to recreate generalizable results is a core function of
quantitative research methods, wherein researchers often seek a
general description and incorporate a core role of observing and
measuring. [40, p.1-2]

4.2 Inductive and deductive approach

Inductive research approaches often regards observations and
patterns as essential, leading to an insight of concepts and in cases
new theories. This research approach is often combined with the
previously explained qualitative method, by collecting data, analyzing
the data and then establish a view or theory of the phenomenon. [41]

Deductive research approach simply put, attempts to verify or
falsify theories or hypotheses. This research method is often combined
with the previously mentioned quantitative research method, wherein
large data sets are used in order to deduct and test theories rigorously.
There are definitions attempting to control and limit variance between
researchers by defining that any hypotheses should be expressed in
operational and measurable terms, including the definition of how one
should measure variables and what the expected outcome is. [41]

4.3 Stage-Gate model

The Stage-Gate model is widely recognized by companies that
successfully manages new product development (NPD). Therefore it
is essential that any project group is aware of how it is implemented
and why it works. A simplified explanation of the Stage-Gate model,
would according to Dr. Robert G. Cooper be described as:

" Stage-Gate, in simplest format, consists of (Exhibit 1):

• a series of stages - where the project team under- takes the work, obtains
the needed information, and does the subsequent data integration and
analysis

• followed by gates - where Go/Kill decisions are made to continue to
invest in the project."

This list is cited from Dr. Robert G. Cooper [42, p.2].
Further important aspects of the stage gate model, is mentioned by,

Ph.D Chief Executive officer at Stage-Gate International Scott J. Edgett.
In an overview presentation of the Stage-Gate model, he summarizes
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what features and ingredients successful companies have in common,
and it seems to boil down to to following list.

1. "Customer driven focus

2. Upfront activities

3. Tough Go/Kill decision points

4. Truly cross-functional teams

5. Top management involvement"

This list is cited from Ph.D Scott J. Edgett [43, p.1].
The main goal of using the Stage-Gate model is to ensure, that

clear goals, in this case Go/No-Go points (or gates) are in place before
the project progresses. It is also, critical that, effective gate meetings,
where the team makes decisions whether to progress or not, is in place.
"In fact, having tough Go/No Go decision meetings is one of the top drivers
of a successful Stage-Gate process" says Ph.D Scott J. Edgett [43, p.2].

4.4 Machine learning project - process
overview

In an attempt to gain some knowledge of how previous, successful
machine learning projects, have been designed Dr. Sebastien Foucaud(s)
excellent entry 8 steps to a successful machine learning project [44] will be
used as a source, mostly because Dr. Sebastien Foucaud has experience
in the field. Making these steps more suitable for this project, one
might end up with the following adaptation of Dr. Sebastien Foucaud
list in [44]:

1. Identify the required data set. What data is actually needed
for the project? Which data is relevant for movies, restaurants,
books etc. This data will later act as the attributes in the
recommendation system.

2. Identify which data that actually is available. What data is
available? Is additional data required? If so how can this be
collected/constructed?

3. Make the implementation plan. Based on the available
data what system should be built, focusing on which
recommendation approach and machine learning model that
should be used.
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4. Care for the data. Clean the data and make it ready to be used in
the future system. How can the data be accessed and used in the
system?

5. Building the product. Implementation of the system done in
small iterative steps.

6. Test and adjust. Analyze the product, what can be improved in
the future?



Part II

Method & Result
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Chapter 5

Method

In bigger projects there is a need for detailed planing and clear
definitions. This chapter attempts to fulfill these needs.

AFTER READING THIS CHAPTER ONE SHOULD BE ABLE TO

ANSWER THE FOLLOWING SUB QUESTIONS

What project process and research method are implemented
during the course of this project? How is the Stage-Gate model
applied? What requirements must the system meet? What
different design and implementation choices should bee made?
What techniques will be applied? How will the system be
evaluated? What data will be used?

To be able to answer these question this chapter tries to clarify
which project process, technique methods and research method that
has been chosen for the project. As well as how the implementation
process will look like, and how the architecture and design for the
implementation will be decided.

5.1 Research method

The following section will formulate and present the research method
used in this project. Figure 5.1 describes different logical work steps
(each box) and how they correlate. Evaluating this model a bit further
is necessary. The logical work steps will therefore be described in more
detail to provide a overlook of how the project was conducted:

1. Problem definition
Understanding the problem at hand is of most importance.
Therefore an extensive background study was conducted.
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Figure 5.1: The researched method for the project

Spanning over a wide variety of subjects; machine learning
algorithms, available frameworks, evaluation methods,
recommendation system approaches etc. This provided the
necessary knowledge to be able to conduct a realistic problem
definition, a problem definition that shall be answered at the
end of the project.

2. Method choice
In this project, there was a requirement to include an economic
aspect, thereby the chosen project method was the economically
driven stage-gate model. This meant, that the project had to
progress through a set of given gates, in order for development
to continue. The stage-gate model strives to ensure that the
development is economically profitable, and attempts to stop
development that is not economically profitable.

3. Case study
When treading in to a new technological area, in this case,
Machine Learning and Recommendation systems techniques,
one can not except to learn everything over night. In
combination with the time requirement of the project, one has to
narrow the frames of the project in smaller, more sensible pieces.
In this case this was achieved by choosing a qualitative approach
instead of a quantitative.
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4. Problem choice
Since machine learning requires a large portion of data, a
relevant data set was highly needed. Since MovieLens [45]
(read more about this in section 5.3.4) provides several different
datasets containing movie ratings, the problem was aimed
towards giving movie recommendations.

5. Technique method
As seen the technique method evolves around three parts;
Technique, Algorithm and Evaluate which are all highly relevant
when one shall implement a ML system. Technique decides
framework and programming language to be used, the Algorithm
decides the design of the systems and which ML algorithms that
should be used, and finally the Evaluate decides how the system
shall be evaluated. All these parts is explained further in section
5.3.4.

6. Result
When one has developed a functional system the result can
be described. This should be described both qualitative and
quantitative.

7. Answer
Can the problem definition be answered? What was the
outcome? One should discuss the findings made in the project
and the relevance of continuing the work.

5.2 Project process

In table 5.1 the stage-gate model for this project can be viewed. This
is the basis of how the project will be done. However there are some
limitations, mainly in time. As a guideline each author should put in
400 hours of work into the project. This limitation boils down to how
many possibly design attempts there are time for in the project. If lets
say Gate 4 resolves in a No-Go then if time allows one can traverse back
to Stage 3 and propose a new design plan. Answering the question,
"Will this design work better?".

In a project that involves complex and big areas, like machine
learning and recommendation system, it is probably vise to work
iterative. Always take small well defined steps in order to reach the
desired goal. This project will of course follow this example. Further
on, some iterative steps in the development process (stage 3 and 4)
should be clarified in more detail, which will be done in the coming
section.
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Table 5.1: An overview of the stage-gate model for the project

Stage 1 · · · · · ·• Scoping - problem
definition

Gate 1 · · ·•
Does the project have a
clear problem
definition?

Stage 2 · · · · · ·•
Preliminary work -
background study &
methodology

Gate 2 · · ·•
Ready to propose a
solution to the problem
definition?

Stage 3 · · · · · ·•
Design plan - design a
system

Gate 3 · · ·•
Does the system
appear to solve the
problem definition?

Stage 4 · · · · · ·•
Implementation -
implementing ’prof of
concept’

Gate 4 · · ·•
Ready to present a
solution to the problem
definition?

Stage 5 · · · · · ·• Result - present result

Gate 5 · · ·• Is the result presented
quantitative?

Stage 6 · · · · · ·•

Discussion &
Conclusion - what
worked and what did
not?
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5.3 Design and implementation process -
stage 3-4

According to the previously presented stage-gate model some of the
stages need further explanation, namely Stage 3 and 4. This is because
one needs to have a clear vision of how the design and implementation
of the system shall be conducted.

The following is based on the fact that the implementation and
design will be planned and executed by the authors. Meaning that
it does not follow any tutorial or already presented implementation
for a similar system. This is because one shall be able to answer
the problem definition in a more accurate way. Following a already
known working solution can anyone do without any knowledge
in the areas. However using the previously presented knowledge
(background study) in a more practical way is a much harder task and
will help in answering if two third year undergraduate students can
make something useful in the area of machine learning and what is
required of these developers. However, reinventing the wheel is not
the purpose of the project and therefore a machine learning library
(SciKit-learn) will be used as assistance in the development.

5.3.1 Requirements

In an attempt to clearly define the system requirements, an
implementation of the MoSCoW-model will be performed. This in
combination with the project triangle, which consists of the three
corners, Functionality, Cost and Duration, with the only flexible corner
being the functionality one. In combination, the project triangle and
the MoSCoW-model can be used in order to create flexibility in one
of the corners of the project triangle, by prioritizing requirements in
accordance with the MoSCoW-model [46, p.128]. The requirements
are as follows:

• Must - requirements that must be fulfilled, in time

– Make use of machine learning, by using at least one of the
earlier described algorithms, see section 3.1 Algorithms.

– Use one of the described recommendation approaches, see
Chapter 2 Recommendation systems

– Provide evidence for the suggested solution

• Should - requirements that also must be fulfilled, but can be
fulfilled in a later time box
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– Implement cross-category recommendations, with at least
two categories

– Make several test batches, with different data for the system

• Could - requirements that would be good to fulfill, if there is
time, however not critical for the project

– Compare the system with alternative solutions, in the form
of time complexity/functionality. Improve if necessary

– Make a more generic/general implementation, instead of
only proof of concept implementation

• Won’t - requirements not set in this project but relevant for the
future

– A GUI solution that makes it possible for users to test and
evaluate the algorithms different recommendations

– Make use of some other machine learning algorithms that
has not been implemented in this project

5.3.2 Design plan - stage 3

As mention several times the intention for this project is that
the resulting system should be able to handle/give cross-category
recommendations. Meaning that the system needs to be able to
find correlations between a set of categories. This can be difficult
to achieve, for example where can one find the common delimiters
between books and movies?

In an attempt to solve this problem two systems (system 1 and 2)
will be developed. System 1 will attempt to use a variant of content
based filtering in order to determine what the user likes based on its
rating history. The result should be a system that gives weight to each
possible tag in each possible category. As an example, lets say that
system 1 can handle two categories namely Movies and Books. Assume
that this movie data set has a set of tags, for example a specific movie
could have one or more tags, such as Horror, Comedy and/or Action
bound to it. The same goes for books. This will allow system 1 to
analyze a user, examining how many tags of a particular kind it finds,
allowing system 1 to give each tag an importance rating, in this case a
weight. The weight will not only be based upon the user view history,
but also by how a user has rated a particular movie, thereby also rating
a tag. This collection of weighted tags will then be transferred to
system 2.
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Figure 5.2: An illustration of the intended end system design,
visualized in an high abstraction level

System 2 will perform the actual recommendation, by analyzing
the collection of weighted tags it received from system 1. This
recommendation process will be implemented using collaborative
filtering, meaning that every user will be assigned a group and
later be given recommendations from those group peers. The group
assignment will be done using the data from system 1 in conjunction
with the nearest neighbor algorithm. Due to the fact that this system
needs to recommend several categories one might use multi-label kNN
classification [47], in order to find the critical correlations between
different categories.

In conclusion the entire system can, because of this, be seen as in
Figure 5.2. Where the input is a user and the output a set of cross-
category recommendations.

5.3.3 Implementation process - stage 4

Stage 4 implements an iterative methodology and consist of 11 steps.
To make it a bit clearer and consist, these will be presented and
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described in the form of a list and explanatory text. The list is
divided into three main groups, namely Recommendation system for one
category, for several categories and ending with system improvements.
It is structured like this to have the ability to quickly determine if
the proposed design works for one category, if so it might be worth
exploring it further by looking at several categories.

0. Introductory stage:
This project so happens to involve many new and unfamiliar
areas for the authors of this thesis. An introductory stage is
therefore needed in order to make sure that the basics are there,
before the actual implementation of the attempted solution
can be coded. This introductory stage will consists of trying
to classify a data-set using Nearest Neighbour. Note, that the
Nearest Neighbor is the same technique this project aims to use
in the final solution. The following source was used [48].

Recommendation system for one category

1. Implementation of System 1
This version of system 1 should be able to read data from a
database/file. This data shall then be manipulated in the way
that every user gets a weight for every possible category tag.
This is done by taking the total tag rating (the sum of all ratings
for a particular category) divided by the number of times the
tags appeared (the number of times a user has rated a particular
category).

2. Implementation of System 2
This version of system 2 should be able to classify and group data
using nearest neighbor estimator, for one category. Achieved
by implementing the SciKit-learn library and making use of the
built in version of the Nearest Neighbor algorithm. System 2
should output recommendations for one category.

3. Combine system 1 and system 2
System 1 shall now be able to send its data to system 2. Meaning
that the flow presented in figure 5.2, minus multiple categories,
should by this point be implemented. As a result the system can
now receive a user and give recommendations.

4. Evaluate system, how good are the ratings?
How good is this implementation? This will be determined
by using Precision and Recall, as read in section 3.2 Evaluation
methods.
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Recommendation system for several categories

5. Further implementation of system 1
This system should basically be the same as system 1 as seen in
step one, but with the caveat of outputting weights for multiple
categories. Meaning a need for more data.

6. Further implementation of system 2
Building system 2 for multiple categories includes some more
tweaking. Namely being able to use the weights for multiple
categories in combination with the nearest neighbour estimate.

7. Combine system 1 and system 2
The flow presented in figure 5.2, should now be implemented
accordingly. As a result the system can now receive a user and
give recommendations from/for multiple categories.

8. Evaluate system, how good are the ratings?
Same as in previous step four

Recommendation system improvements

9. Improve system 1, potentially with some machine learning algorithm?
As a possible improvement (a Could requirement in the
MoSCoW-model) one could try to implement some machine
learning algorithm in system 1.

10. Improve system 2, potentially implement another classification
algorithm?
Any improvements will be defined, by the result of iteration four
and eight

11. Evaluate the new system, are the outcome better than the previous
version?

5.3.4 Technique method

Once the implementation steps are defined, one need to determine
which techniques might be suitable for the implementation. The
obvious choice for a machine learning project, would probably be for
the novice reader to use TensorFlow, after all its developed by Google
so it is probably pretty good. However, since this implementation is of
smaller proportion it neither requires big datasets or large amounts
of computational power, as well as, no implementation of any sort
of deep learning or neural networks. Therefore a machine learning
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service and the cost that comes with it, see 3.4 Services, is not needed
in this project. TensorFlow and the power that comes with TensorFlow
is not necessary either, but something smaller and more comparable
is. Therefore SciKit-learn will be used, a machine learning library
for Python. This library will provide common machine learning
algorithms, read more about SciKit-learn in section 3.3.2 SciKit-learn.
Another Python library, called Panda, will be used in order to provide
simplified access to reading and writing data to files. Visualization of
data and results will be achieved by using LibreOffice Calc.

The data set that will be used in order to implement a one category
recommendation system is the MovieLens data set [45]. Which
contains anywhere from, one hundred thousand ratings to twenty
million ratings, all free of charge. This implementation will use the
"stable benchmark data set [consisting of] 100,000 ratings from 1000
users on 1700 movies"[49] released in 1998. This data set will be
divided into a 70/30 split, 70% training data and 30% test data.

For evaluating how good the recommendation system is, the
precision and recall metrics will be applied. These metrics will during
this implementation be applied in the following way; The system will
on request, return a list of recommended movies for a specific user.
This list of recommended movies will contain any movies, except for
the movies in that particular users training data. This means that
some of the returned movies might exist in the users test data and
this correlation is what precision and recall will measure. For example
if the system recommends the following movies M1, M2, M3, M4, M5
for user U1. Then these are compared to user U1 test data. If that list
contains the movies M10, M4, M11, M7, M1 then there are two hits
(M1 and M4) and these will be seen as good recommendations.

To conclude; in the final version of the system the intention is to
use Python and Panda in system 1, and Python, Panda, Numpy and
Scikit-learn in system 2.

5.4 Result - stage 5

In order to successfully answer the problem definition the project
should provide a result regarding the system implementation and a
result regarding the project. The system implementation result must
present the precision and recall for the developed system as well as
how these where derived. While the project result must present the
time effort for each stage of the project. This will, hopefully, aid other
developers in their projects by examining this project and hopefully
decrease the time consumption for some of the stages.
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Result

This chapter includes results gathered from both the system
implementation and the project itself. In an attempt to provide all
the necessary information about the project, in order to accurately
answer the original project definition. Achieved by supplying
information regarding the developed system, and how time was
managed throughout the project. The intention is to provide as much
information as possible for future bachelor students.

AFTER READING THIS CHAPTER ONE SHOULD BE ABLE TO

ANSWER THE FOLLOWING SUB QUESTIONS

How accurate was the system, according to the precision and
recall metrics? How was the system tested and evaluated? How
does the measured precision and recall metrics correlate? What
was the resulting code? How was time managed throughout the
project?

The repository containing all code, including the constructed data sets,
can be found as a GitHub repository [50].

6.1 System implementation results

The results presented in this section are for one category
recommendations, not for multiple categories. All 943 users from
the MovieLens dataset from 1998 [45], is considered in the system.
These results aim to show how not only the accuracy but also how the
number of recommendations and the number of neighbors affected
the outcome.

Remember that the implementation and design was planned and
executed by the authors with the exception of the use of SciKit-learn
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library for specific algorithm implementations. Meaning that the
design and implementation was not based on a tutorial nor some
already existing solution.

6.1.1 How the result data was gathered

To be able to present the accuracy of the system an extensive test run
was performed, where relevant data where collected. The test was
done in system 2 after it had received the weights from system 1. The
pseudo code for the test run, is visualized in Figure 6.1.

1 precis ionAverage = [ ]
2 reca l lAverage = [ ]
3

4 for neighbors in range ( 2 , 100 , 2 ) :
5 for recommendations in range ( 1 , 100 , 2 ) :
6 for user in range ( 1 , 943) :
7 ’ ’ ’ c a l c u l a t e s a v e r a g e p r e c i s i o n and
8 r e c a l l f o r a l l u s e r s ’ ’ ’

Figure 6.1: Pseudo code showing the test loops

As seen there are three nested loops; outer (row 4), middle (row 5)
and inner (row 6). Firstly the outer-loop loops through the number
of neighbors used by the machine learning algorithm (in this case
Nearest Neighbor), Neighbors = 2, 4, 6, 8, ..., n+ 2. Secondly the
middle-loop loops through the number of recommendations requested,
Recommendations = 1, 3, 5, 7, ..., n+ 2. And finally the inner-loop
loops through all users, Users = 1, 2, 3, ..., 943, and calculates the
average precision and recall for that iteration of neighbors and
recommendations.

Resulting in a total of 2450 results (see the GitHub repository [50]).
Figure 6.2 presents a visual representation of the iterations performed,
and the total number of zeroed users for that iteration. A zeroed user
is a user who got zero in precision and recall, in other words, none
of the movies the system suggested could be found in the users test
set. Already here, in figure 6.2, one can see a trend. Namely that
few recommendations yields a high zeroed users while many (99)
recommendations results in few zeroed users. One can also see that the
most zeroed users, for each neighbors-loop, seems to decrease slightly
when more neighbors are added.
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Figure 6.2: Plot showing the iteration process, the black line
represents number of zeroed users, the blue line represents the

number of requested recommendations and the red line depicts the
number of neighbors. See full scale image on GitHub repository [50]

Table 6.1: Summary of highest precision and recall combinations

Sought Precision
(%)

Recall
(%)

Zeroed
(%)

Neighbors Recomm-
endations

Recall 10 32 3 28 99
Precision 34 1 66 94 1
Combined 14 16 13 98 37

6.1.2 Precision and Recall average

Following is a graph, Figure 6.3, that visualizes how the average
precision and recall metrics correlate. The Y-axis show the Recall
metric and the X-axis show the Precision metric. There are 2450
plotted points in the graph, however many of the plotted points have
the exact same combination of precision and recall metrics, which plots
them on top of each-other. It might be unclear where these precision
and recall metrics are gathered from, but remember, they come from
running the test described in pseudo code 6.1. By inspection, one can
see that as one metric increase the other decrease. The highest average
combination of precision and recall metrics can be seen in table 6.1.

6.1.3 Precision and Recall trend

Following is a graph, see Figure 6.4, that visualizes the correlation
between how different number of recommendations affect the
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Figure 6.3: A scatter plot showing the average accuracy for Precision
and Recall for every iteration. Note that bigger dots means that

several iterations obtained the same accuracy.

precision and recall metrics of the system. The graph is limited by only
presenting a selection of randomly chosen iterations, namely 12, 66,
90 and 98, where each value is the number of neighbors used for that
iteration. The Y-axis depicts the accuracy, in other words, the precision
or recall metric for a particular iteration. And the X-axis depicts the
number of recommendations requested for that particular iteration. So
for example, the dark green line Precision, 12 neighbors, and the light
green line Recall, 12 neighbors, depicts the iteration where; The number
of neighbors is twelve, the number of recommendations span between
(1→ 99), and how the precision and recall metric changes.

By inspection, one can see that the graph shows how the precision
metric decreases as the number of recommendations increase, for all
four randomly selected iterations. It appears as if the number of
neighbors does not greatly affect the precision metric. Since all of
the presented iterations (12, 66, 90 and 98) show the same trend, a
decreasing trend.

By inspection, one can on the contrary to the precision, see that
the graph show how the recall metric increase as the number of
recommendations increase. This trend appears to be consist between
all different iterations measured, and does not appear to be greatly
affected by the number of neighbors used.

A more general view is achieved by examining all the collected
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Figure 6.4: Plot showing the correlation between recommended
movies and the accuracy in Precision and Recall for some randomly

selected iterations.

Figure 6.5: Plot showing the correlation between recommended
movies and the accuracy in Precision and Recall for all iterations.
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data at once, see figure 6.5. This graph shows how the same trend,
as with the randomly selected data, can be seen over all iterations.

6.2 Project results

In order to sufficiently answer the project definition, it would seem
accurate to display how time management and effort was organized
within the project. Providing a further insight into the project
structure. This fits in with the theme of the project, by assisting future
bachelor students in as many ways as possible.

Figure 6.6 shows the percentage of time each stage in the Stage-
Gate model took. Scoping was used in order to define a first draft of the
project definition, and establish a baseline/foundation for the project.
During the preliminary work the necessary theory was obtained in order
to get enough information, to eventually design and implement a
system. The design plan was used in order to design the system, on
a theoretical level. The implementation was used for implementing the
system in code, and testing the system performance. Finalizing was the
knot to the tie, by adding the finishing touches to the report.

Scoping

12%

Preliminary work

41%

Design plan
6%

Implementation

28% Finalizing

13%

Figure 6.6: Overview of the required time for each project stage in the
conducted Stage-Gate model

The largest piece of the pie, shows how much time was spent
on the preliminary work. This piece took approximately 41% of the
total time bank (meaning approximate 328 hours of the total 800).
The reason to why this stage took so much time, was because of
the lack of previous knowledge. Meaning that all necessary theories



CHAPTER 6. RESULT | 59

needed to be found and evaluated during this stage, a tidies and
time consuming work. This theory then needed to be broken down
into its respective components in order to be rewritten on a bachelor
degree level, appropriate for this paper. One can also see a bias to the
implementation which took an estimated 28%. Once again the authors
had no prior knowledge in the subject of the chosen programming
language, Python. Meaning that time needed to be spend familiarizing
with this programming language.

6.2.1 Potential economical investment

The second part of the project result allows a reader to examine what
the estimated cost would be if a machine learning service, such as
Google Cloud ML, was used in order to increase the performance at
which the system trained. This provides a deeper insight in to the
potential economical investment of the project. Figure 6.7 visualizes
the prices for four different services, and what cost the project would
be undertaking if any of these services where used. The price estimates
are calculated based upon 600 minutes of estimated training time and
3500 predictions.

Figure 6.7: The potential cost for the project if one of the presented
machine learning services was utilized





Chapter 7

Discussion

In this section a discussion is provided. Covering the methods used,
the technique choices and the results. The point of this chapter is to
convey the thoughts and reasoning behind some of the choices that
was made, both from a system perspective but also from a project
perspective. Another point is to elaborate on the acquired results with
the authors point of view in mind.

7.1 System implementation results

If you remember, the data used for this project had to be split in
two parts, namely a training and test set. This was done in order
to measure the system accuracy. However, these splits can vary,
sometimes a users test set may only contain movies that a user has
rated low. If this happens the system will obviously not seem accurate,
since it will, if all goes well, only suggest movies that it thinks the
user would like. When it then compares the recommended movies
with the test set, and the test set only contains low rated movies that
the user did not like, the system will not find any hits even though
the recommendations might be good. This will affect the result in the
way that some of these splits might be very beneficial to the evaluation
metric while others will not.

7.1.1 Precision and Recall

As previously stated, this project used precision and recall for
evaluating the implemented system. This is a common way
of evaluating recommendation systems using machine learning.
However, we are questioning the accuracy of this metric in this case.
Does it really display the correctness of the system? When deciding
the precision and recall one compares the recommendation list with
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the previously set aside test data for the specific user. Only if an object
in the recommendation list is the same as one in the test data one
encounters a hit otherwise there is a miss. This means that the system
not only needs to try to give relevant recommendations, but also give
the same movies as in the users test data. Obviously, this means that
the recommended movie might be correct but unfortunately does not
exist in the test data therefore there is no hit. This is the very reason
why we question the actual accuracy of the metric precision and recall
in this case; Is it really correct to expect the system to give the same
movies as in the users training data as recommendations? Are they
really the only movies that are relevant for the user?

7.1.2 Multiple category applicability

The original intent of this project was to implement a system that
could handle multiple categories, however the given time limitation
did not allow that. A second factor was that the constructed
system did not provide a good enough accuracy rating in order
for further development of it. On the other hand, the system that
was implemented did indicate that an implementation for multiple
categories using the same technique and approach would seem
feasible.

Imagine the following; In the current system, a user has only rated
movies, therefore the system could only calculate how important each
movie genre is, by examining the users view history. This system
could be implemented for some other category, say books. Meaning
that a user could have rated two different categories, movies and
books, and the system would still calculate weights for all the genres
(tags), by examining the user view history for both movies and books.
Later Nearest Neighbor could be used to find the correlations. Using
the same technique, an implementation for multiple categories might
be feasible?

7.2 Project results

The time management performed during the project period was a
crucial part of the resulting system. Since the preliminary work took
roughly 41% of the total time, due to the lack of previous experience
and knowledge in the related areas, a big part of the project became
to study and learn, rather than develop and improve. If this time
could be spent designing and developing the system from the get
go, the result would probably have been improved. However, this
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was not the primary goal of the project, and therefore there was
no real objection to spending that much time studying and learning
about the related areas. In contrary spending that amount of time
studying and learning and at the same time documenting it all will,
at least we hope, help other developers in similar situations. In other
words developers with little to no experience in the field of machine
learning nor recommendation systems. Allowing them to cut back
on their preliminary work, granting them more time to focus on the
implementation and design of the actual system.

7.2.1 Potential economical investment

With the economical results that have been presented in this report it is
clear that, even if one would pay for a machine learning service such as
the Google Cloud ML, it would be a smaller investment ($20 or less) to
perform this particular project. This is both an indication supporting
the availability factor of machine learning, but also a factor that many
may neglect; Why should i pay for their GPU power, when i can run
the tests on my computer at home? This question is rather easy to
answer in these small projects because there is not really any need to
use a machine learning service. However for bigger, more complex
projects there will probably be a big advantage to pay these low costs.
It will mean, among other things, that you do not need to have the
required liquidity to buy the required hardware, instead you would
rent performance from some of the most respective companies in the
world.

7.2.2 The Stage-Gate model

The stage-gate model is suited for new product development, meaning
that it was quite well suited for this project. Always evaluating the
work (in the gates) helped us get a better understanding of what
worked and what did not, or in other words what should be kept
and what should be thrown out. Using stage-gate helped us be able
to stick to the predefined time plan in the way that it was always
crystal clear what should be done next. Furthermore one could
argue that using stage-gate is not entirely correct for this kind of
project. This is because, as Ph.D Chief Executive officer at Stage-Gate
International Scott J. Edgett points out that the stage-gate model is
really for companies and teams that consists of many people, not only
two persons. However since this method has worked for us, maybe it
is suitable for "only" two persons?
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7.2.3 Research method

The defined and used research method lead to a project process
wherein the actual project definition could be answered. This indicates
that the method worked and did so successfully, at least in this context.
This method, was in this context seen as more of a standardized
method for solving projects, and allowed for a more precise project
process to be created with the right mindset. Planning is key.

7.3 Impact on society

Even though machine learning is a technology that often improve
and even outperforms many old techniques and systems. It might
eventually lead to several jobs, that where once controlled by error
prone humans, being replaced by machine learning systems. We
believe that this development can be compared to the industrial
revolution, where the transition to new manufacturing processes was
the key feature. One of many, areas that machine learning is currently
being developed are the car industry. A great example, would be the
autonomously self driven cars. This will probably, or at least we think,
lead to a decrease in jobs regarding driving. Imagine all taxi-drivers,
truck-drivers and potentially even pilots losing their job, because the
machines outperforms them in many different aspects. What should
these individuals do? Will there evolve a new work sector? It most
probably will, as it did during the industrial revolution. The question
is if it will be enough or if machines will replace an excess of sectors
where humans become a weight, rather than a benefit.

There is also an ethical aspect of working with machine learning
systems. How does one provide ethical knowledge to a machine? If
a self driving car has to choose between either hitting an animal or
a human, what choice should it make? Who is responsible for this
choice? The machine? The questions are many and the answers few.

There is also an economical aspect of the project that is of
importance to discuss. As seen in this project there is actually no need
for any liquidity in order to implement a small(er) machine learning
system. However as presented in the result, many different machine
learning services could have been used for added computational
power. This is a great possibility when you are interested in building
a system that has higher system requirements. The price ranges from
very cheap to expensive depending on what the goal and requirement
for your specific system is. The two most important factors for the
price tag would, in this case, be determined by how much training the
system requires and how much data it uses.
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Conclusion

To stress the importance of the problem definition, it will be repeated.

THE PROBLEM DEFINITION

Is it possible for two, third year, undergraduate students
with no prior knowledge of neither machine learning nor
recommendation systems to (in the given time frame and with
no funding) develop a recommendation system spanning over
multiple categories?

The project started of with two students that knew little to nothing
about the areas that the project would be based on, namely machine
learning, recommendation systems and Python. This lead to a
broad background study, which included algorithms and techniques
that might not have been implemented in the system, but provided
alternative solutions. Including these algorithms was not outside the
scope of the project since they may be useful to others who are seeking
to implement a recommendation system.

When the background study was nearing an end, an
implementation plan, built on the stage-gate model was designed.
Ensuring that the implementation plan involved gates that would
allow for early detection of system flaws was a key feature.

The system implementation results provided evidence indicating
that applying the same design for multiple categories should be
applicable. However the given time limitation did not allow that to
occur. A second factor was that the constructed system did not provide
a good enough accuracy rating in order for further development of it.
On the other hand, the system that was implemented did indicate that
an implementation for multiple categories using the same technique
and approach would seem feasible.
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Furthermore, the project results showed that the majority of the
time was spent on the preliminary work (41%) and the implementation
(28%). The hope is that this project will aid other developers in similar
situations by allowing them to cut back on their preliminary work.
Resulting in more time for the actual design and implementation.
Which hopefully will lead to better system results.

Being able to perform this project, provides some evidence
indicating that machine learning has become more readily available
and accessible. This is the beginning of a new era, where
machines become more advanced and the technology is accessible.
And this project indicates that even two third year undergraduate
students can be in complete control over simpler machine learning
implementations. Thereby the problem definition can be considered,
positively answered.

However, future work in this area is necessary since there was
not enough time to implement all of the possible solutions, including
implementations where more advanced algorithms and alternative
approaches could be used. Now remember, the aim of this project
was not to develop the best possible system, that is left for other
developers.
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