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Abstract

With the increased global use of online media platforms, there are
more opportunities than ever to misuse those platforms or perpetrate
fraud. One such fraud is within the music industry, where perpetra-
tors create automated programs, streaming songs to generate revenue
or increase popularity of an artist. With growing annual revenue of the
digital music industry, there are significant financial incentives for per-
petrators with fraud in mind. The focus of the study is extracting user
behavioral patterns and utilising them to train and compare multiple
supervised classification method to detect fraud.

The machine learning algorithms examined are Logistic Regression,
Support Vector Machines, Random Forest and Artificial Neural Networks.
The study compares performance of these algorithms trained on im-
balanced datasets carrying different fractions of fraud. The trained
models are evaluated using the Precision Recall Area Under the Curve
(PR AUC) and a F1-score. Results show that the algorithms achieve
similar performance when trained on balanced and imbalanced datasets.
It also shows that Random Forest outperforms the other methods for
all datasets tested in this experiment.
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Sammanfattning

Med den ökande användningen av strömmande media ökar också
möjligheterna till missbruk av dessa platformar samt bedrägeri. Ett
typiskt fall av bedrägeri är att använda automatiserade program för
att strömma media, och därigenom generera intäkter samt att öka en
artist popularitet. Med den växande ekonomin kring strömmande me-
dia växer också incitamentet till bedrägeriförsök. Denna studies fokus
är att finna användarmönster och använda denna kunskap för att trä-
na modeller som kan upptäcka bedrägeriförsök.

The maskininlärningsalgoritmer som undersökts är Logistic Regres-
sion, Support Vector Machines, Random Forest och Artificiella Neurala Nät-
verk. Denna studie jämför effektiviteten och precisionen av dessa algo-
ritmer, som tränats på obalanserad data som innehåller olika procen-
tandelar av bedrägeriförsök. Modellerna som genererats av de olika
algoritmerna har sedan utvärderas med hjälp av Precision Recall Area
Under the Curve (PR AUC) och F1-score. Resultaten av studien visar
på liknande prestanda mellan modellerna som genererats av de utvär-
derade algoritmerna. Detta gäller både när de tränats på balanserad
såväl som obalanserad data. Resultaten visar också att Random Forest-
baserade modeller genererar bättre resultat för alla dataset som testats
i detta experiment.
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Chapter 1

Introduction

Before the introduction of streaming services, artists got, to some ex-
tent, royalties based on the number of albums bought. Furthermore,
users could learn about artists popularity from music sales. Multi-
ple music streaming services have introduced similar schemes to pay
artists. One such scheme provides royalties based on the proportion of
streams of total songs streamed from the particular service. The idea is
the same as before. The more users play a particular album, or a song,
the higher part of the overall royalties the artist will get. Furthermore,
music streaming services analyze their users’ streaming behavior in
order to recommend music to users, and to further develop the plat-
form.

Analysing users’ behavior is an active area in research at many
firms. Being able to segment users based on their actions can pro-
vide valuable insight into users’ decisions. This information can be
used to both improve the user experience and the product. This study
investigates the behavioral patterns of botnets and their underlying
similarities in music streaming and what distinguishes normal users
from those that we believe are behaving in a fraudulent manner. In or-
der to defend against botnets services, an in-depth understanding of
their behavior and incentives is important.

Analysing user behavior and creating a statistical model to identify
fraudulent users has proven to be a successful method to fight such
fraud.

1
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1.1 Motivation

With the increased global use of online media platforms, there are
more opportunities than ever to misuse those platforms or perpetrate
fraud. For example, social media platforms such as Facebook have an
increasing problem with fraud and automated bots to click payment
generating links. Such behavior has for long been a problem in the
online advertising industry. With the ever growing popularity of mu-
sic streaming platforms they have also become a subject to fraud. The
global music report states the digital music streaming revenue is $6.7
billion dollars in 2015. There are therefore significant financial incen-
tives for perpetrators with streaming fraud in mind. The connection
to artists are very important to any streaming service, which makes
fraud detection a highly relevant topic. If streaming services are able
to detect fraud at an early stage, they are able to take relevant actions
on fraud. A healthy relationship between the artists and record labels,
means more artists are attracted to the platform, leading to an increase
in user base and revenue.

1.2 Problem definition and objective

The focus of this study is to address the problem of detecting fraud us-
ing supervised machine learning methods. Behavioral patterns were
extracted by using data on how the user was interacting with the plat-
form. With labelled examples on what is considered fraudulent and
what is considered normal, supervised learning methods were trained
to detect fraudulent behavior. Users detected as fraudulent, were anal-
ysed and statistical methods used to justify if they were in fact fraud-
ulent. Our hypothesis is that behavioral patterns can be used to find
fraudulent users and classify them with high precision. The first part
of the project was looking at behavioral user patterns and identifying
if they held a strong correlation with fraudulent behavior. Therefore,
the research question this study is as follows:

Can we detect fraud with supervised machine learning using user behavioral
features?

In fraud detection, strong correlation does not imply that a feature
should be used for modelling. If the fraud perpetrators change their
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modus operandi, the feature will become useless and models will no
longer work as intended. This is something that needs to be taken
into consideration in feature creation and modelling. When fraudu-
lent behavior is detected the service provider will take actions, that
could be in the form of blocking users or asking users to prove their
authenticity. Such actions can be costly and need to be justified and
made understandable to the service provider. A part of this study will
be exploring data and thoroughly testing features for correlation with
fraud. In the second part of the study user behavioral patterns will be
utilised to train a supervised learning methods, known to work well
for fraud detection, to find abnormal or fraudulent users in the act.
We will test and compare classification models both empirically and
qualitatively using different evaluation methods.

1.3 Limitations

The primary focus of this study will be on user behavior analysis and
comparing supervised machine learning methods. Because of the na-
ture of fraud detection, some limitations are present in this study. Mod-
elling user behavior to catch all types of possible fraud is a difficult
task. One could argue that unsupervised methods are better suited
to discover new types of fraud. The main assumption behind our
approach is that with the provided examples of fraud, a supervised
method will be able generalise to new data and detect unseen types of
fraud.

1.4 Sustainability, ethics and societal aspects

Increased usage of artificial intelligence (AI) across multiple fields has
raised multiple ethical questions. Over the last decade data-centric
companies have relied solely on the value of information they have on
their customers. Such information is often not profitable and gener-
ally companies are only being valued by their data and user base. The
main aim for data-centric companies is to attract large companies in-
terested in acquiring them in order get their hands on their data and
user base. Often when data-centric companies are acquired, monetary
value is based on each user. An example of this is when Facebook ac-
quired WhatsApp for $19 billion; that is, to pay $30 for each of its 600
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million users. Similarly, Facebook paid $30 for each Instagram user back
in 2012. With data becoming the main valuation metric of modern tech
companies, the more information the company has on their customer
the more money they can make. With the monetary incentive for com-
panies to gather as much data as possible about their users, ethical
questions are hard to avoid.

Companies rely heavily on their data to optimize their products
and business. Music streaming companies would be nothing more
than a music catalog if they would be restricted in their data gathering
and usage. One of the main reason for the popularity of online music
services is their personalised music recommendation systems where
music is recommended to individual user based on previous listening
behavior and user profile. User behavior analysis becomes the com-
petitive edge for music streaming companies.

With this in mind, companies attempt to attract as many customers
as possible to collect as much data as possible. Where user data em-
bodies a financial potential, there are ethical questions raised; How is
the data being used? However, the answer to these questions depends
on how companies use the data. Analysing user behavior and relat-
ing it to fraud is a sensitive topic. The user behavior analysis done at
music streaming companies benefit users and companies ensure to in-
form their users how the data is being used. User behaviour analysis
is being conducted widely, credit card companies are analyzing users’
spending behavior, social media platforms are analysing how people
engage with the platform and music streaming services are analyzing
users’ listening behavior.

Due to the nature of fraud detection, great responsibility is on firms
who analyse their users to detect fraud. Firms anonimize all their data
and make sure that decryption keys are kept safe. Before firms take
any actions on users believed to be fraudulent, data is thoroughly anal-
ysed by data analysts.

1.5 Outline

The thesis is structured as follows: The Background chapter motivates
why fraud detection is an important research topic for music stream-
ing services. Definition of fraud is detailed along with methods known
to work to detect fraud. Performance metrics used in this experiment
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are listed and discussed why they are suitable for fraud detection prob-
lems.

The subsequent chapter, Fraud Detection has a brief overview on
previous work on user behavior, botnet services and the threats social
media platforms have faced when it comes to fraud.

the Data chapter describes how the dataset generated for this ex-
periment is created. Statistical tests to evaluate examples believed
to be fraudulent are shown and features are visualized to show how
fraudulent behavior differs from the behavior of the overall popula-
tion. The chapter ends with describing the iterative workflow that was
used in this experiment.

The Experiments chapter describes in detail how the experiment
was conducted. It lists parameters that were used for each of the meth-
ods tested and how the feature selection was done.

The Results chapter shows the overall performance of the meth-
ods tested Graphs showing how the performance of models changes
when trained with datasets carrying different fractions of fraud are
also shown. The last chapters Conclusions and Future Work sum-
marize the main conclusions and how this study can be further built
upon.



Chapter 2

Background

In 1877 Thomas Edison introduced the phonograph which revolution-
ized the way we listen to music. Since then, humans have continu-
ously innovated new ways to improve music consumption. Like the
phonograph digital music has changed music consumption signifi-
cantly.

Over the past two decades, digital music has taken the music in-
dustry by storm. Most of today’s music consumption is through music
streaming services, where users get access to a vast amount of songs
and playlists through online music services. According to a global
music report from 2016, the global music market achieved a key mile-
stone in 2015 as the primary revenue stream for recorded music was
through digital means, overtaking sales of physical formats [17]. Fig-
ure 2.1 shows how revenues for the digital streaming industry have
slowly but gradually overtaken physical sales. Increased availability
and accessibility of high quality streaming services has caused them
to become the fastest growing music revenue source. In one year, be-
tween 2014 and 2015, revenue from digital music increased by 42.5%.
for the five year period leading up to 2015, revenues from digital music
increased four-fold.

Different from physical and download sales, where artists get a
fixed price per song or album, streaming services pay royalties to artists
proportionally to streams of total songs streamed from the service.
This creates an incentive to create automated programs, known as
bots, to misuse the system. Creators of such bots may have different
motives. While some may attempt to get a particular artist on the top
lists, others play songs to artificially inflate royalties.

6
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Figure 2.1: Global recorded music industry revenues from 2005-2015. Digital
sales overtook physical sales for the first time in 2015.[17]

Bots generate problems for streaming services relying on data in
their analysis and model creation to recommend music to users. Users
that are driven by botnets are not streaming music like normal users
and therefore skew statistics. By identifying fraudulent users at an
early stage, streaming services can take appropriate measures to stop
those users or exclude them in their calculations. Furthermore, as ap-
propriate actions can be taken when fraud is identified, the incentive
for creating such bots is removed.

2.1 Definition of fraud

"Fraud is a criminal act where one uses trickery to gain a dishonest advan-
tage, which is often financial, over another person or a company" [10]. With
the rise of the Internet, online fraud can become a large problem for
service providers. To prevent economic losses service providers are
interested in immediate detection of fraud.

Previous studies have focused on predicting, preventing and de-
tecting improper behavior of users [12]. Researchers have looked at
the complexity of data used for fraud detection in general and demon-
strated that the main pain points for creating a statistical model are the
following.

• Probability of improper behavior is extremely small in certain
contexts, ranging from three to four percent to a fraction of a
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percent.

• Different styles of fraud can happen around the same time. Each
having their own type of behavior.

• The perpetrator can change his behavior once his modus operandi
is uncovered, which causes the detection systems to not pick up
on his actions

• Unequal, often business driven, weights are given to false posi-
tive and false negative predictions. A false positive means wrong-
fully accusing a customer of a fraudulent act. A false negative
means that a fraud, bad credit or intrusion passes unnoticed.
Both of which could have negative impact on revenue.

2.2 Methods for fraud detection

Methods for detecting fraud can be said to fit within two categories: a)
supervised methods, where past know fraud cases are used to build a
model that will produce a suspicion score for new samples; and b) un-
supervised methods where no prior knowledge of fraud is introduced
to the model. The most commonly used fraud detection methods in-
clude, Random Forests (RF), Artificial Neural Network (ANN), Support
Vector Machines (SVM) and Logistic Regression. The majority of the re-
viewed literature has used Artifical Neural Networks to model fraud-
ulent behavior, like [13, 4, 30]. It has been shown that using a neural
network is better suited to model credit card fraud than SVM and Lo-
gistic Regression models [30]. When Logistic Regression, SVM and
Random Forest models are compared, it has been shown that Ran-
dom Forest performs better overall than logistic regression and SVM
[2]. Random Forests have been shown to capture more fraud cases,
with fewer false positives, which is an important factor in real-life
use of fraud detection modelling. Support vector machines and de-
cision trees have also been used to model a credit card fraud detection
problem [28]. Research shows that decision tree models outperform
support vector machines and SVM models tend to overfit the train-
ing data. Although the literature review shows that some models are
better than others when it comes to fraud detection, it depends on the
problem at hand. This study focuses on supervised methods, as there
is a sufficient amount of samples of fraud to create a supervised model.
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2.2.1 Supervised learning

In machine learning, supervised learning methods are used when the
target variable is known. The learning algorithm seeks a function that
successfully maps learning examples with their target variable. Su-
pervised learning problems are usually split up into two types, classi-
fication and regression. In the case of a classification problem the tar-
get variable is a class, usually represented as an integer. A regression
algorithm seeks to minimize the loss between the known target and
the target, which is a continuous variable. In this section, supervised
learning methods tested in this experiment are explained in detail and
related to fraud detection.

Logistic regression

Logistic regression (LR) is a machine learning method where the target
variable is categorical. In the case of a binary classification, the tar-
get variable only takes two values, success or failure, usually encoded
as 0 or 1. Binary logistic regression models are used to estimate the
probability of a binary response based on a set of independent vari-
ables. Simple logistic regression is in many ways analogous to Linear
Regression, except the target variable is nominal, not a measurement.

10 5 0 5 10

0.0
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0.6

0.8

1.0

Figure 2.2: The standard logistic function σ(t)

Various fields make use of Logistic Regression, in medical science
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LR is commonly used to predict mortality rates of injured patients or
to predict the probability that a patient has a given decease based on
observed characteristic of the patient [33]. Different from linear re-
gression, where a linear equation is used, logistic regression can be
achieved using the sigmoid function,

σ(t) =
et

et + 1
=

1

1 + e−t
, (2.1)

where the t represents any real value input and the output is always
values between 0 and 1 and can be interpreted as a probability. Figure
2.2 shows the logistic function σ(t) for the t-interval (-10,10). If we
assume that t is a linear function of a single variable x. We can express
t as follows,

t = β0 + β1x (2.2)

The corresponding cumulative distribution function can now be writ-
ten as:

F (x) =
1

1 + e−(β0+β1x)
(2.3)

Support Vector Machines

Support vector machines (SVM) have proven to be a powerful technique
for pattern recognition [3]. SVM is a supervised learning model that
divides training examples in a vector space by finding a hyperplane
with the largest gap between two classes as possible. The simplic-
ity of a linear classifier and the capability to work in a feature-rich
space make SVMs attractive. For fraud detection tasks, highly un-
balanced nature of the data (fraud and non-fraud cases) make extrac-
tion of meaningful features critical to the detection of fraudulent ex-
amples [2]. Classification is done by mapping new samples into this
space which are predicted to belong to a class based on which side of
the hyperplane they fall. This study will only focus on the non lin-
ear version of the algorithm where it uses what is called the kernel
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trick, where inputs are mapped implicitly to a higher dimensionality
space where they become separable by a hyperplane [15, 3]. The hy-
perplane is found by maximizing the margin of separation between
the two classes.

Given an input to the algorithm of p examples of xi with labels yi
with yi ∈ {A,B},

(x1, y1), (x2, y2), (x3, y3), ...., (xp, yp)

where

{
yk = 1 if xk ∈ class A
yk = −1 if xk ∈ class B

(2.4)

The SVM require the solution of the following optimization problem:

min
w,b,ξ

1

2
wTw +C

p∑
i=1

ξi

subject to yi(w
Tφξ + b) ≥ 1− ξi,

ξi ≥ 0

(2.5)

Where the C > 0 is the penalty parameter of the error term and w are
the weight coefficients of the hyperplane.

The training vectors ξ are mapped into a higher dimensional space
by the kernel function φ. In the higher dimensional space the SVM
finds a separating hyperplane with maximal margin. K(xi,xj) ≡
φ(xi)

Tφ(xj). Most commonly used kernel functions are the following:

• Linear: K(xi,xj) ≡ xTi xj

• Polynomial: K(xi,xj) ≡ (γxTi xj + r)d, γ > 0

• Radial Basis Function (RBF): K(xi,xj) ≡ exp(−γ‖xi−xj‖2), γ >
0

• Sigmoid: K(xi,xj) ≡ tanh(γxTi xj + r)
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Where γ, r and d are the kernel parameters

Selecting the right kernel depends on the nature classification task and
the data. Performance of the SVM is highly influenced by the choice
of kernel and needs to be tested for each classification problem.

Artificial Neural Network

Artificial Neural Network (ANN) is a function approximation method
inspired by the way biological nervous systems, such as the brain,
process information. An Artificial Neural Network consists of inter-
connected neurons that work together in order to solve a specific prob-
lem. A neuron has a vector of weights w = (w1, ..., wn) corresponding
to the number of inputs. In addition to the weights the neuron also
has a bias weight of w0 = 1. For each input x = (x1, ...., xn) the neuron
multiplies its weight with the input and the final output is the sum.
To simplify the calculations the bias term is added to the weight and
input vector respectively, so the calculations become a dot product be-
tween the weights and the inputs. The output of the network Wsum is
then activated by using a non linear function to be able to represent a
non linear mapping, which is defined as:

Wsum =
n∑
i=0

wixi ≡ wTx (2.6)

A multilayered feedforward network consists of multiple layers
where the input to each layer is the output of the previous layer. The
output of the last layer is the objective variable ŷ = (ŷ1, ..., ŷn). By us-
ing back propagation the network tries minimize E, the squared error
between the objective variable and the target y = (y1, ..., yn).

E =
n∑
i=0

1

2
(ŷi − yi)2 (2.7)

Choosing the right activation function is important when the num-
ber of hidden layers in a neural network increases. Commonly used
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Figure 2.3: An example of a topology of a NN with 5 input variable, 1 hidden
layer and a binary output

activation functions for ANN are sigmoid and tanh. Though these ac-
tivation functions have proven to work well, it has been shown that
they do not perform well for deep neural networks. Because of the
nature of the back propagation algorithm, sigmoid and tanh can suffer
a problem with either vanishing gradient or exploding gradient [9].
Which can lead to slow learning of the ANN. In this study, the acti-
vation function used for training is Rectified Linear Unit (RELU) which
has been proved to work well for training deep learning models. Relu
is defined as follows:

f(x) = max(x, 0) (2.8)

Random Forest

Random Forest is an ensemble learning method for classification, re-
gression and other tasks. Ensemble learning is where multiple learn-
ing algorithms are used to obtain better predictive performance than a
single learning algorithm alone. In the case of a Random Forest model
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there are a combination of decision trees such that each tree depends
on the value of a random vector sampled independently and with the
same distribution for all trees in the forest [5].

Random forests uses a general technique of bagging, where it picks
random samples from the training set and fits trees to those samples.
To predict unseen samples using bootstrap aggregated trees equation
2.10 can be used. Given a training set of X = x1, ..., xn with responses
Y = y1, ..., yn.

f̂ =
1

B

B∑
b=1

fb(x
′), (2.9)

where B are the number of tree to train and fb is a single decision tree
in the forest.

A problem with bagging may be encountered if one or a few of the
features trained on are very strong predictors for the response vari-
able. Those features will then be selected in many of the trees, causing
them to be correlated. Random forest solves this by using a random
subspace method or feature bagging, by selecting a random subset of
features at each candidate split.

When decision trees are built, the construction is usually done top-
down. Where at each level, a variable is chosen that best splits the set
of items. Different metrics can be used to evaluate what is considered
best in this case. Most commonly used metrics to base this decision are
Information Gain Entropy and Gini impurity. Gini impurity measures
the probability of a random sample being classified correctly if a label
is chosen randomly according to the distribution in the branch. Gini
impurity is defined as follows,

IG(f) = 1−
J∑
i=0

p2i , (2.10)

where J are the number of classes and pi is the probability of class j.
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Recursive feature elimination

Minimizing the features used to train a model can improve perfor-
mance of models both when it comes to speed and accuracy. Knowing
which features to choose is hard and often requires extensive testing.
Feature selection is a method of choosing the right subset of features
without increasing the error of the model. Reducing features can prove
to be important when the feature space is large and computational per-
formance issues are induced. Widely used method for feature selection
is recursive feature elimination (RFE), commonly used with support vec-
tor machines. In RFE, an algorithm is trained on a subset of features
and one feature is set aside. The feature with least effect on the per-
formance metric is then eliminated. This process is applied until all
features in the dataset are exhausted. Features are then ranked accord-
ing to when they got eliminated.

Isabelle Guyon et al. experimented RFE on gene selection to train
an SVM for cancer diagnosis [14]. They showed that eliminating genes
using RFE yielded better classification performance. Although widely
used, RFE only provides the ranking of features. To better understand
the importance of each feature, random forest can be used to calculate
the importance of each feature. However, even though importance
measures can be useful, Carolin Strobl et al. show that RF variable
importance measures can be misleading because suboptimal predic-
tor variables may be artificially preferred in variable selection. Algo-
rithm 1 shows the pseudocode how a basic version of RFE works [32].

Algorithm 1 Recursive Feature Elimination (RFE)

1: Tune/train the model on the training set using all features
2: Calculate model performance
3: Calculate variable importance or rankings
4: for Each subset size Si, i = 1...S do
5: Keep the Si most important variables
6: Tune/train the model on the training set using Si features
7: Calculate model performance
8: end for
9: Calculate the performance profile over the Si

10: Determine the appropriate number of predictors
11: Use the model corresponding to the optimal Si
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Performance metrics

To evaluate performance of machine learning methods choosing the
right metrics is important. Performance metrics influence how one
weights the importance of different characteristics in the results and
the ultimate choice of method. Precision and recall are metrics com-
monly used in information retrieval systems, but can also be used as
a metric to evaluate classification performance. The precision metric
measures how many of the examples classified as positive are true pos-
itives (TP). The precision metric is defined as,

Precision(P ) =
TP

TP + FP
. (2.11)

Recall measures how many of the TP were caught by the algorithm.
This measurement on its own can be misleading, since if a classifier
labels all examples as true, recall will be 100%. Recall is usually used
in conjunction with precision. The recall metric is defined as,

Recall(R) =
TP

TP + FN
. (2.12)

Precision and recall are good for measuring performance of imbalanced
datasets, but finding the right balance between them can be a difficult
task. F-measure provides a single measure that is a harmonic mean
between precision and recall. F-measure is defined as,

F −Measure =
(1 + β)2 ·Recall · Precision
β2 ·Recall + Precision

, (2.13)

where β is a coefficient to adjust the relative importance of precision
versus recall(usually, β = 1)

In binary classification precision-recall (PR) curves are typically used
to study the performance of an algorithm. In order to plot the rela-
tionship between precision and recall, the output probabilites of the
model is binarized for different thresholds. Area under the PR curve
(PR AUC) can also help providing a single measure for performance.
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Figure 2.4 shows an example of PR curve along with a PR AUC met-
ric. For a PR curve, a good classifier has a curve that curves up to the
top right corner. On the other hand, a curve that goes down to the left
bottom corner is an indicator of a method that has bad performance.
PR area under the curve (AUC), is a metric used to compare the per-
formance of methods. The metric ranges from 0.0 to 1.0, where larger
values indicate better performance.

Figure 2.4: Example of a PR curve and PR AUC metric

Another commonly used method is the receiver operating character-
istic (ROC), which is a method used to visualize the performance of
a binary classifier. An ROC curve measures the fraction between true
positive rate vs the false positive, at various thresholds. Different from
PR curves, an example of a good classifier is a curve that reaches up
to the upper left corner, where a bad classifier is a curve that reaches
down to the lower right corner. Similar to PR AUC, the AUC for a
ROC curve provides a metric to compare models, which ranges from
0.0 to 1.0. Where AUC = 1.0 is an indicator of a perfect model and
AUC = 0.5 is a model that performs similar to a random guess.
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Imbalanced learning

Most standard learning algorithms expect or assume a balanced class
distribution or equal misclassification cost. Training a classification al-
gorithm with an imbalanced dataset can often lead to models that do
not represent the distributive characteristics of the data and could re-
sult in unfavorable accuracies across the classes of the data. When it
comes to fraud detection, fraudulent samples generally heavily out-
weigh the number of normal samples. Therefore using accuracy met-
rics is inadequate as a performance indicator since a prediction where
all cases are predicted as the majority class will give a high accuracy
score. Some of the reviewed literature use a confusion matrix, where a
table shows the performance of a classifier by looking at correctly and
incorrectly classified examples and how the model is confusing them
from each other [8, 2]. Figure 2.5 shows an example of a confusion
matrix. In the case of a binary classification problem, the rows rep-
resent the true label and the columns the predicted label. Confusion
matrices provide a simple way of describing the performance of an al-
gorithm and the amount of false positives (FP), false negatives (FN), true
negatives (TN) and true positives (TP). The amount of false positives are
the examples that are wrongly classified as positive and vice versa.

actual
value

Prediction outcome

p n total

p′ True
Positive

False
Negative

P′

n′ False
Positive

True
Negative N′

total P N

Figure 2.5: Confusion matrix: shows the how a classifier confuses the classes

A high majority of the literature reviewed are using AUC as a per-
formance measure. AUC measures the area under the ROC curve
and is independent of specific classification cutoff values. However in



CHAPTER 2. BACKGROUND 19

fraud detection there is a business cost between the false positives and
the false negatives that needs to be balanced. The cost varies between
service providers but generally the cost of undetected fraud is higher
than investigating potential fraud. Fraud detection applications thus
carry differential costs for false positives and false negatives. Perfor-
mance measures like ROC AUC, however, give equal consideration to
false positives and false negatives and thus do not provide a practical
performance measure for fraud detection [26]. For highly imbalanced
dataset, like in fraud detection, where non-fraud cases tend to domi-
nate the data significantly, high accuracy on the minority class is typ-
ically sought [2]. Therefore other metrics like precision and recall can
better show the performance of a fraud detection algorithm.

Under- and oversampling

To address the issue of an imbalanced dataset, multiple methods have
shown to work. A common solution is to sample from the data either
randomly or intelligently. Undersampling is where the dataset is large
enough to reduce the majority class to the sample count of the minor-
ity class. While oversampling is where new synthetic examples of the
minority class are randomly generated to have a number of examples
that is closer to the number examples of the majority class. Random
oversampling (ROS), samples from the minority class are randomly se-
lected to create duplicates. In Random undersampling (RUS), samples
from the majority class are randomly discarded. Previous research has
shown that sampling techniques and performance are highly depen-
dant on the algorithm used [34]. Studies have shown that intelligent
sampling methods like SMOTE often do not outperform simple meth-
ods like RUS and ROS [7].

2.2.2 Unsupervised methods

Unsupervised learning is when there is no target variable and the learn-
ing algorithm seeks to find hidden structures in data. Most commonly
used unsupervised method is clustering, where an algorithm tries to
derive structure from data based on relationships among variables in
data. Other commonly used unsupervised method is anomaly detec-
tion, where the algorithm find examples of unexpected patterns in the
data. The latter is a commonly used algorithm to detect fraud, since
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examples of fraud are often not available. The following section out-
lines a few unsupervised methods and how they have been used for
fraud detection in the past.

Anomaly detection

Anomaly detection is an important research area in fraud and intru-
sion detection. It refers to the problem of finding patterns in data
that do not conform to expected behavior. That also raises a question,
what is expected behavior and how can we find features that show ex-
pected behavior? Jack V Tu evaluated different information-theoretic
measures for anomaly detection. The study shows that conditional
entropy is good for calculating irregularities of users behavior [22].

Clustering methods have also been used for anomaly detection.
Cluster analysis is the task of organizing a collection of patterns, usu-
ally represented as a vector of measurement in a multidimensional
space, into clusters based on similarity. Intuitively, patterns within
a cluster are more similar to each other than they are to patterns be-
longing to a different cluster. The problem clustering tries to solve is;
given a collection of unlabelled patterns, group them into meaningful
clusters. Those clusters are then analysed and tagged into groups of
labelled data points, if possible. Several clustering methods have been
explored for anomaly detection. Out of those reviewed in this study,
they can be grouped into two categories, which make the following
assumptions; a) normal data instances belong to a cluster in the data,
while anomalies do not belong to any cluster; and b) normal data in-
stances lie close to their closest cluster centroid, while anomalies are
far away from their closest centroid. Techniques based on the above
assumptions consists of two steps. In the first step, the data is clus-
tered using a clustering algorithm. In the second step, for each data
instance, its distance to its closest cluster centroid is calculated as its
anomaly score [6]. Portnoy et al. studied self-linkage clustering for
intrusion detection. In the Portnoy et al. study, training data was clus-
tered and then used the clusters to classify test data. To label the data,
they assume that examples of intrusion are qualitatively different from
normal examples [25].

A number of the literature reviewed were using dimensionality re-
duction methods for fraud detection, where data is projected in to a
lower dimensional space. For example, Parra et al. project data into a
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lower dimensional space by using Principal Component Analysis (PCA).
The projection of each data instance along the principal components
are then analysed. Normal instance that satisfies the correlation struc-
ture of the data will have a low variance, while the anomalous instance
will have a high variance.

Cosine similarity

Cosine similarity (CS) computes the L2-normalised dot product of two
vectors. Cosine similarity is a measure used to compute similarity be-
tween two non zero vectors of an inner product space. CS computes
the L2-normalised dot product of the vectors and is only a judgement
of orientation and not magnitude. The cosine similarity is defined as,

similarity = cos(θ) =
A ·B

‖A‖2‖B‖2
, (2.14)

where A and B are non zero vectors.

2.3 Statistical methods

The statistical methods used in this experiments were used to analyse
cohorts of users and gather statistical evidence. Those evidence are
then used to evaluate how a cohort, by looking at user characteristics,
deviates from a normal population of users. In this section the meth-
ods used are explained in detail.

2.3.1 Kolmogorov-Smirnov test

The Kolmogorov-Smirnov (KS test) goodness-of-fit test tries to deter-
mine if a sample comes from a population with a specific distribution.
The test is based on the maximum difference between an empirical
and a hypothetical cumulative distribution function (CDF) in order to as-
sess fit. Another version of the KS test is a two-sample KS-test, which
determines if two probability distributions are drawn from the same
distribution [23]. The KS test statistics quantifies a distance between
two CDF’s and the null hypothesis is that both distribution are drawn
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from the same distribution. For a two-sample KS-test the KS statistic
is defined as:

Dn,m = sup
x
|F1,n(x)− F2,m(x)|, (2.15)

where F1,n and F2,m are CDF’s and sup is the supremum function. The
null hypothesis is rejected at level α if

Dn,m > c(α)

√
n+m

nm
, (2.16)

where n and m m are the sizes of first and second sample respectively.
Table 2.1 shows the most commonly used values of α and the corre-
sponding values of c(α) [36].

α 0.10 0.05 0.025 0.01 0.005 0.001

c(α) 1.22 1.36 1.48 1.63 1.73 1.95

Table 2.1: Most commonly used values of α along with the c(α)
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Fraud Detection

3.0.1 User behavior

The goal of user behavior analysis is to provide new insights into the
behavior of consumers of a service or product. It goes beyond basic
statistics like demographics and other traditional metrics. User be-
havior analysis allows companies to make decisions using predictions
based on users behavior. It also allows for modelling anomalies in
users behavior and taking actions if the user is behaving differently.
One study focused on Spotify users and their behavior during play
sessions [38]. The study showed that session arrival, session length
and playback arrival exhibit daily patterns in Spotify. They also show
that Spotify’s users have a favorite time of the day to access the service.

Another study tracked, analyzed and modeled user behavior and
relevant access patterns in a large scale video-on-demand system [37].
It focused on content access patterns, and their implications on the
design of multimedia streaming system. It showed that user arrival
times can be fitted to a modified version of the Poisson distribution but
the traditional Poisson model overestimates the probability of large
arrival groups.

User behavior analysis seeks to find behavioral patterns that de-
scribes the behavior of a user with a unique digital signature. Society
has relied on written signature to verify the identity of an individual
for hundreds of years. The complexity of the human hand and its envi-
ronment make written signatures highly characteristic and difficult to
forge. In a study by Rick Joyce et al. they examine keyboard keystroke
latencies and show that the same neurophysiological factors that make
a written signature unique are also exhibited in a user’s typing pattern.

23
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They created a digital human identifier by using keyboard keystroke
latencies [19]. The study shows that keyboard latency information cap-
tured during the user’s login process can be used to lower the pass rate
of imposters to less than one percent, even when the imposter knew
the users login information.

3.0.2 Botnets

A botnet, which is a network of machines that are controlled by an
adversary, are the root cause of many problems on the internet. Bots
are mainly known for security attacks, distributing spam and other
malicious acts. Botnets have been studied in multiple studies, where
most of the research that has been done are on DDOS attacks and click-
stream botnets.

To better understand the behavior of botnets, analyses on behav-
ioral patterns of spam botnets was studied [16]. The study shows that
botnets have a highly clustering structures based on features such as
content length, time of arrival, frequency of email, active time, inter-
arrival time and content type. Focus was on applying Principal Compo-
nent Analysis (PCA) [18] and clustering techniques to identify groups
of spammers and analyze their behavior.

Also related to our work is a study that was done on automated
programs in the Twitter [21] community, that studied bots that spread
spam or malicious content either to influence people or trick people
into following a link to their website. The research focused on classi-
fication of humans, bots or cyborg accounts on Twitter. A cyborg is
an account that is either bot-assisted human or human-assisted bots.
The study showed that using entropy measures, humans have com-
plex timing behavior whereas bots are often given away by their regu-
lar or periodic timing. The content of the tweets were examined and a
Bayesian classifier was trained on a set containing content from known
spammers.

3.0.3 Threats to social media

With increased popularity of online social media networks services,
such as Facebook, Twitter and Google+, the interest in attacking and ma-
nipulating them has grown. Due to their open nature particularly vul-
nerable to Sybil attack [11], where malicious users create multiple fake
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accounts. Various incentives can be behind fake account creation, most
of which are monetary profitable. Fake account could be used for in-
stance to allow spammers to abuse the social networks to generate roy-
alties through ad clicks. They can also be used to crawl social graphs
and gather personal information about users of the network. Some
fake accounts are also created to increase the visibility of niche con-
tent, forum posts and fan pages by manipulating votes or view counts
[27]. It has been reported that 1.5 million fake or compromised Face-
book accounts were on sale during February 2010 [27]. Compromised
accounts are accounts where the legitimate owner has lost complete
or partial control of the credentials to an attacker [31]. Compromised
accounts are controlled mainly in two ways, where the perpetrator has
the users credentials and uses them to control his account from a bot-
net service or by a malware agent. Malware is a software residing on
the user computing device. Once installed the attacker can hijack the
user session and do actions on the user’s behalf. Users are often un-
aware their device is infected with malware, since the agents are often
silent and cloak themselves to avoid detection. It is both difficult to
detect and prevent malware, since the attacker controls the physical
machine of the user [31].

Various methods have been used to prevent creation of fake ac-
counts and botnet driven accounts. A widely used method is CAPTCHA
[35], an automated test that humans can pass but computer should not
be able to pass. The test is usually a picture of an obfuscated text or
other visual perception tasks. Such a test can be used to differenti-
ate humans from computers and has been proven to work in some
scenarios. However, malware creators have found ways to pass the
CAPTCHA test. For example Koobface malware, has solved the prob-
lem by forwarding the test to users on the same machine, enclosed in
a window box warning that the operation system will shut down if
the does not solve the challenge. Many users comply and the Koob-
face forwards the solution back to the service that had the test. Using
this method Koobface has been observed to achieve solve rates com-
parable to humans [31].

There are also legal countermeasures when it comes to banning
users or taking down infringing content. Most of the social and stream-
ing services have a clause in their terms and agreements which makes
it illegal to use automated processes to manipulate their system. This
allows companies to take legal actions if they detect a user is being
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controlled by an automated process.
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Data

This section describes the raw data used to generate the dataset and
how the dataset used in this study was created. It also describes the
initial exploratory analysis used to find examples of fraud to use for
the supervised learning methods. Because of confidentiality reasons
the company that provided the data for this study will not be men-
tioned. Also for the same reason, some methods and features used in
this study will not be explained in detail.

4.1 Raw data

This study mostly relies on data collected on streaming events from
users on all platforms. From a single day, this dataset contains infor-
mation about all streams from a user and its context. The context has
information about which platform the users streamed from, length of
the stream, from which context the user started the stream and multi-
ple other information. Other datasets that are also of interest for this
study are datasets containing information about user sessions. Infor-
mation about the session include: how many streams did the user have
in a single session, which features did the user use during the session
etc. In addition to these datasets, information about the user profile
were used in the exploratory analysis phase of this study. Because of
the large size of this dataset, terabytes a day, sampling methods were
used to sample users to analyse.

27
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4.2 Ground truth

To be able to train a supervised learning algorithm, labelled data with
examples of fraud is needed. A dataset with examples of fraud was
provided by the company. With an example of fraud and domain
knowledge, exploratory methods were used to find underlying pat-
terns in fraudulent streaming behavior. Like stated before, fraudu-
lent users are driven by stakeholders with incentives to increase their
stream count to generate royalties or popularity. With that in mind
some features in a fraudulent user behavior are more characterising
than others and the exploratory analysis phase was mostly focused on
fraud with monetary gain.

The definition of fraudulent behavior is a difficult task when it
comes to users’ streaming behavior. What is considered abnormal, and
is abnormal fraudulent? Multiple users, with different types of abnor-
mal behavior, were found in the exploratory analysis phase. With a
large user base, there are many edge cases when it becomes to the
behavior of users. Looking at a single user and labelling him as fraud-
ulent is close to impossible, but looking at a cohort of users that all
behave in a similar manner statistical methods can be used to test for
abnormality.

4.2.1 Fraud or not?

The natural concern with fraud detection is false positives, where a
user is detected as fraudulent when he is in fact not. Justifying if a co-
hort of users is fraudulent is not as simple as one might think. In this
section we will show different methods that were used to analyse char-
acteristics of cohorts of users by seeing how much the cohort deviates
from the whole population of users. The following examples shown
are examples of examination done on a cohort of users that all shared
the same characteristics. Statistical methods were used to gather evi-
dence to justify why the cohort was believed to be fraudulent.

Kolmogorov-Smirnoff test

To test if a cohort of users is abnormal a KS-test was done on all user
features explained in the feature section. For each feature a two-way
KS-test is done on overall population and fraudulent population. If
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the KS Statistics is large and the p-value is low we can reject the hy-
pothesis.

Our hypothesis is that a cohort of users can be abnormal in one di-
mension, but it can not be abnormal in all dimensions presented in the
feature section without being artificially controlled, or in other words,
being fraudulent.

1000 random equal splits are created on the normal user data and
for each split the p-value is computed using KS-test between.

• Normal vs. Normal behavior

• Normal vs. Fraudulent behavior

Figure 4.1 and 4.2 show the p-value distribution for each test for
2 features. For all the tests conducted, we could never reject the hy-
pothesis that 2 normal are sampled from the same distribution with
high confidence, but for the tests between normal and fraudulent set
we can always reject the hypothesis that the fraudulent set comes from
the same distribution.

0.0 0.2 0.4 0.6 0.8 1.0
p_value

Overall population
Fraudulent population

Figure 4.1: Distribution for p-values across all 1000 tests conducted for fea-
ture1. Distribution for p-values between two normal cohorts are evenly
spread out. P-values for tests for fraudulent vs. normal cohorts always were
close to zero, the null hypothesis could always be rejected.
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0.0 0.2 0.4 0.6 0.8 1.0
p_value

Overall population
Fraudulent population

Figure 4.2: Distribution for p-values across all 1000 tests conducted for fea-
ture2. The p-value distribution for normal vs normal set has a mean around
0.85 and therefore likely to come from the same distribution. While the fraud-
ulent vs normal test is always around 0 and can therefore rejects the null hy-
pothesis.

Cosine similarity

One concern that might rise when a cohort of users, that all share the
same characteristics, is analysed. Is that many such cohorts might ex-
ist, rendering statistical evidence meaningless. To remove this con-
cern, cohorts were generated at random that shared the same structure
as the fraudulent cohort. Out of confidential reason, this structure can
not be exposed. The fraudulent cohort along with random cohorts are
then compared to the general population. The cosine similarity and
the Kullback-Leibler (KL) divergence measure is then calculated for each
cohort [1]. Cosine similarity is measured between the vector represent-
ing each cohort to the vector representing the general population. The
KL divergence measure the distance between two probability distribu-
tions, where 0 means the probabilities are the same. Figure 4.3 shows
the average cosine similarity and average KL divergence over all fea-
tures.
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Figure 4.3: We can see that the samples based on a randomly selected cohorts,
sharing the same structure as the fraudulent cohort, are never as divergent
from normality than our fraud cohort. This is a strong indicator that the
cohort believed to be fraudulent is anomalous.

4.3 Feature engineering

A vital part in any machine learning and pattern recognition task is
feature engineering. More often the majority of the time spent on data
mining tasks are spent on cleaning, pre-processing and selecting the
right features for the task at hand. If done poorly it may lead to prob-
lems related to noisy or irrelevant features which leads to a bad model.
In this study we will focus on features aggregated from one of users
streaming behavior. The exploratory analysis showed that some at-
tributes have a high correlation with the target variable and should
work well to train a supervised learning algorithm. Because of confi-
dentiality, the names of specific features have been anonamized.

Features used in this study are 55 and they are split into subsets
ranging from A to F .

• A: Distribution of events the users emits
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• B: Platform and streaming behavior

• C: Information about the content the user is streaming

• D: Session features

• E: How the user traverses the client

• F: Feature usage

Tom Fawcett et al showed, in his research on approaches to fraud
detection and risk management, that perpetrators adapt their meth-
ods upon discovery, so finding characteristics that differentiate normal
users from fraudulent can become a difficult task [12]. To increase the
likelyhood of catching examples of unseen fraud, features used in the
exploratory phase were excluded from the feature set used to train the
supervised learning method.

4.3.1 Feature visualisation

Exploring and visualising data often plays a key role in initial phases
of research. Being able to see trends in data and visualise the corre-
lation between feature is essential. Visualising high dimensional data
is an active area in research, most of which include dimensionality re-
duction (DR). In this research we rely on a DR method called t-SNE,
introduced by van der Maaten and Hinton in 2008 [24]. T-SNE is able to
reduce the dimensionality of the data down to 2 or 3 dimension while
retaining the local structure of the data. This makes t-SNE particu-
larly useful in early stage visualisation and to understand the degree
of separability.

Dataset with even split of fraudulent users and normal users was
created to apply t-SNE. Figure 4.4 shows how the 55 features look in
a 2-dimensional space. The figure clearly shows how the fraudulent
users deviate from the non fraudulent.
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Figure 4.4: All features used in this example, 55 of them, were reduced down
to 2 features with T-SNE.

Figure 4.5 and 4.6 shows two features and how they differ between
the fraudulent and overall population. For feature1, the distribution
is uniform, which is a strong indicator that the users in this cohort are
all controlled by the same process. Feature2 shows that the fraudulent
population is highly skewed to the right while the distribution for the
overall population is more evenly spread out.

overall population
fraudulent population

Figure 4.5: For feature1, the fraudulent population has a uniform distribu-
tion. While the overall population is closer to a normal distribution.
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overall population
fraudulent population

Figure 4.6: For feature2, normal population is uniform. While the fraudulent
population has most of the distribution at the top of the scale

4.3.2 Workflow

To be able to iteratively test features and methods, a data pipeline was
created in BigQuery. The pipeline extracts behavioral features for each
user streaming from a single day. Sampling the from the majority class
along with creating the training and test dataset was done in the data
pipeline. The datasets are then written to BigQuery tables and Google
Cloud Storage (GCS) for import to Spark or a notebook environments
used for the experiments and exploratory analysis. Training of the
machine learning models was then done in a notebook environment,
using Keras or a Spark cluster. The output of the models was saved to
both BigQuery tables and GCS for further analysis.
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Figure 4.7: Iterative workflow used in this experiment

Figure 4.7 shows the iterative workflow used in this experiment.
Where we start with a dataset containing examples of fraud. User be-
havior analysis is done on the examples of fraud to better understand
their motives and behavior. Once an analyst has analysed the data,
statistical methods are performed to test the examples for abnormal-
ity. The examples are then labeled as fraudulent or not fraudulent and
feature selection methods are applied to select the best set of features.
Features are then used to train a supervised learning method which
outputs probabilities for each sample being fraudulent. The output of
the model is then evaluated to examine the performance of the model
and the examples the model predicts as fraudulent with a high prob-
ability are then added to the examples of fraud. This iteration is then
repeated to find new examples of fraud.
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Experiments

The objective of this study was to examine the performance of classifi-
cation models that have been proven to work well for fraud detection:
logistic regression, random forest, neural networks and support vector
machines. We also compare different fractions of undersampling and
evaluate how it affects the performance of the model. This section de-
scribes the data, performance metrics and how the experiments were
conducted.

5.1 Baseline

To be able to evaluate the performance of the models a baseline has to
be set. Because of privacy issues, the fraction of fraud in the dataset
provided cannot be exposed. For this study an assumption was made
on the proportion of fraudulent cases. By assuming that the proportion
of fraudulent cases are 1%, we set the assumptions that each user has
1% probability of being fraudulent. To evaluate the performance of the
models the log loss metric is calculated using the following formula:

logloss = − 1

N

N∑
i=1

M∑
j=1

yij log(pij), (5.1)

where N is the number of observations, M is the number of class la-
bels, yij is 1 if observation i is in class j and 0 otherwise, and pij is the
predicted probability that observation i is in class j [20].
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The baseline probabilities are [0.99, 0.01] for each of the examples
in the test set.

5.2 Datasets

The original dataset is highly imbalanced. Therefore, to create datasets
with a reasonable proportion of fraud cases to non-fraud cases, data
from the two classes are sampled at different rates. We created datasets
that contain 5%, 10%, 20%, 30% and 50% fraudulent cases. In all the
datasets the majority class is randomly undersampled and for the im-
balanced datasets the minority class is randomly undersampled. For
50% dataset we used all the fraudulent cases that exist in our database
and undersample the majority class to fit the same proportion. The test
dataset only contains 1% fraud cases, which was an assumption made
to simulate a reasonable proportion of fraud cases in the real world.

5.3 Performance measures

Several performance measurements are used in this study, since the
impact of an imbalanced dataset can vary between algorithms and per-
formance measures. Like stated before accuracy and ROC AUC are not
fit for highly imbalanced datasets where high accuracy is sought on the
minority class. Precision and recall metrics are used in this study along
with F1 score. To visualise the precision and recall PR curves will be
used, to evaluate the performance of the algorithms, along with a PR
AUC metric. For each of the method, the log loss is calculated for the
outputted probabilities and presented in a table.

5.4 Feature selection

To rank the features by importance, recursive feature elimination (RFE)
was used to rank the features by importance. Each method is then
tested on a subset of the top features to see how eliminating features
affects the performance of the model. The subsets tested are top 10, 20,
30, 40 and 55 respectively of the top ranked features. Where 55 is the
whole feature space.
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5.5 Model parameters

Parameter tuning for a specific dataset is an important step when it
comes to training a machine learning model. Parameter tuning was
done by using random search for all the models except the neural net-
work, which was manually optimized. The dataset used for parameter
tuning was the dataset containing an equal fraction of fraud and non
fraud examples. Parameter tuning was done by using 33% of the train-
ing set as a validation set and the rest for training. No feature elimi-
nation was used to optimize parameters, all features were used. This
section lists the parameters that proved to perform the best, where N
is the number of features

5.5.1 Random Forest

Random Forests are easy to use and do not have many parameters
to tune. The main parameters that need to be tuned are the number
of trees in the ensemble, the number of features considered in each
split and the maximum depth of each tree. Different number of tree
counts were tested, ranging from 50 to 20.000 trees. Performance did
not increase after 600 trees. The following parameters proved to be
best for the dataset tested by using random search:

• Number of trees: 600

• Number of features to consider for each split:
√
N

• Maximum depth of tree: 5

5.5.2 Artificial Neural Network

For Artificial Neural Networks there are multiple hyperparameters
that can be tuned to tweak the performance of the model. To lower
the amount of parameters to be tested, a decision was made to keep
the size of the hidden layers the same for all layers. The optimizer
used was Adam optimizer and the loss function used was a binary
cross entropy loss function. The parameters that proved to give the
best performance for the dataset tested are the following:

• Layer count: 3
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• Layer size: 512

• Batch size: 5000

• Dropout fraction: 0.2

5.5.3 SVM

The main hyperparameter of SVMs is choosing the right kernel func-
tion for the task. All kernels mentioned in the background section
were tested. The Gaussian radial basis function kernel outperformed
the other kernel functions for this specific task. The Gaussian radial ba-
sis function as a kernel function is a general purpose kernel that gives
good performance. The parameters that gave the best performance on
the dataset tested are the following:

• C: 1.0

• Kernel: RBF

• Gamma: 1
N
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Results

In this section results are presented, where performance of Logistic Re-
gression, Random Forest, Support Vector Machines and Artificial Neu-
ral Networks trained on imbalanced datasets carrying varying levels
of fraud cases are evaluated. Feature elimination is also tested and
how the eliminating feature using Recursive Feature Elimination af-
fects the performance of the models. After evaluating, which training
set and top feature count works best across all model, models are com-
pared using the same experimental setup.

6.1 Imbalanced dataset testing

We first present performance of LR, RF, SVM and ANN trained with
different fractions of fraud in the training dataset. Table 6.1 shows per-
formance metrics tested for each method. For each method, results are
given for the five training set containing different fractions of fraud.
Performance metrics for the baseline is also added for comparison. All
models perform significantly better than the baseline. LR performs
significantly worse than other methods tested on all measures. This
was not surprising, since most of the literature studied did not focus
on LR for fraud detection. SVMs perform quite well when compared
to RF and ANN with the best F1 score 0.94 on an imbalanced dataset
with 10% fraud cases but performs significantly worse on a dataset
with only 5% fraud cases. It is also noteworthy that SVMs perform
worse on the balanced dataset than on the imbalanced datasets with
10%, 20% and 30% fraud cases.

RF performs well on all training datasets with the best F1 scores

40
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for datasets with 30% and 50% fraud cases. Precision is higher trained
for RF trained on datasets with a lower fraction but at the same time
the recall goes up. ANN have an overall better Recall than RF but is
outperformed by RF when precision is taken into account. It is note-
worthy, that ANN and SVMs seem to perform equally well when it
comes to this classification task.

Method/Fraction Pre. Rec. F1 PR AUC Log loss

LR 5% 0.0193 0.0018 0.0033 0.4021 0.0253
LR 10% 0.5138 0.2792 0.3618 0.4477 0.0237
LR 20% 0.5376 0.6370 0.5831 0.5002 0.0246
LR 30% 0.5353 0.9912 0.6951 0.5348 0.0276
LR 50% 0.4538 0.9916 0.6226 0.5602 0.0326

SVM 5% 0.8890 0.6346 0.7406 0.8812 0.0078
SVM 10% 0.9008 0.9876 0.9422 0.9151 0.0047
SVM 20% 0.8857 0.9892 0.9346 0.9192 0.0053
SVM 30% 0.8672 0.9938 0.9262 0.9191 0.0065
SVM 50% 0.8507 0.9948 0.9171 0.9228 0.0085

RF 5% 0.9836 0.9128 0.9469 0.9807 0.0045
RF 10% 0.9791 0.9578 0.9684 0.9829 0.0042
RF 20% 0.9711 0.9870 0.9790 0.9863 0.0044
RF 30% 0.9635 0.9920 0.9775 0.9871 0.0051
RF 50% 0.9585 0.9932 0.9755 0.9871 0.0064

ANN 5% 0.9290 0.9712 0.9496 0.9017 0.0061
ANN 10% 0.9310 0.9822 0.9559 0.9308 0.0042
ANN 20% 0.9170 0.9858 0.9502 0.9197 0.0045
ANN 30% 0.9042 0.9944 0.9471 0.9276 0.0059
ANN 50% 0.8947 0.9936 0.9415 0.9142 0.0081

Baseline 0.0125 0.0122 0.0124 0.505 0.1273

Table 6.1: Performance for all methods tested for different fraud rates in train-
ing data. Where Pre. and Rec. represent precision and recall respectively.
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6.2 Feature count

Choosing the right set of features is essential. Minimizing the set of
features used to train an algorithm can both increase performance and
training speed. In this experiment RFE was used to rank features by
importance. In this section we show performance across the methods
tested in this study. Each method was tested on datasets containing
different fraction of fraud, containing subsets of the features rank by
the RFE. In figures 6.1, 6.2, 6.3, 6.4 and 6.5 precision and recall curves
are shown for different fractions of fraud in the training set. Each line
represents the top k feature from RFE, with 55 being the whole feature
set.

Results show that for all datasets containing different fractions of
fraud, the top 10 features are under-performing compared to all other
feature sets. It is though noteworthy that LR performs best on the fea-
ture set with the top 10 features. This could be because the LR is over-
fitting the training set the more features are introduced to the model.
For all datasets and methods tested, the top 20 features are showing an
overall best performance, except for the dataset containing 30% fraud
cases, where ANN have the best performance on the whole feature
set. For all datasets tested, Random Forest is performing well on all
datasets containing more than 20 features. This came as a surprise,
the author expected a more complex model would results in a worse
performance due to the curse of dimensionality.



CHAPTER 6. RESULTS 43

0.0

0.2

0.4

0.6

0.8

1.0
P
re

ci
si

o
n

Logistic Regression

10 PR AUC curve (area = 0.656)

20 PR AUC curve (area = 0.609)

30 PR AUC curve (area = 0.626)

40 PR AUC curve (area = 0.541)

55 PR AUC curve (area = 0.402)

SVM

10 PR AUC curve (area = 0.734)

20 PR AUC curve (area = 0.928)

30 PR AUC curve (area = 0.906)

40 PR AUC curve (area = 0.891)

55 PR AUC curve (area = 0.881)

0.0 0.2 0.4 0.6 0.8 1.0

Recall

0.0

0.2

0.4

0.6

0.8

1.0

P
re

ci
si

o
n

Random Forest

10 PR AUC curve (area = 0.783)

20 PR AUC curve (area = 0.982)

30 PR AUC curve (area = 0.981)

40 PR AUC curve (area = 0.981)

55 PR AUC curve (area = 0.981)

0.0 0.2 0.4 0.6 0.8 1.0

Recall

Neural Network

10 PR AUC curve (area = 0.723)

20 PR AUC curve (area = 0.910)

30 PR AUC curve (area = 0.903)

40 PR AUC curve (area = 0.873)

55 PR AUC curve (area = 0.902)

5% fraud

Figure 6.1: Precision recall curve, for methods trained with 5% fraud cases.
The legend represent the top k features ranked by RFE
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Figure 6.2: Precision recall curve, for methods trained with 10% fraud cases.
The legend represent the top k features ranked by RFE
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Figure 6.3: Precision recall curve, for methods trained with 20% fraud cases.
The legend represent the top k features ranked by RFE
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Figure 6.4: Precision recall curve, for methods trained with 30% fraud cases.
The legend represent the top k features ranked by RFE
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Figure 6.5: Precision recall curve, for methods trained with 50% fraud cases.
The legend represent the top k features ranked by RFE

6.2.1 Log loss

In Table 6.2 we look at log loss on the test set for each method. Where
each method is trained on the top k features, from a balanced dataset,
ranked by RFE. We find that ANN has the best overall performance
for all tested k feature sets. RF has a similar performance to the ANN,
except where imbalance in the dataset becomes high. As can be seen
from the PR curve above, the performance of LR decreases as more
features are added to the trainingset. SVM performs competitively
with RF and ANN, especially SVM performs better than ANN for top
30 feature and has a similar overall performance. If the mean loss for
all the k feature sets tested is calculated, top 20 features performs best
for all models, with a mean loss of 0.011.
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Method Top k features

10 20 30 40 55

LR 0.0230 0.0231 0.0223 0.0239 0.0326
ANN 0.0063 0.0069 0.0092 0.0069 0.0081
RF 0.0128 0.0068 0.0068 0.0066 0.0064
SVM 0.0093 0.0072 0.0074 0.0079 0.0085
Baseline 0.127 0.127 0.127 0.127 0.127

Mean 0.0129 0.0110 0.0114 0.0113 0.0139

Table 6.2: Log loss for top k features ranked by RFE trained on a balanced
dataset

6.3 Model comparison

This section compares the methods tested using the best set of pa-
rameters from the experiments conducted. In order to evaluate which
method performs best to detect fraud, the same dataset and feature set
was used to evaluate all models. The metrics evaluated in the experi-
ment above show that the overall best performance, across all method,
was reached by using a balanced dataset and top 20 features. We will
also have a look at output probabilities and how they change with dif-
ferent top k features used to train a RF model.

6.3.1 Model comparison

In this section we look at performance of methods tested, where the
dataset and feature set that performed best across all method is used to
train the methods. Since LR has shown to perform significantly worse
than other models in this experiment, LR was left out in this section.
In Figure 6.6 we show the performance metrics for the methods that
performed best in the experiments. It shows that RF outperforms all
models for all metrics measured. Recall is similar for all models, while
other metrics differ between models. It is noteworthy, that the ANNs
have low precision and a F1 score that is similar to the RF. This is due
to the fact that the recall score is high for the ANNs and therefore in-
fluencing the F1 score for that model.
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Figure 6.6: Performance metrics for all models tested. It shows that RF out-
performs all models tested for all performance metrics

6.3.2 Output probability distribution

In Figure 6.7 we examined the outputted probabilities for RF. Each fig-
ure shows the outputted probabilities, where the method was trained
with top k features. For each figure, the outputted probabilities for
each dataset with different fractions of fraud is aggregated. For each
of the top k features, the distribution of fraudulent cases is heavily
leaned to one. When RF was trained with top 10 features, the distribu-
tion of the fraudulent cases spreads out. For top 20 features and over,
the distribution for the fraudulent and normal cases does not change.
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Figure 6.7: Output probabilities for RF, where each plot is an aggregation of
the outputted probabilities for each dataset containing different fractions of
fraud. Red distribution representing the fraudulent cases and the blue the
normal cases.
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Conclusions

With increased popularity of online streaming services and revenues
of digital music, streaming platforms have become subject to fraud.
Building an automatic and effective way to detect fraud is becoming
one of the key tasks for streaming services. In this study we exam-
ined the performance of four machine learning techniques: Logistic
Regression, Support Vector Machines, Random Forests and Artificial
Neural Networks, known to perform well on detecting fraud. The
datasets used to evaluate the model was created for this experiment.
Behavioral patterns were extracted from normal users and users that
are known to have shown fraudulent behavior. In the real world, data
often contains a low fraction of fraud. Datasets carrying different frac-
tion of fraud cases to non-fraud cases were created to compare the
methods.

For performance assessment, a test set containing 1% fraud was
used, which was an assumption made about real life fraud fraction be-
cause of confidential reasons. This helps to assess the performance that
may be expected when models are applied for fraud detection where
the proportion of fraudulent cases are typically low. The results show
that all methods have the ability to model and catch fraud. Perfor-
mance of the methods for datasets carrying different fraction of fraud
varied, but not significantly. The overall best performance was with a
balanced dataset, though datasets containing a small fraction of fraud
had a similar performance. Where examples of fraud are a scarce re-
source, performance can be reached that is similar to a performance
with a balanced dataset. For most companies taking their first steps,
that usually do not have many examples of fraud, this is an important
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factor.
Comparing model performance, results show that Random Forest

outperforms other methods in nearly all experiments. From a practical
standpoint, Random Forests are appealing because of their computa-
tional efficiency and easy of use. Random forest does not have many
parameters to tune and were order of a magnitude faster to train and
predict than SVM and ANN. When it comes to picking which model
performs best for catching fraud, there is usually a tradeoff between
precision and recall. To you pick the model with higher precision or
the one with a higher recall? This is something that companies need
to decide on, to optimize cost and revenue. This is usually done by
assigning a fixed value on false positive and false negative, which is
often highly correlated with the life time value of a customer. This
varies, depending on the type of business and the level of fraud.
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Future Work

Future research on this topic can explore multiple methods. One such
method is online learning, where a model is constantly getting feed-
back on its performance and adapting. Opposed to batch learning
techniques, which generates the best model on the entire dataset at
once. Online learning is constantly learning and dynamically adapt-
ing to new patterns in the data.

Online learning could be used to classify users in real time as fraud-
ulent. Users that are believed to be fraudulent are then asked to prove
their authenticity. If a user passes a test showing that they are not
fraudulent, the online model will be adjusted to fit the changes in that
example. Over time, the model learns how to adapt to fraud as it is
taking place and allows for service providers to act before it is possi-
bly to late.

Given the increasingly sophisticated methods of fraud perpetrators
and the potential of them adapting to our methods over time, the as-
sumption of stable user patterns over time may not hold. Another
interesting thing to look into is the use of temporal models to detect
fraud. Fraudulent patterns in user behavior could happen over time
and therefore easier to predict using temporal features and models.

To be able to catch examples of unseen fraud, anomaly detection
methods would be interesting to explore. One such method is using
an auto encoder, which is a non-linear dimensionality reduction method
which have been proven to be successful in detecting anomalies [29].
Anomaly detection could be applied to both aggregated and temporal
features.

One of the problems with fraud is justification, where the fraudu-
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lent behavior needs to clearly defined and justifiable. Many compa-
nies are working under a legislation that the way they define fraud,
needs to be well defined and humanly understandable. Though, ar-
tifical neural networks and other advanced modelling methods work
well for detecting fraud. It is often hard justify their decisions and
reason why they chose to label an example as fraudulent. That being
said, mining association rules is a method that creates human readable
rules. Those rules can be mined from examples of both fraudulent and
non fraudulent cases. In this study, we did not look into mining associ-
ation rules, but that is something that could be done in future works.
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