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Abstract

Autonomous vehicles have the potential to drastically improve the safety, effi-
ciency and cost of transportation. Instead of a driver, an autonomous vehicle is con-
trolled by an algorithm, offering improved consistency and the potential to eliminate
human error from driving: by far the most common cause of accidents.

Data collected from different types of sensors, along with prior information such
as maps, are used to build models of the surrounding traffic scene, encoding relevant
aspects of the driving problem. These models allow the autonomous vehicle to plan
how it will drive, optimizing comfort, safety and progress towards its destination. To
do so we must first encode the context of the current driving situation: the road ge-
ometry, where different traffic participants are, including the autonomous vehicle, and
what routes are available to them. To plan the autonomous vehicle’s trajectory, we also
require models of how other traffic participants are likely to move in the near future,
and what risks are incurred for different potential trajectories of the autonomous vehi-
cle. In this thesis we present an overview of different trajectory planning approaches
and the models enabling them along with our contributions towards localization, inten-
tion recognition, predictive behavior models and risk inference methods that support
trajectory planning.

Our first contribution is a method that allows localization of an autonomous vehicle
using automotive short range radars. These sensors are comparatively cheap, rugged
and have the advantage of directly measuring the change in distance using the Doppler
effect. We us a simple map representation coupled with the iterative closest point
algorithm to achieve results comparable with more complex methods using short range
radars for localization.

Furthermore, we investigate behavior recognition and prediction using models at
two different levels of abstraction. We study classification of driver intentions, model-
ing high level maneuvers of other drivers, for unsignalized intersection scenarios. To
model trajectories in detail, we have studied a probabilistic extension of the Intelligent
Driver Model, a car following model first used in traffic simulations. Here we adapt
the model for each detected vehicle individually to improve prediction accuracy.

To account for uncertainty we can use probabilistic models of the environment,
allowing us to represent the inherent uncertainty in predicting the future state of the
environment during planning and that can give us better estimates of the risks involved.
While there are good theoretical models for planning under uncertainty, in practice we
must carefully trade off computational complexity with model complexity to achieve
real time algorithms suited for autonomous vehicles. We have explored the integration
of two different trajectory planning algorithms and probabilistic environment models
which allow us to optimize the expected cost of chosen trajectories. For merge scenar-
ios we evaluated a trajectory planning method where the optimal trajectory is found
by enumeration by evaluating a large number of polynomials representing the speed
profile of the autonomous vehicle. This allows us to model interactions between the
autonomous vehicle and other traffic participants. We also present a lattice based plan-
ning approach for general on-road scenarios where trajectories are evaluated based on
the probability of dangerous outcomes for a set of modeled situation types.
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Sammanfattning

Autonoma fordon har potentialen att drastiskt förbättra säkerheten, effektiviteten
och kostnaden för transporter. I stället för att styras av en förare så styrs ett autonomt
fordon av en algoritm, vilket ger förbättrad följdriktighet och möjligheten att eliminera
mänskliga förarmisstag; den absolut vanligaste orsaken till olyckor.

Data som samlas in av olika typer av sensorer, tillsammans med i förväg tillgänglig
information så som kartor, används i autonoma fordon för att bygga upp modeller av
omgivningen, där relevanta aspekter av trafiksituationen är representerade. Dessa mo-
deller tillåter det autonoma fordonet att planera hur det ska köra genom att optimera
komfort, säkerhet och framskridande mot destinationen. Det första steget i modelle-
ringen innefattar kontexten av trafiksituationen: väggeometrin, var olika väganvändare
är, inklusive det autonoma fordonet, och vilka rutter som finns tillgängliga för dem. Vi
måste också modellera troliga rörelser inom den närmaste framtiden för andra vägan-
vändare och vilka risker som det autonoma fordonet utsätter sig för om det skulle välja
att köra efter en viss potentiell trajektoria. I den här avhandlingen så presenterar vi en
översikt av olika trajektorieplaneringsmetoder och de modeller som möjliggör dessa
samt våra bidrag till lokalisering, avsiktsigenkännande, prediktiva beteendemodeller
och riskskattningsmetoder som understödjer trajektorieplanering.

Vårt första bidrag är en metod som tillåter lokalisering av ett autonomt fordon med
hjälp av kortdistansradar. Dessa sensorer är jämförelsevis billiga, stryktåliga och har
fördelen att de direkt kan mäta avståndsförändringar med hjälp av Dopplereffekten. Vi
använder en enkel kartrepresentation tillsammans med den s.k. Iterative Closest Point
algoritmen för att uppnå resultat som år jämförbara med mer komplicerade metoder
som också använder kortdistansradar för lokalisering.

Vi undersöker även beteende-igenkänning och beteende-förutsägelse med model-
ler på två olika abstraktionsnivåer. Först så studerar vi klassificering av föraravsikter,
som modellerar olika manövrar för förare på en högre nivå, för korsningsscenarion
utan trafikljus. Med avsikt att modellera trajektorier i detalj så har vi studerat en pro-
babilistisk vidareutveckling av den s.k. Intelligent Driver Model, en modell för förares
följandebeteende som utvecklades för användning i trafiksimuleringar. Vi anpassar mo-
dellen individuellt för varje detekterat fordon för att passa förarens beteende och för att
få mer noggranna förutsägelser.

För att ta hänsyn till osäkerheter, kan vi använda probabilistiska modeller av om-
givningen vilket tillåter oss att representera den inneboende osäkereten i förutsägelser
av framtida omgivningstillstånd som används då vi planerar. Dessa probabilistiska mo-
deller tillåter också skattning av risker. Trots att det finns bra teoretiska modeller för
planering under osäkra förhållanden så krävs det i praktiken en fin avvägning mel-
lan beräkningskomplexitet och modellkomplexitet för att få realtidskapabla algoritmer
som är användbara för autonoma fordon. Vi har utforskat möjligheten att integrera
två olika trajektorieplaneringsmetoder med probabilistiska omgivningsmodeller vilket
tillåter oss att optimera väntevärdet av kostnaden för den trajektoria vi väljer för det
autonoma fordonet. I väjningspliktsscenarion så har vi utvärderat en trajektorieplane-
ringsmetod där den optimala trajektorian hittas genom uppräkning av ett stort antal
polynom som sedan utvärderas. Detta tillåter oss att modellera interaktioner mellan
det autonoma fordonet och andra väganvändare. Vi presenterar också en gitterbaserad
planeringsmetod där trajektorier för det autonoma fordonet utvärderas utifrån sanno-
likheten för farliga utfall för ett antal modellerade situationstyper.
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Chapter 1

Introduction

With a large number of companies and universities developing autonomous vehicles and
related technologies the goal of fully autonomous vehicles (AVs), even without the possi-
bility for a driver to take control, is nearing realization. The basic task of an autonomous
vehicle is to efficiently, and safely, move from point A to point B, while respecting the
rules of the road. How the vehicle will move is typically determined by what is detected by
on-board sensors, models of the environment, a motion-planning module which attempts
to optimize the vehicle’s trajectory with respect to some defined cost-function, i.e. formu-
late a plan of future motion, and control algorithms interfacing with the hardware of the
vehicle, such as steering and acceleration. This task could be relatively easy to accomplish
in restricted areas, such as mines, ports, cargo terminals and the like, or very complicated,
in highly dynamic environments where the deployment of the autonomous system can not
be strictly controlled, such as urban areas involving different traffic participants like human
driven vehicles, bicyclists and pedestrians.

The potential of autonomous vehicles is huge: with fully automated vehicles we can
expect significantly cheaper transportation costs, lower environmental impact, improved
safety and traffic flow [5]. Freeing up the driver during his or her every day commute is
also a strong selling point for AVs. The main factor of traffic accidents is human error,
the U.S. Department of Transportation estimates driver error to be the cause of 94% of
crashes [60], and this is perhaps the strongest motivation for autonomous vehicles. We
argue that the main safety advantage of AVs is eliminating human error and instead having
consistent behavior in typical traffic situations. The majority of driving situations are rela-
tively simple and here a vehicle controlled by an algorithm can eliminate the inconsistency
present in human driving behavior, e.g., behaviors caused by distractions, fatigue or other
human factors. Different types of sensors also allows precise measurements of positions
and velocities of other vehicles and reaction times can be very quick for AVs.

Although the vast majority of driving consists of simple situations such as following
the road at the speed limit, following another vehicle at a suitable distance, or waiting for a
red light to switch which do not require advanced decision making or situation assessment
some common situations require foresight and more advanced understanding of the current

3



4 CHAPTER 1. INTRODUCTION

Figure 1.1: Prototype autonomous trucks and bus for transportation tasks. Image courtesy
of Scania Autonomous Transport Solutions.

traffic situation. These include overtaking, merge situations and navigating unsignalized
intersections such as roundabouts. Here the driver must use observations of speeds, posi-
tions and possible future routes of other traffic participants in order to make a decision. For
instance in merge situations a driver must decide, ahead of time, which vehicles to merge
behind, or in front of, and adjust his speed accordingly. While a novice driver will often
be overly cautious, an experienced driver uses his experience in identifying and predicting
intentions of other drivers and predicting how fast his own vehicle can clear a critical sec-
tion to make decisions. This ability is critical in congested traffic situations, where drivers
often have to interact in order to progress forwards.

For an AV to function it must first identify the current context, e.g., how many lanes
there are on the road it is on, which lane it is in, and where surrounding traffic participants
are. Then the current driving situation must be understood in terms of what is likely to hap-
pen in the near future, what options are available to the AV and what are the risks involved.
By modeling different possible future motion intentions of other traffic participants and
their likelihood, risks for different options of the AV can be estimated so that decisions can
be made. In this way, foresighted decisions can be made by an autonomous vehicle.

Consider the case of an autonomous truck driving towards and then through an inter-
section without traffic lights. First the algorithms controlling the vehicle must estimate
where the truck is in the road network and where nearby roads are, e.g., how far it is until
the intersection and where the vehicle is positioned with respect to the different lanes. This
can be done using localization with on-board sensors and stored maps, including a digital
road map. Then the truck must track other traffic participants, based on its current and past
sensor readings, and estimate their current and future positions on the road, i.e. where, in
which lanes and at what times will the road be occupied? To estimate the future positions
of other vehicles the AV will employ different models based on different possible maneu-
vers of other vehicles, and the estimated likelihood of these maneuvers. Then, by utilizing
these different sources of information the truck can make a decision of how fast it will
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travel through the intersection, if it needs to stop and wait for another vehicle etc. What the
decision the truck makes is based on evaluation of different options for its future trajectory
with respect to comfort, risk and progression towards its destination. To summarize: the
ability of a planning algorithm to evaluate different trajectory options is dependent on the
situational awareness afforded to it by supporting models of the static environment and
other traffic participants.

Current activity regarding autonomous vehicle development is at an all time high, with
“19 companies racing to put self-driving cars on the road by 2021” [52]. It can be argued
that the successful proof-of-concept required to spur these activities was the 2007 DARPA
urban challenge, which showed that autonomous vehicles in urban scenarios were possible
[15]. There most successful teams used expensive light detection and ranging (LIDAR)
sensors, relatively purpose built logic to accomplish challenge goals, such as finite state
machines controlling vehicle behavior for specific, predefined, situations and simplistic
models for other detected objects, limited to be either vehicles of other contestants or cars
driven by the competition organizers. Since then sensor technology, planning and control
developments and in particular the main stream adoption of deep-learning based computer
vision for environment perception has greatly improved the capabilities of autonomous
vehicles.

Still, there are many problems yet to overcome, from robustness of environment per-
ception to planning and control schemes that can handle all complex scenarios the vehicle
might encounter. In order to effectively negotiate scenarios with many other traffic par-
ticipants, a world model capable of describing their behavior is needed and also planning
algorithms capable of making risk assessments of future motion for the autonomous vehi-
cle under these models. In essence, motion planning for an autonomous vehicle amounts to
finding a sequence of configurations of the vehicle, or specifying values for each variable
that can be controlled, e.g., the steering wheel angle, throttle and break pressure. A car is
nonholonomic, meaning that we cannot always directly go from point A to point B in a
straight line, e.g., to move a car a few meters to the right, we might have to first back up so
that we can get to the position. If we were at the same time to minimize risk of collisions
with other moving traffic participants, and specify the optimal speed of the vehicle for each
section of our path, the problem becomes prohibitively complex to solve in one go. There-
fore, planning for autonomous vehicles is usually split up into a hierarchical framework
where we solve more and more detailed versions of the problem in a sequence. Usually
we exploit assumptions about the environment, e.g., we always want to follow roads if
they exist, to do so. In this thesis we describe how such assumptions can be encoded into
different models of the environment, so the planning problem becomes tractable.

In order for the environment model to encompass the complexity of the real world and
to handle limited precision of sensors a probabilistic model can be employed. Here the
current and future state of the environment is represented by probability distributions of
varying sophistication, for instance we might consider just kinematics of objects around
the vehicle or also attempt to model their behavior at a higher level, e.g., model the prob-
ability that vehicle detected by on-board sensors will change lane. With a probabilistic
world representation, we should aim to optimize the expected risk and utility of the be-
havior of the autonomous vehicle, since we cannot know precisely the future state of the
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world. Efficient planning under uncertainty is an open problem, and while a good theoreti-
cal framework exists, partially observable Markov decision processes (POMDP), tractable
solutions require various forms of approximations [63].

The behavior of different traffic participants is dependent on their interactions, in par-
ticular we expect that drivers will keep distance to other vehicles. Modeling these inter-
actions should allow us to better predict future behavior. When determining high level
maneuvers of other traffic participants we should consider the context, for example: a
high speed of a vehicle might indicate an upcoming lane change maneuver when there is a
slower vehicle in front. For predicting positions in the near future of other traffic partici-
pants we can take into account car following behavior to improve accuracy.

Feasible realizations of vehicle autonomy acknowledge that information about the
world and models of the surrounding scene are not perfect and therefore repeatedly re-
plan in order to cope with changing conditions [37]. Re-planning introduces significant
time-constraints on how long an autonomous vehicle can spend on calculating a solution:
if the solution is to an environment state that was valid a second ago the vehicle could have
traveled a long distance, thus making the solution irrelevant. Consider the case of when to
apply the brakes, if the vehicle is traveling at some speed we might have already hit some-
thing! In this thesis we focus on extending traditional motion planning algorithms to use
probabilistic models to make good decisions, while at the same time keeping the execution
times of these algorithms low enough to support re-planning.

In this thesis, structured as a collection of papers, I have explored two different vari-
ants of computationally tractable trajectory planning and some of the models required for
it to function: localization with low-cost sensors, behavior recognition in intersection sce-
narios and a probabilistic model for predicting trajectories of other vehicles, taking into
account individual driving styles. A crucial aspect of trajectory planning is evaluating risk
of possible future trajectories, here I have contributed with a probabilistic risk checking
approach that is efficient, allowing for fast evaluation of a large number of possible future
trajectories, and that still gives accurate evaluation of the probability. This is achieved by
exploiting a commonly used model of surrounding roads and tracked objects. For trajec-
tory planning I have focused on the problem of lane-changing and merge scenarios as these
often require us to reason about the future and the impact of our vehicle’s many possible
future actions on other traffic participants, in order to find suitable gaps to change lane, or
merge, into. To achieve good prediction accuracy in these scenarios I have investigated a
probabilistic extension of a popular model describing vehicle trajectories, the Intelligent
Driver Model (IDM) [65].

1.1 An overview of autonomous vehicles

Automated vehicles have been present in the public’s imagination for a long time. At the
1939 World’s Fair General Motors presented their vision of automated highways where
cars would follow the road and maintain safe distances using “automatic radio control”, in
their Futurama exhibit [26]. In the 1982 science fiction movie, Blade Runner, the intrepid
protagonist allows his vehicle, also capable of flight, to drive him autonomously to his des-
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tination in Los Angeles in the then distant future: 2019. The autonomous vehicle Kitt in the
1980s TV-series Knight Rider possessed even more impressive capabilities, often helping
in analyzing and solving the crimes its passenger was tasked to solve. While automated
cruise control (ACC) and lane keeping assist driver assistance systems in modern produc-
tion cars have delivered on the 1939 vision, fully automated vehicles are not commercially
available and the general artificial intelligence of Kitt is still confined to fiction.

Partial automation has been successfully implemented for limited scenarios, and is now
commercially available. These scenarios include automated transportation in mines [56]
and automated shuttle services [53]. SAE International (Society of Automotive Engineers)
defined five autonomy levels [57]:

1. Driver Assistance

2. Partial Automation

3. Conditional Automation

4. High Automation

5. Full Automation

Only at level 5, the autonomous vehicle is capable of performing all tasks a human driver
can perform. Levels 1 and 2 require the human driver to perform any driving task that the
system cannot perform on its own, without being forewarned to do so. For instance ACC
falls into level 1, here the driver is responsible for changing lanes and other maneuvers
except car following. Importantly, the driver is responsible for monitoring the performance
of the system and should decide take over if needed. In level 3, the driver will be warned
when to take over. In level 4, the vehicle should itself handle cases where the system is
incapable of continuing, e.g., in the case of a sensor failure the car should stop in a safe
location on its own.

In order to reach level four or five the system must be able to reason about its surround-
ings and choose safe actions on its own. This requires reasoning about the risk of different
potential options, and modeling of the evolution of the traffic scene in the near future based
on perception input and prior knowledge. This capability can succinctly be called situation
awareness, defined by Endlsey as [24]:

"Situation awareness is the perception of the elements in the environment
within a volume of time and space, the comprehension of their meaning, and
the projection of their status in the near future."

For an autonomous vehicle, we therefore need to define machine-readable models that
maps sensor data to important elements, such as other moving vehicles, traffic signs and
lane markings, that can be analyzed to infer the situation and its evolution. We analyze
situations by looking at relative positions and speeds of vehicles and compare these with
planned maneuvers of the autonomous vehicle. We can also compare the behavior of
detected vehicles with known behaviors to better estimate what will happen in the near
future.
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1.1.1 Technological maturity

Several companies are conducting trials of autonomous vehicles in urban settings [11].
Typically, this is performed with a safety driver that takes over whenever a failure of on-
board systems is detected or the safety driver determines the situation to be unsafe. In Cali-
fornia, it is required by law to register the number of such interventions with the department
of motor vehicles, allowing us to gauge the maturity of autonomous vehicle technology.
It is possible for the different companies testing their vehicles on public roads to choose
when, and when not to, engage autonomous vehicle functionality for specific scenarios, in
order to test specific functionality, complicating an overall assessment. Still, these reports
constitute the best source for the otherwise secretive research projects. We note that out
of the 11 companies that filed such reports, only the ones that logged no driven kilometers
where without interventions. Waymo clearly leads the development with several hundred
thousand kilometers driven autonomously in California, 64 times more that the runner-up,
Cruise [20]. For Waymo the average distance between interventions was 8253 km. It is
unclear how much of this was driven in relatively easy scenarios such as car following
on the freeway and how much was in more difficult scenarios such as intersections with-
out traffic lights, roads with constructions etc. but it is a clear indicator that autonomous
vehicle technology is quickly becoming mature. Although actual causes of interventions
are not described in detail in their report, it is interesting to note that 24% of interven-
tions were caused by an “unwanted maneuver of the vehicle”, 8% caused by a “recklessly
behaving road user“ and 5 % caused by an “incorrect behavior prediction of other traffic
participants”. The rest of the disengagements were caused by: weather (1%), perception
discrepancies (16%), software discrepancies (41%), construction zone (2%), emergency
vehicle (2%) and debris on the road (2%). This shows the importance of improving sit-
uation awareness and planning that correctly assess the risk to achieve higher autonomy
levels.

A concrete example showing insufficient situation awareness and risk assessment was
a crash that occurred between a Google autonomous vehicle and a bus in Mountain View
on February 14, 2016 [19]. Here the autonomous vehicle was stuck behind an obstacle in
its lane and believing the coast was clear it started slowly moving into an adjacent lane to
circumvent the obstacle only to be hit by an oncoming bus. The safety driver in the Google
vehicle saw the bus, but believed that it would slow down. The bus driver on the other hand
was probably not anticipating that the Google vehicle would be driving so slow, the crash
happened with the bus driving at 24 km/h and the Google car at just 3 km/h. The situation
also shows that an autonomous vehicle sometimes has to perform maneuvers that depend
on other drivers accommodating its action. How often don’t we need to change lanes in
congested traffic?

1.1.2 System overview

Current approaches of vehicle autonomy implement an autonomous vehicle system as a
collection of connected modules where each module presents a limited interface to the
others. In this way the complexity of the system can be managed. For instance, we might



1.1. AN OVERVIEW OF AUTONOMOUS VEHICLES 9

Lidars

Cameras

Radars

IMU

Misc. 
sensors

GPS

Sensor
processing
& fusion

Drivable 
surface est.

Object 
classification

Tracking

State est. & 
localization

Monitoring & error detection

Decision 
making & 
planning

Route 
planning

Predictive 
models

Local 
planning

Contingency 
planning

Control

Trajectory 
tracking

Low level 
control

H
ar

dw
ar

e

Metric & semantic maps External interface

Figure 1.2: Simplified system diagram for autonomous vehicle.

have a module that is responsible for detecting lane markings on the road which allows
estimation of the road geometry in another module. Each module solves a problem with
carefully chosen assumptions, that can be modeled efficiently. A typical system architec-
ture is shown in Figure 1.2, roughly adapted from [30] and the authors own experience.

A set of sensors provide data about the surroundings of the vehicle and its state, these
include Light Detection and Ranging (LIDAR) sensors, cameras, short range radars, iner-
tial measurement units (IMU), global positioning system (GPS) and miscellaneous sensors
such as ultrasound and sensors used by different controllers, e.g., brake pressure and steer-
ing angle sensors. Typically, prior maps are also used to aid localization and planning
[76]. Maps can be of different detail, for route planning a map of where roads are and
how they are connected is needed but exact shape of the roads is not, for localization there
are different types of maps that can be used, e.g., we might store the location of certain
image features [18], or some model of the shape of the world [47]. We might also want to
encode the meaning, or semantics, of certain regions of the maps, for instance we might
want to encode that certain regions of the road are parking spots. In Paper A we used a
map of locations of previous radar detections to provide localization using low cost, robust,
automotive radar sensors.

Each module continuously processes its input and produces output at fixed time inter-
vals, for example, each radar might give us a set of detections at 40 Hz. The output of a
module is sent to other modules using a middle-ware layer (the arrows in Figure 1.2), of-
ten using the Controller Area Network (CAN) for simple messages and Ethernet for larger
amounts of data. The middle-ware layer can be thought of as a bus where many modules
can access the same data if needed. Modules typically operate in parallel, but often require
data from other modules before they can produce output of their own: conceptually we can
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Figure 1.3: Detected objects, classified into cars (blue), pedestrians (yellow) or traffic signs
(red) and road course estimation (green lane demarcation). Image courtesy of Nvidia.

draw this dependence as a sequence of arrows between modules as in done in Figure 1.2.
The first conceptual step is acquiring raw sensor data and the next step is processing it into
usable models for decision making and planning modules. By building models based on
prior labeled sensor data raw images and point-cloud data can be segmented and classified
into objects, for instance bounding boxes in images for detected cars or pedestrians, or parts
of point-clouds for stereo cameras or LIDAR 1 . Decision making modules often require
knowledge of where on the road the vehicle is and where other vehicles are, therefore it is
crucial to estimate, or have stored in a map, the shape of nearby road elements. In Figure
1.2 this is handled by the drivable surface estimation component, which also checks sensor
data to see if there are obstacles on the road. In this thesis we assume decision making
modules have access to a local view of the road network where drivable surface of the road
is encoded and lists of nearby objects, their class (e.g., car, pedestrian or traffic light), and
state. In Figure 1.3 object classifications and road course estimation is shown, extracted
from camera data. To estimate the state of objects, it is usually necessary to track them
over time. By fusing different sources of data we can also obtain better estimates [16]. The
object lists passed on to decision making modules represent the best, fused, estimate of
detected objects state.

Decision making modules are responsible for realizing tasks received from an external
interface, typically a request to travel to a specific location. On a strategic level, a route is
planned that navigates the road network to get to the destination in the shortest amount of

1See the benchmark performance on the Kitty data set [29] for an up to date summary of state-of-the-art
performance
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time, on the tactical level one or more local planning modules decide the next maneuver of
the vehicle [30]. By analyzing the detected objects in relation to the layout of the road and
different options of the autonomous vehicle the best current option is selected. In some
scenarios simple rules are enough to decide the current action, if a traffic light ahead is red,
then we should stop before it. If there is only one lane available and there is a car in front,
we should follow it at a suitable distance. More complicated scenarios require us to reason
more about the surroundings, for example when merging onto the highway a suitable gap
between cars must be identified. By modeling typical driver behavior we can analyze the
likelihood of different scenarios in the near future, for instance if we can detect that a car
in front is changing to our lane, or will change lane soon, we might have to slow down in
order to keep a safe distance. In Figure 1.2 we have used Predictive models for these types
of models, often based on machine learning [41]. In Paper B we analyze the effectiveness
of different machine learning techniques to identify driver intentions in an unsignalized
intersection.

In related works, there are many different approaches to tactical level planning. Often
the problem is split up into several steps, where initial steps make high level decisions and
later steps refine these decisions. In chapter 2 a contrasting summary is presented. Some
authors propose the use of specific contingency planning module, that plans conservative
emergency maneuvers that are used if local planning does not satisfy safety requirements
[46]. Ideally, we would like to model interactions between traffic participants when plan-
ning, including possible future interactions with the autonomous vehicle. The end result of
tactical or local planning is a trajectory reference for control modules, telling them where
the vehicle should be at future times. In Chapter 2 we elaborate further on different types
motion prediction models, risk assessment and planning.

In papers C and D we have used search based approaches to find this trajectory ref-
erence. By checking many possible future trajectories for the autonomous vehicle, and
analyzing the risk and benefit of these options the best is chosen. For an autonomous vehi-
cle, we are primarily interested in how we can safely progress towards our goal. Instead of
explicitly trying to codify rules for when certain maneuvers are applicable in all situations
we estimate what would happen for different choices of maneuvers. In this way we achieve
situation awareness: by comparing a large set of options in terms of their risk and benefit
using predictive models for other traffic participants we can comprehend the meaning of
the current situation. For instance, all lane changing options might be very high risk, de-
termined by calculating different risk measures for each such lane change option. This is
the typical approach adopted in related works, as Katrakazas et al. notes in their review
article: “In terms of handling obstacles, existing approaches primarily rely on predicting
the trajectories of other traffic participants [...]” [37]. How this is best done efficiently,
while taking into account uncertainties in perception and prediction, is undecided. We will
elaborate on challenges in Section 1.2.

In order to follow a planned trajectory, trajectory tracking controllers are often used.
These control the throttle, break and steering of the vehicle by interfacing with low level
controllers that directly interface with the hardware.

The software of an autonomous vehicle is a complicated distributed system, where
small errors could potentially have large consequences and therefore it is very important to



12 CHAPTER 1. INTRODUCTION

check for errors, and to log internal state of the system. This data can be used to continu-
ously improve the performance of the system. In the authors view, this is one of the largest
benefits for a modular, model based, approach, where errors can be traced to specific mod-
ules and be improved in future versions.

1.1.3 Comments on the end-to-end learning approach

The system decomposition presented in Section 1.1.2 is a classic architecture for au-
tonomous systems, where sensor data is used to build a world model, that is used for
decision-making. Recently, pure machine learning or end-to-end learning based ap-
proaches have been gaining ground within robotics. In these types of approaches, a pol-
icy is learned which maps sensor data to control actions without intermediate, human-
understandable, modeling. Typically, a deep neural network is used to learn the mapping
[42, 12, 32].

In [12] a system for an autonomous vehicle where steering commands were directly
learned from camera images was presented. This approach allowed the vehicle to steer
on different types of roads and environmental conditions, e.g., on both asphalt roads and
unpaved roads without lane markings. The approach by [12] essentially amounts to re-
gression using a convolutional neural network (from raw pixels input to steering angle)
but different architectures are possible. Deep reinforcement learning is another end-to-end
learning approach that could potentially be applied to the problem of autonomous driving,
having shown success in other robotics applications, e.g., manipulation [32].

One problem with end-to-end learning approaches is that these give very little possi-
bility for introspection. If the manifested behavior of such as system is suboptimal or even
dangerous it can be hard to pinpoint why this happened. These types of systems use some
version of gradient decent to optimize a very large number (millions) of parameters to pro-
duce a desired output given training data. If an end-to-end system performs undesirable
actions after it has been trained, determining what changes of its multitude of parameters
are required to avoid this behavior is a nontrivial task. With modular, model based architec-
tures we hope to be able to identify what, or which, modules caused a particular issue, why
and how to prevent this issue in the future. We argue that this ability to perform analysis
of what went wrong is critical for development of safe and robust autonomous systems.

The great benefit of end-to-end systems is that we can forgo unnecessary assumptions,
or biases, about how to model the world when processing sensor data with the end goal
of making a decision. For example, certain image features might not at be as interesting
as a human designer imagined for determining where on the road an autonomous vehicle
is, and other image features might be more important. It is elegant to automate the pro-
cess of building a world model (in this case, essentially the parameters of a neural network)
through end-to-end learning as [12]. On the other hand, not having these assumptions about
what data needs to be transferred between different modules makes testing and simulation
much harder. For example, we can test target tracking functionality separately from plan-
ning and control. And while simulated input data to decision making modules will most
likely not perfectly replicate real input, testing in simulation allows us to build up consid-
erable understanding of how planning and control methods function in varied scenarios.
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Notably, we can safely simulate high-risk scenarios. For the neural networks employed in
end-to-end learning there is usually a considerable difference in the output when presented
with simulated input data (e.g., rendered images) and real world data [59].

End-to-end learning is a very interesting direction for research and the future will tell
if this approach is robust enough for autonomous driving, but this is not the focus of this
thesis, where we are instead focused on the modular approach.

1.2 Challenges

1.2.1 Obstacle models

The better we can predict the future motion of other traffic participants, the easier it is
to make good decisions. How to best model these future motions while accounting for
uncertainty of what maneuver is chosen, how that maneuver is performed and perception
errors is an open question. Machine learning approaches seem promising, but it is unclear
how well these will generalize to previously unseen situations and if we can capture rare
behavior. Should we attempt to include prior assumptions in our models, or should we
instead try to learn only from data? Can we perform efficient inference and how can we
tell how certain the output is?

1.2.2 Risk indicators

Although predictive models for future motion of other traffic participants are steadily im-
proving, partly due to advances in machine learning techniques, we cannot hope to capture
all possible future behavior. Therefore, it is common to use various risk assessment func-
tions to evaluate the severity of different situations. For these risk indicator functions we
desire good classification performance such that risky situations can be separated from
benign ones. It is also important to consider uncertainty when evaluating the risk and
to correctly weight the risk and benefit of different actions for an autonomous vehicle. A
comprehensive understanding of different risk assessment functions, and their effect on de-
cision making is lacking. Also, considering rare events, as well as ensuring that estimates
are of good quality when dealing with uncertainty are underexplored areas.

1.2.3 Perception limitations

We can expect all perception systems to have some error in their output. Subsequently,
decision making methods for AVs should properly deal with different types of perception
errors. While there exists some work where small to moderate perception and state esti-
mation errors can be handled in decision making, trajectory planning methods often ignore
these errors in to achieve better performance. How to efficiently account for errors in per-
ception while making decisions is not settled. Besides small errors, e.g., in the location
of objects, larger systematic errors are usually ignored. These include objects which are
not detected, and field of view limitations. Here the POMDP formalism can be used to
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describe the problem [14], but these approaches do not scale well to complicated scenarios
including many traffic participants.

1.2.4 Modeling vehicle dynamics for planning

Since vehicles are nonholonomic and also have differential constraints (e.g., on accelera-
tions) planning becomes complex [39]. The usual solution is to divide the problem into
a hierarchy planning problems, where the top-level problems deal with rough maneuvers
of the vehicle and lower levels with dynamic feasibility. From a planning perspective we
must therefore decide on good search space models, as it is often necessary to only con-
sider a small subset of possible motions in order to make the problem feasible. Usually the
interfaces between the different layers of the decision making hierarchy are ad hoc, and
carefully tuned to give good behavior. Proving that the end result of the planning hierarchy
will give safe trajectories is hard. How to best formulate a model of the search space where
we at higher levels can know that lower levels can always find a solution and at lower levels
can know that we do not violate any assumptions made at higher levels is an open problem.

1.2.5 Real time applicability

Environment models must be updated and planning algorithms must finish within real time
constraints such that the system can be responsive. Often this is the limiting factor when
we consider advanced decision making algorithms. Some authors suggest the use of any-
time algorithms, where the solution quality can be gracefully degraded in order to meet
real time constraints and partial solutions can be re-used between iterations [36]. Another
solution would be to consider algorithms where we can evaluate many decisions in parallel
on specialized hardware like GPUs [49]. However, for dynamic programming approaches,
where we exploit previous partial solutions to form a complete solution, efficient data struc-
tures and synchronization schemes are required. For sample based planning approaches,
we should attempt to design efficient cost and constraint evaluation functions, which can
incorporate uncertainty. Many previous works rely on Monte Carlo sampling [2, 58, 23] to
estimate risk for uncertain predictions of the future, but this is an inefficient approach for
problems with many dimensions.

1.3 Contributions

This thesis is focused on probabilistic, efficient models that support planning for autonomous
vehicles, in on-road scenarios. These models are used both to provide input to trajectory
planning models, in the form of localization and intention classification, and used as mod-
els inside sample based trajectory planners. We also provide concrete implementations of
trajectory search procedures, extending the state of the art, where probabilistic risk estima-
tion is performed.

Radar localization. Automotive radars are cheap and robust sensors, found in most new
vehicles. These sensors have been designed to detect other vehicles, large moving metal
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objects, but with proper modeling we show that they can also be used in order to provide
localization, given a prior map. This is useful to provide fall-back localization if other
sensors such as GPS units fail.

Situation awareness. We propose a classification model that can discern different maneu-
ver intentions of vehicles in an intersection. We include features that capture interactions
between vehicles and evaluate different classifiers both in terms of classification perfor-
mance and how well they model population statistics of driving behavior.

Interaction aware models. In order to plan a trajectory that evaluates the interaction be-
tween our vehicle and other traffic participants we propose using a simulation with a proba-
bilistic motion model to evaluate the effect of our own actions. In contrast to related works
that considers interactions during planning we sample fine-grained trajectories for our own
vehicle, such that we can closely approximate the optima, and consider sensor and predic-
tion uncertainties. The simulation model is based on a popular model used in microscopic
traffic simulations and we also incorporate on-line behavior parameter estimation.

Fast risk inference. To optimize the risk of our own vehicle’s trajectory during search
we evaluate the required deceleration to avoid collisions probabilistically. Inference of
high risk situations requires fast inference to enable search where hundreds of possible
trajectories are considered. We propose a method that approximates the probability of high
risk situations efficiently and does not under estimate the risk.

1.4 Thesis outline

The rest of this thesis is structured as follows:

Chapter 2: Environment models for on-road decision making In this chapter we pro-
vide background of models used for planning in on-road scenarios. We discuss typical
models for the static environment and predictive models for the behavior of other traffic
participants. These models are then used in order to analyze the risk of possible future tra-
jectory options of an autonomous vehicle, and we discuss different risk measures as well
as briefly mention different planning methods for autonomous vehicles.

Chapter 3: Summary of papers Here the conference and journal publications included
in Part II are summarized.

Chapter 4: Conclusions and future work We end Part I with conclusions and ideas for
future work.

Part II: Included Publications

Four papers are included in Part II. The abstracts for these papers are given here, along
with the contribution of the author.
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Paper A: Vehicle localization with low cost radar sensors

Erik Ward, John Folkesson. In 2016 IEEE Intelligent Vehicles Symposium.

Abstract:
Autonomous vehicles rely on GPS aided by motion sensors to localize globally within
the road network. However, not all driving surfaces have satellite visibility. Therefore, it
is important to augment these systems with localization based on environmental sensing
such as cameras, lidar and radar in order to increase reliability and robustness. In this work
we look at using radar for localization. Radar sensors are available in compact format
devices well suited to automotive applications. Past work on localization using radar in
automotive applications has been based on careful sensor modeling and Sequential Monte
Carlo, (Particle) filtering. In this work we investigate the use of the Iterative Closest Point,
ICP, algorithm together with an Extended Kalman filter, EKF, for localizing a vehicle
equipped with automotive grade radars. Experiments using data acquired on public roads
shows that this computationally simpler approach yields sufficiently accurate results on par
with more complex methods.
Contribution by the author:
Data collection, implementation, experiments/evaluation and analysis. Wrote method and
results sections of the paper.

Paper B: Multi-classification of Driver Intentions in Yielding Scenarios

Erik Ward, John Folkesson. In 18th IEEE International Conference on Intelli-
gent Transportation Systems, 2015.

Abstract:
Predictions of the future motion of other vehicles in the vicinity of an autonomous vehicle
is required for safe operation on trafficked roads. An important step in order to use proper
behavioral models for trajectory prediction is correctly classifying the intentions of drivers.
This paper focuses on recognizing the intention of drivers without priority in yielding sce-
narios at intersections – where the behavior of the driver depends on interaction with other
drivers with priority. In these scenarios the behavior can be divided into multiple classes
for which we have compared three common classification algorithms: k-nearest neighbors,
random forests and support vector machines. Evaluation on a data set of tracked vehicles
recorded at an unsignalized intersection show that multiple intentions can be learned and
that the support vector machine algorithm exhibits superior classification performance.
Contribution by the author:
Method, implementation, experiments/evaluation and analysis. Wrote majority of the pa-
per.



1.4. THESIS OUTLINE 17

Paper C: Probabilistic Model for Interaction Aware Planning in Merge Scenarios

Erik Ward, Niclas Evestedt, Daniel Axehill, John Folkesson. In IEEE Trans-
actions on Intelligent Vehicles 2.2, 2017.

Abstract:
Merge scenarios confront drivers with some of the most complicated driving maneuvers
in every day driving, requiring anticipatory reasoning of positions of other vehicles and
the own vehicles future trajectory. In congested traffic it might be impossible to merge
without cooperation of up-stream vehicles, therefore it is essential to gauge the effect
of our own trajectory when planning a merge maneuver. For an autonomous vehicle to
perform a merge maneuver in congested traffic similar capabilities are required. This in-
cludes a model describing the future evolution of the scene that allows for optimizing
the autonomous vehicle’s planned trajectory with respect to risk, comfort and dynamical
limitations. We present a probabilistic model that explicitly models interaction between
vehicles and allows for evaluating the utility of a large number of candidate trajectories of
an autonomous vehicle using a receding horizon approach in order to select an appropriate
merge maneuver. The model is an extension of the Intelligent Driver Model (IDM) and the
modeled behavior of other vehicles are adjusted using on-line model parameter estimation
in order to give better predictions. The prediction model is evaluated using naturalistic
traffic data and the merge maneuver planner is evaluated in simulation.
Contribution by the author:
Concept, method, implementation of inference method, parameter estimation and simula-
tions, experiments/evaluation and analysis. Wrote majority of the paper.

Paper D: Towards Risk Minimizing Trajectory Planning in On-Road Scenarios

Erik Ward, John Folkesson. Submitted to 2018 IEEE Intelligent Vehicles Sym-
posium.

Abstract:
Trajectory planning for autonomous vehicles should attempt to minimize expected risk
given noisy sensor data and uncertain predictions of the near future. In this paper, we
present a trajectory planning approach for on-road scenarios where we use a graph search
approximation. Uncertain predictions of other vehicles are accounted for by a novel infer-
ence technique that allows efficient calculation of the probability of dangerous outcomes
for set of modeled situation types.
Contribution by the author:
Concept, method, implementation, experiments/evaluation and analysis. Wrote majority
of the paper.
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Other publications In addition to the included publications I have contributed to the fol-
lowing publications:

Niclas Evestedt2, Erik Ward2, John Folkesson and Daniel Axehill. Interaction
aware trajectory planning for merge scenarios in congested traffic situations. In 2016
IEEE 19th International Conference on Intelligent Transportation Systems (ITSC),
Rio de Janerio, 2016.

Joonatan Mänttäri, John Folkesson, Erik Ward. Learning to Predict Lane Changes
in Highway Scenarios Using Dynamic Filters On a Generic Traffic Representation.
Submitted to 2018 IEEE Intelligent Vehicles Symposium.

2Shared first author with equal contribution



Chapter 2

Environment models for on-road
decision making

In this chapter we describe some of the models commonly used for decision making and
trajectory planning for autonomous vehicles. Starting from sensor data and prior informa-
tion, such as maps, information about the environment must be compressed into a format
that can be readily understood by planning algorithms. Only then can an AV make in-
formed decisions on how to control the vehicle. In particular, an AV should cope with
uncertain sensor data and situations where the outcome of a particular action is uncertain.
We highlight some of the challenges, and provide background context for Papers A-D.

To make the autonomous vehicle stay on the road, it needs to know where it is in
relation to the road and specific lanes, so a suitable model of lane geometry is needed.
Knowing where lanes are also helps us reason about the behavior of other traffic partici-
pants. Also, by working with lane-relative coordinates we can simplify the search space
for decision making and simplify behavior models for dynamic obstacles. Given the road
model described in section 2.1 we can reason about behavior of dynamic obstacles by in-
ferring their likely maneuvers and future trajectories. Section 2.2 provides an overview of
the state of the art. By assessing the risk of potential trajectories by analyzing potential
motions of other objects a planning algorithm can select an appropriate action. In Sec-
tion 2.3 we elaborate on different risk assessment methods and in Section 2.4 we compare
different tactical planning methods for autonomous vehicles.

2.1 Static environment

The most common use case of autonomous vehicles is driving on roads, for instance to
provide a taxi service or transportation of goods. In on-road driving we assume that the
road is drivable by our vehicle, unless there is some object blocking it, and it is common to
describe the road surface as regions of the plane, rather than in three dimensions. The two-
dimensional representation reduces the complexity of trajectory planning and behavior
modeling of detected traffic participants. We have also used the convention of a road

19
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Figure 2.1: Path aligned coordinate system,
the Frenet frame.

Figure 2.2: 95% confidence region, in
Cartesian coordinates and Frenet frame,
where marginal distribution p(s) is shown.

aligned coordinate system when planning like [71, 35], where we assume a reference path,
typically the center of a lane, is available. This allows us to express the pose and dynamics
of our vehicle and other traffic participants in terms of a longitudinal distance along the
reference path, s, and lateral offset, d, from it. This path, together with a point on it, define
a coordinate system, the Frenet frame of reference, see Figure 2.1.

Let ci(s) = (xci(s),yci(s),θci(s))
T ,R → R3 denote path i, mapping a longitudinal po-

sition, s, to a position on the plane and a tangent direction, then the position in the plane,
x, at arc-length s and lateral distance d is obtained as:

x(s,d) = (xci(s),yci(s))
T +dn(s)

where n(s) = (cos(θci(s)+π/2),sin(θci(s)+π/2))T is the normal vector. If we limit d
at different arc-lengths s to be within the current width of the road we obtain a simple
representation for valid trajectories s(t),d(t). We can approximate vehicle kinematics as
ṡ, ḋ. This approximation means that vehicles taking an outside curve with constant ṡ travel
faster and that vehicles taking the inside curve turn more, but for normal road curvatures
the effect is small. To work with noisy measurements of our autonomous vehicle’s po-
sition, obstacles or objects in a euclidean frame of reference, a transformation must be
performed, so that we can work with a distribution in s,d space. If we are working with
Normal distributions as representation of pose information, we can approximate the resul-
tant distribution by linearizing the projection onto the reference path, see Figure 2.2.

In this thesis we describe roads by a graph, G , in which each node represents a segment
of lane, and is annotated with metric information about this segment of the road, in the form
of left and right lane boundaries [8]. These lane boundaries, expressed as a sequence of
line-segments, can be used to construct constraints in trajectory planning [75], or to fit
a lane center line, ci, e.g., by fitting a smoothing B-spline, and for easy calculation of
the lane width. The graph representation allows for efficient calculation of the route of
a vehicle in the road network, similar to typical map services found in cell phones and
GPS devices. It also allows for localizing relative to roads and lanes, given good global
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Figure 2.3: Machine readable road map overlaid on a point-cloud. Image courtesy of c�
2017 HERE Technologies.

localization of the autonomous vehicle, in particular we can model positions relative to
intersections which might be hard to detect with perception systems alone (e.g., due to
occlusions). In intersections, one can connect entrances to and exits from the intersections
with a prototypical path, which in this case acts as the center of virtual lane [40]. In Figure
2.3 part of a road network graph is shown, where each lane of a highway is modeled.

When planning the vehicle’s trajectory with a limited prediction horizon, it is enough
to use only a portion of the road network, for example the current lane of the vehicle, along
with possible left and right adjacent lanes. Here a sequence of lane segments, nodes in
G , constitute the reference route in the road network, the driving corridor, see Figure 2.4.
This gives us a reference path and bounds dmin(s) and dmax(s) for valid positions of our own
vehicle when planning trajectories [75]. For motion planning the ego vehicles state can be
described in the Frenet frame that moves along the driving corridor, where left adjacent
lanes are located at lw(s) and right adjacent lanes are located at −lw(s), where lw(s) gives
the lane width at longitudinal position s. For motion planning we can precompute for which
s intervals we have right/left adjacent lanes, lanes that merge with the driving corridor and
lw. This information can then be looked up in a table in constant time.

In this thesis we have not incorporated sensor information regarding the shape of the
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Figure 2.4: Visualization of local representation of the road network used for tactical plan-
ning, the driving corridor, which describes what regions of the road are valid for the ve-
hicle. The rightmost lane of the selected route for the simulated truck, lower left, leads
onto the highway and is shown in blue. The left lane of the highway, after the vehicle has
merged, is also a valid region for the vehicle and is shown in purple. The rightmost lane of
the highway merges with the driving corridor in the region shown in red.

road, instead localization and the road-map, available a priori, is assumed to be sufficiently
accurate. However, computer vision techniques for detecting lane markings, curbs and
the road itself could be used to create a driving corridor from sensor data, or improve the
accuracy of a prior map.

The position of shape of static obstacles, for the purpose of planning, are usually repre-
sented in a cost map. Where we discretize the space around the vehicle into grid cells and
uncertain measurements update the probability that a cell is occupied [63]. Depending on
what type of planning algorithm is employed, we may need convert this grid map into dif-
ferent representations. In particular, trajectory planning methods that optimize continuous
state variables often require extensive pre-processing in order to express constraints. For
example [75] assumed that the drivable portion of the road was in between two piecewise
linear boundaries, and therefore had to enclose any static obstacle on the road with a convex
polygon that extended to d = ∞ or d = −∞. This is similar in principle to [72] where the
boundary of the driving corridor was adjusted to account for obstacles. For sample based
planning we simply discard any partial trajectory where any part of the vehicle overlaps
with an obstacle cell in the grid map, an approach that is easy to implement, but comes
with the downside that we might not generate sufficiently many samples to circumvent
obstacles, even though there might be a feasible path to do so.

Localization relative to the road network is required for Route planning and precise
localization relative to the road is necessary for local planning. One solution is to have
precise global localization and precise maps. Often GPS systems are enough to provide
this localization, but in the presence of tall buildings, and of course in tunnels this is not
possible. There are many different options for outdoor localization, e.g., by building maps
from laser detections or by storing different types of camera information and fusing this
with odometry data. In Paper A we used the cheap, and robust automotive radars to provide
fall back localization in case the GPS unit fails. In this initial proof of concept work
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we showed that we can have acceptable localization (lateral error < 20cm, longitudinal
error < 100cm) 99% of the time with worst case results of 27.8 cm lateral and 115.1 cm
longitudinal.

2.2 Predictive models for dynamic objects

In the review paper [37] two forms of decision making are considered: (i) ones empha-
sizing motion modeling and obstacle prediction and (ii) ones that analyze rules/conditions
based on environment modeling. In this thesis we are primarily focused on type (i), where
we choose actions for an AV based on minimizing the approximated risk of taking the ac-
tion: a function of the predicted state of obstacles. In order to reason about future risks it is
therefore necessary that nearby traffic participants are tracked and their dynamics modeled.
It is obvious that we cannot model the future exactly, and therefore we should account for
uncertainty in our predictions. However, due to computational reasons, we must always
trade off between model accuracy and model completeness. In Papers C and D we have
chosen to combine computationally efficient probabilistic prediction models with risk as-
sessment functions to improve the capability of state-of-the art local planning methods,
that previously did not employ such methods.

In [41] Leferve divides models for detected objects into three different categories:

• Physics based models

• Maneuver based models

• Interaction aware models

Physics based models work well for short term prediction and model objects only in terms
of their kinematics or dynamics:

ẋ j = f (x j,u)
s.t. gi(x j)≥ 0, 0 ≥ i ≥ n

where x j is the state of object j, f an ordinary differential equation describing its kine-
matics or dynamics for control inputs u, and gi constraints on the state. Examples include
constant velocity or constant acceleration models. To model the nonholonomic kinematics
of a car-like vehicle the single track, or bicycle model, can be employed. However, be-
cause control inputs are unknown for predictions with these models for detected objects
the prediction accuracy is typically very poor for longer prediction horizons (>1 second)
[41]. Maneuver based models consider different maneuvers that objects can undertake.
Usually a small number of maneuvers is defined, and a classification model is trained in
order to disambiguate them. These models correlate the static world representation with
the detected state of objects, in order to infer maneuvers such as: lane following, lane
changing or braking for a stop or yield sign. By estimating the probability of which ma-
neuver an object is performing and conditioning the dynamics of the object on its maneuver
we can obtain better predictions, see Figure 2.5. Usually maneuvers are only applicable in
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Figure 2.5: Generic maneuver model for traffic participant i, the next state xi
t+1 depends

on the current hidden state and the hidden maneuver variables, M, while we can observe
measurements zi

t .

certain situations and for certain roads, e.g., there is no point in trying to predict if a car
will turn right if it isn’t near an intersection. Most proposed models ignore dependence
between traffic participants [41] since this increases the complexity. However, we can still
model some of the dependency between the behavior of traffic participants e.g., by adding
appropriate features into classification models.

In Paper B we classified the maneuver intention of vehicles in an intersection without
traffic lights. We were primarily interested in whether or not a detected vehicle will go
through the intersection, or yield to other vehicles in it. But we were also interested in
seeing if we could classify more subtle behavior, such if a car would creep towards the in-
tersection, waiting for another car to pass, or if it would stop completely. Table 2.1 lists sev-
eral examples of machine learning approaches for classifying vehicle maneuvers in inter-
sections. These include hidden Markov models (HMM), support vector machines (SVM),
dynamic Bayesian networks (DBN) and Gaussian processes (GP). The works listed in Ta-
ble 2.1, and Paper B, all deal with a small set of maneuvers in just one type of scenario,
and there is a large body of work dealing with other specific scenarios, in particular lane
change scenarios [73, 33, 70]. But, an autonomous vehicle should be able to negotiate a
large variety of scenarios and for this there are two main approaches: i) a hierarchy of spe-
cific classifiers are employed as in [13] where the current situation dictates what classifiers
are used and ii) more general representations that can model different types of scenarios.
When developing classifiers for a specific situation, it is common to define features that are
only relevant for that situation, e.g., the distance to a stop line for classifying if a vehicle
will stop [4] or not, and training the classifier on data for this type of situation. A more gen-
eral representation should allow the classifier to function in different types of situations,
and not rely on features that are designed for specific scenarios. In [48] we used a top
down image view of the scene and a recurrent, deep, convolutional neural network in order
to predict the motion of detected traffic participants. Even though this representation is
generic, the method outperformed a specialized lane change detection method, except for
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Table 2.1: Examples of maneuver classification in intersections

Reference Problem Approach Characteristics
Tang et al. [62] Which direction a vehicle

will turn in an intersection
Comparison: HMM, SVM,
DBN

Use relative pose to infras-
tructure, velocity and accel-
eration as features

Aoude et al. [4] Stop or not at intersection
with traffic lights

Comparison: HMM, SVM,
thresholds on braking dis-
tance and time to intersec-
tion

Use relative pose to infras-
tructure, velocity and accel-
eration as features

Tran et al. [64] Detect stop/go and turn di-
rection at intersection

One GP regression model
for each maneuver. Speed
given (s,d) and time for dif-
ferent routes through the in-
tersection.

Allows calculation of like-
lihood for each maneuver
and for sampling of future
trajectories.

Liebner et al. [43] Detect go straight/turn and
stop or not

Different model parameters,
learned from training data,
for velocity profile models
of different maneuvers

Use of Intelligent Driver
Model. Get estimate of ma-
neuver probability.

Graf et al. [31] Detect stop/go Aggregate similarity
computed with respect
to database of previous
trajectories

Include features of relative
distances and speeds of pos-
sibly conflicting vehicles in
intersection. Allows on-line
learning.

very short prediction horizons (< 0.3s), where the proposed methods was slightly worse.
Using a top down view of the scene as the input to the network, rather than a list of engi-
neered features where some could relate to interactions between vehicles, we can let the
training algorithm figure out which types of interactions are important.

Each maneuver can be associated with its own model as outlined in Figure 2.5, de-
scribing the movement over time of a vehicle. We use these models to estimate the future
probability density of states for detected vehicles in order to calculate the risk of our own
vehicle’s planned trajectory. We can categorize maneuver models into two main types:
i) traditional models and ii) machine learning based models. Traditional models include
purely kinematic/dynamic models but also social force models and other engineered mod-
els where important aspects of the maneuver are captured explicitly, e.g., the preferred
distance of a driver to a vehicle in front. Perhaps the most famous such model is the In-
telligent Driver Model (IDM) [65] that captures car following behavior. Here each agent
is modeled to follow the vehicle in front, and is affected by two social “forces”, one that
keeps a safe distance and one that makes it follow its reference speed. The distance keeping
force gives decelerations to keep a reasonably large time gap, and a comfortable braking
acceleration if the vehicle in front stops. The model originated as a way to study traffic



26 CHAPTER 2. ENVIRONMENT MODELS FOR ON-ROAD DECISION MAKING

patterns through microscopic (that each vehicle is simulated, rather than flows of vehicles)
simulation but has been used in related works in advanced driver assistance systems [43]
and autonomous vehicle planning applications [66]. We can model uncertainty in tradi-
tional models by modeling noise in control inputs, initial states and/or by adding a noise
term: xt+1 = g(xt ,ut)+ ε, ε ∼ G(0,Σ). It is common to model lateral and longitudinal
dynamics separately [6], for instance we might have a polynomial model for the path of a
lane change and independently model the speed profile [33], or we can have the longitudi-
nal dynamics depend on the lateral dynamics, i.e. in [43] different maneuvers for different
paths were modeled, where each path’s curvature affected the maximum speed. Machine
learning based models generally do not allow for any easy interpretation of the parameters
as opposed to the traditional models, however they can be very effective for predictions.
Employed machine learning models for trajectory prediction include: Neural network re-
gression [51], Gaussian process regression [64] and predictions based on sampling similar
trajectories from a database [34].

So with these two paradigms to choose from, which is the best? The most obvious
downside of machine learning based models is that we need a lot of data, which could be
hard to obtain, especially for uncommon situations. It can also be difficult to constrain
the models to be physically reasonable, for instance to not allow accelerations that are
unfeasible. With engineered models we can encode our assumptions about the problem,
but we might completely fail to capture some behavior that is apparent in the data. We have
chosen to work with the IDM since it captures car following behavior well, empirically,
and can be extended to model stopping behavior easily [43]. The IDM can also model
free-float behavior, and if we adjust the model to account for road curvature as in [43] we
can model longitudinal behavior in many situations.

Although a good model for car following behavior, the IDM is not perfect. Therefore,
we should account for model uncertainty by using a probabilistic extension. We should
also consider that one set of parameters does not fit all observed behavior, in particular, if
the current speed/acceleration of a vehicle does not correspond to what the model predicts
an unrealistic future acceleration/declaration will be predicted. These observations lead
us to develop the parameter estimation scheme and a probabilistic extension of the IDM
in Paper C. In Paper D, we used a lane following, constant speed model, but we can use
any model that gives us normally distributed predictions, as long as the predictions are
available before the planning cycle.

2.3 Situation assessment and inference

For an autonomous vehicle, we have to asses the current situation in order to choose an
appropriate action. Using the predictive models described in Section 2.2 we can evaluate
the risk or benefit of different actions by estimating what would happen in the near future.
The common solution in motion planning for autonomous vehicles is assigning a numer-
ical value for the cost of potential trajectories of our vehicle, and finding the trajectory
that minimizes it by employing one of the methods described in Section 2.4. Traditional
planning methods ignore uncertainty in the state of the environment, x, when computing
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the cost or checking constraints, but by considering uncertainty we can make less risky de-
cisions. In that case our cost will be based on expectations over the distribution of possible
environment states p(xi) for the time steps in the planning horizon i= 1...M and constraints
will be based on the probability of constraint violation.

Risk can be captured in the probability of collision, but as we will later see, there is
good reason to use other functions to quantify risk, so called surrogate measures[3]. One
of the most popular surrogate risk measures is the time to collision (TTC) [6], but other
options are also popular, such as checking braking distances. By checking the breaking dis-
tance of our vehicle against possible positions of other objects we perform a simple form
of inevitable collision state (ICS) calculation. We will revisit ICS later in this section, but
the basic idea is that we never want our AV to be in a state where all of its future feasible
trajectories will result in a collision. To estimate collision probabilities we should take
into account several sources of uncertainty: localization uncertainty, actuation uncertainty,
perception and tracking uncertainties for detected objects and importantly prediction un-
certainties for predicted future motions of other traffic participants. If we use a surrogate
measure, we should also take into account these uncertainties. In this sense, situation as-
sessment for motion planning can be viewed as an inference component that is queried
during optimization the next trajectory of the AV.

2.3.1 Connection with planning and control

In the following we will use the definitions and notation from [22] to make clear how
we can approximately reason about the expectation of cost functions over p(x) to plan
trajectories for an autonomous vehicle.

We assume our environment evolves in discrete time steps for a planning horizon, i =
k..N:

xi+1 = f (xi,ui,ωi) (2.1)

where ui is a control action and ωi is a disturbance, ωi(xi,ui)∼ p(ωi|xi,ui). We also receive
noisy measurements of the environment:

yi = h(xi,νi) (2.2)

where νi ∼ p(νi|xi). Since we cannot observe the state xi we must reason given the infor-
mation we have available, summarized in the information state, Ii, which we will elaborate
on shortly. A feedback policy, Π, for our planning horizon gives us the control action to
apply at every time step, given the information state: Π = {πk(Ik), ...,πN−1(IN−1)}. To
rank different trajectories we assume the existence of an additive cost function:

L(xk:N ,Π) = lN(xn)+
N−1

∑
i=k

li(xi,πi(Ii)) (2.3)

We can also have chance constraints on the form: P(g(xi,ui−1) ≤ 0) ≥ α . The goal is to
formulate an optimal feedback control policy, Π, that minimizes the expected cost subject
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to chance constraints. The optimal policy, Π∗, minimizes the expected cost:

Π∗ = arg min E[L(xk:N ,Π,ωk:N−1)]

s.t. xi+1 = f (xi,ui,ωi)

yi = h(xi,νi) ∀i = k...N

P(g(xi,ui)≤ 0)≥ α

(2.4)

We cannot, in general, obtain the optimal feedback control policy Π∗, as defined above.
Instead, we plan in belief space, and make different assumptions on future measurements
that we can obtain to get a tractable problem. Let the history I-state be:

Ii = {I0,u0:i−1,y0:i}

and our belief state bi = p(xi|Ii). The cost function can now be defined with respect to the
belief state

ci(bi)� E[li(xi,πi,ωi)|Ii], cN(bN)� E[lN(xN)|IN ] (2.5)

The expected cost in Eq. 2.4 now becomes an expectation over future measurements for
a given policy when we work with the problem in belief space. If we have no constraints,
the problem type is called Stochastic Dynamic Programming (SDP).

“The SDP problem is approximated by 1) recursively solving a simplified
problem for a control sequence instead of a control policy (e.g., the open-
loop control strategy); 2) solving for a control policy over a limited horizon
and then approximating the cost-to-go function beyond this horizon (limited
look-ahead policies); or 3) POMDP methods [...] [10]. Strategy 1 uses a re-
stricted information set [10] when approximately solving the problem: Future
measurements are ignored.” [22]

For the receding horizon case, where we solve for a sequence of control actions op-
timizing the cost until some future time k +M < N, and ignore future measurements is
called open-loop receding horizon control (OLRHC), where we can incorporate chance
constraints. Here feedback is achieved by re-planning. The belief states in OLRHC are
“the objects’ open-loop predicted distributions” [22] (but can depend on the selected con-
trol action).

In Papers C and D belief states are approximated by a set of Gaussian distributions,
one for each maneuver option for each traffic participant, and we ignore uncertainty in the
motion of our own AV when solving the OLRHC problem. Our contributions can therefore
be stated as ways to express the environment state evolution function xi+1 = f (xi,ui,wi),
how to evaluate expectations for the costs, ci(bi), in Eq. 2.5 and how to evaluate chance
constraints while solving the OLRHC minimization problem using different planning tech-
niques.

If we don’t want to make the assumption that we ignore future measurements we could
use partially observable Markov decision processes (POMDP). But, POMDPs typically
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scale extremely poorly to large state spaces (volume of feasible set), and to high dimen-
sional state spaces and to model other dynamic objects, these would have to be included
in the state space (increasing its dimensionality). We will discuss POMDPs further in Sec
2.4.

2.3.2 Modeled events

When defining the cost function, such that we can evaluate which actions are suitable in
different situations, it is common to define events, which either happen or not, and associ-
ated costs in addition to other terms of the cost function. A specific event, e, occurring at
time t would add terms to the expected cost of the form:

E(ce) =
�

ce1e(xt)p(xt)dxt (2.6)

where, 1e(x) is an indicator function for event e defined over possible future states of the
environment and ce the cost of this event occurring. In practice some events are so severe
that we might have a hard time to set a cost for them, such as collisions with other objects.
In this case we can threshold the probability of occurrence to get a constraint on actions
for our autonomous vehicle:

P(e) =
�

1e(xt)p(xt)dxt ≤ ε (2.7)

This can be viewed as a generalization of collision checking done in traditional planning
algorithms. Events can also be viewed as hidden variables, that are defined to understand
different possible future situations better.

The most severe event type is arguably collisions with other objects, in particular with
other traffic participants, e.g., vulnerable road users (pedestrians, bicyclists). Therefore,
collision avoidance constraints, or very high costs for collisions are used in most planning
approaches. Both sample-based and continuous optimization based methods, see Section
2.4, can use constraints on approximate collision probabilities, or could be interpreted as
doing so, and can assign higher costs to high risk states. For example, in [74] an ellipse
is computed for the region where with probability δ another traffic participant is located.
Then the Minkowski sum of this ellipse and the rectangular shape of the traffic participant
is computed, and finally the enclosing rectangle of this shape is used to check for colli-
sions. In [76] a state machine based maneuver planner selects appropriate constraints for
the continuous variable trajectory planner, and uses lower and upper bounds on estimated
speeds of detected vehicles to construct constraint polygons.

If we are interested in estimating the probability of an event, rather than specifying an
approximate constraint on the probability of occurrence, we must use different inference
methods. In Papers C and D we approximate the probability density of the longitudinal
position of a traffic participant, following a maneuver hypothesis, at time t, p(st), using
a Normal distribution, and therefore can estimate the probability of longitudinal overlap
with our vehicle using the cumulative normal distribution, assuming that the lengths of
the vehicles are known. Sample based methods essentially allow black box constraints,
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where we query a function to check if a trajectory fulfills its constraints. For continuous
optimization methods we must express constraints as differentiable functions, and should
take special care such that constraints form a convex set.

Most surrogate measures relate to collisions, for instance time to collision and com-
paring braking distances of vehicles. A few authors have also looked at social behavior of
traffic participants, where they estimate if other traffic participants would be surprised by
the behavior of the vehicle. For instance [40] modeled the difference between a driver’s
expectation of what another traffic participant would do and its actual behavior. In Paper
C we modeled a reasonable gap for changing lanes or merging based on induced decel-
eration of a new follower vehicle. The event that a vehicle’s action does not conform to
modeled social norms could be thought of as an indicator for future collision risk, but even
if they model situations that are not dangerous, they could be very valuable to improve
acceptance of AVs. In terms of Eq. 2.6, we can view these approaches as defining the set
of events E, e ∈ E. By defining different events and inferring their probability of occur-
rence we can gain situation awareness, in the sense that we categorize situations in terms
of defined events. For instance [54] defined the event lane change beneficial and [66] also
defined the events for sufficient sensor range for making decisions in lane change situa-
tions. The indicator functions for these types of hand crafted event types usually model
carefully considered relationships between the kinematic states of our vehicle and other
traffic participants, and the AV’s position in the static environment. In state machine based
maneuver planning approaches, the probability of these events might only be estimated at
the current time, while search based approaches estimate them for future times as well.

The main focus when planning a trajectory should be safety, i.e. avoiding collisions,
and therefore it can seem counterproductive to define specialized event types by hand,
rather than just looking at collision probabilities in the future. But, depending on what
assumptions we have made with our predictive models and in our planning algorithm our
approximation of the collision probability will not consider some environment states, x,
that actually have non-zero probability. In Eq. 2.7, different methods make different trade-
offs when approximating p(x). In general, it is impossible to guarantee collision avoidance
for long prediction horizons when dealing with uncertain behavior of other traffic partic-
ipants. There are two main ways we can improve safety: i) by frequent re-planning and
ii) by also having a contingency planner which can react quickly and assertively to avoid
collisions in the very near future. For long term planning our goal should be to find an
acceptable trade-off between risk and overall driving function: we don’t want to be overly
risk taking, but we will have to take small risks in order to progress. We want to optimize
the risk/benefit such that our AV drives well.

In [46] a contingency planner was proposed to provide a fallback plan, recursively
computed for the next planning cycle, at time k + 1. As long as a fallback is found for
time k+ 2, we can keep following our long term plan, if we can’t find such plan we use
the fallback trajectory starting from time k + 1. This approach works by conservatively
checking the intersection of fallback plans against reachable sets, i.e. the set of all states
that can be reached for any valid control input for other traffic participants. The reachable
sets are computed only for a short prediction horizon and fallback plans are designed to
reduce the speed of the AV. In this way we can react to rare situations, which are diffi-
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cult to predict, since the fallback plan avoids any future state of other dynamic objects in
its prediction horizon. Still, we should do our best to avoid activation of these types of
emergency maneuvers when planning long term motions.

2.3.3 Surrogate risk measures

Surrogate risk measures are an attempt to quantify how risky a possible future situation will
be. Instead of directly trying to model the future environment state, i.e. future positions of
different objects, to make a decision we hope that we can capture the risk by computing
the output of these functions and comparing with a threshold. One can draw parallels with
classification with these approaches: we want to have high recall for detection of dangerous
situations and acceptable false positive rates. When doing receding horizon planning these
measures will also tell us something about what can happen beyond the planning horizon.

Time to Collision (TTC) can be approximated in different ways, the simplest is by
using the relative velocities and positions of objects:

T TC =
D(i, j)
−Ḋ(i, j)

(2.8)

where D(i, j) is the distance from vehicle i to vehicle j and −Ḋ(i, j) the closing rate. If
using a Doppler radar to do ACC, we can use the distance reported from a radar for D(i, j)
and the Doppler velocity for Ḋ(i, j). If we assume vehicles follow lanes, we can use their
positions in the Frenet frame, si,s j, to approximate D(i, j) and relative speed, Δv = ṡi − ṡ j

for −Ḋ(i, j). If we don’t account for the geometry of the paths of vehicles T TC can be a
very bad measure [37]. Alternatively, we could check at what time step in our prediction
horizon vehicles i, j are predicted to collide based on a simulation [61]. The benefit of T TC
is that it directly gives us the time we have left to react to a potentially dangerous situation.
Unless we check TTC by using very good predictions of the future, we can get very high
values for short distances but low relative velocities, where a slight change in velocity of
a vehicle can lead to dangerous situations. If we compare required deceleration to avoid
collision to TTC, we can see that two situations where we have the same TTC value can
have vastly different required deceleration, e.g., D(i, j) = 2,Δv = 1.0m/s and D(i, j) =
10,Δv = 5.0m/s. For the first case, the required constant deceleration to reduce Δv to 0
before a collision happens (D(i, j) = 0) is 0.25m/s2 and in the second case it is 1.25m/s2

because the required deceleration depends on the square of the relative velocity, something
that is not taken into account in T TC where possible actions of the follower vehicle are not
considered. If we use measures like TTC it is important to consider uncertainties in input
data. For example, in [9] an approximation of the distribution of TTC was presented based
on the unscented transform and simulations of the traffic scene and in [69] a small Monte
Carlo simulation was used to approximate the probability of TTC being below a threshold.

In Paper D we have used the required deceleration, areq, to avoid collision after a reac-
tion time as our risk measure. Here we also make the conservative assumption that another
vehicle could suddenly brake, with a fixed maximum deceleration b, when calculating areq.
Our situation assessment is done by comparing the probability that our AV can achieve this
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required deceleration, P(areq < aOK), within a threshold. Checking if areq is above an ac-
ceptable threshold for possible braking is a simple form of Inevitable Collision State (ICS)
calculation. An ICS is a state where any future control input to our vehicle would lead to a
collision [27] and it can be shown that if we only consider a subset of future control inputs
to our vehicle, we over-approximate the set of ICS. To accurately calculate which future
states are ICS we would need perfect information on the future evolution of the environ-
ment, which is clearly not realistic. Instead, a probabilistic approach can be used, where
we approximate the probability of being able to avoid future collisions using a restricted set
of emergency maneuvers. In [1] the minimum collision probability of a set of emergency
actions is used to quantify risk. The complement to the set of ICS is the set of states where
there exists a some control input that avoids collisions. The probability of the final state
being an ICS can therefore be used as heuristic to check how good the end state of limited
prediction horizon plan is. In [2] this was performed for car following scenarios where a
Monte Carlo approach was used considering uncertain accelerations of constellations of
vehicles in the same lane.

2.4 Local planning for autonomous vehicles

Given an environment model and a kinematic or dynamic model of the autonomous vehicle
we can plan its motions. The goal of planning is to find a set of actions, or on a lower level,
control inputs, that will move the vehicle in a desirable way. By specifying a cost function
and constraints on what motions are valid we can use different methods of optimization
to find the best action. Typically, on-road planning is performed in a receding horizon
approach, where we only execute the very first part of a plan. This is done so that model
errors and new sensor data can be incorporated, and to reduce reaction time to unforeseen
events. The goal of planning for an autonomous vehicle is to find trajectories that are:

Comfortable Passenger comfort is an essential criteria, but also wear and tear on hardware
components and cargo. Usually this amounts to minimizing jerk and accelerations.

Reliable Safety is paramount, but also adherence to traffic rules. On a lower level, we
must ensure that we can control a nonholonomic vehicle with limited grip safely. On
a higher level we must minimize the risk for accidents.

Effective The AV should be able to progress with its objective even in moderately difficult
situations. An overly cautious vehicle might not be able to make necessary decisions
to progress on its route.

Some authors separate local motion planning for autonomous vehicles into two steps:
i) maneuver planning ii) trajectory planning [37]. Where the maneuver planning selects ac-
tions at a high level such as: change lane, keep distance, stop, and the trajectory planning
module is responsible for converting such actions into dynamically feasible trajectories for
the vehicle. The most basic form of maneuver planning consists only in choosing the cur-
rent action, usually employing a state machine to do so [25], [50] while more advanced
models consider a sequence of actions in the near future [67] using various forms of search
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methods. There are two very popular paradigms for trajectory planning: model predic-
tive control (MPC) inspired numerical optimization and brute force trajectory roll-outs
popularized by [71]. Another way to categorize different approaches is by the types of al-
gorithms employed [30]. Here planning approaches are separated into: graph search based,
(random) sampling based, interpolating curve and numerical optimization approaches.

Our opinion is that the division of local planning methods into trajectory planning and
maneuver planning in the review article [37] should be seen as rough taxonomy. Both
trajectory planning and maneuver planning can deal with finding trajectories for the AV,
i.e. sequences of states, indexed by time. The main difference is the level of detail consid-
ered. In [67] a sequence of maneuvers, and when each maneuver happens, is searched for.
Here each maneuver corresponds to a prototypical trajectory of the AV, that will later be
improved by the method of [71]. Also, different AV systems for local planning use vastly
different interfaces between these solution steps. Typically, we must tune the behavior of
a specific maneuver planning approach to a specific trajectory planning approach, and vice
versa, for these to be compatible. For instance in the approach by [71] a maneuver planning
layer places target points that a brute force trajectory planner uses as input for trajectory
search. The target points control what bundles of trajectories are generated, but the final
maneuver is selected by evaluation of the final resulting plan, i.e. before evaluation it is
not known by the maneuver planner layer which goal point will be selected. How these
target points are placed varies from situation to situation, for instance to determine when
to perform lane changes a tree search procedure considering rough maneuver sequences is
used [68], but for following a goal point is placed behind nearby vehicles. In the Bertha
autonomous vehicle project [76], a state machine is used to select appropriate constraints
for an MPC inspired approach. It is up to the engineers implementing the maneuver plan-
ner layer to understand what constraints are reasonable to achieve intended behavior, and
so that the numerical optimization procedure can find a solution.

A second type of separation is also possible, where we first search for a rough trajectory
plan, or driving strategy, that is later smoothed by, e.g., an MPC inspired approach or a
geometric approach [35]. This is the approach we use in Paper D. The driving strategy
also models a trajectory for the AV, but the temporal resolution is much lower than in
MPC inspired approaches [75] or the method of Werling [71]. In Paper D we use the term
trajectory planning for the whole local planning problem. But for this section we will stick
with the nomenclature of [37].

If we use the OLRHC approximation to plan in belief space as defined in [22], the
difference between traditional planning approaches becomes how the cost function, and
constraints (collision checking) are defined and how they are evaluated. In the following
we will present planning algorithms without considering uncertainties, unless explicitly
stated.

2.4.1 Trajectory planning

Trajectory planning algorithms must find trajectories that are possible to follow for the
vehicle. If we use a MPC inspired framework we usually have a reasonably detailed plant
model, explicitly modeled delays, state space constraints and constraints on control inputs
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to achieve this. With brute force methods, usually the curvature and jerk is optimized
to achieve trajectories which are sufficiently “car like”. It is also possible to consider
other type of safety constraints, such as collision avoidance, but usually we must make
strong assumptions for these in order to keep computational time low. Trajectory planning
methods primarily achieve comfort and dynamic feasibility.

In MPC inspired approaches an objective function corresponding to a discretized ver-
sion of a cost-functional over possible trajectories is optimized subject to dynamics con-
straints. Equality constraints model the dynamic model of the vehicle, which in the linear
case can be expressed on the form:

gi(xt ,xt−1,ut−1) = At−1xt−1 +Bt−1ut−1 − xt = 0

Importantly, also input constraints (bounds on acceleration, steering angle) and other con-
straints (e.g., maximum lateral acceleration) and obstacle avoidance constraints can be in-
cluded in the MPC formalism. In order to solve the problem, it is typical that a non-linear
objective with nonlinear constraints are linearized. Some authors use sequential quadratic
programming (SQP) [75] while the more standard approaches linearize once around a ref-
erence solution [44]. In general the problem to find a trajectory is non-convex (e.g., we
can choose to go on different sides of an obstacle) and non-linear (e.g., when we model
the vehicle with a single track model) so MPC inspired approaches rely on having good
preprocessing. This preprocessing must set up the optimization problem in such a way that
the solution is near a good local optimum. As noted in [7] “[...] each maneuver variant
introduces a local optimum, which is hard to find for local, continuous methods, if the
initialization is done outside the catchment area of this optimum.” In [71] Moriz Werling
suggested the use of minimum jerk polynomials (where time, t, is the independent vari-
able) to independently model lateral and longitudinal motion in the Frenet frame. These
polynomials can be solved analytically given a start state for the AV, x(0) and end state
x(t), x = (x, ẋ, ẍ)T (x = s for longitudinal motion and x = d for lateral motion). By sam-
pling over a range of end states we can find good trajectories that end up in the state we
want, e.g., we might want to find good trajectories that change lane in 3 seconds, so we
set d(3) = lw ḋ = d̈ = 0 and sample values for s(3), ṡ(3) with s̈(3) = 0. In this way an
engineer can customize different types of motions for target points that are placed by a
maneuver planner. To find the best trajectory in terms of cost, all pairs of longitudinal
and lateral trajectories to the same target point are checked by enumeration against a cost
function, and against constraints: e.g., by checking for collisions. The advantage of this
brute force approach is that we can find approximate solutions to non-convex problems,
and avoid numerical issues that can arise in MPC inspired approaches. The choice of tra-
jectory type is in some sense arbitrary, but low jerk increases passenger comfort, so the
Werling approach has been widely used [35, 46]. The major drawback is that many types
of maneuver sequences are hard to specify with a specific function form. For instance, it
could be very difficult to find the appropriate target point to model the sequence: decrease
speed to match a gap, then change lane to go into the gap, then increase speed.

In Paper C, we investigated the use of a probabilistic interaction aware model for the
behavior of other traffic participants together with a planner inspired by [71]. By checking,
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in simulation, the predicted reactions to different potential speed profiles for our AV by
other vehicles in merge scenarios we allowed for tuning of the politeness/aggressiveness
of our vehicles behavior, while at the same time taking into account uncertainty in the
driving style of detected vehicles. Performing the large number of simulations required for
this brute force trajectory planning method was possible due to an efficient environment
representation and inference scheme.

2.4.2 Maneuver and driving strategy planning

Ideally we would like to find the global optima out of all possible trajectories for an au-
tonomous vehicle for a long prediction horizon. But as mentioned in Section 2.4.1 it is
often impossible to do so directly because of the difficulty of solving the associated opti-
mization problem. Instead, a hierarchical approach is used, where different steps of plan-
ning and control successfully refine a solution. In maneuver and driving strategy planning
we trade modeling fidelity for increased prediction horizon length and ability to deal with
non-convex decision boundaries. In Figure 2.6 a motivating example for a hierarchical
approach is demonstrated. By selecting different speed profiles in the traffic situation, our
vehicle would end up in different local optima, for example before or after another vehicle.
By decomposing the problem first into a sequence of high level decisions that are later
refined we can approximately solve the non-convex decision problem. In maneuver and
driving strategy planning we solve problems of finding safe and effective trajectories.

Many proposed AV systems employ a state machine [76, 50] to define different situa-
tions and appropriate actions to take in these situations. For example, in [76] a hierarchical
state machine or state chart was used, where also parallel state machines are allowed. Go-
ing back to Figure 2.6 we would need one decision to either go to a wait state or a merge
state and one decision to go to another wait state, to wait for the pedestrian or a cross state.
In a state chart these decisions could be made in parallel, if we assume they are indepen-
dent. However, we can only choose one final trajectory to execute so special care must be
taken such that we set up a solvable problem for the trajectory planner. An advantage of
state machines is that we can easily encode context specific information in which state we
are in, and we can enforce a specific sequence of actions tailored only to this situation.

The problem with state machine approaches is that it can be hard to manually define
all necessary states and actions by hand. While we can safely assume that most practi-
cal systems will use some form of state machine, at least to handle certain special cases,
determining what level of abstraction the modeled states should be is open for debate. A
possible solution is to use specialized planners only for certain types of maneuvers, e.g.,
lane changes in [67],[54]. The results of these planners can then be used inside a state
machine, e.g., if a good enough plan is found then we initiate a lane change.

Hubmann et al. argues that it is much more efficient to specify constraints and then
search for a solution [35], than to specify states in a state machine. In complicated urban
environments the number of situations we need to explicitly model can be prohibitively
large. These constraints specify longitudinal positions that are off bounds for the AV and
are valid at fixed times of the planning horizon. The constraints could either be static,
e.g., representing a traffic light that is red that is at a fixed position, or dynamic, e.g.,
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Figure 2.6: Example situation demonstrating the need for high level decision making. The
AV, e, must make a decision if the red car, 1, is exiting the roundabout or not, and if not,
if it should attempt to go before it. Here te, t1, t2 denote the predicted time that different
traffic participants, reach a specific point. Also, we must decide if we shall wait for the
pedestrian, 2, or not. Each choice gives a different local optima.

representing a car ahead of the AV. It might also be very hard to specify simple rules to
make decisions when we can only know a good course of action by understanding what
sequences of actions that are possible, out of a very large set of potential actions. In the
situation shown in Figure 2.6 we would add constraints for traffic participant 1, the car, and
for traffic participant 2, the pedestrian. Then a search over possible speed profiles would
determine the best course of action. This planning approach has been named strategy
planning where instead of explicit maneuvers a simplified model is used for the vehicle,
e.g., modeling it as being able to change acceleration instantly, is used in conjunction with
graph search techniques [35, 6]. These approaches thus utilize a state lattice to find a
sequence of actions. The lattice is defined over positions and speeds in the Frenet frame
and includes a dimension for the current time step of the planning horizon.

The use of lattice search techniques for AVs, where we also search for what time the
AV arrives at a particular configuration has been proposed earlier than [35, 6], for example
by McNaughton et al. [49]. Here the focus was to replace both maneuver planning and tra-
jectory planning with one single module. The search space was defined as (x,y,θ ,κ, t,v),
where x,y,θ is the pose in Cartesian coordinates, κ the curvature of the resulting path, t
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the time the AV is at a particular position and v its speed. As in lattice based approaches
for path planning for autonomous vehicles [17] a boundary value problem was solved to
find a path between vertices (regularly placed in a grid in the Frenet frame) in the lat-
tice using a shooting method. For path planning in unstructured areas this is usually done
once and stored in a look up table, when working in the Frenet frame one either has to
accept modeling errors due to the curvature of the road as in [6] and Paper D and let a
trajectory planning module correct these, or solve these boundary value problems again
every planning cycle. McNaughton et al. chose the latter approach and define the position
component of lattice vertices in the Frenet frame and re-solve the boundary value prob-
lems every planning cycle. Instead of directly including velocity and time as dimensions
of the lattice McNaughton et al. use an approach similar to Hybrid-state A∗ [21] where a
very course grid is used for these dimensions but the best continuous value found so far
is stored. This approach reduces the total number of edges we evaluate in the lattice, but
comes at the cost of abandoning resolution optimality.

In [35] only the speed profile is found by search. In Paper D we add states for lateral
motion, but in a simplified way: we consider lateral motions as translations with only 3
possible lateral speeds, and perform collision checking with dynamic objects only based
on which lanes traffic participants are in, and their longitudinal occupancy in these lanes.
As a very rough approximation of the nonholonomic nature of the vehicle, we limit lateral
movements to a small fraction of longitudinal motions. Combined with pruning of oscillat-
ing solutions, this allows us to have similar long term predictions as in [35]. In [35, 6] and
Paper D a trade of has been made to sacrifice model accuracy, we are no longer modeling
a non-holonomic vehicle, for search efficiency. It is our opinion that maneuver planning’s
key role is to provide relatively long term situation assessment, where we can find approx-
imate trajectories (or maneuvers) that cover the many different local optima that arise in
complex environments. We don’t consider the case where we have to plan long term highly
dynamic maneuvers, with small margins, and therefore are content with using approxima-
tions that do not allow the vehicle to get anywhere close to its performance envelope in
terms of grip or turning radius. These types of maneuvers should only be initiated by a
contingency planner during operation on public roads. The planning approach presented
in Paper D would not lend itself well to a race car, where the dynamics of the vehicle is the
key limiting factor to push travel times down. Here a more detailed model of the vehicle
is needed, and we could not use the approximation of traveling in lanes if we want to op-
timize travel times, rather we would need to optimize the precise path of the vehicle with
respect to grip.

In the previously mentioned related works [35, 49] uncertainty of predictions for other
traffic participants were not considered. This is the primary contribution of Paper D, where
we propose the use of a computationally efficient situation assessment function based on
the estimated probability that required deceleration is low enough for safe operation. This
risk assessment is performed for each partial trajectory during the driving strategy search,
and thus serve the role of collision checking function inside a lattice planner.

Rather than searching for an open loop trajectory, as done in lattice planning, we can
search for a policy. If we assume that at future times, we have perfect information of the
state of the environment we have a Markov Decision Problem (MDP). In an MDP we have
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a set of states x ∈ X , and actions u ∈ U which define a transition probability p(x�|u,x) as
well as a reward function r(x,u). The solution to an MDP is the policy, π , which will give
us the highest expected discounted reward [63]. In the MDP formulation we can model
uncertain dynamics of other traffic participants by augmenting the state space with their
states. Our transition probability could be deterministic for the dimensions of the aug-
mented state which model the movement of the AV but uncertain for the dimensions that
model other traffic participants. MDP are usually solved with value iteration for infinite
horizon problems, and backward induction for finite horizon problems. The issue is that an
MDP formulation would scale very poorly to model the uncertain prediction several traf-
fic participants, as backward induction has worst case run time complexity O((|X |2|U |T ),
where X is the set of discrete states (not indexed by time) U the set of actions (for our AV)
and T the prediction horizon length. Adding additional dimensions in the grid of states for
other traffic participants is too computationally complex to achieve real time applicability.
In the case where also the measurements are uncertain, we have a POMDP problem. Here
exact methods are not tractable for all but the smallest problems. In [14] a Monte Carlo
approximation was used to learn a small set of important belief states to model an intersec-
tion problem with occlusions, but the planner still has to run offline. In [36] a point based,
any-time solver is used that uses a Monte Carlo method to approximate a solution. This
approach is reported to be capable of running at 1Hz with sufficient solution quality [36].
The solver run time is reported to scale approximately linearly with the number of vehicles
in the scene but statistical evaluation of the solution quality with respect to the number
of vehicles was not provided. We show in Paper D that estimation error of beliefs when
using a particle representation of future belief states is questionable. This is especially
prominent for rare future events. Using good action selection heuristics, computation time
can be focused on policies which give good performance on average, but further investi-
gation is needed into how often these policies would result in dangerous situations. The
upside of an approximate POMDP solver is that plans which favor information gathering
can be formulated, and it was shown that for planning without considering future measure-
ments (of which route another vehicle will take in an intersection) a conservative behavior
manifested.

2.5 Summary

In this chapter we presented environment models used for trajectory planning in autonomous
vehicles, both for the static environment and for moving objects. We also presented differ-
ent trajectory planning methods. We noted that:

• Using a road aligned coordinate system, the Frenet frame with respect to a reference
path along a lane, simplifies trajectory planning and object dynamics modeling. This
representation is tailored to the typical use case of autonomous vehicles: transporta-
tion on roads.

• We can represent roads using a graph of lane boundaries and using different es-
tablished localization techniques we can also localize relative to the road locally, a
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prerequisite for trajectory planning. The graph representation also allows for effi-
cient calculation of routes in the road network. Local road representations based on
current sensor data rather than a map available a priori is also possible, but is not
considered in this thesis. In Paper A we present a localization method based on short
range radars.

• In this thesis we focus on the view of decision making in autonomous vehicles as an
optimization problem where we need models of possible future motions of nearby
objects. By analyzing which decisions are applicable for the autonomous vehicle
with respect to these obstacle models, we can optimize the expected risk/reward of
different trajectory options.

• The motion of nearby objects can be described by models conditioned on what ma-
neuver the object is performing, e.g., lane following or lane changing. The maneu-
ver of an object is a hidden variable that can not directly be observed, instead it
is typical to use different machine learning techniques to infer likely maneuvers of
traffic participants. In Paper B we studied the maneuver classification problem in
an intersection scenario. Given the maneuver of the vehicle, we want to model its
dynamics. Here we could employ simple models such as a constant velocity model,
or more sophisticated models such as the intelligent driver model (IDM), engineered
to correspond well to specific driving patterns. In Paper C we studied a probabilis-
tic extension to the IDM where we also adapted model parameters to the observed
driver behavior.

• Predictions of the environment are uncertain and ideally we would like to formulate
a policy for what action to take for the autonomous vehicle for each possible future
environment state. When planning in dynamic uncertain environments, it is com-
mon to plan in belief space, where beliefs represent a probability distribution over
environment states. In general, the problem is not tractable and instead different
approximations are used. In Papers C and D we use an open loop receding horizon
approach, where we ignore future measurements and represent belief states using
Gaussian distributions. Another approach are POMDP methods, which model future
measurements but scale very poorly with large environment state spaces. Finding an
optimal trajectory, when we model different possible environment states as belief
states involves inference of expected costs and probability of constraint violations.

• To perform situation assessment we can define different types of events which cap-
ture critical elements of possible future situations. These include collisions with
other objects, but also other risk indicators of dangerous situations. Social aspects
can also be modeled. By inference of the probability of different defined events oc-
curring for different trajectory options for our vehicle we can choose the best action
for an autonomous vehicle.

• There are several difficult aspects of planning for autonomous vehicles. Wheeled
vehicles are nonholonomic and have nonlinear dynamics and because we can not
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consider only the path of the vehicle, but also when it will be at a specific loca-
tion, the search space includes a temporal dimension. Accounting for uncertainty
and that the optimization problem is non-convex also adds to the difficulty. To over-
come these issues there are several proposed methods which can be loosely grouped
into: maneuver planning, driving strategy planning and trajectory planning. Often a
courser description of the environment is used in an initial step which is refined into
a feasible trajectory for the vehicle in a later step.



Chapter 3

Summary of Papers

A Vehicle localization with low cost radar sensors

Localization is a key component in autonomous vehicle system that can be provided by
accurate global position systems, such as a GPS with RTK corrections. In this paper we in-
vestigated the use of automotive short range radar (SSR) for localization of a truck. These
sensors are cheap, rugged and already available on most production vehicles. SSR based
localization could provide redundancy if other localization systems fail. The radar sensors
are noisy and can produce erroneous measurements, e.g., from multipath returns, com-
monly referred to as clutter. On a positive note, we can exploit Doppler measurements to
filter out moving objects.

We investigated the use of the Iterative Closest Point (ICP) algorithm coupled with a
Kalman filter for localization. The ICP algorithm was used to compare current sensor data
against a previously recorded representation of the environment: a database of previously
recorded radar data, indexed by position. The most relevant previous work is [45] where
similar SSR where used for localization. Here previously recorded radar detections were
instead clustered into point sources and a Poisson process was used to model the number of
detections emanating from the point sources and the number of clutter detections. Local-
ization was performed with a particle filter. Our method is simpler to implement: we store
previous data as is, and does not discard information by clustering the data, and performs
comparatively well.

41
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Figure 3.1: Position of current radar detections, green, after localization, overlaid on map
of previous detections, blue. Estimated path shown in purple and experiment times in black
text.
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Figure 3.2: Investigated scenario in Paper B: what is the intention of vehicles without
priority in an intersection in the presence of vehicles with priority?

B Multi-classification of Driver Intentions in Yielding Scenarios

In this work we investigate classification of driver intentions in an intersection scenario,
without traffic lights. We classify intentions of drivers without priority in a yielding sce-
nario where safe behavior is dictated by other drivers with priority. We investigate both
binary classification of whether a driver will enter the intersection before another vehicle
with priority and more fine-grained classification of different behaviors of yielding drivers,
where they can creep towards the intersection without stopping, stop completely or where
they determine a vehicle with priority requires no action on their part.

As a part of a larger system we would like classification results to be made available to
planning and decision making modules every planning cycle, taking into account the latest
measurements. Previous classification approaches for driver behavior showed that tradi-
tional machine learning approaches such as Support Vector Machines [4] are well suited
for these types of problems, but did not statistically evaluate the performance of classifica-
tion at different distances and times from when the vehicle reaches the intersection. If we
are to use the results of the classification to make decisions in an AV then we need to know
when results are reliable, and therefore we also investigated how well we can estimate the
probability of the detected behaviors.

We compared classification using three different methods: Support Vector Machines,
Random Forests and Nearest Neighbor classification on a data set of tracked vehicles in an
unsignalized intersection in Gothenburg, Sweden, shown in Figure 3.2. For this purpose
we extracted features relating both to the position of a vehicle in relation to intersection,
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its speed and acceleration and the position and speed of the vehicle it has to yield for.
Our results showed that we can learn the fine-grained behavior, and the best classification
performance is achieved using the Support Vector Machine method. But if we extract
probabilities from its output we get overconfident estimates as compared to the Random
Forest method.
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C Probabilistic Model for Interaction Aware Planning in Merge
Scenarios

Merge scenarios confront drivers with some of the most complicated driving maneuvers
in every day driving, requiring anticipatory reasoning of positions of other vehicles and
the own vehicle’s future trajectory. In light traffic there is usually large gaps available to
merge into, but in more congested traffic we must sometimes affect the traffic flow slightly
to merge, requiring interaction with other drivers.

Figure 3.3: Evaluation of speed profiles in a merge scenario. The two sets of lines shown
visualize potential trajectories, where the color corresponds to the cost of a trajectory.
The bottom set of lines shows the position of the vehicle for the planning horizon for the
different considered trajectories, and the top set shows the speed. The green line in the
middle of each of the two sets, is the selected trajectory.

In this work we extend the trajectory planning approach of [71] to account for interac-
tions in merge scenarios. We rate the social behavior and safety of different possible merge
maneuvers based on predicted induced deceleration of the follower vehicle, inspired by the
minimizing overall braking induced by lane change (MOBIL) [38] model. This approach
requires the modeling of interactions between vehicles, dependent on the action that we
choose, an aspect commonly ignored in related work on trajectory planning. We model
the behavior of other traffic participants using a probabilistic extension of the intelligent
driver model (IDM) [65] where we fit driver behavior parameters based on observed data
to obtain better predictions.

We evaluate predictions of the probabilistic extension of the IDM on a data set of
tracked vehicles and the planning approach in an extensive simulation study.
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D Towards Risk Minimizing Trajectory Planning in On-Road
Scenarios

Trajectory planning for autonomous vehicles is a non-convex problem, for instance we can
choose to go in front of, or behind another vehicle in a lane change scenario. We are also
required to reason sufficiently far into the future such that we can plan trajectories that
wait for the correct time to perform a certain maneuver, such as changing lane or entering
an intersection. For this reason we have worked with a planning approach similar to [35]
where we search for a rough trajectory of our vehicle using the A∗ algorithm. Our approach
also considers lane change maneuvers, and importantly, uncertainty in predicted positions
of other traffic participants.

During planning, we model possibly dangerous future situations as belonging to one of
the following types: car following, lane changes, merge maneuvers and crossing the path
of another vehicle. The method copes with uncertain predictions of nearby vehicles by an-
alyzing the planned state of the autonomous vehicle in relation to predicted states of nearby
vehicles, and then estimating the probability of dangerous outcomes of the aforementioned
situation types. This inference step is implemented using a novel method, which avoids
some approximation errors of previous methods [66], and is computationally efficient.



Chapter 4

Conclusions and Future Work

In this thesis we present different models used to support trajectory planning in autonomous
vehicles. With these models we can capture the context in which the vehicle operates
including the layout of the road, the position of the autonomous vehicle on it, and the
current and likely future locations of other traffic participants. By modeling the behavior
of other traffic participants we can make informed decisions during trajectory planning for
an autonomous vehicle by estimating the risk of different trajectory options.

We have investigated localization using low cost radar sensors such that the context of
the autonomous vehicle can be modeled, i.e. where it is in relation to the road network.
Our method is based on the Iterative Closest Point algorithm and exploits properties of
the employed Doppler radars. Compared to previous works employing the same type of
sensors we achieve similar performance using less restrictive assumptions about the source
of measurements and a simpler map representation.

In order to predict the behavior of other traffic participants we have studied inten-
tion classification for intersection scenarios and a probabilistic extension of the intelligent
driver model, adapted to individual drivers’ behaviors for improved accuracy. In the clas-
sification task we investigated the validity of extracted probability estimates, as the traffic
situation evolved, which gives an indication on how the output can be used by decision
making modules in an AV. This analysis was lacking in related works. Previous works that
employed the intelligent driver model for trajectory planning did not adapt its parameters to
individual drivers, something that drastically hampers its accuracy. We used the unscented
transform to approximate the probability density of future states of other vehicles in a traf-
fic situation. This allowed us to estimate the required deceleration of other vehicles, which
can be used a risk measure in planning for merge maneuvers, and estimate the probability
that this declaration exceeds dangerous levels.

We have also looked at the integration of probabilistic models describing the future
evolution of the traffic scene with two different trajectory planning methods, one based
on the method by [71], where the trajectory is optimized by evaluating a large number of
splines modeling the speed profile of the AV, and the other based on an extension of [35]
where the A∗ algorithm is used. By developing efficient inference methods we can account
for uncertainty in predictions when evaluating the risk and benefit of different trajectory
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options for an autonomous vehicle during planning. For the method based on [71] we
can model interactions between the AV and other traffic participants as well as select the
optimal trajectory from a set of fine coarse variations of the speed profile. However, this
method is limited in what types of maneuvers can be evaluated by the family of polyno-
mials used to model speed profiles and scales poorly if we extend it to also model lateral
motions. In our A∗ planner we propose to use a coarser variation of trajectory options, but
that models a larger variation of different maneuvers, including lane change maneuvers.
Here we estimate the probability of dangerous outcomes of different typical traffic situa-
tions using an inference technique based on bounding the infeasible region of the belief
space with linear regions. In this way we can account for uncertainties when planning and
also account for rare, but dangerous, future events when evaluating the risk of potential
trajectories.

For future work I see GPU accelerated planning algorithms as a particularly promising
direction. These would allow a much larger number of trajectory options to be evaluated
and could potentially replace the different decision making layers typically used for tactical
planning. In doing so one could eliminate the mismatch between assumptions made at
higher decision making layers and lower level planning and control layers. In order to
account for uncertainties, special attention must be paid to belief space representations and
inference algorithms that can efficiently be used in parallel. Planning algorithms should be
able to account for occlusions, and sensor range limitations and I think that the approach
in Paper D could be extended to deal with some of these cases. The cost functions used in
most trajectory planning approaches are hand tuned, and by employing learning methods I
expect that different parameters can be tuned to give a more comfortable driving behavior
as well as tuning the behavior of the AV to conform to expectations of its passengers and
that of other traffic participants.

The use of deep neural networks for modeling traffic participants behavior, as well as
to produce predictions is a very interesting research area. Here recent advances of model-
ing uncertainties of deep networks [28] should be explored further, along with generative
networks such as [55]. These methods should be carefully compared with more traditional
models such as the intelligent driver model.

For the task of behavior recognition and prediction in the context of autonomous driv-
ing, I believe the community would benefit greatly from having a large number of bench-
mark cases to compare against. These would include data sets recorded using on board
sensors in a large variety of traffic situations under different conditions. In addition, I be-
lieve that a common simulation environment and a set of benchmark tasks is necessary
to properly compare different approaches to trajectory planning. The ability to “re-play”
sensor data for different dangerous situations while executing decision making algorithms
would allow for additional analysis of the algorithms behavior. Compiling these data sets,
task specifications and developing a common simulation framework is a daunting task for
individual researchers but hopefully both industry and academia are interested to move
in this direction. If benchmark problems could be defined by a third party it would al-
low for effective objective comparisons of different methods, something that might entice
industrial players to share their data.
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