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Abstract
The deployment of rescue robots in real operations is becoming increasingly common thanks to recent advances in AI technologies and high performance hardware.
Rescue robots can now operate for extended period of time, cover wider areas and
process larger amounts of sensory information making them considerably more useful
during real life threatening situations, including both natural or man-made disasters.
In this thesis we present results of our research which focuses on investigating
ways of enhancing visual perception for Unmanned Ground Vehicles (UGVs) through
environmental interactions using different sensory systems, such as tactile sensors and
wireless receivers.
We argue that a geometric representation of the robot surroundings built upon vision data only, may not suffice in overcoming challenging scenarios, and show that
robot interactions with the environment can provide a rich layer of new information
that needs to be suitably represented and merged into the cognitive world model.
Visual perception for mobile ground vehicles is one of the fundamental problems
in rescue robotics. Phenomena such as rain, fog, darkness, dust, smoke and fire heavily influence the performance of visual sensors, and often result in highly noisy data,
leading to unreliable or incomplete maps.
We address this problem through a collection of studies and structure the thesis as follow:
Firstly, we give an overview of the Search & Rescue (SAR) robotics field, and discuss
scenarios, hardware and related scientific questions.
Secondly, we focus on the problems of control and communication. Mobile robots
require stable communication with the base station to exchange valuable information.
Communication loss often presents a significant mission risk and disconnected robots
are either abandoned, or autonomously try to back-trace their way to the base station.
We show how non-visual environmental properties (e.g. the WiFi signal distribution)
can be efficiently modeled using probabilistic active perception frameworks based on
Gaussian Processes, and merged into geometric maps so to facilitate the SAR mission.
We then show how to use tactile perception to enhance mapping. Implicit environmental properties such as the terrain deformability, are analyzed through strategic glances
and touches and then mapped into probabilistic models.
Lastly, we address the problem of reconstructing objects in the environment. We
present a technique for simultaneous 3D reconstruction of static regions and rigidly
moving objects in a scene that enables on-the-fly model generation.
Although this thesis focuses mostly on rescue UGVs, the concepts presented can
be applied to other mobile platforms that operates under similar circumstances. To
make sure that the suggested methods work, we have put efforts into design of user
interfaces and the evaluation of those in user studies.

iv
Sammanfattning
Användandet av räddningsrobotar vid olyckor och katastrofer blir allt vanligare,
tack vare framsteg inom AI och annan informationsteknologi. Dessa framsteg gör att
räddningsrobotarna nu kan arbeta under längre tidsperioder, täcka större områden och
bearbeta större mängder sensorinformation än tidigare, vilket är användbart i många
olika scenarier.
I denna avhandling presenterar vi resultat som handlar om att komplettera de visuella sensorer som obemannade markfarkoster (Unmanned Ground Vehicle, UGV:er)
ofta är beroende av. Exempel på kompletterande sensorer är taktila sensorer, som trycksensorer längst ut på en robotarm, och mätningar av signalstyrkan i en trådlös förbindelse.
Vi visar att en geometrisk representation av robotens omgivningar baserad på endast visuell information kan vara otillräckligt i svåra uppdrag, och att interaktion med
omgivningen kan ge ny avgörande information som behöver representeras och integreras i robotens kognitiva omvärldsmodell.
Användandet av visuell information för skapandet av en omvärldsmodell har länge
varit ett av de centrala problemen inom räddningsrobotik. Förutsättningarna för ett
räddningsuppdrag kan dock ändras snabbt, genom t.ex. regn, dimma, mörker, damm,
rök och eld, vilket drastiskt försämrar kvalitén på kamerabilder, och de kartor som
roboten skapar utifrån dem.
Vi analyserar dessa problem i en uppsättning studier, och strukturerar avhandlingen
enligt följande:
Först presenterar vi en översikt över räddningsrobotområdet, och diskuterar scenarier, hårdvara, och tillhörande forskningfrågor.
Därefter fokuserar vi på problemen rörande styrning och kommunikation. I de
flesta tillämpningar är kommunikationslänken mellan operatör och räddningsrobot avgörande för uppdragets utförande. En förlorad förbindelse innebär antingen att roboten
överges, eller att den på egen hand försöker återfrå kontakten genom att ta sig tillbaka den väg den kom. Vi visar hur icke-visuell omvärldsinformation, så som WiFisignalstyrka, kan modelleras med probabilistiska ramverk som Gaussiska Processer,
och införlivas med en geometrisk karta för att möjliggöra slutförandet av uppdraget.
Sedan visar vi hur man kan använda taktil information för att förbättra omvärldsmodellen. Egenskaper så som deformabilitet undersöks genom att röra omgivningen på
noggrant utvalda ställen, och informationen aggregeras i en probabilistisk modell.
Till sist visar vi hur man kan rekonstruera objekt i omgivningen, med hjälp av en
metod som fungerar på både statiska objekt och rörliga icke-deformerbara kroppar.
Trots att denna avhandling är uppbyggd kring scenarier och behov för räddningsrobotar kan de flesta metoder även tillämpas på de många andra typer av robotar som
har liknande problem i form av ostrukturerade och föränderliga miljöer. För att säkerställa att de föreslagna metoderna verkligen fungerar har vi vidare lagt stor vikt vid val
av interface och utvärderat dessa i användarstudier.
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Part I

Introduction

Chapter 1

Introduction
For most living beings, the ability to sense and understanding the surrounding is of imperative importance for both surviving and evolution.
Perception of the environment is a core concept in the field of robotics too. A robot
must be able to sense, process and organize sensory information in order to acquire new
knowledge, comprehend the surrounding and represent it. A good perception system allows a robot to refine its own cognitive model and make more accurate behavioral predictions for a specific task or tool.
Computer Vision is the science that studies visual perception for machines. For the
most part, computer vision scientists have been focusing on visual recognition, image enhancement or mapping problems that exploit passive observations of the environment (i.e.
pictures or videos). In contrast to a computer, though, a robot is an embodied agent, able
to perform actions and interact with the environment.
In this thesis we argue that mobile robotic systems, especially the ones involved in disaster response, should create and use a world representation that is not built upon merely
vision data but on a collection of rich sensory signals result from the interaction of the
robot with the environment. We present a series of studies that revolve around the idea that
enhancing a geometric map using non visual sensor data leads to a more exhaustive world
representation that greatly helps overcoming difficult scenarios.
To achieve this, we will initially give a small introduction to the field of Search and Rescue
Robotics, highlighting the open problems and difficulties that arise when using complex
robotic systems in disaster scenarios and what solutions we propose to mitigate them. We
then discuss more in detail the science and technology at the base of our work, and conclude with a presentation of our scientific contributions.
In this thesis we use the terms disaster robots, rescue robots and SAR (Search and
Rescue) robots interchangeably to refer to all kinds of robots designed to assist humans
in disaster response efforts, although someone may argue that rescue robots should refer
solely to those robotics systems used during rescue operations.
3
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Robotic systems that save lives

The size, complexity and dangerousness of many man-made and natural disasters have
motivated the development of more intelligent and robust robotics systems able to increase
the chances of finding and saving victims and facilitate the post-disaster recovery of the
affected areas. The specific nature of the disaster motivates the use of a particular rescue
robot over another. Large natural disasters require Unmanned Aerial Vehicles (UAVs) to fly
over the affected area and generate high resolution top-view maps, whereas bomb disposal
operations require arm equipped remotely operated vehicles (ROVs) to manipulate the
explosive from a safe distance. Collapsed buildings are usually hard to traverse for wheeled
robots and tracked or legged platforms are largely preferred; floods require Unmanned
Surface Vehicles (USVs) to navigate and inspect the disaster zone.
A rescue robot can assist a human rescue team by exploring areas difficult to reach,
manipulate dangerous substances, provide medical support and remove rubble in what is
often a race against time to find survivors.

Figure 1: A squad of unmanned ground and aerial vehicles used in the European Project TRADR.
EM-DAT (the international database of natural disaster) reports that between 1994 and
2013, 6,873 natural disasters were registered worldwide, which claimed 1.34 million lives.
From a broader perspective, approximately 218 million people per annum were affected by
natural disasters during this period [72]. In 2016, the number of people affected by natural
disasters was higher than average reaching 564.4 million [29].
Rescue robots can greatly mitigate the effects of such catastrophic events by supporting
rescue teams in the first hours of the crisis (usually victims are most likely to be found alive
in the the first 72 hours) and in the aftermath (days or weeks after the event).
Disasters have an enormous impact not only in terms of loss of human lives but also
on the long term economy of the affected area which can take up to 30 years to recover,
resulting in billions of dollars in economic losses [84]. The Centre for Research on the
Epidemiology of Disasters (CRED) reports that in 2016 alone, worldwide disasters made
US $ 154 billions in economic damages [29]. Slightly reducing the initial disaster response
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time can effectively take down the overall recovery time of the affected region, saving
billions of dollars. This further motivates governments to invest generous resources in the
development of technologies to assist in disaster response. In Section 2.5 we describe some
of the many international research projects and robotics challenges that have been funded
in the past two decades.

1.2

Vision in SAR robotics

Many open issues are still present in the field of SAR robotics, spanning from ensuring an
easy and effective control mode, to improve tools for human-robot interactions (HRI), to
reduce communication losses and power consumption. UGVs must satisfy a large number
of strict requirements to be able to operate in harsh environments. They must be sturdy,
water resistant and have a communication interface (either tethered or wireless) to exchange vital information with the base station. Very importantly, they must be equipped
with a robust, possibly redundant, visual perception system. This represents a particularly
challenging problem in SAR scenarios.

Figure 2: Two examples of problematic environmental conditions that challenge the vision system
of mobile robots. In (A) the robot must traverse an obstacle that is occluded by dense smoke. In (B)
darkness makes object detection and navigation difficult.
The vast majority of UGVs, autonomous or teleoperated, build their world representation by relying on sensors using visible or infra red light (which we refer to as vision
sensors in this thesis). LiDAR (Light Detection And Ranging), RGB cameras, Stereo cameras, RGB-D cameras, Omnidirectional cameras and Infrared cameras are excellent sensors
capable of feeding the robotic system with a rich flow of information useful for detecting
objects, building maps and localizing the robot (SLAM, Simultaneous Localization and
Mapping).
To build its 3D representation of the surroundings, the SAR robot uses its vision system to collect multiple observations and combine them into a consistent world map. Such
passive observations are obtained over the duration of one or multiple missions [33]. Some-
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times the generated maps are the result of a joint effort of multiple robotics system exploring different areas of the same disaster scenario [42].
Following the recent trend of the robotics field, SAR robots are becoming more intelligent and reaching higher levels of autonomy. Teleoperation remains by far the most commonly adopted operational modality, but in order to reduce the cognitive workload of the
operator and increase his/her Situational Awareness [35], the rescue robot must show a certain level of autonomy and feature high level functionalities. As an example, an unmanned
ground vehicle can autonomously patrol and map a target area allowing the operator to focus on other aspects of the mission rather than manually controlling the movements of the
robot’s chassis. Autonomous actions are planned and executed based on the inner world
representation that the robot creates based on the analysis and understanding of the environment and therefore highly dependent on the perception strategy. Basing the decisions
making process of the robot on the analysis of an uncontrolled stream of pictures or video
(i.e. passive observations) is a common situation in SAR robotics systems.
With passive observations we refer to the process of perceiving the environment without
purposely change the intrinsic or extrinsic camera parameters. In this thesis we highlight
two major limitations of this approach.
Firstly, environmental phenomena such as rain, fog, smoke, darkness, dust etc. that
largely influence the performance of many vision sensors may generate highly noisy data
and potentially lead the robot to take wrong assumptions on the nature of the surroundings.
These phenomena are frequently observed in all kinds of rescue scenarios and represent a
serious problem to many modern vision algorithm. For example, an algorithm that relies
on thermovision for victims detection fails in presence of fire giving false positives or
false negatives. Grey dust, which generally covers large part of the interiors of the rubble,
hides objects shapes, textures and colors making object detection and mapping difficult.
In Figure 2 we show two of the limitations of visual perception in presence of smoke
and darkness encountered during a field exercise done in the context of the EU project
TRADR [62].
Secondly, implicit geometric properties such as the deformability of the terrain, cannot
be deduced from vision sensor data. Neither can non-visual environmental properties such
as the wireless distribution of a radio signal, which requires a different sensor systems (i.e.
wireless receivers) to be perceived.
In our works we use the term geometric representation of the environment to refer to the
point cloud representation of the robot surroundings constructed using a mapping algorithm, such as the ICP (Iterative Closest Point) [9] on multiple scans [22]. In Section 3.3
we discuss other kinds of world representation.

1.3

Contributions and thesis outline

This thesis focuses primarily on mobile ground vehicles and the enhancement of their
visual perception system. We claim, and will demonstrate, that an enhanced multi sensory
perception system greatly helps overcoming major open problems of the rescue robotics
field. Such assertion is the result of a slow and gradual analysis of the field that moves from
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the study of control methodologies to the development of interactive perception strategies
for better communication and navigation.
The contributions listed at the end of the thesis target four main open issues related to
SAR robotics: Control, HRI, Communication and 3D mapping of objects and environment.
The diagram in Figure 3 summarizes the listed contributions with respect to the problem
they address.

Figure 3: Conceptual organization of our scientific contributions into four categories.
Paper A. In this work we compare through a user study two control modes, the classic TANK control and a computer gaming inspired control mode called Free Look Control
(FLC). The control of a multi degree of freedom system is a tedious task that heavily affects
the mental workload of an operator [106]. The gaming community has put considerable efforts in designing control modes that enhance performance of players in platforms (screen
and gamepad) that share many similarities with classic Operator Control Units (OCUs)
of rescue robots. We want to investigate if the use of FLC, a control mode used in First
Person Shooter games (FPS) that decouples camera translations and rotations, can increase
the mission performance and reduce the operator stress. In order to do so, we create several virtually simulated urban search and rescue (USAR) scenarios and design use cases to
systematically compare the two control modes in typical USAR tasks such as exploration
and navigation. We then collect quantitative and qualitative data from the simulator and
evaluation questionnaires given to volunteers. The results show that FLC has a number of
advantages compared to TANK control.
Paper B. Wireless communication represents one of the most problematic aspects of
any USAR operation. In spite of its obvious advantages compared to tethered communication, wireless connection suffers from continuous drops in signal quality that can result
in the robot losing contact with the base station. The signal loss interrupts the information
exchange of the robot with its operator and can seriously compromise the outcome of the
mission. Regardless of its importance, a very small portion of a typical OCU interface is
dedicated to representing the quality of the signal, which is often reported merely in terms
of radio signal strength (RSS) perceived at the robot location as shown in Figure 4.
In this work we address the problem above by extending an FLC operator interface
with a system capable of estimating and representing the direction of arrival of a radio
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signal (DoA). In our approach, the DoA signal, which represents the RSS gradient at the
robot location, is robustly extracted using commercial-off-the-shelf directional antennas.
This information allows the operator to drive the robot away from areas with low wireless
connectivity reducing the risk of signal drops. The graphical interface that shows the DoA
is carefully designed to exploit the peripheral vision of the operator which can in this way
focus solely on the video stream therefore improving the mission performance.

Figure 4: Classic teleoperation interface showing limited information regarding the robot connectivity.

Paper C. The effectiveness of the aforementioned approach, in comparison to the classic representation of the radio signal strength (i.e. intensity bar), is evaluated in this work
through a user study. Participants were asked to operate a real mobile robot on a simulated
USAR scenario and perform tasks such as look for symbols and explore the map while
avoiding connection loss. The evaluation showed that users were able to significantly increase their performance using the new DoA interface and hardware.
Paper D. Despite the operator’s skill in driving the UGV in connection-safe areas, unpredictable events such as hardware failures and stochastic elements in radio signal propagation remain a concrete risk for communication loss.
USAR scenarios are characterized by concrete walls and metallic segments that influence
the wireless signal propagation leading to delays and sudden drops in the quality of the
signal. It is not uncommon for disconnected USAR robots to be abandoned when this happens, see e.g. the UGV SOLEM, in Figure 5, deployed after the world trade center (WTC)
terrorist attack in September 2001 [19].
In less dramatic circumstances, different rescue strategies can be adopted to retrieve
the disconnected robot. For instance, the platform may attempt to back track its way to
the base station or it can be pulled using cables. Both these solutions are unfruitful if the
environment changes, making it impossible for the robot to travel the same path backwards
or causing the cable to break (e.g. a fire that propagates into a room, a wall that collapses
or a water leakage). Furthermore, the wireless access point can be relocated many times
during a mission thwarting the attempt to reestablish connection [61].
In this work we introduce an active perception framework capable of estimating and

1.3. CONTRIBUTIONS AND THESIS OUTLINE

9

Figure 5: (A) The Foster Miller robot SOLEM that was teleoperated (wirelessly) into the WTC on
the 9/11 terrorist attack. (B) View from the robot.
(Courtesy of the Center for Robot-Assisted Search and Rescue (CRASAR)).

registering the radio signal distribution onto the geometric map and propose a Resilient
Communication-Aware Motion Planner (RCAMP) that integrates the wireless distribution
with a motion planner. RCAMP enables a self-repair strategy by considering the environment, the physical constraints of the robot, the connectivity and the goal position when
driving to a connection-safe position in the event of a communication loss.
We demonstrate the effectiveness of the planner in a set of simulations in single or multichannel communication scenarios.
Paper E. The use of different sensory signals not only permits obtaining a more featurerich world representation but also improving the geometric map built from visual analysis.
In this work we propose an online active perception framework for surface exploration
that allows building a compact 3D representation of the environment surrounding a robot.
The use of tactile signals enables the robot to refine the geometric map (point cloud) of
the environment, which may contain occlusions or incomplete areas. A mobile robot autonomously identifies regions of interest in its proximity and uses its robotic arm, equipped
with force sensors, to touch the surface and obtain tactile sensory data. The new information is used to train probabilistic models and reconstruct the missing information in the
geometric map. A challenging aspect of any interactive perception framework is the difficulty of defining a proper perceptive strategy, that in our case translates to how, where and,
if ever, when to perform the tactile exploration. In SAR operations, reducing the number
of physical interactions with the environment may determine the successful outcome of
the mission. Too many interactions may take too long time and consume too much energy.
The novelty of the method is its ability to quickly detect incomplete regions in the point
cloud and limit the number of environmental interactions needed, while still ensuring a
satisfactory reconstruction of the target area. An example of usage of the proposed system on a real scenario is shown in Figure 2(A) where the robot may activate its mobile
arm to investigate the obstacle occluded by the thick smoke and add its estimated shape
to the world map. We then proceed to demonstrate how to apply this online probabilistic
framework to object detection and terrain classification problems.
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Paper F. The ability to model heterogeneous elastic surfaces is of great importance
for both navigation and manipulation. A robot that is able to perceive the deformability
distribution of a surface can decide whether to traverse a terrain or not and whether to
manipulate objects on a surface or not. Exploring and modeling heterogeneous elastic surfaces requires multiple interactions with the environment and a complicated selection of
physical material parameters, which is commonly done through a set of passive observations using computationally expensive force-based simulators.
In this work we present an online probabilistic framework for estimation of heterogeneous
deformability distribution maps that allows a mobile robot to autonomously model the elastic behavior of a portion of the environment from few interactions. This work demonstrates
how to extract useful implicit environmental properties and merge them into a geometric
map. We show experimental results using a robotic arm equipped with tactile sensors
investigating different deformable surfaces.
Paper G. Strategies of interactive perception are not only useful for map enhancement
but also for object reconstruction. Mapping and object reconstruction methods commonly
coexist into two separated pipelines or processes. The robot explores the area and collects observations that are merged together to create the geometric map. Object discovery
and reconstruction is usually done offline after the map has been created. Following this
approach, objects of interest may appear as part of the static world map and an offline
pruning operations has to be done in order to separate them and clean the map. Even more
problematic is the ghost effect created by undetected moving objects. In this work we
propose a technique for simultaneous 3D reconstruction of static regions and rigidly moving objects in a scene. The system is based on a multi-group RANSAC-based registration
approach [39] to separate input features into two maps (object map and static map) that
we grow separately. The system is designed to overcome situations where large scenes
are dominated by static regions, making object tracking more difficult and where moving
objects have larger pose variation between frames compared to the static regions.
The approach allows simultaneous mapping and on-the-fly object model generation, enabling an arm equipped UGV to create models of objects of interests (e.g. samples, valves
etc) through physical interaction while mapping the environment.

Chapter 2

Disaster Robotics
In this chapter we provide a brief overview of the field of Search & Rescue Robotics.
Several surveys and books have been written that cover the topic extensively [74, 84, 85,
107]. It is outside the scope of this thesis to provide a similar level of detail, instead we
aim to give the reader a basic understanding of the scenarios, hardware and challenges
involved in this broad and fascinating scientific field that strongly motivated our research
efforts. We will put particular emphasis on the analysis of ground vehicles although some
of the technologies introduced in this thesis can be applied to other robotics systems too.

Figure 1: (A) A Thermite RS1-T3 Robotic Fire Fighter used during USAR operations (Courtesy of
Howe & Howe Technologies). (B) Italian Rescuers (Vigili del Fuoco - VVF). (C) An Italian canine
rescue unit.

2.1

Overview

Search & Rescue robotics is still a fairly new area of research which has made significant
progresses since its first steps in the late ’90s.
A common misconception, likely enforced by modern sci-fi pop culture, pictures the
rescue robot as a fully autonomous multi-functional system, capable of substituting human
11
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and canine rescue teams in any circumstance. The reality is quite different. A disaster
robot is not meant to replace human or canine rescuers but to complement their set of
skills and help them to deal with complex and perilous scenarios. Rescue robots do not
tire and operate uninterruptedly for a long time, bearing high heat, radiation and toxic
atmospheres, operating in areas difficult to reach for humans or dogs. Most importantly,
they are expendable.
The range of applications where rescue robots can be used is very broad. Typically, disaster
scenarios can be subsumed under two broad categories:
Natural disasters such as earthquakes, tsunamis, hurricanes or floods are major and
devastating consequences of natural planetary processes. The impact of climate change and
irresponsible urbanization is alarmingly amplifying the magnitude of these catastrophic
events [55], making the intervention of human rescue teams more difficult and sometimes
prohibitive. In 2017 alone, three major hurricanes (Harvey, Irma and Maria in Southern US and Caribbean), over 1500 earthquakes above magnitude 5.0 (Italy, Iraq, Mexico,
Costa Rica, etc.), multiple floodings and landslides (Philippines, Sierra Leone, Colombia,
Bangladesh, etc.) have caused billions of dollars in damages, millions of evacuees and tens
of thousands of deaths.
Man-made disasters, contrarily to natural disasters, usually occurs in smaller scales.
Typical examples are terrorist attacks, mining accidents, bomb disarming operations, leakages of toxic or radioactive substances, explosions or any other kind of industrial accident. Man-made disasters are more common on urban areas leading to the creation of the
acronym USAR (Urban Search & Rescue). Collapsed structures increase the complexity of
the environment making human or canine intervention arduous ( Figure 1(B-C)). In USAR
scenarios, the presence of close and potentially live power lines facilitates the set-up of
a base camp, which is essential for prompt logistics. Figure 2 illustrates an example of a
German USAR simulation area where firefighters recreate a small scale man-made disaster
(industrial accident) to be used for rescue robotics research.

Figure 2: Example of urban industrial scenario used for training (old furnace in Dortmund, Germany). The complexity of the structure makes mapping difficult and the metallic components of the
old furnace attenuate the wireless signal propagation.
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Historical Perspective

In the ’80s the scientific robotics community moved its focus towards the study of more
complex systems, capable of performing intelligent tasks in seemingly unconstrained environments. This new paradigm extends the classic definition of industrial robot, designed
to help humans on the so-called dirty, dull and dangerous jobs. The possibility of having
robotic systems capable of working outside the ad-hoc designed assembly line of a factory
broaden the spectrum of applications the robot could be used in. In the same years, researchers started considering the use of mobile platforms for emergency situations including remote surveillance and firefighting. One of the first recorded cases of robots used for
disaster response dates back to the 1979 where three robots built by researchers at Carnegie
Mellon University (CMU) led by Professor William L. Whittaker, helped to clean up and
survey a meltdown at the Three Mile Island (TMI) nuclear power plant in Pennsylvania.
The robots built at CMU required multiple operators; they were big, heavy, and outfitted
with lights, cameras and tools for handling radioactive materials. Later models kept this
distinctive bulky design which made them unable to explore small voids and navigate the
rubbles without the risk of causing more collapse [84].
It was only in 1995, when research into search and rescue robotics started at Kobe University in Japan. Experience from successive real deployments [70] made it clear that robots
needed to be redesigned to avoid them aggravating the situation, causing progressive collapse of unstable structures or triggering explosions on gas saturated spaces. The ideal
rescue robot needed to be smaller, easier to operate, more agile and have a certain degree
of autonomy [81].
The first time a SAR robot was used in a real operation was 2001, in response to the
terrorist attack at the World Trade Center in NY, US. Two civil planes were crashed into the
North and South towers, causing severe structural damages to the buildings. Within two
hours, the floors of the towers begun to pancake down on one another creating extremely
difficult operational conditions for the rescuers and killing thousands.
A team of researcher from the Center for Robot-Assisted Search and Rescue (CRASAR)
led by Professor Robin Murphy, deployed ground robots to assist rescuers in detecting
survivors. Although no survivors were found, the mission was considered a success as
the robot extended the senses of the responders far beyond the reach of the classic search
cameras and managed to find 10 sets of human remains [19].
“The effectiveness of robots for man-made disaster stems from their potential to extend
the senses of the responders into the interior of the rubble.” [84].
The evolution of SAR robots not only touches the mechanical design of the robot and its
sensors, but also its operational architecture. Initial deployment of rescue robots included
one or multiple operators piloting a single UGV in order to gather information from a safe
distance. A team leader would assign to team members one or multiple micro tasks (e.g.
collect a radioactive sample).
As of 2018, disaster robotics is following the modern trend of robotics in moving from
a task-specific perspective to a human-centric perspective, where one or multiple robots
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collaborate with human teams to gradually develop their understanding of the disaster scenario [60].

Figure 3: UGVs and UAVs inspect an old church in Amatrice (Italy), severely damaged after a 6.3
magnitude earthquake in 2016.

Example of real use of this operational architecture is the recent deployment of rescue
UGVs and UAVs in August 2016, when a strong earthquake of Magnitued 6.2 struck the
Italian city of Amatrice causing severe damage to the old town and the death of 299 people. Two ground robots and an aerial vehicle were sent to assist the Italian Vigili Del Fuoco
(VVFF), generating 3D models of the Basilica of Saint Francis of Assisi and the Church
of Sant’Agostino [61]. The 3D models were then used to asses the structural stability of
the old buildings, and several cracks were found. During the mission the robots suffered
from communication issues. The access point, used to exchange information between the
base station and the robots, had to be relocated multiple times around the church to ensure
good connectivity due to the thick stone walls of the structure.
This more intricate conceptualization is possible only thanks to recent advances in communication technologies, AI, and to the increased computational power which allows robot to
perform more complex tasks in a unsupervised or semi unsupervised fashion.
The advance in AI raises numerous moral questions and concerns [31], naturally contextualized in SAR robotics. The ethical aspect is in fact becoming an important aspect of
this field. In this regard, Winfield et al. in [119] investigated the consequences of introducing ethical action selection mechanisms in robots. In their experiments, the authors used
hockey-puck-sized mobile robots, two of them representing humans in danger (the robots
were dangerously wandering on a surface filled with holes) and one being the rescue robot
(the ethical machine) in charge of saving them. The rescuer could perceive the environment
(e.g. position of the holes) and predict the actions of other dynamic actors; The robot was
also forced to follow a minimalist ethic role analogous to Asimov’s first law. After many
runs the experiments showed that the rescue robot often successfully managed to save one
or both human agents. This oversimplified cognitive design, though, made the robot wander in confusion 50% of the times when both robots were simultaneously in danger, leading
to the questions: “Who should the robot prioritize? And in what circumstances?”
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Types of Rescue Robots

Several taxonomies have been proposed to categorize disaster robots. It is possible to
classify rescue robots according to their size (e.g. packable robots), operational mode
(e.g. aerial robots) or specifics of the task (e.g. explorers). A widely accepted nomenclature distinguishes between: Unmanned Ground Vehicles (UGVs), Unmanned Aerial
Vehicles (UAVs), Unmanned Undersea or Underwater Vehicles (UUVs) and Unmanned
Surface Vehicles (USVs). Sometimes UUVs are also called Autonomous Underwater Vehicles (AUVs). Sub classes exist within each category, for instance underwater gliders are
particular kinds of UUVs that change their buoyancy to navigate the water and Remote
Operate Vehicles (ROVs) are the teleoperated-only subclass of UGVs (not to be confused
with the Remotely Operated Underwater Vehicle ROUV, sometimes also called ROV).
Inspired by nature, rescue robots can have peculiar shapes which facilitate specific tasks,
such as the snake robot [120] in Figure 4 capable of infiltrating rubble and providing an
immediate video feed to the operator.

Figure 4: CMU Snake robot sent to assist rescuers days after a 7.1-magnitude earthquake struck
Mexico City in 2017. (Courtesy of CMU Robotics, photo by Evan Ackerman)
Unmanned Ground Vehicles (UGVs) are commonly used to navigate the environment
in search of victims or hazardous goods. They can have different sizes, be packable or very
large and are used both in the first intervention phase (e.g. extinguish a fire, search for
survivors, sample collection), and on the post-disaster phase (e.g. structural inspections or
a victim’s body recovery). A vision sensor, such as a thermo camera, a laser scanner or an
RGB camera, is always present on-board to allow the robot to navigate the environment
and provide visual feedback to the operator. UGVs can be autonomous or teleoperated,
work alone or in squads [8], and their operational time can extend over single or multiple
missions [62]. Connection with the users, be it tethered or wireless, is often a problematic
aspect of any UGV rescue operation as we discuss in the papers B, C, D. A large number
of UGVs, as the one in Figure 5 are equipped with a robotic manipulator that allows them
to perform physical tasks such as collecting samples, close valves or remove debris.
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Figure 5: A PackBot UGV inspects a barrel containing dangerous chemicals. (Courtesy of Endeavor
Robotics, formerly known as the Defense & Security unit at iRobot)

Unmanned Aerial Vehicles (UAVs) are revolutionizing SAR operational strategies
by providing the rescuer units the possibility to consult updated top-view maps of the
hot zone. The operator can manually set way points or specify a geographical region
that the unmanned aerial vehicle, as the one in Figure 6, will visit and map. UAVs can
also be operated close to unstable structures so to obtain a close look to areas difficult
to access otherwise. Larger categories of UAVs are used to study severe meteorological
phenomena such as hurricanes. Their sophisticated sensory system collects atmospheric
data which permits generating reliable mathematical models that provide precious hints
about the future trajectory and severity of the storm. This technology enables authorities
to prepare for large scale evacuations or find the best option of disaster response.

Figure 6: AscTec Falcon UAV used in the EU project TRADR.
Unmanned Underwater Vehicles (UUVs) are able to substantially speed up underwater search operations. Their operational time and reach are considerably higher than the
one of a scuba diver [121]. Visibility in turbid water and underwater darkness remain one
of the major challenges for this kind of rescue robots. Remotely operated UUVs have been
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enormously useful in containing environmental disasters, such as the 2010 oil spill in the
Gulf of Mexico [7]. They were used to turn valves and connect pipes in extremely deep
waters where no scuba diver could ever venture.

Figure 7: A Double Eagle SAROV AUV. (Courtesy of SAAB)
Unmanned Surface Vehicles (USVs) have an important role in assisting rescue teams
on locations situated in proximity to water and during floods. They are particularly useful
in the inspection of damaged bridges or piers as they allow structural engineers to quickly
obtain a detailed look of the affected structure without endangering human rescuers [82].
Their use can however be difficult in the presence of swift waters.

2.4

The User’s Perspective

The cognitive workload of the operator defines the mental effort needed to operate and
supervise the UGVs during the lifetime of the mission [106]. Studies have shown that a
good portion of the rescue mission is used by the operator to navigate the enviroment [14].
The design of proper USAR HRI strategies [102], including interfaces and control systems,
allows an operator to focus more on the resolution of the specific situation rather than
the robot navigation. Reduction of the operator’s cognitive workload can be achieved in
different ways and reach different level of complexity.
Low level control of the robot (e.g. direct control of the manipulator or tracks) can be
improved by introducing new control paradigms. Controlling a multi degree of freedom
system is in fact a complex task which requires dexterity and concentration [53], [102].
In response, authors in [128] propose to use a reinforcement learning framework to train
a system to autonomously control parts of a UGV, reducing its teleoperation to mere directional control. A relatively new trend in SAR robotics is to use computer game control
modes adapted to SAR scenarios [75] [26]. This approach brings several benefits such
as allowing an operator to familiarize faster with the robot movements. Gaming control
modes are in fact designed for the general public and are less cumbersome to use compared
to classic control modes as we discuss in paper A.
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Design of proper user interfaces (UI) facilitates control of the UGV and simplifies the
way information is presented to the user. In paper B and C we put great emphasis in the
user evaluation and in the design of an interface that conveys readable information to the
robot operator.

Figure 8: Teleoperation in line of sight (LOS) with a Thermite RS1-T3 Robotic Fire Fighter during
a USAR operations. (Courtesy of Howe & Howe Technologies).

High level functionalities such as automatic victim detection or autonomous patrolling
and mapping of target areas lower the number of simultaneous tasks the user needs to
perform and therefore his/her cognitive workload.
Full autonomy is the ultimate condition for a system, that enables an operator to entirely
focus on the mission rather than the robot. The increasing level of autonomy brings to the
table new challenges and ethical questions. For instance, the design of a proper AI that
instead of using a first-come, first-served role makes decision based on the specifics of the
scenario, to prioritize victims to be saved.

2.5

Notable SAR Research Projects, Groups and Challenges

A large variety of research projects have been funded in the past years focusing on different aspects of rescue robotics. A notable example is the EU project TRADR (Long-Term
Human-Robot Teaming for Disaster Response) [62]. Started in 2014 as a continuation of
the EU project NIFTi, TRADR aims to develop science and technologies for teams of humans and robots that collaborate over multiple sorties in urban rescue scenarios. Missions
in TRADR have a time span of days or weeks and reach a high level of complexity. The
novelty of this project is its human oriented perspective, where teams of robots (UAVs
and UGVs) jointly build interactive maps that can be easily consulted by human rescue
teams. Similarly, the EU project ICARUS [50] focuses on building tools for detection and
localization of humans in disaster scenarios aiming to fill the gap between technologies developed in research labs and usage of such technologies during emergency situations and
crisis. Project SHERPA [71], contrarily to the previous ones, focuses mostly on UAVs in
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alpine rescuing scenarios. In SHERPA the human and the robot work in the same team exploiting each others individual features and capabilities towards a common goal. Different
in its concept is the project CENTAURO [20] which aims to develop a Centaur-like robot
tele-operated by a human operator. This human-robot symbiotic system should be able to
perform dexterous manipulation (e.g. as closing valves) in austere conditions.
An historical and important contributor to the the development of SAR technologies
in the past decades is the Center for Robot-Assisted Search and Rescue (CRASAR) [21]
in Texas, US. CRASAR has been actively supporting international rescue teams on a multitude of real operations which include mining accidents, terrorist attacks, hurricanes and
floods. CRASAR was also part of the Rescue Robot for Research and Response Program
(R4) sponsored by the National Science Foundation’s Computer and Information Science
and Engineering (CISE) that aimed to facilitate research in SAR robotics by making available to researchers expensive equipment and realistic datasets [83].
Other notable projects linked to SAR robotics are GUARDIANS [45], SmokeBot [105]
and COCORO [23]. In 2002 The Ministry of Education, Culture, Sport, Science and Technology in Japan promoted the Special Project for Earthquake Disaster Mitigation in Urban
Areas that aimed to significantly mitigate the impact that a strong earthquake could have
on big cities, such as the Tokyo metropolitan area.
The notorious DARPA Robotic Challange (DRC) [27] was an international Robotics
Challenge aimed to accelerate R&D of robots that could help humans in disaster response
missions. It was funded after the accident at the Fukushima Daiichi nuclear disaster in
2011 as a wake up call for the robotics community. Robots scored points by performing an
intrinsic sequence of tasks in a simulated industrial disaster scenario.
Another important SAR robotics challenge is the ERL (European Robotics League) Emergency Robots, previously known as euRathlon [36]. This challenge was also inspired by
the Fukushima accident in 2011 and focuses mostly on cooperative teams of UAVs, UGVs
and UUVs to survey the simulation area, collect data and identify critical hazards.
Finally, the RoboCup Rescue League [99] is one of the oldest rescue robots challenges
that aims to provide researchers with standardized environments and benchmarks for urban
rescue robots. It was created in the aftermath of the disastrous Kobe earthquake that hit
Japan in 2001 and consists of two main subcategories: the Rescue Robot League for mobile
robots that search and map a physically simulated rescue environment, and the Rescue
Robot Simulation League that tackles the problem of multi-robot collaboration on large
virtually simulated disaster scenarios.
There is still a need for proper benchmark protocols in this field, but this issue will not be
addressed in this thesis.

2.6

SAR Problems Addressed in This Thesis

The lack of proper evaluation methodologies and the limited number of real deployments
have been making it difficult to identify the foremost causes of failure in SAR missions.
Authors in [19, 61, 107], highlighted some of the open issues encountered during real
deployment of robots in rescue operations.
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Rescue robots in general are very complex systems that require careful design [81].
The spectrum of problems that follows the creation and adoption of SAR robots into real
applications is very broad and touching many interconnected fields. For instance, from the
mechanical point of view, the robot must ensure great reliability and be sturdy enough to
bear adverse environmental conditions and abrasive substances. At the same time the robot
must be sufficiently small and agile to improve its mobility in constrained areas and small
voids in the rubble. Depending on the mission requirements, the robot should also be water
resistant and shielded from radiation or very high temperatures. Its sensory system must
be durable and able to face extreme weather conditions, extreme temperatures, water, dust
and dirt.

Figure 9: (A) USAR Training facility in Rotterdam, NL. (B) OCUs for multi-robot USAR missions.
(C) Robot collaborating on a simulation scenario.

In this thesis we tackle mainly the problems of Control, Communication, HRI and
Mapping. Compelling discussions regarding other fundamental problems are carefully
investigated in [81], [85].

2.6.1

Control

The teleoperation strategy of a rescue robot has deep implications on the outcome on the
SAR mission. The design of a proper control mode, which is frequently dictated by the
mission requirements and the robot mechanical complexity (e.g. tracked versus wheeled
platforms or the presence of a manipulator), must ensure reactive maneuverability of the
UGV with minimum operator’s cognitive effort. This means that when the mission demands rapid intervention and maneuverability in contained areas, the operator must intuitively perform the correct sequence of commands that leads the robot to overcome the
situation. The effectiveness of the control layer relies on a closed loop architecture that includes the robot sensory system and actuators, the communication means and the operator
control unit (OCU).
Teleoperation is also heavily affected by other environmental phenomena such as the
wireless connectivity that causes strong delays on the video feed, hampering the manuvrability of the robot and stressing the operator [122].
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Communication

The robot Solem, depicted in Figure 5, is a good example that shows how important it is to
ensure good connectivity during a SAR mission. The UGV lost wireless communication
while exploring the dense rubble of the WTC terrorist attack. The communication loss
interrupted the video feed, preventing the possibility of remote control. Rescuers unsuccessfully tried to retrieved the robot from the rubble through a safety rope that broke. A
more recent example of the importance of communication happened during the Fukushima
Daichii nuclear disaster inspection in 2011.
In order to protect the nuclear power plant personnel from radioactive rays, the building
was shielded with thick walls which made it difficult to guarantee a robust propagation of
radio waves for transmission.
The problem of communication was then extensively examined by a team of engineers
from TEPCO (Tokyo Electric Power Company Holdings) which evaluated the feasibility
of the use of wireless connectivity for their Quince rescue robot [87]. In the experiments,
2.4 GHz transmitters and receivers where placed at different location in order to assess the
signal quality. Results of the studies suggested the adoption of a hybrid thetered/wireless
communication architecture. Nevertheless, the communication cable broke during one of
the missions, and the robot Quince was abandoned on the third floor of the Fukushima reactor building [123]. In many cases, the use of wireless mesh networks [100], for multi-robot
teleoperation is considered to be a promising direction to ensure reliable remote control in
GPS and wireless denied environments. In these architectures the robots behave as mobile
beacons and extend the signal propagation in poorly reached areas.
Continuous relocation of the access point represents another important issue related
to communication, as experienced in the USAR robots deployment in Amatrice (IT), described in Section 2.2.

2.6.3

Human-robot interaction

Human-robot interaction (HRI) in SAR robotics aims to reduce the workload and stress
the robot operator is subjected to during a mission [102]. The strict time constraints, the
difficulty in operating the robot, the struggle of the life-saving urgency and the chaotic
inherent characteristic of the hot zone, heavily impact the performance of the operator,
who is likely to make poor choices and errors. A proper user interface (UI) must coherently and intuitively show world information to the operator. Some of the robots brought
by CRASAR at the WTC were not used because their interfaces were too complex [19].
The UI should be easy to learn so to speed up the operator training time and facilitate
an immidiate deployment of the UGV. A TEPCO spokesman reported that it took several
weeks for crews to learn how to operate the complex devices and this delayed the mission
start considerably [109]. The design of user interfaces for single or multi robot operation,
as the one showed in Figure 10(C), and the study of user-robot interactions are therefore
important problems that we consider and discuss in our works.
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Figure 10: (A) TRADR UGVs patroling and mapping an industrial disaster zone. (B) TRADR UAV
providing indoor 3rd person view to the UGV. (C) Collaborative Mapping and Patrolling interface
for human supervision.

2.6.4

Mapping

The complexity of a typical SAR scenario raises numerous questions regarding the effectiveness of common mapping algorithms. Highly complex structures as the one showed in
Figure 9(A) or in Figure 2 require careful navigation and high resolution mapping which
is achieved through continuous scanning using high performance sensory systems such
as LiDAR. Mapping unstructured environments can be even harder and proper mapping
strategies must be adopted. Several solutions have been proposed to speed up the mapping process during SAR operations such as collaborative mapping [77] (shown in Figure 10(A)) or aerial mapping [78], [40].
The problem of enriching geometrical maps integrating other sensor data, which we cover
in this thesis, tackles the mapping problem from a transversal perspective as we will discuss
in the next chapter.

Chapter 3

Enhancing perception capabilities
3.1

Visual Perception System

Most of the robots designed to interact with the environment are equipped with a vision
system capable of generating a descriptive representation of the surrounding. The need of
advanced visual perception systems became imperative when robots started moving away
from the controlled environment of an industrial production line.
As of 2018, vision remains by far the most studied and effective method of perception
for a robot that wants to map and investigate the world.
More recently, researches have started investigating ways of enhancing vision through
different sensory signals. For instance, sound has been demostrated to enhance visual
perception [115] in humans as well as in robots [114]. Authors in [104] proposed a method
to enhance object recognition by letting a robot observe the changes in its proprioceptive
and auditory sensory streams while performing five exploratory behaviors (namely lift,
shake, drop, crush, and push objects) on several different objects.

3.1.1

RGBD cameras and LiDARs

A sensor capable of estimating the true 3D geometry of the environment opens the doors
to a variety or robot applications such as navigation, mapping and object reconstruction.
Laser scanners have been the de-facto standard solution for 3D sensing in mobile robots in
the last decades.
A LiDAR sensor is generally composed of three main parts: a laser, a photodetector
and optics [57]. The sensor emits a pulsing laser beam directed towards a moving mirror that steers the beam in the direction of the scene. Measurements on the laser return
time and wavelength permits the sensor to calculate the distance of the hit points [116]
and consequentially obtain the object’s point cloud representation. Modern LiDARs can
reach sub-millimeter precision at long range, making them widely used for building highresolution maps. They are however rather expensive and do not capture the colors of the
reconstructed surfaces. Their high scanning frequency (30-100 Hz) and the density of the
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output data (30, 000-180, 000 points/scan) make them ideal for modern autonomous driving applications [126], [65], [13].
The increasing availability of cheap time of flight (ToF) and structured lights cameras [125] in the last years made possible the use of 3D sensors in virtually any robotic
application. Initially developed as a gaming interface, the Kinect [59] is one of the most
successful examples. A structured light camera uses an infrared (IR) projector to produce
a pattern of light (usually parallel stripes) that are shot onto a 3D surface which distorts
the pattern depending on the geometry of the scene and the perceptive perspective. A
monochrome CMOS sensor, conveniently placed on the side of the projector, analyzes the
distortions of the light pattern and uses geometric feature matching to compute the point
cloud representation of the object’s surface or landscape. This method is very versatile
and fast, and permits capturing the color of the 3D surfaces, if an RGB camera, pointing
at the same scene, is properly integrated. The accuracy of Kinect-like cameras for indoor
mapping applications are evaluated in [56].

3.1.2

Limitation of vision sensors

Sensors that rely on light propagation and reflection to compute the underlying 3D surface
of a scene are affected by several phenomena that hamper their capability to extrapolate
distances. Figure 1 illustrates some of the most common illumination problems that affect
the performance of structured-lights based 3D sensors. Volumetric scattering is generally
caused by phenomenons such as thin fog or smoke. The scattered rays produce shafts of
light and volumetric shadows cast from geometric objects in the scene. These effects are
observed by the sensor and generate artifacts in the 3D reconstruction. The sub-surface
scattering, result of the characteristics of the material, is another factor that yields systematic distortions in the depth map. Translucent objects severely degrade the vision sensor performance as observed by authors in [66] who proposed a novel 3D reconstruction
method based on the high dynamic range imaging techniques [97], [30]. The same problem
was studied by the authors in [103] who developed a distance representation that captures
the depth distortion induced as a result of translucency for time of flight cameras.
To deal with global illumination caused errors, researchers in [46] proposed novel resilient structured light patterns that use simple logical operations and tools from combinatorial mathematics.
Reflective surfaces, such as mirror-type objects, are particularly difficult to detect and
reconstruct as they do not possess their own appearance and the reflections from the environment are view-dependent. Authors in [112] proposed a technique for recovering small
to medium scale mirror-type objects. The technique adopts a novel ray coding scheme that
uses a two-layer liquid crystal display (LCD) setup to encode the illumination directions.
Differently, authors in [67] propose a way to reconstruct specular or transparent objects by
using a frequency-based 3D reconstruction approach, which incorporates the frequencybased matting method [127]. The same problem was investigated in [47] and [95]. Other
phenomena, such as the vignetting (radial falloff) and exposure (gain) variations caused
by the RGB camera, contributes to limiting the quality of the 3D reconstruction and their
removal was investigated in [43] and [2].
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Figure 1: Unexpected illuminations are source of error for structured lights camera.

In this thesis we take a transversal approach to deal with the limitation of these vision systems and introduce active and interactive perception frameworks to investigate the
regions of the scene affected by distortion and occlusion.

3.2

Benefits of Active and Interactive Perception

Computer vision applied to disaster robotics mostly focuses on processing and interpreting
static images or video streams to feed the cognitive model of the robot. A cognitive model,
as defined in behavioral science and neuroscience, describes how a person’s thoughts and
perceptions influence his or her decision making process and consequently his or her life
[92]. Humans and Animals, however, build their understanding of the world through nonstatic observations of the surrounding. Researchers in [37] show compelling evidence
that the exploratory process at the very base of the perception mechanisms of all living
organisms, including the simplest ones, generates a rich informative set of sensory signals
fundamental to the development of a functional and responsive cognitive model.
Robots can mimic these mechanisms and use their body to physically interact with
the environment in order to generate a more insightful collection of visual sensory signals.
Interactive Perception (IP) is the field of robotics that studies ways of purposely interacting
with (and possibly modifying) the environment in order to have a better understanding of
the robot’s surrounding. The difference between Active Perception (AP) [5] and IP is that
AP can be seen as a special case of IP that aims to change only the sensor intrinsics and
extrinsics without any physical interaction with the environment.
An intuitive example of Interactive Perception is when a subject uses his/her hands to
move an object from occluding a second one, hence revealing new unobserved features;
Active Perception, instead, is when the subject moves his/her head to change viewpoint
and observe the occluded element without altering the state of the scene.
When interacting with an object the agent can obtain information not easily or even
feasibly achieved through passive observation, such as the object’s weight, material, shape,
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rigidity and degrees of freedom [88]. In order to be an Interactive or Active Perceiver an
agent must know what to perceive and how, when and where to do the perception actions
[6].
Authors in [11] present a thorough investigation of IP and its applications. In the works
presented in this thesis we show several applications of AP and IP to help robots in SAR
tasks.
We use an arm equipped mobile robot to haptically explore the terrain surrounding a
mobile platform. A probabilistic model, based on Gaussian Process Regression (GPR),
is used to detect regions in the map that require a physical investigation. Tactile signals,
which are able to enrich the robot’s capabilities in many applications such as manipulation
[10], are used to refine the geometric representation of the world built using vision sensors
alone (Paper E). A similar approach is used to estimate implicit environmental properties
such as the deformability of the terrain (Paper F).
In our application AP is not restricted to vision; We use an active perception framework to generate wireless distribution maps and guiding a robot inside a disaster scenario
(Paper D). The robot generates a new layer of information that is added to the geometric
world representation. In Section 3.3 we discuss how to remove ambiguity in the geometric
world representation (the map) inferring an expressive probabilistic model continuously
trained on active observations.

3.3

Geometric Representations

Object representation in all its flavors (Figure. 2) seeks to provide an informative visual
description of the object that preserves its underlying structures and properties. A reasonable reaction is to wonder what is the best representation for a specific problem that makes
it more tractable.
Ideally, a 3D representation suitable for an interactive perception framework should be:
− Well suited for learning;
− Flexible, so that it can model a wide variety of shapes;
− Geometrically manipulable, therefore deformable, interpolable and convenient to
impose structural constraints on;
Different representations, such as the ones illustrated in Figure 2, bring different advantages and disadvantages. For example, volumetric occupancy is optimal to model a
large variety of shapes but is unsuitable for learning (expensive to compute) and unfit to
flexible geometrical manipulation. In certain research fields, such as robotic mapping, the
problem of finding the proper representation becomes less tricky for the 2D case and standards have been released that include a limited number of metric representation for planar
environments representation [1].
Recent years have witnessed breathtaking advances in the field of Deep Learning (DL)
for analysis of 2D images, audio streams, videos and also 3D geometric shapes [38].
A 3D representation for DL applications must be easily formulated as the output of the
neural network ensuring fast forward/backward propagation [94]. Similarly to the work
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in [94], in our frameworks we use point clouds (PC) as geometric representation. A point
cloud, although wasteful in terms of memory, is geometrically flexible, can be obtained
directly from a variety of sensory systems (e.g. RGB-D camera, LiDARs, Stereo Cameras)
and it is compatible with the vast majority of 3D mapping algorithms. Most importantly,
PC representation is well suited for learning as it adapts well to the probabilistic models
used in our methods. A point in a PC is a feature vector whose elements are the coordinates
of the point on a certain reference system. Our frameworks expand the feature vector with
properties of the environment under analysis as we discuss in the next section.

Figure 2: Different representations for objects grouped into regular and irregulars grids.(Courtesy
of Hao Su, Stanford University)

3.4

A Probabilistic Approach to Interactive Mapping

Particularly suitable for our problem are Gaussian Processes for Regression (GPR) [96]
which have been wideley used on surface reconstruction problems [58], [113].
The problem of reconstructing a surface, which we consider as a "compact, connected,
orientable twodimensional manifold, possibly with boundary, embedded in R3 " (cf. O’Neill
[91]) has been thoroughly studied in [49]; GPRs enable us to extend the object’s or terrain’s
surface definition to include other environmental properties.
In our work we merge multiple sensory signals into probabilistic active and interactive perception frameworks using two and three dimensional GPR, known respectively
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as Gaussian Random Fields (GRF) and Gaussian Process Implicit Surfaces (GPIS); We
demonstrate how to exploit GPRs for modeling a surface appearance, its deformability or
other environmental properties such as the wireless distribution. We also demonstrate how
to obtain compact representations of the environment from sparse point clouds and tactile
information.

3.4.1

Gaussian Random Fields

A 2.5D surface can be described with a function f : R2 → R where each vector of xycoordinates generates a single height. A Gaussian Process Regression shaped over a bidimensional Euclidean set is commonly referred as Gaussian Random Field (GRF). GRF
are powerful statistical tools able to smoothly fit values ensuring the best linear unbiased
prediction (BLPU) as opposed to a common piecewise-polynomial spline. This interpolation process is widely used in spatial analysis and geostatistics where it is more frequently
known as Kriging, [90]. In its simplest form, Kriging’s prediction in a location s0 can
be formulated as a weighted sum of N measurements Z (si ) at spatial locations si , where
weights φi are computed depending on a fitting model of the measurements.
N

Ẑ (s0 ) = ∑ φi Z (si )

(3.1)

i=1

In our work we make use of GRF for terrain reconstruction (Paper E), terrain deformability (Paper F) and wifi distribution (Paper D) estimation. The methodology used to exploit GRF varies sensibly between different papers. We leave details about the mathematical formulation of GRF to the attached papers and describe here only the data sets used to
define our perception strategies.
Given a set of observation points (i.e. point cloud) PS = {p1 , p2 . . . pN }, pi ∈ R3 , we can
define a training set DRF = {xi , yi }Ni=1 where xi ∈ X ⊂ R2 are the xy-coordinates of the
points in PS 1 .
Depending on the application, yi contains the environmental property of interest measured
or estimated at the location xi , namely:
In paper E, yi contains the z-coordinate (height);
In paper F, yi contains the deformability parameter (β );
In paper D, yi contains the radio signal strength (RSS);
Note that the formulation of f does not allow us to model complex terrains shapes
which require multiple heights for a single xy-coordinate such as in the example shown in
Figure 3.
GRF allow predicting the behavior of a 2.5D surface on unobserved regions of the space.

3.4.2

Gaussian Processes Implicit Surfaces

Many applications in computer vision and computer graphics require the definition of
curves and surfaces [32] . Implicit surfaces are a popular choice for this because they
1

Axis are described considering the frame represented in Figure 3
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Figure 3: (A) Planar cut of a 2.5D surface that has a single height for a coordinate point xi . (B)
Planar cut of a 2.5D surface that has multiple heights for a coordinate point xi .

are smooth, can be appropriately constrained by known geometry, and require no special
treatment for topology changes.
In this section we briefly describe Gaussian Process Implicit Surfaces (GPIS) [118] and
their ability to model highly complex shapes. GPIS allow to model a function f : R3 → R
which supporting points allows defining an implicit surface. Whereas their mathematical
formulation mantains the same form as for GRF, the training and test sets change sensibly:
DIS = {xi , yi }Ni=1 where xi ∈ X ⊆ PS and yi ∈ R are defined as in [118]


if xi is below surface;
= −1,
yi = 0,
(3.2)
if xi is on the surface;


= 1,
if xi is above the surface;
For clarity, Figure 4 shows example training points, laying on a curve traversing an
implicit surface, colored according to Equation 3.2.
GPIS do not allow us to directly obtain the shape the surface of interest. Whereas the
output of the GRF maps the explicit behavior the 2.5D surface z = f (x, y) , GPIS maps the
target set of the implicit function F (x, y.z) not solvable for x,y or z. In order to obtain the
surface, we needed to define a large set of 3D test points, e.g. a dense cubic set of points
centered on a region of interest, and then find the isosurface of value 0 on the output mean
function. This operation is computationally expensive depending on the size of the test set
X∗ . GPIS however brings several benefits compared to GRF:
1. It allows us to model very complex surfaces (e.g. objects);
2. Training points do not need to lay on the iso surface;
Point (2), in particular, plays a significant role in defining the training strategy of our
active perception frameworks as described in Paper E.

3.5

Strategies for training and interacting

The problem we addressed in this thesis required the implementation of online interactive
perception frameworks with basic mechanisms outlined in this section.
The challenges that arise when using GPR in a close-loop online perception framework
(Figure 5) are (1) to define the correct training set, which must have a small size; (2) to
make it possible to feed and retrain the model with data coming from new environmental
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Figure 4: Illustrative representation of above-surface (blue), on-surface (green) and below-surface
(red) training points along a trajectory.

interactions; and (3) identify unexplored regions on the map that need to be investigated.
The problems of power consumption, strict time constraints and risk of causing further
collapses, discussed in Chapter 2, force us to limit environmental interactions as much as
possible.
Defining the most appropriate training data set X is crucial for a correct understanding of the environmental properties. Using the entire sensory input as training set is often
prohibitive in terms of time and computational power needed and subsets are usually preferred. As for GP specifically, a large set X leads to a large covariance matrix which needs
to be inverted [96]. Standard methods
for matrix inversion of a n × n positive-definite sym
metric matrix require time O n3 making GP unsuitable for online tasks. The application
itself helps defining the strategies of training and data collection. For example, modeling
an object’s surface with high level of details, requires a dense set of training points and
millimetric precision, whereas modeling the radio signal distribution over a large area is a
more forgiving application in terms of quantity and quality of training data needed.
The probabilistic model used plays a big role too. GRF usually require smaller amounts of
training data as opposed to GPIS which need a large number of on and off-surface points.
In our work we define different perception strategies that follow the general system outline
illustrated in Figure 5.
The robot uses vision clues to built the initial geometry of the environment which works
as foundation for other sensor data. Looking at the variance of the GPR model, the robot is
able to isolate areas on the map that require further investigation. Geometric analysis, done
using Delaunay triangulation (the dual of the Voronoi diagram) [41], can also give precious
hints regarding the sparsity of the data as shown in our work and in [86]. Measurements
are then sequentially collected on the isolated regions by either touching the surface or
collecting RSS data 2 . After each interaction the training set is shaped so to accommodate
the new measurements while preserving the old ones.
Alternatively to the closed-loop perception diagram of Figure 5 described above, it is
possible to define an open-loop perception strategy where multiple environmental inter2A

RSS dataset, collected during a real UGV deployment, is available in [93]

3.6. MAPPING THE ENVIRONMENT AND MOVING OBJECTS

31

Figure 5: Generic Active-Interactive perception framework.

actions are triggered all at once after all the region of interest are detected and actions
selected. Observations made during the interactions are stored into a separated training set
which is ultimately fed to the model. This approach allows one to save processing time as
the model does not need repeated updating steps after each interaction, but it is less reactive to environmental changes and discoveries that could reduce the number of exploration
steps required. For instance, a USAR UGV that tries to traverse a rough terrain may decide
to poke the terrain surface to estimate its stability. Given the geometric shape of the terrain
the robot could decide to touch the environment multiple times. After the first touch a large
chunk of terrain moves, giving evident hints regarding the precarious stability condition of
the area to be traversed. The robot will continue touching the surface if its cognitive model
is not updated after the first interaction.
Figure 6 shows results of an active exploration process obtained using one of our frameworks. Here we let the robot autonomously explore the environment. In this case the action
selection and region detection steps are triggered and executed by a Communication Aware
Motion Planner [79] that would drive the robot in the map according to the predicted quality of the wireless signal (represented as the height and color of the bell overlapping the
geometric map) and its uncertainty. This perceptive paradigm shares similarities with a
mapping techinque called active SLAM [64] that we will briefly mention in the next section.

3.6

Mapping the environment and moving objects

Robotic mapping [111] is one of the core concepts of this thesis. More specifically we will
briefly discuss Simultaneous Localization and Mapping (SLAM), defined as the problem
of combining sensor observations for jointly estimating the map and the robot pose. The
term SLAM which was originally affiliated with a family of mapping algorithms based on
Kalman filters [76], now describes a large variety of different mapping techniques and it
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Figure 6: A virtually simulated UGV explores and maps a disaster area (grey points indicate
traversable areas, red points are buildings or obstacles). Simultaneously, the robot estimates the
distribution of the wireless signal on the environment and overlaps this information onto the geometric map (blue-green points in the wireless bell indicate good signal, orange-red points are poorly
connected areas).

is often used to refer to robotic mapping in general. Depending on the application and
the kind of sensor available, the mapping process can take advantage of different ways to
model geometry.
Dense Representations attempt to explicitly model the appearance of the surface with
high quality and large amount of data. Approaches such as Kinect Fusion [89] or Elastic
Fusion [117] have pioneered the field of low-level raw dense mapping using Kinect-like
sensors. This techniques generally use point clouds, polygons or others low level geometric primitives such as surfels (i.e. small disks) to encode the scene’s geometry. Other
dense approaches tend to use function descriptors to generate compact representation of
the environment. The aforementioned implicit surface is a popular choice of representations among these techniques. Notable works use distinctive implicit surface descriptive
functions such as the signed-distance function [25], the radial-basis functions [16], and the
most recently introduced truncated signed-distance function (TSDF) [124].
A more tractable approach to mapping represents the environment as a collection of
sparse 3D features in the environment in what is commonly referred to as Landmark-Based
Sparse Representations. Often, the large number of landmarks in an environment lowers
the performance of the mapping process due to the high computational cost of Kalman
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filter-based algorithms. To address this problem, authors in [80] propose a Bayesian approach named FastSLAM that scales logarithmically with the number of landmarks in the
map.
Faster and more robust sparse mapping approaches for 3D cameras were proposed in [108]
and [4] where, in contrast to classic approaches that mainly use 3D points for registration, authors also used planes and 2D projected points (i.e. SIFT [69] features computed
in the RGB camera frame and projected onto the scene using the camera’s intrinsics and
extrinsics) as minimal set of primitives in a RANSAC [39] framework to robustly compute
correspondences and estimate the sensor pose.
One interesting approach is the object oriented method named SLAM++, proposed
by researchers in [101]. Their framework takes advantage of the prior knowledge that
observations in an environment present repeated, domain-specific objects and structures
that authors exploit to create robust camera-object constraints. The constraints are stored
in a graph of objects constantly refined by an efficient pose-graph optimization.
More closely related to our work is the set of robotic mapping techniques denoted as
active SLAM [64]. Active SLAM investigates how to leverage a robot’s motion to improve
the mapping result [110]. The ideas at the base of this mapping problem shares common
ancestors with our active and interactive perception frameworks [6], whose decision making process is based on the predicted map uncertainty [17], [18]. Other notable approaches
to active SLAM include the use of Bayesian Optimization [73] and Partially Observable
Markov Decision Processes [54].
Researchers have also been focusing on studying the mapping problem from a temporal
perspective. For instance, works done in the context of the EU project STRANDS [48]
such as [12] and [3], focused on observing the temporal behavior of an environment over
time, trying to isolate the static parts of an environment and studying objects’ dynamics
and contextualization (i.e. the meaning behind the presence of an object in a specific location at a specific time).
More compelling discussions on robotic SLAM are found in [15] and [34]. At the time of
this writing, the robotics mapping literature shows large gaps in aspects related to SLAM
for mobile vehicles and novel research questions are arising [15]. Among many, are the
problems of SLAM in Resource-Constrained Platforms, Robust Distributed Mapping and
Map Representation that closely touch the disaster robotics field.
In this regard, part of this thesis focused in developing a features-based mapping
method for simultaneous reconstruction of static and moving parts of a scene. The main
motivation behind this work is to enable a mobile platform (e.g. a UGV with limited processing power on-board) to map an area while tracking and modeling rigidly moving objects in an online and unsupervised fashion.
Differently from other works [3], [98], [52] we avoid using observations of the environment taken at different times (i.e. long-term operations) as these may be unavailable in
many USAR operations, and grow two different maps for the static scene and the rigidly
moving object. We designed our SLAM framework to be well suited for interactive perception, thus enabling a mobile manipulator to model objects in the environment (e.g.
samples) by interacting with them (i.e. poking and rotating the object) while limiting the
risk of contamination of the static scene.

Chapter 4

Conclusions
We have investigated major problems in the search and rescue robotics field and proposed
ways of enhancing vision perception through the use of non visual sensory systems and
environmental interactions. The ideas at the base of the papers were gradually developed
as a result of experience gained during the deployment of robots in real scenarios and as a
consequence of several fruitful conversations with the brilliant colleagues and researchers
whom I have shared this journey with.
The explored fundamental questions are:
• How can a rescue robot cope with the lack of visual sensor information when mapping an environment?
• What are the benefits of the interaction with the environment for a rescue robot?
• How do we define the proper interactive perception strategy and how do we represent
and exploit the new information?
We started by comparing two different control modes, Free Look Control (FLC) and
Tank control and showed that FLC could substantially improve the mission performance
reducing the operator’s cognitive load. The outcome of this study led us to implement FLC
on the UGV showed in Figure 10 and to use it during real robot deployments. We then
proposed a method to estimate the direction of arrival (DoA) of a radio signal and combine
it with an FLC interface to reduce the risk of signal loss during remote control of a mobile
robot. The effectiveness of this new interface compared to the classic signal strength barindicator was later demonstrated through a comparative user study. This line of study gave
rise to the introduction of a Resilient Communication Aware Motion Planner that takes
into account the environment geometry and a novel signal mapping method to increase
the awareness of the robot to the radio signal propagation, allowing it to autonomously
navigate in connection-safe position.
The decision to focus on the development of frameworks for enhancing geometric maps
by means of interactions with the environment was initially inspired by observing the operational mechanisms human responders use to explore the disaster area when poor visibility,
caused by smoke or darkness, hinders mobility. In limited vision conditions, rescuers use
35
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their hands to touch and feel the geometry of the environment, and speak to communicate their location. Similarly, a rescue robot could use its manipulator to touch and better
perceive the surrounding when environmental conditions weakens its vision system. For
this reason we introduced a tactile probabilistic perception framework based on Gaussian
Process Regression that enables a rescue robot to cope with the lack of visual information
when mapping an environment.
Using a fast Position-based Dynamics simulator we redesigned and extended the framework to estimate implicit environmental properties such as the terrain deformability.
The last contribution of this thesis is a SLAM algorithm that allows a mobile robot to
simultaneously map the environment and rigidly moving objects.
The algorithms and methods presented define perception systems that:
• enable a mobile robot to map and exploit non-visual information in order to improve
the mission outcome.
• continuously trade off different sensor modalities, limiting the number of environmental interactions as much as possible in favor of fast exploration processes.
• efficiently identify regions of interest in the robot’s surrounding that needs to be
investigated.
• track and model rigidly moving objects while generating a static map of the environment.
With this thesis we aim to raise awareness on the many gaps found in the disaster
robotics literature and hope to inspire the reader in proposing novel solutions to address
the open problems that still affect this field.

4.1

Future Work

The diversity of the presented contributions gives rise to several roads of development one
can pursue. We hereby highlight possible directions of research:
Need of benchmarking and datasets - Although some of the robotics challenges and
projects discussed in Section 2.5 try to define benchmark protocols for specific rescue
scenarios (e.g. a complex sequence of operations that define a rescue mission) the lack of
data sets for active perception frameworks in rescue robots makes a fair comparisons with
other methods difficult.
Deep Learning - The impact of Deep Learning (DL) is revolutionizing the approaches
taken towards many Robotics and Computer vision problems and increasingly raising the
bar in many low and high level perceptual supervised learning problems, such as visual
recognition tasks or speech and video analysis [63], [44]. The use of DL has been extended
to reinforcement learning (RL) problems that involve visual perception and to more traditional robotics problem such as SLAM. In this regard, [24] shows how to improve visual
odometry by using deep networks to directly estimate the frame-to-frame motion sensed by
a moving robot thus bypassing traditional geometric approaches for camera pose estimation. Also interesting is the work in [68] that shows how to use deep networks to estimate
the depth map from single monocular images. More recently, Deep Learning is making
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significant inroads into active perception applications [28]. For instance, [51] shows how
it is possible to perform end-to-end learning of motion policies using a Recurrent Neural
Network (RNN) that is suited for active recognition tasks.
On the other hand, most of these advances require large datasets to be effective and tend to
be restricted to the supervised learning setting, which provides clear error signals. These
factors effectively limit their usefulness in active perception frameworks for USAR applications. Nevertheless, we strongly believe that this is a promising direction of development
for the framework presented in this thesis. DL could be adopted to learn to forecast the
effects of the agent’s actions on its internal representation of the environment conditional
on all past motions and observations so to define the most effective exploration strategy.
Use of different sensors - Other sensor modalities can be adopted to either complement
vision or extract further useful environmental properties to enhance the geometric world
representation.
Multi-robot collaboration - Team of robots can be used to minimize the overall perceptual exploration time or to perform more complex interactions, which are able to unveil
specific environmental properties. The key problem of collaborative multi-robot perception
is the robot task allocation, or in simpler terms, to choose which robot that has to perform
a certain action in a designed location. For instance, multiple UGVs can be used to quickly
generate the wireless signal distribution on a large map. In case of signal loss, the robots
can elaborate sophisticated self re-connection strategies, which see certain robots driving back to designed connection safe locations and working as repeaters for the operating
agents.
Use of more complex high level actions for tactile exploration - To facilitate the exploration process, we used simple actions such as "poking" and "pushing" the surface. A
richer set of actions such as "slide on surface", "rotate the object", or any in-hand manipulation, may generate more informative tactile signals that could potentially reduce the
number of interactions even further. A larger action set, however, complicates the action
selection process raising the questions: "Which sequence of actions should be selected?
When and Where?"

Chapter 5
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Free Look UGV Teleoperation Control Tested in Game
Environment: Enhanced Performance and Reduced Workload

Abstract. Concurrent telecontrol of the chassis and camera of an Unmanned Ground Vehicle (UGV) is a demanding task for Urban Search and Rescue (USAR) teams. The standard
way of controlling UGVs is called Tank Control (TC), but there is reason to believe that
Free Look Control (FLC), a control mode used in games, could reduce this load substantially by decoupling, and providing separate controls for, camera translation and rotation.
The general hypothesis is that FLC (1) reduces robot operators’ workload and (2) enhances their performance for dynamic and time-critical USAR scenarios. A game-based
environment was set-up to systematically compare FLC with TC in two typical search and
rescue tasks: navigation and exploration. The results show that FLC improves mission
performance in both exploration (search) and path following (navigation) scenarios. In the
former, more objects were found, and in the latter shorter navigation times were achieved.
FLC also caused lower workload and stress levels in both scenarios, without inducing a
significant difference in the number of collisions. Finally, FLC was preferred by 75% of
the subjects for exploration, and 56% for path following.

Figure 1: The virtually simulated UGV is controlled using two control modes (FLC and Tank
control) on exploration and navigation USAR scenarios.

B

Extending a ugv teleoperation flc interface with wireless network
connectivity information

Abstract. Teleoperated Unmanned Ground Vehicles (UGVs) are expected to play an important role in future search and rescue operations. In such tasks, two factors are crucial
for a successful mission completion: operator situational awareness and robust network
connectivity between operator and UGV. In this paper, we address both these factors by
extending a new Free Look Control (FLC) operator interface with a graphical representation of the Radio Signal Strength (RSS) gradient at the UGV location. We also provide a
new way of estimating this gradient using multiple receivers with directional antennas. The
proposed approach allows the operator to stay focused on the video stream providing the
crucial situational awareness, while controlling the UGV to complete the mission without
moving into areas with dangerously low wireless connectivity.
The approach is implemented on a KUKA youBot using commercial-off-the-shelf
components. We provide experimental results showing how the proposed RSS gradient
estimation method performs better than a difference approximation using omnidirectional
antennas and verify that it is indeed useful for predicting the RSS development along a
UGV trajectory. We also evaluate the proposed combined approach in terms of accuracy,
precision, sensitivity and specificity.

Figure 2: The mobile robot can perceive the Direction of Arrival (DoA) or a radio signal. The user
interface allows to show the DoA in the video feed consistently with the orientation of the camera
w.r.t. the world frame.
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A New UGV Teleoperation Interface for Improved Awareness of
Network Connectivity and Physical Surroundings

Abstract. A reliable wireless connection between the operator and the teleoperated unmanned ground vehicle (UGV) is critical in many urban search and rescue (USAR) missions. Unfortunately, as was seen in, for example, the Fukushima nuclear disaster, the
networks available in areas where USAR missions take place are often severely limited in
range and coverage. Therefore, during mission execution, the operator needs to keep track
of not only the physical parts of the mission, such as navigating through an area or searching for victims, but also the variations in network connectivity across the environment.
In this paper, we propose and evaluate a new teleoperation user interface (UI) that includes a way of estimating the direction of arrival (DoA) of the radio signal strength (RSS)
and integrating the DoA information in the interface. The evaluation shows that using
the interface results in more objects found, and less aborted missions due to connectivity
problems, as compared to a standard interface.
The proposed interface is an extension to an existing interface centered on the video
stream captured by the UGV. But instead of just showing the network signal strength in
terms of percent and a set of bars, the additional information of DoA is added in terms
of a color bar surrounding the video feed. With this information, the operator knows
what movement directions are safe, even when moving in regions close to the connectivity
threshold.

Figure 3: The YouBot is teleoperated into a small map partially covered by a wireless radio signal.
Participants of a user study must found symbols and explore the environment without losing signal
using different user interfaces.

D

RCAMP: Resilient Communication-Aware Motion Planner and
Autonomous Repair of Wireless Connectivity in Mobile Robots

Abstract. Mobile robots, be it autonomous or teleoperated, require stable communication
with the base station to exchange valuable information. Given the stochastic elements in radio signal propagation, such as shadowing and fading, and the possibilities of unpredictable
events or hardware failures, communication loss often presents a significant mission risk,
both in terms of probability and impact, especially in Urban Search and Rescue (USAR)
operations. Depending on the circumstances, disconnected robots are either abandoned, or
attempt to autonomously back-trace their way to the base station. Although recent results
in Communication-Aware Motion Planning can be used to effectively manage connectivity with robots, there are no results focusing on autonomously re-establishing the wireless
connectivity of a mobile robot without back-tracing or using detailed a priori information
of the network.
In this paper, we present a robust and online radio signal mapping method using
Gaussian Random Fields, and propose a Resilient Communication-Aware Motion Planner (RCAMP) that integrates the above signal mapping framework with a motion planner. RCAMP considers both the environment and the physical constraints of the robot,
based on the available sensory information. We also propose a self-repair strategy using RCMAP, that takes both connectivity and the goal position into account when driving
to a connection-safe position in the event of a communication loss. We demonstrate the
proposed planner in a set of realistic simulations of an exploration task in single or multichannel communication scenarios.

Figure 4: A virtually simulated UGV explores a disaster area and builds its geometric representation.
Simultaneously, the system estimates the distribution of the wireless signal on the environment and
overlaps this information onto the geometric map.
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CHAPTER 5. SUMMARY OF PAPERS

Active Exploration Using Gaussian Random Fields and Gaussian
Process Implicit Surfaces

Abstract. In this work we study the problem of exploring surfaces and building compact
3D representations of the environment surrounding a robot through active perception. We
propose an online probabilistic framework that merges visual and tactile measurements
using Gaussian Random Field and Gaussian Process Implicit Surfaces. The system investigates incomplete point clouds in order to find a small set of regions of interest which
are then physically explored with a robotic arm equipped with tactile sensors. We show
experimental results obtained using a PrimeSense camera, a Kinova Jaco2 robotic arm
and Optoforce sensors on different scenarios. We then demonstrate how to use the online
framework for object detection and terrain classification.

Figure 5: The geometric representation of the scenario based on vision alone can lead to ambiguity
in case of occlusions (A) or photo metric effects. Physical interactions with the environment allow
to refine the representation and remove ambiguity (B).

F

Active Perception and Modeling of Deformable Surfaces using
Gaussian Processes and Position-based Dynamics

Abstract. Exploring and modeling heterogeneous elastic surfaces requires multiple interactions with the environment and a complex selection of physical material parameters. The
most common approaches model deformable properties from sets of offline observations
using computationally expensive force-based simulators. In this work we present an online
probabilistic framework for autonomous estimation of a deformability distribution map of
heterogeneous elastic surfaces from few physical interactions. The method takes advantage
of Gaussian Processes for constructing a model of the environment geometry surrounding a
robot. A fast Position-based Dynamics simulator uses focused environmental observations
in order to model the elastic behavior of portions of the environment. Gaussian Process
Regression maps the local deformability on the whole environment in order to generate a
deformability distribution map. We show experimental results using a PrimeSense camera,
a Kinova Jaco2 robotic arm and an Optoforce sensor on different deformable surfaces.

Figure 6: Conceptual representation of the deformability analysis of a surface through physical
interactions.
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CHAPTER 5. SUMMARY OF PAPERS

Joint 3D Reconstruction of a Static Scene and Moving Objects

Abstract. We present a technique for simultaneous 3D reconstruction of static regions
and rigidly moving objects in a scene. An RGB-D frame is represented as a collection
of features, which are points and planes. We classify the features into static and dynamic
regions and grow separate maps, static and object maps, for each of them. To robustly
classify the features in each frame, we fuse multiple RANSAC-based registration results
obtained by registering different groups of the features to different maps, including (1) all
the features to the static map, (2) all the features to each object map, and (3) subsets of
the features, each forming a segment, to each object map. This multi-group registration
approach is designed to overcome the following challenges: scenes can be dominated by
static regions, making object tracking more difficult; and moving object might have larger
pose variation between frames compared to the static regions. We show qualitative results
from indoor scenes with objects in various shapes. The technique enables on-the-fly object
model generation to be used for robotic manipulation.

Figure 7: Example of on-line object reconstruction (C) from environmental observations. The
objects is tracked (A) and a feature map is created (B). Simultaneously, the algorithm allows to map
the environment and localize both the robot and the object.
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