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Abstract

Molecular dynamics (MD) simulation is a powerful method to gain understanding
about the dynamics and function of a biomolecule. When scales become larger
calculating all properties of all atoms in the whole simulation system becomes inef-
ficient, especially if interest is concentrated to a small region in a large biomolecule.
To reach larger scales in system size and simulation time without compromising
with the detail of the force fields in the region of interest, systems need to be
represented with different resolutions in different regions. In this thesis, the de-
velopment of a new multi-resolution simulation method, called Molten-Zone MD,
has been initiated by implementing two different elastic water droplet models that
will later serve as a confining boundary around the atomistic part of the multi-
resolution model. These boundaries are constructed by harmonically restraining
the outermost water molecules to form an elastic net around the system. We have
tested different geometries of such nets and found suitable parameters to ensure
no leakage, yet flexibility to minimize artifacts in the simulations. Although fur-
ther development and studies will be needed to solve remaining problems, current
results show promising use for these elastic water droplets as boundary condition.
Applications using this method will be able to achieve significant speed-up and en-
able studies of very large biomolecules currently out of reach of conventional MD
methods.

Key words: Molecular dynamics simulations, non-periodic boundary conditions,
multi-resolution simulations, water droplets, elastic network models

iii



Sammanfattning

Molekyldynamikssimuleringar (MD) är en kraftfull teknik för att öka först̊aelsen
kring biomolekylers dynamik och funktion. När systemen skalas upp är det en in-
effektiv metod att beräkna alla egenskaper hos samtliga molekyler i systemet, spe-
ciellt om endast en liten del av en stor biomolekyl är av intresse. För att n̊a större
skalor i systemstorlek och simuleringstid utan att kompromissa med detaljrikedo-
men hos kraftfältet i det intressanta omr̊adet, m̊aste system representeras med olika
resolution i olika omr̊aden. I detta examensarbete p̊abörjas utvecklingen av en ny
simuleringsmetod, kallad Molten-Zone MD, genom utvecklingen av tv̊a olika elas-
tiska vattendroppmodeller som senare kommer att tjäna som randvillkor runt den
atomistiska delen av multiresolutionsmodellen. Dessa ränder konstrueras genom att
anknyta de yttersta vattenmolekylerna med harmoniska fjädrar s̊a att ett elastiskt
nät bildas omkring systemet. Vi har studerat olika geometrier av s̊adana nät samt
funnit parametrar som gör att läckage förhindras samtidigt som flexibiliteten be-
varas, vilket minimerar artefakter i simuleringarna. Även om ytterligare utveckling
och studier av dessa modeller behövs för att lösa kvarvarande problem, har lovan-
de resultat erh̊allits för att dessa elastiska vattendroppar ska kunna användas som
randvillkor. Applikationer som använder denna metod kommer att erh̊alla signifi-
kanta prestandaförbättringar samt möjliggöra studier av mycket stora biomolekyler
som för närvarande är utom räckh̊all för konventionella MD-metoder.

Nyckelord: Molekyldynamiksimuleringar, icke-periodiska randvillkor, multiresolu-
tionssimuleringar, vattendroppar, elastiska nätverksmodeller
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Chapter 1

Introduction

1.1 Life on a Molecular Scale

Life does not happen at equilibrium. Most biological processes require that there is a
difference in the concentration of certain molecules between different compartments
in the body, like cells or organelles. This gives rise to concentration gradients
where molecules want to flow from an area of high concentration to an area of low
concentration - a driving force that can be used by the body to signal a change,
like the propagation of a nerve impulse that eventually tells a muscle to contract.
In order to not let entropy drive all the molecules in the body to mix and move the
body towards an equilibrium, there is a need for some kind of machines that can
maintain and make use of these concentration gradients. The types of molecules
responsible are proteins, RNA complexes or combinations of them, built up in
chains by 20 different amino acid building blocks, or four different nucleic acids,
respectively. There are many different types of these hard-working machines, all
specialized on specific tasks like membrane gating (channels), pumping (ATPases),
sensing and transferring signals (receptors), breaking molecules (enzymes), building
new proteins (ribosome), mechanical transport, unzipping and decoding DNA, etc.
To be able to perform their special tasks these tiny machines have to move in
specific ways - they fold, and if they fail to do so correctly problems can occur that
in worst case lead to disease on the macro-scale.

1.2 The Rise of Computational Biophysics

In the beginning of the 20th century very little was known about proteins and other
molecular biological machines that are now the center of attention in much of biol-
ogy and medicine. Even though the three-dimensional structure of sodium chloride
crystals and a few other salts were determined by X-ray diffraction experiments in
1913 [1], it would take another 40 years until the correct structure of DNA was

1



2 Chapter 1. Introduction

proposed by Crick and Watson in 1953 [2] based on X-ray diffraction images taken
by Franklin and Gosling the year before. From there, it would take a few more
years before Kendrew published the first high-resolution structure of the peptide
myoglobin in 1958 [3] and Perutz hemoglobin in 1960 [4]. With Perutz solution to
a phase problem associated with the X-ray diffraction technique protein structures
were rapidly determined and made available in the newly created Protein Data
Bank. There were 10 known structures in 1973, 27 in 1983, 922 in 1993 and today
there are more than 100,000 available structures [5].

Even though many Nobel Prizes were awarded to the researchers that deci-
phered the three-dimensional structures of proteins from X-ray diffraction data, it
remained a mystery how these molecules actually could perform the various life-
sustaining tasks they do inside the cells of an organism. All these three-dimensional
structures are only static representations of the molecules they model, while in real-
ity these molecules are highly dynamic, constantly moving and changing shape into
different conformations. Like tiny machines, the proteins perform specialized tasks
by moving in very specific ways. At that time, proteins could only be crystallized
when in certain stable or meta-stable states, corresponding to a local minimum in
free energy. This meant that only snapshots of the molecule in a few states could
be obtained, while the interesting motion that should occur in between was still
left in the dark.

When Rahman published papers about novel computer simulations of Argon
molecules in 1964 [6] and water in 1971 [7], a new branch in the field of structural
biology emerged. The method was named molecular dynamics and was soon applied
to small proteins during the 70’s by Lifson, Levitt, Warshel and Karplus [8][9].
With the help of computers physical interactions could be applied to each atom
constituting the protein chain, yielding changes to the position and velocity of each
atom in response to the forces acting on it. Although the early force fields were
much simpler than they are today, small proteins extended into straight amino
acid chains could be made to contract into three-dimensional structures with close
resemblance to the ones obtained from X-ray diffraction experiments [8].

Computer technology has advanced incredibly since the time the first protein
simulations were performed in the 60’s and 70’s. The prediction made by Intel
co-founder Moore in 1965 [10], that the number of transistors that could fit on an
integrated circuit would double every two years, turned out to be very accurate up
to recent years. This great advancement made it possible to create more compli-
cated force fields and simulate larger systems for longer periods of time. As the
increase in transistor density subsides, parallel programming gains in importance
to achieve cost-efficient computation. Even though researchers today can turn to
large supercomputers with tens of thousands of processors to run extremely efficient
molecular dynamics software, many systems are still simply too big or time scales
where interesting biological events happen too long to be simulated. For example,
simulating the ribosome with 2 million atoms on 8192 physical cores in the Super-
MUC computer cluster with the molecular dynamics software GROMACS 4.6 yields
151 nanoseconds/day of simulations if the time step is 4 femtoseconds large [11].
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The ribosomal elongation cycle occurs in about 1/6th of a second, which means that
the calculations would need to run for at least 3000 years and cost about 30 billion
US dollars1. With this information in mind, simulating large biological complexes,
like the HIV capsid with about 64,000,000 atoms, during biologically relevant time
scales quickly becomes a daunting task.

1.3 Problem Formulation

When scales become larger brute-force molecular dynamics simulations where the
whole system is represented in all its atomic detail is an inefficient approach.
Coarse-graining techniques - where atoms are grouped together to form pseudo-
particles, usually with a force-field computationally trained to resemble the collec-
tive interactions of the atoms they represent - is an alternative that can be used at
the cost of detail.

The objective of this thesis is to begin the implementation of a new multi-
resolution simulation method - the so called Molten-Zone Molecular Dynamics -
where atomistic and coarse-grained regions can coexist and interact with each other.
The hope is that this method will allow detailed studies of certain regions of inter-
est without having to waste computer time on large uninteresting parts. Modern
molecular dynamics simulations almost exclusively use periodic boundary condi-
tions to mimic a system with infinite extent in all directions. This removes often
unwanted surface effects that will occur at the boundaries and allow molecules to
freely diffuse without eventually hitting any artificial barriers. However, the pe-
riodic boundary conditions come with a high computational cost. The focus of
this thesis is therefore to challenge this standard by implementing and testing a
new type of elastic boundary conditions entirely made up by water molecules to
use in molecular dynamics simulations of solvated systems. The development of
such a boundary is also the first step in the development of Molten-Zone Molecular
Dynamics as it is necessary to stop molecules in the coarse-grained and all-atom
representations from mixing.

1.4 Outline of Thesis

The content of this thesis is structured in the following way. First, some background
information on molecular dynamics simulations, boundary conditions and multi-
resolution models is provided in Chapter 2. Further, the implementation of the two
new elastic water droplet models is described in Chapter 3. Chapter 4 contains
results and analysis of the simulation experiments. Chapter 5 concludes the thesis,
highlights key insights and suggests future work to continue the project.

1The cost per core hour was taken from the PDC Center for High Performance Computing in
Stockholm, including everything from electricity to user support.
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Chapter 2

Biomolecular Simulation

2.1 Molecular Dynamics

Molecular biology is in essence a physical problem - the function of a biomolecule
is determined by its motion, which is determined by the physical interactions that
are acting on each atom, which depends on the quantum mechanical behavior of its
electrons, nuclei and so on. In principle, the state of any system can be described
exactly by its time-dependent wave function, which can be obtained by solving
the time-dependent relativistic Schrödinger equation, as per definition from the
Copenhagen interpretation of quantum mechanics. In practice, analytical solutions
to the Schrödinger equation have only been derived for relatively simple, typically
non-interacting systems and approximate numerical solutions are computationally
expensive to obtain. When it comes to calculating the positions and velocities
of all atoms in and around a complex biomolecule, the Schrödinger equation is
not an alternative due to the computational resources needed. Instead, molecular
dynamics typically ignores quantum mechanics and treats a system completely
classically.

In molecular dynamics simulations the positions and velocities of each atom i
are calculated by integrating Newton’s equation of motion,

F i = mi
d2ri
dt2

(2.1)

where F i is the net force acting on the particle, mi its mass, ri the position coor-
dinate and t the time. The force F i is calculated as the negative gradient of the
potential energy of the atom,

5



6 Chapter 2. Biomolecular Simulation

F i = −∇U(r1, r2, ..., rN ) (2.2)

where N is the total number of atoms in the system. The potential energy function
is in turn described in the force field together with a set of atom-specific parame-
ters, like the Coulombic charge (q) or the well depth of the Lennard-Jones potential
(ε), that are either calculated with quantum mechanical models or based on exper-
imental data. Although there is variability in the shape of the potential energy
function between different force fields it usually includes the following terms:

U =
∑
bonds

1

2
kb(rij − r0ij)2 +

∑
angles

1

2
kθ(θijk − θ0ijk)2

+
∑

torsions

kφ(1− cos(nφijkl + δ)) +
∑

Lennard−Jones

ε

[(rm
rij

)12
− 2
(rm
rij

)6]
+

∑
charges

qiqj
4πε0εrrij

.

(2.3)

Here, the first term accounts for the potential energy of all bonds between pairs of
atoms i and j, and models the bond as a simple Hookean spring with force constant
kb, equilibrium distance r0ij and distance rij between atoms i and j. The second
term describes distortions of the angle between the chain-like bonded atoms i, j
and k, again with a Hookean potential. The force constant, kθ, gives the stiffness
of a spring between atoms i and k, θijk the angle between atoms i and k, with
vertex at atom j, and θ0ijk is the angle corresponding to a relaxed spring. The third
term originates from the fact that different orientations of chains of four atoms have
different energies whether they are in the cis (the two atoms i and l are on the same
side of the middle bond) or trans (i and l are on opposite sides) conformation, or any
angles in between. These torsional motions are very complicated in reality, but the
modified cosine function serves as a good approximation in most cases. The fourth
term represents the non-bonded Lennard-Jones interactions that appear between
any atom pairs i and j. The 1/r12 term describes the strong Pauli repulsion that
arises when atoms are so close to each other that their electron orbitals overlap,
while the 1/r6 term describes weaker attractive van der Waals interactions due to
small spontaneously induced multipoles obtained by rearrangements of electrons in
the outermost electron orbitals. The constants ε and rm determine the depth of the
potential energy minimum and the atomic distance where the minimum occurs, and
are thus atom type specific. Better approximations of the potential exist but since
the 1/r12 term is the square of the 1/r6 term, this potential is typically preferred
since it has a lower computational cost compared to other functions. The last term
of equation 2.3 gives the potential energy of non-bonded electrostatic interactions
between two point charges i and j, from Coloumb’s law. The point charges qi, qj
represent one charged atom each, ε0 is the permittivity of free space, εr the relative
permittivity and rij is the distance between the point charges.



2.2. Boundary Conditions 7

The aim of the force field is essentially to convert quantum mechanical properties
into distinct atom-atom interactions by partitioning the total electronic energy
into different types of atomic interaction energies. Even though methods for very
accurate quantum mechanical calculations of these parameters exist, it is by nature
impossible to fully separate these electronic energies. This has led to a number of
different force fields that may or may not suit a particular problem well. A common
opinion in the field is therefore that force field development is still as much an art
as a science [12][13].

Important to note is that a biomolecule in solution constitutes a chaotic sys-
tem - tiny errors can propagate into huge deviations in trajectories of individual
atoms. These errors can come from anything from computer precision limitations,
random number generation, choice of method of integration to the choice of ini-
tial conditions. In molecular dynamics simulations the microstates of a system
can thus only be sampled around some probable minimum in the energy landscape
and many, or long, simulations may be needed in order to observe a comparably
rare biological event that occurs when an energy barrier is climbed. Due to the
large number of atoms in a typical biomolecular system and its chaotic nature, the
number of computations in order to observe such biologically interesting events is
unfortunately huge. Much effort has been made during the last decades to provide
sophisticated and computationally efficient software, like GROMACS [14], AMBER
[15] and OpenMM [16], in order to run molecular dynamics simulations on large
supercomputers to reduce the overall running time. Attempts to obtain more ef-
ficient sampling by using steering [17] or morphing [18] algorithms have also been
made in order to narrow the space that is sampled and speed up transitions, but
this introduces biasing and thus lower the reliability of the results. Even a large
supercomputer has been built with carefully chosen hardware to specifically be able
to run molecular dynamics simulations of biomolecules as efficiently as possible [19].
Still, there are many interesting biological systems that are out of reach for all-atom
molecular dynamics simulations.

2.2 Boundary Conditions

The first molecular dynamics simulations of biological molecules were done in vac-
uum [8]. This is however not a natural environment for the molecules that reside in
the crowded environment inside of our cells, and it is well-known that surrounding
solvent molecules, like water, play an important role in protein folding. There-
fore, it is necessary to include solvent molecules into the models. Since these small
molecules are fast to diffuse a boundary to contain them is needed in order to
preserve thermodynamic properties like temperature, pressure and density.
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2.2.1 Fixed Boundaries

The most näıve way to construct a confining boundary around a molecular system
is probably to encapsulate all the atoms inside a box with rigid, fixed walls. This
can be accomplished by simply restraining some atoms in space to form a closely
packed layer of atoms (typically argon) that either completely reflect particles or
interact with them through some potential energy function (usually the Lennard-
Jones potential) or a complete force field. Even simpler is to ignore the boundary
atoms and just use a repulsive potential on the boundaries to make nearby atoms
feel a strong but very short-range force in the direction of the center of the box.
These potentials can take the form of the repulsive ε(rm/r)

12 term of the Lennard-
Jones potential, but many other potentials can be used as well depending on the
situation. In most cases rigid boundaries are non-physical and cause artifacts in
the simulations as unwanted surface effects emerge when the system reacts to the
boundary. Consider 1000 water molecules placed in a cubic box under normal
conditions and assume that at least the molecules closest to the boundaries will be
significantly affected by surface effects. The volume of the box will be proportional
to the number of water molecules, so the number of molecules close to the surface
will be roughly 6N2/3, where N is the total number of water molecules. The
percentage of surface molecules in the system will thus be 6N2/3/N = 6N−1/3.
For 1000 water molecules 60% of them will thus be close to the surface and highly
affected by surface effects. With one million water molecules the ratio is still as high
as 6 %. When simulating small systems surface effects easily become a dominating
factor if the boundaries are fixed.

2.2.2 Periodic Boundary Conditions

The common way to avoid the unwanted surface effects that arise from fixed bound-
aries is to use periodic boundary conditions. When one particle reaches the edge of
the simulation box it reappears on the opposite side and continues to interact with
nearby particles even though they may be on opposite sides of the simulation box.
It can be viewed as if the simulation box is surrounded by 26 (in three dimensions)
translated copies of itself containing the same particles with identical properties
compared to the original central system. The periodic boundary conditions thus
yield a system with no surface molecules and therefore no surface effects. However,
since the system can interact with all its periodic images the system size needs to
be large enough so that no molecule interacts with its own image. The non-bonded
interactions described by the potential energy function in the force field are not
confined in space, but will in theory interact with all atoms within an infinite ra-
dius of the considered atom. This requires that a cutoff distance is introduced for
when the interaction potential is small enough so that it can be ignored. Of course
this is also necessary in order to speed up the calculations. It is thus important that
the cutoff distance is not larger than half the distance of the shortest side of the
periodic box, or otherwise an atom will interact with its image and cause erroneous
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simulations. This puts a limit of how small a system can be without reducing the
cutoff distance, something that would give a worse approximation of the force field
causing more artifacts in the simulation. Since the central system interacts with all
of its 26 image systems, the number of pair-wise interactions increase drastically.
This makes periodic boundary conditions a bottleneck for computer performance
of molecular dynamics simulation programs, especially when system sizes become
larger. Periodic boundary conditions are also inappropriate for in-homogeneous or
non-equilibrium systems, for example systems with a spatio-thermal gradient.

2.2.3 Adaptive Boundary Conditions

One approach to reduce the computational cost of simulations with periodic bound-
ary conditions is to use adaptive resolution, where solvent molecules change resolu-
tion between atomistic and coarse-grained representations on the fly as they move
between different regions in the simulation box. This was first implemented in the
AdResS method and tested on a liquid of simple tetrahedral molecules [20] and
later on a C60 fullerene in toluene solution [21]. The simulation box contains three
different spherical regions centered around the molecule of interest ranging from all-
atom resolution at the center to coarse-grained further away radially. In between
lies a hybrid region where the resolution smoothly transitions from atomistic to
coarse-grained. The key aspect lies in the force interpolation scheme, described in
equation 2.4, where a weight function w(r) is used to determine how much of each
force field should be used based on the radial distance from the center molecule of
interest.

F total
αβ = w(rα)w(rβ)

∑
i∈α

∑
j∈β

FAA
ij + [1− w(rα)w(rβ)]FCG

αβ (2.4)

Here, rα and rβ denotes the distance between the center of mass of the chosen cen-
ter molecule (usually the solute) and two surrounding molecules α and β. From the
all-atom force field, FAA

ij is the force between two atoms, i and j, while the force

from the coarse-grained force field, FCG
αβ , acts on the center of mass of molecules α

and β. The weight function w(r) goes smoothly from 1 in the all-atom region to 0
in the coarse-grained. This force interpolation gives rise to density artifacts in the
hybrid region, which is compensated for by including a corrective thermodynamic
force term. The main strength of the adaptive boundary models is their ability to
correctly reproduce most thermodynamic and structural properties of the system,
including the structure of small DNA molecules [22]. Especially the Hamiltonian
AdResS, or H-AdResS [23], which does the interpolation scheme on the potential
instead of the force, allows for theoretical derivations of many statistical mechan-
ical properties of the multi-resolution system. Other adaptive boundary models
capable of changing the size of the atomistic region, that make them able to handle
e.g. protein unfolding, have also been derived using Monte Carlo methods [24].
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Although these adaptive boundary models can achieve around a factor three speed-
up compared to atomisitc simulations [21], by allowing a big part of the solvent in
the simulation system to obey a coarse-grained force field and representation, the
coarse-grained molecules still need to be tracked and the boundaries around the
coarse-grained region are still periodic, which remains a bottleneck in the computer
performance.

2.2.4 Stochastic Boundary Conditions

There have been several attempts to find other types of boundary conditions in
order to avoid the computationally expensive periodic boundary conditions. One
of the most successful models is the stochastic boundary conditions, commonly used
in the CHARMM molecular dynamics simulation software. Inspired by previous
attempts to decompose especially gas-surface systems into reaction and bath regions
the first stochastic boundary conditions were developed and applied to the Lennard-
Jones fluid by Berkowitz and McCammon in 1982 [25]. In this model a spherical
system is divided radially into three different parts - one reaction region, one buffer
region and one reservoir region. In the center reaction region the present molecules
obey normal molecular dynamics, while in the buffer region the molecules move
according to Langevin dynamics and are thus subjected to a thermal bath that
serves as a thermal sink or source for the reaction region. In the outermost reservoir
region molecules remain fixed. During a simulation molecules can move between
all of the regions and the dynamical algorithms describing their motion changes
accordingly. Molecules that move from the fixed reservoir region into the buffer
bath region are given randomized velocities according to the Maxwell-Boltzmann
distribution. The whole spherical system moves within a larger simulation box
so that one specific particle always remains in the center. Brünger, Brooks and
Karplus later developed the stochastic boundary conditions further by omitting
any explicit molecules in the reservoir region and replacing them with radial forces
obtained from a mean field force approximation (MFFA) of the structure, i.e. radial
distribution functions, beyond the reservoir and averaged over the spherical surface
[26]. This requires that the radial distribution function of the system, usually
approximated as a simple liquid, is known in advance. These stochastic boundaries
make it possible to study localized processes with fewer molecules in the system,
but also allow for studies of exo- and endothermal chemical reactions when periodic
boundary conditions cannot handle the thermal gradient close to the edges of the
simulation box. The main problems with this model are associated to the fixed
regions where contained molecules obey different types of dynamics, especially,
when molecules move beyond the reservoir region during simulation. Even though
the stochastic boundary conditions showed promising results when tested on ST2
liquid water [27] and a localized region in a protein [28], the MFFA fails to account
for any polarization effects arising from long-range electrostatic interactions that are
so profound in polar liquids, but works better for non-polar liquids where frictional
effects dominate.
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2.2.5 Other Water Droplet Boundary Models

A few attempts were made to account for the electrostatic interactions lacking in
the spherical boundary potential of the stochastic boundary conditions. One is the
Surface Constrained All-Atom Solvent model (SCAAS) by Warshel and King [29],
that uses radial harmonic constraints on solvent molecules anchored to the solute
placed in the center of the spherical system. The equilibrium spring distance r0 of
the constraint is chosen as the average integral of the radial distribution function

j =

∫ 〈r0j 〉
0

4πρg(r)r2dr (2.5)

where j represents the average number of solvent molecules within a thin spherical
shell 〈r0j 〉 from the origin of the sphere and ρ is the local density (see chapter
3.3.5 for more information about radial distribution functions). By making the
simplification of the radial distribution function, g(r) = 1, equation 2.5 yields
the equilibrium distance 〈r0j 〉 = (3j/4πρ)1/3. Thus, by estimating the number j
a surface of constrained solvent molecules can be created. In each step of the
simulation j is recomputed in a set of minimization procedures to obtain a minimal
total constrain force to the system. This allows molecules to diffuse freely into and
out of the boundary region due to this flexible indexing of boundary molecules. In
addition, the SCAAS model includes extra polarization constraints acting on the
outermost explicit boundary molecules to correct for the over-polarization of polar
molecules that occur due to the vacuum outside the spherical system. Rullman and
Duijnen have made a similar model using a reaction field with exclusion (RFE) on
hydration shells around molecules [30].

One problem that arises with the previously mentioned models is that they do
not account for fluctuations in volume and density necessary to achieve constant
pressure simulations, which is normally sought-after in biomolecular simulations as
these processes usually occur under constant pressure. Beglov and Roux developed
the spherical solvent boundary potential (SSBP) [31] in order to address this issue.
Here, the boundary potential is an approximate effective potential of mean force
derived from the solvation free energies of a hard sphere containing the a solute
and the closest solvent molecules to mimic bulk water properties. The radius of the
hard sphere is allowed to vary during the simulation, which allows for fluctuations
in density and volume. However, since the boundary potential is dependent on the
radius it has to be recomputed in each time step, which becomes computationally
costly. To allow more fluctuations in shape the same authors later developed the
Primary Hydration Shell method, where the solvent molecules are anchored with
simple harmonic springs to different places on the solute [32]. Similarly, Lounnas,
Lüdemann and Wade presented the Shell Approximation for Protein Hydration
model (SAPHYR) [33] where a boundary potential is constructed from one van der
Waals component and one average electrostatic dipole-dipole component, always
acting normally to the boundary surface to contain the molecules of the hydration
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shell. The authors experienced successes with reproducing the structural properties
of several small proteins in solution.

2.2.6 Elastic Boundary Conditions

Another type of non-periodic boundary condition that allows for fluctuations in
density and volume as well as in shape is the Fluctuating Elastic Boundary model
(FEB) of Li, Krilov and Berne [34]. This model carries much similarity to the
models implemented in this thesis and will therefore be given special consideration
within this chapter.

The Fluctuating Elastic Boundary model is basically a tight-fitting elastic bag
made up of heavy quasi-particles connected in an elastic network that contains the
system. This elastic network allows the boundary net to move and reshape with the
solute-solvent system on the inside, reducing the artifacts that arise for fixed shape
models as described in the previous section. In order to provide elasticity of the
boundary and simultaneously avoid any leakage, the potential between boundary
molecules in the elastic network was chosen to be

Ub(rij) = kbr
3
ij (2.6)

where kb is the force constant of the spring and rij is the distance between two
boundary particles. This is in contrast to the harmonic Hookean springs that are
usually employed in such elastic networks. Noteworthy is that the equilibrium
spring length is zero meaning that all the boundary particles are driven to collapse
into a single point if there would be no molecules to confine. The mass mb of the
boundary quasi-particles was set empirically to a value that yielded a reasonable
time scale of the volume and density fluctuations.

The potential of the boundary quasi-particles follows the Lennard-Jones poten-
tial of the Weeks-Chandler-Andersen form (WCA)

Usb(rij) =

4εsb

[(
σsb

rij

)12
−
(
σsb

rij

)6
+ 1

4

]
rij ≤ 21/6σsb

0 rij > 21/6σsb
(2.7)

where σsb and εsb are adjustable parameters that govern the range and strength of
the potential. In [34] the authors tested the model on liquid argon moving according
to the usual Lennard-Jones potential, which previously has been described as a term
in equation 2.3. Studies of the structural and dynamical properties of the argon
cluster agreed very well with properties derived from conventional simulations with
periodic boundary conditions. The authors later extended the method to studies of
the small protein alanine dipeptide in water [35] and updated the boundary spring
potential to
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Ub(rij) =

{
ar6ij rij ≤ r0
ar6ij + b

(
rij − r0

)36
rij > r0

(2.8)

where a and b are force constants of the springs that are adjusted to make the
boundary elastic yet not cause any leakage of the inside system, rij is the distance
between two boundary particles and r0 is the equilibrium spring distance. Once
again, these bond potentials are very different from the usual harmonic springs typ-
ically used in elastic network models. The parameters a, b and r0 were all chosen
empirically to generate an optimal behavior of the boundary net - a and b were typ-
ically set to very small numbers and r0 as large as possible but still small enough so
that no molecules could escape the confined region. The potential of the boundary
particles themselves was the same as in the study of argon molecules, as described
in equation 2.7. Although the authors claim to have accurately reproduced the
structure and energetics of water inside the abounding net of quasi-particles, it is
clear from the plots of the radial distribution functions in [35], showing a downward
slope as the radius of spherical shells increase, that the presence of the boundary
is having a negative effect on the closest water molecules. The diffusion was also
noted to be higher and hydrogen bond lifetimes longer than for simulations with
periodic boundary conditions. Diffusion has been noted to be faster in the vicinity
of hydrophobic surfaces for example in a molecular dynamics simulation study by
Lee and Rossky [36]. Additionally, it is worrisome that in some simulations with
alanine dipeptide, the large molecule (compared to water molecules) was observed
to escape through the boundary, while water molecules were claimed to be con-
tained. Since the simulations of water were running for 500 ps and at 298 K, it
remains uncertain exactly how well the Fluctuating Elastic Boundary contains the
molecules of a solvated system. Due to the surface tension, the rate of evaporation
from a water droplet in vacuum is around 1 nanosecond1 at 300 K, which means
that the likelihood to notice an evaporating molecule during simulations of only 500
picoseconds is very slim. It is therefore a possibility that the network of bound-
ary molecules is in fact not fully able to contain water molecules during longer
simulations or at higher temperatures.

2.3 Multi-Resolution Models

One of the biggest challenges in the field of biomolecular simulation lies in the
computational cost associated with the large systems and long time scales needed
to get biologically relevant simulations. Simultaneously, there is a need for more
advanced force fields that usually add on to the computational cost further. As it
is not feasible to solely rely on computer hardware and software getting even faster,
consensus has been reached that biomolecular systems need to be represented in

1This evaporation rate has been derived from water droplet simulations made during this thesis
work.
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a multi-resolution fashion [37][38]. The partial coarse-graining of these multiscale
models can be achieved either in the time or length domains. Within the time
domain the leading method is discrete time or discrete state Markov state models
(a very recent review can be found in [39]), where many short atomistic molecular
dynamics simulation are used to build a model that predicts the long-term protein
dynamics with the assumption that the slowest motions are the most important.
The length domain can be divided into two categories - serial and parallel (in terms
of information transfer) multiscale models. The first type is generally constructed
by applying a specialized force field, designed to mimic the behavior of several
atoms, to coarse-grained particles. This technique was already used in the 70’s by
Levitt [40] but has developed remarkably since, with one very successful example
being the multiscale coarse-grained (MS-CG) potential by Izvekov and Voth [41].
The MS-CG force field is obtained by minimizing a force matching functional that
extracts the most important features from atomistic molecular dynamics simula-
tions into the coarse-grained potential. This is one example of so called top-down
coarse-graining, where the model is learned from more detailed simulations.

In the parallel multiscale models different parts are represented in different reso-
lutions, co-exist in the same simulation and interact with each other. These models
are called multi-resolution models. One early example of such a model was done by
Shi et al. [42], where a membrane protein was represented with all-atom resolution
while the surrounding membrane was coarse-grained by using the MS-CG force
field to model the interactions between the two resolutions. Methods that allow
particles to change resolution depending on their position include the previously
discussed AdResS [20] primarily handling multi-resolution in the solvent. Another
interesting approach where different parts of a complete protein are represented
in two different resolutions has been carried out by Fogarty et al. [43]. In this
work they represented the coarse-grained part of the protein with an elastic net-
work model while treating a small part of the protein atomistically. The solvent,
consisting solely of water molecules, was treated with adaptive boundary condi-
tions through AdResS as described by equation 2.4. The non-bonded interactions
between the coarse-grained and atomistic parts of the protein were modeled with
the elastic network potential. All water molecules in the system interacted via an
excluded volume potential with the coarse-grained part of the protein, regardless of
their resolution. Despite the simplicity of this multi-resolution protein model it is
able to successfully reproduce many properties observed in the atomistic molecular
dynamics reference simulations, including stable ligand binding. They were also
able to achieve some speed-up of the simulation time. Still, the adaptive boundary
conditions requires periodic boundary conditions around the coarse-grained solvent
molecules, which for large biomolecular systems yields many particles to track and
include in the calculations. If these could be avoided even better performance could
be achieved.



Chapter 3

Implementation of a Water
Droplet Model as Boundary
Condition

This chapter describes the implementation of two different elastic water droplet
models to be used as boundary condition for solvated systems in molecular dynamics
simulations.

3.1 Molten-Zone Molecular Dynamics

In order to generate simulations of large biomolecular complexes that function in
the longer time scales it is necessary to make simplifications to the conventional
molecular dynamics simulation method with periodic boundary conditions. These
simulations require that large amounts of solvent molecules are contained within the
simulation box to guarantee that one part of a biomolecule does not interact with
another part of itself. In reality, the environment inside a cell is very crowded and a
biomolecule is likely not surrounded by the amount of bulk water as in the current
conventional simulations. Sykes and Levitt showed that very few water molecules
were in fact needed to reproduce the hydrogen bonding of base pairs in simulations
of DNA [44], while Fogarty et al. concluded that only a handful of hydration shells
are needed to maintain properties a small protein show while surrounded by bulk
water [45].

In a 2015 research grant proposal, Michael Levitt proposed the idea of Molten-
Zone Molecular Dynamics, where a biomolecular system is divided into different
parts that are treated with either all-atom resolution and molecular dynamics while
other, less interesting parts, remain ”molten”. The molten zones can be represented

15
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Figure 3.1: A picture of an imagined Molten-Zone Molecular Dynamics simulation system.
The red and white part represents the atomistic region with explicit water molecules, and
the blue part represents molten zones.

either atomistically or coarse-grained, held completely fixed or can possibly be rep-
resented with an elastic network obeying Langevin dynamics with implicit solvent.
By only treating the solvent explicitly close to area of interest in the biomolecule, the
number of solvent molecules can drastically be decreased. The Molten-Zone Molec-
ular Dynamics method described by Levitt has not previously been implemented
or tested. The aim of this thesis is therefore to begin the project by focusing on
the construction and behavior of the boundary that is needed around the all-atom
region. A picture of an imagined Molten-Zone Molecular Dynamics system can be
viewed in Figure 3.1.

3.2 Treatment of Boundary Conditions

Both elastic boundary conditions presented in this thesis are constructed of water
molecules that are naturally part of simulation systems with soluble biomolecules.
These water molecules are bound together in elastic networks, connected by har-
monic springs, although simultaneously affected by the same force field as the rest
of the water molecules in the system. This means that the boundary molecules act
as normal molecules of the system with some additional harmonic restraints. The
part of the system in all-atom resolution was chosen to be spherical.

Two water molecules are connected by a harmonic spring if the oxygen atoms are
within a certain cutoff distance c of each other. The force constant k determines
the stiffness of the springs connecting the molecules in the elastic network and
the equilibrium distance, r0, is the distance between two oxygen atoms where the
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(a) The Molten Boundary (b) The Single-Layered Boundary

Figure 3.2: The two boundary models developed in this thesis. Elastic springs are plotted
in blue while water molecules are plotted in red and white colors.

spring is completely relaxed. The potential energy of each molecule i in any of the
boundaries B is therefore

Epi =

{
1
2k(rij − r0ij)2 + Effi r0ij < c ∧ i, j ∈ B
Effi otherwise

(3.1)

where Effi is the potential energy originating from the force field and rij is the
distance between two oxygen atoms inside the boundary. The force field term
fully describes the potential energy of the molecules that do not participate in the
boundary elastic network.

3.2.1 A Molten Boundary

The molten boundary model has the geometry of a spherical shell with boundary
thickness t. Water molecules within the boundary region are connected with springs
if the distance between them is within the cutoff distance c. The coordinates of the
water molecules in the elastic boundary were taken from a SPC/E water system that
has been properly equilibrated with periodic boundary conditions. The structure
thus reproduces the radial distribution function and the density is 998 kg/m3. Har-
monic springs are inserted only between oxygen atoms, which means that boundary
molecules are completely free to rotate. The equilibrium length of the springs, r0,
are set to the distance between two oxygen atoms. Thus, when a simulation starts
the elastic network is in its minimum potential energy configuration. This bound-
ary resembles vitrified water, as used in cryo-EM, where the water molecules have
the same structure as the liquid state, yet remain fixed or move very little. The
values of the equilibrium spring lengths r0 have been plotted in a histogram in
Figure 3.3a.
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(a) The Molten Boundary (b) The Single-Layered Boundary

Figure 3.3: Histogram plots showing the distribution of equilibrium spring lengths r0 of
the two developed models. The cutoff distance c is 0.6 nm in a) and 0.4 nm in b).

3.2.2 A Single-Layered Isotropic Boundary

The second model developed in this thesis is made up of a single-layered net of water
molecules placed in the geometry of a triangular, class 1 geodesic polyhedron. The
boundary was generated by subdividing the faces of an icosahedron several times
and then projecting the resulting structure onto a sphere. The radius of the sphere
was coordinated with the number of subdivisions such that the average distance
between neighboring molecules was dmean , which was further determined in the high
pressure simulations described in section 3.2.3. An example of the distribution of
equilibrium spring lengths r0, which is equivalent to the molecule distance d, can
be found in Figure 3.3b and it can be noted that the spring lengths are much more
uniform compared to the molten boundary model. The potential energy function
and inner system of free water molecules were generated in the same way as for the
molten boundary model as described by equation 3.1. In contrast to the molten
boundary the cutoff distance c is taking a constant value between dmax and 2dmin

to assure only neighboring molecules are connected. One interesting feature of
this model is its ability to deform and change shape. This means that the volume
and density are allowed to fluctuate, something that allows for constant pressure
simulations, usually needed in biologically relevant simulations.

3.2.3 Parametrizing the Elastic Network

In the proposed models of elastic boundary conditions there are a few unknown
parameters that have to be determined - the force constant k for both models and
the cutoff distance c as well as the boundary thickness t for the molten boundary,
and finally the mean molecule distance dmean in the single-layered boundary. These
parameters all have to be determined such that no molecules can escape from the
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simulation sphere simultaneously as the water molecules in the boundary are pre-
ferred to act as much as free water molecules as possible to minimize any potential
artifacts.

Cutoff Distance, Boundary Thickness and Molecule Distance

The values of the cutoff distance and boundary layer thickness of the molten bound-
ary, as well as the molecule distance of the single-layered boundary needed to con-
tain the free atoms were determined by running high pressure simulations. The
molecules in the boundary region were fixed by increasing the force constant of the
springs between them to a very high value simultaneously as the thermostat was
set to a high temperature. The force constant was set to large value such that the
boundary molecules would be expected to remain fixed for the given temperature.
The high temperature caused the pressure of the inside of the sphere to rise and
with much force push the free molecules onto the inside of the boundary elastic net-
work. If molecules were able to escape either the connectivity of the elastic network
or the boundary layer thickness were considered too bad. Also, the computational
cost of the simulations increase if the cutoff distance increase as there are more
forces to consider, as well as when the boundary layer thickness increase as more
molecules are needed to make up the boundary. Therefore, the minimal values of
the cutoff distance and boundary layer thickness that yielded simulations with no
escaping molecules were considered the best values. Even though the single-layered
model has a fixed pre-determined spring distance and boundary thickness, the same
kind of simulation was performed on this system to make sure there would be no
leakage. The reason these computer experiments were run with a high temperature
is because the rate of evaporation at normal temperatures is around one nanosec-
ond, which would require simulations to be run for a long times. If the boundary
can contain a highly dense gas of water, it will be able to contain liquid water even
during long simulation times. In this thesis the thermostat was typically set to
1000 K.

Force Constant

With the parameters known to create a fixed network of boundary molecules that
can contain freely moving molecules, allowing the network molecules to move now
adds more complexity to the problem. When the force constant decreases, the
springs of the elastic network become less stiff which allow for larger deviations
from the equilibrium position of a molecule in the network. This also means that
temporary holes in the boundary may be created, increasing the probability that
molecules escape the system.

In order to find a value of the force constant which is needed to contain the
free molecules of the system, similar high pressure simulations as in the paragraph
above were carried out. The required force constant is however a function of tem-
perature, as with enough added energy even the stiffest springs will be able to move.
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Specifically, the required force constant is proportional to the temperature. The
average potential energy of a spring in the elastic network is

〈Ep〉 =
1

2
k〈∆r2ij〉 (3.2)

where 〈(∆rij)2〉 is the average displacement from the equilibrium position of a
molecule in the elastic network. The temperature can be described as

〈T 〉 =
2〈Ek〉
NfkB

(3.3)

where 〈Ek〉 is the average kinetic energy of a molecule, Nf the number of degrees
of freedom and kB Boltzmann’s constant. With the assumption that all the kinetic
energy assigned to a molecule in the elastic network will be transferred to counteract
the potential energy of the spring, the following relation is obtained

〈T 〉 =
k〈∆r2ij〉
NfkB

(3.4)

Thus, the force constant is proportional to the average temperature of the system.
This makes it possible to run simulations at higher temperatures and still find a
suitable force constant for a system simulated at a lower temperature where the
evaporation rate is much slower. Consider two similar systems, 1 and 2, that will
be simulated at different temperatures. From the higher temperature simulation
an acceptable force constant, k1, will be obtained that causes a maximal average
displacement 〈sup(∆r2ij)〉1, that still prohibit free molecules to escape. Again, the
lowest possible k such that the elastic network is able to contain all free molecules
will be considered the best value as it is preferred to leave water molecules as free
as possible. Assuming that the maximal average displacement in both simulations
have to be the same to guarantee no escaping molecules the following relation can
be derived from equation 3.4.

k2 = k1
Nf2〈T2〉
Nf1〈T1〉

. (3.5)

3.3 Implementation Details

3.3.1 Layout of the Code

The main simulation computer program was written in the C++ programming lan-
guage with help from the OpenMM [16] C++ molecular dynamics library. Prepa-
ration of the system, like creating the topology and applying a force field, was
done in the Python programming language, once again with assistance from the
Python layer of OpenMM. The main reason for using two different programming
languages was because the OpenMM library function that applies a force field to
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Figure 3.4: Visualization of the workflow to generate and analyze simulations within
the elastic water droplets. The graph shows in/output files and programs in boxes. All
programs except VMD were written by the author with help from different libraries.

all the molecules in a system was only available in Python. Still, in order to later
implement the rest of the Molten-Zone Molecular Dynamics method it is necessary
to interact with OpenMM on the lower C++ level. This lower level interaction also
greatly facilitated analysis as most of the analysis functions used in this thesis were
not available in OpenMM and had to be implemented from the beginning. Doing
this on the C++ level was highly beneficial in terms of performance and memory
usage.

The workflow to generate a simulation with the scheme used in this thesis is
as following. First, the system is prepared with a Python program that takes
a coordinate file as input, describing the structure of the molecule, written in the
PDB format and typically obtained from the Protein Data Bank. With a few tweaks
the Python code can be made to handle solvation and energy minimization of a
molecule, but in this thesis coordinate files of water were prepared and equilibrated
in GROMACS [14]. The spherical shape of the molten boundary is created by
removing all atoms outside a predefined radius, and then all the harmonic forces are
added between water molecules in the outer-most boundary region with thickness
t. The single-layered system is created by subdividing a polyhedron and placing
water molecules at these resulting edges, then filling the inside with solvent already
equilibrated in GROMACS. Lastly, the force field is applied to the system with
the OpenMM ForceField library function, and the system is then saved as a text
file in the Extensible Markup Language (XML) containing details about all bonds,
constraints, any exceptions, Lennard-Jones parameters, particle masses and any
extra forces. The XML file along with the newly created PDB file are then read
into the C++ program which runs the simulation and stores data for analysis.
This code is divided into functions that are dependent on the OpenMM library and
functions that are independent of any third party library, which gives the code some
flexibility. The C++ application then outputs a trajectory in the form of multiple
PDB files together with an energy file that contains data about the simulation to
be plotted or analyzed. The kind of data the energy file contains is specified by
the user before the simulation is started (see section Methods of Analysis for all
implemented functions). In this thesis analysis was primarily done in VMD [46]
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for visualization of trajectories and with home-made Python or Bash scripts for
plotting and calculation of parameters attainable from the data in the energy file,
e.g. the self-diffusion coefficient. The workflow has been visualized schematically
in Figure 3.4.

3.3.2 Integrator

In OpenMM there are in essence two main implemented integrators available -
the Langevin or Brownian integrators and the Leapfrog Velocity Verlet integrator.
The Langevin and Brownian integrators contain a random force term that is de-
pendent on the temperature, which means these integrators come with ”built in”
thermostats. However, randomly changing forces and velocities of the particles in a
system will mess with the measurements of some properties, i.e. the velocity auto-
correlation function and the diffusion coefficient, that are of interest in this thesis.
Therefore, these integrators could not be used. The Leapfrog Velocity Verlet inte-
grator does not involve any alteration of the velocities, but outputs positions and
velocities with one half time step offset, something that needs to be corrected before
analysis. In order to avoid slow post-integration shifting of the velocities the Veloc-
ity Verlet integrator was instead implemented as an OpenMM CustomIntegrator

along with the RATTLE algorithm [47] that removes velocities in the constrained
bond and angle directions of the water molecules. Although the Leapfrog Velocity
Verlet integration scheme is stable for larger time steps and thus more efficient than
the synchronized Velocity Verlet, the shifting of the velocities after each integration
step was estimated to make the gain negligible especially due to the object oriented
nature of the OpenMM library. The integration algorithm is described in equations
3.6 the way it was implemented in the simulation code. The time step ∆t in all
simulations done in this thesis was always 1 femtosecond.

v
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2
∆t
)

= v(t) +
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f(t)

m
∆t+

xcon(t+ ∆t)− x(t+ ∆t)

∆t
vcon(t+ ∆t) = RATTLE(v(t+ ∆t))

x(t+ ∆t) = xcon(t+ ∆t)

v(t+ ∆t) = vcon(t+ ∆t)

(3.6)

In the above equation x(t) denotes the coordinate of an atom and v(t) its velocity
at time t. f(t) is the force acting on the atom and m its mass. xcon(t) and vcon(t)
are constrained positions and velocities respectively, obtained from the RATTLE
algorithm.
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3.3.3 Thermostat

To be able to control the temperatures of the simulations the Andersen thermostat
[48] was used during the equilibration stage during normal temperature simulations
and throughout the high temperature simulations described in section 3.2.3. This
thermostat works by randomly changing velocities of the molecules so that they
are distributed according to the Maxwell-Boltzmann distribution for the wanted
temperature. Since the thermostat is changing the velocities some properties like
the velocity autocorrelation function and diffusion coefficient cannot be measured
correctly. Therefore, the thermostat was only used during equilibration to heat up
the system, but then turned off during simulations with data collection for analysis.
There are of course other types of thermostats that can be used without messing
with dynamical measurements like the velocity autocorrelation function, but these
have not been implemented in OpenMM and therefore the Andersen thermostat
was the most suitable choice.

3.3.4 Reference Simulations

As a reference to the models developed in this thesis conventional molecular dy-
namics simulations were run with periodic boundary conditions. A cubic box with
the dimensions 8 nm × 8 nm × 8 nm was constructed and equilibrated in GRO-
MACS in both the NVT and NPT ensembles. The same system was then quickly
equilibrated in OpenMM with a thermostat while production runs were performed
without any temperature or pressure coupling. To generate similar statistics as
runs from the droplet models the same regions as described in section 3.3.5 were
used for measurements despite the reference system being larger than the droplet
models.

3.3.5 Methods of Analysis

In this section the methods used to analyze the simulations are presented in the
way they were implemented in the C++ and Python codes used to collect data and
perform analysis.

Energy

The total potential energy of the system was calculated for all atoms, including the
boundary molecules, from the force field potential energy function

Ep(t) = U(t) (3.7)

where the potential from the harmonic springs in the elastic boundary are included
in the force field.

The total kinetic energy of the system was calculated from the velocities vi(t)
of the atoms at the time t
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Figure 3.5: Schematic picture showing the regions used for measurements of the radial
distribution function and localized density. The white dotted region represents the center
region with radius Rc, while the black line represents the edge to the boundary region in the
molten boundary model. The white semi-transparent region represents the measurement
region, which is applied around each particle in the center region.

Ek(t) =

N∑
i=1

mivi(t) · vi(t) (3.8)

where mi denotes the mass of atom i and N is the total number of atoms in the
simulation system.

Temperature

The temperature of the system was calculated from the kinetic energy together
with the equipartition theorem

T (t) =
1

NfkB

N∑
i=1

mivi(t) · vi(t) (3.9)

where Nf is the number of degrees of freedom and kB is Boltzmann’s constant.
The number of degrees of freedom were computed from the constraints defined by
the force field. Constraining two bonded atoms yields one less degree of freedom,
which means that the number of constraints, Nconstraints , can be subtracted from
the number of possible degrees of freedom

Nf = 3N −Nconstraints − 3 . (3.10)

When running simulations it is common practice to keep the center of mass of
the system at a fixed coordinate so that it can not translate. This results in the
subtraction of three extra degrees of freedom.
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Radial Distribution Function

The structure of a many-body system can be studied with the radial distribution
function g(r) which tells how positions of the particles are correlated as a result from
their interactions. In this thesis the radial distribution function was implemented
as follows: consider an atom of type A that is within a sphere of radius Rc centered
at the geometrical center of the water droplet, then draw shells with radius r and
thickness dr around the atom and count how many atoms of type B that have a
coordinate inside the region. The distribution function was then normalized by
dividing with the local average number density of atom types B, 〈ρB〉 = NB/Vrdf ,
where NB is the number of B-type atoms inside the volume Vrdf with maximal
radius rmax that belongs to the largest drawn shell. The number of reference atoms
in the center region of type A is denoted with NcA . Mathematically the radial
distribution function can be expressed as

gAB(r) =
1

〈ρB〉
1

NcA

∑
i|ri<Rc

〈∑
i6=j

δ(riA − riAjB )
〉

(3.11)

where A and B denotes atom types. Figure 3.5 shows a schematic picture of how
the radial distribution function was measured. The red dot represents a reference
atom (type A in the equation) around which the shells of radii varying between
zero and rmax are drawn. The white dashed line enclosing white dots represents
the radius Rc and the black line represents the edge to the boundary region in the
molten boundary model. As seen from the figure the boundary was included in the
measurement of the radial distribution function and density just to prove that the
model also reproduced these properties. Excluding the boundary will not affect the
look of the radial distribution function. For the single-layered model the boundary
was however not included in the measurements.

Localized Density

The total density ρ was approximated by averaging the density of spheres with
the radius rmax used in the calculation of the radial distribution function (see
the previous paragraph). These localized densities were computed by counting
the number of molecules of a certain type A, NA, within the spherical volume
V = 4

3πr
3
max and multiplying with the mass of the corresponding molecule type.

Mathematically, that is

〈ρA〉 =
1

NcA

∑
i|ri<Rc

NiAmiA

Vrdf
. (3.12)

As for the radial distribution function only molecules within the predefined radius
Rc were considered as center molecules of the spherical volume. In Figure 3.5 the
density was calculated from the volume marked with a white semi-transparent color.
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Figure 3.6: Schematic picture showing the region where the velocity autocorrelation func-
tion was measured (dotted). The black line represents the edge to the boundary.

Velocity Autocorrelation Function

The velocity autocorrelation function is an important property for the dynamics of
a particle system. Imagine that particle i in some system has the velocity v0

i at
time t = 0. If this particle collides with other particles its velocity is expected to
change so that after some time the current velocity will be completely uncorrelated
with v0

i . If no forces are acting on the particle it would retain the same velocity due
to Newton’s first law of motion. Due to the restraints affecting the velocities of the
molecules in the elastic boundary only atoms that at t = 0 are within the radius Rc
of the center of the water droplet are considered in the calculation. For both water
droplets studied in this thesis Rc was set to a value close to where the boundary
starts, as can be seen in Figure 3.6. Mathematically the velocity autocorrelation
function can be computed from

Cv(t) =
1

Nc

∑
i|ri(0)<Rc

〈vi(t) · vi(0)〉
〈vi(0) · vi(0)〉

(3.13)

where Nc is the number of atoms inside the region confined by radius Rc. Since the
water droplets studied in this thesis are small the velocity autocorrelation curves
were very noisy as too few molecules contributed to the average. Therefore, en-
semble averages were generated by running 100 simulations of length 1 picosecond,
each starting from a different state obtained every picosecond from a 100 picosecond
long equilibrium simulation.

The self-diffusion coefficient can be calculated from the velocity autocorrelation
function by using the finite-time approximation of the Green-Kubo relation

D =
1

3
lim
T→∞

∫ T

0

〈vi(0) · vi(t)〉 (3.14)

where T is some large value of time. For liquid water the velocities are typically
completely uncorrelated at t = 0.5 ps, so that the integral is zero when t > 0.5 ps.
To get some margin, the value T = 1.0 ps is chosen as an upper integration limit.
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Figure 3.7: Schematic picture of how the mean square displacement was computed. Only
particles starting in the center region (dotted) within radius Rc were considered in the
calculation.

Mean Square Displacement

Another useful measure that can give insights about the dynamics of a many-body
system is the mean square displacement. Consider one particle p1 with spatial
coordinate r1(t). As time increases during a simulation the displacement of p1
with respect to some reference point in time t will be r1(t + τ) − r1(t) after time
τ has passed. If there would be no net forces acting on p1 the displacement would
increase linearly with time as its velocity is constant. In a many-body system,
however, particles frequently collide with one another so that velocities change in
both magnitude and direction. Therefore, the net displacement of all particles in the
system becomes zero. A more useful measure is thus the mean square displacement
that has a linear behavior. Once again, only trajectories that start in the center
region r < Rc are considered in the calculation as shown in Figure 3.7.

R2(t) =
1

Nc

∑
i|ri(0)<Rc

|ri(t+ τ)− ri(t)|2 (3.15)

Since the water droplet are quite small there are not enough molecules within
the center region to give a good average. Therefore, 50 simulations, all 50 ps long,
were started from different states obtained from one 500 ps simulation outputting
a state every 10 ps. These 50 simulations were then used to generate the ensemble
average.

To approximation, the collisions can be considered random, which means a par-
ticle will perform a random walk throughout the simulation. With this assumption
the macroscopic self-diffusion coefficient can be calculated from the Einstein equa-
tion,

R2(t) = lim
t→∞

2dDt (3.16)

where d is the dimension of the system (in this thesis d = 3) and D is the self-
diffusion coefficient.
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Chapter 4

Results and Discussion

To validate the usefulness of the developed boundary models, they were tested
according to three criteria - the ability to contain molecules, the ability to not
introduce any artifacts in the contained system and the computational efficiency.

4.1 Ability to Contain Molecules

Determining Cutoff Distance, Boundary Thickness and Molecule
Distance

Results from high pressure simulations of the molten boundary model with different
values of the cutoff distance c and boundary thickness t are shown in Table 4.1.
From this table it is clear that a cutoff distance of around c = 0.6 nm yields a
good connectivity of the elastic network as higher values do not affect the number
of escapes seen in a simulation, while lower values around c = 0.3 nm give a visibly
non-connected network that unfolds during simulation. A cutoff distance of c = 0.6
nm makes each boundary molecule connect to at least its nearest neighbors and
possibly its next-nearest neighbors.

When the boundary thickness t was varied the minimum value t = 1.3 nm
yielded a boundary that could contain the molecules during 50 ps of simulation.
However, when the simulation time was increased the boundary thickness also had
to be increased, which means that no matter how thick the boundary was made,
it would only be a matter of time before molecules would escape the confinement.
Thus, no value of c or t could be chosen to guarantee no escaping molecules through
the molten boundary. As the number of boundary molecules, denoted as N in
Table 4.1, increase with t3 the computational cost will greatly increase with t as
well. The molecules participating in this boundary are restrained in an equilibrium
configuration of liquid water obtained from an equilibrated molecular dynamics
simulation with periodic boundary conditions, which means that the boundary
reproduces the structure of liquid water. Since liquid water has a very porous
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Table 4.1: Observed escapes of free molecules for different values of cutoff distance c and
boundary thickness t of the molten boundary model. Simulations were performed with a
thermostat set at 〈T 〉 = 1000 K.

run time [ps] c [nm] t [nm] N escapes
50 0 0 1060 yes
50 0.3 0.3 1604 yes
50 0.6 0.3 1604 yes
50 0.3 0.6 2332 yes
50 0.6 0.6 2332 yes
50 0.6 0.9 3275 yes
50 0.6 1.2 4400 yes
50 0.9 1.2 4400 yes
50 0.6 1.3 4845 no
50 0.6 1.5 5796 no
200 0.6 1.3 4845 yes
200 0.9 1.3 4845 yes
200 0.6 1.4 5305 no
200 0.6 1.5 5796 no
1000 0.6 1.5 5796 yes

structure, similar to Swiss cheese, confined molecules will eventually find their way
out through the small crevices of the boundary. Even though the diffusion of free
molecules through the boundary can be made slow, the molten boundary will not
be able to contain small molecules during long simulations.
In the single-layered boundary model there is one geometrical parameter that af-
fects the ability to contain molecules - the distance d between nearest neighbors
of boundary molecules. Table 4.2 shows the results of high pressure simulations
for different values of the mean molecule distance dmean . These results shows that
for values around dmean = 0.4 nm or higher escaping molecules can be observed
even during short simulation times, but for values lower than dmean = 0.33 nm no
molecules did escape the boundary even after 1000 ps. Among the values for which
the boundary could contain the molecules the one with the lowest potential energy
(dmean = 0.324 nm) was chosen for further analysis.

Determining the Force Constant

In both boundary models the force constant of the harmonic springs connecting the
boundary molecules also affects the ability to contain the confined molecules. Since
molecules inside the molten boundary were able to escape regardless of the values
of cutoff distance c or boundary thickness t and with a very high force constant
k, it is not possible to find a value of k that will guarantee no escaping molecules.



4.1. Ability to Contain Molecules 31

Table 4.2: Observed escapes for different values of the mean molecule distance dmean in
the single-layered boundary model. The thermostat was set to 〈T 〉 = 1000 K.

run time [ps] dmean [nm] r [nm] N escapes
50 0.643 2.150 1222 yes
50 0.475 3.150 4271 yes
50 0.399 2.650 2731 yes
50 0.354 2.350 2052 no
50 0.279 1.850 1272 no
200 0.324 2.150 1702 no
200 0.279 1.850 1272 no
1000 0.324 2.150 1702 no

Although simulations were run with lower values of k these results will not be
presented in this section as a measure of the ability to contain molecules.

In Table 4.3 results for different values of k, when dmean = 0.324 nm, are shown
for the single-layered boundary model. First, short simulations of 50 ps were run at
1000 K and when successful candidates had been found these were extended to run
for 1000 ps. When still no escapes could be observed longer simulations up to 5 ns
were run at 300 K with the force constant rescaled according to equation 3.5. It was
more difficult to notice escaping molecules at 300 K due to the surface tension of the
liquid water droplet keeping the molecules coming through the confining net at the
surface of the droplet rather than leaving the droplet as at boiling temperatures.
By plotting the boundary net, escaping molecules could usually be discovered as
occupying the wrong side of the net. These simulations revealed a force constant of
k = 10000 kJ/mol·nm2 at 1000 K corresponding to k = 3000 kJ/mol·nm2 at 300 K,
was the lowest possible force constant able to completely contain the free molecules
during several nanoseconds of simulation as well as under boiling temperatures.
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Table 4.3: Observed escapes for different values of the force constant k in the single-layered
boundary model.

〈T 〉 [K] run time [ps] k [kJ/mol · nm2] escapes
1000 50 1000 yes
1000 50 2500 yes
1000 50 4000 yes
1000 50 5000 no
1000 50 10000 no
1000 1000 5000 yes
1000 1000 10000 no
300 1000 750 yes
300 1000 1500 yes
300 1000 3000 no
300 5000 3000 no

4.2 Ability to not Introduce Artifacts

Thermodynamic Properties

The potential energy, kinetic energy and total energy per molecule have been plotted
in Figure 4.1a for the molten boundary model and in Figure 4.1b for the single-
layered boundary model. According to the laws of mechanics the total energy of
a system should be a constant of motion and should not change under equilib-
rium conditions. However, numerical integration only approximates the analytical
representation of the total energy (the Hamiltonian) to a certain degree, which is
dependent on the integration time step. Therefore, it is important to verify that
the total energy is constant in simulations to rule out any issues with integration
or any non-equilibrium conditions. From Figures 4.1a and 4.1b it is clear that the
overall behavior of the energies is constant. The energy drift in the total energy has
been calculated as the slope of a linear regression line and the results are presented
in Table 4.5. The energy drift is small, typically in the order of 10−5 kJ/mol·ps.
The two figures presented in Figure 4.1 look very similar, but small differences
exist in potential energy levels due to differences between the boundary models,
but also fluctuations are a bit clearer in Figure 4.1b. The latter is however most
likely due to the fact that more molecules participate in the average in the molten
boundary, due to the thicker boundary involving more molecules compared to the
single-layered model. The average energies per molecule are listed in Table 4.4 for
both models with different force constants. The average potential energy is around
2 kJ/mol higher compared to periodic boundary conditions for the droplet without
any additional forces, which is likely due to surface tension and extra polarization
due to the vacuum outside the boundary. The energies of the molten boundary is
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(a) The Molten Boundary
with k = 1000 kJ/mol · nm2

(b) The Single-Layered Boundary
with k = 10000 kJ/mol · nm2

Figure 4.1: Energies per water molecule of 500 ps long droplet simulations. The system
was first equilibrated with a thermostat, but it was then turned off during the simulation.

1-2 kJ/mol higher than for the unaltered droplet and the single-layered boundary
is 2-3 kJ/mol higher. These differences are mainly due to the extra Hookean forces
that exist in the potential energy function and a higher force constant yields higher
potential energy. Since the geometry of the single-layered model greatly deviates
from the natural structure of water this model is expected to have a higher poten-
tial energy, but even though the force constants are generally higher than for the
molten boundary they remain very similar. One explanation is that there are more
forces needed in the thicker molten boundary, which adds to the potential energy
compared to the single-layered model even though its molecules remain in a more
energetically unfavorable configuration with a higher force constant in the springs.

Table 4.4: Average energies for different systems, where ± denotes standard deviations.
Simulations were run for 1 ns and averages are over 100 time frames.

System k [kJ/mol · nm2] 〈Ep〉 [kJ/mol] 〈Ek〉 [kJ/mol]

PBC - −46.70± 0.03 7.48± 0.03
Droplet 0 −44.47± 0.06 7.46± 0.06
Molten 100 −43.40± 0.06 7.46± 0.06

1000 −42.56± 0.06 7.42± 0.06
Single-Layered 3000 −42.53± 0.09 7.41± 0.09

10000 −41.51± 0.10 7.58± 0.09

Average temperatures and densities can be found in Table 4.6. The average
temperatures vary slightly as the thermostat was turned off during the simulations.
Notable is that the fluctuations indicated by the standard deviations are doubled



34 Chapter 4. Results and Discussion

Table 4.5: Drift values in the total energy for the different systems. The drift was calcu-
lated as the slope of a linear regression fit to the energy values, ± denotes standard error
of the estimate.

System k [kJ/mol · nm2] Drift ·10−5 [kJ/mol· ps]

PBC - 0.2± 0.02
Droplet 0 4.5± 0.1
Molten 100 5.4± 0.1

1000 5.0± 0.1
Single-Layered 3000 4.3± 0.1

10000 4.9± 0.1

Table 4.6: Average temperatures and densities for different systems, where ± denotes
standard deviations. Simulations were run for 1 ns and averages are over 100 time frames.
Corresponding energies can be found in Table 4.4.

System k [kJ/mol · nm2] 〈T 〉 [K] 〈ρ〉 [kg/m3]

PBC - 299.8± 1.1 997.8± 12.0
Droplet 0 299.2± 2.2 1008.3± 12.3
Molten 100 299.0± 2.4 1007.0± 13.5

1000 297.7± 2.2 992.9± 12.2
Single-Layered 3000 297.0± 3.3 1095.3± 10.3

10000 304.1± 3.8 1066.1± 10.9

for the droplet and molten boundary compared to simulations with periodic bound-
ary conditions, and tripled for the single-layered boundary model. The densities
are comparable to the density of the simulation with periodic boundary conditions,
which reproduces the density for the SPC/E water model [49]. However, the av-
erage densities of the single-layered model is notably higher than all other models.
The reason for this is not entirely clear and more simulation experiments and anal-
ysis will need to be performed to understand exactly why the density rises. It is
also notable that when the force constant is lower the density becomes higher. The
geometry of the net is such that all molecules have a distance close to a maximum
in the radial distribution function even though the structure of the boundary in
itself is artificial and does not reproduce the radial distribution function. Allowing
the boundary molecules to move more likely gives rise to more energetically unfa-
vorable configurations as the molecules try to distribute and order according to the
radial distribution function. Instead they are stuck in a transition step between
the somewhat energetically favorable single-layered boundary structure and the
even more favorable structure of natural water. Another interesting feature of the
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single-layered boundary model is that the density fluctuations are a bit lower than
for any of the other models, that all have similar values of the fluctuations. It is
also worth mentioning that the implemented method to measure the density is not
very good, as it is computed as the average of several localized densities of smaller
spheres within the droplets. The location of these spheres were also determined
by using a predefined radius from the center of mass of the droplet system. The
fluctuations in shape of especially the single-layered model make it more difficult
to get a good estimate of the density. To account for underestimates of the density
that can occur when the boundary bends inward towards the center of the droplet,
a small buffer region of 0.15 nm was used between the initial boundary and the
density measurement region.

Structural Properties

The structural properties of the liquid water contained inside the boundary models
were studied with radial distribution functions or pair correlation functions. The
radial distribution functions for different atom pairs can be found in Figure 4.2 for
the molten boundary and in Figure 4.3 for the single-layered model. For the molten
boundary it can be seen that the radial distribution functions agree with only minor
differences to the one for periodic boundary conditions and the unrestrained water
droplet (k = 0). For this model the boundary was included in the measurement,
which shows that it does not have much effect to the structure of the contained
system, at least when the boundary and the system contain the same molecule
types.

For the single-layered boundary model in Figure 4.3 artifacts to the liquid water
structure are clearer. Especially clear is that the first minimum in Figure 4.3a is not
as deep as for simulations with periodic boundary conditions or a free water droplet.
The second maximum is also flattened compared to the reference simulations, but
when the radius r is approaching 1 nm the functions still agree pretty well. This is
in contrast to the radial distribution functions computed for the elastic bag model
[35] where a large drop could be seen in this region. Artifacts close to the boundaries
will only contribute to the end of these curves as the spherical shells being used for
the counting can not contain any empty space from outside the water droplet (see
Figure 3.5). Instead artifacts seem present around the first hydration shell of the
center molecules, that are at least 1.15 nm from the boundary in the single-layered
model.
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(a) Oxygen - oxygen

(b) Hydrogen - hydrogen

(c) Oxygen - hydrogen

Figure 4.2: Three different radial distribution functions of atom pairs within liquid water
in the molten boundary model.
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(a) Oxygen - oxygen

(b) Hydrogen - hydrogen

(c) Oxygen - hydrogen

Figure 4.3: Three different radial distribution functions of atom pairs within liquid water
of the inside of the single-layered boundary model.
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Dynamical Properties

Dynamical properties of the liquid water contained by the boundaries were studied
with the velocity autocorrelation function and the mean square displacement. The
first represents dynamics over short time scales while the latter reflects dynamics
over longer time scales. In Figure 4.4a the velocity autocorrelation function of the
molten boundary is shown. Here, boundary effects give curves that deviates from
the ones derived from periodic and unrestrained droplet simulations between the
times 0.1 ps and 0.3 ps. The higher the force constant is the larger the deviation,
which is an indication of surface effects coming from restraining and almost fixing
the boundary molecules.

The velocity autocorrelation function of the single-layered model is shown in
Figure 4.4b. Compared to the molten boundary the curves of the single-layered
boundary agree better with the one generated with periodic boundary conditions,
especially for times between 0.2 ps to 0.4 ps. However, the first minimum does
become a little bit deeper for the single-layered model. It is interesting that the
behavior with less artifacts for lower force constants seen in the molten boundary
model is not present in for the single-layered model. Rather, a lower force constant
yields autocorrelation functions that seem to deviate more from the reference curve.
This is likely due to the reason earlier proposed in the section Thermodynamic
Properties, that the net geometry is such that most molecular distances are at values
corresponding to the first peak in the oxygen-oxygen radial distribution function. If
these boundary molecules are allowed to move around they will quickly reach very
energetically unfavorable configurations corresponding to the first minimum in the
distribution function, which likely leads to more artifacts when other molecules
respond to these induced forces.

The mean square displacement of the molten boundary model has been plot-
ted in Figure 4.5a. Here, the same trend is visible as in the plot of the velocity
autocorrelation function, namely that higher force constants deviates more from
the simulation with periodic boundary conditions. It also remains clear that the
molten boundary model introduces artifacts to the dynamical behavior of the free
molecules of the system. When looking at the mean square displacements of the
single-layered model, displayed in Figure 4.5b, the behavior described by the veloc-
ity autocorrelation function is again confirmed. Compared to the molten boundary
the single-layered model shows less evidence of artifacts as the curves align better
to the references. Also, the higher force constant yield the better fit and it is almost
completely parallel to the reference curve.

Self diffusion coefficients, that can be obtained from either the integral of the ve-
locity autocorrelation function or the slope of the mean square displacements, have
been summarized in Table 4.7. As the values have been obtained from the velocity
autocorrelation functions and mean square displacements the values of the diffusion
coefficients reflect the conclusions drawn in the previous paragraphs. The single-
layered boundary model with the force constant k = 10000 kJ/mol · nm2 yielded
the best fit to the periodic simulation results. From the table it can be seen that
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(a) The Molten Boundary

(b) The Single-Layered Boundary

Figure 4.4: Velocity autocorrelation functions of the two boundary models.
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(a) The Molten Boundary

(b) The Single-Layered Boundary

Figure 4.5: Mean square displacements of the two boundary models.
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the diffusion coefficients obtained from velocity autocorrelation functions generally
are lower than the ones obtained from mean square displacements, except for the
two reference systems with periodic boundary conditions and unrestrained droplet.
It is also worth noticing that the correct diffusion coefficient for the SPC/E water
force field in periodic simulations, at D = 0.25 Å2/ps [49], has not been reproduced
by either velocity autocorrelation functions nor mean square displacements. It is
possible that there are small errors in the implementation of the analysis functions
that were used, or more radically that something is off within the OpenMM pack-
age. As the analysis tools were not available neither in the C++ nor the higher level
Python interfaces it is possible that the corresponding dynamical properties have
not been extensively tested by the OpenMM developer team. It is also important
to note that the higher densities of the single-layered boundary model described
in Table 4.6 can give an underestimation of the self-diffusion coefficients for this
model. Therefore, these results should be taken as preliminary and more studies
will be needed to reach more conclusive results.

Table 4.7: Self-diffusion coefficients computed from the velocity autocorrelation function
(VAC) and mean square displacement (MSD), ± denotes standard error of mean.

System k [kJ/mol · nm2] DVAC [Å2/ps] DMSD [Å2/ps]

PBC - 0.298± 0.007 0.273± 0.004
Droplet 0 0.306± 0.007 0.281± 0.005
Molten 100 0.239± 0.006 0.247± 0.004

1000 0.199± 0.005 0.230± 0.003
Single-Layered 3000 0.251± 0.006 0.258± 0.005

10000 0.248± 0.006 0.273± 0.006

4.3 Computational Efficiency

The computational efficiency of the two developed models and the two reference
systems were studied by running 50000 molecular dynamics steps with the time step
1 femtosecond, i.e. 50 picoseconds long, with output generated every 10000 steps
or 10 picoseconds. The simulation code has been shared-memory parallelized with
OpenMP to be capable of multi-threading in most of the calculations. Benchmark
results are shown in Table 4.8 when run on a laptop computer with eight logical
cores. From this table it can be concluded that removing the periodic boundary
conditions, which is the main difference between the periodic and droplet systems,
yields around 30% faster simulations in the current implementation. The molten
boundary model had a boundary thickness of t = 1.0 nm which meant it contained
4761 extra molecules around the free system. With so many extra particles and
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forces to keep track of it is not strange that the wall clock time is longer for this
system. However, if the wall clock time is scaled with the total number of molecules
as shown in Table 4.9 the molten boundary model runs faster than both the periodic
and droplet systems. The thick boundary region needed in this model is of course
its great disadvantage as a major part of the total system consists of boundary
molecules and springs. However, when used in a future molten-zone molecular
dynamics simulation it might still generate a large speed-up as the total number of
water molecules can be greatly reduced.

The single-layered boundary model is surprisingly faster than the unrestrained
water droplet, which makes it the model with best performance of all tested. This
is despite it containing 642 more molecules and thus need to keep track of 1920
extra spring forces compared to the unrestrained droplet. Table 4.9 also shows a
much lower wall clock time needed per molecule and picosecond. The reason for
these counter-intuitive results remain unclear despite efforts to find any errors that
would disfavor the unrestrained water droplet performance-wise. Similar results
have been reproduced at multiple occasions and should not depend on any external
factors temporarily needing resources from the computer.

Table 4.8: Average wall clock times with standard deviations for different systems. Aver-
ages are over five 50 ps simulations running in parallel on eight logical cores, ± denotes
standard deviations.

System Ninside Ntotal Wall clock time [s] Performance [%]
PBC 3274 3274 847.2± 2.2 66.5

Droplet 3275 3275 614.7± 8.9 91.6
Molten 3275 8036 1367.9± 91.2 41.2

Single-Layered 3275 3917 563.2± 15.4 100.0

Table 4.9: Wall clock times obtained from Table 4.8 scaled with simulations time and
total number of particles Ntotal .

System Scaled wall clock time [s/molecule·ps]
PBC 0.0052

Droplet 0.0038
Molten 0.0034

Single-Layered 0.0029
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4.4 Limitations

The work presented in this thesis has been the very beginning of the development of
the Molten-Zone Molecular Dynamics simulation method and therefore the devel-
oped boundary models are still at a rather primitive stage. However, it is important
to study the simplest possible models first, learn how they fail and then carefully
add on more complexity as it is needed. The current models have first of all only
been tested on liquid water even though biomolecular systems does not exist in pure
water but usually need various ions in different concentrations to function properly.
Until this has been tested it remains unclear if the boundary models will work
when the boundary region consists of just water molecules or if some alterations
in the boundary composition will be needed. Another problem is diffusion. If a
solute, for example a small protein, is placed inside such an elastic water droplet
problems arise when it diffuses to the boundary and experiences extra pressure due
to the solvent and boundary pushing from opposite directions. This may affect the
protein dynamics. Li et al. approached this problem by anchoring the solute to
the center of the simulation sphere with a harmonic spring [35]. However, there is
a risk this will lead to energy build-up, in fashion similar to how solvent can push
the solute onto the boundary. The Molten-Zone Molecular Dynamics is nonethe-
less mainly designed to enable studies of localized processes, e.g. translocation, in
large molecules like the ribosome, and thus not primarily to handle diffusion of de-
formable molecules. Since the elastic water droplets are made up of just water, they
are of course unsuitable to use inside membranes and can only be used for studies
of completely solvated systems. Many more open questions remain regarding the
merge of the elastic water droplets with the molten zones to construct the complete
Molten-Zone multi-resolution system, but these will not be discussed in detail here.



44



Chapter 5

Conclusions

In this thesis two different elastic water droplet models, aimed to be used as bound-
ary condition around solvated systems, have been developed and tested. This was
also the first step in the development of a new multi-resolution simulation method
called Molten-Zone Molecular Dynamics. The performance of the two water droplet
models have been assessed from three criteria - the ability to contain molecules
under high pressure, the ability to not introduce unwanted artifacts and the com-
putational efficiency. In terms of artifacts three different properties were studied
- thermodynamic, structural and dynamical. The results suggest that the single-
layered model is the best candidate to use as boundary conditions as it is able to
contain molecules, has the lowest computational cost and perform surprisingly well
in terms of reproducing the dynamics of conventional simulations. Although the
other model, the molten boundary, works best in terms of reproducing the structure
and thermodynamic properties it is not able to fully contain the free molecules of
the system, which has to be a minimum requirement for a boundary condition.

5.1 Future Work

As this project is still very young there is much room for improvement. First,
the already developed water droplet models should be further studied with liq-
uid water. One thermodynamic property that was not tested in this thesis is the
pressure, simply due to the difficulties of implementing such a measure with the
given system geometry. Still, the pressure would be especially interesting to study
in the single-layered model as it is believed to give isotropic simulations without
the need for a barostat. In the present models the volume outside the droplets is
vacuum, which is likely to cause to outermost boundary molecules to over-polarize.
Therefore, making an electrostatic map of these models would be very useful to
assess the electrostatic behavior. Possibly unwanted effects can be addressed by
adding either some mean-field approximation of water electrostatics to replace the
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vacuum or apply some extra force field term to each boundary molecule that can
mimic surrounding solvent. Further, other geometries of abounding nets should
be tested. Perhaps a three dimensional tetrahedral or trigonal net geometry, often
seen in liquid water, or even a hexagonal geometry (to form a sphere a fair amount
of pentagons will of course be needed too) native to ice could give better results?
For each such net geometry that is tested longer simulations should also be run to
ensure that molecules do not crystallize, as could be expected if there is a boundary
made of one sheet of ice. It is also of highest interest to study the water droplets as
the size reduces, especially since any boundary effects will manifest clearer in the
analysis. By refining the water droplets further it is very likely that better results
can be achieved. Once the boundaries have been optimized for liquid water they
should be tested for more complex systems like ions in water or small proteins and
refined as needed. If satisfying results can be achieved the droplet can then be
merged with the molten zones to form the first Molten-Zone Molecular Dynamics
multi-resolution model. Further ahead, it is also necessary to ask ourselves about
the theoretical implications of Molten-Zone Molecular Dynamics. How will all the
restrained particles and different resolutions affect the statistical mechanics? What
will happen to the ensembles when zones are molten? Even though there is still a
long way to go before any working version of a Molten-Zone Molecular Dynamics
code will be available, given that the artifacts can be sufficiently minimized it will
be a powerful method allowing for much faster molecular dynamics simulations that
will bring in large systems currently out of reach for conventional methods to the
hands of the researchers. Possibly, it will also allow for more detailed and thus
computationally expensive force fields without extending the run times of already
very demanding computations, something that is currently a high priority in the
field.

Computer simulations of biomolecules will never completely replace experi-
ments, but can provide useful insights about a system that are not attainable
through experiments. Simulations offer precise control of the system, something
that can be very difficult to achieve in the laboratory, especially on the atomic
level. This level of control allows researchers to perform experiments that can give
important clues about the studied system. Moving the initial trial-and-error ex-
perimentation to a computer benefits the society to save both time, money and
possibly animal lives or suffering within biomedical research. The potency of a
potential drug can for example be extensively tested on a receptor in a computer
before in vitro or in vivo experimentation even starts. Many systems at the heart
of biology, e.g. many membrane proteins, ribosomes or polymerases are currently
very challenging to study in simulations due to their large sizes and slow motions,
something that requires great computational resources. For this reason, the devel-
opment of multi-resolution simulation methods is important as the computational
cost of simulations can be reduced, allowing simulations of larger systems, longer
time scales and with better models.
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