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Abstract

In recent years autonomous vehicles have gained attention as being the potential future
for the automotive industry. A central part of an autonomous vehicle is the way that
the vehicle locates itself relative to the surrounding environment. This localization can be
efficiently performed simultaneously as building a map of the environment, a process called
Simultaneous Localization And Mapping or SLAM. In this thesis, the basic algorithms
that lay the foundation for the current state of the art of SLAM, and their refinements are
studied with the goal of procuring a comprehensive list. The secondary goal is to create
a simulation platform for assessing the performance of different algorithms.

The thesis is commissioned by automotive consultancy AVL that will use the results to
build their knowledge base within the autonomous field. Each algorithm that is mentioned
has been looked at from a historical, mathematical and application perspective. This has
resulted in a literature study containing thirteen algorithms and a table containing a cat-
egorization for easy and quick comparison. Categories of SLAM algorithms are identified
to be map type, complexity, hypothesis and basic algorithm. Among the basic algorithms,
the classic Kalman Filter and Particle filters have been found, along with modern Maxi-
mum a Posteriori algorithms. Furthermore, EKF and fastSLAM have been simulated in
a Matlab environment for comparison. A development and simulation platform has also
been developed in software frameworks Gazebo and ROS. This platform ensures modu-
larity where algorithms can be exchanged and simulations can be run simultaneously as
a real life implementation. The results from the simulations show that the simulation in
Gazebo can produce similar results as the traditional simulations in Matlab.

It is difficult to know exactly which algorithms that are used in commercial applica-
tions. Using the information from the literature review, a discussion is made regarding
which algorithms may be suitable for real life usage. The conclusion is that most likely,
combinations of several algorithms are used in order to leverage the benefits from each,
as well as mitigate weaknesses.
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Sammanfattning

På senare tid har autonoma fordon fått uppmärksamhet som en möjlig framtid för for-
donsindustrin. En central del i ett autonomt fordon är hur det lokaliserar sig i sin om-
givning. Lokaliseringen kan göras effektivt samtidigt som fordonet bygger en karta av sin
omgivning, en process som kallas Simultaneous Localization and Mapping, eller SLAM. I
detta examensarbete undersöks algoritmerna som utgör grunden till den nuvarande fram-
kanten i ämnet, samt hur de kan förfinas. Det primära målet är att göra en lista som
grundligt kategoriserar algoritmerna. Det sekundära målet är att skapa en simulerings-
platform där de olika algoritmernas egenskaper kan jämföras.

Arbetet är beställt av konsultfirman AVL som verkar inom fordonsindustrin och ska
användas för att bygga AVLs kunskapsbas inom autonoma fordon. Varje algoritm som
undersökts skärskådas i en historisk, matematisk och tillämpad synvinkel. Detta har re-
sulterat i en litteraturstudie som innehåller tretton olika algoritmer och en tabell som in-
nehåller kategorisering for snabb och enkel jämförelse. Kategorier som identifierats är typ
av karta, komplexitet, hypotes och grundläggande algoritm. Bland dessa finns de klassiska
Kalman- och Partikelfilterna samt de mer moderna Maximum a Posteriori-algoritmerna.
Vidare har EKF och fastSLAM simulerats i en Matlab-miljö för att jämföra prestanda
mellan två olika typer av algoritmer. En mjukvaruplattform har utvecklats i Gazebo och
ROS för att kunna simulera och jämföra algoritmer. Plattformen baseras på modularitet
där algoritmer kan simuleras samtidigt som de körs på riktig hårdvara. Resultaten från
experimenten visar att den utvecklade testplattformen presterar likvärdigt som teoretiska
simuleringar i Matlab.

Det är svårt att veta exakt vilka algoritmer som används i kommersiella implemen-
teringar av SLAM. Genom att använda informationen från litteraturstudien görs en dis-
kussion om vilka algoritmer som är lämpliga för riktiga applikationer. Slutsatsen är att
kombinationer av grundalgoritmerna antagligen används för att utnyttja fördelarna med
dem, samtidigt som nackdelarnas inflytande minskas.
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Chapter 1

Introduction

In recent years, autonomous driving has received a great deal of attention. This is
partly because technology has advanced and matured to a point where autonomous
vehicles now can be seen on the streets. High profile car Original Equipment Man-
ufacturers (OEMs) such as Tesla and Volvo help raise the understanding of au-
tonomous driving (AD) by offering this feature in their products. Autonomous
vehicles and machinery contribute with a wide range of advantages to those driven
by humans and not having to drive yourself can offer a comfortable and secure
alternative to the cars of today. However, regulation, the wide user base, many
applications and the large amount of vehicles, make the adoption rate in the pri-
vate market slow. The industrial market on the other hand often has the benefit
of highly controlled environments that enables specific use cases. For example,
Komatsu has developed an autonomous dumping truck for usage in the mining
industry [42]. A mine is a closed off, controlled environment which makes it ideal
for early implementations of autonomous systems. There is less need for regulation
if the system is to operate machinery in an environment where vehicle to human
interaction is limited. Even though the fully autonomous car is a few years into the
future, there are systems like lane detection, platooning etc. being implemented as
driver assist features in vehicles today. These systems could be expanded and make
AD available for non-privately owned vehicles in the near future. This could go on
while privately owned vehicles waits for society to catch up with legislation.

For all implementations of autonomous driving, accurate localization is a key
component. There must be a clear notion of the present position of the vehicle
to be able to have a good base for decision making. The problem of localization
is directly linked to that of mapping; there must be a map of the environment in
order to have a reference frame to localize within. Since the same sensor data can
be used for both localization and mapping, these can preferably be combined to
make use of the same sensor readings. That is where Simultaneous Localization
And Mapping (SLAM), comes into effect. SLAM is the process of building a map
and localizing the vehicle within that map. This thesis report reviews the current
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4 CHAPTER 1. INTRODUCTION

state of the art of the SLAM research field and relates it to the use in ground driven
vehicles.

1.1 Background

This thesis project is commissioned by the controls department at AVL Sweden.
AVL is one of the worlds largest independent consulting company working with
power train and has businesses within powertrain engineering, simulation and test-
ing and instrumentation [6]. This project is a part of developing the knowledge of
autonomous vehicles internally at the office in Södertälje south of Stockholm. Be-
ing an early exploratory study, the main research question this thesis will attempt
to answer is What are the pros and cons of different SLAM algorithms which are
suitable for autonomous vehicles?. Since the question is unspecific, this thesis have
expanded the question in to three more concrete questions. These are

• Which SLAM algorithms are available and relevant in the usage scope of an
autonomous vehicle?

• What is the theoretical performance of each algorithm?

• What input and processing power are needed for each algorithm?

Combining both the localization and the mapping problem is rather complex. To
effectively localize itself, [5] means that the vehicle needs to have an accurate map
with which to compare its sensor readings but at the same time, it needs to relate the
map to a correct position. Thrun et al. [60] determine that the SLAM problem arises
when the vehicle does not have access to a map of the environment or its own pose.
The only input to the vehicle according to [35] is that of its own sensors together
with a knowledge of its kinematic model. One might ask if autonomous vehicles
really need SLAM, and there are examples where it is not needed. For example, [16]
writes that in a limited environment, artificial beacons can be manually put up and
used as landmarks. This eliminates the need for map building and the vehicle only
needs to focus on localization. In some applications, Global Positioning System
(GPS), can be used for localization. This can also be seen as a kind of beacon based
localization where [16] says that the satellites are beacons with known location.
However, if the vehicle needs to build a map of an unknown environment using the
sensors on the vehicle, SLAM is suitable.

1.2 Scope and Constraints

In order to give an introductory view into the SLAM field, this thesis will deliver
a thorough literature study that covers a wide range of different SLAM algorithms
within the suitable scope. Different algorithms shall be categorized in order to find
what algorithm will be suitable for which use case. The algorithms and categories
shall be summarized in a table that gives an overview over the most common
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properties. An expandable test and simulation platform should be designed in
order to allow testing of algorithms and a proof of concept shall be made to show
its function.

In order to reduce the scope of the project, certain simplifications are made.
Since SLAM is a large subject, there is a wide range of contributors to the research
field. The subject covers a variety of vehicles operating in air, water and on ground,
and for this thesis, only ground vehicles are covered. Even though ground vehicles
exists in a 3D world, their movement is with 2D constraints, therefore the com-
plexity is reduced to cover 2D SLAM algorithms only. This is also in line with the
current stage of development within AVL. There is also a focus on cost effective
solutions since there is a budget on around 10,000 SEK. This means that choice
of hardware, both sensors and processors, is limited. Robust and accurate imaging
systems and computers capable of handling visual methods are often costly, and
therefor will visual methods not be looked at in this thesis. Excluding visual meth-
ods also reduces the amount of algorithms available for investigation, allowing for
a focus on a core set of algorithms. The price of sensors is constantly decreasing,
however, high end sensors are still very expensive. GPS can be a convenient tool
in order to locate a vehicle in a global perspective. There are however limitations
to the usage of GPS. One of the most limiting is that it requires a line of sight
to the satellites, which means that indoor or underground applications not will be
feasible. In addition to this, high buildings may also block satellite reception and
may also limit the usability of GPS.

1.3 Methodology

The main deliverable of this thesis is the literature study. As discussed in Sec-
tion 1.2, the SLAM research field is both wide and dense and to handle the com-
plexity a breadth first search approach was taken. The initial work was conducted
using well cited and seminal books such as [60] and [13], along with research papers
that review the current state of the art of the field, e.g. [16] and [35]. Addition-
ally, research databases like IEEE Xplore and Scopus were queried using search
terms aiming at applications of SLAM rather than specific algorithms. Applica-
tions searched for included car, vehicle, robot. The subject matter of found articles
was determined by reading the abstract and relevant articles were saved for future
reading.

After the review of the SLAM field was completed, the selected material were
read in more detail. Using information gathered in the first phase along with
the use case of AVL, algorithms could now be chosen as candidates for further
study. This phase of the thesis was entailed researching the functionality and
details of the algorithms. This information was entered into the literature review.
Simultaneously, potential categories was gathered to help with the classification
of SLAM algorithms. For each algorithm, information about the basic theoretical
foundation was studied as well as the current state of the art implementation of
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it in cases where it could be found. SLAM research is iterative and researchers
often present minor variations to existing algorithms that slightly improve their
performance in some specific case. Intermediate algorithm iterations were discarded
and focus was put on well known algorithms that lay a foundation for SLAM. The
approach taken in this thesis is that if there is a solid base where the main algorithms
in the field are highlighted, it will be easier to understand minor variations for
improved performance and to build knowledge base for future implementations.

After the literature review phase was done, there was a foundation of algorithms
chosen and put to paper. Preparations for simulation were now made. Feasible al-
ternatives for simulation were studied. Consideration was taken to enable potential
future use as well as easy adaptation to perform SLAM on real hardware. Robot
Operating System (ROS), was found to be suitable. After testing to integrate a few
other simulation software with ROS, Gazebo was chosen due to it’s good integration
capability with ROS, simplicity to use and its stable testing environment.

At this point, tutorials and guides for ROS and Gazebo were studied. There is
an active community for both systems and information on the internet is plentiful.
Using this information, a simulation framework was built. The architecture of the
simulation was made with modularity in mind and only well documented ROS
libraries were used. Experiments were set up so that they could easily be launched
and edited if needed.

1.4 Sustainability

The development towards autonomous driving is driven by a number of core reasons.
The companies that are pushing the development picture a safer, more convenient
and more environmentally friendly road transportation climate. To put these rea-
sons in context it can be interesting to look at the statistical background and future
predictions for the autonomous automotive sector.

In 2015 alone, road related accidents where, with 1.3 million death, the tenth
biggest cause of death in the world according to World Health Organization [52].
Road related deaths is surpassed by Tuberculosis, Diabetes Mellitus and Alzheimer
disease by only a small margin. In Sweden alone [66] reported that there were just
under 20,000 road related injuries or deaths reported to the police in 2015. This
large amount of road related accidents puts a lot of burden on a nations social
functions, insurance companies, car companies etc. Fagnant and Kockelman [15],
suggest that as much as 90% of all road related accidents are caused by driver
related errors. This percentage also excludes the fact that when an accident is due
to the environment affecting the vehicle, a factor of excessive speeds, distractions,
inattention from the driver etc. can often be found as contributing factors. In
extension this could mean that autonomous vehicles will eliminate a large number
of these accidents. A computer will never lose focus, become tired or drive under the
influence, instead a computer will keep a constant awareness of what is happening
on and around the road.
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Sustainable development is characterized by the three pillars social, econom-
ical and ecological sustainability. The social impacts of autonomous driving are
bounded only by ones imagination. Society will greatly benefit from lower rates
of accidents and less need for a well established support structure for the vehicles.
Less need for parking space since cars can park themselves, will free up attrac-
tive real estate for buildings or parks. No time spent driving around looking for
a parking space will reduce emissions and particles in the city air and car fleets
makes privately owning a car less of a necessity. The convenience of not driving
yourself will also facilitate performing other tasks on the road, much like a train or
an airplane. The benefits of making cars autonomous could potentially be many.
It should however also be noted that hacking modern cars have become a hot topic
with the successful hacking of a Jeep Cherokee [31]. Making a car fully autonomous
is a risk, not only for take-overs but may allow the hacker to steal sensitive data
about the owner of the car.

The economical aspects of autonomous driving can be hard to foresee. For the
average consumer the expenditure for transportation will most likely go down. In
a lot of cases a common family will not need to own a car if there will be fleets of
cars that drives around to pick them up, much like a taxi. The difference will be
that there is no need for a driver and therefore the taxi fare will be low, and might
be reduced even further if the passengers are willing to share the taxi with someone
going in the same direction. There are also benefits for businesses and industry
as autonomous driving will create new types of jobs and need for new services.
Much of the OEM manufacturing that is done today will remain since the cars will
need engines, chassis, interior etc. In addition there might be new job and business
opportunities in software development and sensor manufacturing since it is likely
that today’s OEMs will need to collaborate with software companies in order to
produce the highly complex software systems needed. The usage ration is however
likely to go up meaning that less cars and thus less resources is spent on building
cars.

The environmental aspects are probably those that are hardest to predict. It
has been suggested that a car is parked around 96% if its life. This usage ratio is
likely to increase since the cars can be used even though it is empty and a family
can use the same car to drop the parents off at work and the children of at school
and at after school activities. This means that the car is likely to be driving around
empty to some extent. Additionally there will be less time driving around searching
for a parking spot, more efficient highway driving. The convenience of the car being
able to drive away to charge up its battery will also likely become incentive to push
development for the electrification to spread and speed up.

1.5 Ethical aspects

One of the most common things that surface when there is a discussion about
self driving cars is some variation of the Trolley problem. The modern version of
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the Trolley problem was introduced by the British philosopher Philippa Foot in
1967 [41]. Imagine a trolley speeding down the railroad tracks towards a fork in the
tracks. If nothing is done, the trolley will hit a crowd of five people that can’t move
out of the way, but if controls the trolley so that if you pull it, the trolley will take
the fork an thus kill the one person instead of five. The ethical aspect of this is that
by doing so you actively decide to take one persons life instead of doing nothing
an not actively killing anyone. There could be scenarios where the car must choose
between driving off the road and potentially killing the passengers, or continue on
and hit people in front. This is not a problem for only autonomous vehicles, the
same problem exists today where the driver may be forced to make a split second
decision on whether the trolley turns in the fork and hit only one person. In your
hand is a lever that controls the trolley so that if you pull it, the trolley will take
the fork an thus kill the one person instead of five. The ethical aspect of this is that
by do so you actively decide to take one persons life instead of doing nothing an not
have actively killed anyone. There could be scenarios where the car must choose
between driving of the road and potentially killing the passengers, or continue on
and hit people in front. This is not a problem for only autonomous vehicles, the
same problem exists today where the driver may be forced to make a split second
decision on whether to swivel off the road or continue on its deadly path. The
responsibility questions is more difficult for an autonomous vehicle though, who is
to blame if something does happen? Another issue is if the car companies will be
allowed to build systems that will prioritize the life of the passenger inside the car
over that of the pedestrians outside. The problems that needs to be addressed by
the authorities are many and the judicial view on road vehicles will likely need to
change. These problems not solely related to the systems of the future, problems
with systems that exists in the car today, like cruise control, Anti-lock Braking
System ABS etc. have been reported. There have also been problems regarding
responsibility in cases like the Toyota recalls in 2009–11 described by [7] where it is
likely that software and redundancy problems caused Toyota’s sudden unintended
acceleration, resulting in 37 deaths. This also points out the need for a third party
organization that will regulate and work out the process to handle these questions.

To become more specific and address SLAM, there is a strong link between
SLAM and how the trajectory planning functionality makes decisions. Every deci-
sion that is made is based on the information that the SLAM algorithm is producing.
This means that the better information the SLAM module produces, the better de-
cision can be taken by the systems that are downstream. This is however true for
most systems in the chain from sensor to actuator. The robustness is important for
every link in the chain and if one functionality brakes the whole system might brake.
One of the challenges for those who develops the systems that are used today is in
testing and making sure that they are working as intended. The high complexity
of millions of rows of software code and linking numerous computers that need to
work together will surely produce bugs. The problem with systems with high level
of complexity is that it is impossible to test every outcome. The likely scenarios is
tested all the time, but the ones that is highly unlikely and only appears one in a
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million is often the ones that is not spotted until something happens. Who should
take responsibility is up to the authorities to figure out.





Chapter 2

Definition and Theory

This section covers the theoretical aspects of SLAM. The purpose is to build a
theoretical framework that is then expanded upon in the coming sections, covering
specific algorithms for solving the SLAM problem.

2.1 Probability Theory

All SLAM algorithms are based on probabilistic methods, which makes it natural
that probability theory plays a large role. This section explains some of the basic
concepts used in this thesis.

The mean of a stochastic variable is described as the expected mean value from
an infinitely large poll of sample from the stochastic variable by Bloom [9], often
denoted by the variable µ. The variance Σ is a measurement of the spread around
the mean of a stochastic variable. The covariance is a symmetric matrix that
describes the variance between the variables

Σ(X,Y ) = E[(X − µX)(Y − µY )] (2.1)

where X and Y are random variables and E[X] is the expected value of the random
variable X.

The Gaussian distribution, also called the Normal distribution, often denoted
N is probability distribution often used in probability theory. This is because of a
number of beneficial properties it possess. Firstly Bloom [9] says that measurement
errors that consist of a large number of independent and similarly sized random val-
ues approximately take the shape of a normal distribution. The normal distribution
also has some beneficial mathematical properties that make it attractive to use. A
multivariate Gaussian distribution is given by the equation

p(x) = det (2πΣ)−
1
2 e−

1
2 ((x−µ)T Σ−1(x−µ)), (2.2)

where Σ is the covariance matrix of the state vector x. The mean vector is given by
µ. The Gaussian distribution is a unimodal meaning that it has a single maximum.

11
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Reviewing Equation (2.2), some of the important properties of the Gaussian dis-
tribution can be seen. One of these is that the joint distribution of two Gaussians
yield a new Gaussian distribution according to [9]. These properties are used in a
number of algorithms, most notably the Kalman Filter.

Conditional probability is a central part of most SLAM algorithms. Let X, and
B be two events. Then

p(X|Y ) = p(X ∩ Y )
p(X) (2.3)

is the conditional probability of Y under the condition that X have occurred. The
benefit of this is that if X is known to have occurred the new sample space can be
limited. This conditional probability can be extended to something called Bayes
Theorem where if Y is known and X is unknown, the probability can be calculated
as

p(X|Y ) = p(Y |X)p(X)
p(Y ) . (2.4)

Here, p(X) is the prior and p(Y |X) is the posterior. However, Bayes theorem only
holds when X and Y are independent events.

2.2 Simultaneous Localization And Mapping

Robotic mapping is a problem that can be tracked as far back as the late 80s accord-
ing to [16] and [35]. This is when probabilistic approaches for solving the SLAM
problem first appeared. [35] says that the advantage of probabilistic solutions com-
pared to deterministic is that noise in both input and output is modeled explicitly.
Noise is by its nature random and by representing the vehicles location as a Proba-
bility Density Function (PDF), information about possible poses can be conserved
in the PDF. Furthermore, the probabilistic approach allows the estimates to be
incrementally improved over time according to [5]. The downside of this approach
is that the vehicle can never know its own or the landmarks exact location with
absolute certainty, though it might be argued that this is an implication of limita-
tions of sensors rather than of the method. Adding noise into the equations also
greatly increases the degrees of freedom of the problem since there is no one and
true way to model noise, e.g see chapter 6.3 in [60] where one sensor noise model is
a combination of 4 different types of noise PDFs.

As previously stated, in the SLAM research field is highly iterative. This means
that research papers rarely present a completely new solution to the SLAM problem
but rather an improvement to an already known algorithm, usually to a specific
part of the algorithm. This means that there are a number of base algorithms that
are commonly recurring. This section will cover these recurring algorithms in depth
to give the reader a better understanding of the origins of the SLAM algorithms
explained in the coming state of the art study.

[16] describes a research field where older approaches use Bayesian filtering
techniques such as the Extended Kalman Filter (EKF) method while many recent
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methods use a maximum a posteriori (MAP) approach based on Bayes theorem.
Bayesian filtering approaches use Bayes theorem to formulate an optimal estima-
tion of the true value of a process measured with a noisy signal. Another way of
expressing noise is, according to [63], to say that the signal is uncertain. The fact
that Bayesian filters are stochastic does not mean that the underlying process is
stochastic, but rather that the noise is modeled as a stochastic process. In the liter-
ature, [32] have found that the term filtering is used both to express the separation
of unwanted noise from the true signal as by and to Bayesian formulations used to
estimate the current true state of the process.

Bayesian methods can also be used in to estimate all past states. In those
cases, [63] calls them smoothing.

In order to make calculations tractable in a real-time setting, approximations
and assumptions about the world and the measured process have to be made. It is
these assumptions along with specific numerical methods use to solve the resulting
equations that characterize each specific algorithm.

Theory

Even though the methods for doing SLAM are diverse, there is a common nomen-
clature within the subject. This section aims to cover the basics that make up
SLAM in order to have a common reference point. The area of SLAM comes from
the field of robotics and artificial intelligence (AI) where terms such as robot or
agent are commonly used to describe the object performing SLAM, but to fit the
scope of this thesis the term vehicle will be used throughout the thesis. This is also
appropriate since the use case will always be from a vehicle perspective.

State

Thrun et al. [60] define a state as the collection of all aspects of the robot and its
environment that can affect the future. A state can with this definition be divided
into two categories, static and dynamic states. Static states are states that do not
tend to change, e.g. a wall or other static landmarks. Dynamic states are states that
change frequently with time, e.g. the vehicles position and orientation compared to
a global reference frame. Position and orientation are often combined into a vehicle
pose, also by [60]. In the case of a rigid vehicle the pose consists of 6 variables, one
translational pose (x, y, z) and one rotational for each cartesian direction (pitch,
yaw, roll). It is also beneficial to divide the state into vehicle and environment
state. In the case of a non-rigid vehicle, the vehicle state may contain information
about joint positions and velocities. Thrun et al. [60] call the robot configuration
kinematic state, and velocity information is part of the vehicles dynamic state. The
nature of the environment state depends on the SLAM algorithm used but it gen-
erally contains position about landmarks in the environment as well as an identifier
to separate it from other landmarks, where that information is needed. Location
and velocities of surrounding objects may also be contained in environment state
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according to Thrun et al. In addition to depending on the algorithm used, the
application of the algorithm may also be a factor in the information stored in the
state vector. In a setting where the environment is fixed, velocities of surrounding
objects might not be relevant, while environments that are dynamic and changing
might require a large amount of environment data to be stored in the state. It is
also worth noting that some algorithms update over the entire state vector every
iteration, meaning that a large state vector will increase computational load. Be-
cause of this, a trade off has to be made between the amount and nature of data
stored in the state vector versus available storage space and computational power
in the implementation.

Mathematically, the state is expressed in a way that emphasizes the temporal
nature of it. Denote the time at some instance with t and the vehicles state at
time t as xt. The set of states i.e. the path, or the history, of the vehicle can then
according to [13] and [34] be described as

XT = [x1, x2, . . . , xT ], (2.5)

where T is some terminal time that could tend towards infinity. This notation
implies that the latest state contains all necessary information about past states
and that more information about past states does not help us predict the future
more accurately. [60] say that this is called complete state and processes that fulfill
these requirements are called Markov chains.

The vehicle state contains information about the vehicle at every time instant.
In this project, vehicles are rigid and move in a two-dimensional world. In this case
the pose consists of one x and y coordinate and the yaw angle, θ such that a simple
state with robot pose can be written as,

xt = [x, y, θ] (2.6)

and illustrated by Figure 2.1.

Figure 2.1: Illustration of the two-dimensional pose of a vehicle.
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Depending on which algorithm is used, environment state mi of landmark i may
be appended after pose data in the state vector, i.e

XT = [x, y, θ,m0,m1, . . . ] (2.7)

is the full state vector. The information stored in each landmark mi may differ
depending on the specifics of each algorithm used and the intended application.
A feature based map in a two-dimensional setting would for example have the
following landmark representation,

mi = [mi,xmi,ysi] (2.8)

where si is the identifier for the landmark according to [60].

Measurements

Information about the momentary state of the environment is according to [60]
gathered through sensor measurement data. This can be information about the
distance to an object from a Light Detection And Ranging (LIDAR) measurement
or inertial measurements from an Inertial Measurement Unit (IMU). The mea-
surement of a lidar can be quantified by range, R or the area A covered by the
laser. Sometimes the raw sensor data do not provide the information needed by
an algorithm. An example of this would be that raw ranging sensor data would
not be usable by a feature based SLAM algorithm. Data processing that is done in
order to extract data from raw readings is collectively called a front end. The front
end is responsible for feature extraction and is therefore an important part of data
association, i.e. correctly identifying individual features. Lets denote the ground
truth about the location of landmarks m. There are two types of assumptions
made for landmarks captured by sensors. The first type (and the most researched)
is the time invariant or static mapping algorithms. This means that landmark mi

does not move. The time variant, dynamic, problems are often more complex and,
as [16] describes it, even harder to describe deterministically. The sensor takes
measurements of the environment

ZT = z1, z2, . . . , xT , (2.9)

where zi is the measurement at state i.

Control

Many SLAM algorithms do, according to [13], use knowledge of the current state
as well as knowledge of the current change in state to estimate a future position.
Information about a change in state is collectively called control data. Generally,
motion information can also be seen as the control input used to control the motion
of the vehicle from xt to xt+1 [34, 37, 60].
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Let ut denote the control data during one time step, i.e. from t − 1 to t. The
control history or the relative motion of the vehicle can then be described as

UT = {u1, u2, . . . , uT }, (2.10)
where ui is the change rate of state i.The mean vector is given by µ. Reviewing
Equation (2.2), some of the important properties of the Gaussian distribution can
be seen. One is that linear combinations of Gaussians yield another Gaussian
distribution according to [9], and also that multiplication of Gaussians yield a new
Gaussian. These properties are used in a number of algorithms, most notably the
KF. Examples of control data are vehicle velocity and odometry. Odometry is
state information gathered from sensors that don’t directly measure position but
lets the system infer position from readings. Traditionally odometry is seen as
sensor measurement, and not control. The reason that odometry is modeled as
control is to be able to keep the state space vector small. If odometry would be
modeled as measurements, the resulting Bayes would include the actual velocity
and thus increase the dimensionality of the state space. One example of this is
integrating position from rotational encoders on the vehicles wheels, so called dead
reckoning [60]. An important aspect of odometry is that it can only be calculated
after the actual movement has been made. It is usually rather inaccurate but [60]
says that it can be used as control data even though it is not technically a control
input. Part of the inaccuracies come from drift which is a low frequency error
that increases with time. Some modern visual odometry algorithms that combine
camera data with IMU data achieve very low drift. [19] describes another inaccuracy
is wheel slippage which occur since there is an imperfect bond between the wheel
of the vehicle and the surface.

Online vs. Full SLAM

Once all the parameters have been introduced, it is time to give an estimation for
the current position. Although some, like [25], end the description of SLAM here
and merely say that the next step is to use the above stated information and solve
the problem of finding xt, however, this can be extended. Most recent solutions have
abandoned the deterministic solutions and describe the solution as a probabilistic
approach [34, 13, 60]. A second divider is now reached, there is two different types
of SLAM. In online SLAM the posterior is calculated with the mean and covariance
as

p(xt,m|Zt, Ut). (2.11)
This means that the estimation only takes into account the values of time t and
that the algorithm only seeks to find the present location. The second solution is
called full SLAM and the method then estimates the posterior over the entire path
as

p(XT ,m|ZT , UT ). (2.12)
Full SLAM is less commonly used than online SLAM since it increases in size as
time progress.
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Map types

A map may be seen as a collection of landmarks describing the environment. A
landmark is some kind of feature of the surrounding world that is used to describe
a specific location or object. The maps produced by SLAM algorithms vary in
character depending on how the algorithm produce them. Thrun et al. [60] divides
maps into two main categories, feature based and location-based maps. These map
representations differ in the way a landmark is described. In a feature based map,
each entry in the map refers to a specific feature. The position of each landmark
mn is saved together with information about defining features that can be used to
identify the landmark.

In a location-based map on the other hand, [60] says that each index in the map
refers to a specific position. In addition to these map types one can also make the
distinction between topological and metric maps. In a topological map, the world is
saved as graph-like information, i.e. landmarks are considered as nodes in the graph
and information about how they are connected is stored. A node may be a dead-
end, a T-junction or some other defining feature. The density of a topological map
depends on the environment, if there are few defining features the map will be very
sparse. In a metric map, the world is divided into a grid of regularly spaced fields.
The resolution of such a map is not dependent on the layout of the environment but
the extra resolution compared to topological maps is according to [60] expensive in
terms of computation.

[60] describes location maps as volumetric, i.e. they hold a label for every po-
sition in the world. This means that they do not only contain information about
occupied positions but also vacant positions. This information can be useful when
planning paths through the environment since there is explicit information about
where there is unoccupied space. It is logical to divide a location based map into
grids which is why many location based maps are metric.

One common type of map is the occupancy grid map. As the name implies,
these are metric maps where the world is represented as a grid of positions. Each
field in the grid is assigned a binary index that describes if the position is occupied
or not. Occupancy grid maps are commonly used to represent a two dimensional
slice of the three dimensional world and are therefore popular to use with vehicle
that operate in planar environments. There are also benefits with not needing to
extract features from the environment since this takes up computation power. Grid
maps require the algorithm to loop through all fields when new scans are registered.
Maps with high resolution easily become computationally unfeasible.

Features can be used to describe the location of objects in the environment
which might help the robot localize itself. In robotic mapping, feature-based maps
are popular because of the fact that it is easy to adjust the position of a landmark
after new readings are registered. An inherent downside to feature based maps
is that when used with SLAM in a real setting, a front end is needed to identify
features from raw sensor data. An advantage of feature based maps compared to
location based maps is that the amount of landmarks stored is generally smaller



18 CHAPTER 2. DEFINITION AND THEORY

since only positive sightings are registered.

2.3 The Kalman filter

If a Bayesian filter is applied with the assumption that the process is linear and that
the noise is in the form of an added Gaussian component, then one gets the ubiqui-
tous Kalman Filter (KF) algorithm. It is a filtering technique based on Kalman’s
seminal paper from 1960, [40], and was initially used for separation of random sig-
nals or signals of known form from random noise. Despite its age, the KF is still
used in many applications such as data fusion [20] and noise filtering [63]. The
usefulness of the KF approach comes from the mathematical properties inherited
from the Gaussian assumption. As stated in Section 2.1, the multiplication of two
Gaussians yield another Gaussian. This means that performing the KF algorithm
to a process always yields a Gaussian distribution, something that is used by al-
lowing the KF to be performed recursively. The recursive nature along with its
small computational requirements make it, as [20] says, very useful in many appli-
cations still to this day. It can also be shown that when the measured system and
noise fulfill the assumptions made, i.e. the system is linear and noise is Gaussian.
According to [40], KF produces the optimal estimation with respect to the mean
square error sense. Useful as the KF algorithm is, it has some important drawbacks
when applied to SLAM. Firstly, real processes are, as [60] describes it, rarely linear.
This means that the base assumptions made are violated and must be handled to
make KF feasible. Some of these methods are covered in coming sections. Sec-
ondly, while being computationally efficient in a small-dimensional state space, the
computational complexity of the KF rises (approximately) cubic with the number
of states according to [60]. In a SLAM setting, the state vector contains informa-
tion about the position and identification of landmarks, see Section 2.2, and will
as such continue to grow with the sighting of new landmarks. This means that
with time when the map size increases, KF algorithms may become computation-
ally intractable. There are a number of attempted solutions to this, e.g. selectively
updating parts of the map at each iteration. Some of these submapping algorithms
are covered in Chapter 3. Finally, since a KF based approach needs all priors to
be unimodal Gaussian distributions, maps built with KF and its derivatives are
in general feature based. This means that a KF SLAM algorithm can only be as
good as the data association used to identify individual landmarks. In extension,
this means that a good front end is needed for robust KF SLAM which limits the
amount of tractable sensor choices. Worth noting is also that the unimodality of
the KF means that there can only be one hypothesis at any time. In ambiguous
cases, this means that a possibly correct hypothesis will be removed, leading to
irreparable information loss. All in all, while the KF approach to SLAM has some
drawbacks, [60] means that the mature algorithm along with its relative ease of
implementation, it is still a strong choice for real life implementations. The KF
will now be defined mathematically, and the ubiquity of the KF means that there
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are a multitude of sources available that state its mathematical derivation. For this
thesis, Faraghers paper, [20], will be used.

Consider the following discrete linear system with added Gaussian noise

xt = Axt−1 +But + wt. (2.13)

A and B are matrices that contain the system transition dynamics and wt is the
vector containing the process noise in the form of zero mean Gaussian noise terms.
All process states of interest at time t are kept in the vector xt and ut is a vector
containing all control inputs to the system. The KF algorithm consists of two
separate parts. First, an estimation is made based on the last estimated state and
based on input made since the last time step. Secondly, the estimate is updated
with taken measurements. Let’s start by considering the first step, also called
the prediction step. Following from Equation (2.13), the new estimated mean, x̂t,
becomes

x̂t = Ax̂t−1 +But. (2.14)

There is an uncertainty in the estimation which can be expressed as the expected
covariance of the estimation error, i.e.

Pt = E
[
(xt − x̂t)(xt − x̂t)T

]
, (2.15)

where Pt is the estimation covariance. If one uses Equation (2.13) for calculating
the estimation of the measurement error,

xt − x̂t = A(xt−1 − x̂t−1) + wt (2.16)

along with the notion that state estimation errors and process noise Q is uncorre-
lated, one gets the covariance for the prediction step

Pt = APt−1A
T +Q. (2.17)

If these results are used along with the equation for a Gaussian PDF, the mathe-
matical equation for the estimate of the prediction step is obtained, namely

p(xt|xt−1, ut) = det (2πPt)−
1
2 e−

1
2 ((xt−x̂t)TP−1

t (xt−x̂t)). (2.18)

At this point, it is worth studying the Equation (2.14) and (2.17) to find the physical
significance of the terms derived. The state transition matrices A and B are derived
from the physical model of the process. This means that the use of KF in some sense
requires that the temporal characteristics of the process are known beforehand.
Here, both matrices are given without a time subscript but they could in principle
change with time. The process noise Q is now introduced which can be considered
the certainty of the process model. Like the state transition matrices, this could
also change with time but for simplicity it is given as constant in time here. If the
process of the model is not known very well, Q will be large. As will be evident
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further on, Q can be considered as a weighting factor that decides how much trust
is put in the estimate of the prediction step. It should also be noted that Q is set
by the user and that there are a number of methods for estimating it. In general,
it is done by using experience and rules of thumb.

After the prediction step is completed, the estimate is updated, or corrected, by
incorporating the measurements. This step is commonly called the correction or
innovation step. Start by considering measurements can be drawn from the system,
given by the equation

zt = Hxt + vt (2.19)
where vt, like wt, is a noise term drawn from a zero mean Gaussian distribution.
This term represents the measurement noise. The matrix H is a transformation
matrix that maps from the domain of the states to the measured domain. The
need for this matrix stems from the fact that the measured values may not directly
correspond to a state. To give an example, a laser ranging sensor may return the
time of flight. In that case, [20] means that time of flight needs to be remapped
using the speed of light, c, to be incorporated into the KF algorithm.

The covariance of the measurement, i.e the measurement uncertainty, is calcu-
lated similarly to Q. Lets call the measurement uncertainty R. Like Q, this is
a tunable parameter that indicates how much to trust the sensor readings. The
estimation based on the measurements is now given by the Gaussian

p(xt|zt) = det (2πR)−
1
2 e−

1
2 ((xt−zt)TR−1(xt−zt)). (2.20)

To extract the information from both the prediction and correction, the joint proba-
bility of the two is yielded by multiplying Equation (2.18) and (2.20). By applying
simple matrix algebra and re-normalizing so that the total probability is 1, the
updated probability will be a Gaussian with estimated value, i.e. mean,

x̂t = x̂t−1 −Kt (zt −Hx̂t−1) (2.21)

and covariance
Pt = Pt−1 −KtHtPt−1. (2.22)

The term Kt is called the Kalman gain and is the result of a substitution

Kt = Σ1

Σ1 + Σ2
(2.23)

where Σ1 is the covariance of the prediction step and Σ2 is the covariance of the
correction step, both mapped to the measurement domain. By using the remapping
matrix H, one gets the final Kalman gain

Kt = PtH
T

HPtHT +R
. (2.24)

In essence, the Kalman gain regulates the combination of the prediction and the
correction step. Studying Equation (2.24), one can see that if the measurement un-
certainty R is large, the Kalman gain will be small and vice versa for the prediction
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uncertainty. It is also interesting to study the second part of the right hand side
in Equation (2.21), (zt −Hx̂t−1). This term is called the innovation and is used
together with the Kalman gain to reduce the mean squared error of the estimation.

Looking at the equations of the KF, the recursive nature of the algorithm be-
comes evident. The estimate is constantly being updated by a prediction-correction
cycle. Useful as it is, the KF only provides the optimal estimation if the process is
both linear and Gaussian. Assuming the noise to be Gaussian is often reasonable
but the linearity constraint is it the major drawback of KF. In the following chap-
ter, a closer look into algorithms that work around this will be taken. Furthermore,
one can see inclusion of Pt is what causes the computational complexity to rise as
the number of states increase. The covariance matrix is N × N in size where N
is the number of states. Most notably, the matrix inversion of the nominator in
Equation (2.24) is an expensive operation. Chapter 3 will examine algorithms that
divide the state vector into smaller substates to reduce the complexity of the cal-
culations. This usually results in a non-optimal estimation. Ultimately, it becomes
a trade off between computational complexity and the fidelity of the results.

2.4 Information Filter

If one inverts the covariance matrix Σ one gets the information matrix Ω, i.e.

Ω = Σ−1. (2.25)

In this representation, the mean µ is substituted by the information vector ψ like

ψ = Σ−1µ. (2.26)

This way of posing the equations is called the Information Filter or IF. The KF
and the IF are dual in the sense that they represent the same information in two
different ways. As described in [60], what is complex in one representation is simple
in the other and vice versa. The term information can be thought of in terms of
that a high value in the information matrix means that there is a lot of information
known about that variable, i.e. that the estimation is certain. Some algorithms
use this fact in order to marginalize the information matrix. This means that low
values in the information matrix are regarded as null-valued. This in turn means
that the information matrix becomes sparse which makes is much more efficient to
calculate. The Gaussian that results from an IF approach can also be factorized
into a more compact form that can be efficiently calculated. While some aspects of
the information form are desirable, it suffers from some large drawbacks. According
to [60], one of the biggest is that the state estimate is no longer explicitly available,
but rather requires an expensive ( N3) matrix inversion to be recovered. Algorithms
that use the information form are covered in Chapter 3.
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2.5 Rao-Blackwellized Particle Filter

An easy way to describe the particle methods is to think of each particle as a hy-
pothesis for the true state and in Figure 2.2 this idea is visualized. The amount
of particles changes depending on algorithm, but by using a large amount of par-
ticles, the estimation will approach the absolute truth as the amount of particles
approaches infinity. There is often a trade-off between accuracy and computational
load since the load increases along with the number of particles. The particles are
sampled from a probability distribution, meaning that each hypothesis is based
on a probability that have been determined beforehand. The probability that is
used could be different depending on usage says [60], and even though reality of-
ten is multi modal, a Gaussian distribution, see Section 2.1, is used extensively to
estimate the true probability in SLAM.

Figure 2.2: Visualization of particle sampling.

The functions that are the foundation of a Rao-Blackwellized Particle Filter
(RBPF) may be altered and the steps are often implemented differently depending
on each algorithm. But even though the functions calculate the posterior and the
importance function differently, the steps conducted are in the same order.

The state spaces of sampling techniques often become very large due to the
high number of estimations. The state space is, according to [1], therefor often
reduced analytically in order to marginalize some of the variables. This process
is called Rao-Blackwellization and in the context of SLAM this technique is used
to factorize the joint posterior seen in Equation (2.11). [33] means that this allows
for efficient calculations where the trajectory can be calculated first and when the
trajectory have been obtained the map is calculated. The first step of the RBPF is
the sequential sampling. If the independent variable rt is evaluated according to the
Importance Density Function (IDF) q(rt|ri0:t−1, z1:t) at time t, then that would be
r̂it. This can be visualized as if a particle is drawn at random from the importance
function at each time step t. The IDF is a type of PDF that is chosen according
to the design decision of the specific algorithm. This takes a mathematical form
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where for the i = 1, . . . , np, sample

(r̂it) ∼ q(rt|ri0:t−1, z1:t) (2.27)

and then set
(r̂i0:t) := (r̂it, ri0:t−1). (2.28)

Next each particle is associated with an importance weight. This weight is a ratio
between the true posterior and the proposal density.

wit =
p(zt|z1:t−1, r̂

i
1:t)p(r̂it|r̂i1:t−1, z1:t−1)

q(r̂t|r̂i1:t−1, z1:t)
(2.29)

This means that if a particle is assigned a higher weight it has a higher probability
to be true and is therefore more important to use when determining the position,
as described by [2]. To account for the number of particles that is used, the weights
will be normalized to np, meaning that

w̃it = wit

[∑np

j=1 w
j
t

]−1
(2.30)

for i = 1, . . . , np, importance weights. Once the sampling is done, and the weights
have been distributed it is time for the selection step. This is performed in order to
prevent the sampling method to degenerate over time. Resampling means that all
the samples are drawn again from the IDF, but this time particles with a high weight
are more probable to be drawn again. More formally this can be described as np
samples from (r̂i1:t) will be resampled according to the importance distribution w̃it
in order to obtain np random samples (ri1:t). These are approximately distributed
according to p(ri1:t|z1:t). Resampling can be done in every step, or according to some
performance threshold, where the particles are drawn again when the performance
drops below the threshold. [1] also says that when the new particles are drawn, all
the weights will be normalized in accordance with Equation (2.30). Even though
the particles that had a higher weight before resampling have a higher probability
to be drawn again, all the particle weights are reset after each resampling.

The discrete nature of the estimation process can have an effect on the distri-
bution of importance weights. This takes the form of fewer particles having more
of the weight, with the extreme case of one particle having all the weight, Equa-
tion (2.29) when wit = 1. This step is performed in order to have a decrease in the
variation of the current distribution with respect to the invariant distribution. It
is done by applying a Markov transition kernel with invariant distribution given
by p(ri0:t|zt:1) to obtain (ri0:t). This basically means that this step is increasing
the weight distribution among the particles. The idea is that for each transition
between the kernels, the current distribution will close in on the target invariant
distribution as explained by [10] and [59].
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2.6 GraphSLAM

As suggested by the name this method can be described by relating to a graph
or a diagram. There is a reference frame in which the vehicle moves and detects
new features and landmarks. This can be seen as an estimation problem where
the pose, xt, can be calculated in relation to the previous pose xt−1. The original
pose, x0 can be the origin of the graph or some other point in space depending
on specifics of the algorithm. Both raw sensor data and odometry will be used
together when estimating the current pose according to [26] and [18]. Each pose is
represented by a node and once the raw measurements have been processed, they
are replaced by links connecting the old and the new node together, see Figure 2.3.
The link that connects them is given a probability distribution conditioned to their
mutual measurements. This is then the estimation for the relative location of the
two nodes. In the general case the observation model p(zt|xt,mt) can be described
by a multi-modal distribution function which, according to [26] mean that the
Gaussian-assumption does not hold. The reason that each link have been labeled
with the probability distribution, is that each observation zt might have a number
of different links connecting different nodes in the graph, see Figure 2.3.

Figure 2.3: Graphical representation of the GraphSLAM algorithm.

To be able to deal with the multi-modality of the pose estimation process, a most
likely topology needs to be implemented. The reason why the most likely method is
implemented is because that dealing with the multi-modality would make the com-
plexity of the calculations increase rapidly, as the different possible combinations
of links would increase. [26] shows that, to determine the most likely, there need to
be a set of constraints that is calculated using the observations and the probabil-
ity distribution over the vehicles poses. There are three types of constraints for a
GraphSLAM algorithm. Pose relations are used for estimating the global poses of
the scan from multiple scan registration, where the pose relations is used as con-
straints. The network constraints are formed from the links between the pairs of
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nodes, and there are also constraints from the odometry measurements.

The data association problem described is addressed by the SLAM front end.
This will compute the correct data association and require an estimate of the condi-
tional prior over the robots trajectory, p(x1:T |z1:T , u1:T ). If the measurements have
Gaussian sensor noise, and the data association is computed, the goal of the Graph-
SLAM algorithm will, according to [26], be to calculate the Gaussian approximation
of the posterior over the robot trajectory.

2.7 Scan Matching

The procedure of matching two scans taken from different positions with different
pose orientation is called scan matching, see Figure 2.4a. Humans face this problem
continuously when moving through space. An object often looks different from
another pose and the new image needs to be aligned with the previous to be able
to understand that it is the same object see, Figure 2.4b.

(a) (b)

Figure 2.4: Two scans, one scan is taken in (a), and another scan is taken in (b).

A process that [30] means is carried out subconsciously and continuously by
humans. The information on how much distance have passed between two mea-
surements is a process that often is carried out by odometry, which is an inaccurate
measurement, partly due to slippage, see Section 2.2. Two measurements taken
closely within each other by a lidar, will have approximately the same topographic
layout, visualized in Figure 2.5a, but will be skewed according to the shift in trans-
lation and orientation as described by [29] and [19].
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(a) (b)

Figure 2.5: Comparison between two scans, in (a) the two scans are compared and
in (b) the scans are matched.

The objective of scan matching is to align these measurements, see Figure 2.5b.
There is a number of different approaches to this, the two most fundamental are
explained further in this section.

Point to point matching

The general approach to matching 2D laser scans are to match scans point to point
as done by [8]. Lu et al. [19] combined their two algorithms in order to match laser
scans. The first is search/least-squares matching, an approach for minimizing the
distance between two scans. This algorithm can be summarized into seven steps,

1. Project the reference scan, Sref to the pose, P ′new in order to align the coor-
dinate systems. Then discard not visible points.

2. Compute tangent directions by creating vectors between a set of neighboring
sample points.

3. Assign an estimated rotation, ω from the global search procedure.

4. For each point in Snew, use ω to define a corresponding point on Sref , and
interpolate to compute the point. Then use correspondence to reject any
outlier.

5. Construct a least-squares model for the translation, T = (Tx, Ty) using the
correspondence pairs and find the solution. Define a matching distance as a
function of ω from the least-square residual and outlier penalties.

6. Use the least squares solution of T to update the rigid transformation.

7. Iterate 3–4 to find the ω which minimizes the matching distance function and
obtain the overall translation by integrating the individual parts.
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The second algorithm is an approach to align two scans by associating a point to
point correspondence. This is performed by determining a correspondence point P ′i
on the reference scan Sref for each point Pi = (T0,Θ0) in the new scan Snew. Θ is
here the polar angle of the sample point. From all the correspondence pairs the least
squares solution to the relative pose is then computed to reduce the error, which is
iterated until it converges. The least squares solution is obtained by minimizing

Edist(ω, T ) = Σni=1|RωPi + T − P ′i |
2
, (2.31)

the distance function, Edist defined by n correspondence pairs and where Rω is the
rotational matrix.

Both algorithms are in some way flawed, it is therefore convenient that their
strengths overlap each others flaws. Rotation search/least-squares allows for trans-
formation even though the initial estimation error is large. However, the accuracy
of the algorithm can be questioned since the matching distance function is not
smooth and the search is only conducted in one dimension. Point correspondence
on the other hand gives a more accurate solution using fix-point iteration, but may
not converge. The two algorithms are therefore combined and the result is a two
step method for solving general scan matching problems.

Matching through histogram
The method was developed as a way to keep track of the position and orientation of
moving indoor systems. Previously methods for localization through lidar by using
the presence of walls in the scan as a prerequisite have been used, something that
necessarily does not have to be true. [30] means that in order to be able to match
two scans, the properties that are invariant depending on the position of the scan
must be found. Rotational lidar measurements taken at the same location but with
different orientation is distinguished by the phase shift. Finding the phase shift
difference can be done by finding the maximum of the cross correlation of the two
scans. To have a measurement of the crosscorrelation of two stochastic variables,
the notion of correlation introduced as

c(y) = lim
X→∞

1
2X

∫ X

−X
f(x)g(x+ y)dx. (2.32)

Here the cross correlation is c(y) with a maximum at y if f(x) = g(x + y). By
discretizing Equation (2.32) a more specific expression for a scan can be found as

k(j) = Σni=1s1(i)s2(i+ j), (2.33)

where s1 and s2 are two circular scans. The topography of two different scans taken
with different orientation will be very similar, but shifted according to the phase
shift. This correlation is true for angular shifts in measurements, where they can
be interpreted as the rotation between two scans. They are however not true for
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scans taken along the translational trajectory of a vehicle. Therefore there is a
need for a robust way to take these translational shifts under consideration while
adjusting for phase shift. The idea of an angle histogram is introduced to handle
this problem.

If two different scan elements are interpreted as vectors, the difference between
two elements will be a vector pointing from one element to the other. If this vector
is collinear to adjacent vectors, these readings can be interpreted as a flat surface.
The statistics distribution of these vectors is called an angle histogram, where a
local maximum appears for the angles where the wall appears, as described by [30].
Similar to the phase shift of the measurement, the angular histogram is shifted if
the orientation changes. The distribution changes with the angles and even though
the local maximum will change in magnitude, the distribution itself will be similar
to the previous one. The phase shift of the angle histogram is calculated with
Equation (2.33).

Once the rotational displacement of the two scans have been established it is
necessary to find the translational counterpart. In order to make the same cross-
correlation calculation for the translational change in the x − y histogram, the x
and y coordinate system must be corrected to handle circular lidar sequences. First
the whole x-y axis is folded to a finite size trough matching

f(x) = x%l
g(y) = y%l,

(2.34)

where % is the modulo operator and l is a size constant to make the phase shift
and the translation ambiguous. Another problem appears if the x- and y- values
are distributed very evenly. This is prevented by rotating the scans to the common
direction so the axes are parallel before the x- and y- histogram is calculated.
Since the modulo is a constant factor there will be an ambiguity problem in the
translation histogram, which [30] means will cause the need for a rough estimation
of the translation that can be calculated from odometry.

Mapping of the environment could be done by using an grid map, see Section 2.2,
where every grid is associated with a laser scan. This means that the map is divided
into a grid with a grid size that is proportional to the size of the vehicle. [29] mea-
sures the environment with the lidar and the histogram is stored in the grid. Every
scan is compared to the existing ones, which will compensate for drift. The map is
not a graphical representation of the environment, but a statistical representation
where the map is built of histograms.



Chapter 3

SLAM Algorithms

This section will look into the current state of the art of the SLAM field and look
into the advantages and disadvantages of each approach. As previously stated,
the SLAM field is highly iterative and many algorithms covered here are related
to each other in the sense that they share the same mathematical basis or that
they borrow parts of the algorithms from each other. Commonly recurring ideas
are stated in Chapter 2 to which the reader is referred in order to gain a more in
depth view on the “base algorithms”. While some of the algorithms given in this
chapter have uses in other fields, e.g the filtering algorithms within data fusion and
control theory, they will only be examined through the lens of the SLAM field.
Their mathematical basis will be stated along with their novelty. They will also
be categorized in order to facilitate an assessment of possible applications. Each
algorithm will end with a short summary in table form, specifying the important
characteristics of the algorithm.

3.1 Extended Kalman Filtering

The maturity of the KF made it a good candidate for localization and mapping in
the early days of SLAM. As stated by Thrun et al. [60], processes are rarely linear,
rendering the KF unfeasible as one of its key assumptions then is violated. One
solution to the problem of non-linearity is to use the first order terms of a Taylor
expansion to linearize the system at every time instant. This version of the KF is
the EKF. [65] describe it as extended in the sense that it can also handle non-linear
systems, although it no longer produces an optimal estimate but rather an approx-
imation of the true current state. It is one of the earliest methods for solving the
probabilistic SLAM problem according to [60, 35, 16]. Being based upon the KF,
the EKF inherits many of the properties of its parent. Hypotheses are modeled
as unimodal, multivariate Gaussians. [61] determine that the computational com-
plexity is still approximately cubic in the number of states and quadratic in the
number of measurement variables. They also say that maps in EKF are feature

29
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based and the algorithm is recursive in the sense that it constantly incorporates
new readings and improves its estimates continuously. The EKF is simple to imple-
ment but it has some limitations. Firstly, and this is common to all KF techniques,
posteriors are represented by the moments of a Gaussian distribution. The true
posterior will most likely be non-Gaussian and as such the EKF may not reflect the
true probability according to [64]. Secondly the linearizations that are made may
not accurately match the true covariance and mean. Furthermore, since landmarks
have to be kept in the state vector, the computation time of the EKF is approxi-
mately quadratic in the number of landmarks as described by [60]. This also means
that the number of landmarks that can be kept are severely limited and can be
several orders of magnitude less than other algorithms that do not have the same
limitations. The EKF algorithm can not process negative sightings of landmarks,
i.e. that a landmark that was expected was not seen in sensor readings. [60] Means
that this has important ramifications in that an implementation of EKF SLAM
cannot be better than its front end and data association algorithms.

An important limitation of EKF SLAM is that consistency can not always be
guaranteed. Consistency is the notion that the algorithm never produces optimistic
estimations of its certainty. More specifically, [64] determines that it has been shown
that EKF inevitably produces optimistic estimations as map size grows due to non-
linearities. Consistency of EKF SLAM will be covered later in this section.

EKF algorithms excel in their simplicity and according to Thrun et al. [60]
work best in situations when observed landmarks are unambiguous, for example
when artificial beacons are used. EKF only covers the online SLAM problem,
i.e. it only keeps track of its current mean and covariance, but it comes with the
advantage of not being computationally bounded by the run time of a mission.
Rather, the EKF is bounded by the amount of observed landmarks. This means
that the EKF may be badly suited for cluttered environments and better suited for
rather sparse environments with long mission time. An additional drawback with
the EKF method for SLAM is that it can be difficult to detect loop closures in large
loops. [11] say that this is due to the uncertainties that accumulate in a large loop.

The mathematical basis for the EKF is shared with the KF; the hypothesis
is represented by a multivariate Gaussian (Equation ((2.2))). Instead of a linear
system, consider the non-linear system equations for state dynamics

xt = g(ut, xt−1) + wt (3.1)

where, as in Section 2.3, wt is an unknown noise variable that is a zero-mean
Gaussian. The difference here is that matrices A and B have been replaced by the
non-linear function g. With this system representation, the resulting hypothesis
will not be a Gaussian according to [60], violating the qualifications for the KF.
To make a closed form solution in the form of KF, g is approximated by a linear
function that is tangent to g at the mean of xt. To do this, EKF uses the first order
term of a Taylor expansion. The Taylor expansion approximates the function down
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to g’s current value and slope. The slope is given by the partial derivative

g′(ut, xt−1) = ∂g(ut, xt−1)
∂xt−1

(3.2)

where the value of xt−1, the true prior pose, is unknown but the current estimate
for the mean, µt−1, is used as a best approximation. It should be noted at this
point that since the previous estimate is used to linearize, linearization errors in
EKF will accumulate in an unbounded fashion with time. Continuing with the
Taylor expansion, the approximation for g becomes

g(ut, xt−1) ≈ g(ut, µt−1) +Gt(xt−1 − µt−1) (3.3)

with Gt as the partial derivative of gt, also called the Jacobian. Plugging Equa-
tion ((3.3)) into Equation ((2.2)), one gets the probability for the prediction step

p(xt|xt−1, ut) = det (2πPt)−
1
2 expo (3.4)

where

expo = e((xt−g(ut,xt−1)−Gt(xt−1−µt−1))TP−1
t (xt−g(ut,xt−1)−Gt(xt−1−µt−1))). (3.5)

To get the equations for the prediction step, the same process is repeated but with
the measurement equation

zt = h(xt) + vt (3.6)

where h is the measurement probability. Applying the partial derivative

h′(xt) = ∂h(xt)
∂xt

(3.7)

one gets the Taylor approximation

h(xt) ≈ h(µt) +Ht(xt − µt) (3.8)

where Ht is the Jacobian from Equation (3.8). This will in turn will yield the
Gaussian posterior

p(zt|xt) = det (2πRt)−
1
2 e((zt−h(µt)−Ht(xt−µ1))TR−1

t (xt−h(µt)−ht(xt−µt))). (3.9)

The final EKF algorithm looks and works similarly to KF. The prediction step
becomes

x̂t = g(x̂t−1, ut) (3.10)
Pt = GtPt−1G

T
t +Q (3.11)
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and the correction step becomes

Kt = PtH
T
t (HtPtH

T
t +Rt)

−1 (3.12)
x̂t = x̂t−1 −Kt (zt − h(x̂t−1)) (3.13)

Pt = Pt−1 −KtHtPt−1. (3.14)

Being one of the oldest SLAM algorithms, a lot of research has been done regarding
the strengths and weaknesses of the algorithm. As Thrun et al. [60] note, the
reliance in feature based maps require a significant amount of engineering to get
correct data association. This becomes especially clear when dealing with unknown
correspondences in landmarks, i.e when the state of the map is not clear before
the mapping starts. Significant effort then has to be put into data association
and calculating the correspondence of each landmark. Practically, they say that
the correspondence could be set by constructing artificial beacons with pre-known
position and signature in the environment. A summary of the EKF algorithm can
be seen in Table 3.1.

Table 3.1: EKF
Property Description
Map type Feature based
Map calculation EKF
Localization EKF
Computational complex-
ity

O(N2) with N state vector size.

3.2 Unscented Kalman Filter

Though popular, the EKF suffers drawbacks originating from the fact that the
linearization provides a poor estimate of the true system in many cases. In partic-
ular, linearization errors inevitably cause inconsistency on long missions according
to [58, 64]. A (mathematically) better approximation can be reached by using the
unscented transform. It is a kind of statistical linearization where a determinis-
tically chosen collection of points, called Sigma points, are passed from the prior
through the non-linear process model. The Sigma points are centered around the
mean of the prior and are evenly distributed in both directions. By using a re-
gression model on the resulting points, one can create a more accurate model of
the true posterior, as a Gaussian. The resulting algorithm is called the Unscented
Kalman Filter, UKF.

The unscented approach to linearization SLAM has a number of advantages.
Firstly, it gives a more accurate prediction of the non-linear state posterior than
the EKF while still keeping the same computational complexity as described by [60,
58]. The unscented transform needs n Sigma points to accurately model up to
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the second order, n being the number of states in the state vector. With the
KF (and in extension the EKF) being of asymptotic complexity O(n3), the linear
computation time for the unscented transform becomes insignificant when used
with higher dimensional maps. While UKF comparatively to EKF becomes more
accurate with increased non-linearity, Thrun et al. [60] note that the difference in
practice is negligible. There is also a key difference between the EKF and the UKF,
namely that there is no need to calculate the Jacobian, UKF therefor also be called
a derivative-free filter. This can be favorable in situations where the Jacobian is not
easy to calculate. Lastly, being a Gaussian filter, the posterior is fit into a Gaussian
distribution. If the actual belief is suitably close to a Gaussian this is fine but for
highly non-Gaussian beliefs the UKF may produce sub-par results. In such a case,
a non-parametric method such as a Particle Filter (PF) may be more suitable.

Ultimately, the UKF improves on one of the biggest shortcomings of the EKF,
namely that in non-linear systems the linearization errors will inevitably yield in-
consistent estimations. The research shows that the UKF performs better than
the EKF, as described by [67, 65, 54], at the same computational complexity level.
For a practical implementation, there are however some notable drawbacks. The
more complex implementation means that the initial work load to implement UKF
is higher. [54] gives the initial steps needed for implementation, e.g. a Cholesky
decomposition to calculate the values of the Sigma points in addition to the rest
of the implementation. UKF also inherits the weaknesses of feature-based maps,
namely the dependency on a good front end and data association algorithm. As
previously stated, the Gaussian belief might not suit the application neither. With
these characteristics in mind, the UKF algorithm may be used in an application
where the non-linear characteristics of the process make the EKF unsuitable but
where the data association is clear enough so that uni-modal beliefs are satisfactory.
A summary of UKF can be found in Table 3.2.

Table 3.2: UKF
Property Description
Map type Feature based
Map calculation UKF
Localization UKF
Computational complex-
ity

O(N2) with N state vector size.

3.3 Compressed EKF (CEKF)

KF based methods such as the EKF suffer from high computational demands as
the number of landmarks rise, which will inevitably happen on a long mission or
in a cluttered environment where many landmarks are identified. The high compu-
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tational complexity stems from the fact that at each time step, the full covariance
matrix is updated; an expensive operation in non-sparse matrices. Since all states
are correlated in KF implementations, the covariance matrix is guaranteed to be
non-sparse. In 2001, Guivant et al. [36] proposed a solution that uses submapping
to reduce the computational time to only depend on the amount of local landmarks.
The algorithm is called the Compressed Extended Kalman Filter (CEKF). The lo-
cal map is updated continuously as usual with the EKF but the global update is
postponed until the vehicle leaves the local map. A full update is then performed.
It is shown that this can be performed without loss in optimally [36].

The algorithm operates by dividing the state vector into two parts, one active
and one inactive part. The active part will always contain the vehicle pose states
and also contains the landmarks that are part of the local map. The second part
contains the rest of the landmarks, i.e. the global map (minus the local landmarks).
While it keeps the characteristics of the usual EKF algorithm the equations change
to accommodate for the split state vector. In essence, the full state update is post-
poned and updated information is instead kept in new matrices that are updated
at every time step. These are however sparse and will be maximum O(N2

a ) in
complexity, with Na being the active number of states [36].

Dividing the map into sub-maps introduces the need for map management. It
is proposed that this is done by arranging the global map into square zones, each
zone at least the size of the range of the sensors used [36]. In this case, the zone
containing the vehicle along with the adjacent zones will be included in the active
state vector. When the vehicle leaves a zone, a global update will be done at
full SLAM cost. Landmarks observed will be added to the zone that owns the
landmark. Furthermore, a hysteresis region at the boundaries of zones is needed to
avoid multiple map switching when traversing to a new zone.

Tests with the CEKF algorithm show that it performs close to EKF and UKF
[28, 36] in a real setting and has a significantly lower computation cost.

The direct advantage of this approach is obvious; it greatly reduces the com-
plexity of each update cycle. The CEKF shares the benefits of the EKF algorithm
like its high convergence rate while allowing the maps to be significantly bigger.
Naturally, it also shares the same drawbacks as the EKF algorithm, namely the
Gaussian assumption and the linearization [35]. The algorithm is also more com-
plex than a regular EKF which makes implementation more difficult. There are
also more parameters to tune e.g. sub-map size and hysteresis region size, adding
to implementation complexity. As shown in [62], larger maps can be handled but
with less accuracy, especially between full updates. Back propagating corrections
when closing large loops is also a problem with CEKF [36].

CEKF attempts to solve one of the greatest challenges when implementing EKF
SLAM in a real-life situation, i.e an autonomous car. Maps generated by a vehicle
in traffic will naturally grow big and therefore some kind of complexity reduction
is needed. CEKF provides an interesting solution to the problem, although not
perfect. The issue of loop closure is still present and a sufficiently large map will
still be prohibitive to calculate online. Consideration should also be taken to the
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fact that tuning a CEKF implementation to work in every situation faced by a
car or truck is most likely impossible, so compromises will probably need to be
made. Although not stated in the literature, one possible solution to large world
implementation and loop closure could be to use GPS signals when available to
compensate for linearization errors accumulated along the mission. One possibility
opened by submapping approaches is to have multi agent systems where each agent,
i.e. vehicle has a local map and the global map is updated at a central location.
Multi agent solutions are out of the scope of this thesis but may be interesting in
an autonomous vehicle situation.

Expanding on the EKF, the CEKF would be applicable in situations that are
suitable for EKF. This could be in systems that are sufficiently close to linear
and where clear data association allows for single hypothesis beliefs to be used but
where maps are so large that constant full updates make online SLAM calculations
intractable. A summary of the CEKF algorithm can be found in Table 3.3. A
summary of the CEKF algorithm can be found in Table 3.3.

Table 3.3: CEKF
Property Description
Map type Feature based with submaps
Map calculation EKF
Localization EKF
Computational complex-
ity

O(N2) with N local features.

3.4 Hierarchical SLAM

Algorithms like the EKF suffer from problems with closing large loops. This is be-
cause linearizations cause the pose uncertainty to rise. Estrada et al. [11] presented
a solution to the SLAM problem in 2005 where the SLAM solution is divided into
two map levels; one local level and one global. This algorithm is called hierarchical
SLAM.

On a local level, maps are feature based with a state and covariance vector
similar to what is found in EKF. The local map has a base reference that can be
the pose at the time when the local map was initialized or a set of local features.
The local map may also contain the base reference of neighboring maps. It is
required for local maps to be statistically independent of each other. Local maps
are closed when a predefined maximum of features is reached or the uncertainty in
the pose on the local map grows too large. Building the local maps is done with
EKF.

On a global level, maps are topographic where each node is a local map and are
connected by graphs that represent the relative transformation between connected
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maps. It is important to note that since the local maps are all independent of each
other, the covariance matrix of the global map is block diagonal. There is also a
second similar global map in which loop detection is enforced that is recomputed
every time a loop is detected. Thanks to a global notion of position in addition
to the local position, a loop closure hypothesis can be formed when the agent re-
enters an existing submap. This is then evaluated with a relocation algorithm
that has a very low false positive rate. If the hypothesis is confirmed to be true,
a topographical link is created between a common feature in both maps and the
maps are thus fused. For solving the non-linear optimization problem that arises
from loop closing, hierarchical SLAM uses similar methods to the iterated EKF, i.e.
representing the detection of a loop using an inexact measurement with Gaussian
noise.

The innovation of using the hierarchical SLAM is that it mitigates the loop
closing uncertainties caused by successive linearization with methods like EKF. By
constraining the linearization errors to within each local map the effects of these
errors are minimized. Since maps are bound on a global level, a loop detection in-
creases the accuracy of all maps in the loop thanks to the enforced loop consistency
according to [11]. With this method, SLAM can be done in real time for rather
large environments, 100×100m in [11]’s original work. In fact, the complexity of
global consistency imposing is linear.

When dividing a global map into several local ones, sub optimally in the solution
is induced according to [11]. Furthermore, there is no formal proof that this SLAM
algorithm provides consistent estimations.

While the EKF SLAM algorithm that is performed on the local level is well
known and easy to implement, the algorithms that handle the global updating and
loop closure are rather involved, both mathematically and programatically. There
are many parameters that can be tuned, e.g. the local map size and how to divide
the local maps. This means that the threshold to implementation may be high.

Hierarchical SLAM provides another solution to the map size limitation of KF
algorithms. Unlike CEKF, there is no need for an expensive full update step of the
global covariance matrix. Since global updating is efficient, Hierarchical SLAM is
a good alternative for situations where there are large maps, like in autonomous
vehicles. Therefore, an implementation of Hierarchical SLAM may be suitable
in an application where EKF has been used but the map size is too big. While
theoretically suitable, the fact that there are few real life implementations to be
found in the literature should be considered before attempting this approach. A
summary of Hierarchical SLAM can be found in Table 3.4.
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Table 3.4: Hierarchical SLAM
Property Description
Map type Feature based submaps, metric graph-based global

map
Map calculation EKF
Localization EKF
Computational complex-
ity

O(N) with N loop global size.

3.5 Sparse Local Submap Joining Filters

Many algorithms such as the EKF increase in computation time quadratically with
the number of landmarks. In the case of the EKF this is because the full covariance
matrix is updated in every time step. The Sparse Local Submap Joining Filter
(SLSJF) tries to work around this by realizing that a global map can be divided into
local submaps that then can be connected. This way, only a subset of the features
are active at any time, reducing the computation cost. In 2008, Huang et al. [56]
use Information Filter representation, and the fact that the off-diagonal elements
between features that are not in the same submap are zero, yielding a sparse matrix.
The only off-diagonal elements will be links between nearby objects. Sparse matrices
are more suitable to solve numerically than dense matrices. The local maps can be
built with any SLAM algorithm that is feature based, for example EKF. In [57],
Huang et al. improved on the algorithms consistency by posing the map fusion
as a least square problem that is solved iteratively generating the name Iterative
Sparse Local Submapping Filter, I-SLSJF. This algorithm is computationally more
demanding than regular SLSJF but is still efficient thanks to the sparseness of the
information matrix.

The algorithm operates by keeping a vector with global positions of the features
of local maps along with the global end pose of the robot in each local map (which
subsequently is the start pose of the robot in the next submap). Information
about the uncertainties are stored in the (naturally) sparse information matrix.
The efficiency of the algorithms comes from the fact that the full covariance matrix
needs to be calculated. When fusing submaps, knowledge of the map sizes is used as
a threshold to which columns of the covariance matrix need to be recovered. Since
the information matrix is sparse, the covariance recovery can be done efficiently
using Cholesky factorization. Some efficient data association method can then be
used to find the matching features. New features are then added to the global state
vector and the information matrix is updated accordingly. When fusing a submap
into the global map, the relative positions of features between submaps are treated
as ground truth with added Gaussian noise. These distances act like observations in
the Extended Information Filter (EIF), see Section 3.6 and the information matrix
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is updated with a Jacobian matrix calculated from geometrical constraints on the
relative distances, also similar to the EIF. Variable reordering is also performed
to increase the efficiency of the Cholesky factorization process. Since the global
map is maintained as an information vector and information matrix, the mean
and covariance have to be recovered as in EIF and since the information matrix is
sparse, this can be done efficiently.

There are several benefits of dividing the mapping into submaps. Firstly, the
full covariance/information matrix does not have to be calculated. Secondly, if in-
dependence between features of different submaps is kept, the information matrix
becomes sparse, simplifying the numerical recovery of the covariance. Furthermore,
errors caused by linearizations are kept within each submap, reducing the risk for
inconsistent estimation on large maps. SLSJF shares similarities with the Smooth-
ing and Mapping (SAM) approaches in the sense that it keeps pose history but with
the difference that SAM algorithms keep all old poses and that SLSJF only keeps
end poses for local maps. This means that the state vector does grow unbounded
with time but not at the same rate as with SAM. Unlike some algorithms like
the EIF, the covariance is recovered exactly, minimizing the risk for inconsistent
estimations.

While SLSJF mitigates some of the risk for inconsistent estimations caused by
linearization, it is sensitive to some extent to local map accuracy. If local maps are
inconsistent, then the global map may also become inconsistent. There is also an
assumption that local maps only include nearby objects to keep a sparse information
matrix. This makes it complicated to use vision based techniques with SLSJF.

Being submapping algorithms, the SLSJF algorithms are efficient even in large
maps with many features. The freedom to use any feature-based algorithm for local
SLAM also allows these algorithms to be used as an improvement to an application
already implemented but that is to be used in a large environment. This could be
a car or truck using EKF that is to be deployed in a large real life setting. No real
life implementations has been found in the literature so this algorithm should be
thoroughly tested before being deployed. There are publicly available algorithms
of SLSJF that could be used as a starting point. A summary of the SLSJF can be
found in Table 3.5.

Table 3.5: SLSJF
Property Description
Map type Feature based
Map calculation EIF
Localization N/A
Computational complex-
ity

O(N) with N global features.
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3.6 Sparse Extended Information Filter

By employing the same linearization techniques as used in the Extended Kalman
Filter on an Information Filter, one gets the Extended Information Filter. Build-
ing upon the same mathematical basis as the EKF, Thrun et al. [60] presented a
solution to the SLAM problem that is the dual of EKF called the Sparse Extended
Information Filter (SEIF) in 2004. In this case, the calculation of the covariance
matrix that requires a matrix inversion in the EKF algorithm comes cheaply in
the EIF while the calculation of the mean is instead expensive (see Section 2.4).
Improving on this, in [47] Walter et al. presented the Exactly Sparse Extended
Information Filter (ESEIF) in 2007.

The key to using an information filter approach is to realize that features that
are loosely correlated have a near-zero value in the information matrix. Using this
fact, one can sparsify the information matrix. This in allows for a solution using
numerically efficient algorithms according to [61]. Since weak links are pruned,
much larger maps can be kept than with for example EKF [47]. When not closing
loops, the sparse information filter is constant in time complexity as described
by [61].

One problem with the SEIF is that the mean cannot be directly recovered with-
out matrix inversion. Thrun et al. [47] instead reformulate this to an optimization
problem that is solved online to approximate the mean pose. Furthermore, while
the algorithm is constant in in the exploration case, it is O(N2) when closing the
loop. This is because of the fact that the full information matrix has to be updated
when features are spotted again. Another problem with the SEIF is that it theoret-
ically generates optimistic error estimates in a global reference frame as described
by [47], and therefore breaks consistency.

IF implementations offer many benefits compared to KF algorithms, while still
being mathematically close to each other. Sparsification can significantly reduce
computation time for large maps making sparse IF algorithms suitable for real
life implementation in vehicles. However, like with KF, data association is very
important for successful implementation of IF. A summary of SEIF can be found
in Table 3.6.

Table 3.6: SEIF
Property Description
Map type Feature based
Map calculation EIF
Localization EIF
Computational complex-
ity

O(N), O(N2) when closing loops.
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3.7 Incremental Smoothing And Mapping

Linearization causes inconsistencies in the solution when using filtering methods.
This is in part due to the fact that erroneous landmark estimates caused by lin-
earization points are irretrievably incorporated into the covariance matrix. Instead,
Dellaert et al. [17] suggest a graph-based solution that solves the full SLAM prob-
lem. By smoothing over the full history of all past poses, one does not get the
problem of fully committing to a linearization. On the other hand, an inherent
problem of full SLAM is that since all past poses are saved, the state vector will
grow without bounds with time. The benefit of the smoothing approach is, as [43]
describes it, that even though it adds more variables in the kept states, the infor-
mation matrix is naturally sparse, allowing for efficient numerical solving methods
to be used. Building on their preliminary results in [17], Dellaert et al. presented
the Square root Smoothing and Mapping,

√
SAM, in [17] but the algorithm was

not tractable for use in online applications. They later improved the algorithm
and presented the Incremental Smoothing and Mapping algorithms iSAM [43] and
iSAM2 [44].

Similar to EKF, the measurement models are assumed to be Gaussian. The
problem is then posed as a MAP estimate over the entire pose history, which is
then rewritten to an optimization problem for minimizing the negative log posterior.
If one uses the process and measurement models, this becomes a non-linear least
squares problem. Solving the least squares problem is a standard operation in linear
algebra and is done by decomposing or factorizing the Jacobian matrix gained by
the linearization of the measurement model. To solve the system, QR factorization
is done to receive a so called square root factor, which contains the information
about the states and poses. This is then updated directly in every update cycle.
The fact that the square root factor is sparse along with the eliminated need for
reforming and factorizing the Jacobian, makes iSAM efficient enough to be used in
real time applications. In order to avoid that the square root factor matrix becomes
filled in, i.e. less sparse, on loop closing, variable reordering via heuristics is utilized
as described by [43].

When tested on the Victoria park data set, iSAM runs in real time. This means
that the advantages of SAM can now be used in real applications. An advantage
of the algorithm is that it allows for relinearization, something that is not possible
in for example EKF.

A disadvantage with SAM algorithms is that the uncertainties have to be recov-
ered from the square root information matrix, something that is potentially O(N2)
in complexity. A summary of iSAM can be found in Table 3.7.
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Table 3.7: iSAM
Property Description
Map type Feature based or pose graph
Map calculation N/A
Localization N/A
Computational complex-
ity

O(N2) with N local features.

3.8 fastSLAM

FastSLAM is a factored solution to the SLAM problem and was introduced in 2002
by Montemerlo et al. [45] as an alternative to the EKF algorithms. FastSLAM
makes use of the path estimator by using a modified version of a particle filter, and
the conditional independence of the SLAM problem. Specifically that the knowl-
edge of the vehicle’s path, see Equation (2.5), makes the landmark measurement
independent. FastSLAM uses a version of the RBPF seen in Section 2.5, but have
added properties to each of the particles. In fastSLAM a particle does not represent
a single pose, but the entire vehicle history path is recorded in the map estimates.
Since the landmark estimate is dependent on the path estimate, each of the Npart
particles has its own KF that there will be NlmNpart KFs, each with a x, y coordi-
nate. By using a tree-like data structure for resampling the complexity is reduced
to O(NpartNlm).

Each particle in fastSLAM, sit is sampled from the probabilistic motion model
that is calculated by using the previous pose, xt−1 and the control input ut. This
means that the first step, Equation (2.27) is carried out according to

sit ∼ p(st|ut, sit−1). (3.15)

sit from St−1 is then used together with the control posterior, uit−1, to generate the
probabilistic estimation of the pose, p(st|zt−1, ut, nt−1). This estimate is then along
with the previous position sit−1, added to a temporary set. After generating Npar
particles this way, the current position estimation set, St is produced by sampling
from the temporary set. The weights of fastSLAM, Equation (2.29) in the general
case, are calculated as the factor between the targeted and the proposed distribution

wit = p(sit|zt, ut, nt)
p(sit|zt−1, ut, nt−1)

. (3.16)

A central part of the algorithm is the St vector where the posterior of both the
pose estimate and the associated map features is stored.

St = {s1
t , µ

1
t ,Σ1

t , . . . , µ
Nlm
t ,ΣNlm

t }. (3.17)
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Here the mean and the covariance, see Section 2.1, represent the k-th landmark.
The posterior over the observed k-th landmark pose,mk can be computed according
to either Markov, see Section 2.2, or Bayes. Markov is here presented,

p(mk|st, zt, ut, nt) = p(zt|mk, st, nt)p(mk|st−1, zt−1, ut−1, nt−1). (3.18)

If the landmark have not yet been observed, that is n 6= k is the Gaussian un-
changed, then the first term on the right hand side in Equation (3.18) will be
removed.

The algorithm performs well with a large number of landmarks and with few
particles. The overall results from Montemerlo et al. [45] also shows a method that
can be scaled. Positive effects have been shown when increasing the number of
particles and having larger amounts of landmarks.

The year after Montemerlo et al. [45] had released the fastSLAM 1.0 algorithm
fastSLAM 2.0 was released. This improved and extended the theories of the fast-
SLAM algorithm. One common factor for the vehicle pose is that ut, which often is
given by odometry have a lot of disturbances, see Section 2.2. This can be solved by
using the environment measurements zt in the position prediction model, the model
can then compensate for these disturbances. FastSLAM 2.0 in other words expand
on the fact that both the motion and the measurements can be used when sampling
the particles. Therefore the distribution from which the particles are sampled from
takes zt into consideration. Equation (3.15) is instead sampled as

sit ∼ p(st|sit−1, ut, zt, nt). (3.19)

This simple change in the algorithm may look trivial at first, but the change have
non-trivial ramifications. The proposal distribution that is used in fastSLAM 2.0
is the product of two factors whereas one is the probability of the measurement
zt and the other is the familiar p(st|sit−1, ut). To solve the measurement of zt, an
integration over the possible landmark positions is required since sampling from
this distribution is generally impossible. By approximating the probability den-
sity function for the probability of the measurement a closed form can be found.
However, the measurement probability can be approximated by a linear function
according to [46].

FastSLAM 2.0 needs to resample much like its predecessor and the weights are
given by

wit = p(xit|zt, ut, nt)
p(xit−1|zt−1, ut−1, nt−1)p(xit|xit−1, ut, zt, nt)

(3.20)

FastSLAM 2.0 improves the performance of its predecessor. The algorithm use the
particles in a much more efficient way, even when the motion noise is high. The
early benchmarks shows a beneficial increase in performance when looking at only
one particle. However, the original paper proves the method for only one particle.
The algorithm have since established itself as a benchmark for other algorithms
and is a cornerstone in today’s SLAM framework. Since the method is a hybrid,
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it overcomes some of the individual drawbacks of the respective methods. They do
however share some of the problems that remains even after merging. These can be
related to the linearization process, by extension are the algorithms suitable when
the drawback from linearization is less of an issue.

One of the problems with fastSLAM according to [27] is the problem of particle
depletion which will surface when the resampling step removes accurate particles.
This means that even though a particle is accurate and will give good estimations,
the particle is resampled and thus the result of the estimation might get worse. The
degeneration, or depletion, is caused by the particles that are estimating the vehicle
pose, losing their diversity. By removing the unlikely trajectories by resampling, as
time progress, it becomes more likely that the particles share a common history. It
manifests itself by having the importance weight of one particle approach one, while
the weights of the other particles deteriorate towards zero. The closer to zero they
are, the less significant they become and will therefore be removed from the sample
set as described by [55]. Particle depletion is something that augments over time
when resampling is performed when not necessary. A summary of the fastSLAM
algorithm can be seen in Table 3.8

Table 3.8: fastSLAM
Property Description
Map type Feature based
Map calculation EKF
Localization PF with proposal distribution from linear approx-

imation
Computational complex-
ity

O(NplogNl) with Np particles and Nl landmarks

3.9 DP-SLAM

In 2003 a method was developed to be used with a single laser range finder that, like
fastSLAM uses the conditional dependencies. The algorithm was called Distributed
Particle SLAM and uses PF for both robot poses and the map configurations. In [3],
Eliazar et al. suggest a new way to represent the map. By using hundreds or thou-
sands of candidate maps are continually updated as the robot moves forward. The
reason for the high number of maps is because there exists a specific map that
corresponds to each pose hypothesis, i.e. for each particle. This means that during
the resampling step the entire map for each particle is copied over to the new par-
ticle. The paper suggests a way to make the ancestry cleaner by introducing a tree
structure where the i-th iteration particle is a parent to the i+ 1 particle iteration
or child. The tree can then be maintained by using standard types of pruning to
make the tree relevant and up-to-date. The map is as mentioned represented by
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associating the particles with a map unlike other approaches that often associate
the map to the particles. A single occupancy grid is maintained where every grid
square is storing a balanced tree. This grid can be viewed as a matrix of empty
trees. When a particle makes an observation about a grid square, it inserts its ID
and its observation into the associated tree. If no ancestor have made an entry to
a grid square, this position can be considered as unknown.

The algorithm can maintain thousands of maps due to the efficient data struc-
tures. By using such an large amount of data, it can accomplish accurate and
robust mapping. The algorithm does not assume predetermined landmarks. How-
ever, most laser range finders scan at a fixed height and this means that there
will be an incomplete view of the surrounding environment. The grid map type
represents the world binary from the laser measurements, which means that there
will be a discretization problem at the edges of landmarks or when detecting small
objects. This can be reduced by having a small grid size.

The algorithm was then developed further to eliminate some of the weakness
of the algorithm stated in the first paper. DP-SLAM 1.0 [4] was developed a year
later from DP-SLAM 2.0 [3] and tries to make accessing the grid more efficient
and an uncertainty is introduced into the map representation with the use of a
laser penetration model. The grid search algorithm is improved by batching the
search through the ancestor tree. For localization it is necessary for each particle
to compare with every observation to the current map. In DP 1.0 the tree was
accessed for every new grid square to compare to previous readings. With DP 2.0
the IDs of the square grids are searched in batch, meaning that the tree does not
need to access the grid with every new observation. The IDs are first sorted, then
the tree is searched and updated. Another thing that was a problem in DP 1.0 was
the issue of discretization, if the laser detected an object only filling an part of a
grid. This new version also takes the distance that the travels through a grid into
account.

The results suggest that the algorithm improves on the results from DP 1.0
and lower the computational complexity. A summary of DP-SLAM can be seen in
Table 3.9

Table 3.9: DP-SLAM
Property Description
Map type Occupancy Grid map
Map calculation PF with entire map in every particle
Localization PF
Computational complex-
ity

O(AN(D + Dlog(ND ))) with a lidar scan area, A,
D nodes between the root and initial position in
tree and N particles.
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3.10 Unscented fastSLAM

UfastSLAM [12] was published in 2008 to improve the results from somewhat inac-
curate linearization of the proposal distributions and the EKF used to the feature
states. This article suggests to remove the approximation process with linearizing
the Jacobian matrix used in fastSLAM 2.0. These calculations are removed by
applying a Scaled Unscented Transformation (SUT) [38] to the factorized SLAM
framework.

The first way that UFastSLAM differs from the fastSLAM 2.0 algorithm is
in the sampling step. UFastSLAM computes the proposal distribution by mea-
surement updates from the unscented filter. This is performed by applying the
unscented particle filter technique, which takes into account linear regression of
weighted points. The sample set is produced by augmenting a state vector, and
then extracting sigma points from the Gaussian distribution. After computing the
importance distribution, the state of each particle is sampled,

xit ∼ N (xit,Σit). (3.21)

With this method the linearized transform and the derivation of the Jacobian matrix
can be avoided. The second contribution from [12] is that neither the accumulated
error from linear approximation nor calculation of the Jacobian matrix of the ob-
servation model is present when updating the feature state by the unscented filter.
The use of SUT also reduces the error induced from the linearized transform of the
polar coordinates to Cartesian.

The paper shows increased accuracy in the state estimation, meaning that less
particles are needed for the same results. Due to the absence of accumulated error
from the linearized transformation, the particles can have an high accuracy repeat-
edly. The paper also shows that the noise robustness is improved over fastSLAM
2.0 and that the algorithm have an increased prolonging. However, there might be
a loss of diversity due to the fact that residual systematic resampling is used as
the resampling method, ultimately leading to loss of consistency. A summary of
UfastSLAM can be seen in Table 3.10.

Table 3.10: UfastSLAM
Property Description
Map type Feature based
Map calculation Unscented filters without linear approximation
Localization Proposal distributions from unscented filter with-

out linear approximation
Computational complex-
ity

O(NplogNl) with Np particles and Nl landmarks
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3.11 Square Root Unscented FastSLAM

As described in Section 3.10 the problem with deterioration of consistency is de-
rived from the sampling and resampling steps. To account for the consistency and
to improve calculation cost and accuracy the square root unscented FastSLAM
(SRUFastSLAM) is suggested by [53]. SRUFastSLAM uses the square root UKF
to generate the importance density function and initialization, and estimation of
the features. The paper from 2014 looked at the sampling and the resampling steps
of a particle filter and tried to improve the computational cost and accuracy. The
important part of the sampling step is to choose the important density function
wisely in order to sample the particles efficiently. The paper introduces Particle
Swarm Optimization (PSO) to the sampling step in order to optimize the impor-
tance sampling step, which makes the particles tend to the higher probability area
of the distribution. Next is the resampling algorithm that works to make sure that
the particles, once resampled asymptotically, approximately resembles the posterior
PDF of the true step. This means that resampling is conducted on only a part of
the particles which weights are outside the span of (wl, wh) with Nl below, and
Nh particles above. Havangi et al. [50] therefore introduce the Adaptive Partial
Rank-based Resampling (APRR) algorithm to the resampling step.

SRUFastSLAM improves the accuracy and consistency of the algorithm. Also,
a lower number of particles were needed to get same results as previous algorithms.
A summary of the SRUfastSLAM algorithm can be seen in Table 3.11.

Table 3.11: SRUfastSLAM
Property Description
Map type Feature based
Map calculation Square Root Unscented Kalman Filter
Localization Particle Filter with PSO for sampling and new re-

sampling strategy
Computational complex-
ity

O((Nl + Nh)logNlm) with Nl particles below the
span, Nh particles above the span and Nlm land-
marks.

3.12 Grid Mapping

The basis of Grid Mapping is RBPF for SLAM, see Section 2.5 and was developed
in order to increase the accuracy and performance of existing RBPF techniques like
fastSLAM2, Section 3.8. One way to improve particle filtering methods for SLAM
is to reduce the number of particles used for estimation. By reducing the number
of particles it is likely that the computational cost goes down, resulting in a more
efficient process. Grid mapping tries to improve the techniques by introducing a
way to calculate a more dynamic and accurate proposal distribution. This distri-
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bution considers the movement of the robot and the most recent observation in
order to have a more accurate particle sampling. Grisetti et al. [27] also try to
handle the issue of particle depletion, see Section 2.5, which is done by applying
an active resampling technique that monitors how well the particles represent the
true posterior, as described by [27].

Particle filters need to draw the particles from a sample distribution, see Equa-
tion (2.27). Grid Mapping [27] uses the fact that the optimal proposal distribution
under the Markov assumption is

p(xt|mi
t−1, x

i
t−1, zt, ut) =

p(zt|mi
t−1, xt)p(xt|xit−1, ut)∫

p(zt|mi
t−1, x

′)p(x′|xit−1, ut)dx′
. (3.22)

Since the accuracy of the lidar greatly surpasses that of the odometry, the proba-
bility of the lidar measurement, p(zt|mi

t−1, xt) will dominate the nominator of the
proposal distribution. It is therefor possible to approximate the probability from
the odometry, p(xt|xit−1, ut) by a constant k within the interval,

Li = {x|p(zt|mi
t−1, x) > ε}. (3.23)

Under this approximation the sample distribution will, Equation (3.22) be,

p(xt|mi
t−1, x

i
t−1, zt, ut) '

p(zt|mi
t−1, xt)∫

x′∈Li p(zt|mi
t−1, x

′)dx′
. (3.24)

Furthermore the distribution is approximated locally around a Gaussian distribu-
tion. Under this approximation the mean, µit and covariance, Σit of each particle i
can be determined by evaluating the local maximum likelihood function for a set of
points {xj}. These particles are sampled around the corresponding local maximum
found by the scan matching process, see Section 2.7. Here is the process carried
out for each particle.

µit = 1
η

ΣKj=1xjp(zt|mt
t−1, xj) (3.25)

Σit = 1
η

ΣKj=1p(zt|mt
t−1, xj)(xj − µit)(xj − µit)

T
, (3.26)

where η = ΣKj=1p(zt|mi
t−1, xj) is a normalizing factor. {xj} is chosen to cover

an area of uncertainty with density that is dependent on the resolution of the
grid map. Next, the particle weights are calculated according to the specified
probability distribution. By multiplying the denominator of Equation (3.22) by
wit−1 and using the same assumption as in Equation (3.24), the resulting weights
can be approximated as,

wit = wit−1ΣKj=1p(zt|mi
t−1, xj)

= witkη.
(3.27)
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The second improvement by the algorithm is that the resampling process is con-
ducted only when needed to minimize particle depletion. This makes the algorithm
use particles that contribute to the correctness of the filter as long as possible, and
requires that there is a measurement of the current particle set’s effectiveness. This
is called Neff and is computed as

Neff = 1
ΣNi=1(wi)2 . (3.28)

If the particles were sampled from the true posterior, the particles weights would
all be equal to each other. This means that the greater the approximation er-
ror becomes, the more the weights will disperse. Neff can therefor be seen as a
measurement of the dispersion of particles.

Grid Mapping was originally tested on three data sets in three different envi-
ronments, both indoors and outdoors. Indoors testing was performed on the Intel
Lab data set, that was recorded at the Intel Research Lab in Seattle. Outdoors
testing was performed on data sets from The Freiburg Campus data set, and the
MIT Killian Court. Grid mapping outperformed the algorithm by Hahnel et al. [14]
and needed one order of magnitude less particles. A summary of Grid Mapping can
be seen in Table 3.12.

Table 3.12: Grid Mapping
Property Description
Map type Grid map
Map calculation RBPF for estimating occupancy grid
Localization RBPF with improved proposal distribution for

sampling and adaptive resampling
Computational complex-
ity

O(NpNl) with Np particles and Nl landmarks.

3.13 Sparse Pose Adjustment for 2D maps

GraphSLAM is built on the nodes that represents a measurement, or a local map
of the environment and the location where the environment was observed. The
edge between two nodes holds spatial information that is gained from aligning the
measurements with each other. The spatial information can be regarded as the
constraint that the nodes have relative to each other. Due to recent advancements
in spatial linear algebra described by [26], where a non iterative algorithm for
solving sparse systems has been available, there are now approaches available for
optimizing graphs that have been discarded in the past according to [39].

The Sparse Pose Adjustment (SPA) method uses direct sparse Cholesky decom-
position to solve the linear system. The idea is to compute the linear system in a
way that optimizes the use of memory to improve the performance.
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3.14 Categorization table

The deliverable towards AVL is a table that presents a quick overview of the algo-
rithms that have been included in the thesis. The resulting table is presented in
Table 3.13. The categories that are included in the table are meant to be represen-
tative for SLAM in general, and is supposed to offer a summery of the attributes.

Table 3.13: Listing of all algorithms reviewed in the thesis

EKF

Full name Extended Kalman Filtering
Map type Feature based
Map calcula-
tion

EKF

Localization EKF
Complexity O(N2) with N state vector size.
Map size Global
SLAM type Online
Hypothesis Single
Algorithm type Filtering
Pros Simple
Cons Errors from Linearization
Usage In applications where errors from lineariza-

tion is less of an issue.

UKF

Full name Unscented Kalman Filtering
Map type Feature based
Map calcula-
tion

UKF

Localization UKF
Complexity O(N2) with N state vector size.
Map size Global
Slam type Online
Hypothesis Single
Algorithm type Filtering
Pros More accurate than EKF and less errors from

linearization.
Cons ex calculations
Usage Where non-linear characteristics makes EKF

unsuitable and the data association will make
unimodal beliefs satisfactory.

CEKF

Full name Compressed Extended Kalman Filtering
Map type Feature based w/ submaps
Map calcula-
tion

EKF

Localization EKF
Complexity O(N2) with N local features.
Map size Global
SLAM type Online
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Hypothesis Single
Algorithm type Filtering
Pros More accurate than EKF and less errors from

linearization
Cons ex calculations
Usage Where non-linear characteristics makes EKF

unsuitable and the data association will make
unimodal beliefs satisfactory.

Harch SLAM

Full name Hierarchical SLAM
Map type Feature based submaps, metric graph-based

global map.
Map calcula-
tion

EKF

Localization EKF
Complexity O(N) with N loop global size.
Map size Global
SLAM type Online
Hypothesis Single
Algorithm type Filtering
Pros More accurate than EKF and less errors from

linearization
Cons ex calculations
Usage Where non-linear characteristics makes EKF

unsuitable and the data association will make
unimodal beliefs satisfactory.

SLSJF

Full name Sparse Local Submap Joining Filter
Map type Feature based
Map calcula-
tion

EIF

Localization N/A
Complexity O(N) with N global features.
Map size Submap updates with matching to a global

map contained in a information matrix.
SLAM type Online
Hypothesis Single
Algorithm type Filtering
Pros Freedom of using any feature based algo-

rithm, submapping allow large maps.
Cons Not tested in real life application.
Usage Applications that render large maps, where

the choice of algorithm could vary.

EIF

Full name Extended Information Filter
Map type Feature based
Map calcula-
tion

EIF

Localization EIF
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Complexity O(N),O(N2) when closing loops.
Map size Global
SLAM type Online
Hypothesis Single
Algorithm type Filtering
Pros Sparsification reduces computation time.
Cons Optimistic error estimates in the global

frame.
Usage Applications that have a large map and

where good data association can be utilized.

iSAM

Full name Incremental Smoothing And Mapping
Map type Feature based or pose graph
Map calcula-
tion

N/A

Localization N/A
Complexity O(N2) with N local features.
Map size Global
SLAM type Full-SLAM
Hypothesis Single
Algorithm type Maximum A Posteriori
Pros Allows relinearization.
Cons Uncertainties needs to be recovered from the

square root information matrix. Becomes
slow with large maps.

Usage In small environments where the full trajec-
tory is of interest.

fastSLAM

Full name fastSLAM
Map type Feature based
Map calcula-
tion

EKF

Localization Particle filter with proposal distribution from
linear approximation.

Complexity O(NplogNl) with Np particles and Nl land-
marks.

Map size Global
SLAM type Online
Hypothesis Multiple
Algorithm type Filtering
Pros Hybrid allows for drawing benefits from both

EKF and RBPF. Good accuracy. Simple
RBPF.

Cons Suffers from accumulating errors from lin-
earization.

Usage Applications that prioritize simplicity over
accuracy.

UfastSLAM

Full name Unscented fastSLAM
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Map type Feature based
Map calcula-
tion

Unscented filters

Localization Proposal distributions from unscented filter
without linear approximation

Complexity O(NplogNl) with Np particles and Nl land-
marks.

Map size Global
SLAM type Online
Hypothesis Multiple
Algorithm type Filtering
Pros Better accuracy over fastSLAM.
Cons More complex calculations reduces efficiency.

Complex math.
Usage Applications where less errors from lineariza-

tion is and accuracy are prioritized over com-
plex calculations.

SRUfastSLAM

Full name Square Root Unscented fastSLAM
Map type Feature based
Map calcula-
tion

Square Root Unscented Kalman Filter

Localization Particle filter with PSO for sampling and new
sampling strategy.

Complexity O((Nl +Nh)logNlm) with Nl particles below
the span, Nh particles above the span and
Nlm landmarks.

Map size Global
SLAM type Online
Hypothesis Multiple
Algorithm type Filtering
Pros Increased diversity of particles. Improved

consistency over UfastSLAM.
Cons Even more complex calculations than Ufast-

SLAM.
Usage Where accuracy is demanded and high

amount of computing power is available.

DP-SLAM

Full name Distributed Particle SLAM
Map type Occupancy Grid map
Map calcula-
tion

PF with entire map in every particle

Localization PF
Complexity O(AN(D + Dlog( N

D
))) with a LIDAR scan

area, A, D nodes in the ancestor tree between
the root and initial position an N particles.

Map size Global
SLAM type Online
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Hypothesis Multiple
Algorithm type Filtering
Pros Data structures handle map estimations effi-

ciently. Developed on a real robot.
Cons Discretization errors from grid map.
Usage Applications where the map is of a finite size.

GMapping

Full name Grid Mapping
Map type Grid map
Map calcula-
tion

RBPF for estimating occupancy grid

Localization RBPF with improved distribution for sam-
pling and adaptive resampling.

Complexity O(NpNl) with Np particles and Nl land-
marks.

Map size Global
SLAM type Online
Hypothesis Multiple
Algorithm type Filtering
Pros Good accuracy to particles ratio. Handling

of particle depletion and improved sampling
probability. Performs both indoor and out-
door.

Cons Grid map of finite size.
Usage Both indoor and outdoor applications where

loop closing is likely to occur.





Chapter 4

Simulation

This section aims to cover the simulation aspects for the scope of the project. Simulation
is important to be able to get a sense of the performance of the algorithms, and how the
performance between algorithms compares to each other. One goal of this thesis is to
develop benchmarks tools for real world performance rather than theoretical performance
analysis. Therefore, a simulation environment has been chosen that allows complicated
environments to be simulated. Such a tool must be able to simulate real world physics and
to model appropriate agents in the environment. It should also be easily re-configurable.
It is also an advantage if the software is modular and that results can be easily transferred
to real world testing.

There are two types of simulations that will be done for comparison purposes. The
algorithms have also been run in the simulation environment that has been developed in
Gazebo. The point of having simulation done in an simulation environment like Gazebo
is that there might be a number of different applications for the SLAM algorithm. The
Gazebo environment gives an extension in sense of modularity and designing environments
suitable for different purposes. Since the topic of this thesis is to cover SLAM algorithms
and their applications in road vehicles, this will however not extend to simulating each
algorithm in the specific application.

4.1 Robot Operating System (ROS)

ROS is a middleware for writing robot software. ROS was created as a collaboration where
different schools, institutions, laboratories and individuals contribute towards making a
robust, general-purpose platform for creating robot software. The platform was spawned
from a robotics project at Stanford, and in 2007 a robotics incubator called Willow Garage
was brought on board and provided significant resources towards creating a well tested
platform. Since then, many more collaborators have contributed to creating a robust
platform that is used in many robotics projects around the world [24].

ROS framework
The communication in ROS is configured by creating nodes that transmit and receive
messages on different topics. The system is a collection of nodes that publish a message
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on a specific topic, this message can be received by any subscriber that is listening on the
same topic. The principle is similar to the common CAN-bus system but with specialized
functionality for robots. A layout of the ROS setup can be seen in Figure 4.1.

Figure 4.1: The ROS communication framework at macro level

The ROS master is the functionality that oversees the ROS system. The master will keep
track of everything in the network and provide names and registration to the nodes in the
system. The point of the master is to provide a foundation for the nodes to be able to
locate each other. Once this is established, they are able to communicate with each other
peer-to-peer. The master will also host the parameter server, which the nodes use to store
and retrieve parameters at run time [24]. The many-to-many one way communication
method used in the publish/subscribe framework is useful in many applications. There
are however situations in a distributed system where a proper Procedure Call 1 is useful.
This have been given the name service in ROS and is a two way communication type. The
function that makes a request is called client, which requests a service from an external
server which in return replies with the requested information [24].

The benefit of using ROS is that the standardized communication framework allows
for a plug and play solution when it comes to the vehicle. As long as the vehicle publishes
the same information on the same topics, there is no difference in running simulation in
Gazebo or on an actual vehicle in the real world. This means that as long as all test
cases look the same in real world implementation as they do in simulation, the results
can be compared in detail. This will also allow for a software modularity that is a real
benefit when comparing different algorithms. By using a setup where the nodes that are
transmitting sensor data are publishing raw data, algorithms can be interchanged as long
as they are written to handle the specific data type. The node based setup also allows
for algorithms to run simultaneously, which mean that algorithms can be compared in
real time. With the correct amount of processing power, everything could be compared
simultaneously, simulation and implementation run through all algorithms that should
be compared. One of the benefits with ROS is that the nodes can be spread out on
separate machines. This makes it possible to present data on one machine and perform

1Remote Procedure Call is a two way communication where a function call is made to a
function outside the address space.



4.1. ROBOT OPERATING SYSTEM (ROS) 57

the necessary calculations on another. In this sense ROS is truly a modular with capability
of being distributed.

Much like the abstraction for a vehicle or robot, sensors in Gazebo can be regarded
as a modular unit. These can be considered as a plugin to the vehicle where the sensor
data is sent on a topic from the vehicle node in ROS. The raw sensor data is handled by
the vehicle before published. There are standardized protocols for publishing data from
sensors of different types. These messages include different data in accordance with the
type of sensor that is used. As seen in Figure 4.1 the sensor is decoupled from the ROS
communication network. This means that sensors are interchangeable, and sensors can be
added and removed without changing the entire system.

ROS execution
In a complex ROS implementation, there might be a need to launch tens of nodes. Doing
this manually in separate terminal windows can be tedious. Therefore ROS has a system
for easily launching multiple nodes at once, roslaunch. Roslaunch files, launch files for
short, are built using XML syntax. Launch files can automatically search all available
packages in the loaded ROS workspace for nodes and additional launch files. One launch
file may include other launch files and may also be called with input files. Ultimately,
roslaunch allows the programmer to create modular packages.

The layout of the software used for simulation is based on the layout recommended in
the Gazebo web tutorials [22]. One package contains files for launching the relevant nodes
and that one package contains files describing the model. The disconnection of algorithms
and simulation to the model makes it easy to exchange parts as needed. Here algorithms
are imported via launch files in the Gazebo part of the package.

The Grid Mapping algorithm is part of the ROS library and is based on the GMapping
implementation from the Openslam community [51]. A launch file in the AVL_gazebo
package calls the gmapping_slam package from ROS with the desired parameters.

When working with robots, it can sometimes be helpful to have access to the coordi-
nates of a position seen from different frames of reference. One example is a robot arm
with a gripper. Finding the position of the gripper from the robots own reference frame is
helpful for control, but perhaps the position of the object to be gripped is only known from
a global reference frame. ROS provides a package with a coordinate transform library,
TF. The library is robust and provides a simple interface to perform coordinate trans-
forms [21]. It is based on broadcasters and listeners. Broadcasters broadcast transform
frames and listeners can take in available transforms. The TF library API then allows
the user to implement transforms as needed in each node. To enable fast traversal when
searching the transform graph, the graph takes a form of a tree. This means that every
frame can only have one parent but there is no limitation to the number of children.

The SLAM algorithm supplies a transformation frame from map to odom, which is the
odometry frame published by Gazebo. The odometry is published with no disturbance
and is therefore considered ground truth. The map to odom frame is broadcasted as the
pose belief instead of the actual position. This is a more flexible approach since it allows
for position comparisons from any reference frame. The frame base_footprint is parent
to base_link which is the base link in the Turtlebot model in Gazebo. These frames are
extracted from the Unified Robot Description Format (URDF) joints of the Gazebo model
via the robot_state_publisher node in ROS. This frame hierarchy means that the ground



58 CHAPTER 4. SIMULATION

truth pose is extracted from the odom frame and the belief is the transformed pose from
odom to the map frame.

4.2 Gazebo Simulator

Gazebo is a simulation software that allows models and environments to be built in 3D. In
addition to models, sensors can be simulated in the built environment via plugins. These
include IMU, cameras and Light- and Sound Detection And Ranging (LIDAR/SONAR).
Gazebo is tightly integrated with ROS and can publish simulation information to ROS
topics as well as be controlled through ROS.

Models in Gazebo are built using Simulation Description Format (SDF). SDF is built
upon XML and uses specialized tags to specify properties of a model. These properties
may be collision boxes, visual blocks or meshes, inertial information and/or mass. All
primitive elements can be bound together with joints. These joints define constraints
between each primitive e.g. revolute or fixed. An SDF file for a complicated model can
become large. In order to make writing SDF files easier, the XML macro language Xacro
can be used. This allows a file with the extension .xacro to be written. It may contain
variable names and values. These are then run through a Xacro parser, available in ROS,
to generate an SDF file.

URDF is a predecessor to SDF and is also a dialect of XML. URDF is used by ROS to
model robots, sensors and environments and is often considered as a less powerful language
than SDF. The reason that ROS still uses URDF is because of backwards compatibility
and since the language is still maintained by the ROS community [24].

Model
The choice of simulation model was made considering compatibility with the hardware
used, as well as the development time needed to create the model. A real car has non-
holonomic movement constraints and when considering visual design there are limitations
to where sensors can be located. An accurate model of a car could also contain suspension
and Ackermann steering. There would however be needed significant amounts of time to
develop such a model. There are some models of cars available that are contributed by
the community. However, the impact of the physical and kinematic model of a car on the
SLAM algorithm execution is very small. There are many robot models that are officially
supported by ROS. In addition to being well tested there are a variety of supporting
ROS libraries for these models. One of the most widely used ROS and Gazebo models
is Turtlebot [23]. The simulated robot uses differential drive (i.e. non-holonomic) and
supports real-time steering from the command line, in ROS called key operation or keyop,
and outputs useful data such as odometry. The good out of the box performance makes it
ideal for quick and easy testing and customization. Turtlebot is highly configurable and
has three parts that are exchangeable, namely the base, the platforms and sensors. The
desired configuration can be set in the ROS launch files. For this project, the Kobuki base
was chosen. This is the default choice for Turtlebot and supports both key operation and
odometry output. The choice of platforms, or stacks, on the robot is arbitrary for this
project, therefore the default choice was used, hexagonal platforms. Lastly, the 3D sensor
was not needed for this project and was removed entirely.
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There are already topics for odometry and IMU data sent from Gazebo. To complete
the sensor configuration, a 2D planar LIDAR was added. The LIDAR functionality is
provided by a Gazebo plugin. The plugin was configured to have the correct settings for
the LIDAR used, RPLIDAR 6.3.

4.3 Matlab/Simulink

MATLAB is a platform that is optimized for computational mathematics and solving
engineering problems. It includes a matrix based, interpreted programming language that
have been developed by MathWorks. The benefit of Matlab is its built in support for a
broad range of functions which makes complicated calculations easy with only a few lines
of code [48].

Simulink is a graphical programming and modeling environment that is tightly inte-
grated with Matlab. Simulink is, as suggested by its name, developed for modeling and
simulating dynamic systems. Graphical block representation makes Simulink a good tool
for rapid modeling and its many tool boxes makes it a versatile tool [49]. Simulink includes
a robotic toolbox that is used to have communication with the ROS network.

Matlab is a powerful tool when it comes to performing analysis on a data set. This
makes the program highly suitable for visualizing data gathered from the simulations. It
will also make comparing the data simple since complex operations can be performed with
predetermined packages. Furthermore, Simulink is used to gather data from the ROS-
network, because of the simplicity of using the ROS functionality and gathering data.
The final product is a system capable of gathering and visualizing data from vehicles, in
simulation or a real vehicle.

4.4 System architecture

The architecture of the simulation system is set up to facilitate easy adaptation to real
implementation. The system is abstracted and divided into layers. The goal is for each
layer to be interchangeable without changes to the other layers.

Figure 4.2: Layout of the system architecture

First, the system is divided into one implementation and one data part, see Figure 4.2.
The implementation layer represents the part of the system that interacts with the world
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and consists of the sensors and actuators. Information is passed between the implementa-
tion layer and the data layer. The data layer takes the data from the sensors and converts
it to useful information through algorithms. Information gathered in the data layer may
also generate input to the actuators in the implementation layer via data handling mod-
ules. A third layer is the presentation layer that extracts results and quantitative data
from the data layer, and is also used for benchmarking. This kind of architecture is well
suited for ROS. The data transactions are defined as topics that each node can publish or
subscribe to. Each node is programmed in C++ or Python and can have any functionality
offered by the programming languages. There are also libraries that help with common
robotics problems e.g. coordinate transforms between different reference frames.

With the data transactions of the architecture set, the implementation layer must be
chosen. The implementation part may both consist of simulation software or real hard-
ware. Software must be interoperable with ROS as well as supplying a usable simulation
functionality. Gazebo simulator is simulation software with a 3D physics engine. Lastly,
data acquired from readings must be processed and presented. Matlab, is a ubiquitous
mathematical processing language and software. In order to extract the needed data from
the ROS topics, Simulinks ROS module is used. Simulink can subscribe to topics on ROS
and log the data. This can then be post-processed and presented.

Test Cases
The strive towards developing a modular platform has contributed towards facilitating a
comparison standard for the different algorithms and environments. The platform should
have comparable test cases that can be built in both the real world and in simulation.
These should be isolated cases where a few different scenarios are tested and evaluated in
order to get comparable results. These cases should also relate to the real world and test
possible environment interactions that could face the vehicle. The first test case, seen in
Figure 4.3, is meant to isolate landmark detection from a number of different angles and
detection of landmarks of different shapes.

Figure 4.3: The first test case

This is a elementary function when driving in the real world, and a good way to test
the basic characteristics of the algorithm. These objects can emulate pedestrians, pillars,
houses, cars etc. The second test case, seen in Figure 4.4 will test loop closure, the vehicle
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crossing its own path, corner detection etc. This is also basic abilities, but even though
they are basic, they are important to get robust and good performance. If an implemented
system is to be compared with a simulation there needs to be a comparable basis for the
system. Retrieving a ground truth for an implemented system will require some sort of
surveillance. This means that the test cases that will be the foundation for the comparison
needs to be small and compact in size. Building isolated test cases will supply this.

Figure 4.4: The second test case

There could also be the need for testing in a larger environment. This environment
could be developed in Gazebo in accordance with some of the data sets that exists.





Chapter 5

Results

SLAM is mainly divided in two types, PF and KF methods. A comparison between the
two can therefore be of interest. The two most important algorithms historically have
been EKF and fastSLAM. Both of these have been simulated in a MATLAB environment
and the plots of this simulation can be seen in Section 5.1.

5.1 Comparison

Due to the impact of the induced noise in the algorithm, each of the algorithm was
simulated two times to get two unique sets of simulation data. All the simulations have
been made with both sensor and control noise. The measurement noise is a randomized,
normal distributed noise that is added to the range measurements, Znoise = Z +

√
R

where,

R = N
[
σ2

R 0
0 σ2

B

]
, (5.1)

where N is created with Matlabs randn function and

σR = 0.1 m, (5.2)

σB = 1π
180 rad, (5.3)

for the length and direction of the measurement. The control noise have been calculated
analog to the measurement noise. Simulations have also been performed with inflated
noise where the noise have been doubled.
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Figure 5.1: Simulation of EKF.

In Figure 5.1 the results from the EKF simulation can be seen. In the figure the
landmarks, the true pose and the believed pose of the different simulations can be seen.
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Figure 5.2: Error propagation of EKF.

The error of the EKF simulation can be seen in Figure 5.2. This is the least squares
error of the simulation.

Similar to EKF the fastSLAM algorithm is also simulated with measurement and
control noise, these have also been inflated. The measurement noise is analog to that of
EKF, the control noise for fastSLAM however, is calculated from a multivariate Gaussian
distribution where normal distributed noise is added to the velocity and the steering angle.
The velocity with noise is calculated as Vnoise = V + NσV and the steering angle with
noise, Gnoise = G+ NσG. Where,

σV = 0.3 m/s, (5.4)

σG = 3π
180 rad. (5.5)
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Figure 5.3: Simulation of fastSLAM.

In Figure 5.3 the results from simulation of fastSLAM are presented.
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Figure 5.4: Error propagation of fastSLAM.

The error from fastSLAM simulation is shown in Figure 5.4. The least squares error
is the distance in meters that the believed pose is from the actual truth.

If the data from the two algorithms is compared, it shows that the error in fastSLAM
is more impacted by the induced noise than EKF. The data also suggests that fastSLAM
has more difficulty in consistently handling uncertainty in the sensor readings, rendering
lateral shifts. Due to the flickering in fastSLAM, the EKF simulation can be seen to have
a smoother trajectory. If one is to discard the flickering the two algorithms is seen to
perform similar to each other.

5.2 Test platform, proof of concept

The simulation is built around the ROS network, see Section 4.1. This provides the
modularity to run the same algorithms in both simulation and implementation, either
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separately or simultaneously. The ROS launch capability makes the implementation of
a specific environment easy. As described in Section 4.1, the launch file will include all
necessary files into the simulation. This effectively opens up the possibility to model the
vehicle using URDF and the world using SDF independently and merge these together
using the launch file. By this setup the two are interchangeable and can be developed
separately. The simulation results prove that the platform can be used in order to compare
algorithms. When looking at the results from simulation of the Grid Mapping algorithm,
see Section 3.12, it becomes clear that this type is suitable for comparison.

(a) True and believed pose for simulation
of test case one.

(b) Error for every measurement in sim-
ulation of test case one.

Figure 5.5: Simulation of the first test case

When looking at the true and believed pose in Figure 5.5a a clear distinction can be
found. The x- and y-position clearly shows the path of the vehicle driving on the simulated
test track. By running the same simulation with every algorithm the trajectories can be
compared visually which makes for quick and easy assessments. There are also great
benefits in having the error in pose estimation available for comparison, see Figure 5.5b.
This way can the errors be evaluated and the areas where the algorithm perform poorly
can be extracted. It can also be seen in Figure 5.6a that the more complex environment
in the second test case allows the vehicle to have a better pose estimation due to more
reference points in the environment. There is also less error closer to a previously visited
area which suggests better performance due to loop closure.
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(a) True and believed pose for simulation
of test case two.

(b) Error for every measurement while
simulation of test case two.

Figure 5.6: Simulation of the second test case.

The accumulated error can be assessed by looking at Figure 5.6b. This also suggests
worse performance at the second test case, which might be derived from a more complex
environment.





Chapter 6

Discussion and Conclusion

This chapter reflects thoughts and ideas from the authors. This is where thesis related
discussion concerning the material that have been read and the results from simulation
is conducted. The discussion aims to give the reader a sense of context to some of the
decisions that have been taken, but also to clarify and further develop reasoning and
interesting angles that does not fit the scope of the previous chapters. The conclusion will
summarize the thoughts concerning the thesis and the results and conclude the thesis.

6.1 Discussion

Limitations
When reviewing the full field of SLAM, one has to include parts from many engineering
disciplines such as control theory, robotics, probability theory and computer vision. Since
this thesis was done as an introductory study, some of these parts were either not covered
or were used without further theoretical investigations. Most notably, algorithms that
depend on some kind of computer vision have been ignored in the review. The downside
of this is that some state of the art algorithms relying on visual methods are missing
from the review. Even though vision based algorithms are beyond the review presented
here, much of the theory covered here is applicable to these as well. In fact, much of
the peculiarities from feature-based SLAM algorithms such as feature extraction and data
association are inherent to the vision-based algorithms. Therefore, theory from this report
can be applied when learning about these algorithms. In addition to not covering vision-
based algorithms, only algorithms that have been explicitly used for solving 2D SLAM
have been covered. This is in part connected to the absence of vision-based algorithms
since these are often used to extract features in a 3D world, although there is LIDAR
equipment that can extract 3D as well. The choice to not use 3D algorithms is based on a
number of reasons. One is that it might be considered more suitable to start investigating
the simplest problems possible in an introduction to a subject. By reducing the number
of dimensions there is a possibility to focus on the basic specifics of each algorithm rather
that how to handle to increased computational requirements. One thing to note however
is that the choice of suitable map types in 3D may differ from 2D. Consider for example
keeping a full grid map in three dimensions will be significantly more expensive that
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keeping a feature based map in 2D. This is something that should be considered before
entering into the next dimension of SLAM. The second reason to why it is considered
reasonable to do this study in 2D is that it is easy to consider a car driving on a road as a
2D world. It is fully feasible to make the first implementations of a car with SLAM in 2D
and later extrapolate the results into a 3D implementation. A car in a 2D world could for
example be a car driving on a parking lot. There would however be a need to make a full
evaluation of 3D algorithms before using a SLAM-equipped vehicle in real traffic. This is
left for future studies.

The choice of sensors was motivated by costfrom both money and computation. In
a sense, when removing the option of using a camera as a sensor, the choice of sensor
is arbitrary. Range based sensors such as LIDAR, RADAR and SONAR all give similar
data with the difference that RADAR and SONAR give cone-shaped readings and LIDAR
ray-shaped. This can be abstracted into the sensor model and/or the front end of the
algorithms and does not severely affect the SLAM algorithm. Furthermore, when applied
to road vehicles, LIDAR is by far the most common range sensor and is therefore a good
choice. As far as odometry goes, there are many variants of it, both direct wheel odometry
(dead reckoning), IMU integration, visual odometry and combinations thereof. As far as
SLAM algorithms go, they are agnostic to the source of the odometry. The difference
is that in algorithms that use an explicit model for odometry, such as EKF, the model
uncertainty may need to be adjusted.

Simulation results
What is interesting when looking at the results from all the simulations is how similar
the lsq-error values are in the Gazebo and Matlab simulated algorithms. In Matlab the
distances are eight times larger due to the fact that the Matlab simulation uses the pa-
rameters of a real car. The result from the Gazebo simulation is similar to 1/8 of the
values from the Matlab simulation. This indicates that the two platforms perform sim-
ilarly enough to be compared to each other. The results also show that the simulations
with inflated noise yields results with larger error, something that is to be expected.

EKF SLAM performs well in this environment as it has many and well defined land-
marks. This corresponds well to the results of the literature study. One can also note
a drift when traveling on long straight lines. This drift likely likely arises from low fre-
quency integration errors caused by disturbances in measurements propagating through
the vehicle kinematic model. The position estimation improves significantly at the end of
the run when the loop is closed, i.e. that known landmarks are revisited.

The plots from fastSLAM show a flickering in the trajectory, something that could
be explained with the way the algorithm chooses the correct measurement. Since the
noise produces misinterpretation of the measurements and that the measurement with the
highest weight is chosen to be correct, there could be fluctuation when the probability
distribution is flat. The implication of this is that multiple hypothesis methods, such as
fastSLAM, can make large jump in estimation in a single step, as opposed to KF based
approaches that iteratively improves a single estimation. In these experiments, the jitter
in the position estimation of fastSLAM seem to arise when incorporating new landmarks
into the estimation. This implies that with the current parameters, the algorithm is more
sensitive to measurement noise that control noise. Further study of this phenomenon is
advised to fully understand the causes of this behaviour.
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The experiments in this thesis show some of the hallmark characteristics of the Kalman
and Particle filtering approaches. Kalman based approaches have an intrinsic low pass
filtering effect since a single estimation is continuously improved. This makes the esti-
mation stable but vulnerable to integration errors. Particle filtering algorithms are more
flexible and may quickly and drastically change the estimated position between steps.
This may render the performance unstable if there is much noise in the measurements
but at the same time makes the algorithm more flexible since it considers more possible
solutions. More elaborate experiments are needed to show the benefits of this feature of
particle filters. An example of such an experiment would be to quickly move the vehicle
from one position to another (also called stolen robot problem), however in the context of
autonomous vehicles the applicability of this kind of experiment can be discussed.

Applicability of results
In this thesis there was an emphasis on applicability of the covered algorithms. Since
the thesis was commissioned in order to support the development of autonomous vehicles,
it is extra interesting to know what is actually used in commercial vehicles that exist
on the roads today. The problem with this is that details of the actual algorithms used
in vehicles on the market today are proprietary knowledge and are therefore not in the
public domain. For this reason, one can only speculate. It was found that the most
limiting factor of SLAM in a real setting is that the map may quickly grow into a size
that makes calculations intractable. This is true for all algorithms that store the states
of the world in the state vector since the complexity of the algorithms always increases
with the size of the state vector. This means that all “base” algorithms, such as PF and
KF, need some kind of processing to decouple (global) map size from the computational
complexity of the algorithm to be feasible in a real setting. This does not mean that
e.g. EKF and UKF are unnecessary, they serve their purpose within the setting of SLAM
even though they cannot be used in e.g. a car driving in city traffic. Firstly, they provide
an excellent introduction to SLAM and can be used in initial testing. Also, and more
importantly, many of the more advanced methods use these base algorithms. For example,
all submapping algorithms covered in this report use the EKF to some extent. This means
that testing can be conducted in a small environment and that the results can then be
transferred to a bigger environment and then expanded upon. The categories that were
found also apply to other algorithms and can be applied to more modern algorithms as
well.

Another interesting aspect of a real implementation is that the localization problem
takes central part of SLAM when the application becomes a real car driving in real con-
ditions. One can speculate about future optimization scenarios where the full trajectory
might be of interest, but that will demand technology that exceeds the capability of the
one projected in the near future. The capacity of today is more likely to ignore the full tra-
jectory as an online asset and be focused on an self driving car producing a local submap
of the relative close surrounding. The benefit of having a submap is that the map it is
great tool for the decision making process. The trajectory planner will then have relevant
and up to date information and at the same time the capacity needed for storing the
submap is less than storing the entire map. The relevance of a map produced many time
steps away can in this sense also be questioned. The old map is interesting in a global
perspective, but holds little relevance for localization at the current time. Expanding on
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this, the localization problem could even be detached from SLAM if the map is provided
by a cloud solution, either downloaded or streamed.

Another takeaway from reading the literature and performing the simulation, is that
it is likely that there will be cheery picking from the different algorithms. Each of them
have their strengths and weaknesses and to obtain some type of overlap, it is likely that
implementation in a real car will have some type of algorithm fusion. This could also
produce some form of redundancy where results can be compared.

One important aspect of the thesis is the need and possibility of a comparison platform.
The results suggests that such a platform can simulate the results in a way comparable
to the Matlab implementations. The benefits with having a modular platform must be
mentioned again and the possibility to compare a model with a real life implementation
does even more improve the applicability.

Future work
This report covered the basic algorithms of SLAM that use range sensors and odometry.
These algorithms are in a mature state in their development and have been proven to be
robust and their performance in different situations is well known. Advances in computer
vision have made vision based SLAM algorithms more feasible in a real setting. Therefore,
it is recommended that these kinds of algorithms should be studied as an extension to this
report. This should entail both studying visual algorithms and front ends that can make
implementations of feature based algorithms more stable.

In addition to visual algorithms, further studies should investigate how the transition
to a three dimensional world would affect different SLAM algorithms. A car or truck lives
in a quasi-2D world so algorithms studied here are still applicable. The challenge is that
while the vehicle has planar movement constraints, the environment is still 3D.

The current simulation framework can easily simulate SLAM algorithms in its current
implementation. To develop this concept and allow for more detailed tests to be done, the
first steps taken should be within developing a range-sensor front end for feature detection.
Efforts should also be made to incorporate cameras as a sensors. There is support for this
in both SLAM and Gazebo so this should not pose a big challenge.

6.2 Conclusion

The overall objective of this thesis is to find SLAM algorithms that can be used in real life
on real vehicles. The literature study has resulted in thirteen algorithms that have been
looked at from a historical, mathematical and applicable perspective. The literature study
led to a categorization, resulting in a table where the algorithms easily can be compared.
The extremely broad range of SLAM research makes it necessary for a platform in which
comparison between algorithms and implementation methods is crucial. This means not
only that there is a need for a unified way to compare and to categorize the algorithms,
but also that there needs for a standardized framework for how to test the performance
of the algorithms. Different researchers use different methods to prove their concepts and
even though there exist data sets that partly could provide a standardization there is not
a standardized way of comparison. There are great benefits for a company like AVL to use
such a platform, both for learning the concepts of SLAM and for evaluating algorithms.
The platform can give a quick direction regarding the performance and accuracy of the
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algorithm and the development time for a concept is therefore lowered. This can give
an indication that an algorithm does not perform as intended and the concept can then
be discarded early in the development process. The opposite can also be true. What is
suggested by this thesis, is that there can exist a platform serving as the foundation of
such a comparison. Result from the ROS-Gazebo platform have been compared to results
from a traditional simulation environment in Matlab where the ROS-Gazebo platform
produce similar results as simulations in Matlab. In the Matlab simulations, some of the
differences of fastSLAM and EKF can be seen, most notably that the multiple hypothesis
of fastSLAM creates jittering in the position estimation when available landmarks are
sparse.

As to what algorithms are used in real life application, it is likely that algorithms
are combined in order to have components from different algorithms in use when that
component is beneficial for the overall performance. Another important aspect is the
constraints in memory that a global map can contribute to. If the vehicle is traveling a
longer distance, it makes sense that the mapping only looks at a submap of the entire
trajectory. This is something that is consistent with our findings searching through the
literature study. A global map could be kept as an online asset where as the submap is
kept in memory and working with the SLAM algorithm.
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Appendix

6.3 RPLIDAR Specification

The following appendix contains an excerpt of the datasheet for the RPLIDAR A2M4
LIDAR used in the project. For the full datasheet, see http://www.slamtec.com/en/
lidar.
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Measurement Performance 

  For Model A2M3/A2M4 Only 

Figure 2-1 RPLIDAR Performance 

Note: the triangulation range system resolution changes along with distance, and 

the theoretical resolution change of RPLIDAR is shown as below:  

 

Figure 2-2 The Trend Graph of RPLIDAR Resolution  
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Precent

Specification 

Item Unit Min Typical Max Comments 

Distance 

Range 
Meter(m) 0.15 - 6 

Based om white 

objects with 70% 

reflectivity 

Angular 

Range 
Degree - 0-360 - - 

Distance 

Resolution 
mm - 

<0.5 
- 

<1.5 meters 

<1% of the distance All distance range* 

Angular 

Resolution 
Degree 0.45 0.9 1.35 10Hz scan rate 

Sample 

Duration 

Millisecond(ms

) 
- 0.25 - - 

Sample 

Frequency 
Hz 2000 4000 4100  

Scan Rate Hz 5 10 15 

The rate is for a round 

of scan. The typical 

value is measured 

when RPLIDAR takes 

400 samples per scan 
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Laser Power Specification 

  For Model A2M3/A2M4 Only 

Figure 2-3 RPLIDAR Optical Specification  

Note: the laser power listed above is the peak power and the actual average power 

is much lower than the value. 

Optical Window 

To make the RPLIDAR A2 working normally, please ensure proper space to be left 

for its emitting and receiving laser lights when designing the host system. The 

obscuring of the host system for the ranging window will impact the performance 

and resolution of RPLIDAR A2. If you need cover the RPLIDAR A2 with translucent 

materials or have other special needs, please contact SLAMTEC about the 

feasibility. 

 

Figure 2-4 RPLIDAR Optical Window  

You can check the Mechanical Dimensions chapter for detailed window 

dimensions.  

Item Unit Min Typical Max Comments 

Laser 

wavelength 
Nanometer(nm) 775 785 795 

Infrared Light 

Band 

Laser power Milliwatt (mW) - 3 5 Peak power 

Pulse length Microsecond(us) 60 87 90 - 

Laser Safety 

Class 
- - FDA Class I - - 

Optical Window 
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Coordinate System Definition of Scanning Data 

The RPLIDAR A2 adopts coordinate system of the left hand. The dead ahead of 

the sensors is the x axis of the coordinate system; the origin is the rotating center 

of the range scanner core. The rotation angle increases as rotating clockwise. The 

detailed definition is shown in the following figure: 

 

Figure 2-5 RPLIDAR Scanning Data Coordinate System Definition  

Communication interface 

The RPLIDAR A2 uses separate 5V DC power for powering the range scanner core 

and the motor system. And the standard RPLIDAR A2 uses XH2.54-5P male socket. 

Detailed interface definition is shown in the following figure: 

  

θ ሾ0,360) 

Interface Lead 
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Figure 2-6 RPLIDAR Power Interface Definition 

Figure 2-7 RPLIDAR External Interface Signal Definition 

Power Supply Interface 

RPLIDAR A2 takes the only external power to power the range scanner core and 

the motor system which make the core rotate. To make the RPLIDAR A2 work 

normally, the host system needs to ensure the output of the power and meet its 

requirements of the power supply ripple. 

  

Color 
Signal 

Name 
Type Description  Min Typical Max 

Red VCC Power Total Power 4.9V 5V 5.5V 

Yellow TX Output 
Serial port output of 

the scanner core 
0V 3.3V 3.5V 

Green RX Input 
Serial port input of the 

scanner core 
0V 3.3V 3.5V 

Black GND Power GND 0V 0V 0V 

Blue MOTOCTL Input 

Scan motor /PWM 

Control Signal (active 

high, internal pull 

down) 

0V 3.3V 5V 

Red 

XH2.54-5P 

V
C

C
 

T
X

 

R
X

 

G
N

D
 

M
O

T
O

C
T

L
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 For Model A2M3/A2M4 Only 

Figure 2-8 RPLIDAR Power Supply Specification 

Data communication interface 

The RPLIDAR A2 takes the 3.3V-TTL serial port (UART) as the communication 

interface. The table below shows the transmission speed and the protocol 

standard. 

Figure 2-9 RPLIDAR Serial Port Interface Specifications 

Item Unit Min Typical Max Remark 

Power Voltage V 4.9 5 5.5 

If the voltage exceeds the 

max value, it may damage 

the core 

Power Voltage 

Ripple 
mV - 20 50 

High ripple may cause the 

core working failure. 

System Start 

Current 
mA - 1200 1500 

The system startup requires 

relatively higher current. 

Power Current mA 

TBD 200 220 5V Power，power off 

TBD 450 600 5V Power，power on 

Item Unit Min Typical Max Comments 

Band rate bps - 115200 - - 

Working mode - - 8N1 - 8n1 

Output high voltage Volt (V) 2.9 - 3.5 Logic High 

Output low voltage Volt (V) - - 0.4 Logic Low 

Input high voltage Volt (V) 1.6* - 3.5 Logic High 

Input low voltage Volt (V) -0.3 - 0.4 Logic Low 
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Note: the RX input signal of A2M4 is current control type. In order to 

ensure the reliable signal identification inside the system, the actual 

control node voltage of this pin will not be lower than 1.6v. 

Scanner Motor Control 

The RPLIDAR A2 is embedded with a motor driver which has speed tuning feature. 

Users can control the start, the stop and the rotating speed for the motor via 

MOTOCTL in the interface. MOTOCTL can be supplied using PWM signal with 

special frequency and duty cycle, and in this mode, the rotating speed is decided 

by the duty cycle of the input MOTOCTL PWM Signal.  

The following table describes the requirement for the input PWM signal of 

MOTOCTL: 

Figure 2-10 RPLIDA Specification for PWM Signal of MOTOCTL 

Note: the typical value is tested when the scanner rotating frequency is 10Hz. With 

the same rotating speed, the PWM duty cycle of every RILIDAR A2 may vary 

slightly. If a precise rotating speed is required, users can perform a closed-loop 

control. 

If the host system only need to control the start and stop of the motor, please use 

the direct current signal in high level and low level to drive MOTOCTL. Under this 

condition, when the MOTOCTL is the low level signal, the RPLIDAR A2 will stop 

Item Unit Min Typical Max Comments 

High level 

voltage 
V 3.0V 3.3V 5V 

- 

PWM 

frequency 
Hz 24,500 25,000 25,500 

Square Signal 

Duty cycle 

range 
- 0% 60%* 100% 

Typical value is the duty 

cycle of high pulse 

width when the scanner 

frequency is at10 Hz. 

Since the proper 

rotating speed is 

between 5-15Hz, please 

set the motor rotating 

speed between 5-15Hz. 
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rotating and scanning; when the MOTOCTL is the high level signal, the RPLIDAR 

A2 will rotated at the highest speed. 

MISC 

 For Model A2M3/A2M4 Only 

Figure 2-11 RPLIDAR MISC Specification  

Item Unit Min Typical Max Comments 

Weight Gram (g) TBD 190 TBD  

Temperature range Degree Celsius (oC) 0 20 45  
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