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Abstract
In today’s world the amount of collected data increases every day, this
is a trend which is likely to continue. At the same time the potential
value of the data does also increase due to the constant development
and improvement of hardware and software. However, in order to
gain insights, make decisions or train accurate machine learning models we want to ensure that the data we collect is of good quality. There
are many definitions of data quality, in this thesis we focus on the accuracy aspect.
One method which can be used to ensure accurate data is to monitor for and alert on anomalies. In this thesis we therefore suggest
a method which, based on historic values, is able to detect anomalies in time series as new values arrive. The method consists of two
parts, forecasting the next value in the time series using Holt-Winters
method and comparing the residual to an estimated Gaussian distribution.
The suggested method is evaluated in two steps. First, we evaluate
the forecast accuracy for Holt-Winters method using different input
sizes. In the second step we evaluate the performance of the anomaly
detector when using different methods to estimate the variance of the
distribution of the residuals. The results indicate that the suggested
method works well most of the time for detection of point anomalies
in seasonal and trending time series data. The thesis also discusses
some potential next steps which are likely to further improve the performance of this method.
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Sammanfattning
I dagens värld ökar mängden insamlade data för varje dag som går,
detta är en trend som sannolikt kommer att fortsätta. Samtidigt ökar
även det potentiella värdet av denna data tack vare ständig utveckling
och förbättring utav både hårdvara och mjukvara. För att utnyttja de
stora mängder insamlade data till att skapa insikter, ta beslut eller träna noggranna maskininlärningsmodeller vill vi försäkra oss om att vår
data är av god kvalité. Det finns många definitioner utav datakvalité,
i denna rapport fokuserar vi på noggrannhetsaspekten.
En metod som kan användas för att säkerställa att data är av god
kvalité är att övervaka inkommande data och larma när anomalier påträffas. Vi föreslår därför i denna rapport en metod som, baserat på
historiska data, kan detektera anomalier i tidsserier när nya värden
anländer. Den föreslagna metoden består utav två delar, dels att förutsäga nästa värde i tidsserien genom Holt-Winters metod samt att
jämföra residualen med en estimerad normalfördelning.
Vi utvärderar den föreslagna metoden i två steg. Först utvärderas
noggrannheten av de, utav Holt-Winters metod, förutsagda punkterna
för olika storlekar på indata. I det andra steget utvärderas prestandan
av anomalidetektorn när olika metoder för att estimera variansen av
residualernas distribution används. Resultaten indikerar att den föreslagna metoden i de flesta fall fungerar bra för detektering utav punktanomalier i tidsserier med en trend- och säsongskomponent. I rapporten diskuteras även möjliga åtgärder vilka sannolikt skulle förbättra
prestandan hos den föreslagna metoden.
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Chapter 1
Introduction
This chapter aims to provide the reader with some background, the
report’s purpose and objective. The limitations/constraints and the
relevance of the project is also discussed in this chapter.

1.1

Background

Companies and organizations amass an ever-growing amount of data
each day. According to reports from McKinsey & Company the available volume of data has, in recent years, seen exponential growth [1]
and according to Gantz and Reinsel [2] the volume of data is expected
to double every two years until 2020. This trend is likely to continue
and accelerate as an increasing amount of internet connected devices
become affordable and more common in our society.
As machine learning algorithms and big data infrastructure matures, the potential and value of the data increases. Having access to
data of good quality is therefore a crucial part of many businesses operations, being able to provide relevant suggestions to customers or in
other ways gain insights into business data is essential to gain an edge
over competitors and provide customers with the best experience possible. In order to gain insights, make decisions or train accurate machine learning models based on your data, you want to be sure that
the data you have is of good quality.
There are several different definitions of data quality most commonly divided into different dimensions, in this report we follow the
definitions suggested by Cai and Zhu [3]. In their paper they propose
five different dimensions of data quality: availability, usability, reliabil-
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ity, relevance, presentation quality, each with one or more elements. In
this report we are mainly interested in the dimension of reliability and
specifically its element accuracy.
One source of inaccuracies, and consequently worse data quality
in datasets, are anomalous data or in other words data which deviate from the expected behavior. There can be a multitude of different causes for anomalous data, such as broken systems reporting erroneous numbers, a permanent or temporary change in the underlying generating process (e.g. changed user behavior). Regardless of
the cause we want to detect these anomalies and alert the data owner
so that further investigation can be conducted, this is what we call
Anomaly detection and is the focus of this report.

1.2

Problem definition

Values arrive in the system with a regular frequency, for instance once
every hour or day. As a value arrives we want to validate its correctness, this can be achieved in different ways, for instance by checking against some pre-defined rules such as some static bounds within
which the datum should be contained. However, these rules are not
adaptable and will therefore not be suitable for all kinds of data.
Anomaly detection is to find data which deviate from the expected
behavior, this behavior is not necessarily stationary and will in many
cases change over time. One example of non-stationary data is data
originating from user behavior since activity commonly varies during
a day, week, month etc. Many metrics do also see a growth or decline
over time, these properties make it desirable to apply methods which
automatically adapt the bounds to the data, based on history.
Another important aspect of this particular case is that the anomaly
detection has to be carried out in an online fashion, we want to know
whether the newly arrived datum is anomalous shortly after its arrival. This introduces certain difficulties and demands on the algorithms used, it is for instance not realistic to fetch the entire history at
each new point.
A typical supervised machine learning approach is not practical in
our case since we do not have access to a labeled dataset. There are
multiple reasons for this, the main reason is that it would require a
large amount of expensive manual labor. The labeled dataset would
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be unlikely to contain all possible anomalies and would likely be biased towards a certain type of anomaly as a human would not be able
to discern all the possible anomalies in these very large time series. We
will therefore have to rely on a unsupervised approach where the system learns the expected behavior from historic data and alerts when a
large enough deviation occurs.

1.3

Objectives

The objective of this thesis is to investigate how an anomaly detection
system, which fulfills certain criteria described below, can be implemented and in which configuration it performs optimally. The system
should:
• Be able to adapt to the data.
• Run in an online fashion, i.e. it should process each datum as it
arrives.
• Not require access to the entire history at time of detection.
• Not require extensive fine-tuning of parameters to function in a
satisfactory manner.
• Require minimal intervention from the user after the initial setup.
• Produce interpretable results.
• Not overwhelm the user with false positives.

1.4

Scope and limitations

In this thesis we will evaluate an approach to time series anomaly detection. This will be done by first evaluating the performance of a
commonly used forecasting method and secondly evaluating several
methods which can be used to construct the bounds for the anomaly
detector.
In the context of this thesis, online refers to the case in which the algorithm has to detect anomalies as they arrive using a limited amount
of historical data. This is in contrast to the case in which we would
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collect some amount of data before detecting all anomalies present in
it at once.
We do not implement a production ready system but rather rely on
the capabilities of the statistical computing language R [4]. The reason
for this is mostly due to time constraints and in order to ease the process of evaluating the proposed method. Due to the aforementioned
time constraints we assume that our data is complete and does not
contain any missing points.

1.5

The principal

This thesis was carried out in cooperation with Spotify, a large media streaming company. The company develops a streaming platform
for music, podcasts and videos available on multiple different devices
such as computers, mobiles, tablets, home entertainment systems, cars,
gaming consoles and more. The service has over 60 million subscribers
(as of July 2017) and over 140 million active users (as of June 2017)
spread across 61 markets (as of October 2017) [5].
Streaming content grows rapidly in popularity with several companies such as Netflix and Spotify growing quickly [5, 6]. With an
increasing number of users comes an increasing amount of available
data. A large effort goes into handling these vast amounts of data, often with entire departments dedicated to the data infrastructure needed
to support operations, analytics, recommendations, search and more.
In this thesis we focus specifically on time series data originating
from data pipelines written by different teams within the company.
Some of these collected data consist of metrics which cover business
critical information and have to be monitored closely as anomalies can
lead to disruptions and possibly even negative impact on the business.
The project will be carried out in the Data Infrastructure department
at Spotify within a team whose mission is to enable data engineers to
monitor, alert on and visualize data endpoint quality. Spotify is currently investing heavily into machine learning. However, not every
team will have a ML expert, therefore one of the goals of this project
is also to make ML more accessible. By developing the suggested system, Spotify developers can hopefully benefit from the potential of ML
without having a deep knowledge about it. Some background to why
this is important is that, as previously mentioned, Spotify has large
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amounts of data but sometimes it is lacking in quality. To detect certain incidents triggered by anomalies in the data currently requires
human intervention. Even though data quality is very important it
can sometimes be an afterthought to the data pipeline developers. We
would therefore like to create a system which enables the developers
to improve the quality but with the least possible effort from their side.
The team in which this thesis will be carried out provides a service
where a customer (pipeline owner) can publish/log counters from a
pipeline for monitoring purposes. It is not feasible for a person to
monitor these counters manually for several reasons: there can exist
an arbitrary number of counters, the time between anomalies can be
large and it is expensive and unrealistic to dedicate one person to dashboard monitoring. The goal of this report is therefore to suggest and
evaluate an algorithm which will monitor this output and alert if an
anomaly is detected. By alerting on anomalous behavior we can direct
the user’s attention directly to the relevant pipeline and counter for
further investigation.

1.6

Overview of the report

This report follows the typical structure of a technical report. Chapter
2 (Background) provides the reader with the background and theory
necessary to understand the problem, suggested solution and the evaluation of said solution. Chapter 3 (Methods) presents the data used in
this report, the proposed method for anomaly detection and the methods used to evaluate its performance. The results of the evaluation
are presented in chapter 4 (Results) and discussed in chapter 5 (Discussion). Lastly, Chapter 6 (Conclusion) provides a conclusion to the
report together with suggestions for future work.

Chapter 2
Background
The first part of this chapter aims to provide some background of the
field and methods currently in use. Theory relevant to our suggested
method and the evaluation of it is presented in the second part of this
chapter.

2.1

Data representation

The choice of anomaly detection method is heavily dependent on the
data. This section is therefore dedicated to provide some relevant
background about the data we deal with.

2.1.1

Data counters

One way to gauge whether the data are of good quality is to count
certain properties in the data pipeline in order to validate them. Some
properties are well studied and can therefore be monitored with fairly
simple rules such as static thresholds or by monitoring the relative
change. An example of one such easily monitored property is a property which results in a time series of known constant values. The engineers responsible for a certain data pipeline are able to define so
called data counters in their code. Data counters are a type of metric which are available in many distributed processing frameworks
such as Hadoop [7], Flink [8] and Apache Beam [9]. The user (pipeline
owner) defines a data counter in the pipeline which can then be incremented and decremented freely. At the end of the pipeline the metrics

6
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are exposed and made available for validation. Most pipelines are run
at regular intervals resulting in one time series per counter.

2.1.2

Time series

A time series is defined as a series of observations xt recorded at time
t = 0, 1, 2 . . . [10]. We are specifically interested in discrete-time time
series where each observation is made at fixed time intervals.
Trend and seasonality
Many of the time series we are interested in are in one way or another
dependent on user behavior. This becomes evident in the shape of the
time series which often contain both a trend component and a seasonal
component. The trend component is a slowly changing function, it
affects the mean of the time series over time and can be thought of as
the component affected by an increase or decrease of users of a service
over time.
The seasonal component describes the seasonal effect on the time
series which for user data this can be related to the cycles of days,
weeks, months etc. For instance, users of a certain service might be
more active during evenings than mornings which would lead to a
daily seasonality [10].
Time series with trend and seasonal components can be modeled
using the Classical Decomposition Model, found in Brockwell and Davis
[10], as follows
Xt = mt + st + Yt ,
where E(Yt ) = 0,

st+d = st

t = 1, . . . , n
Xd
and
sj = 0.

(2.1)

j=1

Here Xt denotes the random process from which the observation xt
is made, mt is the trend component, st represents the seasonal component and Yt the random noise. The time series can be decomposed
into its components and visualized using the decompose function in R
resulting in fig. 2.1.

8
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remainder

trend

seasonal

data

Decomposition of additive time series

Figure 2.1: Time series decomposed into seasonal, trend and residual component.

2.2

Anomaly detection

Anomaly detection is a wide and active research area which is concerned with detecting deviating data in datasets. Some of the applications mentioned by Chandola, Banerjee, and Kumar [11] are cyberintrusion detection, fraud detection, medical anomaly detection, industrial damage detection, image processing, textual anomaly detection and anomaly detection in sensor networks. Anomaly detection is
of interest in almost any application which deals with data as anomalies can indicate, for example, fraudulent behavior or that a system
is broken. Many statistical models assume that the data is generated
by a process which follows a certain distribution, anomalous points
can break these assumptions and should therefore be detected. Even
though deviations most often indicate that something is wrong it is
important to note that not all anomalies are automatically bad, an example of this are holidays which might affect user behavior compared
to rest of the year.
Humans are generally good at detecting patterns and anomalies
but how do we define rules in order for a computer to be able to
do the same? Anomaly detection is not a well defined problem but
nonetheless a very important one. The definition of what constitutes
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an anomaly is highly dependent on context, therefore there exists a
large number of different techniques which can be used to detect anomalies as no single method is applicable to all cases. Chandola, Banerjee, and Kumar [11] divide the anomaly detection techniques into six
groups: classification based, clustering based, nearest neighbor based,
statistical, information theoretic and spectral. The choice of technique
depends on the application and the data which will be used. In our
case we are dealing with univariate time series, a data representation
which lends itself well to statistical methods influenced by the field of
time series analysis [11].

2.2.1

Types of anomalies

In this report we focus on two types of anomalies, global point anomalies
and local point anomalies. We define those in the same way as Hochenbaum, Vallis, and Kejariwal [12] i.e. anomalies which occur at one
point in time and are either extreme compared to the rest of the time
series or anomalous with regard to the context they appear in as they
are bound between the seasonal maximum and minimum as seen in
fig. 2.2.
Global

Local
Local

Figure 2.2: One global anomaly (leftmost) and two local anomalies.
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Generally speaking it is fairly easy to spot and detect global anomalies as even a simple static threshold might be sufficient. The challenge
to detect both global and local anomalies arises when the time series
exhibit a seasonal and/or trending behavior which is often the case for
user data.
There exists many other classes of anomalies which we will not
take into consideration in this thesis such as level changes where the
mean of the time series is suddenly shifted either up or down and
changes to the seasonality to name a few. A class of anomalies is typically defined by the user and focuses on some aspect/behavior of the
data which is deemed undesirable.

2.2.2

Alarm fatigue

When designing alerting systems one has to consider the consequences
of over alerting i.e. raising false positive alerts. Alarm fatigue also
known as alert fatigue is a desensitization to alerts which can occur
when a person is overwhelmed with alerts. This is a well known phenomenon within health care where nurses or other care providers can
easily become desensitized to alarms from patients and equipment,
sometimes leading to the alarms being disabled, silenced or ignored
[13]. The same phenomenon applies to our use case and we risk ending up annoying and overwhelming our users if the number of false
positives can not be kept to a minimum.
One of the main challenges when designing an anomaly detection
system is to strike a balance between the number of false positives and
false negative generated by the system. There is commonly a trade off
between the two where if one increases the other decreases. It should
therefore ultimately be up to the user to decide how important it is
for the algorithm to not miss possible anomalies versus unnecessarily
alerting. For example, in a health care setting it might be critical to
investigate every possible anomaly as the consequences of a false negative i.e. not alerting when something is wrong might be fatal while
the cost of investigating a false positive are relatively low. On the other
hand, in many other settings it might not necessarily be critical to act
on every possible anomaly and the cost of investigating false positives
might be high in comparison to the eventual consequences of a false
negative. It will ultimately come down to the priorities of the user
when deciding on how sensitive the algorithm should be.
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Previous work

There exist several previous approaches to anomaly detection in time
series data such as Twitter’s anomaly detection library which is shown
to work fairly well [12]. Other approaches, created by large internet
companies, worth to mention are the ones by Netflix [14], Expedia [15],
LinkedIn [16] and Airbnb [17]. There is however one crucial difference
between some of those approaches and the case we are interested in,
the algorithms are not adapted for the online case.
The application of anomaly detection is desirable in many different
industries where data is available, however, it is difficult to achieve
good results without special knowledge, something which is not always available to all companies. This has created a demand for anomaly
detection as a service, which on todays market is provided by several companies such as Datadog [18], Metricly [19] and Anodot [20]
to name a few. These companies provide their services through their
proprietary monitoring platforms and the algorithms and approaches
they use are therefore kept secret except for some hints provided through
blogs and public talks.

2.3.1

Current algorithms

The monitoring system currently contains two basic algorithms for
anomaly detection in counters for which the user is able to configure a
threshold at which an alert should be raised.
Static threshold
The user defines a static threshold by choosing a value λupper and λlower .
For each new observation xt , the value is compared to the threshold
values and an alert is raised if the condition (xt > λupper ) ∨ (xt < λlower )
is met.
This method of anomaly detection is very simple to understand,
implement and set up. However, it does unfortunately not work very
well with more complex time series which contain a trend and seasonal component. The trend component will make so that the static
threshold gets exceeded naturally as time passes, the seasonal component on the other hand will mask local anomalies from the threshold.
These drawback make this method suitable only for time series with-
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out trend and seasonality components or for detection of very large
deviations from the regular behavior i.e. large global anomalies.
Relative change
The user defines how many points in time k the algorithm should look
back and how many percent the current observation xt is allowed to
deviate from xt−k by setting two threshold values λupper and λlower . By
calculating the relative change as in eq. (2.2), we are able to raise an
alert if the following condition is true (α > λupper ) ∨ (α < λlower ).
α=

xt − xt−k
xt−k

(2.2)

This method is more sophisticated than the static threshold method
while still being fairly easy to implement. One drawback of this method
is that it is unintuitive how to properly choose good values for the
thresholds. Another drawback is that if points start to gradually drift
either up or down this method will not be able to detect the anomaly
which might be responsible for this behavior.

2.4

Forecasting

The ability to forecast future data points using past time series data is
of great interest for many applications and it is therefore a well studied area within the domain of time series analysis. There are many
different methods which can be used for forecasting using time series
data, some of the most well known for non-stationary data being autoregressive models such as ARIMA and exponential smoothing techniques such as Holt-Winters method [10, 21].
In order for us to be able to determine the expected behavior of
the time series we rely on the Holt-Winters method to forecast one
point ahead. Holt-Winters is chosen as it has been successfully applied for similar data and purposes before [22, 23]. The method did
also perform well compared to other forecasting methods in the M3competition [24]. The basics of this method are described below and
follow the notation found in Hyndman and Athanasopoulos [25].
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Exponential smoothing

One simple approach to forecasting is a method called exponential
smoothing. A sensible assumption to make when forecasting future
data points is that the future is dependent on the past. The most naïve
approach is therefore to assume that the next point in the time series is
simply the same as the previous one.
ŷT +1|T = yT

(2.3)

Here ŷT +1|T denotes a forecasted point at time T + 1, given the time
series up until time T . This naïve approach does however discard all
historical data except for the most recent datum. A more sensible approach which considers the past points would therefore be to forecast
the point at time t + 1 by taking the average of all past points. This
however, assumes that older points are equally important to more recent ones. By assigning larger weights to more recent data we remedy
this issue, this is the idea behind exponential smoothing which as the
name implies assigns exponentially decreasing weight to older data as
follows
ŷT +1|T = αyT + α(1 − α)yT −1 + α(1 − α)2 yT −2 + · · ·

(2.4)

The parameter α is commonly called the smoothing parameter and is
constrained to be a value between 0 and 1. Another way to express
this formula is by the recursive form
ŷt+1|t = αyt + (1 − α)yt|t−1

(2.5)

for t = 1, . . . , T and where we let y1|0 = l0 . The recursive formula can
then be rewritten on the component form.

ŷt+1|t = lt

(2.6)

lt = αyt + (1 − α)lt−1

(2.7)

We call ŷt+1|t the forecast equation and lt , which is the estimate of the
level of the series at time t, the level equation. This representation will
prove to be a useful in coming sections.
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2.4.2

Holt’s method

The simple method of exponential smoothing for forecasting is unable to deal with trending time series. This issues was solved by Holt
in 1957 [26] by modifying exponential smoothing and adding a trend
component to the original formulas. Holt’s linear trend method can be
expressed on component form.

ŷt+1|t = lt + hbt

(2.8)

lt = αyt + (1 − α)(lt−1 + bt−1 )

(2.9)

bt = β(lt − lt−1 ) + (1 − β)bt−1

(2.10)

This representation is familiar from the previous section with the
addition of bt which is an estimate of the trend at time t and the new
smoothing parameter β for the trend. The new parameter β is just like
α constrained between 0 and 1.

2.4.3

Holt-Winters method

Holt’s method was further extended by him and his student Winters, in 1960 to deal with time series containing both a trend and seasonal component [21]. This method is commonly called Holt-Winters
(HW) method or triple exponential smoothing. There are two common
variants of the Holt-Winters method, the additive and the multiplicative. The additive method is more suitable when the magnitude of
the seasonal component is constant over time while the multiplicative
method is preferred when the magnitude of the seasonal component
is time dependent.
The additive Holt-Winters method for a one step forecast is expressed as follows.
ŷt+1|t = lt + hbt + st−m+1

(2.11)

lt = α(yt + st−m ) + (1 − α)(lt−1 + bt−1 )

(2.12)

bt = β(lt − lt−1 ) + (1 − β)bt−1

(2.13)

st = γ(yt − lt−1 − bt−1 ) + (1 − γ)st−m

(2.14)

The multiplicative version for a one step forecast is similar and ex-
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pressed as follows.
ŷt+1|t = (lt + hbt )st−m+1
yt
lt = α
+ (1 − α)(lt−1 + bt−1 )
st−m
bt = β(lt − lt−1 ) + (1 − β)bt−1
yt
st = γ
+ (1 − γ)st−m
(lt−1 − bt−1 )

(2.15)
(2.16)
(2.17)
(2.18)

Both the additive and multiplicative version are similar to Holt’s method
eqs. (2.8) to (2.10), with the addition of a seasonal term st and smoothing parameter γ, constrained between 0 and 1.
Initialization
In order to make use of Holt-Winters method the model has to be initialized by selecting initial values for the level (l0 ), trend (b0 ) and seasonal (s−m+1 , . . . , s0 ) components. This can be done either by choosing
ad hoc values or by some heuristic scheme as discussed by Hyndman
et al. [27] and Hyndman [28].
Besides the initial values for the level, trend and seasonal components the smoothing parameters α, β and γ have to be chosen as
well. One technique for the selection of smoothing parameters include
choosing constant ad hoc values by reasoning about which characteristics of the time series we want to capture, this is the approach taken
by Brutlag [22]. An alternative method is to set reasonable starting values for α, β, γ and then try to find the optimal values by minimizing
the mean squared error (MSE) of the model.
Optimization of parameters
The method of finding the optimal smoothing parameters described
in the previous section relies on some optimization technique to minimize the MSE. Since we do not have access to the gradients we require
an algorithm which does not rely on the gradient to minimize the function. There are many valid techniques to chose from such as L-BFGS-B
[29], Nelder-Mead [30] and BOBYQA [31] to name a few. The choice of
technique is often based on experience and experiments which show
what works well with regards to precision and speed.
The implementation of Holt-Winters method found in R, HoltWinters, relies on the L-BFGS-B algorithm [32] which is a limited memory
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version of the BFGS algorithm able to handle boxed constrains on variables [29].

2.4.4

Residuals

The residual t between the actual observed value at time t and the
forecasted value for time t is simply the error of the forecast and calculated as follows.
t = yt − ŷt

(2.19)

We assume that the residuals are independent and identically distributed following a Gaussian distribution with zero mean and constant variance σ 2 , t ∼ N (0, σ 2 ) [27]. This allows us to estimate the underlying distribution by estimating the variance σ 2 from the observed
residuals t .

µ − 4σ

µ − 3σ

µ − 2σ

µ−σ

µ

µ+σ

µ + 2σ

µ + 3σ

µ + 4σ

Figure 2.3: Probability density function of a Gaussian distribution with
shaded area between µ − 3σ and µ + 3σ.
By comparing the residual t to the estimated distribution we are
able to determine whether yt is anomalous or not. A Gaussian distribution with the area between µ − 3σ and µ + 3σ shaded is shown in
fig. 2.3. This area corresponds to roughly 99.7% of the total area of
the probability density function meaning that values which land outside of this area i.e. are greater than µ + 3σ or lesser than µ − 3σ are
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unlikely to occur under normal circumstances. This fact is exploited
by Shewhart charts which is a tool used in statistical process control
(SPC), a method which applies statistical methods for quality control
within manufacturing. Shewhart charts employ these ideas to define
a centerline representing the output target and an upper and a lower
control limit within which the process should operate under normal
conditions [33]. The control limits are commonly set to 3σ above and
below the centerline, the reason for this choice is, as previously discussed, the low probability of a value being outside of these bounds
under normal conditions.

2.5

Measures of dispersion

In order to determine whether a given datum yt is anomalous or not
we want to compare the residual t against the distribution. As previously discussed this requires us to estimate σ and can be done using
slightly different methods.

2.5.1

Standard deviation

To estimate the population standard deviation σ we calculate the sample standard deviation s, this is done in the following way
sP
n
2
i=1 (xi − x̄)
(2.20)
sn =
n−1
Where n is the number of observed values and x̄ is simply the sample
mean calculated as follows
Pn
j=1 xj
x̄n =
(2.21)
n
We do however not have access to all of the residuals simultaneously
and therefore need either an online algorithm or a way to calculate
the standard deviation using a limited amount of data. By rewriting
eqs. (2.20) and (2.21) on a form where each step is calculated using
the previous step as input, according to Finch [34], we get the two
following expressions for the sample mean and standard deviation
x̄n = x̄n−1 +

1
(xn − x̄n−1 )
n

(2.22)
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r
sn =

Sn
n−1

(2.23)

Where Sn is defined as
Sn = Sn−1 + (xn − x̄n−1 )(xn − x̄n )

(2.24)

These equations provide a stable method by which the standard deviation can be updated and were described by Welford [35] which is
why we in this thesis refer to the method as Welford’s algorithm.
One drawback of the standard deviation is the fact that it is not a
robust measure meaning that even a low number of outliers can heavily affect the measure.

2.5.2

Median absolute deviation

An alternative to standard deviation which is robust to outliers is the
median absolute deviation (MAD). If X = {x1 , · · · , xn } then the MAD
is defined as follows.
MAD = b · median(|xi − median(X)|)

(2.25)

In order for the MAD to be used as an consistent estimator for the
standard deviation σ at Gaussian distribution, the constant b should
be set to b = 1.4826 [36].
Since the MAD is a robust measure it solves the issue with outliers
affecting the standard deviation mentioned in section 2.5.1. However,
it does come with its own issues as the calculation of the MAD relies
on the median which is hard to update. To calculate the median we
would have to access all historical data and there is therefore no online version of the MAD. This property together with our requirements
limit the usage of the MAD to estimation of the standard deviation by
using a limited window of data at each point in time.
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Evaluation of anomaly detection

A structured method is needed to evaluate the performance of the
anomaly detection. The following section is therefore dedicated to the
presentation of necessary theory.

2.6.1

The binary classifier

Anomaly detection is a binary classification problem meaning that every datum in a dataset is classified as either anomalous or normal. For
all binary classification problems the outcome can be divided into four
different groups, true positive (TP) when an anomaly is correctly classified, true negative (TN) when a normal point is correctly classified, false
positive (FP) when a normal point is marked as an anomaly and finally
false negative (FN) when an actual anomaly is marked as normal [37].
The confusion matrix illustrating these cases can be seen in fig. 2.4.
Prediction outcome

Actual value

p

n
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p0

True
Positive

False
P0
Negative
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True
N0
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total
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Figure 2.4: Confusion matrix [38]. A binary classifier has four outcomes dependent on the prediction outcome and whether an event was actually anomalous or not.

2.6.2

Performance measures

The performance of a binary classifier can be evaluated by different
measures constructed from the four cases (TP, FP, TN, FN) described
in section 2.6.1. Two such commonly used performance measures for
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binary classification and information retrieval methods are precision
and recall. These two measures are described below together with an
additional measure called the true positive rate which will prove to be
useful in coming sections [39].
Precision, sometimes also called the positive predictive value (PPV),
is defined as the number of true positives divided by the total number
of points labeled by the system as positive, see eq. (2.26). The PPV can
be interpreted as the probability that a point which resulted in an alert
is indeed anomalous i.e. P (Anomaly|Alert).
Precision =

TP
TP + FP

(2.26)

Recall, also called the sensitivity or true positive rate (TPR), is defined as the number of points marked as true positive divided by the
total number of positive points in the data, see eq. (2.27). This measure
can be interpreted as the probability that a true anomaly raises an alert
i.e. P (Alert|Anomaly).
Recall =

TP
TP + FN

(2.27)

The third measure considered in this thesis is the false positive
rate (FPR) which is defined as the number of false positives divided
by the total number of negative points in the data eq. (2.28). The
FPR is the probability to raise an alert for a non-anomalous point i.e.
P (Alert|N ormal).
FPR =

2.6.3

FP
FP + TN

(2.28)

Receiver Operating Characteristic curves

A popular and useful way for evaluation of a classifier is the receiver
operating characteristic (ROC) curve which is a two dimensional representation of the classifier’s performance. The ROC curve for a specific classifier is created by calculating and plotting the true positive
rate eq. (2.27) against the false positive rate eq. (2.28) for different
threshold values. Since the threshold value affects the predictions produced by the classifier we obtain a new confusion matrix for each
threshold value. Each confusion matrix is in turn associated with a
TPR and a FPR which translate into a point in the ROC space [39].
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To interpret the performance of a classifier using ROC plot we look
at certain points of interest. The point (0,1) in the ROC space corresponds to a perfect classifier i.e. a classifier which does not result in
false negatives or false positives. A ROC curve following the diagonal
line y = x corresponds to a classifier which assigns classes randomly.
Meanwhile, a ROC curve which lies on the right side of the diagonal
line is the product of a classifier which performs worse than random
and which should have its classifications inverted.

2.6.4

Precision-Recall curves

Another common and useful visual representation of a classifier’s performance is the precision-recall (PR) curve which is, as the name implies, produced by plotting precision against recall for varying threshold values.
Precision-recall curves are commonly used in information retrieval
and are, compared to ROC curves which can give a overly optimistic
view of the performance of a classifier, said to be better suited for imbalanced datasets [40, 41]. This is mainly due to the fact that PR curves
ignore correctly classified non-anomalous data (TN), of which there is
an abundance in certain problems such as for example anomaly detection. This matters because even a large change in the number of
false positives might not affect the FPR much. When constructing PR
curves the precision is used instead, this measure does not have the
same problem as the FPR and will capture the effect of a unbalanced
dataset [42].
As we desire a classifier with both a high precision and a high recall
we want a curve which lies in the upper right corner of the graph. It
is also worth to note that the baseline (the line indicating a random
classifier) for the PR curve is not fixed as in the case with the ROC but
instead depends on the balance between positive and negative classes
P
according to y = (P +N
, as shown by Saito and Rehmsmeier [41].
)

2.6.5

Area under curve

Area under curve (AUC) is a convenient measure used to compare
different PR and ROC curves to each other. By calculating the area
under the curve a value which can be used for comparison between
classifiers is obtained. This value is indicative of the performance of
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a classifier but does not give us the complete picture since the AUC
might be the same even though the characteristics of the classifiers
vary in different regions of the ROC or PR curve [43].
The AUC for ROC ranges between 0.5 for a random classifier and
1 for a perfect classifier. Since the baseline for PR curves varies depending on the class distribution the AUC for the PR curve will range
P
between y = (P +N
for a random classifier and 1 for a perfect one [41].
)

Chapter 3
Methods
This chapter is divided into three sections which explain the suggested
anomaly detection method and how it is evaluated. The first section
of this chapter provides an overview of the data used to evaluate both
the forecasting method and the anomaly detection method. In the second section an outline of the proposed anomaly detection method is
given and motivated. In the third and final section of this chapter we
describe how both the forecast accuracy and the performance of the
anomaly detector are evaluated.

3.1

Data

Both our suggested method and the results it will be able to produce
are highly dependent on the characteristics of our data. For instance,
anomaly detection methods which work well for time series data do
not necessarily work well for other types of data. Even within the subset which are time series data, different characteristics such as trend
and seasonality have a big impact on which algorithms to use and it
is therefore of great importance to study the data before deciding on
which anomaly detection method to use.
The second part of this section focuses on a common issue in unsupervised learning which is that the results can be hard to evaluate due
to lack of labels in the dataset. This problem is highly relevant to us as
our data are unlabeled and we will therefore have to work around it.
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3.1.1

Description of our data

The data used in this thesis are in the form of a time series, represented
by time-stamps with corresponding counter values. Specifically, we
will focus on a particular dataset generated from a live system as we
believe it is fairly representative of datasets which measure user behavior in general. Datasets originating from the measurement of some
user behavior commonly exhibit certain characteristics such as seasonality and trend which have to be considered when deciding on forecasting methods as many methods assume a stationary time series.
Our dataset consists of 33900 rows and was collected hourly between 2014-01-01 00:00:00 and 2017-11-13 11:00:00. Due to confidentiality reasons the data was rescaled by dividing all values by the maximum value and multiplying by 100 resulting in a time series where
the values are represented as a percentage of the maximum value. This
does not affect the evaluation as we are only interested in the shape of
the time series which is preserved and not the absolute values. The
scaled data for the entire time period can be seen in fig. 3.1 and for
March 2016 in fig. 3.2.
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Figure 3.1: Original rescaled data between 2014-01-01 00:00:00 and 201711-13 11:00:00.
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Figure 3.2: Original rescaled data for March 2016.

3.1.2

Test data generation

In order to evaluate the performance of the anomaly detection algorithm we need a labeled dataset. Our dataset does not contain any
labels for the anomalous data and as it is not realistic to produce these,
we will have to work around this constraint before evaluating our results. We try to overcome this problem by applying a method similar
to the one used by Hochenbaum, Vallis, and Kejariwal [12]. First, we
smooth our original time series to remove as many anomalies as possible while still keeping the characteristics (trend, seasonality etc.) of
the time series. Secondly, we insert randomly generated anomalies at
randomly selected positions in our smoothed time series.
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Data smoothing
By visually inspecting our time series we note that the seasonal component appears to be multiplicative, meaning that the variation in the
seasonal component is proportional to the trend. Therefore, we first
transform our data using the natural logarithmic function. In the next
step we extract the trend by calculating the running median, using a
window size of two weeks, and subtracting it from the data. We replace all values greater than 0.6 (selected by inspecting the data) with
0.6, this is done to remove the most extreme anomalies before smoothing the time series using the smooth.spline function available in R [44]
using 4000 knots. After having smoothed the time series the previously extracted trend is added back and the values are transformed
using the exponential function in order to add the multiplicative behavior of the seasonal component back to the time series.
Anomaly generation
With the smoothed data available, we want to insert generated anomalies which can be used for evaluation of our algorithms. We do this
by sampling a random distribution and keeping only the number of
anomalies we want to insert n out of the values which lie at least ±2σ
away from the mean. Having generated and selected a set of anomalies we insert them at randomly selected indices of the smoothed data.

3.2

Proposed method for anomaly detection

The proposed algorithm is inspired by the approach taken by Brutlag
[22] and Szmit and Bugała [23]. At each point in time we forecast the
next value using Holt-Winters method, calculate the residual, estimate
the standard deviation σ, construct a threshold and check whether
our real datum is anomalous compared to the threshold or not. A
flowchart outlining the proposed process can be found in fig. 3.3.

3.2.1

Forecast using Holt-Winters

To find anomalies we first need to know what the expected value at
a given time is, in the case of time series data this can be solved by
forecasting. We chose to rely on Holt-Winters method, described in
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Figure 3.3: Flowchart showing the proposed anomaly detection method.
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section 2.4.3 since this method is able to handle both trend and seasonality. It has also proven itself to work fairly well for forecasting in
many different kinds of time series and to perform well in comparison
to other available methods as shown in the M3-competition [24].
At each step in the time series we forecast one step ahead, this is
done by first fitting the model to a window of data and then predicting
the value of the next time step. When the next real value arrives the
residual is calculated which is subsequently used for the detection of
anomalies.
For our evaluation, we rely on the implementation of Holt-Winters
method found in the standard R package stats under the name HoltWinters [45]. This particular implementation requires at least two periods
of data to predict the next point as it automatically infers the starting
values l0 , b0 and s0 by decomposing the first two seasons of data using moving averages and performing a linear regression on the trend
component to obtain l0 and b0 . In order to fit the model to the input
data the function tries to find the optimal smoothing parameters α, β
and γ by minimization of the squared one-step prediction error using
the L-BFGS-B algorithm [45, 32].
The algorithm requires a window of a pre-defined number of past
data with a defined seasonality in order to produce forecasts. Since
both the seasonality (weekly or daily) and the length of the window (1
week, 2 weeks etc.) can be varied by the user we have two parameters
to control. The seasonality is normally inferred by the user by studying
the data while the size of the window of input data is what we will
vary in our evaluation.
We run the evaluation on the rescaled original dataset, since the
rescaling should not affect the shape of the time series this data is the
closest representation of realistic data available to us. Since all data is
already available to us from the start, we simulate the real time arrival
of data by feeding a sliding window over the data in to our algorithm.
This does also enable us to parallelize the computations in our experimental setup to speed things up. Unfortunately, the optimization step
which occurs during the fitting of the model sometimes fails which
leads to the failure to predict the next value. This happens relatively
rarely and we therefore, in these cases, chose to replace the failed predictions with the true values instead of troubleshooting the optimization algorithm, this decision was made due to time constraints.
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Measures of dispersion

After having calculated the residual, which is expected to follow a
Gaussian distribution with mean 0 and variance σ 2 , we want to compare it to the distribution by estimating the standard deviation σ. There
are several ways in which σ can be estimated, we do however have to
consider the online case, meaning that we only have access to a limited
amount of past data at any given time. This limits us in our choice of
dispersion measure and we therefore chose to focus on the following
ones: standard deviation calculated for a window, median absolute
deviation calculated for a window, standard deviation updated at every step, standard deviation updated at every step except for when an
anomaly occurs and standard deviation updated for every step except
that in the case of an anomaly the value is replaced with the most deviating value which is not an anomaly. The last three types of measures
are calculated using either Welford’s algorithm or a slightly modified
version of said algorithm. The five different methods are summarized
in the list below.
• stdev - Standard deviation computed using Welford’s algorithm.
• stdev_corr - Standard deviation computed using Welford’s algorithm in which we skip updating the standard deviation if we
encounter an anomaly.
• stdev_corr_replace - Standard deviation computed using
Welford’s algorithm in which we update the standard deviation
with the most deviating value which is not anomalous when an
anomaly is encountered.
• stdev_w - Standard deviation calculated using a window of data.
• mad_w - Median absolute deviation (MAD) calculated using a
window of data.

3.2.3

Anomaly threshold

The final step in the anomaly detection algorithm is to check whether
the actual value yt is anomalous or not. This is done by comparing it
against the symmetric threshold which we construct around the forecasted value by defining an anomaly as a value yt which fulfills the
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equation below
|t | > kσt

(3.1)

Here k is a positive number defined by the user, σt the estimated dispersion at time t and t the residual defined by eq. (2.19). A larger k
leads to more relaxed thresholds meaning that a value has to deviate
more from the prediction in order to be classified as an anomaly.

3.3

Evaluation

The evaluation consists of two parts: evaluation of the accuracy of
the forecasts produced by Holt-Winters method and an evaluation of
the performance of the anomaly detector using different methods to
calculate the dispersion metrics.

3.3.1

Forecast accuracy

We want to ensure that the forecasts produced by Holt-Winters method
are accurate since more accurate forecasts lead to a more accurate anomaly detector. We therefore study the accuracy of the forecasts produced by Holt-Winters method and how it is impacted by the size of
the window used for fitting the model. We expect a higher accuracy
the more data we use, it is however of interest to us to know how big
the difference is since we want to be able to use our algorithm on a new
dataset as soon as possible without having to wait multiple weeks to
collect a sufficient amount of data. Specifically, we evaluate the accuracy on forecasts produced using two respectively four weeks of data.
After having calculated the residuals for every time step the forecast accuracy was measured using two different measures of forecast
accuracy, namely mean absolute error (MAE) and root mean square
error (RMSE) [25].
Mean absolute error is a commonly used measure of error and is
chosen due to its simplicity and interpretability. As the name implies it
is calculated by taking the mean of the absolute values of the residuals,
as follows
Pn
|yi − ŷi |
(3.2)
MAE = i=1
n
The other commonly used measure is the root mean square error
which just as the MAE is fairly easy to compute but slightly less interpretable. Compared to the MAE it penalizes large errors more which
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can sometimes be desirable. The RMSE is defined in the following way
s
Pn
2
i=1 (yi − ŷi )
RMSE =
(3.3)
n

3.3.2

Performance of anomaly detector

We want to compare the performance of the anomaly detector when
using the different measures of dispersion defined in section 3.2.2. The
anomaly detector is a binary classifier and we will therefore make use
of the framework and methods presented in section 2.6 to evaluate the
proposed method. A deviation score for yt is calculated as follows
|t |
|yt − ŷt |
=
σt
σt

(3.4)

for t = 1, 2, . . . where σt is one of the measures of dispersions described
above at time t. This score can then be compared to different threshold
values k to decide whether yt is anomalous or not per eq. (3.1).
The ROC curves, PR curves, ROC AUC and PR AUC for the five
variations of classifiers considered are calculated using the Precrec library in R [46]. This library takes the deviation scores for each type of
classifier as input and outputs the relevant curves and metrics. This is
done by varying the threshold value k resulting in one new classifier
of each type with a corresponding confusion matrix per k. These confusion matrices are then used to calculate the metrics used for plotting
the ROC and PR curves as described in section 2.6.

Chapter 4
Results
This chapter is dedicated to the presentation of the results obtained
by applying the methods described in chapter 3. The first section of
this chapter presents the resulting test data used for evaluation of the
anomaly detector. In the second section the evaluation of the forecast accuracy of Holt-Winters method is presented while in the third
and last section we present the evaluation of the performance of the
anomaly detector.

4.1

Generated test data

The test data was generated following the data smoothing and anomaly
generation method described in 3.1.2. We do not perform any evaluation of the method used to generate this data, instead the resulting
generated data is visualized and presented in this report. The entire
smoothed time series resulting from this process can be seen in fig. 4.1,
for comparison the entire original data can be seen in fig. 3.1. A visual
example of inserted anomalies in the smoothed time series is shown in
fig. 4.2 meanwhile a subsequence of the resulting smoothed time series
compared to the original one can be seen in figs. 4.3 and 4.4, note that
an inserted anomaly can be seen around Dec. 02 in the former figure.
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Figure 4.1: Smoothed data between 2014-01-14 23:00:00 and 2017-11-13
11:00:00.
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Figure 4.2: Example of the smoothed time series with inserted anomalies.

4.2
4.2.1

Evaluation of forecasts
Forecast accuracy

Holt-Winters method was used to produce two sets of one-step ahead
forecasts using two respectively four weeks of data as input. These
forecasts together with the actual values were then used to calculate
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Figure 4.3: The resulting smoothed time series compared to the original time
series between 2016-12-01 and 2016-12-12.
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Figure 4.4: The resulting smoothed time series compared to the original time
series between 2017-06-15 and 2017-06-25.
the corresponding residuals which were subsequently used to calculate the forecast accuracy measures described in section 3.3.1. The resulting mean absolute error (MAE), root mean square error (RMSE),
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standard deviation of the residuals and the MAD of the residuals can
be seen in table 4.1.
Figures 4.5 and 4.6 illustrates the forecasts produced using two respectively four weeks of data compared to the actual time series during one week between 2016-01-01 and 2016-01-08. Figure 4.7 shows
a histogram of the residuals produced using two respectively four
weeks of input, note that the x-axis ranges between -1 and 1 excluding
more extreme residuals.
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Figure 4.5: Original time series and forecast produced by using two weeks of
data. Displayed between 2016-01-01 and 2016-01-08.
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Figure 4.6: Original time series and forecast produced by using four weeks of
data. Displayed between 2016-01-01 and 2016-01-08.
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Figure 4.7: Histogram of residuals between -1 and 1 using 100 bins for different window sizes.
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Table 4.1: Forecast accuracy for Holt-Winters method using windows of two
and four weeks of data respectively. Includes standard deviation (SD) and
mean absolute deviation (MAD) of the residuals.
Size of window

MAE

RMSE

Residual SD

Residual MAD

Two weeks

0.1072

0.8294

0.8294

0.0721

Four weeks

0.1457

0.6205

0.6205

0.1133

4.2.2

Smoothing parameters

The optimized smoothing parameters (α, β, γ) used in Holt-Winters
method were saved for each time step when using two respectively
four weeks of data as input. Figures 4.8 and 4.10 show how the parameters vary over time and figs. 4.9 and 4.11 show the distribution of
values when two respectively four weeks of data is used.
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Figure 4.8: The values of the optimized smoothing parameters (α, β, γ) for
Holt-Winters method using two weeks of data plotted over time.
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Figure 4.9: The kernel density estimations of the optimized smoothing parameters (α, β, γ) for Holt-Winters method using two weeks of data.
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Figure 4.10: The values of the optimized smoothing parameters (α, β, γ) for
Holt-Winters method using four weeks of data plotted over time.
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Figure 4.11: The kernel density estimations of the optimized smoothing parameters (α, β, γ) for Holt-Winters method using four weeks of data.

4.3

Evaluation of anomaly detection

Figures 4.12 to 4.14 illustrate the ROC, partial ROC and precision-recall
curves for our anomaly detector using five different measures of dispersion. Tables 4.2 and 4.3 show the resulting area under curve (AUC)
for the ROC and precision recall curves respectively. These figures
and table were produced by following the procedure outlined in section 3.3.2.
Figure 4.15 is a visualization of the original data together with the
one-step ahead forecasts using four weeks of data and the thresholds
based on stdev and k = 3. This plot is included to give the reader an
idea of how the constructed thresholds behave in relation to the time
series and how anomalies are detected.
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Figure 4.12: ROC curve for the different measures of dispersion.
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Figure 4.13: ROC curve for the different measures of dispersion with limited
x-axis.
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Table 4.2: Area under curve (AUC) for the ROC curves.
Method

AUC

stdev

0.9993

stdev_corr

0.9991

stdev_corr_replace

0.9992

stdev_w

0.9992

mad_w

0.9989
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Figure 4.14: Precision-recall curve for the different measures of dispersion.
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Table 4.3: Area under curve (AUC) for the precision-recall curves.
Method

AUC

stdev

0.7053023

stdev_corr

0.6871598

stdev_corr_replace

0.6938592

stdev_w

0.6713066

mad_w

0.6037440
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Figure 4.15: Plot showing the original and forecasted time series together
with the thresholds (gray area) based on stdev and k = 3. The vertical red
line shows a true anomaly while the red markers show anomalies found by the
algorithm.

Chapter 5
Discussion
The results from the evaluation of the suggested anomaly detection
method are discussed in this chapter.

5.1

Test data

The test data does clearly have a big impact on the evaluation of our
anomaly detector. When generating the test data we wanted to preserve as much of the characteristics of the time series as possible while
at the same time eliminating all or close to all anomalies present in the
data. To judge whether we succeeded or not we rely on visual inspection as there is no other obvious method which can be used for this. By
looking at figs. 4.1 to 4.4 we get an idea of what the process has done
to the data and can conclude that it seems as if we achieved our goal
of creating a smooth time series with inserted anomalies.
There are however certain possible problems with the approach
used to generate the anomalies. For instance, the method is biased
which could be a problem as the anomalies might be easier to detect
than true anomalies. On the other hand, as mentioned previously in
the report, there does not exist a single definition of what constitutes
a true anomaly. It is therefore difficult to generate realistic anomalies
by some other method as it will always be up to us to define the cutoff above which a value will be classified as anomalous. In our case
the generated anomalies are values which deviate at least 2σ from the
mean. This number was chosen somewhat arbitrarily but should be
reasonable as roughly 95% of the values in a Gaussian distribution lie
within 2σ of the mean.
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Forecast accuracy

Two sets of one-step ahead forecasts, one using two and one using four
weeks of data as input were calculated in order to evaluate the forecast
accuracy of Holt-Winters method. By visually inspecting fig. 4.5 and
fig. 4.6 in which the original data is plotted together with the one-step
ahead forecasts we see that both variants seem to perform reasonably
well, at least for the given time period.
The calculated residuals for both two and four weeks of input data
are plotted in fig. 4.7. This histogram suggests that the variance for
the residuals is smaller in the case where two weeks of data was used
compared to the case with four weeks of data. This is supported by
table 4.1 in which we see that the MAD for two weeks is smaller than
that of four weeks. Using the error measures described in section 3.3.1
we get the results displayed in table 4.1 which suggest that two weeks
of data gives us better forecasts on average as the MAE is lower for two
weeks than for four weeks. The second error measure found in the table is the RMSE which compared the MAE punishes larger errors more
than small ones. The resulting RMSE, which in this case is lower for
four weeks, therefore suggests that when two weeks produces an erroneous forecast it will deviate more. To summarize, two weeks gives
better forecasts on average but does also result in more extreme errors
compared to four weeks.
These results are somewhat surprising as we expected that more
data and therefore more information would automatically result in
better forecasts. However, this can most likely be explained by the way
in which exponential smoothing works, older data may be weighted
so low so that it becomes practically insignificant. Another potential
explanation might be that we do not take care of anomalous points
and they will therefore influence the forecast during a longer period of
time due to the larger window capturing more data. In other words,
the four week window will be affected by a real anomaly for up to four
weeks during which it will potentially produce worse forecasts.

5.3

Holt-Winters smoothing parameters

The implementation of Holt-Winters used in this report optimizes the
smoothing parameters at each step by minimizing the mean squared
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error (MSE). The optimization step is the most computationally intensive step of the entire process and it would therefore be interesting to
investigate how the algorithm would function without it.
By recording and visualizing the parameters we obtain figs. 4.8
to 4.11. These figures suggest two things: first that some of the parameters do not vary much over time, and secondly that the distribution
is not identical for the two different window sizes. This tells us that
setting fixed values for the three parameters without regard to window size and data would likely affect the performance negatively. It
might however be possible to set the parameters to constant values for
a specific algorithm operating on a specific dataset with good results.
Unfortunately, we can not draw any useful conclusions from our evaluation of this aspect except that further investigation is required and
that there are potential gains to be made with regards to computational
speed.

5.4

Measures of dispersion

We were interested in investigating how the choice of the measure of
dispersion affected the performance of the anomaly detection algorithm and therefore compared the measures suggested in section 3.2.2.
By looking at the ROC curves in fig. 4.12 we can tell that the different
methods all perform equally well and close to a perfect classifier. The
partial ROC curves fig. 4.13 and table 4.2 support this conclusion but
also show that mad_w performs slightly worse than the rest of the measures. The classifiers appear to be near perfect due to the imbalanced
data and the nature of the threshold where a higher k, which is what
we vary when plotting an ROC curve, leads to more relaxed thresholds
and vice versa. To clarify, this means that for a small k all points will
be marked as anomalous leading to both the true positive rate (TPR)
and the false positive rate (FPR) being 1. As k increases fewer data will
be classified as anomalies and at a certain k we will pass a sweet spot
where the number of true positives are maximized and false positives
minimized. Finally, as k keeps increasing we reach a sufficiently large
k leading to no points being classified as anomalous and both the TPR
and FPR will be 0.
As mentioned in section 2.6.4, several papers suggest that the ROC
might not be suited for evaluation of classifiers on imbalanced datasets,

46

CHAPTER 5. DISCUSSION

such as the one we are dealing with, and that precision-recall curves
should be used instead. The precision-recall curves in fig. 4.14 and
their corresponding AUC found in table 4.3 support the conclusion
that the methods perform similarly to each other with mad_w performing slightly worse compared to the rest. The top performing method
according to both the ROC and PR curves was stdev.
The results suggest that the way in which we estimate σ does not
matter much which was surprising to us as we did expect a more significant difference between the different measures of dispersion.

5.5

Robustness issues

Holt-Winters is not a robust method meaning that past anomalies will
affect future forecasts quite heavily. This can be seen in fig. 4.15 where
two anomalies (red circles) are detected, one of which is a true anomaly
(red vertical line) and the other one being a false positive. The false
positive occurs due to the way in which exponential smoothing works
i.e. the true anomaly is considered being highly significant at the next
point in time and results in a far to large forecast which leads to a
false positive. There are several ways in which we could try to correct
this issue, for instance by a naïve method in which we would replace
anomalous values with the forecast value both when updating σ and
when forecasting in the subsequent steps. Another potential remedy
to this problem would be a robust version of Holt-Winters method
such as the one suggested by Gelper, Fried, and Croux [47].
Besides the aforementioned problem, the Holt-Winters method does
also suffer from a harder to solve issue. Certain periods of time might
differ from the rest of the year without being truly anomalous resulting
in false positives. To give an example one might consider the month
of December which is fairly unusual compared to rest of year with regards to, for instance, user behavior. Such patterns, which are unusual
compared to the rest of the year, could easily be explained by a human
but impossible for Holt-Winters method to take into account. This results in unreliable and inaccurate forecasts which in turn result in false
positives as the unusual month differs from the previous one without
being truly anomalous. Unfortunately, this does not only cause problems when trying to forecast the values in December but does also spill
over into January. This is due to the December data being fed to the
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algorithm in order to forecast values in January, resulting in inaccurate
forecasts and subsequently false positives.

5.6

Difficulties with anomaly detection

The problem of anomaly detection is, at least in our case, not very
well defined. As highlighted earlier in the report, what constitute an
anomaly is up to the user to define and it is therefore hard to create an
all-purpose algorithm for anomaly detection. Certain use cases might
be focused on finding point anomalies, as we do in this thesis, while
others might be more interested in finding unusual long term changes
or something entirely different. In other words, the intended users
have to understand their data and problem well to be able to chose a
suitable anomaly detection method for their specific use case.
Another issue with anomaly detection is that the optimal case in
which the system provides no false positives (FP) and no false negatives (FN) simultaneously is not only very desirable but also unrealistic. There will most likely always be a trade-off between the number
of FP and FN and it will therefore be up to the users to decide whether
they value a low number of false positives more than a low number of
false negatives. As we discussed in section 2.2.2, in some applications
the cost of a false negative might be far higher than that of investigating a false positive and vice versa.
A somewhat related issue which is important to keep in mind is
the base-rate fallacy and its implications. The base-rate fallacy is easiest explained by looking at Bayes’ theorem eq. (5.1) and keeping in
mind that the anomaly detection problem has a large imbalance between classes (normal and anomalous) per definition meaning that
P (Anomaly) is always low. We then see that a relatively high true
positive rate (TPR) P (Alert|Anomaly) might still result in a fairly low
positive predictive value (PPV) P (Anomaly|Alert).

P (Anomaly|Alert) =

P (Alert|Anomaly) · P (Anomaly)
P (Alert)

(5.1)

In a paper by Axelsson [48] the author shows that in intrusion detection, a problem closely related to anomaly detection, the factor limiting the performance of the system is not the ability to correctly classify intrusive behavior but rather the systems ability to suppress false
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alarms. The author concluded that in order to reach a high positive
predictive value (PPV) a very low false alarm rate has to be attained,
something which might be very challenging. This can be directly translated to our problem and reminds us that when evaluating anomaly
detection systems we should look for systems which minimize the
number of false positives rather than those which maximize true positives.

5.7

Ethics and sustainability

There are no major ethical concerns regarding this project. The data
consists of an arbitrary time series from which no personal information can be inferred and thus this project does not pose any threat to
the privacy of anyone. However, the approach to anomaly detection
evaluated in this report can in theory be applied to any type of time
series data and there might therefore be a risk that it could be used for
nefarious purposes. Another risk worth mentioning is that the user
could misinterpret the results, drawing wrongful conclusions. As previously mentioned not all anomalies are necessarily bad and it is up to
the user to understand the data and to perform a root cause analysis
before taking action. It is hard for me to imagine all possible scenarios
in which the method could potentially be misused as the application
areas for it are so broad.
Regarding the economic, social and ecological sustainability of the
project there are no major implications. As mentioned in the introduction, one could argue that the detection of anomalies could have
a positive impact on the economy of a company as anomalies in business critical data could in a worst case scenario be indicative of system
failure, fraud and other undesirable incidents.

Chapter 6
Conclusions
In this thesis we wanted to investigate how an anomaly detection system, which fulfills certain criteria, could effectively be constructed.
The criteria in question were listed in section 1.3 and said that the system should be able to: adapt to the data, run in an online fashion,
not require the entire history, not require fine-tuning of parameters,
require minimal intervention from the user, produce interpretable results and not overwhelm the user with false positives. All of these
criteria can be considered to be fulfilled to varying degrees.
A method for detection of anomalies in time series data based on
Holt-Winters method was suggested and shown to perform well on
our generated test dataset. The evaluation did not allow us to draw
any conclusion about how much more accurate this method is compared to the already existing ones since no comparison was performed
due to practical reasons. However, due to the non-adaptive nature of
the old methods (static threshold and relative change) it is fair to assume that our method outperforms the old ones, at least on seasonal
and trending data. Different variations of the algorithm were evaluated and we concluded that the way in which the dispersion is measured did not affect the accuracy of the algorithm in any significant
way. We would therefore recommend to keep the calculations as simple as possible and use Welford’s algorithm to calculate the standard
deviation.
Besides that, we did also evaluate the impact of the window size on
the performance. This evaluation surprisingly showed that a smaller
window size performed better on average, I would however advise
the reader to take this result with a grain of salt as there are several
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factors which might explain this result. As discussed in the previous
chapter we believe that one way to improve the performance of the
algorithm might be to simply replace anomalies with the forecast both
when forecasting future points and when updating σ. This remedy
would likely affect the result of our evaluation of the forecast accuracy as larger windows would no longer be affected by anomalies for
a longer period of time compared to smaller windows.
Our suggested method does also have the advantage of being easier to configure compared to the old ones. The potential user can set
up the system with minimal effort as only one parameter, the threshold value k, has to be specified by the user. The window size can, after
having performed a more extensive evaluation, be set to a constant
value or alternatively be controlled by the user.
Regarding the interpretability aspect, the method can easily output
forecasts, upper thresholds and lower thresholds which can be used
for plotting to aid in the interpretation of the data. It is hard to measure interpretability but we believe that the output from this system
provides enough information to allow the user to reason about the results and how to further tune the threshold. The final objective in our
list was to not overwhelm the user with false positives, this can in our
case be achieved by choosing an appropriate k.
Due to the nature of the problem, the available data and the way
in which the existing algorithms work it is somewhat hard to make
a good and fair comparison between methods. It is therefore hard to
draw any conclusions other than that the suggested method fulfills our
objectives, shows potential and is likely to perform fairly well in a live
system, especially after fixing some of the most apparent flaws such as
the robustness issue.

6.1

Future work

This particular report is fairly constrained and there are many other
aspects and approaches which would be interesting to investigate. The
list below is of course not exhaustive since there is an almost endless
number of different approaches to this problem.
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Remove optimization step

As discussed in section 5.3, it would be interesting to evaluate how
setting the smoothing parameters (α, β, γ) to fixed values would perform compared to the method used in this report where we optimize
the parameters at each step. If the change in performance is fairly low
it would be beneficial to get rid of the optimization step as it would reduce the number of computations and therefore increase the speed of
the forecasts. It would however be important to also take into account
how difficult it is to choose well performing smoothing parameters,
something we get for free with the optimization approach.

6.1.2

Robustness of Holt-Winters

There are many improvements which can easily be performed to reduce the number of true positives. As previously discussed, HoltWinters method is not robust which leads to more false positives than
necessary. The easiest way to solve this problem would be to simply
replace detected anomalies with the forecasted value both when updating σ and forecasting future points. An alternative way by which
the robustness issues of Holt-Winters can be handled is by directly
modifying the method to be robust, for instance as described in the
paper by Gelper, Fried, and Croux [47] in which a robust version of
Holt-Winters method is presented.

6.1.3

Multiple seasonalities

We did see that our data contained not only a weekly seasonality but
most likely also a daily one which is not taken into account by the HoltWinters method. Modified versions of Holt-Winters method which are
able to account for more than one seasonality exist [49] and it would
therefore be interesting to investigate the performance of those methods compared to the version used in this thesis.
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