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Abstract
This dissertation presents ten studies focusing on three important subfields of music
information retrieval (MIR): music transcription (Part A), music perception
(Part B), and music production (Part C).
In Part A, systems capable of transcribing rhythm and polyphonic pitch are described. The first two publications present methods for tempo estimation and beat
tracking. A method is developed for computing the most salient periodicity (the
“cepstroid”), and the computed cepstroid is used to guide the machine learning processing. The polyphonic pitch tracking system uses novel pitch-invariant and toneshift-invariant processing techniques. Furthermore, the neural flux is introduced – a
latent feature for onset and offset detection. The transcription systems use a layered
learning technique with separate intermediate networks of varying depth. Important
music concepts are used as intermediate targets to create a processing chain with
high generalization. State-of-the-art performance is reported for all tasks.
Part B is devoted to perceptual features of music, which can be used as intermediate targets or as parameters for exploring fundamental music perception mechanisms. Systems are proposed that can predict the perceived speed and performed
dynamics of an audio file with high accuracy, using the average ratings from around
20 listeners as ground truths. In Part C, aspects related to music production are explored. The first paper analyzes long-term average spectrum (LTAS) in popular music. A compact equation is derived to describe the mean LTAS of a large dataset,
and the variation is visualized. Further analysis shows that the level of the percussion is an important factor for LTAS. The second paper examines songwriting and
composition through the development of an algorithmic composer of popular music.
Various factors relevant for writing good compositions are encoded, and a listening
test employed that shows the validity of the proposed methods.
The dissertation is concluded by Part D – Looking Back and Ahead, which acts
as a discussion and provides a road-map for future work. The first paper discusses
the deep layered learning (DLL) technique, outlining concepts and pointing out a
direction for future MIR implementations. It is suggested that DLL can help generalization by enforcing the validity of intermediate representations, and by letting the
inferred representations establish disentangled structures supporting high-level invariant processing. The second paper proposes an architecture for tempo-invariant
processing of rhythm with convolutional neural networks. Log-frequency representations of rhythm-related activations are suggested at the main stage of processing.
Methods relying on magnitude, relative phase, and raw phase information are described for a wide variety of rhythm processing tasks.

Sammanfattning
Denna avhandling presenterar tio studier inom tre viktiga delområden av forskningsområdet ”Music Information Retrieval” (MIR) – ett forskningsområde fokuserat på att extrahera information från musik. Del A riktar in sig på musiktranskription, del B på musikperception och del C på musikproduktion. En avslutande del
diskuterar maskininlärningsmetodiken och spanar framåt (del D).
I del A presenteras system som kan transkribera musik med hänsyn till rytm och
polyfon tonhöjd. De två första publikationerna beskriver metoder för att estimera
tempo och positionen av taktslag i ljudande musik. En metod för att beräkna den
mest framstående periodiciteten (”cepstroiden”) beskrivs, samt hur denna kan användas för att guida de applicerade maskininlärningssystemen. Systemet för polyfon tonhöjdsestimering kan både identifiera ljudande toner samt notstarter- och slut.
Detta system är både tonhöjdsinvariant samt invariant med hänseende till variationer över tid inom ljudande toner. Transkriptionssystemen tränas till att predicera
flera musikaspekter i en hierarkisk struktur. Transkriptionsresultaten är de bästa
som rapporterats i tester på flera olika dataset.
Del B fokuserar på perceptuella särdrag i musik. Dessa kan prediceras för att
modellera fundamentala perceptionsaspekter, men de kan också användas som representationer i modeller som försöker klassificera övergripande musikparametrar.
Modeller presenteras som kan predicera den upplevda hastigheten samt den upplevda dynamiken i utförandet med hög precision. Medelvärdesbildade skattningar
från omkring 20 lyssnare utgör målvärden under träning och evaluering.
I del C utforskas aspekter relaterade till musikproduktion. Den första studien
analyserar variationer i medelvärdesspektrum mellan populärmusikaliska musikstycken. Analysen visar att nivån på perkussiva instrument är en viktig faktor för
spektrumdistributionen – data antyder att denna nivå är bättre att använda än genreklassificeringar för att förutsäga spektrum. Den andra studien i del C behandlar musikkomposition. Ett algoritmiskt kompositionsprogram presenteras, där relevanta
musikparametrar fogas samman en hierarkisk struktur. Ett lyssnartest genomförs för
att påvisa validiteten i programmet och undersöka effekten av vissa parametrar.
Avhandlingen avslutas med del D, vilken placerar den utvecklade maskininlärningstekniken i ett vidare sammanhang och föreslår nya metoder för att generalisera
rytmprediktion. Den första studien diskuterar djupinlärningssystem som predicerar
olika musikaspekter i en hierarkisk struktur. Relevanta koncept presenteras tillsammans med förslag för framtida implementationer. Den andra studien föreslår en
tempoinvariant metod för att processa log-frekvensdomänen av rytmsignaler med
så kallade convolutional neural networks. Den föreslagna arkitekturen kan använda
sig av magnitud, relative fas mellan rytmkanaler, samt ursprunglig fas från frekvenstransformen för att ta sig an flera viktiga problem relaterade till rytm.
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CHAPTER
Introduction
Music is the art of sounds, organized in time. To decipher music, it is necessary to
process the medium in which the art form is manifested, the audio waveform. This
is the subject of the music information retrieval (MIR) research field. The demand
for MIR processing techniques has increased lately, with the digitalization of our
society. Provided in this thesis are ten papers proposing tools for digital music processing, useful for transcribing music, modeling perceptual qualities of music, and
producing music.

1.1 Overview
This dissertation is a compilation thesis, i.e., it consists of a collection of research
papers previously published or recently submitted for publication. Chapter 1 provides an overview of the dissertation. Chapter 2 describes the investigated music
parameters, and Chapter 3 summarize each of the included papers. The dissertation
is divided into four parts. Part A (Papers A1, A2, and A3) concerns music transcription of pitch and rhythm. State-of-the-art systems were developed, using supervised machine learning with intermediate targets (i.e., “deep layered learning”).
Part B (Papers B1, B2, and B3) is devoted to so-called perceptual features of music
audio. These are listener-based mid-level aspects of music audio, which capture
perceptual qualities predictive of high-level aspects. Part C (Papers C1 and C2)
studies two aspects of music production. The first study (C1) analyzes spectral properties relevant during mixing and mastering, and the second study (C2) models music composition with an algorithmic composition system. Part D (Papers D1 and
D2) concludes the dissertation by connecting common themes of previous parts,
providing a forward outlook. Relevant concepts of deep layered learning are
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discussed (D1) and a generalized model for tempo-invariant processing with convolutional neural networks in the log-spectro-rhythmical domain proposed (D2). An
overview of the main theme/task of each paper is provided in Figure 1.1. The investigated music parameters (see Chapter 2) of each paper are indicated by colors.

Modeling Music
Part A
Music Transcription

Part B
Music Perception

A1 - Tempo
Estimation

B1 – Perceptual
Features

A2 - Beat Tracking,
Tempo Estimation

B2 – Estimating
Speed

A3 - Polyphonic
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B3 – Estimating
Performed Dynamics
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Variation &
Modeling
C2 – Algorithmic
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Looking Back and Ahead

D1 – Deep Layered
Learning in MIR

Rhythm
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Music Production

D2 – TempoInvariant CNNs

Dynamics/Timbre

Harmony/Chords

Figure 1.1 The four parts (A-D) of the dissertation and the main theme/task of each
paper. Each paper is color-coded according to the four investigated music parameters: rhythm (blue), pitch (green), dynamics and timbre (yellow), and harmony and
chords (red). Color distribution within each box indicates the importance of the encoded parameters in each paper.
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1.2 Papers and individual contribution
Paper A1
Elowsson, A., & Friberg, A. (2015). Modeling the perception of tempo. The Journal of the Acoustical Society of America, 137(6), 3163-3177.
Anders Elowsson developed the tempo estimation algorithm, performed the experiments and authored the main part of the article. Anders Friberg authored parts of
the introduction and contributed with edits and comments during the writing process.

Paper A2
Elowsson, A. (2016). Beat Tracking with a Cepstroid Invariant Neural Network.
In 17th International Society for Music Information Retrieval Conference (ISMIR
2016); New York City, USA, 7-11 August, 2016, (pp. 351-357). International Society
for Music Information Retrieval.
Anders Friberg contributed with comments for how the processing steps could be
described more clearly and assisted with proofreading.

Paper A3
Elowsson, A. (2018). Polyphonic Pitch Tracking with Deep Layered Learning. arXiv preprint arXiv:1804.02918.
Manuscript submitted for publication. 77 pages.
Anders Friberg and Pawel Herman assisted with comments for the article.

Paper B1
Friberg, A., Schoonderwaldt, E., Hedblad, A., Fabiani, M., & Elowsson, A.
(2014). Using listener-based perceptual features as intermediate representations in
music information retrieval. The Journal of the Acoustical Society of America, 136(4), 1951-1963.
Anders Friberg designed the study and authored the article together with all authors.
Anders Elowsson annotated ground truth tempo-data for the symbolic modeling of
speed and contributed with edits to the manuscript.
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Paper B2
Elowsson, A., Friberg, A., Madison, G., & Paulin, J. (2013). Modelling the Speed
of Music Using Features from Harmonic/Percussive Separated Audio. In 14th International Society for Music Information Retrieval Conference (ISMIR 2013); Curitiba, Brazil, 4-8 November, 2013 (pp. 481-486).
Anders Elowsson developed the speed estimation system, performed the experiments and authored the main part of the article. Anders Friberg authored the main
part of the introduction, contributed with comments and edits during the writing
process, code for training, as well as ideas for relevant audio features, and contributed the listener ratings for the training set. Guy Madison and Johan Paulin contributed music examples and ground truth ratings for the test set.

Paper B3
Elowsson, A., & Friberg, A. (2017). Predicting the perception of performed
dynamics in music audio with ensemble learning. The Journal of the Acoustical Society of America, 141(3), 2224-2242.
Anders Elowsson developed the performed dynamics estimation system, performed
the experiments and authored the main part of the article. Anders Friberg wrote parts
of the introduction, contributed with comments and edits during the writing process,
and had previously collected parts of the listener ratings. Pawel Herman assisted
with comments related to machine learning-aspects in the publication.

Paper C1
Elowsson, A., & Friberg, A. (2017). Long-term Average Spectrum in Popular Music and its Relation to the Level of the Percussion. In Audio Engineering Society
Convention 142, 12 pages. Audio Engineering Society.
Anders Elowsson developed the research questions and code for testing them, performed the experiments, and authored the article. Anders Friberg contributed with
comments and edits. Sten Ternström assisted with proof-reading and comments.

Paper C2
Elowsson, A., & Friberg, A. (2012). Algorithmic Composition of Popular Music.
In the 12th International Conference on Music Perception and Cognition and the 8th
Triennial Conference of the European Society for the Cognitive Sciences of Music (pp. 276-285).
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1.3 Publications not included in the thesis
Anders Elowsson developed the algorithmic composer, performed the experiments
and authored the main part of the article. Anders Friberg coauthored the article and
suggested the listening experiment.

Paper D1
Elowsson, A. (2018). Deep Layered Learning in MIR. arXiv preprint
arXiv:1804.07297.
Manuscript submitted for publication. 10 pages.
Pawel Herman assisted with comments related to machine learning-aspects in the
publication.

Paper D2
Elowsson, A. (2018). Tempo-Invariant Processing of Rhythm with Convolutional
Neural Networks. arXiv preprint arXiv:1804.08167.
Manuscript submitted for publication.
Andreas Selamtzis helped with deriving Eq. 3. Anders Friberg, Tony Lindeberg and
Pawel Herman gave a few comments on the manuscript.

1.3 Publications not included in the thesis
Elowsson, A., & Friberg, A. (2013). Modelling perception of speed in music audio.
In Proceedings of the Sound and Music Computing Conference (SMC) (pp. 735741).
Elowsson, A., & Friberg, A. (2013). Tempo estimation by modelling perceptual
speed. MIREX-Music Information Retrieval Evaluation eXchange. Curitiba, Brasil,
3 pages.
Elowsson, A., & Friberg, A. (2014). Polyphonic transcription with deep layered
learning. MIREX Multiple Fundamental Frequency Estimation & Tracking, 2
pages.
Elowsson, A., Schön, R., Höglund, M., Zea, E., & Friberg, A. (2014). Estimation
of vocal duration in monaural mixtures. In 40th International Computer Music Conference, ICMC 2014, Athens, Greece, (pp. 1172-1177). National and Kapodistrian
University of Athens.
Bellec, G., Elowsson, A., Friberg, A., Wolff, D., & Weyde, T. (2013). A social
network integrated game experiment to relate tapping to speed perception and
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explore rhythm reproduction. In Proceedings of the Sound and Music Computing
Conference (pp. 19-26).
Friberg, A., Schön, R., Elowsson, A., Choi, K., & Downie, J. S. (2017). Crosscultural aspects of perceptual features in K-Pop: A pilot study comparing Chinese
and Swedish listeners.
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CHAPTER
Investigated Music Parameters
This chapter offers an introduction to the investigated music parameters, focusing
on how they are related to the studies of the dissertation. It is intended for readers
without an extensive musical background but assumes familiarity with relevant concepts of computational analysis.

2.1 Pitch
Pitch is an essential element of music and a property that allows listeners to order
sounds from lower to higher. Tones responsible for the pitch percept can be produced in numerous ways, for example from the plucking or bowing of a string. The
complex tones radiating from musical instruments generally consist of oscillations
at several frequencies (so-called partials) that are integer multiples of a fundamental
frequency (f0). Human listeners will not perceive these different partials as separate
sounds, but rather as a single tone, with a pitch corresponding to the fundamental
frequency. Computational analysis systems strive to associate the partials with each
f0. This is complicated by the fact that Western music oftentimes is polyphonic,
consisting of many concurrent tones played by one or several instruments.
Tones are often played at specific intervals, most of the time to form scales of
seven notes (in modern Western music), where the distance between the first and
corresponding eighth note of the scale is called an octave. The octave interval represents a doubling of frequency (upwards) and a halving of frequency (downwards)
– thereby incorporating similar frequency relationships as those found in tone-partials. This relationship between tone-scales and partials results in overlapping partials in polyphonic music – partials with the same frequency, which will be registered at the same frequency bins in a spectrogram representation of the music audio.
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With increasing polyphonic level, the mesh of overlapping partials becomes more
and more dense; when many tones play at the same time, it becomes very hard to
allocate specific partials of the spectrum to a specific f0.
The onsets and offsets of pitched tones define the start- and end-point of notes.
Music notes are essential building-blocks of music, and by transcribing them, it becomes possible to unveil the tonal and rhythmical organization. Unfortunately, it is
hard to track tones in polyphonic music. The challenges associated with f0-tracking
outlined above are a part of the challenge, but furthermore:
•
•
•

music notes often are played with identical onset (and offset) times;
the pitch of the tones can vary across time;
the envelope and spectral properties of tones vary with instrumentation, the performed dynamics, and other articulatory aspects.

The challenges of polyphonic pitch tracking are addressed in Paper A3 - an extensive study that resulted in a system with state-of-the-art capabilities for the task.

2.2 Harmony
Concurrent tones give rise to musical harmony, a vertical arrangement of tones inducing the perception of consonance or dissonance. The concurrent tones form
chords, a combination of several tones where the triad is common. The triad typically constitutes notes at scale intervals 1-3-5, a combination of a root pitch, a pitch
at the third note above the root note in the scale and a pitch at the fifth note above
the root.
Harmonic complexity generally varies between genres, with genres such as jazz
having more complex harmonic structures and more than three tones in the chords.
Harmonic complexity is a perceptual feature studied in Paper B1. Another related
subject is modality, the selection of tone intervals included in the scale of the music.
A simplified notion of modality is used as a perceptual feature in Paper B1, rating
the music as being mostly in minor or major mode. In Paper C2, chord sequences
are generated and used as a foundation over which melodies are written.

2.3 Rhythm
Another essential element of music is rhythm, the arrangement of sounds in cyclical
patterns across time. Rhythmic patterns can vary considerably in complexity and
clarity (studied in Paper B1) between (and within) music genres. For most music,
rhythmical patterns establish various metrical levels, which are used to organize
sounds across time. The beat is the metrical level at which listeners generally tap
their fingers or feet, a level that can vary somewhat between listeners. The tempo
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of a music piece corresponds to the number of beats per minute (BPM). Downbeats
mark the metrical level above beats (there are often two, three, or four beats for each
downbeat), and subdivisions of the beats are often referred to as the tatum-level.
From a perceptual perspective, the temporal organization establishes a framework within which sounds can be interpreted. The musical meaning of a note onset
is to a considerable extent defined by its metrical position and timing. Therefore, in
order to understand the musical information expressed by a sound, it must be interpreted within a correct rhythmical context. This may come across as a catch-22; the
rhythmical expression is defined by its rhythmical context. Solving this problem is
one of the primary challenges for rhythm tracking. In recent years, researchers have
sought to address this challenge in numerous ways, which, in conjunction with a
data-driven machine learning approach, have led to improved performance. Krebs
et al. (2016), used a beat tracking system to define the pulse level, and then extracted
pulse synchronous features as input to an architecture for downbeat tracking Durand et al. (2015) also computed pulse-synchronous features for downbeat tracking,
opting to instead use sub-divisions of the beat to ensure a high recall of potential
downbeat positions.
A system for tempo estimation is proposed in Paper A1, and a system for beat
tracking and tempo estimation is proposed in Paper A2. These systems address the
problem outlined above by computing the most salient periodicity of the music, defined as the cepstroid. The rationale behind this approach is that:
1. Music can exhibit strong periodicities at different metrical levels; some songs
may be performed with salient repetitions at beats or subdivisions of the beat,
while others are repeated at the level of the downbeats or multiples of the downbeats.
2. Salient periodicities are easier to compute than imperceptible ones without introducing errors. Therefore, following (1), it is best to initially accept a broad
temporal range, ensuring that the first step modeling the rhythmical organization does not introduce errors.
3. The cepstroid can be very useful for modeling the rhythmical organization, because:
a) the perceptual interrelatedness of periodicity and meter ensures that the
cepstroid coincide with a metrical level;
b) the hierarchical structure of meter ensures that other metrical levels can be
found from a small set of low integer multiples and fractions of the
cepstroid.
Paper A1 relied heavily on (3a) to restrict the possible tempo values. Paper A2
used a more advanced design, as the purpose was also to extract correct beat positions. In this study, input vectors to a neural network that computes a beat activation
9
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were subsamples based on the computed cepstroid. The cepstroid was also used for
computing tempo, but the system did not rely solely on (3a). Both systems reached
state-of-the-art performance at the time of publication.
Given the large focus on rhythm in the implementations of this dissertation and
the importance of tempo invariance in MIR, it seemed fruitful to conclude the thesis
with a more generalized model for tempo invariant rhythm processing. Paper D2
proposes a general model for tempo invariant processing of rhythm, by applying
convolutional neural networks across a log-frequency representation of rhythmical
accent signals. As phase is an important property of rhythm signals for many tasks,
extensions including phase information of the frequency transform are also specified.
Although the tempo defines the number of beats per minute, it cannot sufficiently predict how fast a music piece will be perceived to be. The perceived speed
of the music will vary depending on, e.g., both beat and onset density. When music
contains a high density of onsets, when a lot is “happening”, it will be perceived as
fast - even if the basic rhythmical structure gives rise to a slower tempo percept. A
model for predicting the perceived speed of the music as a continuous regressand is
presented in Paper B2. Papers A1 and A2 rely on such continuous estimates to
reduce octave errors in the prediction.
Percussive instruments are important for conveying musical rhythm, and therefore important to analyze to deduce rhythmical properties. The implementations in
many of the included Papers (A1, A2, B2, B3, C1) track percussive sources explicitly, either to increase predictive power (A1, A2, B2, B3) or to study the effect of
percussive prominence on the music spectrum (Paper C1). In Paper C2, rhythm
patterns are generated, and their relation to melodic structures investigated.

2.4 Performed dynamics
While pitch and harmony are responsible for the vertical arrangement of music, and
rhythm of the horizontal arrangement, dynamics is used to control loudness variations across time. It is controlled by varying, e.g., the force at which a string is
plucked, and allows musicians to convey structure and emotion. The performed dynamics affect loudness, but also the timbre and onset character (Luce and Clark,
1967; Fastl and Zwicker, 2006; Fabiani and Friberg, 2011). A pronounced timbral
effect is that instruments played with higher performed dynamics produce more energy in higher frequencies (Luce, 1975; Fabiani, 2009). Musical timbre is, however,
a rather elusive subject, as it is hard to define by any form of notation. It can be
understood as the part of a sound that is not described by pitch, loudness or duration
(Hajda et al., 1997). It is the timbre that allows an experienced listener to recognize
different instruments.
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It can be challenging to estimate the performed dynamics of a music recording,
as loudness cues disappear during the music production process. Timbre information then becomes a more important factor, which needs to be accounted for.
Paper B3 proposes a system that can predict the performed dynamics, as perceived
by a listener according to previously collected listener ratings. The system relies on
ensemble learning using features collected in a factorial design, including the sectional tracking of spectral fluctuations. High prediction results are reported, with a
performance well above that of individual listeners for the task.

2.5 Long-term average spectrum
The wide range of spectra produced by musical instruments (Sivian et al., 1931)
together with the technical choices during music production give rise to variations
in long-term average spectrum (LTAS) between tracks. The spectral distribution is
a timbral property which affects listener perception. Therefore, by measuring the
LTAS of a track, a (compact) representation is extracted that can mediate perceptual
qualities of the mix.
Previous studies have shown that LTAS varies between genres (Pestana et al.,
2013; Borch & Sundberg, 2002). Some genres, such as rock and hip-hop, are louder
at low and high frequencies than genres such as jazz and folk music, which instead
are more pronounced in the mid-frequencies. This variation has been utilized by
commercial mastering applications that allow users to specify their genre during
mastering. However, LTAS still varies greatly between tracks within the same genre
– it seems that the genre concept, by itself, is not ideal for untangling the factors
influencing LTAS. As the spectrum varies between instruments, and instrumentation generally varies between genres, the performing instruments are, arguably, a
more fundamental factor influencing spectral variation.
In Paper C1, LTAS was characterized for a large dataset of popular music. A
detailed analysis revealed many interesting properties of spectral variation. By applying harmonic/percussive source separation (FitzGerald, 2010), the relationship
between the percussive level and LTAS could be investigated. The computed data
imply that the relationship between LTAS and genre to a large extent is a side-effect
of variations in percussive prominence between genres.

2.6 Music parameters as intermediate representations
The music parameters outlined in this chapter can be very useful as mid-level representations during processing. For example, local f0-estimates are often used when
detecting musical notes (as done in Paper A3), but they can also be used for beat
tracking (as was done in Paper A2), or for computing a chromagram for chord
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detection (Mauch, 2010). As outlined in Section 2.3, periodicity estimates can be
useful for providing a framework for rhythm processing. The estimated speed (Paper B2) can also be useful for reducing octave errors in tempo estimation (Paper
A1) and beat tracking (Paper A2). Several authors have used information about
chord changes for computing downbeat positions (Goto and Muraoka, 1997; Papadopoulos and Peeters, 2011). This interdependence of music representations is probably why several MIR toolboxes have relied on a modular design (Lartillot et al.,
2008; McFee et al., 2015).
An overarching subject of this dissertation is the usefulness of music concepts
as mid-level representations. Part B of this dissertation is concerned with perceptual
features defined from listener ratings. Paper B1 investigates the predictive power
of perceptual features with regard to higher-level concepts such as musical mood
(e.g., happy, sad). Paper B2 and B3 is an attempt at building models for predicting
these perceptual features. The developed systems were generally data-driven, using
machine learning for inferring a mapping between music representations and various targets. The transcription systems in Part A (Paper A1, A2, and A3) relied on
intermediate mid-level representations during processing. During the development
of these systems, a methodology referred to as “deep layered learning” evolved.
With this methodology, complex tasks are partitioned into several supervised learning problems, using musical parameters to represent the data in intermediate layers.
Paper D1 is an attempt to describe deep layered learning in the context of music
information retrieval. A background to modular music processing with machine
learning is provided, and concepts of deep layered learning that are useful when
developing MIR-architectures are discussed. Paper D1 therefore provides a broader
perspective for Part A and Part B.
It is also possible to make a connection from Paper D1 to Part C. The idea
proposed in Paper C1 is to use extracted mid-level representation, in this case the
percussive sounds, to make better predictions for a reasonable LTAS. Naturally, this
approach can (and should) be extended to include other mid-level features with
more elaborate models (as discussed in the paper). The algorithm constructed in
Paper C2 also accounts for the hierarchical structure of music during composition.
Shallow processing schemes are rejected, and the relationship between rhythm, harmony, and melody utilized for more natural-sounding compositions.
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CHAPTER
Summary of the Included Papers
This chapter contains a summary of the included Papers (A1, A2, A3, B1, B2, B3,
C1, C2, D1, D2), with a brief introduction to the different Parts A-D.

Part A – Music Transcription
Automatic transcription of music is a challenging problem comprising many subtasks. Part A is focused on two of these tasks, the transcription of rhythm in the form
of beat positions and tempo, as well as the estimation of multiple fundamental frequencies and pitched notes. These tasks together go a long way towards automatically notating music audio. Dedicated machine learning steps are employed for
modeling a variety of different concepts related to the tasks. This is an attempt to
increase generalization – by targeting relevant concepts during intermediate layers
of processing, the systems can adhere to the structure of the music and better model
relevant invariances in the data. The systems were evaluated across several test sets,
to show performance across a variety of styles.

13
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Paper A1

Tempo

Rhythm

Interonset

Onset

Audio

Level

A system was designed for the estimation of tempo in music audio. An overview of
the system is shown in Figure 3.1
Representation
HP-Sep.

Original

Harmonic

Transformation
HP-Sep.
Percussive

STFT, CQT, SF & Onset Detection
Onset
Histogramming & Clustering

IOI Histograms & Features

Histogram Analysis
Periodicity

Pulse

Speed
Regression
Speed

Tempo
Regression
Tempo

Figure 3.1. Overview of the tempo estimation system. Representations (blue) and
transformations (red) are indicated by italics in the text.
Audio source separation (HP-Sep.) was performed with median filtering to separate Harmonic and Percussive content. Onsets were extracted, and Interonset (IOI)
relationships analyzed, creating IOI histograms weighted based on spectral properties of the onsets. The cepstroid vector was introduced, derived by applying the discrete cosine transform (DCT) to the weighted histogram. This vector characterizes
the periodicity of the music and is shown together with its corresponding IOI histogram in Figure 3.2. The cepstroid was used to define tentative tempo estimates. A
regression model estimated the Speed of the music (see Paper B2), aiming to reduce
octave errors (see Section 2.3). The speed estimate was combined with Pulse
strength estimates, using logistic Tempo regression to determine the best fitting tentative Tempo estimate.
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1

0.8

0.8
Probability function

Probability function

Periodicity vector "train5.wav"
1

0.6
0.4
0.2
0
0

Cepstroid vector "train5.wav"
¬ Cepstroid: 0.88 seconds

0.6
0.4
0.2

2

4
6
8
Beat length -− Seconds

10

12

0
0

1

2
3
4
Beat length -− Seconds

5

Figure 3.2. The cepstroid vector (right) computed by applying the DCT to an IOI
histogram (left) capturing periodicity. The cepstroid is defined as the highest peak
in the cepstroid vector.
The results of the system were state-of-the-art, reporting the highest results for
the MIREX benchmarking test as well as for the Ballroom and Songs datasets. The
result of the benchmarking test for the Songs dataset is shown in Figure 3.3.
Elowsson (2014)
Zapata (2011)
Gkiokas (2012)
Chen (2009)
Xiao (2008)
Seyerlehner² (2007)
BeatIt (2011)
Klapuri (2006)
11
Tryfou (2008)
Peeters (2007)
Mpeg7−xm
(2011)
Ellis (2011)
qmtempo (2011)
Uhle (2006)
Seyerlehner¹ (2007)
Aubio (2011)
Scheirer (2006)
Alonso (2006)
IBT (2011)
MIRTempo (2011)
Dixon (2006)
0

20

40
Acc %

60

80

1

Figure 3.3. Result for the Songs dataset for the proposed tempo estimation system
(orange bar) in comparison with the 20 best previous systems.
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Paper A2
A layered learning system for beat tracking was proposed. The method was developed under the assumption that salient periodicities in music act as a perceptual
framework, within which the rhythmical structure can be interpreted. By subsampling the input vectors to the beat network with a hop-size derived from the most
salient periodicity (the cepstroid), such a perceptual framework could be used by
the network. An overview of the system is provided in Figure 3.4.
Processing

Representations

NN

NN-Output

Rhythmical Vector Modeling

MF0 estimation

HP-Separation

Matrices P’ S’ V'

Hist. HP HS CP CS

Invariant Grid

Glob. SF & PF

Cep
Speed

CINN

B

Tempo

Phase Estimation
Estimated Beat Positions

Figure 3.4 An overview of the proposed beat tracking system, color-coded according to functionality as defined in the upper pane.
Multiple fundamental frequency estimation (see Paper A3) and harmonic/percussive source separation were first applied. Histogram (H) and cepstroid vectors
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(C) were then computed with a methodology similar to that of Paper A1, applied
both for percussion and pitch. Four networks were used that successively estimated
higher and higher-level representations of rhythm. The Cep network refined the
cepstroid estimates so that a more accurate cepstroid could be identified. From this
cepstroid, a hop-size for subsampling input vectors to the cepstroid invariant neural
network (CINN) was computed. The hop-size (h) was defined as the value closest
to 0.07 seconds when taking all positive and negative powers of two of the cepstroid
(𝐶̂ )
min

𝑛=⋯,−2,−1,0,1,2,⋯

ℎ=

|log 2

0.07
|,
𝐶̂ ⁄2𝑛

𝐶̂
.
2𝑛

(1)
(2)

The input, subsampled according to h, was derived at different bands from:
•
•
•

the spectral flux (SF) of the percussive part of the audio (P’),
the vibrato suppressed flux (developed in Paper B2) from the original audio
waveform (V’),
and the flux of the semigram (S’). The CINN produced a beat activation.

The Speed regression network gave a continuous estimate of the tempo, based
on global features for the ME. The tempo was then estimated in the Tempo network
using input from the CINN and Speed network. Finally, the CQT (Schörkhuber et
al., 2014) was computed for the beat activation vector, producing a spectrum with
frequencies representing tempo across time. The spectrum was filtered to only retain
frequencies corresponding to the previously estimated tempo. When converting
back to the time-domain with stored phase values, the output resembled a sinusoidal
wave with peaks at beat positions, thereby implicitly providing phase estimation.
The final three networks were ensembled to promote generalization.
The system was tested on the Ballroom, Hainsworth and SMC datasets with
state-of-the-art performance. The tempo estimation part of the system slightly outperformed the previous tempo estimation system (Paper A1).
The cepstroid was defined as the most salient periodicity of the music. It could
be computed with high accuracy; in over 99 % of the examples, the computed
cepstroid was aligned with the metrical structure (it corresponded to an important
periodicity level in the metrical structure). This was not discussed in the publication
due to space constraints. Space constraints also prevented the illustration of the
phase estimation in the original paper. The result for a five-second excerpt of the
Ballroom dataset is therefore shown in Figure 3.5.
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Beat Vector

After ICQT

25

26

27

28

29

Figure 3.5 A beat activation signal (top pane), which was transformed to the frequency-domain, filtered to only retain a computed tempo-frequency, and converted
back to the time-domain. Filtering produces a sinusoidal wave with beat positions
at peaks (bottom pane).
Another system that uses subsampled input features was presented at the same conference, for downbeat tracking (Krebs et al., 2016). The closest related system is
the work focused on downbeat tracking by Durand et al. (2016), which was presented right around the submission deadline of Paper A2 (March 2016).

Paper A3
A system for polyphonic pitch tracking was proposed. The system uses a deep layered learning architecture to combine computational efficiency with a high time and
pitch resolution. A flowchart of the system is provided in Figure 3.6.
Audio

VQT

Spectrogram
Filtering

L

N1

Tentogram

Peak-picking
Pitches
N2

Thresholding Offset
Offsets
Curve
Tentative
Notes

Offset
Activation

N4

Pitchogram

Peak-picking
Onset
Activation
Onsets

N3

Ridges in
Pitchogram

Context N
6

N5

Note
f0
Estimates Estimates

Figure 3.6. Overview showing intermediate processing steps (yellow) and neural
networks (blue arrows – N1-N6) applied to representations (green) to produce pitch
tracking output (red). Representations passed from one network to another (no backpropagation involved) are indicated by black arrows
First, the variable-Q transform (VQT) was computed and filtered to account for
spectral and signal-level variations, resulting in the spectrogram L. A sparse filter
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Pitch (MIDI)

kernel of 50 frequency bins was learned, and weights inferred by N1 in order to
compute a Tentogram consisting of tentative f0-estimates (t0s). The t0s were further
processed in the bigger network N2 to produce a Pitchogram. Tones produce connected regions of f0 activations in the Pitchogram. These regions were detected, and
pitch ridges extracted across them. Subsequent processing used the ridges to form
an invariant framework for onset and offset detection. As spectral features and activations of the tone are collected relative to the time-varying pitch ridge, the processing becomes tone-shift-invariant.
Activations in the last hidden layer of N2 capture important aspects relevant to
the pitch percept. The variation of these activations (referred to as the neural flux),
as well as other relevant spectral features and output activations of N2 were extracted
along the pitch ridge. They were then used as input to N3, which computes an onset
activation for the tone region. Onsets were extracted as peaks in the smoothed activation curve. Figure 3.7 shows the spectrogram L, the Tentogram, and the Pitchogram for six seconds of a four-piece Bach composition.

L

Tentogram

Pitchogram

Figure 3.7 The filtered spectrogram representations L, the computed Tentogram,
and the Pitchogram, shown for 6 seconds of audio. Ground truth annotations are
marked by red rectangles. The accurate, high-resolution Pitchogram is achieved
through up-sampling during the layered learning process.
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Figure 3.8 illustrates the process involved in computing and using the neural flux
across the pitch ridge for detecting onsets.

N2

Last hidden layer –
Pitchogram network

Skip-connection from L

Time

Pitch

Onset
activation

Time

N3

Pitchogram

Figure 3.8 Neurons of the last hidden layer of N2 for four time-frames are connected, as they belong to the same pitch ridge. The fluctuation in activation from
each neuron is computed across time (neural flux) and used as input for computing
an onset activation in N3. The network advance across time at frequencies defined
by the pitch ridge, thereby facilitating tone-shift-invariance.
The same input was then used to compute an offset activation curve with a fourth
network (N4). The cumulative activation was used together with, e.g., other cumulative representations as input to N5, which determined the final offset position.
Shown in Figure 3.9 are the f0, onset, and offset activations across a pitch ridge.
Onsets and offsets were used to define tentative notes that were evaluated in the
note network (N6). This network used previously computed representations as well
as the context of neighboring notes (pitch and time) to compute the probability that
a note is correct. Incorrect tentative notes were removed one by one for the ME,
starting with the tentative notes most likely to be incorrect. After removing a note,
notes in the vicinity had their probability recomputed. With this procedure, borderline cases were evaluated with a more refined context.
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Pitchogram

f0-activation

Onset

Offset

Figure 3.9 Activations for networks N2, N3, N4, and N5 for a violin tone with vibrato
analyzed in polyphonic audio. The top pane shows activations of a tone across pitch
and time. The second pane shows the f0 activation of N2, and the third pane shows
the onset activation of N3. The offset activation (yellow line) is shown in the bottom
pane together with the smoothed offset detection activation (purple line), which was
thresholded to pick the offset position.
The results were state-of-the-art across four test sets commonly used for evaluating polyphonic pitch tracking. Shown in Figure 3.10-11 are the evaluated results
for note tracking (onsets) for the Bach10 and TRIOS dataset respectively, in relation
to previously proposed systems.
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Figure 3.10 Comparing the F-measure for onsets (ℱ on) for the Bach10 test set. Dark
green represents recall (ℛ) and light blue precision (P ).

Figure 3.11 Comparing the F-measure for onsets (ℱ on) for the TRIOS test set. Dark
green represents recall (ℛ) and light blue precision (P ).
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Part B - Music Perception
Some parameters in music cannot be defined by music notation. This includes concepts such as genre and emotion, which people still can agree upon to a fairly high
level of consistency. Emotional responses, such as sadness and happiness, can be
predicted to a rather large extent from more basic perceptual features of the music,
such as the rated dynamics, speed, and modality. Perceptual features are interesting
to study, both as representations with predictive power for higher-level concepts,
and as basic concepts for which we can advance our ability to model human music
perception. Part B of this thesis is devoted to these perceptual features. In Paper B1,
a set of nine perceptual features, rated by about 20 listeners for 210 MEs, was investigated. In Papers B2 and B3, two systems were built that can predict the perceived speed and performed dynamics. The same listener responses as in Paper B1
were used for these studies.
Different techniques were used in the two latter studies to achieve a high performance. Paper B2 was designed to capture a few carefully selected features related
to the perceptual speed of the audio, and then make a prediction from a linear combination of them. This gives interesting insights into specific aspects of the audio
that human listeners associate with the studied concept. For Paper B3 on performed
dynamics, a technique which could most accurately be described as a factorial signal processing design was instead used. With this technique, the focus was on selecting a few relevant signal processing steps together with a few relevant settings
for each step, and computing audio features by using all combinations of the settings. An ensemble of multilayer perceptrons (MLPs) was used for the prediction;
each network assigned a subset of the computed features. This factorial processing
design provides insights into how various signal processing methods affect predictive power of the perceptual feature that was studied.
Important notice! We recently discovered that the second dataset collected in a
previous study (Eerola & Vuoskoski, 2011) had eight duplicate tracks. Some results
of Paper B1 and Paper B3 should, therefore, be interpreted with a little caution.
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Paper B1
My contribution to Paper B1 was small, but it is included in the thesis to serve as a
background and introduction to the notion of perceptual features.
The digitalization of music listening has led to large databases that are hard to index
based on the content itself. Concepts in MIR based on human music perception
mechanisms could be used for cataloging music, or used as variables from which
higher-level semantic descriptors can be extracted. Therefore, a set of nine perceptual features was introduced.
The perceptual features were annotated by about 20 listeners each, on a continuous scale, and the average of the 20 ratings was computed. These ratings were then
used:
• as input features to make a prediction about the emotional expression,
• and as ground truths for predictions from a support vector regression (SVR)
model based on standard audio features.
The audio features for the model were extracted with the MIRToolbox (Lartillot
et al., 2008) and various Vamp plugins (Sonic Annotator, 2014). In Table 3.1, the
perceptual features are presented together with Cronbach’s alpha (CA), which estimates the reliability of the averaged ratings. Included is also the coefficient of determination (R2) for the predictions in relation to the ground truth annotations. The
average R2 and CA across the two datasets are used, with a priori selected audio
features. As pointed out in Paper B3, CA can be used to approximate an upper bound
on R2.
CA

R2

Speed

0.975

0.625

Rhythmic complexity

0.895

0.115

Rhythmic clarity

0.925

0.330

Articulation

0.950

0.450

Dynamics

0.940

0.660

Modality

0.950

0.435

Harmonic complexity

0.850

-

Pitch

0.935

0.290

Brightness/Timbre

0.895

0.185

Perceptual Feature

Table 3.1 The reliability and R2 for nine perceptual features, computed as the mean
of the two datasets. Features in bold were modeled in Papers B2-B3.
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The predictive performance is rather modest (Papers B2-B3 improve the performance for Speed and Dynamics). The ability of the rated perceptual features to predict emotional expression is shown in Table 3.2. Some aspects, such as Energy and
Happiness can be predicted with rather high accuracy.
Emotion
Energy
Valence
Tension
Anger
Fear
Happiness
Sadness
Tenderness

R2
0.90
0.75
0.76
0.68
0.59
0.78
0.72
0.58

Table 3.2 The prediction of emotional expression from rated perceptual features,
computed as the mean of the two datasets.

Paper B2
An initial version of the study was published as a paper for the SMC conference
(Elowsson & Friberg, 2013a). In that study, the model was both trained and evaluated on the same dataset, under the assumption that a simple linear fitting of eight
variables will not overfit extensively. For the final version of Paper B2, published
at the ISMIR conference, a test set was added and used for evaluation. The performance on the test set was in line with the performance of the training set, indicating
that the previous assumption was correct.
A system for predicting the speed of music was developed. The perceived speed is
closely related to, and correlated with, tempo (Madison & Paulin, 2010). However,
while the tempo of a musical excerpt is determined from the perceived beat positions and/or musical convention, the speed, computed as the average rating of a
group of listeners, is a continuous measure of how slow/fast the music is perceived
to be. Various “speed classes” (e.g., slow, fast) have been used in numerous publications on tempo estimation (Hockman & Fujinaga, 2010; Levy, 2011; Peeters &
Flocon-Cholet, 2012; Elowsson & Friberg, 2013b) to help resolving octave errors
(see Paper A1-A2 for examples from this dissertation). Paper B2 instead derive a
continuous estimate of perceived speed, disregarding notated tempo.
An overview of the feature extraction is shown in Figure 3.12. Harmonic/percussive source separation was used to extract the harmonic and percussive parts of
the audio. The one-dimensional SF was computed for the various extracted waveforms, from which features were extracted.
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The first six features were derived directly from the SF, either by extracting onsets as peaks and counting the number of onsets per second or by simply computing
the integral of the SF. The feature with the highest predictive power among these
was the Harmonic Onsets feature (On Dens. Harmonic). It was derived from the
bin-wise SF, but using the change in signal level from the maximum signal level of
the previous time step at adjacent bins. The method is specifically adapted to alleviate challenges in extracting the onsets of pitched instruments. When tones of
pitched instruments vary in pitch, the energy will fluctuate between neighboring
frequency bins, causing the basic SF function to generate false positive increases.
This same methodology was developed simultaneously by Böck & Widmer (2013)
under the name vibrato suppression, that was published in between the SMC and
the ISMIR paper.

Audio (Original)

SF-CQT

On Det.

On Dens. Harmonic

SF-STFT

On Det.

On Dens. Bass

SF-CQT

SF-CQT

SF-STFT

On Det.

HP-separation (STFT)

Percussive Harmonic
HP-separation (CQT)

Percussive

Clustering

Audio
Process
Feature

On Dens. Perceptual
On Dens. Strong
Strong Cluster IOI
Tempo
Percussiveness

Figure 3.12 Flowchart of the feature extraction process. The harmonic and percussive content of the audio was extracted, and the spectral flux applied to the original
and source separated waveforms.
The two last features tried to capture more high-level information in the music.
The Strong Cluster IOI varied based on the interonset intervals (IOIs) of individual
percussive instruments (detected through clustering of percussion onsets). The assumption was that the drum pattern {Kick, Snare, Kick, Snare, Kick, Snare, Kick,
Snare, etc..}, would produce a higher perceived speed than the pattern {Kick, Kick,
Snare, Kick, Kick, Kick, Snare, Kick, etc..}. The Tempo feature (extracted using a
predecessor to Paper A1) also accounted for the same perceptual mechanisms implicitly. The feature extraction process is illustrated in Figure 3.13.
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Ground Truth
Melody 1
Melody 2
Bass
Shakers
Toms
Claps
Kick

Original

Onsets Harmonic

Onsets Bass

Percussive

Percussiveness

Onsets Perceptual

Cluster 1 (Kick)
Cluster 2 (Claps)
Cluster 2 (Toms)
Cluster 4 (Shakers)

Tempo

Onsets Strong & Strong Cluster IOI

Harmonic

SF - CQT

Figure 3.13 The feature extraction process, illustrated by the MIDI ground truth,
source separated audio waveforms, and the higher-level representation used to extract features.
The regression weights were computed on the training set, and applied on the test
set, with predictions shown in Figure 3.14 The R2 was computed for the test set,
presented in Table 3.3.
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Figure 3.14 Computed speed in relation to rated speed for all tracks the test set. The
diagonal a dashed red line indicates perfect fit. As evident, many musical excerpts
were estimated with a high accuracy.
Number of features
5
8

R2
0.934
0.894

Table 3.3. The prediction of perceived speed from a linear regression of computed
audio features. The model with five features performed slightly better.

Paper B3
The perceived performed dynamics, i.e., how soft or loud a musical excerpt had
been performed, was predicted. Ground truth annotation had previously been derived as the mean rating on a quasi-continuous scale from about 20 listeners.
There is a clear relationship between the loudness and dynamics of a performance (Luce & Clark, 1967; Geringer, 1995; Berndt & Hähnel, 2010; Fabiani &
Friberg, 2011). During the recording, mixing and mastering process, this relationship is however removed. Yet human listeners are able to deduce performed dynamics regardless of listening volume, by relying on acoustical cues primarily related to
variations in timbre (Nakamura, 1987). The system therefore relied on spectral and
SF-based features covering various aspects of timbre. The SF-based features were
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computed using a factorial signal processing design. Many of the transformations
had several settings, and all combinations of settings were used. This variation of
non-linear transformations enabled the system to retain as much relevant information as possible, gathered in features that covered contrasting factors of variation
in the data. The SF was sectional, meaning that the 1-dimensional SF was
thresholded, using only magnitudes above a certain threshold. This was a processing
strategy adopted specifically for the modeling of performed dynamics, and it enabled the system to focus on spectral variations around onsets.
The over 2000 extracted features were combined in different ensembles, of
which an ensemble of multilayer perceptrons (MLPs) gave the best results. Each
MLP was assigned a subset of 40 features for the prediction, selected randomly.
This is a methodology that promotes diversity in the predictions of the MLPs, which
generally leads to a higher prediction accuracy of the ensemble (Sollich and Krogh,
1996; Polikar, 2006). A 40-fold cross-validation was used for evaluation, with a
resulting R2 of 0.84. This is a significant increase in comparison with the accuracy
of the model in Paper B1 (R2 = 0.66). The lower R2 in comparison with the study on
speed can be explained by the lower agreement among annotators, as evident by a
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Figure 3.15 The predictions of the EMLP in relation to the annotated performed
dynamics for each track. The diagonal a dashed red line indicates perfect fit.
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lower CA. The predictive performance of the model was well above that of individual listeners. By sampling raters and computing their mean R2 in relation to the
combined annotations of all listeners, it was shown that the ensemble of MLPs
(EMLP) has an accuracy on par with about six human listeners. The predictions and
their deviation from the annotations are shown in Figure 3.15. Almost all predictions
were within one unit on the scale.
Finally, the features were analyzed with a specialized factorial experiment. The
analysis showed that the log-magnitude transformation and the harmonic/percussive
source-separation step were the most important in the factorial signal processing
chain. The results for each source are presented in Figure 3.16. As shown, using
only a single source will reduce performance. By using all sources, the R2 is improved by at least 0.05.

Figure 3.16. The reduction in R2 for the prediction using the SF-based features,
when only one of the source-separated waveforms was included. Performance decreases significantly.
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Part C - Music Production
Music production is a subject with a wide scope, encompassing creative and technical aspects of the music-making process. Although the subject has not yet received
the same wide attention in the MIR community as, for instance, music transcription,
the merging of MIR and music production should, arguably, have great commercial
potential. One of the most important parameters during the mixing and mastering
process is equalization, which affects the spectrum of music. Paper C1 investigates
the long-term average spectrum of popular music, to which a background was provided in Section 2.6. Paper C2 describes an algorithmic composition system which
accounts for pitch (Section 2.1), harmony (Section 2.2), and rhythm (2.3), while
modeling how they interact.

31

Paper C1 – Summary

Paper C1
The spectrum of music varies with instrumentation, performance, and technical
choices during the music production process. This variation was examined by computing the long-term average spectrum (LTAS) of a large dataset of popular music.
To visualize how LTAS varies across frequency, order statistics were computed
across the dataset for each frequency bin, as shown for each percentile in Figure
3.17. Variation is lower in the mid frequencies, and especially high in the low frequencies.
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Figure 3.17. The variation in LTAS across a dataset of popular music. For each
frequency, the variation in LTAS between tracks was computed in the form of signal
level percentiles. Percentile values (color-coded according to the color bar to the
right) were inserted at their corresponding signal level and frequency in the figure.
An equation was fitted to the mean LTAS of the dataset. A compact and accurate
representation was found, shown in Figure 3.18, using two quadratic fittings, one
for the bass frequencies and one for the mid and high frequencies.
The spectrum slope is a common parameter used to describe the spectrum. But
as is evident in Figure 3.18, it steepens with frequency. By computing the derivative
of the fitted equation of LTAS, the slope could be extracted at six octaves, presented
in Table 3.4.
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Figure 3.18 Two sectional quadratic fittings for the mean LTAS of popular music.
As shown, the two quadratic fittings can describe mean LTAS in the dataset with a
high accuracy.

Center frequencies
200 Hz
400 Hz
800 Hz
1.6 kHz
3.2 kHz
6.4 kHz

Slope - dB/Oct
-2.350
-3.668
-4.985
-6.303
-7.621
-8.938

Table 3.4. The spectrum slope of popular music, as a function of frequency. As is
evident, the slope steepens for higher frequencies.
Previous studies have examined how LTAS varies with genre (Pestana et al.,
2013). Some genres (e.g., hip-hop and electronic music) have a higher signal level
at both low and high frequencies than others (e.g., jazz and folk music), which have
more energy in the mid frequencies. Our hypothesis was that this is a side-effect of
variation in percussive prominence between genres. To investigate this, harmonic/percussive source separation was applied to the tracks, and the level of the
percussion measured. Tracks were divided into 11 groups based on percussive level,
and the mean LTAS computed for each group, shown in Figure 3.19.
The study finally measures the predictive power of the percussive level for
LTAS, something that can be useful for automatic mastering. A target spectrum was
estimated for each track by using tracks with a similar percussive level. It was shown
that this improves the target spectrum, in relation to when all tracks are used, by
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0.61 dB on average per frequency bin. The improvement is an effect of better predictions for high and low frequencies.

Figure 3.19. The mean LTAS of the 11 groups, each group consisting of tracks with
a similar level of the percussion. More magenta indicates a higher level of the
percussive content.

Paper C2
This work was presented prior to the start of my doctoral studies.
An algorithmic composition program that writes popular music was created and
evaluated in a listing test.
An essential part of music composition is the arrangement of recurring patterns
across pitch and rhythm. It has been estimated that around 40 % of phrases in the
Essen Folksong Collection is a rhythmical repetition, and around 20 % a repetition
of both rhythm and contour (Elowsson 2012). Repeating patterns can occur at several layers of the music. An assumption in the study is that rhythm patterns form a
framework of accentuation across time, over which melodic rhythms and accentuations are formed. This theory is referred to as the global joint accent structure
(GJAS) of music, proposed during earlier coursework in my master’s program. The
validity of this theory was tested in the evaluation of the algorithmic composer.
The composition process of the proposed algorithm is based on a set of heuristics
•

Initially, a tempo is selected from a normal distribution, which can be controlled by the user.
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•

•

•
•

A drum pattern is created (4/4 meter), with probabilities for e.g., kick drum
positions varying with tempo, and the dynamics shaped by the pattern. The
repeated rhythmic patterns of the percussion generate a vector of accentuation across the measure (RA).
Chord progressions are created by Markov chains of order 2-3, with an additional weight ensuring that a resolution from the dominant to the tonic
chord (V-I) is present towards the end.
A phrase structure for the melody is generated for blocks of 32 8th notes
(e.g., A8B8B8A8), to form verse and refrain.
The melody is generated, one note at a time, with the probability of a certain
pitch and note length for the generated note determined by several factors:
o The pitch range of the melody (ambitus) is controlled by penalizing
pitches that exceed a comfortable vocal range. A higher score is, however, given to melodies that continue in an already established direction.
o The harmonic compliance between the proposed pitch and the current
chord is computed. Higher harmonic compliance is rewarded, and the
importance varies with note length, giving higher importance to longer
notes.
o The probability for various note lengths varies with tempo. Furthermore, note length and pitch interval size are co-dependent, with smaller
pitch intervals giving a higher probability for shorter note lengths.
o Convex phrase arches can be encouraged.
o At the end of the refrain, a tonal resolution is enforced, by gradually
increasing the probability of a tonic pitch as the melody line approaches
the V-I-chord transition.
o The phrase structure is used to enforce rhythmical repetition. Repetition of the contour is also encouraged with a weighting scheme.

The influence of all factors in the composition process can be controlled by the
user in a GUI. A composition by the program is shown in Figure 3.20.
The system was evaluated in a listening test. Figure 3.21 shows the ratings (18
listeners) of seven songs in five groups. The groups correspond to: algorithmic compositions selected for quality (A); algorithmic compositions selected randomly
(AR); the winners of the Norwegian annual music competition Melodi Grand Prix
between 1976 and 1982 (N); music composed for the study with a low GJAS (GN)
and high GJAS (GJ). All tracks had been synthesized with identical instrumentation
to provide a fair evaluation.
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Figure 3.20. A verse and refrain composed by the algorithm. The rhythm section is
omitted. There are repeated rhythmical structures in the melody, with a similar contour, but pitches adapted to the chords. The refrain ends in a resolution from the
dominant to the tonic chord.

Figure 3.21 Ratings of the algorithmic compositions (A, AR) in comparison with
the winners of the Norwegian Melodi Grand Prix (N) and author-composed music
(GJ, GN). Human composed music is rated to be slightly better on average, but there
is a significant overlap.
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The effect of GJAS was determined from listener ratings, where listeners rated
goodness, grove, how likely it was that the track was composed by a human, and
how stressed the music felt. The results, shown in Figure 3.22, indicate that a high
GJAS leads to a better overall rating, a better groove, a more human-like feeling
and less stressed experience.

Figure 3.22 The effect of GJAS on rated aspects of music. Music compositions with
a prominent global joint accent structure were more likely to be rated as: being
Good, having a high Groove, being composed and arranged by a Human, and giving
a less Stressed impression.
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Part D – Looking Back and Ahead
The papers in Part A and Part B are built on some overarching principles that can
be interesting to present and analyze in more depth. For example, as argued in Section 2.6 – musical parameters and concepts can be used as intermediate representations in MIR. Paper D1 was therefore written to discuss these overarching principles
of the dissertation in greater detail. In addition, a background is provided to the
layered learning approach in machine learning. Since a large part of this dissertation
is focused on rhythm processing, it seemed fruitful to conclude by proposing a generalized solution to an overarching challenge in MIR – tempo-invariant processing
of rhythm. Paper D2 explores how convolutional neural networks can be applied to
log-frequency representations of rhythm for generalized tempo-invariant processing
of a wide variety of tasks.
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Paper D1
Deep learning has boosted the performance of many MIR systems in recent years,
by bridging the gap between input data and targets (Humphrey, Bello, & LeCun,
2012). At the same time, music intelligence system can rely on well-established
intermediate representations to partition complex MIR tasks into several supervised
learning problems. This strategy for inference, defined in Paper D1 as deep layered
learning (DLL), has become rather prevalent in high-performing MIR systems. Several supervised learning steps with rather deep architectures within some steps were
used in Papers A2 and A3. Paper A1 and the publications in Part B also predict
intermediate targets with a shallower architecture. Connected classifiers have also
been used by, e.g., Marolt (2004) and Hawthorne et al. (2017) for polyphonic transcription. Krebs et al. (2016) relied on a beat tracking system for defining beat synchronous input features to a subsequent network.
The machine learning paradigms used by DLL systems in MIR can briefly be
summarized as:
•

•
•

Representation learning – It is important to learn good representations of data
at intermediate layers of processing (Bengio, Courville, & Vincent, 2013). This
is true both in end-to-end learning, and in situations when tasks can be decomposed into fairly independent subtasks (Gülçehre & Bengio, 2016).
Transfer learning – Induction from knowledge acquired by training on similar
targets (Pan & Yang, 2010).
Layered classifiers – Many systems have been proposed using ensemble learning with a dynamic structure (Goodfellow et al., 2016). Decision trees are a
basic example. A linear sequence of cascading classifiers can be used for speeding up pitched onset classification (vd Boogaart & Lienhart, 2009), and classifier chains used for genre classification (Haggblade, Hong, & Kao, 2011).

An expanded overview is provided in the manuscript.
Seven different concepts related to DLL are discussed. Various learning steps
can be understood as learning modules, each module inferring a mapping between
lower level representations and annotated targets. Figure 3.23 shows potential annotated targets, and how they are related (see Section 2 for an overview of most
musical parameters).
Intermediate targets can be used to force the system into using some representations of the data that the researchers know are important, i.e., enforced validity. This
can help generalization, by reducing the risk of the system making predictions based
on irrelevant confounding factors in the data. There is another benefit of a layerwise
learning architecture – it is often easier to encode for invariant properties of music
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Figure 3.23 Representations of music in a modular and primarily hierarchical organization. Starting with time/frequency representation (TFR) of music, various important concepts of music can be estimated in an acyclic processing chain. Harmonic and percussive sources may be processed to facilitate, e.g., instrument recognition. Rhythm representations (green), pitch-related representations (blue), and the
vertical arrangement of pitch (purple) interact in numerous ways.
by using disentangled structures, such as beats or tones. Figure 3.24 attempts to
illustrate this for two important MIR tasks: polyphonic pitch tracking and downbeat
estimation. The top pane of the figure shows how a pitch-ridge can be extracted for
fluctuating tones so that features of the tone can be tracked across time and pitch
(see Paper A3). The bottom pane of the figure shows how initial periodicity trackers
at a finer level can define a tempo invariant framework for input features to a downbeat tracker (see, e.g., Krebs et al., 2016; Durand et al., 2016).
When dividing the learning architecture into modules, it may be beneficial to use
latent representations, for instance, from the last hidden layer of lower-level modules, as input features to higher-level modules. This strategy helps the system retain
information during processing. Sometimes, the intermediate targets cannot be expected to produce features comprising all relevant information of the targets. Therefore, skip connections from earlier points in the architecture can be employed (most
DLL architectures will not have gradients flowing through these connections, so the
terminology, taken from deep learning architectures, is not a perfect match). By
pruning the search space at the output of each module, computation time can be
improved. This strategy was employed to various extents in all systems of Part A.
The intermediate targets also provide a natural way of performing a layered performance supervision, to improve performance during development (see Paper A3).
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If it is not necessary to extract disentangled structures, intermediate targets can
be used to guide the learning and enforce validity within end-to-end learning. The
paper concludes with a discussion about this.

f0-ridge to note envelope

Time

Beats to downbeats
Figure 3.24. Disentangled structures for note and downbeat tracking. Structural aspects of the music are inferred so that further processing can be performed in an
invariant way.

Paper D2
Several recent MIR systems focused on rhythm processing (e.g., beat tracking and
downbeat tracking) have tried to process rhythm in a tempo-invariant way. A common strategy is to subsample input vectors according to a precomputed pulse level,
as discussed in Section 2.3 and described in Paper A2. These systems rely on a
rather high-level preprocessing strategy that may introduce errors. Therefore, Paper
D2 introduces a generalized strategy for tempo-invariant processing: processing
log-frequency representation of rhythm-related activation channels with convolutional neural networks. An overview of the architecture, with building-blocks A-H,
is shown in Figure 3.25. Rhythm processing in the frequency domain has been thoroughly reviewed by Quinton (2017).
Step A computes rhythm activations across time; two examples of different
tempo are shown in pane B. In step C, the activation channels are transformed to
the log-frequency domain, as shown in pane D. Step E and F consist of one or more
convolutional layers. Pane G illustrates that similar weights have been computed
for the two examples across tempo frequency. In step H, fully connected layers can
be applied.
The paper discusses how relative phase of different channels (phase alignment)
can be computed and used as features describing how rhythmical elements co-occur.
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Figure 3.25. Two drum rhythms of different tempo processed in a tempo invariant
way with convolutional neural networks.
It is outlined how previously computed phase values (step C of Figure 3.25) can be
used to convert frequency activations for time-domain predictions. Furthermore, a
strategy for converting time-domain annotations (such as beat annotations) to frequency domain targets is proposed: a sinusoidal curve with peaks at the annotations
is generated, and the same log-frequency transform as in step C is applied. Complex-valued neural networks have previously been proposed for dealing with signals
of wave phenomena (Hirose, 2012). As discussed in the paper, these can be used to
preserve complex-valued relationship during processing.
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The paper concludes with two tables summarizing relevant tasks that can use the
proposed convolutional neural networks for tempo-invariant rhythm processing.
These are reproduced in Tables 3.5-6 below. Tasks solved without max-pooling
across the tempo-range (Figure 3.25 – step F) are shown in Table 3.5. Tasks are
shown in bold and associated processing strategies at the first row and column.
Produce activations at:

Beat length

Measure length

Compute the maximum frequency activation

Tempo
estimation

Measure length
Estimation

Beat tracking

Downbeat
Tracking

Invert to time-domain
with stored phase

Table 3.5 The last processing step and the associated periodicity-frequency for four
important rhythm tracking tasks.
Some tasks that can be solved after max-pooling across frequency are shown in
Table 3.6. The first column describes the main functionality of the tempo invariant
processing step. The second column names the associated task.
Tempo invariant main functionality
performed in convolutional layers(s)

Task/Estimating

Filtering to detect style-specific patterns.

Music genre/
Dance styles

Filters extract distinguishing rhythmical
features by which patterns are identified.

Pattern
Matching

Analyze the spread and phase alignment
of activations across frequency.

Rhythmic
Complexity

Analyze activation strength for channels
that cover various aspects of the audio.

Rhythmic
clarity

Analyze the relationship between
periodicities in different channels.

Meter

Extract distinguishing features; audio at
different speeds will be represented by
the same values after max-pooling.

Copyright
infringement

Detect phase and magnitude variations
produced by swing variations.

Swing

Table 3.6 Tempo invariant functionality used for a wide variety of tasks that can be
solved after max-pooling across frequency.
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