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Abstract
Agent-based approaches have gained popularity in engineering applications, but its potential for advanced traffic
controls has not been sufficiently explored. This paper presents a multi-agent framework that models traffic control
instruments and their interactions with road traffic. A multi-objective Markov decision process is applied to model
agent operations, allowing agents to form a decision in the context of multiple policy goals. The problem is reformulated by a constrained Markov decision process (CMDP) to enhance the computational efficiency. In the study, the
policy goal with the highest priority becomes the optimization objective, but the other objectives are transferred as
constraints for optimization. A reinforcement learning based approach is developed with different function approximation methods used to enhance the control algorithm. For implementation of multi-objective control, a threshold
lexicographic ordering method is introduced and integrated with the learning algorithm. While the multi-objective
intelligent control method could be potentially applied for different road traffic controls, this paper demonstrates a
case study on traffic signal control in a road network in Stockholm. Intersections are modeled as agents that can make
intelligent timing decisions according to the detected traffic states and update their knowledge from system feedback.
The evaluation results show the benefits offered by the control approach especially when multiple policy requirements
are introduced.
Key words: Agent-based system, intelligent control, multi-objective reinforcement learning, traffic signal control.

1. Introduction
With increased transport demand worldwide, traffic congestion tends to be a common problem of daily life. In
addition, the rapid growth of road traffic undermines the sustainable development of human society concerning energy efficiency and environmental pollution. For example, traffic-induced air pollution is an acute problem in many
metropolitan areas due to its adverse effects on both health and living environments.
In modern traffic management, different control instruments, such as traffic signals, ramp metering, speed limit,
and lane control measures, are widely deployed on urban roads and highways. An essential task in the design of a
traffic control system is to build it based on a traffic modeling framework, and an agent-based modeling framework is a
natural and convenient approach. Within the agent-based framework, traffic instruments can be modeled as intelligent
agents with interactions to the external traffic environment. Advances have occurred in transportation engineering with
the adoption of agent technology [3]. Emerging methods in machine learning further enabled the latest developments
in intelligent control through optimal decision-making by intelligent agents, which can adapt their behavior according
to a growing knowledge base.
This study proposes an agent-based traffic control approach suitable for the context of multi-objective decision
making. While the methodology is applicable to different traffic control instruments, the current work demonstrates
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a control approach applied in traffic signal system. The remainder of the paper is organized as follows: Section 2
briefly describes state-of-the-art studies that adopt agent-based technologies and machine learning approaches for
designing various traffic control systems. Section 3 presents the proposed agent-based framework and intelligent
control method. Section 4 overviews the application of the control framework to a stage-based traffic light control
system, and the corresponding performance assessment and comparison are detailed in Section 5. Section 6 provides
a summary of major findings.
2. Relevant studies
Previous studies evaluated traffic control systems from different policy perspectives such as mobility, safety, and
environmental impacts [19]. To the best of the authors’ knowledge, few traffic control systems are developed to
include different policy objectives from the design phase. At the same time, agent-based technology, along with its
rapid development in intelligent systems and automation, has become a powerful tool devoted to the design of traffic
control and management systems [3].
Among the traffic control systems applying agent modeling approaches, some address system architecture and
framework issues in traffic control. For example, Wang abstracted an architecture for an agent-based traffic management system with a sophisticated control algorithm that is decomposed into simple task-oriented agents distributed
over a network [25]. Another study by Srinivasan et al. [22] proposed an agent-based framework for traffic controls consisting of three layers of agents, including intersection controller agents, zone controller agents, and regional
controller agents, all enabled by neural networks and fuzzy logic algorithms. Chen and Cheng provided a comprehensive review of the applications of the agent technologies in traffic control systems [4]. None of these agent-based
frameworks have considered multi-objective control strategies.
In the past decades, agent-based technologies were proposed in adaptive traffic control in order to handle changes
of dynamic traffic conditions in reality. This is extensively studied together with machine learning, especially reinforcement learning (RL)-based algorithms [23]. The RL algorithm enables an agent to learn a policy for mapping the
perceived states to actions while performing an ”optimal” transfer to new states according to the knowledge base being
established. For a highway traffic system, such an approach has been applied to advanced traffic control instruments.
For example, a study on variable speed limit control modeled a speed limit controller as an agent which can interact
with the road traffic and update speed limits dynamically on links [29]. Also, several studies explored the use of RL
algorithms to solve ramp metering control problems from both local and coordination perspectives, e.g., [28].
Traffic signal control is considered the most conventional traffic control problem and RL algorithms are frequently
applied. In literature, RL methods for traffic signal control could be categorized into model-based and model-free
approaches. A model-based RL algorithm models the external traffic environment and then chooses the most appropriate policy, such as the one used in [5]. One of the first RL-based traffic signal systems was proposed by Wiering
[26], which was later extended by other studies. For example, Khamis and Gomaa introduced a hybrid exploration
mechanism for the signal control system on the basis of a distributed multi-agent framework [12]. Detailed vehicle
information is required for a state definition in the model-based RL approach so the system assumes the existence of
Vehicle-to-Infrastructure (V2I) communication. This makes the approach limited in practical application. Whereas
there are other model-based RL approaches with sophisticated modeling of traffic states evolution, model-free RL is
a direct and convenient approach for improving current signal control systems. Especially, traffic simulation can be
used to represent dynamic traffic environment in the training stage.
A model-free RL approach learns the optimal strategy and knowledge base (e.g., Q-learning and SARSA learning) without thoroughly understanding the dynamics of the traffic system. The authors previously proposed a traffic
signal control system using the SARSA learning algorithm with multiple-step backups and applied for a group-based
signal control [9]. The system improved traffic mobility efficiency by taking advantage of its self-learning ability,
especially in the case where traffic demand continuously fluctuates within a short period. A recent survey by Yau et
al. summarized various other RL models and algorithms dedicated to signal control systems [27].
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Fig. 1. A multi-agent framework and intelligent agent model for road traffic controls

3. Agent-based framework and intelligent control
3.1. Multi-agent framework
This study models traffic control instruments or its components as intelligent agents capable of perceiving traffic
system conditions through the deployed infrastructure. The agents make their actions according to the applied control
logic and the system evolution. Fig. 1 presents a high-level architecture of the multi-agent framework for an intelligent
traffic control system, which is decentralized without integrating a central manipulation. The agents in the framework
may communicate with their neighbors. As each agent operates according to the local knowledge base, the system
goal is accomplished through collective behaviors of individual agents. Coordination strategies among agents can be
also achieved through communication in between.
The multi-agent control system makes decisions in discrete time according to the perceived traffic states. In Fig. 1,
each control instrument agent reacts to the states of the observer by performing actions. A knowledge base is created to
enable the control instrument agent with memory and intelligence for decision making. The learning engine provides a
control agent with essential capacities to improve its knowledge base using the observed traffic states, system feedback
(rewards), and information communicated with its neighboring agents. In particular, the knowledge base of an agent
is continuously updated through an iteration of trails of actions. The control engine performs, based on the knowledge
base and control logic, the subsequent action decisions for an actuator (the traffic controller).
To model the multi-agent system, the essential notations representing the control instrument agents are introduced
as follows. A tuple of information models an intelligent agent:
< r1 (x, u), r2 (x, u), . . . , rnob j (x, u), π(x), P(x sub |x, u), c >,

(1)

where
• nob j : number of objectives;
• ri (x, u), i = 1, 2, . . . , nob j , the ith reward function given the state-action pair (x, u);
• π(x), control policy that specifies how an agent chooses its actions given the states x;
• P(x sub |x, u) ∈ [0, 1]: system dynamics specifying the transition probability to the subsequent state x sub given
the state-action pair (x, u);
• c: a vector containing the communication information from the neighboring agents.
3.2. Multi-objective decision process
The Markov decision process, or single-objective Markov decision process (SOMDP), is frequently used to model
agent-based system in traffic engineering. For example, it is used to model traffic signal control system in our earlier
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work [9]. The decision process for a control instrument (agent) can be also modeled by a multi-objective Markov
decision process (MOMDP) [18].
In a SOMDP problem, the transition probability of changing to the next state depends only on the current stateaction pair. The agent’s knowledge is represented by a cumulative reward function in which the expected value of
the summation of discounted rewards is calculated. Let Qπi (x0 , u0 ) denote the cumulative reward for the ith objective
function when an agent starts from an initial state-action pair (x0 , u0 ), i.e.,
Qπi (x0 , u0 ) =

∞
X

E[

γt ri (xt , ut )|x0 , u0 ]

t=1

=

∞ X
X

γt P(xt+1 |xt , ut )ri (xt , ut ),

(2)

t=1 xt+1

where P(xt+1 |xt , ut ) represents the conditional probability of xt+1 given the state-action pair (xt , ut ), and γ ∈ [0, 1]
denotes the discount factor that accounts for the level of importance of the future rewards (a higher value of γ gives a
higher level of importance). To optimize its long-term performance, the agent chooses the action that maximizes the
cumulative reward,
Q∗i (x0 , u0 ) = max Qπi (x0 , u0 ).
(3)
π

In the context of MOMDP, the knowledge of an agent can be represented by a vector of cumulative rewards, i.e.,
Qπ (x0 , u0 ) = [Qπ1 (x0 , u0 ), Qπ2 (x0 , u0 ), . . . , Qπnob j (x0 , u0 )]T .

(4)

Similar to Equation 3, the optimal cumulative rewards are represented by
Q∗ (x0 , u0 ) = max Qπ (x0 , u0 ).
π

(5)

Here, the maximization operator for a vector can be provided with different definitions, depending on the method for
handling multiple objectives. One widely used approach is to find the Pareto front defined by a set of non-dominated
solutions. In such a set, no objective function can be improved without sacrificing at least one other objectives. Since
it is not easy to obtain the entire Pareto front for the multi-objective optimization problem in real applications, a
simplified method is to find a set of solutions that approximates the real Pareto front [30].
Moreover, Equation 5 can be recursively solved using the Bellman’s equation, i.e.,
Q∗ (xt , ut ) = r(xt , ut ) + γQ∗ (xt+1 , ut+1 ),

(6)

r(xt , ut ) = [r1 (xt , ut ), r2 (xt , ut ), . . . , rn (xt , ut )]T .

(7)

where

3.3. Multi-objective intelligent control
When the system dynamics, described by the transition function, P(xt+1 |xt , ut ), and the reward functions, r(xt , ut ),
are available, Equation 6 can be solved by the model-based reinforcement learning approaches [2]. However, a traffic
system is difficult to model due to its nature (e.g., the uncertainty of drivers and stochastic traffic patterns). Therefore,
this study applies a model-free RL algorithm, without completely knowing the detailed system dynamics, to enable
the learning ability of an agent using the observations obtained from the online samples of state-action trails.
The study divides the RL-based learning architecture into two stages: pre-learning and self-learning. Although
the knowledge base of an agent is updated according to the same multi-objective RL (MORL) algorithm at both
stages, the methods for making actions are different. In particular, the agents perform actions based on the operations
of an ordinary traffic controller at the pre-learning stage, while a multi-objective action policy is employed at the
self-learning stage.
Inspired by the notion of inverse reinforcement learning (IRL), an ordinary traffic controller, at the pre-learning
stage, is introduced as a “supervising controller” to guide the agents. IRL is widely applied in the field of robotics,
by which a robot can imitate human motions after learning [13]. An IRL-enabled agent recovers an unknown reward
function by observing an expert demonstrating a task. Likewise, the agent in the proposed system can attain behaviors
close to those of the supervising controller after performing the pre-learning stage.
4

3.3.1. Multi-objective reinforcement learning
Several MORL approaches have been proposed and a comprehensive review is found in [18]. Transferring the
original MOMDP model to a constrained Markov decision process (CMDP) model is one way of handling the multiobjective RL problems. The main advantage of CMDP is its higher computational efficiency compared with those
approaches trying to obtain real Pareto fronts e.g. [7].
For CMDP, the objective with the highest priority, determined by a decision maker, is the optimized subject to the
derived constraints based on the other objectives. To this end, the multi-objective optimal action u∗t is formulated by
u∗t

=

arg max
Q∗1 (xt , u0 )
0

(8)

s.t.

Q∗ (xt , u∗t ) ≥ qthre ,

(9)

u

where Q∗1 (xt , u0 ) denotes the cumulative reward with the highest priority for the state-action pair (xt , u0 ), and qthre
refers to a pre-defined vector of thresholds corresponding to the cumulative rewards. The first element in the vector
qthre is always set to be negative infinity so that the objective with the highest priority is not constrained.
Temporal difference (TD) is a common RL approach, and is applied in this study [2]. Conventional TD algorithms
use a tabular representation for storing the cumulative rewards with problematic scalability to high-dimensional and
continuous state-action systems. Function approximation (FA) methods, a class of supervised learning algorithms,
are often applied to address the above issue by augmenting learning efficiency and estimation accuracy using the
incrementally acquired data.
3.3.2. TD algorithm
The following example illustrates the applied TD algorithm. Assume the state of an agent is xt , and the agent
takes an action ut at an arbitrary time step, t. One step later, the agent receives rewards rt+1 , and its state evolves to
xt+1 . The agent improves its knowledge through the update:
Qt+1 (xt , ut ) = Qt (xt , ut ) + αδt (xt , ut ),

(10)

where α denotes the learning rate that determines to what extent the newly-acquired information overrides the old
information. Qt (x, u) and δt (xt , ut ) represent the cumulative reward vector and temporal difference vector with respect
to the state-action pair (x, u), respectively.
In a study by the authors [8], the off-policy TD (Q-learning) and on-policy TD (SARSA) approaches, were investigated with a traffic signal controller. The study identified an instability issue caused by the Q-learning approach
when fluctuation of traffic flow is high, given that the greedy actions are always conducted during iterations. Therefore, SARSA was selected for the implementation. For SARSA, the vector containing the temporal differences is
computed by
δt (xt , ut ) = rt+1 + γQt (xt+1 , ut+1 ) − Qt (xt , ut ).
(11)
Note that the action in the next step, ut+1 , depends on the applied action policy.
3.3.3. Multi-objective action policy
A multi-objective action policy, the threshold lexicographic ordering (TLO) approach [24], is integrated into the
framework to reflect the CMDP formulation. Fig. 2 illustrates the update process of the TLO approach with pseudocode. First, the set of all actions, U, thresholds, qthre , and an empty set of available actions, U avai , are initialized. The
empty set is designed to contain the actions that comply with the provided thresholds. Such a set is populated with the
actions that satisfy the condition in Equation 9 (lines 4 through 9 in the pseudo-code). The function approximation
module computes cumulative rewards given the state-action pair, and the details are illustrated in next subsection.
If the set of available actions is still empty after traversing the set of all actions, the next action must be selected by
taking the -greedy action policy. Here, the agent selects a random action from all the actions with a fixed probability
(0 ≤  ≤ 1), instead of selecting the greedy action, maximize the cumulative reward with the highest priority, (line 11
in the pseudo-code), i.e.,



if uniform(0, 1) < 
random(u ∈ U),
ut+1 = 
(12)

arg maxu∈U Q1 (xt , u), otherwise
5

Algorithm TLO Action Policy
Input: xt , ut , xt+1 , rt+1
Output: ut+1
1: U ← initializeAllActions()
2: qthre ← initializeAboveThresholds()
3: U avai ← initializeEmptyAvailableActions()
4: for all u ∈ U do
5:
Q(xt , u) ← compuateQValue(xt , u)
6:
if Q(xt , u) ≥ qthre then
7:
U avai .pop(u)
8:
end if
9: end for
10: if U avai = [] then
11:
ut+1 ← getActionEpsilonGreedy(xt , U, Q1 )
12: else
13:
ut+1 ← getActionEpsilonGreedy(x, U avai , Q1 )
14: end if

Fig. 2. Pseudo-code of the TLO approach when it is used for the multi-objective action policy in the RL algorithm

where  decays every episode with a defined rate, λ. However, such a situation indicates either that the system does
not perform well or the thresholds are not appropriately set. Otherwise, the greedy action among all the available
actions, is picked as the next action (line 13 in the pseudo-code). Some prior knowledge is required for finding proper
values of the thresholds, so a sensitivity analysis of the threshold settings is necessary when the algorithm is applied
in practice.
3.4. Function approximation
FA is a supervised learning approach that facilitates the representation and memory of agent knowledge (i.e., the
expected value of the cumulative reward) using the incrementally acquired state-action data and feedback information.
When an FA approach is applied, the one-step update process for the TD algorithm remains the same as introduced in
section 3.3.2.
The effectiveness of RL algorithms with function approximation remains an open question for different applications. The current study is the first attempt to compare five typical FA approaches for the traffic control application.
The employed FA methods include linear combination (LC) [23] , k-nearest neighbors (KNN) [20], cerebellar model
articulation controller (CMAC) coding [1], and two artificial neural network (ANN) approaches, including multi-layer
perceptions (MLP) [23] and connectionist Q-learning framework (QCON) [17]. This section introduces the principle
of these FA approaches with a focus on model parameters, and the detailed descriptions are available in the referred
literatures above.
3.4.1. Linear combination
Using a linear estimator is a common strategy of function approximation:
Qt (x, u) = Wt f(x, u), ∀x ∈ X, ∀u ∈ U,

(13)

where f(x, u) represents a column vector resulting from a feature-based function with respect to the state-action pair
(x, u). Wt is a matrix containing the weight parameters, and each row vector in the matrix represents the weights
subject to the corresponding cumulative reward.
If the multiple-step backups are not involved, the parameters are updated by minimizing the squared error between
the estimation values and actual values. The gradient-descent method is applied to adjust the weights by a small
6

amount in the direction that would likely reduce the error. By regarding the temporal difference as an estimation of
the one-step error, the weight parameters are updated by
Wt+1 = Wt + αδt (xt , ut )∇Wt Qt (xt , ut )
= Wt + αδt (xt , ut )f T (xt , ut ).

(14)

3.4.2. K-nearest neighbors
In terms of the KNN approach, the k nearest neighbors are chosen from the visited state-action pairs for every
unvisited state-action pair based on a distance function. The KNN algorithm requires the neighbors to have the same
action as the subject state-action pair. The distance function (ψ(x, xnei )) can be derived from a Gaussian kernel function
of two states, x and xnei :
2

|x − xnei |
},
ψ(x, x ) = exp{−
b
nei
visit
visit
x ∈ Xt , x ∈ X\Xt ,
nei

(15)

where Xvisit
denotes the set of states for the ever-visited state-action pairs at t, and b is the breadth of generalization
t
over the state space. Its k nearest neighbors determine the vector of cumulative rewards for each unvisited state-action
pair, and a nearer neighbor has a higher contribution than the relatively distant ones. Let Xknn
represent the set of
t
states that corresponds to the k nearest neighbors, which is a subset of Xvisit
.
The
cumulative
reward
vector for the
t
unvisited state-action pairs is
P
Qt (xknn , u)ψ(x, xknn )
xknn ∈Xknn
Qt (x, u) =
,
Pt
ψ(x, xknn )
(16)
xknn ∈Xknn
t
Xknn
⊆ Xvisit
, ∀x ∈ X\Xvisit
, ∀u ∈ U.
t
t
t
3.4.3. Cerebellar model articulation controller coding
CMAC coding is a biologically-inspired model of the cerebellum and is influenced by neural computations, which
is also known as tile coding in literature. In CMAC, the state space is partitioned into multiple exhaustive tilings.
The tilings are overlaid and slightly shifted from each other by a defined offset. Each tiling is divided into a certain
number of tiles represented by binary features along the state dimension. Specifically, if a tile contains the state, the
corresponding value of the tile equals one. Otherwise the tile is set to zero. In this study, the tiles have equal width
while the overlapping tilings adopt equidistant offsets. The number of tilings and the number of tiles in each are
two user-defined control parameters. Notice that decreasing the number of tiles in each tiling implies an increase in
generalization since each tile represents a larger area in the space.
In a general CMAC design, each tile has an associated weight, where each possibility of action leads to a specific
set of weights to compute the Q value over the space of state-action pairs. The Q-value estimation is computed by
allowing a linear mapping, i.e.,
Qt (x, u) =

tilings tiles
nX
n
X

cmac
Wa,b,t
(u)φa,b (x), ∀x ∈ X, ∀u ∈ U,

(17)

a=0 b=0
cmac
where Wa,b,t
(u) denotes the weight associated with the bth tile of the ath tiling for action u. φa,b (x, u) refers to the
corresponding tile value of the state x. The learning process of CMAC using the recursively acquired data is similar
to the LC approach. The weights are adjusted by a gradient-descent method which is most likely to reduce the error
by a comparison between the estimated Q-value with the actual one.

3.4.4. Artificial neural networks
MLP is a popular structure of ANNs capable of modeling any function by using three types of layers: input layer,
hidden layer, and output layer. The MLPs used in this study only contains three layers: an input layer, a hidden layer,
7

Fig. 3. The layer structures of the applied MLP (a) and QCON (b)

and an output layer (see Fig. 3(a)). Adding more hidden layers can improve generalization performance but may
induce ill-conditioning due to overfitting functions.
Each state or action is represented by a neuron in the input layer while the Q-value is stored in the output layer.
Additionally, a bias unit is introduced as an extra neuron added to the input and hidden layers that store the value of
one (see Fig. 3(a)). A neuron in the input or hidden layer is connected to each neuron in every adjacent layer via
synapses assigned with weights. Each neuron in every layer subsequently calculates its activation as the weighted sum
of its inputs giving a unique output for that layer, which in turn becomes the input to the next layer until a final output
node is reached. This study implements the sigmoid function, which is a common activation function for MLPs.
Learning is achieved by comparing the actual output of the neural net with some desired target value. A popular
algorithm, backpropagation, propagates the mean-squared error (MSE) of the estimated Q-values back through the
net. The algorithm updates the weights to reduce the MSE and thus makes the actual network output better match the
desired target output.
QCON is a special version of Q-learning that models the Q-value function with an ANN. The key insight to the
algorithm is that a separate forward pass is required to compute the Q-value of each action, resulting in a cost that
scales linearly with the number of actions. Comparing to MLP, QCON instead uses an architecture in which there is a
separate output unit for each possible action. After that, only the state representation is inserted into the input layer of
the neural network (see Fig. 3(b)). The outputs correspond to the predicted Q-values of the individual action for the
input state. The main advantage of this type of architecture is the ability to compute Q-values for all possible actions
in each state with only a single forward pass through the network.
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Fig. 4. A demonstration of the learning process with respect to the pre-learning and self-learning stages

3.5. Learning process
Fig. 4 presents the learning process at the pre-learning stage which is immediately followed by the process at
the self-learning stage. The knowledge base (the cumulative rewards) is initialized to all zeros. Then, the number
of learning episodes and the number of learning steps in each episode are given for the pre-learning stage, and the
thresholds, qthre , are defined by decision makers.
The one-step learning process in an episode begins with the agent observing states and feedback from the external
traffic environment, and then directly sends the observed information to the supervising controller. Based on the
embedded control logic, the supervising controller provides a guiding action to the agent that then performs this
action. The knowledge base of an agent is updated according to the enhanced TD algorithm. This procedure is
repeated until the agent has learned all the defined episodes.
After finishing the pre-learning stage, the agent considers the updated knowledge base as an initial knowledge base
for the self-learning stage. Compared to the procedure during the pre-learning stage, the operating differences for the
agent during the self-learning stage are two-fold. First, the number of learning episodes typically is much larger than
that for the pre-learning stage. Therefore, the agent can explore the full picture of the knowledge base by itself. In
addition, at the self-learning stage, the supervising controller is deactivated, and the agent instead performs actions
according to the TLO action policy. After performing the learning process, the multi-objective multi-agent system is
ready to be deployed for controlling road traffic.
4. Traffic signal control application
This section presents an application of the multi-objective multi-agent framework designed for traffic signal control
system. There is a plan to carry out field demonstration, where the control method is programmed on an intermediate
9

Fig. 5. The layouts of the tested three intersections and the phase sequences in the application

Fig. 6. The agent-based framework for the three signalized intersections in the application

hardware device. The device is capable of receiving messages from the deployed signal hardware as well as overriding
traffic light indications during real-time operations. A detailed description of the hardware device and the evaluation
process for demonstration are presented in [10]. Before real demonstration, a simulation study is important for training
the controller and evaluation of the control approach.
In this study, the control algorithm was implemented and tested in a network consisting of three neighboring
intersections near the Huddingevägen street in Stockholm, Sweden. Fig. 5 presents the intersection layouts and
Huddingevägen-Lännavägen, Huddingevägen-Björkängsvägen, and Huddingevägen-Ågestavägen are denoted as I1,
I2 and I3.
4.1. Agent modeling in traffic signal control
In literature, the design of the agent for a signal control system can be classified into three categories based on
the entity it represents, including vehicle, intersection, and a signal component such as signal group and signal stage.
For example, we proposed a multi-agent signal control system according to a group-based design [9]. The agents
in the system provide second-based action, which may suffer from the “curse of dimensionality” if the number of
intersections increases while the communication between intersections is enabled. Therefore, the design agent in this
study is changed to be alternatively intersection-based, and an intersection agent carries out each action when a cycle
is terminated. This makes the system more efficient for implementation.
Fig. 6 demonstrates a particular agent-based framework regarding the network in the application. In the figure,
each of the three intersections contains four phases that operate in a pre-defined sequence. Each intersection agent
acquires the state and reward information from an urban traffic environment and performs an action based on the constantly improved knowledge base. The system can operate in non-coordination and coordination operational modes,
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wherein the former, the three intersections work independently without enabling communication among intersection
agents.
According to traffic engineering practice, if coordination is activated, cycle lengths are identical for the coordinated
intersections [11]. The starting time of each cycle should be properly set beforehand according to the pre-determined
coordinated direction such that vehicles may pass through several intersections in their forward direction without
stopping. Designed for this goal, intersection agents are divided into slave and master intersection categories. A slave
intersection agent carries out each action a certain time after the master intersection agent, and the timing difference
is referred to as the offset. In the application, I1 is the master intersection while I2 and I3 are slave intersections (see
Fig. 6). The typical cycle length is determined by the master intersection and is sent to the slave intersections via the
communication module. The coordinated lanes are all marked with L2 and L3 in Fig. 5 for the three intersections.
4.1.1. State
In most cities, loop detectors and camera-based systems are the surveillance systems employed at signalized
intersections. The number of vehicles usually is an indicator to describe the intersection situation, which can be
directly measured by camera-based systems. The data from loop detectors can also be used for estimating the number
of vehicles as presented by Lee et al. [16].
Thus, the state of the jth intersection agent consists of the following two types of elements: N j,l,t and q j,l,t , where
j = 1, 2, . . . , nint . Here, nint denotes the number of intersections. Here, N j,l,t denotes the number of vehicles in the lth
lane associated with the jth intersection while q j,l,t represents the traffic flow within the previous five minutes for the
same lane, where l = 1, 2, . . . , nlane
and nlane
denotes the number of lanes. The state vector is expressed by
j
j
x j,t =[N j,1,t , . . . , N j,l,t , . . . , N j,nlane
,
j ,t
]T .
q j,1,t , . . . , q j,l,t , . . . , q j,nlane
j ,t

(18)

4.1.2. Action
Since the supervising controller provides a suggested green duration, an adjustment to this is considered an element
of an action vector. The resultant green duration for the mth phase associated with the jth intersection is bounded by
upper
defined lower and upper bounds, glower
j,m and g j,m . Assuming the master intersection is indexed with one, the definition
of action for the jth intersection is:
u j,t
s.t.

=

[∆g j,1,t , . . . , ∆g j,m,t , . . . , ∆g j,n phase ,t ]

(19)

∆g j,m,t ∈ S

(20)

ad j

g j,m,t =
gupper
j,m

,

g supervising
j,m,t

≤ g j,m,t ≤

+ ∆g j,m,t ,

glower
j,m ,

(21)
(22)

phase
nj

X

(g1,m,t + y1,m,t + r1,m,t )−

m=1

(23)

phase

nj

X

(g j,m,t + y j,m,t + r j,m,t ) ≤ (1 − δ)M,

m=1

g1,m,t ∈ Z+ , m = 1, 2, . . . , n phase
,
j

(24)

where n phase
denotes the number of phases for the jth intersection, and Sad j = {−10, −5, −3, 0, 3, 5, 10} denotes the set
j
of duration adjustment. g supervising
refers to the green duration of the mth phase for the supervising controller. g j,m,t ,
j,m,t
y j,m,t , and r j,m,t represent green duration, yellow duration, and all-red duration of the mth phase, respectively. M is a
very large integer, and Z+ represents the set of positive integers. δ denotes a mode indicator determined by



1, if the system is in the coordination mode;
δ=
(25)

0, if the system is in the non-coordination mode.
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Fig. 7. SUMO simulation model for the applied three intersections and node identifications

The constraint in Equation 23 ensures that, if the system is in a coordination mode, the cycle lengths of the slave
intersections are restricted to be the same as that of the master intersection every time when the agents make actions.
4.1.3. Reward
An essential purpose of placing traffic lights at intersections is to dissolve vehicles efficiently. The primary reward
elements are defined according to the difference between lane throughput and the number of queuing vehicles for
lanes within a cycle. The primary reward is formulated by
Pnlane
j
r j,1 =

l=1

(−qmax
j,l,t + T j,l,t )
C j,t

,

(26)

where nlane
denotes the number of incoming lanes of the jth intersection agent. qmax
j
j,l,t and T j,l,t represent the maximum
th
number of vehicles stopping in the l lane and the number of vehicles passing through the lth lane for the current cycle
at t, respectively.
In a network control system, the major road is usually given a higher operational priority than others to facilitate
the overall network performance in traffic mobility. Therefore, the second reward is computed based on the same
measures as in Eq. 26 associated with the priority lanes. The sets of the IDs of the lanes in major road are {L2, L3,
L7}, {L2, L3, L8 L9}, and {L2, L3, L9, L10} for intersections I1, I2, and I3, where the lane IDs are displayed in Fig.
5. The second reward function is denoted by
Pn priLane
j
r j,2 =

l=1

(−qmax
j,l,t + T j,l,t )
C j,t

,

(27)

where n priLane
denotes the number of lanes that are designated to give a higher operational priority at the jth intersecj
tion.
5. Computational experiments
5.1. Experimental design
In the experiments, a simulation model was built in SUMO (Simulation of Urban Mobility) version 0.19.0 [14] for
the applied network, and its GUI (Graphical user interface) is shown in Fig. 7. SUMO is open-source software and
implements discrete-time microscopic traffic simulation models, including models of traffic networks, road infrastructures (such as deployed sensors and traffic signal control), and driving behaviors (i.e., a collision-free car-following
model [15] and a four-layered lane-changing model [6]). Compared to other simulation tools, SUMO has the advantage of applying a portable API interface (TraCI) through which external programs are easily executed during a
simulation while interacting with the SUMO models.
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Table 1
Descriptions of the control parameters and their values in the application

Control parameter

Value

Learning rate (α)
Discount factor (γ)
Decay rate (λ)
Breadth of generalization for KNN (b)
Value of k for KNN
Number of tilings for CMAC
Number of tiles of each tiling for CMAC
Number of neurons in the hidden layer for NNs
Number of episodes for the pre-learning stage
Number of episodes for the self-learning stage

0.8
0.9
0.9
2
8
10
4
6
10
200

A self-developed software program was connected with the SUMO simulator so that the traffic lights in the simulation were governed by the proposed agent-based signal control system. Moreover, SUMO simultaneously sent
the detection information to the signal program. For computing the immediate rewards, the instantaneous vehicle
information was accessible from the SUMO simulator via the TraCI interface.
An optimized fixed-time (FT) control system, with average travel delay set as the objective function, was configured as the supervising controller. A simulation-based optimization approach was employed for finding proper
signal parameters of the FT controller. The problem formulations and optimization routine (genetic algorithm-based)
are presented in [19]. In the FT control system, the phase sequence at each intersection was identical to that of the
proposed signal control system, and the green times were fixed and pre-determined.
5.2. Analysis of FA with off-line training
In the first experiments, the proposed agent-based traffic control system performed the off-line training process
under a specified traffic condition. Traffic demand is given by an origin-destination matrix where a value represents
the hourly traffic demand from the node represented by the row index to the node represented by the column index.
The corresponding node indices are shown in Fig. 7. The applied traffic demand matrix is

100 100 100 100 100 100
 0
100
0
200 0
0
0
0

100 200 0
0
0
0
0

100
0
0
0 200 0
0

D = 
0
0 200 0
0
0
100
100
0
0
0
0
0
200

100
0
0
0
0 200 0

400 100 100 100 100 100 100


400

100

0 
100
.
100

100

100
0

(28)

The simulation was repeatedly run for one hour and each simulation is referred to an episode in the learning process
presented in section 3.5. The convergence criteria of learning is defined as: when the evolving process of the learning
system converges to a point while arriving at a solution such that the Q-value (discounted cumulative reward) does not
change with respect to the initial state-action pair for ten iterations. Here, the initial state-action pairs are pre-defined
and identical across experiments, in which all the elements are zeros.
The five described FAs, including LC, KNN, CMAC, MLP, and QCON, were tested using several control parameters. The best of each FA, identified as generating the fastest speed of convergence, was selected for implementation
in the experiments. The selected control parameters in terms of the applied FAs are summarized in Table 1. By adopting these control parameters, the necessary number of episodes to fulfill the convergence criteria is recorded for each
FA. Also, average travel delay and average fuel consumption per vehicle are computed using second-based vehicle
information, i.e., speed, desired speed, and acceleration, provided by SUMO. Travel delay is defined as the difference
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Table 2
The number of episodes for convergence, average travel delay (seconds/vehicle), and average fuel consumption (ml/vehicle) when the proposed
agent-based signal control system is used together with the five function approximators (LC, KNN, CMAC, MLP, and QCON)

Function
approximator

LC
KNN
CMAC
MLP
QCON

Number of
episodes for convergence

110
88
124
57
54

Average travel delay
(seconds/vehicle)

Average fuel consumption
(ml/vehicle)

I1

I2

I3

Network

I1

I2

I3

Network

27.8
26.8
30.7
29.2
26.9

23.5
18.2
20.3
21.0
22.1

29.4
23.1
29.1
29.1
29.0

47.5
43.8
44.6
47.2
46.6

21.3
21.7
21.2
25.3
21.6

29.3
28.5
28.7
27.4
28.4

41.6
39.9
41.9
41.2
42.8

54.3
53.4
55.3
54.9
54.7

Note: I1, I2, and I3 refer to Huddingevägen-Lännavägen, Huddingevägen-Björkängsvägen, and Huddingevägen-Ågestavägen
intersections, respectively. Network represents the performance associated with the entire network.

Fig. 8. Evolution of the off-line training process for the three intersection agents when KNN is applied as the function approximator

between the actual travel time and desired travel time for completing a journey, while fuel consumption is obtained
from the external software program, Comprehensive Modal Emission Model (CMEM) [21].
The convergence performances of individual intersections as well as the entire network are summarized in Table 2
for the tested FA approaches. Among these approaches, KNN demonstrated a superior performance in terms of determining the least average travel delay and average fuel consumption for the entire network and performed relatively
better for individual intersections. Both LC and CMAC suffered from the deterioration caused by high dimensionality of state space such that the needed number of episodes to achieve a converged knowledge base was larger than
the other approximators. For example, with the CMAC approach, each state dimension is divided into ten tiles (see
Table 1), and dimension size is between 18 and 26. Therefore, there are as many as 426 tiles for every tiling, and each
intersection agent has ten tilings. In addition, ANNs (i.e., MLP and QCON) are prominent in convergence performance but relatively poor in improving network performance compared to KNN. This phenomenon is likely caused
by the insufficient training data provided to ANNs since some areas of state space are not thoroughly explored during
the learning process due to the high dimension of the state space.
To provide insight into the evolving process of the knowledge base of intersection agents, Fig. 8 demonstrates the
convergence performance of the off-line training processes for the three intersections. In the figure, the discounted
cumulative reward corresponds to the initial state-action pair. According to the defined convergence criteria, at the end
of the 88th episode, all three intersection agents converged. The agents operate at the pre-learning stage in the first ten
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Table 3
Performance measures of the proposed agent-based signal control systems and optimized FT controllers

Average performance measure

Travel delay
(seconds/vehicle)
Fuel consumption
(ml/vehicle)
Air pollution
(mg/vehicle)
CO2
(kg/vehicle)
Throughput
(vehicles)
Number of stops
(–)

Controllers
FT

CoorFT

AB

CoorAB

88.0

72.9

78.2

58.7

68.6

65.4

67.8

63.1

1028.5

898.5

1007.3

816.8

172.3

164.3

170.2

158.5

19341

19385

19570

19620

1.8

1.5

1.4

1.2

Note: FT, CoorFT, AB, and CoorAB represent fixed-time, coordinated fixed-time, agent-based, and coordinated agent-based signal
controllers, respectively.

episodes, in which the discounted cumulative rewards tend to be stable after five episodes. At the self-learning stage,
the I3 intersection agent converged faster than the other two intersection agents, which might be caused by having
fewer involved vehicles at the I3 intersection. This resulted in fewer possible combinations of the state-action pair
compared to the other two, so that the required exploration region of the knowledge base became smaller.
5.3. Validations through on-line operations
Since traffic patterns are stochastic, further simulation experiments with fluctuating inputs of traffic demands were
carried out to validate the performance of the multi-objective agent-based signal control system. Each experiment
was performed with two and half-hour simulation run. Specifically, the traffic demand changed every half-hour,
proportional to the origin demand (D), in the following pattern: the demand first steadily increases at the start of half
an hour from D to 1.2D before gradually decreasing to 0.8D within one hour. In the following hour, traffic demand
increased back to the origin demand (D).
For comparison, the two optimized FT controllers with and without coordination, respectively, were evaluated.
The offsets of I2 and I3 were set to 35 seconds and 90 seconds, respectively, which are the approximate times for a
vehicle to drive through the two intersections from I1 with its desired speed. Fro statistically significant evaluation
results, 30 simulation runs with different random seeds were conducted. Table 3 shows the average performance
measures of the entire network, including travel delay, fuel consumption, air pollution (CO, NOx and HC), CO2
(greenhouse gas), throughput, and number of stops.
Incorporating coordination between intersection agents into signal controllers increases the throughput of the
network by reducing the number of stops in the coordinated direction as well as improves network performance.
For example, a coordinated FT controller resulted in a reduction of 17.2 % in travel delay and decreased 4.7%,
12.6%, 4.6% in fuel consumption, air pollution and CO2, respectively, for each vehicle on average, compared to
the FT controller without coordination. Moreover, an additional 40 % enhancement occurred for the reduction of
all performance measures if coordination is incorporated with the agent-based controller, compared with the results
obtained from FT controllers. An introduction of adaptive signal timing by the learning-based mechanism significantly
enhances traffic mobility, energy efficiency, and environmental impacts. This is seen by comparing the coordinated
agent-based controller to the coordinated FT controller, where the average travel delay and the number of stops are
both reduced approximately 20 % and more than 9 % decrease in emissions.
Fig. 9 depicts the change of the total number of vehicles in the coordinated lanes for the three intersections, which
visualizes the difference in the capability to dissolve queues by the optimized FT controller with the travel delay
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(a)

(b)

Fig. 9. The summation of the number of vehicles in the coordinated lanes for the coordinated fixed-time (FT) controller (in (a)) and coordinated
agent-based (AB) controller (in (b))

Fig. 10. The approximate first Pareto front of the two cumulative rewards (in (a)) and the corresponding average delay and average fuel
consumption results for the network (in (b))

minimized and the agent-based system. The results were obtained within the same 600-second simulation period for
both controllers, in which the corresponding traffic flow increased 20 % after 300 seconds. Instead of assigning the
same green durations to phases with FT, the agent-based signal control takes advantage of RL to adaptively adjust
green duration when traffic flow changes. Due to this property, along with the growth of traffic flow, the maximum
number of vehicles in the coordinated lanes remained the same with the agent-based controller, whereas with the FT
controller, it increased approximately three vehicles irrespective of which intersection is examined. Such an increase
in the number of vehicles in the lanes potentially causes traffic congestion as well as environmental issues.
5.4. Sensitivity analysis on policy priorities
As introduced in section 3.3.3, when the value of the threshold increases, the agent must satisfy a stricter condition,
and vice versa. Thirty-three choices of the threshold, ranging between −4.0 and 4.0 with an interval of 0.25, were
tested in the experiments using the same simulation scenario introduced in the previous sub-section. Fig. 10 compiles
two discounted cumulative rewards (Q-values) with respect to the initial state-action pairs associated with intersection
I1 resulting from the representative thresholds. These thresholds generate an approximate first Pareto front for the two
objectives. According to the TLO action policy, either too big or too small of a threshold value results in a system
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Table 4
Performance measures of the proposed agent-based signal control systems and optimized FT controllers

Threshold

Average travel delay
(seconds/vehicle)

Average fuel consumption
(ml/vehicle)

−1.0
−0.75
−0.5
−0.25
0
0.25
0.5
0.75
1.0

53.6
54.5
54.3
55.0
56.1
58.9
58.0
59.4
58.3

65.9
64.7
65.1
64.0
62.5
60.1
61.8
59.9
62.9

that attempts to optimize the objective with the highest priority without considering other objectives. As a result of
the simulated scenarios, the system applying the thresholds that are more than 1.5 or are less than −2.0 produced
proximity points, which supports previous claim. Similar conclusions are drawn by assessing the Q-values for the
other two intersections.
Moreover, Table 4 presents the two network performance measures, i.e., average travel delay versus average fuel
consumption, corresponding to the thresholds given in Fig. 10. Compared with the results shown in Table 3, the agentbased control system can be more successful in reducing average travel delays or fuel consumptions by properly giving
a higher priority to the lanes associate with the major roads. Particularly, the average delay can be further reduced by
8.6% if the threshold is set to −1.0 and the fuel consumption can be reduced by 5.0% when the threshold is 0.75.
Additionally, Table 4 shows an overall trend that when the threshold increases from −1.0 to 1.0, the average delay
increases along with a decrease in fuel consumption, although the trend is not totally consistent with the change in
threshold. An increased threshold implies that a higher operational priority is assigned in the major road. Therefore,
this indicates the energy consumed by vehicles is generally reduced if the policy supports prioritizing vehicle movements in the major road, while the mobility efficiency correspondingly deteriorates because of the sacrifice made by
vehicles on the minor roads. Consequently, the threshold value is an indication for a decision maker who tries to
balance the trade-off between the mobility measure and the other dimension, energy efficiency.
6. Conclusions
This study proposes a multi-objective agent-based framework for road traffic controls to tackle the challenges due
to increasing traffic and congestion on roads. Traffic control instruments are modeled as intelligent agents who make
control decisions based on the multi-objective MDP. A CMDP is introduced to handle the MOMDP, where a single
objective is optimized by satisfying constraints on the other objectives.
A model-free TD learning approach is implemented to solve the decision-making problem in the multi-objective
context. The algorithm is enhanced by introducing FA methods to improve learning efficiency and estimation accuracy.
To reflect the CMDP formulation, a multi-objective action policy, TLO, is incorporated. In the learning design, a
two-stage process, including pre-learning and self-learning stages, is proposed. The agent, guided by a supervising
controller, initializes its knowledge base during the pre-learning stage and is further improved by the agent during the
self-learning stage.
The paper also presents an application of the control approach according to the proposed method and framework.
The multi-objective multi-agent signal control system was implemented in software. A simulation study was carried
out, where the signal control program was connected to a microscopic traffic simulator, SUMO, and the traffic lights
in the simulation were governed by the proposed signal control system via communication. The experiments were
performed in a network, consisting of three intersections, near the Huddingevägen street in Stockholm, Sweden. The
stage-based phasing approach was applied for the agent-based framework, in which the phase sequence is pre-defined
17

and fixed. Intersections were modeled as intelligent agents to make decisions on signal timing. The off-line training
process was carried out with the aid of a supervising controller using the optimized FT control strategy.
Three aspects were investigated in the further analysis, including an analysis of FA approaches with offline training, validation through online operation, and finally sensitivity analysis on policy priority. One contribution of the
study is the investigation of the effectiveness of FA in the intelligent traffic control application and five different FA approaches, including LC, KNN, CMAC, MLP and QCON, are compared. Among the approaches, KNN outperformed
others by producing a signal control system with best traffic mobility, energy efficiency, and environmental impacts.
In addition, the present study concludes that the system performance can be significantly improved by introducing
coordination with intelligent local control. This is proved by a comparison study among four signal controllers, including FT, coordinated FT, agent-based and coordinated agent-based controllers. Finally, this study also proposes an
appropriate way to balance the trade-off between traffic mobility and energy efficiency, which is achieved by adjusting
the threshold for the applied TLO action policy in the context of multi-objective RL.
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