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GRAPH PROPERTIES OF DAG ASSOCIAHEDRA AND RELATED
POLYTOPES

JONAS BEDEROFF ERIKSSON

Sammanfattning. En riktad acyklisk graf kan betraktas som en representant för relatio-
ner av betingat oberoende mellan stokastiska variabler. Ett grundläggande problem inom
kausal inferens är, givet att vi får data från en sannolikhetsfördelning som uppfyller en
mängd relationer av betingat oberoende, att hitta den underliggande graf som represen-
terar dessa relationer. Den giriga SP-algoritmen strävar efter att hitta den underliggande
grafen genom att traversera kanter på en polytop kallad DAG-associahedern. Därav spelar
kantstrukturen hos DAG-associahedern en stor roll för vår förståelse för den giriga SP-
algoritmens komplexitet. I den här uppsatsen studerar vi grafegenskaper hos kantgrafer av
DAG-associahedern, relaterade polytoper och deras viktiga delgrafer. Exempel på grafe-
genskaper som vi studerar är diameter, radie och center. Våra diameterresultat för DAG-
associahedern ger upphov till en ny kausal inferensalgoritm med förbättrade teoretiska på-
litlighetsgarantier och komplexitetsbegränsningar jämfört med den giriga SP-algoritmen.

Abstract. A directed acyclic graph (DAG) can be thought of as encoding a set of condi-
tional independence (CI) relations among random variables. Assuming we sample data
from a probability distribution satisfying these CI relations, a fundamental problem in
causal inference is to recover the edge-structure of the underlying DAG. An algorithm
known as the greedy SP algorithm aims to recover the underlying DAG by walking along
edges of a polytope known as the DAG associahedron. Hence, the edge-structure of the
DAG associahedron plays an important role in understanding the complexity of the greedy
SP algorithm. In this thesis, we study graph properties of the edge-graph of DAG as-
sociahedra, related polytopes, and their important subgraphs. The properties considered
include diameter, radius and center. Our results on the diameter of DAG associahedra lead
to a new causal inference algorithm with improved theoretical consistency guarantees and
complexity bounds relative to the greedy SP algorithm.

1. Introduction

A DAG model, also known as a Bayesian network, is encoded by a directed acyclic
graph (DAG) via d-separation statements of its nodes. Given a DAGG, the associated DAG
model consists of a collection of statistical distributions that satisfy a set of conditional
independence (CI) relations corresponding to the d-separation statements of G. Such a
network is commonly used as a tool in causal inference and machine learning to model
complex cause-effect systems.In practice, the DAG encoding the cause-effect network is
unknown and therefore must be estimated from data. Given a set of CI relations coming
from observed data, a main problem of causal inference is to find a DAG encoding these
CI relations. Algorithms designed to estimate the edge-structure of a DAG from observed
data are called causal inference algorithms. In [10] the authors constructed a polytope
known as the DAG associahedron. In [14] a causal inference algorithm called the greedy
SP algorithm was studied, which traverses the edge-graph of DAG associahedra in order
to recover the unknown Bayesian network from observed data.

Date: May 22, 2018.



2 JONAS BEDEROFF ERIKSSON

As motivated by the greedy SP algorithm, in this paper we study graph properties of
DAG associahedra and some related polytopes. Besides the purely combinatorial reasons
for investigating graph properties of these polytopes, it also provides us with information
on the number of iterations needed for this causal inference algorithm to terminate.

One related polytope is the matroid polytope. In [10] the authors proved that a DAG
associahedron can be realized as a Minkowski sum of matroid polytopes, where these
matroid polytopes correspond to certain paths in the DAG called Bayes ball paths. In this
thesis, we show how the diameter of arbitrary matroid polytopes can be computed in terms
of the rank and the bases of the corresponding matroid. Using this very general statement,
we give a description of the exact diameter for the particular matroid polytopes used to
construct DAG associahedra.

As for DAG associahedra, we examine how missing edges induce CI relations and we
investigate the exact diameter for DAG associahedra corresponding to at most two CI re-
lations. Furthermore, using a polytope known as a graphical zonotope, we provide upper
and lower bounds on the diameter and radius of all DAG associahedra. Motivated by this
result, we introduce a new causal inference algorithm that walks along the edges of the
graphical zonotope. Using our knowledge of the graphical zonotope and the DAG associ-
ahedron, we can compare properties of our new causal inference algorithm to those of the
greedy SP algorithm. We show that our algorithm is theoretically superior to the greedy SP
algorithm, not only in terms of reliability but also in terms of performance. Furthermore,
we show that no known version of the greedy SP algorithm is a polynomial-time algorithm
in the number of variables (i.e. nodes in the unknown DAG).

Fundamental results in statistics tells us that two different DAGs can have the same d-
separation statements, and therefore encode the same set of CI relations. Consequently,
causal inference algorithms can only estimate an unknown up to Markov equivalence. To
every Markov equivalence class (MEC) of DAGs we associate a graph called the MEC-
graph. The MEC-graph of the unknown true MEC can be realized as a subgraph of the
edge-graph of the graphical zonotope. Whenever our causal inference algorithm reaches
this subgraph corresponding to the true MEC it terminates. Therefore, it is natural to ask
how this MEC-graph sits inside the graphical zonotope. In [1] the authors associates to
each MEC a mixed graph called the essential graph that uses both directed and undirected
edges. They show that the connected components of the subgraph consisting of the undi-
rected edges are all chordal. This enables us to compute the diameter of this MEC-graph in
terms of the diameter of the MEC-graphs of special MECs of each chordal component. For
trees, which are a special case of chordal graphs, we find an explicit graph isomorphism
between the tree and this MEC-graph in terms of arborescences. In particular, this shows
that the diameter and radius of a tree equals that of its MEC-graph. For general chordal
graphs, not necessarily trees, an upper bound on the diameter of its associated MEC-graph
is given by the number of edges of the underlying chordal graph. We characterize the
graphs, in terms of forbidden subgraphs and perfect elimination orderings, for which this
upper bound is attained. This characterization allows us to describe a large family of DAGs
which our new causal inference algorithm will learn in optimal time.

2. Graph Theory and Causal Inference

In this section we will introduce some graph theory notions that will be relevant for
this thesis. After this, we move on to talk about DAG models and what we call the main
problem of causal inference. We then briefly discuss some already existing causal inference
algorithms and compare their properties. In particular, in this section we define a DAG,
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how it encodes CI relations, and how to determine when two DAGs encode the same set of
CI relations.

2.1. Graph Theory. A graph is an ordered pair G = (V, E), where V is a set of vertices
or nodes and E is a collection of pairs of vertices called edges. We call G a directed (undi-
rected) graph if all edges are directed (undirected); i.e., the edges are ordered (unordered)
pairs of vertices. If the edge (u, v) is a directed edge, we think of it as pointing from u to
v. A graph with both directed and undirected edges is called a mixed graph. A multigraph
is a graph in which E is allowed to be a multiset; i.e., edges may have multiplicity more
than one. Such edges are called parallel edges of the multigraph. Two vertices u, v ∈ V
are adjacent or neighbours in G if (u, v) ∈ E. We denote by NG(v) the set of all neighbours
of v in G; i.e., NG(v) B {u ∈ V | (u, v) ∈ E}. When the underlying graph G is clear from
the context we simply denote this by N(v). A vertex v and an edge e are incident if v ∈ e.
Similarly, two edges e, e′ are incident edges if e ∩ e′ , ∅.

A graph H = (W, F) is a subgraph of G = (V, E), written H ⊆ G, if W ⊆ V and F ⊆ E.
Let U ⊆ V be any set of vertices. The subgraph of G induced by U, denoted G[U], is the
subgraph G[U] = (U, E[U]) of G, where E[U] = {(u, v) ∈ E | u, v ∈ U}. A subgraph is
called an induced subgraph if it is induced by some subset of the vertices. As a matter of
notation, if A ⊆ V then by G \ A we mean G[V \ A]; i.e., we remove the vertices of A and
all edges incident to a vertex in A.

Another important notion is that of graph isomorphism. Let G = (V, E) and G′ =

(V ′, E′) be two graphs and f : V → V ′ a bijection. Then f is an isomorphism, or G and G′

are isomorphic, if for any vertices u, v ∈ V we have (u, v) ∈ E if and only if ( f (u), f (v)) ∈
E′. Intuitively, this means that G and G′ are the same graph after a suitable relabeling ( f )
of the vertices.

A DAG is a directed graph with no directed cycles. A complete DAG is a DAG with
all edges present; i.e., E =

(
V
2

)
. It is a basic result that a directed graph on n nodes is a

DAG if and only if it has a topological ordering; i.e., a total order v1 � v2 � ... � vn of
its nodes such that for any edge vi → v j we have i < j. Note that a complete DAG has
a unique topological ordering. The skeleton of a DAG G, denoted S (G), is the undirected
graph where we make all edges of G undirected.

Let G be a DAG with nodes u and v. If the edge (u, v) from u to v is in G, then we say
that u is a parent of v and that v is a child of u. The set of all parents and children of a node
v is written pa(v) and ch(v), respectively. If there exists a directed path in G from w to v,
then w is an ancestor of u and u is a descendant of w. The set of all ancestors of a node v is
written an(v) and we write the set of all descendants as des(v). An edge (u, v) is a covered
edge if pa(u) = pa(v) \ {u}.

In order to be consistent with certain definitions we will need from the statistics litera-
ture, we define a path of length k in a DAG G to be a sequence p = p0, p1, ..., pk of (not
necessarily distinct) nodes of G, such that all consecutive nodes are adjacent. (In combi-
natorics, this is usually referred to as a walk, and then a path is a walk with no repeated
nodes). Equivalently, we can consider a path in terms of the edges connecting each pair of
consecutive nodes. If there is a path between any two vertices of a graph then the graph is
said to be connected. A connected component of a graph is a maximal induced connected
subgraph. The vertices of a graph partitions into its set of connected components.

Let G be a DAG and suppose we have a path in G. If b is a node on the path and both
incident edges point towards b (i.e. a → b ← c is a subpath), then we call b a collider
of the path. If a node on the path is not a collider, we simply call it a non-collider. The
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1 2 3 4 5

6 7

Figure 1. A DAG with topological ordering 1 � 3 � 5 � 2 � 4 � 6 � 7.

1 2 6 2 3 4 7 4 5

Figure 2. The Bayes ball path α in Example 2.1.

following is the key definition which we will use to define DAG models in the coming
subsection.

Definition 2.1. Let G be a DAG on
[
n
]
B {1, ..., n}. Suppose i, j ∈

[
n
]

are two nodes and
K ⊆

[
n
]
\ {i, j} is a set of nodes. A Bayes ball path (BBP) from i to j given K is a path from

i to j such that every collider of the path is in K and no non-collider of the path is in K. If
there is such a BBP in G we say that i and j are d-connected given K. Otherwise, we say
that i and j are d-separated given K.

Let α be a BBP of a DAG G. If u is a collider then a canyon is a subpath of α that is
mirrored around u and with all edges pointing towards u. A trek is a subpath without any
collider. Note that this means in particular that a single collider is a canyon itself. A BBP
is called simple if no node is repeated except inside the same canyon and furthermore all
maximal canyons are disjoint. In Lemma 5.2 of [10] it was proved that if we have a BBP
from i to j given K, we can find always find a simple one that is an alternating sequence
of treks and canyons, starting and ending with a trek. Hence from now on we may assume
that all Bayes ball paths are paths of that form.

Example 2.1. As an example of a BBP, consider the path α = 1, 2, 6, 2, 3, 4, 7, 4, 5 in the
DAG depicted in Figure 1. In terms of treks and canyons, it is of the form α = t1, c1, t2, c2, t3
where t1 = {1}, c1 = {2, 6}, t2 = {3}, c2 = {4, 7} and t3 = {5}. The colliders of the path are
the nodes 6 and 7, so this is a simple BBP from 1 to 5 given {6, 7}. This path is depicted in
Figure 2.

2.2. DAG Models. Let G be a DAG on node set
[
n
]
. To every node i we associate a

random variable Xi giving us the random vector X = (X1, ..Xn)T . If P is a joint probability
distribution of X satisfying Xi ⊥⊥ X j | {Xl | l ∈ K} (abbreviated as i ⊥⊥ j | K) whenever i
and j are d-separated in G given K, we say that P satisfies the global Markov properties of
G and is Markov with respect to G. If P satisfies exactly those conditional independence
(CI) relations corresponding to the d-separation statements in G, we say that P is perfectly
Markov or faithful with respect to G. The DAG model or Bayesian network of G is the set
of all probability distributions that are Markov with respect to G.

Two DAGs on the same node set are said to be Markov equivalent if they have the
same DAG model; i.e., they encode the same set of CI relations via the global Markov
properties. As an example, any two complete DAGs that differ in at least one edge direction
encode no CI relations although they are different as DAGs. Naturally, we define a Markov
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Figure 3. A DAG (left) and its essential graph (right).

equivalence class (MEC) to be the set of all Markov equivalent DAGs. An unshielded
triple is a triple of nodes (u, v,w) such that u and w are both adjacent to v but not to each
other. An immorality or V-structure is an unshielded triple (u, v,w) where the edges are
directed as u → v ← w. The following theorem gives a nice characterization of Markov
equivalence.

Theorem 2.1. [16] Two DAGs are Markov equivalent if and only if they have the same
skeleton and the same set of immoralities.

Using this theorem we can construct a mixed graph uniquely representing each MEC,
called the essential graph of a MEC [1]. It has the same skeleton as the DAGs in the MEC
and an edge is directed if and only if it has that same direction in every DAG of the MEC. A
compelled edge of a DAG G is an edge that is directed in the essential graph corresponding
to G. An edge that is not compelled is called reversible. In particular, this means that all
immoralities of a DAG consist of compelled edges, but not all compelled edges sit inside
an immorality.

Example 2.2. Consider the DAG G on four nodes seen in Figure 3. One can see that G
encodes only the CI relation 1 ⊥⊥ 2 via its global Markov properties. To see this, note that
any other pair of nodes except {1, 2} are d-connected given any conditioning set by the edge
joining them. As for the pair {1, 2}, note that the paths 1 → 3 ← 2 and 1 → 4 ← 2 suffice
to d-connect 1 and 2 given any conditioning set except ∅. For this conditioning set there
is no Bayes ball path. Furthermore, G contains immoralities (1, 4, 2) and (1, 3, 2). Hence,
all edges except (3, 4) are inside an immorality, and so they are compelled edges. As for
the edge (3, 4), note that reversing the direction of this edge creates another DAG with the
same set of immoralities, and so this edge is reversible. Thus, Theorem 2.1 tells us that
the DAG obtained by reversing the direction of this edge is Markov equivalent to G. The
essential graph of G is depicted to the right of G in Figure 3.

2.3. Causal Inference Algorithms. DAG models are particularly useful in fields such as
biology and machine learning where it is desirable to model complex cause-and-effect rela-
tionships between random variables. However, in practice these cause-effect relationships,
modeled by the edges of a DAG, are not known. Thus, a main question of causal inference
is the following: Assume that we are given some data sampled from a probability distribu-
tion P that is Markov with respect to some unknown DAG G∗. Using the data, we identify
a set C of CI relations satisfied by P. Can we recover the unknown DAG G∗ using only C?

The problem with this question is that it is not really well-defined. First of all, we can
only determine G∗ up to Markov equivalence, so we restate the question as finding the
corresponding MEC, or equivalently, its essential graph. Secondly, we note that any distri-
bution is trivially Markov with respect to the complete DAG. Just returning the complete
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DAG for any set C is not really an interesting solution to this problem. For that purpose we
introduce the notion of a minimal I-MAP, which is a DAG for which a given distribution is
Markov and such that deleting any edge of this DAG gives a DAG for which the distribu-
tion is not Markov. The DAG G∗ that we wish to recover from C is a minimal I-MAP. Such
a DAG clearly exists since we can just remove edges greedily from the complete DAG. The
question is when it is unique. In general it is not, so we will have to make some assump-
tions on the MEC we want to recover in order for this question to be answered positively.
We call such assumptions consistency guarantees since we will use them to say when a
given causal inference algorithm is consistent.

One natural and popular consistency guarantee is the faithfulness assumption, which
says that the CI relations encoded by G∗ are exactly the CI relations satisfied by P. In other
words, this guarantees that P is faithful with respect to G∗. The two most popular causal
inference algorithms are the PC algorithm [15] and the Greedy Equivalence Search (GES)
[3]. They are both consistent under the faithfulness assumption, which means that both of
these algorithms will find the MEC of G∗ given that faithfulness holds. However, the PC
algorithm is even a bit more general than that. It is known to be consistent under a slightly
weaker assumption than faithfulness called restricted faithfulness, which we define next.

Definition 2.2. A distribution P satisfies the restricted faithfulness assumption with respect
to some DAG G if the following two conditions hold:

(1) P satisfies adjacency faithfulness with respect to G; i.e., if i and j are adjacent in
G then i 6⊥⊥ j | K for all K ⊆

[
n
]
\ {i, j}.

(2) P satisfies orientation faithfulness with respect to G; i.e., if (i, j, k) is an unshielded
triple and i is d-connected to k given S , then i 6⊥⊥ k | S .

Another consistency guarantee is the SMR assumption. It guarantees the existence of
a unique sparsest MEC with respect to which P is Markov, where by sparsest we mean
fewest number of edges. This means that if SMR holds and G∗ belongs to this sparsest
MEC, then any other DAG to which P is Markov is either Markov equivalent to G∗ or has
more edges than G∗. The SMR assumption is necessary for any algorithm that we will talk
about here, since we will focus on algorithms that aim to maximize sparsity, and so without
SMR there is no reason that we would choose one MEC over another equally sparse MEC.
Moreover, in [13] it is shown that the SMR assumption is strictly weaker than the restricted
faithfulness assumption.

The SP algorithm [13] is known to be consistent under the SMR assumption only, and
consequently, it is consistent much more often than both GES and the PC algorithm. Before
giving the details of the SP algorithm, we first have to define the following DAG called a
permutation DAG. Note that a permutation π : [n]→ [n] corresponds to a total order of [n]
by π(1) � π(2) � · · · � π(n).

Definition 2.3. Let C be any set of CI relations and π any total order

π1 � π2 � · · · � πn

of the set [n]. The permutation DAG of π corresponding to C, denoted Gπ, is the DAG
Gπ = ([n], A) where (πi, π j) ∈ A if and only if πi � π j and πi ⊥⊥ π j | {π1, ..., π j} \ {πi, π j}.

In [12] the authors showed that any permutation DAG is a minimal I-MAP with respect
to the corresponding set of CI relations. By definition this means that it is Markov with
respect to C and that removing any edge destroys this property.

Now, the SP algorithm searches over the space of all permutations by constructing a
permutation DAG Gπ for every permutation π ∈ S n, where S n is the symmetric group on
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n letters. Every such permutation DAG is a minimal I-MAP and it outputs the sparsest
one. The problem with the SP-algorithm is that is has to construct and compare n! DAGs
and is therefore not very efficient. However, different permutations may correspond to the
same permutation DAG, so the natural thing to do is to try to identify these permutations
as the same. In [10], the authors construct a convex polytope called a DAG associahedron,
whose vertices are in one-to-one correspondence with the set of all permutation DAGs. The
greedy SP algorithm, studied in [14], searches for the sparsest permutation DAGGπ by tak-
ing an edge-walk along the DAG associahedron. This algorithm comes in two versions:
ESP and TSP. The most refined version of the greedy SP algorithm, the TSP version, is de-
fined to be consistent under something called the TSP assumption and, analogously, ESP
is consistent under the ESP assumption. In [14] the authors showed that the ESP assump-
tion is strictly weaker than the TSP assumption, and that the TSP assumption is strictly
weaker than faithfulness and strictly stronger than SMR. They also prove in Theorem 21
of the same paper, that TSP implies adjacency faithfulness. This means, in particular, that
both SMR and adjacency faithfulness are necessary assumptions for the TSP algorithm
to be consistent. In this thesis we will construct a new causal inference algorithm called
the skeletal greedy SP algorithm, for which we will see that these two conditions are also
sufficient consistency guarantees.

3. Polytopes, Matroids and Graph Properties

In this section we will recall the definition of DAG associahedra and their construction
in terms of matroid polytopes from [10]. Since the greedy SP algorithm walks along the
edge graph of this polytope, it is natural to consider its graph properties, such as diameter,
radius and center. We end this section by recalling these properties and identifying them
for a classic example of a DAG associahedron.

3.1. Polytopes and DAG associahedra. A hyperplane in Rn is a set of the form

H = {x ∈ Rn | aT x = b},

for some a ∈ Rn and b ∈ R. A collection of hyperplanes is called a hyperplane arrange-
ment. Similarly, a set A ⊆ Rn is called a half-space if there exist a ∈ Rn and b ∈ R such that
A = {x ∈ Rn | aT x ≤ b}. Note that every half-space is bounded by a hyperplane; namely,
the set of all points of the half-space satisfying the inequality with equality. A polyhedron
is the intersection of finitely many half-spaces. Note that, in particular, this means that
∅, Rn, and any half-space are all polyhedra. If a polyhedron is a bounded set we call it a
polytope. If P is a polyhedron and H is a hyperplane, we say that H is valid for P if P is
contained in one of the two half-spaces bounded by H. We say that a hyperplane H is a
supporting hyperplane of P if it is valid for P and furthermore H ∩ P , ∅. A face F of a
polyhedron P is a polyhedron that is the intersection of P with a P-supporting hyperplane;
i.e., F = P ∩ H for a P-supporting hyperplane H. Specific names are given to the faces of
a polyhedron depending on the dimension of the face. For example, 0-dimensional faces
are called vertices and 1-dimensional faces are called edges. If P is a polyhedra we de-
note by vertices(P) the set of all vertices of P. It is a well-known fact that any polytope P
can be written as the convex hull of its vertices; i.e., P = conv(vertices(P)). A cone is a
polyhedron that is closed under taking non-negative linear combinations of its elements. A
collection F of non-empty cones of Rn is called a fan if the intersection of any two cones
of F is a face of them both and if any face of a cone in F is also a cone in F . A fan is
called complete if the union of its cones is all of Rn. An (n − 1)-dimensional cone in a fan
is referred to as a wall.
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Given a polytope P and a face F, the outer normal cone of F, NF , is the set of all linear
functionals over P that are maximized on F. More precisely,

NF B
{
c ∈ Rn

∣∣∣F ⊆ {x ∈ P | cT x ≥ cT y for all y ∈ P}
}
.

The outer normal fan of P is the collection of all outer normal cones of faces of P; i.e., the
collection {NF | F is a face of P}. The reader can verify that this is indeed a fan.

Now let u ∈ Rn be a vector with all coordinates distinct. It admits a total order � of its
coordinates where i � j if and only if ui > u j. This linear order a1 � ... � an is represented
by the descent vector (a1 | ... | an) of u.

The S n-fan is the fan induced by the hyperplanes xi = x j for all 1 ≤ i < j ≤ n. It is
also known as the Braid arrangement. Its maximal cones are the maximal regions of this
hyperplane arrangement and they correspond exactly to the set of all linear orders of

[
n
]
.

Equivalently, there is a bijection from the maximal cones to the set of all permutations on[
n
]
, where a permutation π :

[
n
]
−→

[
n
]

has the descent vector (π(1) | ... | π(n)).
The (n − 1)-dimensional permutohedron Pn is a polytope defined as the convex hull of

all coordinate permutations of the vector (1, 2, ..., n)T . Formally, that is

Pn B conv((π(1), ..., π(n))T | π ∈ S n).

The permutohedron will turn out to be our first example of a DAG associahedron, so we
would like to understand a bit more about the structure of this polytope. The following is a
well-known result in the combinatorial literature, but we provide a proof of it here for the
sake of completeness.

Lemma 3.1. The vertices of Pn are exactly the n! permutations of the coordinates of the
vector (1, ..., n)T . Two vertices share an edge if and only if the two corresponding descent
vectors differ by an adjacent transposition.

Proof. Any vertex is a permutation of the coordinates of (1, ..., n)T since Pn is the convex
hull of all such points. Conversely, take any permutation π and consider the permuted
vector v = (π(1), ..., π(n))T . We must show that this is the unique optimal solution to some
LP over Pn. Let e.g. c B v and note that all possible vertices of Pn have the same Euclidean
norm. If we consider the LP max{cT y | y ∈ Pn} this has unique optimal solution v since any
other possible vertex is not co-linear with c and so its dot product with c is strictly smaller
than cT v.

As for the edges, first we first will prove that if a linear functional c ∈ Rn has the
same weak order as a vertex of v ∈ Pn, then v maximizes this linear functional over Pn.
Without loss of generality, assume v has descent vector (1 | ... | n) and c = (c1, ..., cn)T

satisfies c1 ≥ ... ≥ cn. We proceed by induction on n where the base case n = 1 is
trivial. Let, instead, n > 1 and take any vertex u = (u1, ..., un)T . If u1 = n then we
can just leave out the first coordinate (it is the same in u and v) and by induction we get
that cT v ≥ cT u. If u1 , n then ui = n for some i > 1. So construct another vertex
u′ = (n, u2, ..., ui−1, u1, ui+1, ..., un) , u. However, cT (u′ − u) = (c1 − ci)(n − u1) ≥ 0 and
we can now apply induction on u′ to conclude that cT v ≥ cT u′ ≥ cT u. In a similar way we
can prove that if c has strict inequalities c1 > ... > cn then our v above maximizes the LP
uniquely. This part is left to the reader to verify.

Consider now any c ∈ Rn and arrange the coordinates such that c1 ≥ ... ≥ cn. Let
l = |{i ∈

[
n − 1

]
| ci = ci+1}|, i.e the number of equalities in the above inequality chain.

Furthermore, let

S = {x ∈ vertices(Pn) | x maximizes the linear functional c}.
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We want to find the c in terms of l that gives rise to |S | = 2. This will give us all the
edges. We said earlier that if l = 0 then |S | = 1. Furthermore if l ≥ 2 one can check
that we have |S | ≥ 4 by counting the vertices satisfying some weak order (there are at
least 4) of c. So this leaves us with the case l = 1. Assume now that indeed l = 1
and say c1 > ... > ci = ci+1 > ... > cn. Then we know that v = (n, ..., 1)T ∈ S and
w = (n, ..., n − i, n − i + 1, ..., 1)T ∈ S , i.e., both the vertices whose orders coincide with a
weak order of c and whose descent vectors (1 | ... | n) and (1 | ... | i + 1 | i | ... | n) differ
by an adjacent transposition. Assume there is a third vertex in S , say u = (u1, ..., un)T .
Let ε = ci−1−ci

2 > 0 and δ = ci+1−ci+2
2 > 0. Consider c′ = c + ε · ei, c′′ = c + ε · ei+1

and c′′′ = c − δ(ei + ei+1) where ei is the i:th unit vector. Then one can see that v is
the unique maximizer to c′ and w to c′′. This means exactly that ui < vi = n − i + 1 and
ui+1 < wi+1 = n− i+1. So ui +ui+1 ≤ 2(n− i)−1. However, then c′′′T u = cT u−δ(ui +ui+1) >
cT v−δ(vi +vi+1) = c′′′T v, contradicting that c′′′ still respects the order of v. This proves that
l = 1 if and only if |S | = 2. So any edge is defined by a c with l = 1 and the corresponding
vertices maximizing this LP differ by an adjacent transposition of their descent vectors. To
see that every such pair {u, v} of vertices indeed share an edge, consider the vector c B u+v
maximized by both u and v. Now, we note that l = 1 for this particular c, and so S = {u, v}.
This proves the lemma. �

We are now ready to define DAG associahedra. To every CI relation i ⊥⊥ j | K we
associate pairs of descent vectors (adjacent vertices of Pn) of the form

{(a1 | ... | ak | i | j | b1 | ... | bl), (a1 | ... | ak | j | i | b1 | ... | bl)},

where {a1, ..., ak} = K and {b1, ..., bl} =
[
n
]
\ K ∪ {i, j}. There are |K|!(n − 2 − |K|)! such

pairs and every pair corresponds to an edge of the permutohedron, or equivalently, a wall
in the S n-fan.

Let C be any collection of CI relations. We associate to C a fan F which is a coarsening
of the S n-fan. For every CI relation i y j | K ∈ C, remove all the walls of the S n-fan
corresponding to this CI relation as above. In [10] it was proved that this is indeed a fan.
Furthermore, when C is a DAG Gaussoid [10], this fan is the outer normal fan of a polytope
which we will denote by P(C). It is the polytope whose edge graph is given by contracting
all edges of the permutohedron corresponding to CI relations in C.

Definition 3.1. If G is a DAG encoding CI relations C corresponding to its d-separation
statements, then P(C) (sometimes written P(G)) is the DAG associahedron of G.

Note that P(C) is not in any way unique as a polytope, since it is only defined in terms
of its outer normal fan. In particular, translations and dilations of a polytope do not affect
its outer normal fan. Moreover it only depends on G up to Markov equivalence.

3.2. Matroids. In [10] the authors gave an explicit geometric construction of the DAG
associahedron P(G) in terms of matroid polytopes. Matroids generalize the notion of linear
independence in vector spaces and they can be defined in several equivalent ways. Here,
we will define them in terms of its independent sets. For a comprehensive discussion on
the theory of matroids we refer the reader to [11].

Definition 3.2. A (finite) matroid M is a pair M = (E,I) where E is a (finite) set and
I ⊆ 2E a collection of subsets of E called the independent sets, satisfying the following
properties:

(1) ∅ ∈ I.
(2) It is closed under inclusion; i.e., if A ⊆ B ⊆ E and B ∈ I then B ∈ I.
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(3) If A, B ∈ I and |B| < |A| then there is an x ∈ A \ B such that B ∪ {x} ∈ I.

We usually refer to E as the ground set of M. A subset of E that is not in I is called
dependent. Other important concepts regarding matriods are the notions of bases and cir-
cuits. A maximal independent set of a matroid is called a basis. A circuit is a minimal
dependent set. If a singleton set is a circuit then this element is called a loop. Equivalently,
a loop is an element contained in no independent set. The set of all bases is denoted by B.
It follows from property (3) of a matroid that all bases have equal cardinality. This gives
rise to the following definitions:

Definition 3.3. Let M = (E,I) be a matroid and E′ ⊆ E. The induced submatroid on E′,
M′ = (E′,I′) is the matroid where I′ = {A ∈ I | A ⊆ E′}. For B ⊆ E we define the rank,
rank(B) to be the cardinality of any basis of the induced submatroid on B. In terms of M,
rank(B) is the cardinality of the maximal independent set contained in B.

Next we will prove a well-known but useful result regarding two bases of a matroid.
This result, sometimes used as a defining property of bases, is called the basis-exchange
property.

Lemma 3.2. [11] Suppose A, B ∈ B are two distinct bases of a matroid M. Then for all
a ∈ A \ B there exists b ∈ B \ A such that A ∪ {b} \ {a} ∈ B.

Proof. Let A, B ∈ B be two such bases. Then for any a ∈ A\B the set A\{a} is independent
by property (2). By property (3) we can now find b ∈ B\(A\{a}) = B\A such that A∪{b}\{a}
is independent. Since all bases have equal cardinality, A ∪ {b} \ {a} is also a basis. �

One type of matroid that has been well-studied can be constructed from undirected
graphs. Let G = (V, E) be an undirected graph and let F ⊆ 2E be the set of all forests of G;
i.e., all subsets of edges that do not form a cycle. The graphic matroid of G is the matroid
M = (E, F). Using some basic graph theory, one can verify that this is indeed a matroid.
Naturally, a matroid is called graphic if it is the graphic matroid of some graph.

If G = (V, E) is a connected graph then the bases of its graphic matroid are the spanning
trees of G and rank(E) = |V | − 1. The circuits of a graphic matroid are the edge-minimal
cycles of its underlying graph. The loops of a graphic matroid are exactly the loops of its
graph; i.e., the edges of the form (v, v) for some vertex v ∈ V .

From this point on we will mainly consider matroids on the ground set
[
n
]
. To every

such matroid we associate a polytope called the matroid basis polytope or simply matroid
polytope.

Definition 3.4. Let M =
([

n
]
,I

)
be a matroid and B its bases. The matroid polytope PM

of M is

PM B conv(χA | A ∈ B) ⊆ Rn

where χA is the characteristic vector or indicator vector of the set A; i.e.,

χA B
∑
i∈A

ei.

As was already mentioned in the beginning of this chapter, in [10] the authors showed
that the DAG associahedron can be constructed using certain matroid polytopes. The graph
properties of these matroid polytopes and their relation to the construction of DAG associ-
ahedra is the focus of Section 5 of this thesis.
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3.3. Graph Properties of Polytopes. The edge-graph of a polytope P is the undirected
graph where the vertices and edges are exactly the vertices and edges of P. This rela-
tionship between polytopes and graphs provides us with the possibility to study graph
properties of polytopes.

Let G = (V, E) be a graph and let u, v ∈ V . The distance d(u, v) from u to v is the length
of the shortest path from u to v in G. The eccentricity of v, ε(v), is the maximum distance
from v to any other vertex. The radius of G, written as r(G), is the minimum eccentricity
of any vertex of V . Similarly, the diameter δ(G) is the maximum eccentricity of any vertex;
i.e., the maximum distance between any pair of vertices of V . We also define the center
c(G) of G to be the set of all vertices whose eccentricity equals the radius of G.

Since the greedy SP algorithm searches for the optimal DAG G∗ encoding some CI
relations C by walking along the edges of P(C), the focus of this thesis is to study the
above mentioned graph properties of the edge graph of P(C), that of the matroid polytopes
used to construct P(C), and some related subgraphs corresponding to Markov equivalence
classes. To simplify the language we say that a polytope has some graph property when
we really mean that its edge-graph has this property.

A well-known example of a DAG associahedron for which these properties are known
is the permutohedron Pn. Using Lemma 3.1 we can see that the outer normal fan of Pn

is the S n-fan. Every maximal cone of S n is the outer normal cone of the vertex of Pn

with the same descent vector as the label of the maximal S n-cone. The S n-fan itself is
the trivial coarsening of the S n-fan corresponding to C = ∅. For any topological ordering
of

[
n
]

the unique complete DAG respecting this topological ordering gives rise to C = ∅,
since every edge i → j is a Bayes ball path from i to j given any conditioning set. Hence,
the permutohedron is the DAG associahedron of any of the n! complete DAGs. Now we
provide a description of these properties for Pn as a motivating first example.

Theorem 3.3. For the permutohedron Pn we have r(Pn) = δ(Pn) =
(

n
2

)
. Moreover, all

vertices are in the center.

Proof. Let u = (1 | ... | n). Without loss of generality, it is sufficient to consider only
ε(u) since we may permute the coordinates in any way without changing the polytope
Pn. Another way to say this is that Pn is vertex-transitive. This observation immediately
implies that rad(Pn) = ε(u) = δ(Pn) and so indeed all vertices are in the center. As for
computing ε(u), let v = (a1 | ... | an) be any vertex and consider the number of inversions
of its descent vector, i.e., #inv(v) = |{(i, j) ∈

[
n − 1

]
×

[
n
]
| i < j and ai > a j}|. Notice that

0 ≤ #inv(v) ≤
(

n
2

)
for any vertex v, and #inv(u) = 0 for our u above. The edges correspond

exactly to the adjacent transpositions in the descent vectors, so walking to a neighbour in
Pn will change the number of inversions by exactly one. Hence ε(u) is at least

(
n
2

)
, since

this is the number of inversions of w = (n | ... | 1). To see that this number of steps is
sufficient, let v = (a1 | ... | an) be any vertex with a positive number of inversions. So there
is an index j satisfying a j > a j+1. Switching the order of these two elements will reduce
the number of inversions by one. By induction, and the fact that there is a unique vertex
with zero inversions, the distance from u to any other vertex v is #inv(v). This proves that
ε(u) =

(
n
2

)
. �

4. Graph Properties of DAG associahedra

Since the greedy SP algorithm iterates through neighbouring vertices of the DAG as-
sociahedron, the diameter and radius of DAG associahedra represent natural theoretical
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complexity bounds for this algorithm. In this section, we investigate the diameter and ra-
dius of DAG associahedra. Our main result, Theorem 4.2, provides bounds on both of
these properties for all DAG associahedra. This result motivates the construction of a new
causal inference algorithm that is a theoretically optimal version of greedy SP, both in
terms of performance and in terms of consistency guarantees. This new algorithm is the
focus of section 6. Besides the main theorem, this section covers some special cases aimed
at realizing the possible diameters of P(C) given by the bounds of Theorem 4.2.

4.1. Diameter bounds for P(C). The proof of the main result of this section is based on
the notion of graphical hyperplane arrangements, which we now define.

Definition 4.1. Let G = (
[
n
]
, E) be an undirected graph. The graphical hyperplane ar-

rangement of G is the hyperplane arrangementAG = {xi = x j | i < j and (i, j) ∈ E} of Rn;
i.e., every hyperplane corresponds to an edge of the graph.

To every graphical hyperplane arrangement we can associate a fan, whose maximal
cones are the maximal regions of this arrangement. The following theorem relates this fan
to the coarsened S n-fan introduced in relation to Definition 3.1.

Theorem 4.1. Let G be a DAG and S its skeleton. Let FS be the fan induced by the hyper-
plane arrangementAS , and let FG be the usual coarsening of the S n-fan corresponding to
the CI relations of G. Then FS is a coarsening of FG.

Proof. We must show that every cone of FS is a union of cones of FG. First, we will
prove this for maximal cones. Note that the maximal cones are separated by walls. So it
suffices to show that all walls missing in FG are also missing in FS . If a wall is missing
in FG corresponding to a pair of descent vectors {(K | i | j | Kc), (K | j | i | Kc)}, from
now on abbreviated as (K | i j | Kc) in which (Kc B [n] \ (K ∪ i, j)), this means that
i ⊥⊥ j | K. So in particular there can be no edge in G between i and j. This means that
this edge is also missing in S and so the corresponding hyperplane xi = x j is missing in
AS . However, then all walls (T | i j | T c) are missing in FS for any T ⊆

[
n
]
\ {i, j},

and so the claim holds for maximal cones. Since these fans are induced by its maximal
cones, all other cones in the fan are faces of the maximal cones. Let C be any cone of FS .
Then C = H ∩ C′ for some maximal cone C′ of FS and some C′-supporting hyperplane
H. However, we know that C′ =

⋃k
i=1 C′i for some maximal cones C′i of FG. So let

Ci = H ∩ C′i . Since H was supporting for C′ it is valid for all Ci, and for some Ci it is
supporting. Hence, Ci is either empty or it is a non-empty face of C′i which means that
C = H ∩C′ = H ∩ (

⋃k
i=1 C′i ) =

⋃k
i=1 Ci is a union of cones in FG. �

The following definition will be very useful not only in this section, but also in Section
5 when we construct DAG associahedra in terms of matroid polytopes.

Definition 4.2. Suppose P and Q are two polytopes in Rn. The Minkowski sum of P and
Q is the polytope P + Q = {x + y | x ∈ P and y ∈ Q}. If P = ∅ or Q = ∅ then P + Q = ∅.

It is a well-known result that the fan FS is the outer normal fan of a polytope ZS called
the graphical zonotope of S = (V, E) [17]. This polytope is defined as the Minkowski sum
of all line segments conv{ei, e j} corresponding to an edge (i, j) ∈ E. Formally, this means

ZS =
∑

(i, j)∈E

conv{ei, e j}.

Every vertex of this polytope, or every maximal cone of the fan, corresponds to an acyclic
orientation of S ; i.e., a DAG whose skeleton is S . We have an edge (i, j) in this orientation
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if and only if xi > x j holds for all points in the maximal cone. Instead of thinking about
each maximal cone as a set of inequalities xi > x j between variables, we think of it as a
poset i � j on the set [n]. The orientation of S corresponding to a maximal cone is acyclic
since any linear extension of its poset is a topological ordering for this orientation.

A natural question now is what happens to the DAG associahedron as we start adding
CI relations. In terms of the coarsening of the S n-fan, we know that certain walls will
be removed and that a pair of adjacent maximal cones will become adjoined to form one
maximal cone in the coarsened fan. Since walls are the outer normal cones of edges,
this means exactly that the corresponding edges of the permutohedron will be contracted;
i.e., we take the two vertices incident to such an edge and make them into one vertex
corresponding to the new maximal cone in the fan. Since no adjacencies between maximal
cones in the fan are destroyed by this operation, the same holds true for the vertices of
the corresponding polytope. Most importantly, this means that adding CI relations never
increases vertex distances of the DAG associahedron. We are now ready to state our main
theorem on the diameter and radius of DAG associahedra.

Theorem 4.2. If G is a DAG with e edges and S is the skeleton of G, then

e = r(ZS ) = δ(ZS ) ≤ r(P(G)) ≤ δ(P(G)) ≤
(
n
2

)
.

Proof. The upper bound follows from Theorem 3.3, the fact that the permutohedron cor-
responds to C = ∅ and that adding CI relations can not increase vertex distances. Two
vertices of ZS are adjacent if and only if their corresponding orientations of S differ in the
direction of exactly one edge. For any acyclic orientation of a graph we can reverse the di-
rection of all edges and get another acyclic orientation. This means that r(ZS ) = δ(ZS ) = e.
Let FS and FG be the fans associated to the skeleton S of G and G, respectively. Then ZS

is a contraction of P(G) since FS was a coarsening of FG. This means, in particular, that
r(ZS ) ≤ r(P(G)) which proves the theorem. �

Remark 4.1. We should remark here that a closely related polytope to the DAG associahe-
dron P(G) is the graph associahedron of the moral graph of G, written Moral(G), which
is the undirected graph constructed from the skeleton of G by adding edges between nodes
that have a common child in G. Undirected graphs encode CI relations by separation
statements. Furthermore, if C′ are the CI relations encoded by Moral(G) and C the ones
encoded by G, then C′ ⊆ C. The graph associahedron of Moral(G) is thus the polytope
P(C′). This means that the DAG associahedron P(G) is a contraction of P(C′), and so
δ(P(G)) ≤ δ(P(C′)). The diameter of graph associahedra was studied in [9]. Here, we
see that an understanding of the diameter of DAG associahedra can thereby provide tighter
lower bounds on the diameter of graph associahedra.

Notice that, Theorem 4.2 tells us that removing any k edges from the complete DAG
reduces the diameter of Pn by at most k. In the following subsection, we will identify some
cases in which the diameter is reduced by exactly k. There is also the following related
result, which we state as a lemma.

Lemma 4.3. FS is the finest fan induced by a graphical hyperplane arrangement that
coarsens FG.

Proof. By Theorem 4.1 it is indeed a coarsening. We must show that if the hyperplane
xi = x j is missing in FS there is a wall on the form (K | i j | Kc) missing in FG. Assuming
this hyperplane is missing means that there is no edge between i and j in G. However,
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we know that this gives at least one CI relation on the form i ⊥⊥ j | K. Thus, the wall
(K | i j | Kc) is missing in FG, and we are done. �

Lemma 4.3 provides us with an efficient way of learning the skeleton of the DAG cor-
responding to some set of CI relations C. We just construct the fan FG from C and then
compute the finest (largest) graphical hyperplane arrangement that coarsens FG. This con-
struction will be very important when we build our new algorithm for finding a DAG
encoding a given collection of CI relations.

4.2. Some special cases. Having the bounds of Theorem 4.2 in mind, we now investigate
the exact diameter of the DAG associahedron when we start adding CI relations. In partic-
ular, it is natural to ask which diameters within this range that are realizable. First we turn
our attention to what happens when our DAG encodes exactly one CI relation. It remains
to see if the diameter is

(
n
2

)
or

(
n
2

)
− 1 by the bounds of Theorem 4.2. First, we state the

following well-known result.

Proposition 4.4. [8] The number of CI relations encoded by a DAG is at least the number
of missing edges of the DAG.

On this note, consider any topological ordering a1 � ... � an of
[
n
]

and let G be the
complete DAG minus one edge, say (ai, a j) for some i < j. We have the following propo-
sition:

Proposition 4.5. A DAG G encodes exactly one CI relation if and only if it is of this form;
i.e., it is a complete DAG minus one edge.

Proof. Suppose first that we have a DAG G of this form. The only pair of nodes that
can be conditionally independent given any set is the pair {ai, a j} corresponding to the
missing edge. Any other pair of nodes is connected by an edge, so the trivial BBP of length
one guarantees conditional dependence between this pair of nodes, given any conditioning
set. So now we must find all sets K such that ai ⊥⊥ a j | K. Let S 1 = {a1, ..., ai−1},
S 2 = {ai+1, ..., a j−1} and S 3 = {a j+1, ..., an}. By definition, K is a subset of the union of
these three sets. Suppose first K ∩ S 3 , ∅, and say ak ∈ K ∩ S 3. Then ai → ak ← a j is a
BBP given K and so we must have K ∩ S 3 = ∅. Assume further that (S 1 ∪ S 2) \ K , ∅ and
take an al in this set. Then either ai → al → a j or ai ← al → a j is a path of G (depending
on whether al ∈ S 1 or al ∈ S 2) and this is a BBP given K. This means that we must have
S 1 ∪ S 2 ⊆ K. So this only leaves us with the case K = S 1 ∪ S 2. We must show that there
is no BBP conditioned on this set K. If a path from ai to a j contains nodes from S 3 then it
will also contain a collider from S 3, which is not allowed. So we may assume in particular
that the penultimate node al of our path is in S 1 ∪ S 2. But then we have al → a j and so
al is a non-collider in the conditioning set, also not allowed. Hence there can be no BBP
from ai to a j given K = S 1∪S 2. For the converse, assume our DAG G encodes exactly one
CI relation. By Proposition 4.4 our DAG has at most one missing edge. But the complete
DAG encodes no CI relation so we get that our DAG is of the desired form. �

Note that, in relation to the previous two propositions, every non-present edge (ai, a j)
in a DAG will give rise to the CI relation ai ⊥⊥ a j | {a1, ..., ai−1, ai+1, ..., a j−1}. For this we
have the following definition.

Definition 4.3. Let G be a DAG with topological ordering a1 � ... � an and with a missing
edge (ai, a j). The CI relation ai ⊥⊥ a j | {a1, ..., ai−1, ai+1, ..., a j−1} encoded by G is called the
natural CI relation corresponding to the non-edge (ai, a j).
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In other words, the missing edges of a DAG are in one-to-one correspondence with the
natural CI relations encoded by this DAG.

As for the diameter of DAG associahedra corresponding to DAGs with only one missing
edge (ai, a j), we have contracted a family of edges of Pn. These edges are of the form
(S | ai a j | S c) where S is any permutation of S 1∪S 2, and by S c we mean any permutation
of

[
n
]
\ (K ∪ {ai, a j}). The question now is the following: Do these contractions decrease

the diameter of this polytope? It is answered by the following lemma.

Lemma 4.6. Let G be a complete DAG minus one edge and P(G) its DAG associahedron.
Then δ(P(G)) =

(
n
2

)
− 1.

Proof. Let again a1 � ... � an be the topological ordering, (ai, a j) is the missing edge and
ai ⊥⊥ a j | S is our natural CI relation. It is sufficient to prove that dP(C)(ũ, ṽ) =

(
n
2

)
− 1

where ũ and ṽ are the vertices of P(C) corresponding to the vertices u = (n | ... | 1) and
v = (1 | ... | n) of Pn, respectively. This is because only pairs of vertices whose descent
vectors are in opposite order might have distance larger than this, and all such pairs can be
seen as corresponding to {u, v} by a suitable relabeling. In Theorem 3.3, we already proved
that dPn (v′, v) = #inv(v′). In the exact same way we can prove that dPn (u, u′) =

(
n
2

)
−#inv(u′).

Hence, we can easily create a path of length
(

n
2

)
in Pn from u to v using any of the contracted

edges. In P(C) this path is at most
(

n
2

)
− 1 edges long. Now we claim that we can always

find a shortest P(C) path using at most one new edge, which would prove the lemma. A
generalization of this claim is proved in the proof of Theorem 4.9. �

We now know the the DAG associahedron with diameter
(

n
2

)
is exactly the one corre-

sponding to any complete DAG; i.e., for which C = ∅. It is natural to ask if adding a second
CI relation strictly decreases the diameter from

(
n
2

)
− 1 to

(
n
2

)
− 2.

As before we start with the complete DAG on some fixed topological order a1 � ... � an

and then we remove exactly two edges. By Propositions 4.4 and 4.5 we know that any DAG
with |C| = 2 is of this form. Furthermore, any DAG with two missing edges has at least the
two natural CI relations. So to check which pairs of edges give rise to |C| = 2 is to check
for which pairs no other CI relation occurs than the two natural ones. Then, among these
pairs, we investigate what happens to the diameter of its DAG associahedron.

Lemma 4.7. Let G be a DAG with topological ordering a1 � · · · an, missing only the two
edges (ai, a j) and (ai′ , a j′ ) for which ai � a j and ai′ � a j′ . Suppose that C is the set of CI
relations encoded by the d-separation statements of G. Then we have the following cases:

(1) If ai = ai′ , then |C| = 2 if and only if j′ < { j − 1, j, j + 1}.
(2) If a j = a j′ then |C| > 2.
(3) If a j � ai′ then |C| = 2.
(4) If ai′ � a j then |C| = 2.
(5) If a j = ai′ then |C| = 2 if and only if j′ , i′ + 1.
(6) If ai � ai′ � a j′ � a j then |C| = 2.

Proof. In the following, we will assume ai � a j and ai′ � a j′ and that these two edges are
the missing ones. Furthermore, S and S ′ are the sets as before; i.e., the sets for which the
edge removals (ai, a j) and (ai′ , a j′ ) naturally give rise to ai ⊥⊥ a j | S and ai′ ⊥⊥ a j′ | S ′,
respectively. We will consider the following in a case-by-case fashion, for which we have
the six cases of Lemma 4.7. A description of the edges (ai, a j) and (ai′ , a j′ ) in each case is
given in Figures 4-9.
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a1

...

ai = ai′

...

a j

...

a j′

...

an

Figure 4. The two missing edges of the DAG in case 1.

a1

...

ai

...

ai′

...

a j = a j′

...

an

Figure 5. The missing edges of the DAG in case 2.

a1

...

ai

...

a j

...

ai′

...

a j′

...

an

Figure 6. The two strictly disjoint missing edges of case 3.

Case 1.
Suppose first ai = ai′ . Without loss of generality we may assume a j � a j′ . A picture of
this DAG is seen in Figure 4. If j′ = j + 1 then we also have the additional CI relation
ai ⊥⊥ a j′ | S ′ \ {a j}. To see this, assume for the sake of contradiction that there is a BBP
from ai to a j′ given S ′ \ {a j}. We know that this BBP cannot be in S ′c. If the penultimate
node is not a j then it is a non-collider in the conditioning set. Hence, we can assume that
it is a j, so there must be a node before a j which is not ai since a j does not share an edge
with ai. Now this node is also a non-collider in the conditioning set. On the other hand, if
j′ > j + 1, we can pass through a j+1 to create a BBP, so in this case |C| = 2.

Case 2.
In this case a j = a j′ and without loss of generality let ai � ai′ . This DAG is depicted in
Figure 5. We can see that besides for the two natural CI relations, we will also get

ai′ ⊥⊥ a j′ | S ′ \ {ai}.

To see why this is true, try as before to construct the corresponding BBP. Again, it cannot
contain nodes in S ′c so the penultimate node is in S ′. Since the edge (ai, a j′ ) is removed,
the penultimate node of this path is a non-collider in S ′ \ {ai} so there is no such BBP. Thus
|C| > 2.

Case 3.
In this case we have what we will refer to as strictly disjoint edges; i.e., a j � ai′ . That
means that the removed edges are not only disjoint (non-incident) as edges, but we also
have ai � a j � ai′ � a j′ which means that the conditioning sets form a chain (S ⊆ S ′ in
this case). A picture of this DAG is seen in Figure 6. We leave it to the reader to verify,
using the same arguments as for one missing edge, that there can be no other CI relation
than the two natural ones encoded by this DAG. Thus, |C| = 2 in this case.
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a1

...

ai

...

ai′

...

ai

...

a j′

...

an

Figure 7. The two missing edges of case 4.

a1

...

ai

...

a j = ai′

...

a j′

...

an

Figure 8. The missing edges of the DAG in case 5 create a path.

a1

...

ai

...

ai′

...

a j′

...

a j

...

an

Figure 9. The two missing edges of case 6.

Case 4.
As depicted in Figure 7, this is the case where we have ai � ai′ � a j � a j′ . We claim that
there is no other CI relation than the two natural ones. Assume for the sake of contradic-
tion that either ai ⊥⊥ a j | K for some K , S or ai′ ⊥⊥ a j′ | K′ for some K′ , S ′. Then we
can use the exact same arguments as in the proof of Proposition 4.5 to find a BBP, which
contradicts the existence of any of these CI relations. Any other CI relation than the ones
above cannot exist due to the trivial BBP of length one. So in this case we have |C| = 2.

Case 5.
Here we have the case of a path; i.e., a j = ai′ . A picture of this DAG is seen in Figure 8.
Assume first that j′ = i′ + 1. Then we claim that we also have

ai ⊥⊥ a j | S ∪ {a j′ }.

To see this, assume for the sake of contradiction that we have a BBP from ai to a j given
S ∪ {a j′ }. This path cannot touch S c \ {a j′ } because then it would contain a collider not in
the conditioning set. Since (a j, a j′ ) is a missing edge, the penultimate node is in S and it
is a non-collider, which is a contradiction. So to get |C| = 2, we must assume j′ > i′ + 1.
The only possible CI relation we could have is the one above, all other ones induce BBPs
of length two through an added or removed node in the conditioning set. However, also for
the above CI relation the path ai → a j′ ← a j+1 ← a j is a BBP from ai to a j given S ∪ {a j′ }.
So in this case we have |C| = 2.

Case 6.
In this last case, we have ai � ai′ � a j′ � a j. This DAG is depicted in Figure 9. Since the
missing edges are not incident, we can also here use the arguments of case 4 to deduce that
|C| = 2. �
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We now know that if C is a set of CI relations corresponding to the d-separation state-
ments of a DAG G, then |C| = 2 if and only if G is missing exactly two edges and these
edges are as described in cases 1,3,4,5,6 of Lemma 4.7.

It remains to investigate what happens to the diameter of the DAG associahedra corre-
sponding to the cases resulting in two CI relations. First, we give the following definitions.

Definition 4.4. Suppose u and v are vertices of Pn that are identified with vertices u′ and v′,
respectively, of the DAG associahedron P(G). We say that u′ and v′ are opposite vertices
of P(G) if the descent vectors of u and v are in reversed order; i.e., if dPn (u, v) =

(
n
2

)
.

In case 3 of Lemma 4.7 we had what we referred to as strictly disjoint edges, for which
we give the formal definition now.

Definition 4.5. Let G be a DAG with topological ordering a1 � · · · an. We say that the k
edges (ai1 , ai2 ), ..., (ai2k−1 , ai2k ) of G are strictly disjoint if i1 < i2 < · · · < i2k−1 < i2k.

From now on let ũ and ṽ be the opposite vertices of the DAG associahedra correspond-
ing to the descent vectors (1 | ... | n) and (n | ... | 1), respectively. We will investigate the
maximum distance between any two opposite vertices in our DAG associahedra with two
CI relations. It turns out that this distance is reduced by two as compared to that of Pn if
and only if the two missing edges are strictly disjoint; i.e., case 3. By Lemma 4.6 and the
fact that adding CI relations cannot increase the diameter, this means that all other cases
have DAG associahedra with diameter

(
n
2

)
− 1. These results are captured by the following

theorem.

Theorem 4.8. Let C be a collection of two CI relations and suppose C is faithful to a DAG
G missing two edges. If these two edges are not strictly disjoint, then δ(P(G)) =

(
n
2

)
− 1.

If the missing edges are strictly disjoint, then dP(G)(u, v) =
(

n
2

)
− 2 for any pair {u, v} of

opposite vertices.

Proof. To every CI relation encoded by the DAG we contract a family of edges of Pn to
obtain the DAG associahedron. To prove the statement, we consider the cases of Lemma
4.7 that induced exactly two CI relations. The two families of contracted edges are, in all
of these cases, of the following forms:

(1) (S | ai a j | S c), and
(2) (S ′ | ai′ a j′ | S ′c).

Case 1.
In this particular case, we have S ⊆ S ′ and j′ > j + 1. In order to have d(ũ, ṽ) =

(
n
2

)
− 2, we

need to show that a shortest path with a minimum number of contracted edges uses both
edges. Let p be such a path from ṽ to ũ. The last two contracted edges used are either in
the order (1) then (2) or (2) then (1), since otherwise it would contradict the choice of p as
using a minimum number of such edges. Using the fact that a subpath of a shortest path is
a shortest path, we can deduce that p uses at most two new edges in total. In the first case,
we must go from (S | ai a j | S c) to (S ′ | ai a j′ | S ′c) using only inversions. Noticing that
a j′ ∈ S c and a j ∈ S ′ this requires that a j < ai and a j′ < ai. In the other case we get the re-
quirement that a j′ > ai and a j > ai. Assuming that a j > ai > a j′ as integers, none of these
conditions are met. So in this case, d(ũ, ṽ) =

(
n
2

)
− 1. Note that for a fixed DAG G, any pair

of opposite vertices can be seen as ũ and ṽ by a suitable permutation of the node labeling
of G. In fact, any relabeling (permutation) of the nodes corresponds uniquely to a pair of
opposite vertices. However, for some permutation π ∈ S n of the node labels of G, we will
have that π(a j) > π(ai) > π(a j′ ). So for the pair {u, v} of opposite vertices corresponding to
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π, the distance d(u, v) =
(

n
2

)
− 1.

Case 3.
In this case of strictly disjoint edges, we have S ⊆ S ′. First of all, we can walk by inversion
from ṽ to any edge of type (1) so choose the one with the maximum number of inversions;
i.e., where both S and S c are ordered in decreasing integer order from left-to-right. Going
from there to any edge of type (2) is the same as reordering S c as S c ∩ S ′ | ai′ a j′ | S ′c

by adjacent transpositions. However, we know that this can be done using only inversions,
exactly for the same reason we can go from ṽ to any type (1) edge using only inversions.
Furthermore we can choose S c ∩ S ′ and S ′c to be ordered again yielding the maximum
number of inversions. This, together with the fact that a shortest path for strictly disjoint
edges need only use one edge type once, shows that the distance between any two opposite
vertices is

(
n
2

)
− 2.

Case 4.
In this case, as in case 1, we get requirements ai′ > ai, a j for going from (1) to (2) and
for the other direction we need to satisfy ai′ < ai, a j. Considering the integer order
ai < ai′ < a j shows that we can find opposite vertices whose distance is

(
n
2

)
− 1.

Case 5.
In this case a j = ai′ , ai ∈ S ′ and a j′ ∈ S c. This gives conditions ai < a j and a j′ > a j for
the two directions (1) to (2) and (2) to (1), respectively. Letting a j′ < a j < ai satisfies none
of the conditions and so the desired distance is again

(
n
2

)
− 1.

Case 6.
In this last case we have that ai′ , a j′ ∈ S , ai ∈ S ′ and a j ∈ S ′c. This means that walking
from and edge of type (1) to and edge of type (2), using only inversions, requires that
ai < ai′ , a j′ . For the other direction we get the opposite condition ai > ai′ , a j′ . Since the
case a j′ < ai < ai′ satisfies none of the above requirements, we can again find opposite
vertices whose distance is

(
n
2

)
− 1. �

From considering DAGs with 2 CI relations it seems that the case behaving well, in
terms of this distance being reduced by adding CI relations, is the case with strictly disjoint
edges. The next theorem proves that this is true for any number of strictly disjoint edges
removed from the complete DAG.

Theorem 4.9. Let G be a DAG with k missing edges, all of these k edges strictly disjoint.
Furthermore let u and v be any two opposite vertices. Then dP(G)(u, v) =

(
n
2

)
− k.

Proof. We will first establish the lower bound dP(C)(u, v) ≥
(

n
2

)
− k by proving that we can

always find a shortest path from u to v in P(C) using each of the k types of contracted edge
at most once. The upper bound will then be proved using induction arguments similar to
when |C| = 2. As a matter of notation, let G be a DAG with CI relations

C = {(ai ⊥⊥ bi | S i) | i = 1, ..., k}

and where
a1 � b1 � a2 � b2 � · · · � ak � bk.

For the lower bound, we want to show that we can find a shortest path from u to v using
every type of contracted edge corresponding to these CI relations at most once. For the
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base case k = 0 this is vacuously true, so assume instead k ≥ 1 and that it holds for all
0 ≤ k′ < k. Let C′ = C \ {a1 ⊥⊥ b1 | S 1} correspond to the DAG G′ and let P be a shortest
path from u to v in P(C) using a minimum number of new edges; i.e., edges corresponding
to a1 ⊥⊥ b1 | S 1. Assume for the sake of contradiction that it uses two or more such edges
and consider the subpath p of P between any two consecutive new edges. Consider p
as a path in P(C′), starting and ending with these edges (of the form (S 1 | a1 b1 | S c

1)).
Removing those edges gives again a subpath denoted by q, whose length in P(C′) equals
the length of p in P(C). Consider another DAG G̃ where we switch only the label of a1
and b1 in G′. It will induce the same set of CI relations as G′; i.e., C̃ = C′. Hence, it also
induces the same DAG associahedron; i.e., P(C̃) = P(C′). By construction, two vertices
w and w′ are adjacent in P(C′) if and only if the vertices w̃ and w̃′ obtained by switching
the order of a1 and b1 in w and w′ respectively, are adjacent in P(C̃). Since P(C̃) = P(C′),
we have that w and w′ are adjacent in P(C′) if and only if w̃ and w̃′ are adjacent as vertices
of P(C′). This means that from out path q we can create another path q′ in P(C′) where we
just switch a1 with b1 in q. This is a path with the same length (in P(C)) as p. However, it
uses fewer new edges than p, contradicting the choice of P.

As for the upper bound we may assume, without loss of generality, that u = (1 | ... | n)
and v = (n | ... | 1). We proceed by an iterative argument to prove that we can get from v to
u using only inversions and using all k types of contracted edges. Clearly we can walk from
v to any edge (S 1 | a1 b1 | S c

1) using only inversions. Choose one of these edges where S c
1

is ordered in decreasing integer order from left-to-right. From here, as in the case where
|C| = 2, we can reorder S c

1 as (S c
1 ∩ S 2 | a2 b2 | S c

2) using only inversions and such that
S c

2 is ordered in decreasing integer order from left-to-right. By the same argument we can
reorder S c

2 as (S c
2 ∩ S 3 | a3 b3 | S 3) using only inversions and where S 3 is again ordered

in the desired way. Continuing this process gives us a path in P(G) from u to v of length at
most

(
n
2

)
− k. �

We call two vertices u, v of a polytope P diametral if dP(u, v) = δ(P). With this defini-
tion, the set of diametral vertices of the permutohedron Pn are exactly the set of pairs of
vertices we denote by opposite vertices. For |C| = 1 we know that diametral vertices of Pn;
i.e., opposite vertices, correspond to diametral vertices of the DAG associahedron P(C).
There might be additional diametral vertices too, but this has no impact on the diameter
and so we could calculate the diameter for |C| = 1. However, for |C| > 1 we have not
been able to prove that this is the case; i.e., we do not know if there always exist opposite
vertices who are diametral vertices of P(C). If this was true, Theorem 4.9 would become a
diameter (and radius) theorem on DAG associahedra corresponding to DAGs whose miss-
ing edges are strictly disjoint. This would mean that the lower bound of Theorem 4.2 was
attained by all such DAGs and so the bounds of this theorem would be tight.

5. On the Diameter ofMatroid Polytopes

Matroid polytopes consitute a large family of polytopes that, in general, have complex
geometric structure. In [10] the authors showed how DAG associahedra P(G) can be con-
structed as a Minkowski sum of the matroid polytopes of matroids Mα associated to each
BBP α in G. In this section, we study properties of these matroids Mα and their corre-
sponding polytopes. Specifically, we do the following:

(1) Show that each matroid Mα is graphic by describing its underlying graph.
(2) Compute the rank of Mα.



GRAPH PROPERTIES OF DAG ASSOCIAHEDRA AND RELATED POLYTOPES 21

(3) Compute the diameter of all matroid polytopes and explicitly those corresponding
to Mα.

(4) Conjecture how these diameters relate to the diameters of DAG associahedra.
To every BBP α of a DAG G, as originally described in [10], we associate the matroid

Mα in the following way: As noted in Section 2.1, we may assume that α = t1c1t2, ..., cdtd+1
is a simple BBP that is an alternating sequence of treks (ti) and canyons (ci), starting and
ending with treks. We can think of these treks and canyons as subsets of

[
n
]

of the nodes
of G that they contain. To every i = 1, ..., d we associate the rank two uniform matroid Mi

on the set {ti, ci, ti+1}; i.e., the bases are all subsets of size two. This matroid is the graphic
matroid of the complete graph on three vertices which is the triangle graph.

The amalgam of two graphic matroids MG and MH along e for e ∈ E(G) ∩ E(H), is the
graphic matroid of the graph which is the disjoint union of G and H where we identify the
edge e in G with the edge e in H. This operation can be thought of as “gluing" together G
and H along the edge e. This operation easily extends to the amalgam of multiple matroids.

We now construct another matroid TCα on the set {t1, c1, t2, ..., cd, td+1} as the amalgam
of the matroids M1, ...,Md along the treks. It is the graphic matroid of the graph where
we glue together our d triangles along the edges corresponding to treks that have the same
labelling; i.e., Mi and Mi−1 are glued together along ti, for all i = 2, 3, ..., d. This creates
the graph G(TCα) = ([n + 2], E) on n + 2 vertices where

E = {(i, i + 1) | ∀i ∈ [d + 1]} ∪ {(i, i + 2) | ∀i ∈ [d]}.

The first set of edges above correspond to the d + 1 treks and the second set are the d
canyons. To this matroid we add an additional loop element l and this new matroid is
called TC′α. Its underlying graph G(TC′α) is just G(TCα) together with a disjoint loop edge
l, as depicted in Figure 10.

Consider the function fα : [n] → {t1, c1, ..., td+1} ∪ {l} sending every node on the path
α to its corresponding trek/canyon and every node not on the path to the loop element l.
The matroid Mα on ground set [n] is constucted as follows. A set S ⊆ [n] is independent if
and only if the multiset { f (s) | s ∈ S } is independent in TC′α. This means exactly that the
corresponding multiset of edges do not create a cycle in the graph of TC′α. In particular,
this means that any singleton set consisting of a node not on the path is a circuit since this
node is mapped to the loop element. Furthermore, any set containing two nodes from the
same trek/canyon is also dependent since they become parallel elements (parallel edges)
in TC′α (G(TC′α)). This means that Mα is graphic with respect to the following multigraph
extension of the graph G(TC′α): The multiplicity of the loop edge l is the number of nodes
of [n] not on the path α. Every other edge of G(TC′α) gets multiplicity corresponding to
the number of distinct nodes that this trek/canyon contains. Hence, this graph has n edges
labelled 1, ..., n, each corresponding to a node of G. This proves the following proposition.

Proposition 5.1. For any Bayes ball path α, the matroid Mα is a graphic matroid.

For every matroid Mα we construct its matroid polytope PMα
. Finally, the DAG associ-

ahedron P(G) is realized as the Minkowski sum of these matroid polytopes, running over
all Bayes ball paths of G [10, Theorem 3.2].

Our first result on the matroids Mα and their related polytopes will be in terms of the
matroid rank. We state it as the following lemma.

Lemma 5.2. Let α = t1c1t2...cdtd+1 be a simple BBP in the DAGG. Then rank(Mα) = d+1.

Proof. By Proposition 5.1, Mα is graphic with respect to the multigraph G B G(Mα). So it
suffices to find the number of edges in the maximal forests of G. Let G′ B G′(Mα) be the
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l

Figure 10. The graph G(TC′α) for α = t1, c1, ..., t6.

graph obtained from G by deleting the one-vertex component of G corresponding to the
loop edge l. Since no forest can contain a loop edge, it suffices to find the maximal forest
of G′. Since G′ is a multigraph on the amalgam of triangles glued together along edges as
depicted in Figure 10, and furthermore every edge has multiplicity at least one, G′ must be
a connected graph. Thus, the maximal forests of G′ are the spanning trees of G′. Since we
know that G′ has d + 2 vertices, any spanning tree of G′ consists of d + 1 which is then also
the rank of Mα. �

Knowing that we can easily express the rank of Mα; i.e., the size of each basis, in
terms of the path α, we are now interested in finding the number of bases of this matroid.
The Matrix-tree theorem, sometimes called Kirchhoff’s theorem, is a graph theory result
which states that we can find the number of spanning trees of a given graph G as a minor
of a matrix called the Laplacian matrix of G. This Laplacian matrix is constructed to
capture information about the edges of G. Since the Matrix-tree theorem generalizes to
multigraphs, we can apply it to compute the number of maximal forests of G(Mα). This
means that we can compute |B| for Mα, needing only |t1|, |c1|, ..., |td+1| as input.

Example 5.1. Consider the BBP from Example 2.1. We want to construct the underlying
multigraph of the matroid Mα. In Figure 10, we see the structure of the graph of TC′α, only
with the exception that we have 3 treks in this example instead of 6 treks which is the case
of Figure 10. From this graph we create the multigraph of Mα as follows: The loop edge
l vanishes since there is no node in our DAG (Figure 1) that is not on the path, so we may
delete the corresponding loop vertex in the drawing. The multiplicity of the other edges
equals the number of nodes that this trek/canyon contains. This multigraph can be seen in
Figure 11, where the edges are labelled by the nodes in this trek/canyon. Using the Matrix-
tree theorem we can see that this multigraph has 21 spanning trees, so the corresponding
polytope PMα

has 21 vertices. We can also note that applying Lemma 5.2 to this case gives
us that rank(Mα) = 3. This can also be seen by observing that a maximal forest of the
graph in Figure 11, which is also a spanning tree, contains three edges.

Having proved some nice properties of Mα, we now turn our attention to its associated
polytope PMα

. In order to prove diameter results for this polytope we must first understand
what the vertices and edges of this polytope look like. By construction, all vertices are
characteristic vectors of bases of Mα; i.e., spanning trees of the associated graph G′(Mα).
Conversely, the characteristic vector of every such spanning tree is a vertex of PMα

since no
0, 1 vector with d + 1 ones is a convex combination of other such vectors. So the vertices
of PMα

are exactly the characteristic vectors of the bases of Mα. Using the Matrix-tree
theorem we can determine the number of vertices of PMα

. As for the edges of this polytope,
they can be represented as pairs of bases of the matroid. The following well-known lemma,
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Figure 11. The multigraph of the matroid Mα in Example 5.1.

which can be found in [6], describes exactly which pairs of bases correspond to an edge in
this polytope.

Lemma 5.3. [6] Suppose U,V ∈ B are bases of any matroid M and that χU , χV are the
corresponding vertices of the polytope PM . Then (χU , χV ) is an edge of PM if and only if
U = V ∪ {x} \ {y} for some x , y.

Proof. For the “only if" direction we refer to the proof given in [6]. As for proving the
“if" direction, let U and V be two bases satisfying U = V ∪ {x} \ {y} for some x , y. Let
c = χU + χV and consider the linear program maximize{cT x | x ∈ PMα

}. It suffices to prove
that χU and χV are the only optimal vertex solutions to this linear program. However, all
vertices of PMα

are integral and contain d + 1 ones, so the inner product cT v ∈ Z for any
vertex v. Furthermore cTχU = cTχV = 2d + 1, so if cT v ≥ 2d + 1 for some vertex v then
v = χU or v = χV . �

We are now ready to describe the diameter for our matroid polytopes. We first state a
more general result on the diameter of arbitrary matroid polytopes.

Theorem 5.4. Let M be any matroid and PM the corresponding matroid polytope. Fur-
thermore, let k be the minimum intersection between bases of M; i.e.,

k B min{|A ∩ B| | A, B ∈ B}.

Then δ(PM) = rank(M) − k.

Proof. Let u, v ∈ vertices(PM) be characteristic vectors of the bases U,V ∈ B of M. By the
basis-exchange property, and our characterization of edges of matroid polytopes (Lemma
5.3), we can find a basis U′ such that U ∩ V + 1 = U′ ∩ V and where u′ = χU′ is a vertex
adjacent to u in PM . Since all edges are of this form, the distance between any two vertices
u and v is d(u, v) = rank(M) − uT v = rank(M) − |U ∩ V |. Thus, δ(PM) = rank(M) − k. �

Computing the value k in Theorem 5.4 for arbitrary matroids is of course going to be
difficult. However, coming back to our matroids Mα corresponding to Bayes ball paths of
G, we can state the following corollary to Theorem 5.4.

Corollary 5.5. Let α = t1c1...td+1 be a simple Bayes Ball Path, Mα the corresponding
matroid, and PMα

its matroid polytope. Furthermore, let A B {a ∈
[
n
]
| a is a node on α}.

Then

δ(PMα
) =

d, if |A| = 2d + 1 (i.e. all treks and canyons have only one node)
d + 1, otherwise
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Proof. Since Lemma 5.2 provides us with the rank of this matroid, it suffices to find the
value of k from Theorem 5.4. As for computing this k, we consider two cases. The first
case is when all treks and all canyons consist of one node only. Sticking with the notation
from the proof of Lemma 5.2, the graph G′(Mα) has no parallel edges. So the total number
of edges is 2d + 1, one edge for every trek and every canyon. Since any spanning tree
consists of d + 1 edges, any two spanning trees must share at least one edge. Let U be the
spanning tree consisting of all edges corresponding to the treks and let V be the spanning
tree consisting of all edges corresponding to canyons plus any trek-edge. They are both
indeed spanning trees and hence bases. Furthermore U ∩ V = 1 which is optimal in this
case, so k = 1.

In the second case there is at least one trek or canyon with at least two nodes. Suppose
first it is a trek, say t j, and let a, b be distinct nodes of this trek. Let U be as above containing
the edge a and let V be as above above choosing trek t j and edge b. Then U ∩ V = 0 so
k = 0. If on the other hand there is a canyon c j containing two nodes a, b, then we let U be
the spanning tree with all treks except t j and with the edge a in c j. Let V be the spanning
tree with t j and all canyons, choosing edge b ∈ c j. Also in this case U ∩ V = 0. So k = 0
and we are done. �

We end this section by conjecturing on how the diameter of DAG associahedra is related
to the Bayes ball paths of the corresponding DAG.

Conjecture 5.6. Let G be a DAG and J B {all Bayes ball paths in G}. Then

δ(P(G)) ≤
∑
α∈J

δ(PMα
).

The reason why this conjecture would be nice to prove is because it bounds the diameter
of DAG associahedra in terms of something for which we now have a very good descrip-
tion; i.e., the diameter of our matroid polytopes. In the case of the permutohedron Pn, the
conjectured bound is tight since Pn is the Minkowski sum of

(
n
2

)
of these matroid polytopes,

all with diameter one. We should point out however, that this bound is in some cases not
better than bounds that we have already established in Theorem 4.2. As an example, take
the complete DAG minus one edge. In this case, we need more than

(
n
2

)
BBPs to cover all

conditional dependence statements of this DAG. All such paths give rise to a matroid poly-
tope with diameter at least one. Since we know that all DAG associahedra have diameter
at most

(
n
2

)
, the bound provided by Conjecture 5.6 is in this case even worse than the trivial

bound, which itself is not tight for this DAG.

6. A Skeletal Greedy SP Algorithm

As motivated by the lower bound in Theorem 4.2, in this section we introduce a new
causal inference algorithm that we call the skeletal greedy SP algorithm (SGSP). Com-
pared to the greedy SP algortihm which walks along edges of the DAG associahedron, the
SGSP algorithm walks along edges of the corresponding graphical zonotope. The SGSP
algorithm turns out to have a number of theoretical advantages over the greedy SP algo-
rithm, both in terms of performance and consistency guarantees. SGSP is also superior
to the greedy SP in the sense that it immediately detects when a solution has been found,
whereas the greedy SP must visit every member of the true MEC before it can terminate.
Our new causal inference algorithm is stated in Algorithm 1.

In Section 2.3 we introduced the SMR assumption, which says that there is a unique
sparsest MEC (fewest edges) with respect to which our set C is Markov. Without this as-
sumption there is no reason any algorithm that aims to maximize sparsity would choose this
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Algorithm 1 Skeletal greedy SP algorithm

Input: A set C of CI relations.
Output: A permutation DAG Gπ.
(1) Build skeleton S = ([n], E), where

E =
{
(i, j)

∣∣∣ 1 ≤ i < j ≤ n and i ⊥⊥ j | K < C for any K ⊆ [n] \ {i, j}
}
.

(2) Choose any acyclic orientation G of S .
(3) Let π be any topological ordering of G and Gπ its permutation DAG.
(4) If S (Gπ) = S , RETURN Gπ. Else, let G′ = G and repeat step (3) with all acyclic

orientations G obtained from G′ by one edge flip.

MEC over another equally sparse MEC. Hence, we will assume that SMR holds through-
out this section. We also refer to this unique sparsest MEC as the true MEC, and a member
of this class is called a true DAG. We will now state the main theorem of this section,
which regards the assumptions needed for our algorithm to be consistent.

Theorem 6.1. The SGSP algorithm is consistent whenever C satisfies adjacency faithful-
ness with respect to the true MEC.

Proof. Assume we have adjacency faithfulness. First, we have to show that the skeleton we
build is in fact the skeleton of the true MEC. If (i, j) is an edge of the true skeleton then by
adjacency faithfulness our algorithm will add this edge. Conversely, if (i, j) is not an edge
of the true skeleton, then we know that for some K ⊆ [n] \ {i, j} we have i ⊥⊥ j | K ∈ C. So
our algorithm will not add this edge. Now we know that the algorithm creates the correct
skeleton, we need to show that it finds a true DAG. Indeed the true MECM is inside our
search space of acyclic orientation of the true skeleton S . We have to show that whenever
adjacency faithfulness holds, S (Gπ) = S if and only if Gπ ∈ M. The “if" part follows
by the fact that all members of M have skeleton S . For the “only if" direction, assume
S (Gπ) = S . Since C is Markov with respect to Gπ, the SMR assumption is sufficient to
deduce that Gπ ∈ M. �

Just like the PC algorithm [15], SGSP first learns a skeleton and then orients the edges.
Theorem 6.1 reflects this relationship in terms of associated consistency guarantees. In
particular, the PC algorithm is consistent when both adjacency faithfulness and orientation
faithfulness hold. The SGSP algorithm replaces orientation faithfulness with the SMR
assumption. As a first corollary to Theorem 6.1, we note the following relation between
SGSP and the TSP version of greedy SP.

Corollary 6.2. The SGSP algorithm is consistent whenever the TSP version of the greedy
SP algorithm is consistent.

Proof. This follows from the fact that the TSP assumption implies both SMR and adja-
cency faithfulness [14]. �

The previous results show that SGSP is an optimal version of the greedy SP algorithm
in terms of consistency guarantees. It turns out that it is also optimal in terms of the size of
its state space and the number of iterations.

Proposition 6.3. Let G be a DAG with skeleton S . The graphical zonotope ZS has at most
as many vertices as the DAG associahedron P(G).
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Proof. The vertices of a polytope are in one-to-one correspondence with the maximal
cones of its outer normal fan. However, the outer normal fan FS of ZS is a coarsening
of the outer normal fan FG of P(G) by Theorem 4.1. This means in particular that FS has
at most as many maximal cones as FG. �

Corollary 6.4. In the worst case scenario, the SGSP algorithm needs at most as many
iterations as the greedy SP algorithm to terminate.

Proof. Denote by G the true DAG and S its skeleton. The SGSP algorithms searches
through adjacent vertices of the zonotope ZS whereas the greedy SP algorithm searches
over adjacent vertices of the DAG associahedron P(G). By Theorem 4.2 we have δ(ZS ) ≤
δ(P(G)). Since both algorithms use a breadth-first search approach in traversing their re-
spective state spaces, the above diameter inequality from Theorem 4.2 proves the corol-
lary. �

Unlike greedy SP, SGSP has performance time computable in terms of a classic com-
binatorial formula. The chromatic polynomial χG(t) of a graph G counts the number of
proper vertex colorings of G as a function of the number of colors used. It is a well-known
fact that the number of acyclic orientations of a graph G equals |χG(−1)|, which gives rise
the following theorem.

Theorem 6.5. The SGSP algorithm has time complexity O(|χS (−1)| + |E(ZS )|), where S is
the skeleton of the true MEC.

Proof. The theorem follows from the observation made above together with the fact that a
breadth-first search over a graph G = (V, E) has time complexity O(|V | + |E|). �

Although SGSP runs in polynomial time in the number of acyclic orientations of the true
skeleton S , the previous theorem implies that in fact no version of the greedy SP algorithm
runs in polynomial time in the number of variables.

Corollary 6.6. No version of greedy SP, neither ESP, TSP, nor SGSP, is provably a
polynomial-time algorithm in the number of variables, n.

Proof. We start by showing that |χS (−1)| is exponential in n. To see this, take any spanning
tree T of the (connected) skeleton S on n vertices. Every orientation of T is acyclic,
and since T has n − 1 edges there are 2n−1 orientations. For every orientation let π be a
topological ordering and consider the acyclic orientation of S induced by π. All of these
2n−1 topological orderings induce different acyclic orientations of S , and so |χS (−1)| ≥
2n−1.

The time complexity of a breadth-first search algorithm is O(|V |+ |E|), where G = (V, E)
is the graph traversed by the algorithm. To prove the corollary it suffices to show that |V |
is exponential in n for the edge-graphs of the two polytopes ZS and P(G).

As for ZS , we know already that the number of vertices equals |χS (−1)| which we just
showed is exponential in n, so the result for SGSP follows. For the two versions of greedy
SP, notice that ESP conducts a breadth-first search over the whole edge-graph of P(G).
On the other hand, TSP searches over a subgraph of P(G), but one that has the exact same
number of vertices. However, this number of vertices is at least |χS (−1)| since the graphical
zonotope ZS is a contraction of the corresponding DAG associahedron P(G). This implies
that no version of the greedy SP is polynomial in n. �

Corollary 6.7. The ESP version of greedy SP performs at best in the same time as SGSP.
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Proof. ESP is also a breadth-first search algorithm, so it suffices to compare |V | + |E| for
the two polytopes. However, a contraction of a polytope yields not only fewer vertices as
discussed above, it also reduces the number of edges. �

Remark 6.1. Note that, in practice, the TSP version of greedy SP may not need to consider
all vertices of P(G). However, there also exist examples in which the algorithm must visit
all vertices of P(G). Consequently, the theoretical performance guarantees given for SGSP
in this section are the best possible for any known version of greedy SP.

7. Graph Properties ofMarkov Equivalence classes

With the SGSP algorithm in mind, in this section we study a graph on each true Markov
equivalence class. This graph is a subgraph of the edge-graph of the corresponding graph-
ical zonotope. In the SGSP algorithm, if the subgraph corresponding to the true MEC is
very big, the SGSP algorithm may reach it earlier and hence terminate faster. So in this
chapter we study the properties of these graphs. In [1] the authors showed that each MEC
can be represented by its essential graph which we defined in Section 2.2. The subgraph of
the essential graph consisting of the reversible edges may have several connected compo-
nents. Each one of these connected components is a chordal graph, a graph in which every
cycle of length at least four has a chord; i.e., an edge between non-consecutive vertices of
the cycle. Furthermore, a DAG is in this MEC if and only if it can be constructed from the
essential graph of the MEC by orienting each chordal component in an acyclic way and
without creating any new immoralities. So in order to understand any MEC it suffices to
understand the moral (i.e. containing no immoralities) MEC of chordal graphs, which is
exactly what we do in this section. First, we will need to define the graph of a Markov
equivalence class, in order to relate this section to the previous one.

Definition 7.1. Suppose M is a Markov equivalence class of DAGs. Define the MEC-
graph ofM to be the undirected graph GM B (M, E) where (G,G′) ∈ E if and only if G
and G′ differ in the direction of exactly one edge.

Let G and G′ be two Markov equivalent DAGs belonging to some MECM. If ∆(G,G′)
is the set of edges where G and G′ differ in direction, then by Theorem 2 in [2], there
is a path in GM of length |∆(G,G′)| from G to G′. Hence, the diameter of this graph is
the maximum number of edges in which any two members of the MEC have different
direction. Formally, this means that

δ(GM) = max
{
|∆(G,G′)|

∣∣∣G,G′ ∈ M}
.

With this knowledge we can find upper bounds for the number of iterations needed for
the SGSP algorithm to terminate.

Lemma 7.1. LetM be the true MEC to our set C of CI relations. Then the SGSP algorithm
terminates after at most |E| − d δ(GM)

2 e iterations.

Proof. First we set some notation for this proof. Let G B GM and δ B δ(G). Let G be the
acyclic orientation of S B (V, E) where our algorithm starts. Note that the distance (in both
ZS and GM) between any two vertices is the number of edges on which the corresponding

DAGs differ. Let G0 ∈ argmin
{
|∆(G,G′)|

∣∣∣G′ ∈ M and εG(G′) = δ
}
. In other words, G0 is a

vertex inM that is closest to G in ZS and such that the eccentricity of G0 in G equals the
diameter of G. Denote by G′0 any vertex in G such that dG(G0,G

′
0) = δ and let k B d δ2 e.

Now the claim is that |∆(G,G0)| ≤ |E| − k, which will prove the theorem. Assume that this
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is not the case and let G1 be the unique acyclic orientation of S differing on all edges from
G. We know we can find a path in ZS from G0 to G1 of length at most k − 1. Since G0 had
more edges in common with G than G′0 had, we can find a path in ZS from G1 to G′0, again
of length at most k − 1. This means that we have a path of length 2k − 2 ≤ from G0 to G′0.
So they can differ on at most that many edges. However, 2k − 2 ≤ δ − 1, which contradicts
our choice of G′0. Hence the claim holds and we are done. �

Having proved how these graphs relate to the SGSP algorithm, we now investigate
properties such as diameter, radius, and center for chordal graphs. A tree is in some sense
the simplest chordal graph since it contains no cycles at all. So we will start by investigating
trees. The following definition will come in handy.

Definition 7.2. Let T = (V, E) be a tree and r ∈ V be a vertex. The r-arborescence of T ,
denoted by GT

r , is the orientation of T for which there exist a directed path from r to any
other vertex of V; i.e., where des(r) = V \ {r}.

Since in a tree there is a unique path between any pair of vertices, the r-arborescence
is uniquely determined. Since r is the unique source of GT

r , no two arborescences are
the same DAG. So the set of all arborescences of a tree corresponds exactly to its set of
vertices. We are now ready to state the following result.

Theorem 7.2. Let T = (V, E) be a tree and letM be the moral Markov equivalence class
on T . Then T and GM are isomorphic by the map sending each vertex to its arborescence.
In particular the following holds:

(1) δ(GM) = δ(T ),
(2) r(GM) = r(T ), and
(3) c(GM) = {GT

r | r ∈ c(T )}.

Since the diameter of a tree is the length of its longest path (here, we mean a path
containing no repeated vertices), an immediate consequence of the above theorem is that
the diameter of GM above equals the length of the longest path in T . To prove Theorem
7.2 we will need the following lemmas.

Lemma 7.3. Using the notation of Theorem 7.2, the setM corresponds exactly to the set
of arborescences of T; i.e.,M = {GT

r | r ∈ V}. This means in particular that |M| = |V |.

Proof. Suppose first G ∈ M; i.e., G is an acyclic orientation of T with no immoralities.
Let r ∈ V be the maximal element of a topological ordering of G, so by construction r is
a source in G. Let v ∈ V \ {r} be any vertex different from r and consider the unique path
in T from r to v. If we consider this path in G, it is either a directed path from r to v or it
contains a collider. But if it contains a collider it also contains an immorality since this path
was unique. Since G has no immoralities we deduce that G = GT

r . For the other direction,
let r ∈ V be any vertex and GT

r its arborescence. Assume for the sake of contradiction that
it has an immorality (u, v,w). Without loss of generality, we may assume that the unique
path from r to w passes through u and v. However, this path is not a directed path since v
was a collider, which is a contradiction. �

Lemma 7.4. If s, t ∈ V are any two vertices of T , then |∆(GT
s ,G

T
t )| = dT (s, t)

Proof. Let k = dT (s, t) and P = s, u1, ..., uk−1, t be the path connecting s and t. By definition
GT

s and GT
t differ in direction on all the k edges on p. So we must show that they coincide

on all other edges. Let (u, v) ∈ E be an edge which is not on p. So one of u and v is not
a vertex of P. Let pu be the vertex on P closest to u. It is well-defined since if there were
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two such vertices pu, p′u then the paths from u to pu and p′u together with the subpath of P
from pu to p′u would contain a cycle, contradicting the fact that T was a tree. Furthermore,
let d(u, P) = d(u, pu) be the distance from u to P. If d(u, P) = d(v, P) the reader can verify
that this will also create a cycle. So we may assume that d(v, P) < d(u, P). Furthermore,
if pv is the vertex on P closest to v, then pu = pv. Otherwise, pv would also be a closest
vertex to u, contradicting uniqueness of such a vertex. So v lies on the unique path Q from
pu to u. This means that the unique path from s to u and the unique path from t to u both
contain Q as a subpath. In particular, this means that the edge (u, v) has the same direction
in both GT

s and GT
t . �

Using Lemmas 7.3 and 7.4, we can now prove Theorem 7.2.

Proof. (Theorem 7.2). Let f : V → M be the map that sends each vertex to its arbores-
cence; i.e., f (v) = GT

v . We need to show that this is an isomorphism. By Lemma 7.3 this
is a bijection, since all arborescences are different DAGs. Two vertices f (u), f (v) in M
share an edge if and only if they differ in the direction of one edge, which, by Lemma 7.4,
happens if and only if the corresponding vertices u and v are adjacent in T . Hence, f is an
isomorphism between T and GM, which proves the theorem. �

To be able to study more general chordal graphs; i.e., chordal graphs containing cycles,
we will first need to define some new notions. From now on, S = (V = {v1, ..., vn}, E) is a
chordal graph. A clique of S is a set of vertices of S that are all adjacent to each other. It
is the same as saying that the subgraph induced by this set of vertices is a complete graph.
A maximal clique is a clique that is not properly contained in any other clique. A vertex
v ∈ V is called simplicial in S if {v} ∪ NS (v) is a clique of S , where NS (v) is just the set of
neighbours of v in S . A classic theorem of Dirac [4] states that a chordal graph is either
complete or it has two non-adjacent simplicial vertices. The following well-known lemma
nicely relates the concepts of simplicial vertices and maximal cliques. Here, we provide a
proof for the sake of completeness.

Lemma 7.5. A vertex is simplicial if and only if it is contained in exactly one maximal
clique.

Proof. If a vertex v is in the intersection of two maximal cliques X1 and X2, then v has
neighbours x1 ∈ X1 and x2 ∈ X2 such that x1 and x2 are not adjacent. Otherwise, X1 ∪ X2
would be a clique contradicting that X1 and X2 where maximal. So v is not simplicial. For
the other direction, let u be a vertex contained in only one maximal clique X1. Then u is
not adjacent to any vertex not in X1; i.e., it has all of its neighbours in X1. Now u together
with its neighbours form a clique since X1 is a clique. �

A perfect elimination ordering (PEO) is an ordering v1, ..., vn of the vertices of S such
that vi is simplicial in the induced subgraph S [{vi, vi+1, ..., vn}] for all i ∈ [n]. It is equivalent
to saying that NS (vi)∩{vi+1, ..., vn} is a clique in S for all i ∈ [n−1]. In particular, this means
that the first vertex of a PEO is simplicial in S . So a graph with no simplicial vertices does
not admit a PEO. An example of such a graph is the non-chordal graph C4, which is the
cycle graph of length 4. The following theorem, for which we also include a proof, tells us
exactly when a graph has a PEO of its vertices.

Theorem 7.6. [5] A graph G admits a PEO if and only if it is chordal.

Proof. Assume first G = (V, E) is chordal. Then it has a simplicial vertex v1. Furthermore,
the graph G1 B G \ {v1} is chordal. To see this, note that any cycle in G1 is a cycle
in G. This cycle has a chord in G which is also a chord in G1 since G1 was an induced
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subgraph. Then v1, v2, ..., vn is a PEO, where, for all i, vi is a simplicial vertex in the chordal
graph G \ {v1, ..., vi−1}. For the other direction, assume G is not chordal; i.e., it contains
a non-chordal cycle C = v1, v2, ..., vk of length k ≥ 4. Let π be any ordering of V and
assume, without loss of generality, that v1 is the first (leftmost) vertex of C in this ordering.
Then v2 and vk are two neighobours of v1, both appearing after v1 in π. Since C was non-
chordal, v2 and vk are not adjacent, and so π is not a PEO. Since π was arbitrary, G admits
no PEO. �

In the same way that the arborescences of a tree are in one-to-one correspondence with
the elements of its moral Markov equivalence class, the following theorem shows that the
PEOs of a chordal graph are in one-to-one correspondence with the topological orderings
of elements of its moral Markov equivalence class.

Theorem 7.7. Let G be any undirected graph. An ordering π = v1, ..., vn of the vertices of
G is a PEO if and only if the reversed ordering rev(π) = vn, ..., v1 is a topological ordering
of G containing no immoralities.

Proof. Assume π = v1, ..., vn is a PEO, and consider the orientation of G corresponding
to the topological ordering rev(π) = vn, ..., v1. If this orientation contains any collider
vi → v j ← vk then we know that j < i, k by the direction of the edges. Since π is a
PEO, vi and vk are adjacent in G. So (vi, v j, vk) is not an immorality (since it is not an
unshielded triple). To prove the converse, assume rev(π) is a topological ordering of G
with no immoralities and consider π = v1, ..., vn. Take any vertex v j in this ordering and
let G′ B G[{v j, v j+1, ..., vn}]. If v j has less than two neighbours in G′ then it is trivially
simplicial in G′. So instead let vi and vk be any two distinct neighbours of v j in G′. This
means again that vi → v j ← vk is in the orientation of G induced by rev(π). Since this
orientation has no immoralities, vi and vk must be adjacent in G. Hence π is a PEO. �

As a result of the previous two theorems, we state the following corollary.

Corollary 7.8. Let G be any graph. Then the following are equivalent:
(1) G is chordal.
(2) G has a PEO.
(3) G admits an acyclic orientation with no immoralities.

In particular, this corollary states that any chordal graph has an acyclic orientation with
no immoralities. This is nice because it means that the Markov equivalence classes we are
interested in are non-empty, which at least is a good starting point.

Example 7.1. As an example of the previous results, consider the undirected graph S on
six vertices depicted in Figure 12. It is straight-forward to show that this graph is chordal;
i.e., every cycle in S of length at least 4 has a chord. Hence, by Theorem 7.6, S admits a
perfect elimination ordering. One such ordering is given by π = 6, 5, 4, 3, 2, 1. To see this,
note that the vertex 6 is simplicial in S , the vertex 5 is simplicial in S \ {6}, the vertex 4 is
simplicial in S \ {5, 6} and so on. By Theorem 7.7, reversing this order yields a topological
ordering of S inducing no immoralities. For our PEO π, we get the topological ordering
1 � 2 � · · · � 6, whose moral orientation is the DAG G in Figure 12.

Having proved some basic results, we can now investigate the diameter of this MEC-
graph in terms of PEOs of the chordal graph. More precisely, we have reduced the di-
ameter problem to the problem of finding two PEOs whose corresponding orientations as
described by Theorem 7.7 differ on the maximum number of edges. This means, in par-
ticular, that if a graph S = (V, E) has a reversible PEO; i.e., a PEO π = v1, ..., vn whose
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Figure 12. A chordal graph S with an acyclic orientation G containing no immoralities.

reversed ordering rev(π) = vn, ..., v1 is also a PEO, then the corresponding orientations of
S differ in direction on all the edges of E. Hence, in this case, the diameter of the moral
MEC-graph equals |E|. In fact, we will prove later that the converse is also true.

Definition 7.3. Let S be a graph and X1, ..., Xk the maximal cliques of S . The clique
intersection graph of S , denoted by CI(S ), is the undirected graph CI(S ) = ({X1, ..., Xk}, F),
where

F = {(Xi, X j) | i < j and Xi ∩ X j , ∅}.

In other words, it is the graph on the maximal cliques of S with edges between pairs of
intersecting maximal cliques.

Lemma 7.9. The clique intersection graph of a connected chordal graph is connected.

Proof. Let S be our connected chordal graph and CI(S ) its clique intersection graph. Since
an edge is a clique and every clique is contained in a maximal clique, every edge of S is
inside some maximal clique of S . Consider any two maximal cliques X1 and X2 of S .
Let xi ∈ Xi for i = 1, 2, and consider the path in S from x1 to x2. Every edge of this
path is in a maximal clique of S by above. If two consecutive edges e and e′ of the path
are not in the same clique, then they are in cliques that are adjacent in CI(S ). This is
because the vertex v ∈ e ∩ e′, incident to these two edges, is contained in any maximal
clique that contains either e or e′. This gives a sequence of maximal cliques, and removing
any repeated elements gives a path in CI(G) whose endpoints X′1, X

′
2 are either X1, X2,

respectively, or adjacent to X1, X2, respectively. This proves the lemma. �

Lemma 7.10. Let S = (V, E) be a connected chordal graph andM be the moral MEC on
S . If the clique intersection graph of S is a path then δ(GM) = |E|.

Proof. By the Lemma 7.9 we know that CI(S ) is connected, so our path is a spanning tree.
Let X1, ..., Xk be the maximal cliques of S ordered such that (Xi, Xi+1) ∈ E(CI(S )) for all
i ∈ [k − 1] and these are in fact all the edges. Now we want to construct a reversible PEO
of S . This will prove the lemma. To do this, fix any ordering π1 of the vertices of X1 \ X2.
Denote by π1,2 any ordering of X1∩X2, by π2 any ordering of X2\(X1∪X3) and so on. More
generally, denote by π j any ordering of the vertices of X j \ (X j−1 ∪ X j+1), and by π j, j+1 any
ordering of the vertices of X j ∩ X j+1. Let π be the concatenation π = π1π1,2π2...πk−1,kπk =

v1, v2..., vn of these orderings. Clearly this is an ordering of V since no two sub-orderings
intersect and every vertex is in some sub-ordering. Furthermore, all vertices which are in
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Figure 13. (A): The claw (B): The sun (C): The net.

some π j are simplicial since they are only in the maximal clique X j. So we need only to
check the other vertices. If vi ∈ π j, j+1 then this means just vi ∈ X j ∩ X j+1. However, vi is
simplicial in S [{vi, ..., vn}] since all of its neighbours in this induced subgraph are in the set
X j+1. For the same reason vi is simplicial in S [{v1, ..., vi}]. This means exactly that π is a
reversible PEO of S . �

Lemma 7.10 gives a first example of a family of chordal graphs for which the diameter
of the MEC-graph of the moral MEC is as large as possible. Such examples are desirable
in light of Lemma 7.1. Therefore, we will end this section by completely characterizing
all graphs with this property. First, we will introduce a new family of graphs that will be
useful for this characterization. A graph G = (V, E) is an indifference graph if there exist
a function f : V → R such that (u, v) ∈ E if and only if | f (u) − f (v)| ≤ 1. In words,
this is a graph where every vertex can be represented by a real number such that vertices
are close in the graph if and only if their representatives are close on the real line. For
example, it is not hard to show that the leftmost and the rightmost values on the real line
correspond to vertices whose graph distance equals the diameter. Indifference graphs can
equivalently be represented by unit intervals or proper intervals of the real line, in which
case we call the graph a proper interval graph or a unit interval graph. It is a well-known
result that these definitions are actually equivalent, so we will focus on the indifference
graph. One can see that all indifference graphs are chordal graphs, but the converse is not
true. The following theorem links a lot of different concepts and tells us exactly when a
chordal graph has two acyclic orientations with no immoralities which differ in direction on
all edges. In particular, it completely characterizes the graphs with the desirable diameter
properties exhibited in Lemma 7.10.

Theorem 7.11. Suppose S = (V, E) is a connected chordal graph and M is the moral
MEC on S . Then the following are equivalent:

(1) δ(GM) = |E|.
(2) S admits a reversible PEO.
(3) S does not have any of the the graphs depicted in Figure 13 as an induced sub-

graph.
(4) S is an indifference graph.

Proof. In [7] the author characterizes indifference graphs in terms of chordal graphs having
none of the graphs in Figure 13 as induced subgraphs, so (3) is equivalent to (4). The fact
that (2) implies (1) is already mentioned earlier in this section. So we will first show that
(1) implies (3), and then that (4) implies (2). This will prove the theorem. For the first
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claim we prove the contrapositive, which follows by showing that none of the graphs in
Figure 13 admit two acyclic orientations with no immoralities that differ in direction on all
edges. Remember that, from Theorem 7.7, such orientations correspond to PEOs. Hence,
this is what we will try to find. In the claw, we can see that vertex 3 can have at most
one incoming edge without creating immoralities, so it must have two outgoing edges.
Reversing all edges creates an immorality which proves the claim. For the sun, consider
any PEO π in which we may assume, without loss of generality, that d is before both e
and b. Now both a and f must come before d. Otherwise, d has non-adjacent neighbours
which are after d in π. If we reverse all the edges of the corresponding orientation (with
topological ordering rev(π)) we get an orientation with topological ordering π, in which
(a, d, f ) is an immorality. As for the net, consider any acyclic orientation corresponding
to a topological ordering “ � ”. Without loss of generality, let 5 � 3 � 4 be the inherited
topological ordering on the induced triangle {3, 4, 5}. If 1 � 3 then we have an immorality
(1, 3, 5) in this orientation. So we may assume that 3 � 1. However, this creates the
immorality (1, 3, 4) in the reversed ordering. Thus, there are no two acyclic orientations
with no immoralities of any of the graphs in Figure 13 that differ in direction on all edges.
Hence, we have proved that (1) implies (3).

As for (4) implies (2), let G = (V, E) be any indifference graph. Consider a leftmost
vertex u in the embedding f : V → R; i.e., u ∈ argmin{ f (v) | v ∈ V}. Then f (u) ≤ f (v) for
all v ∈ V . Thus, if | f (s) − f (u)| ≤ 1 and | f (t) − f (u)| ≤ 1 for s, t ∈ V , then | f (s) − f (t)| ≤ 1.
Hence, u is simplicial. This means exactly that if f (v1) ≤ f (v2) ≤ ... ≤ f (vn) holds,
then v1, v2, ..., vn is a PEO. By the exact same reasoning, if f (v1) ≤ ... ≤ f (vn) holds, then
vn, ..., v1 is a PEO. This means that G admits a reversible PEO which finishes the proof. �

Note that if the skeleton of the true MECM learned by the SGSP algorithm is an indif-
ference graph, then so are each of its chordal components corresponding to the reversible
edges. In this case the diameter of the MEC-graph GM is as large as possible; i.e., the
diameter equals the total number of reversible edges ofM. In particular, by Lemma 7.1,
such a graph will require as few iterations as possible when using SGSP to learn a causal
structure.
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