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Abstract

Brain computer interfaces (BCIs) are systems that allow users to in-
teract with devices without relying on the neuromuscular pathways.
This interaction is achieved by allowing the system to read the elec-
trical activity of the brain and teaching it to map certain patterns of
activation to certain commands. There are many applications for BCIs
ranging from controlling prosthetics to gaming, but adapting both the
user and the system to one another is a time and resource consuming
process. Even more problematic, BCIs tend to only perform well for a
single user and only for a limited time.

This paper aims to investigate the accuracy of single-subject single-
session BCIs on other subjects and other sessions. To that end three
different classifiers, a Support Vector Machine (SVM), Convolutional
Neural Network (CNN) and Long Short-Term Memory network (LSTM)
are developed and tested on a data set consisting of five subjects, two
sessions for a binary classification task.

Our results show that training on single-subject single-session data
leads to an average cross-subject accuracy of 45-50% and an average
cross-session accuracy of 50-55%. We find that there is no statistically
significant difference in accuracy depending on the classifier used and
discuss factors that affect generalization such as model complexity and
good subjects.
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Sammanfattning

Brain computer interfaces (BCIs) är system som gör det möjligt för an-
vändare att interagera med apparater utan behov av de neuromusku-
lära banorna. Den här interaktionen möjliggörs genom att systemet
läser den elektriska aktiviteten i hjärnan och lär sig associera vissa
mönster av aktivitet till vissa kommandon. Det finns många använd-
ningsområden för BCIs, från att kontrollera proteser till spel, men att
anpassa både användaren och systemet till varandra är en process som
kräver både tid och resurser. Än värre, BCIs tenderar att bara funka bra
för en enskild användare och bara under en begränsad tid.

Den här rapporten avser undersöka hur bra ett BCI system tränat
på data för ett subjekt och en session är på klassificering av data för
andra subjekt och andra sessioner. Tre typer av klassificerare, en Sup-
port Vector Machine (SVM), Convolutional Neural Network (CNN)
och Long Short-Term Memory network (LSTM) byggs och utvärde-
ras på data från fem subjekt över två sessioner på en binär klassifice-
ringuppgift.

Våra resultat indikerar att träning på data för ett subjekt, en session
leder till en genomsnittlig pricksäkerhet på 45-50% på andra subjekt,
50-55% på andra sessioner. Vi finner även att det inte finns någon sta-
tistiskt signifikant skillnad i pricksäkerhet beroende på vilken typ av
klassificerare som används och diskuterar faktorer som påverkar ge-
neralisering såsom modellkomplexitet och bra subjekt.
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Chapter 1

Introduction

A brain-computer interface (BCI) is a system that lets the user interact
with external devices such as prosthetics or computers without rely-
ing on the neuromuscular pathways. This interaction is made possi-
ble by having the system measure the electrical activity of the brain
and teaching it to recognize specific patterns of activity as commands,
which are passed to the device in question. The original intent be-
hind developing BCIs was as a way to aid individuals suffering from
neuromuscular disorders as it could enable them to control devices
and communicate with their environment despite their disabilities [1],
[25]. While still being a primary motivation BCIs are now also being
explored for their applications in security, education, games and more
[1].

The most common way to obtain the patterns of electrical activity
for BCIs is by electroencephalography (EEG) [25], a typically noninva-
sive method where electrodes are placed on the head of the user. The
electrodes register the electrical signals produced by the brain and for-
ward these to a computer which then classify the signal, a process that
has been historically difficult due to limits both in our understanding
of the brain and in the capabilities of our computers [25]. Advances in
both of these areas along with the recent success of machine learning
in many fields previously difficult for computers to deal with such as
image classification [12] and natural language processing [9] have in-
creased interest and research into BCIs [1], [25]. With these advances
BCIs have become more and more plausible but several problems re-
main. One of these problems lie with the classifier, the part responsible
for correctly determining what the user wants to happen. This classifi-
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2 CHAPTER 1. INTRODUCTION

cation should be quick, reliable and accurate for the BCI to be of actual
use, and while there are several examples of classifiers that perform
well [3], that is only the case when dealing with single subjects. Ac-
curacy suffers greatly when tested across sessions (cross-session accu-
racy), for new subjects (cross-subject accuracy), or even during differ-
ent psychological states [4], [6], [27].

In the current state of BCIs, each time an individual is to be out-
fitted with a BCI the system has to be tailored for that specific indi-
vidual from scratch. This is a time- and resource consuming process
that might not even be viable for those that need it the most [1]. Worse
still, as accuracy degrades over time the system needs to be re-tuned
regularly. Given all this impracticality, BCIs simply are not ready for
large-scale use and remains primarily a research subject [1], [5], [25].

1.1 Research Question

BCI classifiers have difficulties with correctly classifying EEG when
they are supposed to work for several sessions and/or several users.
This paper is intended to examine how the accuracy of a classifier
trained on only one subject and one session (a single-subject single-
session classifier) relate to other subjects and other sessions. By using
several classifiers we also intend to see if these relations are indepen-
dent of the classifier used.

1.2 Scope and objectives

In order to ensure a manageable scope the research will conducted
with the following limitations.

• Three different classifiers will be used for evaluation. A Sup-
port Vector Machine (SVM), Long Short-Term Memory network
(LSTM) and Convolutional Neural Network (CNN).

• The data used will be from a binary classification task.

• Aside from ensuring that each classifier is sufficiently accurate
for single subjects no emphasis will be placed on optimizing hy-
perparameters.
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• The metrics used in this paper will be limited to cross-session
and cross-subject accuracy. Accuracy is defined as the number of
correct classifications over the total amount of classifications.

1.3 Thesis Outline

Chapter 1 (Introduction) provides the problem statement of the the-
sis as well as the context of the problem. Chapter 2 (Background)
introduces central concepts such as BCI and machine learning and de-
scribes the classifiers used. Chapter 3 (Method) presents the data used,
methodology for testing cross-session and cross-subject accuracy and
explains how the classifiers were tuned. Chapter 4 (Results) contains
the cross-session and cross-subject accuracy for each model in the form
of graphs, as well as the results of the analysis of variance. Chapter
5 (Discussion) contains an analysis of the results and a discussion of
these results in a broader context. Chapter 6 (Conclusion) highlights
the most important takeaways from the thesis.



Chapter 2

Background

Provides a high-level overview of what a brain computer interface is
and the signal it interprets, the EEG. Following that the three classifiers
used in the paper are presented in the context of machine learning and
artificial neural networks. To conclude, the ANOVA test and related
work are described.

2.1 Brain Computer Interface (BCI)

A BCI is a system that enables humans to interact with their surround-
ings by way of the electrical activity of the brain rather than the usual
neuromuscular pathways. That is, it is a system that interprets the ac-
tivity of the brain as commands and pass these commands to external
devices [18]. A primary motivation behind the development of BCI is
related to rehabilitation and increasing quality of life for those suffer-
ing from physical disabilities, but interest also exist developing them
in the context of human augmentation, games and more [1], [13], [25].

Using a BCI is however not an easy task as it is not any sort of
mind-reading device. Both the user and the system have to adapt to
one another, the user by learning to provide consistent patterns of ac-
tivation and the system by learning to recognize what the user wants
to encode. It is an altogether time-consuming progress even if recent
progress in machine learning has led to the system adapting faster to
the user [18], [25].

One can split the general BCI system into five components (see
fig. 2.1): signal acquisition, preprocessing, feature extraction, classi-
fication and control interface [18]. In this paper the focus is on the
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classification aspect of the BCI system - an essential component given
that a successful BCI system needs to determine what type of action is
desired in real-time with high degree of accuracy and reliability [25].

Figure 2.1: General layout of a brain computer interface. The human
generates a signal, which is acquired by the BCI. The BCI preprocesses
the signal and extracts the relevant features and removes noise. The
cleaned signal is then passed to the classifier which determine what
command to pass to the application. The application executes the com-
mand and feedback is provided to the user.

2.2 Electroencephalography (EEG)

For the BCI to work it needs to be able to measure the electrical activity
of the brain. An electroencephalogram is a recording of the electrical
potentials generated by the brain and is commonly used in BCIs due
to its low cost and ease of use. Obtaining this recording is typically a
non-invasive process where one places electrodes along the scalp (see
fig. 2.2) and let them record changes in the membrane potentials of
underlying neurons, resulting in an aperiodic time-series [23]. Each
electrode is considered to be an “EEG channel” and receive a unique
label according to some convention. Worth noting is that while the
resulting time series has high temporal resolution (measured in mil-
liseconds), its spatial resolution is rather low as the measured activity
is simply the summed output from similarly positioned neurons and
the brain is very conductive [23], making the signal prone to noise.
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Figure 2.2: Example of electrode placement and naming conventions
for EEG measurement on the scalp.

2.3 Machine Learning in BCI

A central part in the BCI system is the classifier, the part responsible
for correctly interpreting the recorded EEG as a command to execute.
While there exist many different types of classifiers, those based on the
concept of machine learning have proved to perform well for a wide
range of complicated tasks. Machine learning is a subfield of artificial
intelligence concerned with creating programs or a “learning agent”
that can learn from experience [22] instead of just what the developer
knows when creating the program.

There are several types of learning that the agent can use but the
one most commonly used for classification tasks is known as super-
vised learning. In supervised learning each input has a corresponding
correct class and the learning process consist of the agent becoming
better and better at connecting each input to the correct class. This
phase is known as the training phase. After the training phase the
classifier enters the testing phase, a process which consists of testing
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how accurate the classifier is on input it has never encountered before.
The higher the accuracy is on the test set, the better the agent is con-
sidered to be at generalizing.

In the context of this report three classifiers based on the machine
learning approach are utilized, Support Vector Machines (SVMs), Con-
volutional Neural Networks (CNNs) and Long Short Term Memory
networks (LSTMs), the latter two both examples of Artificial Neural
Networks (ANNs).

2.4 Artificial Neural Network (ANN)

An artificial neural network is a machine that has been designed to
approximate how the brain solves a problem, either by software or
electronics [11]. It typically consists of structures known as layers and
neurons, specialized in different ways depending on which problem
the ANN is designed to solve.

In broad strokes the more layers an ANN has the more complex
the relationships it can learn to model, the more neurons it has the
more features of the input data it will be able to take into account. It
is however not always the case that more complex models are better.
Complex models have the risk of overfitting, to become so good at the
training data that they become unable to perform well on unseen data.
Simple models carry the risk of underfitting, to be unable to learn the
underlying relationship between the input and corresponding class.
Finding the best architecture for a given problem is often an exercise
in trial and error, but despite this problem the motivations for using
ANN:s are manifold. They exhibit qualities such as being adaptive,
good at generalizing and being fault-tolerant. Being an analogy to the
brain it is also possible to get inspiration and ideas from the field of
neurobiology for how to enhance and improve the networks. To that
end several more specialized variants of the basic ANN are being ex-
plored, among them the convolutional and recurrent neural networks
[11].

2.4.1 Convolutional Neural Network (CNN)

A CNN is a type of ANN well-suited to pattern classification. It excels
at recognizing two-dimensional images in the presence of distortion
(in the form of skewing, translation, scaling et cetera) and is based on
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the idea of locally sensitive and orientation-selective neurons in the
visual cortex.

In broad strokes, the CNN works by splitting an image into a set
of features/filters. By learning which features correspond to which
desired class and taking into account how the features relate to one
another, the CNN is able to determine which kind of image it is looking
at. An example of how the CNN deals with images can be seen in
Figure 2.3. As a rule of thumb, if the data can be made to look an
image, a CNN can be useful. If not, the ability of the CNN to capture
the spatial patterns is wasted [3].

Figure 2.3: A typical CNN.

2.4.2 Recurrent Neural Network (RNN)

A recurrent neural network is a network with “memory”. It can store
inputs, or parts of them and re-use them in later calculations. This
gives the network a greater ability to deal with sequences, time-series
and the like [27]. One way to visualize this is by “unfolding” the net-
work as shown in Figure 2.4, where one can see that the state of the
network at any time depends on its previous states.

The Long Short Term Memory network (LSTM Network) used in
this paper is a particular instance of a RNN, where each neuron is re-
placed by a “cell”. While these cells can vary in complexity and pur-
pose, the basic LSTM cell consist of an input, output and forget gate.
The function of these gates are learnt and serve to filter relevant infor-
mation into the cell, replace (forget) previously saved pieces of data, as
well as control how the new data interacts with the old data to produce
the output. A main strength of the LSTM is its ability to learn depen-
dencies between inputs with a variable amount of inputs between [2].
Despite the recent success of LSTMS in tasks dealing with sequential
data such as handwriting and speech recognition, its application to
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EEG data is still relatively unexplored [8].

Figure 2.4: Unfolding a RNN to show how the network reuses its own
output in later calculations.

2.5 Support Vector Machines (SVM)

SVMs are a type of supervised learning models which can be used to
solve different problems including classification and regression. The
basic idea behind the SVM is that input exists in a space which can
be separated into distinct classes depending on their coordinates. This
separation can be done for multiple classes and in non-linear ways, but
one of the more easy to grasp examples is with binary classification.
Given a set of points in space, the SVM seeks to define a hyperplane
that correctly splits the points to their respective class as seen in Figure
2.5 [22].

Figure 2.5: A SVM defining a hyperplane that maximizes the margins
to two classes.
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2.6 Two-Way Analysis Of Variance (ANOVA)

The two way ANOVA is a statistical test that compares the mean differ-
ences between groups that have been split on two independent factors.
In the context of this paper the cross-session and cross-subject accu-
racy are taken to be the independent factors while the groups consist
of the three classifiers. This type of statistical test allows one to test the
following three null hypotheses.

• The means of observations grouped by one factor are the same

• The means of observations grouped by the other factor are the
same

• There is no interaction between the two factors [14].

2.7 Related work

2.7.1 RNN model architecture and performance

Fedjaev [8] evaluated the performance of LSTM networks on EEG mo-
tor data and achieved a mean accuracy of 66.20 %. This was done with
a one-layer network consisting of 128 LSTM cells and a dropout layer
with a dropout rate of 0.05 using the Adam optimizer. They found that
more than one layer or more than 128 neurons led to overfitting on the
test set, while less than 128 cells harmed performance.

Alhagry et al [2] achieved a mean accuracy of approximately 88%
on the subject of emotion recognition using EEG, using a two-layer
LSTM network with 64 respectively 32 neurons, a dropout rate of 0.2
and the RMSprop optimizer.

Petrosian et al. [21] attempted to use a RNN for predicting epileptic
seizures via both intra- and extracranial EEG. Going beyond one hid-
den layer of 15 fully recurrent neurons lead to no gains in predictive
ability. Similarly, Oliver and Gedeon found [19] that there indeed was
a time aspect to the EEG data that RNNs should be capable of utiliz-
ing, but preprocessing of some kind was necessary to actually make
use of it. The RNN they implemented performed poorly, and they
remarked upon the “extremely long training times” resulting from the
high-dimensional time series . As a more successful example, Morales-
Flores et al. managed to reach a classification accuracy of 88.12% per-
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cent using recurrent networks with 1 hidden layer of 10 nodes using
leave-one-out cross validation by combining their RNN with an Adap-
tive Neuro-Fuzzy Inference System (ANFIS) [16].

2.7.2 CNN model architecture and performance

Schirrmeister et al. [24] produced an overview of the current state of
CNNs in relation to EEG decoding. In practice, they studied how dif-
ferent network architectures, activation functions and training method-
ologies affected the decoding accuracy using results from the filter
bank common spatial pattern (FBCSP) algorithm as a benchmark. Us-
ing only minimal preprocessing they managed to achieve results with
CNNs that were at least as accurate as those achieved with the FBCSP
and also found that normalization, dropout and exponential linear
units are crucial factors in obtaining good decoding accuracy. As a
training method, cropped training was noted as being both compu-
tationally efficient as well as improving decoding accuracy. With the
right design choices, both deep and shallow CNNs performed equally
well.

Zhang et al. [28] sought to evaluate the accuracy and speed of
convergence of a seven-layer CNN applied to motor imagery tasks
in 2017. In their results they conclude that their network outperform
results achieved by a SVM, and note that using a scaled exponential
linear unit (SELU) activation function lead to the fastest convergence
and highest accuracy.

2.7.3 SVM model architecture and performance

Güler and Ubeyli [10] compared EEG classification performance be-
tween SVMs, multi-layer neural networks and probabilistic neural net-
works. The SVM performed the best with a 75.6% accuracy compared
to the multi-layer network (68.8%) and probabilistic network (72,0%).
Other points highlighted in the study is the fact that wavelet coeffi-
cients are features which well represent EEG signals and that map-
ping the input into a higher-dimensional space might provide better
discriminatory potential than the initial feature space. As a finishing
note they remark that finding the right kernel function and parameter
values seem to rely highly on trial and error rather than any standard-
ized approach [10].
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In contrast, the work of Bahy et al. ,who compared EEG classifica-
tion accuracy between a multi-layer ANN trained with an SVM, found
no significant advantage for one over the other [7].

On the subject of hyper-parameter tuning for SVMs, Padierna et al.
[20] discussed the best way to tune an SVM and concluded that both
Estimation Distribution Algorithms (EDA) and Univariate Marginal
Distribution Algorithm (BUMDA) lead to better results than Random
Search, without adding algorithm complexity [20].



Chapter 3

Method

This chapter presents the dataset used as well as the procedure for
obtaining the cross-session and cross-subject accuracy. The rationale
and tuning of the classifiers is described along with the analysis of
variance.

3.1 Data

The data used in this paper consists of extracranial EEG recordings
from five subjects over two sessions with regards to left or right hand
movement imaginations. The data was preprocessed using absolute
fast fourier transform, a process that samples a signal over time and
splits it into its frequency components (see fig. 3.1), and was split into
sixteen windows with 80% overlap over a period of three seconds. In
this paper we only used data from channel C3 and C4 (see fig. 2.2)
in order to reduce the dimensionality of the input. C3 and C4 were
selected as channels since their positions make them more likely to
pick up activity from motor cortex, and our data corresponds to mo-
tor tasks. From both of these channels we extracted the readings from
the mu (8-12HZ) and beta (18-25HZ) frequencies as they are strongly
related to motor activity and can be trained, making them good candi-
dates for containing relevant features [15]. From each frequency range
we extracted the mean and max value to train our models with, and
selected the one that resulted in the highest accuracy. This results in
input samples with 16 timesteps with 4 features mu and beta for C3
and C4.

13



14 CHAPTER 3. METHOD

Figure 3.1: An example of a fast fourier transform splitting a signal
into its frequency components.

3.2 Cross-subject accuracy

Accuracy was defined as the number of correct classifications over the
total number of classifications. For each subject we trained the classi-
fiers on 70% of the data for the first session of that subject and used
30% for testing. Choosing the optimal split is a complex topic and we
selected the 70/30 one because we felt that would result in a sufficient
amount of training data to allow for accurate score within the subject
and the session while keeping the test set big enough to allow for gen-
eralization. In this paper the test score within the subject and the ses-
sion is referred to as intra-subject-session accuracy. Restricting use to
only the first session was done in order to make sure that cross-session
accuracy would not affect the cross-subject accuracy.

After training was completed we tested each subject-specific clas-
sifier on the unseen data from the other four subjects first session, re-
sulting in four cross-subject scores. These four scores were averaged to
create an average cross-subject accuracy for each subject. To see how
the accuracy was impacted by moving cross-subject we paired these
values with the intra-subject-session accuracy, resulting in five com-
parisons between intra- and cross-subject accuracy.
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3.3 Cross-session accuracy

Accuracy was defined as the number of correct classifications over the
total number of classifications. For each subject we trained the classi-
fiers on 70% of the data for the first session of that subject and used
30% for testing. The rationale behind this choice is the same as for
cross-subject accuracy.

After training was completed we tested each subject-specific clas-
sifier on the unseen data of the second session. We only concerned
ourselves with testing on the second session as what we were inter-
ested in was how accuracy changed as time moved forward, training
on the second session and testing on the first would thus not have
made sense. For each subject we obtained one cross-session score. To
see how accuracy was impacted by moving cross sessions we paired
these values with the intra-subject-session, resulting in five compar-
isons between intra- and cross-session accuracy.

3.4 Multi-subject multi-session

As an additional reference point, a model was trained on 70% of the
data for all subjects, all sessions and measured its accuracy on 30% of
all data. The input data was selected at random but it was made sure
that the 70/30 split was done for each subject and each session. By
doing this we hoped to gain insight into how a single-subject single-
session classifier compared to a multi-subject multi-session classifier
as these have been noted to perform poorly.

3.5 Two-Way Analysis Of Variance (ANOVA)

To conduct the analysis of variance we collected the average cross-
subject and cross-session accuracy for each model and passed them to
the ANOVA: Two-Factor with Replication test found in the XLMiner
Analysis ToolPak1 at a significance level of 10%. After that we stated
our hypotheses and either rejected or accepted them depending on the
results.

1XLMiner Analysis ToolPak, version 1.0.0.0. A tool for performing statistical tests
in google sheets.
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3.6 Classifier selection

We decided to use several classifiers in order to determine if the effects
on accuracy would be independent of the classifier used. We limited
us to testing three as this felt as a sufficient number to support our
conclusions without expanding the scope of the thesis too much.

The SVM was selected due to its relatively common usage in this
context, allowing for more comparisons with the results from other
papers and as a way of benchmarking.

The CNN was selected due to its ability to generalize/pool and
learn features of interest in non-linear ways, making it worthwhile to
attempt as a classifier of EEG motor imagery. There is also a prece-
dent as CNNs have been successfully used in several EEG classifica-
tion tasks [17], [26].

The LSTM was selected as it is a relatively recent development
which has shown great promise in several tasks dealing with sequen-
tial data such as handwriting and speech recognition [8]. That its per-
formance on EEG data is relatively unexplored made it an additional
point of interest.

For each classifier a grid search was performed using the previ-
ously described 70% split of data of the first subjects first session. This
was done in order to obtain roughly appropriate hyperparameters.
A grid search is a type of search that tests all possible combinations
of parameters in the grid. The specific parameters used in each grid
search were based on values we had come across (see Section 2.7) and
was limited due to the heavy computational load of performing grid
searches. The grids defined for each classifier can be found in Ap-
pendix A. Evaluation of the models created by the grid searches was
done using 3-fold cross validation.

To implement the classifiers we used scikit-learn2 for the SVM and
Keras3 for the CNN and LSTM, due to their ease of use and the fact
that we had seen them used in related works.

2Scikit-learn, version 0.19.1. A software machine learning library for the Python
programming language

3Keras, version 2.1.6. A high-level neural networks API, written in Python and
running on top of TensorFlow machine learning framework



Chapter 4

Results

For each of the three classifiers (the SVM, CNN and LSTM) two graphs
are presented, one for cross-subject accuracy, one for cross-session ac-
curacy. The average accuracies are summarized in an additional graph
and an analysis of variance is performed on the results. Note that the
lack of error bars in many of the graphs are due to them describing
accuracy on a test set.

17
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4.1 Classifier accuracy

Figure 4.1: A comparison between the cross-subject and intra-subject
accuracy for SVMs trained on single-subject single-session data. The
intra-subject accuracy is the previously described intra-subject-session
accuracy.

As can be seen in Figure 4.1, while the intra-subject accuracy aver-
aged around 58% for the SVM, the cross-subject accuracy fell to 49%.
The multi-subject multi-session classifier was better at generalization
across subjects compared to the single-subject single-session classifier.
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Figure 4.2: A comparison between the cross-session and intra-session
accuracy for SVMs trained on single-subject single-session data. The
intra-session accuracy is the previously described intra-subject-session
accuracy

Looking at Figure 4.2, intra-session accuracy averaged around 58%,
falling to 55% when tested across sessions - a marginal drop. The
multi-subject multi-session classifier was worse at generalization across
sessions compared to the single-subject single-session classifier.
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Figure 4.3: A comparison between the cross-subject and intra-subject
accuracy for CNNs trained on single-subject single-session data. The
intra-subject accuracy is the previously described intra-subject-session
accuracy.

In Figure 4.3 it can be noted that for the CNN the intra-subject ac-
curacy averaged around 55%, worse than the intra-subject score for
the SVM. Testing across subject made accuracy drop to 49%. As with
the SVM the multi-subject multi-session classifier was better at gener-
alization across subjects compared to the single-subject single-session
classifier.
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Figure 4.4: A comparison between the cross-session and intra-session
accuracy for CNNs trained on single-subject single-session data. The
intra-session accuracy is the previously described intra-subject-session
accuracy

In Figure 4.4 it can be seen that the intra-session accuracy averaged
around 54%, falling to 51% when tested across sessions. The multi-
subject multi-session classifier being worse at generalization across
sessions compared to the single-subject single-session classifier, if not
by much, once again.
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Figure 4.5: A comparison between the cross-subject and intra-subject
accuracy for LSTMs trained on single-subject single-session data. The
intra-subject accuracy is the previously described intra-subject-session
accuracy.

Looking at Figure 4.5 one can see that the LSTM reached an av-
erage intra-subject accuracy of 60%, but performance was drastically
lowered to 46% when tested cross subjects. As with the other two clas-
sifiers it is also clear that the multi-subject multi-session classifier gen-
eralized better across subjects.
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Figure 4.6: A comparison between the cross-session and intra-session
accuracy for LSTMs trained on single-subject single-session data. The
intra-session accuracy is the previously described intra-subject-session
accuracy

In Figure 4.6 it can be seen that intra-session accuracy averaged
around 60% falling to 54% when tested across sessions. Once more
it can be seen that single-subject single-session classifiers are better
at generalizing across sessions than multi-subject multi-session clas-
sifiers.
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Figure 4.7: The average cross-subject, cross-session and intra-subject-
session accuracy for all models. The error bars show the standard de-
viation for each.

Looking at the accuracy across sessions and across subjects for the
three classifiers some trends emerge, visualized in Figure 4.7. Cross-
subject accuracy seem to remain at slightly below 50% while cross-
session accuracy is at 55% regardless of classifier.

4.2 ANOVA

The ANOVA tests described in this paper use a significance level of
10%.

Source of Variation SS df MS F P-value F crit
Dimension 0.06 1 0.06 10.37 0.00 2.93
Model 0.00 2 0.00 0.20 0.82 2.54
Interaction 0.01 2 0.00 0.46 0.64 2.54
Within 0.14 24 0.01
Total 0.21 29

Table 4.1: Results from 2-way ANOVA comparing intra-subject and
cross-subject accuracy for all three models.
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Based on the results seen in Table 4.1 there is a statistically sig-
nificant difference between the intra-subject accuracy and the cross-
subject accuracy. The difference in accuracy between classifiers is not
significant, nor is there any interaction effect.

Source of Variation SS df MS F P-value F crit
Dimension 0.01 1 0.01 1.27 0.27 2.93
Model 0.01 2 0.00 0.54 0.59 2.54
Interaction 0.00 2 0.00 0.05 0.95 2.54
Within 0.20 24 0.00
Total 0.22 29

Table 4.2: Results from 2-way ANOVA comparing intra-session and
cross-session accuracy for all three models.

Based on the Table 4.2 there is a statistically significant difference
between the intra-session accuracy and the cross-session accuracy. The
difference in accuracy between classifiers is not significant, nor is there
any interaction effect.
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Discussion

The results are analyzed in the context of the problem statement. Po-
tential factors that affect generalization such as model selection and
subject choice are discussed. Sources of error and ways to reduce them
are presented followed by a brief discussion on the impact of good
generalization from an ethical and sustainability perspective.

5.1 Results

We wanted to evaluate the ability of single-subject single-session clas-
sifiers to generalize across sessions and across subjects. To that end
we trained three classifiers on the data for single subjects, single ses-
sions, and tested their accuracy on other subjects and other sessions.
While the difference between the intra-accuracy and cross-accuracy
varied from subject to subject, a trend of lowered accuracy was clearly
visible in all classifiers. Cross-subject accuracy hovered below 50%
for all three classifiers while cross-session accuracy averaged around
55% suggesting that the EEG pattern varies more across subjects than
across time, which makes intuitive sense.

Looking at the multi-subject multi-session classifier we created as
a comparison we see that it generalizes better across subjects than
the single-subject single-session one but worse across sessions, and
take this as further support for the conclusion that the EEG vary more
across subjects than sessions.

If one would look only at these results it would be reasonable to
conclude that cross-subject generalization isn’t viable for single-subject
single-session classifiers though cross-session generalization might be

26
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possible to achieve. However, by visually inspecting the results one
can see an interesting pattern. Subject one and two tend to generalize
the best in all classifiers both across sessions and across subjects, with
the inverse relationship for subject three and four. While this might
be due to a difference in skill in using the BCI that could be overcome
with more training, it could also be taken to mean that it is possible
to generalize across subjects depending on which subjects you choose.
Had we used only subject one and two in this paper we would have
obtained results that supported the capability of single-subject single-
session classifiers to generalize more strongly. It might imply that BCIs
that generalize well is a possibility, but only over a subset of the popu-
lation. Alternatively one can imagine that there are several subsets of
the population with similar brain pattern activations, and generaliza-
tion is possible within these groups.

The ANOVA test showed a statistically significant difference be-
tween intra-subject-session accuracy and cross subject/session accu-
racies was unsurprising from looking at the results. The fact that the
tests suggest no statistically significant difference between different
classifiers or interaction between dimension and classifier is interest-
ing because it implies that the choice of classifier is not very impor-
tant in creating BCI, regardless of whether it is intended for single or
multiple subjects. It should be noted though that we used the same
format for input data for all three classifiers, even when some of them
would have performed better with additional preprocessing. We saw,
for example, better results for the SVM with some additional feature
extraction that we ignored in the interest of fairness. Our results do
not correspond to the best possible intra-score, nor necessarily the best
possible generalization and should at best be taken to be indicative.

5.2 Model selection

On the subject of optimizing classifiers there were a few factors that
affected the ability of the classifiers to generalize. The general trend
observed was that as complexity increased, so did the accuracy on the
training data while accuracy on test data decreased. This was very
clear when looking at the results from the grid search. As an example,
the best one, two and three layered LSTM had the same peak accu-
racy. The only notable difference was that the best configurations for
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three-layer networks were in combination with a high level of dropout,
while the best one-layer networks utilized a low level of dropout. This
is in line with the results of Fedjaev [8], who achieved their best results
with a one-layer structure with 128 neurons and a dropout rate of 0.05
and Alhagry et al [2] using a two-layer LSTM network with 64 respec-
tively 32 neurons and a dropout rate of 0.2. So in the interest of having
classifiers that generalize well we conclude that it is important to not
use overly complex models.

5.3 Sources of error

We tested the classifiers at different points of time, causing the data to
be shuffled differently between each run. The subset of data used for
training for each classifier thus differed which could have affected the
results.

The grid search was performed using the data for subject one, ses-
sion one. If the optimal classifier architecture is subject dependent it is
possible that the results were skewed to favour subject one. It is clear
that subject one is among the ones with highest accuracy, but checking
this factor was deemed outside of our scope.

Each type of classifier deals with input in different ways. The SVM
would have benefited from further feature selection, the CNN from
data more similar to images, the LSTM from taking into account time
in a better way. Our results are thus not indicative of the classifiers
best generalization performance.

While we discussed how generalization could depend on the sub-
ject, it is important to note that the amount of subjects used in this pa-
per might be too small to draw these kinds of conclusions. In a similar
fashion the idea that cross-session might be viable is based only on
measurements across two sessions, and testing across more sessions
would be needed to say anything conclusively.

5.4 Sustainability and ethical considerations

Speaking from a sustainability perspective, creating BCIs that general-
ize well would lead to a reduced need for collecting private data and
lower the resource expenditure related to personalizing systems. This
is also of interest from an ethical point of view as the EEG data consti-
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tutes private information and good generalization would reduce the
need to collect it when creating BCIs.

Aside from the benefits whereas privacy is concerned, greater gen-
eralization plays an important role in making the technology available
to a larger part of the population. Better generalization and standard-
ization would alleviate the burden of long and difficult training, mak-
ing the technology more accessible for those with physical disabilities.

5.5 Future

The ability of BCIs to generalize well is important if they are to be-
come useful in practice, be it for rehabilitation, human augmentation
or even just games. A great hurdle to overcome then is the fact that it
is difficult to extract features that generalize well from the extracranial
EEG. It is a problem not only in the context in BCIs but in medical di-
agnostics, emotion recognition, sleep pattern analysis and more. The
ability of machine learning to extract relevant features and recognize
patterns seems promising, but attempts to generalize across subjects
and sessions has been met with varying success. Exploring if there
are commonalities in EEG patterns between subjects could be a viable
idea, as is studying the EEG for a single subject over time, but in the
end the bottleneck for performance might simply be the input signal.
The extracranial EEG could be too prone to noise and interference for
it to be of practical use in more complex brain computer interfaces
with their high demand on reliability, accuracy and real-time respon-
siveness, in which case one has to start to consider other alternatives.
There already exist some examples of this, such as functional magnetic
resonance imaging (fMRI) or the intracranial EEG, with the obvious
drawbacks that they are either very expensive or invasive. Perhaps
one has to select the type of input signal on a case by case basis to
get the most of this technology, or advances in machine learning and
greater understanding of the brain will pave the way for better gen-
eralization. So while our results may indicate that generalization cur-
rently is difficult to achieve that is not to say that it will remain so in
the future.



Chapter 6

Conclusion

The accuracy of a single-subject single-session classifier on other sub-
jects averaged around 45-50% while its accuracy on other sessions av-
eraged around 50-55%. The intra-subject and intra-session score seemed
to have no major effect on how well the model generalized across sub-
jects and across sessions. Rather, it seemed to depend a great deal on
the specific subjects with some subjects consistently achieving better
accuracy regardless of the type of classifier. As such cross-subject and
cross session generalization still seem like difficult tasks to achieve,
but ones that potentially could benefit from carefully selecting which
subjects to generalize over.
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Appendix A

Grids searched

Kernel Linear Polynomial rbf
C 1 10 100 1000
Degree 2 3 4 5 6 9 8 9 10 11
Gamma 0.001 0.0001
Coef0 0 1

Table A.1: Grid values for the SVM.

Batch Size 32 64 128 256
Epochs 10 30 60 100
Filters 1 2 4 16 32
Conv layers 1 2 3 4
Pool size 1 2 3 4
Dropout 0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
Optimizer SGD RMSprop Adam

Table A.2: Grid values for the CNN.
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Batch Size 32 64 128 256
Epochs 10 30 60 100
Layers 1 2 3
Size L1 16 32 64 128
Size L2 16 32 64 128
Size L3 16 32 64 128
Dropout 0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
Optimizer SGD RMSprop Adam

Table A.3: Grid values for the LSTM.
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