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Abstract

Voxel based cone tracing is a promising approach to approximate global
illumination for real-time applications. This technique utilizes a voxel
field approximating the original scene to retrieve the necessary radi-
ance information during sampling. The simplest approach to creat-
ing a voxel field is to use a 3D texture. Since this requires too much
GPU memory for larger scenes alternative data structures are neces-
sary. This thesis compares two seemingly suitable data structures 3D-
Clipmaps and Sparse voxel octrees. To compare the two structures we
implement them using OpenGL and C++. We then use the improved
Sponza model with additional dynamic objects to benchmark the dif-
ferences between the two approaches. Both data structures has its pros
and cons. Our conclusion is that Clipmaps seems to be the most prac-
tical approach for real-world purposes.
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Sammanfattning

Voxel based conetracing är ett lovande tillvägagångssätt för att ap-
proximera global belysning för realtidsapplikationer. Denna teknik an-
vänder ett voxelfält som approximerar den ursprungliga scenen för att
hämta den nödvändiga ljusinformationen under sampling. Det enk-
laste tillvägagångssätt för att skapa ett voxelfält är att använda en 3D-
textur. Eftersom detta kräver för mycket GPU-minne för större scener
måste alternativa datastrukturer tas i hänsyn. Denna avhandling jäm-
för två skenbart lämpliga datastrukturer 3D-Clipmaps och Sparse vox-
el octrees. För att jämföra de två strukturerna implementerar vi dem
med OpenGL och C++. Vi använder sedan den förbättrade Sponza-
modellen med insatta dynamiska objekt att jämföra skillnaderna mel-
lan de två metoderna. Båda datastrukturerna har sina fördelar och
nackdelar. Vår slutsats är att Clipmaps verkar vara det mest praktiska
tillvägagångssättet för reella tillämpningar.
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Chapter 1

Terminology

GI: Global illumination.
VBCT: Voxel based cone tracing.
SVO: Sparse voxel octree.
SVOCT: Sparse voxel octree based cone tracing.
Voxel: 3D equivalent for a pixel, a cube in a 3-dimensional space.
Mesh: A collection of vertices, edges and faces defining the surface of an ob-
ject.
Primitive: Collection of vertices that forms a single 3D entity, usually but
not limited to a triangle.
OpenGL: Cross platform rendering API.
MSAA: Multi sample anti aliasing.
FBO: Frame Buffer Object, OpenGL extension enabling off-screen rendering.
Texel: An element of a texture.
BRDF: Bidirectional Reflectance Distribution Function.
Radiance: Radiant Energy emitted, reflected or received by a given surface.
Render/Image Synthesis: Automated process of creating an image.
Aperture: Angle of the view cone.
Mipmap: Collection of image data with gradually lower level of detail.
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Chapter 2

Introduction

You could say that the main goal of image synthesis is to provide the
viewer an illusion of watching real objects on a computer screen. The
screen consists of a grid of small, one colored rectangles called pixels.
By creating a virtual world and then coloring the pixels using sophis-
ticated algorithms we can create realistic imagery. Real-time or Inter-
active graphics refer to techniques which are able to generate images
quick enough to give an illusion of motion. Existing image synthesis
algorithms are usually split up into two categories, Global and Local
Illumination. Global illumination is a collective term used for tech-
niques that simulate realistic lighting. Historically global illumination
is not used for real-time rendering applications because of their com-
plexity. Instead real-time 3D applications use methods which require
pre-calculations or simplified models of reality.

In recent years, techniques approximating Global illumination in
real-time, such as light propagation volumes and voxel based cone tracing,
has been developed. These can be utilized in a broad range of applica-
tions ranging from digital showcases for clothing companies to com-
puter games. Voxel based cone tracing supports both diffuse and spec-
ular light of two or more bounces. At the core of this technique there
are a choice of voxel data structure, two main structures has been pro-
posed, 3D Clipmaps and Sparse voxel octrees. As relatively few in depths
analyzes and implementations of the two exists this report aims to ex-
plain and compare the two.

2



CHAPTER 2. INTRODUCTION 3

2.1 Problem Statement

How does the decision between a 3D-Clipmap and a Sparse Voxel Octree
affect the Voxel Based Cone Tracing algorithm in terms of performance,
memory consumption, implementation complexity and visual appear-
ance?

2.2 Scope

Compare the Sparse Voxel Octrees and 3D-Clipmaps in terms of code
size, cognitive complexity, performance, visual result and memory con-
sumption. This is done by implementing the two structures in our own
test-bed using OpenGL and C++.

2.3 Contribution

The main contribution of the report is to give a clearer picture about
the differences of using a sparse voxel octree or a 3D-Clipmap when im-
plementing voxel based cone tracing. Arnebäck[1] have done a similar
comparison between clipmaps and sparse voxel octrees. However our
implementation has quite a few differences in comparison to theirs’.
The main reason we think further benchmarks is necessary is their
SVOT implementations lack of support for dynamic objects. Their re-
port also missed out on some implementation details which would be
important to recreate the result. We will also release the source code of
our implementation which Arnebäck didn’t do.

2.4 Disposition

In chapter 3 we will give the reader a brief introduction to the field of
computer graphics as well as the underlying theory behind the tech-
niques relevant to the report. In chapter 4 we will discuss the imple-
mentation details of our rendering engine and the details of how the
comparisons between the structures will be done. In chapter 5 we will
present the data of our benchmarks and visual results. In chapter 6
we discuss our results, what could be done differently, drawbacks and
implementation. The chapter will also contain our conclusions.
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2.5 Source code

All source code written for this project can be found at the following
URL: https://gitlab.com/GT-engine/Voxel-Based-Cone-Tracing



Chapter 3

Background

3.1 Introduction to computer graphics

Creating photo-realistic images is complicated, simulating the real world
is not computationally feasible. Instead, techniques that approximates
reality are usually utilized. However those that generate the most ac-
curate results are not appropriate for real-time applications. Which
technique you choose is therefore highly dependent on the specific
use-case. I.e., animated videos and other use cases where interactive
performance is less important, can be done using accurate but slow
techniques such as ray tracing. Ray tracing simulates photons emitted
by light sources and lets them bounce around the world by backtrack-
ing rays from the camera. As seen in figure 3.1 such a technique can
generate photorealistic results, however one single frame can take a
lot of resources to render. Therefore ray-tracing is generally not used
in real-time applications.

In real-time applications even more simplified models of reality are
used. To summarize the most common techniques only allow for the
simulation of one light bounce. This means any surface is illuminated
only by the light coming directly from an light source. To simplify the
math we usually prefer abstract light sources, such as point or direc-
tional light sources [21, p. 10-12]. This kind of basic lighting is com-
monly calculated using Blinn-Phong shading model, it splits light into
three categories, ambient, diffuse and specular[19]. An illustration of
this technique with a single point light source can be seen in figure 3.2.

However, the basic models are unable to deal with indirect illumi-
nation coming from light bouncing off other surfaces. There are mul-

5
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Figure 3.1: Marbles rendered with ray tracing

Figure 3.2: By Brad Smith - Own work, CC BY-SA 3.0, https://commons.
wikimedia.org/w/index.php?curid=1030364

tiple techniques used by the industry in order to give the illusion of
several light bounces, often only utilizing the information available in
screen space or using online- or pre-rendered cube maps to introduce re-
flections to the scene. An example of screen space reflections can be
seen in figure 3.3.

Figure 3.3: An image of screen-space reflections in cryengine. Image
url: https://www.cryengine.com/files/features/2015_03_04_
CRYENGINE_PAGE21_SSR_GDC.jpg
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These kinds of techniques are in some cases accurate as seen in the
screen-space example in Figure 3.3. They come with the drawback of
not being able to take information not available in screen-space into
account. Simply speaking, objects that are not shown on the screen
will not be seen in the reflection.

However there are also quite a few real-time GI techniques that
pre-compute and store the light information of the scene and enable
the camera to be dynamically moved around with a relatively good
performance. This clearly has its limitations considering dynamic ob-
jects.

3.2 Global illumination

GI is a collective name for a group of algorithms used in 3D com-
puter graphics that are meant to simulate realistic lighting. That is
algorithms that not only take light coming directly from a light source
into account but also light coming indirectly from reflection on other
surfaces. As discussed in the previous section, reflections can be found
in many commonly used real-time 3D renderers however this does not
necessarily count global illumination as the term is restricted to simu-
lations of diffuse inter-reflection. [21, chapter, p. 10]

To fully understand the differences between realistic rendering tech-
niques it is essential to at least know about the rendering equation, which
can be seen in equation 3.1. The equation was first formulated by Ka-
jiya in 1986[13]. Algorithms which tries to approximate the full Ren-
dering Equation is usually what we call Global Illumination techniques
[21]. The rendering equation expresses the radiance at point p in the di-
rection of ωo, which is the sum of the radiance emitted by the surface
and all the contributions from all directions ωi.

L0(p, ωo) = Le(p, ωo) +

∫
Ω

fr(p, ωi, ωo)Li(p, ωi) cos+(θ′x)dωi (3.1)

Where Le is the emission from the given point, fr the BRDF, Li the
incoming light from a given direction and θ′x is the angle between the
surface normal and the incoming direction ωi. We want to limit the
cosine term to non zero values which is indicate superscript + in cos+.
For more in depth explanation about the equation we refer the reader
to Szirmay-Kalos [21].
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Figure 3.4: Illustration from Illumination for computer generated pictures - [21,
p. 10]

3.3 Local Illumination

Local Illumination instead tries to solve a simplified version of The
Rendering Equation which can be seen in equation 3.2. The term de-
pending on a point y is exchanged with Li(p, ω

′) which instead ex-
presses the contribution of the light sources in the scene. [21]

L0(p, ω) = Le(p, ω) +

∫
Ω

fr(p, ω
′, ω)Li(p, ω

′) cos+(θ′x)dω
′ (3.2)

If we limit our self to Abstract light sources the integral in equation
3.2 is simplified to sum term for every abstract light source [21]:

L0(p, ω) = Le(p, ω) +
∑
l

Linl (p)fr(p, ω
′
l, ω) cos+(θ′l) (3.3)

The cosine term can also be simplified to cos+(θ′x) = (n·l)+, where n
is the unit surface normal and l is unit vector pointing in the direction
of the abstract light source [21].

3.4 Voxel based cone tracing

VBCT tries to approximate the rendering equation by tracing through
a voxel field containing radiance information. The discretization of the
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Figure 3.5: The Sponza scene voxelized

scene enables relatively fast sampling of light information in the path
of the ray. In each sample step radiance information is sampled and
accumulated. This radiance information is then used to approximate
how much a given point is illuminated by light bouncing of other ge-
ometry in the scene.

To make this technique feasible for real-time purposes the radiance
information needs to be stored in GPU memory. A naive approach
would be to use a standard 3D texture where each texel stores radiance
information of a cubic area of the scene. Since the quality of the sam-
ples is directly tied to the resolution of the voxel field, relatively large
amounts of GPU memory are needed. For example, a mipmaped voxel
field with a resolution of 5123, where each voxel is represented by a 32-
bit RGBA value, requires at least 716MB of GPU memory. However to
obtain more accurate GI, more information needs to be stored. For
accurate results on larger scenes this would be unfeasible due to com-
putation and space costs. Thus other structures need to be considered.
The original VBCT paper by Crassin et al. [6] proposes the use sparse
voxel octrees, later Panteleev [18] suggested using the Clipmap struc-
ture first introduced by Tanner, Migdal, and Jones [22]. More details
about these data structures will be discussed in the subsequent chap-
ters.

Cone tracing is related to ray tracing but traces cones instead of in-
finitely thin rays to approximate the rendering equation, the technique
can therefore be seen as volumetric rays-tracing. 3.1. Instead of in-
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n n

ROUGH SPECULAR FINE SPECULARDIFFUSE

Figure 3.6: Cone Tracing.

tegrating over the entire hemisphere it is split into a finite number of
cones. However, since a voxel representation is used for the underly-
ing radiance structure, these cones are further approximated by sam-
pling the radiance information stored in the voxels. Crassin et al.[6]
suggest using a standard emission-absorption optical model to accu-
mulate values along the cone. They also keep track of the occlusion α
and c representing reflected light towards the cone origin. To approx-
imate cone tracing we assume that a voxel is of spherical shape and
radiance information is fetched at a mipmap level corresponding to
the width of the cone. The occlusion information is also accumulated
which is crucial in order to estimate how much light is blocked from
subsequent samples. Crassin et al. used quadlinear interpolation in
the sampling step to ensure smooth variations.

In order to illustrate and facilitate understanding of approximate
cone tracing algorithm a simple example of Ambient occlusion (AO)
[17] can be used. AO is a technique used to approximate how much a
point is exposed to ambient lighting, it takes advantage of the fact that
points obscured by other geometries in the scene receives less light
than points that lie in open areas. In formal terms as described by
Crassin and Green [4]: The ambient occlusion A(p) at the point p is de-
fined as the visibility integral over the hemisphere Ω above the surface
with respect to the solid angle.

A(p) =
1

π

∫
Ω

V (p, ω)cosωdω (3.4)

V (p, ω) is the visibility function that is zero if the ray originating at p
in direction ω intersects the scene, else one. For practical uses such as
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Figure 3.7: AO generated by cone tracing our implementation of 3D clipmaps.

indoor scenes the visibility is limited because the walls plays the role of
a ambient diffusors. Hence, Crassin and Green[4] suggests weighting
the occlusion α by a function f(r) which decays with the distance. In
their implementation they used 1

1+λr
, where λ is a scene dependent

constant.
To efficiently compute the integral Crassin and Green suggests par-

titioning the hemisphere into a sum of integrals: A∗(p) = 1
N

∑N
i=1 Vc(p,Ωi),

where VC(p,Ωi) =
∫

Ωi
Vp,θ(cos(θ))dθ. If we factor out the cosine from

the integral we can approximate their contribution using cone trac-
ing [4]. A high number of cones will approximate AO better but for
efficiency reasons a relatively small amount of cones are preferred,
Crassin and Green suggested five. An example of the ambient occlu-
sion calculated by our rendering engine can be seen in figure 3.7.

To simulate specular light a single cone is traced in the direction of
the view-vectors reflection along the normal. The width of the specu-
lar cone decides how specular the surface is, the aperture for the spec-
ular cone should therefore be set by taking into account the material
properties. I.e., for mirror-like surface the specular component would
be approximated using a thin cone with small aperture [4].
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(a) The Sponza scene shaded only
with albedo textures

(b) The Sponza scene voxelized

Figure 3.8

3.4.1 Voxelization

The first step of VBCT is to voxelize the scene. That is, sample and
transform vertex meshes into voxel data that later can be accessed for
radiance sampling. The figures 3.8a and 3.8b illustrate the voxelization
of the Sponza scene, 3.8a is an image of the scene before voxelization
and 3.8b afterwards.

GPU voxelization as described in detail by M. Takeshige [15] can
broadly be implemented in three steps:

• Transform the vertex position of primitives into the clip-space
using an orthogonal projection that ensures that the world-space
coordinates falls into the clip-space.

• Rasterize the primitives using a viewport corresponding to one
of the 2D projections of the desired voxel grid. The position and
depth of a rasterized pixel will correspond to an exact position in
the voxel grid.

• Map each rasterized pixel into the desired data structure.

Luckily, this algorithm can easily be implemented on most mod-
ern rasterization pipelines as it uses the standard stages of normal
three-dimensional rasterization techniques. However anyone trying
to render continuous primitive planes will note that there are cases
that fail to voxelize correctly, as “holes” in the voxelization may occur
as shown in the figures 3.9

M. Takeshige [15] explains that occurrence of errors on surfaces de-
pends on the depth gradients described by y′′(depth) and x′′(depth). If
either gradient exceeds 1 there will be errors. Furthermore other errors
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Figure 3.9: Possible errors of naive voxelization https://developer.nvidia.
com/sites/default/files/akamai/gameworks/images/Voxelization/
Voxelization_blog_fig_3.png

may occur simply since only primitives covering the center of a pixel
is actually rasterized to that point [2, p. 308]. To fix this problem a first
step is to ensure that the rasterization is performed on the projection
unto either of the (X,Y) (X,Z) (Y,Z) planes that gives the largest surface
area of the primitive illustrated in figure 3.10. This can be done in the
geometry shader stage in modern OpenGL or equivalent API.

This, however does not fully ensure that all necessary pixels partly
covered by a primitive are rendered. Cozzi and Riccio [2, p. 308] rec-
ommend using a technique called conservative rasterization that ensures

Figure 3.10: Projection of a primitive upon the planes spanned by the base
vectors https://developer.nvidia.com/sites/default/files/akamai/
gameworks/images/Voxelization/Voxelization_blog_fig_5.png
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(a) Voxelized flagpole MSAA OFF (b) Voxelized flagpole MSAA x 4 ON

Figure 3.11

that all pixels partly covered by a primitive produce fragments as well.
This is done by enlarging the primitive slightly [11].

Only recent generations of GPUs have integrated support for hard-
ware accelerated conservative rasterization and require extensions to
be used in a simple manner. It is possible to implement the technique
with software in a standard rasterization pipeline [12] but increases
complexity to the voxelization process. Cozzi and Riccio [2, p. 308]
notes that multi sample anti-aliasing (MSAA) can be used to party cir-
cumvent the problem. MSAA takes multiple samples per pixel instead
of a single one in the pixel center enabling partly covered pixels to gen-
erate fragments as well. Cozzi and Riccio MSAA can not fully circum-
vent the problem as it misses fragments for small primitives.

3.4.2 Sparse voxel octree

The data structure

The sparse voxel octree was suggested as an underlying data structure
in the original cone tracing paper by Crassin et al.[6]. The octree data
structure divides the space into eight sub spaces which recursively can
be divided into sub-spaces until the desired resolution is reached. The
depth of the tree corresponds to the size of the dimensions of the cor-
responding three dimensional discrete space texture such that a space
of the size (2n, 2n, 2n) is covered by an octree of depth n.

The main advantage of using sparse voxel octrees is that only points
containing geometries must be stored in memory. Thus scenes that
contain sparse information can be stored in a relatively small amount
of memory. In addition, traversals of the octree can be done relatively
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Figure 3.12: By WhiteTimberwolf, PNG version: Nü [CC-BY-SA-3.0 (http:
//creativecommons.org/licenses/by-sa/3.0/) or GFDL (http://www.
gnu.org/copyleft/fdl.html)], from Wikimedia Commons

efficiently since subsections of the space that does not contain geome-
tries can be ignored during traversal.

Octree construction

In theory, the construction of sparse voxel octrees can done with a sim-
ple recursive algorithm: For every voxel fragment, start from the root and
calculate which child it belongs to. If the child node is not yet created, initial-
ize it. Repeat the process for the child node until a leaf node has been reached,
then insert any color information. However when taking performance
into account the flaws accumulate; Mainly the massively parallel exe-
cution environment of GPUs needs to be taken into consideration. One
of the main problems lie within the subdivision of the nodes, no more
than one thread may start construction of a node otherwise memory
leaks will occur and the majority of the voxel information will not be
accessible in the final result. The voxelization paper by Cozzi and Ric-
cio [2] suggests a workaround where every pass of the voxels only
creates one level of the octree at a time. When a node is reached it is
marked for subdivision and in another pass all nodes marked for sub-
division is traversed and constructed using one thread per node. This
process is iterated until the leaf nodes are reached where the data can
be written directly. Cozzi and Riccio notes that the voxelization pro-
cess itself is costly and therefore suggests that instead of re-voxelizing
the scene every time, the voxelization pass puts the voxel information
into a voxel fragment list stored in GPU memory that is traversed for
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every mark-subdivide iteration.

Write leaf
nodes’
values

Create Voxel-
Fragment list

Bottom-up
octree

MIP-map

...

0

1

2 0

1

2

Top-down
Octree

building
Flag Level 

Nodes

Create New

Node Tiles

Init New

Node Tiles
1 2 3 42a 2b 2c

Figure 3.13: Illustration of the mark-subdivide process by Cozzi and Riccio

The subdivision process suggested by Cozzi and Riccio [2] includes
allocating and initializing memory for all the nodes children and stor-
ing a reference to itself in every child node. The node must also store
the pointers to the child nodes in memory. Furthermore the subdivi-
sion step can, (and should) find and store a pointer to the six exist-
ing spacial neighbors of every node. This is easily done if every node
contains a pointer to its parent and can thus retrieve pointers to its
siblings. The importance of these neighbors will be discussed in the
mipmaping section.

Further the insertions of radiance values into the leaf nodes must
be covered in greater detail. Simply writing the radiance value into
a leaf node would overwrite any existing data stored there and pro-
duce results that does not fully represent the area. Thus Cozzi and
Riccio suggests implementing an atomic average method. This method
uses a rolling average, equation 3.5. This requires a value representing
the number of fragments inserted to be stored along with the radiance
information.

ci+1 =
cini + c

ni + 1
(3.5)

where ci+1 is the new color of the node, ni is the number of voxels
already stored in the leaf node and c is the color of the voxel fragment
to be inserted.

The atomicness of the operation can be ensured with the GLSL op-
eration atomicCompSwap. However this is slightly complicated by the
fact that the official GLSL specification by Khronos group [9] only en-
ables atomic operations of signed and unsigned 32-bit integers, thus
encoding color values must be done in by eight bytes per color chan-
nel. Cozzi and Riccio [2] uses the alpha channel to store the count.
The maximal number is therefore limited to 255 because of the 8 bit re-
striction. The curious reader should read the original paper, however
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since we will show that this method is impractical in many scenarios
an alternative will be presented in the implementation details of the
method.

The mark-subdivide method described above sadly has a few prob-
lems, the easiest to point out is the fact that for every level in the octree
all voxels fragments needs to be traversed. Crassin and Green [4] sug-
gests an alternative scheme where every voxel only is traversed once.
Their technique initializes new nodes on the fly while walking down
the octree. This requires the use of mutexes in the data structure to
ensure that every node only is created by the first thread reaching a
uninitialized node. Since OpenGL does not have a way of suspending
threads those blocked from accessing a node would waste computa-
tional power that could be utilized for other fragments Crassin and
Green suggests implementing a thread list where blocked threads are
put for later evaluation.

Crassin and Green does not mention how they find and insert the
neighbor pointers even though they are needed for the radiance fil-
tering and mipmaping steps. Because the initialization of nodes is
unordered, it is impossible to find all neighbors during construction.
However after construction a neighbor finding step can be taken where
the nodes traversed level-by-level. A method for this is presented in
the implementation section for SVOCTs.

Color injection and storage

As mentioned in the introduction, VBCT requires interpolation be-
tween neighboring voxels during sampling. To facilitate this Crassin
et al.[5] suggests to store the final color data in bricks of 3D textures
this enables the use of hardware accelerated trilinear filtering between
voxels during sampling. The suggestion is therefore to create a brick
buffer where radiance information for spatially neighboring nodes can
be stored. These blocks can be allocated during the octree construction
process favorably using the same pointer scheme as the child nodes to
save memory. Crassin et al. notes that the geometry information tends
to be sparse in most real world examples and as small bricks as possi-
ble would save a lot of memory and thus a minimal number of texels
in 2x2x2 blocks of radiance information would result in the smallest
amount of memory redundancy.

However since the hardware accelerated interpolation would sam-
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Figure 3.14: Voxel storage schemes
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Figure 3.15: 2x2 to 3x3 brick. The colors in the circles around nodes f, g, j, k illustrates
what an interpolated sample on respective point would result in

ple information from all nearby texels the values of spatially neigh-
boring bricks would be interpolated as illustrated in the figure 3.14a,
sampling on the edge between D and G would yield a magenta tinted
color. Therefore it is proposed that bricks add a border by using 4x4x4
bricks like 3.14b where only the inner eight nodes are used for color
information and the outer bricks forms a border contains blank infor-
mation. This however increases the memory requirement since 56 tex-
els go completely unused. To solve the problem Crassin and Green
[4] suggests instead to use 3x3x3 or bricks but assume that the voxel
centers are located at the node corners. Redundancy is not eliminated
since the spatially neighboring nodes will have duplicated texels at
the corners. However roughly half of the amount of memory is used
compared to 4x4x4 bricks. In addition inter-brick hardware acceler-
ated interpolation can be made possible. As roughly illustrated for the
2D case in figure 3.15 The voxel corner of A corresponds to f, B to g
etcetera.

However this makes color injection non-trivial and Crassin and
Green[4] never presents a method for actual injection of data into the
3x3x3 grid. Our interpretation is that the colors of every node repre-
sented by A,B,C,D in the figure 3.15 is added to every texel in the 3x3
brick touched by the corresponding texels covered by the dotted line
such that the value of A is added and averaged into the texels 1,2,4,5
and so on.
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Radiance filtering and Mipmaping

(a) Non filtered voxels (b) Filtered voxels

Figure 3.16: Filtered vs unfiltered voxelization

Once radiance data has been injected into the bricks, data must
be partially transferred into each bricks spatial neighbors for correct
inter-brick interpolation, otherwise the resulting voxel field will ap-
pear blocky as illustrated in figure 3.16a. Crassin and Green [4] sug-
gests doing this by simply averaging the radiance values of each side
of the brick for each existing neighbor. This is efficiently done with
the existence of the neighbor pointers previously discussed in 4.1.2.
If there are no neighboring node in a direction the values of the di-
rection is simply halved. If done correctly every brick should have
equal border values to its spacial neighbor. Illustrated in figure 3.17
the points d, h, i, p are shared between the spatially neighboring fully
yellow and blue brick. Therefore the color values of the texels marked
by the arrows has been averaged out. Doing this will result in a smooth
interpolation between colors bricks as illustrated in figure 3.16b.

Further, for the voxel cone tracing algorithm to work correctly all
radiance values need to be filtered up into the octree hierarchy such
that the higher levels is a lower resolution approximation of the lower
levels. This can be done in n−1 steps by going through each level of the
octree, bottom up using one thread per node. This process is however
compacted slightly by the 33 brick scheme as each brick has the same

d

p

l

h

Figure 3.17: 2x2 to 3x3 brick
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Figure 3.18: Sponza voxelization visualized on mipmap level 3

boundary as its spatial neighbor. Crassin and Green concludes that
each lower level value has to be weighted with its multiplicity which
in practice results in a 33-Gaussian kernel 3.6.
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Figure 3.19: Mipmap into a higher level

Figure 3.19 represents the mipmaping of four child nodes unto a
higher level. The circles with thick red corners represents the texels of
the parent node, a,b,c,f,g,h,k,l,m represents the texels of one of the child
nodes. The horizontal and vertical vertices are shared between child
nodes.

Every texel of the parent node takes the radiance values from the
child nodes in its moore neighborhood represented by the arrows and
adds them together with corresponding wights of the Gaussian ma-
trix in equation 3.6. As seen in the image some of the texels that needs
to be sampled are located in a spatially neighboring brick, these could
be sampled in the same pass alternatively another pass much like the
radiance filtering mentioned earlier could be done but instead of aver-
aging the values they are added together.
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Dynamic objects

Even though the methods described above utilizes parallelism well,
the octree method must handle dynamic objects separately from static
ones. Since static objects does not need to be re-computed and in-
serted into the octree structure every frame. Crassin[3] proposes a
segregation of memory locations between static and dynamic nodes
of the octree ensuring that they can be quickly cleared. Thus instead
of recreating the entire Octree every time a dynamic object is moved
the dynamic part of the Octree can simply be cleared and re-created.

3.4.3 Voxel clipmaps

Clipmaps is another technique different from SVO which tries to solve
the problem of large memory requirements for larger scenes. The method
was first introduced by Panteleev [18] from Nvidia at GPU Con 2014.
According to Panteleev the implementation of the clipmap structure
is easier than a SVO, mostly because of hardware support and no
need for pointer structures implemented on the GPU. The structure
has been used in real world applications such as the game The Tomor-
row Children [16]. The main idea is that objects further away from the
camera does not need as high resolution as those close by. The data
structure consists of multiple voxel fields or clipmap levels centered
around the camera, each having the same resolution. The structure is
similar to Mipmaps but instead of only down-sampling the each level
to half the resolution, every clipmap level has a side length two times
the previous, as illustrated in figure 3.20. This will ensure that every
clipmap block with a lower level available will correspond to 8 blocks
of finer detail.

Panteleev also choose to down-sample the available information
on lower level of the clipmap to obtain the values for the center of the
higher levels for better results. The implementation also does not need
to re-voxelize the whole clipmap when the camera or a dynamic object
moves a small distance. This is made possible by creating a bounding
box for each dynamic object and the observation that in some cases
only a small part of the voxel field changes when the camera moves as
can be seen in figure 3.21.

The structure can be stored in one or multiple 3D textures. OpenGL
has a fixed number of available image units which according to the
specification has to be at least 8. I.e., both a low end laptop GPU such
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Figure 3.20: Visualization of the difference between a clipmap and a mipmap. [18]

Figure 3.21: Visualization of when only small part of the structure needs to be up-
dated. [18]

as Nvidia gtx 940m and a high end GPU such as nvidia gtx 1080 both
has 8 available image units. This can be problematic if you store every
clipmap level in its own texture. A solution to this would be to store
multiple clipmap levels in one large 3D texture instead of using one
for each level [14]. Storing the clipmap in a 3D texture also makes it
possible to utilize OpenGLs inbuilt linear texture filtering when sam-
pling a value from a single level. On the other hand OpenGL wont
be able to interpolate between the levels as would be possible using a
mipmap. To sample between clipmap levels we can instead manually
linearly interpolate between the values of the two closest levels when
doing the final cone tracing.

Because of the structure of the clipmap there are no finer details
stored for most of the scene and we have to start sampling on the low-
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est clipmap level available. The minimum clipmap level available can
easily be calculated by formula 3.4.3.

max(0, dlog2(2s/d)e) (3.7)

Where s is the euclidean distance from the camera and d the di-
mensions of the first clipmap level. This will clearly not utilize the
full voxel grid and instead assume a sphere around the camera. To
avoid visually clear borders where the lower level ends, interpolation
between the two closest levels can be used close to the border. The
voxel field should be centered around the camera but to avoid flicker-
ing it is important to only move the voxel field one voxel size at a time
to make the result from the voxelization as equal as possible between
every voxelization. This also makes it possible to only re-voxelize a
small part of the clipmap when the camera moves only a small dis-
tance. This would only be useful for scenes with large amounts of
static geometry, for fully dynamic scenes the whole scene would have
to be re-voxelized anyhow.

3.4.4 Deferred Shading

Figure 3.22: Deferred Shading Overview: https://learnopengl.com/img/
advanced-lighting/deferred_overview.png

To avoid calculating the expensive cones for each fragment gen-
erated by the rendering pipeline deferred shading is preferred. When
using deferred shading screen-space information is collected in a first
rendering pass and stored to a G-buffer. The content of the G-buffer is
then used in a second rendering pass to create an image. The content of
the G-buffer can vary depending on the needs in the second pass, usu-
ally the G-buffer at least contains data such as normals, albedo, world
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position and material properties. An illustration of the process can be
seen in figure 3.22. More information about the technique and about
pros and cons can be found in Thaler[23].



Chapter 4

Method

4.1 Implementation

As one of the goals of this report was to gain an understanding about
the benefits and drawbacks of each data structure it was concluded
that both approaches should be implemented for the project. This re-
quires choices to be made such as deciding what tools and resources
should be used for the project. We concluded that we implement both
strategies using the programming language C++ using OpenGL as the
GPU API. C++ was used because of its speed and ease of use for the
kind of libraries needed for the project. OpenGL was selected because
of its availability on a wide variety of platforms, the new Vulkan API
could be a valid alternative for additional performance however since
this API is more complex this was ruled out because of the limited time
of the project. Further we chose to use the latest version of OpenGL
available to us 4.6 since it comes with a few practical atomic features
such as atomicAdd for Shader storage buffer objects. However these fea-
tures are not strictly needed since they only decrease the complexity
of the code slightly. Further we relied on the GLFW library [8] for eas-
ily supporting creating cross platform windows, OpenGL context and
mouse/keyboard input.

Further because of the graphic nature of the project a scene has to
be used, we choose to use the “Sponza” scene as made available to the
public by Crytek.

The project was structured in such a way that most routines could
be reused between both implementations of the data structure and
only the actual rendering routines needs to be different implementa-

25
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tion wise. A high level explanation of the pipeline can be seen in figure
4.1.

Generate Shadow-

maps for directional

light sources.

Voxelize and inject

radiance information.

Voxel �eld 

post processing

Local illumination +

Cone Traced Global

Illumination pass.

Figure 4.1: High level overview of the rendering pipeline.

4.1.1 Voxelization

As described, the voxelization process is a core part of performing
voxel cone tracing. Further both underlying structures can use almost
identical processes for voxelization.

We chose to implement this using the standard OpenGL pipeline
using a vertex, geometry and fragment shader, here only the fragment
shader needs to be different between the implementations. Our im-
plementation of the vertex and geometry stages are heavily inspired
by Crassin and Green [4] where vertex shader stage transform all ver-
tex positions into clip-space with an orthogonal projection from the
world-space. These transformed vertex positions are sent into the ge-
ometry shading stage which handles entire primitives at once. Here
the primitive is projected unto the (X,Y), (X,Z), (Y,Z) planes. The pro-
jection with the largest area is sent into the fragment shader. Crassin
however uses the Conservative rasterization technique to avoid some
missing fragments since hardware support was missing on our plat-
forms we used the chose to use Crassin and Green [4] other suggestion
of using MSAA sampling that can easily be made available by creating
a multi sample render target for OpenGL.

The new positions of the are then clipped by the OpenGL pipeline
to fit the desired render target and sent into the fragment shader stage
together with other data such as normal, color, object texture coordi-
nates. Since the fragment shader stage differs between the respective
implementations the process is described bellow for each.

4.1.2 Sparse voxel octree

The octree structure memory layout

Our structure is heavily inspired by a blog post of a game developer
by the name of Simon [20]. Simon uses a structure as seen in 4.2. In
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our implementation the neighbor pointers are stored in the order X+,
X-, Y+, Y-, Z+ and Z- instead. Further an eight 32-bit field was added
that contains a pointer to the parent node. Non leaf nodes is described
in the GLSL 4.6 language as:

s t r u c t OctreeNode {
uint header ;
u int neighbor [ 6 ] ;
u int parent_ptr ;

} ;

Figure 4.2: Data structure used by Simon, Image source: https:
//3.bp.blogspot.com/-s_YGclOlD4M/UQVLH2S0e8I/AAAAAAAAAjE/
kLbz3nVoffQ/s1600/octreeNodeDataLayout.png

The leaf nodes are, like Simon [20], stored in same amount of mem-
ory as the other nodes but contains different information. Unlike Si-
mon instead of using a single static flag-bit in the leaf header we chose
to store the same five flag-bits for all nodes. Simon chooses to store
a count value representing the number voxels stored in the leaf at the
first eight bytes in the third 32-bit field. This limits the maximal rep-
resented number to 255. We instead chose to store that number in the
27-bit area as the child pointer of the normal nodes. This enables us to
reliably insert up to 134217727 voxels in the same leaf. Because of our
choice of count location we can store all RGBA channels in one 32-bit
field.
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Voxelization

As mentioned in the general voxelization section, we have a way of
generating voxel fragments to be sent into the fragment shader. These
fragments should be inserted into a voxel fragment list that is iterated
during the construction of the octree. OpenlGL 4.2 introduced the
shader storage buffer object, this structure introduces the possibility to
create large indexable arrays whose size can be semi-dynamically de-
cided during run-time. Furthermore the atomic counter object creates a
way for every thread to acquire unique linear indexes in such arrays.

Voxel fragment threads

4

Atomic counter

3

2

0

1

30 1 2 ...

Voxel fragment list

Figure 4.3: Insertion to voxel fragment list

Every thread in the fragment list increments the atomic counter with
the atomicCounterIncrement operation which returns the counters pre-
vious value and will be unique per thread. The values of the voxel frag-
ment is then simply inserted to the shader storage buffer. The exact size
of the buffer must be known before voxelization we choose to use an
arbitrary size that would suffice. Theoretically deciding the size could
be done in more exactly but is was not necessary for this project. Fur-
ther the size of the buffer only needs to be large for the static scene but
can be resized or removed one the static scene has been constructed.

Voxelization requires both color and voxel-field position to be stored
inside of the voxel fragments. While these technically could be stored
in the vec3 and ivec3 format provided by OpenGL however this would
result in some memory redundancy because of GLSLs byte-alignment
rules as described in the OpenGL specification [10, chapter 7.6.2, p. 144].
The position data is therefore stored in a compact format of 10 bits
per coordinate element, and the RGBA data is stored with 8 bits per
channel. The encoding of which is described in the following GLSL
functions

uint i v e c 3 _ t o _ u i n t 3 2 ( ivec3 val ) {
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re turn dot ( ( val & 0 x000003FF ) << ivec3 ( 2 0 , 1 0 , 0 ) , ivec3 ( 1 ) ) ;

}

u int rgba8_to_uint32 ( vec4 val ) {
re turn dot ( uvec4 ( val ) << uvec4 ( 2 4 , 1 6 , 8 , 0 ) , uvec4 ( 1 ) ) ;

}

When done correctly, a voxelization pass will result in a shader
storage buffer filled with voxel elements and an atomic counter whose
value containing the number of voxel fragments inserted. Each voxel
fragment is in our implementation stored as described by the follow-
ing GLSL struct definition.

s t r u c t VoxelData {
u int p o s i t i o n ;
u int c o l o r ;

} ;

Octree construction

Mark-subdivide and on-the-fly schemes was discussed in the background
as possible candidates for construction. We initially had no knowledge
about which one to use. Arnebäck[1] claims in his work that the mark-
subdivide method would be the simpler approach. With that piece of
information our first implementation therefore used the mark-subdivide
scheme. We later concluded that this technique is in fact both consid-
erably slower and slightly more complex then the alternative. A com-
parison between the techniques is not part of the scope of this report
the implementation of the mark-subdivide method will not be further
discussed in this chapter.

Our octree construction was inspired by Crassin and Green[4]. The
OpenGL version they had available at the time did not have access to
compute shaders. Compute shaders makes it possible to launch arbi-
trary threads for GPU computations without using the default rasteri-
zation pipeline.

During construction, the program needs to be able to store and
uniquely index every new node. Much like for the voxel fragment list
this can be done by creating a shader storage buffer with an auxiliary
atomic counter this buffer is henceforth referred to as the octree node
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buffer. Unlike the voxel fragment list, instead of incrementing the atomic
counter by one for every new node; once an uninitialized node is
reached the counter is incremented by eight, thus “allocating” space
for all its children at once. Unlike the mark-subdivide method new
nodes are not necessarily allocated in level order leading to some com-
plications for efficient access in later construction stages. We solved
this by creating a level buffer. This level buffer stores pointers to the ac-
tual nodes sorted by level. This enables efficient iterator of each level
when needed. In practice this requires more atomic counters, one per
level, so that each thread can insert the pointers into unique positions
of each array. Furthermore a set of buffer offsets for indicating the start
of every sub-array. Figure 4.4 illustrates the level buffer for a binary-
tree of four levels. a,b,c,d represents the buffer offset per level.

30 1 2 ...

0

1 2

3 4 7 8

5 6 9 10

a+3a a+1 a+2 ...

b+3b b+1 b+2 ...

c+3c c+1 c+2 ...

Level bu er

0

1 2

3 4 7 8

5 6 9 10

Octree

Figure 4.4: The level buffer and a 2N tree

The octree node buffer and level buffer requires memory to be allo-
cated before the programs are run on the GPU. The number of nodes
could of course be approximated calculating some arbitrary upper limit.
To achieve optimal buffer sizes the exact number of nodes could be re-
trieved by constructing the scene once. However as the number of
dynamic objects may vary some redundancy is hard to avoid.

Before the construction process can begin, every thread must be
able to acquire unique voxel fragments to process. Atomic counters can
be utilized in reverse using the atomicCounterDecrement method. How-
ever some extra detail should be put into the termination of the con-
struction phase. Using atomic counters of unsigned integers, once the
atomic counter is decremented bellow zero the value will underflow
and subsequent calls to the atomicCounterDecrement will return large
values. Luckily, since these under-flowed values are much greater then
the practical number of nodes, they can be used for signalizing termi-
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nation. In our implementation, a returned value larger than 108 will
result in thread termination.

Once a voxel index is acquired the thread must begin its descent
down into the octree. Using the voxel coordinate stored in a fragment
calculating which of the eight subspace it belongs to is done using
what we call octant vectors these octant vector is acquired by formula
4.1. This octant vector can then be mapped to a child index value be-
tween 0 and 7 using formula 4.2 describing the index of the child node
to be entered.

O(p, l) =

⌊
p

b l
2
c

⌋
(4.1)

O : D3 → N → {0, 1}3

l = 2n, n ∈ Z+ number of voxels spanned by a node at the current level.

D ∈ {n|0 ≤ n < l, n ∈ N}

I(o) =
∑
i=1

2ioi,∀o ∈ O(p, l) (4.2)

Since all children are stored in chunks, subsequent octree nodes can
be acquired by adding the child index to the child pointer of the parent
node. Further the subsequent voxel coordinate needs to be calculated
describing the position of the voxel fragment in the space spanned by
the child node. This is simply done by pn+1 = pn−b ln2 O(pn, ln)c. Where
pn is the previous voxel coordinate and ln the current level.

Every time a subsequent node is visited a check has to be made
to ensure its initialization. Every initialized non-leaf node contains a
non-zero child pointer. If the child pointer is not zero, the downward
walk can continue. If it is zero the node must be constructed and the
thread must then attempt to lock that node for construction. Our im-
plementation utilized one of the flag-bits in the header as a mutex. If
the lock-bit is zero the mutex is free to attempt a lock otherwise wait un-
til the construction currently performed by another thread is done. To
implement locks we use the atomicOr operation available in OpenGL
4.6 and forward. The atomicOr returns the previously assigned value
of the header. If the lock-bit of the returned value is set another thread
locked the node. The initialization process includes allocation of the
eight child nodes, zeroing these nodes when needed and adding the
parent pointer to each node. Then finally, modifying the header field
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of the constructed node to point to the allocated child block. When
then header field is modified all other waiting threads are free to re-
sume their walk down the tree.

Crassin and Green[4] suggested that every thread encountering a
locked node is suspended by putting the thread into a thread list for
later execution. Instead, our implementation makes every physical
thread buffer at max two different voxel fragments for computation. If
the computation for one voxel fragment encounters a locked node the
thread switches execution to the other node. If a voxel fragments com-
putation is finished it is removed from the threads buffer and a new
one could be acquired if necessary.

Once a thread reaches a leaf node its color value needs to be writ-
ten for later use. We propose the use a method similar to that of the
creation of normal nodes, a header bit is used as a lock flag for a node
mutexes. Once a node is locked the number of previous elements are
read from the header field and the new radiance values are calculated
by using the rollingAverage formula 3.5. In the last step the node count
is increased by one and the lock flag-bit removed.

Level traversal

The next few steps all requires traversal of nodes belonging to a spe-
cific level. Using the level buffer acquired from the initial construction
this can be easily achieved by using each counter backwards. If a
level l is to be traversed each thread simply needs to decrement the
counter by one and access the returned index. This process will mod-
ify the stored counter, therefore after the initial construction the values
of each counter is stored in CPU memory, the original values can then
be re-inserted into GPU memory when necessary. For simplicity the
level buffer does not need to use atomic counters and can instead store
the values at the start of the level buffer this approach requires the use
of atomicAdd added in OpenGL 4.3. atomicAdd does not return the new
value when adding with -1. A simple workaround is to simply sub-
tract one from the result instead.

For some cases where the a node needs to perform operations using
its children, instead of iterating the level l the lower level l − 1 might
be iterated instead using the parent pointer to insert data into the par-
ent. This can be beneficial for performance as it ensures only existing
nodes are checked, leading to a more balanced workload between the
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threads.

Neighbor finding

Once the octree structure is construed the all six existing spatial neigh-
bors of each node needs to be found and stored. Assuming that the
parent of each node already knows the location of its neighbors this
can be achieved by first calculating the octant vector for a node. Assum-
ing the root node is located at the start of the level buffer we can calcu-
late s, the start pointer of each nodes chunk, by equation 4.3 where n is
the pointer of the current node. The child index is then retrieved by n−s
and finally the octant vector is calculated by performing the inverse of
the function 4.2. Then, in turn adding each direction vector in 4.4 to
the octant vector another vector v i acquired. If all elements of v is either
0 or 1 v is an octant vector describing the location of neighbor lying in
the same block as the node. Otherwise v′ = v mod 2 will be an octant
vector describing the location of a neighbor located in a neighboring
block and can be acquired by checking out the parents neighbor in the
direction.

n− ((n− 1) mod 8) (4.3)

{(1, 0, 0), (−1, 0, 0), (0, 1, 0), (0,−1, 0), (0, 0, 1), (0, 0,−1)} (4.4)

The neighbor finding algorithm is performed on all nodes starting
from top to bottom excluding the root and leaf nodes.

Radiance injection

To inject radiance into the octree normal shadow maps of the scene
can be used. Assuming a shadow map is created its depth texture
will describe the world coordinate of each voxel hit by light from the
light source. Using these coordinates radiance is simply injected by
traversing down the octree, disregarding any coordinates not located
in the octree. Once a leaf node is found the radiance value can simply
be inserted in a way adequate to the BRDF. Note the resolution of the
shadow map is important since too small resolutions will result in a
“spotty” appearance. The differences can be ween in figures 4.5, 4.6a
and 4.6b.

In our implementation radiance values are injected into the blocks
first after all light has been inserted by iterating over all leaf nodes.
And then, in a separate step, border values are filtered as described
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Figure 4.5: Possible light spots

(a) Radiance injection with a
1600x1600 shadow map

(b) Radiance injection with a
1000x1000 shadow map

Figure 4.6: Differences between shadow map sizes

by Crassin[3]. Arnebäck[1] presents a problem where some border
values will be inconsistent if some neighbors are missing. We solved
by performing an extra check in the opposite direction for each value
transferal. If the neighbor is missing then the border values in that
direction are halved.

Mipmaping

Before the octree is ready to be used in VBCT radiance values needs
to be mipmapped up into the higher levels. We did this as suggested
by Crassin[3], two passes was used per level the first one inserting all
children belonging to a node into the corresponding block and a sec-
ond pass adding the radiance values between spatially neighboring
nodes. Instead of using a pure 33-Gaussian kernel a 53-kernel was cre-
ated simulating the Gaussian kernel but with modified border weights
compensating for the partially missing neighboring values. The mod-
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ified kernel is found in appendix 7.1.

Cone tracing

During octree cone tracing we choose a top down approach, every
world position is simply translated to voxel coordinates traversing the
tree from the root node. If a point is does not exists in the octree the
traversal is terminated early and ∅ returned.

Dynamic objects

Like static objects dynamic objects need to be inserted into the tree.
For every frame all dynamic octree nodes containing purely dy-

namic data must be cleared.
All blocks containing partially dynamic data must be reset.
Counters from the previous

4.1.3 Clipmap

Data Structure

Our implementation of the clipmap structure is inspired but not ex-
actly equal to the implementations discussed in previous section. Fist
of all we decided not to lower the resolution of the highest levels as
in Panteleev because of the relatively small difference in memory us-
age and ease of implementation. As discussed, OpenGL has a limited
number of image units; if you want to split each clipmap level into
its own texture this could be problematic. Instead we stored every
texture in one large 3-dimensional 32bit unsigned integer texture, in-
spired by Kroker[14]. The format is limiting but necessary to utilize
inbuilt atomic operations especially imageAtomicCompSwap. At the
moment OpenGLs atomicAdd functions only support unsigned/signed
integer types and can therefore not be used to add floating point val-
ues directly. However the Nvidia extension NV_shader_atomic_float
solves this problem, but has the disadvantage of compatibility [7]. Be-
cause of the limit of only 32 bits per voxel, there was a need to lower
the risk of overflowing integers, to solve this we used the atomic aver-
age function presented in Crassin and Green[4].
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Pre-processing

We then feed the texture generated by the voxelization pass to a com-
pute shader and output the values to a RGBA texture to make it possi-
ble to utilize OpenGLs inbuilt filtering. The opacity values of the tex-
ture is set to either 1 or 0 depending on if they contain geometry or not.
Because every level of the clipmap is stored in one large 3D texture we
need a border between each of the sub-textures, this to make the filter-
ing behave correctly close to the borders. Instead of calculating cover-
age as in Panteleev[18] we used a binary coverage, mainly because of
time constrains. We found that a binary coverage worked quite well in
most situations. The main problem of doing so is that small changes in
the position of the geometry could lead to larger changes to the result
when tracing the voxel field.

Optimizations

To keep the implementation simple both in terms of code size and im-
plementation we also decided not to use bounding boxes for the ob-
jects and re-voxelized the full scene every frame. While using a voxel
field resolution of 1283 this was not a problem and was not the largest
bottleneck in the pipeline, which at this resolution was the cone trac-
ing pass. Although optimization such as those discussed in previous
section could enable larger voxel field resolutions. Also we did not im-
plement anisotropic light injection, this is not a huge problem in most
cases but can be problematic for thin objects especially with different
colors on each side. In case you have a thin object red on one side and
green on the other the average color would be yellow which would
lead to a not very accurate result.

4.2 Cross compassion

For the final results both implementations are run on the same com-
puter. The performance metrics are acquired by timing and averaging
the amount of seconds it takes for one frame to be produced and pre-
sented on the screen. For each implementation, details about how long
time in milliseconds its parts takes to compute.

A comparison between images generated using both methods are
compared to ray-traced reference images. The ray-traced image is gen-
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erated by using Blenders’ inbuilt rendering engine Cycles.
In order for complexity to be compared between the two imple-

mentations the number of source code lines are counted. Only the files
unique to the particular implementation is counted. This is generally
not a good way to measure code complexity but is the only concrete
metric we are aware of.
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Results

All results are retrieved using a 1280x720 resolution on a Nvidia 960m
GPU.

5.1 Visual comparison

Figure 5.1: Reference image ray-traced using Blender Cycles (4:24 min render time)

38
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Figure 5.2: Image rendered using 5123 SVOCT

Figure 5.3: Image rendered using 1283 Clipmap

5.2 Performance

SVO 5123 0.91s
Clipmap 1283 0.125329s
Clipmap 2563 0.6483s

Table 5.1: Seconds per frame
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5.2.1 Performance breakdown

Sparse voxel octree

Voxel list construction 4.392ms
Octree construction 2367.21ms
Neighbor finding 26.67ms
Radiance injection 3.05ms
Radiance filter 10.1ms
Mipmap insert 26.15ms
Mipmap filter 71.1ms
Sum 2508.672ms

Table 5.2: Static pass, CPU time in milliseconds

Voxel list construction 0ms
Octree construction 3.004ms
Clear voxels 3.003ms
Clear light 0ms
Neighbor finding 27.156ms
Radiance injection 10.47ms
Radiance filter 10.07ms
Mipmap insert 26.05ms
Mipmap filter 72.11ms
Render image 213.07ms
Sum 361.93ms

Table 5.3: Dynamic pass, CPU time in milliseconds

Clipmaps

Voxelization 22ms
Voxel Structure Pre-processing 90ms
Cone Tracing 50ms
Sum 166ms

Table 5.4: GPU-times measured with Nvidias Linux OpenGL Debugger
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5.3 Memory and Lines of code

SVOCT Clipmap
Memory 140MB 100MB
Lines of codes 2950 915

Table 5.5: Static pass, CPU time in milliseconds
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Discussion

6.1 Discussion

The discussion is divided into three parts to cover the points of in-
terest. First we discuss both implementations separately, finally we
discuss the advantages and disadvantages of both implementations in
comparison to each other.

6.1.1 Sparse voxel octree

We only manage to receive around one frame per second on our hard-
ware, in comparison Crassin reported around 20-70 fps on most scenes.
The performance statistics shown in the result seems imply that our
cone tracing is the main bottleneck. The slow cone tracing is not sur-
prising as we used a top down search approach for every sampling
position. Better performance could probably be achieved through uti-
lizing the neighbor and parent pointers in a more optimal way. In
fact, a more sophisticated octree tracing algorithm was considered but
scrapped due to the projects time constraints.

Even though not shown in the results, we also noticed that the
mipmaping process of dynamic objects immensely decreased perfor-
mance. Without mipmaping of dynamic objects we achieved around
4 FPS and with mipmaping 1. This performance drop is not shown
in the results probably because of the relatively weak measuring tech-
nique used. This leads us to believe that our implementation is non-
optimal and any possible further work should put extra attention to
this process.
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Further we, noticed that our SVOCT implementation produces some
unwanted visual errors on tracing results where the origin samples ra-
diance from very nearby objects. These visual errors appears to be
more “blocky” then desired.

6.1.2 Clipmap

Clipmaps does not need a large initialization step and is therefore
well suited for fully dynamic scenes. Because of the characteristics
of clipmaps the visual fidelity is proportional to the distance from the
camera. This could of course be a problem in some cases but in most
cases as discussed in previous section the fidelity does not need to be
as high for surfaces further away from the camera. The main problem
lies in the inconsistencies which is most clear at the border where a
lower level of the clipmap is not available anymore. We do not know
any way of fixing this problem but as previously discussed the prob-
lem is easily hidden by interpolating close to the borders. Another
problems would be scenes with large distances and very glossy mate-
rials where the aperture of the viewing cone is thin. According to our
benchmarks done with Nvidias Linux OpenGL debugger the largest
bottle neck is the compute shader copying from the uint32 texture to
the RGBA float texture. The frame debugger times the GPU time use at
this step at 90ms while the cone tracing step took about 50ms. Because
of time limitation we have not been able to investigate this issue fully.
Although the shader is basically only copying data there is reason to
believe that the bottle neck could be eliminated.

6.1.3 Visual Result

The dark areas of the scene is more illuminated in reference image 5.1
than in the images generated by our engine, the main cause is probably
due to the fact that the rendering engine used (Blender Cycles) utilizes
a lot more light bounces. It is also worth noting that the reference
image has less reflections which is not an effect created by algorithm
but rather how the two engines interprets materials.

6.1.4 Conclutions

Visualy we feel that the image generated using SVO as an underlying
datastructure 5.2 and the image using a clipmap5.3 are to similar to



44 CHAPTER 6. DISCUSSION

each other to draw any objective conclusions.
Because the output generated by the algorithm is an image, it is

difficult to do a exact performance comparison between the two struc-
tures. However when comparing the performance numbers to the im-
ages generated our conclusion is that clipmaps probably are the faster
alternative. Clipmaps also lack the initialization overhead of the SVO
which could be preferred in some cases, especially when handling a
large number of dynamic objects. Neither of or implementation man-
aged to get interactive framerate on the low end hardware we used
for benchmarking, which is expected. However there are quite a few
optimizations that could be done to make the frame rate better, I.e.
sparse sampling which was one of the methods used in the game The
Tomorrows Children to make the technique run on a Playstation 4[16].
A clipmap with a resolution of 1283 spanning a volume 8003 as in our
examples will have a higher voxel density close to the camera than our
SVO implementation. Our clipmap structure also requires slightly less
memory but the difference is small enough to make us comfortable to
draw clear conclusions.

One of the more notable differences between the two implementa-
tions are the code complexity required for implementation. As seen
in the results our clipmap implementation was written in 915 lines
of code and 2950 for our SVO. This can be attributed to the fact that
clipmaps can utilize many features native to OpenGL. On the other
hand the SVO structure requires a lot of code to handle the non native
data structure. Because of this the SVOCT requires quite a few com-
pute shaders to compute the large amount of necessary stages to create
the structure. The SVO structure is therefore simply more complex to
implement. Neither technique can hardly be called trivial, however
we deem the SVOCT to be the more complex of two because of the
reasons mentioned above.
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Appendix

7.1 53 modified Gaussian kernel
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