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Mängden datatrafik som skickas genom mobila nätverk varierar under dygnet och under 
veckorna. Därmed upplever nätverket olika efterfrågan och belastningen på backendsystemen 
kommer att vara olika stor vid olika tidpunkter. Genom att kunna förutse hur användandet 
kommer att se ut kan man optimera den kapacitet som behövs för att uppfylla efterfrågan. 
Detta kan reducera underhållskostnaderna och energikonsumtionen vilket kan påverka miljön 
på ett positivt.  
 
Målet med detta projekt var att förutse mängden datatrafik som skickas genom det mobila 
nätverket baserat på två veckors mätpunkter givna i femminutersintervall. Mätpunkterna 
behandlades som en tidsserie och populära metoder inom tidsserieanalys användes för att 
göra förutsägelser. De modeller som användes var en ARIMA-modell, som tillämpades 
tillsammans med en polynommodell och en Fourierserie, samt en TBATS-modell. Slutligen 
användes även ett neuralt nätverk baserad på en metod vid namn Long Short Term Memory.  
 
Resultaten tyder på att säsongsmönster inom tidsserien modelleras bra med hjälp av enkla 
modeller så som polynom och Fourierserier men det är svårt att modellera den stationära 
tidsserien. ARIMA modellen gav inga bra resultat på grund av den långa perioden. Både 
TBATS-modellen och det neurala nätverket lyckades modellera säsongsmönstren men inte 
den stationära delen.   
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Mobile network traffic prediction based on machine
learning

Louise Abrahamsson Kwetczer and Jakob Stigenberg

Abstract—The amount of data traffic sent through mobile
networks varies throughout the day and week. Thus, the network
experiences varying demand and therefore, the load on all the
back end systems in the core network is far from constant. By
being able to predict the load, the back end system capacity can
be optimized during the day, reducing maintenance costs and
energy consumption, affecting the environment positively. The
predictions may also be used for network planning.

The aim of this project was to predict the mobile network data
traffic based on two weeks of data aggregated into five minute
intervals. The data was treated as a time series and time series
forecasting methods were used, the ARIMA model using external
regressors based on a polynomial model and a Fourier series as
well as the TBATS model. Also, a recurrent neural network based
on a method called Long Short Term Memory was used.

The results show that the seasonal components of the time se-
ries are modelled well using simple methods such as a polynomial
model or Fourier series. However, modelling the dynamics of the
stationary time series is very difficult and the ARIMA model did
not perform well in this situation due to the long time predictions
made. Neither did the neural network or TBATS model manage
to model the stationary dynamics and were only able to capture
the seasonal components.

I. INTRODUCTION

In today’s society, people are constantly connected through
their mobile phones. Being connected to the internet where
ever you are is nowadays natural and the access to smart
phones, in Sweden, is steadily growing [1]. This growth
results in a lot of stress on the mobile network infrastructure.
Therefore, being able to predict the data usage is of interest for
network planning. Also, the system capacity may be optimized
to better correspond to the actual demand.

Mobile network traffic prediction can be treated as a time
series forecasting problem. A time series is a set of data
points, collected at regular intervals given in chronological
order. The time series is usually divided into a stationary part,
a seasonal part and a trend. The seasonality represents the
periodic variations of the data, e.g. ocean tides or lunar cycle.
The trend captures a long term increase or decrease in the data,
e.g. human population growth. The stationary part is what is
left when removing the seasonality and trend [2].

In this report, the mobile network traffic is analyzed using
time series forecasting models which is a well documented
area and there are plenty of models developed for this purpose
[3]. The two most popular methods are the ARIMA model and
exponential smoothing [4]. Also, neural networks have been
getting attention lately in time series forecasting [5] [6].

It should be kept in mind that the results can be extended
beyond mobile network traffic prediction to other areas where
system load is analyzed and to be predicted.
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Fig. 1. The raw data used in this report. The first two weeks, the training
set, were used to predict the third week, the test set. With a total number of
6048 data points, the training set consisted of 4032 data points, leaving 2016
remaining data points to the test set.

However, first of all the performance indicators used will
be presented. The models are then developed and tested on
simulated data followed by the application on the real data.
Finally, a short discussion is given on an alternative approach
using neural networks.

II. MOBILE NETWORK DATA

The raw data that was provided contained the amount of
mobile network data sent in five minute intervals over three
weeks. Hence, the data set consisted of 6048 data points with
a weekly period of 2016 data points. Since there is only
three weeks of data it is assumed that there is no trend, the
time interval is too short to show any significant long term
differences. This is also seen in the raw data visualized in
Figure 1. Throughout the entire report, the first two weeks of
data are referred to as the training set followed by the third
week referred to as the test set. In other words, the two first
weeks will be used to predict the third.

A. Data generation

In order not to be bias when developing the different
models, artificial data was used instead of trying to fit a model
to the real data right away. The artificial data was designed in
order to resemble the real data’s behavior as much as possible.

To resemble the seasonality aspects of each week, the arti-
ficial data generated was constructed as a linear combination
of multiple sinus functions, each function having its own
amplitude, period and phase offset. In addition to the sinus
functions, normally distributed noise was added.
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Fig. 2. The generated data, after normalization to mean zero and standard
deviation one, used when testing the models. The x-axis represents time, each
step representing five minutes. The data marked train are two weeks of data,
4032 data points, following by one week of test data.

It was assumed that all possible seasonal patterns were
contained within one week, i.e. 2016 data points. That implies
that a period of the sinus functions must be a divider to 2016.
Thus the model was given by

f(xi) =

10∑
k=1

[
Ak sin(2πνkxi + αk)

]
+ ni (1)

The amplitudes, Ak, and the phase offsets, αk, were cho-
sen randomly. The periods, νk, were chosen to be the
largest dividers to 2016, i.e. ν1 = 2016, ν2 = 1008, ν3 =
672, . . . , ν10 = 144. Finally, the noise, ni, was normally
distributed. The data generated can be seen in Figure 2.

III. PERFORMANCE INDICATORS

The different models that were developed were tested and
compared using four different performance indicators. Apart
from two of the most commonly used functions, Root Mean
Square Error (RMSE) and Symmetric Mean Absolute Percent-
age Error (sMAPE) [7], the standard deviation of the error
(STD) and the coefficient of determination, R2 value, were
used.

The R2 value and sMAPE are both normalized functions. In
order to present normalized values of RMSE and STD, all data
is normalized, until the actual prediction is made, according
to

yi =
Yi − 〈Y 〉
STD(Y )

where yi is the normalized value, Yi is the original value, 〈·〉
denotes the mean and STD(·) denotes the standard deviation
defined as

STD(x) =
√
〈x2〉 − 〈x〉2 (2)

The inverse transformation is then given by

Yi = yi · STD(Y ) + 〈Y 〉 (3)

A. Root Mean Square Error, RMSE

The root mean square error, RMSE, is defined by

RMSE =
√
〈e2〉 (4)

where e is the error between the actual value and the predicted
value. RMSE gives an understanding of the average error size.
By examining the square of errors, large errors are weighted
more than smaller errors. A smaller error means a smaller
RMSE.

B. Symmetric Mean Absolute Percentage Error, sMAPE
There are many ways to define the symmetric absolute

percentage error, sMAPE [8]. In this report it is defined by

sMAPE =
2

n

n∑
i=1

|yi − ŷi|
|yi|+ |ŷi|

(5)

where y is the given data and ŷ is the forecast. The extremes
are given by ŷy ≤ 0 yielding a result of 2 and ŷ = y giving
0. Hence, the values obtainable are in the range [0, 2] with
0 being a perfect fit. sMAPE was designed to measure the
average percentage error and is thus another way of getting
an understanding of the average error size.

1) Issues using sMAPE to normalized data: Since sMAPE
assigns a value of 2 whenever ŷ and y are of opposite sign,
performance reported by sMAPE may be unjustified large
errors when the normalized data are used, since then the values
are close to zero. When the inverse transformation is done
however, then y, ŷ � 0 and the performance should be better
indicated by sMAPE. Therefore, the sMAPE results of the
models are only comparable to each other and not other papers
until the real unnormalized data is used in the Results section.

C. Standard Deviation, STD
The standard deviation of the error, denoted by STD, is

given by
STD =

√
〈e2〉 − 〈e〉2 (6)

where e is the error. The STD is useful for understanding how
the error varies. A lower STD means that the prediction errors
are contained within smaller region.

D. Coefficient of Determination
The coefficient of determination, or R2 value, is a normal-

ized function popular when determining the goodness of a fit
to data. It is defined by

R2 = 1− SSres

SStot
(7)

where,

SStot =
∑
i

(yi − 〈y〉)2 (8)

SSres =
∑
i

e2i (9)

with y representing the reference values and e is the difference
between the predicted value and the actual value. Equation
9 is exactly the sum of square errors and Equation 8 is the
sum of all deviations squared. Hence, the R2 value gives
a combined performance indication of the actual size and
deviation of the error opposed to what the RMSE and STD
indicates individually. In a perfect fit, SSres = 0 and thus the
R2 value would be equal to 1.
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Fig. 3. Root mean square error of a polynomial fit to the training set versus
the test set as a function of polynomial degree, M . Figure is taken from [9].

IV. OVERFITTING

When developing a model to fit the data it is important to
keep the issue of overfitting in mind. As Bishop [9] discusses,
if you are tasked with fitting a polynomial to a set of M + 1
data points, a polynomial of degree M will yield a perfect fit.
However, if this polynomial is to predict other data points there
is likely a large error. This phenomena is called overfitting. As
can be seen in Figure 3 taken from Bishop [9], a small training
error does not necessarily imply a small prediction error. Thus,
when fitting a model, the optimal model parameters are found
by minimizing the prediction error.

V. MODEL DEVELOPMENT

In this section, the different models used are discussed.
First of all, two simple curve fitting models are presented, the
Fourier series and then a polynomial model. Thereafter, the
ARIMA model is discussed followed by the TBATS model
which is based on exponential smoothing and Fourier series
[10].

A. Fourier series

A function can be expressed in a Fourier series

f(x) ∼ a0
2

+

N∑
n=1

an cos
( π
P
nx
)
+ bn sin

( π
P
nx
)

(10)

where an and bn are given by

an =
1

P

∫ P

−P
f(x) cos

( π
P
nx
)
dx (11)

bn =
1

P

∫ P

−P
f(x) cos

( π
P
nx
)
dx (12)

and 2P is the period and N is the number of Fourier terms
[11]. The period, 2P , will be fixed to the period of the data,
i.e. 2016, while N may be varied.

1) Fitting the Fourier series: an and bn were determined
using the training set applied to Equation 11 and 12, the
number of terms N was optimized using the test set. For
N → ∞ the Fourier series converges and ∼ in Equation 10
is replaced by an equality sign [12]. Thus, a larger value of
N yields a better fit to the data, although it might result in an
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Fig. 4. Prediction RMSE of the Fourier series applied on artificial data. The
error was minimized using 17 Fourier terms, N = 17.

overfitted model, as discussed in Section IV. Hence, N should
be chosen such that the prediction error attains a minimum.

To determine the number of terms N , the Fourier series was
applied to the artificial data. Using the RMSE and varying
values of N the optimal number of terms was determined to
be N = 17 as seen in Figure 4.

B. Polynomial model

The polynomial model is based on simple polynomial
curvefitting. As the data is having a periodic behavior the
function fitted was also designed periodic. In order to capture
the dynamics without using polynomials of high degree, which
can be computationally heavy to fit, the function was also
divided into multiple divisions with each division containing
one polynomial function. Thus, each polynomial is used to
model certain sections of the periodic function. The overall
model is then given by

f(x) =



∑N
i=0 ai,1x

i 0 ≤ x < P
D

...∑N
i=0 ai,dx

i (d− 1)PD ≤ x < dP
D

...∑N
i=0 ai,Dx

i (D − 1)PD ≤ x < P

f(x+ P ) = f(x)

(13)

where P is the period of the data, D is number of divisions
each period is divided into and N is the polynomial degree.
This model has two degrees of freedom, N and D, as P will
be fixed to the period of the data, i.e. 2016.

1) Fitting the polynomial model: The polynomial coeffi-
cients, ai,d, were chosen such that the square error of the
training set was minimized. The two remaining parameters,
D and N , were chosen according to the discussion in Section
IV. In Figure 5, the prediction RMSE is shown for different
values of these two parameters when applied to the artifcial
data. The optimal values were found to be D = 7 and N = 6.

C. ARIMA

ARIMA is an acronym for Autoregressive Integrated Mov-
ing Average. The model is typically written ARIMA(p, d, q)
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Fig. 5. Prediction RMSE of the polynomial model applied on artificial data.
The error was minimized using seven divisions, D = 7, and polynomial
degree of six, N = 6.

given by

y′t = c+φ1y
′
t−1+· · ·+φpy′t−p+θ1εt−1+· · ·+θqεt−q+εt (14)

where y′t is the observed value differentiated d times, εt−i
the previous forecast errors and εt is white noise [4]. In
other words, future predictions of y are made based on the
p previous values as well as the q previous errors. The
parameters, φi and θi, are fitted in a most likelihood sense, i.e.
chosen such that the observed data, in this case the training
set, is as likely as possible.

The ARIMA model can only be applied to stationary time
series, that is time series containing no trend or seasonal
patterns [4], however as previously stated no trend was present
in this work. Seasonal patterns can be dealt with using different
methods. One simple method would be to differentiate the data
until a stationary time series is achieved [13]. However, as
this method was not employed in this case, d was chosen to
d = 0. Another possible method would be to use the seasonal
ARIMA model which was developed to handle seasonal time
series. However, it does not handle seasonal patterns of long
periodicity and is best suited for quarterly or monthly data,
i.e. a period of 4 or 12, not a period of 2016 [14]. For
longer periods, Hyndman [14] suggested the use an external
regressors, e.g. using an external model to capture the seasonal
patterns and then applying an ARIMA model to the residual.
Thus, the ARIMA model was only applied to the residuals of
the polynomial model and the Fourier series.

Another issue that affects the ARIMA model is the way the
predictions are made. As seen in ARIMA definition in Equa-
tion 14, the predictions are made based on the previous values
and therefore, in longer prediction series, the predictions are
made based on predictions. This is generally a bad idea, as
an error caused in the first forecast is amplified in the next,
which is then further amplified in the following one, etc.

Two measures were taken in order to reduce these effects.
Firstly, the ARIMA model was only used to make 24 hour
predictions. After each prediction, the model was then refitted
using the real data after which another prediction was made.
Secondly, the data was aggregated to hourly, i.e. the demand
seen as constant over each hour, to which the ARIMA model

was applied to, this will be referred to as the stepwise ARIMA
model.

The ARIMA models were implemented using the
forecast package in R. After testing different values of
p, q, they were both finally chosen to p = q = 68.

D. Exponential smoothing, TBATS model

Exponential smoothing is a method that weights the input
differently. Forecasts are done by giving more recent data
larger weights and then decreasing the weights exponentially
as time passes.

Simple exponential smoothing is convenient to use when
there is no trend or seasonality [15]. The data is weighted
with the parameter α which varies between 0 < α < 1. With
a large value of α more weight is given to recent data and
with a small value of α more weight is put on older input.
The model is given by

yt+1 = αyt + α(1− α)yt−1 + α(1− α)2yt−2 + . . . (15)

M De Livera et al. [10] has developed the TBATS model
which is based on exponential smoothing and Fourier series.
It is an acronym for the key features Trigonometic, Box-cox
transform, ARMA errors, Trend and Seasonal components.
It has been shown to be able to handle time series containing
complex seasonal patterns as well as multiple seasonal periods
[10] as is the case with the mobile network data.

Using the TBATS model, the seasonal patterns can be
separated into one weekly pattern, i.e. with a period of 2016
data points, and one daily pattern, i.e. with a period of 288
data points.

Like the ARIMA model, the TBATS model was imple-
mented using the forecast package in R. The methodology
for how the TBATS model is fitted is presented in [10].

VI. MODEL RESULTS ON ARTIFICIAL DATA

In Table I the performance of the different models and
combinations of different models are presented. In the case
where two models are used, the first one is used to model the
seasonal patterns followed by the second one used to model the
residual. A few additional models based on the ones previously
mentioned have been introduced and are to be discussed below.

Before discussing the different models, it should be noted
that the use of just a Fourier series or polynomial model had
similar results compared to when also modelling the residual.
This is not unexpected as the models capture the dynamics of
the artificial data very well as it was constructed using multiple
sinus functions. The residual is merely noise added that does
not contain any pattern and may therefore be difficult to model.
This is confirmed by Figure 6 which shows the prediction of
the sole polynomial model and the residual.

A. Fourier series and polynomial model

The Fourier series and the polynomial model were both
applied to the residual of the seasonal modelling in an attempt
to capture what the initial model did not.
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TABLE I
PERFORMANCE OF DIFFERENT MODELS AND MODEL COMBINATIONS APPLIED ON ARTIFICIAL DATA.

Model RMSE sMAPE STD R2

Polynomial 0.6038 0.9237 0.6396 0.6034
Fourier 0.6040 0.9323 0.6393 0.6037

Polynomial + Polynomial 0.6025 0.9211 0.6022 0.6411
Polynomial + Fourier 0.6031 0.9218 0.6027 0.6404
Fourier + Polynomial 0.6035 0.9272 0.6032 0.6399

Fourier + Fourier 0.6046 0.9229 0.6043 0.6385
Polynomial + ARIMA(68, 0, 68) 0.9835 1.2448 0.6092 0.0435

Fourier + ARIMA(68, 0, 68) 0.9852 1.2465 0.6118 0.0403
Polynomial + Stepwise ARIMA(68, 0, 68) 0.6409 1.0087 0.6114 0.5938

Fourier + Stepwise ARIMA(68, 0, 68) 0.6435 1.0072 0.614 0.5906
TBATS 0.6380 0.9793 0.6220 0.5976

TABLE II
PERFORMANCE OF THE ARIMA MODELS WHEN REDUCED TO ZERO MEAN ON ARTIFICIAL DATA.

Model RMSE sMAPE STD R2

Polynomial + ARIMA(68, 0, 68) 0.6095 0.9261 0.6092 0.6326
Fourier + ARIMA(68, 0, 68) 0.6121 0.9287 0.6118 0.6296

Polynomial + Stepwise ARIMA(68, 0, 68) 0.6117 0.9375 0.6114 0.6300
Fourier + Stepwise ARIMA(68, 0, 68) 0.6143 0.9346 0.614 0.6268
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Fig. 6. The prediction and residual when applying the polynomial model to
artificial data.

When modelling the residual, the models parameters were
selected such that the prediction error was minimized, i.e.
according to Section V-A1 and Section V-B1.

The combined models all perform better than the sole
models, although the improvement is small.

B. ARIMA model

The performance of the ARIMA model is very poor. The
RMSE of the ARIMA model used along with the polyno-
mial model is approximately 62% larger than just using the
polynomial model. The prediction results are thus worse using
the ARIMA model than if no residual model were used. This
is also the case when using the stepwise ARIMA model,
although significantly better results are achieved than the non
stepwise model.

Even though the average error size when using the ARIMA
models is increased, the standard deviation is reduced. This
suggests that a constant error is introduced. Upon closer
examination it was found that the predictions made using the
ARIMA models had a non zero mean, although the training
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Fig. 7. The prediction and residual when applying the Fourier series to the
real normalized data.

set provided had a zero mean. Therefore, in Table II are the
ARIMA models presented again with their mean reduced to
zero. These predictions do outperform the sole use of a Fourier
series or the polynomial model, however do not outperform the
combined use of them.

C. TBATS

The TBATS model was specified to use all the seasonal
components used in the generated data as it failed to capture
the seasonal dynamics if only the periods 2016 and 288 were
used. In other words all ten different periods chosen in Section
II-A. Still the model did not keep up with the performance of
the Fourier series, this was surprising as it is based on one
[10]. However, it is also based on ARMA errors which may
be reducing its performance similarly to what could be seen
by the ARIMA models.

VII. MODEL RESULTS ON REAL DATA

Presented in Table III are the performances of the same
models and model combinations, using the same parameters,
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TABLE III
PERFORMANCE OF DIFFERENT MODEL COMBINATIONS APPLIED ON REAL NORMALIZED MOBILE NETWORK TRAFFIC.

Model RMSE sMAPE STD R2

Polynomial 0.3399 0.7524 0.3396 0.4402
Fourier 0.3430 0.7630 0.3427 0.4299

Polynomial + Polynomial 0.3392 0.7486 0.3388 0.4426
Polynomial + Fourier 0.3393 0.7450 0.3390 0.4420
Fourier + Polynomial 0.3429 0.7558 0.3426 0.4302

Fourier + Fourier 0.3431 0.7626 0.3427 0.4296
Polynomial + ARIMA (68, 0, 68) 1.2027 1.6304 0.3409 −6.0096

Fourier + ARIMA(68, 0, 68) 1.184 1.626 0.341 −5.7932
Polynomial + Stepwise ARIMA(68, 0, 68) 0.4288 0.9278 0.3662 0.1091

Fourier + Stepwise ARIMA(68, 0, 68) 0.4272 0.9019 0.3664 0.1155
TBATS 0.3375 0.8077 0.3360 0.4481

TABLE IV
PERFORMANCE OF THE ARIMA MODELS WHEN REDUCED TO ZERO MEAN ON REAL NORMALIZED DATA.

Model RMSE sMAPE STD R2

Polynomial + ARIMA (68, 0, 68) 0.3413 0.7732 0.3409 0.4357
Fourier + ARIMA(68, 0, 68) 0.3413 0.7648 0.3410 0.4354

Polynomial + Stepwise ARIMA(68, 0, 68) 0.3665 0.8374 0.3662 0.3490
Fourier + Stepwise ARIMA(68, 0, 68) 0.3667 0.8414 0.3664 0.3482
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Fig. 8. The prediction and residual when applying the polynomial model to
the real normalized data.

that were applied on the artificial data. The same notation of
a seasonal model + residual model is used.

The simple Fourier series and polynomial model still cap-
ture the dynamics very well, as can be seen in Figure 7
respectively Figure 8, and therefore the addition of a residual
model gives small effect.

The ARIMA models suffered from the same problem as
when they were applied to the artificial data, namely make
predictions of non-zero mean although the training set had a
zero mean. Just as discussed in Section VI-B, the mean was
removed from the predictions yielding better results which are
presented in Table IV.

It should be noted that the single polynomial model per-
forms remarkably well, only beaten slightly by adding a
residual model of another polynomial model or Fourier series.

The TBATS and double polynomial model are the best
ones. The TBATS model outperforms all other models in
every area apart from the sMAPE parameter, where the double
polynomial model is best.
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Fig. 9. The prediction made by the neural network.

TABLE V
PERFORMANCE OF A LONG-SHORT-TERM-MEMORY BASED RECURRENT

NEURAL NETWORK, LSTM-RNN.

RMSE sMAPE STD R2

0.5588 0.1733 0.5550 0.4329

VIII. NEURAL NETWORK APPROACH

Another approach that has been getting attention lately is
the use of neural networks. Specifically, the use of Long-Short-
Term-Memory based Recurrent Neural Network, LSTM-RNN,
and a method called long-term-short-memory has been shown
to generate great results [6].

A neural network was implemented using Keras which is
a high level API capable of running on Tensorflow [16],
as was done in this case. It was constructed using a hidden
LSTM layer of size 50, i.e.a hidden layer containing 50 nodes,
followed by a single output layer. The input layer had a size
of 3 and consisted of the day of week, hour and five minute
interval, again under the assumption that all seasonality is
contained within a single week.

The performance of the network applied to the real data is
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Fig. 10. Visualization of final prediction made using the TBATS model.
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Fig. 11. Visualization of final prediction made using the double polynomial
model.

shown in Table V and the prediction is seen in Figure 9.

IX. FINAL RESULTS

TABLE VI
PREDICTION PERFORMANCE OF THE FINAL PREDICTION.

Model RMSE [kB] sMAPE STD [kB] R2

TBATS 59927 0.1523 59659 0.4481
Double polynomial 60226 0.1447 60167 0.4426

LSTM-RNN network 60743 0.1420 60337 0.4329

In Table VI, the final predictions made by the TBATS
model and double polynomial model are presented together
with the results from the neural network. Here, the data have
been inversely transformed using Equation 3 and therefore the
sMAPE score now gives a better justified score, as discussed
in Section III-B1. The TBATS prediction is seen in Figure
10, the double polynomial model in Figure 11 and the neural
network was seen previously in Figure 9.

When comparing the models, the performance indicators
are not conclusive. It seems that a better sMAPE score comes
at a lower RMS, STD and R2 score. This is explained by
the fact that RMSE and R2 both examine the squared error
while sMAPE only accounts for the mean error. However, as
the average error, RMSE, and standard deviation of the error,
STD, are found to be smallest for the TBATS model, it is
considered the best one, yet both the polynomial model and
neural network are close in comparison.

X. CONCLUSION

The modelling of seasonal components does not require
very advanced models. A plain Fourier series and the sim-
ple polynomial model developed both capture the seasonal
dynamics very well, as was shown in Figure 7 and Figure
8.

The remaining residual is difficult in modelling. The popular
ARIMA model has difficulties in modeling large amounts of
data and making longer predictions, even though 24 hours
predictions were made. Instead, capturing the mean of the
noise, using for example the polynomial model, showed much
better results than attempting to predict the peaks.

It should be remembered that the TBATS model, which
ultimately was found to be the best model, is based on a
Fourier series in the seasonal modelling [10]. Although the
model does include an ARMA model to predict errors, it has
no effect as the prediction seen in Figure 10 is smooth.

XI. DISCUSSION

A data analysis problem such as this one containing a lot
of data is, nowadays, commonly approached using a machine
learning perspective. Agrawal, et al. [6], managed to apply an
LSTM-RNN based neural network to data similiar to ours with
a MAPE result of approximetaly 0.06. Although their MAPE
definition and our sMAPE parameters are not the same, they
are still comparable. We believe that this methodology has a
lot of potential and should be further researched.

It should be noted that the data set used in this report does
not contain a lot of information. The prediction is made based
on two weeks of data, thus, the data consists of only two data
points per point to be predicted. Of course, this should be
enough to capture the seasonal trends, as has been successfully
demonstrated.

One would think that the residual should be captured by a
dynamic model such as the ARIMA model. If a lot of data
is transmitted in a five minute period, it should in most cases
be followed by a lower amount of transmitted data in the next
period. However, these patterns and these peaks seem to be
occurring randomly and are therefore difficult to predict. Thus,
the models are better of by simply capturing the more general
pattern seen in the residual instead of making long predictions
that amplify previous prediction errors.

Another approach that was not discussed in this report and
one that should also be further researched is the possible
combination of the traditional time series forecasting methods
and the LSTM-RNN based neural network. For example
Zhang [5] proposed what he calls a hybrid ARIMA model
with a neural network. Perhaps doing something similar using
the TBATS model and the LSTM-RNN network would give
good results.
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